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Abstract 

Data literacy comprises an important set of competencies in today’s society. Its rise in 

prominence can be traced to several developments: the exponential increase in data 

leading to unprecedented possibilities for transforming society; the global Open Data 

movement as a driving force in making data more accessible; and the evidence-informed 

policy movement. In the education sector, the latter is linked to the data-driven decision 

making movement, which refers to the use of data to inform education policy and 

practice at all levels. Because of these developments, data literacy is becoming 

embedded as an integral part of professional competencies for educators and education 

leaders. 

The purpose of the study was twofold: first, to investigate whether data literacy can be 

measured on a single scale of increasing proficiency, and second, to investigate the 

effect of different data presentation formats on data literacy within the context of 

evidence-informed education policy and practice. A data literacy test was developed 

which required participants to answer multiple-choice questions based on a set of 

research briefs. Participants consisted mainly of graduate students enrolled in an 

education-related degree and education researchers. An experimental design was used 

in which the treatment condition was the presentation format of the research briefs. 

Test participants (N = 127) were randomly assigned to one of three presentation formats 

– text-only, text plus tabulated data, and text plus visualization – where tabulated data 

and visualizations were constructed from information in the text.  

The findings from the test calibration supported the hypothesis of a hierarchical 

unidimensional data literacy scale. The interpretation of data literacy competencies 

along a log-linear scale replicated the hypothesized hierarchical development of data 

literacy levels. 

It was also hypothesized that text plus visualization would lead to higher levels of data 

literacy compared to the other presentation formats. While previous research analysed 
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differences in presentation formats through raw scores, this study used many-facet 

Rasch model analysis. Ordinal-level raw scores were transformed into linear, interval-

level measures as an outcome of the interaction between three facets: person, item, 

and presentation format. In contrast to raw scores, Rasch model parameter estimates 

are sample independent, so the findings can be more objectively generalized beyond 

the sample and items used in the study. Rasch parameter estimates for the three 

presentation formats supported the hypothesis that the use of visualizations is 

associated with higher levels of data literacy.  

Item-level analysis of the effect of presentation format, based on the theories of 

cognitive fit, cognitive load, and the proximity compatibility principle, suggested that 

data presentations which emphasize relationships between variables matching the 

problem context increase data literacy levels. Those that do not may lower data literacy 

levels by acting as extraneous cognitive load that diverts limited cognitive resources, 

especially if they misdirect attention and subsequent analysis. 

Implications of these findings were discussed in terms of the conceptualization of a 

hierarchy of data literacy competencies vis-à-vis the requirements of educators and 

education leaders, the potential and caveats of using data presentations for 

communicating policy-relevant evidence, and future research on data presentation and 

visualization.  
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Glossary 

Bloom’s Taxonomy A widely-used framework for classifying educational objectives. 

Cognitive Process 

dimension 

categories 

The hierarchy of Cognitive Process levels in Bloom’s revised 

Taxonomy: remember, understand, apply, analyze, evaluate and 

create. 

Education For All 

(EFA) 

A global commitment to providing quality education for all 

originally made by the world’s governments in 1990. 

Education leaders In the context of this study, the term education leaders refers to 

those in a position to develop school level education policies as 

well as develop or influence system level education policies. 

They include school principals, education policy makers and 

administrators at all levels, as well as education researchers and 

academics. 

Educators In the context of this study, the term educators refers broadly 

to education practitioners, or implementers of education policy 

at the ground level. They include teachers, principals, school 

administrators, the school board, and local education 

administrators or officers. 

Evidence In the context of this study, evidence specifically refers to 

research evidence; that is, evidence which is the product of a 

systematic, methodical approach. 

Item response 

theory 

In item response theory, item difficulty and person ability are 

scored on the same metric through a process called calibration, 

allowing them to be meaningfully compared. 

Many-facet Rasch 

model 

An extension of the dichotomous Rasch model which can be 

used to analyse the effect of additional facets. In a three-facet 

Rasch model, person ability and item difficulty estimates are 

estimated as an outcome of the interaction between the three 

facets: person, item and a third facet. 
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Millennium 

Development 

Goals (MDGs) 

Time-bound targets adopted by world leaders at the UN 

Millennium Summit in 2000, which were to be achieved by 

2015. The MDGs consisted of eight goals which addressed 

hunger and poverty, education, gender equality, child mortality, 

maternal health, HIV/AIDS, Malaria and other diseases, 

environmental sustainability, and the development of a Global 

Partnership for Development. 

Rasch model A type of item response model, in which the probability of 

correctly answering an item is a function of the difference 

between item difficulty and person ability. 

Sustainable 

Development 

Goals (SDGs) 

A set of 17 goals which build on and replace the MDGs, adopted 

by countries in 2015. The goals set out time-bound targets to be 

achieved by 2030. 
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1. Introduction 

1.1. Evidence-informed policy and the data revolution 

Why do statistics matter? Put simply, they are the evidence on which policies 

are built. They help to identify needs, set goals, and monitor progress. Without 

good statistics, the development process is blind—policymakers cannot learn 

from their mistakes, and the public cannot hold them accountable. (World 

Bank, 2000, p. vii). 

Although evidence-informed policy and practice has long historical roots, it is 

particularly since the new millennium that government institutions are calling for 

decision and policy making to be grounded in evidence. As the World Bank notes – 

without good statistics the development process is blind. Indeed, there has been much 

blindness over the past decades, as many problems remain invisible until the data 

reveals them. In many cases, this data is only just beginning to receive attention – such 

as data on the injustices and inequalities faced by ethnic minorities, girls, the poor, 

remote communities, refugees and children with disabilities and special needs who 

continue to be excluded from education. Although data may encompass both 

quantitative and qualitative data, within the context of this thesis, henceforth the word 

data refers specifically to quantitative data. 

The increasing recognition of the need for policy making and implementation to be 

informed by evidence is closely linked to the rapidly increasing amount of data that is 

being collected. This so-called “information explosion” is made possible through the 

availability in recent years of sophisticated information technology for managing, 

disseminating, communicating, visualizing and analysing large amounts of data. It has 

led to a new kind of problem, which is “information overload”, a term which precedes 

the Internet but is now often associated with it. As Herbert Simon noted (1971), “a 

wealth of information creates a poverty of attention, and a need to allocate that 

attention efficiently among the overabundance of information sources that might 

consume it” (p. 40). The development process remains blind if the large amount of 
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information collected is not used to inform decision making and practice. Conversely, 

even with the vast increase in availability of information globally, many national and 

local governments still rely on insufficiently disaggregated, unreliable and outdated data 

for planning and decision-making (United Nations, 2015). While inequalities can remain 

undetected when corresponding information is not used, they are even more invisible if 

the data are not collected in the first place, or if it is incomplete, unreliable and 

outdated. 

The information explosion is given impetus by the Open Data movement, which aims to 

make data freely available, and to which an increasing number of governments around 

the world are committed. Two developments are particularly notable. The first is the 

commitment to Open Data by the Group of Eight (G8)1 and the European Union, through 

endorsement of the Open Data Charter (EU, 2013). The second is the UN (United 

Nations) commitment to supporting the “data revolution” as outlined in the report A 

World that Counts: Mobilising the Data Revolution for Sustainable Development, 

published in November 2014. This report, written at the request of UN Secretary-

General Ban Ki-moon, describes the data revolution as follows: 

New technologies are leading to an exponential increase in the volume and 

types of data available, creating unprecedented possibilities for informing and 

transforming society and protecting the environment. Governments, 

companies, researchers and citizen groups are in a ferment of experimentation, 

innovation and adaptation to the new world of data, a world in which data are 

bigger, faster and more detailed than ever before. (United Nations, 2014a, p. 2) 

The report calls for global data literacy, signalling that lack of data literacy is a global 

concern that requires immediate action. 

The establishment of the eight Millennium Development Goals (MDGs) in 2000 also put 

the international spotlight on data. All UN member states made a commitment to 

achieve specific goals by 2015, such as eradicating extreme hunger and achieving 

                                                      
1 Consisting of Canada, France, Germany, Italy, Japan, United Kingdom, United States and the European 
Union, with Russia suspended as of 2014. 
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universal primary education (United Nations, 2015). Timely and reliable data was crucial 

to monitoring these targets. In the post-2015 UN Development Agenda, the Millennium 

Development Goals were replaced by Sustainable Development Goals (SDGs) (United 

Nations, 2014d). Data are again playing a central role in this new agenda. The UN System 

Task Team on the Post-2015 UN Development Agenda has called for the need for better 

data to monitor targets, better use of disaggregated data, improved access to geospatial 

data for more informed decision-making, and strengthening of countries’ statistical 

capacities (UNESCO, 2012b; United Nations, 2012, 2013). UN Secretary-General Ban Ki-

moon reaffirmed the UN commitment to making data central to the Post-2015 agenda 

in his Synthesis Report of the Post-2015 Agenda, which included global data literacy as 

one of the key issues (United Nations, 2014c). The 2015 Millennium Development Goals 

Report (United Nations, 2015) further outlined the UN commitment to open, easily 

accessible data, as well as the need for data literacy in order to more effectively use data 

for decision making. The report indicates that data literacy programmes should be 

supported by governments, international organizations and other stakeholders, and 

that data literacy should be included as part of school curricula.  

Data also played a pivotal role in the Education for All (EFA) movement, which is a global 

commitment to providing quality education for all originally made by the world’s 

governments in 1990 (UNESCO, 2000a). Although inclusive and quality education for all 

is one of the Sustainable Development Goals, EFA defined more specific education 

targets and strategies. Since 2002, the yearly UNESCO EFA Global Monitoring Reports 

have been instrumental in monitoring progress towards these targets and analysing 

education-related data across all participating countries. Aside from monitoring, the 

purpose of these reports is also to provide evidence-informed recommendations for 

policies and strategies to meet EFA targets. 

A data revolution is needed to support the implementation of the EFA and Sustainable 

Development Goals, and data literacy is a key part of this revolution (United Nations, 

2014d; United Nations, 2015). Educators, school leaders and education policy makers 

are increasingly expected to draw on a wide variety of data to make complex decisions 

(Cassidy, 2005; Mandinach, 2012). As argued by Shirley and Hargreaves (2006, p. 32), 
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they need to be informed by evidence rather than driven by data. Without 

understanding the data, the risk is that data – rather than people – will drive decision 

making.  

As pointed out by Muskin (2015), at risk of being overlooked in the UN-driven data 

revolution are teachers, educators, parents and students, who are the critical actors 

involved in successful policy implementation. A movement for global data literacy 

should not take a top-down approach that focuses primarily on policy makers and 

leadership with the expectation that data-driven insights will trickle down to the benefit 

of all stakeholders. Teachers in particular are increasingly expected to be data literate 

(Mandinach, 2012). But there is no consensus on what data literacy skills are needed. 

Do educators and school leaders need only basic data literacy skills for interpreting 

student- and school-level data, or do they also require higher-order skills, such as being 

able to analyse and critically evaluate data?  

To return to the quote which started this chapter – decision making remains blind if 

those making the decisions do not understand the data. In some fields and industries, 

such as the sciences and medicine, visualization has long been championed as a way of 

facilitating effective analysis of data (Friendly, 2009; Tufte, 2006). What role could 

visualization play in facilitating the interpretation of data for education policy makers 

and educators? Data visualization has become a very popular way of presenting data, 

with the intention of making data easier to understand, summarizing large amounts of 

information in a relatively small space, and showing patterns and trends in the data. To 

cater to the demand, a plethora of data visualization software has been created, such 

as Tableau – founded in 2003 – which in just a few years helped turn data visualization 

into a multi-billion dollar industry. With the rise of the Internet, a new genre of web-

based interactive data visualization applications has been established which can 

dynamically disseminate data to a broad audience. Since the late 2000s, many of the 

major providers of international public data have begun disseminating their data online 

through such data visualization applications, including the World Bank, International 

Monetary Fund, European Commission, Organisation for Economic Co-operation and 

Development (OECD) and United Nations organizations. Many national and local 
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government agencies have followed suit. This has had the effect of turning the audience 

of public data from passive recipients of pre-formatted data and reports into users who 

can actively visualize and engage with the data according to their needs and 

preferences. Education data, too, has undergone a transformation in terms of online 

accessibility and automated reporting and visualization, through such tools as the World 

Bank’s EdStats2 for international data, UNESCO’s OpenEMIS3 for country-level data, and 

Australia’s MySchool for school-level data.4  

Information and communication technology has sparked much innovation in the area of 

data visualization. One of the most well-known examples is Hans Rosling’s interactive, 

animated visualizations of development statistics which reached an online audience of 

millions (Kupferschmidt, 2014) – visually educating them about global developments 

relating to health and other development topics. Much of the innovation is in 

automation. The ease with which data visualizations can now be created, largely 

automatically through software such as Excel, has made data visualizations ubiquitous 

in PowerPoint presentations, reports – including the EFA Global Monitoring Reports – 

and online media. 

Visualizations have also featured prominently in policy debates and global events. One 

example is the popular and influential book The Spirit Level: Why More Equal Societies 

Almost Always Do Better about inequality and its impact on health, social problems and 

education (Wilkinson & Pickett, 2009). Since its release the book has been extensively 

reviewed, quoted and debated, including by high profile politicians such as by former 

UK Prime Minister David Cameron. Visualizations are frequently used both in the book 

itself as well as its rebuttals to support the arguments made. Another example is the 

media surrounding the global warming debate, which has often used data visualization 

to make key points – notably in former US Vice President Al Gore’s documentary An 

Inconvenient Truth. 

                                                      
2 http://datatopics.worldbank.org/education/wTools/Visualtool.aspx 
3 https://www.openemis.org (EMIS refers to Education Management Information System) 
4 https://www.myschool.edu.au/ 
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How might data visualization affect data literacy? The purpose of this research was to 

measure levels of data literacy as well as the shift in levels of data literacy when data 

was presented in different formats: text-only, text plus tabulated data, or text plus 

visualization. This study contextualized data literacy in terms of policy-relevant 

education research evidence, using EFA as a policy framework. It investigated whether 

data visualization has the potential to bridge the data literacy gap in understanding 

quantitative, policy-relevant education research evidence. It aimed to find out if and 

when data visualizations can bridge the data literacy gap, and the implications for 

evidence-informed policy and practice. 

1.2. Thesis overview 

This thesis is organized into ten chapters including the Introduction. Chapters 2 to 4 

provide a review of the relevant literature on evidence-informed policy and practice, 

data literacy, and data presentation and visualization. Chapter 2 discusses the main 

barriers to evidence-informed policy and policy implementation, focusing especially on 

capacity gaps in interpreting and communicating research evidence. It goes on to discuss 

the enlightenment model, which describes how research influences policy and practice, 

and evidence-informed practice in the education sector. Chapter 3 discusses the 

literature on data literacy and closely related concepts such as statistical literacy. It 

outlines data literacy areas and levels of competency to inform the development of a 

hierarchical construct of data literacy. It further discusses data literacy for teachers and 

education leaders, and different approaches and methods through which data literacy 

could be assessed. Chapter 4 discusses the key theories and concepts concerning data 

presentation and visualization and how they may or may not facilitate data 

interpretation and analysis. This chapter also identifies the limitations of prior research 

on the effectiveness of different types of data presentation. Chapter 5 describes the 

experimental research design and methodology used in the study. It also outlines the 

conceptual framework, which ties together the separate strands of research on 

evidence-informed policy and practice, data visualization and data literacy within the 

experimental design. The development of the data literacy test is discussed in Chapter 

6. Chapter 7 summarizes the evaluation of item quality in the pilot and final tests and 
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the process of discarding and revising items. Chapter 8 reports on the Data Literacy Scale 

and analyses the different data literacy levels in association with the theorized data 

literacy construct. Chapter 9 analyses the effect of presentation format through many-

facet Rasch analysis, as well as through analysis of individual test items.  It also evaluates 

the test and item comparability, evaluating differences and commonalities between the 

three versions of the data literacy test developed (a text-only version, a text plus 

tabulated data version, and a text plus visualization version). Chapter 10 discusses the 

findings and their implications for conceptualizing data literacy with respect to the 

requirements of educators and education leaders, communication of research for 

evidence-informed education policy and practice, and future research on data 

presentation and visualization. 
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2. Evidence-informed education policy and practice 

Evidence-informed (or “evidence-based”) policy has received a great deal of attention 

over the past decades and increasingly so (Cooper, Betts, Butler & Gentry, 2010; Cooper, 

Levin & Campbell, 2009; Shen, Yao, Li, Clarke, Wang & Li, 2013). However, in spite of the 

aspirations and increased commitment towards evidence-informed policy, it is widely 

recognized that evidence-informed policy making is still in its infancy (e.g., Head, 2010; 

Innes & Booher, 2010). In the education sector in particular, research has historically 

had very little impact on policy and practice (Hattie, 2009; Kauffman, 1996). For 

example, Hattie (2009) noted that many of the most debated issues in education are 

those that have been shown – through extensive research – to have the least effect on 

pupil achievement, such as class size, school choice and school uniforms. This stands in 

contrast to the healthcare sector and notably the discipline of medicine, where 

evidence-informed policy and practice is comparatively well-established (Brownson, 

Baker, Leet, Gillespie & True, 2010; Nutley, Davies & Walter, 2002). According to Cooper, 

Levin and Campbell (2009), even though research evidence has a growing role to play in 

policy agendas, policy choices continue to be driven in large part by other factors than 

evidence such as political pressure and feasibility constraints. There is still a big divide 

between evidence and policy, with many challenges to overcome.  

This chapter begins with a discussion of the meaning of evidence and policy, moving on 

to a review and analysis of the social science literature on the gap between evidence 

and policy and how it might be bridged. The second part of the chapter looks at the 

barriers to education policy implementation in relation to the evidence-based policy 

movement. It examines the importance of teachers’ and education leaders’ 

understanding of the evidence underlying policy for successful policy implementation. 

It further discusses the role of the UN and especially Education For All in pushing for 

evidence-informed education policy and practice globally, and the neglect of policy 

implementation. The final section discusses Weiss’s (1977a, 1977b, 1979) influential 

enlightenment model in considering how understanding of evidence influences policy 

making and implementation. 
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Henceforth, the term educators is used to refer to education practitioners, or 

implementers of education policy at the ground level. They include teachers, principals, 

school administrators, childcare practitioners, education support staff, the school board, 

and local (e.g., district) education administrators and officers (Hope, 2002). The term 

education leaders is used to refer more specifically to those in a position to develop 

school level education policies as well as develop or influence system level education 

policies. They include school principals, education policy makers and administrators at 

all levels, as well as education researchers and academics. 

2.1. Defining evidence and policy in evidence-informed policy 

Both evidence and policy are ambiguous terms that can be interpreted in different ways. 

This section clarifies the meaning of these two concepts within the context of this study.  

2.1.1. Defining evidence 

As noted by Nutley, Davies and Walter (2002), the concept of what constitutes evidence 

is more established in health care, whereas in social science related sectors (including 

education) there is currently no consensus. There are many different interpretations of 

the term evidence, and often the interpretation used is not made explicit in discussions 

of evidence-informed policy. This can be problematic, because the chosen 

interpretation very much influences the subsequent discussion. 

The words “evidence” and “research” are often used interchangeably but can mean 

entirely different things. Evidence as it is commonly understood is a much broader 

concept than research. Of all the kinds of evidence used by policy makers, research 

findings may only be a small part (Aaron, 1978; Bowen & Zwi, 2005). Bowen and Zwi 

(2005) defined several other types of evidence, namely “knowledge and information”, 

“ideas and interests” (knowledge shaped, for example, by experiences and beliefs), 

“politics” (such as political risk assessments) and “economics” (such as cost effectiveness 

evaluations) (2005, p. 0601).  In the broadest interpretation, even sources such as 

photographs, diaries and letters can be considered as evidence (Marston & Watts, 

2003). Marston and Watts (2003) noted that such kinds of evidence are often labelled 

as ‘soft’ evidence, in contrast to ‘hard’ evidence which comprises quantitative data 
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obtained through research (such as from experiments and surveys). Such labelling of 

evidence as soft or hard entails making a value judgement; all evidence is not equal, and 

government departments and units may define a hierarchy of evidence and use only 

specific types of evidence according to their perceived validity and power (Sutcliffe & 

Court, 2005). 

Evidence based on research can be referred to as “research evidence”, in contrast to, 

for example, evidence accrued from professional practice (Rycroft-Malone et al., 2004). 

However, the word research is also ambiguous. In the more traditional sense it requires 

the formulation of a hypothesis followed by the testing of the hypothesis. It can also be 

defined much more broadly to include a wide variety of information sources such as 

empirical evidence, analytical studies, observations and experiences, and qualitative 

studies (Bowen & Zwi, 2005).   

Evidence-informed policy is currently dominated by the question, “What works?” (Mays, 

Pope & Popay, 2005; Pawson, 2006). This implies a rather narrow perspective of 

evidence in terms of cause (an intervention) and effect (whether or not and to what 

extent the intervention is successful). From this perspective, evidence is narrowed down 

to specific kinds of research, such as statistical correlation or experimental research, 

excluding other kinds of research. Descriptive research, for example, does not study 

cause and effect but provides information about conditions, situations and events 

(Postlethwaite, 2005). Research can show the existence of a problem without 

necessarily identifying a cause, or proposing a solution or intervention to address the 

problem. It can, for example, provide evidence of high dropout rates for adolescent girls, 

without indicating what the cause of dropout is, or the effect of a possible intervention. 

Policy makers do not necessarily need to know the exact cause, however, in order to act 

on this evidence. They may draw on other kinds of evidence to get a better 

understanding of the situation, such as evidence of high rates of early marriage, negative 

cultural attitudes towards girls’ education, inadequate water, sanitation and hygiene 

(WASH) facilities in schools, and low job prospects for women. Based on their improved 

understanding of the situation they may conclude that these are likely reasons why 

adolescent girls drop out. Policy makers can therefore be instrumental in devising 
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policies and strategies, and ensuring their implementation, to discourage early 

marriage, improve attitudes towards girls’ education, ensure schools have adequate 

WASH facilities, and improve job prospects for women. In this hypothetical scenario, 

evidence very much influenced action to implement policy as well as the policy 

directions themselves, without involving a study of cause and effect. The UNICEF and 

UIS (2016a) Operational Manual for the Global Out-of-School Children Initiative, for 

example, describes such an approach to analysing evidence to inform education policy. 

Many national and regional studies on out-of-school children, conducted with the 

explicit purpose of analysing existing evidence to inform government policies and 

strategies, have used this approach (e.g., UNICEF & UIS, 2012a, 2012b, 2012c, 2013a, 

2013b, 2014a, 2014b). 

There are also multiple issues with relying on studies of cause and effect to inform policy. 

No such study may be available which corresponds to a specific, current policy problem. 

If such a study does exist, it may have been carried out in a different country, region or 

context, and not be directly applicable. Carrying out such a study may be too costly, and 

take too long to conduct for it to serve as a useful input into current policy concerns. 

Finally, while it can clearly be problematic to generalize the conclusions of a single study 

of causation, Pawson’s (2006) critique of systematic reviews reveals that even studies 

synthesizing the results of multiple studies can lead to unreliable conclusions. Therefore, 

even if there are multiple studies of “what works” relevant to a current policy problem, 

there may not be a good rigorous synthesis of these studies which provides clear policy 

directions. There are also many potential pitfalls when synthesizing studies, such as the 

variable quality and research methodologies of the studies being synthesized, and the 

problem of publication bias, which is that evaluations with negative or non-significant 

outcomes are often not published (Slavin, 2008). In syntheses of studies, such problems 

are compounded. Reducing the concept of evidence to such specific kinds of research 

evidence would therefore provide a very limited view of how evidence may inform 

policy. 

In practice, policy is indeed informed by a wide range of types of evidence (Bowen & 

Zwi, 2005). The word “informed” is used, because it reflects the reality that evidence – 
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even in its many forms – does not generally determine or drive policy (as may be implied 

with “evidence-based policy”). It can be construed as a less ambitious, but also more 

realistic conception of the influence of evidence (Weiss, 2009). Instead, evidence is but 

one of many factors shaping policy – an issue which is discussed further in Section 2.2 

below.  

Another dimension of evidence that needs to be taken into account is context. Research 

evidence needs to be considered within its original context, with careful consideration 

of the extent to which the broader implications and generalizations can be made 

(Oxman, Lavis, Lewin & Fretheim, 2009). Some evidence, such as the findings of 

systematic reviews of multiple studies conducted in a range of settings, have wider 

applicability (Waters, Doyle, Jackson, Howes, Brunton & Oakley, 2006). When using 

evidence, such as to inform policy making, it is therefore important to consider and 

make a judgement on whether it can be generalized and applied to the current context 

(Oxman, Lavis, Lewin & Fretheim, 2009). 

Evidence can refer to many different kinds of materials, coming from different sources, 

and data and information derived from research are but a subset. For the purpose of 

this study, evidence is conceptualized as research evidence, not in the narrow traditional 

sense as discussed above, but interpreted more generally as being the product of a 

systematic, methodical approach. UNICEF in its guide on evidence-based policy likewise 

takes a broad view on evidence; it includes as evidence “information produced by 

integrated monitoring and evaluation systems, academic research, historical experience 

and ‘good practice’ information”, noting that there are many aspects to consider when 

evaluating the soundness of evidence, such as the research design and methodology 

(UNICEF, 2013, p. 27). Chapter 3 further discusses the meaning of information, and its 

distinction from data, in the context of data literacy. The section Test content and item 

writing in Chapter 6 further elaborates on how the concept of evidence was interpreted 

within the context of this study.  
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2.1.2. Defining policy 

Policy is a very broad concept, as policies can differ considerably in scope and 

complexity. A policy is generally an intervention which is implemented with the purpose 

of resolving a perceived societal problem (Hope, 2002). In its simplest and most general 

terms, policy can be conceptualized as a programme of action which guides future 

decisions and their implementation (Bell & Stevenson, 2006; Haddad & Demsky, 1995). 

More specifically, Haddad and Demsky (1995) distinguish between different kinds of 

policies in terms of their level of complexity, the level of precision of the decision 

environment, the number of alternatives, and the breadth of the decision criteria. Issue-

specific policies are the least complex. They have the most precision, the least number 

of possible alternatives and a narrow range of decision criteria. Issue-specific policies 

are concerned with issues such as “how should practical subjects be taught in diversified 

schools?” (Haddad & Demsky, 1995, p. 18). Strategic policies are the most complex. They 

have the least precision, the greatest number of possible alternatives and a broad range 

of decision criteria. Strategic policies are concerned with issues such as “should we or 

do we need to introduce diversified education?” (Haddad & Demsky, 1995, p. 18). 

Evaluating the potential impacts of policy decisions can be a complex exercise, in 

particular for strategic policies that have wide-ranging and potentially unpredictable 

consequences. As Haddad and Demsky (1995) have pointed out, solving one problem 

can lead to the creation of new problems. There may not be an optimal solution that 

benefits all stakeholders. Expanding access to education can lead to problems of quality, 

for example, and policies that improve equity of opportunities for one social group can 

reduce opportunities for another social group. Research evidence does not necessarily 

provide answers and policy directions, but it can play an important role in shaping policy 

makers’ understanding of the many-faceted and complex nature of policy decisions and 

consequences. It particular, it can lead to a better understanding of the various trade-

offs and potential repercussions of policy decisions. The role of evidence in shaping 

policy through improved understanding is further discussed below in Section 2.2.6. 
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2.2. From evidence to policy 

A comprehensive review of the literature was conducted to identify the barriers to and 

facilitators of evidence-informed policy. Nutley, Davies and Walter (2002) noted that 

recommendations to improve evidence use in policy making are themselves rarely based 

on evidence. In this review of the literature, therefore, efforts were made to include 

literature which involved actual policy makers.  

The results of this review are organized across five themes: (i) enabling environment; (ii) 

researchers’ involvement in - and understanding of - the policy making process; (iii) 

accessibility of policy-relevant evidence; (iv) usability of policy-relevant evidence; and 

(iv) capacity, knowledge and beliefs of policy makers.  

2.2.1. Enabling environment 

Research evidence is only one of many competing inputs in policy decision making and 

rarely the most important one (S. Campbell et al., 2007; Lindblom & Woodhouse, 1993; 

Livingstone, 2005; Weiss, 1999). Other types of evidence include personal experience, 

local information and eminent colleagues’ opinions (Black, 2001). Moreover, in any 

democracy policy outcomes are strongly influenced by political parties, interest groups, 

social movements and public opinion (Burstein & Linston, 2002). Policy making requires 

interaction with a range of stakeholders to build solutions based on consensus models 

(European Commission, 2008). In addition, there also needs to be sufficient capacity to 

review research evidence. In developing countries, there is often a lack of institutional 

capacity to carry out the necessary processes of seeking, reviewing and considering the 

implication of research (Carden, 2009; Weiss, 2009). 

Research evidence may be rejected if it is misaligned with the current political and 

institutional context. Moreover, research results can even be actively censored if they 

reflect poorly on the government. For example, Yazahmeidi and Holman (2007) 

conducted a survey of suppression of public health information in Australia involving 

302 academics in 17 institutions, and found that one-third had witnessed – and one-fifth 

had personally experienced – government suppression of research in the past five and 

a half years. Research suppression included sanitising, delaying and/or prohibiting the 
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publication of findings. The researchers surveyed believed the research had been 

supressed because it reflected poorly on the government, for instance by exposing 

failures in health service delivery or negative findings related to the health of a 

vulnerable group. 

Research should preferably be made available in summary form, given the limited time 

policy makers have to engage with research (Livingstone, 2005). For example, based on 

interviews with senior bureaucrats in health and police drug policy units in Australia, 

Ritter (2009) found that policy decisions frequently need to be made very quickly – often 

within several hours. This has implications for the way research evidence should be 

presented, which is further discussed below. The different time scales of research and 

policy making are a further impediment; in a rapidly evolving environment, policy 

makers need to be able to respond effectively to immediate political and social 

challenges (Livingstone, 2005; European Commission, 2008). It typically takes years for 

the completion and publication of research, and by this time the policy interest could 

have dissipated or the political and social environment may no longer be receptive to 

the findings (Brownson, Royer, Ewing & McBride, 2006; Gunderson, 2007).  The uptake 

of research evidence is also hindered by time pressures exerted by the political cycle 

and the possibility of a change in government, changing policy priorities and directions 

(S. Campbell et al., 2007). Time is therefore an important constraint, both in terms of 

the time policy makers have available to study research evidence, and the time it takes 

for research to be disseminated and made accessible to policy makers. 

2.2.2. Researchers’ involvement in - and understanding of - the policy 

making process 

The lack of interaction between researchers and end-users of the research (such as 

policy makers) is widely considered to be one of the main barriers to evidence-informed 

policy (e.g., Beyer & Trice, 1982; D. Campbell et al., 2009, Innvær, Vist, Trommald & 

Oxman, 2002; Jones & Walsh, 2008; Lomas, 1997; Ross & Jürgens-Genevois, 2006; 

Weiss, 1982). Evidence-informed policy making is a process rather than a product, and 

this process benefits from a continuous dialogue and collaboration between researchers 

and end-users of policy relevant research (Black, 2001; S. Campbell et al., 2007; Lomas, 
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1997; Nutley, Davies & Walter, 2002; Ross & Jürgens-Genevois, 2006; Sheldon, 2005). 

The absence of communication channels, as well as cultural factors, can restrict this 

relationship (European Commission, 2008).  

A lack of a culture of evidence use and sharing of evidence can also be an impediment 

(S. Campbell et al., 2007). What is required, therefore, is a “greater culture of openness, 

debate and accountability in order to promote dialogue” (European Commission, 2008, 

p. 16). McBride et al. (2008) emphasize the importance of direct, interpersonal contact, 

in order to establish trust between researchers and end-users. As pointed out by Walter, 

Nutley and Davies (2005), interactions between researchers and policy makers do not 

necessarily require formal partnerships; they can also arise from less systematised 

approaches, such as through informal networks. 

Related to the lack of interaction between researchers and end-users is that researchers 

may have insufficient understanding of the policy process and unrealistic expectations 

of how their research may influence it (Black, 2001). It would be useful for researchers 

to have a more in-depth knowledge of policy making, the broader political context and 

specific policies relevant to their work, and the administrative realities (S. Campbell et 

al., 2007; Livingstone, 2005). For example, it would be helpful for researchers to 

understand the role of research evidence as one of many sources of knowledge shaping 

the outcome of policy decisions. In addition, not just the policy environment, but policy 

makers themselves could act as a constraint.  In order to have an impact, evidence needs 

to challenge and change their beliefs, even if the message may go against their interests 

and ideologies – which is potentially a very difficult task. 

Policy makers’ time constraints and their capacity to engage with and understand 

research evidence have also been identified as barriers which researchers may not be 

fully aware of. It is a difficult task for researchers to communicate their research and the 

policy-implications to a non-academic audience clearly and simply, and present findings 

so that they are not misinterpreted and distorted (Livingstone, 2005). This is very 

different from communicating research findings to an academic audience with expertise 

in the particular research field. This issue is further discussed below. 
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2.2.3. Accessibility of policy-relevant evidence 

The lack of easy access to relevant research can act as a significant barrier to its use for 

policy making (D. Campbell et al., 2009; S. Campbell et al., 2007; Carnine, 1995; Jones & 

Walsh, 2008; McBride et al., 2008). Even if policymakers express interest in and actively 

search for research findings relevant to their needs, they may not be able to find it or 

have access to it. The dissemination of research findings therefore needs to be organized 

and systematic (Stone, Maxwell & Keating, 2001). Research portals focusing on specific 

topics are one approach to providing access to research in a systematic, organized 

manner, with a specific audience of policy makers, practitioners and researchers in 

mind. An example is the Cancer Control P.L.A.N.E.T research portal, which organizes and 

provides access to peer reviewed research, data and local level resources (Green, 

Ottoson, Garcia & Robert, 2009).5 

It should also be taken into account that traditional ways of disseminating research 

findings, such as peer-reviewed academic publications and conference presentations, 

are not the typical sources of information for policy makers (McBride et al., 2008), or for 

educators (Levin, 2010). For example, in the research conducted by Ritter (2009) 

described above, sources of research evidence most frequently named by respondents 

were consultations with an expert, special reports (technical reports, monographs and 

bulletins), the internet (including specific specialist websites), and statistical data (in 

particular government and survey data). Academic literature only came in 6th place. In 

the EU, policy makers are mainly informed about scientific evidence through the press 

and media, lobbyists and parliamentary hearings (European Commission, 2008). 

Educators are also rarely informed of research findings through academic publications, 

but more through graduate study, professional development activities, colleagues and 

networks, and generally in summarized form from various third parties or intermediaries 

(Levin, 2010). Therefore, in the context of evidence-informed policy, accessibility refers 

not only to making research findings easy to obtain, but also to making them available 

in a format which is useful and understandable in formats typically encountered by 

                                                      
5 http://cancercontrolplanet.cancer.gov/ 
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policy makers. The first type of accessibility is affected by how research is disseminated, 

and the second by its usability for policy. 

2.2.4. Usability of policy-relevant evidence 

It is widely recognized that one of the key criteria for evidence-informed policy is that 

research evidence is translated (or communicated) into a form which caters to the 

specific needs, interests and capabilities of policy makers (e.g., S. Campbell et al., 2007; 

European Commission, 2008; M.F. Fathalla & M.M. Fathalla, 2004; Gunderson, 2007; 

Lomas, 1997; Mendelsohn, 1996; Porter & Hicks, 1995; Ritter, 2009). Carnine (1995) 

referred to this problem as the usability gap, which can be viewed as the difficulty faced 

by policy makers and practitioners in translating and implementing research findings. It 

follows logically that the more effort, expertise and support is required to interpret 

research findings and derive the implications, the less likely it is that the research 

findings will influence policy. 

Raw scientific evidence is rarely useable in the context of policy making (European 

Commission, 2008). Evidence needs to be purposefully “translated” into useful policy 

material, i.e., with non-ambiguous messages, clear policy directions, avoiding academic 

and jargon laden language, and concise given the time constraints associated with policy 

making (Lavis et al., 2005; Livingstone, 2005). A review of 24 studies of the use of 

research evidence by health policy makers found that the inclusion of a summary with 

clear recommendations was particularly helpful (Innvær, Vist, Trommald & Oxman, 

2002). As pointed out by Livingstone (2005), policy makers (and the same could be said 

for practitioners) are not usually trained as social science researchers, and therefore are 

unlikely to be familiar with the content, methods and jargon of social science research. 

In addition, very different policy implications can be derived from the same evidence by 

different groups of people with different interests and prejudices (Marmot, 2004). The 

different interpretations, lack of consensus and contradicting messages in academic 

literature are factors which frustrate and hinder the use of evidence by policy makers 

(Black, 2001; Ritter, 2009). 
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Unfortunately, researchers do not necessarily know how to communicate the policy 

messages of research effectively (Head, 2008). Translating research findings into a 

format which can be used to effectively inform policy is complex and challenging 

(Brownson, Royer, Ewing & McBride, 2006). The literature refers to analysts, contracted 

communication experts, journalists, think tanks, lobby and pressure groups, and the 

consultancy and commercial research sector as (potentially) more effective at collating 

and translating research findings for policy makers and practitioners (S. Campbell et al., 

2007; European Commission, 2008; Porter & Hicks, 1995; Solesbury, 2001). For example, 

policy officials in the UK noted that lobby and pressure groups are often much more 

skilled than government analysts or contracted researchers at communicating evidence 

in a user-friendly, concise manner, to enable the extraction of the key messages (S. 

Campbell et al., 2007). They proposed that those writing for government present 

findings more clearly and concisely, and “think more creatively about how to present 

information” (S. Campbell et al., 2007, p. 28). Narrative storytelling and emphasizing key 

points such as through highlighting, bulleting and visuals (charts, graphs and spatial data 

maps) have been proposed as ways of improving the communication of policy-relevant 

research findings (Brownson, Royer, Ewing & McBride, 2006; S. Campbell et al., 2007; 

McBride et al., 2008). 

The translation of research findings for policy is therefore not a role restricted to 

researchers, but involves many different sectors and groups who act as mediators 

between researchers and policy makers and practitioners. These mediators publish and 

communicate research findings in more user-friendly formats than peer-reviewed 

academic articles, such as through reports, articles in the press, websites and 

presentations. Given the important role played by these mediators, it is particularly 

important that they are not just good at communicating research findings effectively, 

but are also good at understanding the research findings. In particular, with a lack of 

involvement of researchers in this process, there is a risk that information is 

misunderstood and distorted, leading to the wrong messages being communicated. This 

is potentially much worse than communicating nothing at all.  
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Understanding data and quantitative research requires a particular set of skills. 

Mediators arguably need a high level of data literacy in order to correctly interpret data 

and communicate said data in a way which makes it easy for policy makers and 

practitioners to interpret. This can be problematic if they do not have the necessary 

background and qualifications for analysing and interpreting often highly complex 

research data. Although journalists and consultants, for example, may have excellent 

communication skills, they may not necessarily have the required expertise for 

interpreting quantitative research findings. A lack of data literacy could therefore pose 

a significant barrier to the correct interpretation and translation of quantitative research 

for policy makers and practitioners. The Global Initiative on Out-of-School-Children, 

launched by UNICEF and the UNESCO Institute for Statistics in 2011, can serve as an 

illustration of this problem. Over 24 comprehensive national and regional studies were 

carried out with the aim of using in-depth data analysis to inform the development of 

policies and programmes which effectively address exclusion from education (UNICEF 

and UIS, 2011).6 In a review of the strengths and limitations of this initiative, it was found 

that a large proportion of teams working on the OOSCI reports faced difficulties in 

interpreting and analysing the data, at least as perceived by respondents to the survey 

(Van Cappelle, 2013). For policy makers to make effective use of research findings, the 

translation of research findings as discussed in this section is only one part of the 

equation. The next section looks at the other part of the equation, discusses the key 

attributes of policy makers which influence whether the research findings are 

understood and used. 

2.2.5. Capacity and beliefs of policy makers 

Policy makers have existing capacities and beliefs which determine the extent to which 

research is understood, accepted and used (Green, Ottoson, Garcia & Robert, 2009; 

Smit, 2005; Weiss, 1979; Weiss, 1999). As a result, the ways in which evidence informs 

policy is neither rational nor orderly (Carden, 2009; Innes & Booher, 2010; Weiss, 1999). 

                                                      
6 The number of reports produced was obtained from: http://allinschool.org/resources/reports/ 
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A key criteria for the acceptance of research evidence is the perception of 

trustworthiness (S. Campbell et al., 2007; Green, Ottoson, Garcia & Robert, 2009; Jones 

& Walsh, 2008). S. Campbell et al. (2007) found that important factors influencing the 

perception of research findings were the credibility of the source, the quality assurance 

mechanisms used, whether there was consensus with regards to the evidence, the bias 

of the researchers, the opinion of internal analysts within the policy makers’ department 

and whether the findings “sounded reasonable and fitted with the policy maker’s 

understanding of the world” (S. Campbell et al.p. 29). Nevertheless, if research findings 

do not resonate with existing beliefs or justify a predetermined course of action, they 

are unlikely to be accepted (Weiss, 1999). 

Before research can be accepted, however, it needs to be understood. Developing 

countries in particular suffer from a lack of capacity to interpret policy-relevant research 

findings and conduct policy analysis (Carden, 2009; Weiss, 2009). However, the frequent 

misinterpretation and oversimplification of social science research findings, as well as 

the inability to determine whether a study is flawed and unreliable, is a general problem 

(Weiss, 1979; Weiss, Murphy-Graham, Petrosino & Gandhi, 2008). This is not entirely 

due to the lack of capacity of policy makers to interpret research. Policy decision makers 

often deal with extremely complex issues where the consequences of decisions are 

impossible to predict, and moreover, research often does not have clear-cut policy 

implications (Innes & Booher, 2010). Policy makers need to wrestle with the 

unpredictability of the consequences of their decisions, which can lead them to presume 

more regularity and certainty in order to justify their course of action and overcome the 

paralysis of uncertainties such as gaps in information and random events (Kinder & 

Weiss, 1978). 

The issues described above are encapsulated in the concept of “bounded rationality”. 

This term emerged in the 1950s and 1960s and was first coined by Herbert Simon 

(Gigerenzer & Selten, 2001). As described by Gigerenzer and Selten (2001), it is an 

interdisciplinary concept which generally refers to the limited time, knowledge and 

other resources available in making decisions in an unpredictable, continuously 

changing world. Drawing on the concept of bounded rationality, three aspects which 
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limit the understanding of policy makers may be considered. The first is the way the 

material is presented and the extent to which it facilitates understanding, as discussed 

in the previous section. The second is the capacity of policy makers to understand the 

material, and the inherent limitations of the human mind (Arthur, 1994). The third is the 

inherent complexity of the material and underlying policy issues (Innes & Booher, 2010). 

Not all research can be translated into layman’s terms, and there are not always clear 

policy implications. Translation of research findings may make the research findings 

easier to interpret, but not necessarily easy to interpret. The capacity of policy makers 

to learn from different sources of information, in different formats, is thus crucial to 

evidence-informed policy. Evidence comes in many formats, and both quantitative and 

qualitative evidence are important sources of information for policy decision making 

(Brownson, Chriqui & Stamatakis, 2009). Raw data, in and of itself, can be very influential 

in shaping policy decisions (Brownson, Royer, Ewing & McBride, 2006). The importance 

of understanding data in relation to policy making and implementation is further 

discussed in Chapter 3. 

2.2.6. Enlightenment model 

This section discusses the influential enlightenment model, originally proposed by Weiss 

in the 1970s. It continues to build the argument that the capacity of policy makers to 

understand policy and policy-relevant evidence is one of the key enabling factors for 

evidence-informed policy. The enlightenment model is revisited in the next section, 

which discusses its relevance to policy implementation. 

The enlightenment model conceptualizes the policy process as one where evidence is 

not used directly for policy making, but influences policy makers in various ways over 

time (Weiss, 1977a, 1977b, 1979). Evidence gradually sensitizes policy makers to certain 

issues, and changes their perception on problems which need to be addressed and how 

they should be addressed (Weiss, 1979, 1999). However, policy makers are not blank 

slates, and the way evidence influences policy makers depends on their capacity to 

understand the evidence and their beliefs (Weiss, 1999; Weiss, Murphy-Graham, 

Petrosino & Gandhi, 2008). 
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Following Weiss’s early work on research policy linkages it is now widely recognized that 

research evidence is unlikely to directly influence policy, but rather influences policy 

indirectly by shaping the policy discourse. It is this conceptualization of a subtler, indirect 

influence which is behind the term “evidence-informed” policy (in contrast to “evidence-

based” policy), which begun to gain traction around the turn of the millennium.7 

The process of enlightenment can be described as one where “findings accumulated 

over time gradually alter decision-makers’ perceptions of the seriousness of the 

problems, the relative importance of different causes, and/or the effects of major policy 

programs” (Sabatier, 1991, p. 148). Instead of evidence directly influencing decisions, 

ideas from evidence “seep into people’s consciousness and alter the way that issues are 

framed and alternatives designed” (Weiss, 2009, p. 195). Examples of the phenomenon 

of enlightenment, the indirect use of research for policy, abound in different countries 

around the world (Weiss, 1999). For example, it has been observed in the use of research 

as background material by the Norwegian Ministry of Transport and Communication; as 

a foundation for policy work in the Education Department of Tasmania, Australia; and 

as briefing material for political and administrative decision making in Sweden (Weiss, 

1999). Other examples include policy makers in the UK indicating that evidence helped 

provide a better or more detailed understanding of a situation, and thereby helped in 

shaping their thinking with regards to the policy direction rather than dictating the policy 

direction directly (S. Campbell et al., 2007). In another example from the UK, Elliott and 

Popay (2000) found, based on interviews with policy makers in regional health 

authorities in the UK, that research generally influenced policy outcomes indirectly by 

shaping dialogue and policy debates. Moreover, research interpretations were 

influenced by policy makers’ values and the social context in which they were applied. 

Likewise, in reviewing how policy-relevant research influenced policy in Africa, Porter 

and Hicks (1995) concluded that its influence was largely indirect and incremental. Aside 

from competing with other sources of information, its influence was also moderated by 

contextual factors such as institutional arrangements and power relations (Porter and 

Hicks, 1995). The enlightenment model does not suggest that evidence-informed 

                                                      
7  Based on a search for “evidence-informed policy” in the academic literature using Google Scholar 
(https://scholar.google.com). 
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understanding will eventually triumph as research diffuses to the policy sphere, and that 

this will necessarily lead to better policy decision making. As Weiss points out, “many of 

the social science understandings that gain currency are partial, oversimplified, 

inadequate or wrong” (Weiss, 1979, p. 430). Moreover, involving researchers in politics, 

and politicians in research, can be detrimental to either side. Lather (2004), for example, 

warns of the politicization of research, leading to “bad science for bad politics” (p. 17). 

Evidence-informed policy is therefore not necessarily a good thing. It depends on many 

factors, including high quality, reliable, unbiased research which is accessible and has 

clear policy messages, the ability of policy makers to make sense of the research, and 

their willingness, integrity and ability to apply their improved understanding of policy 

issues. 

Weiss did not intend for the enlightenment model to be a good or efficient model of 

how evidence should inform policy, nor as a model which encompasses all the ways in 

which evidence informs policy. The model is useful to better understand how social 

science research or evidence typically influence policy, to lower expectations, and to 

come to the realization that it depends on a multitude of factors, such as the context 

and the beliefs and knowledge of the persons involved. The process may be non-linear, 

incremental, interactive, unpredictable and not entirely rational (Carden, 2009). It also 

reminds us that it is important not to treat evidence-informed policy making as the 

solution to all problems. It is not always possible, let alone easy, for policy makers to 

identify which research is most suitable to shed light on a current policy issue; policy 

makers may have difficulties understanding the research; and research evidence may 

not have all the answers, let alone clear and unambiguous answers to policy problems 

(Weiss, Murphy-Graham, Petrosino & Gandhi, 2008). In other words, it is important that 

those with the power to influence policy decision making are able to understand and 

critically evaluate research evidence, including its soundness, suitability and policy 

relevance. Above all, it should be kept in mind that end goals should be defined in terms 

of improving lives and advancing development, rather than evidence influencing policy 

and practice as an end in itself (Carden, 2009). 
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2.3. From evidence-based education policy to policy implementation  

There is a disconnect between the literature on evidence-informed policy making and 

the literature on policy implementation. Most of the literature on evidence-informed 

policy focuses on the level of the policy makers, and comparatively little attention is 

given to what happens on the ground where evidence-informed policy needs to be 

translated into practice. This section brings the discussion to the micro-level, looking at 

how education policy is implemented, what the barriers are, and especially at how the 

capacities, knowledge and beliefs of educators affect policy implementation. It further 

discusses why it is important for educators to understand the evidence underlying the 

policies they need to implement.  

2.3.1. Capacity of educators 

According to McLaughlin (1987), policy implementation broadly depends on two key 

factors, namely capacity and will (which includes attitudes, motivation and beliefs). 

Capacity relates to understanding of policy and how it should be implemented, whereas 

will relates to attitudes, motivation and beliefs. The literature on policy implementation 

often views failures in implementation as a result of educators’ deliberate ignoring or 

refitting of policy to suit their own agendas. Spillane, Reiser and Reimer (2002) pointed 

out that this is not necessarily deliberate, but could rather be the result of educators’ 

lack of capacity to make sense of the policies. Failure to understand the purpose of 

policies and how they are to be implemented can lead to anxiety and foster resistance 

to their implementation (Hope, 2002; Smit, 2005). For policy implementation to 

succeed, principals and teachers need to embrace, rather than fear, new policies (Hope, 

2002; Smit, 2005). Moreover, understanding of policy affects not just whether, but also 

how, it is implemented at the school and classroom level (Smit, 2005). 

Successful policy implementation therefore requires investment in developing the 

capacity of educators (Darling-Hammond, 1990). It is important for principals and 

teachers to have an in-depth understanding of the policies they are implementing, and 

by extension, understand the evidence underlying those policies. Understanding of 

education policies of course does not lead one to embrace them, but it is a prerequisite; 
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it is not possible to embrace new policies if they are not understood, unless they are 

embraced for the wrong reasons. Moreover, understanding of education policy is 

required if educators are to meaningfully contribute not just to policy implementation, 

but also to policy making. The lack consideration of the knowledge, beliefs and attitudes 

of educators is symptomatic of the top-down approach to education reform and policy 

implementation, and one of the key reasons for its failure (Darling-Hammond, 1990). 

This is further discussed below. 

2.3.2. Top-down and bottom-up approaches to policy implementation 

Effective policy implementation by educators, including teachers, requires both top-

down and bottom-up strategies, as neither are successful on their own (Fullan, 1994). 

While top-down approaches lead to conflict and/or lack of compliance, bottom-up 

approaches lack coordination and direction, and do not scale well (Fullan, 1994; 2007). 

A combined strategy capitalizing on the strengths of each approach is required, where 

strong central management and coordination is combined with strong local capacity to 

learn and effectively implement, contribute and collaborate in the face of change 

(Fullan, 1994). 

One of the fundamental causes of failure in policy implementation is the lack of 

consideration of actors other than the central decision makers (Sabatier, 1986). This is 

characteristic of the top-down approach to policy implementation. Ravitch (2011) 

contends that top-down reform and “get-tough policy”, which relies on coercing 

educators to follow procedures, will sap them of “their initiative, their craft, and their 

enthusiasm” (p. 66). Instead, policy makers need to foster a sense of trust in policy 

implementers, by listening to them, making them feel respected, and by empowering 

them (Ravitch, 2011). Similarly, Fullan (2007) points out that top-down change “fails to 

garner ownership, commitment, or even clarity about the nature of reforms” (p. 11). 

Darling-Hammond (1990), drawing on the experience of policy implementation in the 

United States, sums this up concisely by stating that top-down policies can only constrain 

practice, when they should be constructing practice.  
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In the context of evidence-informed policy, there is another problem with the top-down 

approach, which is that information typically flows one-way whereas it should be 

interactive (UNICEF & UNICEF, 2016b). Evidence that is used to inform education policies 

flows up from the school level to the national level, while guidelines and instructions in 

the implementation of policies flow down from the national to the local and school level, 

with no connection being drawn between the two. This seems to be a missed 

opportunity. In many countries, educators typically receive no feedback or insights from 

the evidence they provide (undermining also the motivation to provide reliable 

evidence) (UNICEF & UNICEF, 2016b). It seems ironic that educators are not given 

opportunities to better understand the evidence which informs the policies they need 

to implement, even though their schools are providing that evidence. As will be 

examined in Chapter 3, even in countries where data usage by educators and education 

leaders is firmly established, evidence interpretation is largely restricted to the 

microcosm of the school, and is further limited to specific types of evidence (mainly 

assessment data) (Mandinach, Friedman & Gummer, 2015; Mandinach & Gummer, 

2013). While evidence-informed policies need to be developed with an understanding 

of the larger context – how to provide learning opportunities to all children and reduce 

inequalities – this kind of understanding does not appear to be prioritized for educators. 

It is particularly important given the movement of decentralizing education, which is 

further discussed below. 

Underlying the lack of consideration of educators is policy makers’ lack of interaction 

with and understanding of educators (mirroring the lack of interaction and 

understanding between researchers and policy makers discussed previously). For 

example, policy makers tend to know little of the context in which teachers work (Smit, 

2005), and lack understanding of what good teachers do “behind the scenes” (Darling-

Hammond, 2006, p. 301).  

Top-down approaches have been criticized for ignoring or underestimating the ability of 

the implementing actors to avoid or divert policies to their own purposes (Sabatier, 

1986). It is also difficult to enforce true compliance if there are many opportunities for 

symbolic responses; for example, mandates for parent involvement strategies can oblige 
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teachers to interact with parents, but that does not necessarily mean teachers will 

welcome and positively engage with parents (McLaughlin, 1987). However, as discussed 

above, one needs to distinguish between educators deliberately ignoring or revising 

policy, and doing so due to a lack of understanding of said policy (Spillane, Reiser & 

Reimer, 2002). 

Policy implementation will continue to be driven from the top unless knowledge and 

understanding of policy and the underlying evidence filters down to teachers and school 

leaders operating at the ground-level, along with corresponding levels of responsibility 

and accountability. This is discussed in the following section. 

2.3.3. Decentralization and empowering educators 

There is a global movement of decentralizing education, including in OECD countries, 

post-Soviet states, developing countries (in Central America, Latin America, Sub-Saharan 

Africa, South and Southeast Asia), and in other territories such as Hong-Kong (Ainley & 

McKenzie, 2000; Chapman, 1988; Edwards Jr & DeMatthews, 2014; Fiske, 1996; Murillo, 

1999; Rumyantseva & Caboni, 2012; Sui-Chu, 2003). Decentralization has shifted 

decision-making authority from the national level to the local and school levels, with 

greater school autonomy in areas such as the organization of instruction (including 

curriculum and assessment), management of finances and personnel, and resource 

allocation (Ainley & McKenzie, 2000; Corcoran, 1995; Woessmann, 2007). 

In decentralized education systems, schools are generally responsible for developing 

school level policies and school improvement plans, and are accountable for student 

performance in their schools, while at the intermediate level (i.e., districts, 

municipalities, regions), education offices monitor schools and are accountable for 

school performance in their area (Honig & Coburn, 2008; Walberg et al., 2000). A range 

of data and evidence needs to be used by schools and district / regional education offices 

to carry out these tasks (Honig & Coburn, 2008).  

Decentralization unfolds differently in different countries (Fiske, 1996). Moreover, 

decentralization is not a straightforward and clear cut shift of power to schools and 

districts or regions, but rather one which spreads decision making power, including at 
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the school level. For example, power may shift from principals to members of the school 

community and teaching staff, so principals may in some ways have less decision making 

power than previously (Chapman & Boyd, 1986). In general, however, decentralization 

entails greater involvement of school staff in the design and implementation of policy 

and education reform (Chapman, 1988; Chapman & Boyd, 1986). This can include more 

active involvement of teachers in school governance (Walberg, Paik, Komukai & 

Freeman, 2000). Therefore, teachers can also share responsibility in developing school 

policy, as well as monitoring performance and planning school improvement. Examples 

of school policies include admission and student selection policies, how to respond to 

absenteeism and dropout, and how to support children in various difficult circumstances 

(Lamb & Fullarton, 2002; Lehr, Johnson, Bremer, Cosio & Thompson, 2004). Such kinds 

of policies can have important implications for equity, and developing such school-level 

policies requires a good understanding of corresponding system-level policies and 

underlying issues, such as an understanding of why children drop out. These 

developments place new demands on the knowledge and skills of educators (Corcoran, 

1995). It also requires a cultural shift, in particular in countries such as Indonesia where 

the concept of bottom-up policy making and influence over government activities was a 

new experience for educators (Bjork, 2006). In the longer-term, teachers may become 

more active policy makers as they assume leadership roles, with some eventually 

becoming principals. In many parts of the world, principals are former teachers, since 

teaching experience is often a prerequisite for obtaining certification to become a 

principle (e.g., Hargreaves, Halász & Pont, 2008; Ingvarson, Anderson, Gronn  & Jackson, 

2006; Texas Education Agency, n.d.). 

At the system level, educators may also influence education policies and policy discourse 

in several different ways. The transfer of authority to schools means that there are more 

opportunities to do so than in the past. The first type of influence is by resisting policy. 

Resistance through teacher union action can be particularly influential, for example, 

when teachers boycotted standardized assessments in the UK in 1993, leading to 

changes in the national curriculum and assessment procedures (Croll, Abbott, 

Broadfoot, Osborn & Pollard, 1994). Secondly, they can influence policy through their 

involvement in education policy-relevant research. For example, educators could have 
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an indirect effect on policy and practice by conducting policy-relevant research in 

collaboration with university faculty (Corcoran, 1995). Educators may also themselves 

be participants in the research conducted, such as research to get their views on the 

effect of certain policies (e.g., Thompson, 2014). Thirdly, educators can engage in public 

policy debates, such as on the uses or misuses of student achievement data (Fullan, 

2000). Finally, educators, in particular local school board members, principals and 

teacher leaders, can influence policy through direct engagement with policy makers 

(Corcoran, 1995). 

Decentralization, together with advances in information and communication 

technologies, has also had implications for data management. For example, in Eastern 

Europe and Central Asia, over the past decade there has been a shift in management of 

data (such as pertaining to staff, students and school resources) from the regional level 

to the school level (Van Cappelle, 2012a, 2012b, 2012c, 2015a, 2015b; Van Cappelle & 

Bell, 2015). The result is increased demands on school staff to interpret and monitor 

data, and to use this data to inform school planning. Similar trends in terms of 

responsibility for data management, interpretation and monitoring can be seen in other 

countries, such as in the Netherlands (Netherlands Ministry of Education, Culture and 

Science, 2011). School staff are also required to collaborate more closely with local 

authorities and service providers to tackle such issues as school dropout, where data 

plays an important role in determining the appropriate interventions. In addition, data 

(ideally) flows both ways, and educators and education leaders at the school level 

increasingly have opportunities to provide feedback to and interact with the regional 

and national education authorities. Educators and education leaders are also 

increasingly the recipients of data – for example, to enable them to monitor and 

benchmark the comparative performance of their school (UNICEF & UIS, 2016b). For 

schools to successfully deal with these new challenges, it is increasingly important that 

school staff are data literate. Through increased responsibilities in policy 

implementation, they also need an increased understanding of the policy issues which 

affect them. 
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Policy implementation is not a matter of blindly following tasks and procedures directed 

from above. It requires an understanding of the purpose of the policy, why and how it 

should be implemented, and therefore also of the underlying evidence that justifies the 

policy. Evidence-based practice is the purpose of evidence-based policy. More 

specifically, the purpose of using evidence is to have more informed policy, and the 

purpose of informed policy is to have more effective practices (Cooper, Levin & 

Campbell, 2009). Of course, evidence-based policy is not necessarily better, and neither 

is evidence-based practice. Evidence cannot provide all the answers, and neither does it 

always have the correct answers. Given these limitations, it is especially important that 

evidence is understood, and is interpreted critically. Neither policy makers (whether at 

the system level or school level) nor educators should accept evidence at face value, but 

rather consider it for its merits and recognize its limitations. 

2.3.4. The relevance of the enlightenment model to policy 

implementation 

Weiss in her discussions of the enlightenment model makes little reference to policy 

implementation. However, the underlying principles appear to translate well to policy 

implementation. A parallel can be drawn between the concept of evidence gathering 

dust on a shelf, unused by policy makers, and policy directions gathering dust on a shelf, 

unused by policy implementers. In the case of the former, evidence has little or no 

impact on policy, and in the case of the latter, policy has little or no impact on practice. 

The link between these two is the evidence itself, which informs both the policies and 

down the line their implementation. It was argued in this chapter that an understanding 

of evidence is important for policy implementation, not just for policy making. In the 

same way that evidence gradually sensitizes policy makers to certain issues, it can be 

argued that evidence also sensitizes educators to the corresponding policy issues – such 

as regarding equity of access to and quality of education. Policies regarding scholarships, 

for example, are not created in a vacuum, but with the intention of closing inequalities 

between disadvantaged groups, such as children from poor families and certain ethnic 

minorities, and their more privileged peers. Understanding the purpose of the policy 

with respect to the underlying evidence – such as (relating to the above example) on 



  

52 
 

existing inequalities between different groups and the effect of scholarships on closing 

the gap – is important, both in terms of understanding how to implement the policy as 

well as why. As discussed by Spillane, Reiser and Reimer (2002), educators need to 

translate their understanding of policy into action. Motivations and values play an 

important role in reasoning about reforms and policy changes; they can lead to strong 

resistance to change if such a change requires reasoning which is not consistent with 

one’s existing beliefs (Spillane, Reiser & Reimer, 2002). In Weiss’s enlightenment model, 

beliefs and values do not change rapidly, but gradually over time through a process of 

enlightenment. Educators’ exposure to and understanding of policy-relevant evidence 

could gradually shape their perceptions and understanding of the policies, and 

subsequently the way in which they translate policies into practice. As discussed in the 

previous section, understanding system-level policies is also important in the 

development of school-level policies. 

Policy-relevant evidence also exposes educators to the world of policy beyond the 

classroom and the school. Spillane, Reiser and Reimer (2002) pointed out that it is 

important for educators to interact with the world of policy beyond the classroom and 

school in order to understand the policies as they were intended from the perspective 

of policy makers. This involves adopting a broader perspective, being able to understand 

policy in terms of its relevance to society, rather than considering policy only from an 

individual perspective within the microcosm of the school. 

Exposure to and understanding of policy-relevant evidence is therefore arguably an 

important criterion for being able to translate policy into practice. Similar to the process 

of understand evidence for policy making, this gradual process can be referred to as 

enlightenment. Furthermore, educators need to be enlightened if they are to be active 

influencers and shapers of policy, rather than be passive recipients of policy.  

2.3.5. Influence of Education For All on evidence-informed education 

policy and practice globally 

This section discusses the influence of the UN, and specifically the role of EFA (Education 

For All), in promoting evidence-informed policy and practice globally. It examines in 
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particular the role of data in driving this process, as well as the implementation gap in 

the top-down approach which has characterized the global movement towards 

evidence-informed policy and practice. 

EFA was launched in 1990 at the World Conference on Education for All in Jomtien, 

Thailand. Representatives from 155 countries and around 150 organizations agreed to 

universalize primary education and massively reduce illiteracy by the end of the decade 

(Müller, 2000). Since then the vision of EFA has expanded to include pre-primary and 

secondary education, as well as emphasizing the quality of education (UNESCO, 2000a; 

UNICEF & UIS, 2016a). Broadly speaking, EFA is concerned with reducing inequities in 

access to education and learning opportunities. In pursuing the EFA goals, countries are 

expected to work towards ensuring equal education opportunities for all children and 

adolescents in the country regardless of characteristics such as disability, sex, ethnicity, 

language, location and socio-economic background. All the defined EFA targets which 

countries have committed to meet are quantitative. An initial impact of EFA was the 

movement towards systematically collecting and analysing data to monitor progress 

towards EFA targets; this led to the establishment of an evidence base which could be 

used for informing education policy (and parallel developments occurred in other 

sectors, such as health). 

EFA is part of the broader framework of the SDGs (Sustainable Development Goals, and 

prior to their establishment the Millennium Development Goals) established by the UN 

and its partners. EFA as well as the MDGs/SDGs have been very influential globally. All 

participating countries were expected to routinely collect and analyse key data for 

monitoring progress towards meeting the EFA and MDG/SDG targets. The targets are 

included in the development policies and monitoring systems of most countries and, 

beyond that, are argued by UNESCO to have “driven national policies and development 

in many countries” (UNESCO, 2013a, p. 10).  

As part of this common global framework for action, the UN has strongly advocated for 

policies and strategies to be informed by evidence, such as through its publications, 

workshops, conferences and international initiatives. Example UN publications which 

advocate for evidence-based education policies include Bridging the gap: The role of 
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monitoring and evaluation in evidence-based policy making” (UNICEF, 2008), and the 

UNESCO Handbook on Education Policy Analysis and Programming (UNESCO, 2013a). An 

example of an influential UN initiative in the field of education is the Global Initiative on 

Out-of-School Children, in which both low and middle-income countries are 

participating; its goal is to improve the monitoring of out-of-school children, and to 

provide evidence-informed recommendations for new and improved policies and 

strategies (UNICEF & UIS, 2016a, 2016b). This involved analysing large amounts data on 

out-of-school children which had previously been underutilized. 

UNICEF (2008) has described the global movement towards evidence-based policy and 

practice as a result of reflection on past experiences of poor quality decision making and 

results, global consensus on the need for better evidence and accountability (such as 

through the 2005 High-Level Forum on Aid Effectiveness) 8 , and subsequently the 

increased pressure on national leaders to explain the appropriateness and effectiveness 

of policies. 

In terms of building capacity for evidence collection through monitoring systems, and 

pushing for evidence informed education policies and strategies, EFA has arguably been 

very effective internationally. Yet actual results - as measured through countries’ 

progress towards the EFA targets – are mixed. The lack of progress in reducing the 

number of out-of-school children, for example, led to the Global Initiative on Out-of-

School Children. This initiative focuses on developing recommendations for policies and 

strategies through a comprehensive analysis of existing evidence on education exclusion 

(UIS & UNICEF, 2015; UNICEF & UIS, 2016a). It acknowledges one aspect of poor results, 

which is the ineffective policies and strategies resulting from a lack of analysis of existing 

evidence on out-of-school children. But a second aspect of poor results, which has 

received less attention, is the failures in policy implementation. Evaluations of policies 

to eradicate poverty in the United States in the 1960s were amongst the first to reveal 

large scale policy implementation failures (Honig, 2006). Later examples in the field of 

education include the documented failures of large-scale education programmes in 

                                                      
8 Attended by leaders of the World Bank, OECD, the United Nations Development Programme, African 
Development Bank, Asian Development Bank, European Bank for Reconstruction and Development, and 
the Inter-American Development Bank. 
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Pakistan (Ali, 2006) and Nepal (UNICEF, 2016), amongst many others. To give a concrete 

example, in Nepal school scholarships intended for the most disadvantaged and 

marginalized families are often not received by the intended beneficiaries, partially 

because many families are unaware even of their existence (UNICEF, 2016). A lack of 

understanding of the purpose and functioning of the scholarships at the school level was 

also identified as a significant problem.9 Problems with policy implementation, though 

widely acknowledged, seem to receive less attention not just in the evidence-based 

policy literature, but also in EFA publications and initiatives. In the earlier mentioned 

UNICEF guide on evidence-based policy making, there is just a brief mention of policy 

implementation which characterizes the prevailing top-down perspective: “Once 

policies are being executed, information is required by policymakers to monitor the 

expected results associated with the policies” (UNICEF, 2008, pp. 7 - 8).  

Education policies themselves do not automatically lead to change, but rather it is the 

people in local and district offices, in remote areas, in schools and classrooms, who 

ensure these policies are successfully implemented. As previously discussed, a lack of 

capacity of policy implementers is one of the fundamental causes of failures in policy 

implementation.  Furthermore, as has been argued in this chapter, a sound 

understanding of the policies and the underlying evidence by all those involved is crucial 

for successful policy implementation. The role of educators in evidence-informed policy 

making is not simply to provide the evidence and then receive evidence-informed policy 

directions in return. They need to be involved with and understand the process through 

which evidence leads to the policies they are implementing. From this perspective, EFA 

has focused overwhelmingly on the first half – promoting and building the capacity for 

developing evidence-informed policies, and far less on the second half, where policies 

become practice and lead to actual results. 

2.4. Analytical summary 

This chapter looked at evidence-informed policy and practice from a problem-oriented 

perspective. It sought to answer the question why the use of evidence for policy and 

                                                      
9 Based on personal communication with the UNICEF Regional Office staff in Kathmandu. 
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practice remains the exception rather than the norm, in particular in the education 

sector, and subsequently why policy often does not translate into practice. The key 

criteria for evidence-informed policy and education policy implementation formed the 

skeleton of the chapter, with the main theme being the importance of understanding 

policy-relevant evidence for both policy makers and educators.  

The chapter began by defining evidence and policy, and the role of evidence in policy 

making, in the context of this study. For the purpose of this study, evidence was defined 

as research evidence, specifically quantitative research evidence that is the product of a 

systematic, methodical approach. This is a narrower definition of evidence compared to 

studies which consider also non-research evidence and qualitative evidence, and a 

broader definition compared to studies which only consider evidence as research on 

cause and effect. 

The subsequent sections reviewed the literature on factors which influence evidence-

policy links, and organized them across five major themes: (i) enabling environment 

(including political, institutional, financial and contextual factors and constraints), (ii) 

researchers’ involvement in - and understanding of - the policy making process, (iii) 

accessibility of policy-relevant evidence, (iv) usability of policy-relevant evidence, and 

(v) capacity and beliefs of policy makers. 

Research evidence needs to be translated into a form which caters to the specific needs, 

interests and capabilities of policy makers and educators. Besides researchers 

themselves, a wide range of sectors and groups are involved as “mediators” in 

translating and communicating research evidence for policy and practice, including 

analysts, journalists, think tanks, lobby and pressure groups, and the consultancy and 

commercial research sectors. In order to do so effectively, they need to have a solid 

understanding of the research and the policy implications. Otherwise, they risk 

communicating incorrect and misleading messages. 

Unfortunately, research evidence often does not provide clear policy directions. Rather 

than functioning as a direct input in policy decision making, it is more likely to inform, 

enlighten and provide context to complex issues where interventions can have 
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unpredictable consequences. This is at the heart of Weiss’s influential enlightenment 

model which describes how research evidence typically influences policy. Instead of 

shaping policy outcomes directly, evidence gradually shapes policy makers’ perspectives 

and sensitizes them to certain issues. Evidence thus indirectly influences policy as 

enlightened policy makers apply these altered perspectives in their decision making. 

Following Weiss’s early work on research-policy linkages in 1970s, it is now widely 

accepted that evidence tends to impact policy indirectly through policy makers’ 

exposure to evidence – and subsequent enlightenment – rather than through direct use 

of evidence during the actual policy decision making process. However, as Weiss has 

indicated, enlightenment is not inevitable. Even as evidence diffuses to the policy 

sphere, understanding of policy issues may remain partial, oversimplified, inadequate 

or wrong. The extent to which research is understood, accepted and used by policy 

makers and educators depends on their existing capacities, knowledge and beliefs. The 

concept of “bounded rationality” encapsulates the idea that individuals are limited in 

terms of time and capacity to make sense of complex issues. 

The second part of the chapter considered the problems of policy implementation, 

which is an area that is often ignored in the literature on evidence-informed policy 

making. Specifically, it looked at the various forces shaping education policy 

implementation: the capacity of educators, their values and beliefs, their changing role 

due to decentralization, and the failures of top-down approaches. With the global trend 

towards education decentralization, authority is shifted to schools and educators have 

increasing responsibilities in understanding and implementing policy. They also 

collaborate more closely with national and regional authorities, and increasingly have 

the opportunity to have an influence on education policies. This places increasing 

demands on educators’ capacity to understand policy, and capacity development is 

considered to be one of the cornerstones of successful policy implementation. Beyond 

understanding policies and how they should be implemented, educators also need to 

understand the reasoning and evidence underlying these policies. This is because 

successful policy implementation requires that educators not only understand what to 

do and how, but also why. 
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Parallels can be drawn between policy makers’ ignoring of evidence and educators’ 

ignoring of policy directions, and Weiss’s enlightenment model was used to connect the 

two. In Weiss’s enlightenment model, evidence gradually sensitizes policy makers to 

certain issues and changes their perceptions. Likewise, it is argued in this chapter that it 

is important for educators to develop an understanding of policy-relevant evidence, to 

sensitize them to the issues and expose them to the world of policy beyond the 

classroom and the school. This enables educators to adopt a broader perspective, which 

is necessary both to understand and enact policy as it was intended by policy makers, 

and in order to become active influencers and shapers of policy, rather than just passive 

recipients of policy. 

The Education For All (EFA) movement and more broadly the Sustainable Development 

Goals (SDGs) play an important role in driving the movement to using evidence to inform 

policy. Yet several steps can be distinguished in this process, and they have not received 

equal attention. The first step is arguably where EFA had the greatest effect, which is in 

developing countries’ capacity to collect the necessary data and generate the evidence-

base needed to monitor progress towards EFA targets. But this in itself does not lead to 

change. A second step is needed, which is using the evidence for policy and decision 

making. Data underutilization is one of the acknowledged reasons for ineffective policies 

and for the failures in meeting EFA targets. The Global Initiative on Out-of-School 

Children is a recent example of the UN’s global push for countries to make better use of 

existing evidence to inform policies and strategies. The promotion of data literacy by the 

UN is also a result of this recognition. It is the third step which has thus far received less 

attention, which is moving from evidence-informed policy to the implementation of 

these policies. A top-down perspective prevails in the evidence-informed policy 

movement. Greater recognition is needed of the role of educators who implement 

policy, who are the agents of change, and who also play an important role in providing 

evidence used to inform and improve policy. Information flows tend to be one-way, with 

evidence going up (from the school and local level to the national level), and policy 

directions going down. It is important for educators to better understand how the 

evidence they provide is used, how it forms part of a bigger picture, and the role of their 

locality or school within that picture. As mentioned earlier in this chapter, it seems ironic 
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that the providers of evidence on which sound policies are based need to implement 

those policies without being provided an opportunity to better understand the evidence 

on which these policies are based. In the context of the ongoing debate about the merits 

of evidence-informed policy, the concept of enlightenment is particularly pertinent. 

Evidence may mislead as well as enlighten. Evidence-informed policy is not the end goal 

to strive for, but should only be pursued if it advances development and improves lives. 

The world needs more enlightened policy makers and educators, who are able to 

critically evaluate evidence, the policy implications and how to best translate policy into 

practice.  

With the movement towards greater decentralization and subsequent authority and 

accountability at local and school levels, communication between these levels becomes 

key. Large amounts of information and data are exchanged, going both up (from schools 

to the national level and education offices in-between) and down (from the national 

level to schools). This information and data informs planning, policies and overall 

decision making. Educators need to be data literate to understand and use the data they 

collect, as well as the data, information and directions received ‘from above’, which are 

often based on school-level data. Chapter 3 discusses the importance of data literacy 

and the requirements for educators. 
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3. Data literacy 

This chapter explores and defines the concept of data literacy. Section 3.1, From data to 

enlightenment, discusses the Open Data movement and the data revolution. It goes on 

to clarify the meaning of data literacy in relation to the more established concepts of 

quantitative literacy, numeracy and statistical literacy. This is followed by section 3.2, 

Data literacy for evidence-informed education policy and practice, which embeds the 

concept of data literacy within the context of teachers’ and educational leaders’ 

professional practice. Section 3.3, Measuring data literacy, defines the developmental 

notion of data literacy in terms of areas and levels of competency, drawing on Bloom’s 

Taxonomy to explore the underlying cognitive processes. 

3.1. From data to enlightenment 

In today’s information age, the nature of literacy is rapidly evolving with the introduction 

of new information and communication technologies (Leu, 2000). New literacies such as 

technology literacy, visual literacy, digital literacy, multimedia literacy, document 

literacy and information literacy reflect the recognition that we need a broader set of 

skills in order to grasp new technologies and new, diverse forms of content (e.g., 

Eisenberg, 2010; Leu, 2002; Leu, Kinzer, Coiro & Cammack, 2004). Information and 

communication technologies have also been the driving force behind the rapid rise in 

the production, management and use of data (Arzberger et al., 2004). Information and 

communication technologies have enabled various “open” movements such as the 

Open Data, Open Access and Open Knowledge movements, which promote the free and 

unrestricted use of data, research and knowledge, respectively. These movements in 

turn have provided further impetus to the rise in access to and use of information and 

in particular, quantitative information. Although new tools are being developed to 

better harness and analyse this information, new skills are also required – which has led 

to the need for new literacies such as statistical literacy, quantitative literacy and data 

literacy. As noted by Watson and Callingham (2003), understanding data or numerical 

information is becoming as important as being able to read and write. 
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3.1.1. The Open Data movement and the Data Revolution 

Open Data is a global movement which aims to make data freely available in order to 

support policy making and implementation, economic development, public service 

delivery, and greater transparency and accountability (Janssen, Charalabidis & 

Zuiderwijk, 2012; McAuley, Rahemtulla, Goulding & Souch, 2012).  

An increasing number of governments around the world are committing to the Open 

Data movement. Between 2009 and 2010, the United States, United Kingdom and 

Australia published declarations of commitment to open data (Huijboom & Van den 

Broek, 2011; Peled, 2011). Many countries have followed suit. For example, Morocco 

and Kenya were the first African countries to launch open data initiatives in 2011, 

followed soon after by Tunisia and Ghana (Mutuku & Mahihu, 2014). In 2013, G8 

members10 and the EU endorsed the G8 Open Data Charter (EU, 2013). The Open Data 

Charter emphasizes amongst other things the importance of open data for improving 

the accountability, efficiency and responsiveness of governments, and its potential to 

improve policy making and implementation.  

Closely related to the open data movement is the data revolution, a term used in the 

United Nations (2014) report A World that Counts: Mobilising the Data Revolution for 

Sustainable Development, written on the request of UN Secretary-General Ban Ki-moon. 

The data revolution refers to the “exponential increase in the volume and types of data 

available” thanks to new technologies, where data are “bigger, faster and more detailed 

than ever before”, and “creating unprecedented possibilities for informing and 

transforming society…” (United Nations, 2014, p. 2). The report emphasizes the need for 

Open Data to close the data access gap, as well as the need for data literacy to close the 

ability gap in order for all people, organisations and governments to benefit: 

…too many people, organisations and governments are excluded because of 

lack of resources, knowledge, capacity or opportunity. There are huge and 

                                                      
10 Canada, France, Germany, Italy, Japan, Russia, the UK and the United States of America 
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growing inequalities in access to data and information and in the ability to use 

it (United Nations, 2014a, p. 2). 

The report recommends that all publicly funded data and data on public matters should 

be “open by default” (United Nations, 2014a, p. 22). In addition, the report calls for the 

need to increase global data literacy through an education program to be developed by 

the UN in collaboration with other organizations, as well as by promoting “new learning 

approaches” (United Nations, 2014a, p. 26). The data revolution and associated push for 

data literacy is a logical development from the MDGs and EFA goals. These goals 

established concrete targets and necessitated changes and improvements in national 

monitoring systems to routinely collect reliable evidence to monitor progress towards 

these targets (UNESCO, 2013a). 

Although the Open Data movement is still in its infancy, there is already discussion of 

how it will influence the process of policy making and implementation (e.g., Janssen, 

Yannis & Zuiderwijk, 2012). Based on foreseeable trends, it may be expected that future 

policy decisions will be increasingly based on publicly available data, that this data and 

the associated policy decisions will be increasingly scrutinised, and that researchers and 

the general public will be increasingly involved – or at least have a greater influence – in 

the policy making process. In the early stages of the Open Data movement, however, 

much of the focus has been on putting in place the infrastructure and developing the 

tools which enable open data to be disseminated and communicated in usable form to 

its potential users.  

Tools which automatically analyse and synthesise data are becoming increasingly 

sophisticated (Zurada & Karwowski, 2011). Technology is already capable of automating 

processes of data management, as well as handling the more basic processes which 

support decision making, such as discovering patterns and generating useful 

information in relevant formats. From the point of view of using data to inform policy 

making and implementation, what is required above all is not data manipulation skills 

or basic numeracy, but rather the higher-level cognitive abilities for making sense of 

quantitative information.  
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A number of organizations now offer open data or data literacy courses, such as the 

Open Knowledge Foundation, but thus far there has been little discussion of what data 

literacy is or should encompass. The meaning of data literacy is discussed in the next 

section. 

3.1.2. Defining data literacy 

Data literacy is a fairly recent concept which has only become prevalent since the turn 

of the century.11 For that reason, it is useful to first examine the more established and 

closely related concepts of quantitative literacy, numeracy and statistical literacy. 

Quantitative literacy, numeracy and statistical literacy 

Many different definitions and conceptualizations of quantitative literacy, numeracy 

and statistical literacy can be found in the literature. Depending on the definition used, 

they can be seen as quite distinct, or as having significant overlap. This section looks at 

some of the key definitions in order to conceptualize, compare and distinguish the three. 

Quantitative literacy was one of three literacies assessed in the International Adult 

Literacy Survey (IALS), along with document literacy and prose literacy (Murray, Kirsch 

& Jenkins, 1998). It was defined as “the knowledge and skills needed to apply arithmetic 

operations, either alone or sequentially, that are embedded in printed materials, such 

as calculations required on deposit slips, amount of time from schedules, cost of goods” 

(Murray, Kirsch & Jenkins, 1998, p. 304). Statistical information is found in many types 

of content, however, and can be represented through text, numbers and symbols, 

tabular displays and graphical displays or any combination of these (Gal, 2002). Indeed, 

statistical information is in fact also embedded in many prose literacy and document 

literacy tasks (Watson & Callingham, 2003).  

The International Adult Literacy Survey (IALS) was followed up with the Adult Literacy 

and Life Skills Survey (ALLS) and subsequently the Programme for the International 

Assessment of Adult Competencies (PIAAC). ALLS and PIAAC replaced the assessment of 

                                                      
11  Based on a search for “data literacy” using Google Ngram Viewer for books 
(https://books.google.com/ngrams, Google Scholar for academic literature (https://scholar.google.com) 
and Google Trends for Google search http://www.google.com/trends. 
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quantitative literacy with numeracy, which covers a wider range of skills and knowledge, 

including  

“understanding of numerical, geometric and graphical types and representations of 

quantitative information, critical interpretation of statistical or mathematical messages, 

[and] ability to solve various types of quantitative problems” (PIAAC Numeracy Expert 

Group, 2009, p. 9). In particular, the ALLS and PIAAC conceptualization of numeracy 

distinguishes itself from the IALS conceptualization of quantitative literacy by 

broadening the scope from numbers to different types of mathematical information, 

and from printed materials to different types of situations in which mathematical 

information may be encountered (Thorn, 2009). Furthermore, the conceptualization of 

numeracy also encompasses document literacy, which was concerned with being able 

to understand and interpret information, including quantitative information, in various 

types of documents such as tables and charts (PIAAC Numeracy Expert Group, 2009).  

The framework for PIAAC numeracy has many similarities to the Programme for 

International Student Assessment (PISA) framework for mathematical literacy, but the 

latter is embedded in a school-based context, whereas PIAAC draws on tasks and 

situations from a broader and less formalized context (PIAAC Numeracy Expert Group, 

2009). The framework for PIAAC numeracy distinguishes several levels or types of 

responses to mathematical information, namely: (i) identifying, locating, or accessing 

mathematical information, (ii) acting upon or using mathematical information, and (iii) 

interpreting, evaluating, analysing and communicating mathematical information 

(PIAAC Numeracy Expert Group, 2009). 

Steen (2001) provides a broader interpretation of quantitative literacy, which like the 

PIAAC conceptualization of numeracy is not limited to particular types of tasks or 

formats. It includes the elements, “logical thinking” (such as questioning assumptions 

and evaluating risks), “interpreting data” and “mathematics in context” (Steen, 2001, p. 

8). The requirement of context-specific reasoning is central to quantitative literacy as 

conceptualized by Steen (2001), but it is also a key element of statistical literacy. Ben-

Zvi and Garfield (2004) distinguish statistical literacy from mathematics in terms of 

needing to be able to deal with the “messiness of data” and the different possible 

interpretations depending on the assumptions made, as well as to communicate those 
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interpretations (p. 4).  The distinction between abstract and context-specific reasoning 

is an important one. It entails being able to interpret any kind of statistical information 

in its diverse forms and contexts.  

As with quantitative literacy and numeracy, there are also different views on and 

conceptualizations of statistical literacy. Schield (1999) distinguishes statistical literacy 

from traditional statistics by pointing out that traditional statistics focuses on deductive 

reasoning, where answers are clear and precise and based on calculation, whereas 

statistical literacy focuses more on inductive reasoning where decisions need to be 

made through comprehension and interpretation. Similarly, Gal (2002) emphasizes the 

need to be able to interpret and evaluate statistical information, defining statistical 

literacy as: 

primarily (a) people’s ability to interpret and critically evaluate statistical 

information, data-related arguments, or stochastic phenomena, which they 

may encounter in diverse contexts, and when relevant (b) their ability to discuss 

or communicate their reactions to such statistical information, such as 

understanding of the meaning of the information, their opinions about the 

implications of this information, or their concerns regarding the acceptability of 

given conclusions. 

(pp. 2 - 3) 

In a similar vein, Ben-Zvi and Garfield (2004) describe statistical reasoning and thinking 

as going beyond traditional statistics with its focus on skills, procedures and 

computations (Ben-Zvi & Garfield, 2004). However, Ben-Zvi and Garfield (2004) and 

Chance (2002) conceptualize statistical reasoning and statistical thinking as separate 

from statistical literacy. The meaning of the three terms can be generally expressed as 

follows (Ben-Zvi & Garfield, 2004; Chance, 2002; Garfield, delMas & Zieffler, 2010): 

• Statistical literacy can be thought of as being able to understand statistical 

concepts, vocabulary and symbols, and having the basic skills for working 

with statistical information. It is typically associated with being able to 

identify, describe, translate, interpret, read and compute. 
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• Statistical reasoning can be thought of as being able to interpret statistical 

information as well as link statistical concepts and ideas. It is typically 

associated with being able to explain why and how. 

• Statistical thinking can be thought of as being able to understand and 

critically evaluate the bigger picture of statistical processes and 

methodologies, including their relevance and purpose. It is typically 

associated with being able to critique, evaluate and generalise. 

These three concepts can be used as a hierarchy of competency, from more basic 

statistical knowledge and skills (statistical literacy) to being able to apply higher-order 

thinking to statistical information (statistical thinking).  

Having dissected the various elements and meanings of quantitative literacy, numeracy 

and statistical literacy, the following section seeks to disentangle the multifaceted 

concept of data literacy. 

Data literacy 

The word data in data literacy is itself an ambiguous concept. From an academic 

perspective, data is generally considered to be obtained through research, and often 

refers to quantitative data or ‘hard’ evidence as discussed in Section 2.1.1 (e.g., Marston 

& Watts, 2003). From a school, or educational, point of view, data can be broadly 

defined as any kind of information which is “systematically collected and organized to 

represent some aspect of schooling”, such as assessment data, survey results or data 

from classroom observations (Schildkamp & Poortman, 2015, p. 1). Such a definition is 

very context-specific. A broader definition of data, used by the Consultative Committee 

for Space Data Systems (2012, p. 1-10), is as follows: “a reinterpretable representation 

of information in a formalized manner suitable for communication, interpretation, or 

processing”, with examples including tables of numbers, recording of sounds and even 

characters on a page. This is a useful and broadly applicable definition, but for the 

purpose of this study and within the context of data literacy, it is useful to consider a 

more precise definition. Drawing on these existing definitions, data for the purpose of 

this study was defined as a quantitative representation of information, which is not 
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stand-alone but given meaning (or context) through qualitative information, such as a 

table embedded within an article.  

Having defined data, a more challenging task is to define data literacy. The concept of 

data literacy is gaining momentum through the open data movement and the United 

Nations push for global data literacy. It has become a frequently used term in online 

media, through its association with data-driven decision making and possibly also by 

riding the wave of popularity of the associated concepts of big data and data 

visualization (discussed in the next chapter). Nevertheless, data literacy is still a 

relatively new term, and the academic literature discussing and defining data literacy is 

still sparse. Given the recency of the term data literacy, its definition has not yet clearly 

taken shape and its meaning is still evolving. This section therefore does not discuss in 

detail the various definitions of data literacy, but rather, seeks to disentangle data 

literacy from the concept of statistical literacy, to which it is so closely related. 

There is currently no consensus in the academic literature on how statistical literacy and 

data literacy are different, and the few existing definitions of data literacy are as diverse 

as definitions of statistical literacy. Data literacy and statistical literacy are often used 

interchangeably. Stephenson and Schifter Caravello (2007), for example, do not make 

any distinction between data literacy, statistical literacy, quantitative literacy, and 

numeracy. In contrast, Schield (2004), defines data literacy as completely distinct from, 

but complementary to statistical literacy, noting that data literacy should be included in 

teaching of statistical literacy and vice versa. Schield (2004) narrowly defines data 

literacy in terms of the technical skills of being able to “access, assess, manipulate, 

summarize, and present data” (p. 8). Carlson, Fosmire, Miller & Nelson (2011) include as 

data literacy skills being able to read graphs and charts and recognizing when data are 

misleading or used inappropriately. Yet another approach is taken in The Data 

Journalism Handbook (Gray, Chambers & Bounegru, 2012), which describes data literacy 

as broader than statistical literacy (which is left undefined), adding the ability to work 

with and interpret large data sets. Calzada Prado and Marzal (2013) likewise proposed 

that data literacy could be considered as an umbrella term encompassing statistical 

literacy, but also the ability to “access, interpret, critically assess, manage, handle and 
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ethically use data” (p. 126). Earl and Katz (2006) referred to statistics as a means of 

analysing data, and incorporate knowledge about statistical and measurement concepts 

within their conceptualization of data literacy (which could be considered as a sub-set 

of statistical literacy).  

Given the diverse viewpoints on what is meant by data literacy, it is useful to distinguish 

between data literacy and statistical literacy through an examination of the meaning of 

the words data and statistics. Data generally refers to “raw data”, that is, sets of 

numbers which have not yet been manipulated or summarized. Data are not useful in 

itself, but needs to be processed in order to be turned into useful information (Frické, 

2009). Statistics are measures which are calculated from data in order to detect 

meaningful patterns in the data (Schuster, 2002). They are the result of translating data 

into a particular form to support answering specific questions about the data – such as 

how, what and why questions. Therefore, a component of data literacy which is 

generally not considered to be part of statistical literacy is the ability to transform data 

into useful statistical information. Schuster (2002) referred to statistics as “mathematic 

summaries”, which included “means, modes, standard deviations, chi-squared statistics, 

slopes of regression lines, correlation coefficients, and so on” (p. 3). Knowledge of such 

statistical terminology and concepts is a key component of statistical literacy, but in the 

literature reviewed, has been precluded from definitions of data literacy. 

Another key distinguishing feature of data literacy and statistical literacy is the context 

in which they are typically used. A review of the literature suggests that statistical 

literacy is often discussed within the context of statistics education, as an outcome of 

schooling and as an important life skill (e.g., Ben-Zvi & Garfield, 2004; Gal, 2002; Watson 

& Callingham, 2003). In contrast, data literacy tends to be discussed in relation to 

specific professional contexts, such as for making sense of open data (e.g., Calzada Prado 

& Marzal, 2013; McAuley, Rahemtulla, Goulding & Souch, 2012) and data-driven 

decision making in education (e.g., Earl & Katz, 2006; Fusarelli, 2008; Mandinach, 2012; 

Mandinach & Gummer, 2012). The use of data literacy in professional contexts is 

arguably related to the immediacy of data and its often direct relevance to every day 

professional decision making. For example, data can be used to monitor the 
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performance of schools and identify those in need of assistance (Marsh, Pane & 

Hamilton, 2006). Performance dashboards are increasingly used by decision makers to 

get immediate access to relevant data (Eckerson, 2011). Data can be automatically 

transformed and structured for a dashboard display to facilitate analysis. Useful 

statistical information in contrast generally takes time to prepare (unless the process is 

automated, in which case the figures - for example as shown in dashboards – are 

generally referred to as data rather than statistics). As discussed in the previous chapter 

within the context of policy making, if it takes too long to produce useful information it 

may become irrelevant (Brownson, Royer, Ewing & McBride, 2006; Gunderson, 2007). 

Related to data literacy and data-driven decision making is the emergence of data 

science as a discipline. Dhar (2013) poses the same question about data science as could 

be posed for data literacy: why the need for a new term, when we already have the 

established concept of statistics? Dhar (2013) discusses several elements, of which two 

are also relevant to data literacy. One is the difference in scale. Decision makers 

increasingly need to be able to deal with enormous amounts of data (big data), and the 

scale is increasing every year. A second element is the association of data with 

technology. Technology can automatically handle many of the processes of data linking, 

integration and reformatting, and even the automatic detection of patterns in the data. 

This relates to the technical components of data literacy as discussed above. In the 

context of big data, rapid advances in technology, and the rise in data-driven decision 

making, data literacy requires a different skill set – one which evolves along with the 

technology.  

3.2. Data literacy for evidence-informed education policy and 

practice 

This section looks at how and why data literacy came to be an important requirement 

for teachers and education leaders. Not only policy makers are increasingly required to 

use evidence to inform decision-making; with the shift in decision-making authority to 

the local and school levels, discussed in Chapter 2, a similar movement has been taking 

within schools in the form of data-driven decision making, henceforth abbreviated as 

“DDDM”. The role of teachers and school leaders has been changing as the result of the 
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implementation of standards and accountability measures, which increasingly require 

teachers and principals to understand and use different kinds of data in their 

professional practice. The following sections discuss the origins, meaning and 

implications of DDDM, as well as the different data literacy requirements for educators 

and education leaders. 

3.2.1. Origins of data-driven decision making (DDDM) 

DDDM is a global movement which has rapidly become embedded in all levels of 

education practice (Datnow & Park, 2010; Earl & Katz, 2006; Fusarelli, 2008; Mandinach, 

2012; Mandinach, Honey & Light, 2006; Marsh, Pane & Hamilton, 2006). Three 

developments can be identified which have been key driving forces behind data-driven 

decision making (DDDM) in education, and more broadly, the need for educators and 

education leaders to understand and use data. 

The first development behind DDDM is the evidence-informed policy and practice 

movement, discussed in Chapter 2, which has spread to all industries and fields, 

including education. As described by Mandinach (2012), it is no longer acceptable for 

teachers, school leaders and policy makers to “simply use anecdotes, gut feelings, or 

opinions as the basis for decisions” (p. 71). Although this is a reflection of the situation 

in the United States, similar points of view have been expressed in other regions and 

countries. For example, as early as 2005 the European Commission in its report on 

Common European Principles for Teacher Competences and Qualifications recommends 

that policy makers promote research and evidence-based practice, and that teachers 

use evidence to inform their work as part of lifelong learning.  

The second, related development, is the accountability movement. As discussed in the 

previous chapter, educators and education leaders are increasingly involved in the 

design and implementation of policy and education reform (Chapman, 1988; Chapman 

& Boyd, 1986). With increased responsibilities has come increased accountability. 

Subsequently, accountability has been a key driving force behind DDDM (Orland, 2015). 

In the USA, for example, accountability measures include standards and accreditation 

processes which incorporate interpretation of data as a key component, with increased 
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accountability at the school-level (Wohlstetter, Mandinach & Gummer, 2013).  In New 

Zealand, accountability measures have included setting national standards for student 

achievement, legislative requirements to set targets for learning outcomes, and the 

requirement that schools monitor progress against those targets (Crooks, 2011). In 

Australia, developments which have led to increased school accountability include the 

establishment of a national assessment program and achievement standards, which are 

used to measure student as well as school performance (Klenowski, 2011). The 

performance of all schools on national examinations is published on a public website12, 

with the aim of transparency and to identify underperforming schools (Klenowski, 2011). 

Professional standards have also been established for teachers which strongly 

emphasize the use of student data to evaluate and improve practices (AITSL, 2015a). 

These are just a few examples of how accountability measures and national standards 

are setting the stage for data-driven approaches in many countries around the world. 

The third factor behind DDDM is the exponential growth in data and information, 

including at the school-level, in parallel with technological developments for harnessing 

this data (Earl, 2005; Wohlstetter, Mandinach & Gummer, 2013). Information 

technologies for recording, reporting, monitoring and analysing data are becoming 

increasingly sophisticated, and such technologies are finding their way into schools. 

Educators need new knowledge and skills to tap into all this information and transform 

it into useful knowledge and informed action (Earl, 2005).  

Evidence-informed policy and practice, increased school-level accountability and the 

explosion of information are not necessarily always positive developments – and indeed 

accountability and data-driven decisions have also been met with criticism, notably by 

Ravitch (2011) in her influential book The death and life of the great American school 

system: How testing and choice are undermining education, which primarily attacks test-

based accountability and its negative effect on schools and students. The narrow focus 

of DDDM on assessment is further discussed below. However, for good or bad, it has 

inevitably led to new responsibilities for educators. With the advent of data-driven and 

evidence-informed decision making in education, data literacy is in many countries 

                                                      
12 http://www.myschool.edu.au 
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becoming an essential requirement for educators and education leaders. The following 

sections discuss and contextualize the concept of data literacy through a reflection on 

the data literacy skills required by educators and education leaders. 

3.2.2. Data literacy in the context of data-driven decision making 

In general terms, DDDM in education refers to “the systematic collection, analysis, 

examination, and interpretation of data to inform practice and policy in educational 

settings” (Mandinach, 2012, p. 71). However, in the literature on DDDM in education, it 

is frequently conceptualized in much more specific terms. For example, Ikemoto and 

Marsh (2007) describe DDDM as the collection and use of student and school level data 

in order to make decisions which improve student and school performance (Ikemoto & 

Marsh, 2007). This is a common perception of DDDM which focuses on local, school and 

student-level data, in relation to performance and to the exclusion of other possible 

policy-relevant issues, such as equitable access to and quality of education. School 

leaders are accountable for school performance, and are thus concerned with school-

level data, whereas teachers are accountable for individual student performance, and 

are thus concerned mostly with their students’ data. 

In this climate of DDDM, there is a risk that data literacy training will focus on applied 

data literacy skills, neglecting the broader data literacy skills required for interpreting 

policy-relevant research. The distinction between data-driven decision making and 

evidence-based or evidence-informed policy making re-enforces the notion that 

educators are concerned with data – local data – whereas education leaders and policy 

makers are concerned with the bigger picture which can be obtained from research 

evidence. One could argue that it is the role of policy makers to commission research 

and keep themselves up-to-date with the latest research literature, and translate 

research into policy, and that the role of educators is simply to apply that policy without 

being concerned with the underlying research. This, however, underestimates the utility 

of relevant research to educators. In practice, educators do use research in decision 

making, but very little is known about the extent to which they do so (Fusarelli, 2008).  
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Part of the problem may be the narrow conceptualization of what “data” in DDDM 

means. The different types of data used in this process include input data (such as school 

expenditures), process data (such as data on the quality of instruction), outcome data 

(such as student test scores and dropout rates) and satisfaction data (such as opinions 

from various stakeholders, including teachers and parents) (Marsh, Pane & Hamilton, 

2006). Lai and Schildkamp (2013) advocated for a broader definition of data, which 

encompasses all the different sources of data required by teachers and school leaders. 

Besides test data, Lai and Schildkamp (2013) proposed that other types and multiple 

sources of data – such as absenteeism rates, parent characteristics and home language, 

and incidences of bullying – should also be used as the basis for decisions. Although not 

explicitly mentioned, the use of such kinds of data could introduce a focus on equity in 

DDDM, in contrast to an exclusively assessment and education quality oriented 

approach. Marsh, Pane and Hamilton (2006) also provided examples of types of data 

which were not concerned with student achievement, namely student attendance, 

student mobility and graduation rates. But even in these broader views of data, it is still 

reduced to local data pertaining to schools and students. 

A broader interpretation would also consider “evidence” to be part of DDDM. 

Mandinach (2012), for example, referred to DDDM in terms of the use of both data and 

evidence to inform policy and practice. It makes sense that conceptualizations of DDDM 

should considers data in broader terms, not just as stand-alone (such as in a data table), 

but given meaning through associated materials. As is often emphasized in the 

literature, data on its own is not useful, but needs to be contextualized, given meaning, 

and turned into information which can answer relevant questions (e.g., Ackoff, 1989; 

Earl & Katz, 2006; Frické, 2009; Knapp, Copland & Swinnerton, 2007). Data are given 

meaning, for example, by being part of reports and research papers, which together 

constitute evidence. As indicated by Earl and Katz (2006), data can be given meaning 

through interpretation by data literate educators and school leaders, by drawing on 

many sources of information. Shirley and Hargreaves (2006) similarly argued that 

educators need to be informed by evidence rather than driven by data. Two statements 

are made here: first, educators need to draw on different sources of information, not 

just data (hence the use of the broader concept of evidence), and in addition, they point 
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outed that evidence does not provide clear and unequivocal directions, but rather 

informs, requiring further reflection and inquiry prior to action. This mirrors Weiss’s 

(1977a, 1977b, 1979) enlightenment model discussed in the previous chapter. Such a 

conceptualization of data use and data literacy in schools is therefore very similar to the 

concept of evidence-informed policy and practice. 

The use of data versus research evidence in the context of data literacy requirements is 

looked at in more detail in the following sections, which discuss the different roles of 

educators and education leaders. 

3.2.3. Data literacy for teachers 

Data availability and use by teachers is proliferating in schools, and there is increasing 

pressure on teachers to use data for decision making (Mandinach, 2012). Although there 

is general consensus that teachers need to be data literate, there is no clear definition 

of what data literacy for teachers entails. Mandinach and Gummer (2013) noted that, in 

the context of data literacy for teachers, the term is often confused with assessment 

literacy. Furthermore, the data in data-driven decision making in education is often very 

narrowly conceptualized as student achievement data. Mandinach (2012) referred to 

the kind of data literacy required by teachers as instructional data literacy. According to 

Mandinach (2012), this entails being able to interpret and use data to improve their 

instruction. Teachers need to be able to interpret student data, and combined with their 

pedagogical content knowledge identify individual learning problems, implement a 

strategy to act on those problems, and monitor the outcomes (Mandinach, 2012). 

Student data includes achievement data, but also other types of data such as process 

data (evidence of events which occurred, for example lessons provided on certain 

topics) and perception data (concerning students’ attitudes, knowledge and skills) 

(Dimmitt, Carey & Hatch, 2007; Mandinach & Gummer, 2013). Nevertheless, although 

instructional data literacy is broader than assessment literacy, it still narrows down the 

concept to understanding and using data concerning students’ learning. Although 

teachers’ primary role is indeed instruction, they also play a role in dropout prevention 

and addressing classroom-level and school-level inequities. This requires a broader 

conceptualization of data literacy, which includes for example understanding early 
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warning data to monitor students at risk of dropping out (e.g., Kennelly & Monrad, 

2007). This topic is returned to in Section 3.2.5 below. 

Assessment of teachers’ data literacy skills 

The literature is unanimous in pointing out teachers’ lack of preparedness for using and 

interpreting data for decision making (e.g., Earl & Katz, 2006; Means, Padilla, DeBarger 

& Bakia, 2009; Thornton, Shepperson & Canavero, 2007). For example, Earl and Katz 

(2006) indicate that educators generally do not have the required background or 

training and are “woefully underprepared to engage in data-based decision making” (p. 

4). However, there have not been many studies assessing teachers’ ability to interpret 

and analyse data, and there is no consensus on which data literacy skills teachers 

require. 

In the USA, Means, Padilla, DeBarger and Bakia (2009) carried out a data literacy 

assessment of 147 teachers. The findings indicate that most participating teachers were 

able to perform lookup operations in tables and graphs, but many had difficulties with 

data comprehension, and data interpretation tasks were especially difficult for the 

majority of teachers. Data interpretation tasks included understanding basic statistical 

concepts such as knowing when to use individual or subgroup scores, interpreting the 

effect of extreme values, and correctly drawing inferences based on various patterns.  

In Australia, Pierce, Chick, Watson, Les and Dalton (2014) assessed the statistical literacy 

of 704 teachers with a wide range of statistical experiences. Based on the results of this 

study, Pierce et al. (2014) conclude that targeted professional learning is required to 

develop teachers’ statistical literacy skills, in particular higher level skills, if they are to 

make appropriate decisions based on interpretation of data. Most teachers assessed 

had difficulty analysing a data set as a whole entity and interpreting it within a given 

context. 

These two studies support the notion that teachers need to improve their data literacy 

skills for data-based decision making. In both studies the teachers assessed struggled 

especially with more complex data analysis and interpretation tasks. However, neither 

of the studies included higher level tasks associated with statistical thinking (see Section 
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3.1.2), such as evaluating and generalizing from data. The following section looks in 

more detail at the expectations of teachers’ data literacy skills through a review of 

professional standards for teachers.  

Professional standards for teachers 

Data literacy and data-informed decision making has in many countries become 

embedded in teacher education and professional development. For example, the 

Master of Clinical Teaching at the University of Melbourne, Australia, is designed 

specifically to enable teachers to generate, interpret and evaluate student data to 

support student development.13   Another example is the Data Wise Project at the 

Harvard Graduate School of Education, which supports educators and education leaders 

with using data to improve teaching and learning.14 

To better understand the role of data literacy competencies as part of professional 

standards and competencies for teachers, a review of these standards was conducted 

to complement the literature review on data literacy for this thesis. The review aimed 

to obtain a broad overview of the overall trends and directions reflected in these 

standards, without going into the details of how these standards were being 

implemented. Teacher professional standards were reviewed for a number of countries 

where data usage by teachers is becoming firmly established, namely in Australia, New 

Zealand, the United States and the European Union (in particular, the Netherlands and 

the United Kingdom). This section also looks at the inclusion or exclusion of policy 

implementation and development as part of teachers’ professional standards. 

                                                      
13 https://online.unimelb.edu.au/education/clinical-teaching/master-of-clinical-teaching 
14 http://isites.harvard.edu/datawise 
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Table 3. Integration of data analysis and evidence-informed policy in education 
leadership programmes 

 

University Name of 

programme 

Degree 

  

Data analysis Evidence-

informed policy 

Harvard 

University 

Education 
Leadership 

Doctorate Yes Yes 

Stanford 

University 

Policy, 
Organization, and 
Leadership Studies 

Combined MA and 
MPP (Master of 
Public Policy) 

Yes Yes 

University 

College London 

Leadership MA, Postgraduate 
diploma; 
Postgraduate 
certificate 

Yes, as part of the 
elective 
curriculum 

Yes, as part of the 
elective 
curriculum 

University of 

California, Los 

Angeles 

Educational 
Leadership 
Program 

Ed.D. (Doctorate 
of Education) 

Yes Limited (data 
analysis in relation 
to case-study 
research in 
education policy 
and practice) 

University of 

Cambridge 

Educational 
Leadership and 
School 
Improvement 

MPhil (Master of 
Philosophy ) and 
MEd (Master of 
Education) 

Yes Yes 

University of 

Hong Kong 

No education 
leadership 
programme  
(short-term 
trainings only) 

- - - 

University of 

Melbourne 

Educational 
Management 

MEd (Master of 
Education) 

Yes Yes 

Instructional 
Leadership 

Master’s degree or 
Professional 
Certificate 

Yes Evidence-based 
research, learning 
and teaching 

Nanyang 

Technological 

University, 

Singapore 

Leadership and 
Educational 
Change 

MA No No 

University of 

Oxford 

No education 
leadership 
programme 

- - - 

University of 

Sydney 

Educational 
Management and 
Leadership 

MEd (Master of 
Education) 

No Not explicit 

UNESCO 

International 

Institute for 

Education 

Planning 

Advanced Training 
Programme in 
Educational 
Planning and 
Management 

Master’s degree Yes Yes 

 summarizes the findings of the review, which are discussed in detail below. 
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Table 1. Overview of professional standards for teachers in terms of data use, use 
of non-school evidence or research, and policy implementation and development 

Country/region Source Use of data Use of evidence or 

research from 

beyond the school 

level 

Policy 

implementation 

and development 

 

Australia Australian 

Professional 

Standards for 

Teachers15 

Yes, focusing on 

assessment data 

only 

Yes, in relation to 

professional 

learning and 

improving practice 

Yes, both policy 

implementation and 

development 

Netherlands Bekwaamheids-eisen 

voor leraren16 

No Yes, in relation to 

multiple 

dimensions 

including learning 

and professional 

development 

Yes, in terms of 

carrying out 

teaching practices 

in accordance with 

stipulated policy 

New Zealand Graduating Teacher 

Standards; Practising 

Teacher Criteria17 

Yes, focusing on 

assessment data 

only 

Yes, in relation to 

promoting learning 

No 

United Kingdom Teachers’ Standards: 

Guidance for school 

leaders, school staff 

and governing 

bodies18 

Yes, focusing on 

assessment data 

only 

No Yes, in terms of 

understanding and 

acting in 

accordance with 

policies and 

statutory 

frameworks 

United States Based on an analysis 

of teacher standards 

by Data Quality 

Campaign (2014) 

At least 41 states 

provide teachers 

and principals 

training in the use 

of data to inform 

teaching and 

learning 

Varies from state 

to state 

Varies from state to 

state 

                                                      
15 From: AITSL (2015a). 
16 In English: “Ability requirements for teachers”, from: Staatsblad van het Koninkrijk der Nederlanden 
(2006). 
17 From: Education Council of Aotearoa New Zealand (2015a, 2015b). 
18 From: UK Department for Education (2013). 
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Country/region Source Use of data Use of evidence or 

research from 

beyond the school 

level 

Policy 

implementation 

and development 

 

California, 

United States 

California Standards 

for the Teaching 

Profession19 

Yes, focusing on 

assessment data 

only 

No Yes, in terms of 

meeting 

professional 

obligations to 

implement policies 

 

The European Commission has developed several reports with policy recommendations 

for improving the quality of teaching in the European Union, notably the report 

Supporting teacher competence development for better learning outcomes, which draws 

on the work of experts nominated by 26 European countries as well as stakeholder 

organisations (The European Commission, 2013). The capacity to interpret evidence and 

data is described in this report as one of the key teacher competences. Examples of 

evidence and data included in the report are evidence of learning outcomes, evaluation 

data and external assessment results. The report also describes the need for teachers to 

have a critical, evidence-based attitude, and for them to be able to adapt their practices 

in the face of new evidence, including research. In addition, the key competences for 

teachers include not just using evidence or research, but also “developing and creating 

research knowledge to inform practices” (The European Commission, 2013, p. 46). The 

actual integration of data literacy and data-informed decision in teacher standards 

varies within member countries of the European Union. For example, in the Teacher’s 

Standards of the United Kingdom, the ability to use data to monitor, set targets for and 

plan student learning is included, but only within the competencies required for 

assessment (UK Department for Education, 2013). In contrast, the teacher standards of 

the Netherlands make no reference to data use, although they emphasize a research-

based approach to school improvement, learning, problem resolution and teachers’ 

professional development (Staatsblad van het Koninkrijk der Nederlanden, 2006).  

                                                      
19 From: California Commission on Teacher Credentialing (2009). 
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In the United States, according to a 2013 survey conducted by the Data Quality 

Campaign (2014), 41 states – the majority – reported providing teachers and principals 

training in the use of data to inform teaching and learning, and in 19 states data literacy 

was “a required component of becoming a licensed educator” (p. 3). The situation has 

changed rapidly, as in 2009 not a single state prioritized the development of educators’ 

data literacy skills (Data Quality Campaign, 2014). In California, for example, the teacher 

standards emphasize the importance of interpreting and using assessment data to 

monitor, plan and support student learning as well as using assessment data to provide 

feedback to students and their families (California Commission on Teacher 

Credentialing, 2009). 

Data usage features prominently in the Australian Professional Standards for Teachers, 

specifically, the ability to use student assessment data to diagnose learning needs, 

identify interventions, improve teaching practices, and evaluate learning and teaching 

programs (AITSL, 2015a). It also includes using student data and research-based 

knowledge to improve student achievement (AITSL, 2015a). Understanding and 

implementation of education policy is included with respect to policy and legislation 

pertaining to children with disabilities, student wellbeing and safety, school assessment 

requirements and strategies, and responsible and ethical use of ICT in learning and 

teaching (AITSL, 2015a). Policy development is also included in relation to addressing 

teachers’ professional learning needs and to support compliance with and 

understanding of legislative, administrative, organisational and professional 

responsibilities (AITSL, 2015a). 

In New Zealand, the Graduating Teacher Standards and Practising Teacher Criteria 

outline which criteria need to be met by fully certificated teachers to ensure quality 

teaching (Education Council of Aotearoa New Zealand, 2015a, 2015b). As with the 

Australian standards, it includes being able to analyse and use assessment information 

to diagnose learning needs, provide feedback, improve teaching practices and evaluate 

their effectiveness (Education Council of Aotearoa New Zealand, 2015b). However, the 

broader term information is used rather than data. The criteria make no mention of 

policy development and implementation, but do include being able to critically reflect 
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on evidence and professional literature to improve professional practice (Education 

Council of Aotearoa New Zealand, 2015b). The Educational Review Office is responsible 

for evaluating school performance, and the effective use of assessment data is one of 

the key indicators used (Crooks, 2011). 

In summary, most teacher standards and competencies reviewed emphasize the ability 

of teachers to be able to use and interpret data and evidence. However, data use and 

interpretation in all the standards reviewed was limited to assessment data in the 

context of evaluating, planning and improving student learning. The use of evidence or 

research beyond the school level was included in only three of the five professional 

standards for teachers reviewed. This situation may be rapidly changing. For example, 

the European Commission in its 2013 policy recommendations advocates for teachers 

to have a critical, evidence-based attitude as well as be able to use and conduct 

research. Since teacher standards are not generally updated on a yearly basis, it can take 

many years for new research and policy recommendations to be taken up within 

teachers’ standards, education and professional development. In the Netherlands, for 

example, the current teacher standards are from 2006 (although they are currently 

under review). In the United States, where there has been a strong push towards using 

assessment data as part of accountability measures, data literacy skills have rapidly been 

incorporated in state-level teacher standards and training programmes since 2009.  

Of the documents reviewed, only the Australian Professional Standards for Teachers 

referred to the ability to implement and develop policy as part of teacher competencies. 

As discussed in Chapter 2, teachers need to understand policy and the evidence 

underlying policy in order to implement policy successfully. Building on the discussion in 

Section 2.3, it can be argued that teachers play a critical role in providing feedback on 

policy to education leaders, including policy makers. It is after all teachers who carry out 

and perceive the successes and failures of policy implementation in their classrooms and 

schools. Information needs to flow both ways, not just to the school level, but also from 

schools to education leaders at the regional and national level. In order to fulfil this role, 

educators would need to have an understanding of policy issues and the broader 

implications of evidence and data beyond the school and student level. They also need 
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to be able to use data to inform the development of their own local policies at the school 

level. Furthermore, their competencies need to be considered from the perspective of 

educators as potential future education leaders. 

3.2.4. Data literacy for education leaders 

The term education leader can have various meanings in different contexts. Although 

teachers are primarily implementers of education policy and may influence policy, for 

education leaders, developing or at least influencing education policy is often among 

their key responsibilities. Education leaders can be found at all levels of education – 

school and pre-school leaders at the school/pre-school levels, leading positions in 

regional and local education units (such as superintendents, directors, specialists and 

supervisors), and policy makers at regional and national levels. In addition, education 

researchers whose research influences education policy can also be considered as 

education leaders. For the purpose of this study, education leaders are defined broadly 

as those who play a significant role in shaping and influencing education policy, whether 

at the school, regional or national level. 

Knapp, Copland and Swinnerton (2007) proposed the term data-informed leadership, 

rather than data-driven decision making. Their reasoning is similar to that of Shirley and 

Hargreaves (2006), who proposed using evidence-informed rather than data-driven 

decision making, as discussed above. Data can serve to inform and improve education 

leaders’ understanding of specific situations, but does not necessarily provide a clear 

and indisputable direction for which action to take; instead, decisions are mediated by 

education leaders’ insights and core values (Knapp, Copland & Swinnerton, 2007). Data 

are not evidence, but becomes evidence when users make sense of the data using their 

“concepts, criteria, theories of action, and interpretive frames of reference” (Knapp, 

Copland & Swinnerton, 2007, p. 10).  

The use of the term data-informed over data-driven emphasizes that education leaders, 

like teachers, need to deal with complex issues which do not have straightforward 

answers, and need to see the bigger picture beyond the data. But while teachers are 

generally accountable for the performance of their students, education leaders are also 
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accountable for the performance of schools and regions (whether municipalities, 

districts or states), which has implications in terms of the diversity and complexity of the 

data education leaders need to interpret, and the scope and complexity of their 

decisions. Education leaders need to understand a wide variety of school-level and 

student-level data, such as dropout and attendance figures, student achievement data, 

student demographics and teacher credentials (Earl & Katz, 2006).  

Professional standards for school and education leaders 

In order to understand better the degree to which school and education leaders need 

to be able to use and interpret data and evidence, a review was conducted of 

professional standards of school and education leaders. As with the review of standards 

for teachers, this review aimed to obtain a broad overview of the overall trends and 

directions without going into the details of how they were being implemented. The 

review mainly discusses standards of school leaders in Australia, New Zealand, the state 

of California, and in OECD countries in general. Professional standards are concerned 

specifically with school leaders and principals, however, and generally not with 

education leaders beyond the school level. A separate review of the competencies of 

education leaders was therefore also conducted based on the curricula of several 

education leadership programmes.  

As with the professional standards for teachers, a summary of the findings of the review 

is presented in Table 2. 

Table 2. Overview of professional standards for education leaders in terms of data 
use, use of non-school evidence or research, and policy implementation and 

development 

Country/region Source Use of data Use of evidence or 

research from 

beyond the school 

level 

Policy implementation 

and development 

 

Australia Australian 

Professional 

Standard for 

Principals and the 

Yes, for managing 

school staff and 

resources, and to 

Yes, need to be 

knowledgeable 

about as well as 

engage in and 

Yes, emphasizing that 

it needs to be evidence 

based, and in 

collaboration with 
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Country/region Source Use of data Use of evidence or 

research from 

beyond the school 

level 

Policy implementation 

and development 

 

Leadership 

Profiles20 

improve school 

performance 

promote research 

for improving 

teaching and 

learning  

school boards, 

governing bodies and 

others 

New Zealand Kiwi Leadership 

for Principals: 

Principals as 

Educational 

Leaders21 

Yes, but referred 

to as school and 

student evidence 

used for 

monitoring, 

planning and 

improving 

student learning 

Yes, referred to as 

external evidence, 

used for the same 

purpose as school-

based evidence; 

also, to promote 

staff engagement 

with research 

No 

OECD Based on the 

OECD report 

Improving School 

Leadership, 

Volume 1: Policy 

and Practice22 

Student 

assessment data 

used in 19 OECD 

countries for 

decision-making 

on school 

improvement 

Varies from country 

to country 

Varies from country to 

country 

California, 

United States 

California 

Professional 

Standards for 

Educational 

Leaders23 

Yes, including on 

student 

achievement, 

attendance and 

behaviour, for 

various purposes 

including 

improving 

student learning 

and planning 

Yes, in relation to 

effective teaching 

and learning, 

leadership, 

management 

practices, and 

equity 

Yes, including 

influencing and 

supporting policies 

relating to equity, 

teaching and learning, 

such as through 

collaboration with 

policymakers 

                                                      
20 From: AITSL (2015b). 
21 From: New Zealand Ministry of Education (2008). 
22 From: Beatriz, Debora & Hunter (2008). 
23 From: California Commission on Teacher Credentialing (2014). 
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The OECD report Improving School Leadership, Volume 1: Policy and Practice discusses 

improving education leadership based on background reports of 22 education systems 

of OECD member countries (Beatriz, Debora & Hunter, 2008).24 School leaders need to 

be able to use of data for various purposes, including monitoring teacher performance 

(such as through their students’ performance data), to plan and design strategies for 

improving learning outcomes, and to determine resource allocation (Beatriz, Debora & 

Hunter, 2008). In a separate OECD study, it was found that in 19 OECD countries (the 

great majority of OECD countries for which data was available), student assessment and 

school evaluation information was used for decision-making on school improvement 

(OECD, 2007). The OECD report on improving school leadership further emphasizes that 

school leaders need to be data-wise, which means having the knowledge and skills for 

effectively using data to monitor and improve practice. It also highlights the increased 

responsibilities of school leaders in terms of human and financial resource management 

with increased school autonomy, as well as the greater inter-connectedness with the 

community and world beyond their school – including universities and policy makers. 

In Australia, compared to the Professional Standards for Teachers, the Professional 

Standard for Principals and the Leadership Profiles is oriented more towards evidence 

and research rather than data (AITSL, 2015a, 2015b). Principals’ use of data is broadly 

described in the context of managing the school’s staff and resources, and improving 

school performance (AITSL, 2015b). However, the standards do not specify in detail how 

data should be used and make no mention of specific data literacy abilities or capabilities 

in interpreting data. The terms evidence and research evoke a broader conceptualization 

of the types of information which school leaders need to be able to harness in their 

decision-making. Principals need to use an evidence-based approach to evaluating 

teaching and learning, and developing improvement plans and policies (AITSL, 2015b). 

They are also expected to apply their knowledge of education policy for school 

improvement in collaboration with school boards, governing bodies and others, and to 

                                                      
24 Australia, Austria, Belgium (Flemish and French Community), Chile, Denmark, Finland, France, Hungary, 
Ireland, Israel, Korea, The Netherlands, New Zealand, Norway, Portugal, Slovenia, Spain, Sweden and the 
United Kingdom (England, Northern Ireland and Scotland) 
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understand the wider implications of education policies on their community and 

broader society. 

The New Zealand Ministry of Education (2008) published the document Kiwi Leadership 

for Principals: Principals as Educational Leaders to present a model of leadership for 

principals. Per this document, principals are expected to understand assessment data 

for improving student learning, and play a supervisory and supporting role in teachers’ 

use of data, including through monitoring and evaluating teaching and learning 

programmes. As with the Australian standards for principals, in New Zealand principal 

competencies are oriented more around use of evidence than data. For example, 

principals are expected to be able to conduct evidence-based analysis of student 

learning and take an evidence-informed approach to monitoring, planning and school 

improvement (New Zealand Ministry of Education, 2008). No mention is made of the 

role of principals in developing, implementing or influencing school or public policies, 

although the formulation of school level policy to respond to issues highlighted by 

evidence is implied. 

The California Professional Standards for Educational Leaders (CPSEL) were the only 

standards reviewed which apply broadly to education leaders, rather than specifically to 

school principals (California Commission on Teacher Credentialing, 2014). Education 

leaders include “school principals, district superintendents and directors, county and 

state program administrators, and administrators in nursing, special education, 

counseling and technology (California Commission on Teacher Credentialing, 2014, p. 

1). These standards are unique amongst the standards reviewed in their explicit focus 

on equity in terms of improving access, opportunities and outcomes for all students. 

They specify the need to address disparities in achievement and opportunities amongst 

different groups of students, such as students with special needs and those from 

different cultural, social, linguistic and socio-economic backgrounds. In order to address 

these issues, education leaders are expected to use multiple forms of data. Education 

leaders are also expected to use evidence to shape and revise plans and programs, and 

to make fair and ethical decisions. The standards notably provide examples of evidence 

(such as student achievement, attendance and research), but indicate that evidence 
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should not be limited to the provided examples. In comparison to other teacher and 

principal standards reviewed, data and evidence are broadly conceptualized without 

being too ambiguous about their meaning. The standards further acknowledge 

education leaders’ role in influencing and improving education policies, which requires 

them to “use their understanding of social, cultural, economic, legal and political 

contexts” (California Commission on Teacher Credentialing, 2014, p. 10). Education 

leaders are also expected to engage and collaborate with policymakers, community 

leaders and stakeholders to influence education policies and inform district and school 

planning. 

To evaluate the role of data and evidence use in education leaders’ expected 

professional competencies, a review was conducted of the curricula of education 

leadership programmes in ten universities recognized as world leaders in education. The 

QS World University Rankings by Subject for 2015 were used to obtain a list of the top 

ten universities in the field of education. For those universities which included an 

education leadership programme, the curricula were reviewed with respect to the 

general aims and objectives, as well as the description and aims of the core and elective 

courses or units of the programme.  
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Table 3. Integration of data analysis and evidence-informed policy in education 
leadership programmes 

 

University Name of 

programme 

Degree 

  

Data analysis Evidence-

informed policy 

Harvard 

University 

Education 
Leadership 

Doctorate Yes Yes 

Stanford 

University 

Policy, 
Organization, and 
Leadership Studies 

Combined MA and 
MPP (Master of 
Public Policy) 

Yes Yes 

University 

College London 

Leadership MA, Postgraduate 
diploma; 
Postgraduate 
certificate 

Yes, as part of the 
elective 
curriculum 

Yes, as part of the 
elective 
curriculum 

University of 

California, Los 

Angeles 

Educational 
Leadership 
Program 

Ed.D. (Doctorate 
of Education) 

Yes Limited (data 
analysis in relation 
to case-study 
research in 
education policy 
and practice) 

University of 

Cambridge 

Educational 
Leadership and 
School 
Improvement 

MPhil (Master of 
Philosophy ) and 
MEd (Master of 
Education) 

Yes Yes 

University of 

Hong Kong 

No education 
leadership 
programme  
(short-term 
trainings only) 

- - - 

University of 

Melbourne 

Educational 
Management 

MEd (Master of 
Education) 

Yes Yes 

Instructional 
Leadership 

Master’s degree or 
Professional 
Certificate 

Yes Evidence-based 
research, learning 
and teaching 

Nanyang 

Technological 

University, 

Singapore 

Leadership and 
Educational 
Change 

MA No No 

University of 

Oxford 

No education 
leadership 
programme 

- - - 

University of 

Sydney 

Educational 
Management and 
Leadership 

MEd (Master of 
Education) 

No Not explicit 

UNESCO 

International 

Institute for 

Education 

Planning 

Advanced Training 
Programme in 
Educational 
Planning and 
Management 

Master’s degree Yes Yes 
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MEd (Master of 
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Master’s degree or 
Professional 
Certificate 
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research, learning 
and teaching 

Nanyang 

Technological 

University, 

Singapore 

Leadership and 
Educational 
Change 

MA No No 

University of 

Oxford 

No education 
leadership 
programme 

- - - 

University of 

Sydney 

Educational 
Management and 
Leadership 

MEd (Master of 
Education) 

No Not explicit 

UNESCO 

International 

Institute for 

Education 

Planning 

Advanced Training 
Programme in 
Educational 
Planning and 
Management 

Master’s degree Yes Yes 

 provides a general overview of the education leadership programmes reviewed, 

indicating whether data analysis and evidence-informed policy were an integral part of 

the core objectives for each programme. In addition to the ten leading universities, the 
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table also includes the UNESCO International Institute for Education Planning. This was 

included because it educates future influential education leaders mainly from 

developing countries through its Advanced Training Programme in Educational Planning 

and Management, such as graduate Vanneur Pierre who later served as Minister of 

National Education and Vocational Training in the Republic of Haiti25. A second reason 

for its inclusion is because UNESCO is a leading organization behind the Education For 

All movement (which is discussed in Section 3.2.5). 

Of the ten universities reviewed, eight have education leadership programmes. 

Amongst these eight, five universities incorporate data analysis as part of the core 

programme, and one university as part of the elective curriculum. Four of the eight 

universities incorporate evidence-informed policy as part of the core programme, and 

one university as part of the elective curriculum. Both data analysis and evidence-

informed policy are an integral part of the core curriculum and objectives of the UNESCO 

International Institute for Education Planning. A more detailed analysis of the curricula 

was not possible, because for most only a brief description and outline was provided 

through publicly available university handbooks. 

In summary, the standards for school and education leaders emphasize their role in 

policy influence and implementation, which is a key contrast with the teacher standards 

reviewed. The requirement of interpreting and using data, however, features in both 

sets of standards. For school and education leaders, data is more broadly conceptualized 

and the strategic use of data is emphasized in order to improve teacher and school 

performance, whereas the teacher standards naturally focus more on improving student 

performance. Many of the standards reviewed emphasized an evidence-based or 

research-based approach to evaluation, planning and improvement (such as with 

respect to students learning or overall school performance). The programme outlines 

and descriptions certainly reflect the global trend across all sectors towards an evidence-

informed approach to policy and practice as discussed in Chapter 2. Nevertheless, 

drawing a parallel with the discussion of policy versus policy implementation from the 

                                                      
25 http://www.iiep.unesco.org/en/former-iiep-graduate-appointed-minister-education-haiti-2813 
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previous chapter, it needs to be taken into account that the intentions reflected in these 

outlines and descriptions may not always be effectively implemented in practice.  

3.2.5. Going beyond assessment: EFA and equity of access and quality 

This section looks at the Education For All movement, previously discussed in Chapters 

1 and 2, and contrasts EFA’s more balanced focus on the triad of equity, access and 

quality with the one-sided focus of DDDM on learning achievement. As discussed in 

previous sections, teachers and education leaders need to be informed by data or more 

generally by evidence, and be able to reflect and inquire rather than blindly driven to 

action based on data. Considered from an EFA perspective, which is an equity-oriented 

perspective, equity of access to quality education goes beyond trying to further learning 

achievement in specific classrooms, schools and regions, aiming to meet or exceed set 

targets. A broader perspective is required which considers the learning needs of all 

school age children, what the evidence says about for whom they are not being met and 

why, and how the situation can be improved. 

Given the global prevalence and attention given to the problems of inequities in access 

to quality education, its general absence in the literature on DDDM and data literacy for 

educators is somewhat surprising. The predominant focus of DDDM has been on 

education quality through the lens of assessment. There are of course exceptions, such 

as in the discussion of sources of data by Lai and Schildkamp (2013), which include 

equity-oriented data as previously discussed.  Another example is Johnson’s (2002) book 

Using Data to Close the Achievement Gap: How to Measure Equity in Our Schools, 

although it focuses on equity in terms of learning achievement. It should be taken into 

account that learning achievement is but one of the key aspects typically associated with 

education quality, the others being the characteristics of teachers and the learning 

environment (Saito & Van Cappelle, 2010). OECD PISA (Programme for International 

Student Assessment) data, for example, has shown that even in OECD countries, socio-

economically advantaged schools are often much better staffed and resourced 

compared to socio-economically disadvantaged schools (Schleicher, 2012). Such equity 

issues have received little attention in the DDDM literature, or more generally in the 

literature on teachers’ data usage and competencies. This is also true for equity of access 
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issues, even though they feature prominently in the global education agenda (e.g., 

UNICEF & UIS, 2011; UNICEF & UNESCO, 2013). Equity of access is concerned with 

opportunities to benefit from early childhood care and education, enrolling on time in 

primary school, and completing at least primary and lower-secondary school (UNICEF & 

UIS, 2016a, 2016b). Although separate from the DDDM literature, there is a burgeoning 

literature on using data – through early warning systems – to identify dropout risk and 

prevent dropout, both within schools and at higher administrative levels (e.g., Heppen 

& Therriault, 2008; Kennelly & Monrad, 2007; UNICEF & UIS, 2016b). In the state of 

Victoria, Australia, for example, a spreadsheet called the ‘Student Mapping Tool’ is used 

to highlight students demonstrating one or more factors which have been found to be 

associated with increased risk of student disengagement and dropout.26 Clearly, data 

literacy for teachers should not just be limited to data on learning achievement. 

The following are some examples of equity-focused questions which school leaders and 

teachers could seek to answer through an analysis of school-level, regional-level and 

national-level data: 

• How does my school compare to other schools in terms of the socio-economic 

profile in terms of school resources, teacher qualification, dropout rates, and 

learning achievement? In particular, how does it compare to other schools in 

my region, nationally, and schools with a similar socio-economic profile? 

• What is the profile (or what are the key characteristics) of students in my 

school who have dropped out? 

• Which kinds of characteristics are associated with dropout and could be used to 

identify students at risk of dropping out? (for example, frequent absenteeism, 

no pre-school experience, disability). 

• Based on dropout risk (or early warning) data, which students in my school are 

at risk of dropping out? How could this information be used to prevent 

dropout? 

• Which difficulties do children with disabilities face in my school and how does 

this compare to other schools? How could they be better supported? 

                                                      
26 http://www.education.vic.gov.au/school/teachers/support/pages/smt.aspx?Redirect=1 
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• What infrastructure and resources does my school have to support children 

with disabilities compared to other schools? How could it be improved? 

The above examples illustrate some of the equity-oriented issues which are relevant to 

creating successful schools – that is, schools which successfully implement policy 

intended to improve equity of access and quality for all children and youth. School 

achievement is important, but so are other issues such as being able to identify why 

children are dropping out, if all children have equal learning opportunities, and the 

extent to which the school supports disadvantaged children and children with 

disabilities. Not just education leaders and school principals, but also teachers need to 

understand such equity issues and the underlying data in order to be sensitized to – and 

act in the interest of – improving equity in their schools. It can be argued, therefore, that 

data literacy for educators should not just be limited to understanding data concerning 

learning achievement, but also data concerning equity of access and quality. 

The next section looks at how data literacy can be measured and further outlines a policy 

framework for the measurement of data literacy. This requires further refinement of the 

concept of data literacy, outlining the areas and levels of competency it encompasses. 

3.3. Measuring data literacy 

Data literacy is not something that is observable or directly measurable. It is therefore a 

latent variable, which is indirectly measurable through manifest (or observed) variables, 

such as test items (De Ayala, 2013). 

The purpose of the following sections is to evaluate potential areas and levels of 

competency for data literacy in the context of evidence-informed policy and practice, to 

inform the development of a data literacy construct. Section 3.3.1 discusses the meaning 

of competency and how it is assessed. Subsequently, Section 3.3.2 develops a 

conceptual model to define areas of data literacy competency. Finally, Section 3.3.3 

defines a hierarchy of theorized levels of data literacy, drawing on Bloom’s Taxonomy 

and a review of relevant hierarchical frameworks. Section 3.3.4 discusses different 

assessment methods for measuring data literacy competency. 
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3.3.1. Assessment of competency 

A distinguishing feature of competency-based education and assessment is that it is 

concerned with outcomes relevant to employment rather than theoretical knowledge 

(Bowden & Masters, 1993). Competency education and assessment has its roots in the 

behaviourist objectives movement of the 1950s, influenced by educators such as 

Benjamin Bloom (Bowden, 1997). It viewed competency in terms of observable 

behaviours, and reliability of observation and judgement – minimizing the scope for 

interpretation – was central to this approach (Bowden, 1997). Assessment of observable 

performances is now widely considered to be inadequate, because it does not capture 

deeper knowledge and understanding (Bowden & Masters, 1993).  

Over the years several alternative views of competency-based education and 

assessment have been developed. Gonczi, Hager and Oliver (1990) describe and 

evaluate three approaches to assessment of competency. The first approach is to 

emphasize practical tasks, and consists of creating detailed checklists of tasks and sub-

tasks. This view considers competency as a performance standard – that is, a specific 

level of performance which needs to be met or exceeded (Hoffman, 1999). The focus of 

this first approach is on the output – the tasks to be completed. The capacity to do these 

tasks represents competence (Bowden, 1997). Its limitations are the difficulty of 

assessing lengthy checklists, as well as being fragmented and not taking into account the 

holistic and integrated nature of professional competency (Gonczi et al., 1990). The 

second approach, also referred to as the generic approach, is to assess performance on 

a series of desirable underlying attributes independent from actual work tasks (Gonczi 

et al., 1990; Hager & Gillis, 1995). Competency is represented by the ability to draw on 

certain attributes, where attributes can refer to knowledge, skills and attitudes (Bowden 

& Masters, 1993). This view of competency is performance-based rather than output-

based (Hoffmann, 1999). The third approach is the integrated approach to competency 

assessment, which is a response to the limitations of the other two approaches. This 

approach integrates real-world tasks with the corresponding series of attributes which 

demonstrate competency in these tasks.  
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Drawing on the concept of enlightenment discussed in Chapter 2, data literacy 

competency in this study is concerned with having the required attributes to understand 

quantitative policy-relevant research evidence. Moreover, it is an exploratory study 

which draws on, but is not linked to, specific standards for teachers and education 

leaders. It aims to break new ground in moving beyond the typical conceptualization of 

data literacy requirements of teachers and education leaders focusing on the 

interpretation of applied, school and student-level data. Instead, data literacy is 

considered from the role of teachers and education leaders as influencers and 

implementers of education policy. Such a conceptualization of data literacy would 

require an understanding of the evidence underlying policy issues such as equity of 

access and equity of quality. In this study, therefore, competency is interpreted as a 

person’s existing underlying attributes. In general, such attributes can include specific 

kinds of knowledge, attitudes and skills such as problem solving or pattern recognition 

(Hager & Butler, 1996; Hager & Gonczi, 1996; Masters & McCurry, 1990). 

Given that the conceptualization of data literacy as previously described encompasses 

higher-order competencies, this needs to be taken into account in determining the most 

suitable approach for assessing data literacy. The behaviourist approach to competency 

assessment, comprising of narrowly defined and observable practical tasks, is 

particularly unsuited to the assessment of higher-order competencies (Hager & Gillis, 

1995). The generic approach is also problematic. The limitation of this approach is that 

it neglects context, so it is not certain that the performance measured will be indicative 

of performance on real-world tasks (Gonczi et al., 1990). With respect to data literacy, 

the generic approach would assume a similar level of data literacy regardless of the 

context of the data, whether education, finance or health, for example. Moreover, 

research has suggested that higher-order competencies are exceedingly domain 

specific, so do not transfer readily to other contexts (Hager & Gillis, 1995). The 

integrated or holistic approach overcomes these limitations by integrating attributes 

such as knowledge and skills with context-specific tasks, and is thus particularly suitable 

for the assessment of higher-order competencies (Hager & Gillis, 1995).  
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With respect to making meaningful interpretations of performance, two approaches 

have been used. Criterion-referenced assessment, developed by Glaser in 1963, 

measures performance with respect to certain criteria or performance standards along 

a continuum of increasing competence (Gipps, 1994; Griffin, Gillis & Calvitto, 2007). 

Criterion-referenced assessments thus enable performance on a test to be linked to 

specific competencies. In contrast, the more traditionally used norm-referenced 

assessment ranks or compares performance, and does not provide a clear 

understanding of what a person can or cannot do (Turnbull, 1989). Criterion-referenced 

tests are therefore used to determine what an individual can do, while norm-referenced 

tests are used to determine an individual’s performance in comparison to others 

(Popham & Husek, 1969). Popham and Husek (1969) pointed out a further critical 

difference, which is that norm-referenced tests are constructed with the aim of 

increasing variability in test scores (to better distinguish between test takers), whereas 

this is irrelevant to criterion-referenced tests. This has a number of wider implications, 

such as for item writing: in norm-referenced tests, concessions are typically made in 

item writing with the aim of introducing variability, while items in criterion-referenced 

tests are developed with the main purpose of making them accurately reflect the 

criterion they represent (Popham & Husek, 1969). 

A type of criterion-referenced assessment called standards-referencing uses levels or 

bands representing progressively higher levels of competency, for the purpose of 

interpretation (Griffin, Gillis & Calvitto, 2007). Each level or band is given a description 

summarizing the corresponding learning outcomes and competency attributes, in terms 

of knowledge, understanding and skills. The framework of levels and corresponding 

descriptions represents a developmental continuum of competence (Griffin, Gillis & 

Calvitto, 2007).  

Prior conceptualizations of data literacy competencies have tended to be comprised of 

task-based competencies, such as being able to access and summarize data, and read 

charts, as well as generic competencies, such as being able to interpret and evaluate 

information (e.g., Schield, 2004; Carlson, Fosmire, Miller & Nelson, 2011). A notable 

exception is the conceptual framework by Gummer and Mandinach (2015), which 
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describes a series of identified data literacy attributes linked to the specific domain of 

data use for teaching. However, absent in the literature on data literacy has been an 

integrated approach to defining data literacy competencies that identifies progressively 

higher levels of data literacy competence. In general, in contrast to the 

conceptualizations of statistical literacy (e.g., Watson & Callingham, 2003; Pierce et al., 

2012, 2014), at the time of this study data literacy had not yet been conceptualized 

through a developmental continuum of increasing competencies. 

In the following sections, this is further explored through the development of a 

framework for defining a hypothesized data literacy construct.  

3.3.2. Review of data literacy and statistical literacy areas of 

competency 

In assessing competency, a decision needs to be made regarding the areas of 

professional practice which will be assessed (Masters & McCurry, 1990). This requires a 

consideration of the areas of knowledge and kinds of skills needed for a competent 

professional in a given field, and from this analysis key areas of competence are 

established. Masters and McCurry (1990) proposed that knowledge, skills and 

professional tasks be brought together so that knowledge and skills are considered 

within the context of actual professional practice. 

Statistical literacy frameworks, as discussed in Section 3.1.2, are constructed within the 

context of statistics education, and thus focus on understanding of statistical concepts 

within a particular statistics curriculum. The framework developed by Watson and 

Callingham (2003), drawing on earlier work by Watson (1997), focused on understanding 

of statistical concepts in different contexts, and “the ability to question claims that are 

made in context without proper statistical justification” (Watson & Callingham, 2003, 

p.7). Gal (2002) outlined two key areas for statistical literacy, namely being able to 

interpret and critically evaluate statistical information in different contexts, and also to 

be able to discuss or communicate their understanding and the implications. A narrower 

conceptualization is the one by Ben-Zvi and Garfield (2004) which distinguishes between 

statistical literacy, statistical reasoning and statistical thinking. While statistical literacy 
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is mainly concerned with understanding and interpreting statistical concepts, statistical 

reasoning and statistical thinking reflect higher-order thinking. Statistical reasoning 

generally refers to explaining the why and how of statistical concepts, while statistical 

thinking refers to being able to generalise and critically evaluate statistical information, 

draw out the implications, and grasp the bigger picture. 

There is still little consensus around what data literacy should entail. Nevertheless, 

based on the literature review, two fundamental areas of competence were identified 

through which data literacy distinguishes itself from statistical literacy. The first area of 

competence concerns technical skills, which include being able to access, convert, 

manipulate, present and summarize data (Schield, 2004), work with and interpret large 

data sets (Gray, Chambers & Bounegru, 2012), and manage and ethically use data 

(Calzada Prado & Marzal, 2013). The second area of competence concerns 

understanding and interpreting data for decision and policy making. The second area of 

competence is associated more with data literacy than statistical literacy. This is because 

the concept of data literacy emerged with, and is closely linked to, the open data and 

evidence-based decision and policy making movement, and in education, with the data-

driven decision making (DDDM) movement. For example, the United Nations in its 2015 

Millennium Development Goals 2015 report describes data literacy as “key for effective 

use of data for development decision-making” (United Nations, 2015, p.13). In terms of 

the associated areas of competency, Mandinach and Gummer (2013, p. 30) describe the 

required skills to effectively use data to inform decisions as “knowing how to identify, 

collect, organize, analyze, summarize, and prioritize data”, as well as “develop 

hypotheses, identify problems, interpret the data, and determine, plan, implement, and 

monitor courses of action.” What is missing from these conceptualizations of data 

literacy is the kinds of cognitive skills required for a deeper understanding of policy-

relevant evidence. This includes being able to critically analyse and evaluate the data, 

draw out the implications with respect to specific policy contexts, and see the big 

picture. These are skills which are currently associated with statistical reasoning and 

thinking, but which should be included in the definition of data literacy in the context of 

understanding and deriving the policy implications of policy-relevant evidence. As 

technology takes over many of the lower level tasks of data analysis, in particular the 
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technical side of data literacy (such as data management and presentation), such higher-

order thinking skills are becoming particularly pertinent. 

Figure 1 is a proposed schema drawing on the interpretation of commonalities and 

differences concerning data literacy, statistical literacy, statistical reasoning and 

statistical thinking, which summarizes four identified areas of competency. Data literacy 

and statistical literacy have distinguishing characteristics, which are related to the terms 

‘data’ and ‘statistics’. Statistical literacy differentiates itself by encompassing also 

elements of traditional statistics, in particular understanding of statistical concepts, 

processes and methodologies (area A in Figure 1). Data literacy differentiates itself from 

statistical literacy by also encompassing technical skills such as being able to retrieve 

and transform data into useful statistical information, such as by reformatting and 

manipulating data and creating charts and tables (area B in Figure 1).  An area of 

competency which is common between statistical literacy and data literacy, when 

broadly defined, is the ability to summarise, communicate, apply, analyse, interpret and 

critique statistical information (area C in Figure 1). These abilities are also typically 

associated with statistical reasoning, and are sometimes considered separately from 

statistical literacy (e.g., by Ben-Zvi & Garfield, 2004). The fourth area of competence 

identified is the ability to generalise from and evaluate statistical information (area D in 

Figure 1). This last area of competence is typically associated with statistical thinking. 

They are the higher-order cognitive skills relevant to data literacy required for a deeper 

understanding of evidence and their implications for policy and practice. 
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Figure 1. Overlapping areas of competency for statistical literacy, data literacy, and 

statistical reasoning and thinking 
 

3.3.3. Review of hierarchies relevant to data literacy 

This section explores and discusses several hierarchies which are relevant to the 

development of a hypothesized hierarchy of data literacy competencies.  

Statistical literacy hierarchies 

Previous studies by Watson and Callingham (2003) and Pierce et al. (2012, 2014) found 

that statistical literacy can be measured on a hierarchical unidimensional scale.27 That 

is, in both studies it was found that the test items used to measure the defined statistical 

literacy construct formed a clear hierarchy along a linear scale, from easy to difficult, 

and that it was possible to distinguish several levels within this hierarchy. In test 

development, a unidimensional construct is one in which both test items and persons 

taking the test behave in a way which is consistent with the expectation of the 

                                                      
27 The unidimensional Rasch model used in these previous studies, and in the current study, is explained 
in Section 5.6.1. 
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unidimensional model used (De Ayala, 2013). The expectation of a unidimensional 

model is that items used to measure the construct did not measure dimensions other 

than the dimension representing the construct.  

As far as could be determined, there were no previous studies that investigated whether 

data literacy could be measured along a unidimensional hierarchical scale, nor any 

studies which attempted to categorize areas of data literacy competence hierarchically. 

Therefore, this section focuses on hierarchies of statistical literacy and the related 

concepts of statistical reasoning and thinking. 

Watson (1997) originally proposed a three-tiered hierarchy for statistical hierarchy, 

consisting of the following skills representing increasingly sophisticated thinking: 

(a) a basic understanding of probabilistic and statistical terminology,  

(b) an understanding of probabilistic and statistical language and 

concepts when they are embedded in the context of wider social 

discussion, and  

(c) a questioning attitude which can apply more sophisticated concepts 

to contradict claims made without proper statistical foundation.   

(p. 2) 

In a later exploratory study Watson and Callingham (2003) investigated the existence of 

the hypothesized statistical literacy construct through the development of a test with 

80 items, with 3852 school students participating from grades 3 to 9. Based on an 

analysis of item clusters by difficulty and corresponding content, they were able to 

distinguish six levels for the statistical literacy construct, which can be summarized as 

follows: 

1. Idiosyncratic: Possession of only basic mathematical skills and responses are 

dominated by personal beliefs and experience. 

2. Informal: Can perform basic calculations, and responses reflect intuitive, non-

statistical beliefs. 
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3. Inconsistent: Can more ably engage with context, but have difficulty justifying 

conclusions, and use qualitative rather than quantitative statistical ideas. 

4. Consistent non-critical: Have appropriate but non-critical engagement with a 

variety of contexts. 

5. Critical: Demonstrate critical and questing engagement with both familiar and 

unfamiliar contexts. 

6. Critical mathematical: Ability to use proportional reasoning (being able to 

consider numbers in relative and not just absolute terms), critical and questing 

engagement with context, and sensitivity to uncertainty in making predictions. 

The hierarchy demonstrates a progression from using personal beliefs and experience 

to engage with statistical problems, to being able to apply qualitative reasoning, and 

finally being able to apply quantitative reasoning (i.e. where responses require exact 

numerical values). Given the target audience for the test (students in grades 3 to 9), it is 

not surprising that this particular hierarchy excludes some of the higher-order thinking 

skills associated with other hierarchies, which are discussed below. 

Pierce et al. (2014) created a statistical literacy test for teachers rather than students, 

which was taken by a total of 704 primary and secondary teachers. Pierce et al. (2014) 

developed a framework with three levels. The lowest level entailed being able to read 

values and do simple statistical comparisons. The second level entailed being able to 

distinguish relative and absolute differences and make informal inferences (generalizing 

from the data). The third level entailed being able to analyse the data set as a whole, 

and identify trends in the data. The results from the test and analysis of items arranged 

along a linear scale indicated that the items reasonably reflected the hypothesized 

levels. 

The Australian Bureau of Statistics (n.d.) developed a statistical literacy matrix covering 

different topics as well as levels within these topics, from Basic (upper primary), to 

Intermediate (junior secondary), to Advanced (middle/senior secondary). The topics 

covered were data awareness, ability to communicate statistical information and 

understandings, ability to understand statistical concepts, and ability to analyse, 

interpret and evaluate statistical information. This last topic is most relevant in the 
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context of understanding and applying policy-relevant evidence, and the corresponding 

skills under the three levels are shown in Table 4.  

Table 4. Ability to analyse, interpret and evaluate statistical information 

Basic (upper primary) Intermediate (junior secondary) Advanced (middle/senior 

secondary) 

• Summarise basic data. 

• Read and produce graphs and 

tables. 

• Recognise relationships 

among and between variables. 

• Understand concept of errors. 

• Produce tables/graphs/maps 

of data appropriately. 

• Question the source of data 

and the methodology used. 

• Understand the importance of 

and take into account the 

metadata. 

• Understand which statistical 

tools are appropriate to 

context. 

• Explain more complex 

relationships such as trends, 

multi factor variance etcetera. 

• Predict and generalise from 

data. 

• Recognise that trends exist 

but may not be stable. 

• Understand how a third 

variable may explain a 

relationship between two 

others. 

• Assess data quality. 

• Identify gaps in the data. 

(Australian Bureau of Statistics, n.d.) 

Garfield, delMas and Zieffler (2010) developed a hierarchy of skills required for an 

introductory tertiary statistics course. Since it focused on a tertiary level statistics 

course, it is not surprising that it goes beyond the conceptualizations of statistical 

literacy discussed above by including also statistical reasoning and thinking, and thereby 

incorporating higher-order cognitive skills. The three levels in the hierarchy are 

summarized below (Garfield, delMas & Zieffler, 2010, p. 77): 

• Statistical literacy: Identify, describe, translate, interpret, read, compute 

• Statistical reasoning: Explain why and how 

• Statistical thinking: Critique, evaluate, generalize 
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Garfield, delMas and Zieffler (2010) liken these three levels to the levels in Bloom’s 

Taxonomy, which is discussed below. The hierarchies developed by the Australian 

Bureau of Statistics and Garfield, delMas and Zieffler were not validated through an 

analysis of test observations. Nevertheless, they are relevant and useful, as they are less 

embedded in statistics education and statistics terminology, define a broad range of 

concrete skills within each of the different levels, and incorporate higher-order thinking 

skills which were not included in the hierarchies of Watson and Callingham (2003) and 

Pierce et al. (2012, 2014). 

The DIKW hierarchy 

The data–information–knowledge–wisdom (DIKW) hierarchy is a widely known and 

fundamental model in the information and knowledge literatures (Rowley, 2007), with 

particular relevance to knowledge management and the design of information systems. 

Its origins can be traced to the poem The Rock by T.S. Eliot: 

Where is the wisdom that we have lost in knowledge? 

Where is the knowledge that we have lost in information?  

(Elliot, 1934 as cited in Rowley, 2007, p. 166) 

Ackoff (1989) and Zeleny (1987) are generally credited with developing the DIKW 

hierarchy as it is known today. 

The DIKW hierarchy offers a useful perspective on data literacy. The ability to transform 

data into information is often included as a key component of DDDM (e.g., Gummer & 

Mandinach, 2015; Ikemoto & Marsh, 2007), which requires data literacy. Data are at the 

bottom of the DIKW hierarchy, and serves as the foundation of the other levels (Herzog, 

2015). Data turns into information, the next step in the hierarchy, when given meaning 

and context. Information answers “who, what, where, when and how many” types of 

questions (Ackoff, 1989, p. 3). When data are processed to answer such enquiries, it is 

turned into information (Frické, 2009). In today’s information society, there is no 

shortage of information; rather, there tends to be too much of it – leading to the often-

coined phrase “information overload”. Human expertise in the form of knowledge is 
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required for information to become useful. Knowledge is a more ambiguous and difficult 

to define term, and there is no consensus as to its meaning (Rowley, 2007). Rowley 

(2007, p. 174) summarizes the different perspectives by referring to knowledge as “a 

mix of information, understanding, capability, experience, skills and values”. The 

European Committee for Standardization (2004, p. 6) defined knowledge as “the 

combination of data and information, to which is added expert opinion, skills and 

experience, to result in a valuable asset which can be used to aid decision making”. 

Wisdom can be described as accumulated knowledge, incorporating judgement and 

ethical considerations. Although the DIKW hierarchy is usually described in terms of four 

elements, it sometimes includes additional elements. Zeleny (1987) includes 

enlightenment as a fifth element, after wisdom. Wisdom entails understanding why and 

enlightenment entails having a sense of truth, and being able to distinguish right from 

wrong (Rowley, 2007; Zeleny, 1987). Ackoff (1989) includes understanding, which comes 

prior to wisdom. Understanding builds upon existing information, knowledge and 

understanding, and enables one to produce new information and knowledge (Ackoff, 

1989; Bellinger, Castro & Mills, n.d.). The concepts of understanding, wisdom and 

enlightenment are comparable to what Weiss referred to as enlightenment (see Chapter 

2), in the sense that they entail being able to use accumulated knowledge and 

understanding to guide the decisions we make.  

The DIKW hierarchy defines a clear linear progression from data to information to 

knowledge to wisdom. However, there is no clear consensus on what is meant by 

knowledge and wisdom. These last two elements of the hierarchy are of particular 

relevance to the concept of data literacy. Although machines may turn data into 

information, knowledge and wisdom are to a large extent uniquely human attributes, in 

the same way that data literacy is a human attribute. Research in artificial intelligence 

has led to impressive advances in knowledge-based systems with specific applications 

such as medical diagnosis and understanding of natural language (Akerkar & Sajja, 

2010). However, a fully data literate or statistically literate system appears to be far 

beyond the current capabilities of artificial intelligence. Because data literacy tasks 

requiring higher-order thinking are beyond the scope of computers, they are arguably 
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of particular importance and relevance in the data literacy construct. These higher levels 

in the data literacy skills progression are further discussed below. 

Bloom’s Taxonomy 

Bloom’s Taxonomy is a widely used framework for classifying educational objectives 

(Krathwohl, 2002). The DIKW hierarchy is often illustrated as a pyramid, and in this form 

it resembles Bloom’s Taxonomy, which in its original form is also often depicted as a 

pyramid but with Knowledge as the base. The levels in the original Bloom’s taxonomy 

are Knowledge, Comprehension, Application, Analysis, Synthesis, and Evaluation (Huitt, 

2011). Whereas Bloom’s taxonomy does not describe what comes before knowledge, 

the DIKW hierarchy remains somewhat vague when it comes to describing what comes 

after knowledge, and hence these two models – although devised for entirely different 

purposes – seem to complement each other in the context of defining levels of data 

literacy. 

Changes were made to the original taxonomy to respond to criticisms and to take into 

consideration new developments and theories, such as constructivism, which consider 

learning to be a proactive activity (Amer, 2006). In Bloom’s revised Taxonomy, nouns 

are changed to verbs, so Knowledge for example was renamed to Remember. The new 

levels representing the Cognitive Process dimension in Bloom’s revised Taxonomy are 

listed below (Anderson et al., 2001): 

• Remember: recognizing and recalling; 

• Understand: interpreting, exemplifying, classifying, summarizing, inferring, 

comparing and explaining; 

• Apply: executing and implementing; 

• Analyze: differentiating, organizing and attributing; 

• Evaluate: checking and critiquing; 

• Create: generating, planning and producing. 

Although the categories of the Cognitive Process dimension generally form a hierarchy 

of increasing complexity, the categories overlap to some extent, as not every type of 
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task within a category is considered to be more complex than the types of tasks in the 

preceding category (Amer, 2006; Krathwohl, 2002). 

Compared to the original taxonomy, the last two levels are reversed, so Create (which is 

Synthesis in the original taxonomy) is now the highest level. According to Anderson et 

al. (2001), the process of creation involves evaluation (of the different parts, and how 

they might fit together), and is a more complex process.  

A reflection on Understand is needed, noting that it is just one of the categories in the 

Cognitive Process dimension of Bloom’s revised Taxonomy. Understand is thus narrowly 

defined in the Taxonomy, and does not correspond to Weiss’s concept of 

enlightenment. Enlightenment, as a broader concept of understanding, would 

encompass the entire Cognitive Process dimension of the Taxonomy with the exception 

of the first category ‘Remember’, as illustrated in the following example:  

Consider the many possibilities of meanings when teachers want their students 

to ‘understand Ohm’s law.’ They could include applying the law, analysing a 

problem to determine whether the law is applicable, evaluating the use of Ohm’s 

law in a problem, or even combining the law with others to solve a problem (a 

creative process). (Anderson et al., 2001, p. 311).  

Higher-level data literacy attributes, such as statistical reasoning and thinking, need to 

go beyond understanding. For example, they could also encompass applying one’s 

understanding of the data, analysing the data, evaluating the implications of the data, 

and creating new meaning from the underlying messages. 

3.4. Methods to assess data literacy 

Broadly speaking there are two main assessment methods, selected-response and 

constructed-response assessments, which could be used to assess data literacy (Gillis & 

Bateman, 1999). Each has its advantages and disadvantages. Selected-response item 

formats include multiple-choice and true-false items, and are appropriate for measuring 

higher-order cognitive abilities such as problem solving, synthesis and evaluation 

(Downing, 2006). Constructed-response or open-ended items include essays and short-
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answer items, and are appropriate for testing non-cognitive abilities such as written 

communication, and other complex skills (Downing, 2006). The following sections 

discuss these differences in more detail. 

3.4.1. Assessment methods used in assessments of data literacy and 

statistical literacy 

At the time of writing, only one documented data literacy test targeted towards 

educators was found, as reported in the study by Means, Padilla, DeBarger and Bakia 

(2009). This data literacy test used a combination of constructed-response and selected-

response items. Classical test theory rather than item response theory was used for the 

analysis of results, which has some limitations as discussed in Section 5.6.1. The validity 

and reliability of the test were not discussed. 

For the assessment of statistical literacy, Pierce et al. (2014) used mainly multiple-choice 

items (12 out of 16 items), as well as four constructed-response items. Two of the 

constructed-response items were found to be the most difficult items, while the other 

two items were around the middle of the range in terms of difficulty. The constructed-

response items required that participants explain their analysis, but otherwise did not 

test different types of statistical literacy skills compared to the multiple-choice items 

(namely, analysis and comparison of data). The evaluation by Pierce et al. (2014) of test 

reliability and model fit (see also Section 5.6.1) indicated that the test was able to assess 

different levels of statistical literacy along a hierarchical unidimensional scale. 

Watson and Callingham (2003) used only constructed-response items to assess 

statistical literacy. This format was chosen to enable the identification of errors and bias 

and to provide the opportunity to demonstrate “understandings at increasingly higher 

levels of the construct” (Watson & Callingham, 2003, p.20). The test was purposefully 

designed to assess students’ ability to demonstrate and communicate their 

understanding of statistical terminology, so this necessitated a constructed-response 

format. Ben-Zvi and Garfield (2004) noted that although multiple choice can be used to 

assess statistical understanding and analysis, other ways are needed to reveal 

respondents’ reasoning when answering test items. The data literacy test developed by 
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Watson and Callingham (2003) also had high test reliability and good model fit, 

indicating strong validity of the hypothesized statistical literacy construct.  

In summary, both selected-response and constructed-response formats have been used 

successfully in previous studies involving the assessment of data literacy and statistical 

literacy. Although none of the studies used the selected-response format exclusively, 

the study by Pierce et al. (2014) suggests that the selected-response items covered most 

of the range of the statistical literacy scale, except for the highest difficulty end of the 

scale. This might not necessarily be a limitation of the item format, but more so on the 

capacity of the test developers to develop more difficult items. The advantages and 

disadvantages associated with the two types of assessment methods are discussed 

below, looking in particular at the suitability of the selected-response format for 

assessing higher-order competencies. 

3.4.2. Advantages and disadvantages of multiple-choice and 

constructed-response formats 

The selected-response format, and especially the multiple-choice format, is a very 

popular and widely used format for various reasons. In comparison to the constructed-

response format, the selected-response format is more efficient (taking less time to 

administer), which means that a large number of items that can be tested; this leads to 

a test of higher reliability given a well-designed test with good quality items (Wass, Van 

der Vleuten, Shatzer & Jones, 2001). 

When comparing the two key types of selected-response formats, multiple-choice tests 

tend to have greater reliability per item compared to true-false items (Miller, Linn & 

Gronlund, 2013). The reason for this is that the effect of a greater number of alternatives 

is similar to increasing the number of items in the test, without increasing the test time 

as much (Miller, Linn & Gronlund, 2013). The efficiency of the multiple-choice format 

also allows for assessment on a broader range of topics in a given amount of time, 

leading to higher content-related validity compared to constructed-response items 

(Downing, 2006). This is especially advantage for assessing data literacy, given that it 

covers a broad range of competencies. 
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Based on a review of the literature, Simkin and Kuechler (2005) also noted that multiple-

choice formats increase scoring accuracy (as they can be automatically marked), enable 

automatic scoring and immediate feedback to test-takers, can reduce the anxiety of test 

takers compared to other test formats, and have more consistent, objective scoring 

(unlike open-answer questions, where the interpretation of the answers and 

subsequent scoring may be subjective). These aspects of the multiple-choice format 

could encourage voluntary participation in the data literacy test, in particular automatic 

scoring, as it enables test results to be calculated and displayed immediately after taking 

the test. 

The constructed-response format also has certain advantages over the multiple-choice 

format. An important advantage is that it gives insight into the reasoning underlying 

answers provided (Ben-Zvi & Garfield, 2004), which has a number of implications. In 

multiple-choice tests, a random answer can still have a 25 per cent chance of being 

correct if there are four response categories, and a 33.3 per cent chance of being correct 

if there are three response categories. With constructed-response items it is possible to 

decipher, at least to some extent, whether the response truly reflects a correct 

understanding of the material, or whether the correct answer was derived haphazardly. 

Moreover, the constructed-response format better allows for partial credit scoring, so 

giving some credit for a partially correct response. It is possible to detect potentially 

random responses in multiple-choice tests as well, however, through the identification 

of responses which are more haphazard than the statistically expected behaviour (see 

Section 7.4.2). 

Traub (1993) reviewed the literature on whether multiple-choice tests measure 

different abilities compared to constructed-response tests, and found that there is no 

strong evidence to suggest this, but the existing evidence indicates that it varies by 

domain. No strong format effect was found for reading comprehension tests and tests 

in the quantitative domain, indicating that both types of formats could be used to assess 

the same characteristics in these domains. A later review by Rodriguez (2003) came to 

a similar conclusion that existing studies indicate that constructed-response items are 

strongly correlated to multiple-choice items, although there are various factors such as 
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content and cognitive complexity which make it difficult to isolate the format effect. 

Lukhele, Thissen and Wainer (1994) based on the results of two widely disparate tests 

found that the multiple-choice format provides much more information at all proficiency 

levels, in less time, and at lower cost (in terms of the resources required for scoring) 

compared to the constructed-response format. 

The suitability of the multiple-choice format for assessing higher-order cognitive skills 

was an important consideration in the design of this study, as higher-order skills form 

an important part of the hypothesized data literacy construct. Critics of the multiple-

choice format have often focused on their inability to assess higher-order cognitive 

skills, arguing that constructed-response tests are more suitable for this kind of 

assessment (Hancock, 1994). Proponents of the multiple-choice format in contrast 

indicated that assessing higher-order cognitive skills – specifically the comprehension, 

application, analysis, and evaluation dimensions in the original Bloom’s taxonomy – is 

possible, but acknowledged that it is more difficult to write test items to assess these 

dimensions. A study by Hancock (1994) found that the multiple-choice format can be 

used to assess higher-order cognitive skills, as long as the test construction preserves 

the cognitive complexity which can be found in the constructed-response format.  

Simkin and Kuechler (2005) also found, based on a review of past studies, that it is 

possible for multiple-choice items to measure largely the same kinds of cognitive 

abilities as constructed-response items (Simkin & Kuechler, 2005). Comparing the 

multiple-choice format to the modified essay questions format, Palmer and Devitt 

(2007) came to a similar conclusion; they found that well-written multiple-choice items 

can test higher-order skills. The multiple-choice format is therefore suitable for 

assessing higher-order cognitive skills, but the increased difficulty of writing the items 

to assess such skills should be taken into account.  

In the context of measuring adult numeracy, the PIAAC Numeracy Expert Group (2009) 

pointed out that the constructed-response format is necessary for assessing the ability 

to communicate mathematically, for tasks which call for estimates and approximations, 

and for opinions and judgements. On the other hand, the multiple-choice format as 
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indicated above has the advantage of cost, speed, and increased reliability and lower 

complexity of coding (PIAAC Numeracy Expert Group, 2009). 

The evidence is therefore generally in favour of the multiple-choice format for most 

kinds of tests in terms of cost, time, content coverage and test reliability, but taking into 

account that the multiple-choice format has some limitations with respect to the types 

of skills it can assess. The suitability of the two types of assessment methods is further 

discussed in Section 6.2.2 with respect to the hypothesized data literacy construct and 

corresponding hierarchy of competencies to be assessed. 

3.5. Analytical summary 

There is no doubt that data literacy comprises an important set of skills in today’s 

information society, in particular for education leaders, administrators, policy makers 

and teachers. Given the extent to which data increasingly permeates our everyday 

personal and professional lives, and the advent of open data, big data, data visualization, 

dashboards, and other data-related technological trends, data literacy is likely to 

become increasingly relevant in the years ahead. The emergence of data literacy 

alongside statistical literacy is also a result of increasing commitment globally to using 

evidence for decision and policy making, with the UN calling for global data literacy in 

order to more effectively use data for this purpose. This chapter explored the data 

literacy requirements for teachers and education within this context, by critically 

reviewing professional standards for teachers and education leaders. It also reviewed 

existing conceptualizations of data literacy, statistical literacy, statistical reasoning, 

statistical thinking, quantitative literacy and numeracy. The concept of statistical literacy 

in particular is closely related to data literacy, and the two terms are often used 

interchangeably. In the context of this study, data literacy was considered to be a more 

appropriate term because of its association with open data and data-driven decision 

making in education, as well as being the term adopted by the UN in its efforts and 

initiatives to push evidence-informed decision and policy making globally. 

The concept of data literacy was further examined within the context of data-driven 

decision making (DDDM) in education. The different data literacy requirements of 
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teachers and education leaders were examined through a review of professional 

standards and education leadership programmes. Most of the standards reviewed 

included data usage and interpretation. However, for teachers in particular, data use 

was often confined to evaluating and improving learning progress through assessment 

data. School and education leaders were expected to use a wider variety of data for a 

greater diversity of purposes, such as for evaluating and improving teacher and school 

performance. Their role in influencing and implementing policy was also emphasized. 

Many of the standards reviewed advocated an evidence-based or research-based 

approach to evaluation, planning and improvement (such as with respect to students 

learning or overall school performance). 

This chapter argued that data literacy for educators and education leaders should go 

beyond being able to interpret and use school and student-level data. In the same way 

that policy makers tend not to break the ceiling to the microcosm of policy 

implementation, policy implementation for educators is also considered within the 

confines of decision making based on local data and local considerations, often ignoring 

the universe of data and research evidence beyond the confines of the school. As policy 

implementers and influencers, and as policy makers (whether at school or system level), 

educators and education leaders also need to understand and critically evaluate the 

quantitative evidence underlying and supporting school and system level policies and 

their implementation. However, the data literacy requirements for educators and 

education leaders are different. Although educators do require the fundamental data 

literacy skills such as the ability to understand, interpret, analyse and even critically 

evaluate data, higher-order data literacy skills encompassed by statistical thinking (as 

discussed in Section 3.1.2) would be more the domain of education leaders. These 

higher-order data literacy skills include being able to critically evaluate the bigger 

picture, and generalizing from data in order to create new meaning. Such competencies 

would be important for education leaders in their role as policy makers, evaluators and 

planners. 

Potential areas and levels of competency for data literacy were evaluated to inform the 

development of a data literacy construct within the context of evidence-informed policy 
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and practice. Four areas of competency were identified based on the review of 

conceptualizations of data literacy, statistical literacy, and the related concepts of 

statistical reasoning and thinking. The first, knowledge and understanding of statistical 

concepts, was found to be specific to conceptualizations of statistical literacy, with its 

origins in statistics education. The second related to technical skills, in particular the 

ability to retrieve data and transform it into useful statistical information, and this area 

was found to be specific to conceptualizations of data literacy. The common area 

between the two, in broader conceptualizations of data literacy and statistical literacy, 

was the ability to summarise, communicate, apply, analyse, interpret and critique 

statistical information. This area of competency is also associated with statistical 

reasoning. The fourth area, being able to generalise from and evaluate statistical 

information, is specific to statistical thinking and has thus far not been included in 

conceptualizations of data literacy. As argued in Chapter 2, such skills are likely to be 

relevant to being able to evaluate critically the evidence and derive the policy 

implications. This area of competency was therefore included as part of the proposed 

conceptualization of data literacy. 

Several hierarchies relevant to the development of a hypothesized hierarchy of data 

literacy competencies were evaluated. With respect to statistical literacy, the 

hierarchies evaluated were those developed by Watson and Callingham (2003) and 

Pierce et al. (2012, 2014), the triad of statistical literacy, statistical reasoning and 

thinking as conceptualized by Garfield, delMas and Zieffler (2010), and the hierarchy of 

skills for analysing, interpreting and evaluating statistical information developed by the 

Australian Bureau of Statistics (n.d.). As acknowledged by Garfield, delMas and Zieffler 

(2010), the triad of statistical literacy, statistical reasoning and statistical thinking has 

parallels with Bloom’s taxonomy. With respect to Bloom’s revised Taxonomy which was 

also discussed in this chapter, statistical literacy finds correspondence with the Cognitive 

Process dimension categories ‘remember’ and ‘understand’. Statistical thinking finds 

correspondence with the higher Cognitive Process dimension categories analyze, 

evaluate and create, while statistical reasoning resonates with the middle Cognitive 

Process dimension category apply and to some extent also understand and analyze. This 

hierarchy together with Bloom’s revised Taxonomy was particularly helpful in reflecting 
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on a hypothetical hierarchy of data literacy levels, which is further discussed in Chapter 

6. 

The data–information–knowledge–wisdom (DIKW) hierarchy was useful to reflect on 

data literacy as a transformative process. Data in itself has no meaning. Data literacy is 

required to make sense of data and turn it into useful knowledge which can be applied 

in decision and policy making. In terms of the DIKW hierarchy, this process can be 

described as turning data into information, information into knowledge, and knowledge 

into wisdom or enlightenment. Or in terms of Bloom’s revised Taxonomy, being able to 

understand, apply, analyse and evaluate quantitative information, and turn it into new 

knowledge. 

The concept of data literacy remains vague and ambiguous despite its importance for 

educators and education leaders, with data literacy becoming embedded as an integral 

part of their professional competencies. The development of a data literacy construct is 

important not just to understand better and define the data literacy requirements of 

educators and education leaders, but also to identify gaps in their data literacy 

competencies. This would require the development a criterion-referenced framework 

which describes a continuum of increasing data literacy competence. 

For the assessment of data literacy, two key assessment methods – selected-response 

and constructed-response – were reviewed. Although each has its advantages and 

disadvantages, the multiple-choice format seemed most appropriate within the context 

of this study, given its advantages in terms of the efficiency of test administration, 

content coverage and test reliability, but taking into consideration that it cannot capture 

opinions, judgements and underlying reasoning.  

The following chapter looks at the different ways in which data can be presented, in 

particular through visualization, and how this may impact our ability to make sense of 

data. 
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4. Theories of data presentation and visualization 

This chapter reviews theories of data presentation and visualization from several fields 

of research, namely information visualization, decision making, cognition and 

multimedia learning. The purpose of this chapter is to gain insight into how data 

presentations and visualizations may facilitate or change our understanding of the 

underlying data, and the potential implications for increasing data literacy levels. 

Section 4.1 defines the term data visualization and describes the most common types of 

data visualization. Section 4.2 gives an overview of the different ways in which data 

visualization amplify cognition. Section 4.3 provides a conceptual framework for 

understanding the cognitive benefits of data presentation and visualization through a 

discussion of the key theories identified: distributed cognition, cognitive fit, and 

cognitive load.  Section 4.4 discusses the potential implications of data visualization for 

communicating policy-relevant quantitative evidence. 

4.1. Types of data visualization 

Data visualization is a means of displaying data to facilitate data analysis and stress the 

structure of the data, while retaining the information in the data (Cleveland, 1993; 

1994). While there are many types of visualizations, they tend to be composed of the 

same basic elements, which include “scales, captions, plotting symbols, reference lines, 

keys, labels, panels and tick marks” (Cleveland, 1994, p. 23). 

There are dozens of different forms of data visualizations, but they can generally be 

classified into several types. Heer, Bostock and Ogievetsky (2010) distinguish between 

time-series, statistical distributions, maps, hierarchies and networks. Time-series 

visualizations display a set of values which changes over time, such as a line chart of 

changing stock prices throughout the year, or a stacked graph showing employment for 

several industries over time. Statistical distributions show the distribution of a set of 

numbers; Heer, Bostock and Ogievetsky (2010) note that the purpose of these 

visualizations is to understand the statistical properties of a data set, which is especially 

useful for exploratory data analysis. Examples include bar charts and scatter plots, the 
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latter being useful for the analysis of the distributions and interactions across multiple 

dimensions of data. Maps are used to examine a set of data through the geographical 

dimension. For example, a choropleth map visualizes data aggregated by certain 

geographical areas (such as states). It colours these geographical areas according to a 

colour legend, in which each colour is shown as representing a certain data range (such 

as 10 to 20 percent). Another type of map is the graduated symbol map, which is the 

use of various symbols plotted on a map to provide information about the locations 

where the symbols are plotted. Hierarchies reflect the hierarchical relationships 

between data, such as the indented tree layout used to represent file directories in 

operating systems, including Windows (Heer, Bostock & Ogievetsky, 2010). Network 

visualizations are used to explore relationships in data, such as a visualization of a social 

network; Heer, Bostock and Ogievetsky (2010) note that the hierarchy can be considered 

as a specialized network visualization. These classifications described by Heer, Bostock 

and Ogievetsky (2010) encompass the more well-known and commonly used types of 

visualizations, but they acknowledge that many other types of visualizations do exist and 

many more remain to be discovered. Less common data visualizations which are 

unfamiliar may be more difficult to interpret, however. This is further discussed in 

Section 4.3.3. 

4.2. Ways through which data visualization amplifies cognition 

Throughout history, we have invented a wide variety of external aids which make us 

smarter, and which we use in our everyday lives – such as writing and arithmetic 

(Norman, 1993). It is argued in the literature that data visualization is an external aid 

that can make us smarter, specifically by enabling us to better and more easily interpret 

(quantitative) information. For example, Tufte (2006) notes that visualizations are often 

the simplest, most powerful and most effective way of describing, exploring and 

summarizing information. Succinctly stated in the words of Card, Mackinlay and 

Shneidermanm, visualizations are useful and effective because they can “amplify our 

cognition” (1999, p. 16).  

There have been many attempts to discern the ways in which visualizations can be useful 

and effective. This section draws on the work by Card, Mackinlay and Shneidermanm 
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(1999) and Yi, Kang, Stasko and Jacko (2008) who classify different ways through which 

data visualizations can amplify cognition.  

Increased cognitive resources 

According to Card, Mackinlay and Shneidermanm (1999), visualizations can increase our 

cognitive resources in several ways. For example, visualizations can offload work from 

the cognitive to the perceptual system, by enabling simple perceptual operations to be 

used instead of having to make cognitive inferences. By externalizing information, 

visualizations can also free up working memory and make large amounts of information 

easily accessible. 

Reduced search for information  

Visualizations may reduce the search for information in two important ways. First, 

searching for information can be facilitated by grouping related information (Card, 

Mackinlay & Shneidermanm, 1999). For example, colour coding, labelling and spatial 

separation of sets of related information can be used to facilitate searching for and 

exploration of information. Hierarchical structures in visualizations can also make it 

easier to make comparisons between related sets of information. Second, visualizations 

can represent a large amount of information in a small space, and thus can have high 

information density (Card, Mackinlay & Shneidermanm, 1999). Moreover, labelling 

(such as axes labelling) can facilitate the search for specific data points even within an 

information dense visualization. An example is the scatter plot, in which hundreds or 

even thousands of data points with two or three associated data values (x axis, y axis 

and optionally bubble size) can be plotted in a relatively small space. Besides facilitating 

the search for specific data points (such as the highest values, or outliers), visualizations 

can also facilitate the identification of trends and patterns - which is discussed below. 

Enhanced recognition of trends and patterns  

An important and well established benefit of visualizations is that they facilitate the 

identification of trends and patterns. Card, Mackinlay and Shneidermanm (1999) 

describe several ways in which visualizations can facilitate pattern recognition. First, it 
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is easier to recognize patterns in an external representation than through an internal 

representation. Second, visualizations can organize data by structural relationships, 

such as the time dimension, or geospatial dimension, enabling the detection of patterns 

along these structural relationships; trends over time or geospatial trends can be 

difficult if not impossible to identify if the data are not presented through such a 

structural relationship. 

Third, visualization can abstract, aggregate and selectively omit data to make trends 

more apparent. Yi, Kang, Stasko and Jacko (2008) also include the detection of trade-

offs and outliers (anomalies) as part of the process of identifying patterns. 

Matching the visual representation to the mental model 

Visualizations can function as a step between data and a person’s mental model of the 

data, reducing the distance between the two (Yi, Kang, Stasko & Jacko, 2008). If a 

visualization can closely match a person’s mental model of the data, the data becomes 

easier to understand, as less cognitive work is required to make this translation. This is 

related to cognitive fit and cognitive load, which are discussed in the following section. 

4.3. Theories of data presentation and visualization 

Data presentations and visualizations have been studied across a wide range of 

disciplines, notably cognitive science – in particular through research related to decision 

making, human computer interaction, information visualization and scientific 

visualization. Nevertheless, as noted by Liu, Nersessian and Stasko (2008), the field still 

lacks a strong theoretical foundation. This section summarizes the key theories of data 

presentation and information processing relevant to this study, drawing on the theory 

and findings from these different disciplines.  

4.3.1. Distributed cognition 

Distributed cognition is a field of study within cognitive science concerned with the 

distribution of information and knowledge across internal representations (within the 

human mind) and cognitive artefacts, as well as across individuals (Zhang & Patel, 2006). 

Cognitive artefacts – such as graphs and maps – can enhance human memory and 
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thought by functioning as an external representation that changes the nature of the task 

being done (Norman, 1991). Visualizations are therefore external aids which support 

and enhance cognitive thinking. Similar to how different parts of the brain can carry out 

different functions simultaneously, visualizations and other external aids can also carry 

out different functions and act as a kind of extension to the brain (Ware, 2008). Ware 

(2008) gives the example of storing information externally rather than in our head, 

which can make information much easier to retrieve. We use such external aids all the 

time, and visualization is just another example of these. 

An important aspect of cognitive distribution is the concept of distributed cognitive 

effort across time and individuals (Zhang & Patel, 2006). The cognitive effort which goes 

into constructing the cognitive artefact can be done by persons other than the person 

using it, and can take place long before its actual use. The person or persons who use 

the cognitive artefact can thus benefit from the cognitive effort which went into its 

construction. That is, cognitive effort went into the process of reorganizing and 

representing information in a different way, which makes that interpretation easier 

compared to the original form the information was in. For the person interpreting the 

data visualization, the nature of the task has changed from interpreting the original form 

of the information – for example in the form of a table – to interpreting the alternative 

representation of that information, with a different structure and form. However, the 

alternative representation is only more useful if it is appropriate to the task. This is 

discussed in Section 4.3.2 below. 

In order to reason and solve problems, we rely on internal, mental representations of 

information. As an external representation of information, visualizations free up 

cognitive resources required to create an internal representation. These additional 

cognitive resources can be used for reasoning and problem solving. The cognitive 

benefits are dependent on whether the visualization is well designed, appropriate to the 

task, and not overly complex – which could cause it to overload working memory 

(Huang, Eades & Hong, 2009). 
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4.3.2. Presentation format and cognitive fit 

Early research on the effectiveness of different presentation formats (in particular tables 

compared to graphs) focused on the outcomes of problem solving, such as decision 

accuracy, rather than the problem solving context itself (Vessey & Galetta, 1991). 

According to Vessey (1991), the mixed conclusions of these studies were a direct result 

of the different kinds of tasks used to compare the effectiveness of tables and graphs. 

Later studies such as those by Jarvenpaa, Dickson and DeSanctis (1985) and Dickson, 

DeSanctis and McBride (1986) postulated that the effectiveness and suitability of a 

particular data presentation format is a function of the type of problem solving task, for 

example in terms of task content, complexity and structure. Jarvenpaa (1989) described 

the differences in decision accuracy and time for different graphical formats in terms of 

the congruence of the task demands and the presentation format.  

Vessey (2006) proposes that when the problem representation matches the problem 

solving task that needs to be accomplished, there is ‘cognitive fit’, enabling more 

effective and efficient decision making. The theory of cognitive fit can be used to predict 

which kinds of tasks are better supported by graphs, and which kinds of tasks are better 

supported by tables. Graphs are spatial representations, emphasizing relationships in 

the data, while tables are symbolic representations, emphasizing discrete data values 

(Vessey, 1991). Vessey (1991) proposed therefore that graphs are more suitable for 

spatial tasks – analysing relationships between symbols (for example, analysing trends 

or making visual comparisons); in contrast, for symbolic tasks (such as to look up arrival 

and departure times, or performing calculations) tables are generally more suitable 

according to the theory of cognitive fit. A review by Vessey (1991) of studies on task 

performance for graphs and tables supported the theory of cognitive fit, with tasks 

classified as spatial leading to better performance (in terms of accuracy and time) for 

graphs, and tasks classified as symbolic leading to better performance for tables. 

When the problem representation does not match the task, the person performing the 

task will need to transform mentally the representation into a form suitable to the task, 

requiring greater cognitive effort (Vessey, 2006). The result may be decreased decision 

accuracy or increased decision time, or both. When the complexity of a symbolic task 
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exceeds a certain level, a point is reached when information cues can no longer be 

processed analytically due to the high cognitive load (Speier, Vessey & Valacich, 2003). 

In these cases, graphical data may lead to better performance even with symbolic tasks, 

as perceptual problem-solving processes are required. 

For tabulated displays, the organization of information is a well-studied characteristic, 

consisting of one of the following choice tasks (Jarvenpaa, 1989, p. 286): 

• The values of all the attributes for a single alternative organized in one display. 

• The values of a single attribute for all alternatives organized in one display. 

• A matrix organization where each column corresponds to an alternative and 

each row corresponds to an attribute on which the alternative is described. 

The way information is organised affects which information processing strategies 

become easier to use (i.e., require less cognitive effort). For example, processing several 

attributes for one alternative at a time is easier with displays organized by attributes. 

Therefore, the format of the data and organisation of information influences which 

information processing strategy is ultimately used. In congruent situations where the 

information processing strategy suggested by the format is the same as required by the 

task, effort and errors are minimized, whereas the opposite is the case for incongruent 

situations where the task and format elicit different information processing strategies.  

Studies comparing visual and tabular displays of data have focused on the effectiveness 

of display formats in spatial and symbolic tasks (Vessey & Galletta, 1991). As described 

above, spatial tasks entail making associations or perceiving relationships in data, 

whereas symbolic tasks require one to extract the correct data values. The following is 

an example of a spatial task: 

• “Between the year 1100 and 1438 whose earnings increased most rapidly, 

those of wool, silk, or Calimala merchants?” (Washburne, 1927, p. 375 as cited 

in Vessey & Galletta, 1991, p. 68). 

The following is an example of a symbolic task: 
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• “How much did the wool merchants earn in the year 1100??” (Washburne, 

1927, p. 375 as cited in Vessey & Galletta, 1991, p. 68). 

Research on the impact or effectiveness of different formats of displaying information 

has generally concentrated on how the formats affect user satisfaction, decision 

accuracy and the effort or time taken to complete different kinds of tasks (Huang, Eades 

& Hong, 2009; Kellen, 2005). As far as could be determined based on a review of the 

literature, experimental studies investigating data presentation formats have exclusively 

assessed performance in relation to specific problem solving tasks, limiting the 

generalizability of these studies beyond these specific task types. Moreover, none of the 

studies have defined precisely what is being measured by distinguishing between the 

tasks or items and the theoretical construct that these items measure. Without building 

a structure which links the items to a construct they intend to measure, the choice of 

items becomes arbitrary, and the construct the items intend to measure remains ill-

defined and without a mechanism to measure the quality of and improve the instrument 

of measurement (Wilson, 2005). 

4.3.3. Cognitive load theory 

Cognitive load theory (CLT) provides a framework for designing instructional materials 

based on the premise that our ability to process new information is hindered by our 

limited working memory (Artino, 2008). CLT assumes that when dealing with new 

information, working memory is limited by being able to store only about seven 

elements, operate on just two to four elements, and deal with this information for only 

up to around 20 seconds without the need for it to be refreshed (Van Merriënboer & 

Sweller, 2005).  

Van Merriënboer & Sweller (2005) specified that for a given task, the number of 

elements that need to be processed simultaneously depends on the extent to which the 

elements interact. Given the limitation of working memory, for a large number of 

interacting elements a cognitive schema is required to organize these interacting 

elements. For more experienced persons who have developed a schema to incorporate 

the elements, the interacting elements might count only as a single element. An 
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illustrative example of this is an expert chess player, who may instantly recognize a mid-

game position at a single glance, in contrast to a novice chess player, for whom the same 

position may seem to be “an unstructured set of single chess pieces” (Van Merriënboer 

& Sweller, 2005, p.149). 

Data presentations can reduce cognitive load by providing a schema, a means of 

facilitating the interpretation of multiple interacting elements. The extent to which data 

presentations may successfully do so depends on several factors. The first is cognitive 

fit as described in the previous section. Data presentations reduce cognitive load by 

reducing the need to transform mentally the data to make inferences about 

relationships or facts (Freedman & Shah, 2002). However, if there is a lack of cognitive 

fit, the required mental transformation to fit the representation to the task increases 

cognitive load. A second factor is a person’s ability to interpret the data presentation, 

which depends on their graphical literacy skills and domain knowledge (Freedman & 

Shah, 2002). One would expect that common visualizations (such as bar charts) are 

easier to interpret than unfamiliar visualizations, for which a person would need to 

construct a schema in order to interpret it.  

Mayer (2003) distinguishes between three types of cognitive demands. The first, 

essential processing, is the cognitive processing which is required to make sense of the 

presented material. The second, incidental processing, is the cognitive processing which 

is not required to make sense of the presented material. This is somewhat similar to 

Tufte’s (2006) concept of data ink ratio, which stipulates that all materials which are not 

required to make sense of a data visualization are removed in order to get a higher data 

ink ratio. The third is representational holding, which is the cognitive processing 

required to hold a mental representation in working memory over a period of time. An 

example would be holding a representation of a data visualization in memory while 

reading the associated text and vice versa. 

Cognitive load can be reduced not just through cognitive fit, but also by following certain 

design principles which take into account the limitations of working memory and reduce 

cognitive demands. Building on this framework of cognitive demands, Mayer (1997, 
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2003) conducted a number of studies to investigate the effect of different design 

principles on learning. The following are some of the key findings from these studies:  

• Interesting but non-essential materials should be eliminated to reduce 

incidental processing; 

• Breaking down the material into “bite-sized” learner-controlled segments can 

reduce the incidence of cognitive overload; 

• Visual information is more effective when it is accompanied by written or 

spoken information; 

• Visual information is more effective when written information is provided next 

to it or near the corresponding part of the graphic, and not on a separate page. 

It is important to note, though, that ability to understand and learn from visual materials 

depends on spatial ability, as those with high spatial ability are better able to hold and 

manipulate mental images (Mayer, 2003). 

Cognitive load is also affected by perceptual and processing proximity, which is 

discussed below.  

4.3.4. Proximity compatibility principle 

The proximity compatibility principle concerns two dimensions to determine the 

location of visual displays: perceptual proximity and processing proximity (Wickens & 

Carswell, 1995). Perceptual proximity (also referred to as display proximity) refers to 

how perceptually similar two displays are, such as in terms of proximity (how close 

together they are), colour and physical dimensions (orientation or length). Processing 

proximity refers to whether different graphical elements need to be processed together 

to complete a particular task. Where there is processing proximity, Wickens and 

Carswell (1995) proposed that there should also be perceptual proximity with respect 

to the elements which need to be processed together. When displays are visually similar 

and clustered together, it becomes easier to process them together. Conversely, it is 

more difficult to process displays which are spatially separated and visually dissimilar. 

Another type of perceptual proximity is object integration, which refers to arranging 

displays such that they seem integrated, such as by arranging them to be contiguous, or 
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enclosed (Wickens & Carswell, 1995). Applying the principle of perceptual proximity to 

data visualization, an example would be that of bars within a single bar chart, and bars 

across multiple bar charts. Due to higher perceptual proximity, it would be easier to 

compare bars within a single bar chart than bars across multiple different bar charts. By 

adhering to the principles of perceptual and processing proximity, perceptual inferences 

can be more easily be made between features that need to be processed together (Shah, 

Mayer & Hegarty, 1999). Moreover, perceptual and processing proximity facilitates 

integration tasks, where information from multiple sources needs to be combined, such 

as for computational purposes (Wickens & Carswell, 1995). Perceptual and processing 

proximity reduces the search for information and the demands of holding information 

from different displays in working memory, and hence cognitive load is reduced. The 

principle also works the other around. Clutter and confusion arises when there is close 

spatial proximity of irrelevant items, disrupting the ability to locate and integrate 

relevant items (Wickens & Andre, 1990). 

4.4. Analytical summary 

Much has been written about the potential power of visualization in communicating 

information and in particular complex data. The findings and arguments from the 

literature concerning the benefits of visualization suggest that visualization could play 

an important role in communicating policy relevant quantitative evidence. The key 

notion underlying the power of visualization is that it is an incredibly versatile external 

cognitive aid, which can be adapted to different problem domains.  

Studies investigating the impact of visualization have generally compared visual with 

tabular formats of presenting information in terms of accuracy and efficiency of task 

performance. More specifically, they have focused on the effectiveness of visualization 

in spatial and symbolic tasks. This entails making associations or perceiving relationships 

in data (spatial tasks), and being able to extract the correct data values (symbolic tasks). 

The research by Vessey (1991, 2006) suggests that for spatial tasks, data visualizations 

lead to quicker and more accurate problem-solving compared to data tables, because 

there is “cognitive fit” between the external data representation and the internal 

representation required for the problem-solving task. 
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Previous experimental research on data presentation formats has, as far as could be 

determined, been exclusively task oriented. Statistical analysis focused on the tasks 

themselves, rather than on the theoretical idea or construct these tasks purported to 

measure. As indicated by Wilson (2005), this results in an arbitrary selection of items 

(tasks); and moreover, the construct the items intend to measure remains ill-defined 

and without a mechanism to measure the quality of and improve the instrument of 

measurement. A further key implication, and shortcoming of these studies, is that this 

limits the scope for objectively generalizing the findings beyond the specific types of 

tasks used in these studies. 

The tasks assessed in such studies focused on making comparisons, identifying trends 

and doing calculations, which would fall under the lower order cognitive skills in Bloom’s 

revised Taxonomy. Higher-order cognitive skills were generally not assessed, in 

particular the dimensions analyse, evaluate and create in Bloom’s revised Taxonomy. 

This would require a different kind of assessment where participants need to go beyond 

spatial and symbolic tasks to critically evaluating and constructing meaning from the 

materials presented. 

Cognitive load theory (CLT) provides a useful way of analysing the difficulty of processing 

information from a given data presentation, in particular the concept of schemas in 

order to process multiple interacting elements and thereby reduce cognitive load. The 

organization of information through a data presentation could be used to facilitate the 

construct of such a schema. Similar to how Van Merriënboer and Sweller (2005) describe 

how expert chess players can recognize and operate on a chess position which may seem 

random to novice players, CLT suggests that data presentations which are familiar might 

pose less cognitive load in order to process the information. CLT is compatible with 

cognitive fit theory, as it provides an explanation for the reduced performance when the 

data presentation does not match the type of task. If the data presentation is 

inappropriate to the task, an alternative schema needs to be constructed from the data 

presentation, increasing the cognitive load. 

The proximity compatibility principle provides another theoretical perspective on how 

data presentation formats can function as cognitive aids, as well as how they can 
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become counterproductive and increase cognitive load. If two displays are perceptually 

linked, such as in terms of proximity, colour, physical dimensions, or arranged together 

so they seem integrated, then according to Wickens and Carswell (1995) it becomes 

easier to process and integrate the information in these two displays. Conversely, clutter 

and perceptual proximity of irrelevant information which should not be processed 

together leads to increased cognitive load and confusion. 

In summary, to maximize cognitive fit and minimize cognitive load, data should be 

presented in a way which (i) allows one to make the inferences required for the task 

through simple perceptual operations (essential processing), (ii) minimizes information 

which is not relevant to the task (incidental processing), and (iii) is designed for 

perceptual proximity with respect to the elements which need to be processed together.  
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5. Methodology 

5.1. Conceptual framework 

This section outlines a series of models which draw out the key lessons learned from the 

previous chapters. Section 5.1.1 explains the relationship between evidence-informed 

policy and practice, data literacy, and data visualization. Section 5.1.2 models the 

relationship between data presentation and cognitive fit. These models formed the basis 

for the development of the research questions and hypotheses, which are discussed in 

the subsequent section. 

5.1.1. Factors influencing evidence-informed policy and its 

implementation 

Figure 2 was developed to summarize the findings from Chapter 2 regarding the key 

processes involved in evidence-informed policy making and policy implementation, and 

the role of data literacy and data visualization therein. It illustrates which factors 

influence policy making and implementation, labelled (i) to (viii). The key factors which 

influence evidence-informed policy making are: (i) an enabling environment (the 

influence of the institutional and political environment, including various stakeholders 

such as interest groups); (ii) researchers’ involvement in the policy process; (iii) 

interaction between policy makers & influencers and researchers; (iv) translation and 

synthesis of research evidence for a wider, non-academic audience, and (v) the capacity 

of policy makers & influencers to interpret this evidence and be ‘enlightened’ (as 

conceptualized by Weiss, see Section 2.2.6). The key factors influencing policy 

implementation are also (i) an enabling environment, and furthermore (continuing the 

numbering in Figure 2), (vi) interaction between policy makers and influencers and 

educators (such as teachers and school leaders), (vii) the capacity of educators to 

interpret this evidence and be ‘enlightened’, and finally (viii) educators’ involvement in 

the policy making process. Although evidence-informed policies are generally 

considered to be the end-goal, Chapter 2 argued that the implementation of evidence-

informed policies should be the end goal. The proposed term for this end goal is 
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‘evidence-informed policy implementation’. Figure 2 shows the many prerequisites for 

evidence-informed policy implementation, and where data literacy and visualization fit 

into this picture. Data visualization influences the usability of the synthesis of policy-

relevant evidence (see Section 2.3.4). Data literacy influences the capacity of policy 

makers & influencers (which may include researchers), as well as the capacity of 

educators, to interpret the research evidence. 

 

 

 

 

  

 

 

 

 

Figure 2. Role of data literacy and data visualization in relation to factors 
influencing evidence-informed policy and its implementation 

 

Figure 2 also illustrates the parallels between factors influencing evidence-informed 

policy making and evidence-informed policy implementation. Both require an enabling 

environment, greater interaction between stakeholders, greater involvement in the 

policy making process, and capacity to interpret research evidence. 

Figure 3 links data literacy and data visualization by conceptualizing their potential roles 

in closing two gaps, namely the “capacity gap”, and what Carnine (1995) has referred to 

as the “usability gap” (see Section 2.2.4) for evidence-informed policy and 

implementation. Whether a person (educator or education leader) can successfully 
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interpret policy-relevant quantitative evidence with respect to a given context is 

considered as a function of the difficulty of doing so and the person’s ability (this 

relationship between difficulty and ability is based on the Rasch model. The Rasch 

model, which is discussed in more detail in Section 5.6.1, is a type of item response 

model in which the probability of correctly answering an item is a function of the 

difference between item difficulty and person ability (Rasch, 1980). The purpose of 

developing Figure 3 was to illustrate the hypothesis that effective data visualization 

could lower the difficulty of the task and thereby reduce the usability gap, while 

increasing data literacy could raise a person’s ability to complete the task and thereby 

reduce the capacity gap.  

 

Figure 3. Role of data literacy and data visualization in closing the capacity and 
usability gaps for evidence-informed policy and implementation 

 

5.1.2. Research models on data presentation and cognitive fit 

The research models shown in Figure 4 and Figure 5 were developed based on the data 

visualization literature review discussed in Chapter 4, building on Vessey’s concept of 

cognitive fit (Vessey, 1991, 1994, 2006; Vessey & Galletta, 1991), as well as the theories 

of cognitive load (Artino, 2008; Freedman & Shah, 2002; Mayer, 1997, 2003; Van 

Merriënboer & Sweller, 2005) and the proximity compatibility principle (Mayer & 

Hegarty, 1999; Wickens & Andre, 1990; Wickens & Carswell, 1995). 
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In these research models, the difficulty of interpreting data in order to derive the 

solution to a problem is a function of the difficulty in generating an appropriate internal 

representation which supports this process. If there is cognitive fit between the external 

representation (the data presentation) and the required internal representation, the 

external representation can reduce the difficulty in generating the required internal 

representation. 

Cognitive fit: 

 

Figure 4. Cognitive fit between external and internal representation 

 

Figure 4 illustrates a case of cognitive fit between external and internal representation. 

In this scenario, the data presentation format supports the generation of the internal 

representation. This reduces cognitive load, because there is a reduced need to 

transform mentally the data before it can be interpreted and analysed (Freedman & 

Shah, 2002). 

Figure 5 in contrast illustrates a case in which there is no cognitive fit between the 

external and internal representation. In this scenario, the external representation does 

not contribute to the generation of the internal representation, and may even impede 

the generation of the internal representation. The external representation in this case 

‘leaches’ cognitive resources otherwise used in interpreting the data, without providing 

any benefits, and possibly leads to distraction and confusion. The external 

representation thus increases cognitive load.  
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Figure 5. Absence of cognitive fit between external and internal representation 

 

Regardless of cognitive fit, cognitive resources are required to interpret the external 

representation and make the required mental transformation. This expenditure of 

cognitive resources can be considered as an investment given the finite amount of 

cognitive resources available to an individual. If there is cognitive fit, it is a good 

investment and cognition is amplified. If there is no cognitive fit, it is a bad investment, 

cognitive load is increased, and ability to interpret the data is diminished. 

Cognitive load is also affected by perceptual and processing proximity, as discussed in 

Section 4.3.4. Perceptual proximity of relevant and related information in the data 

presentation would facilitate the processing of this information (Wickens & Carswell, 

1995). This would reduce cognitive load, and aid in the construction of the internal 

representation for interpreting the data. Conversely, perceptual proximity of irrelevant 

information and lack of perceptual proximity of relevant information would increase 

cognitive load and hinder the construction of the internal representation. 

According to the theory of cognitive fit, spatial analysis – such as analysis of relationships 

between data – would be better facilitated by spatial representations - such as graphs -
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than by tables, which are symbolic representations (Vessey, 1991, 1994, 2006; Vessey & 

Galletta, 1991). Data literacy incorporates such abilities as interpreting and analysing 

relationships within or between data. Data literacy assessment tasks would therefore 

appear to be facilitated more by spatial representations than by symbolic 

representations to reduce the mental transformation required in constructing the 

required internal representation, taking into consideration the perceptual proximity of 

information which is relevant and not relevant to the task.  

The research questions and hypotheses formulated for the study are discussed in the 

sections below. 

5.2. Research questions 

This study investigated how different data presentation formats affect data literacy in 

the context of understanding education policy-relevant quantitative research evidence. 

It was hypothesized, based on the literature review and the conceptual framework 

outlined in Section 5.1, that visualization of quantitative, education policy-relevant 

research evidence would lead to higher levels of data literacy. In contrast, tabulated 

presentations of the same quantitative research evidence were not expected to lead to 

higher levels of data literacy.  

Existing conceptualizations of data literacy lacked a hierarchical categorization of data 

literacy competencies, while existing statistical literacy hierarchies excluded higher-

order cognitive skills required for critically evaluating evidence and deriving the policy 

implications. A new conceptualization of data literacy needed to be constructed for the 

purpose of this study, drawing upon existing frameworks and hierarchies relevant to 

data literacy, as discussed in Chapter 3. Since previous studies demonstrated that 

statistical literacy can be measured on a single scale of increasing proficiency (Pierce et 

al., 2012, 2014; Watson & Callingham, 2003), it was further hypothesized that a 

unidimensional data literacy construct could also be defined. 

The research questions were as follows: 
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• To what extent can data literacy, within the context of understanding 

education policy-relevant quantitative research evidence, be measured on a 

single scale of increasing proficiency? 

• How is data literacy, within the context of understanding education policy-

relevant quantitative research evidence, affected by different presentation 

formats of the evidence, namely, (i) text only, (ii) text plus tabulated data, 

and (iii) text plus visualization? 

5.3. Experimental design 

This study employed a randomized experimental research design. This research design 

lends itself well to analysing the effect of different ‘treatments’—the different 

presentation formats of research evidence in this study. Moreover, a good experimental 

design can lead to high reliability and validity of results (Isaac & Michael, 1974). 

The purpose of this study was to measure the effect of different presentation formats 

of policy-relevant education research evidence on data literacy levels. A test was 

developed to assess data literacy, which is further described below. 

5.3.1. Experimental variables and hypotheses 

The randomized control-group post-test design was used, in which participants were 

randomly assigned to the control or one of two treatment groups. This design has no 

pre-test, as it assumes the groups are equivalent based on random allocation (Isaac & 

Michael, 1974). Random allocation does not completely eliminate differences between 

groups, but the assumption of equivalence means that it is assumed there are no 

systematic differences between groups with respect to the dependent variable being 

measured (Odom & Lane, 2013). Therefore, any effect observed between the treatment 

groups can be linked to the treatment rather than to the characteristics of individuals in 

the group. The methodology for random allocation is further discussed in Section 5.3.6. 

The control and treatment groups were defined as follows: 
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• TEXT-ONLY CONTROL (x): The text-only version of the test, where test 

section briefs consist of a text description of evidence related to a policy 

issue. 

The following two treatments, the variations of the independent variable, were tested: 

• TABULATED DATA (xT): This consisted of the same text description of 

evidence related to a policy issue as for the control group, supplemented 

with presentation of evidence in the form of tabulated data. 

• VISUALIZATION (xV): This consisted of the same text description of evidence 

related to a policy issue as for the control group, supplemented with 

presentation of evidence in the form of a data visualization. 

As discussed in relation to the conceptual framework in Section 5.1, information 

representations can reduce cognitive load if there is cognitive fit between the external 

representation and the internal representation which needs to be generated to correctly 

answer the question. In other words, fewer cognitive resources would be required to 

answer a question if the information is presented in a way that is appropriate to the 

task. Given that the test assesses data literacy, visual representations are expected to 

have a better cognitive fit than tabulated representations. Tabulated data are generally 

more suitable for symbolic tasks such as looking up information and performing 

calculations, whereas visualizations are more suitable for analysing underlying 

relationships in the data. The latter should be more useful in a test assessing higher-

order cognitive thinking, such as interpretation, analyses and evaluation. 

At the same time, redundant information hinders rather than aids understanding and 

increases the cognitive load. This would be the case if the additional materials are 

redundant and do not provide a better cognitive fit for performing the tasks than the 

text itself. In this case, more cognitive resources would be required to answer a question 

to deal with the additional information. In addition, if there is no cognitive fit, the 

external representation may confuse rather than enlighten. 

The null hypothesis (H0) was that there was no difference in data literacy across the 

three groups of participants. Based on the literature review, the first hypotheses (H1) 



  

137 
 

was that the text plus visualization group would have higher levels of data literacy 

compared to the text-only group. The second hypotheses (H2) was that the text plus 

visualization group would also have higher levels of data literacy compared to the text 

plus tabulated data group. The hypotheses were based on the expectation, as discussed 

above, that the data visualizations would have a better cognitive fit with the internal 

representation required to correctly answer the test questions compared to the text-

only or text plus tabulated data versions of the test.  

The statistical methods used to test the hypotheses are discussed in Section 5.6. 

5.3.2. Research model 

To assess the impact of the three different presentation formats on data literacy, three 

versions of the same test were developed. The test consisted of 7 sections, where each 

section included a research brief pertaining to one or more education policy issues, and 

3 to 5 test items which were based on the research brief. 

Based on a review of the literature (see Section 3.3.2), the multiple-choice format was 

found to be the most suitable assessment method. It has advantages over the 

constructed-response method in terms of cost, time, content coverage and test 

reliability. Nonetheless, it needed to be taken into account that assessing higher-order 

cognitive skills is more challenging with the multiple-choice format. Pilot testing was 

therefore conducted to evaluate the quality of the test items, and to provide the 

opportunity to revise the test and test items where necessary. In addition, as noted by 

Ben-Zvi and Garfield (2004), the multiple-choice format does not reveal the reasoning 

used. To obtain this information, an open text field was included with each multiple-

choice item for participants to record the reasoning behind their response. 

In one version of the test, the research brief was text-only. In the second version of the 

test, the research brief text was complemented with one or more data tables. In the 

third version of the test, the research brief text was complemented with one or more 

visualizations. The three versions of the test are henceforth referred to as the text-only 

version (x), the text plus tabulated data version (xT), and the text plus visualization 

version (xV). The data tables and visualizations were constructed based on the 
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information provided in the text, so did not add any new information. This was to avoid 

confounding the effect of the presentation format with the effect of adding new and 

potentially useful information. The design of the test, including the test blue print, is 

described in more detail in Chapter 6. 

The text in the text-only version of the test can also be considered a treatment, because 

participants answered questions based on the text. However, it functioned as a control 

in this experimental design, because it was the common element between the three 

tests. The data presentation was the additional element of which the effect was being 

measured. 

The research model, shown in Figure 6 below, was developed to provide an illustrated 

conceptualization of the experimental research design used in this study. The effect of 

the different presentation formats on data literacy levels were measured through many-

facet Rasch analysis (see Section 5.6.3). 
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Figure 6. Research model  

 

5.3.3. Limitations of the within-subjects design 

For this study, both within-subjects and between-subjects designs were considered. A 

within-subjects design (also known as a repeated-measures design) is one where 

participants are exposed to several or all treatments, in contrast to a between-subjects 

design where each subject is exposed to only one treatment (Seltman, 2012). The 

within-subjects design was found to be less suitable within the context of the 
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experimental design of this study, due to several important limitations, which are 

discussed below. 

Carryover effect 

The fundamental weakness of within-subjects designs is the carryover effect, where the 

effect of the treatment is confounded with the cumulative effects of exposure to 

previous treatments (Seltman, 2012). The two types of carryover effect are practice and 

fatigue. If the different treatments are separated in time, there is no longer an effect of 

fatigue, but the practice effect can remain. This is particularly problematic in this study, 

as it concerns a test with right and wrong answers. Participants might remember their 

responses to the previous test, especially given that the test was identical except for the 

exclusion or inclusion of visualized or tabulated data. In addition, events occurring in the 

time span between treatments are potential threats to validity as they can directly 

influence participant scores. Counterbalancing the order can partially correct the 

carryover effect (Greenwald, 1976).  If a treatment has a carry-over effect, this is 

countered by ensuring every treatment follows every other treatment the same number 

of times. However, participant attrition – where participants drop out during the 

experiment without completing all treatments – is a big risk. This would be a significant 

threat to the counterbalancing scheme which assumes that all participants complete all 

tests. 

Transparency of the research hypothesis 

In a within-subjects design the research hypothesis is more likely to be transparent due 

to exposure to all treatments (Seltman, 2012). As a result participants may behave 

differently and react differently to the presentation format, which can pose a threat to 

internal validity. Since the only difference between the tests is the presentation format, 

a participant taking the otherwise identical test multiple times would likely be aware of 

the experimental design, which could affect their performance on the tests. 

Sample size considerations 

In a within-subjects design, participants would need to do each version of the test. This 

would be three times as time consuming for participants compared to a between-
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subjects design, since there were three versions of the test. Moreover, it would require 

a break of at least a few months between the tests to reduce the interaction effect. 

Given that the test took around one hour, this approach would take around three hours 

of their time. It would have been very difficult to find participants to volunteer three 

hours of their time and to sit three very similar tests across a period of several months. 

Moreover, the potentially high dropout rate would pose a significant risk to the study. 

In hindsight, even a significant cash incentive might not have been sufficient to obtain a 

required sample size, given that it was quite difficult to find participants to sit for just a 

one hour even with a cash incentive. This approach would also have significantly 

increased the length of time required to complete the study, because of the time-period 

between each of the tests. 

Summary 

The within-subjects design has several key weaknesses within the context of this study, 

namely the difficulty of maintaining the transparency of the research hypothesis, the 

potential difficulty in finding and keeping participants long-term to do three time 

consuming tests, and the carryover effect due to exposure to previous treatments. Of 

these, the carryover effect was considered to be the most serious threat to validity, 

making this type of experimental design unsuitable. 

5.3.4. Threats to validity of the between-subjects design 

This section discusses threats to internal and external validity specific to the between-

subjects experimental design (see also Section 5.6.1 for validity and reliability issues 

related to assessment). 

Threats to internal validity in a between-subjects design 

Internal validity refers to the ability of the study to determine that any observed change 

is a result of the treatment, and not due to other factors which may affect the results 

(Seltman, 2012). The different threats to internal validity are discussed in this section. 
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Confounding and cancellation of effects 

Confounding in an experimental design occurs when one or more extraneous variables 

(such as IQ) differs substantially across the different levels of the independent variable 

(which in this study is the presentation format), such that it is not possible to distinguish 

the effect of the independent variable on the dependent variable separately from these 

extraneous variables (Price, 2012). 

Listed below are the possible sources of confounding which have been identified for this 

study, along with a discussion of the corresponding aspects of the experimental design 

which seek to control extraneous variance—the effects of unwanted variables which 

influence outcomes but are not part of the study. 

Confounding due to differential knowledge, ability and other extraneous variables 

Confounding can occur when one treatment group happens on average to have a higher 

ability or be more knowledgeable on the subject than another treatment group (Price, 

2012). Data literacy levels may therefore be higher for a particular treatment group 

because of higher average ability within that group, rather than due to the treatment 

itself.  

Confounding due to within session variations 

Variations in room conditions, personalities of teachers or mediators and so on are 

extraneous variables which can affect performance between different treatment groups 

and control groups (Lammers & Badia, 2005). Sixty participants were paid to do the test 

in a computer lab, and the test conditions for these participants were the same. 

However, the remaining participants, who were not paid, did the test in their own time, 

which would have been in different environments and possibly with distractions. This is 

a potential source of random error in the study. However, each participant did the test 

independently, so there was no influence of a teacher or mediator. The test instructions 

were provided within the test platform itself, so they were consistent for each 

respondent. 
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Maturation and confounding due to ordering of test items 

Maturation refers to changes within participants during the experiment which are 

independent of specific events, such as boredom and fatigue; they are extraneous 

factors that can also impact performance and therefore need to be considered 

(Lammers & Badia, 2005). In the context of this study, maturation could lead to 

performance being affected by the ordering of test items. For example, due to fatigue 

or running out of time, participants may perform worse on later test items than on 

earlier test items. This effect was mitigated through the randomization of the test 

sections (see also Section 5.3.6). 

Transparency of the research hypothesis 

The study participants were exposed to only one presentation format, and hence they 

were not likely to be aware of the existence of other presentation formats. From the 

point of view of participants, the main purpose of the test was to assess understanding 

of policy-relevant education research evidence, although the title of the research project 

was provided as: “The Impact of Data Presentation on Understanding of Education Policy 

Issues”.28 In order to avoid directing attention to the presentation format, there was no 

mention of the kinds of presentation formats used, nor the fact that the presentation 

format was randomly assigned to each participant. The purpose of the presentation 

format was not mentioned to participants so as not to focus or divert their attention to 

this aspect of the test, but rather to consider them as a normal, complementary aspect 

of the section briefs. 

Experimenter bias 

The experimenters’ bias – what the researcher expects or hopes to see – can be 

projected into the methodology and treatment and shape the data in this direction 

(Lammers & Badia, 2005). A potential source of error would be if the visual presentation 

of evidence – hypothesized to lead to higher data literacy levels compared to the 

tabulated data format – is better designed to enhance understanding. This can be 

                                                      
28 At this stage of the research, the test was considered primarily as an education policy test, rather than 
as a data literacy test. 
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prevented by strictly following design guidelines for visualizations and tables and 

ensuring that both formats conform to best practice. This is described in more detail in 

Section 5.3.5 below.  

Threats to external validity in a between-subjects design 

External validity refers to the generalizability of the study – how sure we can be that the 

results for the study participants are representative of the entire population; it asks the 

question as to which populations and environments the effect can be generalized 

(Bracht & Glass, 1968; Lammers & Badia, 2005). A well-designed randomized control-

group post-test design has high internal validity, but external validity may be an issue 

(Campbell & Stanley, 1970; Isaac & Michael, 1974). Threats to external validity can also 

be called interaction effects, and are those involving the interaction between the 

independent variable or treatment and other variables. They represent the potential 

specificity of the effects of the treatment to a limited set of conditions. 

An important aspect of external validity is the extent to which the findings can be 

generalized to the target population. This is discussed separately in Section 5.4. 

Interaction of independent variable and selection 

The particular characteristics of the selected participants could make the treatment 

more or less effective (Lammers & Badia, 2005). For example, if the only participants in 

this study are taken from a single course in a single university, and if these participants 

happen to be particularly gifted, the results of the study may only apply to particularly 

gifted individuals such as those who have partaken in the study. Therefore, drawing 

participants from different courses in different universities and even in different 

countries would reduce the likelihood of this occurring and increase the external validity 

of this study. A small number of participants from diverse settings would be better than 

a large number of participants from a single setting. An analogy is that to test the quality 

of apples in an apple orchard, it is better to test a small number of apples from many 

trees than a large number of apples from a single tree. 

A within-subjects design is generally more powerful than a between-subjects design, 

because variance due to participant differences can be estimated statistically and taken 
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into account (Kantowitz, Roediger and Elmes, 2009). Each subject can be his or her own 

“control”, effectively removing threats to validity caused by between-subject variation. 

This is the major threat to validity for the between-subject design even with 

randomization, as there could still be fundamental differences between treatment 

groups. A between-subjects design assumes that aside from random error each subject 

is a replication from a homogenous population (Hutchinson, Kamakura & Lynch, 2000). 

Failure to properly anticipate, measure and analyse interactions between treatment and 

background variables associated with individual differences, contexts and situations can 

thus lead to highly misleading results. For this reason, a between-subjects design 

requires more participants compared to a within-subjects design. 

Ecological validity 

Ecological validity refers to how closely experimental conditions approximate real-world 

conditions (Cohen, Manion & Morrison, 2013). The way educators and education 

leaders engage with research evidence as part of a test is not exactly the same as the 

way they would engage with research evidence in a real-world setting. Within a test 

setting, there is a clear purpose to engaging with the research evidence, which is to 

answer specific questions, whereas in a real-life setting a more casual and less 

investigative approach may be taken. The purpose-driven test setting would more 

closely approximate a professional or educational setting (for example, analysing 

research evidence as part of their work, studies or training) than a casual setting (for 

example, learning about research through the media at home). 

The section briefs were artificial in that they were constructed to meet the experimental 

conditions and the time restriction of the test. On the other hand, the section briefs 

were based on actual research reports and articles, and were modelled after the format 

in which policy-relevant research may be typically encountered by non-academic 

audiences, which is in the form of concise research summaries (such as a policy brief). 

This writing of the section briefs is discussed in more detail in Chapter 6. 
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Reactive arrangements 

The participant’s knowledge that they are engaged in an experiment can affect their 

reaction to the treatment (Campbell, 1957). This reduces external validity, as their 

awareness of being a ‘guinea pig’ and subsequent reaction to the experiment is not 

representative of a real world scenario. For this reason, participants were not made 

aware of the nature of the experiment conditions. In a way, the experiment was not 

unnatural, because all participants – being graduate students or having once been 

graduate students – were familiar with taking tests. Taking the data literacy test was not 

much different from taking any other test, except that most participants took the test 

at a time and place of their choosing, and took as long as they needed. Most of the 

participants were students, and for them taking a test was nothing out of the ordinary. 

The assignment of presentation format to each participant was done randomly by the 

test platform without any human intervention, so this process was completely invisible 

to the participants. Because the circumstances of the experiment were not in any way 

unusual or particularly artificial, this was not considered to be a likely threat to external 

validity. 

5.3.5. Presentation format as an experimental treatment 

Three versions of the data literacy test were created for the pilot and final test, namely: 

text-only, text plus tabulated data and text plus visualization. For the pilot test, there 

was additionally a text plus interactive visualization version of the text, which was 

discontinued (see Appendix 10 for details). 

The text and test questions in each section were exactly the same for each version of 

the test. Therefore, aside from the inclusion (or exclusion) of a form of data presentation 

in each section, there were no differences between the tests. Chapter 6 discusses the 

design and comparability of the two data presentations – text plus visualization and text 

plus tabulated data – and includes screen captures to demonstrate differences and 

similarities between the three versions of the test. 

The inclusion of a text-only version of the test is a distinguishing feature of this study. In 

previous studies that investigated the effect of different data presentation formats 
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through an experimental design, text only served to provide instructions or describe the 

problem to be solved. There have been studies comparing text-only with text and 

animation or illustrations (e.g., Mayer & Gallini, 1990), but no comparable studies which 

looked specifically at data presentations.  

The inclusion of text was a distinguishing feature of this study compared to previous 

studies - or reviews of studies - concerned with the effect of different presentation 

formats (e.g., Dickson, DeSanctis & McBride, 1986; Huang, Eades & Hong, 2009; 

Jarvenpaa, 1989; Jarvenpaa, Dickson & DeSanctis, 1985; Kellen, 2005; Speier, Vessey & 

Valacich, 2003; Vessey, 1991; 2006; Vessey & Galetta, 1991). The purpose of the test 

was to assess data literacy levels in the context of understanding policy-relevant 

education research evidence. The assessment of higher level data literacy levels 

required that the test could assess higher-order cognitive skills including interpretation, 

analysis and evaluation. Moreover, higher-order cognitive skills are particularly relevant 

given the education policy context of the data literacy test. Without text, it would not 

be possible to assess higher-order cognitive thinking. 

The text-only version of the test functioned as a control. To provide an analogy, a typical 

controlled experiment is one investigating the effect of different types of fertilizer on 

plant growth (e.g., Windham, Elad & Baker, 1986). In the control plant, the independent 

variable – fertilizer – is eliminated. For all plants, aside from this independent variable, 

all other factors are held constant as far as possible, such as the amount of water and 

sunlight received. The different presentation formats are the fertilizers in this study, and 

the text-only version represents the control plant – where the independent variable is 

absent, but all other aspects are held constant across the different tests as far as 

possible. 

The text-only version of the text also established a baseline or point of reference. The 

problem in comparing only the text plus tabulated data version of the test with the text 

plus visualization version of the test is that we cannot find out if the presentation format 

is effective or not. We can only find out if it is effective in comparison to the other 

presentation format. It could be that both presentation formats are very ineffective, but 

one is simply less ineffective than the other. By including the text-only version of the 
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test as a baseline, the effect of both data presentation formats can be established with 

respect to the absence of data presentation. In other words, it can be determined 

whether the data presentation makes a positive contribution, a negative contribution, 

or no contribution to improving understanding of policy-relevant education research 

evidence. 

The three different versions of the test were also intended to be representative of the 

different formats of research evidence to which educators would typically be exposed. 

5.3.6. Random allocation to control and treatments 

Randomization is a key aspect of the experimental design. Randomization is the most 

powerful technique to control for possible extraneous variables (Isaac & Michael, 1974). 

Its purpose is to remove bias in the matching of participant and treatment, so that each 

participant has the same probability of being matched with a particular treatment. 

Random assignment of participants to treatments is necessary to ensure that the group 

attributes for different treatments will be roughly equivalent. Therefore, any effect 

observed between the treatment groups can be linked to the treatment rather than to 

the characteristics of individuals in the group. 

Participants were randomly allocated to a variant of the test, so it was not possible to 

determine in advance the number of participants for each variant. The distribution of 

participants in the final test is shown below. There were three versions of the test: the 

control (x = text-only) and the two treatments (where xT = text plus tabulated data, and 

xV = text plus visualization). The order of the test sections was also randomized for each 

participant. Due to this being a between-subjects design, the control or treatment 

allocated to a participant was the same for each section in the test. Table 5 illustrates 

the between-subjects design. Each group of participants was randomly allocated one of 

the three presentation formats, and once allocated the presentation format was the 

same for each section of the test. The advantages and disadvantages of this 

experimental design are discussed below. 
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Table 5. Experimental design 

 Section 

1 

Section 

2 

Section 

3 

Section 

4 

Section 

5 

Section 

6 

Section 

7 

x  

Participants 
< ------------------------------------ Text-only ------------------------------------ > 

xT 

Participants 
< -------------------------- Text plus tabulated data --------------------------> 

xV 

Participants 
< ------------------------ Text plus visualization ------------------------ > 

 

Simple (or complete) randomization was used for this study, which randomly assigns 

participants into treatment groups individually – in this case, as soon as they started the 

test. The main problem with this approach is that it can lead to unequal sizes of 

treatment groups. This is not an issue for later analysis, unless the differences in 

treatment group sizes are by chance particularly large, which can decrease the power of 

a statistical test (Rosenberger & Lachin, 2002). Restricted randomisation schemes were 

also considered, in which the sample sizes would be equalized through non-random 

manipulation; however, the problem with forcing an equal sample size is that this instils 

selection bias through the non-random manipulation of the sample sizes (Schultz & 

Grimes, 2002).  

5.4. Target population 

The target population was defined as current and future educators and education 

leaders. This is the population to whom the findings of this study were generalized. 

5.4.1. Characteristics of the target population 

This study sought to operationalise the data literacy construct and evaluate whether it 

could be measured on a single scale of increasing proficiency. For the purpose of 

calibrating the data literacy test the aim was to obtain a broad, rectangular distribution 

of participant data literacy levels, since such a distribution is optimal for calibration 
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(Mills, Potenza, Fremer & Ward, 2005). For this reason, the target population was a mix 

of experienced educators and academics, as well as participants who were relatively 

new to education; the expectation was that this would lead to a broad range of 

experience and expertise with education data, and subsequently a broad range of data 

literacy levels. Random sampling of the target population was not conducted, as there 

was no (national) database which would meet the requirements from which a sample 

could be drawn. The random allocation of treatment to participants was used to control 

for possible extraneous variables (see Section 5.3.5). 

Educators and education leaders are a diverse group of people, though the following 

could be identified as their defining characteristics: 

• In developed countries, such as Australia, the target population of 

educators and education leaders would generally be highly educated. The 

minimum educational qualifications would depend on the country and the 

position, but school teachers and especially education leaders generally 

need to have at least an undergraduate university degree. For example, in 

the Australia state of Victoria, government primary and secondary school 

teachers need to have at least four years of tertiary education, with an 

approved teacher training component.29 

• The age range of the target population of educators and education leaders 

is around 20 to 65 years old, from the age in which suitable qualifications 

can be obtained to the age of retirement. 

• Educators and education leaders generally have a background in education 

through previous educational studies and/or work experience. 

The following sections discuss the data collection procedure, achieved sample size for 

the pilot test and the final test, and the recruitment methods used. 

                                                      
29 http://www.education.vic.gov.au/about/careers/teaching/pages/teachtypes.aspx 
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5.4.2. Achieved sample size and sample characteristics 

A total of 127 persons took part in the final study, for a total of 180 persons including 

the 53 participants of the pilot study. However, only the sample of 127 participants for 

the final test were used for further analysis and testing of the hypotheses. A higher 

sample size was aimed for, but it was not possible to obtain it due to the low response 

rate (see also Appendix 9 for a discussion of the recruitment methods and response 

rate). At the same time, a sample size of 127 is larger than in most previous studies that 

investigated the effect of different presentation formats. These studies typically had 

sample sizes of less than 100 participants, and in some cases less than 50 participants 

(e.g., Ainsworth & Loizou, 2003; Chandler & Sweller, 1991; Jarvenpaa, 1989; Mayer & 

Chandler, 2001; Mayer & Gallini, 1990; Teets, Tegarden & Russell, 2010). 

Table 6 below shows the distribution of the participants in the final and pilot tests by 

presentation format. The fourth presentation format, text and interactive visualization, 

was discontinued for the final test (see Appendix 10 for details).  

Table 6. Distribution of participants in the pilot and final tests 

 Pilot test 

 

Final test 

 

Text-only (x) 13 36 

Text and tabulated data (xT) 15 45 

Text and (static) visualization (xV) 16 46 

Text and interactive visualization 9 - 

Total 53 127 

 

For the final test, a sample of 46 was obtained for the text plus visualization test, 45 for 

the text plus tabulated data test, and 36 for the text-only test. The lopsided sample sizes 

were expected, but there was quite a big difference between the text-only test and the 

other two versions of the test. The obtained sample size was lower than the number 

aimed for, which was due to the difficulty of recruiting participants. Appendix 9 provides 

a detailed description of the recruitment methods used for both the pilot and final tests. 
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Sample characteristics 

The pilot test used a convenience sample consisting mostly of colleagues, family and 

friends who were informed of the test via e-mail. The obtained sample also included 

seven trainees of the UNESCO International Institute for Educational Planning in Paris. 

For the final test, the main recruitment sources were as follows: 

• Students of the Master of Teaching and Master of Education degrees at the 

University of Melbourne (Australia); 

• Students and faculty at the Assessment Research Centre, University of 

Melbourne (Australia); 

• Students of the subject Economics of Education in the University of 

Stellenbosch (South Africa); 

• Students at the Harvard Graduate School of Education (USA). 

A total of 60 University of Melbourne students participated in the paid sessions; all other 

participants were unpaid. Another 25 participants were students of the subject 

Economics of Education in the University of Stellenbosch, South Africa. A few of these 

participants self-identified within another category rather than as a student 

(presumably, those participants who were employed). Most of the other 42 participants 

of the final test were students and faculty at the Graduate School of Education at the 

University of Melbourne.  

The test was anonymous, but details on the participant’s age, occupation and sex were 

collected via an end-of-test survey. The results are described below. 

Participant distribution by occupation for the final test 

Figure 7 shows the percentage distribution of the 127 participants of the final test by 

occupation and presentation type (with the bars for each presentation type adding up 

to 100 percent). Although not part of the target population, some non-educators were 

also included; they were included to contribute to obtaining a rectangular distribution 

of participants (by having participants with a wide range of abilities and experiences), 

and also as a means of increasing the sample size (which is further discussed in Section 

10.3.4). The 127 participants included academics, researchers and experienced 
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educators and education leaders (expected to have higher levels of data literacy), 

student non-educators (expected to have lower data literacy levels), and by far the 

largest group, student educators (expected to have a wide range of data literacy levels). 

Student educators refers to university-level students in the field of education or 

following education courses as part of their study (such as the economics students at 

the University of Stellenbosch taking the course Economics of Education).  

A total of 7 educators and 18 education leaders participated, of whom 12 were 

researchers and academics in the education field, kept as a separate category in the 

graph below. The final category “Other” (non-educators), constituting 19 participants, 

were none of the above. Around half of the participants (a total of 67) voluntarily 

participated without payment; a common characteristic of this group is likely to be a 

strong interest in data and specifically in quantitative education-policy relevant 

education research, since they dedicated one hour of their time to this activity. 

 

Figure 7. Distribution of participants by occupation and presentation type 

 

Participant distribution by age and sex for the final test 

Figure 8 shows the distribution of participants by age and sex. There were a total of 70 

female participants, outnumbering male participants of whom there were only 57. 

However, in the oldest age bracket (46+ years old), male participants outnumbered 
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female participants. Given that most of the participants were students, the average age 

is quite young – around half of the participants were under 25 years old. Only 11 

participants were in the 36-45 age bracket, so relatively few mid-career participants 

took part. 

 

Figure 8. Distribution of participants by age and sex 

 

Generalizability of the findings to the target population 

The achieved sample included participants with a wide range of backgrounds, from 

students to educators and education researchers, with the aim of obtaining a 

rectangular distribution of participant data literacy levels as discussed in Section 5.4.1. 

This was largely successful, as the participants consisted of 20% educators and education 

leaders, 65% future educators and education leaders, and 15% other (non-educators), 

leading to a wide range of data literacy levels (see Section 8.3).  With respect to future 

educators and education leaders, the majority of the participants labelled as such were 

students of the Master of Teaching and Master of Education degrees at the University 

of Melbourne (Australia). These degree studies prepare students for a variety of 
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education-oriented career pathways besides teaching, including as policy makers and 

education researchers.  

Due to the low response rate, not many practising educators and education leaders 

participated. Therefore, this needs to be taken into account in the interpretation of the 

results.  

The generalizability of the findings is further discussed in Chapter 10. 

5.5. Data administration 

5.5.1. Pilot study 

Pilot testing was an important component of test development. It was required to 

evaluate and enhance construct validity, by evaluating the quality of the test items, 

analysing the hierarchy of item difficulties and removing or revising low quality, 

misfitting items (Izard, 2005; Wilson, 2005).  

Pilot testing was conducted to evaluate the quality of the test items. Linacre (1994b) 

indicated that 30 well-targeted participants should be sufficient for a well-designed pilot 

test, and at least 50 participants for obtaining useful, stable estimates, to be inflated by 

10% to 40% if there are “major sources of potential measurement disturbance, such as 

different testing conditions” (p. 328). The achieved sample size for the pilot was 53, 

which was considered sufficient for obtaining sufficiently stable estimates to evaluate 

item quality.  

Data collection commenced following ethics clearance from the University of 

Melbourne. The data collection for the pilot study was conducted between August 2012 

and February 2013. As part of ethics clearance, formal agreements were established 

with professors and collaborators at the University of Stellenbosch (South Africa), the 

UNESCO International Institute for Educational Planning (IIEP) (France), and Harvard 

Graduate School of Education (USA), who agreed to ask their students if they would like 

to participate in the study. 
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Given the very specific requirements of the test and experimental design, an online 

testing application was developed especially for the study. The pilot study piloted not 

only the test itself, but also the test platform developed, which was revised based on 

feedback from participants. The test platform is described in more detail in Section 6.4. 

5.5.2. Main data collection 

The main data collection was conducted between July and December, 2013. Computer 

labs were reserved at set times at the University of Melbourne for the 60 paid 

participants of the test, while the other 67 participants took the test in their own time. 

As discussed in Section 5.4.2, the main data collection involved participants from the 

University of Melbourne (Australia), University of Stellenbosch (South Africa) and 

Harvard Graduate School of Education (USA). The recruitment methods are detailed in 

Appendix 9.  

5.5.3. Incentives for participating in the final test 

Due to the very low response rate for the pilot test, various types of incentives were 

considered to increase participation rates for the final test. 

Singer, Hoewyk, Gebler, Raghunathan and McGonagle (1999) carried out a meta-

analysis of 39 experiments in interviewer-mediated surveys and found that incentives 

do generally increase participation rates, in particular when the response rate without 

an incentive is low – which was the case for this study. It also found that cash incentives 

are generally more effective than gift incentives.  

There are two common approaches to incentivizing participants to take part in a study 

or survey: a fixed payment or prize, or a lottery incentive.  

Based on the literature, lottery incentives do tend to increase the response rate, but the 

effect is inconsistent, depending on variables such as the target population, activity and 

kind of incentive. Across different studies, the use of a lottery as an incentive ranged 

from no impact at all to increasing participation by up to 34% (e.g., C. Cobanoglu & N. 
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Cobanoglu, 2003; Heerwegh, 2006; Laguilles, Williams & Saunders, 2011; Singer et al., 

1999).  

Various studies have shown that fixed payments provide a larger and more consistent 

increase in the response rate compared to lottery incentives (e.g., Halpern et al., 2011). 

However, they also tend to be more expensive. Larger incentives are not necessarily 

better than smaller incentives (Porter & Whitcomb, 2003). Studies have found little or 

no increased impact of larger cash incentive beyond a certain base value at which 

participants are incentivized – such as beyond $50.  

Participation rates can also be significantly increased by e-mailing a second or third time, 

and this may increase the participation rate more than any cash incentive could. 

The following techniques were also used to increase the response rate: 

• Appealing to the person’s self-interest, by indicating that the test provides an 

opportunity to learn about important equity issues in education, and to test 

their ability to apply 'evidence-informed thinking'. 

• Appealing to the person’s interest to contribute to society, by indicating that 

their participation would contribute to building crucial knowledge for educators 

and improving research-policy linkages. 

• Making the test less intimidating, by referring to it as a ‘quiz’, and clearly 

specifying that it required no prerequisite knowledge. 

• Indicating that results would be shown immediately following completion of 

the test. As discussed in Chapter 4, automatic scoring with immediate results is 

one of the advantages of the multiple-choice test format over the constructed-

response format. 

5.6. Data analysis 

5.6.1. Measurement models 

Measurement models relate test scores to the construct being measured (Wilson, 2005). 

They comprise of a set of concepts and techniques for analysing and interpreting the 

results of the test, and for evaluating reliability and validity. This section discusses the 
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two predominantly used measurement models, classical test theory and item response 

theory. 

Classical test theory 

Classical test theory (CTT) arose in the first decades of the 20th century and led to the 

establishment of key concepts in test development such as true score, reliability, validity 

and item discrimination (Baker & Kim, 2004). In classical test theory, the true score 

represents a person’s actual level with respect to the latent variable being measured. 

The value of the true score cannot be obtained, only estimated, through a person’s test 

score. The test score might be higher or lower than the person’s true score due to 

random error.  In the classical test model, the expected score (X) of a person on a test is 

the sum of the true score (T) and the error of measurement (E), represented through the 

simple linear formula X = T + E (Allen & Yen, 2002). 

Different expected scores in repeated measures are assumed to be entirely due to 

random error rather than any variation in the true score, which is assumed to remain 

constant for a particular person. Furthermore, the error of measurement is assumed to 

be completely random and therefore as likely to increase as to lower the score (DeVellis, 

2006). This means that if a test is repeated many times, further assuming that one 

testing does not influence another, the mean of the error values will approach 0. If the 

test were repeated an infinite number of times, random error would be removed from 

the equation and the mean of the observed scores would be equal to the true score. Of 

course, in practice it is impossible to repeat a test an infinite number of times, let alone 

infinite testing without any influence of one test on another. Therefore, the true score 

is impossible to obtain and is a hypothetical value. 

Two key item statistics used in test development based on classical test theory are item 

difficulty, often referred to as the p-value, and item discrimination. 

Item difficulty in classical test theory 

In classical test theory the item difficulty is represented through the p-value. The p-value 

is the proportion of participants who answered correctly, so a high p-value indicates an 

easy test item and a low p-value indicates a difficult test item. An item with a p-value of 
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0.5 provides the highest possible level of differentiation between respondents, whereas 

an item with a p-value of 1 or 0 (everyone gets it right or wrong) does not differentiate 

between respondents at all (Kline, 2005). However, the test should not only have items 

with a p-value close to 0.5. If all items have a p-value close to 0.5 and the items are highly 

correlated – that is, those who are able to correctly answer one item right are very likely 

to correctly answer the other items, then the test overall does not differentiate well 

between respondents. For example, if each test item has a p-value of 0.5 for a particular 

group of test takers and the items are perfectly correlated, this means that half of the 

respondents got all the items right and the other half got all the items wrong. In this 

hypothetical scenario the test does not differentiate between individuals in the two 

groups of respondents at all. In order to be able to differentiate between respondents 

across the ability spectrum, tests generally need to have items with a range of 

difficulties. 

Item discrimination in classical test theory 

Item discrimination, the ability of the item to differentiate between individuals at 

different ability levels, can be measured through the point-biserial correlation (Le, 

2012). The point-biserial correlation is one of the statistics typically used to evaluate the 

quality of an item. The point-biserial of the key (or correct answer) should be the highest, 

indicating that correctly answering the test item is correlated with a higher score on the 

test. A small or negative point-biserial correlation suggests that an item is either 

incorrectly scored or is not measuring the same construct as the other items in the test. 

The point-biserial of the non-key categories or distractors should be lower than the key 

and are generally expected to be below 0, indicating that answering the item incorrectly 

is correlated with a lower score on the test.  

The corrected point-biserial (or item-rest correlation) is often used instead of the point-

biserial, and is slightly more robust; it refers to the correlation between an item score 

and the total score after removing the item score from the total score (Le, 2012). It is 

similar to the item-total correlation, but unbiased by the contribution of the item itself 

to the total score. 

Reliability in classical test theory 
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Reliability in the context of test development means repeatability or consistency (Bond 

& Fox, 2012; Wilson, 2005). A reliable test is one which consistently gives the same result 

when repeated under the same circumstances.  

In classical test theory, Cronbach’s alpha is a commonly used measure of test reliability, 

and is generally seen as a test’s lower bound of reliability (Cortina, 1993; Miller, 1995). 

Chronbach’s alpha is the proportion of variance in item scores which are attributable to 

a common source, which is presumably the latent variable being measured. It is a 

measure of the internal consistency of a test, and increases as the intercorrelations 

between test items increases. The theoretical maximum Cronbach’s alpha value is 1 for 

a perfectly reliable test. This is impossible to obtain, as it would mean that the test score 

is equal to the true score and there is no random error.  

Two ways of increasing reliability are increasing the number of items and ensuring the 

items have a higher discrimination (Black & Wiliam, 2012). If items are better able to 

discriminate between individuals with high overall scores and those with low overall 

scores, then they have higher internal consistency in terms of similarly ordering 

individuals by ability (Black & Wiliam, 2012). 

In order to determine reliability, the items in a test are all assumed to be strictly parallel 

items. This means that all items need to be indicative of the single underlying latent 

variable (DeVellis, 2006). In other words, as a set they must be unidimensional. The 

assumption of unidimensionality is further discussed below. 

Item response theory and the Rasch model 

Item response theory (IRT) came to prominence in the 1970s and 1980s and is now 

widely used together with classical test theory for developing and analysing 

standardized tests. Unlike classical test theory which focuses mainly on models and 

statistics at the test-level, item response theory is expressed at the item level as well as 

the test-level (Wilson, 2005). The major limitation or weakness in classical test theory 

which is addressed by item response theory is the circular dependency of item and 

person statistics (Fan, 1998). That is, in classical test theory, person statistics (observed 

and true scores) are dependent on the item sample, and item statistics (item difficulty 
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and discrimination) are dependent on the person sample. Person scores would be lower 

on a difficult test and higher on an easy test. In terms of item statistics, the item difficulty 

is affected by the ability level of the sample of respondents and the item discrimination 

is affected by how heterogeneous the sample is (with higher discrimination indices 

obtained if the sample is more heterogeneous). In item response models, in contrast, 

item and person statistics are sample independent (Hambleton & Jones, 1993). This 

means that person parameters are independent of the sample of items, and item 

parameters are independent of the sample of persons. In item response theory, item 

difficulty and person ability are scored on the same metric through a process called 

calibration, allowing them to be meaningfully compared. These characteristics of item 

response models open up many new opportunities for item and test analysis. For 

example, it can be used to make meaningful comparisons of test item characteristics 

across groups which took the same test, or across test item characteristics taken by the 

same group (Reise, Ainsworth & Haviland, 2005). In the Rasch model, a specific item 

response model, the probability of correctly answering an item is a function of the 

difference between item difficulty and person ability (Rasch, 1980). When item difficulty 

and person ability are equal on the calibrated scale, the probability of answering the 

item correctly is 50%. 

Item difficulty and person ability 

Key concepts in item response theory are the respondent location, symbolized as theta 

θ, and item location, symbolized as delta δ, which in assessment and ability applications 

refer to respondent ability and item difficulty, respectively. In the Rasch dichotomous 

model, a special case of item response theory, the probability of the observed item 

responses is modelled as a function of the person and item location (Wilson, 2005). Both 

the respondent and the item are considered to have a certain amount of the construct 

as measured through the respondent ability and the item difficulty. When the 

respondent ability is equal to the item difficulty, the probability of a respondent 

answering the item correctly is exactly 50%. If the respondent ability is higher than item 

difficulty, then the respondent has a greater than 50% change of answering correctly, 

and if it is lower, the respondent has less than 50% chance of answering correctly. The 
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probability is determined by the distance between respondent ability and item difficulty, 

expressed through the following equation: 

Equation 1.  

Probability �� =  1 |θ, δ)  = �����
�1 + �����) 

The ability and difficulty estimates are expressed in the form of logits, where the average 

of item difficulties is conventionally set at 0 logits, and high values indicate higher ability 

or difficulty, and low values indicate lower ability or difficulty. 

The ConQuest software can calculate the average ability of respondents for each 

response category in an item (Wu, Adams, Wilson & Haldane, 2008). This can be used to 

evaluate whether the average ability of respondents who selected the key (answered 

correctly) is higher than the average ability of respondents who selected another 

response category. If this is not the case, it indicates that there may be a problem with 

the item.  

A plot of item difficulties against respondent abilities, also known as a Wright map, plots 

each item and respondent on the same logit scale (Bond & Fox, 2012). It can be used to 

identify test items which are too easy or too difficult, in that they are below or beyond 

the ability level of the respondents, and may thus need to be revised or replaced.  

Reliability in item response theory 

No test is perfect. In an ideal world, a data literacy test would determine the exact item 

difficulties and person abilities and reproduce those exact same measures each time the 

test is taken. In practice, there are of course many potential sources of error. Test 

reliability indicators are used to evaluate the extent of the measurement error, which is 

the residual that is left unexplained by the model used (Wilson, 2005).  

Test reliability can be evaluated through the Rasch measurement model by using item 

and person separation statistics (Bond & Fox, 2012; Wright & Stone, 1999). Separation 

can be imagined in terms of the location of items and persons along a line, where 

persons and items on the left side have low ability and difficulty, and persons and items 
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on the right side have high ability and difficulty, respectively. If the item separation is 

too narrow (i.e., items are clustered together), it does not differentiate sufficiently 

between person abilities in order to distinguish them. If it is too wide (i.e., items are far 

apart), the measurement of person ability is too imprecise. Similarly, if persons are too 

clustered together or too far apart along this line, then the item difficulties cannot be 

reliably measured. 

The item reliability index indicates the replicability or stability of item placements (which 

can be imagined along the line described above) if another equal size sample with the 

same locations was given the same items (Bond & Fox, 2012). If the persons are too 

clustered or far apart, then the item reliability index will be lower because their exact 

location cannot be reliably determined. Similarly, the person reliability index indicates 

the replicability or stability of person placements if the same person sample was given 

a parallel set of items (i.e., an equal number of items with the same locations measuring 

the same construct) (Bond & Fox, 2012). If the items are too clustered or far apart, then 

the person reliability index will be lower because their exact location cannot be reliably 

determined. The person reliability index is a similar measure to Cronbach’s alpha. The 

item and person reliability indices range from 0 to a maximum of 1, where a value close 

1 indicates a higher reliability. 

Construct validity  

Validity is concerned with evaluating whether the variable measures or test scores can 

be meaningfully interpreted in terms of the defined theoretical construct (Adcock, 2001; 

Kane, 2001). It is thus an evaluative judgement of the meaning of the test scores, and to 

which extent the test scores correspond to the construct being measured (Messick, 

1995). A test can have high reliability but low validity if it consistently measures 

something, but that something is not what it is intended to measure. 

Traditionally, three types of test validity have been distinguished, namely content, 

criterion, and construct validity (Messick, 1995). By the end of the 1970s, construct 

validity came to be seen as a unified framework for validity (Kane, 2001). 
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Construct validity requires a theory of the construct, which entails defining what it is as 

well as the hypothesized levels of difficulty of the construct. The construct validity of the 

test can then be evaluated by comparing the extent to which item difficulties in the 

calibrated test correspond to the hypothesized item difficulties in the construct 

developed. The hypothesized levels of the data literacy construct are defined in Chapter 

6, and its correspondence with the calibrated test is discussed in Chapter 8. 

Item and person fit validity 

Item and person fit validity is measured in terms of the consistency of the observed 

response pattern for items and persons (Wright & Stone, 1999). Infit and outfit statistics 

are used to indicate the degree to which item and person observations fit the Rasch-

modeled expectations (Bond & Fox, 2012). Infit and outfit statistics indicate variation 

between the observed and the model-predicted, theoretically expected value. They can 

be calculated for both items and persons to evaluate item and person misfit, 

respectively. Values greater than 1 (underfit) are indicative of greater variation than 

predicted by the model, for example, a person correctly answering questions above their 

ability level and incorrectly answering questions below their ability level. Values lower 

than 1 (overfit) are indicative of less variation than predicted by the model, i.e., where 

the response pattern is too perfect with little natural variation. The infit, or weighted 

mean-square, is more sensitive to inliers, i.e., the performance of persons closer to the 

item value. The outfit, or unweighted mean-square, is not weighted and is therefore 

more sensitive to outliers, i.e., the performance of persons far from the item value. Bond 

& Fox (2013) suggest that values greater than 1.3 or less than .75 are a possible cause 

for concern for samples less than 500. A value of 1.3 indicates that there is more than 

30% more variation in the observed data than predicted by the Rasch model (1.3 – 1 

multiplied by 100), and a value of .75 indicates that there is 25% less variation than 

predicted (1 – .75 multiplied by 100). A second fit index, the weighted t, is also 

sometimes used to test the statistical significance of the infit and outfit values (Wilson, 

2005).  

What distinguishes Rasch models from other psychometric models is that it is primarily 

concerned with the extent to which the data fits the model, rather than the extent to 
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which the model fits the data. Misfitting items are typically revised or removed and 

sometimes misfitting persons are removed if they do not fit the model. However, data 

are never expected to perfectly fit the Rasch-model – only to a reasonable degree.  

5.6.2. Item evaluation criteria 

This section summarizes different criteria for evaluating item quality, drawing on the 

concepts discussed in the previous section. These criteria are used to identify potentially 

problematic items which are not behaving as expected.  

Traditional item analysis  

The item-rest correlation 

The item-rest correlation is the correlation between an item score and the total score, 

after removing the item score from the total score. Values close to 1 indicate that high 

scorers answer the item correctly more frequently than low scorers. The maximum value 

of 1 indicates that every participant who correctly answered the item scored better on 

the test than any participant who answered incorrectly. A small or negative value 

suggests that an item is either incorrectly scored or is not measuring the same construct 

as the other items in the test. For dichotomous items this is equivalent to the point-

biserial correlation for the key category (OECD, 2009). 

Cronbach's Alpha 

Cronbach’s alpha is a coefficient of internal consistency of a test or scale (Tavakol & 

Dennick, 2011). To verify the effect of an item on internal consistency, the change in 

Cronbach’s alpha following the removal of an item can be calculated. Items which are 

negatively impacting the internal consistency of the test are those which lead to an 

increase in Cronbach’s alpha when removed. 

Item response based item analysis 

Item delta 

Through the Rasch model, person ability and item difficulty (delta) estimates are 

calibrated on the same logit scale. If the delta for an item is above the person abilities 
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range in the calibrated scale, it is indicative of a very difficult item, but it may also 

potentially indicate a problematic or misleading item. 

Plausible value average 

The plausible values average for different response categories in a multiple choice item 

indicates the average ability of persons responding in each response category. The 

plausible value average can thus be used to evaluate whether the different response 

categories are behaving as expected. The plausible value average for a non-key category 

should not be equal to or higher than the plausible value average of the key (OECD, 

2009). 

Outfit and infit MNSQ 

For sample sizes lower than 500, Bond and Fox (2013) proposed a flagging criteria for 

outfit and infit MNSQ of less than 0.75 or greater than 1.3, signifying overfit and underfit, 

respectively. 

5.6.3. Many-facet Rasch analysis 

As discussed above, the dichotomous Rasch model models performance as a function of 

two facets, item difficulty and person ability. The many-facet Rasch model is an 

extension of the dichotomous Rasch model which can be used to analyse the effect of 

other facets, such as the effect of a rater evaluating the score a person receives for each 

item (Bond & Fox, 2012; Linacre, 1994a; Wu, Adams, Wilson & Haldane, 2008). To 

determine the effect of the treatment on test difficulty, treatment was considered as 

the third facet in the many-facet Rasch model. Person ability and item difficulty 

estimates were therefore estimated as an outcome of the interaction between the three 

facets: person, item and treatment.  

The purpose of using many-facet Rasch analysis was to test the hypotheses relating to 

the effect of presentation format on data literacy levels. Rasch analysis and specifically 

Rasch many-facet analysis has several advantages compared to the types of analysis 

used in previous research which investigated the effect of different presentation 

formats. Previous research on the effect of data presentation analysed differences in 
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treatments through statistical significance tests based on raw scores. An important 

advantage of Rasch is that the treatment measures are invariant across different groups 

of persons and items – that is, they are sample free (Wright & Panchapakesan, 1969). 

This enables more objective generalizations to be made beyond the sample of persons 

and items used in the study. A second advantage is that many-facet Rasch analysis 

calibrates items, persons and other facets – in this case treatments – on a common log-

linear scale (Lunz, Wright & Linacre, 1990). The magnitude of the treatment effect can 

therefore be interpreted using the same scale as person ability and item difficulty 

measures. As pointed out by Linacre, Engelhard, Tatum and Myford (1994), “linear 

statistical techniques, such as analysis of variance…are more productive when applied 

to linear, rather than ordinal, scales” (p. 572). Additionally, the fit between the observed 

response patterns for the treatments with the expected response patterns can be 

determined. This allows one to evaluate whether the tests for the different treatments 

support the unidimensional assumption of the Rasch model and thereby the notion that 

they measure the same underlying data literacy construct. 

5.6.4. Testing the hypotheses 

Chi-squares and t-tests can be used to test for the hypothesis of significant differences 

in facet estimates (Linacre, 2014b). The chi-square test of parameter equality was used 

to test the null hypothesis (H0) that there was no difference in data literacy across the 

three treatment groups. The one-tailed independent sample t-test was used to test the 

directional hypothesis (H1), which stated that the text plus visualization group (xV) 

would have higher levels of data literacy compared to the text-only group (x), as well as 

the second directional hypothesis (H2), that the text plus visualization group (xV) would 

have higher levels of data literacy compared to the text plus tabulated data group (xT). 

As discussed in Chapter 4, prior research on the effect of data presentation has been 

limited to statistical analysis of raw scores, without justification of the scoring 

mechanism and the underlying construct. Rasch measurement can be used to order test 

items according to their difficulty and persons according to their ability on a linear 

measurement scale (Bond & Fox, 2012). The Rasch model was used as an alternative 
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statistical method for comparing the three groups of participants based on mean ability 

estimates. 

The required sample size can be estimated based on the statistical significance criterion 

used in the test, as well as the desired magnitude of the effect of interest in the 

population. Power analysis was used to determine the minimum required sample size in 

order to detect an effect of a given size using one-tailed t-tests. The power of a statistical 

test is the probability of rejecting a false null hypothesis. It is the probability of not 

committing a Type II Error, discussed below. As the power increases, the chance of a 

Type II error decreases. 

Type I Error  

A Type I error or “false positive” occurs when the null hypothesis is incorrectly rejected 

in favour of the alternative. For this study, Fisher’s criterion will be used which is a .05 

(or 5%) probability of a Type I error, meaning that 95% confidence is required that the 

null hypothesis is correctly rejected. 

Type II Error 

A Type II error is the opposite of a Type I error, and is the false acceptance of a null 

hypothesis. In other words, it can be seen as the error of excessive scepticism. Cohen 

(1992) suggests that the maximum probability of a Type II error would be .2 (or 20%), 

meaning that in a population in which an effect does exist, it would fail to be detected 

in 20% of the samples.  In this case the statistical power equals 1 minus the Type II error 

= .8. This is generally considered to be the lowest acceptable value, because otherwise 

the risk of a type-II error is too high (Freedman, Back & Bernstein, 2001). A statistical 

power higher than .8 may be desirable, but is often prohibitively difficult to obtain due 

to the required sample size (Murphy, Myors & Wolach, 2009). 

There is a trade-off between Type I and Type II errors: if we lower the possibility of 

accepting an effect as genuine, then we increase the probability that we would reject an 

effect that does exist. If the Fisher’s significance criterion of .05 is used, the probability 

of obtaining the observed effect when the null hypothesis is true must be less than .05. 
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When using a larger significance criterion (such as .1), the power of the test is increased. 

It increases the chances of rejecting the null hypothesis when it is false, but also 

increases the risk of obtaining a statistically significant result when in fact the null 

hypothesis is true (i.e., a Type I Error). Or vice versa, when using a smaller significance 

criterion (such as .01), one risks that the study may be insufficiently powerful to detect 

a difference at this significance level. The only way to minimize both Type I and Type II 

errors is by increasing the sample size. 

Values for α of .05 and power of .8 are the widely accepted minimum α and power 

values, which are generally used except where large samples permit a higher level of 

significance and power (Murphy, Myors and Wolach, 2009). 

Type III Error 

A Type III error occurs when the null hypothesis is rejected for the wrong reason. This 

occurs if an unknown process leads to rejection of the null hypothesis. 

Sample size calculations 

The G*Power software was used to calculate the required sample size for the final test 

which would be sufficient to test the hypothesis using one-tailed t-tests, with α of 0.05 

and power (β) of 0.8 as described above, for different effect sizes (Faul, Erdfelder, Lang 

& Buchner, 2007). The effect size is a measure of the strength of the relationship 

between two variables, or two treatments, in a statistical population (Field, 2005). The 

lower the effect size, the larger the sample size required to detect such an effect. The 

expected effect size for the two comparisons of treatments (xV and x, and xV and xT), 

was unknown, since this study was the first to look at the effect of data presentation 

with respect to a data literacy, as well as more generally, the first to test the effect of 

presentation format in a test assessing higher-order cognitive skills. However, there 

have been studies with some similarity to the current study, which looked at task 

performance with different presentation types using a similar between-subjects 

experimental design. Across these different studies, large effect sizes were often found, 

but depending on the kinds of tasks as well as the kind of presentations being compared. 

For example, Mayer and Gallini (1990) found a large effect for explanative illustrations 
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included with text on recall of explanative information, compared to text without 

illustrations, for participants with low prior-knowledge (t(22) = 4.53, p < .001, d = 1.93). 

Research on the comparison of graphs and tables for tasks requiring an understanding 

of relationships also found relatively large effect sizes (Anderson & Reckers, 1992; 

DeSanctis & Jarvenpaa 1989; Hard & Vanecek 1991). However, in these studies the data 

presentation was completely changed, whereas in this study, data presentation is only 

part of the overall test design, complementing the text.  

Because of the uncertainty of effect size, it was conservatively assumed that it would be 

a medium sized effect. A table was generated with a range of sample sizes required to 

test the hypotheses based on a range of effect sizes, using Cohen’s d, which is commonly 

used for t-tests. Cohen’s d of .20, .50 and .80 are generally considered to respectively 

represent small, medium and large effect sizes (Cohen, 1992), although the 

interpretation of effect size depends on the design and purpose of the study. 

Correcting for multiple comparisons 

For each comparison the chance of committing a Type I error – observing a significant 

result by chance – is increased. A correction procedure for multiple comparisons would 

therefore need to be applied to the p-values of the t-tests in order to determine if it 

would alter the findings. The Bonferroni correction has historically been a very popular 

approach, however, its shortcoming is that it reduces the Type I error at the expense of 

Type II error, i.e., it increases the chance that a significant result is not detected (Gelman, 

Hill & Yajima, 2012). The Bonferroni correction aims to reduce the probability of even 

one false positive at the cost of increased rates of false negatives. It is calculated by 

dividing the desired significance level α by the number of statistical tests conducted. 

Depending on the purpose of the study, this may be too strict an approach (Noble, 

2009). A more recent development is to control for the false discovery rate, which is the 

expected proportion of false positives (Benjamini & Hochberg, 1995; Gelman, Hill & 

Yajima, 2012; Thissen, Steinberg & Kuang, 2002). The Benjamini-Hochberg correction for 

controlling the false discovery rate achieves a balance between controlling the Type I 

and Type II errors (Ferreira & Zwinderman, 2006). The sample size calculations below 

use the conservative approach of the Bonferroni correction, which requires a larger 
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sample size than the Benjamini-Hochberg correction. With the Benjamini-Hochberg 

correction, the t-tests are only significant at the .05 level if p < .025 (.05 divided by two). 

The sample size for the three groups was calculated by multiplying the value for two 

groups by 1.5. Both the Bonferroni and Benjamini-Hochberg corrections were applied to 

verify that the results from the two corrections were consistent with each other, as per 

the recommendation by Dr Michael Linacre (personal communication, September 25, 

2015). 

The results are shown in Table 7, with Cohen’s d ranging from .40 to .60 (based on a 

medium effect size of .50 plus or minus .10), with α of .05 and power of .80 (calculated 

using the G*Power software). 

Table 7. Effect size d and required sample size, with α of .05 and power of .80 

Number of treatment groups Effect size d 

.40 .50 .60 

2 groups (one-tailed t-tests) 156 102 72 

3 groups (two one-tailed t-tests) 234 153 108 

2 groups Bonferroni corrected 200 128 90 

3 groups Bonferroni corrected 300 192 135 

 

Accommodating for unevenness of sample size 

Because the treatment was randomly allocated, it was not possible to determine the 

unevenness of sample size. The ratio of the two samples being compared has an effect 

on the sample size required to achieve the specified level of α and power. To obtain an 

estimate of the extent to which the sample sizes might be lopsided, a table was 

generated with 1000 simulations of sample selections for three treatments from a total 

sample of 150. The most lopsided ratio of samples for two treatments was 1.97. An 

allocation ratio of two to one was therefore considered as the most extreme potential 

scenario for a lopsided sample size ratio. The G*Power software was used to determine 

the effect of such a lopsided sample size ratio (Faul, Erdfelder, Lang & Buchner, 2007). 

Where the allocation ratio of the two samples was two to one, the increase in sample 

size α of .5 and power of .80, Bonferroni corrected, was around 13%. Therefore, the 
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sample sizes in Table 7 would need to be further increased by around 13% if potentially 

extreme lopsided sample ratios were to be taken into consideration. 

Given the uncertainty in both the sample ratios and effect sizes which would be 

obtained, the aim was to obtain a sample size of at least 200 in order to reliably detect 

a treatment effect of 0.5. The obtained sample size was considerably smaller, which had 

implications for the power of the statistical tests conducted. This is further discussed in 

Chapters 8 and 9. 

5.6.5. Software and data preparation  

The Rasch analysis software ConQuest (Wu, Adams, Wilson & Haldane, 2008) was used 

to generate the item and item-level statistics used to evaluate both the pilot and final 

test and the extent to which items fit the Rasch model. ConQuest was also used to 

conduct the many-facet Rasch analysis. SPSS was used for the analysis of the raw data, 

and to obtain the Cronbach’s alpha statistics. The statistical methodologies used for the 

data analysis are described in more detail below. 

Data from the pilot and final tests were recorded by the online testing application in the 

Excel-compatible Comma Separated Values (CSV) format. Data was recorded in separate 

files for each participant, and a unique ID for each participant was randomly generated. 

Individual data files for each participant were merged into a master SPSS file and 

exported into a format compatible with ConQuest. It included the participant’s 

responses to each of the questions, the time taken for each section, the total time taken 

for the test, the final result, responses to the short survey at the end of the test, and the 

date. 

The data for the final test also included the time spent by participants on each question 

within each of the sections of the test, to get a more detailed overview of how much 

time participants spent on each component. The final test also added an option to 

include comments for each of the items as described above, which was recorded as well. 

The pilot test consisted of 27 items and the final test consisted of 30 items. For both the 

pilot and final test, all test items were scored as either 0 (incorrect) or 1 (correct). 
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5.7. Summary 

This chapter began by outlining a conceptual framework drawing out key lessons 

learned from previous chapters. It modelled the relationship between evidence-

informed policy and practice, data literacy, and data visualization, as well as the 

relationship between data presentation and the theories of cognitive fit, cognitive load 

and the proximity compatibility principle. These models formed the basis for the 

development of the research questions and hypotheses. 

Subsequently, the chapter described the experimental research design used in this study 

to investigate the effect of different presentation formats on data literacy levels within 

the context of understanding policy-relevant education research evidence. A between-

subjects design was used where participants were randomly assigned to the control – a 

text-only information presentation (x), or one of two treatments – text plus tabulated 

data (xT), and text plus visualization (xV). Possible threats to internal validity and 

external validity of the between-subjects design were considered, and the 

corresponding measures were discussed.  

The two measurement models classical test theory and item response theory were 

discussed in terms of how they would be used in the evaluation of the reliability and 

validity of the test (see Chapter 7). The measurement model for testing the hypotheses 

was the many-facet Rasch model, which is an extension of the Rasch model. Through 

the many-facet Rasch model, parameter estimates for the control and two treatments 

can be obtained through calibration of the model with the three facets person ability, 

item difficulty and presentation format. Chi-squares and t-tests can be used to test for 

the hypothesis of significant differences in facet estimates. The chapter further 

discussed the sample size calculations for testing the hypotheses, and the characteristics 

of the sample obtained. 
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6. Test development 

This chapter outlines and describes the stages in the construction of the data literacy 

test. The following is an overview of the eleven stages in the construction of the test, 

which is loosely based on the stages proposed by Izard (2005): 

1. Content analysis and test blue print 

2. Test content and item writing 

3. Design of data tables and visualizations 

4. Development of the test platform 

5. Test structure 

6. Item panelling 

7. Data collection for the pilot test 

8. Evaluation of the pilot test items 

9. Revisions to pilot test items 

10. Data collection for the final test 

11. Evaluation of final test and test items 

Certain aspects of the test development were unique to this study and the research 

design, in particular: the design considerations for the data tables and visualizations, and 

the development of a new test platform. Both were necessary to meet the unique 

requirements of the research design. The following sections discuss these and other 

aspects of test development, focusing on the first five stages – from establishing a test 

blueprint to describing the test structure. Stages six to eleven, concerning the evaluation 

of the pilot and final test and item characteristics, are discussed in Chapter 7.  

6.1. Content analysis and test blueprint 

6.1.1. Hypothesized hierarchy of data literacy levels  

This study is concerned with data literacy from the point of view of education leaders’ 

and educators’ occupational requirements for policy making and implementation. This 

makes it much more specific than general, non-context specific conceptualisations of 

data literacy and statistical literacy, yet broader than previous conceptualisations within 
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educational contexts which focus on school and student level data (and especially 

assessment data). These different perspectives and frameworks, discussed in Chapter 3, 

were drawn upon in defining a hypothesized data literacy construct. 

Previous studies by Watson and Callingham (2003) and Pierce et al. (2012, 2014) found 

that statistical literacy can be measured on a hierarchical unidimensional scale. Given 

the parallels between statistical literacy and data literacy, it was hypothesized that data 

literacy could also be measured along a hierarchical unidimensional scale. Since there 

were no existing hierarchies of data literacy competencies to draw on or build upon, it 

was necessary to develop one for the purpose of this study. 

Figure 1 in Section 3.3.2 illustrated the overlapping areas of competency for statistical 

literacy, data literacy, and statistical reasoning and thinking. Based on the review of 

professional standards for teachers and education leaders, the area of competency 

associated with statistics education (area A in Figure 1) was not considered to be part of 

the occupational requirements of policy makers, educational leaders and teachers. 

Likewise, technical data literacy skills (area B in Figure 1) are of limited relevance to 

educators and education leaders, and were also not included in any of the professional 

standards reviewed (however, they may be relevant for education researchers working 

with data). The most relevant areas of competence in the context of understanding and 

applying policy-relevant evidence were considered to be general data literacy 

competencies (area C in Figure 1), for the analysis of student and school level data, and 

higher-order ‘statistical thinking’ skills (area D in Figure 1). These higher-order skills, such 

as being able to analyse and critically evaluate data, and derive the big picture 

implications, are necessary skills for deriving the broader implications of policy-relevant 

evidence as argued in Chapter 3. 

Table 8 below shows the hypothesized data literacy levels, including the key 

competencies associated with each level. It was developed based on the identified areas 

of competency (areas C and D in Figure 1), and elaborated and arranged hierarchically, 

drawing on the hierarchies and frameworks discussed in Section 3.3.3 and in particular 

the Cognitive Process dimension categories from Bloom’s revised Taxonomy which are 

included in the table. Level 1 of the hypothesized data literacy scale encompassed the 
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first two Cognitive Process dimension categories (Understand and Apply), Level 2 

encompassed the subsequent two Cognitive Process dimension categories (Analyze and 

Evaluate), while Level 3 encompassed the last two Cognitive Process dimension 

categories (Evaluate and Create). Cognitive Process dimension category Evaluate 

therefore overlaps Levels 2 and 3 of the hypothesized data literacy scale. 

As noted by Amer (2006) and Krathwohl (2002), the Cognitive Process dimension 

categories from Bloom’s revised Taxonomy are not completely separate and overlap to 

a certain extent. For the Cognitive Process dimension category Evaluate, this overlap is 

also apparent in conceptualizations of data literacy and similar concepts such as 

statistical literacy, statistical reasoning and statistical thinking, as discussed in Chapter 

3. For example, evaluation and analysis of mathematical information were grouped 

within the same competency level in the framework for PIAAC numeracy (PIAAC 

Numeracy Expert Group, 2009). In conceptualizations of statistical thinking, on the other 

hand, evaluation is grouped with creation (the term used is generate, which is associated 

with Create in Bloom’s revised Taxonomy) (Ben-Zvi & Garfield, 2004; Chance, 2002; 

Garfield, delMas & Zieffler, 2010). Bringing forward another point of view, it was 

specified in Section 3.3 that the process of creation involves a type of evaluation (that 

is, the evaluation of different parts and how they might fit together), suggesting that 

Evaluate is closely linked to Create (Anderson et al., 2001). However, in the professional 

standards for teachers from Australia and New Zealand, which were reviewed in Section 

3.2.3, being able to evaluate was considered an important skill for teachers, suggesting 

that Evaluate as a Cognitive Process dimension category should not be limited to the 

highest data literacy level; as discussed in Section 3.5, the data literacy requirements for 

educators and education leaders are different, and teachers would not be expected to 

have the competencies associated with the highest level of data literacy.  

From this review, it became apparent that Evaluate is a broad concept which could fit 

both in Level 2, in which it would be more closely associated with Analyze, as well as in 

Level 3, in which it would be more closely associated with Create. Evaluate was therefore 

hypothesized to overlap across two different levels in the Cognitive Process dimension 

categories and corresponding data literacy competencies, as shown in Table 8.   
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Table 8. Data literacy levels with hypothesized Cognitive Process dimension 
categories and corresponding data literacy competencies 

Data literacy 

levels 

Cognitive 

Process 

dimension 

categories 

Hypothesized data literacy competencies in each 

data literacy level 

 

Level 1: 

Understand 

the context or 

problem 

Understand 

 

Demonstrates an understanding of the relationship 

between quantitative concepts by identifying a 

correct interpretation or summary of this 

relationship, or a trend or pattern emphasizing this 

relationship.  

Apply Demonstrates the ability to solve a quantitative 

problem by applying statistical principles 

concerning two or more quantitative concepts. 

Level 2:  

Analyse the 

evidence 

Analyze Demonstrates the ability to identify trends, 

patterns, or effects of changes in a quantitative 

variable, by analysing and inferring the structure of 

the relationship between quantitative concepts. 

Evaluate Demonstrates the ability to determine the validity, 

influence or relative importance of quantitative 

concepts, or the effect of introducing a new 

quantitative concept, through an evaluation of the 

scenario and drawing out the implications and 

assumptions made. 

Level 3: 

Evaluate and 

create new 

meaning 

Create Demonstrates the ability to create a new scenario 

by predicting and generalizing from data, 

combining quantitative concepts and drawing out 

the broader implications, as well as apply statistical 

reasoning to the new scenario. 
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6.1.2. Research evidence for the test section briefs 

Evidence can come in many forms, so a more specific conceptualization of what 

constitutes evidence needed to be defined for the purpose of this study. This study 

focuses on education policy-relevant quantitative research evidence. Research evidence 

is typically published through books and academic articles, and their length, complexity 

and academic jargon do not make them very accessible to non-academics. As discussed 

in Chapter 2, non-academic audiences, including policy makers and educators, typically 

encounter research evidence in a more concise, user-friendly summary form. The policy 

brief is a format designed specifically as a way of concisely presenting policy-relevant 

evidence in “non-technical and jargon-free language” (Beynon, Chapoy, Gaarder & 

Masset, 2012, p. 12). For the purpose of this study, the format of policy-relevant 

research evidence was based on the policy brief concept, so as a short summary of the 

research evidence in which technical terms and jargon was either avoided or explained. 

More specifically, as in a policy brief, it focused on a high-priority policy issue, describes 

the problem and context, and discussed the effect of the different options, such as in 

terms of cost-effectiveness, equity and applicability (Lavis, Permanand, Oxman, Lewin & 

Fretheim, 2009). Although policy briefs may of course include also qualitative evidence, 

given that the briefs were developed for a data literacy test, they incorporated only 

quantitative evidence. However, quantitative evidence does not speak for itself, and 

needs to be considered within a specific context. Context adds meaning and complexity 

to policy-relevant evidence, and is crucial to its interpretation (Oxman et al., 2009). 

Evidence cannot be reduced to a set of numbers and directions for policy, since it needs 

to be interpreted within the specific context that the research was conducted. This is a 

preliminary step towards evaluating the generalizability of the research, the broader 

implications, and whether and how it may apply to other contexts. Although research 

evidence may be summarized, it should not be simplified by stripping away context. 

Moreover, as pointed out by Carden (2009), researchers would “despair at the prospect 

of simplifying and compressing the complexities of their own research to catch the 

distracted attention of decision makers” (p. 37). The context for the data literacy test is 

described in the following sections. 
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6.1.3. Education For All policy framework 

For the construction of the data literacy test, an education policy framework was 

established based on the core themes and policy issues advocated by the global EFA 

movement. EFA was used as the policy framework for several reasons. First, evidence-

informed policy, advocacy and reporting are central to the EFA movement, as discussed 

in Chapter 2. This can be seen most explicitly in the EFA Global Monitoring Reports which 

used evidence to monitor progress and identify effective policies for achieving the EFA 

goals (e.g., UNESCO, 2009, 2010a, 2010b, 2011, 2012b, 2014). Second, EFA is not specific 

to any particular country context, but rather has a global focus and relevance (which is 

further discussed below). It has found broad consensus amongst countries as well as 

organizations with regards to the main areas of focus for improving education in the 

participating countries. Third, EFA is based on quantitative measures, and the 

monitoring reports have a strong focus on quantitative data, which makes it suitable as 

the subject matter for a data literacy test. Finally, EFA has clear and explicitly defined 

dimensions and thematic areas, which facilitated the development of the policy 

framework.  

It has been a general misconception that EFA is only relevant for developing countries 

(Torres, 2000) 30. All societies face challenges in the provision of equitable access and 

quality for all children regardless of their cultural, social, linguistic and socio-economic 

backgrounds, and special needs such as learning disabilities (e.g., OECD, 2012). With the 

expanded focus beyond primary education, as well as the increased attention given to 

the quality of education, EFA has since 2010 become more relevant for developed 

countries 31. It can be argued that the nature of many of the problems in developed 

                                                      
30  Although its relevance for developed countries was emphasized at Jomtien and subsequent 
conferences, EFA has often been perceived as a proposal for action in developing rather than developed 
countries (Torres, 1999; UNESCO 2002). As pointed out by Heyneman (2009), bilateral agencies following 
the mandate of EFA have focused on developing countries rather than addressing education challenges 
globally, and have focused on a relatively narrow set of priority areas 
31 The vision of EFA was expanded in 2000 at the World Education Forum in Dakar, which expanded the 
focus from primary to include also early childhood care and education, especially for vulnerable and 
disadvantaged children, and also emphasized the quality of education (UNESCO, 2000a). In later years, 
EFA also expanded its focus to include secondary education (in particular lower secondary education), 
through the EFA Global Monitoring Reports (e.g., UNESCO, 2014) in terms of reporting and analysis, and 
in practice through the Global Initiative on Out-of-School Children which was launched in 2010 (UNICEF 
& UIS, 2011). Since 2010, EFA has also shifted its focus from access to quality, and this trend has continued 
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countries are different from those in developing countries. However, as noted in the EFA 

2000 Assessment, developed countries also experience problems such as school 

violence, low learning achievement, chronic student absenteeism and high levels of 

dropout in certain areas of the country, such as in depressed urban areas (OECD, 2012; 

UNESCO, 2000c). Indeed, of the 27 countries which have thus far participated in the 

Global Initiative on Out-of-School Children, five were upper-middle income countries as 

classified by the World Bank (2014). There are common problems of access, equity and 

quality in developed and developing countries. In developing countries these problems 

may be widespread, whereas in developed countries they may be limited to specific 

areas and/or to specific population sub-groups – which in itself is indicative of a lack of 

equity of access and quality.  

Access, equity and quality are the recurring EFA themes or domains as discussed in 

Chapter 3, as reflected in the work of UNESCO, UNICEF and partner organizations goals 

(e.g., UNESCO, 2009, 2010a, 2010b, 2011, 2012b, 2014). They are also key principles of 

the global post-2015 education agenda (UNESCO, 2013b; UNICEF & UNESCO, 2013). In 

addition, they are broadly speaking the policy goals that member countries have 

endorsed in participating in EFA. The three most recent EFA Global Monitoring Reports 

prior to the design of the data literacy test, from 2009, 2010 and 2011, were analysed 

to identify the key policy issues within these three domains (UNESCO, 2009a, 2010a, 

2011).  

Table 9 below summarizes the key priority areas of EFA for each of the three domains 

of access, equity and quality, for the three EFA Global Monitoring Reports reviewed 

                                                      
in the post-2015 framework, where quality of education and lifelong learning have been identified as 
amongst the key priorities (e.g., UNICEF & UNESCO, 2013). These two developments have made EFA much 
more relevant to middle and high-income countries. Furthermore, the Sustainable Development Goals or 
SDGs (UNESCO, 2015) are broader in scope than the original Millennium Development Goals (MDGs) 
(discussed in Chapter 1), with more global relevance, addressing the criticism that the focus has been on 
issues faced by developing countries. For example, the emphasis is shifting to higher levels of education 
and the aim of lifelong learning is more explicit (UNESCO, 2015). These developments were not yet on the 
agenda at the time of developing the blueprint for the data literacy test and the EFA policy framework. 
However, the need to select policy issues of global relevance was taken into account during the 
development of the test blueprint, drawing on the EFA policy framework for the general test structure 
and themes, but going beyond EFA for the selection of specific education policy issues. 
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(UNESCO, 2009a, 2010a, 2011). A more detailed overview of the EFA domains of access, 

equity and quality can be found in Appendix 3. 

Table 9. EFA priority areas by domain: access, equity and quality 

Access Equity Quality 

By category: 

- Dropped out 

- Expected to enter school 

late 

- Expected to never enter 

school  

By level: 

- Early childhood care and 

education 

- Primary education 

- Secondary education 

- Girls 

- Children with disabilities 

- Children belonging to 

ethnic minorities 

- Children with health 

issues (in particular HIV 

and AIDS) 

- Children involved in child 

labour 

- Literacy 

- Numeracy 

- Essential life skills 

 

 

Figure 9 below summarizes the enlightenment steps in making sense of research 

evidence and the corresponding tasks within the context of EFA. The three steps of 

enlightenment are based on its conceptualization by Weiss (1977a, 1977b, 1979, 1999) 

as being able to understand the context, interpret and analyse the evidence within that 

context, and deduce the implications and applications for a given policy issue.  

 

 Figure 9. Enlightenment and corresponding tasks in the context of EFA 

Understand the 
context or problem 

Analyse the 
evidence 

Evaluate and 
create 

Enlightenment 

Understand concepts and problems of 
equity, access and quality 

Interpret and analyse evidence 
related to equity, access and quality 

Evaluate policy implications and apply 
understanding to new contexts 

Tasks 

EFA 

policy 

context 
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Based on a review of the EFA Global Monitoring Reports (UNESCO, 2009a, 2010a, 2011), 

and other relevant UNICEF and UNESCO publications (e.g., Ross & Zuze, 2004; UNESCO, 

2009b, 2010b; UNICEF & UIS, 2011, 2012), more specific tasks within each EFA policy 

domain of education access, quality and equity were identified.  

Table 10 below shows these context-specific tasks in relation to the three steps. 

Table 10. Matrix of tasks and EFA policy domains and topics 

 EFA policy domains and tasks 

 Education access Education quality  Education equity 

Understand 

the context or 

problem  

Understand the 

categories of out-of-

school children and 

approaches to 

identifying them 

Understand quality 

in terms of student 

achievement and 

socio-economic 

status 

Understand the 

inequities in access 

and quality for 

disadvantaged 

groups 

Analyse the 

evidence 

Analyse the effect of 

an intervention on 

identification of out-

of-school children  

Analyse the effect of 

an intervention on 

education quality 

Analyse the 

relationship 

between equity, 

access and quality 

Evaluate and 

create 

Deduce the best strategy or intervention for improving access, 

equity and/or quality; evaluate the validity or effectiveness of 

different strategies or policy options within a given context. 

      

The specific tasks listed above were linked to a subset of key data literacy attributes 

which would be required for successfully carrying out these tasks.  

6.1.4. Content matrix 

Table 11 below identifies the subject areas for the data literacy test based on the EFA 

dimensions (vertically – equity of access, equity of quality, access and quality) and levels 

of education (horizontally – early childhood care and education, primary education, and 

lower secondary or post-primary). To cover each theme and level of education 

combination would require 12 education policy topics (4x3). However, to keep the test 
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to a manageable length, 7 education policy topics were selected, some of which cover 

more than one theme. The 7 topics, covered by test sections 1 to 7, are shown in the 

matrix below. At least two policy topics were selected for each equity theme and for 

each level of education. 

Table 11. Content matrix by dimension and education level 

 
Early childhood care  

and education 

Primary education Secondary education 

Equity of 

access 
Sections 1 & 2 Sections 4 & 5  

Equity of 

quality 
Section 2 Section 5 Section 6 

Access  Section 3  

Quality   Section 7 

 

Table 12 below is an alternative presentation of the content coverage, showing the 

education levels and EFA dimensions for each section in a separate row. 

Table 12. Content matrix by test section, EFA dimension and education level 

Test 

sections 

Education level EFA dimension 

Early 

childhood 

care and 

education 

Primary 

education 

Secondary 

education 

Access Quality Equity of 

access 

Equity of 

quality 

Section 1 X     X  

Section 2 X     X X 

Section 3  X  X    

Section 4  X    X  

Section 5  X    X X 

Section 6   X    X 

Section 7   X  X   

Total 2 3 2 1 1 4 3 
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Bloom’s revised Taxonomy was used as the basis of constructing test questions. The 

Cognitive Process dimension categories understand, apply, analyze, evaluate and create 

were used to target different types of competencies within the hypothesized 

hierarchical construct of data literacy outlined in Section 6.1.1. 

Table 13. Content matrix by Cognitive Process dimension categories and data 
literacy levels 

Hypothesized data 

literacy levels 

 
<-- Level 3: Evaluate and 

create new meaning --> 

 
<-- Level 2: Analyse the 

evidence --> 
 

<-- Level 1: Understand the 

context or problem --> 
 

Cognitive Process 

dimension 

categories 

Understanding Applying Analysing Evaluating Creating 

Section 1: Equity of 

access 
1 (1.1)  

3 (1.3),  

4 (1.4) 

5 (1.5),  

2 (1.2) 
 

Section 2: Equity of 

access and quality 
8 (2.3) 7 (2.2) 6 (2.1)   

Section 3: Access 

9 (3.1), 11 

(3.3), 12 (3.4), 

13 (3.5) 

  10 (3.2)  

Section 4: Equity of 

access 
 

14 (4.1), 

17 (4.5) 
15 (4.2) 16 (4.3)  

Section 5: Equity of 

access and quality 
  18 (5.1) 20 (5.4) 

19 (5.2), 

21 (5.5) 

Section 6: Equity of 

quality 
22 (6.1)   23 (6.3)  

Section 7: Quality  26 (7.4)  24 (7.1) 25 (7.2) 

Total 7 4 5 7 3 

 

Table 13 shows each test item matched to a Cognitive Process dimension category in 
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Bloom’s revised taxonomy, as well as the hypothesized data literacy level. The aim was 

to have a fairly even distribution of items across each of these five categories, with the 

intended result of achieving a fairly even distribution of items ranging from easy to 

difficult. The aim was also to have items of different levels and within different Cognitive 

Process dimension categories within each test section, in order to test different kinds of 

data literacy competencies across different content areas. Table 13 therefore reflects 

the hypothesized progression of difficulty levels for the items, with increasing difficulty 

from left to right across the hierarchy of Cognitive Process dimension categories. 

6.2. Test content and item writing 

This section discusses the criteria and guidelines used to (i) select the source materials 

for the section briefs, (ii) write the test sections, and (iii) write the multiple-choice 

questions. As discussed in Section 3.4, the multiple-choice test format was considered 

to be the most suitable format for assessing data literacy for the purpose of this study. 

6.2.1. Section briefs 

Source documents for writing the test section briefs 

The test section briefs described quantitative research evidence which was relevant to 

education policy within the Education For All (EFA) policy framework. They therefore 

focused on key, international policy issues in the domains of equity, access and quality. 

For the writing of the test section briefs, an extensive review was conducted of the 

relevant literature in the EFA thematic areas, specifically the academic literature relating 

to equity, access and quality of education spanning the three levels of education which 

are the focus of EFA: early childhood care and education, primary and secondary 

education. 

The following criteria were used for selecting source material for writing the section 

briefs: 

• The source material needed to be focussed on one or more of the EFA 

dimensions as described above, and have broadly applicable education 
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policy relevance. That is, the article should not be concerned with 

education policy issues relevant only to a specific national or regional 

context. 

• The source material would need to be a description of quantitative research 

findings, which as defined in Chapter 2 includes not only research on cause 

and effect, but also descriptive evidence about conditions, situations and 

events. 

• The source material would need to be lend itself to being summarized into 

a very concise brief, in which key concepts could be summarized in around 

300 words; this was found to be the word limit if the test duration was to 

be limited to one hour, given that there are seven section briefs. Limiting 

the test duration was essential, since recruitment relied heavily on 

voluntary participation.  

• It needed to be feasible to summarize key concepts without having to use 

statistical concepts, terminology or methods which might require a strong 

foundation in mathematics or statistics to understand the section brief. 

• There had to be sufficient relevant quantitative information in the article to 

be able to assess a range of data literacy competencies (especially higher-

order competencies), and generate at least three relevant questions to be 

derived from the section brief. At the same time, the section brief needed 

to remain within the word limit while maintaining readability, and the text 

had to be interesting enough to keep the reader engaged. A key challenge 

during text development was finding a balance between creating sufficient 

relevant material for the questions, and staying within the word limit. 

Appendix 1 lists the sources used in the writing of each of the section briefs.  

Deviation from the source material 

The source materials for the section briefs were mostly academic papers. As far as 

possible the original text of the publication was left unchanged, so that the section briefs 

would not deviate too far from actual academic literature in terms of writing style and 

content; after all, this study is concerned with helping to bridge the gap between 



  

187 
 

research evidence and policy making and implementation. However, following feedback 

from the pilot participants, (technical) jargon was replaced where necessary with more 

straightforward vocabulary, to avoid situations where the test result would be affected 

by participants’ familiarity with the jargon rather than their ability to interpret the 

section brief. 

The text needed to be adapted significantly in most cases in order to summarize the key 

issues on which the questions would be based. Any information from the original 

publications which might have made the answers to any of the questions obvious was 

excluded. 

Consequences of the criteria and restrictions for writing the section brief 

Due to the very stringent criteria and restrictions for writing the section briefs as 

detailed above, there was little room for flexibility. An unfortunate result of condensing 

the information as far as possible was that it turned the section briefs into rather heavy 

reading material. Due to the section text length restriction, some sacrifices had to be 

made to shorten the text and remove potentially interesting information and findings 

which could have made it more engaging. Key findings and conclusions were also 

removed from the section briefs, as many of the test questions challenged the 

respondents to draw these conclusions based on their interpretation of the section 

brief. The combination of difficult, condensed and heavy texts with a quantitative focus 

will likely have had a negative effect on the retention rate (the rate of participants who 

started the test and continued until the end).  

The text length restriction also made the task of writing the test questions challenging. 

The total word count of the questions and response categories was in fact similar to the 

word count of the text on which they were based. For some test items it was very 

difficult to write four good response categories. In such cases, the number of response 

categories was reduced to three following the pilot test, which is further discussed in 

Chapter 7. 
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6.2.2. Multiple-choice assessment and item writing 

Both constructed-response and multiple-choice assessment formats were considered as 

discussed in Section 3.4. The multiple-choice test format was used because it has 

previously been used in assessments of statistical literacy, and because it has multiple 

advantages over the constructed-response test format, such as its efficiency, higher 

reliability if well designed, and automatic scoring to provide immediate feedback after 

the test (Simkin & Kuechler, 2005; Wass, Van der Vleuten, Shatzer & Jones, 2001). The 

latter provided an important incentive for taking the test. A key disadvantage is that it 

is more difficult to write multiple-choice items to test higher-order cognitive skills. The 

pilot test was therefore crucial to analyse and evaluate the item and overall test quality 

and to ascertain that the items were indeed assessing higher-order cognitive skills. The 

hypothesized data literacy construct did not encompass such competencies as 

communicating mathematically, making estimates and approximations, and expressing 

opinions and judgements, which are better assessed through the constructed-response 

format (PIAAC Numeracy Expert Group, 2009). However, as indicated in Section 5.3.2, 

respondents’ reasoning – including opinions and judgements – could be captured 

through an open text field included with each multiple-choice item. 

Since participation was voluntary, the test time needed to be kept to a minimum to 

encourage participation. The inclusion of section briefs made the test longer, but the 

aim was to keep the test to 60 minutes. To limit the test time while maintaining test 

reliability, the length of the section briefs needed to be kept as short as possible while 

maximizing the number of multiple choice items per section. The section briefs were 

therefore kept to 300 words, from which three to five multiple-choice items could be 

generated. The items were written to be answerable based on the section brief text 

only, without the need for prerequisite knowledge. Another important consideration 

was that the conceptualization of data literacy outlined in Chapter 3 excluded 

knowledge of specific statistical concepts, terminology and jargon (such as “standard 

deviation” and “normal curve”). The section briefs and test items were written in such 

a way that no specialized statistical or mathematical knowledge was required to 

successfully complete the test. 
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The test items also needed to cover a range of difficulty levels and match the ability 

levels of the respondents (Izard, 2005). Bloom’s revised Taxonomy was used to write a 

balance of multiple choice items targeting specific cognitive skills. The pilot test was 

used to evaluate the difficulty of the items with respect to participant ability levels, and 

items were subsequently revised (see Chapter 7). In addition to these criteria, the 

guidelines for writing multiple-choice items from the Taxonomy of Multiple-Choice 

Item-Writing Guidelines by Haladyna, Downing and Rodriguez (2002) were used (see 

Appendix 12). Once the items and response categories were finalized, the answer key 

was randomized to prevent patterns which could aid guessing from occurring. 

6.3. Design of tabulated data and visualizations 

The design of the tabulated data and visualizations needed to be carefully considered, 

adhering to strict guidelines. This was necessary to avoid confounding of research results 

where characteristics of the data presentation unintentionally influenced the results. 

This section describes the criteria used to design the visualizations and tables in each 

section of the test to ensure that (i) the design and content of the data presentations 

did not bias the results, and (ii) they were designed according to best-practice 

guidelines. 

6.3.1. Role of text with respect to the data presentations 

The text needed to be consistent between the three versions of the text, and could 

therefore not make any reference to the tabulated data or visualizations. In this sense, 

the test was a departure from real-world media, where the text normally refers to the 

relevant tables or visualizations and provides at least some level of description or 

clarification. The likely effect of this criteria is that the tables or visualizations in the test 

were less clear and useful than they would have been in a real-world publication in 

which the text facilitates their interpretation. This issue is revisited in Chapter 9. 

The text also needed to be intelligible both with the tabulated data or visualization as 

well as in isolation without reference to these data presentations.  
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6.3.2. Criteria for avoiding bias in the construction of the data 

presentations 

To avoid bias in the construction of the data presentations which could unintentionally 

influence the measured effect of the data presentation format, their construction 

needed to adhere to certain criteria. For each test section the tables and visualizations 

needed to be informationally equivalent, as well as equivalent – to the extent possible 

given the limitations of the data presentation format – in terms of design and structure.  

Informationally equivalent means that all information in the table is inferable from the 

visualization and vice versa (Larkin & Simon, 1987). The tables and visualizations were 

informationally equivalent, but the text provided additional information. This was 

because interpretation of the text was a crucial component of the test, and the tables 

and visualizations were intended to support their interpretation rather than replace the 

text entirely. However, it was crucial that the tables and visualizations were constructed 

entirely based on the information in the text, so that they did not provide any more 

information than was already provided in the text. This was necessary to ensure that the 

measured effect of the data presentations was due to the format in which the 

information was presented and not influenced by any additional information they 

provided. The tables and visualizations included the exact same text for titles and 

labelling where possible, or deviated only slightly where the presentation format 

required it. The visualizations in sections 1 and 7 have the appearance of providing more 

information, but the curved lines were drawn based on a general trend described in the 

text, without any value labelling except for those values provided in the text.  

In terms of design, a roughly equal amount of space was provided for the tables 

compared to the visualizations, i.e., one presentation format did not benefit from 

significantly more screen space compared to the other. Another important criteria for 

avoiding bias in the design is that the visualizations and tables were not designed with 

respect to the items, but with respect to the text. They were designed to enhance 

understanding of the research evidence described in the text. They were not designed 

to facilitate answering any of the test questions. They purposely did not emphasize 

particular aspects which would facilitate answering the test questions. As far as possible, 
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the design of the visualizations and tables was standardized, i.e., there was no special 

highlighting or labelling, no directly observable characteristics, nor any subtle hints or 

clues which could have pointed the reader towards the right answer. What the tabulated 

data and visualizations did emphasize was the data in the text. Numbers and their 

relationships, which may not have been particularly emphasized in the text, were 

displayed and thereby emphasized through the tabulated data and visualizations. A 

further design aspect was that the tables and data visualizations needed to be 

comprehensible without any explanation from the text, which as described earlier is a 

departure from how they would normally be presented. This meant that they needed to 

have clear labelling, in particular for the visualizations, so that the reader could interpret 

the meaning of the different characteristics.  

The visualization types selected were those which are commonly used and policy makers 

are likely to come across. Some of the interesting and useful but less familiar 

visualization types such as parallel coordinates, box plots and tree maps were not used. 

This was to avoid a situation where lack of familiarity with the visualization type might 

pose a significant barrier to interpretation for many of the participants. A possible 

exception is Section 6, which is based on the common scatter plot, but introduces a less 

common element, which is lines drawn between points. This might have been unfamiliar 

to the readers, but to compensate, the scatter plot was simplified as far as possible – 

showing only 6 data points. Visualizations are particularly useful in providing insight into 

multivariate or multi-dimensional data. For this reason, the decision was made to 

introduce in one of the sections a more complex – but also potentially more insightful – 

visualization type. 

For the data tables, the number of design choices is very limited. The main design choice 

was which categories to display horizontally and which labels to display vertically, and 

the order of the category labels. To be structurally equivalent to the visualization, the 

order of categories in the table reflected the same order of categories as in the 

visualization (for example, the order of the categories preschool, school, post-school).  

Appendix 11 details the guidelines and principles used in the design of the data 

presentations. 
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6.4. Development of the test platform 

No existing test platform existed which could combine text and images as well as meet 

the experimental conditions, such as randomization of test sections and keeping track 

of the randomly allocated presentation format (see Section 5.3.5 in the Methodology 

Chapter). A new testing platform therefore had to be developed from the ground up. 

The Adobe Flash Professional software was selected to develop a Flash-based test. This 

software package was chosen because it met the requirements for developing an online 

test in which information could be displayed in different formats and look exactly the 

same wherever it is deployed. It also had the advantage of cross-browser compatibility, 

and the fact that it works on both Windows and Mac platforms. The Flash-based 

platform did not work on handheld devices such as mobiles and iPads. However, this 

was not considered to be a disadvantage, as the smaller screen size of these devices 

would potentially make it more difficult to clearly see and interpret the data 

presentations. In addition, the screen needed to be large enough to be able to view both 

the data presentation and the text on the same page. Using Flash guaranteed that only 

ordinary computers and laptops, and not mobile devices, were used to complete the 

test. 

The test platform recorded the following information for each participant: 

• A random unique ID assigned to each participant. 

• The date when the test was taken. 

• The participants’ responses to each of the items, including the small survey at 

the end of the test to obtain information about participant characteristics such 

as age and occupation (see Section 6.5.3). 

• The time the participants took for each section, and the total time taken. 

The following information was recorded for the final test only: 

• The time spent by participants on each item in the test.  

• The rationale behind the response for each item, which was entered in an open 

text field. 
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The testing platform was web-based to make both the location and time in which the 

test was taken more flexible. Offering this kind of flexibility was crucial in obtaining a 

larger number of participants. In addition, a web-based test facilitated the collection of 

data. 

Significant improvements were made to the testing platform based on feedback from 

participants during and following the pilot. 

During the pilot, an option was added to allow participants to continue their session at 

a later time, by automatically recording their responses on the computer. The purpose 

of this feature was to increase the participation rate. It enabled those who might wish 

to participate but who were not able or willing to dedicate one hour (or more) of their 

time in a single session to do the test in multiple sessions. In addition, those who needed 

to interrupt the test for unexpected reasons (for example, if it took longer than expected 

and they had to go to a class) would be able to complete the test afterwards. 

There was one complaint about the platform voiced by several participants, which was 

that it was difficult to answer the items without seeing the materials at the same time. 

Originally each section of the test would have the reading material at the beginning, 

followed by all the items on a single page. This layout was modified for the final test to 

make the reading material always visible. The items – only one visible at a time – 

appeared at the bottom of the screen. This approach also had the advantage of allowing 

more than five items per section. In the pilot test, this would have been difficult to do 

because all section items were fit onto a single page. In addition, it enabled the time 

taken for each item to be recorded separately. 

The figures below show screen captures of the three versions of the final test: text-only, 

text plus tabulated data and text plus visualization. All three screen captures are of the 

same section of the test (Section 3) to demonstrate the differences between the three 

versions. As shown in these screen captures, the tests were designed to be completely 

identical with the exception of the inclusion or exclusion of the presentation format. For 

this reason, in the text-only version of the test shown in Figure 10, the text does not 

completely fill the screen. There is an empty space on either side, which is the space 
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taken by the tabulated data or visualization in the other versions of the test. The 

dimensions of the text were kept identical to the text dimensions in the other two 

versions of the test, to avoid the format of the text being a confounding factor which 

could influence the results. It ensured that the same amount of text was visible, and that 

scrolling was required to see the rest of the text, as in the other versions. 

The items and response options are shown in the bottom-left corner of the screen. The 

bottom-right corner of the screen shows a “reasoning” box, which respondents could 

optionally fill in to provide the rationale behind the response for each item. For the paid 

participants of the test, this was not optional but a required part of the test, and it was 

not possible to move on to the next section without describing the reasoning for each 

item. 

Also in the bottom-right corner of the screen is the current item number and the buttons 

for moving forward or backward in the test. It was possible to switch between items 

within a section at any time, but it was not possible to go back to a previous section once 

it had already been completed. 
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Figure 10. Screen capture of the text-only version of the test 
 

Figure 11 and Figure 12 show the text plus tabulated data and the text plus visualization 

versions of the test, respectively. To the extent possible, the aim was for the tabulated 

data and visualization to have the same content and structure. In this example, the two 

tables in Figure 11 are in the same position as the two corresponding bar charts in Figure 

12. The order of the categories across the horizontal dimension is also the same 

(expected to enter school late, dropped out, and expected to never enter). The 

categories across the vertical dimension in the tables (girls / boys and rural / urban) are 

also ordered in the same way for the bar chart legend. The design of the presentation 

formats is discussed in more detail below (see also Appendix 1 for the complete test). 
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Figure 11. Screen capture of the text plus tabulated data version of the test  
 

 

Figure 12. Screen capture of the text plus visualization version of the test 
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6.5. Test structure 

The test consisted of three main components, as listed below: 

1. Plain language statement and consent 

2. Test instructions 

3. Test sections and items (including an end of test survey and display of results) 

The following sections briefly describe each of these test components. There was no 

time limit for the test. 

6.5.1. Plain language statement and consent  

The Plain Languages Statement which preceded the test can be found in Appendix 5. The 

main purpose of the Plain Languages Statement was to briefly indicate what the test is 

about, so that participants could make an informed decision about whether they wished 

to participate. At the end of the statement, participants were required to tick a box 

indicating that they had read and understood the information, and agreed to 

participate. The Plain Language Statement was created per the principles of ethical 

research of the University of Melbourne, as part of the human research ethics 

application. Ethics approval was obtained from the University of Melbourne Human 

Research Ethics Committee (HREC) prior to commencing the study. 

The Plain Languages Statement provided an estimate of how long the test would take, 

assured participants that participation is voluntary and that there would be no negative 

consequences for participation or non-participation, and assured participants of the 

confidentiality of the test results. It also assured participants that no personal 

information would be stored, except an e-mail address – optionally – if the participant 

would like to be informed of the results of the research. In addition, it indicated that the 

participants would be able to see their test results immediately after completing the 

test. 
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6.5.2. Test instructions 

The test was preceded with brief instructions which served several purposes as 

described below.  

Based on feedback from the pilot test, it became apparent that some of the test section 

content might seem unexpected, unintuitive or even controversial. This could have the 

unintended consequence of participants disagreeing with the section content, and 

answering items based on their prerequisite knowledge and personal opinions unrelated 

to the section brief text. To counter this, the instructions in the final test indicated that 

the items should be answered based “only on the information provided in each section, 

even if you may not necessarily agree with the perspectives of the authors or the 

terminology used.” The instructions further indicated that the section briefs were 

adapted from various papers and journal articles, so were not fictional, and hence could 

be treated seriously by participants. 

Feedback from the pilot test indicated that participants generally found the test quite 

hard, and some expressed a loss of confidence because they had difficulty answering 

the items. In order to reassure participants that the difficulty of the test was not due to 

their own inability, it was emphasized in the instructions of the final test that it is a 

“difficult quiz which is meant to be challenging”. 

The full test instructions are shown in Figure 13 below. 
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Figure 13. Test instructions 
 

6.5.3. Test sections and items 

The test consisted of seven sections covering different topics, each of which included a 

section brief on the basis of which questions needed to be answered. The order of the 

sections and the assignment of presentation format to each participant was randomized 

(the reasons for which were previously discussed in this Chapter).  

The distribution of items per section for the pilot and final tests are shown in Table 14 

below. The number of items per section in the final test ranged from 3 to 5. One test 

section was reduced to 2 items following amendment based on an evaluation of the 

item characteristics (discussed in Chapter 7). 

Table 14. Number of items per section in the pilot and final test 

 Section 

1 

Section 

2 

Section 

3 

Section 

4 

Section 

5 

Section 

6 

Section 

7 

Total 

Pilot test 4 3 4 4 4 4 4 27 

Final test 5 3 5 5 5 3 4 30 

Amended 

final test 

5 3 5 4 4 2 3 26 

 

Once the test was completed, participants were asked to complete a short survey with 

five questions asking about the participants’ sex, age, occupation, e-mail address 

(optional) and how difficult they found the test. Following the survey, a results page was 
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shown (see Appendix 13). It showed the total score as well as the score for each of the 

test sections.  
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6.6. Summary 

This chapter discussed the different stages of test construction. First, a hypothesized 

hierarchy of data literacy competencies was developed based on the review of 

conceptualizations and hierarchies related to data literacy and statistical literacy, and 

contextualized from the point of view of education policy makers’ and educators’ 

occupational requirements for policy making and implementation. Subsequently, a test 

blue print was established around the EFA policy framework, encompassing the three 

EFA domains of equity, access and quality of education, and the three education levels 

early childhood care and education, primary and secondary education. The EFA 

movement was discussed as a means of moving the concept of data literacy for 

educators and education leaders beyond student learning and assessment towards a 

broader conceptualization in which the learning needs of all school age children are 

considered through the lens of equity, access and quality. 

Bloom’s revised Taxonomy was used as the basis of constructing test questions for 

measuring the different levels of data literacy competencies. The Cognitive Process 

dimension categories understand, apply, analyze, evaluate and create were used to 

target different levels within the hypothesized hierarchical construct of data literacy.  

The chapter also explained the procedures and criteria used in selecting the source 

materials for the test, for writing the test section briefs and multiple-choice questions, 

and for designing the tabulated data and visualizations. The multiple-choice assessment 

format, used previously in assessments of statistical literacy, was used for its efficiency, 

consistent and automated scoring and high reliability. The chapter further outlined the 

development of a new test platform which met the requirements of the research design, 

such as the experimental condition of random allocation of presentation format (see 

Section 5.3.5). 
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7. Evaluation of test and item characteristics 

This chapter evaluates the test and item characteristics through the two statistical 

frameworks discussed in Chapter 5 – classical test theory (CTT) and item response theory 

(IRT). Section 7.1 introduces the criteria used to evaluate the test items, drawing on the 

concepts and statistical techniques of CTT and IRT. The following sections apply these 

criteria to evaluate the pilot and final test. The final section of this chapter is concerned 

with test and item comparability of the three versions of the tests developed. 

7.1. Item evaluation criteria 

Table 15 provides a summary overview of the five criteria used to evaluate the pilot and 

final test items, based on both traditional and item response based item analysis. A 

detailed description of these different criteria can be found in Section 5.6.2. The item 

evaluation criteria were used to flag items for further analysis to determine whether the 

item should be removed or, in the case of the pilot test, revised. 

Table 15. Item evaluation criteria 

 Flagging criteria 

Traditional item analysis  

1. Item-rest correlation Less than or equal to 0.0, when rounded to one decimal 

place. 

2. Cronbach's Alpha Increase in Cronbach’s alpha if item removed, when 

rounded to one decimal place. 

Item response based item analysis  

3. Item delta (difficulty) Above the person abilities range in the calibrated scale. 

4. Plausible value average The plausible value average of a non-key category is equal 

to or higher than the plausible value average of the key, 

when rounded to one decimal place. 

5. Outfit and infit MNSQ Less than 0.75 or greater than 1.3. 
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7.2. Item panelling and content analysis 

Test item quality was initially evaluated through item panelling and content analysis. 

The first phase of item panelling and content analysis was carried out as a group activity 

involving experts from the University of Melbourne, Assessment Research Centre. The 

first version of the test was evaluated, which consisted of four sections of four items 

each, so a total of 16 items. The materials and forms for this activity can be found in 

Appendix 4. These forms are an adaption of the forms developed by Tran (2012), which 

themselves are based on the item review forms from Hambleton (1980). This panelling 

exercise was used to revise and in some cases rewrite the items, as well as revise the 

section briefs.  

The participants were split into four groups of around 4 to 5 participants each, and each 

group focused on one of the sections of the test. A summary of the results from one of 

the forms used for item panelling is shown in Table 16. The rows in the table consist of 

specific questions for evaluating test item characteristics, with the columns representing 

each of the items in the test. The highlighted cells with a letter ‘X’ indicate where 

participants identified an issue with respect to an item characteristic for a particular test 

item. Where the highlighted cell contains a letter, it refers to a problem with a specific 

item response category (from A to D) within the item. Comments were also provided 

regarding each of the identified problems. The exercise was followed-up by further 

discussions in some cases to obtain further clarification on the results. The experience 

of the panelling exercise was used to inform the development of the three remaining 

sections of the test. 

In addition, a skills audit was carried out for each of the 27 items outlining the cognitive 

steps required to answer each question correctly. The audit included an analysis of each 

of the non-keys, outlining the line of thinking which made the non-key a plausible 

answer, and why it was incorrect. 
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Table 16. Item Technical Review Form – Summary of Results 

 

Key: 

X = Issue with respect to an item characteristic (in rows) for a particular test item (in 

columns). 

A, B, C, D = Issue with respect to a specific item response category (A to D) for that 

particular item. 
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7.3. Pilot test 

The pilot test was conducted with 53 participants, of which 12 were informally 

interviewed after completing the test. These interviews provided useful feedback on the 

pilot test items, in particular for items which were difficult, unclear and/or confusing. 

The presentation format and any issues with the visualizations or tables were also 

discussed. In addition, some participants provided written comments following the test. 

This feedback was used to complement the evaluation of pilot test items, which is 

discussed below. 

7.3.1. Evaluation of pilot test items 

For evaluating the item characteristics, the three tests were combined into a single 

dataset, assuming equivalence of items across the three tests (see also Section 8.1, for 

a discussion of the comparability of the three tests). 

Following the completion of the pilot test phase, six items were flagged as problematic 

based on feedback from participants and re-evaluation of the items, which revealed 

issues that required them to be removed from the test. The remaining 21 pilot test items 

were evaluated using the evaluation criteria outlined in Section 7.1. A sample of 53 is 

quite small, but it is enough for a pilot study to calibrate the items and obtain sufficiently 

useful, stable estimates for evaluating item characteristics (Linacre, 1994b). 

The summary statistics for the 21 pilot items can be found in Appendix 6. Most items 

were flagged as potentially problematic items, based on the criteria that one or more of 

the response categories had a plausible value average equal to or higher than the key, 

rounded to one decimal place. However, in most cases, the sample size for the flagged 

response categories were below 10, which is too low to identify whether there is an 

issue (OECD, 2009). More extreme values can be expected with samples below 10, as 

they can be strongly influenced by just one or a few individuals with an unexpected 

response. For this reason, item analysis was only used for flagging potentially 

problematic items. It was one of several inputs in the evaluation of item quality and the 

revisions made, and not always the most critical one. The person separation reliability 

was calculated using ConQuest software, which uses the expected a posteriori 
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estimation method based on plausible values, referred to as EAP/PV (Wu, Adams, 

Wilson & Haldane, 2008). Cronbach’s alpha was also calculated based on raw scores 

using SPSS. The EAP/PV reliability was .50, and Cronbach’s alpha .53, so both measures 

were in agreement that the test reliability of the pilot was very low and was unable to 

discriminate well between high and low ability participants. The item discrimination 

therefore had to be improved in order to increase test reliability (Black & Wiliam, 2012), 

requiring a significant revision to the test items.  

When evaluating the items, the following issues were also considered: 

• Item difficulty:  

o Is there an adequate range and balance of item difficulty? 

• Item discrimination: 

o How well does each item differentiate among participants of high and 

low ability? 

• Analysis of non-key categories: 

o What is the balance in the selection of non-keys – are there non-keys 

which are never selected? 

o Is the correct answer ambiguous – are high ability participants selecting 

a non-key category (determined through plausible value averages)? 

In addition, feedback from participants was used to identify and improve the items, 

section texts and the data presentations. 

Figure 14 shows a Wright map which calibrates the items (from 1 to 21) and persons (N 

= 53) along the same logit measurement scale. The logit scale is a common unit of 

measurement for both items and persons, and when an item and person is in the same 

position along the scale, the difficulty of the item and the ability of the person is 

comparable (Bond & Fox, 2012). Each ‘X’ in the Wright map represents 0.1 persons. 

Persons at the lower level of the scale (the bottom of the Wright map) were measured 

as having low ability, and persons at the top of the scale were measured as having high 

ability. Likewise, items at the bottom of the scale were measured as low difficulty items, 

and those at the top of the scale were measured as high difficulty items.  
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Figure 14. Wright map of Latent Distributions and Response Model Parameter 
Estimates for the Pilot Test 
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The Wright Map shows a fairly good distribution of item difficulties across the range of 

participant abilities. However, two items were flagged because their difficulty (for items 

6 and 19) was above the person ability range. Moreover, more items were clustered at 

the top end of the scale, with fewer in the middle. One of the aims of the item revisions 

was to analyse the response categories of the most difficult items to determine whether 

some of these may be unnecessarily misleading or ambiguous. 

7.3.2. Revisions to pilot test items 

Of the 27 items, six items were left unchanged in the final test, two were removed, and 

the 18 remaining items were revised. The characteristics of these items – with the six 

unchanged items identified – can be found in Appendix 6 (items A1 to A6 are the 

unchanged items). Some changes were also made to the section texts, based on 

feedback that some parts were difficult to comprehend and contained too much jargon. 

This concerned text which was lifted directly from the research articles they were based 

on, and it was subsequently rewritten to be made more accessible. Some of the 

visualizations were also improved. In addition, a number of improvements were made 

to the testing platform, based on feedback received (see Section 6.4). 

Analysis of the pilot items based on item panelling, feedback from participants, item 

analysis and a skills audit revealed four types of problems: 

• The correct answer was ambiguous 

The most common problem encountered was that the correct answer was ambiguous. 

This was generally caused by one of the four response categories introducing ambiguity 

by being almost, but not quite, correct. Where it was not possible to find a good 

alternative response category, the fourth response category was removed based on an 

item audit and the item characteristics analysis as discussed above. In two cases the 

entire item was removed. 

• The correct answer was not clear from the section brief 

In a few cases, the correct answer required prerequisite knowledge to infer it from the 

section brief, or the section brief provided only hints as to the correct answer. This was 
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mainly the case for Section 3 of the test, which was completely rewritten following the 

pilot. 

• The question was not clear 

In a few cases the question was confusing and had to be rephrased or clarified. These 

problems were mainly identified thanks to feedback from pilot participants. 

• The item was too difficult or tricky 

A few items were very difficult or tricky, because one or more non-key categories were 

technically correct answers but did not (fully) answer the question. In these cases the 

non-key categories concerned were revised or rewritten so that they were more clearly 

incorrect, or the problematic non-key category was removed.  

While the pilot had four response categories for all items, for the final test, the number 

of response categories was reduced to three for some items. This was done for items 

with a problematic non-key response category, as described above, for which no 

suitable alternative could be found based on the item writing criteria used (see Appendix 

12). Research has indicated that three response categories are sufficient, although they 

might make the items easier (Haladyna, Downing & Rodriguez, 2002; Kehoe, 1995). 

Feedback from participants and analysis of the pilot test results indicated that the pilot 

test was very difficult, and some items were beyond the ability range of the participants. 

Hence the reduced difficulty of some of the test items following the removal of one of 

the response categories was not considered to be disadvantageous. 

7.4. Final test 

7.4.1. Evaluation of final test items and model fit 

For the final test, as with the pilot, the three tests were calibrated as a single data set 

assuming equivalence of items across the tests. This assumption was tested; for a 

discussion of the results and analysis, please see Section 8.1. Table 17 below shows the 

final test item characteristics for flagged items, based on the criteria outlined in Section 

7.1. A cell highlighted with the colour orange indicates that the item was flagged for a 

specific issue, for example, when the plausible values average of a non-key category is 
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equal to or higher than the plausible value average of the key (rounded to one decimal 

place). The sample sizes for each of the flagged response categories were also 

highlighted, in yellow, to facilitate cross-checking. As discussed in Section 7.3.1, if the 

sample size was below 10, it was considered to be too small for the plausible values 

average to be reliable. The first column indicates which items were removed based on 

the evaluation, with the item numbers highlighted in red. 

The complete summary statistics are shown in Appendix 7. 

Table 17. Final test item characteristics for removed items 

No 

1. 

 

p-

value 

2.  

 

Delta 
δ 

4. 

Item-

Rest 

Cor. 

5. N 6. Plausible Values Average 9. 

Cronbach's 

alpha if 

deleted 
A B C D A B C D 

2 0.11 2.40 0.16 38 14 75  0.04 0.51 0.25  0.66 

16 0.63 -0.38 0.31 9 34 80 4 -0.02 -0.04 0.33 0.59 0.65 

17 0.28 1.22 0.13 19 34 39 35 0 0.42 -0.01 0.38 0.65 

18 0.62 -0.34 0.10 79 4 34 10 0.28 0.47 0.16 -0.20 0.64 

20 0.35 0.87 0.27 44 50 33  0.4 0.18 0.03  0.66 

21 0.68 -0.60 0.05 25 16 86  0.35 -0.15 0.24  0.65 

25 0.58 -0.16 0.11 25 74 14 14 0.08 0.33 -0.20 0.26 0.65 

28 0.30 1.10 0.13 46 38 30 13 0.16 0.40 0.26 -0.25 0.66 

29 0.25 1.35 0.04 32 40 55  0.33 0.30 0.09  0.62 

 

All the items demonstrated acceptable OUTFIT and INFIT MNSQ between 0.75 and 1.3. 

Three items were flagged where the Cronbach’s alpha would increase if deleted, but the 

difference was very small (an increase of 0.01). Six items were flagged because the 

plausible values average for one of the response categories (rounded to one decimal 

place) was equal to or less than the key. For two of these items, the sample size was only 

4, below the threshold of 10 (OECD, 2009). These items were not removed, as the 

plausible values average could have been significantly affected by just one or two 

participants. The other four items were removed, including item 29 which had an item 

rest correlation close to 0.  

One of the items (no 14) was found to have two unambiguously correct answers. Two 

of the four response categories were therefore considered as the correct answer for this 
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item in the test calibration. The item was not removed, as it otherwise did not 

demonstrate problematic item characteristics. 

7.4.2. Diagnosing person misfit 

As with items, person misfit can be identified through MNSQ statistics (Bond & Fox, 

2012; Wilson, 2005). If respondents have a fit index below 0.75, it indicates overfit, and 

their responses are more determined or less random than would be expected. This is 

usually not something to be concerned about. When the MNSQ is greater than 1.3 it 

indicates underfit, and their responses are more random or haphazard than expected. 

For example, there may be many unexpected successes for low performers or many 

unexpected failures for high performers. Underfit is therefore a possible sign that the 

respondent is guessing and warrants further investigation. 

Table 18 below displays the fit statistics for 8 respondents where the fit was higher than 

1.3, which is 6.5% of the respondents (there were 127 respondents for the final test). 

The first column shows the person ID (PID) where the first letter indicates the 

presentation format (X = text-only, T = text plus tabulated data, and V = text plus 

visualization). To further investigate whether these respondents might have been 

guessing, the raw data files were analysed to identify the exact time taken for each 

question (since each question was on a separate page, it was possible to record this 

time). Column 3 shows the number of items which were answered in less than 10 

seconds, which suggests that the respondent is likely to have guessed, given that it 

should normally take more than 10 seconds to read the question and consider the 

possible answer.32 For the first two persons in the table (with the highest fit statistic), 

there is reasonable evidence of guessing, as four questions were answered in less than 

10 seconds. Nevertheless, the data also shows that these respondents took their time 

with most of the other questions, so it does not appear to be a case of guessing or 

selecting random answers all the way through. Moreover, these two persons were 

amongst the lowest scoring in the sample. For persons who have great difficulty with 

                                                      
32 This logic does not apply to the first question in each section, which could not be used to evaluate 
guessing. The time recorded for the first question also includes the time taken to read the section brief, 
which is likely to be read before moving on to the second question. 
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the test, one might expect guessing for some of the items that they were unable to 

answer. Indeed, even for persons of average or above average ability may have difficulty 

with some questions and guess the answer, and a few participants in their feedback 

admitted some guessing for questions to which they could not figure out the answer. A 

few possible guesses was therefore not considered sufficient reason to remove the two 

respondents from the final analysis. Examination of the time records of the other six 

persons showed little evidence of guessing, given that they took their time to answer 

most if not all the questions.  

Table 18. Person misfit statistics 

 1. PID 2. FIT 3. Questions answered 

in under 10 seconds 

1 T40 1.71 4 

2 X22 1.52 4 

3 X25 1.52 0 

4 T16 1.46 0 

5 T23 1.37 1 

6 V08 1.37 0 

7 T41 1.33 1 

8 X28 1.31 0 

 

7.4.3. Person and item separation reliability 

As with the pilot, the person separation reliability was calculated using the ConQuest 

software. The person separation reliability (EAP/PV reliability) of the combined final test 

with five misfitting items removed was .67, which is on the low side. The test therefore 

did not discriminate that well between high and low ability participants, although it was 

a considerable improvement over the pilot (which had an EAP/PV reliability of .50). 

Chapter 8 looks in more detail at the spread of item difficulties and person abilities along 

the same logit scale, and the extent to which the items covered the range of person 

abilities. It should be taken into account that the sample sizes were relatively small, and 

a larger sample would be needed to obtain more stable estimates of item discrimination 

measures and of person reliability. 
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A relatively low person separation reliability means that the replicability of individual 

person ability estimates would be somewhat unreliable. A high person reliability would 

have been important if the data literacy test were to be used to reliably assess the level 

of data literacy of individuals, in particular if there were consequences attached, such as 

obtaining a qualification. An EAP/PV reliability of .67 would be considered as insufficient 

for this purpose, but it was considered sufficient for the purpose of this study, which 

was to test for statistically significant differences between the data literacy levels of 

different groups of participants, rather than between different individuals. 

Interestingly, the text-only version of the test showed a considerably higher EAP/PV 

reliability of .76. The inclusion of the different presentation formats therefore reduced 

person separation reliability. A possible explanation is that including visualizations or 

tabulated data introduced a second measure to the test aside from the data literacy 

construct, which is the ability to interpret the visualizations or tabulated data. 

Therefore, each person’s ability estimate was not just a function of the item difficulty in 

terms of the level of data literacy competency required, but also the person’s 

competency in interpreting the data presentations. This was not an aspect which was 

measured, and would be an avenue for further research as discussed in Chapter 10. 

The data was analysed using the Rasch model, which is a unidimensional model and 

therefore assumes the data measures a single construct. The INFIT MNSQ range was .83 

to 1.10 and the OUTFIT MNSQ range was .87 to 1.06. All items were therefore within the 

acceptable range and demonstrated excellent fit. 

The item separation reliability was .95, which indicates a good replicability of item 

placements along the logit scale given different person samples of similar size and 

behaviour (Bond & Fox, 2012). 
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8. Calibration of the Data Literacy Scale 

This chapter analyses the different data literacy levels in association with the theorized 

data literacy construct as described in Chapter 6. The first research question was as 

follows: 

To what extent can data literacy, within the context of understanding education 

policy-relevant quantitative research evidence, be measured on a single scale of 

increasing proficiency? 

This research question is addressed in Section 8.2 which analyses the calibration 

estimates for the data literacy items. Section 8.3 discusses the implications of the Data 

Literacy Scale. Prior to the analysis of the Data Literacy Scale, the comparability of the 

three tests along a common scale needs to be established, which is discussed in Section 

8.1. 

8.1. Comparability of the three tests 

The purpose of this section is to demonstrate the comparability of the three versions of 

the test when calibrated along a common Data Literacy Scale. In the between-subjects 

experimental design of this study, three assumptions were made. The first is that 

tabulated data and visualizations were informationally equivalent (as discussed in 

Section 6.3.2), and contained no new information which was not already in the text. The 

first assumption was examined by looking at the commonalities and differences 

between the tests. The second assumption was that the three groups of participants, 

who have been randomly assigned to one of three tests, were randomly equivalent. This 

assumption was examined by testing whether the population for each test is normally 

distributed. The third assumption was that each of the items in the three tests, in spite 

of their different presentation formats, measured the same construct as set out in 

Chapter 6. The third assumption was examined through the behaviour of items across 

the three tests.  
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8.1.1. Test commonalities and differences 

Table 19 summarizes the commonalities and differences between the three different 

versions of the test. The visualizations or tabulated data presented no new information 

which is not in the text, but rather extracted quantitative information from the text and 

presented it in an alternative way. Other than the inclusion or exclusion of the 

presentation format, all other aspects of the test were identical. As illustrated in the 

screen captures comparing the three versions of the tests (see Chapter 4, Test platform), 

the three tests were also identical in terms of the size and format of the text. The 

visualization and tabulated data for each section was also equivalent in terms of size and 

layout and structure as far as possible (including dimensions, headers and labels). 

Table 19. Commonalities and differences between the three versions of the test 

 Text-only Text plus tabulated 

data 

Text plus visualization 

Text Identical Identical Identical 

Presentation added to 

the text 

None Tabulated data, based 

only on information in 

the text 

Visualization, based 

only on information in 

the text 

Item stems (questions) Identical Identical Identical 

Item responses Identical Identical Identical 

Answer key Identical Identical Identical 

 

8.1.2. Evaluating the assumption of normality 

For many statistical comparisons, an important assumption is that the groups being 

compared are normally distributed (Ghasemi & Zahediasl, 2012). The normal 

distribution of means for each of the three tests was evaluated to ascertain that the 

items and samples for the three tests behaved similarly, in that they did not display non-

normal behaviour. For example, a non-normal or skewed distribution of means for only 

one of the tests could reflect an uneven distribution of participant ability levels and/or 

uneven distribution of item difficulties compared to the other tests.  



  

216 
 

It should be noted that Rasch statistics are independent of population parameters, and 

hence independent of the distribution of abilities, which means that the assumption of 

normality does not need to be satisfied (Wilson & Engelhard, 1995).  

For small sample sizes (less than 300, as was the case in this study), the Kolmogorov-

Smirnova and Shapiro-Wilk tests are suitable to test the null hypothesis of normal 

distribution (Kim, 2013). As shown in Table 17, for both tests and for all three population 

groups, the significance level was above .05. Therefore, the null hypothesis of a normal 

distribution was not rejected, and the populations were considered to be normally 

distributed. 

Table 20. Tests of normality 

Treatment Kolmogorov-Smirnova Shapiro-Wilk 

Statistic df Sig. Statistic df Sig. 

Text plus 

visualization 

.088 43 .200* .984 43 .786 

Text plus 

Tabulated data 

.123 44 .093 .970 44 .313 

Text-only .108 36 .200* .976 36 .608 

a. Lilliefors Significance Correction 

*. This is a lower bound of the true significance. 
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The normal Q-Q plots below graphically show that the data are normally distributed for 

the three population groups, as all the points are close to the diagonal line for all three 

versions of the test. 

 

Figure 15. Normal Q-Q Plot for Text-only 
 

 

Figure 16. Normal Q-Q Plot for Text plus visualization 
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Figure 17. Normal Q-Q Plot for Text plus Tabulated data 

 

8.1.3. Item difficulty and fit statistics across tests  

This section compares the Rasch item difficulty estimates (delta) and item fit statistics 

across different versions of the test. The purpose of this analysis was to determine 

whether items behaved similarly in each of the three tests, and whether each of the 

tests independently satisfied the unidimensionality assumption of the Rasch model. 

With independent calibrations for the three versions of the test, it was found that almost 

all the item fit statistics were within the acceptable range. The following three items 

were the exceptions: 

• Text-only version of the test: The outfit MNSQ for item 7.133 was 0.73, and the 

outfit MNSQ for item 1.134 was 1.35. 

• Text plus tabulated data version of the test: The outfit MNSQ for item 1.235 was 

1.46.  

                                                      
33 Item 7.1 addressed EFA dimension quality, associated with data literacy competency “Evaluate the 
assumptions made for a quantitative scenario to be feasible”; it was a difficult item (level 3 in the Data 
Literacy scale). 
34  Item 1.1 addressed EFA dimensions access and equity, associated with data literacy competency 
“Understand the relationship between two or more quantitative concepts”; it was an easy item (level 1 in 
the Data Literacy scale). 
35  Item 1.2 addressed EFA dimensions access and equity, associated with data literacy competency 
“Evaluate various hypothetical scenarios in terms of cost-effectiveness”; it was a difficult item (level 3 in 
the Data Literacy scale). 
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None of these MNSQ values were particularly extreme. The weighted infit MNSQ which 

is less sensitive to outliers was in the acceptable range for all items (and given the small 

sample sizes, a small number or even one or two outliers could significantly affect the 

outfit MNSQ values). The items across the three independently calibrated tests 

therefore demonstrated a good fit with the Rasch model. The fit statistics for the three 

tests are further looked at in Section 9.1.1. 

 

Figure 18. Plot comparing item difficulties for the text-only and text plus tabulated 

data versions of the test 
 

The comparison of item difficulty estimates was made through scatter plots (Figures 24 

to 26), where for each item the difficulty estimate in one test was compared to its 

difficulty in another test. The item difficulties were obtained by calibrating each of the 

three versions of the test independently (so calibrated with the sample of persons who 

took a particular version of the test). The average of item difficulties was set at 0 logits. 

An estimated linear regression line with 95% prediction intervals (PI) was used to 

determine whether item difficulties are within the expected bounds. This would indicate 

that the tests behave similarly in measuring the data literacy construct. In addition, a 

diagonal blue line from the bottom-left to the top-right corner represents the path of 
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the linear regression line if the items were of equal difficulty in both tests. The deviation 

from this line therefore indicates the extent to which the test difficulty differs between 

the tests. 

 

Figure 19. Plot comparing item difficulties for the text-only and text plus 

visualization versions of the test 
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Figure 20. Plot comparing item difficulties for the text plus visualization and text 

plus tabulated data versions of the test 

 

The outliers represent items where the difficulty of the item was very different in the 

two tests. Items above the regression line were easier in the text plus visualization test, 

and items below the regression line were easier in the text-only test. The scatter plot 

indicates that the items are within the 95% prediction interval, demonstrating similar 

behaviour in the assessment of data literacy. 

In conclusion, although the presentation format had differential impact depending on 

the item, overall the tests did not exhibit differential behaviour and, independently 

calibrated, satisfied the assumption of unidimensionality of the Rasch model. This 

suggests that valid comparisons of the effect of presentation format could be made 

when the tests were calibrated along a common Data Literacy Scale. 

8.1.4. Summary 

This section looked at the comparability of the three tests when calibrated along a 

common Data Literacy Scale, which included an examination of the item fit statistics for 
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each of the three tests when independently calibrated. It also analysed differences in 

item behaviour across the three tests. The key finding was that the items in each of the 

three tests did not exhibit differential behaviour when independently calibrated and 

satisfied the assumption of unidimensionality of the Rasch model. Valid comparisons of 

the effect of presentation format could therefore be made through the many-facet 

Rasch analysis (discussed in Section 9.1), in which the tests were calibrated along a 

common Data Literacy Scale. 

The following section discusses the unidimensionality of the Data Literacy Scale when 

the three tests were calibrated along the same scale. 

8.2. Calibration estimates for the Data Literacy Scale 

To examine the underlying data literacy construct, the three tests were combined for 

the calibration without considering separately the different presentation formats; a 

different kind of analysis was required for determining the effect of the presentation 

format, which is discussed in Section 9.1. A total of 26 items and 127 persons (for the 

final test) were calibrated along the same logit measurement scale. 

The person ability estimates were between -1.61 logits and +2.8 logits, which is a range 

of 4.41 logits. This reflects a broad range with a large variation in ability amongst the 

sample. The item difficulty estimates were between -0.10 logits and +2.49 logits, which 

is a range of 3.50 logits.36 This indicates that there was a fairly broad range of item 

difficulties. However, more of the items were clustered at the bottom, lower difficulty 

end of the scale, with fewer items in the upper end of the scale. There was therefore a 

slight mismatch between the person ability levels and the item difficulty levels. In other 

words, the test was a bit too easy with respect to the average ability levels of the 

participants (which was the opposite of the pilot test). The reasons for this are discussed 

below in Section 8.3.  

Table 21 shows the results of the calibration estimates for the data literacy items, 

ordered from least difficult to most difficult. It includes summary statistics for each item: 

                                                      
36 -1.044 logits to +2.492 logits 
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the p-value (the proportion of participants who answered the items correctly), and the 

delta or item difficulty parameter (δ) expressed in logits. It also shows the result of a 

content analysis conducted for each item which identified the data literacy competency 

and corresponding Cognitive Process dimension category from Bloom’s revised 

Taxonomy. A brief description for each item is also provided, as well as the EFA domain. 

Items were ordered from least to most difficult for the interpretation of the underlying 

data literacy construct. Clusters of items of similar difficulty were analysed to identify 

common themes, linking back to the hypothesized data literacy levels identified in 

Chapter 3.  
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Table 21. Calibration estimates for the Data Literacy Scale 

Item 

no 

EFA 

domain 

Concise description Data literacy competency P-value Delta δ Bloom's revised 

Taxonomy 

Level 0 - Pre data literacy (5.5% of participants, logit range < -1.04 

Level 1 - Basic data literacy: Understand the context or problem (15.0% of participants, logit range >= -1.04 to < -0.35) 

11 

(3.3) 
Access 

Invisible NAS children not in any 

database 

Understand one or more quantitative 

concepts 
0.77 -1.04 Understand 

14 

(4.1) 

Access, 

Equity 

Likelihood of girls entering primary 

school 

Apply statistical principles to solve a problem 

concerning two or more quantitative 

concepts 

0.47 -1.04 Apply 

7 

(2.2) 

Access, 

Equity, 

Quality 

Impact full enrolment and higher-quality 

preschool for all children 

Apply statistical principles to solve a problem 

concerning two or more quantitative 

concepts 

0.73 -0.82 Apply 

22 

(6.1) 

Quality, 

Equity 

Impact inequality on educational 

achievement 

Understand the relationship between two or 

more quantitative concepts 
0.72 -0.78 Understand 

13 

(3.5) 
Access 

Identify ‘semi-invisible’ out-of-school 

children 

Understand the relationship between two or 

more quantitative concepts 
0.72 -0.78 Understand 

26 

(7.4) 
Quality 

USA level achieved if bottom 8% of 

teachers replaced 

Apply statistical principles to solve a problem 

concerning two or more quantitative 

concepts 

0.69 -0.62 Apply 
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Item 

no 

EFA 

domain 

Concise description Data literacy competency P-value Delta δ Bloom's revised 

Taxonomy 

12 

(3.4) 
Access 

Policy message: Wider range of 

databases to identify NAS children 

Understand the relationship between two or 

more quantitative concepts 
0.69 -0.61 Understand 

8 

(2.3) 

Access, 

Equity, 

Quality 

Policy message: Targeted increase 

preschool quality and enrolment 

Understand the relationship between two or 

more quantitative concepts 
0.69 -0.57 Understand 

1  

(1.1) 

Access, 

Equity 

What is meant with “economically 

efficient”? 

Understand the relationship between two or 

more quantitative concepts 
0.65 -0.42 Understand 

15 

(4.2) 

Access, 

Equity 

Same sex-based and location-based 

pattern of out of school children 

Analyse the information provided to identify 

a pattern 
0.65 -0.42 Analyze 

Level 2: Intermediate data literacy - Analyse the evidence (40.9% of participants, logit range >= -0.35 to < 0.42) 

4 

(1.4) 

Access, 

Equity 

Best investment strategy equity and 

economic efficiency 

Analyse a hypothetical scenario concerning 

two or more quantitative concepts 
0.64 -0.35 Analyze 

10 

(3.2) 
Access 

Enrolled children who never attend 

school excluded in discussion 

Evaluate the effect of a new quantitative 

concept in relation to an existing scenario 
0.64 -0.35 Evaluate 

16 

(4.3) 

Access, 

Equity 

Policy message: Rates out-of-school 

children misleading 

Make a subjective interpretation of 

quantitative relationships 
0.63 -0.31 Evaluate 

17 

(4.5) 

Access, 

Equity 

Categories likely to have highest 

percentage out-of-school children  

Apply statistical principles to solve a problem 

concerning two or more quantitative 

concepts 

0.62 -0.27 Apply 
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Item 

no 

EFA 

domain 

Concise description Data literacy competency P-value Delta δ Bloom's revised 

Taxonomy 

5 

(1.5) 

Access, 

Equity 

Improving equity is not always 

economically inefficient 

Evaluate the validity of relationships 

between quantitative concepts 
0.57 -0.06 Evaluate 

18 

(5.1) 

Quality, 

Equity 

Highest equality: alternative equal to 

traditional reading score 

Analyse the relationship between two 

quantitative concepts with respect to a third 

concept 

0.55 0.04 Analyze 

9 

(3.1) 
Access 

Identify all remaining NAS: not in any 

database 

Understand the relationship between two or 

more quantitative concepts 
0.53 0.15 Understand 

6 

(2.1) 

Access, 

Equity, 

Quality 

Why improving preschool quality 

increases Hispanic-white gap 

Analyse the relationship between two 

quantitative concepts with respect to a third 

concept 

0.50 0.25 Analyze 

Level 3: Advanced data literacy - Evaluate and create new meaning (38.6% of participants, logit range >= 0.42) 

20 

(5.4) 

Quality, 

Equity 

Policy message: Performance 

comparison include SES dimension 

Evaluate the influence and importance of 

various quantitative concepts 
0.46 0.42 Evaluate 

21 

(5.5) 

Quality, 

Equity 

Poor and disadvantaged, where best 

chance of quality education 

Combine quantitative concepts to create a 

new scenario, and apply statistical reasoning 

to that scenario 

0.46 0.45 Create 

24 

(7.1) 
Quality 

Assumption: Least effective teachers can 

be identified accurately  

Evaluate the assumptions made for a 

quantitative scenario to be feasible 
0.44 0.52 Evaluate 

23 

(6.3) 

Quality, 

Equity 
Not good reason to exclude country 

Evaluate the effect of a new quantitative 

concept in relation to an existing scenario 
0.42 0.63 Evaluate 
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Item 

no 

EFA 

domain 

Concise description Data literacy competency P-value Delta δ Bloom's revised 

Taxonomy 

19 

(5.2) 

Quality, 

Equity 

Relationship between enrolment, SES 

and reading scores 

Analyse complex relationships between 

quantitative concepts, and create a new 

scenario 

0.35 0.95 Create 

25 

(7.2) 
Quality 

How often replace bottom 8% of 

teachers 

Combine quantitative concepts to create a 

new scenario, and apply statistical reasoning 

to that scenario 

0.30 1.19 Create 

3 

(1.3) 

Access, 

Equity 

Trade-off between equity and efficiency 

in investing in the disadvantaged 

Analyse the relationship between two 

quantitative concepts with respect to a third 

concept 

0.27 1.35 Analyze 

2 

(1.2) 

Access, 

Equity 

Best strategy in terms of economic 

efficiency 

Evaluate various hypothetical scenarios in 

terms of cost-effectiveness 
0.11 2.49 Evaluate 
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As discussed in Chapter 7, all of the items demonstrated acceptable OUTFIT and INFIT 

MNSQ. The observations therefore demonstrated a good fit to the Rasch model, 

supporting the hypothesis of a hierarchical unidimensional scale. 

Cut-points along the Data Literacy Scale were determined through an analysis of items 

clustered according to difficulty level. Items were ordered by increasing difficulty, and 

subsequently were analysed according to the associated data literacy competency, the 

Cognitive Process dimension category from Bloom’s revised Taxonomy, and the 

hypothesized data literacy levels discussed in Chapter 3, which were: 

i. Level 1: Understand the context or problem  

ii. Level 2: Analyse the evidence  

iii. Level 3: Evaluate and create new meaning  

Through this analysis, items were clustered into three groups based on a common 

interpretation of the underlying data literacy construct. Based on these item clusters, 

three-cut off points were established along the Data Literacy Scale, with the first 

separating pre data literacy from basic data literacy, the second separating basic data 

literacy from intermediate data literacy, and the third separating intermediate data 

literacy from advanced data literacy. This resulted in four data literacy levels as shown 

below (with level 0 representing the absence of data literacy, and the subsequent levels 

1 to 3 corresponding to the hypothesized three data literacy levels): 

• Level 0: Pre data literacy  

(5.5% of participants, logit range < -1.04) 

• Level 1: Basic data literacy: Understand the context or problem  

(15.0% of participants, logit range >= -1.04 to < -0.35) 

• Level 2: Intermediate data literacy - Analyse the evidence  

(40.9% of participants, logit range >= -0.35 to < 0.42) 

• Level 3: Advanced data literacy - Evaluate and create new meaning  

(38.6% of participants, logit range >= 0.42) 
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The interpretation of data literacy competencies along the calibrated logit scale 

replicated the hypothesized hierarchical development of data literacy levels discussed 

in Chapter 3. As hypothesized, Level 1 encompasses items within the first two Cognitive 

Process dimension categories Apply and Understand. Level 2 consists mainly of items in 

the next two Cognitive Process dimension categories Analyze and Evaluate, and level 3 

consists mainly of items in the final two Cognitive Process dimension categories Evaluate 

and Create.  

The result of the item calibration is visualized in Figure 21 through a Wright map, which 

also shows the three data literacy levels. Each ‘X’ in the Wright map represents 0.2 

persons. Persons at the lower level of the scale were measured as having low ability, 

and persons at the top of the scale were measured as having high ability. Likewise, items 

at the bottom of the scale were measured as low difficulty items, and those at the top 

of the scale were measured as high difficulty items, with the average of item difficulties 

set at 0 logits. The data literacy levels are summarized through Gist Statements, based 

on the common characteristics of items in the three literacy levels. These are shown on 

the right-hand side of the Wright map, and are further discussed in the next section. The 

hypothesized difficulty levels of the items are included through colour coding, from 

levels 1 to 5, based on the associated Cognitive Process dimension category in Bloom’s 

revised Taxonomy, and hypothesized data literacy level (see also Table 13 in Section 

6.1.4). The five hypothesized levels of difficulty have thus been mapped over the three 

difficulty levels of the Data Literacy Scale. There is generally a close match between the 

hypothesized difficulty levels and the empirically derived levels along the logit 

measurement scale. The cut-off points were established based on a common 

interpretation of the underlying data literacy competencies for items in each of the 

three levels, with Level 1 of the Data Literacy Scale encompassing items associated with 

Cognitive Process dimension categories Understand (coloured green) and Apply 

(coloured purple), Level 2 encompassing items associated with categories Analyze 

(coloured blue) and Evaluate (coloured orange), and Level 3 encompassing items 

associated with categories Evaluate (coloured orange) and Create (coloured red) (see 

also Section 6.1.1, which discusses the overlapping nature of the category Evaluate). 
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Figure 21. Wright map of the Data Literacy Scale 

Level 3: Evaluate and create new meaning 
Demonstrates the ability to create a new scenario 
by predicting and generalizing from data, evaluating 
and combining quantitative concepts and drawing 
out the broader implications and assumptions 
made, as well as apply statistical reasoning to the 
new scenario. 

Level 0: Pre data literate 

2 

3 

25
 23 

19 
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24 
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5 
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4 10 16 

1  15 

8 12 26 

13  22 
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Level 2: Analyse the evidence 
Demonstrates the ability to identify trends, patterns or 
effects of changes in a quantitative variable by analysing and 
inferring the structure of the relationship between 
quantitative concepts, as well as the ability to determine the 
validity of relationships between quantitative concepts and 
their effects, by evaluating the scenario and its implications. 

Level 1: Understand the context or problem 

Demonstrates an understanding of the relationship 
between quantitative concepts by identifying a correct 
interpretation or summary of this relationship, or a trend or 
pattern emphasizing this relationship, as well as the ability 
to solve a quantitative problem by applying statistical 
principles concerning two or more quantitative concepts. 

Colour coding: hypothesized difficulty 

levels and corresponding Cognitive Process 

dimensions categories 

Level 5 (red) – Create 

Level 4 (orange) - Evaluate 

Level 3 (blue) - Analyze 

Level 2 (purple) - Apply 

Level 1 (green) - Understand 
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8.3. Implications of the Data Literacy Scale  

This section discusses the implications of the Data Literacy Scale through an analysis of 

the data literacy levels and their distribution by different sub-groups: occupation, sex 

and age. In interpreting the findings below, a factor to take into account is that 

differences between sub-groups may to some extent reflect the impact of the data 

presentation format (discussed in Chapter 9), since the allocation of presentation 

formats to participants within sub-groups was uneven (as a result of random allocation 

and small sub-group sample sizes). 

 

Figure 22. Distribution of data literacy levels by occupation 

 

Figure 22 shows the distribution by data literacy level for different occupations. The 

sample sizes are indicated in brackets in the occupation description, and were very small 

except for the student educators group.  

Around one quarter of student educators were in levels 0 or 1, meaning that they at 

most were able to identify straightforward trends in the data and understand and solve 

basic problems concerning quantitative concepts. This level of data literacy may be 

considered insufficient for educators even in countries where professional standards for 

teachers include only basic data literacy competencies. The reason is that teachers need 

7.2

7.7

18.1

15.4

8.3

5.3

44.6

15.4

16.7

57.9

30.1

61.5

75.0

36.8

0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

Student educators (83)

Educators & education leaders (13)

Education researchers / academics (12)

Other (19)

Level 0 Level 1 Level 2 Level 3
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to not only understand and interpret data, they also need to be able to draw out the 

implications and act on that data, for example to guide or inform their teaching 

practices. Moreover, professional standards for teachers are evolving, and there are 

indications of a global trend of increasing expectations of teachers to be data literate as 

discussed in Chapter 2. For example, in the United States there is a trend of increasing 

prioritizing of data literacy for teachers and principals over time, and the recent 2013 

European Commission policy recommendations included interpretation of evidence and 

data as key competencies to improve the quality of teaching. Countries which already 

have demanding requirements of teachers in terms of data use in professional standards 

include Australia and New Zealand, where, for example, teachers need to be able to use 

data to evaluate their practices and effectiveness. This goes beyond mere understanding 

and interpretation of basic quantitative concepts and relationships. 

The highest proportion of student educators were in level 2 (around 47%), indicating 

that they were able to make subjective interpretations of quantitative relationships and 

identify more complex trends and patterns, as well as evaluate the validity of 

relationships between quantitative concepts and the effect of introducing new 

quantitative concepts to an existing scenario. This may be an acceptable minimum level 

of data literacy according to the teacher standards reviewed. However, if teachers are 

to have a critical, evidence-based attitude and be able to use and conduct research, as 

proposed in the European Commission policy recommendations, a higher level of data 

literacy may be needed. In addition, if the role of teachers is envisioned not just as 

implementers but also as shapers and influencers of policy, again this level of data 

literacy may be insufficient. 

Almost one-third of student educators were in level 3, meaning that they were able to 

analyse complex relationships between quantitative concepts, create, analyse and 

evaluate hypothetical scenarios by combining quantitative concepts, and derive the 

broader implications to evaluate the impact of different scenarios. This would be the 

level of data literacy required for students aspiring to become education leaders, policy 

makers or education researchers, as well as for existing education leaders, policy makers 
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or education researchers who took the test. As leaders and influencers, it is important 

to be able to see the big picture implications of data – and understand them within a 

broader context of improving learning outcomes, and equity, for a school or region or 

country as a whole rather than just for individual students. A significant proportion of 

education leaders, policy makers and researchers who took the test did not reach this 

level of data literacy. 

Overall, though, the two groups which performed beyond expectations were the 

educators and education leaders and the category “other” (consisting of non-

educators). Educators and education leaders included an unexpectedly large proportion 

of participants at the top end of the scale, while the category ‘other’ included an 

unexpectedly small proportion at the bottom end of the scale, although again the 

sample sizes need to be considered, which allow just a few participants to completely 

change the distribution. Whether the data literacy test is too easy for educators and 

education leaders in its current form would require further investigation. 

The distribution of data literacy levels by occupation is one of the factors which explains 

the slight mismatch between person ability levels and item difficulty levels as discussed 

in the previous section. This mismatch reflects to some extent the different groups of 

participants and their background in statistics. It can be seen in Figure 22 that the 

student educators had the lowest data literacy levels, and the distribution reflects a 

fairly even balance across the different levels, if levels 0 and 1 were to be considered as 

one segment reflecting low data literacy (incorporating pre data literacy and basic data 

literacy). It was mainly the experienced educators and education researchers and 

academics who performed well on the test and whose ability levels were therefore 

clustered at the top-end of the scale. Many of the researchers and academics who 

participated had a statistics or mathematics education background and/or a great deal 

of experience working with complex statistics, so this was not surprising37 . The results 

suggest that for persons with a solid foundation in statistics, the data literacy test may 

                                                      
37 These participants consisted mostly of researchers and academics of the Assessment Research Centre 
at the University of Melbourne. 
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be too easy. Some of the students were also atypical of education students in that they 

also had a statistics background38. For the calibration of the Data Literacy Scale it was 

important to have a wide range of data literacy levels, and these two groups of 

participants certainly reflected the upper ability range. It was good to have such 

participants for the calibration of the Data Literacy Scale, but they are unlikely to be 

representative of the typical educator or student educator. Another factor to consider 

is that given the nature of the test and that it required a large time commitment 

(voluntary, in most cases), it may have appealed more to those with higher data literacy 

levels. Finally, as is discussed in Chapter 9, the data visualization version of the test taken 

by around one-third of participants had the effect of making the data literacy test 

significantly easier. All these factors combined explain the slight mismatch between the 

ability levels of participants and the difficulty levels of the items. Such a mismatch may 

not have existed had the sample consisted only of a representative sample of student 

educators. 

The distribution of ability ranges is shown in more detail in Figure 23, the box-and-

whisker plot. It shows that researchers and academics, while having the highest data 

literacy levels on average, did not include the participants with the highest data literacy 

levels. The top five participants were not researchers or academics, but students (3) and 

participants in the category ‘other’ (2). This is not so surprising for the students, since 

the sample size was much larger, and it included PhD students with a strong statistical 

background. However, it was surprising for the ’other’ category, some of whom 

presumably had a statistical background (which seems likely, given their interest in 

participating). This suggests that some details regarding the statistical background of 

participants would have been useful to include in the end-of-test survey.  

The fact that non-educators did well demonstrates that the test did not require prior 

education knowledge. As discussed in Chapter 6, the data literacy test was purposefully 

designed so that prior knowledge would not be needed or beneficial; the test section 

                                                      
38 Student participants who were PhD students of the Assessment Research Centre at the University of 
Melbourne generally had a statistics background, as well as some of the participating students of the 
subject Economics of Education in the University of Stellenbosch. 
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material needed to be read and understood to answer the test questions. This was to 

ensure that test results were a reflection of the ability to interpret the evidence 

provided, rather than a reflection of being knowledgeable about the subject areas of the 

test. Indeed, prior knowledge may have been a hindrance rather than a benefit. 

Researchers and academics could have been hindered by being knowledgeable on the 

subject areas, as that may lead to being less inclined to search for the answers in the 

text if they already presumed to know the answers.  

 

Figure 23. Box-and-whisker plot of ability levels by occupation 

 

As was illustrated through Figure 7 in Section 5.4.2, there was a reasonably even 

distribution of participants by presentation format (taking into account, also, the small 

sample sizes – less than 8 participants in many of the occupation and presentation 

format comparisons). For the text-only group, however, there was a disproportionately 

high percentage of participants in the category “educators and education leaders”, and 

a disproportionately low percentage of participants in the category “other”. As shown 

in Figure 17, these are the two occupation categories which are middle of the range, 

with neither particularly high data literacy levels (as with researchers / academics) or 

low data literacy levels (as with student educators). Therefore, this imbalance was not 

-2 -1 0 1 2 3 4

Others (19)

Students (83)

Educators & education leaders (13)

Researcher / academic (12)
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considered to be a significant issue in the interpretation of the findings with respect to 

the impact of data presentation format on data literacy levels. 

Figure 24 shows the distribution of data literacy levels by sex. Male participants 

performed better on the test than female participants.  

 

Figure 24. Distribution of data literacy levels by sex 

 

As pointed out earlier, differences may be the result of uneven distribution of the 

presentation formats across the groups being compared – in this case female and male. 

To check if this might be the case, Figure 25 shows the distribution for the text-only 

presentation format. The pattern is similar, indicating that male participants performed 

better even within a specific presentation format. Another check was to calculate the 

proportion of male and female participants who were students, as student educators 

generally had lower data literacy levels than the other groups. Here the proportions 

were equally balanced (67% of both male and female participants were students), so 

this also did not explain the results. 
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Figure 25. Distribution of data literacy levels by sex for the text-only presentation 
format 

 

A potential explanation is that there may have been more male than female participants 

with a mathematics or statistics educational background; for example, having studied 

higher-level mathematics at school, or followed a university-level statistics course. This 

was not one of the survey questions unfortunately, so it cannot be verified. Although 

the sample sizes were too small to draw any conclusions, the sex-based differences in 

data literacy levels found in this study suggest that it may be worth exploring in future 

research. 

Figure 26 shows the distribution of data literacy levels by age. Participants in the 26- to 

35-year-old age bracket performed best, and in the under 25 year-old age bracket 

performed worst. The participants under 25 were generally students, so this again 

mirrors the lower performance of students vis-à-vis the working occupations. 

13.0 8.7

30.8

56.5

7.7

21.7

61.5

0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

Female

Male

Level 0 Level 1 Level 2 Level 3



  

238 
 

 

Figure 26. Distribution of data literacy levels by age 
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9. Data Literacy as a function of presentation format 

The second research question was as follows: 

How is data literacy, within the context of understanding education policy-

relevant quantitative research evidence, affected by different presentation 

formats of the evidence, namely, (i) text only, (ii) text plus tabulated data, and 

(iii) text plus visualization? 

This research question is addressed in Section 9.1, which discusses the results of the 

many-facet Rasch model analysis. Through the many-facet Rasch model, items and 

persons for the three tests were calibrated along a common log-linear scale along with 

the third facet, the presentation format. Following the many-facet Rasch analysis, 

Section 9.2 presents an overall picture of data literacy levels by presentation format. 

Subsequently, Section 9.3 looks in more-depth at the item level to investigate the 

underlying reasons for the effect of presentation format using the framework of 

cognitive fit and cognitive load from Chapter 4. To conclude, Section 9.4 discusses the 

different presentation formats in terms of perceived usefulness and test time. 

9.1. Many-facet Rasch model analysis 

The many-facet Rasch model was used to analyse the second research question 

regarding the effect of presentation format on data literacy levels. A three-facet Rasch 

model was used in which person ability and item difficulty estimates were estimated as 

an outcome of the interaction between the three facets: person, item and presentation 

format. Parameter estimates for the three presentation formats were obtained through 

calibration of the many-facet Rasch model with the three facets person ability, item 

difficulty and presentation format.  The resulting ability estimates for persons and items 

factor in the effect of the presentation format. The ConQuest software was used to 

conduct the many-facet Rasch analysis (Wu, Adams, Wilson & Haldane, 2008).  

As discussed in Chapter 5, Rasch analysis and specifically Rasch many-facet analysis has 

a number of advantages compared to previous research in which the effect of data 
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presentation was analysed using raw scores. In particular, the Rasch presentation 

format measures are sample free (Lunz, Wright & Linacre, 1990; Wright & 

Panchapakesan, 1969), and thus enable the research findings to be more objectively 

generalized beyond the sample of persons and items used in the study.  

9.1.1. Many-facet Rasch model and calibration 

Two Rasch models were considered as part of the process of estimating the presentation 

format main effects. Model 1 was a three-faceted dichotomous model where the ratio 

of the probabilities of possible outcomes is a linear combination of person ability, item 

difficulty and presentation format. Model 2 was a four-faceted dichotomous model 

which added the interaction effect of item and presentation format. Model fit was 

compared through fit statistics for the presentation format parameter (Adams & Wu, 

2010). It was found that adding the interaction term to the model did not improve model 

fit, so the item and presentation format interaction effect was redundant. Model 1 was 

therefore used, with three facets (or main effects), as specified through the following 

equation: 

Equation 2. Three-faceted many-facet Rasch model 

log� � P��1 − P��! = f #B�   −  D  −  F�' 

where  

Pnij = probability of person n correctly answering an item with difficulty i for presentation 

format j was a function of 

Bn = ability B of person n 

Di = difficulty D of item i 

Fj = difficulty adjustment of the presentation format j 
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In this many-facet Rasch model, the presentation format facet calibrates the different 

data presentations so that they are characterized by a difficulty adjustment which is 

independent of person ability or item difficulty. 

The higher logit figure reflects the higher average ability for that particular presentation 

format. This increase in average ability is visualized through the Wright map in Figure 

27. 

Table 22 shows the parameter estimates for the presentation format facet, the 

associated standard errors (SE) and the fit statistics. The fit statistics are within the 

acceptable range (close to their expected value of 1.0) for all three presentation format 

estimates, suggesting that the presentation formats support the unidimensionality of 

the scale (OUTFIT MNSQ ranging from 1.02 to 1.13, and INFIT MNSQ ranging from 1.01 

to 1.10). The test was easiest for the xV group (0.244 logits, SE = 0.09), followed by the 

x group -0.032 logits, SE = 0.10), and was hardest for the xT group (-0.211 logits, SEM = 

0.09). The higher logit figure reflects the higher average ability for that particular 

presentation format. This increase in average ability is visualized through the Wright 

map in Figure 27. 

Table 22. Presentation format parameter estimates 

    
OUTFIT  

(Unweighted fit) 

INFIT  

(Weighted fit) 

Presentation format n 
Estimate 

(Logits) 

SE 

(Logits) 
MNSQ t MNSQ t 

Text-only  

(x) 
36 -0.032 0.095 1.13 0.6 1.10 0.5 

Text plus tabulated 

data (xT) 
45 -0.211 0.089 1.02 0.1 1.01 0.0 

Text plus visualization 

(xV) 
46 0.244 0.089 1.04 0.3 1.03 0.2 

 

The estimates for the three presentation formats alongside person ability and item 

difficulty estimates are visualized in Figure 27 through a Wright map. It calibrates items 
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and persons, along with the presentation formats, along the same logit measurement 

scale. Each ‘X’ in this Wright map represents 0.9 persons. The Wright map also shows 

the data literacy levels. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

xT 

Level 2: Analyse the evidence 
Demonstrates the ability to identify trends, patterns or effects of 
changes in a quantitative variable by analysing and inferring the 
structure of the relationship between quantitative concepts, as 
well as the ability to determine the validity of relationships 
between quantitative concepts and their effects, by evaluating 
the scenario and its implications. 

x 

Level 1: Understand the context or problem 

Demonstrates an understanding of the relationship between 
quantitative concepts by identifying a correct interpretation or 
summary of this relationship, or a trend or pattern emphasizing 
this relationship, as well as the ability to solve a quantitative 
problem by applying statistical principles concerning two or 
more quantitative concepts. 

Level 3: Evaluate and create new meaning 
Demonstrates the ability to create a new scenario by 
predicting and generalizing from data, evaluating and 
combining quantitative concepts and drawing out the broader 
implications and assumptions made, as well as apply statistical 
reasoning to the new scenario. 

xV 

Level 0: Pre data literate 
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Figure 27. Wright map for the many-facet Rasch analysis of presentation format 
effect 

 

In the dichotomous Rasch model, where a person is at the same position along the 

vertical scale as an item (that is, the difficulty of the item and the ability of the person 

have the same logit value), the person has approximately a 50% probability of correctly 

answering the item (Wilson, 2005). This is not the case in the many-facet Rasch model, 

in which the probability of correctly answering a test item is a function of all the facets 

(Linacre, Engelhard, Tatum & Myford, 1994), therefore: the person’s ability, the 

difficulty of the item, as well as the parameter estimate for the presentation format. 

Equation 3 below can be used to calculate the change in probability between two 

presentation formats for a person (  with ability B  correctly answering an item )  of 

difficulty D (adapted from Bond & Fox, 2012): 

Equation 3. Difference in probability of correctly answering an item by presentation 
format 

P�  = �*+�B(�D)�E1)
�-.�*+�B(�D)�E1))    −   �*+�B(�D)�E2)

�-.�*+�B(�D)�E2))  

Where  

P�  = change in probability of person ( correctly answering an item with difficulty ) 

B�= ability B of person ( 

D  = difficulty D of item ) 

E-  = the parameter estimate of the first presentation format being compared 

E0 = the parameter estimate of the second presentation format being compared 

To give an example, in the dichotomous Rasch model a person ( with ability B of 0.0 

logits would have an approximately 50% chance of correctly answering an item ) with 
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difficulty D of 0.0 logits. Using Equation 3, the change in probability between the xV 

presentation format (with parameter estimate 0.244 logits) and xT presentation format 

(with parameter estimate -0.211 logits) would be 11.3%. That is, a person ( with ability 

B of 0.0 logits would have an increased chance of approximately 11.3% in correctly 

answering an item ) with difficulty D of 0.0 logits in the text plus visualization version of 

the test, compared to the text plus tabulated data version. Given the same ability and 

item estimates of 0.0 logits, the increased probability of answering the item in the text 

plus visualization (xV) compared to the text-only (x) version of the test would be 

approximately 6.9%. For these same ability and item estimates, there would be a 

decreased probability of success of around 4.5 in the text plus tabulated data version of 

the test, compared to the text-only version. 

9.1.2. Hypothesis testing 

The first hypothesis (H1) was that the text data plus visualization group (xV) would have 

a better understanding of policy-relevant education research evidence compared to the 

text-only group (x). The second hypothesis (H2) was that the text plus visualization group 

(xV) would also have a better understanding of policy-relevant education research 

evidence compared to the text plus tabulated data group (xT). To compare the 

parameter estimates for the three presentation formats, the Welch t-test was used, 

which is an adaptation of the Student's t-test when the variances of the two populations 

are not assumed to be equal (Linacre, 2014b). In order to test directional hypotheses H1 

and H2, one-tailed t-tests were conducted to determine whether the xV parameter 

estimate is significantly lower (p < .05) than the x and xT parameter estimates. Previous 

research did not provide insight into the possible difference between the x and xT 

parameter estimates, and hence no directional hypothesis was formulated for this pair 

of estimates. 

The following equations were used to calculate the value of t and degrees of freedom 

(d.f.) with Welch’s correction (Linacre, 2014b): 
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Equation 4. t-test equations 

(i) H1 : t(xV,x) = 
1�*2) – 1�*) 

4�51�*2)6.51�*)6)        and d.f. = 
�51�*2)6.51�*)6)6

78�9:);
<�9:)=> . 78�?);

<�?)=>
 

(ii) H2 : t(xV,xT) =  
1�*2) – 1�*@) 

4�51�*2)6.51�*@)6)   and d.f. = 
�51�*2)6.51�*@)6)6

78�9:);
<�9:)=> . 78�9A);

<�9A)=>
 

where  

E = the estimate for the presentation format group 

SE = the standard error of the estimate 

A one-tailed t-test indicated a significant difference at the .05 level between the xV and 

xT parameter estimates, t(89.00) = -3.61, p < .001, with effect size d = .76. A second one-

tailed t-test for the xV and x parameter estimates revealed that there was also a 

significant difference at the .05 level between the xV and x parameter estimates, 

t(77.17) = -2.12, p = .02, with effect size d = .48. Therefore, both differences were 

significant at the .05 level.  

Correcting for multiple comparisons, as discussed in Chapter 5, the differences remained 

significant whether using the Benjamini-Hochberg correction39 or the more conservative 

Bonferroni correction40. 

Post-hoc power calculations were performed to determine the power of the two t-tests, 

because as discussed in Chapter 5, the achieved sample size was much below the 

intended sample size.  The results are displayed in Table 23 below with both the 

Bonferroni and Benjamini-Hochberg corrections, calculated using the G*Power software 

(Faul, Erdfelder, Lang & Buchner, 2007). 

 

                                                      
39 Calculated for the xV and xT parameter estimates where p = .000249, using the Benjamini-Hochberg 
correction: .000249 < (.05*1)/3. Calculated for the xV and x parameter estimates where p = .01861, using 
the Benjamini-Hochberg correction: .01861 < (.05*2)/3. 
40 Calculated for the xV and xT parameter estimates where p = .000249, using the Bonferroni correction: 
.000249 < 0.05/2.  Calculated for the xV and x parameter estimates where p = .01861, using the Benjamini-
Hochberg correction: .01861 < 0.05/2. 
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Table 23. Post-hoc power calculations 

t-test n Effect 

size d 

Power, Bonferroni-

corrected 

Power, Benjamini-

Hochberg corrected 

xV and xT (one-tailed) 46 (xV) + 

45 (xT) 

.76 .95 .93 

xV and x (one-tailed) 46 (xV) + 

36 (x) 

.48 .57 .62 

 

The results from  

Table 23 are consistent, whether Bonferroni-corrected (more conservative) or 

Benjamini-Hochberg corrected. They indicate that the power for the xV and xT 

comparison was sufficient (power > .8), but insufficient for the xV and x comparison 

(power < .8). The low power of the xV and x comparison indicates that there is a reduced 

likelihood that the result, although significant, reflects a true statistical difference 

(Button et al., 2013). In contrast, the high power of the xV and xT comparison indicates 

that the statistical difference found is robust. 

Based on the result of the t-tests, the null hypothesis (H0), that there would be no 

difference in data literacy levels across the three presentation format groups was 

rejected. A chi-square test of parameter equality was also performed to determine 

whether or not there were significant differences between the parameter estimates for 

the three presentation format groups. It was found that differences between the 

parameter estimates are significant at the .05 level, χ2 (2, N = 127) = 13.10, p = .001. This 

result is supported by the separation reliability for the presentation format parameters 

of 0.92, which indicates that most of the observed variance between the three 

presentation format parameters is not due to estimation error, and that the three 

presentation format parameters are well separated (Lunz, Wright & Linacre, 1990). 

The results indicate that given equivalent ability estimates and item difficulty estimates, 

participants would be expected to obtain a significantly better achievement in the text 

plus visualization version of the data literacy test compared to the text-only and text 
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plus tabulated data versions of the tests. This result supports hypothesis H1, that the xV 

group would have higher levels of data literacy and demonstrate a greater 

understanding of the material compared to the x group, as well as hypothesis H2, that 

the xV group would have higher levels of data literacy compared to the xT group. 

The magnitude of the differences between the three presentation format parameter 

estimates are represented in Figure 28. The presentation format estimates are shown 

with both 68% confidence intervals (plus or minus the SE) and 95% confidence intervals 

(plus or minus twice the SE) (Harvill, 1991). The robustness of the statistically significant 

difference found between the xV and xT groups is indicated by the non-overlapping 95% 

confidence intervals for the xV and xT parameter estimates. Figure 28 also shows a 

noticeable difference between the xT and x parameter estimates, which was 

unexpected. A two-tailed t-test for the xT and x parameter estimates was carried out to 

determine the effect size, t(76.51) = -1.38, with effect size d = .32. Given the low sample 

size of the study, and the small effect size for the difference, there was insufficient 

power to determine whether this effect is significant. 

 

Figure 28. Estimates for person ability by data presentation format with 68% and 
95% confidence intervals 

In summary, the findings are in line with the hypotheses that the text plus visualization 

data presentation format would lead to higher levels of data literacy, both compared to 
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the tabulated data presentation format and compared to the text-only version. The 

observed difference between the xT and x parameter estimates suggest that tabulated 

data may have the potential to lower data literacy levels, but there was insufficient 

power to detect whether or not the difference was significant, given the small effect 

size. This warrants further investigation, as it could have implications for the use of 

tables which are ubiquitous in research publications. 

9.2. Analysis of data literacy levels by presentation format 

This section analyses the Rasch ability estimates in terms of the participant distribution 

in the different data literacy levels, for the different presentation format groups as well 

as by sex, occupation and age. The Rasch ability estimates were obtained by calibrating 

the three tests along the same logit scale. 

 

Figure 29. Distribution of data literacy levels by presentation format 

 

Figure 29 illustrates the distribution of data literacy levels for the three presentation 

format groups. It shows that over half (52.2%) of the text plus visualization group (xV) 

was in the ability range of data literacy level 3. The proportion of participants in level 1 

or below for the xV group was much lower compared to the text-only (x) and text plus 

tabulated data (xT) group.  
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Figure 30. Box-and-whisker plot of ability levels by presentation format group 

 

The box-and-whisker plot in Figure 30 illustrates the narrower distribution of abilities 

for the text plus visualization and text plus tabulated data groups, in comparison to the 

text-only group. This is shown by the width of the grey bars for these groups, which 

represent the lower to the upper quartile of the ability estimate range, with the vertical 

line showing the median ability estimate. The trend made visible by the box-and-whisker 

plot is that the text plus tabulated data group (xT) appears to be “compressed” from the 

right, and the text plus visualization group (xV) appears to be “compressed” from the 

left, in comparison to the text-only group. A possible interpretation is that the lower 

ability participants seem to be pushed forward in the data visualization group in terms 

of their data literacy levels, whereas in the tabulated data group, the higher ability 

participants seem to be held back. The potential effect of tabulated data is examined 

more closely at the item level in the following section. 

9.3. Item-level analysis 

This section analyses four items in detail for which there were large differences in the 

percentage correct in the different versions of the tests, and correspondingly very 

different item difficulty estimates based on the Rasch calibration. The selected items 
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also cover a relatively broad range of EFA domains, difficulty levels and Cognitive Process 

dimension categories of Bloom’s revised Taxonomy. The items were analysed with 

respect to (i) cognitive fit between the presentation format and the problem-solving 

task, (ii) perceptual and processing proximity, (iii) cognitive load, and (iv) participants’ 

reasoning processes by presentation type based on responses from sixty participants. 

Table 24 below provides an overview of the four items selected for comparison. 

Table 24. Overview of the four items selected for the item-level analysis 

Item 

nr 

EFA 

domain 

Concise description Data literacy 

competency 

P-value Delta δ Bloom's 

Taxonomy 

3 

(1.3) 

Access, 

Equity 

Trade-off between 

equity and efficiency in 

investing in the 

disadvantaged 

Analyse the relationship 

between two quantitative 

concepts with respect to a 

third concept 

0.27 
1.35 

(Level 3) 
Analyze 

6 

(2.1) 

Access, 

Equity, 

Quality 

Why improving 

preschool quality 

increases Hispanic-

white gap 

Analyse the relationship 

between two quantitative 

concepts with respect to a 

third concept 

0.50 
0.25 

(Level 2) 
Analyze 

9 

(3.1) 
Access 

Identify all remaining 

NAS: not in any 

database 

Understand the 

relationship between two 

or more quantitative 

concepts 

0.53 
0.15 

(Level 2) 
Understand 

19 

(5.2) 

Quality, 

Equity 

Relationship between 

enrolment, SES and 

reading scores 

Analyse complex 

relationships between 

quantitative concepts, 

and create a new scenario 

0.35 
0.95 

(Level 3) 
Create 

 

9.3.1. Items with lower difficulty in the text plus visualization test 

Item 3.1 

Figure 31 displays the responses by presentation format for each response category to 

the question: “In this example, what would it require to identify all remaining NAS? 

Please select the best answer.” NAS refers to children who Never Attended School. For 
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this item (where the answer key = C), 63% answered correctly for presentation format 

xV, 48% answered correctly for presentation format xT, and 44% answered correctly for 

presentation format x.  

 

Figure 31. Percentage of responses by presentation format for each response 
category for item 3.1 (key = C) 

 

Item 3.1 was part of test section 3, which was different from the other six test sections 

because neither the tabulated data nor visualization had a concrete quantitative 

dimension. Instead, the visualization was a Venn diagram which showed the logical 

relationships between the five key variables or concepts: the three types of databases, 

and the concepts of children who have never been to school who are “semi-invisible” 

and “invisible”. Item 3.1 required one to understand that even after cross-checking all 

three databases, there was still a “remainder” of children who are invisible who could 

not be identified. Even though the visualization was not quantitative in the traditional 

sense, it did support the conduct of spatial processing which could be used to determine 

the correct answer.  The Venn diagram is shown in Figure 32 below. It illustrates spatially 

that the three databases – represented by overlapping circles – add up to include all 

children who never attended school with the exception of those who are invisible (“all 

remaining NAS” in the question stem). Those who are invisible are shown spatially as 

being beyond the boundaries of the three circles, which is clarified by the colour-coded 

legend below the Venn diagram. This area beyond the databases, although mentioned 

in the text, is much more strongly emphasized through the diagram – as described by 
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one of the xV presentation format participants: “The pink section of the diagram 

describes children who are not on any database and are not identified.” 

 

Figure 32. Visualization for item 3.1: Venn diagram of children who have Never 
Attended School (NAS) 

 

Since spatial processing can facilitate determining the correct answer, there is cognitive 

fit between the problem and the presentation format. There is also close perceptual 

proximity between the five key variables, supporting an analysis of the relationship 

between these variables as required by the question. 

The very small difference in p-values for the x and xT presentation formats suggest that 

the tabulated data had a negligible effect on understanding the particular problem for 

this item. More information was required to display the same spatial relationships as 

the Venn diagram, because variables in a table cannot spatially overlap – hence each of 

these relationships needed to be described. The increased amount of information (16 

cells in the table compared to just 6 labels in the Venn diagram) – much of which was 

not relevant to answering this question – increased extraneous cognitive load. The table 

also did not explicitly show that invisible NAS children are outside the boundaries of the 
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three databases, although this can be determined from the table by comparing across 

the four columns. These aspects of the tabulated data potentially explain why it did not 

facilitate understanding. 

The text emphasized the solution for identifying semi-invisible NAS, which is to cross-

check the three databases, but did not provide a solution for identifying invisible NAS. 

The reasoning for the x and xT presentation format participants tended to point to this 

solution in the text, ignoring invisible NAS and focusing just on the three databases. 

These participants who answered incorrectly did not see the bigger picture which is 

literally shown in the Venn diagram as the ‘space’ beyond those three lists, representing 

invisible children. This is illustrated by the rationale provided by one of the x 

presentation format participants: “Each list contains children that the other lists don't. 

Cross-checking them all is the only way to fully identify all the NAS.” In contrast to the 

text and the table, the Venn diagram explicitly defined and emphasized the area beyond 

the three databases. In doing so, it could have facilitated analysing the concept of 

invisible children represented by this area as the potential key to answering the 

question. 

Item 5.2 

Figure 33 displays the responses by presentation format for each response category to 

the question: “Which of the following relationships is likely to completely change the 

findings in this passage if studied more closely?” For this item (where the answer key = 

A), 47% answered correctly for presentation format xV, 34% answered correctly for 

presentation format xT, and 25% answered correctly for presentation format x.  
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Figure 33. Percentage of responses by presentation format for each response 
category for item 5.2 (key = A) 

 

With respect to the xV presentation format, there is a cognitive fit between the problem 

to be solved and the visualization, because solving the problem requires spatial tasks to 

be performed which are facilitated by perceptual operations. To answer the question, 

two trends need to become apparent: (i) increasing enrolment would lead to lower SES, 

and (ii) lower SES would lead to lower reading scores, thus changing the findings in the 

passage.  

The graph shown in Figure 34 plots the effect of SES on reading scores, which facilitates 

making the second connection. Both the first and the second connection are facilitated 

by the visualization through the close perceptual proximity of the three variables. All 

three variables are visualized within the same graph, with SES and reading scores 

represented through the x and y axes, respectively, and enrolment through the shading 

of the plotted lines (where a light shade represented low enrolment and a dark shade 

represented high enrolment). Combining the three variables within the graph 

encourages reflection on the relationship between these variables. This is illustrated by 

the comment from one of the respondents for presentation format xV: “Mozambique 

looks like it has 50% enrolment - their line would look quite different if those unenrolled 

pupils were also tested”. 
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Figure 34. Visualization for item 5.2: Quality and equity in education in Southern 
and Eastern Africa 

Both the table and the visualization include all three variables in the answer key (A), but 

do not include all the variables in the distractors (B and C). This is because two variables 

in the distractors, school quality and race, are not quantified. Both the table and 

visualization therefore promote analysing the relationship between the variables in the 

key over the variables in the distractors, and also promote a quantitative analysis over 

a more qualitative analysis for the distractors.  

The combination of cognitive fit and perceptual proximity provide an explanation for 

how the xV presentation format supported spatial processing and analysis of the 

relationship between the key variables. The perceptual proximity of key variables in the 

table may also have supported the analyses of the relationships between them, as 

reflected by the higher p-value for the xT presentation format. In contrast, the text did 

not specifically emphasize the key variables nor the variables in the distractors. For this 

item, therefore, cognitive fit and perceptual proximity appear to provide an explanation 

of how the correct analysis was supported in the xV – and potentially xT – presentation 

formats. 
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9.3.2. Item with lower difficulty in the text-only test 

Item 1.3 

Figure 35 displays the responses by presentation format for each response category to 

the question: “Which of the following trade-offs do policy makers need to make in terms 

of investment in human capital programs? Please select the best answer.” As shown in 

the chart (where the answer key = A), only 14% of xT participants answered this item 

correctly, compared to 31% and 37% for the x and xV participants, respectively. 

 

Figure 35. Percentage of responses by presentation format for each response 
category for item 1.3 (key = A) 

 

Correctly answering this question required an understanding of the level of economic 

efficiency associated with each stage of the life cycle. From there, it needed to be 

recognized that pre-school is the only level where there is no need for a trade-off, 

because there is a high rate of return above the opportunity cost of funds throughout 

the pre-school cycle.  
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Figure 36. Visualization for item 1.3: Rate of return to human capital investment 
through the different stages of the life cycle 

 

  

Figure 37. Table for item 1.3: Rate of return to human capital investment through 
the different stages of the life cycle 

  

Figure 37 shows the table included in the xT version of the test for item 1.3. The key to 

understanding why a higher proportion of those taking the xT versions of the test 

answered incorrectly is in the difference in the grouping of the three variables, pre-

school, school and post-school. To answer correctly, the school and post-school cycles 

need to be grouped together and considered as different in terms of economic efficiency 

compared to the pre-school level. The text groups the school and post-school cycles 
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when describing them as follows: “Remedial programs in the adolescent and young adult 

years (school and post-school) are widespread but are much more costly and are less 

effective. The majority are economically inefficient at the school level and all are 

economically inefficient at the post-school level.” The visualization also groups the 

school and post-school groups through colour-coding of the trend line, which is red 

throughout the post-school and most of the school cycle, but green for the pre-school 

cycle. The visualization also groups school and post-school separately through the cut-

off line representing the opportunity cost of funds. The perceptual proximity of these 

two cycles (via the red colour and the cut-off line) is shown in Figure 36. 

In contrast, the tabulated display does not perceptually separate the school and post-

school cycles in any way with respect to the pre-school cycle.  

Thematic analysis of the rationale provided by participants suggested that those who 

took the text-only test were less likely to understand the relationship between efficiency 

and age of intervention, and that efficiency and equity are not mutually exclusive. 

Consequently, there were less likely to understand that it is possible to have both 

efficiency and equity at the pre-school level. They are more likely to use their own 

reasoning to conclude that all levels are important to consider. An example explanation 

from someone who did make the connection through the text is “it is stated that the 

majority are economically inefficient at the school level and all are economically 

inefficient at the post-school level. This actually tells the tradeoff between equity and 

efficiency in these areas”. The sentence where the relationship between age or school 

level is highlighted. This connection is made more easily when the relationship is 

illustrated in a graph. Those who answered correctly in the visualization version were 

better able to describe this relationship, sometimes using the graph as a reference, for 

example: “once the rate of return is below the opportunity cost of funds; then it is 

costing more than the benefit which is being produced. These take place in school and 

post school levels”.  
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Item 2.1 

Figure 38 displays the responses by presentation format for each response category to 

the question: “Why does improving the quality of all preschools increase the Hispanic-

white school readiness gap? Please select the best answer.” The chart shows that both 

the xT and xV participants were less likely to select the correct response (A), compared 

to the x participants. 

 

Figure 38. Percentage of responses by presentation format for each response 
category for item 2.1 (key = A) 

 

Answering this question required combining information on enrolment of preschool 

with quality of preschool, and an analysis of the relationship between these two 

concepts. The link between quality and enrolment is that to benefit from higher quality 

preschool, one first needs to be enrolled; those not enrolled do not benefit from an 

improvement in quality. Because the preschool enrolment of Hispanic is lower, fewer 

benefit from high quality preschool. Furthermore, the Hispanic-white gap actually 

increases, because enrolment for white children is higher and thus they do benefit from 

high quality preschool. 
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Figure 39. Visualization for item 2.1: Access to and quality of preschool 

 

Figure 39 shows the visualization for this item; the table followed the same layout, but 

replacing the bars with numbers. In both the visualization and the table, the two pieces 

of information to be combined – enrolment and quality of preschool – are perceptually 

distant in several ways. First, they are spatially separated, and second, they are in 

different charts/tables. Third, due to a horizontal dividing line they are enclosed in 

different spaces, and thus do not seem linked or integrated with each other (Wickens & 

Carswell, 1995). Furthermore, the enclosure of the bar charts in the bottom part of the 

data presentation encourages the comparison between those items; this is further 

encouraged by the fact that the titles make the comparison seem relevant to this 

question, because enrolment and quality are indicated in the titles. Consequently, there 

is high perceptual proximity of seemingly relevant items, and very low perceptual 

proximity of actually relevant items, increasing cognitive load. In addition, there is also 

a lack of cognitive fit between the data presentation and the problem context, because 
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the analysis is not facilitated through perceptual inferences. The data presentations thus 

made the item more difficult to answer because of a lack of cognitive fit, and perceptual 

proximity of items serving to distract rather than emphasize relevant relationships. 

9.3.3. Thematic analysis of participant rationale  

Thematic analysis of the reasoning behind answers provided by participants, although 

usually quite brief, revealed some distinct patterns. In general, those with lower data 

literacy levels were more likely to explain their answers based on personal beliefs and 

experiences (including words such as “I believe that” and “I don’t believe that”), bringing 

in subjective experiences, rather than focusing on the quantitative evidence provided. 

The following response from a participant in the text-only group illustrates such a case, 

in which reference is made to a context outside of the evidence provided (for item 1.2): 

“At first I wanted to choose option A but this can be seen as unfair for people at [a] 

disadvantage; e.g. migrants who did not grow up in Australia would not have access to 

adequate funding. It would be unequitable to divert ALL funding to school programs. 

Therefore, I decided to go with C and funding would be allocated according to the needs 

of different stages.” Although such responses may be well-reasoned, they relied on 

external information and subjective opinion, whereas the instructions indicated that 

responses should be based only on the evidence provided. In the above example, the 

question concerned the best strategy in terms of economic efficiency, requiring 

objective reasoning based on quantitative evidence and not a subjective judgement. 

The rationale for responses of those with higher data literacy levels tended to be less 

subjective and more exact, referring to key variables and relationships in the provided 

text and data presentations. For example, the following are correct responses from 

participants who scored highly, from the text plus data visualization group (for item 5.1): 

“The alternative reading score is an adjusted score, where adjustments are made based 

on the SES of a country.  If the SES has no effect, there is equality between rich and poor” 

and “If the alternative and traditional reading scores are similar, it means that SES has a 

low impact, therefore a higher level of equality is present.” In these explanations, 

reference is made to the key variables, alternative reading score, traditional reading 
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score and SES, and the relationship between them. Those with lower data literacy levels 

were less likely to focus on relationships between the key variables, and more likely to 

make broad statements without any specifics, or describe general trends rather than 

relationships, such as from the following responses from participants in the text-only 

group: “Its stated that traditional reading scores are very high”, and “The information is 

provided in the text”. 

From the thematic analysis, it was found that the reasoning provided by participants in 

the text plus visualization group tended to be more specific and refer to key variables 

and relationships, and were less likely to be based on subjective opinions. This may be 

because, as discussed in previous sections, data visualizations (at least, those which 

were effective in lowering the difficulty of an item) emphasized key relationships 

relevant to the item through perceptual proximity.  

9.4. Perceived usefulness and time spent on the data presentations 

9.4.1. Perceived usefulness of the data presentations 

Participants in the presentation format groups answered the question: how useful were 

the [data tables / visualizations] in answering the questions? The results have been 

shown in Figure 40. The vast majority of participants found them useful, and surprisingly, 

there was not much difference between the two presentation formats – tabulated data 

and visualizations – in terms of perceived usefulness. Visualizations were considered 

moderately useful or useful slightly more often than the tables, and correspondingly, 

slightly more participants indicated that the data tables were of little use or not useful 

at all (6 participants for the tabulated data version compared to 4 for the visualization 

version of the test). But given the small sample sizes, the difference between the two 

presentation formats in terms of perceived usefulness needs to be interpreted with 

caution. 
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Figure 40. Participant distribution by perceived usefulness of the data 
presentations 

 

The perceived usefulness of the tables did not match their actual usefulness, as they 

generally did not increase data literacy levels; in contrast, some tables may have had the 

effect of reducing data literacy levels by increasing cognitive load and distracting from 

the analysis, as discussed in the previous section. This is an interesting result, as the 

mismatch between perceived and actual usefulness may explain to some extent why 

tables are so ubiquitous. This is further discussed in Section 10.5.2. 

9.4.2. Comparison of test time across the three versions of the test 

The test times were very similar across the different test groups. There were a few 

extreme times of over two hours, so there may have been cases where someone left or 

pursued other activities while the test timer kept running. The median time is less 

affected by such outliers.  The median time rather than the mean time was therefore 

used as the measure for comparing the different versions of the test. 

The median time for all three tests was 53 minutes, indicating that neither the tabulated 

data nor the visualizations appeared to increase or decrease the time spent by 

participants to complete the test. This was somewhat surprising, as there were a total 
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of seven data presentations, which certainly took some time to interpret. Although this 

was a small sample, it may suggest that because of participants’ limited attention span, 

attention spent on studying tables and visualizations took away from time spent 

studying the text. However, if there was cognitive fit, and the data presentation 

presented a useful cognitive schema that facilitated the interpretation of the various 

interacting elements, then cognitive load could be reduced (Van Merriënboer & Sweller, 

2005). Because of reduced cognitive load, the materials could have been interpreted 

more efficiently. This appears to be the case with the text plus visualization version of 

the test, because less time was necessarily spent on reading the text compared to the 

text-only version, discounting the time taken to interpret the visualizations.  Therefore, 

the test times suggest that visualizations enabled participants to go through the text 

more efficiently, while still achieving higher levels of data literacy. 

9.5. Summary 

The findings from the many-facet Rasch analysis supported the hypothesis that the text 

plus visualization group (xV) would demonstrate significantly higher data literacy levels 

compared to both the text-only group (x) and text plus tabulated data group (xT), and 

the null hypothesis (H0) that there would be no differences in data literacy levels across 

these groups was rejected.  

However, the item-level analysis revealed that for both the tabulated data and 

visualization presentation formats, a lack of cognitive fit and perceptual proximity 

concerning key relationships between quantitative concepts led to the presentation 

format being a distraction (increasing cognitive load) rather than a cognitive aid. Data 

visualizations facilitated the analysis when there was perceptual proximity of key 

concepts, emphasis of relevant relationships, and cognitive fit in terms of the analysis 

being facilitated by spatial inferences. This suggests that the benefit of including a data 

presentation depends on the problem context and to which extent the presentation 

format is adapted to that context.  
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The following chapter continues the discussion of the key findings and draws out the 

implications, and further discusses the limitations of the study and suggestions for 

further research. 
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10. Discussion and conclusion 

This concluding chapter is comprised of five sections. The first, section 10.1, discusses 

the rationale of the study in relation to the conceptual framework. Section 10.2 reviews 

the research design and methodology. Section 10.3 discusses the limitations of the study 

and explores possible areas for further research in relation to these limitations. Section 

10.4 discusses the key findings of the study. The fifth and final section reflects on the 

implications of the findings in three areas: (i) improving data literacy for educators and 

education leaders, (ii) research on data presentation, and (iii) the communication of 

quantitative research for evidence-informed policy and practice.  

10.1. Rationale of the study 

The purpose of the study was twofold: first, to investigate whether data literacy can be 

measured on a single scale of increasing proficiency, and second, to investigate the 

effect of different data presentation formats on data literacy within the context of 

evidence-informed education policy and practice. 

This study identified several developments as leading to the emergence and rise in 

importance of data literacy. The first is the global Open Data movement, with its purpose 

of making data freely available and easily accessible to support policy making and 

implementation, economic development, public service delivery, and greater 

transparency and accountability (Janssen, Charalabidis & Zuiderwijk, 2012; McAuley, 

Rahemtulla, Goulding & Souch, 2012). The second is what the United Nations has 

referred to as the data revolution, which is the result of the exponential increase in data 

due to new technologies, leading to “unprecedented possibilities for informing and 

transforming society…” (United Nations, 2014, p. 2). The third is the growing importance 

globally of evidence-informed (or evidence-based) policy (Cooper, Levin and Campbell, 

2009; Head, 2010; Innes & Booher, 2010), which has given further impetus to the rising 

use of data.  These three developments are therefore closely interlinked around the 

common theme of data. In parallel to these developments, data literacy has emerged as 

an important competency, associated with the need for decision makers at all levels to 
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be able to better understand and interpret quantitative evidence. According to Watson 

and Callingham (2003), understanding data is becoming as important as being able to 

read and write. Linked to these developments is the global movement of data-driven 

decision making in education, which concerns the use of data to inform education policy 

and practice at all levels (Datnow & Park, 2010; Earl & Katz, 2006; Fusarelli, 2008; 

Mandinach, 2012; Mandinach, Honey & Light, 2006; Marsh, Pane & Hamilton, 2006). 

Within this context, data literacy has particularly emerged as a key competency in the 

education sector. 

The rationale for developing a data literacy test was that in spite of the increasing 

acknowledgement of its importance and relevance in today’s data-rich world, there is 

still no clear understanding of what data literacy entails. Moreover, there have been no 

previous conceptualizations of data literacy in terms of a hierarchical categorization of 

increasing competencies. 

For the purpose of this study, data literacy was linked to the evidence-informed policy 

movement and considered both from the perspective of policy makers and educators. 

Regardless of the terminology used (be it evidence-based, evidence-informed, or data-

driven), the underlying notion broadly speaking is that it is no longer acceptable to base 

decisions solely on anecdotes, gut feelings, opinions, or other factors which are not 

encompassed under the term evidence. Chapter 2 broadly defined evidence, for the 

purpose of this study, as the product of a systematic, methodical approach. 

From a policy making perspective, policy makers are increasingly expected to be able to 

interpret and draw out the policy implications of research evidence. Indeed, the capacity 

of policy makers to do so has been identified in the literature as one of the key 

requirements for evidence-informed policy making (e.g., Green, Ottoson, Garcia & 

Robert, 2009; Smit, 2005; Weiss, 1979; Weiss, 1999). But a major shortcoming identified 

in this study was the lack of attention to the role of educators in implementing policies 

specifically within the context of evidence-informed policy. This is especially relevant for 

educators, whose roles and responsibilities have in many countries changed 

considerably with the movement towards education decentralization, leading to 
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increased accountability and decision-making powers at the school level (Ainley & 

McKenzie, 2000; Corcoran, 1995). 

It is well understood and acknowledged that educators need to have the capacity to 

understand policies in order to implement them successfully and willingly (e.g., Hope, 

2002; McLaughlin, 1987; Smit, 2005; Spillane, Reiser & Reimer, 2002). But by extension, 

educators also need to understand the evidence underlying, and justifying, those 

policies; to understand how and why they need to be implemented. This has 

implications for the kinds of data literacy skills they need. Education policy makers need 

a better understanding of the school level situation for developing effective, relevant 

and practically implementable policies. Educators and school leaders need a better 

understanding of their school within a regional and national context. They need to not 

just monitor how students are doing in their school, but how their school is doing 

regionally and nationally, and use this for school planning and improvement. They need 

to be able to shape and contextualize school-level policies in line with national and 

regional policies. These requirements and the corresponding need for data literacy 

competencies are further discussed below. 

In the bigger scheme of things, education leaders and educators are looking at the same 

data, but from a different perspective. The data provided by schools is merged and 

aggregated at the national level and turned into evidence which informs national 

planning, policies and strategies. The data provided by schools are drops in an ocean of 

data. In Chapter 3 it was argued that even at the school level, educators and education 

leaders require the data literacy skills to go beyond interpreting drops and understand 

the ocean of data as well. 

Data literacy is only one part of the equation for the successful interpretation of policy-

relevant quantitative evidence. The other part of the equation is the facility with which 

this evidence can be interpreted. Data visualizations have been ascribed the power to 

facilitate data interpretation in multiple ways, such as through enhancing recognition of 

trends and patterns, reducing laborious cognitive processes to simple perceptual 

operations, and by acting as an intermediary step between data and a persons’ mental 
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model of the data (Card, Mackinlay & Shneidermanm, 1999; Huang, Eades & Hong, 2009; 

Yi, Kang, Stasko & Jacko, 2008). In the conceptual framework for the study outlined in 

Chapter 5, interpretation of policy-relevant quantitative evidence was considered as a 

function of capacity (whether a persons’ data literacy level meets or exceeds the 

required level) and the facility of interpreting the evidence. This study looked at whether 

data visualization, in comparison to other data presentations formats, could increase 

data literacy levels by facilitating data interpretation. 

The two research questions were as follows: 

1. To what extent can data literacy, within the context of understanding 

education policy-relevant quantitative research evidence, be measured on a 

single scale of increasing proficiency? 

2. How is data literacy, within the context of understanding education policy-

relevant quantitative research evidence, affected by different presentation 

formats of the evidence, namely, (i) text only, (ii) text plus tabulated data, and 

(iii) text plus visualization? 

Drawing on the literature on data visualization and experimental studies comparing data 

visualizations with tables, two hypotheses were formulated for the second research 

question. The first hypotheses (H1) was that the text plus visualization group would have 

higher data literacy levels than the text-only group. The second hypotheses (H2) was that 

the text plus visualization group would have higher data literacy levels than the text plus 

tabulated data group. The null hypothesis (H0) was that there was no difference in data 

literacy levels across the three groups of participants. 

10.2. Review of methodology 

Existing conceptualizations of data literacy lacked a hierarchical categorization of data 

literacy competencies. However, previous studies demonstrated that statistical literacy 

can be measured on a single scale of increasing proficiency (Pierce et al. 2012, 2014; 

Watson & Callingham, 2003). A hypothesized hierarchy of data literacy competencies 

was developed for the purpose of this study, going beyond basic data literacy skills and 
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including higher level data literacy skills such as critical evaluation and generalisation. 

Potential areas and levels of competency for data literacy were evaluated to inform the 

hypothesized hierarchy, based on a review of existing conceptualizations of data 

literacy, hierarchies of statistical literacy, the Cognitive Process dimension categories of 

Bloom’s revised Taxonomy, and a review of professional standards for teachers and 

education leaders. 

10.2.1. Test development and experimental design 

Based on a review of assessment methods, the multiple choice format was selected for 

its efficiency and high test reliability compared to other assessment methods (Simkin & 

Kuechler, 2005; Wass, Van der Vleuten, Shatzer & Jones, 2001). Another deciding factor 

was its potential for higher content-related validity compared to constructed-response 

items, as its efficiency allows for a broader range of topics to be covered (Downing, 

2006). However, future research could explore the use of constructed-response items 

for assessing data literacy in order to incorporate partial credit scoring, and provide 

more information regarding participants’ reasoning when answering test items. 

To create the content for the data literacy test, a policy framework was developed based 

on Education For All (EFA), the global education movement established in 2000 and led 

by international organizations such as UNESCO, UNICEF and the World Bank. The 

following factors made EFA suitable for the development of a framework for the 

construction of test content: (i) its relevance to education policy globally, (ii) its focus on 

using quantitative data as the basis for monitoring progress and identifying effective 

policies, (iii) its importance in promoting evidence-informed policy around the world, 

and (iv) its significant role in the UN’s global data revolution, and (v) the clear and explicit 

EFA dimensions and thematic areas which provided a solid foundation for the 

framework. 

The test assessed data literacy in the context of education policy-relevant quantitative 

research evidence. It consisted of several sections, each containing a research brief and 

a set of multiple-choice questions based on that research brief. Three versions of the 
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test were developed to assess the impact of different presentation formats: a version in 

which the research briefs were text-only (x), a version in which they included tabulated 

data (xT), and a version in which they included data visualization (xV). The text of the 

research brief was the same for each version of the test. An experimental research 

design was used in which participants were randomly assigned to one of the three 

versions of the test. An online testing application was developed especially for the study 

to meet the specific requirements of the test and experimental design.  

Pilot testing was conducted with 53 participants to evaluate the quality of the test items. 

Item panelling and content analysis were conducted through the pilot test, as well as 

item analysis based on item evaluation criteria from classical test theory and item 

response theory. This analysis was used to identify test items requiring revision, and also 

guided the revision process. 

10.2.2. Data collection and sample distribution 

For the final version of the 26-item test, 127 persons participated who were randomly 

allocated to the text-only version of the test (36 participants), text plus tabulated data 

version of the text (45 participants), and text plus visualization version of the test (46 

participants). Participant recruitment was conducted with the aim of obtaining a broad, 

rectangular distribution of data literacy levels, since such a distribution is optimal for 

calibration (Mills, Potenza, Fremer & Ward, 2005). In order to achieve this, different 

groups of participants were recruited who were expected to have a broad range of data 

literacy skills, namely: experienced educators, researchers (many of whom had a strong 

statistical background), student educators, and non-educators. The sample for the final 

test comprised of 60 University of Melbourne students who participated in paid 

sessions, and 63 voluntary participants, most of whom were students and faculty at the 

Graduate School of Education at the University of Melbourne and students of the subject 

Economics of Education at the University of Stellenbosch, South Africa.  

A total of 70 were female participants, outnumbering male participants of whom there 

were 57. In terms of sample distribution by occupation, 83 were student educators, 13 
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were educators and education leaders (school leadership, education administrators and 

policy makers, teachers, childcare practitioners and education support staff), 12 were 

education researchers and academics, and 19 were non-educators. The study succeeded 

in involving participants with a wide range of data literacy skills. A larger sample of 

educators and education leaders was aimed for, but the response rate and subsequent 

sample was less than desirable. This required the results for this sub-group to be 

interpreted with caution. 

10.2.3. Data analysis 

The Rasch model was used to test the two research questions. For the first research 

question, the dichotomous Rasch model was used to calibrate the three tests. Fit 

statistics were used to test the hypothesis of a hierarchical unidimensional data literacy 

scale, as well as analysis of clusters of items of similar difficulty to investigate the 

underlying data literacy construct. 

To test the second research question, concerning how data literacy is affected by 

different presentation formats, the many-facet Rasch model was used. As discussed in 

Chapter 5, the many-facet Rasch model is an extension of the dichotomous Rasch model, 

adding additional facets to the two facets of person and item. Person ability and item 

difficulty estimates can then be estimated as an outcome of the interaction between 

these facets (Bond & Fox, 2012; Linacre, 1994a; Wu, Adams, Wilson & Haldane, 2008).  

A three-facet Rasch model was used in which person ability and item difficulty estimates 

were estimated as an outcome of the interaction between the three facets: person, item 

and presentation format. 

Chi-squares and t-tests were used to test for the hypothesis of significant differences in 

facet estimates for the three treatment groups which were exposed to different 

presentation formats. The chi-square test of parameter equality was used to test the 

null hypothesis (H0) that there was no difference in data literacy across the three 

treatment groups. The one-tailed independent sample t-test was used to test the 

directional hypothesis (H1), which stated that the text plus visualization group (xV) 
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would have higher levels of data literacy compared to the text-only group (x), as well as 

the second directional hypothesis (H2), that the text plus visualization group (xV) would 

have higher levels of data literacy compared to the text plus tabulated data group (xT). 

To correct for multiple comparisons, both the Bonferroni and Benjamini-Hochberg 

corrections were applied to verify that the results from the two corrections were 

consistent with each other, as per the recommendation by Dr Michael Linacre (personal 

communication, September 25, 2015). 

Data was also collected on participants’ reasoning behind each of their answers, for the 

group of paid participants (a total of 60). These responses were used to analyse 

differences in reasoning processes across the different presentation formats. 

10.2.4. Methodological innovations 

The methodology used to assess the effect of data presentation was novel in several 

respects compared to previous research. Although the experimental design was similar 

to previous studies investigating the effect of different data presentation formats (e.g., 

Mayer & Gallini, 1990; Vessey & Galletta, 1991), these studies depended on statistical 

significance tests using raw scores. In general, previous experimental research on data 

presentation formats focused the statistical analysis on the specific tasks completed by 

participants rather than on the theoretical idea or construct these tasks purported to 

measure. The selection of tasks is consequently arbitrarily selected if it is not measured 

against a theoretical construct, and the construct itself remains ill-defined (Wilson, 

2005). A major shortcoming of these studies is therefore that they are limited in their 

scope to objectively generalizing the findings beyond the specific types of tasks used. 

The major new methodological approach of this study was the development of a test 

built around an explicitly defined construct – data literacy in the context of 

understanding education policy-relevant quantitative research evidence – which 

enabled the data to be evaluated and analysed using the Rasch model. A key advantage 

of Rasch analysis is that presentation format measures are independent of the sample 

of persons and items (Hambleton & Jones, 1993; Wright & Panchapakesan, 1969). This 
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enables more objective generalizations to be made beyond the sample of persons and 

items used in the study. When the analysis is based on raw scores, there is a circular 

dependency of item and person statistics (Fan, 1998). Therefore, in previous studies, the 

observed scores were dependent on the item sample, and the item difficulty statistics 

were dependent on the person sample. 

In addition, a specific type of Rasch model, the many-facet Rasch model, was used for 

the analysis. The many-facet Rasch model calibrated items, persons and presentation 

formats on a common log-linear scale (Lunz, Wright & Linacre, 1990). This enabled the 

magnitude of the presentation format effect to be interpreted on the same linear, 

interval scale as person ability and item difficulty measures (in contrast to previous 

studies looking at raw scores, where the effect was measured along an ordinal scale). 

Moreover, this calibration enabled the fit between the observed response patterns for 

the presentation formats with the expected response patterns to be determined. The fit 

statistics supported the unidimensionality of the scale, and the assumption that the 

presentation formats measured the same underlying data literacy construct.  

The standards (criterion) referenced assessment of data literacy, identifying 

progressively higher levels of data literacy competency, was also novel. Levels of data 

literacy competence were identified and described for the purpose of interpreting 

progression along the data literacy scale. As previously indicated, prior 

conceptualizations of data literacy lacked a hierarchical categorization of data literacy 

competencies. 

Another novel methodological approach was to incorporate data visualizations and 

tabulated data as part of research briefs in the test. This was necessary to assess higher-

order cognitive skills, as discussed in Chapter 6. Previous studies comparing different 

data presentation formats only included explanatory text providing directions for 

completing the experimental tasks. Because these data presentations lacked context 

and meaning beyond the data provided, these experimental designs precluded the 

assessment of higher-order skills (i.e., going beyond more basic skills such as making 

calculations and comparing and interpreting data). 
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Another advantage of including data presentations as part of a text is that it is more 

representative of how data presentations are typically encountered in both professional 

and non-professional situations, such as through research papers, books, policy briefs 

and print media. It therefore more closely approximates a real-world setting, which 

enhances external validity. 

The development of a hierarchical construct of data literacy was also a methodological 

innovation. This is further discussed below. 

10.3. Limitations and potential directions for further research 

This section discusses the key limitations of the study and corresponding suggestions for 

further research. 

10.3.1. Experimental design 

Chapter 5 discussed the limitations of the experimental design in terms of internal and 

external validity. A potential limitation identified was ecological validity, which refers to 

the extent to which the experimental setting approximates the real world setting being 

investigated (Cohen, Manion & Morrison, 2013). The test research briefs were designed 

to be representative of real-world research and policy briefs, albeit in a more concise 

format to fit the time span of the test. A distinguishing factor was that neither the 

visualizations nor the tables were explained or referred to in the text, as would normally 

be the case in a research or policy brief. This was necessary to keep the text identical 

across the three versions of the test, including the text-only version; changes in the text 

across different test versions would otherwise be a confounding factor. The effect of 

separating graphics from explanatory text is increased cognitive load (Mayer, 2003). The 

expected result of this experimental design limitation is therefore that by isolating the 

visualizations and tables from the text, it made their interpretation more difficult. 

Another consequence of the experimental research design is that it did not focus on an 

area in which visualizations have a key advantage, which is in revealing patterns in 

relatively large data sets. As discussed in Chapter 4, visualizations have a particular 
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advantage in analysing trends and patterns in large data sets, such as trends over time 

(through line charts) and spatial trends (through maps). Such types of data analysis 

where data visualization would have a clear advantage were not used, because it would 

have been impossible, or at least very difficult, to answer such questions using non-

graphical presentation formats.  Moreover, one of the restrictions of the test was that 

the amount of data was kept to a minimum, as the visualizations needed to present no 

new information besides the information contained in the text-only version. These 

limitations imposed certain restrictions on the types of data analysis tested. 

The implication of the above limitations of the experimental design is that the findings 

of the study may potentially be underestimating the effect of visualization on increasing 

data literacy levels. A potential avenue for future research would be to exclude the text-

only version of the test, removing the restriction of small data sets. 

10.3.2. Prior domain knowledge and spatial ability 

This study did not take into account participants’ prior domain knowledge and spatial 

ability. In previous studies of the effect of data visualization and tables, prior knowledge 

and spatial ability have been found to have a significant effect (e.g., Speier, Vessey & 

Valacich, 2003). If the treatment groups exposed to the visualization treatment happen 

to have higher than average spatial ability compared to those in the other treatment 

groups, or vice versa, this could impact the effect of the data presentation format on 

data literacy. 

With respect to domain knowledge in terms of education policy expertise, this did not 

appear to be a significant factor. The education researchers and academics amongst the 

participants would be expected to have the most domain knowledge, given that the test 

was research-based, but some of the participants with the highest data literacy levels 

were not part of this group. Moreover, the group of participants with no education 

background (at least in terms of current occupation or study) did not perform 

significantly worse than the other groups of participants. However, a background in 
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statistics or data analysis (through education or work experience) may have had a 

significant impact. 

The random allocation of presentation formats theoretically controls for differences in 

domain knowledge and spatial ability, which should be averaged out across the 

presentation format and control groups. However, future research could investigate the 

impact of statistical background and spatial ability by including them as additional facets 

in the many-facet Rasch analysis. Background knowledge could be captured through 

additional survey questions, while spatial ability could be assessed through a pre-test. 

10.3.3. Power of the statistical tests 

A limitation of the study was the relatively low power of the statistical tests. Aside from 

increasing the sample size, a potential approach to increasing power (with an equivalent 

sample size) would be to use a within-subjects design. The key limitation of this design, 

as discussed in Section 5.3.3 , is the carryover effect. This effect may be mitigated by 

having each participant only do a sub-set of the test, rather than repeating the test for 

each presentation format. Different presentation formats would be assigned to different 

sections of the test for different participants. This novel approach would take advantage 

of a particular advantage of the Rasch model, which is that it allows for different tests 

to be equated based on common items; it enables valid comparisons to be made with 

respect to participants’ ability levels even though they had a different subset of test 

items. The carryover effect could further be minimized through a Latin Square design, 

which would counterbalance the presentation format and section order (Greenwald, 

1976). Such an approach would not resolve all problems with the within-subjects design, 

however. In particular, the research hypothesis could become more transparent, given 

that participants are exposed to all the presentation formats in one sitting. It is also not 

possible to completely eliminate the carryover effect of participants being exposed to 

different presentation formats one after the other, confounding the effect of the 

presentation format with these cumulative effects. 
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10.3.4. Sample size and characteristics 

Another limitation, previously discussed in Chapter 5, was that the sample consisted 

mostly of student educators (future educators and education leaders) and to a lesser 

extent practicing educators and education leaders.  Moreover, most of the participants 

were students at the University of Melbourne, Australia. The validity of the findings, and 

the data literacy levels of future and current educators and education leaders, could be 

further explored through application of the data literacy test with more diverse 

participants, in different countries and contexts. 

The difficulty of recruiting participants with a specific profile and the low response rate 

were limitations of this study, which in future studies could be addressed if the data 

literacy test were a part of a course or training programme. This would ensure a higher 

response rate, as well as the possibility of obtaining a larger sample, for example, if it 

were part of a regional or national teacher training programme. 

The non-response rate may have had a significant impact on the calibration of the data 

literacy scale, if the level of data literacy of non-respondents was significantly different 

from that of respondents. Studies have shown that the characteristics of non-

respondents tend to be somewhat different from those of respondents; for example, 

Korkeila et al. (2001) found, based on a large Finish study (21,101 responses) compared 

with official statistics, that men, less educated and older persons were less likely to 

respond. The level of education is not so relevant in this study, because the respondents 

and non-respondents were all highly educated, so this was not a crucial factor in the low 

response rate. However, given the subject of the test, respondents are likely to have had 

a greater than average interest in data literacy. Consequently, the data literacy levels of 

respondents were potentially higher than that of non-respondents (if greater interest is 

correlated with higher ability). Follow-up research would be required to better calibrate 

the data literacy scale, not just with a more diverse group of participants, but also by 

using a recruitment methodology that would lead to a higher response rate. 
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Key findings 

10.3.5. Data literacy as a hierarchical construct 

The first research question was as follows: 

To what extent can data literacy, within the context of understanding education 

policy-relevant quantitative research evidence, be measured on a single scale of 

increasing proficiency? 

Given the lack of consensus around what is meant by data literacy, and in particular the 

absence of an established hierarchy of competencies for data literacy, this study sought 

to develop a new conceptualization of data literacy for educators and education leaders. 

Chapter 3 evaluated prevailing conceptions of data literacy, based on a review of the 

literature on data literacy and the related literacies quantitative literacy, numeracy and 

statistical literacy. It further reviewed the data literacy requirements of educators and 

education leaders, including a review of data-driven decision making in education as 

well as professional standards for teachers and education leaders. It argued that a 

broader set of data literacy competencies is required for educators and education 

leaders. First, a hierarchy of data literacy competencies would need to include not only 

basic data literacy competencies such as understanding and interpreting data, but also 

higher-level competencies such as being able to critically evaluate data. Second, data 

literacy competencies would need to be broader than the specific types of competencies 

discussed in the education literature and embedded within the reviewed standards for 

teachers and education leaders, which focused predominantly on interpreting 

assessment data in school contexts. 

A hypothesized hierarchy of data literacy competencies was developed based on several 

relevant hierarchies and frameworks, in particular the established hierarchies of 

statistical literacy identified in the literature review. The hierarchy of Cognitive Process 

dimension categories in Bloom’s revised Taxonomy (Anderson et al., 2001) was used to 

map data literacy competencies along a hypothesized linear progression of difficulty 

levels. Three data literacy levels were defined. The first, ‘Understand the context or 
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problem’, encompassed the Cognitive Process dimension categories understand and 

apply; the second, ‘Analyse the evidence’, encompassed the dimensions analyze and 

evaluate; and the third, ‘Evaluate and create new meaning’, encompassed the 

dimensions evaluate and create. Test items were developed to assess data literacy 

competencies in each of these Cognitive Process dimension categories.  

The findings from the test calibration supported the notion of a hierarchical progression 

of data literacy competencies. The item OUTFIT and INFIT MNSQ statistics were between 

0.75 and 1.30, and were therefore within the acceptable range of variation from the 

theoretically expected values predicted by the Rasch model (Bond & Fox, 2013). The 

observations therefore demonstrated a good fit to the Rasch model. Item difficulties 

and person abilities were visualized through a Wright map, which calibrates items and 

persons along the same logit measurement scale. The Wright map visually 

demonstrated the test items forming a hierarchical unidimensional scale, with a fairly 

even distribution of item difficulties across the range of participant abilities. 

Common data literacy themes were identified through the analysis of clusters of items 

of similar difficulty. Four data literacy levels were distinguished:  

• Pre data literacy (5.5% of participants);  

• Basic data literacy (15.0% of participants), which entailed being able to 

understanding the context or problem;  

• Intermediate data literacy (40.9% of participants), which entailed being able to 

analyse the evidence;  

• Advanced data literacy (38.6% of participants), which entailed being able to 

evaluate and create new meaning from data.  

The interpretation of data literacy competencies along the log-linear scale replicated the 

hypothesized hierarchical development of data literacy levels. This analysis therefore 

further supported the hypothesis of a hierarchical unidimensional Data Literacy Scale. 

Previous conceptualizations of data literacy did not include a clear hierarchy of 

competencies or measure data literacy on a hierarchical unidimensional scale; the 

development of a hierarchical Data Literacy Scale is therefore a key contribution of this 
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study, as well as the introduction of higher-order data literacy competencies which had 

thus far been excluded from existing conceptualizations. Through the development of 

the Data Literacy Scale, this study hopes to contribute to improving understanding, 

assessment and development of data literacy competencies. 

10.3.6. Data literacy levels by occupation, sex and age 

The differences in data literacy levels across the four defined occupation groups - 

education researchers/academics, educators and education leaders, student educators, 

and other - were considerable, although it should be taken into account that the sample 

sizes for these groups were relatively small. 

For student educators, there was a fairly even distribution across the data literacy levels, 

with 25.3% at the basic data literacy level or below, 44.6 percent at the intermediate 

data literacy level, and 30.1% at the advanced data literacy level. Student educators in 

the highest data literacy level would have the competencies expected of aspiring 

education leaders and researchers, such as being able to create, analyse and evaluate 

hypothetical scenarios and derive the broader implications of quantitative research. For 

those at the basic data literacy level or below, their ability to interpret data would be 

below the standard expected of educators and in particular of education leaders, as at 

this level they would have difficulties with such key competencies as analysing and 

evaluating data, and identifying trends and patterns in the data. That a fairly large 

proportion of participants representing future educators and education leaders were at 

this level of data literacy is a cause for concern, more so because there appears to be a 

global trend of increasing expectations of teachers to be data literate as discussed in 

Chapter 2. 

There was an unexpectedly high percentage of educators and education leaders in the 

advanced literacy level, 61.5%, which may be an anomaly due to the very small sample 

size for this group (13). The distribution for student educators, for which there was a 

much larger sample (83), may be a better reflection of the data literacy levels of (future) 

educators and education leaders. 
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A surprising finding was that the group other (sample size of 19), comprising non-

educators, performed better than student educators, suggesting that an education 

background was not necessarily beneficial. This supported the notion that the test did 

not require prerequisite knowledge, and could be completed based entirely on the 

evidence provided in the test itself. 

Education researchers and academics (sample size of 12) had the highest data literacy 

levels, with 75% in the advanced data literacy level. This was as expected, not just 

because of their profession, but also because the majority of these participants had a 

strong background and extensive experience working with statistics. 

In terms of distribution of data literacy levels by sex, the finding was that male 

participants performed better on the test than female participants. None of the male 

participants were in the pre basic data literacy level, compared to 10% of female 

participants, and close to half (47.4%) were in the highest data literacy level, compared 

to 31.4% of female participants. It was speculated that more of the male participants 

may have had a mathematics or statistics education background. This could be an area 

to explore in further research. 

With respect to the age-wise distribution of data literacy levels, the under 25-year-old 

age bracket had the lowest data literacy levels. Given that most of the student 

participants were in this age range, it was expected that the patterns for these two 

groups (student educators and under 25-year-olds) would be similar. The surprising 

finding here was that the 26-35-year-old age group had the highest data literacy levels, 

outperforming the 36+ age group. Just 41.2% of the 36+ age group were in the ability 

range of the highest data literacy, compared to 51.7% of the 26-35-year-old age group. 

In the thematic analysis of the reasoning underlying answers given, it was found that 

those with low data literacy levels were more likely to refer to personal knowledge, 

beliefs and experiences to justify their answers. The lower data literacy levels for the 

36+ age group may be a reflection of the older and (presumably) more knowledgeable 

participants relying more on their own beliefs and accumulated knowledge to answer 
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questions. The test was expressly designed to be unanswerable based on existing 

knowledge, and requiring a thorough reading of the test research briefs. 

10.3.7. Effect of data presentation format on data literacy levels 

The second research question was as follows: 

How is data literacy, within the context of understanding education policy-

relevant quantitative research evidence, affected by different presentation 

formats of the evidence, namely, (i) text only, (ii) text plus tabulated data, and 

(iii) text plus visualization? 

In the three-faceted Rasch model used, the presentation format facet calibrated the 

different data presentations so that they were characterized by a difficulty adjustment 

which is independent of person ability (the first facet in the model) or item difficulty (the 

second facet in the model). A chi-square test of parameter equality was used to examine 

whether there were significant differences between the parameter estimates for the 

three presentation format groups. The differences were found to be significant at the 

.05 level, χ2 (2, N = 127) = 13.10, p = .001. Furthermore, the separation reliability for the 

presentation format parameters of 0.92 supported the finding that the differences were 

significant, indicating that the three presentation format parameters were well 

separated (Lunz, Wright & Linacre, 1990). 

One-tailed t-tests were conducted to test directional hypotheses H1 and H2. The first 

hypothesis (H1) was that the text plus visualization group (xV) would have higher levels 

of data literacy compared to the text-only group (x). The t-test indicated a significant 

difference between the xV and x parameter estimates, t(77.17) = -2.12, p = .02, with 

effect size d = .48. The second hypothesis (H2) was that the text plus visualization group 

(xV) would also have higher levels of data literacy compared to the text plus tabulated 

data group (xT). The t-test indicated a significant difference at the .05 level between the 

xV and xT parameter estimates, t(89.00) = -3.61, p < .001, with effect size d = .76. The 

differences remained significant at the .05 level after correcting for multiple 
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comparisons, with both the Benjamini-Hochberg correction and the more conservative 

Bonferroni correction. 

The findings therefore supported the hypothesis that the text plus visualization group 

(xV) would demonstrate significantly higher data literacy levels than the text-only group 

(x), as well as the hypothesis that they would have significantly higher data literacy levels 

compared to the text plus tabulated data group (xT). The null hypothesis (H0), that there 

would be no differences in data literacy levels across the three presentation format 

groups, was rejected.  

Although these results were as hypothesized, the surprising finding was the observed 

difference between the xT and x parameter estimates, which suggested that tabulated 

data may have the potential to lower data literacy levels when added to text. There was 

insufficient power to detect whether or not the difference was significant, given the 

small effect size, but this effect was further examined through item-level analysis 

(discussed below). 

In terms of the distribution of data literacy levels for the three presentation format 

groups, the biggest differences were evident in the top and bottom levels. In the text 

plus visualization group (xV), over half (52.2%) were in the ability range of the third and 

highest data literacy level. In contrast, only 36.1% of the text-only group (x) and 26.7% 

of the text plus tabulated data group (xT) were in this ability range. At the bottom-end 

of the ability spectrum, only 8.7% of the xV group were in bottom two data literacy levels 

(pre data literacy or basic data literacy), compared to one-quarter of the x group and 

28.9% of the xT group. This indicated that a much larger proportion of those in the x and 

Xt group were not capable of correctly analysing the evidence, and a much smaller 

proportion in these two groups were able to evaluate and create new meaning from 

data. 

A detailed item-level analysis was conducted for those items with large differences in 

raw scores and, correspondingly, Rasch item difficulty estimates across the three 

treatment groups. This item-level analysis brought a more nuanced perspective on the 

findings from the many-facet Rasch analysis and provided insights into why the data 
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presentation format did or did not increase data literacy levels. It was found that items 

which were considerably easier for the xV group were those where the item required, 

and the data visualization facilitated, the analysis of relationships between quantitative 

concepts. Graphs are spatial representations which emphasize and facilitate the analysis 

of relationships in the data (Vessey, 1991). These were therefore items where there was 

a good cognitive fit between the problem and the presentation format, since the data 

analysis was facilitated by spatial processing. These findings were consistent with 

previous studies indicating that data visualizations are more effective than tabulated 

data when the problem concerns spatial tasks, which entails analysing relationships in 

data (Vessey, 1991, 1994, 2006; Vessey & Galletta, 1991). In addition, the visualizations 

used in these items demonstrated close perceptual proximity between the key variables 

or concepts which needed to be analysed together. 

The data presentations had no impact on data literacy levels, or even a negative impact, 

for items which did not require an analysis of relationships between quantitative 

concepts, or where the data presentation did not facilitate these relationships (due to a 

lack of perceptual proximity for the key variables). 

As discussed in Chapter 3, tabulated data presentation formats do not facilitate analysis 

of spatial relationships between quantitative concepts. Moreover, given the way data is 

structured in a tabulated display, it also cannot as clearly emphasize relationships 

between data through perceptual proximity. While visualizations can use various 

mechanisms to emphasize relationships between quantitative concepts such as through 

colour coding, labelling, shading, grouping or clustering, tables are restricted by the rigid 

tabulated display of rows and columns. 

As suggested by the many-facet Rasch analysis, and further investigated through the 

item-level analysis, it may be that tabulated displays can reduce data literacy levels. For 

some items a considerably lower proportion of participants in the xT group were able to 

answer correctly. The three types of cognitive demands distinguished by Mayer (2003) 

provide insight into how tabulated data displays could reduce data literacy levels. The 

first, essential processing, would be the cognitive processing required to answer a test 
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item. Cognitive load is increased when the presentation format complicates, rather than 

simplifies, the mental transformation needed to analyse the problem (Freedman & 

Shah, 2002). If a tabulated display does not provide a useful or relevant schema for 

facilitating the analysis, it could thereby impede understanding. In addition, the 

structure of rows and columns may encourage making connections between concepts 

in the same row or in the same column which are irrelevant to the problem at hand. In 

such cases, tabulated displays may inadvertently misdirect attention and subsequent 

analysis. Another kind of cognitive load, referred to as incidental processing, concerns 

cognitive processing which is not required to analyse the problem (Mayer, 2003). 

Tabulated data could act as an extraneous cognitive load that diverts limited cognitive 

resources. This would apply to those items where the tabulated data did not serve any 

purpose or use for the analysis required. A third way in which the tabulated data could 

have increased cognitive load is through representational holding, which refers to the 

cognitive processing required in keeping it in working memory (Mayer, 2003). This type 

of cognitive load could have occurred when a mental representation of the tabulated 

data was kept in working memory while reading the text, potentially reducing the 

cognitive resources available for analysing the text. 

These types of cognitive load could apply to data visualizations just as well. But the data 

visualizations in the test generally facilitated the analysis of relationships in the data. 

Although a certain investment of cognitive resources is required to interpret 

visualizations, the findings indicate that this investment was lower than the returns of 

investment in terms of facilitated analysis (through cognitive fit and perceptual 

proximity of key variables). Therefore, the net effect was one of reduced cognitive load. 

With respect to the thematic analysis of the reasoning underlying answers given, as 

indicated above, those with low data literacy levels were more likely to refer to personal 

knowledge and beliefs. They were also more likely to draw speculative conclusions 

which built upon but could not be inferred from the evidence provided in order to justify 

their answers. In contrast, those with high data literacy levels consistently referred to 

and analysed the evidence provided. The thematic analysis further suggested that visual 
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presentations encouraged the use of evidence in reasoning about the answer over 

personal knowledge and beliefs. 

10.4. Implications 

This section looks at the implications of the study in three areas: data literacy for 

educators and education leaders, communication of quantitative research for evidence-

informed policy and practice, and research on data presentation and visualization. 

10.4.1. Data literacy for educators and education leaders 

Educators and education leaders are increasingly expected to base their decision making 

on evidence, rather than their personal beliefs and opinions (Mandinach, 2012). With 

the global movement of data-driven decision making in education, data literacy has 

become of fundamental importance. But what data literacy competencies are expected 

of educators and education leaders? 

In Chapter 2 it was argued that educators require a broad set of data literacy 

competencies to not just interpret school-level data, but also quantitative information 

underlying education policies. Educators need to be – and often are – more than just 

passive recipients of policy. In their role as influencers and implementers of policy, as 

well as shapers of school-level policies, educators need to understand and critically 

evaluate the quantitative evidence underlying and supporting these policies. If such an 

understanding enables educators to gain insight into how and why policies could benefit 

students, schools, and society, then such an improved understanding could arguably 

increase both their capacity (to implement and shape policy) and motivation. 

Professional standards as well as the education literature focus on the need for 

educators to understand school-level data, to monitor and improve students’ learning 

and well-being. But it is also important, therefore, that educators understand regional 

and national data which shape system-level policies to be able to contextualize, monitor 

and compare, and improve the functioning of their school. If educators are to be able to 

contribute to education policy debates, and engage in two-way dialogue with policy 

makers, they also need a sound understanding of the wider societal education issues 
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which shape policies that affect their school and their students. They therefore need to 

be able to speak the same language and have a common understanding of fundamental 

policy issues. 

Given these requirements, Chapter 3 argued that competencies associated with 

interpreting and analysing data are currently too narrowly defined in the education 

literature, in particular the literature on data-driven decision making.  Even the least 

restrictive conceptualizations of data use by educators have focused on student and 

school-level data only. For example, although much of the literature focuses exclusively 

on assessment data, Lai and Schildkamp (2013) and Marsh, Pane and Hamilton (2006) 

discuss a wider range of types and sources of data for decision making in schools 

(including school expenditure data, absenteeism rates, parent characteristics and home 

language, incidences of bullying, and options of various stakeholders). Pierce et al. 

(2012) noted that teachers need to be able to interpret statistical reports sent to 

schools, which are based on an analysis of the wide variety of data which schools have 

submitted (at least, in well-functioning education systems where such two-way 

information flows exists). Although these are examples of the wide range of school-level 

data and statistical reports which need to be interpreted, it still restricts data use largely 

to school-level data. At the same time, data-related competencies have been restricted 

to understanding, interpreting and analysing data. 

Within the professional standards for teachers and education leaders reviewed, data 

literacy competencies were often included but not explicitly referred to as data literacy. 

Those standards which included data literacy competencies were generally concerned 

with being able to use data to improve student learning, or more specifically, being able 

to interpret learning assessment data. This reflected the narrow conceptualization of 

data and data literacy within the education literature. The review of professional 

standards particularly noted the absence of competencies linked to understanding 

equity issues in education, even though this is a foremost concern in developing both 

school-level and national policies. The exception was the California Professional 

Standards for Educational Leaders, which outlined their responsibilities in being able to 
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address and improve equity in terms of access, opportunities and outcomes for all 

students, using multiple measures of data (California Commission on Teacher 

Credentialing, 2014). 

Although educators need to be able to understand, interpret, analyse and even critically 

evaluate data, there are certain data literacy competencies which would not be 

expected of educators (and which were not included in the professional standards for 

teachers reviewed in Section 3.2.3). These are the higher data literacy competencies 

(Level 3), that is, competencies associated with statistical thinking, which encompasses 

being able to critically evaluate the bigger picture, and generalizing from data in order 

to create new meaning (Ben-Zvi & Garfield, 2004; Chance, 2002; Garfield, delMas & 

Zieffler, 2010). For education leaders, such higher-order data literacy competencies 

would be important to be able to go beyond just analysing and interpreting the data and 

the evidence. Education leaders need to have the ability to extrapolate and generate 

new meaning from data for use in different contexts and in complex planning and 

decision making processes, for example, for policy making, monitoring and performance 

evaluation of schools and school districts. 

This study hopes to draw attention to these identified limitations of existing 

conceptualizations of data literacy, and demonstrate the relevance and importance of 

establishing a hierarchy of competencies which includes higher-order skills. In today’s 

world, with the global open data movement and data revolution following in the wake 

of increasingly sophisticated information technology, and in parallel the increasing 

expectations of educators and education leaders to be more accountable and make 

evidence-informed decisions, a different set of data literacy competencies is needed. 

This study has argued, and sought to demonstrate through the development of a data 

literacy test, that educators and especially education leaders require a level of data 

literacy expertise which encompasses a broader hierarchy of skills, especially higher-

order skills. Data can provide many answers if the lessons can be drawn out, but there 

are also many questions data cannot answer. If educators and education leaders are to 

be able to make sound and nuanced, evidence-based decisions, they need to not just 
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understand data, but be critical consumers of data. They should be able to critically 

evaluate the data, draw out the implications of the data, and understand its limitations. 

At stake is their ability to use data to improve student and school performance and 

equity levels, and to contribute to and influence wider policy debates. 

The data literacy construct developed for this study distinguishes itself from previous 

conceptualizations by introducing a hierarchy of data literacy competencies, by 

including higher-order cognitive skills, and by defining more broadly applicable data 

literacy competencies. Besides being limited to lower-order skills and interpretation of 

specific types of data, previous conceptualizations of data literacy have also been non-

hierarchical and often task-specific (e.g., Means, Padilla, DeBarger & Bakia, 2009). The 

data literacy construct for this study has also excluded technical skills which are often 

associated with data literacy, such as the ability to manipulate and convert data (Schield, 

2004). Such skills are more relevant for data analysts, and are not necessary for 

interpreting existing quantitative research and reports.  

The data literacy construct also distinguishes itself from existing conceptualizations of 

the hierarches of statistical literacy by Watson and Callingham (2003) and Pierce et al. 

(2012; 2014). These hierarchies are rooted in statistics education and are oriented more 

towards knowing and understanding specific statistical concepts, processes and 

methodologies. The higher-order competencies which were included in the data literacy 

construct drew inspiration from the conceptualizations of statistical reasoning and 

statistical thinking (Ben-Zvi & Garfield, 2004; Chance, 2002; Garfield, delMas & Zieffler, 

2010). These competencies are generally not part of statistical literacy, especially those 

competencies associated with statistical thinking (which includes, for example, being 

able to critique, evaluate and generalize). 

Through these distinctions, the data literacy conceptualization and associated tests 

should be more broadly applicable to both educators and education leaders across 

different education contexts. However, the applicability of the data literacy test would 

need to be evaluated with a larger sample of participants. In addition, future research 

could incorporate interpretation of data presentations as part of the data literacy 
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construct. The lower person separation reliability of the versions of the test with data 

presentations, vis-à-vis the text-only version of the test, suggests that data 

presentations may add another dimension to the data literacy construct which was not 

being measured (see also Section 7.4.3). As proposed in Section 10.3.2, spatial ability 

could be investigated though a separate test, and included as an additional facet in the 

many-facet Rasch analysis. Alternatively, the interpretation of tabulated data and 

visualizations may be included as additional dimensions of the data literacy construct in 

future research, and included as a subset of data literacy competencies. 

The findings from this study demonstrated that higher-order data literacy competencies 

are necessary to analyse and evaluate more complex relationships in data, to create and 

evaluate hypothetical scenarios based on data, to draw out the wider implications of 

data, and to evaluate feasibility. Only around one-third of student educators (so future 

educators and potential education leaders) in the participant sample demonstrated such 

data literacy competencies. In contrast, twice as many practising educators and 

education leaders reached the highest data literacy level. Furthermore, one quarter of 

student educators did not reach the second level of data literacy, reflecting an inability 

to interpret, analyse and evaluate data. This is in line with the findings by Pierce at al. 

(2012) who assessed teachers’ statistical literacy skills, and found that they often had 

considerable difficulties interpreting statistical information. Taking into account the 

relatively small sample size, and that the majority of the participants were students or 

faculty at the University of Melbourne, Australia, it is important to note that the findings 

do corroborate the general sentiment in the literature that educators need to be better 

equipped to interpret and use data for decision making (e.g., Earl & Katz, 2006; Means, 

Padilla, DeBarger & Bakia, 2009; Thornton, Shepperson & Canavero, 2007). 

Given that most of these participants were from the University of Melbourne, one of the 

world’s leading universities for education according to the QS World University Subject 

Rankings 2015, the findings may not be very representative of data literacy 

competencies for (future) educators globally. Moreover, many of the participants were 

PhD students and faculty from the University of Melbourne Assessment Research 
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Centre, who had above average experience and expertise in analysing complex data. 

Teacher standards and average qualifications are in many countries much lower than 

those in Australia, and often standards which do exist are not met by a large proportion 

of the teaching workforce. Although data is limited, one indication is that according to a 

UNESCO Institute for Statistics 2006 publication, 43% of teachers in the Congo and 55% 

of teachers in Lao PDR had less than nine years of schooling, and in some countries more 

than 40% of teachers had never received teacher training (UIS, 2006). Another indication 

is the enormous variation of teacher mathematics achievement across 15 countries in 

Southern and Eastern Africa (Makuwa, 2011), with the highest-achieving grade 6 

students obtaining better results than the lowest-achieving teachers.41 

The findings from this study highlight the need for data literacy competencies, in 

particular higher-order competencies, to be actively taught as part of teaching degrees 

and teacher trainings. Moreover, they also need to be integrated more explicitly in 

standards for teachers and education leaders. It is further proposed that assessment of 

data literacy should be embedded within teaching degrees and teacher training 

programmes. The data literacy test developed for this study could provide a starting 

point in terms of a hierarchical categorization of competencies required by educators 

and education leaders. 

10.4.2. Communication of quantitative research for evidence-

informed policy and practice 

Research evidence is often complex and lacks clear, unambiguous messages and 

answers to problems (Innes & Booher, 2010; Lavis et al., 2005; Livingstone, 2005; Weiss, 

Murphy-Graham, Petrosino & Gandhi, 2008). The need to translate research into a form 

which is understandable to policy makers is widely acknowledged (e.g., S. Campbell et 

al., 2007; European Commission, 2008; M.F. Fathalla & M.M. Fathalla, 2004; Gunderson, 

2007; Lomas, 1997; Mendelsohn, 1996; Porter & Hicks, 1995; Ritter, 2009). It is also 

acknowledged that policy makers are limited and influenced by their existing capacities, 

                                                      
41  Unique to this study was that teacher and student performance was measured along the same 
Mathematics scale. 
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knowledge and beliefs (Green, Ottoson, Garcia & Robert, 2009; Smit, 2005; Weiss, 1979; 

Weiss, 1999). The conceptual framework for this study outlined in Chapter 5 put these 

two points of view together with respect to the difficulties encountered in the 

interpretation of policy-relevant quantitative evidence. On the one hand there is the 

capacity gap, which is the lack of person ability to interpret the evidence. On the other 

hand is the usability gap, which is the lack of translation of evidence into a form which 

is easier to interpret. These interconnected aspects of interpreting evidence were 

brought together through the multi-facet Rasch model. Item difficulty and person ability 

were put on the same scale along with the third facet, data presentation format, which 

affected the ease of interpreting, or usability, of the test research briefs. The findings of 

this study support the argument that the usability of quantitative research evidence can 

be improved through data visualization. The findings suggest that data visualization 

could enable policy makers and educator to interpret more complex quantitative 

research. 

Since much of the evidence for evidence-informed policy making is quantitative, the lack 

of acknowledgement of the importance of data literacy or statistical literacy for 

interpreting the evidence is rather surprising. The importance of data literacy is 

acknowledged with respect to data-driven decision making, but when it comes to 

evidence, the association with data or statistics is rarely made. One exception is 

Greenhalgh, Howick and Maskrey (2014) who, in the context of evidence-based 

medicine, indicate the importance of presenting evidence in a more usable form given 

the varying statistical literacy levels of clinicians and patients. Contrariwise, the 

literature on data literacy and statistical literacy makes no mention of its relevance to 

evidence-informed policy making. A major contribution of this study is therefore that it 

highlights and demonstrates the importance of data literacy for evidence-informed 

policy making. Higher level data literacy competencies could help educators and 

education leaders deal with the inherent complexities and ambiguities of research 

evidence. It could also reduce the risk of drawing conclusions which are not merited by 

the evidence, which can be a dangerous thing to do for a policy maker wielding the 

power to shape and create new policies which can significantly affect people’s lives. As 
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indicated previously, thematic analysis of participants’ reasoning suggested that those 

with lower data literacy levels were more likely to draw on their own beliefs, ignoring or 

overextending the conclusions which could be drawn from the evidence. 

Based on the item-level analysis, the study findings indicate that data presentations 

should be used with caution for communicating policy-relevant evidence. The analysis 

suggests that data presentations are not a one-size-fit-all solution, even if the 

visualizations adhere to sound design principles. Both visualization and tabulated data 

may facilitate understanding if there is cognitive fit and they emphasize relationships 

relevant to the problem context. Otherwise, in accordance with the theory of cognitive 

load, they could hinder understanding by distracting from or otherwise complicating 

meaningful analysis. For better communicating quantitative research, data 

presentations therefore need to be designed around a specific problem context. It is 

insufficient to include a data presentation, no matter how well designed, without 

considering the type of data presentation and its characteristics, and its added value in 

communicating or supporting the key messages. The facility and efficiency of tools such 

as Excel to visualize data encourages the use of charts even when they may not be 

relevant, and moreover, they encourage the use of automatically produced charts with 

little or no customization. Tables require even less time and skills to prepare and are 

thus even easier to include, although as previously discussed, they may reduce rather 

than increase data literacy levels. Their ubiquity in reports and publications may also be 

because of their perceived usefulness. In this study most participants (of the text plus 

tabulated data version of the test) found the tables useful, even though the results 

indicated they were not.42 

The findings of this study suggest therefore that including data presentations without 

considering whether and how they contribute is potentially counter-productive. If the 

data presentation is not considered and customized to fits a particular problem context, 

it may be better to leave it out altogether. This is further discussed below. 

                                                      
42  Based on the end-of-test survey question, “how useful were the data tables in answering the 

questions?” (see also Section 9.5.1). 
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10.4.3. Research on data presentation and visualization 

The key theories regarding the format and design of data presentation, reviewed in 

Chapter 4, are concerned with ensuring cognitive fit (matching the data presentation 

with the type of task – spatial or symbolic), and minimizing cognitive load (such as by 

minimizing irrelevant information and visually emphasizing information that needs to be 

processed together). The findings of this study suggest that in addition, data 

presentations also need to be purposely designed for a specific purpose. It seems self-

evident that the purpose of a data presentation is to facilitate the analysis of the data 

represented, but the findings from this study are counter to this view. The purpose of a 

data presentation should, instead, be to facilitate a specific task, i.e., resolving a specific 

problem given a specific problem context. A visualization may thus succeed in facilitating 

the analysis of the data it represents, or in clearly showing a specific trend, pattern or 

comparison, but fail in its purpose of shedding light on a specific task or problem. This 

was illustrated in this study through the use of data presentations embedded in text. 

Although the data presentations represented the same data as described in the text, 

they did not always present the data in a way which matched the key messages 

conveyed by the text; in other words, the text and data presentations in such cases 

supported different kinds of analysis. The item-level analysis suggested that when the 

data presentation and text were unified in their emphasis of the key variables relevant 

to the problem at hand, the data presentation increased data literacy within that 

problem context. It further suggested that when the data presentation was not in line 

with the text in terms of emphasizing key variables, it may even reduce data literacy 

within that context.  

Previous research on multimedia learning has likewise emphasized the importance of 

both the type of text and type of illustrations (embedded in the text) in supporting the 

same instructional goal (e.g., Mayer & Gallini, 1990). But prior research on the 

effectiveness of data presentation formats (e.g., Dickson, DeSanctis & McBride, 1986; 

Jarvenpaa, 1989; Jarvenpaa, Dickson & DeSanctis, 1985; Vessey, 2006; Vessey & Galetta, 

1991) has focused on data presentations in the context of specific types of tasks, not in 
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a situation where text provides a broader problem context and itself contributes to the 

problem analysis.   

This study proposed a fundamentally new way of assessing the effectiveness of such 

contextualized data presentations, by using Rasch analysis in an experimental research 

design as discussed in Section 10.2.4; that is, moving from task-based assessments (the 

mode of assessment used thus far in both the research on multimedia learning and data 

presentations and visualizations) to the development of an explicitly defined 

hierarchical construct, using a criterion-referenced framework which describes a 

continuum of increasing competence. Furthermore, investigating the effect of text with 

and without data presentation has enabled the investigation of how data presentations 

may both facilitate and hinder analysis, using the text-only version as a point of 

comparison. Previous experimental research designs were only able to investigate 

differences in the effectiveness of different types of data presentation, not whether the 

presentation format was actually detrimental to the analysis. For example, the findings 

of this study suggest that by emphasizing relationships between variables irrelevant to 

the problem context, data presentations could increase cognitive load, reduce the 

cognitive resources available for analysis, as well as inadvertently misdirect attention 

away from the solution. This could be predicted through cognitive load theory and the 

proximity compatibility principle, and indeed Wickens and Andre (1990), for example, 

have described how spatial proximity of irrelevant items can cause clutter and 

confusion. However, the methodology used in this study presents a means to investigate 

this phenomenon, in order to better understand how and to which extent different kinds 

of data presentations may support or obstruct analysis – although this would require 

further research beyond the scope of this study. 

The findings from this study suggest that we may need to question the assumption of 

the usefulness of data presentations. They are only useful if they are designed to be the 

right tool for a given problem. Just like a hammer cannot tighten a screw, a data 

presentation should not be used if it does not fit its intended purpose. Data 

presentations may be more of a single purpose tool than a multi-purpose tool (except 
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interactive data presentations, which could be adjusted to serve different purposes). A 

visualization which serves too many purposes could end up serving no purpose at all, 

because it does not guide or direct, and may rather distract and obstruct reflection. The 

item-level analysis supported the notion that visualizations with a high density of 

relationships between data may have this effect. 

Although the overall effect of data visualization in the data literacy test was modest, the 

effect was different for different items, depending on the problem and the visualization 

used. Data visualization may not have a very large overall effect on increasing data 

literacy levels, but it could have large effects when it comes to the interpretation of 

specific types of problems where there is good cognitive fit between the visualization 

and the problem context and a clear emphasis of relevant relationships. 

As an exploratory study, the findings have raised a number of issues which are worth 

exploring in future research. It questions the assumption of the usefulness of data 

presentations, in particular data tables, which may even have a detrimental effect on 

our understanding of the data, not because of poor design, but because they may not 

adequately address the problem context. The methodological innovations which 

enabled the objective generalization of the results made beyond the sample of persons 

and items used in the study, and which enabled the assessment of higher-order 

cognitive skills, also provide a new avenue of research to compare the effectiveness of 

data presentations, and may lead to different results and conclusions compared to 

previous studies which did not use this methodology. Furthermore, the ‘fit for purpose’ 

argument provides a novel avenue for studying the effectiveness of data visualizations, 

which could also be further explored in future research. 
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Appendix 1: Final Test 

The final test consists of seven sections, each of which were presented in three different ways: as text only, as text with tabulated data, and as text with 

visualization. In this Appendix, all three presentation forms are shown together (text, tabulated data and visualization). The total number of test items is 24, 

following the removal of 5 misfitting test items as discussed in Chapter 8. The removed test items can be found in Appendix 2. 

For each section, the sources from which the text was adapted are referenced. Phrasing which is taken directly from the source is quoted with a footnote 

referencing the source and page number. 

• Correct responses are highlighted  

Section 1. Early childhood care and education – Equity of access 

Text adapted from: 

• Heckman, J.J. (2006a). Skill formation and economics of investing in disadvantaged children, Science, New Series, Vol. 312, No. 5782 (Jun. 30, 2006), 

1900-1902. 

• Heckman, J.J. (2006b). Investing in Disadvantaged Young Children is an Economically Efficient Policy, presented at the Committee for Economic 

Development/The Pew Charitable Trusts/PNC Financial Services Group Forum on "Building the Economic Case for Investments in Preschool", New 

York, January 10, 2006. 

The findings of a large literature indicate that the economic return per dollar invested in human capital programs (such as schooling and training) declines with 

age through the different stages of the life cycle – from preschool, to school, to post-school (job training). Early interventions are economically efficient. That 
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is, in the long-term the financial returns to investment for society are greater than the initial expense of funding such programs. Those benefiting from these 

interventions are more likely to succeed in school, be productive in the workforce, pay more taxes and commit fewer crimes. “Remedial programs in the 

adolescent and young adult years” (school and post-school) are widespread but “are much more costly” and are less effective.43 The majority are economically 

inefficient at the school level and all are economically inefficient at the post-school level. This is reflected in the fact that the rate of return to investments made 

in such programs are below the level of the opportunity cost of funds. The opportunity cost to society is the return from funds if the same financial investment 

were made elsewhere, such as the stock market. 

In a second chance society, “a serious trade-off exists between equity and efficiency”.44 The “track record of criminal rehabilitation programs, adult literacy 

programs and public job training programs is poor. A few selectively targeted versions of these programs may yield modest benefits.”45 But “later compensation 

for deficient early family environments is very costly.”46 If we wait “too long to compensate, it is economically inefficient for a country to invest in the skills of 

the disadvantaged.”47 

                                                      
43 Heckman, 2006a, p.1901  
44 Heckman, 2006a, p.1901  
45 Heckman, 2006b, p.7  
46 Heckman, 2006b, p.7  
47 Heckman, 2006a, p.1901  



  

361 
 

Table version 

 

Visualization version 
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Q1.1. (1 of 26) What is meant with a program being “economically efficient”? Please select the best answer. 

A. The positive impact on equity exceeds the financial cost. 

B. The return on investment is above the opportunity cost of funds. 

C. The program can improve equity with minimum investment. 

D. The social benefits of the program outweigh the financial costs. 

Q1.2. (2 of 26) Which of the following would be the best strategy in terms of economic efficiency?  

A. Shift all funding from post-school programs to school and pre-school programs. 

B. Limit human capital programs to the pre-school stage of the life cycle. 

C. Shift funding according to the return on investments across all stages. 

Q1.3. (3 of 26) Which of the following trade-offs do policy makers need to make in terms of investment in human capital programs? Please select the best 

answer. 

A. The trade-off between equity and efficiency in investing in the disadvantaged at school and post-school levels. 

B. The trade-off between equity and efficiency in investing in the disadvantaged at the pre-school level. 

C. The trade-off between equity and efficiency in investing in the disadvantaged at the post-school level. 

D. The trade-off between equity and efficiency in investing in the disadvantaged at all three levels. 
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Q1.4. (4 of 26) Among the following programs, which is the best investment strategy in terms of both equity and economic efficiency? 

A. One which gradually increases investments at increasing age levels according to the rate of return. 

B. One which shifts all investments to programs above the opportunity cost of funds. 

C. One which shifts all investments to programs with the highest rate of return. 

D. One which gradually decreases investments at increasing age levels according to the rate of return. 

Q1.5. (5 of 26) Which of the following statements regarding the passage is false? 

A. The opportunity cost of funds varies within each stage of the life cycle. 

B. The opportunity cost of funds varies from one stage of the life cycle to the next. 

C. Human capital programs to improve equity are necessarily economically inefficient. 

D. Human capital programs can be very costly and with little impact on equity. 
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Section 2. Racial and ethnic gaps in school readiness 

Text adapted from:  

• Magnuson, K.A., & Waldfogel, J. (2005). Early Childhood Care and Education: Effects on Ethnic and Racial Gaps in School Readiness, Future Child, 15(1), 

169-196. 

Black and Hispanic children in the USA are more likely than white children to be economically disadvantaged. “A host of studies has found that children who 

attend centre care or preschool programs enter school more ready to learn”, and that high-quality preschool can reduce disparities between disadvantaged 

children and their wealthier peers.48  “Black children are more likely to attend preschool than white children” - around one-third (33%) of black children attend 

preschool, compared to 26% of white children – but they “may experience lower-quality care”.49 Only 19% of Hispanic children attend preschool. 

The following scenarios estimate the impact of increased preschool enrolment or increased quality using data from a series of longitudinal studies which 

followed a national sample of children from birth. It controls for a host of family background and other factors that might be associated with centre care 

attendance. How might changes in enrolment or quality narrow racial and ethnic test score gaps? 

Scenarios 1 and 2 examine the consequences of full enrolment in preschool.  

• Scenario 1 entails full preschool enrolment for all children. It has no effect on the black-white gap, but the Hispanic-white gap would be reduced by 8 

percent.  

• Scenario 2 entails full preschool enrolment of low income children. It would reduce the black-white gap by 6 percent and reduce the Hispanic white 

gap by 12 percent. 

                                                      
48 Magnuson and Waldfogel, 2005, p. 171 
49 Magnuson and Waldfogel, 2005, p. 169 
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Scenarios 3 and 4 examine the consequences of improving the quality of preschool. 

• In Scenario 3 the quality of preschool programs is raised for all currently enrolled children. It reduces the black-white gap by 2 percent, but actually 

increases the Hispanic-white gap by 8 percent. 

• Scenario 4 entails raising the quality of preschool programs targeted to low income children. It would reduce the black-white gap by 10 percent, and 

reduce the Hispanic white gap by 4 percent. 
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Table version 

 

Visualization version 
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Q2.1. (6 of 26) Why does improving the quality of all preschools increase the Hispanic-white school readiness gap? Please select the best answer. 

A. Because preschool enrolment of Hispanic children is lower. 

B. Because Hispanic children benefit less from high quality preschools. 

C. Because white children also benefit from higher quality preschools. 

D. Because Hispanic children face much higher levels of poverty. 

Q2.2. (7 of 26) What would be the most likely impact of full enrolment and higher-quality preschool for all children? 

A. A significant reduction in the Hispanic-white school readiness gap. 

B. A significant increase in the black-white school readiness gap. 

C. A significant increase in the Hispanic-white school readiness gap. 

Q2.3. (8 of 26) Which of the following best conveys the main policy message which could be drawn from the passage? 

A. Reducing school readiness gaps is only possible by increasing both quality and enrolment simultaneously. 

B. Focusing on preschool enrolment alone will widen rather than narrow racial and ethnic school readiness gaps. 

C. Increasing preschool quality and enrolment should be specifically targeted to reduce school readiness gaps. 
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Section 3. Primary education – Access – Identifying out of school children 

Text adapted from:  

• UNICEF & UIS (2016b). Monitoring Education Participation: Framework for Monitoring Children and Adolescents who are Out of School or at Risk of 

Dropping Out, Geneva: UNICEF Regional Office for Central and Eastern Europe and the Commonwealth of Independent States. (Based on an early 

draft of this publication). 

Two groups of Out-of-School Children can be distinguished: children who have never attended school - from now on abbreviated as ‘NAS children’, and children 

who dropped out. 

Consider for example a country where the government identifies NAS children by cross-checking school enrolment records with a list of school age children 

from the civil registry database. NAS children are those who are in the civil registry database but not enrolled in school, and are referred to as List 1. In this 

country many children (such as refugee children) are not in this database and are thus missing from List 1. Two other databases exist with records of school 

age children: the health centre database and the social services database. These could be used by the country to identify NAS children if they were to be cross-

checked with school enrolment records. List 2 would be the identified NAS children who are in the health centre database and are not enrolled in school. List 

3 would be the identified NAS children who are in the social services database and are not enrolled in school. Not all children have been to a health centre, and 

not all children are registered with social services, so both these lists are also incomplete. However, List 2 includes some children who are not in List 1 and List 

3. Furthermore, List 3 also includes some children who are not in the other lists. Those children in List 2 and List 3 who are not in List 1 are ‘semi-invisible NAS 

children’, because they are currently invisible NAS children who could be made visible. Combining all three lists would lead to the best approximation of all NAS 

children. Those children who do not appear in any of these lists are “invisible NAS children”, as according to government records they do not exist. 

 



  

369 
 

Table version 

 

Visualization version 
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Q3.1. (9 of 26) In this example, what would it require to identify all remaining NAS? Please select the best answer. 

A. Identifying all school age children who do not appear in the civil registry database. 

B. Cross-checking all three databases with school enrolment records. 

C. Identifying all school age children who do not appear in any government database.  

Q3.2. (10 of 26) Which important group of out-of-school children is not included in the discussion of information sources? 

A. Children who enter school overage. 

B. Children who enrol but never attend school. 

C. Children who are not enrolled in school. 

Q3.3. (11 of 26)  Which of the following best describes what is meant by “invisible NAS children”? 

A. NAS children who do not appear in the civil registry database. 

B. NAS children who are not identified by the government. 

C. NAS children who do not appear in any government database. 
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Q3.4. (12 of 26)  Which of the following best conveys the main policy message which could be drawn from the passage? 

A. It is not possible for governments to identify invisible children. 

B. A wider range of databases needs to be used to identify NAS children. 

C. Inaccuracies in databases used to identify NAS children should be fixed. 

Q3.5. (13 of 26)  If most out-of-school children are ‘semi-invisible’, which of the following would be the best approach? 

A. Identifying and linking additional databases with records of school age children. 

B. Employing social workers in schools who could identify out-of-school children in the area. 

C. Starting a nationwide vaccination campaign which would ensure health centre registration. 
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Section 4. Primary education – Equity of access – Disadvantaged groups 

Text and visualization adapted from:  

• UNICEF & UIS (2012a). All Children in School by 2015: Global initiative on out-of-school children - Kyrgyzstan country study, Bishkek: UNICEF Country 

Office. 

Around the world, primary school age girls are on average more likely than boys to be out of school. In Kyrgyzstan, the opposite is the case, and primary school 

age boys are slightly more likely to be out of school. A more complex picture emerges when breaking down out of school children into three categories: those 

who used to attend school and dropped out, those who are expected to enrol late (derived through a probability calculation), and those who are expected to 

never enter school. In terms of this breakdown there are large differences between girls and boys. Out of school primary school age girls are more likely than 

boys to never enter school (45.7% for girls compared to 36.5% for boys), and are far more likely to have dropped out (24.3% girls compared to just 2.7% boys). 

Out of school primary school age boys are more than twice as likely as girls to be late entrants to primary school (60.9% boys compared to 30% for girls). 

A similar picture of differences in categories arises when comparing out of school children in rural and urban areas. Out of school primary school age children 

in rural areas are more likely to never enter school (49.7% for rural children compared to 30.0% for urban children), and are more than twice as likely to have 

dropped out (13.8% for rural children compared to 5.6% for urban children). In urban areas out of school primary school age children are much more likely to 

enter school late (64.5% for urban children compared to 36.5% for rural children). 
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Table version 

 

Visualization version 
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Q4.1. (14 of 26) Which of the following is true for primary school age children in Kyrgyzstan? 

A. Boys are more likely to enter primary school at the right age. 

B. Girls are less likely to complete primary school. 

C. Boys are less likely to complete primary school. 

D. Girls are more likely to enter primary school at the right age. 

Q4.2. (15 of 26) Which of the following is true when comparing sex and location-based differences for primary school age out of school children in 

Kyrgyzstan? 

A. The situation for out-of-school urban girls is similar to the situation for out-of-school rural boys. 

B. The sex-based and location-based pattern of out of school children is the same. 

C. Differences between rural and urban areas are exactly the same as between girls and boys. 

Q4.3. (16 of 26)  Which of the following best conveys a key message for policy makers that can be drawn from the information provided? 

A. Rates for out-of-school children can be inaccurate. 

B. Rates for out-of-school children can be unclear. 

C. Rates for out-of-school children can be misleading. 

D. Rates for out-of-school children can be incorrect. 
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Q4.5. (17 of 26)  Which categories are most likely to have the highest percentage of out-of-school children who have at some point been enrolled in school?  

A. Girls and children in rural areas. 

B. Girls and children in urban areas. 

C. Boys and children in urban areas. 

D. Boys and children rural areas. 
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Section 5. Quality and equity in education in Southern and Eastern Africa 

Text adapted from:  

• Byamugisha, A., & Ssenabulya, F. (2005). The SACMEQ II Project in Uganda: A Study of the Conditions of Schooling and the Quality of Education. 

Harare: SACMEQ. 

• Ross, K.N, & Zuze, L. (2004). Traditional and alternative views of school system performance, IIEP Newsletter, Vol. XXII, No. 4, October-December, 

Paris: UNESCO-IIEP. 

• Van der Berg (2007). Apartheid’s Enduring Legacy: Inequalities in Education, Journal of African Economies, 16(5), 849-880.  

“One of the universal findings of educational research has been that children” with higher Socio-Economic Status or ‘SES’ “tend to do better on tests of 

educational achievement than children from poorer backgrounds – mainly because children from wealthier homes have greater access to a range of human 

and material resources that encourage, facilitate, and reward school learning.”50 

“When discussing the performance of whole school systems”, there is a tendency to focus on ‘league tables’ – “in which countries are ranked according to the 

average achievement scores of their pupils.”51 Research on primary school pupils conducted by the 14 countries of the Southern and Eastern Africa Consortium 

for Monitoring Educational Quality (SACMEQ) was used to develop an ‘alternative reading score’ which reflects a broader view of school system performance. 

In contrast to ‘traditional reading scores’, it takes into account the average ’SES‘ (Socio-Economic Status) of the pupils who took the reading test. 

The alternative reading score for a country is the predicted reading score if the average SES of pupils would be equal to the average across all 14 countries. A 

relatively poor country with a below average SES would have an alternative reading score which is higher than its traditional reading score, and vice versa (in a 

high SES country the alternative reading score would be lower). If the gap between the alternative and traditional reading score is very large, it means that SES 

                                                      
50 Ross and Zuze, 2004, p. 8 
51 Ross and Zuze, 2004, p. 8 
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has a strong influence on the reading score. In other words, low SES pupils do much worse than their wealthier peers. This is indicative of inequality in the 

school system in terms of reading achievement.  

For ease of comparison, the average pupil reading score in SACMEQ countries is set at 500 and the average SES level is set at 0.  Reading scores and enrolment 

statistics vary considerably across countries in this region, for example: 

• Mozambique has an average pupil reading score of 517, a higher alternative reading score of 523, and an SES level of -37.5. Primary school enrolment, the 

percentage of the primary age population enrolled in primary school, is 56%. In general, low SES children are much less likely to go to school than high SES 

children. 

• South Africa has an average pupil reading score of 492, a lower alternative reading score of 456, and an SES level of 40.4. The primary school enrolment 

rate is 90%. 

• Uganda has an average pupil reading score of 482, a higher alternative reading score of 506, and an SES level of -58.5. The primary school enrolment rate 

is 87%. 

In addition, national test scores mask differences within a country. South Africa in particular is illustrative of this case, where there are large differences in pupil 

SES and the quality of schools - an enduring legacy from apartheid. As a result, the high school pass rate is 97 percent for schools where more than 70 percent 

are white, but only 43 percent where more than 70 percent are black.  

* Please note that the data referred to in this text is from around 2000, so does not necessarily reflect the current situation. 
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Table version: 

 

 

Visualization version: 
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Q5.1. (18 of 26) Which of the following school systems has the highest level of equality as defined in the text? 

A. One where the alternative reading score is lower than the traditional reading score. 

B. One where both the alternative and traditional reading scores are very high. 

C. One where the alternative reading score is equal to the traditional reading score. 

D. One where the alternative reading score is higher than the traditional reading score. 

Q5.2. (19 of 26) Which of the following relationships is likely to completely change the findings in this passage if studied more closely? 

A. The relationship between enrolment, SES and reading scores. 

B. The relationship between reading scores, SES and school quality. 

C. The relationship between traditional and alternative reading scores and race. 

Q5.4. (20 of 26) Which of the following best conveys the main policy message which could be drawn from the passage? 

• Traditional test scores should not be used in the evaluation of the quality of school systems. 

• Comparisons of school system performance should include an SES dimension. 

• The influence of social inequality on test scores should be taken into account. 

Q5.5. (21 of 26) Based on the passage, where would a child from a very poor and disadvantaged family have the best chance of getting a good quality 

education?  

A. In Mozambique. 

B. In South Africa. 

C. In Uganda. 
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Section 6: Secondary education – Equity of quality 

Text from: 

Wilkinson, R.G., & Pickett, K (2009). The Spirit Level: Why More Equal Societies Almost Always Do Better [Kindle Edition]. Retrieved from Amazon.com. 

More equal countries have better educational attainment, and more unequal countries have worse educational attainment. “These relationships are strong 

enough for us to be sure that they are not due to chance. Comparable international data on educational achievement come from the Programme for 

International Student Assessment (PISA), which was set up to administer standardized tests to 15-year-olds in schools” in the principal industrialised countries.52 

“It is often assumed that the desire to raise national standards of performance in fields such as education is quite separate from the desire to reduce educational 

inequalities within a society. But the truth may be almost the opposite of this.”53 

“Another way in which inequality directly affects educational achievement is through its impact on the aspirations, norms and values of people who find 

themselves lower down the social hierarchy.”54 

“That poor and working-class children resist formal education and middle-class values does not, of course, mean that they have no aspirations or ambitions.”55 

“More children reported low aspirations in more equal countries; in unequal countries children were more likely to have high aspirations. Some of this may be 

accounted for by the fact that in more equal societies, less-skilled work may be less stigmatized, in comparison to more unequal societies where career choices 

are dominated by rather star-struck ideas of financial success and images of glamour and celebrity.”56 

                                                      
52 Wilkinson and Pickett, 2009, Chapter 8, Section 2 (Unequal Attainment), para. 1 
53 Wilkinson and Pickett, 2009, Chapter 8, Section 3 (Standards of Performance), para. 1 
54 Wilkinson and Pickett, 2009, Chapter 8, Section 6 (Different Strokes for Different Folks), para. 1 
55 Wilkinson and Pickett, 2009, Chapter 8, Section 6 (Different Strokes for Different Folks), para. 3 
56 Wilkinson and Pickett, 2009, Chapter 8, Section 6 (Different Strokes for Different Folks), para. 3 
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Table version 

 

Visualization version 
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Q6.1. (22 of 26) Which of the following is the most accurate? The passage suggests that... 

A. ...reducing inequality in a country will lead to greater educational achievement. 

B. ...reducing the proportion of people living in poverty in a country will lead to greater educational achievement. 

C. ...reducing the number of people living in poverty in a country will lead to greater educational achievement. 

D. ...increasing the level of income of a country will lead to greater educational achievement. 

Q6.3. (23 of 26) Which of the following statements is not a good reason for excluding a country from the analysis? 

A. The country has a very high level of inequality compared to other countries in the analysis. 

B. The country has a very low national income compared to other countries in the analysis. 

C. The country has a very small population compared to other countries in the analysis. 

D. The country is a newly independent nation state. 
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Section 7. Secondary education – Quality 

Text adapted from: 

• Hanushek, E.A. (2011a). The economic value of higher teacher quality, Economics of Education Review, 30, 466–479. 

• Hanushek, E.A. (2011b). Lifting Student Achievement by Weeding Out Harmful Teachers, Eduwonk blog, http://www.eduwonk.com/2011/10/lifting-

student-achievement-by-weeding-out-harmful-teachers.html. 

“Literally hundreds of research studies have focused on the importance of teachers for student achievement. Two key findings emerge. First, teachers are very 

important; no other measured aspect of schools is nearly as important in determining student achievement. Second, it has not been possible to identify any 

specific characteristics of teachers that are reliably related to student outcomes.”57 “Most evidence indicates that conventional teacher certification, source of 

teacher training, or salary level are not systematically related to the amount of learning that goes on in the classroom.”58 “The amount of experience in the 

classroom – with the exception of the first few years – also bears no relationship to performance.”59 

“Some teachers year after year produce bigger gains in student learning than other teachers. The magnitude of the differences is truly large, with some teachers 

producing 1½ years of gain in achievement in an academic year while others with equivalent students produce only half a year of gain.”60 “It turns out that 

overall impacts are particularly important at the bottom end of the teacher distribution.”61 What would be the impact if the USA replaces the bottom 8 percent 

of teachers with an average teacher? One “could expect the achievement of U.S. students to rise at least to the level of Canada” according to the lower-bound 

                                                      
57 Hanushek, 2011a, p. 3 
58 Hanushek, 2011a, p. 4 
59 Hanushek, 2011a, p. 4 
60 Hanushek, 2011a, p. 3 
61 Hanushek, 2011b par. 6 
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estimate of teachers’ impact (a performance gain of 0.4 standard deviations).62 According to the upper-bound estimate of teachers’ impact, the achievement 

of U.S. students could rise by 0.65 standard deviations, which is above the level of Finland (which requires a performance gain of 0.6 standard deviations). 

 

                                                      
62 Hanushek, 2011b par. 6 
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Table version 

 

Visualization version 

 

  

Q7.1. (24 of 26) Which of the following is an assumption made by the author for the proposed scheme to work? 

A. The gain in achievement can be accurately calculated. 

B. The least effective teachers will be replaced with highly effective teachers. 

C. The least effective teachers can be identified accurately. 
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Q7.2. (25 of 26) How often would the bottom 8 percent of teachers need to be replaced for the USA to at least reach the level of achievement of both 

Canada and Finland? 

A. Only once. 

B. At least once. 

C. At least twice. 

D. At least three times. 

Q7.4. (26 of 26) Please select the best answer: according to the author’s calculations, if the bottom 8% of teachers are replaced... 

A. ...the USA will certainly reach, and may exceed, the level of achievement of Canada.  

B. ...the USA will certainly not reach or exceed the level of achievement of neither Finland nor Canada. 

C. ...the USA will certainly reach, and may exceed, the level of achievement of Finland. 

D. ...the USA will certainly reach, and may exceed, the level of achievement of both Finland and Canada. 



Appendix 2: Removed test items (final test) 

Q4.4. Which of the following best conveys a key message for policy makers that can be drawn 

from the information provided? 

A. All kinds of out of school children are equally important in the analysis. 

B. It is important to analyse disaggregated data on out-of-school children. 

C. It is important to analyse the sex and location-based differences for out-of-school 

children. 

D. It is important to analyse the categories of out-of-school children. 

Q5.3. Which of the following best conveys a key message regarding South Africa? 

A. The legacy of apartheid is that test scores are to a large extent determined by race. 

B. Test scores are influenced more by race rather than by socio-economic background. 

C. Differences in school quality by racial composition strongly affect school performance. 

Q6.2. Based on the information provided, which of the following is most likely? 

A. Aspirations are higher among children whose educational achievement is lower. 

B. Aspirations are higher in countries where educational achievement is lower. 

C. Aspirations are lower among children whose educational achievement is lower. 

D. Aspirations are lower in countries where educational achievement is lower. 

Q7.3. Based on the passage, why is the author considering firing the bottom-performing 

teachers to improve achievement? Please select the best answer. 

A. Because no teacher-related characteristics are consistently linked to achievement. 

B. Because this method is more effective than other methods to raise the level of 

achievement. 

C. Because it can enable the USA to reach the level of achievement of Canada and Finland. 
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Appendix 3: Education For All goals and dimensions 

The Education For All (EFA) movement was launched in 1990 at the World Conference on 

Education for All in Jomtien, Thailand. Representatives from 155 countries and around 150 

organizations agreed to universalize primary education and massively reduce illiteracy by the end 

of the decade (Müller, 2000). The vision of EFA was expanded in 2000 at the World Education 

Forum in Dakar, in which the following six goals were established (UNESCO, 2000a): 

1. Expanding and improving comprehensive early childhood care and education, especially 

for the most vulnerable and disadvantaged children; 

2. Ensuring that by 2015 all children, particularly girls, children in difficult circumstances 

and those belonging to ethnic minorities, have access to and complete, free and 

compulsory primary education of good quality; 

3. Ensuring that the learning needs of all young people and adults are met through 

equitable access to appropriate learning and life-skills programmes; 

4. Achieving a 50 per cent improvement in levels of adult literacy by 2015, especially for 

women, and equitable access to basic and continuing education for all adults; 

5. Eliminating gender disparities in primary and secondary education by 2005, and 

achieving gender equality in education by 2015, with a focus on ensuring girls’ full and 

equal access to and achievement in basic education of good quality; 

6. Improving all aspects of the quality of education and ensuring excellence of all so that 

recognized and measurable learning outcomes are achieved by all, especially in literacy, 

numeracy and essential life skills.  

(p. 8) 

The six goals as outlined above can be reduced to three core themes: improving access 

(emphasized in goals 1 and 2), equity (emphasized in goals 1 to 5) and quality (emphasized in 

goal 6).  

This following sections provide a brief summary of the three dimensions of access, quality and 

equity underlying EFA, which informed the policy framework underlying the data literacy test.  
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Access to education 

Access to education refers to children (or adolescents) who are not in school or early childhood 

care and education. Within the context of EFA, it concerns school age children who enrolled in 

school in the past but have dropped out, school age children who have never enrolled in school 

(and may enrol late or never at all), and school age children who are in school but at risk of 

dropping out (UNICEF & UIS, 2016a). 

The Global Monitoring Reports reviewed focused on three levels of access to education: early 

childhood care and education, primary education and lower secondary education (UNESCO, 

2009a; 2010a; 2011). Secondary education which comprises of lower and upper secondary 

education was also considered, but given much less attention. Access to education still remains a 

highly problematic issue in many parts of the world, since after a decade of remarkable progress 

this progress stagnated in the early 2000s, with little improvement in out-of-school rates since 

then (UIS & UNICEF, 2015). In countries where enrolment is already relative high, such as in 

Eastern Europe and Central Asia, those who remain out of school are the most disadvantaged 

children and adolescents who often face multiple disadvantages such as disability, poverty and 

geographic isolation (UNICEF & UIS, 2013c). This places increased demands on being able to 

collect, monitor and analyse different kinds of data, from different sectors (not just education), 

to determine the underlying causes of children not going to school and developing a coordinated 

inter-sectoral response (UNICEF & UIS, 2013c). 

Education quality  

Due to the predominant focus on access to education in the early years of EFA, the quality of 

education has long been neglected (UNESCO, 2005). But a decade into the new millennium, it was 

raised to the top of the agenda by the key institutions which have supported EFA, including 

UNESCO, UNICEF, the World Bank and the UK’s Department for International Development 

(DFID). For example, the Education Strategy for 2020 of the World Bank (2011) is titled Learning 

for All: Investing in People’s Knowledge and Skills to Promote Development, and the Education 

Strategy for 2010-2015 of DFID (2010) similarly bears the title: Learning For All. The 2013/4 EFA 

Global Monitoring Report is titled Teaching and learning: Achieving quality for all, further re-
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enforcing the message that the quality of education will be a priority area of focus in the post-

2015 agenda (UNESCO, 2014). 

Recognizing the importance of the quality of education is not new, but coming up with good 

measures of the quality of education has been problematic. The concept of quality of education 

is multifaceted and there is no single approach to measuring it, and our understanding of quality 

has evolved significantly over the past decades; in international studies of the quality of 

education, it has generally been defined and measured in terms of the characteristics of students’ 

learning environment and their learning achievement in key subjects, in particular literacy, 

numeracy and science (Saito and Van Cappelle, 2010). The EFA Global Monitoring Reports 

reviewed have generally focused on international assessments of literacy, numeracy and, to a 

lesser extent, life skills.  

It was estimated by UNESCO (2014) that around 250 million children are not learning basic skills. 

For example, data from the SACMEQ literacy assessment in Malawi and Zambia indicated that 

less than 20% of the poorest rural girls in grade 6 in these countries achieved a minimum standard 

in reading (UNESCO, 2014). Many children in these countries drop out before continuing on to 

lower secondary education, and therefore never obtain basic literacy and numeracy skills. 

Hanushek and Wößmann (2007) have conclusively shown that there is strong evidence that the 

quality of education rather than duration of education leads to higher earnings and economic 

growth. Improving access is therefore of little use to both children and society if it entails access 

to schools which cannot provide adequate learning opportunities. 

Education equity 

Equity is not a separate issue from access and quality, but is closely linked to both access and 

quality. While equity is often associated with equity of access to education, it should also be 

associated with equity of education quality; that is, equity of learning opportunities (UNESCO, 

2014). In a sense, equity is at the heart of EFA, and all EFA goals, targets and priority areas can be 

considered as one of the many facets of improving education equity. 

Equity in education is a broad concept that within EFA is typically linked to particular 

characteristics, or combinations of characteristics, which are associated with disadvantage and 
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discrimination. Characteristics of disadvantage include gender, poverty, disability, belonging to 

an ethnic minority, affected by ethnic conflicts or natural disasters, involved in child labour, living 

in a rural or remote area, or being homeless. Although it may feature prominently in national 

education plans and policies, in many countries it is difficult to get a comprehensive picture of 

equity issues due to a lack of data. For example, data on out-of-school children is typically 

available by gender and location, but not by disability, ethnicity, socioeconomic status, language, 

living distance from school, or other factors. This is because such data are normally not collected 

as part of routine administrative procedures. Household surveys may provide this kind of 

information, but they are only conduct periodically, and not in all countries. Data are a particular 

issue for the equity dimension, because the most vulnerable and disadvantaged children – such 

as street children or children with disabilities – are the most likely to be invisible in administrative 

data, as well as in household survey data (Carr-Hill, 2012; UNICEF & UIS, 2016b). 

In countries where access to education remains a major issue, if such data does exist it often 

points to glaring inequalities which continue to persist over time – such as inequalities in access 

to schooling between rich and poor, girls and boys, and ethnic minorities compared to the rest of 

the population. For example, in Tanzania only 40% of the poorest rural girls had reached grade 6 

in 2007 compared to 92% of the richest urban boys (UNESCO, 2014). The absence or lack of 

analysis of data on equity, especially in developing countries, means that many equity issues such 

as these are overlooked.  
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Appendix 4: Test item panelling and content analysis 

The test item panelling and content analysis forms in this appendix are based on the original by: 

Phuong Tran (in preparation) Validating a high-stakes national University Entrance Examination 

English test: A case from Vietnam, PhD thesis, University of Melbourne.  

Forms 2 and 3 were adapted with permission from Professor Ronald K. Hambleton, University of 

Massachusetts at Amherst: Hambleton, R. K. Review methods for criterion-referenced test items. 

Paper presented at the annual meeting of the American Educational Research Association, 

Boston, April 1980, as referenced in: Berk, R. A. (1984). Conducting the item analysis. In R. A. Berk 

(Ed.), A guide to criterion-referenced test construction (pp. 97-143). Baltimore and London: Johns 

Hopkins University Press. 
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CONTENT ANALYSIS 

EDUCATION POLICY QUIZ 

 

INTRODUCTION 

 

The purpose of this exercise is to analyse the test content in order to evaluate the degree to which 

the content of the test is adequately relevant to or representative of the test content area 

“education policy within the policy framework of Education For All (EFA)”. EFA is a global 

movement led by UNESCO to meet the learning needs of children, youth and adults by 2015. It 

was launched in 1990 at the World Conference on Education for All in Jomtien, Thailand, where 

representatives from 155 countries and around 150 organizations agreed to universalize primary 

education and massively reduce illiteracy by the end of the decade.  

The quiz assesses: 

• Ability to use the research evidence provided to answer the questions, rather than 

using prerequisite knowledge. 

• Ability to use data literacy competencies, including higher order competencies, to 

interpret quantitative evidence. 

• Ability to understanding complex, pertinent education policy issues within the 

context of EFA, using the provided evidence. 

  
 

THE UNIVERSITY OF MELBOURNE  
ASSESSMENT RESEARCH CENTRE 

 

 

 



  

394 
 

In addition, the quiz needs to fulfil the following criteria: 

• The graphs/tables aim to facilitate the understanding of the passage, but should not 

directly give away the answer to any of the questions, nor should they be required to 

answer any of the questions. 

• Prerequisite knowledge should not be needed to answer any of the test questions. 

Moreover, the test should not require any advanced statistical literacy beyond what 

would be expected of the ‘average’ graduate student. 

• Each section consists of 4 questions, and it should be possible to answer all 4 

questions in around 7 to 8 minutes (which includes around 4 minutes to go through 

the passage before each section). 

 

Based on the EFA goals63, the three core education themes have been identified as: (i) improving 

access (emphasized in EFA goals 1 and 2), (ii) improving equity (emphasized in goals 1 to 5) and 

(iii) improving quality (emphasized in goal 6). Ensuring equity, access and quality are recurring 

themes in much of the work of UNESCO, UNICEF and partner organizations, and are broadly 

speaking the policy goals that member countries have endorsed in participating in EFA. 

The three most recent EFA Global Monitoring Reports (2009 to 2011) were used to identify 

content areas for the quiz within the overarching themes of equity, access, and quality. For each 

theme, three main topics were identified as follows: 

                                                      
63 The six EFA goals are: 
1.  Expanding and improving comprehensive early childhood care and education, especially for the most vulnerable 
and disadvantaged children. 
2. Ensuring that by 2015 all children, particularly girls, children in difficult circumstances and those belonging to ethnic 
minorities, have access to and complete free and compulsory primary education of good quality. 
3. Ensuring that the learning needs of all young people and adults are met through equitable access to appropriate 
learning and life skills programme. 
4. Achieving a 50 per cent improvement in levels of adult literacy by 2015, especially for women, and equitable access 
to basic and continuing education for all adults. 
5. Eliminating gender disparities in primary and secondary education by 2005, and achieving gender equality in 
education by 2015, with a focus on ensuring girls’ full and equal access to and achievement in basic education of 
good quality. 
6. Improving every aspect of the quality of education, and ensuring their excellence so that recognized and 
measurable learning outcomes are achieved by all, especially in literacy, numeracy and essential life skills. 
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Access Equity Quality 

By category: 

- Dropped out 

- Expected to enter school 

late 

- Expected to never enter 

school  

By level: 

- Early childhood care and 

education 

- Primary education 

- Secondary education 

- Girls 

- Children with disabilities 

- Children belonging to 

ethnic minorities 

- Children with health 

issues (in particular HIV 

and AIDS) 

- Children involved in child 

labour 

- Literacy 

- Numeracy 

- Essential life skills 

 

 

Description of the quiz 

The matrix below identifies the subject areas for the education policy quiz based on the EFA 

themes (vertically – equity of access, equity of quality, access and quality) and levels of education 

(horizontally – early childhood care and education, primary education, and secondary education). 

To cover each theme and level of education combination would require 12 education policy topics 

(4x3). However, to keep the test to a manageable length, 7 education policy topics have been 

selected, some of which cover more than one theme. The 7 topics, covered by test sections 1 to 

7, are shown in the matrix below. At least two policy topics were selected for each equity theme 

and for each level of education. 
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Early childhood care 

and education 

Primary education Secondary education 

Equity of 

access 
1, 2 4, 5  

Equity of 

quality 
2 5 6 

Access  3  

Quality   7 

 

Each section is preceded by a policy brief, presented randomly in one of the following formats: 

(i) text only, (ii) text plus tabulated data, (iii) text plus visualization, or (iv) text plus interactive 

visualization. 
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GETTING STARTED 

 

First, please examine a concrete example of one multiple-choice question, and then read the ten brief 

definitions of the relevant terms.  

24 percent of primary school age girls in Kyrgyzstan, who are out of school, have dropped out. 

 

 

 

 

Primary school 

age girls in 

Kyrgyzstan, who 

are out of school 

% Dropped out 24 

% Expected to 

enter late or 

never 76 

 

 

  

 

If there are 1000 out of school girls in Kyrgyzstan, how many have dropped out? 

 

A. 240 

B. 24 

C. 74 

D. 740 

Passage 

 Stem 

Key 

Distractors 

supplementary information 
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• Passage 

Text preceding each section of test items which needs to be used to answer the test items 

• Supplementary information 

A table or visualization included with the passage 

 

• Item 

Each testing point or each multiple-choice item with four options 

• Stem 

The text that states the question or gives the input for candidates to decide on the single best 

answer  

• Options 

Possible answers from which students must select the single best  

• Key 

The single correct or best option (Option A in the example) 

• Non-keys 

The options other than the key (Options B, C and D in the example) 

• Domain 

The general domain or area on which candidates are tested  

• Knowledge and skills tested 

The specific knowledge and/or skills that is required of candidates to get the correct answer for 

each item 

• Bias 

Obvious tendency to support or oppose a particular group of candidates in an unfair way by 

making the items easier or more difficult than they are for other groups of candidates  

• Consequence 

Any comments that pertain to the quality of the item singly or the whole test collectively 

  

Options 
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INDIVIDUAL CONTENT ANALYSIS BY EXPERTS 

 

Foci of content analysis 

The aim of this individual content analysis is to seek each expert’s individual view of different aspects of 

the test content. In analyzing the content of the test, the most important question to answer is: 

1. What is or are the specific knowledge and/or skills needed to get each item right? 

 

Please examine the correct option of each item and list all the required knowledge and skills that 

the candidates would need to answer the question correctly. Please note that the knowledge and 

skills needed could be linguistic or non-linguistic.  

Besides this central question, some following questions also need to be addressed. Answers to these 

questions will serve to clarify and add to the answers to question 1. 

2. For each of the item, what domain(s) of education policy knowledge and skills is/are tested? 

 

Please specify the domain(s) that you judge that each item tests. They do not have to come from 

the list in the Structure.  

3. Are the non-keys plausible enough – that is, is it strong enough to seduce candidates who are 

uncertain of the correct answer away from it? 

 

As a general rule, non-keys are unquestionably wrong answers. Each non-key must be plausible to 

test-takers who have not yet learned the knowledge or skill that the test item is supposed to 

measure. To those who possess the knowledge and asked for the item, the non-keys are clearly 

wrong choices. Each non-key should resemble the correct choice in grammatical form, style, and 

length. Options based on common errors and misconceptions often make strong non-keys. True 

statements that do not answer the question also make good non-keys. Non-keys should not be 

too close to the correct answer and confuse test-takers who really know the answer to the 

question. Non-keys should differ from the key in a substantial way, not just in some minor nuance 

of phrasing or emphasis. 
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For each item, please inspect the non-keys carefully, indicate the testing point and then indicate 

your opinion about their plausibility as “√” for plausible, “X” for implausible and “?” for unsure. If 

possible, please include a brief note of the reasons for assigning these levels.  

4. Are the items biased against a certain group of students? 

 

5. What are your comments on the technical aspects of each multiple-choice item in the test? 

 

24 technical aspects of each item need to be reviewed to judge item quality (see the Item Technical 

Review form).  
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An example of the content analysis of one multiple-choice item – FORM 1 

Item 1:   - Janet: "Do you feel like going to the cinema this evening?" 

 - Susan: "______." 

A. You’re welcome   B. That would be great 

C. I feel very bored   D. I don't agree, I'm afraid 

 

 

Item 

No 

+ Key 

 

Domain tested 

 

Specific knowledge and 

skills needed to get the 

item right 

Testing point of the non-keys 

 

Plausibility of the non-keys 

“√” for Yes / “X” for No / “?” for 

Unsure 

 

1 B 

 

 

 

 

 

 

 

 

 

 

Communicative 

function  

 

 

 

 

 

 

 

Structure of informal 

invitation  

 

How to respond to an 

invitation 

 

 

 

 

 

 

 

 

A 

Recognizing that A is a 

response to a thanking 

word, not to an invitation. 

X. “You’re welcome” is slightly 

too easy. 

C 

Recognizing that this is an 

answer to “how do you 

feel?”, not “do you feel like 

…?” as in an invitation.  

√. It would be a grammatically 

correct answer to a question 

starting with “Do you feel..?” for 

those who do not see the 

question as an invitation. 

 

D 

Recognizing that “I don’t 

agree” is an answer to a 

question about opinion, not 

to an invitation.  

√. This would be a good non-key 

for those who mistake “agree” 

for “accept”, and mistake that 

this word can be used in a 

refusal. 
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Filling out the table 

Please read each item in the test carefully and fill out your analysis and comments in the following forms. 

Questions 1-3 are addressed in FORM 1, question 4 in FORM 2, and question 5 in FORM 3.  
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FORM 1                                                  ITEM CONTENT ANALYSIS FORM 

Time taken to complete the section (4 questions):  ______________ 

 

Item No 

+ Key 

 

Domain tested 

Specific knowledge and skills needed 

to do each item correctly 

Non-

key 
Testing point of the non-keys 

Plausibility of the non-keys 

“√” for Yes / “X” for No / “?” for Unsure 

 

13 

 

 

 

   

   

   

 

  

14 
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15 

 

 

   

   

   

 

  

16 

 

  

   

   

   



  

     

FORM 2                          ITEM BIAS REVIEW FORM  

 

Reviewers: ________________________________________________________________________ 

 

This review form has been designed to assist the identification of test items which may reflect sex, 

cultural, regional and/or ethnic content bias and stereotyping. Please place your name and the date of 

filling out this form.  

 

In the spaces at the right under the heading “Test Item Number” are the number of the item as in the 

test form provided to you. Read each test item and answer six questions below. Use “√” for YES, “X” 

for NO / “?” for UNSURE, and “NA” for NOT APPLICABLE. When your rating is negative (“X” or “?”), 

please indicate what you think is the problem in the test item and suggest a revision on your copy of 

the test item. 

 

 Test Item Number 

 1 2 3 4 5 6 7 8 

1. Is the item free of offensive sex, cultural, regional and/or ethnic content?         

2. Is the item free of sex, cultural, regional and/or ethnic stereotyping?         

3. Is the item free of language which could be offensive to a segment of the 

examinee population? 

        

4. Is the item free of descriptions which could be offensive to a segment of 

the examinee population? 

        

5. Will the content/ activities described in the item be equally familiar (or 

equally unfamiliar) to all examinees? 

        

6. Will the words in the item have a common meaning to all examinees?          

 

Please write your comments for items with negative ratings in the space below. 

 



  

     

FORM 3                          ITEM TECHNICAL REVIEW FORM  

 Test Item Number 

Test Item Characteristics (Mark “√” for YES, “X” for NO/“?” for UNSURE)   1 2 3 4 5 6 7 8 

1. Is the instruction clear?         

2. On a scale of 1 to 5, how difficult would you rate the test items (1 = very easy, 2 = easy, 3 

= average, 4 = hard, 5 = very hard.), taking into account that the test is aimed towards those 

who are at least at undergraduate level of university and are undertaking or have completed 

studies in Education or a closely related field.  

        

3. Does the item stem describe a single problem for examinees?         

4. Does the item stem direct examinees’ thinking?          

5. Is the item free of ambiguity and/or irrelevant material?         

6. Do the stem and answer choices follow standard rules of punctuation, capitalization, and 

grammar? 
        

7. Is the item linguistically correct?         

8. Are the answer choices free of irrelevant material?          

9. Are the answer choices of approximately the same length? 
        

10. Are the answer choices for an item similar in type, concept and focus so that they are 

as homogeneous as possible?  

        

11. Do the non-keys tap examinees’ common error?         

12. Is there any material provided in another test item that will provide a clue to the correct 

answer? 
        

13. Can the test item be answered by simple logic or common sense?          

14. Is the item free of assumption of specialist / prerequisite knowledge?          

15. Is the item dependent only on the passage (text) and not dependent on the 

supplementary information (tables or visualizations). 
        



  

     

16. Is the item free of assumption of cultural knowledge?         

17. Does the item test any skill not related to understanding of education policy issues?         

18. Is there one correct or clearly best answer?         

19. Is the key correct?         

20. Is the correct answer stated at the same detail as the other answer choices? 
        

21. Is the testing point in this item overlapping with that of another item? 
        

22. Is the content suitable for the whole population of examinees? 
        

23. Disregarding any technical flaws which may exist in the test item (addressed by the first 

22 questions), how well do you think the content of the item matches with its intended aim 

of testing understanding of education policy issues? (Ratings range from 1 = poor, 2 = fair, 

3 = good, 4 = very good, 5 = excellent.) 

        

24. Which cognitive process dimension in Bloom’s (Revised) Taxonomy do you think the 

item tests? (1 to 5 as described below) 

1. Understand: interpreting, exemplifying, classifying, summarizing, inferring, comparing 

and explaining; 

2. Apply: executing and implementing; 

3. Analyze: differentiating, organizing and attributing; 

4. Evaluate: checking and critiquing; 

5. Create: generating, planning and producing. 

        

Please write your comments for items with negative ratings in the space below. 

……………………………………………………………………………………………………………………………………………………………

…………………………………………………………… 

……………………………………………………………………………………………………………………………………………………………

……………………………………………………………………………………………………………………………………………………………

……………………………………………………………………………………………………………………………………………………………

……………………………………………………………………………………………………………………………………………………………

……………………………………………………………………………………………………………………………………………………………

……………………………………………………………………………………………………………………………………………………………

……………………………………………………………………………………………………………………………………………………………

……………………………………………………………………………………………………………………………………………………………
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Appendix 5: Plain Language Statement preceding the test 

The Impact of Data Presentation on Understanding of Education Policy Issues  

Thank you for your interest in participating in this research project conducted by Prof. Patrick Griffin (supervisor), Mr. Frank van Cappelle (PhD 

candidate), Dr. Suzanne Rice (co-supervisor) and Prof. Kenneth Ross (co-supervisor) of the Graduate School of Education at the University of 

Melbourne.  

We invite you to take an education policy quiz which consists of seven information briefs concerning important education policy issues in the 

domains of access to education, equity and quality of education. Each brief is followed by a set of related questions to assess your understanding 

of the provided information. No prior knowledge is required. You will get feedback on your results in this exercise immediately after completion.  

We estimate that the time to complete this quiz will be approximately one hour.  

About your participation 

Participation is completely voluntary and there will be no adverse outcomes should you decide not to participate in the project, or withdraw 

from the project after it has commenced. Should you wish to withdraw at any stage, or to withdraw any unprocessed data you have supplied, 

you are free to do so without prejudice. The results of this study will be reported as group data only and your individual information will not be 

identifiable in the report. Participation is unrelated to and will not have any impact on any course you are currently undertaking. 

You can choose to provide your e-mail address at the end of the quiz if you wish to enter a lottery for winning one of four Amazon Kindles. An 

e-mail address is also required if you wish to be updated about the results of this project. Except for an e-mail address, which you can choose 
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not to provide, no other personal details are required. The information you provide is confidential, within the limitations of the law, and the data 

will be recorded confidentially.  

Purpose of the research project 

Government institutions are increasingly calling for decision and policy making to be grounded in evidence. Evidence tends to affect policy 

indirectly by gradually influencing policy-makers’ perception and understanding of policy issues. The presentation of evidence is often seen as a 

key element in facilitating understanding of evidence, but little is known about the exact influence of presentation. This research project 

investigates how presentation of evidence affects understanding of policy issues. On completion of the research project, it is expected that the 

results will be presented in journal articles and academic conferences. 

Further information 

If you have any further questions about the project, please do not hesitate to contact the researchers conducting the study: 

Professor Patrick Griffin  p.griffin@unimelb.edu.au 

Frank van Cappelle  f.vancappelle@unimelb.edu.au  

Dr Suzanne Rice  srice@unimelb.edu.au 

Professor Kenneth Ross k.ross@unimelb.edu.au 

This project will form part of Mr. van Cappelle’s PhD thesis, and has been approved by the Human Research Ethics Committee at the University 

of Melbourne (approval no. 1237415.1).  The project is funded by the University of Melbourne, through Melbourne International Research 

Scholarships (MIRS). If you have any concerns about the conduct of this research project, please contact the Executive Officer, Human Research 

Ethics, the University of Melbourne, phone: +61 3 8344 2073 or fax: +61 3 9347 6739. 
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If you would like to participate, please indicate that you have read and understood this information by selecting the box below:  

 I authorise the investigators to utilise the data I provide in the quiz. I understand that (i) 

participation is voluntary and that I am free to withdraw from the project at any time 

and to withdraw any unprocessed data previously supplied, (ii) the project is for the 

purpose of research and that the confidentiality of the information I provide will be 

safeguarded by the removal of any form of identification from any stored data and from 

any published materials based on the data; and (iii) the information is confidential, 

within the limits of the law, and the data will be recorded confidentially. 
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Appendix 6: Pilot test item characteristics 

No 
Item 

code 

1. 

 

p-

value 

2. 

 

Delta 

δ 

3. 

Item-

Rest 

Cor. 

4. N 5. Plausible Values Average 
6. OUTFIT 

(unweighted) 

7. INFIT 

(weighted) 

8. 

Cronbach's 

alpha if 

deleted 

9. Revised 

A B C D A B C D MNSQ T MNSQ T 

1 P1.1 0.43 -0.05 0.09 2 6 22 23 -0.26 -0.23 -0.51 -0.08 1.04 0.30 1.04 0.50 0.54 Yes 
2 P1.2 0.34 0.37 0.09 18 2 6 27 -0.14 -0.05 -0.07 -0.44 1.03 0.20 1.01 0.10 0.53 Yes 

3 A1 0.66 -1.03 0.26 4 3 11 35 -0.11 -0.73 -0.57 -0.17 0.94 -0.30 0.94 -0.60 0.49 No 

4 A2 0.68 -1.12 0.09 36 2 10 5 -0.25 -0.49 -0.32 -0.30 1.00 0.10 1.00 0.00 0.53 No 

5 P2.3 0.40 0.12 0.07 15 15 2 21 -0.19 -0.48 -0.98 -0.13 1.07 0.40 1.04 0.50 0.53 Yes 

6 P3.2 0.11 1.81 0.27 5 17 25 6 -0.59 -0.44 -0.24 0.26 0.88 -0.60 0.98 0.00 0.51 Yes 
7 P3.4 0.49 -0.29 0.09 26 9 3 15 -0.25 -0.38 -0.62 -0.20 1.02 0.20 1.02 0.30 0.52 Yes 

8 P4.2 0.40 0.12 0.15 6 21 5 21 -0.31 -0.15 -0.31 -0.40 1.00 0.10 1.00 0.00 0.52 Yes 
9 A3 0.66 -1.02 0.43 2 15 35 1 -0.82 -0.44 -0.17 -0.43 0.88 -0.60 0.90 -1.00 0.47 No 

10 A4 0.40 0.12 0.03 5 21 14 13 -0.51 -0.20 -0.39 -0.20 1.04 0.30 1.03 0.40 0.50 No 

11 P5.1 0.49 -0.28 0.06 4 9 26 14 -0.41 -0.38 -0.29 -0.16 1.03 0.20 1.03 0.50 0.53 Yes 

12 P5.2 0.40 0.12 0.17 21 12 6 14 -0.26 -0.27 -0.30 -0.32 0.97 -0.10 0.99 -0.10 0.52 Yes 

13 P5.3 0.30 0.56 0.17 10 7 16 20 -0.47 -0.36 -0.09 -0.30 0.99 0.00 1.00 0.00 0.51 Yes 

14 P5.4 0.30 0.56 0.14 3 16 20 14 -0.46 -0.14 -0.33 -0.32 0.98 0.00 1.01 0.10 0.52 Yes 

15 P6.1 0.74 -1.40 0.18 39 7 2 5 -0.23 -0.12 -0.88 -0.65 0.97 -0.10 0.99 0.00 0.51 Yes 

16 P6.2 0.42 0.04 0.02 9 22 9 13 -0.31 -0.21 -0.24 -0.41 1.04 0.20 1.04 0.50 0.53 Yes 

17 P6.3 0.51 -0.36 0.20 8 27 13 5 -0.56 -0.09 -0.38 -0.56 1.02 0.20 1.02 0.30 0.51 Yes 

18 P6.4 0.34 0.37 0.09 18 9 8 18 -0.22 -0.40 -0.45 -0.20 1.02 0.20 1.01 0.20 0.52 Yes 

19 P7.1 0.09 2.02 0.17 16 17 15 5 -0.24 -0.38 -0.35 0.18 0.94 -0.30 1.00 0.10 0.52 Yes 
20 A5 0.34 0.37 0.13 26 18 6 3 -0.34 -0.21 -0.22 -0.33 1.04 0.30 1.02 0.20 0.52 No 

21 A6 0.66 -1.03 0.26 35 2 2 14 -0.25 -0.74 0.28 -0.37 0.95 -0.20 0.95 -0.50 0.50 No 
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Table notes: 

• Key: The key is in bold.  

• Sample size: 53 participants 

• Cronbach’s alpha: 0.53 

• Anchor items: Item codes A1 to A6, highlighted in green. These items did not change between the pilot and the final test. 

• Columns: 

1. P-val: the percentage of participants who answered the item correctly. 

2. Delta: The item difficulty estimate. It is highlighted if the item difficulty is above the person abilities range 

3. Item-Rest Cor: Item-rest correlation. For dichotomous items, this is the same as the point-biserial correlation for the key. 

4. N: The number of participants (N) in each response category.  

5. Plausible values average (PV1Avg:1): The mean ability of students for each response category. 

6. OUTFIT (Unweighted Fit) MNSQ and T 

7. INFIT (Weighted Fit) MNSQ and T 

8. Cronbach’s alpha if item deleted 

9. Revisions made to the items: Anchor items (in bold) are those which were left unchanged in the final test. 

• Flagging (highlight) criteria: 

1. The item-rest correlation (Item-Rest Cor) is less than or equal to 0.0, rounded to one decimal place. 

2. The plausible value average (PV1) of a non-key category is equal to or higher than the plausible value average of the key, 

rounded to one decimal place. 

3. Outfit and infit MNSQ are less than 0.75 (overfit) or greater than 1.3 (underfit). 

4. Cronbach's alpha increases if the item is deleted, rounded to one decimal place. 

5. The item difficulty (threshold) is above the person ability range.  
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Appendix 7: Final test item characteristics prior to amendment 

No 
Item 

code 

1. 

 

p-

value 

2.  

 

Delta 
δ 

4. 

Item-

Rest 

Cor. 

5. N 6. Plausible Values Average 
7. OUTFIT 

(unweighted) 

8. INFIT 

(weighted) 
9. 

Cronbach's 

alpha if 

deleted 
A B C D A B C D MNSQ t MNSQ t 

1 1.1 0.65 -0.48 0.07 11 83 12 21 0.00 0.29 0.06 0.14 1.07 0.6 1.06 0.8 0.65 

2 1.2 0.11 2.40 0.16 38 14 75  0.04 0.51 0.25  1.07 0.6 0.99 0 0.66 

3 1.3 0.27 1.27 0.07 34 22 19 52 0.40 0.09 0.10 0.19 1.09 0.7 1.04 0.5 0.64 

4 1.4 0.64 -0.41 0.29 21 12 13 81 -0.05 0.02 -0.26 0.39 0.94 -0.5 0.95 -0.7 0.64 

5 1.5 0.57 -0.13 0.19 12 19 73 23 0.14 -0.11 0.33 0.16 1.00 0.1 1.00 0 0.63 

6 2.1 0.50 0.18 0.31 64 15 28 20 0.41 -0.14 0.09 0.03 0.94 -0.5 0.94 -1.3 0.64 

7 2.2 0.73 -0.88 0.21 93 12 22  0.30 -0.06 0.01  0.97 -0.2 0.98 -0.2 0.64 

8 2.3 0.69 -0.64 0.22 30 10 87  0.01 -0.03 0.32  0.99 -0.1 0.98 -0.2 0.64 

9 3.1 0.53 0.07 0.27 16 44 67  0.13 0.06 0.34  0.96 -0.3 0.96 -0.8 0.63 

10 3.2 0.64 -0.41 0.34 23 81 23  -0.02 0.37 -0.09  0.92 -0.6 0.94 -1 0.64 

11 3.3 0.77 -1.10 0.22 9 20 98  -0.12 -0.01 0.29  0.95 -0.4 0.99 0 0.64 

12 3.4 0.69 -0.68 0.20 17 88 22  0.02 0.31 -0.03  1.00 0.1 0.98 -0.2 0.65 

13 3.5 0.72 -0.84 0.15 92 16 19  0.29 -0.01 0.02  1.05 0.4 1.03 0.3 0.65 

14 4.1 0.47 -1.10 0.14 4 60 25 38 0.10 0.16 -0.02 0.48 1.05 0.5 1.01 0.2 0.64 

15 4.2 0.65 -0.49 0.22 19 83 25  0.00 0.32 0.05  1.00 0 0.98 -0.2 0.63 

16 4.3 0.63 -0.38 0.31 9 34 80 4 -0.02 -0.04 0.33 0.59 0.95 -0.4 0.96 -0.7 0.65 

17 4.4 0.28 1.22 0.13 19 34 39 35 0.00 0.42 -0.01 0.38 1.02 0.2 1.02 0.2 0.65 

18 4.5 0.62 -0.34 0.10 79 4 34 10 0.28 0.47 0.16 -0.20 1.04 0.4 1.03 0.6 0.64 

19 5.1 0.55 -0.03 0.28 18 12 70 27 -0.05 -0.28 0.38 0.19 0.97 -0.2 0.98 -0.5 0.64 

20 5.2 0.35 0.87 0.27 44 50 33  0.40 0.18 0.03  0.96 -0.3 0.98 -0.3 0.66 

21 5.3 0.68 -0.60 0.05 25 16 86  0.35 -0.15 0.24  1.08 0.6 1.05 0.7 0.65 

22 5.4 0.46 0.35 0.13 12 59 56  -0.19 0.37 0.14  1.03 0.3 1.03 0.7 0.65 

23 5.5 0.46 0.38 0.18 46 23 58  0.14 0.01 0.35  1.00 0 1.00 0.1 0.65 

24 6.1 0.72 -0.84 0.17 92 19 5 11 0.28 -0.07 0.17 0.18 0.96 -0.3 1.00 0 0.65 

25 6.2 0.58 -0.16 0.11 25 74 14 14 0.08 0.33 -0.20 0.26 1.05 0.4 1.05 0.9 0.65 

26 6.3 0.42 0.55 0.15 53 14 17 43 0.35 0.09 0.15 0.11 1.02 0.2 1.03 0.5 0.64 
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No 
Item 

code 

1. 

 

p-

value 

2.  

 

Delta 
δ 

4. 

Item-

Rest 

Cor. 

5. N 6. Plausible Values Average 
7. OUTFIT 

(unweighted) 

8. INFIT 

(weighted) 
9. 

Cronbach's 

alpha if 

deleted 
A B C D A B C D MNSQ t MNSQ t 

27 7.1 0.44 0.45 0.24 45 26 56  0.23 -0.06 0.33  0.97 -0.2 0.98 -0.4 0.65 

28 7.2 0.30 1.10 0.13 46 38 30 13 0.16 0.40 0.26 -0.25 1.05 0.4 1.02 0.2 0.66 

29 7.3 0.25 1.35 0.04 32 40 55  0.33 0.30 0.09  1.07 0.6 1.05 0.5 0.62 

30 7.4 0.69 -0.67 0.45 88 9 7 23 0.36 -0.08 -0.36 -0.07 0.84 -1.3 0.88 -1.5 0.65 

 

Table notes: 

• Key: The key is in bold.  

• Sample size: 127 participants 

• Cronbach’s alpha: 0.65 

• Removed items: Removed items have item codes 1.3, 4.4, 5.3, 6.2 and 7.3 and are highlighted in red. 

• Columns: 

1. P-val: the percentage of participants who answered the item correctly. 

2. Delta: The item difficulty estimate. 

3. Item-Rest Cor: Item-rest correlation. For dichotomous items, this is the same as the point-biserial correlation for the key. 

4. N: The number of participants (N) in each response category.  

5. Plausible values average (PV1Avg:1): The mean ability of students for each response category. 

6. OUTFIT (Unweighted Fit) MNSQ and T 

7. INFIT (Weighted Fit) MNSQ and T 

8. Cronbach’s alpha if item deleted 

• Flagging (highlight) criteria: 

1. The item-rest correlation (Item-Rest Cor) is less than or equal to 0.0, rounded to one decimal place. 
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2. The plausible value average (PV1) of a non-key category is equal to or higher than the plausible value average of the key, 

rounded to one decimal place. 

3. Outfit and infit MNSQ are less than 0.75 (overfit) or greater than 1.3 (underfit). 

4. Cronbach's alpha increases if the item is deleted, rounded to one decimal place. 
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Appendix 8: Final test item characteristics following amendment (4 items removed) 

No 
Item 

code 

1. 

 

p-

value 

2.  

 

Delta 
δ 

4. 

Item-

Rest 

Cor. 

5. N 6. Plausible Values Average 
7. OUTFIT 

(unweighted) 

8. INFIT 

(weighted) 
9. 

Cronbach's 

alpha if 

deleted 
A B C D A B C D MNSQ t MNSQ t 

1 1.1 0.65 -0.42 0.10 11 83 12 21 0.02 0.30 0.18 0.26 1.05 0.5 1.05 0.8 0.66 

2 1.2 0.11 2.49 0.14 38 14 75  -0.02 0.66 0.33  1.10 0.8 1.01 0.1 0.66 

3 1.3 0.27 1.35 0.08 34 22 19 52 0.51 0.04 -0.02 0.29 1.08 0.7 1.04 0.4 0.64 

4 1.4 0.64 -0.35 0.30 21 12 13 81 0.02 0.34 -0.33 0.40 0.93 -0.6 0.95 -0.8 0.65 

5 1.5 0.57 -0.06 0.21 12 19 73 23 0.03 -0.06 0.40 0.20 1.01 0.1 1.01 0.2 0.64 

6 2.1 0.50 0.25 0.30 64 15 28 20 0.51 -0.09 0.00 0.06 0.96 -0.3 0.96 -0.8 0.65 

7 2.2 0.73 -0.82 0.22 93 12 22  0.36 -0.18 0.05  0.97 -0.2 0.99 -0.1 0.65 

8 2.3 0.69 -0.57 0.21 30 10 87  0.03 -0.10 0.38  1.01 0.1 1.00 0 0.65 

9 3.1 0.53 0.15 0.27 16 44 67  0.14 0.02 0.44  0.97 -0.2 0.98 -0.4 0.64 

10 3.2 0.64 -0.35 0.36 23 81 23  0.09 0.41 -0.11  0.90 -0.8 0.93 -1.1 0.65 

11 3.3 0.77 -1.04 0.23 9 20 98  0.08 -0.20 0.37  0.92 -0.6 0.98 -0.1 0.66 

12 3.4 0.69 -0.61 0.17 17 88 22  0.05 0.37 -0.03  1.02 0.2 0.99 -0.1 0.66 

13 3.5 0.72 -0.78 0.13 92 16 19  0.32 0.03 0.16  1.05 0.5 1.02 0.3 0.66 

14 4.1 0.47 -1.04 0.15 4 60 25 38 0.04 0.12 0.10 0.60 1.03 0.3 1.00 0.1 0.65 

15 4.2 0.65 -0.42 0.23 19 83 25  -0.01 0.36 0.13  0.99 -0.1 0.98 -0.3 0.64 

16 4.3 0.63 -0.31 0.30 9 34 80 4 -0.04 -0.04 0.40 0.60 0.96 -0.3 0.96 -0.6 0.66 

17 4.5 0.62 -0.27 0.10 79 4 34 10 0.33 0.31 0.23 -0.22 1.06 0.5 1.06 0.9 0.64 

18 5.1 0.55 0.04 0.29 18 12 70 27 0.18 -0.39 0.46 0.07 0.95 -0.4 0.96 -0.8 0.65 

19 5.2 0.35 0.95 0.23 44 50 33  0.46 0.10 0.22  0.99 0 1.00 0 0.66 

20 5.4 0.46 0.42 0.15 12 59 56  -0.20 0.40 0.21  1.04 0.3 1.03 0.6 0.66 

21 5.5 0.46 0.45 0.15 46 23 58  0.15 0.04 0.43  1.05 0.4 1.05 1 0.66 

22 6.1 0.72 -0.78 0.16 92 19 5 11 0.38 -0.03 -0.04 -0.12 0.99 0 1.03 0.3 0.66 

23 6.3 0.42 0.63 0.13 53 14 17 43 0.38 0.21 0.05 0.21 1.05 0.4 1.05 0.9 0.64 

24 7.1 0.44 0.52 0.26 45 26 56  0.21 -0.16 0.49  0.98 -0.1 0.99 -0.3 0.66 

25 7.2 0.30 1.18 0.12 46 38 30 13 0.20 0.52 0.25 -0.27 1.09 0.8 1.03 0.4 0.62 

26 7.4 0.69 -0.62 0.48 88 9 7 23 0.44 -0.19 -0.20 -0.13 0.83 -1.4 0.87 -1.6 0.66 
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Table notes: 

• Key: The key is in bold.  

• Sample size: 127 participants 

• Cronbach’s alpha: 0.66 

• Columns: 

9. P-val: the percentage of participants who answered the item correctly. 

10. Delta: The item difficulty estimate. 

11. Item-Rest Cor: Item-rest correlation. For dichotomous items, this is the 

same as the point-biserial correlation for the key. 

12. N: The number of participants (N) in each response category.  

13. Plausible values average (PV1Avg:1): The mean ability of students for 

each response category. 

14. OUTFIT (Unweighted Fit) MNSQ and T 

15. INFIT (Weighted Fit) MNSQ and T 

16. Cronbach’s alpha if item deleted 
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Appendix 9: Participant recruitment methods  

Recruitment methods for the pilot test 

Three recruitment methods were used for the pilot test: general e-mails, individualized 

e-mails, and a formal agreement with the UNESCO International Institute for 

Educational Planning in Paris, France. 

An email sent to around 900 students pursuing either a Master of Teaching - Primary or 

Master of Teaching - Secondary degree at the University of Melbourne Graduate School 

of Education, which asked students if they would like to voluntarily do the online test. 

Course instructors helped raise awareness of the test by mentioning it during lectures, 

and made reference to the email. The email invited students to participate in the online 

test, which was named the “Equity in Education Quiz Challenge”. It indicated that it 

would provide “an interesting opportunity to learn about important equity issues in 

education, and to test your ability to apply ‘evidence-based thinking’ ”. The email also 

indicated that participation was anonymous, and that it would take around 40-60 

minutes to complete, which was the initial estimate of how long the test would take. In 

addition, the email stated that on completion, their results would be immediately 

displayed, and that no prerequisite knowledge was required. Finally, the email indicated 

that “your participation would contribute to building crucial knowledge for educators 

and improving research-policy linkages” and that “the quiz is part of a research program 

at the Assessment Research Centre, University of Melbourne, which investigates the 

impact of data presentation on understanding of education policy issues.”  

The email referred to six factors which were expected to motivate some of the email 

recipients to participate, namely, (i) the opportunity to learn about important equity 

issues in education, (ii) the challenge of testing their ability to apply evidence-based 

thinking, (iii) the fact that no pre-requisite knowledge was required, so it was open to 

any student regardless of their background, (iv) their results would be shown 

immediately afterwards, (v) their participation would contribute to research on 

improving research-policy linkages, and (vi) participation was anonymous, so they would 
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not need to be worried about failing the test. The test was purposely referred to as a 

‘quiz’ so that it would be less intimidating. 

The second recruitment method was through a formal agreement with the UNESCO 

International Institute for Educational Planning in Paris, France, to introduce the test to 

trainees of the Advanced Training Programme in Educational Planning. The test was 

introduced verbally to the trainees following one of their classes in a similar manner to 

the e-mail described above, indicating that participation was voluntary. 

The third recruitment method was to e-mail and personally ask colleagues, friends and 

family members to participate. The fact that participation was anonymous should have 

removed any pressure to participate, as it would not be possible to determine who 

participated (except if they voluntarily left their e-mail address at the end of the test, 

and the e-mail address was known to the researcher). 

Recruitment methods for the final test 

No lottery or financial incentive was given for the pilot study, but a lottery incentive was 

originally considered for the final study. The low response rate in the pilot study led to 

a reconsideration of the required incentives to obtain a larger number of participants 

for the final study (as described above). Based on the review of literature on 

participation incentives as discussed in Chapter 4, a fixed payment – although expensive 

– was determined to be the best method to significantly increase the participation rate 

given the limited pool of potential participants and the requirement of a relatively large 

number of participants. The decision was therefore made to pay participants $20 AUD 

for around one hour of their time. The resulting response rate for Students of the Master 

of Teaching and Master of Education degrees was around 3 percent, which was 

considerably higher than the pilot but still very low. This was the response rate achieved 

following e-mail reminders, reminders given by course lecturers, newsletter advertising, 

and the scheduling of multiple part-day and full-day computer lab sessions spread out 

over several weeks (during which participants could walk in on a day and time 

convenient to them to earn $20 AUD).  Some individual computer lab sessions were also 

scheduled for those who could not make it to any of the general sessions. 



  

420 
 

Because the participation rate achieved with the cash incentive was still not sufficient 

to obtain the required sample size, participation was expanded to any University of 

Melbourne students. These participants learned about the study through poster 

advertising and word of mouth. In addition, the test was advertised through university 

newsletters and e-mails sent by the researcher to colleagues at the Graduate School of 

Education, University of Melbourne. 

Below is an example email sent to participants who would be paid to participate: 

We would like to invite you to participate in the Equity in Education Quiz Challenge, 
which is part of a research programme conducted at the Assessment Research Centre, 
Melbourne Graduate School of Education. Participation is anonymous and you will 
receive $20 for your time. It takes around one hour to complete, and on completion your 
results will be immediately displayed. No prerequisite knowledge is required. 

Time / location: Wednesday 28 August, 4-5 pm or 5-6 pm, 234 Queensberry St, 
Computer Labs Q214 or Q217. Please bring your bank details for the payment. 

We hope this quiz provides an interesting opportunity to learn about important 
internationally-relevant policy issues concerning equity, quality and access to education, 
and to test your ability to make sense of complex education policy issues. It is a difficult 
quiz, and we hope you welcome the challenge! 

Your participation would contribute to building crucial knowledge for educators and 
improving research-policy linkages.  

For more information, or if you want to participate but cannot make 28 August, please 
contact Frank van Cappelle at f.vancappelle@unimelb.edu.au. See also the attached 
information leaflet for more details. 

  



  

421 
 

Appendix 10: Text and interactive visualization version of the 

test 

This section discusses the text and interactive visualization treatment and why it was 

included in the pilot but discontinued in the final test. It also discusses the different kinds 

of interactivity, and their potential relevance in future research investing the effect of 

interactive visualization. 

The key reason for removing the interactive visualization treatment in the final test was 

that it required a larger sample size, and its inclusion could not be strongly justified. The 

requirement of a larger sample size was an important consideration, as it became 

evident in the pilot study that it would be difficult to obtain a sufficiently large sample 

size in the final study with the lower response rate, as discussed above. In addition, the 

results from the pilot test indicated that the average score for participants who took the 

text and interactive visualization version of the test was almost the same as for 

participants who took the text and visualization treatment of the test. Although the pilot 

sample was too small to reliably estimate the effect, it did warrant a reconsideration of 

the possible effect of the interactive component, and whether the extent of the 

interactive features included (discussed below) were sufficient to make a measurable 

difference in treatment effect. Finally, the interactive component added a level of 

complexity to the test, even though only simple interactive features were incorporated. 

Ideally, participants would have completed a short training to familiarize themselves 

with the interactive features. However, the inclusion of a training component would 

increase the time required of participants and may have further reduced the 

participation rate. 

The interactive component developed for the pilot linked elements in the text with the 

corresponding elements in the visualization, to show the relationship between the two. 

Moving the mouse over an element in the visualization would highlight the part of the 

text related to this element, and likewise, moving the mouse over a part of the text 

would highlight the related element in the visualization. The interactive component was 

based on the seven types of interactivity described by Yi et al. (2007, p. 1226), namely 
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“select” (to highlight something of interest), “explore” (to show something else), 

“reconfigure” (to display the data using a different arrangement), “encode” (to display 

another kind of representation), “abstract/elaborate” (to reveal more details or hide 

details), “filter” (to show something conditionally) and “connect” (to show items which 

are related). 

The two elements of interactivity included in the interactive visualization version of the 

pilot test were connect (to show items which are related) and select (to highlight 

something of interest). It connected elements in the visualization with corresponding 

parts of the text and vice versa, and thereby also emphasized those particular aspects 

of the text and visualization as areas of focus and interest. This was expected to reduce 

cognitive load by (i) linking the visual information with written information, (ii) helping 

to break down the material into ‘bite-sized’ learner-controlled segments, and (iii) 

emphasizing important and interesting aspects of the text and visualization. The 

interactive visualization looked identical to the static visualization other than the 

feedback provided when moving the mouse over the text or visualization. There was no 

additional text in the interactive visualization compared to the static visualization, so as 

not to confound the effect of interactivity with the effect of providing this additional 

information. To verify that the participant used the interactive features, the time spent 

on each interaction element was recorded for each section of the test. 

The aim was to keep the level of interactivity simple as interactivity can have the 

opposite effect when the interactive elements are too complex (Yi et al., 2007). 

Moreover, the aim was for the interactivity features to be clear to users without any 

training or tutorial, which would certainly have been required for some of the more 

complex levels of interactivity. ‘Connect’ and ‘select’ were considered to be the simplest 

– as you simply need to move the mouse over the graph or the text to select and show 

connections. They were also selected because they could be consistently applied to all 

of the different types of data visualizations. The five other interactivity types would 

require the visualization to be transformed in some way. The possible kinds of 

transformation and their usefulness depend on the type of visualization which is being 

transformed, and the type and amount of information which is displayed and available 

to be displayed. Since this would be very different for each section of the test, this meant 
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that the effect of the transformation would be potentially very different for each of 

these sections. As a result, there would not be a consistent type of interactivity effect 

throughout the test. These interactive features would have been interesting to include 

if the purpose of the study were to look at the effect of different kinds of 

transformations, or if there were consistency in the kind of information and 

visualizations used throughout the test to which the transformations could be applied. 

A further problem with two of the interactive features, explore and abstract/elaborate, 

was that they would require adding additional information. This would have confounded 

the effect of the presentation format with the effect of providing additional information.  

Reconsidering the types and levels of interactivity as discussed above, it was 

acknowledged following the pilot that the effect of the ones used may be quite limited. 

They did not do justice to the concept of interactive visualization, which normally refers 

to a visualization with a broader and more powerful range of interactive features. 

Nevertheless, given the importance and prominence of interactive visualizations, its 

effect on data literacy would be an interesting topic to explore for future research. 
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Appendix 11: Guidelines and principles for the design of data 

presentations 

Over the year many articles and books have been written providing guidelines and 

principles for design of data presentations and specifically data visualizations. Some are 

very exact in their guidelines, such as those developed by Statistics New Zealand (2001), 

which goes into extensive details, for example, the maximum number of labelled tick 

marks for horizontal and vertical axes. Others, such as by Tufte (1990; 2001; 2006), are 

more general and apply to all types of data presentations.  

The guidelines and principles outlined by Tufte are widely considered to be the most 

influential in the field, and his landmark publication The Visual Display of Quantitative 

Information, originally published in 1983, has withstood the test of time. Tufte (1990; 

2006) outlines a number of generic principles of good data visualization, discussed 

below. The design of the visualizations for the data literacy test was based mainly on 

these principles, and some of the principles also apply to data tables. 

The main principle used in the design was the concept of maximizing the data-ink ratio. 

According to Tufte (2006), to design effective visualizations the data-ink ratio needs to 

be maximized. Data ink is the non-erasable ink used to present data, whereas non-data 

ink is that which not represent data such as scales, labels and decoration (also referred 

to as chart junk). Therefore, to maximize the data-ink ratio, any non-data ink should be 

removed. This removes distracting, irrelevant elements, and should minimize the 

cognitive load in interpreting the visualization. However, making visualizations too plain 

and conventional can reduce the appeal, engagement with and memorability of the 

graph (Borkin et al., 2013; Hullman, Adar & Shah, 2011). Less conventional visualizations 

and visualizations with embellishments may initially be more challenging to interpret, 

but could have a possible advantage of increased engagement with the visualization and 

thereby better interpretation. Two of the sections in the data literacy test (sections 3 

and 5) used less conventional visualizations. 

The data ink ratio was a useful design guideline in ensuring better equivalence between 

the design of the tables and visualizations. No additional ink was wasted on elements 
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which did not have any function in supporting the interpretation of the presentation, 

ensuring a clear, minimalist design. Non-essential elements which did not contribute to 

the interpretation or usefulness of the data presentations were excluded, including 

decorative elements, 3D-elements, colours which carried no meaning, and non-essential 

borders, labels, figures and tick marks. The resulting data presentations were not 

intended to be aesthetically pleasing, but functional. 

Another key design principle used was that of using different colors, sizes or shapes for 

symbols of interest compared to other symbols in the visualization (Ware, 2008). The 

purpose is to make these symbols more distinctive, to highlight them and make them 

more noticeable. 

Additional guidelines used in the construction of the visualizations and tables based on 

Tufte (1990; 2006) are described below. 

Focus on the content, not the design 

The most important aspect of the visualization is the quality, relevance and integrity of 

the data itself, rather than the design. As far as possible, the design should be clear, 

simple and straightforward, using the principle of the data-ink ratio. 

Use visualization to make comparisons and show causality 

The purpose of visualizations is to enforce comparisons, such as for a single variable over 

time, or between different variables and levels of disaggregation. The different elements 

of the visualization should therefore support the making of comparisons. Another 

purpose of visualizations is to (cautiously) analyse causality through such comparisons, 

such as the correlation between two variables. 

Integrate different elements 

To better interpret a visualization, it is better to integrate the different elements in one 

cohesive visualization, rather than breaking it up into different pages or components. 
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Appendix 12: Guidelines for writing multiple-choice questions 

The following guidelines from the Taxonomy of Multiple-Choice Item-Writing Guidelines 

by Haladyna, Downing and Rodriguez (2002) were used for writing the multiple-choice 

questions: 

Content concerns 

1. Every item should reflect specific content and a single specific mental behavior, as 

called for in test specifications (two-way grid, test blueprint). 

2. Base each item on important content to learn; avoid trivial content. 

3. Use novel material to test higher level learning. Paraphrase textbook language or 

language used during instruction when used in a test item to avoid testing for simply 

recall. 

4. Keep the content of each item independent from content of other items on the 

test. 

5. Avoid over specific and over general content when writing MC items. 

6. Avoid opinion-based items. 

7. Avoid trick items. 

8. Keep vocabulary simple for the group of students being tested. 

Formatting concerns 

9. Use the question, completion, and best answer versions of the conventional MC, 

the alternate choice, true-false (TF), multiple true-false (MTF), matching, and the 

context-dependent item and item set formats, but AVOID the complex MC (Type K) 

format. 

10. Format the item vertically instead of horizontally. 
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Style concerns 

11. Edit and proof items. 

12. Use correct grammar, punctuation, capitalization, and spelling. 

13. Minimize the amount of reading in each item. 

Writing the stem 

14. Ensure that the directions in the stem are very clear. 

15. Include the central idea in the stem instead of the choices. 

16. Avoid window dressing (excessive verbiage). 

17. Word the stem positively, avoid negatives such as NOT or EXCEPT. If negative 

words are used, use the word cautiously and always ensure that the word appears 

capitalized and boldface. 

Writing the choices 

18. Develop as many effective choices as you can, but research suggests three is 

adequate. 

19. Make sure that only one of these choices is the right answer. 

20. Vary the location of the right answer according to the number of choices. 

21. Place choices in logical or numerical order. 

22. Keep choices independent; choices should not be overlapping. 

23. Keep choices homogeneous in content and grammatical structure. 

24. Keep the length of choices about equal. 

25. None-of-the-above should be used carefully. 

26. Avoid All-of-the-above. 
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27. Phrase choices positively; avoid negatives such as NOT. 

28. Avoid giving clues to the right answer, such as 

a) “Specific determiners including always, never, completely, and absolutely. 

b) “Clang associations, choices identical to or resembling words in the stem. 

c) “Grammatical inconsistencies that cue the test-taker to the correct choice. 

d) “Conspicuous correct choice. 

e) “Pairs or triplets of options that clue the test-taker to the correct choice. 

f) “Blatantly absurd, ridiculous options. 

29. Make all non-keys plausible. 

30. Use typical errors of students to write your non-keys. 

 (Haladyna, Downing & Rodriguez, 2002, p. 312) 
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Appendix 13: End of test results page 

Below is an example of the results page shown at the end of the test. 
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