
 

Melbourne, Australia                                                                                                                                                          6-10 Nov 2011 

            5th eResearch Australasia Conference 

Precision Medicine: Dawn of Supercomputing in ‘omics 

Research 

M Reumann
1,4
, KE Holt

2
, M Inouye

3
, T Stinear

2
, BW Goudey

4
, G Abraham

4
, Q Wang

4
, F Shi

5
, A 

Kowalczyk
5
, A Pearce

4
, A Isaac

6
, BJ Pope

6
, H Butzkueven

7
, J Wagner

1
, S Moore

1
, M Downton

1
, PC 

Church
8
, SJ Turner

2
, J Field

9
, M Southey

10
, D Bowtell

11
, D Schmidt

12
, E Makalic

12
, J Zobel

4,5
, J 

Hopper
12
, S Petrovski

7
, TJ O’Brien

7 

1
IBM Research Collaboratory for Life Sciences-Melbourne, Carlton, Australia, {reumann; John.Wagner; mattdton; 

stevemoore@au1.ibm.com} 
2
Dept. Microbiology and Immunology, University of Melbourne, Carlton, Australia, {kholt; tstinear, 

sjturner}@unimelb.edu.au 
3
Walter and Eliza Hall Institute in Melbourne, Australia, inouye@wehi.edu.au 

4
Dept. Computer Science and Software Engineering, University of Melbourne, Carlton, Australia, {bwgoudey; 

gabraham}@csse.unimelb.edu.au; {qwan; adrianrp; jz}@unimelb.edu.au 
5 National ICT Australia, Victoria Research Laboratories, Carlton, Australia, {Fan.Shi; adam.kowalczyk@nicta.com.au} 

6
Victorian Life Sciences Computation Initiative, Carlton, Australia, {aisaac; bjpope@unimelb.edu.au} 

7
Dept. of Medicine, University of Melbourne, Carlton, Australia {butz; slavep; obrientj@unimelb.edu.au 

8
Deakin University, Science and Technology pcc@deakin.edu.au 

9Howard Florey Institute, Carlton, Australia, Judith.field@florey.edu.au 
10

Dept. of Pathology, University of Melbourne, msouthey@unimelb.edu.au 
11

Peter MacCullum Cancer Center, Melbourne, David.Bowtell@petermac.org 
12

Melbourne School of Population Health, University of Melbourne, Carlton, Australia 

INTRODUCTION 

People vary greatly in their underlying genetic risks of diseases and in their responses to treatment for these diseases. 

Unpredictability of treatment outcomes results in significant personal and societal costs. Complex networks of gene 

regulation, gene-gene and gene-environment interactions have replaced the notion that a single gene is causative of 

disease or trait. Quantifying personalized risks, devising prevention strategies, and optimizing drug responses are major 

challenges for the application of Precision Medicine.  

Many research groups worlwide have been diligently working over the last few decades to develop the epidemiological 

and clincial resources of biospecimens and from population-based clinic-based, well-characterised large samples of 

cases, controls, twin pairs and famlies with the aim to perform analysis using complex modelling in Precision Medicine 

based on genomic, transcriptomic and proteomic data. However, it is currently impossible to carry out any but simplistic 

analyses on these large data sets due to lack of computer power and memory and therefore the full utility of the resources 

and technology has not been realised..  

We will discuss current computational challenges in Precision Medicine and propose the use of supercomputing 

resources to tackle the these challenges. In particular, we will present two approaches to whole genome comparison of 

critical importance but which are currently computationally prohibitive: multiple sequence alignment and the detection of 

single nucleotide polymorphism (SNP) interactions. Both approaches use the massively parallel, distributed memory 

supercomputer at the Victorian Life Sciences Computation Initiative (VLSCI). 

MULTIPLE SEQUENCE ALIGNMENT AND GWAS ANALYSIS 

With recent advances in microbial diagnostics, typing and surveillance, comparative genomics is playing an increasingly 

important role in infectious disease epidemiology and the fight against drug resistance. To characterize fine-scale 

genomic variation and confidently infer drug resistance mutations, many genomes must be sequenced and their genomic 

variation compared [1]. Multiple sequence alignment (MSA) forms a basis for this comparison. Current MSA 

implementations run on SMP computers. If parallelism is implemented, then only using a few threads. The result is that 

the time for an MSA run can become long. When comparing only 5 genomes of e.g. bacterial genomes with ~5 Mega 

bases (Mb), the run times on a single SMP node can only take 1h using the progressiveMauve algorithm [2]. Comparing 

20 genomes of the same size, however, takes about a day [2]. Since the algorithm is of order O(N2), the comparison of 

200 bacterial genomes would discourage the researcher from undertaking the experiment and leaves larger genomes like 

the human genome (~3300Mb) out of reach. Therefore, there is a pressing need for scalable MSA algorithms that make 

use of massively parallel, distributed memory systems such as the IBM Blue Gene/P supercomputer. 

Similarly, the comparison of genome-wide SNP profiles for population-scale human disease association studies has 

pushed commodity computing hardware past its limit. One of the main aims of genome-wide association studies 

(GWAS) is to understand the genetic architecture of complex disease by identifying DNA variants which are 

significantly associated  with various diseases and/or drug responses. After genotyping of hundreds of thousands of 

individuals and substantial financial investment, little phenotypic variance has been explained by conventional analysis 

strategies (the so-called “missing heritability” problem). A leading candidate to explain phenotypic variance is the 

detection of higher order interactions between SNPs rather than the single SNP analysis applied so far. Such a higher 

order analysis requires development of more powerful statistical and computational techniques, capable of overcoming 
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serious impediments caused by the high dimensionality of data. In particular, run times of algorithms that determine 

higher order interactions can be so large that it is not feasible to carry out the experiment (Table 1). 

Table 1: Estimates of run times for 3 value allelic and 5 levels of copy number calls in GWAS analysis. 

SNP interaction 

(exhaustive search) 
IG method 

BOOST 

(PC) 

GBOOST 

(1 GPU) 

300,000 (2 way) 108 days 1.3 days 45 minutes 

500,000 (2 way) 300 days 3.5 days 2.1 hours 

1,000,000 (2way) 3.3 years 13.9 days 8.3 hours 

300,000 (3 way) 29,000 years 342 years 8.6 years 

500,000 (3 way) 137,000 years 1,500 years 40 years 

1,000,000 (3way) 1,095,000 years 12,600 years 316 years 

 

Genomic indexing and searching has been successfully demonstrated on the IBM Blue Gene supercomputer [3, 4]. We 

have also created a framework for multiple sequence alignment on the same supercomputing platform [1]. Therefore, we 

believe that massively parallel, distributed memory supercomputers are suitable to address computational challenges in 

Precision Medicine. The VLSCI Peak Computing Facility offers two racks of the IBM Blue Gene/P supercomputer with 

1024 quad core chips per rack, i.e. 8192 cores, and a total of 8TB memory. It is this system that has been used to develop 

frameworks for multiple sequence alignment and pair-wise SNP interaction analysis of GWAS data. 

MULTIPLE SEQUENCE ALIGNMENT 

There is a plethora of algorithms available to carry out bioinformatic tasks like MSA. The choice of algorithm often 

depends on the questions to answer. We want to look at population diversity in bacterial genomes for which the 

progressiveMauve algorithm [2] is suitable. Our strategy involves analyzing the algorithm code, identifying parallel 

regions of the code and implementing it from scratch using the message passing interface (MPI) on the IBM Blue Gene/P 

supercomputer. We adopt a master-worker approach to distribute data and workloads. It also enables us to create 

communication between arbitrary worker nodes for distributed data access. We chose this straight forward design as first 

implementation because it allows us to validate our results with the progressiveMauve algorithm at multiple steps within 

the workflow. This allows us to distribute the workload to thousands of cores reducing the computation time. 

FRAMEWORK FOR GWAS DATA ANALYSIS 

The first step in higher order interaction analysis of GWAS data is pair wise interactions. In this approach each SNP in a 

genome is compared with another. This comparison is based on a statistical test. These are local computations. Thus, a 

triangular matrix can be build where the elements are the result of a function call to a particular test. The size of the 

matrix depends on the input data. Currently, 500,000 SNP per data set are typical yielding a matrix of 500,000 x 500,000. 

Computing pair wise interactions on a single GWAS data set is embarrassingly parallel and simple data decomposition 

strategies can be applied. Thus, an implementation on distributed memory systems is feasible and gives rise to using 

massively parallel supercomputers to reduce computation times. 

CONCLUSION 

In general, the bioinformatics community has developed algorithms for sequence alignment, assembly, annotation and 

analysis of GWAS that are based on SMP computer systems requiring large amounts of random access memory. This 

limits the parallelization of these algorithms to several cores using thread programming. We propose that an 

implementation of these algorithms on massively parallel, distributed memory supercomputers will enable the researchers 

in Precision Medicine to carry out more complex analysis that will have a significant impact in advancing the field.  
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