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Abstract

Common non-communicable diseases such as cardiovascular diseases, chronic respiratory diseases,
and diabetes are the leading causes of premature mortality and ill-health worldwide. These are
complex diseases that take multiple decades to manifest with myriad genetic, lifestyle, and environ-
mental risk factors. The last decade has seen rapid technological advancements and falling costs to
high-throughput omic profiling platforms enabling large-scale studies into the molecular differences
between healthy individuals and those that will later develop disease. Epidemiological studies of
omic data in population cohorts have identified many new biomarkers of future disease risk and
mortality. The end-goal of biomarker research is not only to identify individuals at increased risk
of disease, but also to find ways to intervene to reduce that risk. Identification and characterisation
of the biological processes these biomarkers participate in or reflect is a fundamental step in the
process of clinical translation.

This thesis explores the use of network-based approaches for identification and characterisation
of aberrant biological processes associated with biomarkers using population cohort multi-omic
data. A scalable and efficient method for robust statistical assessment of network module preser-
vation and reproducibility is developed: NetRep. Multi-omic data from three large population
biobanks are analysed to identify and characterise biological processes associated with elevated
GlycA levels; a heterogeneous NMR signal that has been of recent interest as a biomarker for
long-term risk of cardiovascular disease, type II diabetes, and premature mortality. I found that
elevated GlycA levels corresponded with the presence of sub-clinical inflammation and increased
coordinated expression of a reproducible gene coexpression network module indicative of neutrophil
activity. Accordingly, analysis of a population cohort with linked electronic health records showed
that elevated GlycA levels had long-term consequences for increased risk of severe infections up to
14-years in the future. To fine-map the GlycA biomarker, I developed accurate imputation models
for predicting concentrations of three of the five glycoproteins contributing to the GlycA signal
from population-based serum NMR data: alpha-1-acid glycoprotein (AGP), alpha-1 antitrypsin
(A1AT), and haptoglobin (HP). Imputation of these three glycoproteins in two large population
cohorts with linked electronic health records revealed elevated A1AT had the most severe long-term
ramifications for future disease and mortality risk over an 8-year follow-up period.

In total, this thesis shows the utility of leveraging population-based omic data for elucidating
biomarker biology and provides a useful framework to guide future studies of new and established
biomarkers for future disease risk.
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supplemental texts. An introduction to each publication placing the work in the context of this
thesis is provided prior to the publication in both chapters. A brief summary of the materials and
methods for these chapters is provided in the main text of the publications. Detailed description
of their materials and methods may be found in thier supplemental texts.

Both publications have multiple authors other than myself. The nature of the collaborations and
their contributions to the work in this thesis are detailed later in the preface. I am the first
author on both publications and contributed > 50% of the work towards the publication, including
drafting, editing, and revising of the manuscripts. All co-authors have provided signed declaration
forms acknowledging and supporting this, which have been submitted alongside this thesis.

The included publications are intended to be read as stand alone documents. The sections within
each publication are not listed in the table of contents for this thesis, and their tables and figures are
not listed in the list of tables or list of figure for this thesis. Abbreviations used in the publications
do not appear in the list of abbreviations in this thesis unless they have been used elsewhere in the
thesis text. References that appear in the publication are not included in the final list of references
for this thesis unless they have been used elsewhere in the thesis. The thesis citation style has
been deliberately chosen to differ from the citation styles of both publications. Note also that the
supplement and main text of both publications have separate reference lists: citations that appear
only in their supplements are listed in their supplemental references list.
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Contributions of publication co-authors and collaborators
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For chapter 2 I collaborated with members of the Pathogen Genomics Lab at the University of
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Chapter 1

Introduction and Literature Review

1.1 Common non-communicable diseases

Common non-communicable diseases such as cardiovascular diseases, chronic respiratory diseases,
diabetes, and cancers are the leading causes of mortality and decreased quality of life worldwide1–3.
In 2012 they caused 38 million deaths—68% of all deaths—worldwide1. Of these, 17.5 million
deaths were caused by cardiovascular diseases, 8.2 million from cancer, 4 million from respiratory
diseases, and 1.5 million from diabetes1. The incidence of these diseases is increasing due to ageing
populations and progress made by developing nations1. These diseases typically take decades to
develop and clinically significant incidents may occur many years before a fatal event, resulting in
a decreased quality of life in addition to an increased risk of premature mortality3. The prevention,
incidence, treatment, and early mortality from these diseases place major burdens on individuals,
families, and health care systems.

A common characteristic of these diseases is that they typically take multiple decades to manifest
and typically have no single definitive causative agent: their risk factors include myriad genetic
factors combined with lifestyle factors and environmental exposures4–7. Common risk factors
include family history, lack of physical activity, obesity, poor diet, and tobacco usage1. Yet, not
all individuals with known risk factors go on to develop disease and others may develop disease
in their absence6,7. Further, the complexity of these diseases means that their aetiology and
pathogenesis are only partially understood. Identification of the genetic and lifestyle risk factors
underlying disease is critical for accurate identification of at-risk individuals. Understanding how
these risk factors interact and contribute to disease pathogenesis at the molecular level is critical
for determining effective prevention and intervention strategies for at-risk individuals.

1.2 The molecular basis for non-communicable disease

The difference between individuals who remain healthy and individuals who develop disease lie
in differences in their molecular and cellular biochemistry. These differences arise from both dif-
ferences in their DNA sequence as well as differences in how their biochemistry responds to and
changes due to a lifetime of environmental stimuli.

1.2.1 The central dogma of molecular biology

DNA is the molecule that acts as the hereditary material of all organisms, and programs all
biological processes that take place within them8. Each DNA molecule consists of two strands
comprising sequences of base-pairs that are covalently bound to two sugar-phosphate backbones
to form double-stranded DNA. There are four possible nucleotide bases on each strand—adenine
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(A), cytosine (C), guanine (G), or thymine (T)—which bind to bases on the opposite strand in two
possible combinations—A–T or C–G—to form base-pairs9. The human genome contains roughly
three billion (3×10−9) base-pairs of DNA. These are organised into long contiguous sequences and
packaged into chromosomes, of which there are usually 23 pairs (22 autosomal and 1 sex specific)
contained in the nucleus of most cells in the human body8.

Approximately 2% of the human genome codes for proteins; the molecular machinery responsible
for many cellular functions. These are coded for by approximately 20,000 genes; short sequences
of DNA scattered across the genome10. The production of proteins from genes within a cell is
a two-step process: transcription then translation8. In the first step, transcription, the DNA
sequence of a gene is transcribed by an RNA polymerase enzyme to synthesise messenger RNA
(mRNA), a single-stranded molecule containing a copy of the gene’s sequence of bases, with uracil
(U) nucleotides in the place of the thymine (T). The mRNA is processed and transported from the
nucleus to the cytosol where the second step, translation, occurs. In translation, the functional
components of the gene sequence (exons) are used as a template by ribosomes to synthesise proteins
from 20 different possible amino acids. Ribosomes are complex molecular machinery composed of
multiple proteins and ribosomal RNA (rRNA), which read the mRNA in triplets of nucleotide
sequence (codons) until reaching a stop codon. With the exception of stop codons, each codon
matches a complementary RNA sequence (anticodon) on a transfer RNA (tRNA) to which a specific
amino acid is attached. Amino acids are linked together in sequence by the ribosome based on the
codons it encounters in the mRNA until a stop codon is reached and the ribosome detaches. The
polypeptide of amino acid residues folds into the protein’s complex three dimensional structure as
it is being synthesised based on the complex interactions between the chemical properties of each
amino acid residue and its neighbours. Each protein has unique properties and function based on
its structure and the chemical properties of its surface.

Although all cells share approximately the same genome, different cells have unique morphology
and function depending on their spatial location, tissue type, and developmental stage and can
respond dynamically to external stimuli8. This is possible due to regulation of transcription and
translation11. The rate of transcription minus the rate of mRNA degradation of a gene is called its
gene expression. There are many different molecular mechanisms for upregulating, downregulating,
starting, or stopping gene expression and for modifying mRNA prior to translation (e.g. alternative
splicing)12,13. These regulatory mechanisms can interact with each other, cellular proteins, and
extracellular stimuli forming complex networks of interactions that enable cells to change gene
expression in response to extracellular stimuli and pre-programmed events. Up to 80% of the
human genome is thought to have some functional role in regulating transcription or translation12.

The cardiovascular system acts as a mediator between organs, cells, and the outside environment.
Nutrients are carried by the bloodstream, which are supplied to organs and cells, and cellular
waste products are carried away to be processed and excreted. Cells and tissues also secrete
hormones, cytokines, and chemokines into extracellular space and into the bloodstream. These
act as signalling molecules for inter-cellular and inter-tissue communication for regulating immune
response, and physiological functions such as digestion, sleep, and sexual activity8.
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1.2.2 The inheritance of genetic variation

Differences in DNA sequence between individuals can lead to differences in their biochemistry
and cellular function8. The genomes of any two unrelated individuals contain differences in DNA
sequence at between 4.5–5.0 million bases (approximately 0.17% of the entire genome)14. This
variation is inherited and nearly every person has a unique genome. One of each pair of each
chromosome is inherited from the father and the other from the mother. To ensure each new
genome is unique, regions of DNA swap between the paternal and maternal chromosomes through
the process of recombination during meiosis when haploid gametes (i.e. sperm and egg cells) are
formed8. Further sporadic mutations occur throughout life in all cells, and those occurring in
sperm or egg cells are also passed on at a rate of 100–200 mutations per generation15,16.

DNA variation can come in the form of single nucleotide polymorphisms (SNPs), where a single
position in the genome varies across the population; insertions, where a person has an additional
base-pair in their sequence when compared to the ancestral genome; deletions, where a person is
missing a base-pair in their sequence when compared to the ancestral genome; or larger struc-
tural changes such as copy number variation (CNVs) and microsatellites where individuals have
different numbers of repeating DNA sequences14. DNA variation can be completely benign (e.g.
synonymous mutations), may disrupt or modify proteins leading to a loss of function (i.e. non-
synonymous mutations), or modify regulatory elements leading to an increase or decrease in gene
expression and protein synthesis. To date, the majority of genetic variants that have been found to
be associated with common complex diseases have fallen in the non-coding regions of the genome17,
suggesting they play a role in regulating transcription and translation rather than altering protein
function.

1.3 High-throughput omic data

Technological advancements and decreasing costs of high-throughput technologies have provided
an unprecedented ability to quantify the molecular differences between healthy individuals and
those who have or will develop disease. Many different high-throughput technologies have been
developed, each of which systematically measures a different ome—a specific molecular aspect of
the human system—including the genome, transcriptome, metabolome, proteome, and microbiome.

In the last decade, researchers worldwide have formed large collaborations to recruit and system-
atically profile thousands of individuals in large omic studies of health and disease. These datasets
have often been made freely available for use by other researchers, a practice which is becoming
increasingly common. Recent and ongoing examples include the Exome Aggregation Consortium
(ExAC) dataset, which contains exome sequence data from 60,000 individuals18; the CARDIo-
GRAMplusC4D consortium dataset, which contains genotype data for 65,000 healthy individuals
and 22,000 individuals with cardiovascular disease19; the Multi-Ethnic Study of Atherosclerosis
(MESA) dataset, which contains genotype data, circulating NMR metabolomics, and physiolog-
ical measurements for 6,500 individuals20; the Genotype Tissue Expression consortium (GTEx)
dataset, which currently contains genotype and gene expression data from 53 different cell lines
and tissues from over 500 individuals21,22; the FINRISK study datasets, each of which contain
different combinations of genotype, gene expression, circulating NMR metabolomics, and lifestyle
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survey data from 8–10,000 individuals23,24; and the Integrative Human Microbiome Project (iHMP)
dataset, which will contain metagenomic sequence data, gene expression data, Mass Spectrome-
try proteomics and metabolomics, and microbiome data from multiple body sites from over 2,000
individuals25.

The following provides a brief overview of some of the most widely available omic data, particularly
those used in the research chapters of this thesis, and the high-throughput technologies used to
measure that data.

1.3.1 Whole genome sequence data

Whole genome sequencing platforms are used to obtain the DNA sequence of the human genome,
measuring nearly all genetic variation in each sample. There are multiple platforms from multiple
companies for performing whole genome sequencing. Broadly speaking, they work by fragmenting
DNA into small fragments, whose sequence are then determined in parallel. These short reads
are then reassembled by aligning the fragments to the human reference genome to determine their
correct genomic position26.

Technologies for whole genome sequencing first arose from the Human Genome Project, a 13-year
project costing $300 million USD to determine the DNA sequence of the human genome10,27. This
project spurred intense competition to develop high-throughput sequencing technologies, and tech-
nological advancements continue to be made28. Today, a single human genome can be sequenced
for just over $1000 USD in 24–48 hours27,29.

The monetary costs, data storage, and data analysis requirements of whole genome sequencing are
significant. Most large-scale studies have instead opted to measure only common variation (with
≥ 1% frequency in the population) through high-throughput genotyping platforms, or to sequence
only the protein coding gene exons (the exome) which make up only 2% of the genome.

1.3.2 Genome-wide genotype data

Genome-wide genotype data is the most widely collected data on genetic variation in humans.
In contrast to sequencing, genome-wide genotyping platforms contain probes designed to bind to
regions of DNA that are known to harbour variation common in the population. This enables
cheap and efficient quantification of common variation in the large numbers of samples typically
required to detect statistically significant associations between genetic variation and disease.

Current high-throughput genotype assays target 500–600 thousand variants designed to cover the
common variation identified by the International Haplotype Mapping (HapMap) and 1000 Genomes
consortia14,30,31. The HapMap project, started at the completion of the Human Genome Project
and completed in 2009, genotyped over 1 million SNPs in 270 individuals of diverse ancestry in
order to identify common SNPs with a frequency of 5% or more in the population30. The 1000
Genomes Project, started in 2008 and completed in 2015, performed whole genome sequencing
of 2,504 individuals of diverse ancestry to identify common SNPs and structural variation with a
frequency of 1% or more in the population14,32.
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The final 1000 genomes release contains approximately 40 million common variants14,32. These can
be imputed based on the alleles of the 500–600 thousand variants measured by genotype platforms
due to linkage disequilibrium and the haplotypic structure of the human genome. A consequence
of recombination over many generations is that genetic variants are more likely to occur together
in the same genome if they are located close together on the same chromosome. Two variants are
in linkage disequilibrium if they are found together in the human genome more frequently than
expected by chance. A set of genetic variants in linkage disequilibrium on the same chromosome
compose a haplotype. This makes it possible to carefully choose common variants to tag haplotypes
allowing the remaining variation to be imputed from the genotyped marker variants31,33.

1.3.3 Whole exome sequence data

The falling cost of sequencing and lack of rare-variant coverage by genotyping platforms has lead
many studies in the last 5 years to perform targeted sequencing of the exome. Whole exome
sequencing platforms use the same technology as whole genome sequencing, except only the exons—
the protein coding component of genes—are sequenced34. This enables cost-effective identification
and measurement of rare and common variants that have direct consequences on protein function.

1.3.4 Transcriptomic data

Transcriptome-wide gene expression data is typically measured by either fluorescent microarrays or
RNA-sequencing (RNA-seq). Microarray based gene expression data is the most widely available,
but RNA-seq data is becoming more common and is typically performed for new studies.

Developed in the mid-1990s, microarrays were the first technology that enabled high-throughput
quantification of gene expression levels35–38. A typical microarray chip contains oligonucleotide
probes that have been designed based on known gene sequences that are organised into discrete
spots in a grid on the chip. After RNA is isolated from a sample, mRNA is reverse transcribed to
its complementary DNA sequence (cDNA), then transcribed to complementary RNA (cRNA) in
a reaction that also adds a fluorescent bead to the transcript. The cRNA is washed over the chip
where it hybridises to a probe with its corresponding gene sequence. The expression of each gene
is then measured based on the fluorescent intensity at each spot on the microarray grid.

Enabled by the technological advancements and falling costs of sequencing technologies, RNA-seq
quantifies gene expression using whole genome sequencing technologies39,40. After RNA is isolated
from the sample, the mRNA is reverse transcribed to its cDNA. The cDNA is broken into short
fragments which are sequenced in parallel. The resulting reads are assembled and aligned to the
reference genome. The expression levels of each gene are calculated based on the relative number of
short reads aligning to each gene. RNA-seq has several advantages when compared to microarray
profiling: it can measure all RNA in the sample not just mRNA from known gene sequences, and it
can also capture alternative splicing events, where different exons from the same gene are combined
to form different proteins39.

1.3.5 Metabolomic data

The two major technologies for systematic measurement of non-nucleic acid molecules are Nuclear
Magnetic Resonance (NMR) spectroscopy and Mass Spectrometry. These platforms are used to
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quantify the concentrations of metabolites, amino-acids, lipids, proteins, and other small molecules
from heterogeneous biological samples (e.g. blood). Of the two, NMR spectroscopy has been more
widely used in large omic studies due to its lower costs and its ability to measure lipoproteins41,
which play an important role in the pathogenesis of cardiovascular disease42.

NMR spectroscopy measures the resonant frequency of molecules when placed in a strong magnetic
field. This results in a spectra for each sample where individual peaks are signals corresponding
to specific molecules43. The corresponding molecules which give rise to each of these signals have
been established through several decades of research44,45 and recent technological advances have
enabled high-throughput quantification of biological samples41,46. Application of NMR is limited
to high-concentration molecules41. In blood samples these include lipids, cholesterols, lipoproteins
and their components, amino-acids, small molecules and enzymes involved in metabolism, and only
a few proteins.

Mass Spectrometry measures the mass-to-charge ratio of molecules47. This results in a spectra for
each sample where multiple peaks may correspond to different components of a specific molecule,
making automated analysis difficult48. In contrast to NMR, Mass Spectrometry is not limited to
measurement of high concentration molecules. Comprehensive studies of blood serum using Mass
Spectrometry have identified over 4,000 different metabolites in circulation49. Mass Spectrometry
can also be used to systematically measure thousands of proteins25,50,51. However, Mass Spec-
trometry cannot measure the concentrations of lipoproteins nor the lipids (e.g. cholesterols and
triglycerides) that they transport41.

1.3.6 Microbiome data

An emerging area of interest has been the study of the microbial communities colonising the
human body to study their influence on human biochemistry and to determine their relationship
with disease25,52,53. The most widely used approach for measuring the bacterial taxa present in
a microbiome is sequencing of the 16S rRNA gene53, although metagenomic approaches based on
whole genome sequencing are becoming more common25. The 16S rRNA gene is highly conserved
in all bacterial species and is not present in the human genome. It has highly variable regions,
which enable identification of specific bacterial species present in a sample. The 16S rRNA reads
are clustered by similarity into Operational Taxonomic Units (OTUs) then aligned to databases of
reference OTUs for known bacterial species53. Transcriptomics, proteomics, and metabolomics can
also be profiled for bacteria composing the microbiome using the technologies discussed above25.

1.4 Association studies

The formation of global collaborations for large omic studies have largely been driven by a desire
to perform association analyses to gain new insights into the molecular basis for common non-
communicable diseases. In these studies, each omic measure is statistically tested, one by one, to
determine whether each has a significant relationship with disease or its risk factors.

The first wave of association studies emerged from a desire to identify the precise genetic vari-
ation underlying common diseases, a goal which spurred the Human Genome Project and the
subsequent development of high-throughput genotyping arrays4,33,54,55. The first genome-wide
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association study (GWAS) was published in 2005, identifying two genetic loci associated with age-
related macular degeneration, a common cause of blindness in old age56. Since then, at least 2,670
GWAS have been performed identifying over 30,000 significant associations between genetic loci,
common diseases, their risk factors, and other traits with complex inheritance57. In these studies,
a statistical test is performed for each genotyped and imputed variant to test for an association
with disease status or trait of interest58.

At the same time, the proliferation of microarrays in the early 2000s lead to transcriptome-wide
differential expression studies59. Transcriptomic profiling has been carried for many large-scale
studies since. In these studies, a statistical test is performed for each gene to test for an association
between expression levels and the disease or trait of interest60.

The association study approach to gaining new insights into disease has also been applied to other
omic data as their respective technologies have been developed. Large association studies have
identified disease-associated concentration changes in circulating proteins and metabolites61–65,
DNA methylation patterns66, and even microbial communities whose presence is more frequent in
individuals with disease or elevated disease risk67,68.

A major component of association studies is identifying true positive results while appropriately
adjusting for the many false positives which may be detected due to the large number of statistical
tests69. Stringent thresholds on statistical significance are employed to account for the multiple
hypothesis tests70,71. Further, replication of an association in an independent dataset is also
required for it to be taken seriously as a true positive result due to failures in reproducibility of
many early association studies72,73. Importantly, many of the genetic variants, genes, metabolites,
and proteins associated with disease remain yet to be discovered due to stringent requirements to
filter signal from noise.

The replicable significant true positive associations are typically not causal. In most cases they
capture a subset of molecular processes that respond to, or are correlated with the disease and its
risk factors, i.e. they can be viewed as molecular symptoms of disease. The set of molecular and
physiological changes associated with a disease, both causal and non-causal, may also be viewed as
a sub-phenotype for that disease74–76. The collection of multiple omic data types (multi-omics) has
lead to integrative studies that examine associations between different omes to better understand
disease-associated genetic variation and disease sub-phenotypes51,77,78. Integration of genotype
and metabolomics data have been used to identify genetic variation associated with differences
in circulating metabolite and lipid levels that are either risk factors for disease or are directly
involved in their pathogenesis79–82. Expression Quantitative Trait Loci (eQTL) studies, in which
associations between genetic variation and gene expression are examined, have been of recent
interest for studying the genetics of disease associated genes, and conversely for determining the
functional consequences and tissue-specificity of disease-associated variants13,83–87.

Increasingly multi-omic studies are being performed using publicly available summary statistics
in cohorts lacking individual-level data at one or more omic layers88. For example, genome-wide
eQTL summary statistics have been used to develop tools for predicting gene expression levels from
genotype data89, enabling transcriptome-wide association analyses in cohorts with genotype but no
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gene expression data. Similarly, genome-wide association summary statistics can be incorporated
into analyses of cohorts without genotype data to better identify disease associated genes90.

A major challenge for these approaches is the modelling of covariance between the multiple omic
layers. Studies with individual level data at each omic layer implicitly capture this covariance,
for example when testing associations between disease and eQTLs by jointly modelling the effects
of the gene and SNP in question. When summary statistics are used the correlation structure
between the measured variable (e.g. gene expression level) and the summary statistic (e.g. eQTL
cis-SNP GWAS summary statistic) must be explicitly modelled to avoid overfitting of the multi-
omic association test leading to increase false discovery rate90.

Mendelian Randomisation studies have begun to emerge as a serious alternative to randomised
control trials and experimental work in animal models for determining whether an observed as-
sociation is causal in disease pathogenesis91,92. These studies use genetic variation as a naturally
occurring randomised control trial to determine whether an exposure (in this case the omic measure
of interest) is causal of the disease. However, identification and selection of appropriate genetic
variants that satisfy the strict assumptions required to prove causality is challenging91,93.

Orthogonal to the challenge of identifying true positive associations is that of correctly estimating
association effect sizes. Correct effect size estimation is crucial for developing prediction models
(e.g. risk score development) and comparing effects across datasets (e.g. identifying relevant
tissues for eQTL effects). Multiple statistical issues can lead to overestimation of association effect
sizes, including sampling biases and multicollinearity (correlation) among regression variables,
e.g. when modelling the joint affects of an eQTL cis-SNP and eGene on disease, or adjusting
an association test for a highly correlated confounding variable (e.g. BMI)94,95. The affect of
sampling biases on effect size estimates can in some cases be reduced by using bootstrap resampling
procedures96, but accurate effect sizes are best obtained through meta-analysis of large and well-
designed studies97,98. The problem of multicollinearity is typically addressed by removing highly
correlated variables from the regression model95. However, this approach cannot be used when
inclusion of all model variables is desirable, e.g. when adjusting for covariates or fitting a model
to an eQTL. In these cases, regression models that directly incorporate information about the
correlation structure between the model variables should be fit. Regression methods that provide
stable effect size estimates in the presence of multicollinearity include both ridge regression and
partial least squares regression99,100.

1.5 Biomarker studies

Early and accurate detection of disease risk is critical for its prevention through either medical
intervention or life style modification101,102. To this end risk assessment criteria have been de-
veloped for many diseases based on known risk factors and biological understanding of disease
pathogenesis. For example, the Framingham Risk Score is routinely used to assess 10-year risk of
cardiovascular disease based on a person’s age, total and HDL cholesterol levels, smoking status,
and systolic blood pressure103. Yet, neither risk assessment scores nor known risk factors typically
fully explain disease risk. For example, between 10% and 25% of patients with coronary heart
disease have been found to lack any known risk factors104–106. Similarly, it has been found in the
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British population that 84% of coronary heart disease events occurred in individuals with low risk
(< 30% chance within 10 years) as predicted by the Framingham Risk Score107. Consequently
there has been much interest in the identification of new biomarkers that predict future disease
risk108,109. These are molecules whose presence or abundance in an apparently healthy individual
are correlated with increased disease incidence or early mortality over a follow-up period, typically
multiple years. Omic profiling of large prospective cohorts and linking of nation-wide electronic
health records to population study biobanks110 have enabled systematic searches for biomarkers
predictive of future disease risk.

The term biomarker can also refer to molecules which can be used to detect the presence of disease
(e.g. cancer)111, distinguish between different disease sub-types with similar clinical presentations
(e.g. cancer sub-types)111–113, distinguish between healthy individuals and those with latent infec-
tions (e.g. tuberculosis)76,114, predict patient prognosis115,116, or predict patient drug response117.
The following section focuses on biomarkers for future disease and mortality risk, rather than
biomarkers for disease presence, sub-types, or prognosis.

1.5.1 Biomarkers of future disease risk

The majority of successful biomarker studies have been based on serum or plasma metabolomics.
Metabolomic profiling of large prospective studies and population-based biobanks has identified
novel biomarkers for cardiovascular disease, type II diabetes, other metabolic disorders, and more
broadly all-cause (premature) mortality risk.

1.5.1.1 Cardiovascular disease

Novel metabolomic biomarkers identified for cardiovascular diseases include increased serum con-
centrations of phenylalanine118, monounsaturated fatty acids118, tyrosine119, glutamine119, and
glycoprotein acetyls (GlycA)120–125. These biomarkers predicted increased risk of cardiovascular
events above and beyond established risk factors. Increased serum phenylalanine and monounsat-
urated fatty acids concentrations relative to the population were found to predict increased risk of
any cardiovascular events over an 11–23 year follow-up period of 13,441 healthy adults across three
independent prospective population studies of multiple ethnicities118. Increased tyrosine and glu-
tamine relative to the population were found to predict increased risk of sub-clinical atherosclerosis
within 6-years in a longitudinal study of 1,595 young to middle-aged adults119. Increased serum
and plasma GlycA, the biomarker of particular interest in this thesis (Section 1.6), has been
found to predict increased risk of cardiovascular events and mortality in multiple large prospective
studies and population based cohorts120–125.

Metabolomic biomarker studies have also found biomarkers of cardiovascular health. Increased
serum concentrations of docosahexaeonic acid were found to be associated with decreased risk of
sub-clinical atherosclerosis within a 6-year follow-up of 1,595 young–middle-aged adults119 and
decreased risk of any cardiovascular event within a 11–23 year follow-up period of 13,441 healthy
adults across three independent prospective population studies of multiple ethnicities118. In the
latter study, increased serum concentrations of omega-6 fatty acids were also found to be associated
with decreased risk of any cardiovascular event118.
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1.5.1.2 Type II diabetes

Many novel biomarkers have been identified for increased risk of type II diabetes. Retrospective
mass spectrometry profiling of 378 individuals from the Framingham Study, 189 of which developed
type II diabetes over a 12-year period, found that baseline elevation of short saturated triglyc-
erides was associated with increased type II diabetes risk126. More extensive mass spectrometry
profiling of 2,422 Framingham Study participants, of which 201 developed diabetes, found that
increased concentrations of isoleucine, leucine, valine, tyrosine, and phenylalanine predicted 12-
year risk of type II diabetes onset127. Mass spectrometry profiling of an even larger prospective
study of 27,548 adults found that increased concentrations of hexose, phenylalanine, several diacyl-
phosphatidylcholines (C32:1, C36:1, C38:1, C40:5) were associated with increased 7-year risk of
type II diabetes onset128. This same study found that glycine, sphingomyelin C16:1, several acyl-
alkyl-phosphatidylcholines (C34:3, C40:6, C42:5, C44:4, and C44:5) and lysophosphatidylcholine
C18:2 were biomarkers for glycaemic health; individuals with increased concentrations at baseline
were less likely to develop type II diabetes over the 7-year follow-up period128. Serum and plasma
GlycA levels have also been found to be associated with increased risk of type II diabetes up to
17-years in the future129,130.

1.5.1.3 General health and premature mortality

Several biomarkers for general health have been identified. Increased concentrations of serum
citrate and GlycA, decreased serum concentrations of albumin, and decreased average very low
density lipoprotein (VLDL) particle diameter were found to be associated with mortality from any
cause, including and excluding cardiovascular causes and cancers, in a 5-year follow up of 17,345
healthy adults in two independent prospective population studies124. The association between
increased GlycA and future mortality risk in otherwise healthy adults has also been observed in
two other large prospective studies121,125.

Methylation patterns of DNA, which regulate gene expression, have also been found to predict
general health and premature mortality. In 2013 Horvath et al. used genome-wide DNA methy-
lation data from 81 datasets encompassing 8,000 samples across 51 different tissues to construct
a methylation score to predict chronological age131. The difference between the age predicted by
methylation at these 353 methylation sites and chronological age was found to predict premature
mortality in a 5-year follow-up of 4,658 elderly adults in four independent population studies132.

1.5.2 Gene set predictors

The use of transcriptomics in biomarker studies has largely been the realm of disease classification
and prognosis, rather than for predicting future disease111,114,117,133. In these studies, differential
expression analysis is used to identify gene sets with significant differences in expression between
two groups of interest, e.g. two groups with different disease sub-types114, individuals with benefi-
cial drug response contrasted to those who respond poorly117, or individuals with good prognostic
outcomes after cancer diagnosis contrasted to those with poor prognostic outcomes133. However,
the development of gene expression predictors have had only limited success117,133, as most pre-
dictive gene sets have been largely irreproducible134–136.
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1.5.3 Clinical translation and intervention strategies

Even once a novel replicable biomarker has been discovered many challenges remain in the process
of clinical translation. A translated biomarker should ideally be easy to interpret by clinicians, have
clear thresholds to stratify individuals into different risk levels, increase risk prediction above estab-
lished risk scores, have high sensitivity and specificity, be cost-effective to measure, and should be a
stable measurement137–141. Finally, it is important to understand the aberrant biological processes
reflected by biomarker levels so that an appropriate intervention strategy may be recommended or
actioned by a clinician after biomarker measurement.

The pathogenesis of non-communicable diseases are typically incremental and continuous, rarely a
spontaneous event that occurs prior to clinical diagnosis. Biomarkers that predict future disease
risk in apparently healthy individuals likely reflect early stages of disease pathogenesis or pres-
ence of sub-clinical disease. Thus, risk assessment through biomarker measurement presents an
opportunity for medical or lifestyle intervention to reduce or reverse disease pathogenesis in at-risk
individuals.

Perhaps one of the best examples is the widely known biomarker for cardiovascular disease risk;
Low Density Lipoprotein (LDL) cholesterol. Increased serum LDL cholesterol was conclusively
established as a biomarker for cardiovascular disease in 1966 by two independent prospective
studies142,143 after decades of evidence of an association between cholesterol, lipoproteins, and
cardiovascular disease144–148. The association between familial hypercholesteremia—a genetic dis-
order that causes diet-independent increased LDL-cholesterol—and increased risk of cardiovascular
disease was established in 1964149, suggesting a causal role for increased LDL cholesterol in car-
diovascular disease pathogenesis. Cholesterol lowering treatments were first proposed in the 1950s,
but it was not until the 1980s that effective and safe treatments were developed and approved144.
Subsequent randomised control trials have shown that medical intervention by lowering LDL choles-
terol reduces cardiovascular disease risk150. Today, LDL cholesterol is routinely used as a clinical
biomarker for cardiovascular disease risk102,151, and at-risk individuals are routinely prescribed
statins to lower their cholesterol levels—and their disease and mortality risks101,150.

Yet, unlike LDL cholesterol, the majority of biomarkers are unlikely to play a direct causal role
in disease pathogenesis152. Instead, they may simply be reacting to the pathogenic molecular
processes, marking their presence. For example, C-reactive protein (CRP) is another molecule
that has been explored as a biomarker for cardiovascular disease153,154. Evidence from Mendelian
Randomisation studies does not support a causal role for CRP in cardiovascular disease, suggesting
instead that it is elevating in response to disease pathogenesis92,155,156. CRP is an acute-phase
protein; its concentration changes dramatically in the presence of inflammation: the set of systemic
physiological and biochemical responses to exogenous insults such as infection, physical injury, and
chronic disease157,158. CRP is routinely measured by clinicians to assess the presence and severity
of inflammation159. Atherogenesis; the process of the formation of atherosclerotic lesions, is one of
many sources of inflammation that leads to increased CRP levels160. The main function of CRP in
inflammation is in pathogen recognition in innate immune response161. Importantly, development
of treatments to directly reduce CRP synthesis are unlikely to mitigate cardiovascular disease
pathogenesis and may have unintended side effects such as increased susceptibility to infections.
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The process of designing an effective intervention strategy for at-risk individuals is a multi-decade,
multi-study process to determine the causal factors underlying the biomarker-associated risk. Iden-
tification and characterisation of the biology associated with increased biomarker levels is a useful
first step which may provide insights into disease aetiology and pathogenesis, and may guide the
design of targeted experimental follow-up studies. The wealth of multi-omic data collected in
large population cohorts and prospective studies presents an opportunity to not only identify novel
biomarkers, but also to elucidate the molecular changes associated with increased biomarker levels.

1.6 The biomarker GlycA

In this thesis, I am particularly interested in the biomarker GlycA. Recent studies of population
biobanks with serum NMR profiling have found that elevated GlycA levels in otherwise healthy
adults predicted long-term risk of a diverse range of outcomes (Table 1.1), including both fatal and
non-fatal cardiovascular disease events120–125, type II diabetes129,130, hospitalisation and mortality
from chronic inflammatory-related causes125, non-alcoholic fatty liver disease162, cancer incidence
and mortality124,125,163, fatal events unrelated to cancer and cardiovascular disease124, and more
generally all-cause mortality121,124,125. Biomarker studies of prospective cohorts with pre-existing
cardiovascular disease have also found that elevated GlycA levels further predict long-term risk of
fatal cardiovascular disease events164 and more generally all-cause mortality165. Importantly, in all
these biomarker studies the increased risk of disease and mortality associated with elevated GlycA
was both stronger than, and independent of, the standard risk factors for each outcome (e.g. age,
sex, BMI, smoking status, diet, activity levels, and prevalent disease).

GlycA is an NMR signal located between 2.04–2.08 ppm on the serum NMR spectrum. It is a
non-specific compound signal, which measures the concentration of the mobile N -acetyl methyl
groups of the N -Acetylglucosamine (GlcNAc) residues residing on the antenarry branches of gly-
coproteins in circulation166,167. Glycoproteins are a class of protein characterised by the presence
of carbohydrate sugar groups of varying size and complexity (glycans) that are covalently linked
to the amino-acid derived protein structure. A key feature of this class of protein is that their
structure can be post-translationally modified through the process of glycosylation, an enzymatic
process that changes which glycans are attached at each site of covalent linkage (glycosylation
sites)9,168.

At its characterisation in 1987 the GlycA signal had been shown to arise from four glycoproteins
in vitro: Alpha-1-acid glycoprotein (AGP), Alpha-1-antitrypsin (A1AT), Haptoglobin (HP), and
Transferrin (TF)166, however, it was speculated that AGP composed the majority of the signal in
vivo45,166. In 2015 Otvos et al. performed a comprehensive analysis of all proteins from which
the GlycA signal could possibly arise, showing that the GlycA signal could also arise from Alpha
1-antichymotrypsin (AACT) in vitro, and that all five glycoproteins should make significant contri-
butions to the GlycA signal based on their typical concentrations and their number of glycosylation
sites167. The composition of the GlycA signal has not been studied in vivo.

All five glycoproteins are acute-phase reactants: their glycan structures change and their concen-
trations rise or fall as part of the acute-phase response of inflammation157,158,169,170. Importantly,
the time-scale, magnitude, and direction of concentration change differ for each protein171,172.
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Table 1.1: Chronological listing of studies of GlycA as a biomarker for long-term risk of future disease and premature mortality. Cohort abbreviations are as

follows: WHS: Women’s Health Study183, MESA: Multi-Ethnic Study of Atherosclerosis20, JUPITER: Justification for the Use of Statins in Primary Prevention: an

Intervention Trial Evaluating Rosuvastatin184, PREVEND: Prevention of REnal and Vascular ENd-stage Disease185, IHCS: Intermountain Heart Collaborative Study,

YFS: The cardiovascular risk in Young Finns Study186. Information on IHCS can be found at https://clinicaltrials.gov/ct2/show/NCT00406185. Information on

the CATHGEN study can be found at http://dmpi.duke.edu/cathgen.

Publication Cohort Study details Follow-up GlycA associated Risk

Fischer et al. 2014124
Estonian Biobank187 9,800 randomly recruited Estonian men and women 5 years

Mortality from cardiovascular disease
Mortality from cancer

FINRISK 199723 7,500 randomly recruited Finnish men and women 5 years
Mortality from other causes
All-cause mortality

Akinkuolie et al. 2014120 WHS183 27,500 Healthy caucasian women aged >45 years 17 years Fatal and non-fatal cardiovascular disease

Akinkuolie et al. 2014122 JUPITER184 12,200 individuals with high CRP but no heart disease 5 years Fatal and non-fatal cardiovascular disease

Duprez et al. 2015123 MESA20 6,500 Men and women of mutliple ethnicities aged >45 years 10 years Non-fatal cardiovascular disease

Lawler et al. 2015121
WHS183 27,500 Healthy caucasian women aged >45 years 17 years Fatal cardiovascular disease

JUPITER184 12,200 individuals with high CRP but no heart disease 5 years All-cause mortality

Akinkuolie et al. 2015129 WHS183 27,500 Healthy caucasian women aged >45 years 17 years Type II diabetes

Connelly et al. 2016130 PREVEND185 4,500 healthy dutch men and women 7 years Type II diabetes

Muhlestein et al. 2016164 IHCS 2,800 Men and women with pre-existing coronary artery disease 7 years Cardiac death

Duprez et al. 2016125 MESA20 6,500 Men and women of mutliple ethnicities aged >45 years 12 years

Fatal and non-fatal cardiovascular disease
Chronic inflammatory related hospitalisation and death
Fatal and non-fatal cancers
All-cause mortality

Kaikkonen et al. 2016162 YFS186
3,596 men and women randomly recruited from the Finnish 4 years

Non-alcholic fatty liver
population during childhood 10 years

Doran et al. 2016165 CATHGEN 8,400 men and women with pre-existing coronary artery disease 7 years All-cause mortality

Chandler et al. 2016163
WHS183 27,500 Healthy caucasian women aged >45 years 19 years

Fatal and non-fatal colorectal cancer
MESA20 6,800 Men and women of mutliple ethnicities aged >45 years 11 years
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Thus, different concentrations of each glycoprotein may sum to the same GlycA concentration.
Their individual concentrations and differences in glycan structures cannot be determined through
NMR spectroscopy.

GlycA itself has been known to exhibit acute-phase reactant characteristics—elevating in patient
samples with acute inflammation—since its characterisation in 1987166. GlycA has also been
shown to elevate in patients with conditions linked to chronic inflammation, including rheumatoid
arthritis166,173,174, psoriasis175, systemic lupus erythematosus176, hypertension167, obesity62,167,177,
and metabolic disorders62,167,177,178. In patients with chronic inflammatory conditions, differences
in GlycA elevation have been shown to predict long-term risk of future cardiovascular disease events
and mortality risk174,175,179.

The presence of inflammation is routinely assessed by clinicians to monitor patients, diagnose
disease severity, and assess future disease risk. Clinical assessment of inflammation is performed
through the quantification of circulating CRP, an acute-phase reactant for which highly sensitive
immunoassays are widely available159. However, the physiological and biochemical changes that
characterise the acute-phase response are not uniform across inflammatory conditions158. CRP
elevates by different magnitudes with different inflammatory conditions180, and in some disorders
can be limited by false negatives. For example, CRP levels do not significantly elevate in 25–33% of
patients with Chron’s disease, a chronic inflammatory bowel disorder181,182. As a single acute-phase
reactant, CRP may not capture all components of the acute-phase response to inflammation. In
contrast, GlycA is likely a more comprehensive sensor of inflammation as it is composed of multiple
acute-phase glycoproteins, which may heterogeneously respond to inflammation. Importantly,
GlycA has shown stronger and independent associations with future disease and mortality risk
when compared to CRP in nearly all biomarker studies120–125,129,130,162–165, however, there is
some evidence that CRP is a better predictor of long-term (>10 years) mortality risk120,121.

Importantly, the aetiology of elevated GlycA in healthy adults with no apparent inflammation is
yet unknown, and the associated biological processes are yet to be identified.

1.7 Network approaches to understanding disease

Although association studies have provided an enormous wealth of information on the molecular
changes associated with disease, risk factors, and biomarkers, the individual associations have
been difficult to interpret in the context of established biological literature. The vast majority
of cellular processes involve complex systems of interacting proteins, lipids, enzymes, and other
small molecules. These can be conceptually partitioned into pathways: networks that describe
sequences of biochemical reactions and/or interactions between molecules, organised by biological
function. Examples include metabolism of complex carbohydrates derived from food, and signalling
pathways that recruit immune cells in response to infection8. Pathways interact with each other,
forming a global network of biochemical interactions that describe all cellular processes in both
health and disease188,189. The pathogenesis of complex disease arises from subtle perturbations to
many different components of the overall interactome through long-term exposure to the myriad
genetic, lifestyle, and environmental risk factors of the disease75,190–192. Differences in biomarker
concentrations between healthy individuals either represent causal components of the pathogenic
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pathways (e.g. increased LDL cholesterol), or a biochemical response to the multitude changes in
the pathogenic and reactive pathways (e.g. elevated CRP levels). Biomarkers for disease may be
causal components of the pathogenic pathways (e.g. increased LDL cholesterol), or more likely a
biochemical response to the subtle perturbations in the pathogenic pathways (e.g. elevated CRP
levels).

Extensive curation efforts have seen the creation of databases containing networks of experimen-
tally verified molecules and interactions in both humans and model organisms193. The earliest of
these was the metabolic pathway chart, which describes the sequences of biochemical reactions in-
volved in metabolism. It was first developed as a teaching aid by Donald Nicholson in the 1950s194,
and is now shown in its complete form in nearly all molecular biology classrooms and textbooks.
Today, large curated databases containing many different types of interactions with varying levels
of experimental support are publicly available. One of the most widely used databases has been the
KEGG (Kyoto Encyclopedia of Genes and Genomes) pathway database, which contains curated
descriptions of known biochemical pathways, including their metabolites, enzymes, cofactors, pro-
teins and corresponding genes, drug interactions, and disease perturbations195–197. The GO (Gene
Ontology) database contains three ontologies of hierarchically organised biological process, molec-
ular function, and cellular location annotation terms for gene products198–200. The PANTHER
(Protein ANalysis THrough Evolutionary Relationships Classification System) pathways database
contains pathway information and linked GO term information for proteins and molecules involved
in inter-cellular signalling201–203. The STRING (Search Tool for the Retrieval of Interacting Genes)
database contains a network of known and predicted protein–protein interactions204,205. The Re-
actome pathway database contains a comprehensive description of all known human biochemical
reactions and interactions, including pathways and their crosstalk (the interactions between path-
ways)188,189.

Databases containing network maps have provided a useful starting point for disease-associations
in the context of established biological literature. They have also enabled functional association
studies, which test for disease associations with gross changes over pathways or functional cate-
gories78,206–209. However, these approaches are intrinsically limited as network maps of the human
system remain incomplete193, and the partitioning of interactions into pathways means that per-
turbations to pathway crosstalk may be missed210. Further, knowledge databases typically contain
information for biochemical interactions across many tissues and diseases presenting an additional
challenge for contextualisation of disease-associations.

Analyses of networks inferred from omic data have emerged alongside association studies as a
paradigm for gaining insights into the molecular basis of disease74,192,193,211–215. Omic-network
studies seek to identify the disease-relevant network perturbations by inferring the tissue- and
disease-specific network structure from omic data then performing statistical analysis of the network
topology to identify disease-associated components. These de novo disease-associated pathways can
then be characterised using knowledge-based network maps. In animal models and humans, omic-
network analyses have been used to infer metabolite reaction systems216; identify gene regulatory
networks associated with obesity217–219 and type I diabetes220; and identify functionally related
gene modules involved in immune response221–225, that respond to lipid levels222,223, are associated
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with obesity225,226, glycaemic health227, metabolic syndrome228, and Alzheimer’s229,230, have a
causal role in metabolic syndrome218,224,225, and predict onset of type II diabetes227.

1.7.1 Network fundamentals

Networks are a useful mathematical model for studying complex systems. The study of networks
goes back as far as 1796, and problems involving networks are some of the oldest and most ex-
tensively explored in the field of Computer Science231,232. Today, networks are studied across a
number of disparate fields, including biology, computer science, physics, mathematics, and the so-
cial sciences233. Examples of widely studied networks include metabolic pathways, the world-wide
web (links between webpages), the internet (the physical connections between computers), and
social networks233.

In a network model, each component of a system is represented by a node and the relationships
between components are represented by edges between nodes233. For example, a simple biochemical
reaction would consist of two nodes, the substrate and the product, connected by a directed
edge indicating the transformation by the biochemical reaction (i.e. substrate → product). Here,
the directionality of the edge encodes the causality in the system: an increase in the substrate
leads to a direct increase in the subsequent product of the biochemical reaction. Conversely, an
edge may be directionless indicating either insufficient information to determine causality (e.g.
correlation between metabolite levels) or a relationship where causality is not meaningful (e.g. two
proteins which bind together). In weighted networks, edges are numerically annotated to provide
additional quantitative information about a relationship between nodes233. For example, edges in
a gene coexpression network are typically annotated with the correlation coefficient between the
expression levels of each pair of genes234,235.

A common mathematical and computational representation of a network is an adjacency matrix : a
square matrix where the rows and columns denote nodes in the network and matrix entries denote
the edge weights or the presence/absence of an edge between nodes at the respective matrix row
and column. Common visual representations include pathway diagrams, ball and stick charts
depicting the nodes and edges, or heatmaps depicting the edge weights in the adjacency matrix.

1.7.2 Topology of molecular networks

The topology of a network refers its structural properties: the ways in which its nodes are inter-
connected233. The development of high-throughput technologies and advances in network theory
lead to a wave of intensive study in the early 2000s on the large-scale organisation of molecular
interaction networks236.

One of the most widely examined topological properties is node degree. Degree is a measure of
node centrality, indicating the number of nodes in the network each node is connected to with
an edge233. For directed networks this can be split into in-degree, indicating how many nodes
have direct causal effects on each node, and out-degree, indicating how many nodes each node
has a direct causal effect on. Generalised to weighted networks, the weighted degree sums the
magnitude of the edge weights providing a metric for how strongly connected each node is in the
network237. The weighted degree is typically referred to as connectivity in the gene coexpression
network literature234.
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In 1999 Barabási and Albert published a study finding that many real world networks exhibited
a scale-free degree distribution238. In scale-free networks the distribution of node degree across
the entire network follows an inverse power law, where a few central hub nodes are highly or
strongly connected to the rest of the network, while most nodes are only weakly connected to few
others238,239. Subsequent studies found that metabolic reaction networks in many species from
all domains of life appeared to be scale-free240,241, as were protein–protein interaction networks
and gene coexpression networks in yeast242–245. This has lead to suggestions that a scale-free
degree distribution may be a universal feature of biological networks236. However, this suggestion
has been met with criticism as there is strong evidence that different degree distributions with
similar properties provide a better explanation for many networks246–249. Regardless of the precise
mathematical distribution, the important feature is that the majority of molecules appear to
interact with few others while a small proportion play a central role in many different pathways
and biological processes.

Studies of omic network topology have also found a strong association between node centrality and
biological essentiality. Analysis of yeast protein–protein interaction networks found that highly
connected proteins were more likely to be necessary for survival and viability242, and that their gene
sequence was more likely to be conserved in humans and other model organisms245. Similarly, the
most highly connected metabolic substrates were found to be the most highly connected across 43
species from all domains of life suggesting fundamental cellular importance of those metabolites240.

Modularity has also been found to be a fundamental property of molecular networks. A high
clustering coefficient was observed along with a scale-free degree distribution in metabolic reac-
tion networks and gene coexpression networks245,250. In the context of scale-free networks, this
suggests a hierarchical system of modularity in which small tightly connected clusters of nodes
are interconnected via highly central hub nodes to form larger more moderately connected mod-
ules within the overall network. Comparison of protein–protein interaction networks and gene
coexpression networks across multiple tissues have further found that the highly central network
hubs were more likely to be universally expressed across multiple tissues but connected to different
modules in each tissue251,252. A consequence of hierarchical scale-free networks is that member-
ship of molecules to biological modules may be fuzzy as some molecules can play a role in multiple
biological processes236,252.

1.7.3 Network inference

Many statistical approaches and computational tools have been developed for inferring molecular
networks from omic data. Broadly speaking, network inference tools can be classified into two
categories: those which seek to infer the precise interaction and reaction networks underlying
disease (e.g. gene regulatory networks), and those which seek to identify and characterise tightly
connected and functionally related network modules associated with disease (e.g. gene coexpression
network modules).

Inferring the precise and causal interactions between molecules based on observational omic data
is extremely challenging. Statistical dependencies in the data mean that strong statistical re-
lationships between molecular abundances may be present due to indirect relationships through
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interactions with other molecules, common genetic variability, or shared environmental or lifestyle
exposures253,254. Development of algorithms to untangle these statistical dependencies has been
the subject of several DREAM (Dialogue for Reverse Engineering Assessments and Methods) chal-
lenges whose goals were to develop new algorithms for inferring known and simulated molecular
interaction networks from omic data255–258.

Statistical approaches for inferring exact interaction networks include ordinary differential equa-
tions, Bayesian network models, partial correlation, and causal inference approaches based on the
principles of Mendelian Randomisation211. The widespread availability of gene expression data has
meant most of these methods and their applications have focused on inference of gene regulatory
networks. However, their application to human omic data in the study of disease has been limited.
The high-degree of confidence required to successfully predict a causal interaction limits the num-
ber of edges that can be reliably inferred without experimental perturbation data (e.g. systematic
gene knockout). Further, these methods typically do not scale to system-wide networks and typ-
ically cannot reliably infer relationships in the presence of loops in the network (e.g. feedback
loops). Applications in the study of disease typically involve reconstruction of small regulatory
networks that can be reliably inferred based on strong disease-associated genetic perturbations
(e.g. disease-associated cis-eQTLs)217–220.

The most widely used methods for network inference measure simple statistical dependency be-
tween omic measurements, for example linear association, correlation coefficient, or mutual infor-
mation259. These capture both direct and indirect relationships between nodes, without any infor-
mation about causality. Gene coexpression networks have been the most widely studied212,214,215.
Edges in gene coexpression networks encode the correlation between the mRNA abundances of
each pair of genes in the transcriptome259. Importantly, proteins of genes that are highly coex-
pressed tend to be involved in the same cellular processes260. Thus, gene coexpression network
studies seek to identify and characterise clusters of tightly coexpressed genes (modules) to identify
aberrant cellular processes associated with disease218,222–230. Many different methods for coexpres-
sion network analysis have been developed, but the most widely used has been WGCNA (weighted
gene coexpression network analysis); a method designed to identify hierarchically nested modules
within weighted scale-free gene coexpression networks234,235. Causal inference methods have also
been integrated into gene coexpression network analyses to determine causal relationships between
module genes and disease risk factors222,224,225.

1.7.4 Implicit networks

In addition to explicit network reconstruction there are many statistical approaches that make
implicit use of the network structure in omic data without performing network inference. Mul-
tivariate regression is used to measure the statistical association between one or more variables
and a group of outcomes253. Multivariate regression models make implicit use of the correlation
structure between the groups of related outcomes to gain statistical power to detect associations.
For example, multivariate regression has shown increased power to detect genetic variants that
affect multiple highly correlated blood lipids and metabolites261. Principal Components Analysis
(PCA) is often used to reveal or summarise the underlying correlation structure in omic data. For
example, application of PCA to genome-wide genotype data reveals network structure in the data
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arising from population stratification262,263 and is used to summarise the coordinated expression
of gene coexpression modules for association testing235,264.

Statistical models that leverage correlation structure between omic measurements to select the
most relevant variables to an outcome are useful for developing predictors for disease253. For ex-
ample, lasso regression is a widely used statistical method for selecting the smallest set of variables
and their contributions that best predict an outcome253,265. It has been used to build genomic
predictors: linear combinations of a subset of genetic variants from genome-wide genotype data
that best predict future disease risk6,266. These models can lead to better disease predictors than
risk scores based on established risk factors or strong biological associations alone. This is be-
cause they maximise the fit between the outcome of interest and all input model variables, most
of which will have only small effects on disease that would not be statistically significant in an
omic-wide association study6. Cross-validation is therefore necessary to reduce overfitting to the
model training data253. The predictive power of these risk scores must also be validated in at least
one independent study before it can be considered for clinical translation253.

1.8 Network module reproducibility

Regardless of network inference approach, typically omic-network studies are interested in disease-
associated modules: groups of nodes and edges within a network that are associated with dis-
ease212,215. A critical question then is whether the identified disease modules are reproducible in an
independent dataset. Unlike association studies, answering this question is not as straightforward
as testing the same association in an independent dataset. Development of statistical methodol-
ogy for assessing network replication has received remarkably little attention in comparison to the
concentrated efforts made to develop statistical and computational methods for network inference.
Several approaches have been employed by omic-network studies to tackle the question of mod-
ule reproducibility, including experimental validation of edges in animal models217,218,224, cross-
tabulation of nodes after network inference and clustering in an independent dataset224,225,267–270,
and assessment of topological preservation in an independent dataset13,22,222,271–278.

Experimental validation of edges has obvious limitations in time, cost, and scalability, and for
human disease modules relies on an assumption that the network module is preserved in the animal
model used for experimental validation. Cross-tabulation approaches calculate whether there is a
visually significant or statistically significant overlap in clusters between two datasets224,225,267–270.
Although attractive in its simplicity, there are several limitations to this approach. First, the
reliance on cluster detection in a second dataset poses challenges when there is no clear one-to-one
mapping between the two sets of cluster definitions; for example, where the module of interest
is detected as several smaller modules in the second dataset277. Second, the assumptions of the
statistical tests (e.g. Fisher’s exact test) are usually inappropriate leading to biased results for
large modules; i.e. significant P-values where there is only a small percentage of shared node
content. Most importantly, cross-tabulation does not assess the reproducibility of the relationships
between nodes in the module of interest; i.e. its network topology. Ultimately assessment of
module reproducibility requires quantification of topological reproducibility to determine whether
the biologically relevant properties of the module are reproducible.
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Several studies have examined the preservation of topological features of interest, such as similarity
of coexpression273, whether genes remain highly correlated with coordinated module expression22,
or whether the majority of edges remain significant in the test dataset222,278. The most comprehen-
sive approach for assessing topological preservation is a method developed in 2011 by Langfelder et
al. in which a suite of seven module preservation statistics are calculated277. These statistics were
designed to assess the preservation of gene coexpression network modules identified through the
widely used WGCNA234,235 method. Each statistic quantifies the preservation of a different topo-
logical aspect of a network module in a second dataset. Broadly speaking, they measure whether
the module remains densely connected in a second test dataset, whether the gene expression re-
mains coherent, and whether the coexpression, network edge weights, and connectivity patterns
are similar when comparing the module across the two datasets277.

Determination of whether the topological preservation is significantly higher than expected by
chance should ideally be performed through permutation testing; i.e. comparing the module of
interest to random components of the overall inferred network in the independent dataset. How-
ever, the computational time required to calculate topological properties of network modules and
randomly sampled network components is non-trivial277, which combined with the large number
of permutations required to confidently estimate P-values in a permutation test procedure279 have
made full permutation testing of topological preservation infeasible277.

To address this, the approach developed by Langfelder et al. use Z-scores to assess significance
of topological preservation, assuming each statistic follows a normal distribution under the null
hypothesis of non-preservation. This requires only a few hundred permutations to estimate the
mean and variance of each statistic, rather than the tens of thousands required for a full permu-
tation test277. However, Langfelder et al. found that Z-scores were typically large, and P-values
astronomically small, leading to many false positives in simulation. Consequently, heuristic thresh-
olds for assessing significance of topological preservation were formulated. Others have adopted
arbitrary thresholds on topological similarity to avoid permutation testing altogether in large stud-
ies of module preservation22. Importantly, heuristics cannot be adjusted, posing a challenge for
assessing topological preservation where multiple testing correction is required. This is becoming
increasingly important as studies are increasingly examining the preservation of multiple modules
across multiple tissues, conditions, or species13,22,270,275,280.

There is currently a lack of an appropriate tool for robust statistical assessment of module preser-
vation.

1.9 Research Objectives

Epidemiological studies of high-throughput omic data in prospective and population-based cohorts
have identified many new biomarkers predictive of future disease risk and premature mortality
in apparently healthy adults. The ultimate goal of such studies is to translate this new-found
knowledge to the clinic: to use biomarkers to identify at-risk individuals in order to intervene
and reduce their risk of disease and mortality. Design of an appropriate intervention strategy
after biomarker identification is typically a multi-decade, multi-study process. A fundamental step
in this process is to identify and characterise the aberrant biological pathways that biomarkers
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participate in or reflect. Methods for inferring interaction networks from omic data to identify
disease-associated modules presents a useful strategy that can potentially be applied to the study
of biomarkers. However, fundamental challenges remain in ensuring that any biomarker-associated
omic-network modules are reproducible.

The broad objective of this thesis is to explore the use of network-based approaches for identifying
and characterising biological processes associated with biomarkers using population-scale multi-
omics data. This requires development of methodology and software capable of robust statistical
assessment of network module reproducibility. Once developed, this thesis aims to explore the biol-
ogy of GlycA, a biomarker predictive of long-term risk of diverse diseases and premature mortality.
Although the role of GlycA in the acute-phase response of inflammation has been extensively char-
acterised, the aetiology of elevated GlycA in healthy adults are yet to be determined. Identification
and characterisation of the biological processes associated with increased GlycA levels in healthy
adults is a necessary first step in understanding the pathogenesis of the associated long-term disease
and mortality risks, and one day designing intervention strategies for at-risk individuals.

The specific objectives of this thesis are:

i) To develop a statistically robust method and efficient software for quantifying network module
preservation between datasets.

ii) To identify and characterise the biological processes associated with elevated GlycA levels in
otherwise apparently healthy adults.

iii) To fine-map the GlycA biomarker by examining the disease incidence and mortality risks
associated with each of its glycoproteins.
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Chapter 2

A Scalable Permutation Approach Reveals

Replication and Preservation Patterns of Network

Modules in Large Datasets

2.1 Introduction

The broad research objective of this chapter was to develop a statistically robust method and
efficient software for quantifying network module preservation between datasets.

Analysis of networks inferred from omic data to identify tightly connected modules is a popular
strategy for identifying coordinated molecular differences between healthy individuals and those
with disease212,214,215. Weighted gene coexpression network analysis (WGCNA) is a widely used
approach for identifying modules of functionally related genes whose coordinated expression is
associated with disease234,235. This represents a potentially useful strategy for identifying cellular
processes associated with elevated GlycA in healthy adults.

However, challenges remain for assessing the reproducibility of any GlycA-associated network mod-
ules. Current best practice involves assessment of the preservation of biologically relevant network
topology in an independent dataset using a suite of statistics developed by Langfelder et al.277,
which are available through the WGCNA R package281. However, this software package uses heuris-
tics to assess whether the preservation of module topology is higher than expected by chance.
Z-scores are calculated for each statistic after computation of 200 permutations used to estimate
the mean and standard deviation of each module preservation statistic under the null hypothesis
of non-preservation. Significant evidence of preservation is taken to be an average Z-score > 10,
which equates to a significance threshold of P < 8× 10−24. This heuristic threshold was adopted
due to astronomically small P-values observed when simulating preserved modules and inflated
false-discovery rate when simulating non-preserved modules. Yet, heuristics cannot be adjusted
for multiple testing, which is necessary when testing multiple modules across the transcriptome
for preservation. Accurately calibrated P-values are required in order to appropriately adjusted
for type I (false positive) and type II (false negative) error rates. Accurately calibrated P-values
can be obtained through full permutation testing but require at least N permutations to estimate
significance at a threshold of 1/N 279. Computation of many thousands of permutations are typi-
cally required to accurately estimate p-values, which was found to be computationally intractable
with the WGCNA software motivating the adoption of the Z-score heuristic threshold281. There
is currently a lack of an appropriate tool for robust statistical assessment of module preservation.
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2.1. INTRODUCTION Chapter 2

The specific research objectives of this chapter were:

1. To test the hypothesis of normality of module preservation statistics under the null hypothesis
of non-preservation.

2. To develop a computationally efficient tool to enable full permutation testing of module
preservation.

Both aims have been addressed in an article published in Cell Systems282, which is enclosed in
Section 2.2. To address these aims we developed a tool, NetRep, capable of rapid permutation
of network module topology. NetRep is a publicly available R package that can be downloaded
from CRAN (the Comprehensive R Archive Network) through the standard package installation
procedure, or alternatively it can be downloaded and installed from our public GitHub repository
at https://github.com/InouyeLab/NetRep. Documentation for the package is provided along
with the package download and is additionally supplied in Appendix A on page 183.

To address the first aim we inferred gene coexpression networks in a publicly available dataset
containing gene expression microarray data from mouse adipose, brain, liver, and muscle tissues283.
We used NetRep to test the topological preservation of each of the 165 identified gene coexpression
modules using each tissue as a test dataset for a total of 495 separate tests for each of the seven
module preservation statistics. We show null distributions generated from 100,000 permutations
are different for each module, statistic, and test tissue, but are typically non-normal providing an
explanation for the extremely low P-values that motivated the usage of heuristic thresholds by
Langfelder et al.277. Consistent with theoretical expectations279 we show that full permutation
testing with NetRep returns accurately calibrated P-values and that multiple testing correction
appropriately controls for type I and type II error rates in simulation studies.

In addition to addressing these aims we also explore the broader applicability of Langfelder et
al.’s suite of module preservation statistics to different types of networks and omic data277. We
constructed gut microbial species co-occurrence networks from publicly available 16S rRNA gene
microbiome data53 and test preservation of gut microbial communities between healthy men and
women. Importantly, these networks and data have different characteristics to gene expression data
and gene coexpression networks in their size, structure, and sparsity. The OTU data is sparse;
most species are present in only a handful of samples. The constructed co-occurrence networks
were also sparse; containing only edges where species were significantly more (or less) likely to
present together than expected by chance284. We show that NetRep can be successfully applied
in this setting, and provide extensive details and recommendations in the supplemental text on
the generalisation of the module preservation statistics to sparse data and sparse networks. These
recommendations are also relevant for gene coexpression network inference methods that include
edges only where the coexpression is statistically significant270.
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SUMMARY

Network modules—topologically distinct groups of
edges and nodes—that are preserved across data-
sets can reveal common features of organisms, tis-
sues, cell types, and molecules. Many statistics to
identify such modules have been developed, but
testing their significance requires heuristics. Here,
we demonstrate that current methods for assessing
module preservation are systematically biased and
produce skewed p values. We introduce NetRep,
a rapid and computationally efficient method that
uses a permutation approach to score module pres-
ervation without assuming data are normally distrib-
uted. NetRep produces unbiased p values and can
distinguish between true and false positives during
multiple hypothesis testing. We use NetRep to quan-
tify preservation of gene coexpression modules
across murine brain, liver, adipose, and muscle tis-
sues. Complex patterns of multi-tissue preservation
were revealed, including a liver-derived house-
keeping module that displayed adipose- and mus-
cle-specific association with body weight. Finally,
we demonstrate the broader applicability of NetRep
by quantifying preservation of bacterial networks in
gut microbiota between men and women.

INTRODUCTION

Modern high-throughput technologies generate a large amount

of genomic, transcriptomic, metabolomic, and proteomic data.

Rather than consider each measurement in isolation, network

inference techniques integrate these -omic data to identify

meaningful biological relationships between components. In

general, these approaches represent each measured variable

as a node and the relationships between variables as edges

that connect nodes; in aggregate, the connected edges and no-

des comprise the network. Statistical analysis of these networks

can identify and characterize gene modules, gene regulatory

networks, protein-protein interactions, microbial networks and

predict diverse molecular interactions (Abraham et al., 2014;

Barabási et al., 2011; Dagan, 2011; Faust and Raes, 2012; Lusis

and Weiss, 2010; Schadt, 2009).

Typically, a research project investigates one or more sub-

graphs of these inferred networks, for example, a group of genes

associated with disease pathogenesis. These are commonly

referred to as network ‘‘modules’’ (Gustafsson et al., 2014; Roti-

val and Petretto, 2014). The next step for many studies is to

assess whether a network module(s) is wholly or partially pre-

served in an independent dataset(s); preservation is taken as

an indication that the module is biologically relevant. Module

preservation analysis can be used to quantify the replication of

modules (Emilsson et al., 2008; Fuller et al., 2007; Hawrylycz

et al., 2012; Miller et al., 2010; Ritchie et al., 2015; Xia et al.,

2006), to determine their changes across conditions (Fuller

et al., 2007; Keller et al., 2008; van Nas et al., 2009), to examine

their tissue specificity (Cai et al., 2010; Keller et al., 2008), and

to identify modules conserved across different species (Boyle

et al., 2014; Gerstein et al., 2014; Stuart et al., 2003).

Module preservation analyses are both timely and increasingly

common, given recent concerns about the reproducibility and

generality of research findings (Collins and Tabak, 2014). How-

ever, rigorous statistical methodology for assessing module

preservation has received little attention. Module preservation

is typically assessed via visual inspection and/or tabulation of

module composition after application of the same network infer-

ence and module detection algorithms in the second (i.e., test)

dataset (Boyle et al., 2014; Gerstein et al., 2014; Keller et al.,

2008; Miller et al., 2010; van Nas et al., 2009; Xia et al., 2006).

A major limitation to these approaches is that they cannot sys-

tematically capture information about the network topology,

i.e., the relationships between nodes in the module of interest.

These relationships encode important biological information.

For example, node degree (how many other nodes any given

node is connected to) is a common metric analyzed in network

studies, as it can indicate relative importance to the network.

Genes that are highly connected are often essential to an organ-

ism’s survival (Carlson et al., 2006; Jeong et al., 2001), andwithin

a module, node degree can be used as a measure of relative
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biological importance (Horvath and Dong, 2008; Langfelder

et al., 2013).

To address this problem, Langfelder et al. developed a suite

of statistics for quantifying the preservation of a module’s topol-

ogy in an independent dataset where the same module or a

subset of nodes has been measured (Langfelder et al., 2011).

Their module preservation statistics were primarily designed

for networks inferred through weighted gene coexpression

network analysis (WGCNA) (Zhang and Horvath, 2005). These

are weighted, complete networks, which are defined through a

power transform on the correlation structure calculated be-

tween all pairs of genes. Each gene is connected to every other

gene with an edge weight between 0 and 1 denoting connection

strength. Modules can either be defined as genes belonging to a

pathway of interest or discovered de novo through clustering of

the network (Zhang and Horvath, 2005). Seven module preser-

vation statistics are used to quantify module preservation. For

convenience, their definitions are given in the Experimental Pro-

cedures and their biological interpretation in the Supplemental

Experimental Procedures. Broadly speaking, they measure

whether the density and connectivity of a module are preserved

in a second test dataset. The density statistics assess whether

nodes composing a module remain strongly connected in the

test dataset and whether measurements in each sample are

similar across the module’s nodes. The connectivity statistics

assess whether the pattern of node-node relationships are

similar between the discovery and test datasets (Langfelder

et al., 2011). This approach uses Z scores to determine whether

any test statistic is significant. The null hypothesis is that the

module of interest is not preserved, and thus the value of

each statistic should not be higher than expected by chance,

assuming each statistic follows a normal distribution. However,

Langfelder et al. found that Z scores were typically abnormally

large, leading to many false positives in simulation. Conse-

quently, heuristic tests for significance were formulated (Lang-

felder et al., 2011).

The number of modules and datasets undergoing module

preservation analyses is increasing as large multi-omic datasets

with dozens of tissues, cell lines, conditions, and corresponding

metadata become common and openly available. In particular,

studies are now performing unbiased discovery of preserved

gene coexpression modules (Cai et al., 2010; Melé et al., 2015)

and identifying tissue-specific andmulti-tissuemodules (Pierson

et al., 2015; GTExConsortium, 2015).Multiple testing becomes a

problem for studies assessing preservation of many modules

across many datasets; false positives may be detected due to

the large number of statistical tests. Typically this is addressed

through multiple testing adjustment of p values or thresholds

for significance. It is therefore crucial that preservation p values

are unbiased and accurately calibrated in order to control type I

(false positive) and type II (false negative) errors (Bender and

Lange, 2001). Heuristic tests cannot be adjusted for multiple

testing, and thus such studies are susceptible to increased

type I and II error rates.

Robust and unbiased p values should be determined in the

absence of distributional assumptions by permutation testing.

When this principle is applied to module preservation analyses,

the module preservation statistics are calculated when shuffling

node identifiers in the test dataset to determine their distribu-

tions under the null hypothesis. The true value of each statistic

is then compared to the empirical null distribution to obtain

a permutation test p value. However, at least w permuta-

tions are required to estimate significance at a threshold of

1/w (Phipson and Smyth, 2010). The analysis of large data-

sets, together with the concomitant multiple testing correction

burden, necessitates increasingly stringent significance thresh-

olds, making permutation-based significance testing computa-

tionally challenging.

Here, we address this challenge by developing a rapid and

efficient approach for assessing module preservation, available

as an R package, NetRep. We use NetRep to create and assess

the empirical null distributions of Langfelder et al.’s suite of mod-

ule preservation statistics when inferring weighted gene coex-

pression networks in a publicly available resource of mouse

adipose, brain, liver, and muscle tissue expression (Yang et al.,

2006). We show the majority of these statistics have non-normal

distributions and are thus in need of a permutation approach.

Next, we demonstrate NetRep’s scalability to large-scale mod-

ule preservation analysis by performing permutation tests to

quantify cross-tissue gene coexpression module preservation.

We identify and characterize multi-tissue modules associated

with mouse body weight. Consequently, we uncover a body

weight-associated module with differential adipose and muscle

tissue expression. Finally, we explore the broader applicability

of Langfelder et al.’s suite of module preservation statistics by

using NetRep to quantify the preservation of gut microbial com-

munity networks between men and women from publicly avail-

able 16S rRNA gene sequence data (HumanMicrobiome Project

Consortium, 2012).

RESULTS

Rapid Module Preservation Analysis
We have developed a time- and memory-efficient method for

massively parallel calculation of module preservation statistics.

The software is available as an R package, NetRep, which can

be downloaded from https://github.com/InouyeLab/NetRep.

Implementation details are provided in the Supplemental Exper-

imental Procedures.

To examine the null distributions of the module preservation

statistics in an empirical setting, we applied NetRep to publicly

available gene expression data for brain, adipose, liver, and

muscle tissues from a BxH mouse cross (Yang et al., 2006).

From 334 total mice, there were 249 brain, 295 adipose, 306

liver, and 319 muscle tissue samples available for analysis

(Experimental Procedures). Figure 1 illustrates the workflow of

network construction, module detection, and module preserva-

tion analysis. We inferred weighted gene coexpression networks

(Experimental Procedures; Zhang and Horvath, 2005) for each

tissue, identifying 38, 66, 29, and 32 distinct coexpression mod-

ules in the brain, liver, adipose, and muscle tissues, respectively

(Figure S1). For a module, we refer to the tissue it was initially

identified in as its ‘‘discovery’’ tissue, and other tissues where

its preservation is being tested as ‘‘non-discovery’’ tissues.

A runtime comparison of NetRep versus WGCNA’s

modulePreservation function for calculating permutations for

these modules is provided in the Supplemental Experimental

Procedures (see also Figure S2). Briefly, NetRep was, on
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average, 11 times faster than WGCNA and used less memory

when run in parallel. The runtime of NetRep depended on multi-

ple factors, as follows: the number of dataset comparisons,

number of permutations for each comparison, sample size,

and the sum of the squared sizes of modules included in the

analysis. Pairwise comparison of the 165 modules across 4

mouse tissues with 100,000 permutations took approximately

8 days when NetRep was parallelized over 40 cores.

Null Distributions of Module Preservation Statistics
We investigated the normality of the seven module preservation

statistics by comparing permutation-based null distribution

quantiles to theoretical normal distribution quantiles (Figure S3).

For each discovered module, module preservation statistics

were calculated on 100,000 random gene sets of identical size

in each non-discovery tissue (Experimental Procedures). Across

all 38 brain modules, 66 liver modules, 29 adipose modules, and

32 muscle modules, 495 null distributions were generated for

each module preservation statistic. We observed strong non-

normality of null distributions generated for the average edge

weight, density of correlation structure, and concordance of cor-

relation structure statistics (Figure S3). Moderate non-normality

was also observed in null distributions for the other four statis-

tics. We also observed increasing non-normality with decreasing

module size, particularly for modules of <100 probes (Figure S3).

This shows that the assumption of normality required for Z score

statistics is often violated.

Todetermine theconsequences of non-normality,wematched

Z score p values and permutation p values calculated for

each module and preservation test statistic. Substantial inflation

of the Z scores and corresponding deflation of p values was

observed for average edge weight, density of correlation struc-

ture, and concordance of correlation structure (Figure 2). Moder-

ate inflation was also observed for module coherence and

average node contribution (Figure 2). These results are consis-

tent with the extremely low p values that motivated heuristic sig-

nificance thresholds (Langfelder et al., 2011), indicating that a

non-parametric approach is necessary to produce unbiased

p values.

We further investigated the test statistic with themost extreme

deviation from normality, the average edgeweight statistic. Edge

weights in interaction networks inferred with WGCNA are calcu-

lated through a power transform on the absolute correlation

coefficient. This power transform acts as a soft-threshold: it

penalizes weak correlation coefficients toward zero. The soft-

threshold power is chosen under the assumption that the result-

ing network should be scale free (Experimental Procedures;

Zhang and Horvath, 2005). Under this assumption, the distribu-

tion of the weighted degree of the network follows an inverse

power law where a few hub genes are strongly connected in

the network, while most genes are only weakly connected (Bar-

abási and Albert, 1999; Stumpf and Porter, 2012). To test the

impact of the scale-free assumption on the null distribution

normality, we calculated the average edge weight statistic on

10,000 permutations in the muscle tissue for the 66 liver mod-

ules, varying the soft-threshold exponent used to define the

edge weights. We observed a trend toward non-normality as

the exponent increased, indicating that the scale-free assump-

tion contributes to non-normality for this statistic (Figure S4).

We similarly generated null distributions for the concordance of

weighted degree as it is also calculated from the edge weights

in the interaction network; however, its deviation from normality

was only mild and did not change as the exponent increased

(Figure S5). These analyses indicate that the non-normality of

preservation test statistics can be influenced by the distribution

of node degree.

To assess the performance of NetRep and the permutation

approach for quantifying module preservation, we simulated a
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Figure 1. WorkflowofNetwork Construction, Module Detection, and

Module Preservation Analysis Workflow on the BxH Mice Tissue

Expression

First, the correlation structure (coexpression) between probes was calculated

from the gene expression in each tissue. Next the interaction network was

inferred and modules were detected using weighted gene coexpression

network analysis (WGCNA) (Experimental Procedures). Finally, the topological

preservation of each module was assessed in each non-discovery tissue

using their respective gene expression, correlation structure, and interaction

network matrices.
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discovery gene expression dataset containing negative and pos-

itive control modules of varying sizes and three test datasets with

varying noise levels (Supplemental Experimental Procedures).

Positive control modules were simulated to have identical topol-

ogy in each test dataset, while negative control modules were

simulated as random. We estimated permutation p values for

each simulated module in each test dataset using NetRep. In

total, we performed 3,000 tests for each module preservation

statistic (10 modules 3 3 test datasets 3 100 simulations), esti-

mating permutation p values with 10,000 permutations per test.

At a significance threshold of p% 13 10�4 (the smallest possible

p value that can be obtained from 10,000 permutations; Supple-

mental Experimental Procedures), NetRep was able to success-

fully detect preservation of positive control modules while being

robust to false positives (Figure S6). Sensitivity varied by statistic

but decreased as noise increased ormodule size decreased (Fig-

ure S6). The module preservation statistics were nearly always

robust to false positives, with the exception of themodule coher-

ence statistic, which falsely detected preservation for large nega-

tive control modules (R500 genes) in the presence of low and

medium levels of simulated noise (Figure S6). These results indi-

cate that NetRep is sensitive and can distinguish between true

and false positives under most conditions.

Cross-Tissue Module Preservation in Mouse
Transcriptomic Data
We next examined the preservation of each discovered module

in other tissues by evaluating the permutation p values for each

of the 495 null distributions (Experimental Procedures). We

defined strong evidence for a module’s preservation in another

tissue as all test statistics achieving p < 0.0001, weak evidence

if one or more, but not all, test statistics were p < 0.0001, and

no evidence if no test statistics are p < 0.0001. The significance

threshold of 0.0001 was chosen to Bonferroni adjust for the 495

tests performed for each preservation statistic. Figure 3 provides

a summary view of the cross-tissue module preservation in the

BxH mice, and Figure 4 shows the preservation evidence for

each module in each non-discovery tissue.

We observed widespread preservation for modules in all four

tissues (Figures 3A and 3B). 85 of 165modules (52%) had strong

evidence of preservation in at least one other non-discovery tis-

sue, and 41 modules (25%) had strong evidence of preservation

in all non-discovery tissues (Figure 3A). In contrast, only 21 mod-

ules (13%) had no evidence for preservation in any other tissue,

suggesting tissue specificity of these modules (Figures 3A and

3C). In comparing NetRep results with those obtained through

summary Z score and heuristic thresholds (Supplemental

Figure 2. Comparison of Permutation p Values to Z Test p Values for Each of the 165 BxH Mice Modules when Tested in Their Three Non-
discovery Tissues

The mean and standard deviation of the 495 null distributions were used to calculate the Z test p values. Null distributions were generated from 100,000 per-

mutations. p values were plotted on a�log10 scale. Tests where the permutation test p value was incomparable to the Z test p values (2,229 of 3,465 tests where

permutation test p% 13 10�5, the smallest permutation p value possible with 100,000 permutations) are not shown. Z tests with p < 13 10�10 are not plotted (25

data points for the average edge weight statistic with a minimum p = 1 3 10�63, 11 data points for the concordance of correlation structure statistic with a

minimum p = 1 3 10�19, and 21 data points for the density of correlation structure statistic with a minimum p = 1 3 10�28).
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Experimental Procedures; Langfelder et al., 2011), the two ap-

proaches mostly obtained similar levels of evidence for preser-

vation (Table S1). However, differences in preservation were

observed for 120 of the 495 (24%) module preservation tests.

In terms of module preservation, 55 (24%) of the modules found

to be strongly preserved by heuristics were classified as weakly

preserved by NetRep. Similarly, 44 (54%) of the modules found

to be not preserved by heuristic were classified as weakly

preserved by NetRep (Table S1). Therefore, NetRep was more

stringent in the evidence required to call a module either strongly

preserved or not preserved.

The liver had the lowest proportion of modules preserved in at

least one other tissue; however, it had twice as many modules in

total thananyother tissue.Manyof thesewere small (<100genes)

and had only weak evidence for preservation (Figure 4). Only the

brain and liver had anymoduleswith noevidence for preservation

in all three non-discovery tissues (Figures 3 and 4). These results

were broadly consistent with recent results from the GTEx con-

sortium, who observed high similarity between coexpression

network modules across nine human tissues (including adipose

and muscle tissues) (GTEx Consortium, 2015).

In total, NetRep found that 41 modules (10 discovered in adi-

pose tissue, 12 in brain, 10 in liver, and 9 in muscle) were pre-

served in all non-discovery tissues. Analysis of Gene Ontology

(GO) terms and Kyoto Encyclopedia of Genes and Genomes

(KEGG) pathways for each module (Supplemental Experimental

Procedures) showed that these were putative housekeeping

modules, which were most frequently enriched for genes

involved in translation, and to a lesser extent transcription and

basic cellular functions, e.g., cell cycle, apoptosis, and DNA

repair (Table S2). The putative housekeeping modules were

most frequently enriched for genes coding for ribosomal proteins

with 10 of 41 putative housekeeping modules enriched for the

Ribosome pathway in KEGG (Table S2).

Multi-tissue Weight-Associated Modules
The BxHmice were bred to enhance differentiation of cardiovas-

cular disease risk traits such as obesity and circulating lipids

(Yang et al., 2006). Previous coexpression network analysis of

the BxH mice focused on the identification of modules associ-

ated with mouse weight (Chen et al., 2008; Ghazalpour et al.,

2006). We asked whether modules with strong evidence of

preservation in more than one tissue (‘‘multi-tissue’’ modules)

were associated with obesity. We therefore tested each multi-

tissue module’s summary expression (first principal component;

Experimental Procedures) for an association with mouse weight

in any tissue for which there was strong evidence for its preser-

vation (Supplemental Experimental Procedures). Significant as-

sociation with weight was defined as p < 0.0001 (Bonferroni

correction). Each regression model was adjusted for sex due

to its strong effect on both mouse weight and gene expression

(Fuller et al., 2007; Ghazalpour et al., 2006; Yang et al., 2006).

Of the 85 multi-tissue modules, 43 modules were significantly

associated with mouse body weight in either their discovery tis-

sue or in a tissue where it was strongly preserved, comprising 57

body weight associations in total (Table S3). Twenty-seven

(32%) of these multi-tissue modules were also putative house-

keeping modules. Weight was most frequently associated with

modules in adipose tissue (28 of 57 associations) and liver tissue

(24 of 57 associations). Notably, there were many cases where

multi-tissue modules were not associated with weight in the tis-

sue they were identified in, but displayed a significant associa-

tion in one or more of the tissues in which they were preserved

(Table S3). In total, 13 multi-tissue modules were associated

with mouse weight in multiple tissues (Table S3). Notably, we

observed different directions of weight association across tis-

sues for five modules: i.e., in tissue A, an increase in weight

was associated with a decrease in module summary expression,

but in tissue B an increase in weight was associated with an
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Figure 3. Summary of BxH Mice Cross-Tissue Module Preservation

(A) Summary of preservation evidence for BxH mice modules discovered in each tissue. Here, a module was considered preserved if it had strong evidence of

preservation in another tissue, and not preserved if it had no evidence of preservation in another tissue.

(B) Tissue similarity based on the proportion of modules discovered in the row tissue with strong evidence of preservation in the column tissue.

(C) Tissue uniqueness based on the proportion of modules discovered in the row tissue with no evidence of preservation in the column tissue. Note that the

heatmap entries in (B) and (C) cannot be read vertically.
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increase inmodule summary expression or vice versa (Table S3).

For these five modules, visualization of the network topology

indicated the weight-associated differential summary expres-

sion reflected differential whole-module expression for twomod-

ules: liver module 35 and brain module 20. We focus on liver

module 35 (LM35) for subsequent investigation (Figure 5).

LM35 is a putative housekeeping module consisting of 99

genes (permutation test p % 1 3 10�5 for all statistics in the

brain, adipose, and muscle tissues). Consistent with previous

analysis of the putative housekeeping modules, GO term and

KEGG pathway enrichment indicated LM35 was primarily en-

riched for ribosomal genes involved in translation (Table S4).

While a majority of probes in LM35 were specific to the custom

microarray design and thus lacking gene annotation, 17 of its

24 annotated genes coded for ribosomal proteins (Table S5).

Increased body weight was associated with increased LM35
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expression in adipose tissue (p = 3 3 10�8) and decreased

LM35 expression in muscle tissue (p = 3 3 10�6) (Figure 5).

Consistent with this, its summary expression profile was nega-

tively correlated between the adipose and muscle tissues (Pear-

son’s r = �0.13) and the expression of 64 of its 99 probes were

negatively correlated across the two tissues, suggesting that

the relationship between body weight and LM35 was tissue spe-

cific—genes associated with weight were simultaneously upre-

gulated in the adipose tissue and downregulated in the muscle

tissue.

We subsequently tested 20 other cardiometabolic traits for as-

sociation with LM35 expression in adipose and muscle tissues

(Table S6). Consistent with the direction of the weight associa-

tions, increased insulin, total cholesterol, and total fat were

associated with increased adipose expression and decreased

muscle expression (false discovery rate [FDR] q < 0.025;

Table S6). These changes in LM35 expression were also associ-

ated with a decrease in the ratio of glucose over insulin

(Table S6). Increased LM35 adipose expression was associated

with increased glucose, other fat, body length, and monocyte

chemotactic protein-1 (MCP-1) (Table S6). On the other hand,

decreased LM35 muscle expression was associated with

increased abdominal fat, free fatty acids, total cholesterol, and

LDL+VLDL, but a decreased ratio of HDL to LDL+VLDL

(Table S6). Our findings indicate the tissue specificity of LM35

function and its relationships with phenotypes.

Overall, these analyses highlight that NetRep can be used to

determine whether the relationships between genes are pre-

served, but separate investigation of preserved modules is

required to determine whether module function is preserved. In
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Figure 5. BxH Mice Liver Module 35

(A) Network topology in the liver (discovery tissue). From top to bottom: heatmap of the correlation structure (Pearson correlation), heatmap of the interaction

network edge weights, normalized weighted degree (calculated within the module and normalized by the maximum value), and node contribution (Pearson

correlation between each probe and the summary expression profile). Probes are ordered by descending order of weighted degree.

(B) Network topology in adipose, muscle, and brain tissues. Probes are ordered as in the liver tissue. Grey bars denote probes either missing, or not passing

quality control, in the respective tissue.

(C) Scatter plots of standardized LM35 summary expression versus body weight. Points on the scatter plot are colored by sex (males in blue, females in red), and

linear regressionmodels were adjusted for gender (lines shown are fitted within genders). An ‘‘*’’ next to the tissue name indicates significant weight association in

Table S3. Models were robust to outliers (mice with summary expression < �3 SD). Variance explained indicates the proportion of variance in liver module 35

(LM35) expression explained by the summary expression vector in each tissue (i.e., the module coherence).
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the case of multi-tissue analyses, this may elucidate differential

inter-tissue module regulation.

Preservation of Gut Microbial Community Networks
To demonstrate the broader applicability of NetRep, we inferred

microbial community networks in gut samples of 62 healthy adult

men and 65 healthy adult women from the Human Microbiome

Project (HMP) Consortium (Human Microbiome Project Con-

sortium, 2012). The nodes in these networks corresponded to

operational taxonomic units (OTUs), and we generated OTU net-

works with the commonly utilized SparCC approach (Friedman

and Alm, 2012) (Experimental Procedures). From 152 distinct

OTUs, we identified 17 and 21 communities of co-occurring

OTUs in the male and female gut samples, respectively (Figures

6A and 6B). Using NetRep, we subsequently tested the preser-

vation of the male gut communities in the female network and

vice versa. Permutation p values were estimated from null distri-

butions drawn from 10,000 permutations of OTU labeling in

the respective test datasets (Figure 6C). We considered each

module preservation statistic significant where p < 0.001 to Bon-

ferroni adjust for the 38 tests performed for each statistic.

Unlike weighted gene coexpression networks, where all indi-

viduals in a population have more or less the same genes,

OTU networks are relatively sparse due to the variable pres-

ence/absence of microbial taxa in the gut. Module sizes in

OTU networks were also substantially smaller (range: 2–12 no-

des). Thus, in applying the module preservation statistics to

OTU networks, it was clear that some statistics would be more

appropriate than others. We found that concordance of node

contribution, concordance of correlation structure, and concor-

dance of weighted degree statistics were not suitable for assess-

ing preservation of these OTUmodules. In addition to their small

size, OTU modules tended to have uniform structure across

nodes in terms of their SparCC correlation coefficient, node

contribution, and weighted degree. This led to low values for

these statistics in cases where the node contribution, SparCC

correlation coefficient, and weighted degree were high across

all nodes, due to dramatic changes in node rank caused by

tiny variations in these values. Further, these module preserva-

tion statistics could not be evaluated where the node contribu-

tion, SparCC correlation coefficient, and weighted degree were

identical for all nodes in amodule. This always occurred formod-

ules composed of two OTUs (Figure 6C), for which the weighted

degree was always identical for both nodes and there was only

one SparCC correlation coefficient. The sparsity of the network

also meant the concordance of weighted degree could often

not be calculated. This occurred where a module had no edges

between any nodes in the test network (e.g., male module 7 in

the female gut samples; Figure 6), which occurred frequently

when generating null distributions for all modules, reducing the

power of the permutation tests.

Therefore, in applying the module preservation statistics and

NetRep to sparse networks and small modules, we recommend

assessing module coherence, average node contribution, den-

sity of correlation structure, and average edge weight. Using

these four statistics, we defined strong evidence for module

preservation where all four were significant (p < 0.001), weak ev-

idence if one or more were significant, and no evidence if none of

these four were significant. Ignoring modules composed of only

two OTUs, for which obvious false negatives were prevalent,

we observed widespread preservation of microbial communities

found in the men’s gut samples, with 50% (4 of 8) of their

OTU modules having strong evidence of preservation in the

women’s gut samples (Figure 6D). The women’s gut microbial

communities were less preserved, with 20% (2 of 10) of their

OTU modules having strong evidence of preservation in the

men’s gut samples (Figure 6D). However, four of six women’s

gut OTU modules that had weak evidence of preservation (mod-

ules 2, 3, 9, and 10) were almost identical to OTU modules iden-

tified in the men’s gut samples, suggesting comparative levels

of preservation between women’s and men’s gut microbial

communities.

DISCUSSION

Accurate and unbiased assessment of the replication and pres-

ervation of network modules requires permutation testing of

network feature similarity. However, the current approach em-

ploys heuristics to assess significance due to the computational

burden of these calculations (Langfelder et al., 2011). While heu-

ristics may be appropriately employed for a small number of

modules, the scale of module preservation and replication ana-

lyses now requires a rapid and statistically rigorous method to

enable adjustment for multiple hypothesis testing, consequently

allows confident investigation of the underlying biology. In this

study, we have empirically shown that module preservation sta-

tistics are typically non-normal under the null hypothesis of non-

preservation and thus have developed a rapid and efficient

approach for assessing module preservation through permuta-

tion testing: NetRep.

In addition to assessment of reproducibility, module preser-

vation analysis can be used to ask questions about conserved

biological interactions and functions across spatial locations

or species (Langfelder et al., 2011). Application of NetRep

to a multi-tissue gene expression dataset showed widespread

preservation of gene coexpression network modules across

brain, adipose, liver, and muscle tissues in a BxH mouse

cross. Housekeeping modules, those preserved in all four

tissues, were enriched for genes involved in basic cellular

processes, most notably ribosomal genes involved in trans-

lation. Subsequent investigation of multi-tissue modules asso-

ciated with body weight revealed that preserved modules

can exhibit differential intramodule expression across tissues,

and we have identified a housekeeping module linked to

obesity and insulin resistance with increased adipocyte

expression and decreased muscle expression in overweight

mice.

Previous studies have identified multi-tissue modules driving

obesity in mice and humans, with concordant expression across

tissues (Chen et al., 2008; Emilsson et al., 2008). Here, we found

that multi-tissue modules may be differentially expressed across

tissues with corresponding phenotypic differences. The liver

module LM35 exhibited negative, positive, and negative associ-

ations with body weight in liver, adipose, and muscle tissues,

respectively. Perhaps consistent with its tissue-specific direc-

tions of body weight association, LM35 was enriched for genes

encoding ribosomal proteins, which maintain putative house-

keeping functions. However, the gene set comprising LM35
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was the only multi-tissue housekeeping module that exhibited

significant patterns of differential body weight association.

Furthermore, LM35 was associated with several obesity related

traits, including a decreased ratio of glucose over insulin, sug-

gesting an association with decreased insulin sensitivity. The

link between insulin sensitivity, obesity, and adipocytes is well

established (Hotamisligil et al., 1993; Kahn and Flier, 2000;

Kahn et al., 2006), and consistent with this link, the adipose

expression of LM35 was associated with circulating MCP-1

levels. MCP-1 has been shown to be secreted by adipocyte cells

as well as overexpressed in obese mice, and it has been shown

to decrease insulin-stimulated glucose uptake in vitro (Kanda

A B

C

D

Figure 6. Preservation of Gut Microbial Communities across Males and Females Participating in the Human Microbiome Project

(A and B) Microbial communities inferred from the male (A) and female (B) gut samples. Nodes correspond to operational taxonomic units (OTUs) and numeric

labels indicate their unique identifier. The colored shapes drawn around OTUs indicate community (module) assignment. Edge widths indicate strength of the

correlation coefficient and color and linetype indicate positive (red, solid line) or negative (blue, dashed line) coefficients. Edge weights were defined as the

absolute value of the correlation coefficient for the purpose of module detection (Experimental Procedures). Note that many OTUs present in male modules are

also present in female modules and vice versa, and some male and female modules overlap.

(C) Heatmaps of permutation p values when assessing module preservation in the other sex. Permutation p values were estimated from null distributions

generated from 10,000 permutations. Grey cells indicate tests where the permutation p value could not be calculated.

(D) Evidence of preservation for each OTU module in the other sex (‘‘strong’’ evidence is blue, ‘‘weak’’ is yellow, ‘‘none’’ is red). See Table S7 for the taxonomic

assignments of OTUs participating in modules with strong evidence of preservation.
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et al., 2006; Sartipy and Loskutoff, 2003). The phenotypic asso-

ciations of LM35 across tissues may be explained by possible

coexpression with obesity-linked genes in the adipose and mus-

cle tissue, which did not coexpress with the module in the liver

tissue where the module was identified.

We also showed that NetRep can be successfully applied

to OTU networks derived for 16S microbiome data and have

offered recommendations for dealing with the relative sparsity

of these networks. In doing so, we identified several gut OTU

modules that were preserved between men and women in the

HMP data. Consistent with expectation, preserved modules

largely involved multiple OTUs from the same genus (e.g., Dialis-

ter, Bacteroides, and Ruminococcus modules). A more diverse

module comprising OTUs from the Clostridiales order, particu-

larly Faecalibacterium prausnitzii, Coprococcus, Butyrivibrio,

and Clostridium, was also preserved (male module 2, female

module 5). F. prausnitzii has been linked to various human dis-

eases, including inflammatory bowel disease, celiac disease,

and obesity, and has been the subject of intense research to un-

derstand its specific functions, both individually and as part of

communities, in the human gut (Miquel et al., 2013). Our analyses

suggest that F. prausnitzii is part of a broader preserved Clostri-

diales community that may have functional consequences.

Further studies in larger sample sizes may offer more power to

detect additional members of this community, its variation

across sexes, and its relevance to disease. Identification of gut

microbial communities that change in composition between

sexes may offer insight into diseases, such as irritable bowel

syndrome, which have different prevalences in males and

females (Canavan et al., 2014; Kassinen et al., 2007).

In recent years, studies have begun generating and analyzing

datasets containing gene expression measured in dozens

of tissues and cell types, for example, the Genotype-Tissue

Expression (GTEx) Consortium (GTEx Consortium, 2015), the

Immunological Genome (ImmGen) (Shay and Kang, 2013), and

the Immune Variation (ImmVar) projects (De Jager et al., 2015).

Similar scale studies are investigating microbiota spatiotempo-

rally and in conjunction with other -omics data (Alivisatos et al.,

2015; Human Microbiome Project Consortium, 2012; Integrative

HMP (iHMP) Research Network Consortium, 2014). Already,

multiple module preservation analyses have been performed

on the GTEx pilot data (Melé et al., 2015; Pierson et al., 2015;

GTEx Consortium, 2015), and here we have performed an initial

preservation analysis of microbiome network modules between

men and women. With large-scale expression studies increasing

in scale and complexity, and the emergence of other types of da-

tasets of similar scale, there is an urgent need for powerful and

accurate statistical methodologies that quantify module replica-

tion and preservation. Here, we have presented an approach

for rapid assessment of network module preservation and repro-

ducibility that makes possible unbiased large-scale comparative

analysis.

EXPERIMENTAL PROCEDURES

Full experimental procedures and data details can be found in the Supple-

mental Experimental Procedures. For the Humap Microbiome Project, details

of institutional review boards are given in Human Microbiome Project Con-

sortium (2012). For the mouse data, these are given in Yang et al. (2006).

Network Inference and Module Detection

Network inference andmodule detection were performed on a per-tissue basis

for the BxH mouse cross using WGCNA v.1.43.1 with the default parameters

(Langfelder and Horvath, 2008). First, the correlation structure (coexpression)

for each tissue was calculated as the Pearson correlation coefficient between

all probes passing quality control (Supplemental Experimental Procedures).

Next, the network of interactions between probes was constructed by taking

the element-wise absolute value of the correlation coefficient and exponentiat-

ing it to the smallest power such that the distribution of the weighted node de-

gree (i.e., the sum of all edge weights for each node) of the resulting network

was approximately scale free (scale-free topology criterion R2 > 0.85) (Zhang

and Horvath, 2005). This results in a dense, complete network where edge

weights can take values between 0 and 1, most pairs of probes are connected

with extremely small edge weights, and the comparatively few strongly corre-

lated probes are connected with strong edge weights. The automated selection

procedure selected the exponents of 12, 5, 4, and12 for the brain, liver, adipose,

and muscle tissues, respectively (Figure S7). Subsequently, the topological

overlap dissimilarity (Zhang andHorvath, 2005) between probeswas calculated

and hierarchically clustered using the average linkage method. Hierarchically

nestedmoduleswere identified from the results dendrogram using the dynamic

tree cut algorithmwith default parameters (Langfelder et al., 2008). Similar mod-

ules were merged together using an iterative process in which modules whose

summary expression profile (first principal component, see below) clustered

together (hierarchical average linkage) below a height of 0.2 were joined.

Network inference and module detection were performed separately for the

HMP male and female gastrointestinal samples. First, 16S rDNA reads were

clustered by sequence similarity (R97%) to representative sequences with

known taxonomic assignments (Supplemental Experimental Procedures). Sub-

sequent OTU tables were filtered to gastrointestinal samples collected on the

first visit for 127 individuals. Next, the correlation structure between the 152

non-rare OTUs (Supplemental Experimental Procedures) was calculated using

SparCC, a method for calculating unbiased correlation coefficients in sparse,

compositional data (Friedman andAlm, 2012). The interaction network between

OTUswas defined as themagnitude of the correlationwhere the SparCC corre-

lation coefficient was significant at p < 0.005 in a bootstrap test. Modules were

subsequently defined as groups of OTUs connected with significant positive

SparCC correlation coefficients. The bootstrap p values were calculated using

the estimator described by Phipson and Smyth (2010) (Supplemental Experi-

mental Procedures), and the threshold p < 0.005 was chosen as it provided

the best separation of OTUs into distinct modules for testing with NetRep.

Module Preservation

Seven statistics were used to quantify whether the relationships and correla-

tion structure between nodes composing each module were replicated or

preserved when measured in a different dataset (Langfelder et al., 2011).

Here, we have renamed the statistics so that they are accessible to a wider

audience andmeaningful when applied to networks inferred from data sources

(Table 1). Each module preservation statistic—their biological interpretation,

application to different data sources, and network inference methods—are

discussed in the Supplemental Experimental Procedures.

A permutation procedure was employed to characterize the distribution of

each statistical test under the null hypothesis of non-replication and non-pres-

ervation. Specifically, each module preservation statistic was re-calculated

when shuffling the node labels in the test dataset. The node labels in the dis-

covery dataset were left unchanged. Nodes that were not present in both the

discovery and test dataset were ignored both when calculating the module

preservation statistics and when shuffling the node labels in the test dataset.

Under the alternate hypothesis of replication/preservation, the test statistics

calculated on the non-permuted dataset were expected to be higher than

when calculated on random sub-graphs in the test dataset. Permutation

p values were then calculated from these null distributions using the estimator

described by Phipson and Smyth (2010), which provides a conservative esti-

mate of the p value appropriate for multiple testing adjustment (Supplemental

Experimental Procedures).

Module Summary Profiles

The summary profile for each module was calculated as the first principal

component of module w. Specifically, each summary profile was calculated
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as the first eigenvector of a singular value decomposition ofG(w). Two solutions

exist for every eigenvector; both contain the same values, but with opposite

signs. Thus, the summary profile is chosen as the eigenvector that is positively

correlated with the average of G(w) across samples. This ensures that the

eigenvector is oriented in the same direction as the data.

For interpretability, we refer to the summary profile as the ‘‘summary expres-

sion’’ profile when calculated on the BxH mice gene coexpression network

modules, although this vector is commonly referred to as the ‘‘module eigen-

gene’’ in the weighted gene coexpression network literature (Langfelder and

Horvath, 2008). For the HMP gut communitymodules, we refer to the summary

profiles as the community ‘‘summary abundance.’’

SUPPLEMENTAL INFORMATION

Supplemental Information includes Supplemental Experimental Procedures,

seven figures, and seven tables and can be found with this article online at

http://dx.doi.org/10.1016/j.cels.2016.06.012.
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Table 1. Definitions of the Module Preservation Statistics

NetRep Name WGCNA Name Definition

Module coherence proportion of variance explained meanððcorðg½t�ðwÞ
i ;Eig

½t�ðwÞ
1 ÞÞ2Þ

Average node contribution mean sign-aware module membership meanðsignðcorðg½d�ðwÞ
i ;Eig

½d�ðwÞ
1 ÞÞ,corðg½t�ðwÞ

i ;Eig
½t�ðwÞ
1 ÞÞ

Concordance of node contributions correlation of module membership corðcorðg½d�ðwÞ
i ;Eig

½d�ðwÞ
1 Þ ; corðg½t�ðwÞ

i ;Eig
½t�ðwÞ
1 ÞÞ

Density of correlation structure mean sign-aware coexpression meanðsignðC½d�ðwÞÞ,C½t�ðwÞÞ
Concordance of correlation structure correlation of coexpression corisjðC½d�ðwÞ;C½t�ðwÞÞ
Average edge weight mean adjacency meanisjða½t�ðwÞ

ij Þ
Concordance of weighted degree correlation of intramodular connectivities corððP

j

isj

aiÞ½d�ðwÞ; ðP
j

isj

aiÞ½t�ðwÞÞ

The NetRep name indicates the name of the statistic in the main text, while the WGCNA name indicates the name given to the statistics by Langfelder

et al. (2011). Mathematical symbols are as follows: for n variablesmeasured acrossm samples,G refers to them3 nmatrix of observations,C refers to

the n3 n square matrix containing the pairwise correlation coefficients between variables, and A refers to the n3 n square adjacency matrix denoting

the connection strength (edge weight) between each pair of variables (nodes). Lowercase g, c, and a refer to individual elements of the matrices de-

noted by their respective uppercase letter. The superscripts [d] and [t] indicate whether the respective entity, formula, or network is obtained/calcu-

lated from the discovery or test dataset, respectively. The subscript letters i and j denote individual variables/nodes in module w. The superscript (w)

indicates that the entity/formula that it is attached to is obtained/calculated on all nodes j (or all pairs of nodes i,j) in module w. For example, g
½t�ðwÞ
i

denotes a vector of observations for node i (which belongs to module w) in the test dataset, and a
½d�ðwÞ
ij indicates the edge weight between nodes i

and j (both of which belong to module w) in the discovery dataset. Eig
ðwÞ
1 refers to the summary profile of the module w (first principal component;

Experimental Procedures). The sign function evaluates to 1 if its argument is a positive value or �1 if its argument is a negative value. The cor function

calculates Pearson’s correlation coefficient between two vectors.
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Melé, M., Ferreira, P.G., Reverter, F., DeLuca, D.S., Monlong, J., Sammeth,

M., Young, T.R., Goldmann, J.M., Pervouchine, D.D., Sullivan, T.J., et al.;

GTEx Consortium (2015). Human genomics. The human transcriptome across

tissues and individuals. Science 348, 660–665.

Miller, J.A., Horvath, S., and Geschwind, D.H. (2010). Divergence of human

and mouse brain transcriptome highlights Alzheimer disease pathways.

Proc. Natl. Acad. Sci. USA 107, 12698–12703.

Miquel, S., Martı́n, R., Rossi, O., Bermúdez-Humarán, L.G., Chatel, J.M.,
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Supplemental Materials 

Supplemental Experimental Procedures 

Data collection and quantification 
The BxH mouse cross is a publicly available dataset comprising samples from 334 mice bred on an 
Apolipoprotein E null background in order to enhance the differentiation of cardiovascular disease 
traits. Data collection protocols are extensively described in (Yang et al., 2006). Briefly, mice were 
fed on a high-fat, high-cholesterol diet from 8 weeks of age for 16 weeks and sacrificed at 24 weeks 
of age after fasting for 4 hours. Gonadal adipose (epididymal fat pad in males, perimetrial fat pad in 
females), whole brain, liver, and skeletal hamstring muscle were collected and immediately frozen in 
liquid nitrogen. Tissue samples were homogenised and RNA was extracted, prepared, and hybridised 
on a custom Agilent array as previously described (Schadt et al., 2003, 2008; Yang et al., 2006). 
Extensive physiological measurements were taken for each mouse, and metabolic measurements were 
quantified from plasma. Descriptions of trait measurement protocols can be found in (Ghazalpour et 
al., 2006), (Estrada-Smith et al., 2004), and (Meng et al., 2007). Gene expression data are available 
through GEO through the following identifiers. Brain: GSE3087, liver: GSE2814, adipose: GSE3086, 
and muscle: GSE3088. The full dataset was obtained from Sage BioNetworks at 
https://www.synapse.org/#!Synapse:syn4497.  

The Human Microbiome Project (HMP) is a publicly available dataset comprising 16S rRNA gene 
sequence data quantified from 18 distinct body sites on 300 healthy adult volunteers aged 18–40 
(Human Microbiome Project Consortium, 2012). For this study, we downloaded the raw sequence 
data from variable regions 1-3 of the 16S rRNA gene sequenced using the Roche-454 FLX Titanium 
platform across multiple body sites and visits for 173 individuals for a total of 3,363 samples. Data 
was downloaded from http://hmpdacc.org/HMQCP/healthy but is also available from the Sequence 
Read Archive at NCBI at http://www.ncbi.nlm.nih.gov/sra/?term=SRP002395.  

 
Data processing and quality control 
Individual transcript intensities were corrected for experimental variation and normalised within each 
tissue of the BxH mouse cross, then reported as the mean log10 ratio of each individual experiment 
relative to a pool of RNA comprised of equal aliquots of RNA from the respective tissues of 150 
randomly selected mice (He et al., 2003; Yang et al., 2006). Gene expression microarray probes were 
subsequently quality controlled on a per-tissue basis. First, probes with more than 5% missingness 
were excluded, followed by samples with >5% probe-level missingness. Remaining missing 
information was imputed use a K-nearest neighbours algorithm using the R package impute (version 
1.38.1). 22,808 probes and 295 samples from the adipose tissue, 22,950 probes and 249 samples from 
the brain tissue, 22,863 probes and 306 samples from the liver tissue, and 22,999 probes and 319 
samples in the muscle tissue passed quality control. In total, 20,367 probes for 18,787 genes 
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corresponded to genes from the NCBI build 36/mm8 annotation release. 539 of the genes have been 
subsequently withdrawn, as they were not predicted in a later annotation. 3,205 probes on the array 
corresponded to UniGene clusters lacking annotation (i.e., no corresponding Entrez Identifier) (Schadt 
et al., 2008). 

Physiological and metabolic measurements with > 10% missingness were excluded from the analyses 
of the BxH mouse cross. 21 traits passed quality control: length, weight, abdominal fat, other fat, total 
fat, total cholesterol, unesterified cholesterol, free fatty acids, glucose, insulin, triglycerides, high 
density lipoprotein cholesterol (HDL), low density lipoprotein + very low density lipoprotein (LDL + 
VLDL), monocyte chemotactic protein-1 (MCP-1 / CCL2), aortic lesion size, aneurysm severity, 
medial aortic calcification, lateral aortic calcification, the ratio of glucose over insulin, the ratio of 100 
x total fat over weight, the ratio of HDL over LDL + VLDL. The downloaded data were provided 
normalised using a natural log transform (MCP-1, insulin, triglycerides, HDL, the ratio of glucose 
over insulin, and the ratio of HDL over LDL + VLDL) or a square root transform for physiological 
traits with measurements of zero for many samples (aneurysm severity, medial aortic calcification, 
and lateral aortic calcification). 

16S rDNA reads were clustered into operational taxonomic units (OTUs) at 97% similarity on all 
3,363 samples using the QIIME pipeline (v1.9.1) (Caporaso et al., 2010a). Briefly; reads were 
clustered to reference sequences with known taxonomy from the Greengenes reference database 
(v3.8) (McDonald et al., 2012; Werner et al., 2012) where their sequences were ≥ 97% using uclust 
(Edgar, 2010). Next, representative sequences were picked for each OTU and aligned to the 
Greengenes Core reference alignment with PyNAST (Caporaso et al., 2010b), then chimeric sequences 
were detected with ChimeraSlayer and subsequently removed (Haas et al., 2011). The data was 
subsequently filtered to include only the first gastrointestinal (stool) sample collected for each 
individual and excluded if they had less than 500 reads. 62 males and 65 females were included in the 
final analysis. Rare OTUs were subsequently excluded following the recommendations of (Friedman 
and Alm, 2012) due to limitations of the network inference algorithm. OTUs were excluded if they 
were not abundant in at least 3 male and 3 female samples or had less than 2 reads on average in 
samples in which they were present. 152 OTUs were included in the final analysis. 

 

Permutation and bootstrap test p-value estimation 
Permutation test p-values for the module preservation statistics and bootstrap test p-values for the 
SparCC correlation coefficients were calculated using the estimator described by (Phipson and Smyth, 
2010), which is implemented in the statmod R package: 

𝑝 =
𝑏 + 1
v + 1

− 𝐹 𝑏; v, 𝑣! 𝑑𝑣!
!.!

!!!!

!
 

Where v is the total number of permutations or bootstraps performed, b is the total number of 
permuted/bootstrapped test statistics as or more extreme than the observed value for the test statistic, 
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and vt is the total number of possible unique permutations. The number of permutations required to 
perform a test at significance level 𝛼 with this estimator is !

!
. This estimator provides a biased, yet, 

conservative upper bound estimate of significance. The commonly used estimator, 𝑝 = !
!

, 
systematically underestimates p-values, most notably by evaluating to 0 where b = 0 (Phipson and 
Smyth, 2010).  

For the permutation tests on the module preservation statistics, v corresponded to the total number of 
permutations performed. Specifically, each module preservation statistic was calculated v times when 
permuting the node labels in the test dataset v times. The node labels in the discovery dataset were left 
unchanged, and nodes that were not present in both the discovery and test datasets were ignored both 
when calculating the module preservation statistics and when shuffling the node labels in the test 
dataset. Here, b was the number of tests in which the module preservation statistic was higher than 
when calculated on the non-permuted data. Calculation of vt depended on whether the order of nodes 
within a permuted module affected the value of the module preservation statistic. For the average 
edge weight and module coherence statistics, the order of nodes did not matter, thus vt was calculated 
as the number of possible 𝑛 ! -combinations out of n nodes. For the other five module preservation 
statistics vt was calculated as the number of possible 𝑛 ! -permutations out of n nodes. 

For the bootstrap tests on the SparCC correlation coefficients, v was the total number of bootstrapped 
OTU tables generated for each gender (1,000). Specifically, bootstrapped OTU tables were created by 
sampling each OTU with replacement across the gut samples separately for males and females. Next, 
bootstrapped SparCC correlation coefficients were calculated for each bootstrapped OTU table. Here, 
b was calculated separately for each SparCC correlation coefficient (i.e. each pair of OTUs) as the 
number of bootstrapped SparCC correlation coefficients for the respective pair of OTUs that were 
more extreme than the SparCC correlation coefficient calculated from the original OTU table. This 
was performed as a two-sided test: the absolute value of all correlation coefficients was used to 
calculate b. Due to sparsity in the OTU tables vt was calculated for each SparCC correlation 
coefficient separately, as the product of total number of possible permutations for the respective pair 
of OTUs. The total number of possible permutations for each OTU was calculated accounting for 
repetition and indistinguishable elements (e.g. abundances of 0 across multiple samples). For our 
application, vt varied between 1 × 1010 and 5 × 10125. 

For all permutation and bootstrap tests performed vt was sufficiently large in comparison to v such that 
the estimator reduced to 𝑝 = !!!

!!!
 as the integral term in the estimator, at maximum, evaluated to 

numerical values many orders of magnitudes smaller than the smallest possible p-value that could be 
obtained with v permutations/bootstraps.  

Module preservation statistics 
Each of the seven module preservation statistics captures the preservation of a different aspect of a 
module’s network topology (Langfelder et al., 2011). Although Langfelder et al. provided an 
aggregate score across all seven statistics to call module preservation (see below) (Langfelder et al., 
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2011), similar aggregation of permutation test statistics is not meaningful due to the heterogeneity of 
each statistics null distribution. Further, it is important to consider the utility and appropriateness of 
each statistic for each analysis, which depends on the type of network inferred, the type of data the 
network was inferred from, and whether the topological property it captures is meaningful to the 
study. For example, in our analysis of the BxH mice modules we examined the preservation of 
weighted gene coexpression network modules, for which the statistics were designed (Langfelder et 
al., 2011), and we had no strong prior as to the particular importance of any statistic. Thus, we took a 
conservative approach and required all seven to be significant when calling preservation. To aid 
statistic selection we provide a discussion on their biological interpretation, as well as appropriateness 
for different types of networks and data types. Definitions for each statistic are provided in Table 1. 

The module coherence, average node contribution, and concordance of node contribution are all 
calculated from a module’s summary profile, which is the eigenvector of the 1st principal component 
of all observations for a module’s nodes across samples (Experimental Procedures). For gene 
coexpression modules this can be interpreted as the summary expression profile, while for modules 
defined as OTU communities this can be interpreted as a summary of community abundance.  

The module coherence measures the proportion of variance in the 𝑚 × 𝑛(!) matrix of observations 
made for the module’s nodes across m samples in the test dataset explained by the module’s summary 
profile. I.e. it measures whether the module’s data are more coherent than expected by chance in the 
test dataset. It has previously been referred to as the proportion of variance explained (Langfelder et 
al., 2011).  

The node contribution is calculated as the Pearson correlation coefficient between each node’s vector 
of observations and the module’s summary profile, i.e. it is a measure of how strongly each node 
contributes to the module’s summary profile. It has previously been referred to as the module 
membership (Langfelder et al., 2011). For modules identified through weighted gene coexpression 
network analysis (WGCNA) (Zhang and Horvath, 2005) the node contribution is typically positive. 
Negative node contributions occur where a gene is differentially expressed in comparison to the rest 
of the module.  

The average node contribution measures the average contribution of each node to the module’s 
summary profile in the test dataset. Importantly, each node’s node contribution in the test dataset is 
multiplied by the sign of its node contribution in the discovery dataset (Table 1). Thus, nodes that 
have strong negative node contribution scores contribute to a high average node contribution, while 
nodes that are negatively correlated with the summary profile in one dataset but not the other penalise 
the average node contribution towards zero. Previously it has been referred to as the mean sign-aware 
module membership (Langfelder et al., 2011). A high average node contribution has a similar 
interpretation to a high module coherence: that the data remains coherent in the test dataset.  

The concordance of node contribution measures the Pearson correlation coefficient between the 
vectors of node contribution calculated the discovery and test datasets (Table 1). Previously it has 
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been referred to as the correlation of module membership (Langfelder et al., 2011). A high 
concordance of node contribution indicates that nodes contribute similarly to the summary profile in 
both datasets, i.e. that the summary profile summarises the nodes similarly in both datasets, and that 
associations with the summary profile have similar biological meaning (in terms of relative node 
contribution) in both datasets. 

Caution should be used when applying and interpreting these statistics to sparse data, e.g. 16S rDNA 
read counts and OTU abundances. First, the singular value decomposition used by NetRep to calculate 
the summary profile can sometimes fail, throwing an error. This can reduce the number of 
observations in the null distributions of the module coherence, average node contribution, and 
concordance of node contribution statistics. Second, the calculation of the node contribution relies on 
the Pearson correlation coefficient, which is inappropriate for sparse data. The node contribution will 
therefore be systematically underestimated for nodes with sparse observations (i.e. a value of 0 for 
most samples). This can lead to underestimated values for the average node contribution and module 
coherence (which is calculated as the sum of node contribution squared; Table 1, (Langfelder et al., 
2011)).  

The concordance of node contribution should also be interpreted in the context of the module 
coherence and average node contribution statistics. Where the module coherence and average node 
contribution are low, a high concordance of node contribution is unlikely to be biologically 
meaningful. Conversely, if the module coherence and average node contribution are very high, the 
concordance of node contribution will be low and have a high permutation test p-value where the 
node contribution have similar values across all nodes composing a module. In this case tiny 
variations in the node contribution can lead to dramatic changes in the relative rank of the node 
contribution, leading to a very low concordance of node contribution. This tiny variations is unlikely 
to be biologically meaningful, thus the concordance of node contribution may be incorrectly classified 
as not preserved. 

The concordance of correlation structure and density of correlation structure are both calculated from 
the user-provided 𝑛×𝑛 square matrix containing the correlation coefficients between each pair of 
nodes in the dataset. When applied to WGCNA defined modules, this matrix is typically referred to as 
the coexpression matrix, and the statistics are referred to as the correlation of coexpression and mean 
sign-aware coexpression respectively (Langfelder et al., 2011). The concordance of correlation 
structure measures whether the correlation coefficients are similar between the discovery and test 
datasets. This is calculated by flattening the 𝑛(!)×𝑛(!) matrix into a single vector of correlation 
coefficients (ignoring the diagonal), then calculating the Pearson correlation coefficient between both 
vectors (Table 1). The density of correlation structure measures whether the nodes are strongly 
correlated in the test dataset. This is calculated as the mean correlation coefficient in the test dataset, 
multiplied by the sign of the correlation coefficient in the discovery dataset (Table 1). Thus, strong 
negative correlation contribute to a high density of correlation structure, while pairs of nodes that are 
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positively correlated in one dataset and negatively correlated in the other penalise the density of 
correlation structure towards zero.  

The concordance of correlation structure should be interpreted in the context of the density of 
correlation structure. A high concordance of correlation structure is not likely to be biologically 
meaningful where the density of correlation structure is low and has a high permutation test p-value. 
Conversely, a low concordance of correlation structure may arise where the density of correlation 
structure is high where all correlation coefficients are large. In this case tiny variations between 
correlation coefficients can lead to dramatic changes in the relative rank of node pairs, leading to a 
low concordance of correlation structure. This tiny variations is unlikely to be biologically 
meaningful, thus the concordance of correlation structure may be incorrectly classified as not 
preserved. 

The average edge weight and concordance of weighted degree are both calculated from the network 
inferred from the data. In the case of weighed gene coexpression networks, this is defined through a 
power transform on the correlation structure (Zhang and Horvath, 2005). The power transform acts as 
a soft-threshold on the correlation coefficients, thus the resulting networks are weighted and complete: 
every node has an edge to every other node, with a weight between 0 and 1 indicating correlation 
strength.  

The average edge weight measures the average connection strength between nodes within a module in 
the test dataset. For modules defined through weighted gene coexpression network analysis 
(WGCNA), this measures the average gene–gene interaction strength, and is typically called the mean 
adjacency or module density (Langfelder et al., 2011). For modules detected through WGCNA’s 
clustering algorithm (Langfelder et al., 2008), one would expect the average edge weight to be higher 
than expected by chance in the test dataset where the module is preserved (Langfelder et al., 2011). 
This indicates that the module is more tightly connected on average than the rest of the interaction 
network. Small modules in weighted gene coexpression networks tend to be very tightly connected 
and embedded within larger, more loosely connected modules.  

The concordance of weighted degree measures whether the weighted degree for each node in a 
module is correlated across the discovery and test datasets. The weighted degree of each node is 
calculated as the sum of the node’s edge weights to all other nodes in the network. This is typically 
referred to as the connectivity when calculate on modules identified through WGCNA, and the module 
preservation statistic is referred to as the correlation of intramodular connectivities (Langfelder et al., 
2011). For those familiar with WGCNA, we note that connectivity typically has a completely different 
meaning in network theory (Newman, 2010). For modules defined through WGCNA, the weighted 
degree is typically used as a metric of relative biological importance to a module. Genes with a high 
weighted degree typically play a central role in the module’s biological function (Horvath and Dong, 
2008; Langfelder et al., 2011; Zhang and Horvath, 2005). The concordance of weighted degree 
therefore measures whether genes that are important to a module remain important in the test dataset 
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(Langfelder et al., 2011). For modules that are preserved, taking the average weighted degree across 
datasets can provide a more robust measure of gene importance (Langfelder et al., 2013).  

Both the average edge weight and concordance of weighted degree are calculated assuming edge 
weights have positive values. Importantly, networks with a mixture of positive and negative edge 
weights the negative edges will penalise both statistics towards zero, leading to artificially low 
permutation test p-values where a module is preserved. Note that the average edge weight counts 
edges with zero weights when calculating the mean, thus in sparse weighted networks it provides a 
combined metric of the proportion of node pairs connected by an edge as well as the average strength 
of those connections. For unweighted networks (i.e. edges have weight 1 where they exist and 0 
otherwise) the average edge weight instead quantifies the proportion of node pairs that are connected 
with an edge, and the weighted degree instead becomes the node degree (i.e. the number of nodes 
each node is connected to). For directed networks the interpretation of the average edge weight 
remains unchanged, while the concordance of weighted degree (as implemented in NetRep) will only 
measure the in-degree of each node. The permutation test p-values quantify whether the average edge 
weight and concordance of weighted degree are higher than expected by chance, i.e. the test assumes 
the module is more densely connected in terms of both edge numbers and edge strength than the rest 
of the network. 

Caution should be used when applying and interpreting either statistic to sparse networks, particularly 
those inferred via a hard threshold. The choice of threshold strongly influences both the average edge 
weight and concordance of weighted degree. For example, a threshold too strict can lead to an 
artificially low average edge weight and weighted degree (and artificially high permutation test 
p-values) due to edges that only just fail to pass the threshold in the test dataset. It may be beneficial 
to relax the thresholds used in network inference when assessing module preservation.  

The concordance of weighted degree has several additional limitations to be aware of when applied to 
sparse networks. First, it relies on the Pearson’s correlation coefficient, which is inappropriate when 
comparing sparse vectors, which may arise when calculating the weighted degree on sparse networks. 
For example, if many nodes in a module have a weighted degree of 0, then the correlation coefficient 
will be biased (towards zero). In practice, this bias will be present for most null distribution 
observations as well, so should have little effect on the permutation test p-value. Note that the same is 
not true for the node contribution-based statistics, as there may be a mixture of nodes with sparse and 
dense data. Sparse networks also lead to problems when calculating permutation test p-values due to 
missing values in the null distribution where all nodes have a weighted degree of 0 in the permuted 
subset. These are ignored in calculations of the permutation test p-value, leading to high p-values in 
cases of module preservation, simply due to lack of non-missing observations in the null distribution. 
This is also a problem for modules where every node has the same weighted degree, for which the 
concordance of weighted degree will always be a missing value.  

The concordance of weighted degree should be interpreted in the context of the average edge weight. 
Where the average edge weight is low and has a high permutation test p-value, a high concordance of 
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weighted degree is not likely to be biologically meaningful. Conversely, a low concordance of 
weighted may arise where the average edge weight is high where the weighted degree is similar for all 
nodes. In this case tiny variations in each node’s weighted degree can lead to dramatic changes in the 
relative rank of nodes leading to a low concordance of weighted degree. This tiny variations is 
unlikely to be biologically meaningful, thus the concordance of weighted degree may be incorrectly 
classified as not preserved. 

When assessing module preservation we recommend visualisation of the module topology in both 
datasets as well as calculation of the permutation test p-values. Visualisation helps to interpret module 
preservation where the permutation tests p-values are significant, and can help to identify which 
statistics are appropriate. For example, visualisation can be used to determine whether the 
concordance of node contribution, concordance of correlation structure, and concordance of 
weighted degree are likely to be informative or spuriously non-significant due to lack of variability in 
the node contribution, correlation coefficients, and weighted degree respectively.   

Heuristic thresholds for module preservation 
For comparison with previous methodology (Table S1), Z-scores, summary statistic, and heuristic 
thresholds were calculated as previously described (Langfelder et al., 2011) for each test of the BxH 
mouse cross modules. Standardised Z-scores for each module preservation statistic were calculated 
using the mean and standard deviation estimated from the null distributions, and the combined 
summary score was calculated as: 

𝑍!"##$%& =

𝑚𝑒𝑑𝑖𝑎𝑛

𝑎𝑣𝑒𝑟𝑎𝑔𝑒 𝑒𝑑𝑔𝑒 𝑤𝑒𝑖𝑔ℎ𝑡,
𝑚𝑜𝑑𝑢𝑙𝑒 𝑐𝑜ℎ𝑒𝑟𝑒𝑛𝑐𝑒,

𝑑𝑒𝑛𝑠𝑖𝑡𝑦 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑙𝑎𝑡𝑖𝑜𝑛 𝑠𝑡𝑟𝑢𝑐𝑡𝑢𝑟𝑒,
𝑎𝑣𝑒𝑟𝑎𝑔𝑒 𝑛𝑜𝑑𝑒 𝑐𝑜𝑛𝑡𝑟𝑖𝑏𝑢𝑡𝑖𝑜𝑛

+𝑚𝑒𝑑𝑖𝑎𝑛
𝑐𝑜𝑛𝑐𝑜𝑟𝑑𝑎𝑛𝑐𝑒 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑙𝑎𝑡𝑖𝑜𝑛 𝑠𝑡𝑟𝑢𝑐𝑡𝑢𝑟𝑒,
𝑐𝑜𝑛𝑐𝑜𝑟𝑑𝑎𝑛𝑐𝑒 𝑜𝑓 𝑤𝑒𝑖𝑔ℎ𝑡𝑒𝑑 𝑑𝑒𝑔𝑟𝑒𝑒,
𝑐𝑜𝑛𝑐𝑜𝑟𝑑𝑎𝑛𝑐𝑒 𝑜𝑓 𝑛𝑜𝑑𝑒 𝑐𝑜𝑛𝑡𝑟𝑖𝑏𝑢𝑡𝑖𝑜𝑛𝑠

2
 

The heuristic thresholds for significance were defined by (Langfelder et al., 2011) as: strong evidence 
for module preservation if Zsummary > 10, weak evidence if 2 < Zsummary < 10, and no evidence of 
preservation if Zsummary ≤ 2.  

Simulations 
We simulated gene expression data containing positive and negative control modules then tested their 
preservation in simulated datasets with varying amounts of noise. For 100 simulations, we simulated 
four datasets, each containing 10,000 genes and 100 samples. A discovery dataset, in which positive 
and negative control modules of sizes 10, 50, 100, 500, and 1,000 genes were simulated as: 

𝐺!"#$%&'()
(!) = 𝐸(!) 𝑟! +  1− 𝑟!! 𝜀 

Where 𝐸(!) is the simulated module’s summary vector, 𝑟 is the vector of simulated node contributions 
for each gene in the simulated module, and 𝜀 is the error term, drawn from a normal distribution with 
mean of 0 and standard deviation of 1.  𝐸(!) and 𝑟 were simulated by bootstrapping (sampling with 
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replacement) the corresponding vectors in a randomly selected BxH mice liver module of similar size 
to the simulated module. Genes not in any module were simulated by bootstrapping 100 samples from 
the liver tissue expression data for 6,680 randomly selected genes then adding the same level of 
statistical noise, 𝜀, to each observation. Three test datasets were simulated with “low”, “medium”, and 
“high” levels noise, where 𝜀 was drawn from a normal distribution with mean of 0, and standard 
deviation of 1, 2, and 5 respectively. In these datasets, genes composing the positive control modules 
were simulated using identical node contributions 𝑟 , and a summary vector 𝐸(!)  drawn by 
bootstrapping 100 samples from the summary vector of the same liver module selected when 
simulating the discovery dataset. Genes composing the negative control modules were simulated by 
bootstrapping liver tissue expression levels of randomly selected genes then adding the statistical 
noise. Permutation test p-values were then estimated using null distributions drawn from 10,000 
permutations. Results of the simulations are given in Figure S6. 

Module GO term and KEGG pathway enrichment 
Enrichment of Gene Ontology (GO) terms (Ashburner et al., 2000) and Kyoto Encyclopedia of Genes 
and Genomes (KEGG) pathways (Kanehisa and Goto, 2000) for each BxH mice module were 
determined through over-representation analysis (Tables S2 and S4). Briefly, a hypergeometric test 
was performed for each GO term and KEGG Pathway annotating at least two module genes. 
Annotations were considered significant at the false discovery rate (FDR) corrected significance 
threshold of P < 0.05 within each annotation type (KEGG pathway, GO biological process, GO 
molecular function, GO cellular component). 

GO term annotations for Mus musculus genes were obtained from the Genome-wide Annotation for 
Mouse Database provided through the R package org.Mm.eg.db (version 2.14.0). Definitions for each 
GO term were obtained from the GO database through the GO.db R package (version 2.14.0). KEGG 
Pathway annotations for Mus musculus genes were retrieved from the KEGG database using the 
KEGGREST package (version 1.4.1). 

Statistical tests 
Associations between body weight and each multi-tissue module in the BxH mice were assessed 
through linear regression of weight on the module’s summary profile (1st principal component, 
Experimental Procedures) adjusting for sex (Table S3). Multi-tissue modules were those with 
strong evidence for preservation in any other tissue. Associations with body weight were assessed in 
the module’s discovery tissue as well as any tissues for which the module had strong evidence of 
preservation. Effect sizes correspond to change in standard deviation (SD) of body weight per SD 
increase in the module’s summary profile in the corresponding test tissue. An association was 
considered significant at a Bonferroni-corrected threshold of P < 0.0001, adjusting for the 273 tests.  

Associations between BxH mice liver module 35 (LM35) and the cardiometabolic traits, excluding 
weight, were assessed through a linear regression model of each trait on the module’s summary 
profile calculated in the adipose and muscle tissue, adjusting for sex (Table S6). In total 20 
associations were assessed through linear regression of each trait on LM35 adipose expression, and 20 
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associations were assessed through linear regression of each trait on LM35 muscle expression. Effect 
sizes correspond to change in LM35 tissue expression (SD-units) per SD-increase of each trait. False-
discovery rate (FDR) correction was applied within each tissue to the resulting linear model p-values. 
We considered an association significant at FDR q < 0.025 (adjusting for the two tissues). 

Implementation and performance of NetRep 
The permutation procedure in NetRep is implemented as a multi-threaded C++ program that makes 
use of highly optimised linear algebra subroutines provided by the C++ library armadillo (Sanderson, 
2010). This is wrapped by an R package which interfaces with the C++ code through the Rcpp and 
RcppArmadillo packages (Eddelbuettel and François, 2011; Eddelbuettel and Sanderson, 2014). The 
permutation procedure is run on datasets in which the correlation structure and interaction networks 
have already been computed by the user: these are required as input. NetRep dynamically loads and 
unloads each dataset so that only the data, correlation structure, and interaction network matrices for 
one dataset are ever in memory at any point in time. These are stored in heap memory during the 
permutation procedure so that they can be simultaneously accessed by all parallel threads. Each thread 
thus requires only additional memory for calculation of the network properties in the test dataset at 
each permutation. Taken together, NetRep is scalable: its memory usage is independent of the number 
of datasets analysed, runtime can be divided linearly across multiple cores, and memory usage is fixed 
for each dataset: each thread requires only a small amount of memory in most cases. 

Computational performance of NetRep was evaluated through comparison of runtime and memory 
usage to the modulePreservation function implemented in the R package WGCNA (Langfelder et al., 
2011). Both methods were used to generate null distributions for the 38 BxH mice brain modules from 
permutations of node labels in the BxH liver tissue (Figure S2). Module sizes ranged from 23 nodes 
to 9,487 nodes (median: 106 nodes, Figure S1) and the total network size was 22,528 nodes (probes 
present in both datasets).  

NetRep was 11-times faster than WGCNA both when run on a single core (Figure S2a) and when run 
in parallel (Figure S2b). NetRep took an average of 7.4 seconds per permutation per core compared 
to 93 seconds for WGNCA. For all points in both panels, 4 minutes, 20 seconds were taken by NetRep 
prior to the permutation procedure to load and unload each dataset during input checks and calculation 
of network properties in the brain tissue. Runtime of permutation procedure decreased linearly with 
the number of cores used. Memory usage of NetRep was 8.13 GB for a single core, and 12.28 GB for 
64 cores: Each thread used 68 MB for storage of the network properties of permuted modules in the 
liver tissue at each permutation. In contrast, WGCNA used 800 MB of RAM per core to store the 
gene expression data and dynamic calculations of the correlation structure and interaction networks 
for each permutation. No memory was shared between cores by WGCNA. Memory usage of 
WGCNA exceeded that of NetRep when >16 cores were in use. Although the correlation structure and 
interaction network matrices are not required for WGCNA’s permutation procedure, these will 
typically be pre-calculated and saved by the user for downstream analyses prior to assessing module 
preservation. NetRep is more flexible since it requires these matrices as input: the user may use any 
algorithm for network construction. 
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The overall runtime, RAM usage, and disk requirements of NetRep are a function of the number of 
permutations required, the total size of each network, sample size within each dataset, and distribution 
of module sizes. Disk requirements are a function of total network size of each dataset, as are the 
RAM requirements to store the matrices of the test network in the memory shared between threads. 
The runtime of each permutation and the additional RAM usage per thread are a function of the 
module sizes within each dataset. Both are proportional to the sum of module sizes squared: although 
runtime is also influenced by the sample size of the test dataset. This means that large modules can 
dramatically increase runtime and memory usage. Our worst-case scenario was that of the adipose 
tissue, for which module 1 contained 10,119 genes (the largest module in any other tissue was 3,612 
genes). For adipose tissue modules, NetRep took an average of 48 seconds per permutation and 
required 500 MB of RAM per thread. Across all tissue comparisons the median time taken for each 
permutation was 15 seconds. 

In practice, total runtime depends on the total number of tests performed: i.e. the total number of 
modules multiplied by the number of datasets their preservation is tested in. This number dictates the 
number of permutations required to appropriately control for multiple testing, although we 
recommend running at least 10,000 permutations for each test. In a pairwise comparison setting 
runtime exponentially increases due to the multiplication of the number of tissue comparisons by the 
number of permutations required for each comparison (Figure S2c).   

Several approaches can be taken to reduce runtime of NetRep. Runtime is most dramatically reduced 
by excluding large modules or filtering to the top most connected genes. Pairwise analysis of the four 
tissues restricted to modules with fewer than 250 nodes (109 of the 165 modules) reduced total 
runtime from 19 hours to 2 hours on 40 cores. This was due to a 14-fold reduction in the average time 
taken per permutation from 22 seconds to 1.5 seconds. Dimensionality reduction prior to network 
inference will also achieve this goal, with the added benefit of a reduction in disk space and memory 
usage. If memory usage is not a concern, then there may be a benefit to running multiple instances of 
NetRep, each using 1 core, instead of parallelising the procedure across multiple cores. In this case 
each instance will have its own copy of the test dataset in memory (e.g. each instance requires 8.13 
GB of RAM). On some systems we tested, this provided a two-fold speed increase. Finally, some 
calculations may be faster when installing non-default BLAS and LAPACK libraries: however, this 
requires some experimentation on each machine, and reinstallation of R from source. All tests 
described above were performed with the default libraries installed with Ubuntu 12.0.5 LTS. 

Software and hardware 
Analyses were performed using the statistical computing software, R version 3.1.3 (http://www.r-
project.org/). Network module preservation was assessed using the NetRep package version 0.23.0 
(https://github.com/InouyeLab/NetRep/releases/tag/v0.23.0). Runtime analyses were performed using 
the latest version of NetRep: version 0.60.0. The latest stable version of the software can be found at 
http://github.com/InouyeLab/NetRep.  
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Analyses were performed on a Dell R910 with 40 cores (Intel Xeon 2.00 GHz), 512 Gb of RAM, 16x 
1 Tb hard drives with 7200 RPM, running the 64 bit version of Ubuntu 12.0.5 LTS. 

  

2.2. PUBLICATION Chapter 2

50



 13 

Supplemental Tables 
 

Evidence for preservation 
Permutation testing  

Strong Weak None Totals 

Heuristic threshold 
on Zsummary 

Strong 171 55 0 226 
Weak 17 167 4 188 
None 0 44 37 81 

 Totals 188 266 41 495 
 

Table S1, related to the experimental procedures and the main text: Comparison of module 
preservation evidence between NetRep and heuristic approach when testing the preservation of the 
165 BxH mice modules in other tissues. For the permutation test, we defined strong evidence for a 
module’s preservation in another tissue as all test statistics achieving P < 0.0001, weak evidence if 
one or more, but not all, test statistics were P < 0.0001, and no evidence if no test statistics are P < 
0.0001. The significance threshold of 0.0001 was chosen to Bonferroni adjust for the 495 tests 
performed for each preservation statistic. The heuristic threshold is defined on Zsummary, a weighted 
combination of the Z-scores for all seven statistics (Supplemental Experimental Procedures). There 
is strong evidence for module preservation where Zsummary > 10, weak evidence if 2 < Zsummary < 10, 
and no evidence of preservation if Zsummary ≤ 2 (Langfelder et al., 2011). 
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Type Term ID Term N Total 

KEGG 
 

path:mmu03010 Ribosome 10 13 
path:mmu03013 RNA transport 4 5 
path:mmu03015 mRNA surveillance pathway 3 3 
path:mmu04120 Ubiquitin mediated proteolysis 3 4 
path:mmu04141 Protein processing in endoplasmic reticulum 3 4 

GO:(BP) 
 
 

GO:0006412 Translation 8 11 
GO:0006397 mRNA processing 6 7 
GO:0008380 RNA splicing 6 7 
GO:0015031 Protein transport 6 7 
GO:0006364 rRNA processing 5 5 
GO:0006974 Cellular response to DNA damage stimulus 4 9 
GO:0007049 Cell cycle 4 9 
GO:0051301 Cell division 4 10 
GO:0006281 DNA repair 3 7 
GO:0006355 Regulation of transcription, DNA-templated 3 5 
GO:0006511 Ubiquitin-dependent protein catabolic process 3 3 
GO:0006810 Transport 3 4 
GO:0006915 Apoptotic process 3 4 
GO:0007067 Mitosis 3 8 
GO:0016568 Chromatin modification 3 5 
GO:0051028 mRNA transport 3 3 

GO:(MF) 
 

GO:0044822 Poly(A) RNA binding 10 28 
GO:0003735 Structural constituent of ribosome 9 12 
GO:0003723 RNA binding 6 12 
GO:0000166 Nucleotide binding 4 9 
GO:0003676 Nucleic acid binding 4 5 
GO:0016874 Ligase activity 3 6 
GO:0046872 Metal ion binding 3 6 

GO:(CC) 
 

GO:0030529 Ribonucleoprotein complex 11 16 
GO:0005840 Ribosome 10 14 
GO:0022625 Cytosolic large ribosomal subunit 9 12 
GO:0005730 Nucleolus 5 9 
GO:0005622 Intracellular 4 6 
GO:0005634 Nucleus 4 8 
GO:0000775 Chromosome, centromeric region 3 6 
GO:0000785 Chromatin 3 5 
GO:0000808 Origin recognition complex 3 3 
GO:0005681 Spliceosomal complex 3 5 
GO:0005694 Chromosome 3 6 
GO:0005739 Mitochondrion 3 7 
GO:0016605 PML body 3 3 
GO:0022627 Cytosolic small ribosomal subunit 3 3 
GO:0071013 Catalytic step 2 spliceosome 3 5 

 

Table S2, related to the experimental procedures and the main text: GO term and KEGG 
pathway enrichment of putative housekeeping BxH mice modules. ‘Type’: annotation type. 
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‘KEGG’: KEGG pathway, ‘GO:(BP)’: GO biological process, ‘GO:(MF)’: GO molecular function, 
‘GO:(CC)’: GO cellular compartment. ‘Housekeeping’: the number of putative housekeeping modules 
(of a total of 41) significantly enriched for the associated term (Supplemental Experimental 
Procedures). ‘Total’: total number of modules (out of 165) significantly enriched for the associated 
term. Terms associated with 3 or more modules are listed in this table. 9 of the 41 putative 
housekeeping modules were not significantly enriched for any term. 
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Module Var expl Test tissue Var expl Effect size 95% confidence interval P-value 
Brain 2 51% liver 13% -0.26 -0.34– -0.18 1 × 10-9  
Brain 7 56% liver 25% 0.20 0.11– 0.29 3 × 10-5  

Brain 16 59% adipose 46% 0.25 0.16– 0.33 1 × 10-8  
Brain 22 57% adipose 36% 0.18 0.093– 0.27 6 × 10-5 
Brain 24 72% adipose 43% -0.25 -0.33– -0.16 2 × 10-8 
Brain 31 63% muscle 67% -0.18 -0.26– -0.095 3 v 10-5 

Liver 2 35% liver 35% -0.34 -0.44– -0.23 2 v 10-9 
Liver 6 33% liver 33% 0.22 0.13– 0.31 5 × 10-6 
Liver 7 33% liver 33% 0.22 0.12– 0.31 1 × 10-5 

Liver 16 37% adipose 29% 0.26 0.18– 0.34 2 × 10-9 
Liver 20 39% liver 39% -0.17 -0.26– -0.089 6 × 10-5 
Liver 28 48% adipose 31% 0.18 0.097– 0.27 4 × 10-5 

Adipose 6 41% adipose 41% -0.20 -0.28– -0.11 6 × 10-6 
Adipose 7 45% adipose 45% -0.28 -0.37– -0.18 3 × 10-8 
Adipose 9 50% adipose 50% -0.23 -0.32– -0.15 1 × 10-7 

Adipose 10 55% adipose 55% 0.26 0.18– 0.34 1 × 10-9 
Adipose 11 55% liver 38% -0.24 -0.32– -0.15 1 × 10-7 
Adipose 16 58% liver 57% 0.19 0.10– 0.28 5 × 10-5 
Adipose 22 65% adipose 65% 0.21 0.13– 0.30 1 × 10-6 
Adipose 23 45% adipose 45% 0.20 0.11– 0.28 1 × 10-5 
Adipose 26 70% adipose 70% 0.21 0.12– 0.29 4 × 10-6 

Muscle 2 57% liver 12% -0.27 -0.35– -0.19 7 × 10-10 
Muscle 3 57% liver 13% -0.25 -0.33– -0.17 5 × 10-9 
Muscle 5 49% liver 12% -0.32 -0.43– -0.21 9 × 10-9 
Muscle 7 51% adipose 39% -0.27 -0.35– -0.19 3 × 10-10 

Muscle 10 64% liver 17% -0.18 -0.27– -0.098 3 × 10-5 
Muscle 11 64% adipose 40% 0.22 0.13– 0.30 6 × 10-7 
Muscle 14 73% liver 21% 0.30 0.22– 0.39 4 × 10-11 
Muscle 24 76% muscle 76% -0.18 -0.27– -0.10 2 × 10-5 
Muscle 31 72% adipose 61% 0.18 0.090– 0.27 9 × 10-5 

Brain 4 56% liver 22% -0.20 -0.29– -0.12 6 × 10-6  
adipose 34% -0.20 -0.28– -0.11 6 × 10-6  

Liver 5 35% liver 35% 0.25 0.16– 0.35 2 × 10-7 
adipose 32% 0.45 0.36– 0.53 2 × 10-21 

Liver 11 34% liver 34% -0.20 -0.29– -0.12 5 × 10-6 
adipose 39% -0.21 -0.29– -0.12 3 × 10-6 

Liver 18 37% liver 37% 0.31 0.23– 0.39 1 × 10-13 
adipose 34% 0.33 0.25– 0.41 7 × 10-14 

Adipose 3 44% liver 15% 0.31 0.21– 0.40 4 × 10-10 
adipose 44% 0.47 0.38– 0.56 2 × 10-21 

Adipose 19 58% liver 28% -0.20 -0.29– -0.12 4 × 10-6 
adipose 58% -0.24 -0.32– -0.15 7 × 10-8 

Adipose 20 61% liver 38% 0.26 0.18– 0.34 1 × 10-9 
adipose 61% 0.32 0.24– 0.40 2 × 10-13 

Muscle 6 66% liver 32% -0.20 -0.28– -0.11 9 × 10-6 
adipose 47% -0.20 -0.29– -0.12 3 × 10-6 

Brain 20 58% adipose 51% 0.30 0.22– 0.38 8 × 10-12 
muscle 48% -0.18 -0.27– -0.093 6 × 10-5 
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Liver 25 43% adipose 32% -0.35 -0.45– -0.26 4 × 10-12 
liver 43% 0.33 0.25– 0.40 5 × 10-15 

Liver 35 47% adipose 58% 0.25 0.16– 0.33 3 × 10-8 
muscle 53% -0.21 -0.30– -0.13 3 × 10-6 

Adipose 4 45% liver 11% 0.54 0.42– 0.66 1 × 10-17 
adipose 45% -0.44 -0.53– -0.36 4 × 10-21 

Muscle 27 79% 
liver 56% -0.18 -0.27– -0.093 9 × 10-5 

adipose 71% 0.30 0.22– 0.38 3 × 10-12 
muscle 79% -0.25 -0.35– -0.15 1 × 10-6 

 
Table S3, related to the experimental procedures and the main text: Preserved BxH mice 
modules associated with body weight. Linear regression of weight on module summary expression 
profiles which have strong evidence for preservation. Models were fit in each module’s discovery 
tissue and in each tissue for which the module had strong evidence of preservation. Models were 
adjusted for sex. “Var expl” indicates the variance in module expression explained by the summary 
expression profile in the discovery tissue and test tissue respectively. Associations shown are 
significant at P < 0.0001; Bonferroni correcting for the total number of tests (273). Effect sizes denote 
the difference in SD-units of weight per SD increase of the module’s summary expression profile in 
the test tissue. 95% CI: 95% confidence interval of the effect size. Emphasis indicates modules with a 
change in effect size sign across different test tissues (i.e. an association with differential module 
expression).  
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Type Term ID Term #A Module genes Q-value 

KEGG path:mmu03010 Ribosome 145 
Rpl7a, Rpl18a, Rpl21, 
Rpl36, Rpl18, Rplp2, 
Rps24, Rpl8 

7 × 10-12 

GO:(BP) 

GO:0006412 Translation 279 Rpl18a, Rpl21, Rpl36, 
Rpl18, Rps24, Rpl8 1 × 10-5 

GO:0006414 Translational elongation 58 Rplp2, Rps24 0.01 

GO:2001141 Regulation of RNA 
biosynthetic process 82 Naca, Eid1 0.02 

GO:0006364 rRNA processing 108 Rps24, Exosc7 0.03 

GO:(MF) 
GO:0003735 Structural constituent of 

ribosome 128 
Rpl18a, Rpl21, Rpl36, 
Rpl18, Rplp2, Rps24, 
Rpl8 

1 × 10-9 

GO:0044822 Poly(A) RNA binding 1,065 Rpl7a, Rpl18a, Rpl21, 
Rps24, Rpl8 0.04 

GO:(CC) 
 

GO:0022625 Cytosolic large ribosomal 
subunit 51 Rpl7a, Rpl18a, Rpl21, 

Rpl18, Rplp2, Rpl8 5 × 10-10 

GO:0005840 Ribosome 154 
Rpl18a, Rpl21, Rpl36, 
Rpl18, Rplp2, Rps24, 
Rpl8 

5 × 10-9 

GO:0030529 Ribonucleoprotein complex 308 
Snrpe, Rpl18a, Rpl21, 
Rpl36, Rpl18, Rplp2, 
Rps24, Rpl8 

1 × 10-8 

GO:0016235 Aggresome 23 Mvb12a, Eid1 0.001 

GO:0005622 Intracellular 1,329 Rpl21, Rpl36, Rpl18, 
Rplp2, Rps24, Rpl8 0.02 

 
Table S4, related to the experimental procedures and the main text: Significant enrichment of 
GO terms and KEGG pathways for BxH mice liver module 35 (LM35). GO terms and KEGG 
pathways significantly over-represented in the 24 annotated genes comprising LM35 (Supplemental 
Experimental Procedures). ‘Type’: annotation type. ‘KEGG’: KEGG pathway, ‘GO:(BP)’: GO 
biological process, ‘GO:(MF)’: GO molecular function, ‘GO:(CC)’: GO cellular compartment. ‘#A’: 
total number of genes annotated for the term. In total there were 18,737 annotated genes on the 
microarray. Q-value: false discovery rate corrected hypergeometric test p-value.   
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Table S5, related to the experimental procedures and the main text: Probe annotations for 
LM35. Probes are listed in descending order by weighted degree in the liver. The relative rank of the 
weighted degree indicates importance to the module within each tissue. Note that the values cannot be 
directly compared across tissues. Blank spaces in the adipose column indicate probes that did not pass 
quality control in the adipose tissue. Gene symbols with a preceding * indicate entry has been 
withdrawn by Entrez and is not in the current annotation release. Gene symbols starting with MMT 
indicate custom probes designed from mouse Unigene clusters lacking annotation (Supplemental 
Experimental Procedures). Start and end indicate the start and end base position of the gene on the 
corresponding chromosome. 
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Test tissue Trait Effect size 95% confidence interval P-value Q-value 

Adipose 
 

Weight 0.25 0.16– 0.33 3 × 10-8 - 
Insulin 0.23 0.14– 0.32 1 x 10-6 2 x 10-5 

Glucose/Insulin -0.21 -0.30– -0.12 7 x 10-6 7 x 10-5 
Other fat 0.23 0.11– 0.35 1 x 10-4 8 x 10-4 
Total fat 0.19 0.081– 0.30 7 x 10-4 0.004 

Length 0.17 0.069– 0.27 0.001 0.004 
MCP-1 (CCL2) 0.18 0.064– 0.29 0.002 0.007 

Glucose 0.18 0.064– 0.30 0.003 0.007 
Unesterified cholesterol 0.18 0.061– 0.29 0.003 0.007 

Muscle 
 

Weight -0.21 -0.30– -0.13 3 × 10-6 - 
Unesterified cholesterol -0.21 -0.34– -0.092 6 x 10-4 0.01 

Insulin -0.16 -0.25– -0.061 0.001 0.01 
Total fat  -0.19 -0.31– -0.072 0.002 0.01 

Abdominal fat -0.17 -0.27– -0.061 0.002 0.01 
Glucose/Insulin 0.14 0.048– 0.24 0.003 0.01 

Free fatty acids -0.18 -0.31– -0.059 0.004 0.01 
LDL+VLDL -0.18 -0.30– -0.056 0.005 0.01 

HDL/LDL+VLDL 0.17 0.051– 0.29 0.005 0.01 
Total cholesterol -0.17 -0.29– -0.049 0.006 0.01 

 
Table S6, related to the experimental procedures and the main text: Associations between 
cardiometabolic traits and LM35 summary expression in the adipose and muscle tissues. 
Associations were calculated via linear regression of each trait on LM35 summary expression. In 
total, associations for 20 cardiovascular risk traits, not including weight, were assessed in both the 
adipose and muscle tissue (Supplemental Experimental Procedures). The summary expression 
profiles were calculated in the respective test tissue for probes comprising LM35. The summary 
expression profile explained 58% and 53% of the LM35’s variance in the adipose and muscle tissues 
respectively. Models were adjusted for sex, and p-values were false-discovery rate corrected within 
each test tissue. Associations were considered significant at FDR < 0.025. A log transform was 
applied to insulin, monocyte chemotactic protein 1 (MCP-1/CCL2), and the ratio of glucose/insulin. 
Effect sizes denote the difference in SD-units of each trait per SD increase of the summary expression 
profile in the respective tissue. Q-value: false discovery rate adjusted p-value. Traits significantly 
associated with LM35 in both tissues in bold. 
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Module OTU Order Family Genus Species 

Female 1 

565357 Clostridiales    
362344 Clostridiales Lachnospiraceae   
369768 Clostridiales Lachnospiraceae   
335827 Clostridiales Lachnospiraceae Butyrivibrio  
338987 Clostridiales Lachnospiraceae Coprococcus  
181155 Clostridiales Ruminococcaceae   

Female 6 
205904 Bacteroidales Bacteroidaceae Bacteroides  
213566 Bacteroidales Bacteroidaceae Bacteroides  
213813 Bacteroidales Bacteroidaceae Bacteroides  

Male 2 

196632 Clostridiales Clostridiaceae Clostridium  
367150 Clostridiales Lachnospiraceae   
362344 Clostridiales Lachnospiraceae   
369768 Clostridiales Lachnospiraceae   
335827 Clostridiales Lachnospiraceae Butyrivibrio  
338987 Clostridiales Lachnospiraceae Coprococcus  
528715 Clostridiales Ruminococcaceae Faecalibacterium prausnitzii 

Male 4 

180927 Clostridiales Veillonellaceae Dialister  
201364 Clostridiales Veillonellaceae Dialister  

3086353 Clostridiales Veillonellaceae Dialister  
403701 Clostridiales Veillonellaceae Dialister  

Male 5 
205904 Bacteroidales Bacteroidaceae Bacteroides  
213566 Bacteroidales Bacteroidaceae Bacteroides  
213813 Bacteroidales Bacteroidaceae Bacteroides  

Male 8 
194868 Clostridiales Ruminococcaceae Ruminococcus  
198980 Clostridiales Ruminococcaceae Ruminococcus  
210647 Clostridiales Ruminococcaceae Ruminococcus  

 

Table S7, related to Figure 6: Taxonomical assignments for preserved HMP gut microbial 
communities.  Blank cells indicate taxonomical assignment at the respective level could not be 
assigned. “Module”: the preserved HMP gut microbial community each OTU participated in. Only 
modules with strong evidence for preservation in the other sex’s gut microbial network are shown.  
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Supplemental figures 
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Figure S1, related to the experimental procedures and the main text: Network modules 
identified in the four BxH mice tissues. Number of probes clustering into each inferred network 
module (Experimental Procedures) in the brain (A), liver (B), adipose (C), and muscle (D) tissues of 
the BxH mouse cross. ‘BG’ denotes the background module, which contains probes otherwise not 
assigned to any module. 
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Figure S2, related to the experimental procedures and the main text: Computational 
performance of NetRep. (A) Total elapsed runtime when calculating module preservation statistics 
for the BxH mice brain modules on 200, 1,000, and 2,000 permutations of the liver tissue using 
NetRep (red) and when calculating the same number of permutations with the WGCNA R package 
(blue). (B) Total elapsed runtime to calculate 2,000 permutations when parallelised across multiple 
cores. (C) Total elapsed runtime when parallelised over 40 cores to perform a pairwise comparison of 
two tissues (brain and liver), three tissues (brain, liver, and adipose), and all four tissues with 10,000 
permutations per tissue comparison. Runtime for pairwise comparison of 5–7 tissues was extrapolated 
from the median time taken per permutation in the pairwise analysis of the four tissues (15 seconds) 
with Bonferroni corrected significance thresholds assuming an average of 40 modules per tissue (P < 
6 x 10-5, P < 4 x 10-5, and P < 3 x 10-5, requiring 16,000, 24,000, and 33,600 permutations per tissue, 
respectively).  
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Figure S3, related to the experimental procedures and the main text: Non-normality of module 
preservation statistics when drawing null distributions for 165 BxH mice modules in their three non-
discovery tissues. Quantile-Quantile plots (QQ-plots) show the theoretical quantiles of a normal 
distribution in comparison to the observed quantiles from each of the 495 empirical null distributions 
for each module preservation statistic. Observed quantiles were generated from 100,000 permutations 
(Experimental Procedures). Points in each panel were given different symbols to denote each of the 
twelve tissue comparisons, and coloured to denote module size (on a log10 scale). Points were overlaid 
in descending order of tissue comparison and module size shown in the legend. The QQ-plot for the 
average edge weight is truncated: the maximum observed quantile is 38. 
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Figure S4, related to the experimental procedures and the main text: The scale-free assumption 
affects non-normality of the average edge weight statistic. Quantile-Quantile plots comparing 
theoretical quantiles of a normal distribution to observed quantiles for the null distributions of the 
average edge weight statistic, when varying the soft-threshold exponent used to define the interaction 
network. Null distributions were generated for the 66 BxH mice liver modules from 10,000 
permutations in the muscle tissue. The exponent was varied from 12, the power used to define the 
interaction network in the muscle tissue (Experimental Procedures, Figure S7), to 1. Quantiles were 
coloured to denote module size (on a log10 scale). Points were overlaid in descending order of module 
size. 
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Figure S5, related to the experimental procedures and the main text: The scale-free assumption 
has no effect on the concordance of weighted degree statistic. Quantile-Quantile plots comparing 
theoretical quantiles of a normal distribution to observed quantiles for the null distributions of the 
concordance of weighted degree statistic, when varying the soft-threshold exponent used to define the 
interaction network. Null distributions were generated for the 66 BxH mice liver modules from 10,000 
permutations in the muscle tissue. The exponent was varied from 12, the power used to define the 
interaction network in the muscle tissue (Experimental Procedures, Figure S7), to 1. Quantiles were 
coloured to denote module size (on a log10 scale). Points were overlaid in descending order of module 
size. 

  

Theoretical quantiles

10 50 100 1,000 5,000
Module size (log scale)

Power = 11

−5

−2.5

0

2.5

5 Power = 12 Power = 10 Power = 9

O
bs

er
ve

d 
qu

an
til

es

−5

−2.5

0

2.5

5 Power = 8 Power = 7 Power = 6 Power = 5

–4 –2 0 2 4

−5

−2.5

0

2.5

5 Power = 4

–4 –2 0 2 4

Power = 3

–4 –2 0 2 4

Power = 2

–4 –2 0 2 4

Power = 1

Chapter 2 2.2. PUBLICATION

65



 28 

 

Figure S6, related to the experimental procedures and the main text: Performance of NetRep in 
a simulation study. Sensitivity (true positive rate), specificity (true negative rate / 1 – false positive 
rate), precision, and false discovery rate (FDR) of the seven module preservation statistics when 
assessing preservation of positive control and negative control modules simulated with varying 
degrees of noise (Supplemental Experimental Procedures). Points within each line (one point per 
module size) were calculated from 100 simulated discovery and test datasets. Module preservation 
statistics were considered significant where 𝑃 < 1 × 10!! . p-values were estimated from null 
distributions generated from 10,000 permutations. “Low”, “Medium” and “High” noise test datasets 
were simulated using error terms drawn from a normal distribution with mean of 0 and standard 
deviations of 1, 2, and 5 respectively. 
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Figure S7, related to the experimental procedures and the main text: Soft-threshold powers 
used to define the BxH mice interaction networks. Scale free topology criterion R2 for the brain 
(A), liver (C), adipose (E), and muscle (G) interaction networks when defined using various soft 
threshold powers. The horizontal red line (A, C, E, G) shows the R2 cut-off of 0.85 recommended by 
the scale-free topology criterion (Zhang and Horvath, 2005). Average weighted degree (on a log10 
scale) for the whole interaction networks inferred for the brain (B), liver (D), adipose (F), and muscle 
(H) tissues when defined using various soft threshold powers. The power labelled in red shows the 
power selected for the power transform function (Experimental Procedures). 
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2.2.3 Table S5

The following supplemental table is provided as an additional, downloadable, spreadsheet by Cell Systems. For convenience, the table caption is reproduced
here as well as in the previous included supplemental text:

Table S5, related to the experimental procedures and the main text: Probe annotations for LM35. Probes
are listed in descending order by weighted degree in the liver. The relative rank of the weighted degree indicates importance
to the module within each tissue. Note that the values cannot be directly compared across tissues. Blank spaces in the
adipose column indicate probes that did not pass quality control in the adipose tissue. Gene symbols with a preceding *
indicate entry has been withdrawn by Entrez and are not in the current annotation release. Gene symbols starting with
MMT indicate custom probes designed from mouse Unigene clusters lacking annotation (Supplemental Experimental
Procedures). Start and end indicate the start and end base position of the gene on the corresponding chromosome.

Probe ID Entrez ID Gene symbol Chr Start End Liver Adipose Muscle Brain

10024402869 MMT00023282 3 137581429 137582195 12.9 28.2 8.8 5.6
10024395017 MMT00061243 9 22230335 22230884 11.5 28.2 8 5.8
10024400625 MMT00037360 10 120331367 120331948 11.4 12.8 3.4 2.9
10024402303 MMT00028928 12 96688213 96688865 11.1 20.9 7.2 3.6
10024397313 MMT00034521 X 54092554 54093087 11 28.9 7.7 5.3
10024404722 MMT00024473 18 81015980 81016784 10.5 25.6 7.7 4.9
10024398879 MMT00070014 13 9595591 9596642 10.5 19 10.3 9.3
10024408517 20643 Snrpe 1 135357015 135437754 9.7 14.8 11 10.1
10024396226 MMT00020721 16 95211201 95211995 9.6 14.3 11.1 10.2
10024405327 MMT00005726 18 12642222 12642649 9.4 20.1 11 10.3
10024407091 635326 *LOC635326 12 116038230 116039002 9.3 18.2 10.5 8.6
10024397113 MMT00018835 16 36698068 36698839 9.3 25.7 6.9 4.6
10024401586 MMT00058919 3 54109092 54109731 9 21.2 9.1 9
10024407299 MMT00004656 6 24996516 25149483 8.9 19.9 7.1 3
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Probe ID Entrez ID Gene symbol Chr Start End Liver Adipose Muscle Brain

10024400236 MMT00004295 17 22578159 22578705 8.7 23.7 7.9 7.9
10024397429 27176 Rpl7a 2 26733013 26735320 8 10.8 9.8
10024411380 MMT00000729 6 42449124 42449920 8 10.3 8.7
10024396738 MMT00006786 1 55064648 55065357 7.4 10.5 8
10024399601 MMT00009037 9 72091108 72091901 7.1 10.2 10
10024399320 MMT00075917 7 12339771 12340480 6.7 16.6 4.8 4.1
10024404714 MMT00081973 8 91696464 91697278 6.5 21.4 4.4 2
10024412912 MMT00026027 12 113620693 113621005 6.4 17.2 1.1 2.4
10024395607 MMT00066526 18 24086906 24087185 6.3 10.1 0.18 0.05
10024397275 436332 Gm5766 16 4145528 4146325 6.2 10.8 8.8
10024400746 MMT00065667 14 119848257 119848925 6 21.3 3.7 0.69
10024407319 MMT00023851 1 81676283 81676765 5.9 19 4.7 1.9
10024406250 MMT00080853 11 98001424 98002237 5.7 20.3 5.4 2.1
10024401653 76808 Rpl18a 8 73824403 73826365 5.5 19.8 2.5 0.22
10024399557 MMT00075456 17 87829420 87829746 5.5 12.3 0.34 0.89
10024399431 MMT00012331 11 84888663 84889207 5.3 21.9 3.9 2.1
10024413337 MMT00009577 1 75518692 75520322 5.2 21.6 4.9 4.6
10024396042 382723 Rpl10a-ps2 13 8939578 8940223 5.2 12.7 2.9 0.22
10024398839 MMT00041363 6 112957897 112958393 5.1 14.7 4.4 2.8
10024408420 MMT00075823 15 57951633 57952004 5 11.5 0.61 0.04
10024400663 MMT00033296 11 76330257 76330641 4.9 21.6 2.2 1.5
10024407527 19933 Rpl21 5 147144544 147146300 4.8 14.5 2.9 1.6
10024407870 MMT00034182 7 73247044 73247264 4.8 17.6 4.9 2.9
10024405242 MMT00043745 3 68396753 68397110 4.6 9.7 0.09 0.01
10024413891 MMT00077363 19 3316427 3317608 4.5 10.2 6.7
10024407810 MMT00048381 2 146972142 146972525 4.5 13.1 2.9 2.171
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10024410401 MMT00001167 X 154177637 154178423 4.4 8.8 0.96 1.5
10024400664 MMT00045828 11 86894968 86895478 4.4 14 4 1.7
10024408087 MMT00046711 9 30843754 30844562 4.4 15.1 0.04 1.1
10024409847 MMT00004165 16 85533449 85534133 4.2 22.7 5.9 2.7
10024415036 MMT00041197 6 83807339 83807608 4.2 22.5 4 2.3
10024416124 MMT00047833 17 70861955 70862775 4.1 9.1 2.7
10024407253 MMT00012377 X 93088225 93090592 4.1 14.7 2.6 0.03
10024405622 MMT00076813 8 5527605 5528343 4.1 17.8 1.6 0.64
10024399121 MMT00031107 2 48210044 48210390 4 9.9 0.31 0.73
10024411916 MMT00045122 16 23094889 23095344 3.8 23.4 2.7 0.1
10024408980 MMT00067071 10 29303670 29303992 3.8 16.3 1.4 0.37
10024393520 MMT00051491 8 32745801 32746733 3.8 15.3 1.2 0.02
10024406988 MMT00021905 6 99805370 99805805 3.7 24.7 1.3 1.2
10024403444 MMT00042994 X 97990654 97991159 3.7 17.7 3.8 1.8
10024407920 MMT00053127 11 35166629 35166965 3.6 15.9 3.2 2.5
10024403642 MMT00051922 4 125572130 125572626 3.5 18.1 0.23 0.64
10024411909 MMT00011144 11 85766689 85767012 3.4 14.1 3.9 1.8
10024402747 MMT00031196 X 146754221 146755263 3.3 11.9 0.02 0.39
10024412298 MMT00012963 5 84937809 84938274 3.2 21.5 5.4 2.5
10024411582 MMT00004228 4 39956283 39957092 3.2 13.1 0.83 2.8
10024403008 MMT00027411 9 44414755 44415728 3.1 11.1 0.001 0.39
10024403997 MMT00078322 6 93614811 93615368 3 23.4 4.5 2.2
10024402439 MMT00065589 10 70714065 70714685 3 12.5 1.2 0.76
10024409915 MMT00002629 X 139479128 139479851 2.9 22.1 1.8 2.1
10024406239 MMT00047778 2 131906409 131906738 2.8 17.8 0.38 0.83
10024393316 MMT00028756 11 57265276 57266062 2.8 20.7 5.5 1.9
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10024414917 MMT00050545 15 90527808 90551766 2.7 14.8 1.4 0.87
10024410759 54217 Rpl36 17 56298732 56299353 2.6 6.3 0.12 0.63
10024400864 MMT00002915 13 34873628 34873853 2.6 9 0.85 0.6
10024413281 MMT00068012 1 38852490 38853263 2.6 0.8 0.77
10024412032 19899 Rpl18 7 45586148 45588495 2.6 23 4.6 2.4
10024402182 MMT00066243 2 28299097 28300126 2.5 10.1 1.1 1
10024407316 MMT00040516 6 71612806 71613392 2.5 15.9 3.2 0.95
10024403247 MMT00082629 8 81382189 81382483 2.3 9.7 0.72 0.88
10024396002 634044 *LOC634044 X 148249489 148251017 2.2 15.5 1.8 2.5
10024397073 MMT00040937 7 89636710 89637293 2.2 19.8 0.96 1.4
10024412930 MMT00045665 11 22286427 22286910 2 7.4 0.001 0.82
10024399813 MMT00071127 X 19396349 19397246 2 9.2 1 1
10024409272 MMT00044478 1 144909758 144911081 2 17.4 3 0.37
10024408842 50775 Krtap5-4 7 142112984 142113655 2 7.4 0.52 0.002
10024414945 MMT00059984 6 145223558 145223935 2 16 1.4 0.57
10024409931 67186 Rplp2 7 141298974 141302669 1.9 2.1 0.03 0.2
10024404845 20088 Rps24 14 23324213 23325958 1.8 7 0.12 0.03
10024398716 17938 Naca 10 127185469 127451454 1.7 4.8 0.004 0.04
10024409261 MMT00053207 12 86144602 86145727 1.6 7.3 0.45 0.8
10024396442 MMT00070071 7 10772546 10773464 1.5 10.6 0.32 0.02
10024398601 MMT00061666 1 186318035 186318516 1.4 1.7 1.8 2.1
10024400589 384117 *LOC384117 4 80927169 80932663 1.2 10.6 0.009 0.13
10024414057 66446 Exosc7 9 122961942 122984823 1.1 0.17 0.0005 0.14
10024415739 26961 Rpl8 15 76731353 76733199 1 20.4 0.11 0.56
10024416533 70315 Hdac8 X 98487358 98708082 0.92 0.08 0.01 0.07
10024411917 71330 Rcbtb1 14 58155590 58191374 0.78 0.77 0.004 0.1273
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10024412305 73711 Mvb12a 8 74471940 74477013 0.66 4.6 0.00003 0.001
10024394566 58521 Eid1 2 125364535 125366224 0.55 0.28 0.003 0.00009
10024403291 MMT00025452 X 130027854 130028188 0.2 1.6 0.06 0.05
10024395078 71449 Mettl13 1 164370348 164385020 0.12 0.54 0.05 0.001
10024394248 MMT00072551 X 12459198 12461181 0.05 1.8 0.1 0.01
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Chapter 3

The Biomarker GlycA is Associated With Chronic

Inflammation and Predicts Long-Term Risk of

Severe Infection

3.1 Introduction

The broad research objective of this chapter was to identify and characterise the biological processes
associated with elevated GlycA levels in otherwise apparently healthy adults. Although there
has been recent intense interest in GlycA as a biomarker120–125,129,130,162–165 the aetiology of its
elevation in apparently healthy adults is yet unknown. Identification and characterisation of the
biological process that elevate with GlycA in these individuals will provide a foundation for future
studies to design and test intervention strategies for lowering GlycA levels in a way that reduces
the associated risk for the diverse outcomes it predicts.

The specific research objectives of this chapter were:

1. To establish the contributions of the individual glycoproteins to the GlycA signal in the
general population.

2. To determine whether elevated GlycA reflects the presence of inflammation in the general
population.

3. To identify the cellular processes associated with increased GlycA in the general population
using an unbiased coexpression network analysis.

All three aims have been addressed in an article published in Cell Systems285, which is enclosed
in Section 3.2. To address these aims we utilised multi-omic data for 11,825 adults from three
large Finnish population studies; DILGOM, YFS, and FINRISK1997. At the outset of this study
in late 2013, GlycA had only been identified as a potential new biomarker in a single study, in
which our collaborators found elevated GlycA was a strong predictor of 5-year all-cause mortal-
ity in the FINRISK1997 cohort and that the association replicated in the Estonian Biobank124.
Initially DILGOM was chosen to explore the third aim because of its similar characteristics and
ethnic background to FINRISK1997 and availability of matched gene expression data and serum
NMR profiling (N=518)222,223 enabling the identification of GlycA-associated gene coexpression
networks. At that time our collaborators also became aware that GlycA levels may arise from
multiple glycoproteins in circulation166, thus to address the first aim measurement of Alpha-1-
acid glycoprotein (AGP), Alpha-1 antitrypsin (A1AT), Haptoglobin (HP), and Transferrin (TF)
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via immunoassay was ordered from an independent laboratory for all DILGOM participants with
completed NMR profiling (N=630). Their measurement was ordered and performed prior to the
publication of Otvos et al. 2015167 that showed the GlycA signal could also arise from alpha-1 an-
tichymotrypsin (AACT) in vitro. After identifying GlycA-associated gene coexpression networks
in DILGOM, the YFS cohort was identified as a useful replication cohort due to availability of
gene expression data for 1,650 Finnish adults with matched serum NMR profiling186. The NetRep
software developed in Chapter 2 was used to determine whether the GlycA-associated network
modules were reproducible. In addition to gene expression profiling for 1,650 individuals, the YFS
cohort had serum NMR data available for three follow-up time points over a 10-year period enabling
the study of long-term GlycA level trends within individuals. Matched GlycA levels and cytokine
assay data was available for 2,018 YFS individuals without recent infection in the 2007 follow-up,
which allowed us to address the second aim of the study. Cytokine data and gene expression data
were not available at the same time-point so we were unable to examine the associations between
our GlycA-associated coexpression networks and cytokine levels.

As a result of addressing the three study objectives, we hypothesised that otherwise healthy indi-
viduals with elevated GlycA were at risk of clinically significant complications due to the presence
of sub-clinical inflammation and an overactive innate immune system. To test this hypothesis
we examined GlycA levels and linked electronic health records over a 14-year follow-up period
available for 7,599 individuals in FINRISK199724. We subsequently found that individuals with
elevated GlycA were at an increased risk of both hospitalisation and death from severe infections
up to 14-years in the future.

In addition to the results published in the enclosed article, I also examined the genetic regulation of
the GlycA-associated neutrophil module, which we identified when addressing the third objective.
These results were cut from the enclosed publication prior to the second round of peer review on
instructions from the editor of Cell Systems. The results and associated methods are included as
an addenda to the publication in Section 3.3.
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SUMMARY

The biomarker glycoprotein acetylation (GlycA)
has been shown to predict risk of cardiovascular dis-
ease and all-cause mortality. Here, we characterize
biological processes associated with GlycA by
leveraging population-based omics data and health
records from >10,000 individuals. Our analyses
show that GlycA levels are chronic within individuals
for up to a decade. In apparently healthy individuals,
elevated GlycA corresponded to elevation of myriad
inflammatory cytokines, as well as a gene coexpres-
sion network indicative of increased neutrophil activ-
ity, suggesting that individuals with high GlycA may
be in a state of chronic inflammatory response.
Accordingly, analysis of infection-related hospitali-
zation and death records showed that increased
GlycA increased long-term risk of severe non-local-
ized and respiratory infections, particularly septicae-
mia and pneumonia. In total, our work demonstrates
that GlycA is a biomarker for chronic inflammation,
neutrophil activity, and risk of future severe infec-
tion. It also illustrates the utility of leveraging multi-
layered omics data and health records to elucidate

the molecular and cellular processes associated
with biomarkers.

INTRODUCTION

The integration of large-scale, systems-wide biomolecular infor-

mation with health records to identify statistical associations

represents a foundation of future studies in ‘‘precision medi-

cine.’’ Early systems-wide studies have elucidated the etiology

of complex diseases in natural human populations (Chen et al.,

2012, 2008; Emilsson et al., 2008; Montoya et al., 2014; Stan-

berry et al., 2013; Wang et al., 2011; Zhang et al., 2013). In doing

so, they have identified biomarkers of potential clinical utility.

Exemplar are recent studies that used nuclear magnetic reso-

nance (NMR) spectroscopy biomarker profiling to identify serum

glycoprotein acetylation (GlycA) levels as a biomarker for risk of

5-year all-cause mortality and incident cardiovascular disease

(CVD) events (Akinkuolie et al., 2014; Fischer et al., 2014).

Fischer et al. showed that elevation of GlycA was predictive of

death from all causes within 5 years in >17,000 generally healthy

individuals from two independent population-based cohorts

(Fischer et al., 2014). Each SD increase of GlycA above the

population mean conferred a 67% and 55% increase in mortality

risk in the 5-year follow-up period for Estonian and Finnish

cohorts, respectively (Fischer et al., 2014). Similarly, Akinkuolie
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et al. investigated GlycA in a recent study of 27,500 initially

healthy women. They found that elevated GlycA was predictive

of 15-year risk of CVD incidence and mortality (Akinkuolie

et al., 2014). In both studies, the predictive capacity of GlycA

was independent of age, sex, modifiable lifestyle risk factors,

medication, and disease prevalence. Other studies on GlycA in

relation to common chronic diseases are rapidly emerging (Akin-

kuolie et al., 2015; Ala-Korpela, 2015); however, the biological

foundation of these associations remains unexplored.

GlycA itself is a complex heterogeneous NMR signal that re-

flects the abundance of mobile N-acetyl sugar groups found

on glycoproteins in circulating blood (Bell et al., 1987; Otvos

et al., 2015). Multiple circulating glycoproteins have been found

to contribute to GlycA, including alpha-1-acid glycoprotein,

alpha-1 antitrypsin, haptoglobin, transferrin (Bell et al., 1987),

and, more recently, alpha-1 antichymotrypsin; however, their

relative contribution to the GlycA signal remains unclear (Otvos

et al., 2015). The glycoproteins contributing to GlycA are

involved in the so-called ‘‘acute-phase response’’ to exogenous

insults, including infection and physical injury. This is a broad set

of systemic biochemical and physiological changes, primarily

driven by cytokine production of inflammatory cells, which occur

immediately following the insult (Gabay andKushner, 1999).With

the exception of transferrin, the circulating concentrations of the

proteins that constitute the GlycA signal are known to increase

during the acute-phase response (Aronsen et al., 1972; Gitlin

and Colten, 1987). Accordingly, the GlycA signal itself is elevated

during the acute phase in patient samples (Bell et al., 1987).

Although GlycA is understood to mark the acute-phase

response, it has also been shown to be elevated in patients

with a diverse range of inflammation-linked chronic conditions,

including rheumatoid arthritis, hypertension, obesity, and meta-

bolic disorders (Bell et al., 1987; Lauridsen et al., 2010; Otvos

et al., 2015; Würtz et al., 2012, 2014). Clinical assessment of

chronic inflammation is routinely used in patient monitoring,

disease diagnosis, and risk assessment. Currently, the state of

the art for assessing chronic inflammation in the clinic typically

includes quantification of circulating C-reactive protein (CRP),

a single molecular species for which highly sensitive immunoas-

A

B

Figure 1. Study Guide

(A) Summary of available data for each cohort.

(B) Illustration of overall study flow.

says are widely available (Pearson et al.,

2003). However, the efficacy of this single

marker may be limited by false-negatives.

Chronic inflammation is likely as heteroge-

neous as the acute-phase response, where

biochemical and physiological changes

are not uniform across inflammatory condi-

tions (Ebersole and Cappelli, 2000; Morley

and Kushner, 1982). Evidence is now

emerging to suggest that elevated CRP

is not a universal feature of chronic inflam-

mation. Importantly, GlycA, a composite

marker of multiple molecular species, has

been shown to predict risk of all-cause

mortality and CVD, even when adjusting for CRP (Akinkuolie

et al., 2014; Fischer et al., 2014).

This study elucidates the molecular and cellular processes un-

derlying circulating GlycA levels by utilizing a range of omics data

and electronic health records from three large-scale population-

basedcohorts (n=11,825 total).Ourunbiased integrativeanalysis

reveals that GlycA levels are persistent over time and positively

associated with both diverse cytokines in individuals without

recent infection and the neutrophil antimicrobial response. This

suggests that apparently healthy individuals may be in a state

of chronic inflammatory response. Accordingly, we demonstrate

that GlycA is predictive of long-term risk of severe infection using

a largeprospective cohort with nearly 14 years of follow-uphealth

records. The overall study flow is illustrated in Figure 1.

RESULTS

Study Data
In this study, we analyzed data collected by three population-

based studies (Supplemental Experimental Procedures). The

Dietary, Lifestyle, and Genetic Determinants of Obesity and

Metabolic syndrome (DILGOM) Study is a cross-sectional cohort

of 579 individuals (300 female; 52%)25–74years old (Inouyeet al.,

2010a, 2010b). The 1997 collection of the FINRISK Study is a

cross-sectional cohort of 7,599 individuals (3,822 female; 50%)

24–74 years old with disease events followed prospectively via

nation-wide electronic health records (Borodulin et al., 2015;

Würtz et al., 2015). TheCardiovascular Risk in Young Finns Study

(YFS) is a longitudinal population-basedstudyof 3,596 individuals

(1,832 female; 51%) recruited during childhood in 1980 (Raitakari

et al., 2008). In this study, data were available from the 2001,

2007, and 2011 follow-up collections (YFS2001, YFS2007, and

YFS2011, respectively) (Würtz et al., 2014). By the 2011 follow-

up, individuals were 34–49 years old. Clinical and demographic

characteristics for each study are summarized in Table 1.

For all studies, NMR biomarker profiling data, including data

for GlycA, were available (Soininen et al., 2009), as were CRP

immunoassays. To fine-map the GlycA signal, alpha-1-acid

glycoprotein, alpha-1 antitrypsin, haptoglobin, and transferrin
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were quantified by immunoturbidimetric methods in the

DILGOM Study. Multiplexed cytokine panels were performed

for YFS2007. Cytokine characteristics are reported in Table S1.

Fasting whole-blood transcriptomic data (Illumina HT-12 arrays)

were available for the DILGOM Study and YFS2011. Electronic

health records were collated for the FINRISK Study only. There

was an insufficient number of endpoint events for GlycA survival

analysis in the DILGOMStudy due to small sample size and short

follow-up time. Because of their relative youth and short follow-

up time, there were also insufficient numbers of endpoint events

in the YFS. Unless otherwise noted, all molecular measurements

in all cohorts were performed on fasting serum samples.

Protocols and processing details for each platform and study

are described in the Supplemental Experimental Procedures.

Specific Glycoprotein Levels Contributing to GlycA in a
Population-Based Study
In contrast to previous studies that used protein standards to de-

convolute the GlycA signal (Bell et al., 1987; Otvos et al., 2015),

we utilized a population-based approach through the DILGOM

Study to determine the relative contributions of serum alpha-1-

acid glycoprotein, alpha-1 antitrypsin, haptoglobin, and trans-

ferrin levels to GlycA (Supplemental Experimental Procedures).

As expected, we found that all four glycoproteins significantly

contributed to GlycA signal intensity. Univariable linear regres-

sion indicated that each SD increase of alpha-1-acid glycopro-

tein, haptoglobin, alpha-1 antitrypsin, and transferrin corre-

sponded to a 0.54 (p = 2 3 10�53), 0.52 (p = 9 3 10�40), 0.29

(p = 3 3 10�12), and 0.20 (p = 1 3 10�6) SD increase of GlycA,

Table 1. Cohort Characteristics

Characteristic YFS 2001 YFS 2007 YFS 2011 DILGOM FINRISK

Collection year 2001 2007 2011 2007 1997

Number of individuals 2,232 2,159 2,041 579 7,599

Number (and %) of women 1,234 (55%) 1,185 (55%) 1,112 (54%) 300 (52%) 3,822 (50%)

Mean age in years (and

range)

31.7 (24–39) 37.7 (30–45) 41.9 (34–49) 52.1 (25–74) 48.3 (24–74)

Body mass index (kg/m2) 25.1 ± 4.4 26.0 ± 4.8 26.5 ± 5.1 26.8 ± 4.7 26.7 ± 4.5

GlycA (mmol/l) 1.4 ± 0.2 1.6 ± 0.3 1.6 ± 0.2 1.6 ± 0.2 1.4 ± 0.2

Triglycerides (mmol/l) 1.3 ± 0.8 1.4 ± 0.9 1.3 ± 0.8 1.3 ± 0.6 1.5 ± 1.1

CRP (mg/l) 1.9 ± 3.8 1.9 ± 3.8 1.7 ± 3.2 2.7 ± 5.7 2.5 ± 5.3

Number (and %):

Recent febrile infection 112 (5.0%) 95 (4.4%) 93 (4.6%) – –

Use of antihypertensive

therapy

58 (2.6%) 146 (6.8%) 197 (9.7%) 118 (20%) 1,015 (13%)

Use of lipid-lowering therapy 7 (0.3%) 45 (2.1%) 74 (3.6%) 86 (15%) 269 (0.4%)

Prevalent diabetes – – 35 (1.3%) 61 (10%) 440 (5.8%)

Incident diabetes – – – 8 (1.4%) 605 (8.0%)

Prevalent CVD – – 20 (0.7%) 17 (2.9%) 263 (3.5%)

Incident CVD – – – 7 (1.2%) 802 (11%)

Prevalent cancer – – 40 (1.4%) 18 (3.1%) 180 (2.4%)

Incident cancer – – – 11 (1.9%) 12 (0.2%)

Prevalent immunodeficiency – – 10 (0.4%) 0 (0%) 8 (0.1%)

Incident immunodeficiency – – – 0 (0%) 12 (0.2%)

Total number of deaths – – – 15 (2.6%) 839 (11%)

Number of glycoprotein

assays

– – – 579 –

Alpha-1-acid glycoprotein

(g/l)

– – – 0.8 ± 0.2 –

Alpha-1 antitrypsin (g/l) – – – 1.2 ± 0.2 –

Haptoglobin (g/l) – – – 1.1 ± 0.5 –

Transferrin (g/l) – – – 2.7 ± 0.4 –

Number of cytokine assays – 2,159 – – –

Cell count data – – 2,021 – –

Gene expression profiling:

number

– – 1,649 518 –

Data are reported as the mean ± SD unless otherwise indicated. Prevalent disease indicates events occurring prior to sample collection, while incident

disease indicates events occurring after sample collection. For the YFS, a disease was considered prevalent if it occurred any time prior to the 2011

sample collection for any of the 2,766 individuals participating at any one time point. Cytokine characteristics are reported in Table S1. Dashes indicate

that data are not applicable.
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respectively. Of the individuals in the top 10% for the GlycA

levels, 40%were also in the top decile for alpha-1-acid glycopro-

tein levels, as were 43% for haptoglobin, 29% for alpha-1 anti-

trypsin, and 15% for transferrin. Pairwise correlations among

the glycoproteins were either positive or, in the case of alpha-

1-acid glycoprotein and transferrin, not significant. These

analyses indicate that the GlycA signal is not dominated by

any single glycoprotein; thus, GlycA is treated as a composite

signal in all subsequent analyses.

GlycA Levels in Acute Phase, Chronicity over Time, and
Relationship with Myriad Cytokines
All YFS collections contained samples from individuals reporting

febrile infection within 2 weeks prior to sample collection. In

these individuals, we observed modest elevation of GlycA in

individuals from all YFS collections (mean increase of 0.41 SD;

Figure S1), consistent with GlycA’s role as a positive acute-

phase reactant. Among YFS individuals not reporting a recent

febrile infection, there was a strong autocorrelation of GlycA

levels within individuals across all three time points (mean Pear-

son r = 0.43). Of the top 10%of individuals byGlycA level in 2001,

20%were also in the top decile in 2007, and 19%were also in the

top decile in 2011. Individuals reporting a recent febrile infection

were no more likely than others to have elevated GlycA levels at

any subsequent time point.

Given that elevated GlycA levels correlated with both the

acute-phase response and were stable over time, we asked

whether GlycA was associated with inflammatory signatures in

apparently healthy individuals. We utilized multiplex cytokine

panels assayed in YFS2007 serum samples (Supplemental

Experimental Procedures) from individuals reporting no recent

febrile infections and observed a large number of robust associ-

ations (Bonferroni-adjusted p < 0.001): 30 of 36 tested cytokines

were significantly associated with GlycA (Figure 2). The concen-

trations of 29 cytokines, with both anti- and pro- inflammatory

roles, increased along with the GlycA signal (Figure 2). Only

cutaneous T-cell-attracting chemokine (CTACK) showed a

significant negative association with GlycA (Figure 2). Cytokine

concentration changes associated with GlycA were relatively

modest, with even the top decile of GlycA levels corresponding

to cytokine elevations of 0.11–0.48 SD on average (Figure 2).

Together, these results suggest an association between

elevated GlycA and systemic low-grade inflammation in an

apparently healthy population. It was not possible to test

whether cytokine concentrations were stable over time, like

those of GlycA, because cytokine panels were not available for

YFS2001 or YFS2011.

A Transcriptional Subnetwork Associated with GlycA
When put in the context of previous studies, our results suggest

that, in addition to marking the acute-phase response (Bell et al.,

1987), high GlycA levels may also mark chronic inflammation

in apparently healthy individuals. This suggests an intimate

connection between the circulating, systemic concentration of

GlycA and cellular-level changes in physiology. To gain insight

into cellular processes associated with elevated GlycA, we uti-

lized whole-blood transcriptome profiling in the DILGOM and

YFS2011 cohorts. We inferred weighted gene coexpression

network modules (Zhang and Horvath, 2005) in the DILGOM

cohort and then tested each module for an association with

the GlycA signal (Supplemental Experimental Procedures).

Briefly, the full gene coexpression network was inferred as the

pairwise Spearman correlation between all microarray probes.

This was converted to a measure of network adjacency through

a soft-threshold power transform. Modules were then detected

through a dynamic tree cut algorithm on the topological overlap

similarity of probe adjacencies. A summary expression vector

(first principal component) was calculated for each module

and used to test for the association with GlycA. Models were

adjusted for age, sex, and, additionally, serum triglyceride levels,

which have been shown tomodify themultivariable effect of lipo-

protein concentrations on the GlycA signal and associated mor-

tality risk (Fischer et al., 2014). Significantly associated modules

were subsequently tested for replication in the YFS cohort using

NetRep (v0.10.4), a rapid permutation-based approach of

Figure 2. GlycA Summarizes Low-Grade Inflammation Cytokine

Activity

Median difference in concentration (SDs) relative to the population mean for 36

assayed cytokines and CRP for ten GlycA-risk categories in the 2007 collec-

tion of the YFS cohort. The right axis denotes the change in SD units of GlycA

per SD increase of each cytokine or CRP, adjusting for age and sex in the YFS

cohort. *p < 0.001 (Bonferroni corrected for the number of cytokines). Table S1

gives the full name and Uniprot identifier for each cytokine.

See also Table S1.
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network topology features (Supplemental Experimental Proce-

dures) (Langfelder et al., 2011). NetRep is available at https://

github.com/InouyeLab/NetRep/.

We identified 40 coexpression modules within the DILGOM

whole-blood expression data, of which 3were significantly asso-

ciated with GlycA after adjusting for multiple testing (p < 0.001).

One module’s network topology and GlycA association was

replicated in the YFS2011 whole-blood expression data (permu-

tation test p value < 0.01 for all network-based statistics and

GlycA association p value < 0.001; Table S2). We subsequently

performed in-depth analysis of the module (Figure 3) and its 27

genes (Table S3). For this module, single-gene associations

with GlycA were consistent with the whole-module association

with GlycA.

The enriched GO processes and KEGG pathways of the

module largely implicated innate immune response to microbes

(Table S4). Consistent with this, module expression was elevated

by 0.61 SDs (p = 3 3 10�4) in individuals reporting recent febrile

infection (Figure 3). Most genes in the preserved module were

primarily reported in the literature as coding for antimicrobial

peptides synthesized in and secreted from neutrophil granules

(14 genes, 52%; Figure 3; Table S5). Genes with antimicrobial

function constituted 11 of the top 14 genes when ranked by

mean intramodular connectivity across datasets (Table S3), a

topological measure known to correspond to relative biological

importance (Langfelder et al., 2013). A further three genes

coded for proteins serving a non-antimicrobial role in neutro-

phil-granule-associated processes (Table S5), and two genes

coded for proteins expressed on the surface of neutrophils

(Table S5). Since a majority of these genes have well-character-

ized antimicrobial roles in neutrophil granules (Faurschou and

Borregaard, 2003), we refer hereinafter to this module as the

neutrophil module.

Neutrophils are the dominant white blood cell type in adult

humans, but their abundance varies in populations and within

individuals over time (Summers et al., 2010). While neutrophil

cell counts were not available, we observed a strong positive as-

sociation between overall leukocyte abundance and elevated

neutrophil module summary expression (b = 0.24 SD leukocyte

abundance increase per SD increase of neutrophil module

expression, p = 2 3 10�17) in the YFS2011, suggesting that

elevated neutrophil module expression may be associated, to

some extent, with increased circulating neutrophil abundance.

Adjustment of the GlycA model for leukocyte abundance

showed that neutrophil module expression retained a strong as-

sociation with GlycA; however, both the module and leukocyte

abundance were highly significant (b = 0.09, p = 2 3 10�6, and

b = 0.15, p = 2 3 10�15, respectively), indicating that increased

GlycA corresponds to increased production of both antimicro-

bial peptides and circulating leukocytes. Neutrophil module

expression was significantly associated with alpha-1-acid glyco-

protein and haptoglobin (p = 13 10�4 and p = 0.01, respectively;

Figure 3E). Both proteins are synthesized in and secreted from

neutrophil granules (Theilgaard-Mönch et al., 2005, 2006),

A

B

C

D

E

F

Figure 3. Neutrophil Gene Coexpression Module Associated with GlycA

(A and B) Probe coexpression (Spearman correlation) in the DILGOM cohort (A) and replication in the YFS2011 cohort (B). See Table S3 for module gene details.

Symbols above gene symbol indicate expression in neutrophils (#), whether its product is located in neutrophil granules (%), and whether its product has

antimicrobial functionality (*). See Table S5 for a summary of the literature for each gene.

(C) Replication of GlycA association in both cohorts. Associations were assessed using a linear regression of GlycA on themodule summary expression adjusting

for age, sex, and triglycerides. Magnitude corresponds to change in SD units of GlycA per SD increase of neutrophil module expression. CI, confidence interval.

(D) The top enriched GO biological process terms. A full list of significant GO terms and KEGG pathway enrichments can be found in Table S4.

(E) Association of neutrophil module expression with alpha-1-acid glycoprotein, haptoglobin, alpha-1 antitrypsin, and transferrin in the DILGOM cohort in a

multivariable linear regression. Magnitude corresponds to change in SD units of GlycA per SD increase of each respective acute-phase glycoprotein.

(F) Boxplots showing association with recent febrile infection (self-reported) (n = 72 with febrile infection, and n = 1,550 without). T-test difference, 95% confi-

dence interval, and p value are reported. GlycA and triglyceride levels were log-transformed. All continuous measurements were standardized.

See also Tables S3, S4, and S5.
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suggesting an overabundance of neutrophils and that their

granule content may directly contribute to elevated GlycA.

GlycA Is Associated with Risk of Hospitalization and
Death from Microbial Infection
Because GlycA and the microbial-associated inflammatory

response were statistically associated, and it is known that the

inflammatory response correlates with adverse outcomes in

the clinic, we hypothesized that GlycA level may also be reflec-

tive of future infection severity risk. We asked whether there

was a relationship between risk of future hospitalization or death

and elevated GlycA levels. To do this, we assessed infection-

related causes of hospitalization or death in a population-based

collection of 7,599 individuals from FINRISK 1997who had base-

line GlycA profiles and electronic health records with 13.8 years

of follow-up (Supplemental Experimental Procedures). Cox pro-

portional hazards models were fitted to each infectious disease

cause, with adjustments for age, sex, triglycerides, and hospital-

ization due to the same diagnosis category in up to 10 years prior

to the GlycA measurement.

We observed strong associations between baseline GlycA

levels in FINRISK 1997 and increased risk of hospitalization

and death from non-localized infections (hospitalization HR =

1.40 per SD of GlycA, p = 2 3 10�9, cases = 585; death HR =

2.36, p = 8 3 10�5, cases = 29) and respiratory infections (hos-

pitalization hazard ratio [HR] = 1.48, p = 3 3 10�12, cases =

571; death HR = 1.39, p = 9 3 10�3, cases = 113) during the

13.8 years of follow-up (Figure 4). Individuals with GlycA levels

above the population median were at more than 5-fold

increased risk of death from non-localized infections in subse-

quent years (p = 7 3 10�3, cases = 29; Figure 4). The increased

A

B

Figure 4. GlycA Predicts Hospitalization

and Death from Infectious Diseases

(A and B) Hazard ratios (HRs) for fatal events from

broad infection-related categories for (A) in-

dividuals with GlycA concentrations above the

population median, and (B) risk of fatal events (red)

or hospitalization (white) conferred per SD incre-

ment of log-transformed GlycA for infection-

related diagnoses with more than ten events in the

FINRISK 1997 cohort. 7,599 apparently healthy

individuals from the general population were pro-

spectively observed over a 13.8-year follow-up

period. Cox models were adjusted for age, sex,

triglycerides, and incidence of the same diagnosis

in the 10 year prior to sample collection. Numbers

in square brackets indicate the International

Classification of Diseases (tenth edition; ICD-10)

code blocks for the corresponding diagnosis.

Figure S2 gives an extended breakdown into in-

dividual ICD-10 diagnosis codes, and Figure S3

shows sensitivity analyses of HRs when adjusted

for prevalent chronic diseases, compared to CRP,

and adjusted for CRP. CI, confidence interval.

See also Figures S2 and S3.

risk of death from non-localized infections

was largely attributable to septicemia

(HR = 2.25, p = 4 3 10�3, cases = 18),

while death from respiratory infection

was largely attributable to pneumonia (HR = 1.38, p = 1 3

10�2, cases = 113) (Figure 4B). GlycAwas also broadly predictive

of hospitalization from infection, including fungal infections and

localized infections of the skin, bones, joints, intestinal, and uri-

nary system (Figure 4B). Adjustment of GlycA models for preva-

lent CVD, diabetes, cancer, immunodeficiencies, and obesity

made little difference to GlycA HRs for future risk of hospitaliza-

tion and death from infection (Figure S3A). GlycA displayed

stronger prediction on average than CRP across all infection-

related events (Figure S3B), and adjustment of the models for

CRP only slightly attenuated the GlycA HRs (Figure S3C). Taken

together, these results suggest that apparently healthy individ-

uals with elevated baseline levels of GlycA are at increased risk

for severe infection events for up to 14 years in the future.

DISCUSSION

GlycA is a composite NMR-based signal related to changes

in multiple circulating glycoproteins (Bell et al., 1987; Otvos

et al., 2015), which are, themselves, responsive to myriad in-

flammatory stimuli (Gabay and Kushner, 1999). Previous studies

have shown that GlycA is predictive of long-term risk for CVD

events and all-cause mortality (Akinkuolie et al., 2014; Fischer

et al., 2014). In this study, we characterized the molecular and

cellular processes underlying GlycA variation in circulation. In

apparently healthy individuals, we have shown that GlycA

can be chronically elevated for periods of up to a decade; in

individuals with high GlycA, widespread, modest elevation of

numerous cytokines are suggestive of a prolonged low-grade

inflammatory state. Accordingly, we identified a robust tran-

scriptional module in whole blood that was strongly positively
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associated with GlycA levels and enriched for innate immune

response genes—specifically, those with neutrophil antimicro-

bial function. Elevated GlycA levels had long-term ramifications

for risk of infection: high GlycA levels correlated with an

increased risk of hospitalization and death from diverse infec-

tions—particularly septicemia and pneumonia—that persists

for over a decade.

The question remains as to the cause of GlycA-associated

chronic inflammation. Taken together, our results suggest

multiple potential scenarios where apparently healthy individuals

with high GlycA levels have (1) persistent but clinically silent,

low-grade microbial infection(s), (2) a past severe infection

event that results in modest chronic inflammation, (3) low-grade,

chronic inflammation that mimics an anti-microbial response, or

(4) a combination of these. This GlycA-related immune response

was characterized by a gene coexpression network that

harbored a clear neutrophil transcriptional signature indicative

of antimicrobial function (Faurschou and Borregaard, 2003).

Once recruited to the site of infection, neutrophils secrete antimi-

crobial peptides from their granules into the extracellular matrix

and into phagosomes that surround microbes. They also

form neutrophil extracellular traps (NETs): extracellular fibers

composed of neutrophil DNA and granule antimicrobial peptides

(Brinkmann et al., 2004; Urban et al., 2009). Neutrophil antimicro-

bial peptides are generally cytotoxic, damaging and degrading

proximal tissue. Aberrantly increased neutrophil activity has

been observed in a range of chronic inflammatory conditions

that are generally thought to be independent of microbial infec-

tion, including rheumatoid arthritis (Branzk and Papayannopou-

los, 2013; Wright et al., 2010), and increased neutrophil

abundance itself has been shown to have predictive capacity

for long-term mortality and myocardial infarction event risk

(Horne et al., 2005).

Consistent with the diverse ramifications of neutrophil-driven

inflammation, Warnatsch et al. recently reported a causal link

between cholesterol, NET formation, and pro-inflammatory

response driving atherosclerotic plaque growth (Warnatsch

et al., 2015). Notably, two of the genes we identify as part of

the neutrophil module, ELANE and MPO, have key roles in

NET formation (Papayannopoulos et al., 2010). Furthermore,

the long-term risk of severe infection events in apparently

healthy individuals with elevated GlycA levels was consistent

with overactivity of immune response, though GlycA may

not necessarily play a causal role. Overactivity of immune

response from severe infection events, such as sepsis and

influenza, is known to cause tissue damage and organ

dysfunction through hypercytokinemia (Tisoncik et al., 2012),

and baseline elevation of circulating cytokines correlated with

GlycA may contribute to its association with hospitalization

and mortality risk. While our findings are largely observational,

the prospect of systematic integration of prior medical inter-

ventions may yield causal relationships. In addition, an imme-

diately fruitful avenue of research may be in vivo assays of

neutrophil function, using neutrophils derived from individuals

with variable GlycA levels.

This study demonstrates the utility of an approach that inte-

grates diverse omics data and long-term follow-up of health re-

cords to uncover putative cellular-level processes associated

with a recently uncovered biomarker. As multi-omics studies

become increasingly common, biomarker associations with

medical histories and health outcomes are likely to improve

both patient care and our knowledge of the basic biological

mechanisms underlying human disease. This study represents

a potentially useful strategy for leveraging omics information

for future studies in precision medicine.

EXPERIMENTAL PROCEDURES

Full experimental procedures can be found in the Supplemental Experimental

Procedures. For YFS, ethics were approved by the Joint Commission on

Ethics of the Turku University and the Turku University Central Hospital; for

DILGOM, ethics were approved by the Coordinating Ethical Committee of

the Helsinki and Uusimaa Hospital District; and for FINRISK, ethics were

approved by the ethical committee of the National Public Health Institute,

Finland (Supplemental Experimental Procedures).

Data Collection and Quantification

Concentrations of GlycA and triglycerides were quantified from serum sam-

ples using a proton NMR platform (Soininen et al., 2009). Concentrations of

high-sensitivity CRP and the four glycoproteins were quantified from serum

using immunoturbidimetric assays, and the 36 cytokines were quantified using

multiplex cytokine panels. Genome-wide gene expression profiling was

carried out on whole blood using the Illumina HT12 platform, and blood cell

count analysis was carried out using flow cytometry. Incident event data

were obtained from the Finnish National Hospital Discharge Register and the

National Causes of Death Register (Lim et al., 2014). Clinical characteristics

were also obtained from survey questions. Data type availability, sample sizes,

and cohort characteristics are provided in Table 1.

Network Analysis

Network inference and module detection were performed in the DILGOM

cohort using weighted gene coexpression network analysis (WGCNA) (Zhang

and Horvath, 2005). Network inference was adjusted for age and sex. The

soft-threshold power used for network construction was 5 (Figure S4A). Repli-

cation of the three GlycA-associated modules was assessed in the YFS2011

cohort through permutation testing of seven network-based statistics (Lang-

felder et al., 2011) (Table S6), using a pre-release of the NetRep R package

(version 0.10.4, available at https://github.com/InouyeLab/NetRep/releases/

tag/v0.10.4). For this purpose, the network inference component of WGCNA

was performed on the YFS2011 gene expression. The soft threshold power

was 4 (Figure S4b). Summary expression profiles were calculated as the eigen-

vector of the first principal component of each module’s gene expression

matrix. We use the shorthand ‘‘neutrophil module expression’’ to refer to the

neutrophilmodule’s summary expression profile throughout the text.Over-rep-

resentation analysis of Gene Ontology (GO) terms and KEGG pathways was

performed using the web tool, GeneCoDis (Carmona-Saez et al., 2007).

Statistical Analyses

A natural log-transform was applied to GlycA, each glycoprotein, triglycerides,

and leukocyte abundance. A rank-based inverse normal transform was

applied to each cytokine. Each measurement, including each module’s sum-

mary expression, was standardized to SD units. All regression models were

adjusted for age and sex, and models testing association between GlycA

and module expression were additionally adjusted for triglycerides. HRs of

GlycA for hospitalization or death were assessed by Cox proportional-hazard

models using age as the timescale and adjusted for sex, triglycerides, and

prior occurrence of the diagnosis category within ten years prior to sample

collection. Sensitivity analyses were performed by (1) additionally adjusting

for prevalent chronic diseases or inflammatory disorders, (2) replacing GlycA

for CRP and, (3) adjusting GlycA for CRP.

SUPPLEMENTAL INFORMATION

Supplemental Information includes Supplemental Experimental Procedures,

four figures, and six tables and can be found with this article online at http://

dx.doi.org/10.1016/j.cels.2015.09.007.
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Supplemental Information 

Supplemental Tables 
 

Table S1, Related to Table 1: Cytokine characteristics for the YFS2007 cohort. 

Name	  /	  symbol	   Cytokine	   Uniprot	  ID	   Median	  concentration	  (interquartile	  range)	  
β-‐NGF	  /	  NGF	   Beta	  nerve	  growth	  factor	   P01138	   1.4	  (1.0–1.8)	  

CTACK	  /	  CCL27	   Cutaneous	  T-‐cell	  attracting	  chemokine	   Q9Y4X3	   822	  (672–990)	  
Eotaxin-‐1	  /	  CCL11	   Eotaxin-‐1	   P51671	   116	  (91–150)	  

bFGF	  /	  FGF2	   Basic	  fibroblast	  growth	  factor	   P09038	   67	  (57–79)	  
GCSF	  /	  CSF3	   Granulocyte	  colony-‐stimulating	  factor	   P09919	   137	  (118–161)	  

GROα	  /	  CXCL1	   Growth	  regulated	  oncogene-‐alpha	   P09341	   83	  (59–111)	  
HGF	  	   Hepatocyte	  growth	  factor	   P14210	   513	  (410–653)	  
IFNγ	  	   Interferon-‐gamma	   P01579	   264	  (225–311)	  
IL-‐1β	   Interleukin-‐1-‐beta	   P01584	   4.8	  (4.2–5.7)	  
IL1RA	   Interleukin-‐1	  receptor	  antagonist	   P18510	   229	  (192–279)	  
IL-‐2	   Interleukin-‐2	   P60568	   19	  (16–22)	  

IL-‐2Rα	  	   Interleukin-‐2	  receptor	  alpha	   P01589	   79	  (58–103)	  
IL-‐4	   Interleukin-‐4	   P05112	   11	  (10–13)	  
IL-‐5	   Interleukin-‐5	   P05113	   6.0	  (5.2–7.1)	  
IL-‐6	   Interleukin-‐6	   P05231	   12	  (10–14)	  
IL-‐7	   Interleukin-‐7	   P13232	   20	  (17–25)	  
IL-‐8	   Interleukin-‐8	   P10145	   32	  (28–36)	  
IL-‐9	   Interleukin-‐9	   P15248	   56	  (46–72)	  

IL-‐10	   Interleukin-‐10	   P22301	   19	  (13–25)	  
IL-‐12	   Interleukin-‐12	  heterodimer	  p40	   P29460	   67	  (48–93)	  
IL-‐13	   Interleukin-‐13	   P35225	   18	  (14–22)	  
IL-‐16	   Interleukin-‐16	   Q14005	   74	  (43–104)	  

IL-‐17	  /	  IL-‐17A	   Interleukin-‐17	   Q16552	   267	  (225–311)	  
IL-‐18	  	   Interleukin-‐18	   Q14116	   66	  (50–87)	  

IP-‐10	  /	  CXCL10	   Interferon	  gamma-‐induced	  protein	  10	   P02778	   602	  (444–830)	  
MCP-‐1	  /	  CCL2	  	   Monocyte	  chemotactic	  protein-‐1	   P13500	   33	  (27–40)	  

MIF	   Macrophage	  migration	  inhibitory	  factor	   P14174	   160	  (109–222)	  
MIG	  /	  CXCL9	   Monokine	  induced	  by	  interferon-‐gamma	   Q07325	   443	  (342–613)	  

MIP-‐1α	  /	  CCL3	   Macrophage	  inflammatory	  protein-‐1	  alpha	   P10147	   12	  (11–14)	  
MIP-‐1β	  /	  CCL4	   Macrophage	  inflammatory	  protein-‐1	  beta	   P13236	   86	  (69–105)	  

PDGF-‐BB	   Platelet	  derived	  growth	  factor	  BB	   A2NWD3	   8,578	  (6,917–10,563)	  
SCF	  /	  KITLG	   Stem	  cell	  factor	   P21583	   91	  (74–109)	  

SCGFβ	  /	  CLEC11A	   Stem	  cell	  growth	  factor	  beta	   Q9Y240	   11,093	  (8,532–14,139)	  
TNF-‐α	  /	  TNF	   Tumor	  necrosis	  factor-‐alpha	   P01375	   49	  (41–58)	  

TRAIL	  /	  TNFSF10	   TNF-‐related	  apoptosis	  inducing	  ligand	   P50591	   132	  (97–171)	  
VEGF	   Vascular	  endothelial	  growth	  factor	   P15692	   72	  (50–106)	  

	  
Data are reported in pg/ml. Symbols are provided where they differ from the cytokine name. 
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 2 

Table S2, related to Experimental Procedures: Replication of GlycA-associated modules in the YFS2011 
cohort. 

A	  
Replication	  of	  network	  topology	   Neutrophil	  module	   Module	  B	   Module	  C	  

Density	   ≤	  1	  x	  10-‐6	   ≤	  1	  x	  10-‐6	   6	  x	  10-‐4	  
Proportion	  of	  variance	  explained	   ≤	  1	  x	  10-‐6	   ≤	  1	  x	  10-‐6	   1	  x	  10-‐4	  

Correlation	  of	  coexpression	   ≤	  1	  x	  10-‐6	   ≤	  1	  x	  10-‐6	   3	  x	  10-‐4	  
Correlation	  of	  intramodular	  connectivity	   ≤	  1	  x	  10-‐6	   0.01	   0.02	  

Correlation	  of	  module	  membership	   ≤	  1	  x	  10-‐6	   ≤	  1	  x	  10-‐6	   0.006	  
Mean	  sign-‐aware	  coexpression	   ≤	  1	  x	  10-‐6	   ≤	  1	  x	  10-‐6	   4	  x	  10-‐6	  

Mean	  sign-‐aware	  module	  membership	   	  ≤	  1	  x	  10-‐6	   ≤	  1	  x	  10-‐6	   ≤	  1	  x	  10-‐6	  
	  

B	  

Replication	  of	  GlycA	  associations	  
Number	  of	  

probes	  
Variance	  
explained	  

Association	  
magnitude	  

95%	  confidence	  
interval	   P-‐value	  

DILGOM	  
Neutrophil	  module	   31	   58%	   0.15	   0.077–	  0.22	   4	  x	  10-‐5	  

Module	  B	   20	   55%	   0.12	   0.048–	  0.19	   9	  x	  10-‐4	  
Module	  C	   10	   47%	   -‐0.14	   -‐0.21–	  -‐0.071	   1	  x	  10-‐4	  

YFS	  
Neutrophil	  module	   31	   56%	   0.12	   0.084–	  0.16	   2	  x	  10-‐10	  

Module	  B	   20	   60%	   0.046	   0.0096–	  0.082	   0.01	  

Module	  C	   10	   42%	   -‐0.072	   -‐0.11–	  -‐0.036	   1	  x	  10-‐4	  
	  

a) Permutation test P-values for network-based statistics assessing topological replication of the GlycA-
associated modules in the YFS2011 cohort (Experimental Procedures). b) Linear regressions of GlycA on 
module summary expression (principal component 1; Experimental Procedures) in the DILGOM and 
YFS2011 cohorts, adjusting for age, sex, and triglycerides. Variance explained indicates how well the 
summary expression profile characterises the module, denoting the proportion of the variance of the 
corresponding gene expression subset it explains. Association magnitudes denote difference in SD-units of 
GlycA per SD increase in each module’s summary expression profile. Modules were considered to replicate if 
P < 0.01 for all module preservation statistics (a) and P < 0.001 for module–GlycA associations in both the 
DILGOM and YFS2011 cohorts (b). Only the neutrophil module replicated. 
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Table S3, Related to Figure 3: Neutrophil module gene content. 

Symbol	   Full	  name	   Conn	   Probe	  ID	   RefSeq	  ID	   Chr	   Position	   N	   G	   A	  

DEFA3	  
Defensin,	  alpha	  3,	  
neutrophil-‐specific	   9.20	   ILMN_2165289	   NM_005217.2	   8	   6,873,391–	  6,875,816	   Y	   Y	   Y	  

DEFA1B	   Defensin,	  alpha	  1B	  
9.20	  
9.10	  
9.10	  

ILMN_1725661	  
ILMN_1679357	  
ILMN_2102721	  

NM_001042500.1	   8	  
6,854,288–	  6,856,724	  
6,835,171–	  6,837,614	  
6,873,391–	  6,875,823	  

Y	   Y	   Y	  

DEFA1	   Defensin,	  alpha	  1	   9.10	   ILMN_2193213	   NM_004084.2	   8	  
6,835,171–	  6,837,614	  
6,854,288–	  6,856,724	  
6,873,391–	  6,875,823	  

Y	   Y	   Y	  

DEFA4	   Defensin,	  alpha	  4,	  
corticostatin	  

8.10	   ILMN_1753347	   NM_001925.1	   8	   6,793,342–	  6,795,860	   Y	   Y	   Y	  

ELANE	   Elastase,	  neutrophil	  
expressed	  

6.40	   ILMN_1706635	   NM_001972.2	   19	   852,291–	  856,246	   Y	   Y	   Y	  

CEACAM6	  

Carcinoembryonic	  
antigen-‐related	  cell	  

adhesion	  molecule	  6	  
(non-‐specific	  cross	  
reacting	  antigen)	  

6.30	   ILMN_1712522	   NM_002483.3	   19	   42,259,428–	  42,276,113	   Y	   	   	  

CEACAM8	  
Carcinoembryonic	  
antigen-‐related	  cell	  

adhesion	  molecule	  8	  
6.10	   ILMN_1806056	   NM_001816.2	   19	   43,084,395–	  43,099,082	   Y	   	   	  

LCN2	   Lipocalin	  2	   5.70	   ILMN_1692223	   NM_005564.3	   9	   130,911,732–	  130,915,734	   Y	   Y	   Y	  
AZU1	   Azurocidin	  1	   4.80	   ILMN_1730867	   NM_001700.3	   19	   827,831–	  832,017	   Y	   Y	   	  

BPI	  
Bactericidal/permeabili

ty-‐increasing	  protein	   4.50	   ILMN_1766736	   NM_001725.1	   20	   36,932,552–	  36,965,905	   Y	   Y	   Y	  

CTSG	   Cathepsin	  G	   4.10	   ILMN_1680424	   NM_001911.2	   14	   25,042,724–	  25,045,466	   Y	   Y	   Y	  

CAMP	   Cathelicidin	  
antimicrobial	  peptide	  

3.90	   ILMN_1688580	   NM_004345.3	   3	   48,264,837–	  48,266,981	   Y	   Y	   Y	  

LTF	   Lactotransferrin	   3.80	   ILMN_1677920	   NM_002343.2	   3	   46,477,496–	  46,506,632	   Y	   Y	   Y	  
MPO	   Myeloperoxidase	   2.50	   ILMN_1705183	   NM_000250.1	   17	   56,347,217–	  56,358,296	   Y	   Y	   Y	  

OLR1	  
Oxidized	  low	  density	  

lipoprotein	  (lectin-‐like)	  
receptor	  1	  

2.20	   ILMN_1723035	   NM_002543.3	   12	   10,310,899–	  10,324,790	   	   	   	  

OLFM4	   Olfactomedin	  4	   1.70	  
0.033	  

ILMN_2116877	  
ILMN_1753954	  

NM_006418.3	   13	   53,602,876–	  53,626,196	   Y	   Y	   	  

COL17A1	  
Collagen,	  type	  XVII,	  

alpha	  1	  
1.20	  
0.16	  

ILMN_1651282	  
ILMN_1799105	   NM_000494.3	   10	   105,791,046–	  105,845,638	   	   	   	  

RNASE3	  
Ribonuclease,	  RNase	  A	  

family,	  3	   0.95	   ILMN_2113126	   NM_002935.2	   14	   21,359,562–	  21,360,507	   Y	   Y	   Y	  

RETN	   Resistin	   0.79	   ILMN_1675190	   NM_020415.2	   19	   7,733,972–	  7,735,340	   	   	   	  
PRTN3	   Proteinase	  3	   0.71	   ILMN_1668460	   NM_002777.3	   19	   840,985–	  848,175	   Y	   Y	   Y	  

ABCA13	  
ATP-‐binding	  cassette,	  
sub-‐family	  A	  (ABC1),	  

member	  13	  
0.53	   ILMN_1704579	   NM_152701.2	   7	   48,211,057–	  48,687,091	   	   	   	  

MMP8	  
Matrix	  

metallopeptidase	  8	   0.52	   ILMN_1736026	   NM_002424.1	   11	   102,582,526–	  102,595,685	   Y	   Y	   	  

SLC2A5	  

Solute	  carrier	  family	  2	  
(facilitated	  

glucose/fructose	  
transporter),	  member	  

5	  

0.49	   ILMN_1671337	   NM_003039.1	   1	   9,097,005–	  9,129,887	   	   	   	  

RNASE2	  
Ribonuclease,	  RNase	  A	  

family,	  2	  (liver,	  
eosinophil-‐derived	  

0.24	   ILMN_1730628	   NM_002934.2	   14	   21,423,630–	  21,424,594	   Y	   Y	   Y	  
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neurotoxin)	  

PCOLCE2	  
Procollagen	  C-‐
endopeptidase	  

enhancer	  2	  
0.21	   ILMN_1746888	   NM_013363.2	   3	   142,536,702–	  142,608,045	   	   	   	  

SERPINB1
0	  

Serpin	  peptidase	  
inhibitor,	  clade	  B	  

(ovalbumin),	  member	  
10	  

0.20	   ILMN_2147424	   NM_005024.1	   18	   61,582,745–	  61,602,476	   	   	   	  

MSX2P1	  
Msh	  homeobox	  2	  

pseudogene	  1	   0.043	   ILMN_2197647	   NR_002307.1	   17	   56,234,320–	  56,236,480	   	   	   	  

	  
Genes comprising the neutrophil module. Conn: mean intramodular probe connectivity across the DILGOM 
and YFS2011 cohorts (Supplemental Experimental Procedures). This indicates relative biological 
importance to the module (Langfelder et al., 2013). Probe ID: Illumina HT12 microarray probe identifiers. 
RefSeq ID: National Center for Biotechnology Information (NCBI) Reference Sequence (RefSeq) identifier. 
Chr: chromosome. Position: location of mRNA sequence, NCBI build 37. N: gene is expressed in neutrophils. 
G: gene product is located in neutrophil granules A: gene product has antimicrobial properties. See Table S5 
for a literature summary of each gene. 
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Table S4, Related to Figure 3: Neutrophil module enrichment for KEGG pathway and GO terms. 

A	  
Identifier	   GO	  biological	  process	   #AG	   Genes	   P-‐value	  
0050832	   Defense	  response	  to	  fungus	   16	   DEFA1B,	  CTSG,	  DEFA4,	  MPO,	  

DEFA3	  
1	  x	  10-‐11	  

0031640	   Killing	  of	  cells	  of	  other	  organism	   11	   DEFA1B,	  DEFA4,	  DEFA3	   1	  x	  10-‐6	  

0044130	   Negative	  regulation	  of	  growth	  of	  symbiont	  in	  host	   13	   CTSG,	  MPO,	  CAMP	   1	  x	  10-‐6	  

0006508	   Proteolysis	   519	   PRTN3,	  MMP8,	  OLR1,	  LTF,	  
CTSG	  

3	  x	  10-‐4	  

0050829	   Defense	  response	  to	  Gram-‐negative	  bacterium	   14	   AZU1,	  CAMP	   5	  x	  10-‐4	  

0006955	   Immune	  response	   314	   DEFA1B,	  CTSG,	  BPI,	  CEACAM8	   5	  x	  10-‐4	  

0030574	   Collagen	  catabolic	  process	   20	   PRTN3,	  MMP8	   6	  x	  10-‐4	  

0006401	   RNA	  catabolic	  process	   18	   RNASE2,	  RNASE3	   6	  x	  10-‐4	  

0006935	   Chemotaxis	   125	   RNASE2,	  DEFA1B,	  AZU1	   7	  x	  10-‐4	  

0044140	   Negative	  regulation	  of	  growth	  of	  symbiont	  on	  or	  near	  host	  
surface	  

1	   CAMP	   0.004	  

0002149	   Hypochlorous	  acid	  biosynthetic	  process	   1	   MPO	   0.004	  
0050754	   Positive	  regulation	  of	  fractalkine	  biosynthetic	  process	   1	   AZU1	   0.004	  
0050725	   Positive	  regulation	  of	  interleukin-‐1	  beta	  biosynthetic	  process	   1	   AZU1	   0.004	  
0051873	   Killing	  by	  host	  of	  symbiont	  cells	   2	   CAMP	   0.005	  
0015891	   Siderophore	  transport	   2	   LCN2	   0.005	  
0045123	   Cellular	  extravasation	   2	   AZU1	   0.005	  
0097029	   Mature	  dendritic	  cell	  differentiation	   2	   PRTN3	   0.005	  
0002679	   Respiratory	  burst	  involved	  in	  defense	  response	   2	   MPO	   0.005	  
0070946	   Neutrophil	  mediated	  killing	  of	  gram-‐positive	  bacterium	   2	   CTSG	   0.005	  
0015755	   Fructose	  transport	   2	   SLC2A5	   0.005	  
0043031	   Negative	  regulation	  of	  macrophage	  activation	   4	   BPI	   0.009	  
0001878	   Response	  to	  yeast	   4	   MPO	   0.009	  
0001774	   Microglial	  cell	  activation	   4	   AZU1	   0.009	  
0050765	   Negative	  regulation	  of	  phagocytosis	   5	   PRTN3	   0.01	  
0010952	   Positive	  regulation	  of	  peptidase	  activity	   5	   PCOLCE2	   0.01	  
0032717	   Negative	  regulation	  of	  interleukin-‐8	  production	   5	   BPI	   0.01	  
0032496	   Response	  to	  lipopolysaccharide	   129	   CTSG,	  MPO	   0.01	  
0009615	   Response	  to	  virus	   140	   DEFA1B,	  DEFA3	   0.01	  
0008347	   Glial	  cell	  migration	   6	   AZU1	   0.01	  
0042117	   Monocyte	  activation	   6	   AZU1	   0.01	  
0043114	   Regulation	  of	  vascular	  permeability	   7	   AZU1	   0.01	  
0050778	   Positive	  regulation	  of	  immune	  response	   8	   CTSG	   0.01	  
0045348	   Positive	  regulation	  of	  MHC	  class	  II	  biosynthetic	  process	   8	   AZU1	   0.01	  
0042535	   Positive	  regulation	  of	  tumor	  necrosis	  factor	  biosynthetic	  process	   9	   AZU1	   0.01	  
0048246	   Macrophage	  chemotaxis	   10	   AZU1	   0.02	  
0019430	   Removal	  of	  superoxide	  radicals	   10	   MPO	   0.02	  
0006916	   Anti-‐apoptosis	   199	   AZU1,	  MPO	   0.02	  
0032094	   Response	  to	  food	   11	   MPO	   0.02	  
0034374	   Low-‐density	  lipoprotein	  particle	  remodeling	   11	   MPO	   0.02	  
0031581	   Hemidesmosome	  assembly	   12	   COL17A1	   0.02	  
0050930	   Induction	  of	  positive	  chemotaxis	   12	   AZU1	   0.02	  
0032715	   Negative	  regulation	  of	  interleukin-‐6	  production	   13	   BPI	   0.02	  
0006826	   Iron	  ion	  transport	   13	   LTF	   0.02	  
0050766	   Positive	  regulation	  of	  phagocytosis	   16	   AZU1	   0.02	  
0045861	   Negative	  regulation	  of	  proteolysis	   17	   SERPINB10	   0.02	  
0006954	   Inflammatory	  response	   246	   OLR1,	  AZU1	   0.02	  
0055072	   Iron	  ion	  homeostasis	   18	   LCN2	   0.02	  
0042744	   Hydrogen	  peroxide	  catabolic	  process	   19	   MPO	   0.02	  
0032720	   Negative	  regulation	  of	  tumor	  necrosis	  factor	  production	   19	   BPI	   0.02	  
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0007159	   Leukocyte	  cell-‐cell	  adhesion	   23	   OLR1	   0.03	  
0008152	   Metabolic	  process	   310	   MMP8,	  LTF	   0.03	  
0045785	   Positive	  regulation	  of	  cell	  adhesion	   27	   AZU1	   0.03	  
0050830	   Defense	  response	  to	  Gram-‐positive	  bacterium	   31	   CAMP	   0.03	  
0008643	   Carbohydrate	  transport	   37	   SLC2A5	   0.03	  
0007205	   Activation	  of	  protein	  kinase	  C	  activity	  by	  G-‐protein	  coupled	  

receptor	  protein	  signaling	  pathway	  
37	   AZU1	   0.03	  

0030162	   Regulation	  of	  proteolysis	   37	   SERPINB10	   0.03	  
0045444	   Fat	  cell	  differentiation	   38	   RETN	   0.04	  
0006959	   Humoral	  immune	  response	   35	   LTF	   0.04	  
0042157	   Lipoprotein	  metabolic	  process	   36	   OLR1	   0.04	  
0008645	   Hexose	  transport	   40	   SLC2A5	   0.04	  
0042542	   Response	  to	  hydrogen	  peroxide	   41	   OLR1	   0.04	  
0008015	   Blood	  circulation	   44	   OLR1	   0.04	  
0009612	   Response	  to	  mechanical	  stimulus	   45	   MPO	   0.04	  

	  
B	  
Identifier	   KEGG	  pathway	   #AG	   Genes	   P-‐value	  

05146	   Amoebiasis	   102	   SERPINB10,	  CTSG	   0.01	  
04145	   Phagosome	   135	   MPO,	  OLR1	   0.01	  
05322	   Systemic	  lupus	  erythematosus	   87	   CTSG,	  ELANE	   0.02	  
04614	   Renin-‐angiotensin	  system	   17	   CTSG	   0.03	  
05310	   Asthma	   24	   RNASE3	   0.04	  
02010	   ABC	  transporters	   42	   ABCA13	   0.05	  

 

GO Biological Process terms (a) and KEGG pathways (b) significantly over-represented in the neutrophil 
module. Identifiers provided map to the corresponding term in the Gene Ontology or KEGG pathway 
databases. P-values were obtained from a hypergeometric test and were false discovery rate (FDR) corrected 
(Supplemental Experimental Procedures). #AG: the total number of genes in the reference set (N = 41,264 
genes in total) annotated with the corresponding term. The neutrophil module was considered to have 26 genes; 
the pseudogene MSX2P1 was automatically excluded by the enrichment tool. 
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Table S5, Related to Figure 3: Neutrophil module gene annotations. 

Symbol	   Literature	  
DEFA3	   Also	   known	   as	   human	   neutrophil	   peptides,	   these	   four	   alpha	   defensins	   are	   the	   most	   abundant	   proteins	   in	   the	  

primary/azurophil	  granules	  of	  neutrophils	   (Faurschou	  and	  Borregaard,	  2003;	  Ganz,	  2003;	  Rice	  et	  al.,	  1987).	  They	  
are	   also	   constitutively	   expressed	   in	   subset	   populations	   of	   lymphocytes	   and	  monocytes	   (Agerberth	   et	   al.,	   2000).	  
They	  exhibit	  antimicrobial	  activity	  against	  bacteria,	  fungi,	  viruses	  and	  protozoa	  (Faurschou	  and	  Borregaard,	  2003;	  
Ganz,	  2003;	  Ganz	  et	  al.,	  1985).	  Their	  protein	  products	  are	  also	  found	  in	  neutrophil	  extracellular	  traps	  (Borregaard,	  
2010;	  Urban	  et	  al.,	  2009).	  	  

DEFA1B	  
DEFA1	  
DEFA4	  

ELANE	   Neutrophil	   elastase	   is	   an	   antimicrobial	   peptide	   that	   hydrolyzes	   proteins.	   It	   is	   contained	   within	   the	  
primary/azurophil	   granules	   of	   neutrophils	   (Egesten	   et	   al.,	   1994;	   Faurschou	   and	   Borregaard,	   2003;	   Owen	   and	  
Campbell,	  1999;	  Sinha	  et	  al.,	  1987).	  Its	  protein	  product	  plays	  a	  key	  role	  in	  the	  formation	  of	  neutrophil	  extracellular	  
traps	   (Papayannopoulos	  et	   al.,	   2010),	   but	   is	   also	   released	   into	   the	  extracellular	  matrix	  during	   infection	  where	   it	  
degrades	  extracellular	  matrix	  proteins	  (Faurschou	  and	  Borregaard,	  2003;	  Owen	  and	  Campbell,	  1999).	  	  

CEACAM6	   The	   expression	   of	   carcinoembryonic	   antigen-‐related	   cell	   adhesion	   molecules	   are	   typically	   used	   as	   markers	   of	  
various	  cancers	  as	  their	  production	  is	  thought	  to	  stop	  before	  birth	  (Kuespert	  et	  al.,	  2006).	  However,	  CEACAM-‐1,	  -‐3,	  
-‐6	   and	   -‐8	   have	  also	  been	   found	   to	  be	  expressed	  on	  human	  neutrophils	   and	   their	  products	  have	  been	   shown	   to	  
facilitate	  neutrophil	  adhesion	  to	  endothelial	  cells	   (Skubitz	  and	  Skubitz,	  2008).	  CEACAM1	  and	  CEACAM3	   clustered	  
into	  Module	  6,	  which	  is	  not	  associated	  with	  GlycA.	  

CEACAM8	  

LCN2	   Lipocalin	   2,	   also	   known	   as	   neutrophil	   gelatinase-‐associated	   lipocalin,	   is	   abundant	   in,	   and	   used	   to	   identify	  
tertiary/gelatinse	  granules	  of	  neutrophils	  (Borregaard	  et	  al.,	  1995;	  Faurschou	  and	  Borregaard,	  2003;	  Kjeldsen	  et	  al.,	  
1994).	   Its	   protein	   product	   is	   also	   synthesized	   by	   colon	   epithelial	   cells	   during	   inflammation	   (Faurschou	   and	  
Borregaard,	   2003;	   Nielsen	   et	   al.,	   1996)	   and	   is	   found	   in	   a	   variety	   of	   normal	   and	   neoplastic	   tissues	   (Friedl	   et	   al.,	  
1999).	   It	   is	   induced	   by	   toll-‐like	   receptors	   (TLR)	   and	   prevents	   bacterial	   growth	   through	   sequestration	   of	   iron-‐
scavenging	  bacterial	  siderophores	  (Borregaard	  et	  al.,	  2007;	  Flo	  et	  al.,	  2004;	  Goetz	  et	  al.,	  2002).	  

AZU1	   Azurocidin	  is	  abundant	  in	  the	  primary/azurophil	  granules	  of	  neutrophils	  (Campanelli	  et	  al.,	  1990a;	  Faurschou	  and	  
Borregaard,	   2003).	   	   Although	   it	   is	   homologous	   to	   the	   other	   neutrophil	   antimicrobial	   serine	   proteases	   (ELANE,	  
PRTN3,	  and	  CTSG)	  it	  is	  proteolytically	  inactive	  (Faurschou	  and	  Borregaard,	  2003;	  Flodgaard	  et	  al.,	  1991).	  Its	  protein	  
product	  increases	  vascular	  permeability	  during	  neutrophil	  extravasation,	  and	  is	  chemotactic	  to	  T-‐cells,	  monocytes,	  
and	   fibroblasts	   (Chertov	   et	   al.,	   1996;	   Faurschou	   and	   Borregaard,	   2003).	   It	   plays	   a	   key	   role	   in	   neutrophil	  
extravasation:	  the	  migration	  of	  neutrophils	  from	  circulation	  to	  tissue	  (Faurschou	  and	  Borregaard,	  2003;	  Gautam	  et	  
al.,	  2001).	  	  

BPI	   Bactericidal/permeability-‐increasing	  protein	  has	  a	  strong	  binding	  affinity	  to	  bacterial	  lipopolysaccharides	  (LPS);	  the	  
major	  surface	  protein	  on	  gram-‐negative	  bacteria,	  whereupon	  it	  arrests	  bacterial	  growth	  (Elsbach,	  1998;	  Faurschou	  
and	  Borregaard,	  2003).	  Its	  protein	  product	  also	  mediates	  phagocytosis	  through	  promotion	  of	  bacterial	  attachment	  
to	   neutrophils	   and	   monocytes	   (Faurschou	   and	   Borregaard,	   2003;	   Iovine	   et	   al.,	   1997).	   It	   is	   abundant	   in	   the	  
primary/azurophil	   granules	   of	   neutrophils	   (Faurschou	   and	   Borregaard,	   2003;	   Weiss	   and	   Olsson,	   1987),	   and	   its	  
expression	  can	  be	  induced	  in	  mucosal	  epithelial	  cells	  (Borregaard	  et	  al.,	  2007;	  Canny	  et	  al.,	  2002).	  

CTSG	   Cathepsin	  G	  is	  abundant	  in	  the	  primary/azurophil	  granules	  of	  neutrophils	  and	  is	  an	  antimicrobial	  serine	  protease.	  
Its	  protein	  product	  has	  antimicrobial	  properties	   and	  has	  proteolytic	   activity	   against	  extracellular	  matrix	  proteins	  
(Egesten	  et	  al.,	  1994;	  Faurschou	  and	  Borregaard,	  2003;	  Owen	  and	  Campbell,	  1999;	  Salvesen	  et	  al.,	  1987).	  It	  is	  also	  
found	  in	  neutrophil	  extracellular	  traps	  (Borregaard,	  2010;	  Urban	  et	  al.,	  2009).	  

CAMP	   Its	  protein	  product,	  cathelicidin	  antimicrobial	  peptide	  (also	  known	  as	  human	  cathelicidin	  antimicrobial	  protein-‐18	  
(hCAP-‐18)),	  is	  cleaved	  by	  PRTN3	  after	  exocytosis	  from	  neutrophil	  secondary	  granules	  to	  create	  LL-‐37	  (Borregaard	  et	  
al.,	  2007;	  Cowland	  et	  al.,	  1995;	  Sørensen	  et	  al.,	  2001).	  LL-‐37	  is	  antimicrobial	  toward	  both	  gram-‐negative	  and	  gram-‐
positive	  bacteria	  (Borregaard	  et	  al.,	  2007;	  Turner	  et	  al.,	  1998),	  and	  induces	  chemotaxis	  of	  neutrophils,	  monocytes,	  
and	  T-‐cells	   (De	  Yang	  et	   al.,	   2000).	   It	   is	   also	   constitutively	   expressed	   in	  epithelial	   cells	   and	   subset	  populations	  of	  
lymphocytes	  and	  monocytes	  (Agerberth	  et	  al.,	  2000;	  Borregaard	  et	  al.,	  2007;	  Nilsson	  et	  al.,	  1999).	  	  

LTF	   Its	  protein	  product,	  lactoferrin,	  is	  the	  major	  iron-‐binding	  protein	  in	  milk	  (Bullen	  et	  al.,	  1972;	  Johanson	  et	  al.,	  1960),	  
is	   found	   in	  many	  human	   fluids	   due	   to	   epithelial	   cell	   expression	   and	   subsequent	   secretion	   (Masson	  et	   al.,	   1966;	  
Ward	  et	  al.,	  2005)	  and	  is	  a	  major	  component	  of	  secondary/specific	  neutrophil	  granules,	  which	  it	  is	  used	  to	  identify	  
(Borregaard	   and	   Cowland,	   1997;	   Faurschou	   and	   Borregaard,	   2003;	  Masson	   et	   al.,	   1969).	   Similarly	   to	   lipocalin-‐2	  
(LCN2),	   it	   impairs	  bacterial	  growth	  through	  sequestration	  of	   iron	   (Bullen	  et	  al.,	  1972;	  Faurschou	  and	  Borregaard,	  
2003;	   Oram	   and	   Reiter,	   1968),	   but	   also	   causes	   induces	   bacterial	   cell	   lysis	   (Chapple	   et	   al.,	   1998;	   Faurschou	   and	  
Borregaard,	  2003).	  It	  is	  also	  found	  in	  neutrophil	  extracellular	  traps	  (Borregaard,	  2010;	  Urban	  et	  al.,	  2009).	  
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MPO	   Its	  protein	  product,	  myeloperoxidase,	  is	  a	  heme	  protein	  synthesized	  during	  myeloid	  differentiation	  and	  constitutes	  
the	  major	  component	  of	  primary/azurophilic	  granules	  in	  neutrophils	   (Bainton	  and	  Farquhar,	  1966;	  Bainton	  et	  al.,	  
1971;	  Borregaard,	  2010;	  Borregaard	  and	  Cowland,	  1997).	   It	   induces	  the	  formation	  of	  hypochlorus	  acid	  and	  other	  
chemicals	  that	  disrupt	  surface	  membranes	  of	  microorganisms	  (Faurschou	  and	  Borregaard,	  2003;	  Klebanoff,	  1999).	  
It	  is	  also	  found	  in	  neutrophil	  extracellular	  traps	  (Borregaard,	  2010;	  Urban	  et	  al.,	  2009).	  

OLR1	   Its	  protein	  product	  is	  a	  cell	  surface	  receptor	  for	  oxidized	  low	  density	  lipoprotein	  expressed	  in	  vascular	  endothelial	  
cells,	  and	  has	  been	  associated	  with	  atherosclerosis	  and	  myocardial	  infarction	  risk	  (Kume	  et	  al.,	  1998).	  

OLFM4	   Olfactomedin	   4	   is	   widely	   expressed	   in	   epithelial	   cells	   and	   its	   expression	   is	   upregulated	   during	   inflammation	  
(Shinozaki	   et	   al.,	   2001;	   Zhang	   et	   al.,	   2002).	   Recent	   research	   has	   shown	   OLFM4	   to	   be	   expressed	   in	   the	  
secondary/specific	   granules	   of	   20–25%	   of	   circulating	   neutrophils,	   defining	   a	   yet	   unknown	   neutrophil	   sub-‐
population	  (Clemmensen	  et	  al.,	  2012).	  	  

COL17A1	   Its	   protein	  product	   is	   a	   transmembrane	  protein	   found	   in	  basal	   keratinocytes	   (skin	   cells)	   that	   is	   involved	   in	   their	  
attachment	  to	  the	  basal	  membrane	  (Gatalica	  et	  al.,	  1997).	  

RNASE3	   Its	  protein	  product	  is	  abundant	  in	  eosinophil	  granules	  and	  in	  mature	  neutrophils,	  and	  is	  toxic	  to	  parasites,	  bacteria,	  
and	  viruses	  (Boix	  et	  al.,	  1999;	  Sur	  et	  al.,	  1998).	  

RETN	   The	   protein	   product	   of	   resistin	   was	   identified	   as	   an	   adipocyte-‐expressed	   insulin	   antagonist	   linking	   obesity	   to	  
diabetes	  in	  a	  mouse	  model	  (Steppan	  et	  al.,	  2001).	  However,	  this	  was	  shown	  not	  to	  be	  the	  case	  for	  human	  resistin	  
(Nagaev	  and	  Smith,	  2001).	   Subsequent	   research	  has	   shown	  human	   resistin	   is	   expressed	  across	  peripheral	  blood	  
mononuclear	  cells	  (i.e.	  monocytes,	  machrophages,	  and	  lymphocytes)	  and	  is	  a	  pro-‐inflammatory	  cytokine	  for	  IL-‐6,	  
IL-‐8,	  and	  TNF	  (Nagaev	  et	  al.,	  2006).	  It	  has	  also	  been	  shown	  to	  directly	  interact	  with	  the	  alpha	  defensins	  (Chumakov	  
et	  al.,	  2004),	  and	  has	  been	  shown	  to	  inhibit	  neutrophil	  migration	  (Cohen	  et	  al.,	  2008).	  

PRTN3	   Abundant	  in	  the	  primary/azurophil	  granules	  of	  neutrophils,	  its	  protein	  product	  is	  an	  antimicrobial	  serine	  protease	  

(Campanelli	   et	   al.,	   1990b;	   Egesten	   et	   al.,	   1994;	   Faurschou	   and	   Borregaard,	   2003).	   It	   is	   also	   found	   in	   neutrophil	  
extracellular	  traps	  (Borregaard,	  2010;	  Urban	  et	  al.,	  2009).	  

ABCA13	   Its	   protein	   product	   is	   a	   transmembrane	   transporter	   protein.	  Ubiquitous	   expression	   has	   been	   observed	   in	   blood	  
derived	  cell	  lines	  (Albrecht	  and	  Viturro,	  2007).	  

MMP8	   Also	   known	   as	   neutrophil	   collagenase,	   its	   protein	   product	   is	   abundant	   in	   the	   secondary/specific	   granules	   of	  
neutrophils	   (Faurschou	   and	   Borregaard,	   2003;	   Lazarus	   et	   al.,	   1968;	  Murphy	   et	   al.,	   1977).	   The	   class	   of	   proteins,	  
matrix	   metalloproteinases,	   degrade	   major	   structural	   components	   of	   the	   extracellular	   matrix,	   and	   along	   with	  
MMP9	  and	  MMP25	  are	  thought	  to	  be	  central	  to	  neutrophil	  extravasation	  from	  circulation	  and	  migration	  to	  site	  of	  
infection	  (Faurschou	  and	  Borregaard,	  2003;	  Owen	  and	  Campbell,	  1999).	  MMP8	  has	  been	  shown	  have	  a	  key	  role	  in	  
neutrophil	  migration	   toward	   gram-‐negative	   bacteria	   a	  mouse	  model	   (Tester	   et	   al.,	   2007).	   The	   probe	   for	  MMP9	  
clustered	   into	   module	   6,	   and	   the	   probes	   for	  MMP25	   clustered	   into	   modules	   6	   and	   10.	   Neither	   module	   was	  
associated	  with	  GlycA.	  

SLC2A5	   Also	  known	  as	  GLUT5,	   its	  protein	  product	   is	  a	   fructose	   transporter	   that	   is	  expressed	   in	  enterocytes	  of	   the	   small	  
intestine	  as	  well	  as	  in	  lympochytes,	  monocytes,	  and	  macrophages	  (Fu	  et	  al.,	  2004).	  

RNASE2	   A	  paralog	  of	  RNASE3,	   its	  protein	  product	  is	  abundant	  in	  eosinophil	  granules	  and	  in	  mature	  neutrophils.	   It	   is	  toxic	  
parasites,	  bacteria,	  and	  viruses	  (Boix	  et	  al.,	  1999;	  Sur	  et	  al.,	  1998).	  

PCOLCE2	   It	   is	   expressed	   in	   a	   wide	   range	   of	   tissues,	   but	   at	   highest	   levels	   in	   heart	   tissue.	   It	   has	   heparin	   binding	   activity	  
(Steiglitz	  et	  al.,	  2002;	  Xu	  et	  al.,	  2000).	  

SERPINB10	   It	  is	  a	  serine	  protease	  inhibitor	  expressed	  in	  bone	  marrow	  cells	  (Riewald	  and	  Schleef,	  1995).	  
MSX2P1	   Previously	  mistaken	  for	  a	  functional	  gene	  in	  the	  homeobox	  family,	  MSX2P1	  is	  a	  pseudogene,	  i.e.	  it	  is	  not	  translated	  

into	  a	  protein	  (Holland	  et	  al.,	  2007).	  
	  

Functional annotation for each gene curated from a search of the literature. 
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Table S6, Related to Figure 3: Definitions of network-based replication statistics 

Density	   𝑚𝑒𝑎𝑛!!! 𝐴!"
[!](!) 	  

Proportion	  of	  variance	  explained	   𝑚𝑒𝑎𝑛 𝑀𝑀 ! (!) !
	  

Correlation	  of	  coexpression	   𝑐𝑜𝑟 𝐶 ! (!),𝐶[!](!) 	  
Correlation	  of	  intramodular	  connectivity	   𝑐𝑜𝑟 𝑘𝐼𝑀 ! ! , 𝑘𝐼𝑀 ! ! 	  

Correlation	  of	  module	  membership	   𝑐𝑜𝑟 𝑀𝑀[!](!),𝑀𝑀[!](!) 	  
Mean	  sign-‐aware	  coexpression	   𝑚𝑒𝑎𝑛 𝑠𝑖𝑔𝑛 𝐶[!](!) ∙ 𝐶[!](!) 	  

Mean	  sign-‐aware	  module	  membership	   𝑚𝑒𝑎𝑛 𝑠𝑖𝑔𝑛 𝑀𝑀[!](!) ∙𝑀𝑀[!](!) 	  
	  

Network-based statistics for assessing replication of weighted gene coexpression network modules defined by 
(Langfelder et al., 2011) (Experimental Procedures). Given n gene expression probes measured across m 
samples, C refers to the n x n matrix of pairwise-gene coexpression, and A refers to the n x n matrix of 
pairwise-gene adjacencies. The superscript (q) denotes the subset of gene expression probes in module q. The 
subscript letters i and j denote individual genes in the module q. The superscript [d] indicates a given property 
was calculated in the DILGOM cohort. The superscript [y] indicates a given property was calculated in the 
YFS2011 cohort. kIM denotes the vector of intramodular connectivity for genes in module q, calculated as the 
sum of each module gene’s connection strength (adjacency) to all other genes in the module. MM denotes the 
vector of module membership for genes in module q, calculated as the correlation between each gene 
expression probe composing module q and the module’s summary expression profile. 
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Supplemental Figures 
 

 

Figure S1, related to Experimental Procedures: GlycA is elevated in YFS individuals reporting febrile 
infection in the two weeks prior to sample collection (Experimental Procedures). Reported differences 
indicate the mean elevation of GlycA in SD-units for those reporting febrile infection compared to those 
reporting no febrile infection. P-values are from t-tests. GlycA was log transformed and standardized within 
each collection year, i.e. box plots cannot be compared across years. 
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Figure S2, related to Figure 4: Detailed breakdown of GlycA-associated risk for infection-related 
diagnoses in FINRISK. Hazard ratios for risk of mortality (red) or hospitalization (white) conferred per SD 
increment of log transformed GlycA for infection-related diagnoses with more than 10 events in the FINRISK 
1997 study. 7,599 apparently healthy individuals from the general population were prospectively observed over 
a 13.8-year follow-up period. Cox models were adjusted for age, sex, triglycerides and incidence of the same 
diagnosis in the 10-years prior to sample collection.  
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Figure S3, related to Figure 4: Sensitivity analysis for GlycA-associated risk for infection-related 
diagnoses in FINRISK. a) Hazard ratios conferred per SD increment of GlycA (x-axis) vs. those conferred by 
GlycA adjusted for prevalent cardiovascular disease, diabetes, body mass index, immunodeficiency, and any 
cancer (y-axis). b) Hazard ratios conferred per SD increment of CRP (x-axis) vs. those conferred by GlycA (y-
axis). c) Hazard ratios conferred per SD increment of GlycA (x-axis) vs. those conferred by GlycA adjusted for 
CRP (y-axis). GlycA and CRP were log transformed. 7,599 individuals were followed during a median of 
13.8-year follow-up, and Cox models on both axes were adjusted for sex, triglycerides and incidence of the 
same diagnosis in the 10-years prior to sample collection. 
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Figure S4, related to Experimental Procedures: Soft-threshold power selection for network inference in 
the DIGLOM (a) and YFS2011 (b) cohorts. The left panels show the scale free topology criterion R2: the 
power selected (highlighted in red) is the smallest power for which the scale free topology criterion R2 is > 
0.85 (Zhang and Horvath, 2005). This power is used to define the pairwise gene-adjacencies from the 
coexpression (Experimental Procedures). The right panel shows the mean network connectivity on a log10 
scale for each tested power. 
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Supplemental Experimental Procedures 

Cohort descriptions 
All study participants provided written informed consent. Protocols were designed and performed according to 
the principles of the Helsinki Declaration, and data protection, anonymity and confidentiality have been 
assured.  

The Cardiovascular Risk in Young Finns Study (YFS) is an ongoing population-based prospective cohort study 
designed to study the emergence and progression of cardiovascular risk factors from childhood to adulthood 
(Raitakari et al., 2008). 4,320 children and adolescents were recruited from six age groups (3, 6, 9, 12, 15, and 
18 years of age) for the baseline study in 1980. Individuals were invited randomly from the population, and 
recruited across the five major population centres in Finland (Helsinki, Kuopio, Turku, Oulu, and Tampere). A 
total of 3,596 participated in the original study. For this study three adult follow-up studies (2001, 2007, and 
2011) were utilized. A total of 2,283, 2,202, and 2,063 subjects participated in the clinical examinations in each 
year respectively. Dropout rates were dynamic: some individuals dropped out only to re-participate in later 
collections. Participants at each time point were representative of the baseline cohort. Ethics were approved by 
the Joint Commission on Ethics of the Turku University and the Turku University Central Hospital.  

The Dietary, Lifestyle, and Genetic determinants of Obesity and Metabolic syndrome (DILGOM) study is a 
cross-sectional population survey conducted in 2007 as an extension of the FINRISK 2007 study (Inouye et al., 
2010a, 2010b). The study randomly recruited 630 unrelated Finnish individuals aged 25–74 from the greater 
Helsinki region in order to study risk factors for chronic, non-communicable diseases. Ethics were approved by 
the Coordinating Ethical Committee of the Helsinki and Uusimaa Hospital District.  

The FINRISK study is an ongoing cross-sectional population survey of Finland started in 1972 that recruits a 
random sample of 6,000–8,800 individuals every five years to study population trends in cardiovascular risk 
factors (Borodulin et al., 2015). This study utilized the 1997 collection, which recruited 8,444 individuals aged 
25–74 to represent the middle-age population of the five major regional and metropolitan areas of Finland: the 
provinces of North Karelia, Northern Savo, and Northern Ostrobothnia and Kainuu; the Turku and Loimaa 
region of south-western Finland; and the Helsinki and Vantaa metropolitan area. Ethics were approved by the 
ethical committee of the National Public Health Institute, Finland. 

Blood sample collection protocols were similar across the three cohorts analysed in this study and have been 
described previously (Borodulin et al., 2015; Inouye et al., 2010a, 2010b; Raitakari et al., 2008). Briefly, a 
venous blood sample was taken and extensive clinical characteristics and lifestyle information collected from 
subjects participating in each cohort. Blood samples were collected after an overnight fast from the DILGOM 
and YFS cohorts. Blood samples were collected for the FINRISK cohort (median fasting time of 5 hours).  
Serum samples were subsequently aliquoted and stored at -70ºC. NMR biomarker profiling was performed 
with the same platform for all three cohorts. Baseline cohort characteristics are provided in Table 1. 

YFS data quantification, processing, and quality control 
Concentrations of 106 circulating lipids, proteins, and metabolites (including GlycA and total triglycerides) 
were quantified from native serum samples using a proton nuclear magnetic resonance (NMR) platform 
(Bruker AVANCE III, 500 MHz spectrometer). Experimental protocols including sample preparation and 
spectroscopy are described in (Soininen et al., 2009). NMR biomarker data were available for 2,245 
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individuals from the 2001 follow-up study, 2,159 individuals from the 2007 follow-up study, and 2,046 
individuals from the 2011 follow-up study. 

High-sensitivity C-reactive protein (CRP) was quantified from serum samples using an automated analyser 
with a latex turbidimetric immunoassay kit. CRP measurements were available for 2,283 individuals from the 
2001 follow-up study, 2,204 individuals from the 2007 follow-up study, and 2,046 individuals from the 2011 
follow-up study. 

A panel of 48 cytokines was quantified from the 2007 serum samples for 2,200 individuals on Bioplex 
multiplex cytokine assays. The Bio-Rad analyser program was used to fit concentrations to standard curves for 
each cytokine on each 96-well plate using a five-parameter logistic regression. Due to the logistic, non-linear 
standard curves, the upper and lower detection limits were calculated plate-wise. The limits therefore 
corresponded with “asymptotic” concentrations, representing fluorescent intensities 2% above the lower 
asymptote and 2% below the upper asymptote of the calibration curve. Cytokines were excluded from further 
analysis if more than 10% of their observations were missing or corresponded to asymptotic concentrations (12 
cytokines excluded). 

Blood cell count analysis was carried out on the 2011 whole blood samples for 2,027 individuals. Whole blood 
was anticoagulated with EDTA and measured by flow cytometric particle counting (Sysmex Corporation, 
Kobe, Japan) with reagents provided by the manufacturer (Cellpack and Sulfolyser).  

Genome-wide expression profiling was carried out on the 2011 whole blood samples for 1,650 individuals as 
previously described (Raitoharju et al., 2014). Stabilized total RNA was obtained using the PAXgene Blood 
RNA System. RNA concentrations and purity were evaluated spectrophotometrically using an Eppendorf 
BioPhotomer and the RNA isolation process was validated using an Agilent RNA 6000 Nano Chip Kit. RNA 
was subsequently hybridized to Illumina HT-12 version 4 BeadChip arrays. Raw probe data was exported 
using the Illumina BeadStudio software. Arrays were background corrected using negative control probes and 
quantile normalised using both positive and negative control probes using the neqc function from the limma R 
package (Shi et al., 2010). Probe intensities were reported on a log2 scale. 37,115 probes passed quality control.  

DILGOM data quantification, processing, and quality control 
Genome-wide expression profiling was carried out on whole blood samples for 518 individuals as previously 
described (Inouye et al., 2010a, 2010b). Stabilized total RNA was obtained using the PAXgene Blood RNA 
System using the manufacturer recommended protocol. RNA integrity and quantity for each sample were 
evaluated using an Agilent 2100 Bioanalyzer. RNA was subsequently hybridized to Illumina HT-12 version 3 
BeadChip arrays. Biotinylated cRNA preparation and BeadChip hybridization were performed in duplicates for 
each sample. Arrays were background corrected using the Illumina BeadStudio software, then probe intensities 
were quantile normalised at the strip level. Technical replicates were combined by a weighted bead-count 
average, or excluded if their concordance was low (9 samples excluded). Probes mapping to non-autosomal 
chromosomes, complementary to erythrocyte globin components, or hybridizing to more than one genomic 
position were excluded. Probes for neutrophil genes LCN2, PKN3, DEFA4, DEFA1, LYZ, CAMP were 
included into the expression data because each had a single probe hybridizing to multiple positions in the same 
gene. In total, 35,425 probes passed quality control.  

Concentrations of 106 circulating lipids, proteins, and metabolites (including GlycA and total triglycerides) 
were quantified from native serum samples for 583 individuals using a proton nuclear magnetic resonance (1H-
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NMR) spectrometer (Bruker AVANCE III, 500.36 MHz platform). Experimental protocols including sample 
preparation and spectroscopy are extensively described in (Soininen et al., 2009). 

High-sensitivity CRP was quantified from serum samples using an automated analyser with a latex 
turbidimetric immunoassay kit for the 518 individuals whose genotypes passed quality control. 

For this study, concentrations of alpha-1-acid glycoprotein, haptoglobin, alpha-1 antitrypsin and transferrin 
were quantified from serum samples for 630 individuals using modular analysers and Roche Tina-quant assays 
using the immunoturbidimetric method. The intra-individual coefficient of variation was < 3% for all four 
assays.  

FINRISK data quantification, processing, and quality control 
Concentrations of 106 circulating lipids, proteins, and metabolites (including GlycA and total triglycerides) 
were quantified from native serum samples for 7,599 individuals using a proton nuclear magnetic resonance 
(1H-NMR) spectrometer (Bruker AVANCE III, 500.36 MHz platform). Experimental protocols including 
sample preparation and spectroscopy are extensively described in (Soininen et al., 2009). 

High-sensitivity CRP was quantified from serum samples for 7,599 individuals using an automated analyser 
with a latex turbidimetric immunoassay kit. 

Nationwide diagnosis data was obtained from the Finnish National Hospital Discharge Register and the 
National Causes-of-Death Register for the 7,599 participants with GlycA measurements (Lim et al., 2014). 
Diagnoses data was obtained for a 13.8-year follow-up period, and for 10 years prior to sample collection. 
Diagnoses from 1997 to 2011 were encoded according to the International Classification of Diseases (ICD) 
10th Revision (ICD-10). Diagnoses occurring from 1987 to 1996 were encoded in ICD 9th Revision (ICD-9) 
format and converted to ICD-10 format using the scheme provided by the US Center for Disease Control 
Diagnosis Code Set General Equivalence Mappings 
(ftp://ftp.cdc.gov/pub/Health_Statistics/NCHS/Publications/ICD10CM/2011/). Diagnoses conversions were 
further verified according to the mapping scheme provided by the New Zealand Ministry of Health; National 
Data Policy Group (http://www.health.govt.nz/nz-health-statistics/data-references/mapping-tools/mapping-
between-icd-10-and-icd-9). Manual curation of the ICD-9 to ICD-10 conversion was conducted for all 
diagnoses with mismatch to the degree of 3 digits between the two conversion protocols. 

Data availability 
Expression data for the DILGOM study is publicly available through ArrayExpress, accession number E-
TABM-1036. Other data, with the exception of electronic health records, is available on request. 

Network analysis 
Weighted gene coexpression networks were constructed and tightly coexpressed modules were detected from 
the DILGOM gene expression data using the R package WGCNA version 1.42 (Langfelder and Horvath, 2008; 
Zhang and Horvath, 2005).  

To ensure that differences of age or sex did not influence coexpression inference and module detection, a gene 
expression dataset adjusted for their effects was calculated prior to network construction. The adjusted 
expression was calculated by taking the residuals of a linear regression of each probe on age and sex. Next, a 
37,115 × 37,115 coexpression matrix was constructed containing the Spearman’s rank correlation coefficient 
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between the adjusted expression levels of each pair of probes. From this a matrix of probe adjacencies was 
calculated as the element-wise absolute value exponentiated to the power 5. This power was chosen via the 
scale-free topology criterion (Figure S4a; (Zhang and Horvath, 2005)), which acts as a penalisation method to 
enhance differentiation of signal from statistical noise.  

Probes were subsequently clustered hierarchically (average-linkage) based on the topological overlap 
dissimilarity of their adjacencies (Zhang and Horvath, 2005). Hierarchically nested modules of tightly 
coexpressed probes were detected from the resulting dendrogram using the dynamic tree cut algorithm with a 
minimum cluster size of 10 probes (Langfelder et al., 2008). Modules were subsequently merged if their 
summary expression profiles (module eigengenes) hierarchically clustered (average-linkage) below a height of 
0.2. This process was repeated until no modules could be merged. Summary expression profiles were 
calculated as the eigenvector of the first principal component of each module’s adjusted expression matrix. 
Eigenvectors were oriented so that they were concordant with the average module expression vector (Zhang 
and Horvath, 2005). 

After finalization of module detection the summary expression profiles were re-calculated for each of the 40 
modules from the un-adjusted gene expression matrix to allow for appropriate adjustment of covariates when 
assessing module associations with GlycA (Table S2). The summary expression profile of the neutrophil 
module was used to assess associations with leukocyte count. We use the shorthand neutrophil module 
expression to refer to the neutrophil module summary expression profile throughout the text. 

To assess the replication of the three GlycA-associated modules in YFS2011 (Table S2a) we utilized seven 
network-based statistics (Table S6) to assess replication of each module’s network topology (Langfelder et al., 
2011) in addition to assessing the replication of their GlycA-associations. First, age and sex adjusted gene 
expression data, pairwise probe coexpression, and probe-adjacencies were calculated from the YFS2011 gene 
expression as described above. A power of 4 was selected via the scale-free topology criterion when defining 
the adjacency matrix (Figure S4b). Network inference was restricted to the 28,590 probes in common between 
the DILGOM and YFS2011 datasets.  

A permutation procedure was employed to characterise the network-based statistics under a null hypothesis of 
no replication for each module. Specifically, each network statistic was calculated on 1,000,000 random 
permutations of module assignments in the YFS2011 for each of the three GlycA-associated modules. We 
obtained permutation test P-values for each statistic using the unbiased estimator described in (Phipson and 
Smyth, 2010) and provided by the statmod package (version 1.4.20) in R (https://cran.r-
project.org/web/packages/statmod/index.html). For our application, the estimator reduced to the following 
ratio:  

𝑝 =
𝑡 + 1

1,000,001 

Where t was the number of permutations where each given network statistic was larger than when calculated 
for each module’s probes in the YFS2011 cohort. The minimum P-value obtainable was therefore 1 x 10-6 
representing any P-value smaller than, and up to 1 x 10-6. The permutation procedure was performed using a 
pre-release of the netrep R package (version 0.10.4, available at 
https://github.com/InouyeLab/netrep/releases/tag/v0.10.4). 
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We considered each network statistic significant if its permutation test P-value < 0.01 (Bonferroni adjusting for 
the number of modules tested), and considered a module to be topologically replicable if all seven network 
statistics were significant. Only the neutrophil module had both replicable topology and a replicable GlycA 
association (Table S2). 

The mean intramodular probe connectivity (Table S3) for the neutrophil module was calculated as the sum of 
the adjacencies to other module probes averaged across both the DILGOM and YFS2011 cohorts. Under the 
framework of replication, this provides a ranking of biological importance for each gene within a module 
(Langfelder et al., 2013). 

Over-representation analysis of Gene Ontology (GO) Biological Process terms (Figure 3d, Table S4a) and 
KEGG Pathway terms (Table S4b) for the neutrophil module was performed using the web-tool, GeneCoDis 
(Carmona-Saez et al., 2007). An annotation was considered significant if its FDR corrected hypergeometric p-
value was < 0.05. The neutrophil module comprised 26 genes for the purpose of over-representation anlaysis, 
as GeneCoDis excluded the pseudogene MSX2P1. 

Functional annotation for each neutrophil module gene was performed via systematic literature search guided 
by annotations provided by the Entrez and WikiGenes databases. 

Statistical analysis 
A natural log transform was applied to GlycA, each glycoprotein, triglycerides, and leukocyte abundance. A 
rank based inverse normal transform was applied to each cytokine. After transformations, all continuous 
measurements (GlycA, glycoproteins, CRP, cytokines, triglycerides, and network module summary expression 
profiles) and leukocyte abundance were standardised to SD units (standard deviations) throughout.  

A linear regression model adjusting for age and sex was used to assess associations between GlycA and the 
four glycoproteins assayed in the DILGOM cohort. Association magnitudes denote the difference in SD-units 
of GlycA per SD increase in each of the four assayed glycoproteins. 

Pearson’s correlation coefficient was used to assess correlation structure between the concentrations of the four 
assayed glycoproteins across DILGOM samples.  

A t-test was used to assess the association between GlycA and self-reported febrile infection in the two weeks 
prior to blood sampling (hereby referred to as recent febrile infection) (Figure S1). Measurements for GlycA 
and recent febrile infection were available for all three adulthood surveys of the YFS cohort (2001, 2007, and 
2011). Reported differences indicate the mean elevation of GlycA in SD-units for those reporting recent febrile 
infection compared to those reporting no recent febrile infection. 

A linear regression model was used to assess associations between GlycA within participants longitudinally 
using time-series available for the YFS cohort (2001, 2007, and 2011). Individuals reporting febrile infection 
in the two weeks prior to blood sample collection were excluded. Models were adjusted for age and sex. 
Association magnitudes denote the difference in SD-units of GlycA per SD increase of GlycA at a previous 
survey.  

A t-test was used to assess the association between recent febrile infection and future GlycA levels. The 
number and proportion of events were similar to the association tests performed between GlycA and recent 
febrile infection within any given time point in Figure S1. 

3.2. PUBLICATION Chapter 3

104



 19 

A linear regression model was used to assess association of GlycA with each cytokine and CRP for participants 
from the YFS2007 cohort reporting no febrile infection within the two weeks prior to blood sample collection 
(Figure 2). Models were adjusted for age and sex. Association magnitudes denote the difference in SD-units of 
GlycA per SD increase of each cytokine or CRP. Associations between GlycA and each cytokine were 
considered significant at a Bonferroni adjusted threshold of P < 0.001. 

Associations between GlycA and the 40 modules reconstructed in the DILGOM cohort were assessed through 
linear regression of GlycA on each module’s summary expression profile (Principal Component 1 from data 
scaled to SD-units) adjusting for age, sex, and triglyceride levels. The GlycA signal overlaps with signals from 
various circulating lipoproteins, and the proportion of GlycA attributable to lipoproteins is known to increase 
with triglyceride levels (Otvos et al., 2015), and has shown a multivariable effect with VLDL diameter in 
models with GlycA in a previous study of all-cause mortality (Fischer et al., 2014). Adjustment for triglyceride 
levels therefore allowed us to isolate networks associated with the acute-phase glycoprotein component of the 
GlycA signal. Association magnitudes correspond to change in standard deviation of GlycA per standard 
deviation increase in each module’s summary expression profile. An association between GlycA and a module 
was considered significant at a Bonferroni corrected threshold of P < 0.001 (adjusting for the number inferred 
modules). The variance explained by each module’s summary expression profile was also reported. 
Associations with GlycA were further tested in the YFS2011 cohort (as described above) for the three modules 
that were significantly associated with GlycA in the DILGOM cohort (Table S2b).  

Linear regression models were used to assess the association between GlycA and each probe comprising the 
neutrophil module in the DILGOM and YFS2011 cohorts. Models were adjusted for age, sex, and triglyceride 
levels. Association magnitudes denote the difference in SD-units of GlycA per SD-unit increase of each 
probe’s expression. 

Linear regression models were used to test the association between leukocyte abundance and the neutrophil 
module summary expression. White blood cell counts were available only the YFS2011 cohort. Association 
magnitudes corresponded to difference in SD-units of neutrophil module summary expression per SD increase 
of leukocyte abundance. A multivariable linear regression model was further used to test if leukocyte 
abundance and the neutrophil module summary expression profile were independently associated with GlycA. 
Regression models were fitted with age, sex, and triglycerides as covariates. Association magnitudes 
corresponded to change in SD-units of GlycA per standard deviation increase of leukocyte abundance or 
neutrophil module summary expression. 

A multivariable linear regression was used to assess associations between neutrophil module summary 
expression and the four glycoproteins assayed in the DILGOM cohort (Figure 3e). Glycoproteins were only 
assayed for the DILGOM cohort. Association magnitudes denote the difference in SD-units of neutrophil 
module summary expression per SD increase of each protein. 

A t-test was used to assess the association between the summary expression (Principal Component 1) of the 
neutrophil module and recent febrile infection in the YFS2011 cohort (Figure 3f). Neutrophil module 
summary expression was standardised in the model. Reported differences indicate mean elevation of neutrophil 
module summary expression in SD-units for participants reporting recent febrile infection compared to those 
reporting no recent febrile infection. 
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GlycA was tested for association with incidence of infectious disease leading to hospitalization or death in the 
FINRISK97 cohort over a 13.8-year follow-up period resulting in prospective observation during 99,671 
person-years. ICD-block structures, and specific diagnoses within the ICD-10 categories A00–B99 (non-local 
infections), J00–J22 (respiratory infections), and other localized infections (G00-G09, I30, I32, I33, I40, I41, 
L00–L08, M00–M03, M86, N10, N11, N30, N34, and N39) with more than 10 incident events were analysed 
(Figure 4, Figure S2). Hazard ratios of GlycA for hospitalization or death were assessed by Cox proportional-
hazard models using age as the time-scale and adjusted for sex, triglycerides and prior occurrence of the 
pertinent diagnosis category within the 10 years prior to blood sample collection. Sensitivity analyses were 
performed by additionally adjusting for prevalent chronic diseases or inflammatory disorders (body mass 
index, prevalent cardiovascular disease, prevalent diabetes, any cancer, and immunodeficiency) (Figure S3a), 
replacing GlycA for CRP (Figure S3b), adjusting GlycA for CRP (Figure S3c). 

Unless otherwise stated, all analyses were performed using the statistical computing software, R version 3.1.1, 
(http://www.r-project.org/). 

Study Limitations 
Our study has several notable limitations. Matched GlycA and cytokine panel data were only available at a 
single time point and for YFS individuals who have not yet reached ages where sufficient numbers of 
hospitalization or death events are available, thus longitudinal cytokine relationships and their predictive 
capacity of events could not be assessed. Similarly, the relationship of neutrophil module expression with 
incident disease or death in DILGOM and YFS could not be tested due to insufficient events. Furthermore, 
existing data did not allow us to distinguish between possible causal relationships marked by high GlycA 
levels, specifically those of infection and inflammation, persistent and damaging inflammation, or the potential 
presence of a infection-inflammation positive feedback loop 
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3.3. ADDENDA Chapter 3

3.3 Addenda

3.3.1 Results

3.3.1.1 Genetic control of the neutrophil module

To investigate genetic control of neutrophil module expression, I performed a genome-wide scan for
quantitative trait loci (QTLs) driving neutrophil module summary expression (3.3.2 Materials
and Methods). Three genome-wide significant module QTLs (mQTLs) were identified in a
meta-analysis of the DILGOM and YFS2011 studies (Figure 3.1): rs2485364 which is proximal
to TAGAP (Figure 3.2), rs140929198 which is proximal to the long non-coding RNA LINC01370
(Figure 3.4), and rs13297295 which localised to an intron of LRRC8A (Figure 3.3).

The strongest mQTL, rs13297295, was located 750 Kb downstream of LCN2 ; a gene with high cen-
trality to the neutrophil module (Figure 3.5 A-B). Subsequent expression QTL (eQTL) analysis
revealed rs13297295 was a strong cis-eQTL for LCN2 (meta-analysis P = 4 × 10−9; Figure 3.5
C). Together, these results suggest that neutrophil module expression levels may be driven by
LCN2 expression and its cis-eQTL.

I subsequently investigated whether the neutrophil module mQTLs were also regulators of GlycA
levels. None of the mQTLs were genome-wide significant when testing for an association with
GlycA levels (P = 0.71 for rs13297295, P = 0.28 for rs2485364, and P = 7× 10−3 for rs140929198
in meta-analyses). These results indicate that genetically elevated neutrophil module expression
levels are likely unrelated to the elevated neutrophil module expression levels associated with
elevated GlycA.
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Figure 3.1: Manhattan plot of the neutrophil module mQTLs in a fixed-effects meta-analysis

of genome-wide association studies for neutrophil module summary expression levels in DILGOM and

YFS2011. SNPs above the red line are genome wide significant (P < 5× 10−8). SNPs above the blue line

have P < 1× 10−5. The lead SNP at each mQTL is highlighted and annotated. See Table 3.1 for details

on the lead SNPs and their associations in the meta-analysis.
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Table 3.1: Neutrophil module mQTLs. Associations between the neutrophil module summary expression profile and the lead SNPs of the three mQTLs

in DILGOM, YFS2011, and in a meta-analysis. Effect sizes denote the increase in neutrophil module summary expression (in standard deviations) per minor

allele dosage of each SNP as estimated by a linear regression.

Locus mQTL rsID Chromosome SNP Position Minor Cohort Minor Allele Effect Size 95% Confidence P-value
Allele Frequency Interval

TAGAP rs2485364 6 159,512,260 C
DILGOM 46% 0.19 [0.065, 0.31] 0.003
YFS2011 47% 0.18 [0.12, 0.25] 2× 10−7

Meta-analysis - 0.18 - 1× 10−9

LRRC8A rs13297295 9 131,659,724 C
DILGOM 8.9% 0.20 [−0.0049, 0.40] 0.06
YFS2011 8.7% 0.42 [0.30, 0.55] 3× 10−11

Meta-analysis - 0.36 - 2× 10−11

LINC01370 rs140929198 20 38,555,870 A
DILGOM 3.2% 0.40 [0.051, 0.75] 0.03
YFS2011 3.0% 0.58 [0.38, 0.78] 8× 10−9

Meta-analysis - 0.54 - 7× 10−10
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Figure 3.2: LocusZoom plot of the neutrophil module mQTL rs2485364 on chromosome 6.
Associations are shown for SNPs within 1 Mb of the lead mQTL SNP. SNPs are coloured by their Linkage

Disequilibrium r2 with the lead SNP rs2485364 in the 1000 Genomes European (EUR) population, which

includes individuals of Finnish ancestry. Genes are shown below the regional manhattan plot according to

their positions in the hg19/GRCh37 human genome assembly. The proximal gene to rs2485364 (TAGAP)

is highlighted.
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Figure 3.3: LocusZoom plot of the neutrophil module mQTL rs13297295 on chromosome 9.
Associations are shown for SNPs within 1 Mb of the lead mQTL SNP. SNPs are coloured by their Linkage

Disequilibrium r2 with the lead SNP rs13297295 in the 1000 Genomes European (EUR) population, which

includes individuals of Finnish ancestry. Genes are shown below the regional manhattan plot according

to their positions in the hg19/GRCh37 human genome assembly. The neutrophil module gene LCN2 and

the proximal gene to rs13297295 (LRRC8A) are highlighted.

115



3.3. ADDENDA Chapter 3

0

2

4

6

8

10

−
lo

g
1

0
(p
−

va
lu

e
)

0

20

40

60

80

100

R
e

c
o

m
b

in
a

tio
n

 ra
te

 (c
M

/M
b

)

●

●●
●●
●

●

● ●●●
● ●●●●

●

●●

●

●●

●

●

●

●
●●●●

●
●

● ●●
● ●●

●●●

●
●●

●●

●

●

●
●
●●

●
●

●●●

●

●

●

●●

●●
●
●

●

●●●

●

●

●

●●●●
●
●
●
●

●

●●
●●●
●●●●
●●

●
●
●
●
●
●

●●

●

●
●●●
●

●

●
●
●

●

●
●●
●

●
●●

●

●●
●●

●

●●●●
●

●

●

●

●●●
●

●
●

●

●

●

●

●●

●
●

●

●●●●
●
●●●●
●
●
●●●

●

●
●●●
●

●●●

●
●

●

●●●

●

●●

●

●●●●●●

●

●●●●
●
●

●

●

●
●

●
●
●●●

●

●

●

●
●
●●●●●
●
●●●●●●

●

●

●

●●
●
●
●

●

●

●

●●●
●
●
●

●
●●●

●

●

●●●●●
●

●

●●●

●●
●

●

●

●

●●●●

●

●●●●●●●●●
●
●●●
●

●●●●
●
●●●●

●

●

●

●●●●●
●

●

●●

●●●●●
●

●

●

●

●

●

●

●
●

●●●
●

●●●

●

●

●

●●

●

●
●

●●

●
●
●

●

●●
●
●●

●

●
●

●
●

●●

●
●

●

●●
●
●●

●

●●●●

●

●●●●●

●●●

●●●●●●

●●
●

●
●
●

●

●●●●●●

●

●●●●

●
●
●●
●
●

●●●

●

●●●
●

●
●

●●●●
●

●

●●●
●●●

●

●

●

●

●

●●

●
●●●
●
●
●
●

●

●

●●

●

●●

●●●
●●
●
●
●●
●

●

●

●

●●

●
●
●
●
●
●

●

●●
●
●●
●●
●●
●
●

●●

●

●●
●

●

●●
●

●●●

●

●

●●
●●

●

●●

●

●●●

●

●

●●

●

●
●●●
●
●

●
●
●
●●
●

●●●

●●
●

●

●
●●

●●●●

●●●●●

●

●
●●

●

●
●●

●

●
●●

●●

●

●

●

●

●

●

●

●
●

●●
●
●●

●

●

●

●

●
●
●●
●

●●

●
●

●

●
●
●●●●●
●●●●●

●

●●
●
●●
●
●
●
●
●●●●●●
●

●

●
●
●●●●●

●

●●●●

●

●

●

●
●
●●
●●●
●
●

●●
●
●

●●
●●

●

●●

●●

●
●●●

●●
●

●●●
●
●●●●●●●●●

●

●●●●●●
●
●●●●●●
●●●●●

●

●●●●
●
●●
●●●●

●

●●●●●●
●●●●●●●●●
●
●●●●
●
●●●
●
●●●●●●●
●●●●●●●
●

●

●●●●●●●●●●
●●●●
●
●
●●●●●●
●●●
●
●●●●●●●

●

●●●●●●
●●●●●●●●●●●●

●

●●
●●●●●●●●●●●
●●●●●●●●●

●

●●●
●●●●●●●
●●●●
●
●●●●●
●
●●●●●●●●●●
●●●●●●●

●

●
●●●

●

●●

●

●●●●●●●●●●●●●●
●●
●
●●●●●●●●●●●●●●●●●●●●●
●
●●●●●●●●

●

●●●●●●●●●●●●●●●●●●
●●●●●●●
●●●●●●●
●●●●●●●●●●

●

●●●●●●●
●
●
●●●●
●
●●●●
●
●●
●
●●●●
●●●●●●●●
●

●●
●
●
●●
●●●

●●●●●●
●●●●
●
●●
●●

●
●
●
●●
●
●●●
●

●●
●
●

●
●●●●
●
●●●
●

●
●●●●●●
●●●
●●●
●
●●
●

●

●

●

●
●
●●
●●●
●

●
●●●
●●
●
●

●
●
●●
●●
●●
●
●●
●●
●●

●●
●
●

●

●
●●
●
●●●●
●

●
●
●
●
●
●

●

●●●
●●

●
●●

●●

●
●●●●●●●●
●●
●
●
●●
●
●●
●
●

●●
●
●●

●

●●
●
●
●
●

●

●●●

●

●●●
●
●●
●●

●

●
●●●●●
●●●
●
●
●●
●
●
●●●
●
●
●●●●
●
●●
●
●
●●●
●●
●
●●
●
●
●

●

●
●
●●●●●●
●●●
●
●
●●
●●
●●
●●●
●

●
●

●

●

●●

●

●

●

●●

●
●●
●

●
●

●

●●

●

●●●
●
●●

●

●

●

●●

●

●
●
●●

●

●

●

●

●

●

●
●

●

●●

●●●●●●●●●●

●

●

●

●

●

●

●
●●●●●
●

●

●●●●●●

●

●●

●●●●

●

●●

●●

●

●
●
●

●

●●
●
●
●
●

●●

●

●

●

●

●

●

●
●
●

●●
●

●●

●●

●●●

●

●
●

●

●●
●●
●●●

●●

●
●●
●
●
●

●
●●●●●
●
●
●●
●●●●●
●

●
●

●

●

●●
●●●●●

●

●

●

●

●

●●●

●
●
●
●

●●●●●●●●

●●

●

●●

●●

●●●

●
●

●●
●
●●

●

●

●

●●●●●●●●●●●●●●●●●●●●
●
●●●●●●

●

●●
●●●

●

●●●

●

●●●●●

●

●

●

●●●●●●●●●●

●●

●

●

●

●
●●
●●●●●

●

●●●●

●

●●●●●

●

●
●●●●●

●

●●●●●●

●

●●
●

●
●●●●●●

●

●
●
●●
●
●●●●●
●
●●●●●●

●
●●●●
●

●

●●
●
●

●

●

●
●
●

●●●●
●
●●●

●
●

●

●

●

●

●●●●●

●

●●●●

●

●

●●

●●

●●

●●●●●

●
●●●●

●

●●●●●

●
●
●

●

●

●
●
●
●●●●
●
●

●
●●
●●

●

●●●●
●●●
●●●●●

●●

●●
●●●●●

●

●●●●

●●
●●●

●

●●●
●●●
●
●
●●●●●
●
●

●●

●●
●
●

●●●

●

●
●
●

●●

●
●●
●

●

●
●
●●●
●●●

●
●●●
●●
●
●

●●●

●

●●●●

●●●●●

●●

●

●

●●●●

●

●
●
●

●

●

●●

●●●

●●●●●●

●●●●
●●
●●●●●●

●●

●●
●

●●●
●
●●●
●
●

●●

●
●

●

●

●

●●●

●

●
●
●●●●
●

●

●

●

●
●
●●
●●

●

●

●

●

●
●●
●

●

●
●●

●

●

●

●

●●●●

●
●

●●

●●
●●
●●●●●
●
●

●

●

●●●
●

●

●

●

●

●

●●

●
●

●

●

●

●

●
●
●●

●

●●

●●
●

●

●

●
●

●●

●

●

●

●●●

●

●
●

●●

●

●

●

●
●

●

●

●

●

●
●

●

●
●

●●●

●
●

●●

●●

●●
●●●
●
●●

●

●

●●●●●

●
●●
●●

●

●

●●
●

●

●●●
●●

●●

●

●
●
●
●●●●●
●●

●

●●●

●

●

●●●
●●●
●
●

●

●

●

●●

●

●●

●
●●●

●

●●
●
●

●●●●●

●

●
●
●●●

●●

●
●
●●
●
●

●

●
●●
●●
●●
●●

●

●

●
●

●
●
●●
●●

●

●

●

●
●

●●

●

●
●

●
●
●●●

●●

●

●●
●●

●●

●

●
●
●

●

●
●●●
●●

●
●
●
●

●

●

●

●●

●

●

●
●
●●
●
●●
●●
●

●
●●●●●●●●●
●●●●●●●●●●
●
●●●●●
●
●●
●
●●●
●
●
●●●●
●
●

●●●●
●●
●

●

●●●●●

●

●●
●●●●●
●
●●●
●
●

●
●
●

●
●
●●●

●

●●
●●●

●

●
●●

●

●
●

●●●●
●

●

●●●●●●●●
●

●
●●

●

●●●●●●
●●●●●●●●●●●

●●
●

●●

●●●

●

●●●

●
●
●
●●●●●

●

●

●●●

●●●●●
●●
●
●

●
●●
●

●●

●
●
●

●
●
●●●

●
●
●●●●
●

●

●●

●
●

●

●

●
●
●

●

●

●●●

●

●●

●●
●
●●●

●
●
●●●
●
●

●●
●●

●●●●●

●

●

●

●
●●

●

●●●●

●

●
●●●●
●●●●

●●

●

●●

●

●
●
●
●●●
●

●
●
●

●

●●

●●●●
●
●
●
●●●

●

●

●●●●
●

●

●●●

●

●

●●●●●

●

●

●

●

●

●●●

●

●

●

●●

●

●

●

●

●

●

●●●●●
●
●

●

●

●●●

●

●
●

●

●
●●●●●●●
●
●

●

●●
●
●

●●

●

●

●

●

●

●
●

●●●
●

●

●
●

●

●

●

●

●●

●●●
●●●
●
●●

●

●

●

●

●

●

●●●●
●●●

●

●●

●

●

●

●

●

●

●

●●●

●

●●

●

●●

●●●●

●
●

●

●

●
●

●

●
●

●

●●●●
●

●

●

●●
●

●

●

●
●
●
●
●

●●●●●

●

●

●●

●
●

●

●
●

●

●

●●

●

●
●

●

●

●

●

●

●●

●

●

●

●
●
●

●
●

●

●●●●●●●●●
●
●●

●

●●●●●●●●●

●

●●●●
●

●

●●●●●

●

●

●●●●●●●●●●

●

●

●
●●●●●●●●●●●●●●●●

●

●●●●●

●●●

●●●
●
●
●●
●●●
●●
●
●
●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●
●●
●
●●●●●
●
●

●

●●●

●●
●●●
●●
●●
●●
●

●

●

●

●●●

●●

●●●●
●●
●
●●●
●

●

●●●
●●●
●

●●

●●●●●●●●
●●
●
●●●
●
●●●●●
●
●●●●●
●
●●●
●
●●●●
●
●●●●
●
●●

●
●●●

●●●

●

●●●●●●●●

●●

●
●

●

●
●

●●●●●●
●●
●●●●●

●

●

●
●●●

●

●●●●●●●●●●
●●●●●●●●●
●●
●●●●●●
●
●●●●
●

●

●●●●●●●
●●●●●●●●●

●

●●●

●

●●●●●●●●●●●●●●●●●●●●

●

●●●●●●●●●

●

●●●●●
●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●
●●●●
●
●●●●●●●●●●●●●●●●●●●●●●●●●

●

●
●●
●

●

●

●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●
●●●●●●
●●●●●●●●●●●●●●●●●●●●●●
●
●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●
●●●
●●●●●●
●●●
●●
●●●●●

●

●
●●
●

●●
●●●
●●●●●
●

●

●
●●●●●
●
●
●
●●●●●●●
●

●

●●●●
●
●●
●

●

●●●
●●
●●●●●
●●
●
●

●

●●

●●●
●●●
●●●●
●

●
●
●

●
●
●
●

●
●●

●

●
●●
●●●

●●

●●●●●●●

●
●●●
●●
●●
●

●

●
●
●●●

●

●
●●
●

●

●
●
●●●
●●
●

●
●
●

●

●

●
●●●●
●
●
●
●
●●
●
●●
●●

●
●
●
●●
●●
●●●
●●●
●●●●

●●●

●●
●●
●
●
●●●
●
●●

●

●●●●
●
●

●●●
●
●
●●

●●●
●
●●●
●●
●
●
●
●●
●
●
●
●

●
●●
●●
●
●
●
●●
●●●●●●●
●
●
●

●
●
●●

●

●

●●●

●
●

●●
●
●●
●
●●
●
●
●
●
●●●●
●●●●●●
●●●●

●

●

●

●

●

●●

●

●

●●

●

●●●●●

●●

●●

●

●●

●

●●●

●

●●

●●

●●●

●

●

●●
●

●

●

●●●●●●
●

●

●

●
●

●
●

●
●

●●

●

●

●

●●●●

●

●

●

●●

●

●●●●●●

●

●

●

●

●

●

●

●●●●

●

●●

●

●●

●

●

●

●

●

●●

●●●●●●

●

●

●●●●●

●●

●

●
●

●

●

●

●

●
●

●

●

●●
●
●●●

●

●
●●●
●●●
●
●●●●
●
●●
●●●●
●●

●
●●●●
●
●
●
●●
●

●
●
●

●

●●
●●
●
●

●

●●
●●
●

●

●●

●●●
●

●●

●

●

●
●●●●●●●

●
●

●●

●
●●●●●

●
●
●●
●

●●●●
●
●

●

●
●●
●●

●

●
●
●●●●

●
●●●●
●
●●●
●
●●●
●

●●

●●

●●

●

●●
●
●●●●●

●●
●●●

●●●
●●●

●

●●
●●
●
●●
●●●

●

●

●●

●

●

●
●
●
●●●●
●
●●●●●●●●●
●
●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●

●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●
●●

●

●●●●●●●
●
●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●
●
●●
●
●
●●
●●●
●●●●●
●●●●
●●●●●●
●●
●●●
●●●●●
●●
●
●
●
●
●
●
●
●●●
●
●●●●●●●●

●
●

●

●
●
●●
●

●●

●
●●●

●

●
●

●●

●●●●
●●
●●●●●●●●●●●
●●
●●
●●●
●

●●
●●●●●●
●
●●●●●●

●
●●●
●●
●●●●
●
●
●●●
●
●
●●●
●
●
●●
●
●●●●●
●●
●
●
●
●●
●●●●●●●●
●
●●
●
●
●
●●
●●●●●
●●
●
●
●●●
●●●●
●●●
●●
●
●
●●
●●●●
●●●●●
●
●●●●●●●
●●
●
●●
●
●
●
●●●●●
●
●

●●●

●

●

●

●●●

●

●

●

●●
●
●

●

●●

●

●

●●●●●●
●
●●●●
●●●
●●●●●●●●
●

●
●
●

●

●

●

●
●●●●

●

●●
●
●
●

●●

●

●●●
●
●
●
●
●
●●●●●
●
●●●●●●●●
●●●●

●
●●
●
●●●●●●●●

●

●●●●●●
●●●
●●●
●●●●●●●
●
●

●●
●
●
●●●
●●●
●●●●●●●
●
●
●●●●●●
●●
●●●

●

●

●

●

●
●●
●

●

●

●

●

●
●

●

●

●
●

●
●
●●
●

●●
●●●●●●

●

●●●●●●
●●●●●●
●●

●●●
●
●
●

●

●

●●●●●

●●

●

●

●

●
●●●●●●
●

●

●
●●●●

●

●●

●

●

●

●
●

●

●
rs140929198

0.2

0.4

0.6

0.8

r2

FAM83D

DHX35

LOC339568

LINC01370 MAFB

38 38.5 39 39.5

Position on chr20 (Mb)

Plotted SNPs

r2

0.2

0.4

0.6

0.8

R
ecom

bination rate (cM
/M

b)

100

80

60

40

20

0

rs140929198

Plotted SNPs

−
lo

g 1
0(

p
-v

al
ue

)

10

8

6

4

2

0

38 38.5 39 39.5

Position on Chromosome 20 (Mb)

LINC01370

Figure 3.4: LocusZoom plot of the neutrophil module mQTL rs140929198 on chromosome 20.
Associations are shown for SNPs within 1 Mb of the lead mQTL SNP. SNPs are coloured by their Linkage
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includes individuals of Finnish ancestry. Genes are shown below the regional manhattan plot according
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Figure 3.5: The neutrophil module is under genetic control of a cis-eQTL for LCN2 , a

gene with high centrality to the neutrophil module. A) Probe coexpression (Spearman correlation) for

the neutrophil module averaged across DILGOM and YFS2011. Probes are ordered from left to right in

descending order of the scaled connectivity averaged across DILGOM and YFS2011 (B). Gene symbols

for each probe are listed in bold below their Illumina Probe Identifier. LCN2 is highlighted. C) Boxplot

of age and sex adjusted LCN2 expression in YFS2011 in individuals with differing dosages of the mQTL

rs13297295 minor allele (‘C’). See Table 3.2 for details on the cis-eQTL meta-analysis.

Table 3.2: Association between mQTL rs13297295 and neutrophil module gene LCN2 . Effect
sizes denote the increase in LCN2 probe expression (in standard deviations) per minor allele dosage of

rs13297295 as estimated by a linear regression in DILGOM, YFS2011, and in a meta-analysis.

Cohort Effect Size 95% Confidence Interval P-value

DILGOM 0.17 [−0.034, 0.38] 0.1
YFS2011 0.38 [0.26, 0.51] 5× 10−9

Meta-analysis 0.32 - 4× 10−9
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3.3.2 Materials and Methods

3.3.2.1 DILGOM genotyping, processing, and quality control

Genome-wide genotyping was carried out on whole blood samples for 555 individuals as previously
described222. DNA was extracted and genotyped on an Illumina 610-Quad SNP array. Geno-
types were called using the Illuminus genotype calling algorithm286. Individuals were excluded
due to low call rate (< 95%), failure to match Sequenom genotype fingerprinting (< 90% concor-
dance for > 10 genotypes), or cryptic relatedness to another sample (pairwise identity by descent
π̂ > 0.1). Subsequent genotype quality control removed SNPs with low call rate < 95%, minor
allele frequency < 1%, or Hardy-Weinberg equilibrium P-value < 1 × 10−6. After genotype qual-
ity control, population structure was inferred from a principal components analysis, and outlier
individuals were removed (> 8 standard deviations on any genotype principal component with a
Tracy-Wisdom P-value < 0.01). Missing genotypes and un-typed SNPs were imputed using the
1000 Genomes Phase 1 (v3) reference panel14. Imputed SNPs were filtered based on low-call rate
(< 90%), low-information score (< 0.4), minor allele frequency < 1%, and Hardy Weinberg equi-
librium P-value < 5 × 10−6. 7,263,701 SNPs (572,442 directly genotyped) and 518 individuals
passed quality control.

3.3.2.2 YFS genotyping, processing, and quality control

Genome-wide genotyping was carried out on whole blood samples for the 2,556 individuals par-
ticipating in the 2001 follow-up study of the YFS (YFS2001) as previously described287,288. DNA
was extracted and genotyped on a custom 670K Illumina BeadChip array, which includes the
same content as the Illumina 610 BeadChip array with added content improving copy number
variation coverage, but excluding poorly performing SNPs from the 610 array. 562,643 SNPs are
shared between the 610 and the 670K arrays. Genotypes were called using the Illuminus genotype
calling algorithm286. After calling of initial genotype clusters, samples failing Sanger genotyping
pipeline quality control checks were removed (call rate < 90%, failing heterozygosity tests, du-
plicate samples: > 98% concordance on pairwise comparison, previously unknown relationship:
> 70% concordance on pairwise comparison, or failing Sequenom genotype fingerprinting: < 90%

concordance for >10 genotypes). Genotypes with minor allele frequency < 1%, call rate < 95%,
or Hardy-Weinberg equilibrium P-value < 1 × 10−6 were then removed. After genotype quality
control, samples with low genotype call rate (< 95%) or failing gender checks were removed. An
identity-by-descent matrix was calculated from the quality-controlled genotype data, and the sam-
ple with the lowest call rate out of each pair of samples with pairwise identity by descent π̂ > 0.2

were removed due to cryptic relatedness. Missing genotypes and un-typed SNPs were imputed
using the 1000 Genomes Phase 1 (v3) reference panel14. Imputed and genotyped SNPs were sub-
sequently excluded where the genotype calling probability for any allele < 90%, information score
< 0.4, minor allele frequency < 1% or Hardy Weinberg equilibrium P-value < 5× 10−6. 6,721,082
SNPs (546,677 directly genotyped) and 2,443 individuals passed quality control.

3.3.2.3 Quantification of the neutrophil module and network analysis

The neutrophil module was quantified from gene expression data available for 518 DILGOM
participants and 1,650 YFS2011 participants as described in the included publication in Sec-
tion 3.2. Briefly, expression of each probe comprising the neutrophil module was quantified using
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the Illumina HT12 platform as part of transcriptome-wide gene expression profiling in both DIL-
GOM222,223 and YFS2011289. Neutrophil module coexpression and network edge weights were
calculated as the Spearman correlation coefficient (ρ) between each pair of probes, after adjusting
their expression levels for age and sex. The network edge weight between each pair of probes
was calculated as the absolute value of their Spearman correlation coefficient, exponentiated to the
powers 5 and 4 in DILGOM and YFS2011 respectively (i.e. |ρ|5 in DILGOM and |ρ|4 in YFS2011).
Probe connectivity was calculated for each probe as the sum of its edge weights to all other probes
in the neutrophil module264,282, and scaled to a measure between 0 and 1 by dividing by the max-
imum probe connectivity within the module264. The scaled probe connectivity was then averaged
across DILGOM and YFS2011 to obtain a robust estimate of relative importance290 of each probe
to the neutrophil module in Figure 3.5. The neutrophil module summary expression profile was
calculated in each of DILGOM and YFS2011 as the mean-expression oriented eigenvector of the
first principal component264 of the neutrophil module gene expression matrix.

3.3.2.4 Quantitative trait loci analysis

Association studies in each cohort and meta-analyses were performed using PLINK version 1.90b3.27
64-bit (https://www.cog-genomics.org/plink2)291. 518 individuals participating in DILGOM
had matched gene expression and genotype data. 1,386 individuals participating in the 2011 follow-
up of YFS (YFS2011) had matched gene expression and genotype data. Individual associations
were tested using an additive linear model of minor allele dosage. Models in each cohort were
adjusted for age, sex, and the first ten genotype principal components (PCs). Genotype PCs were
calculated using flashpca (version 1.2.5) (https://github.com/gabraham/flashpca)292 after
pruning the genotype data to SNPs in approximate linkage equilibrium (r2 < 0.05) using PLINK

(N = 37, 484 SNPs in DILGOM, and N = 42, 721 SNPs in YFS).

Neutrophil module mQTLs were identified through a genome-wide scan against the neutrophil mod-
ule summary expression profile using a fixed-effects meta-analysis of the DILGOM and YFS2011
cohorts. Each variant was considered significantly associated with the neutrophil module summary
expression if its meta-analysis P-value was genome-wide significant (P < 5×10−8). Similarly, test-
ing of rs13297295 as a cis-eQTL for LCN2 was performed using a fixed-effects meta-analysis of
its associations with LCN2 expression levels in DILGOM and YFS2011. Testing of each mQTL
as a QTL for GlycA was also performed using a fixed-effects meta-analysis of their associations
with GlycA levels in DILGOM and YFS2011, with additional adjustment for serum triglycerides
(as measured by NMR46) as a covariate.

A natural logarithm transform was applied to GlycA and serum triglyceride levels. GlycA, serum
triglycerides, LCN2 expression, age, and neutrophil module summary expression were scaled to
standard deviation units.

LocusZoom plots were generated using the online LocusZoom tool (http://locuszoom.org/
genform.php?type=yourdata)293. Proximal genes were highlighted manually.
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Chapter 4

Imputation of Acute-Phase Glycoproteins for

Disease Risk Prediction in Population Studies

4.1 Introduction

The broad objective of this research chapter was to fine-map the GlycA biomarker by examining
the disease incidence and mortality risks associated with each of its glycoproteins. GlycA levels re-
flect the total concentration of multiple glycoproteins in circulation166,167 and predict increased risk
of incidence and mortality from a range of related and unrelated outcomes in apparently healthy
adults120–125,129,130,162–165. The individual glycoproteins themselves are dynamic; their concentra-
tions change in different directions, magnitudes, and at different time-scales with the acute-phase
response of inflammation157,171,172. Thus, two individuals with the same GlycA levels may have
different concentrations of its contributing glycoproteins. Fine-mapping the GlycA biomarker and
the disease risks conferred by each of these glycoproteins may therefore enable better disease risk
stratification for the diverse outcomes associated with elevated GlycA.

Quantification of each glycoprotein by immunoassay is expensive and time consuming, making
their measurement impractical for the hundreds or thousands of individuals participating in pop-
ulation studies. Their lack of availability in publicly available population or prospective cohorts
with matched NMR data poses a challenge for fine-mapping the GlycA biomarker. However, the
link between obesity, metabolic disorders, and inflammation294 suggests that the sub-clinical in-
flammation associated with elevated GlycA (Chapter 3) is also likely associated with changes in
the concentrations of proteins, lipids, and metabolites in circulation. I therefore hypothesised that
it may be possible to predict the concentrations of the individual glycoproteins from the serum
NMR measurements, which are widely available in many large cohort studies, in order to fine-map
the GlycA biomarker.

The specific aims of this research chapter were:

1. To develop models for predicting the concentrations of the glycoproteins composing the GlycA
signal from serum NMR measurements.

2. To fine-map the GlycA biomarker to better determine the associated risks of future disease
incidence and mortality in healthy adults.

Both aims are addressed in the following research chapter. To address the first aim I re-examined
the DILGOM cohort data analysed in Chapter 3, which included immunoassayed measurements
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of Alpha-1-acid glycoprotein (AGP), Alpha-1 antitrypsin (A1AT), Haptoglobin (HP), and Trans-
ferrin (TF) in 626 healthy adults with matched serum NMR data. These are four of the five
glycoproteins comprising the GlycA signal166,167. Alpha-1 antichymotrypsin was not measured,
as its contribution to the GlycA signal was not established until 2015167; after the measurement
of the individual glycoproteins had been ordered for Chapter 3. In this chapter I showed that
the glycoprotein composition of GlycA differ substantially between individuals with similar GlycA
levels, and developed prediction models for imputing their concentrations from serum NMR mea-
surements and cohort metadata. To address the second aim I used these prediction models to
impute the unobserved concentrations of AGP, A1AT, HP, and TF in 12,418 individuals from the
DILGOM and FINRISK1997 cohorts. I subsequently analysed linked electronic health records over
a matched 8-year follow-up period to compare the risk of incident and fatal disease conferred by
concentration changes in each of the imputed glycoproteins.

4.2 Results

4.2.1 Study data

In this chapter, I analysed data collected by three population-based studies (4.4 Materials and
Methods). The Dietary, Lifestyle, and Genetic Determinants of Obesity and Metabolic syndrome
Study (DILGOM) comprises samples collected from a cross-sectional cohort of 5,024 adults aged
25–74 that were randomly recruited from the Finnish population in 2007222,223. The 2007 follow-up
of the Cardiovascular Risk in Young Finns Study (YFS2007) comprised samples collected from the
2007 follow-up of a longitudinal cohort of 3,596 adults aged 30–45 that were randomly recruited
from the Finnish population in their childhood in 1980177,186. The 1997 collection of the FINRISK
study (FINRISK1997) comprised samples collected from a cross-sectional cohort of 8,444 adults
aged 24–74 that were randomly recruited from the Finnish population in 199723,24.

Data from all three studies were analysed in Chapter 3, however, since then serum samples
have been re-analysed with an updated NMR platform and protocol41, and NMR profiling had
been carried out for an additional 4,200 DILGOM participants. Matched serum NMR data, co-
hort metadata, and linked electronic health records were available for a total of 4,816 DILGOM
participants and 7,602 FINRISK1997 participants. Linked electronic health records were collated
for the 10 years prior to sample collection and for a matched 8-year follow-up period for both
DILGOM and FINRISK1997. Matched serum NMR data, cohort metadata, and cytokine assay
data were available for 2,156 YFS2007 participants. AGP, A1AT, HP, and TF were measured by
immunoassay for 626 DILGOM participants with matched serum NMR data. The overall study
flow is illustrated in Figure 4.1.

4.2.2 Glycoprotein composition of GlycA in a population study

In Chapter 3 I examined the relative contributions of AGP, A1AT, HP, and TF to the GlycA
signal. I established that all four glycoproteins contributed strongly to the GlycA signal in vivo,
and that adults with high GlycA levels in the general population also had elevated levels of AGP,
A1AT, HP, and TF. Notably, the elevation of TF with the other three glycoproteins was in direct
contrast to its established acute-phase response behaviour, in which its concentration decreases
with the inflammation associated with acute-events such as infection and physical trauma157,158.
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Figure 4.1: Study Guide. A) Summary of the data available in each cohort. B) Illustration of the

overall study flow.
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This suggested that complex relationships between the individual glycoproteins, rather than static
relative contributions to GlycA, may exist depending on the sources of clinical and sub-clinical
inflammation present in an individual.

To explore the relationships between the concentrations of each glycoprotein and GlycA levels I
hierarchically clustered the 626 DILGOM participants with matched GlycA, AGP, A1AT, HP, and
TF concentrations based on their Euclidean distance using the complete linkage method (4.4 Ma-
terials and Methods). Multiple visually distinct clusters of individuals with substantially differ-
ent glycoprotein levels but similar GlycA levels were observed (Figure 4.2 A). Several interesting
clusters were evident within the group of individuals with high GlycA levels. In particular, there
were clusters where AGP, A1AT, HP, and/or TF levels were reduced rather than elevated relative
to their population averages. It is likely that the cluster with reduced TF and elevated AGP,
A1AT, and HP reflects individuals who have elevated GlycA levels due to acute-inflammation, for
example due to a recent infection prior to sample collection. Overall, there were many unique
clusters with different glycoprotein profiles (Figure 4.2 A), and there were many possible glyco-
protein combinations that lead to similar GlycA levels (Figure 4.2 B). These results suggest that
quantification of the individual glycoproteins comprising the GlycA signal could better determine
the long-term risks of incidence and mortality from the diverse outcomes associated with elevated
GlycA.

−4 −2 0 2 4

Concentration
In standard deviations from the population mean

GlycA

AGP

A1AT

HP

TF

GlycA

AGP

A1AT

HP

TF

A

B

Figure 4.2: Glycoprotein composition of GlycA in the 626 DILGOM participants with matched

glycoprotein assay, serum NMR, and cohort metadata. Heatmaps show each participant’s concentration

of GlycA, AGP, A1AT, HP, and TF in standard deviation units from their population mean, adjusting

for participant age and sex. In panel A participants are ordered from left to right by their hierarchical

clustering shown in the dendrogram above the heatmap (4.4 Materials and Methods). In panel B
participants are ordered from left to right according to their GlycA levels.
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4.2.3 Glycoprotein imputation models

To develop imputation models lasso regression was used to identify a small set of serum NMR
measurements that best predicted each glycoprotein in the 626 DILGOM participants with matched
glycoprotein assay, serum NMR, and cohort metadata (4.4 Materials and Methods). Lasso
regression is a widely used method for identifying from a large set of variables a subset that best
predicts an outcome253,265. Lasso regression is a form of regularised linear regression model, whose
alternatives include ridge regression, which determines contributions of all model variables to the
predicted outcome, and elasticnet regression, which fits a regression model with both the ridge and
lasso penalty terms295. Here, lasso regression was chosen since I expected only a small number
of NMR measurements to change with the inflammatory state reflected by the concentrations
of each glycoprotein and thus have non-zero effect sizes in any prediction model fit through a
regularised linear regression model. In total, 149 NMR measurements were included as inputs to
the lasso regression models (Table 4.2, 4.4 Materials and Methods). Participant age, sex,
and body mass index (BMI) were also included. A 10-fold cross-validation procedure was used to
train each lasso regression model and to estimate model accuracy. Equations 4.1–4.4 describe
the imputation models identified for AGP, A1AT, HP, and TF respectively. The proportion of
deviance in each glycoprotein explained by their respective imputation models was 64.3% for AGP,
42.5% for A1AT, 55.8% for HP, and 18.2% for TF.

To evaluate imputation model accuracy I compared their predicted glycoprotein concentrations
to the observed concentrations measured by immunoassay in the 626 DILGOM participants with
matched glycoprotein assay, serum NMR, and cohort metadata (Figure 4.3). The median error
(4.4 Materials and Methods) was calculated to quantify how different the predicted and as-
sayed concentrations were on average, and how different they are likely to be when imputing the
concentrations in new samples (Figure 4.3 C). The Spearman’s rank correlation coefficient was
calculated to quantify the similarity of the sample ordering by the predicted and assayed concen-
trations to assess how well the models are likely to distinguish between individuals with different
glycoprotein concentrations when imputing in new samples (Figure 4.3 D).

The imputation models for AGP and HP were both highly accurate, especially for individuals
with high concentrations (Figure 4.3 A). Their Spearman correlation coefficients were ρ = 0.78

and ρ = 0.74 respectively, and their median error were 66 mg/L and 0.18 mg/L respectively.
These were similar to their averages in the cross validation procedure (4.4 Materials and Meth-
ods): ρ = 0.74 (0.04 lower) and ρ = 0.71 (0.03 lower) for the Spearman correlation and 70
mg/L (4 mg/L higher) and 0.19 mg/L (0.01 mg/L higher) for the median error. This indicates
little overfitting and suggests the imputation models should perform comparably in other popu-
lation studies. Notably, the accuracies of these two imputations models, assessed both visually
and via Spearman correlation, were similar to differences seen when comparing amino acid mea-
surements obtained through NMR spectroscopy to those obtained through liquid chromatography
mass spectrometry118. Although the imputation model for A1AT consistently underestimated high
concentrations (Figure 4.3 A), its accuracy was also comparable after log normal transformation
and standardisation (Figure 4.3 B). The Spearman correlation coefficient between the predicted
and assayed A1AT was ρ = 0.66, which was similar to its average in the cross-validation procedure
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(ρ = 0.63). The median error was 0.074 mg/L with an average of 0.078 mg/L in the cross-validation
procedure. The imputation model for TF performed poorly at predicting its true concentration
(Figure 4.3 A) and was only moderately accurate when ranking samples by their TF concen-
trations (Figure 4.3 B). The Spearman correlation coefficient was ρ = 0.45 with an average of
ρ = 0.42 in the cross validation procedure.
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Figure 4.3: Imputation model accuracy assessed in the 626 DILGOM participants with matched

glycoprotein assay, serum NMR, and cohort metadata. A) Compares the glycoprotein concentrations pre-

dicted by the imputation models in Equations 4.1–4.4 (y-axes) to the assayed concentrations of each

glycoprotein (x-axes). B) Compares the predicted and assayed concentrations after natural logarithm

transformation and standardisation. C) Boxplots of the median error (median (|predicted− observed|)) in
the 10-fold cross validation procedure (4.4 Materials and Methods). Red triangles show the median

error in the scatter plots in A. Note that the median error cannot be meaningfully compared between

the different glycoproteins since their concentrations are on different scales. D) Boxplots of the Spear-

man’s rank correlation coefficient between the predicted and observed concentrations in the 10-fold cross-

validation procedure. Red triangles show the Spearman’s rank correlation coefficient between the predicted

and observed concentrations in A and B.
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Equations 4.1–4.4 Imputation models for AGP, A1AT, HP, and TF. Each model predicts the

concentration of each glycoprotein on a natural logarithm scale. Concentrations in mg/L are obtained by

applying the exponential function to the result. Variables in the imputation models are also required on

a natural logarithm scale, with the exception of participant Age and Sex. The coding for the Sex variable

was 1 for men and 2 for women. NMR measurements are described in Table 4.2 in 4.4 Materials and

Methods. The variables in each model are listed from left to right in descending order of their relative

contributions (Equations 4.5–4.8).

AGP = 5.7 + 1.7 GlycA− 0.34 TotFA + 0.22 IDL-FC + 0.043 L-HDL-FC− 0.22 His

− 0.092 HDL-TG + 0.11 BMI− 0.16 S-HDL-FC− 0.057 S-LDL-TG− 0.023 bOHBut

− 0.062 LA + 0.066 S-HDL-CE− 0.055 Lac− 0.021 S-VLDL-TG− 0.042 Ace

− 0.052 Cit− 0.038 SFA− 0.049 Ala + 0.0013 XXL-VLDL-CE + 0.014 Glol

+ 0.00017 Age + 0.0084 Crea + 0.0061 Gly

(4.1)

A1AT = −11 + 0.68 GlycA− 0.094 FAw3− 0.8 VLDL-D + 0.37 HDL3-C + 4.2 LDL-D + 0.14 Phe

− 0.08 Leu− 0.064 ApoB− 0.19 Alb− 0.045 Tyr + 0.019 bOHBut− 0.045 BMI

− 0.043 Ala + 0.011 L-HDL-TG− 0.022 Ile− 0.025 Ace− 0.038 His

+ 0.0024 HDL-TG

(4.2)

HP = 0.53 + 3.0 GlycA− 0.82 LA + 0.36 IDL-FC + 0.48 SM− 0.26 FAw3− 0.29 HDL-TG

− 0.068 S-VLDL-CE + 0.003 Age− 0.75 Alb− 0.13 Ile− 0.24 Cit− 0.89 VLDL-D

− 0.13 Leu + 0.13 Val + 0.0066 L-VLDL-CE + 0.084 Pyr− 0.084 Lac− 0.094 Gln

+ 0.042 M-HDL-FC− 0.011 XL-HDL-TG + 0.0089 XL-HDL-PL− 0.048 His

− 0.026 Tyr− 0.024 BMI− 0.0037 L-HDL-TG− 0.004 PUFA + 0.00056 S-LDL-FC

(4.3)

TF = 1.1 + 0.14 GlycA + 0.032 Sex− 0.0010 Age + 0.090 S-HDL-FC− 0.037 Ace + 0.039 Ala

+ 0.024 SFA + 0.013 His− 0.0097 Gln
(4.4)

127



4.2. RESULTS Chapter 4

Equations 4.5–4.8: Imputation models scaled to standard deviation units. Effect sizes indicate

how many standard deviations the imputed glycoprotein changes per 1-standard deviation increase in

the input variable. Thus, effect sizes indicate relative contribution of each variable to determining the

corresponding glycoprotein concentrations.

AGP = 0 + 0.93 GlycA− 0.27 TotFA + 0.26 IDL-FC + 0.12 L-HDL-FC− 0.11 His

− 0.091 HDL-TG + 0.08 BMI− 0.079 S-HDL-FC− 0.073 S-LDL-TG− 0.05 bOHBut

− 0.048 LA + 0.045 S-HDL-CE− 0.043 Lac− 0.043 S-VLDL-TG− 0.04 Ace

− 0.037 Cit− 0.035 SFA− 0.032 Ala + 0.026 XXL-VLDL-CE + 0.022 Glol + 0.013 Age

+ 0.013 Crea + 0.0041 Gly

(4.5)

A1AT = 0 + 0.54 GlycA− 0.17 FAw3− 0.16 VLDL-D + 0.14 HDL3-C + 0.11 LDL-D + 0.11 Phe

− 0.096 Leu− 0.081 ApoB− 0.058 Alb− 0.057 Tyr + 0.052 bOHBut− 0.045 BMI

− 0.036 Ala + 0.036 L-HDL-TG− 0.035 Ile− 0.033 Ace− 0.027 His + 0.0034 HDL-TG

(4.6)

HP = 0 + 0.84 GlycA− 0.29 LA + 0.21 IDL-FC + 0.18 SM− 0.16 FAw3− 0.14 HDL-TG

− 0.088 S-VLDL-CE + 0.087 Age− 0.078 Alb− 0.076 Ile− 0.074 Cit− 0.062 VLDL-D

− 0.055 Leu + 0.051 Val + 0.048 L-VLDL-CE + 0.04 Pyr− 0.032 Lac

− 0.023 Gln + 0.022 M-HDL-FC− 0.014 XL-HDL-TG + 0.012 XL-HDL-PL− 0.012 His

− 0.011 Tyr− 0.0086 BMI− 0.004 L-HDL-TG− 0.0014 PUFA + 0.00025 S-LDL-FC

(4.7)

TF = 0 + 0.13 GlycA + 0.11 Sex− 0.097 Age + 0.08 S-HDL-FC− 0.057 Ace + 0.037 Ala

+ 0.031 SFA + 0.011 His− 0.0079 Gln
(4.8)
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Figure 4.4: Glycoproteins are associated with systemic sub-clinical inflammation. Median

difference compared to the population mean of 36 assayed cytokines in YFS2007 participants partitioned

into 10 groups by A) imputed AGP concentrations, B) imputed A1AT concentrations, C) imputed HP

concentrations, and D) imputed TF concentrations. Concentrations of each cytokine, AGP, A1AT, HP,

and TF were adjusted for participant age and sex. Analysis was restricted to the 2,018 participants

reporting no febrile infection in the two weeks prior to sample collection. The right axis of each heatmap

denotes the glycoprotein change in standard deviations per standard deviation increase of each cytokine.

*: P < 0.01, **: P < 1× 10−3, ***: P < 1× 10−4 in the linear regression model fit (4.4 Materials and
Methods). Table 4.3 in 4.4 Materials and Methods provides the full name and Uniprot identifier

for each cytokine.
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The imputation models themselves were comprised of between 9–27 variables (Equations 4.1–
4.4) and included measurements from all classes of molecules captured by the NMR platform.
Of all contributing measurements, concentrations of all four glycoproteins were most strongly
predicted by GlycA levels (Equations 4.5–4.8). Importantly, the strong correlation structure
in the NMR measurements261 means that these models are not unique. Re-running the lasso
regression resulted in imputation models containing different measurements but with comparable
accuracy to that shown in Figure 4.3 due to the random assignment of individuals into the 10
groups at the beginning of the cross-validation procedure (4.4 Materials and Methods). Thus,
interpretation of how the model variables relate to each glycoprotein is unlikely to provide insight
into their biological function.

4.2.4 Glycoproteins and sub-clinical inflammation

In Chapter 3 I analysed circulating cytokine levels to determine whether elevated GlycA was
associated with inflammatory signatures in apparently healthy adults. Elevated GlycA levels were
significantly associated with modest elevation of 29 of 36 tested cytokines, suggesting the presence
of systemic sub-clinical inflammation in these otherwise apparently healthy adults. To determine
whether the glycoproteins composing the GlycA signal were associated with different components
of this sub-clinical inflammation I imputed their concentrations in the 2,156 YFS2007 participants
with serum NMR measurements. I observed a large number of robust associations between the 36
cytokines and the imputed concentrations of all four glycoproteins in the 2,018 YFS2007 partici-
pants reporting no recent febrile infections (Figure 4.4). Using the same significance threshold as
in Chapter 3 (P < 0.001), I observed significant associations between 18 cytokines and AGP, 19
cytokines and A1AT, 24 cytokines and HP, and 30 cytokines and TF in univariable linear regression
models adjusted for age and sex (4.4 Materials and Methods). Effect sizes of the significant
associations were similar when compared across each glycoprotein and with those observed with
GlycA in Chapter 3, Figure 2. This suggests that elevation of each glycoprotein is associated
with overlapping components of the systemic sub-clinical inflammation associated with elevated
GlycA.

4.2.5 Glycoprotein associated risks of disease incidence and mortality

To determine the long-term risks of disease incidence and mortality associated with each glyco-
protein I imputed the unobserved concentrations of AGP, A1AT, HP, and TF in the all DILGOM
and FINRISK1997 participants with serum NMR data. Imputation of one or more glycoproteins
was successful for a total of 4,781 DILGOM participants and 7,546 FINRISK1997 participants
(4.4 Materials and Methods). Each glycoprotein was subsequently tested for an association
with a total of 372 broad and specific diagnoses that had 10 or more events in a matched 8-year
follow-up of the both cohorts (4.4 Materials and Methods).

I observed strong and consistent associations between elevation of each of AGP, A1AT, and HP
with increased 8-year risk of multiple diagnoses in both DILGOM and FINRISK1997 (Figure 4.5).
Importantly, hazard ratio estimates were consistent across both cohorts and when compared to the
assayed glycoprotein measurements, suggesting their imputation models had similar accuracy to
Figure 4.3 when imputing their concentrations in the full DILGOM and FINRISK1997 cohorts.
Further, FINRISK1997 differs to the DILGOM cohort in that its participants were not required
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Figure 4.5: Glycoprotein associated risks of disease onset and mortality. Cox proportional

hazard ratios (triangles) for the first diagnosis occurrence (fatal or non-fatal) conferred per standard

deviation increase of each glycoprotein. Diagnosis data were analysed for a matched 8-year follow-up period.

Models were fit using age as the time scale and adjusting for sex, smoking status, BMI, blood pressure,

alcohol consumption, occurrence of the diagnosis category within 10 years prior to blood sample collection,

and biomarkers for 5-year all-cause mortality124 (citrate, albumin, and VLDL particle size). Bars around

each hazard ratio indicate the 95% confidence interval. Hazard ratios are shown for diagnoses where the

association was significant in both DILGOM and FINRISK1997. An association was considered significant

where the pFDR-adjusted P-value (Q) was < 0.01 (4.4 Materials and Methods). For comparison,

hazard ratios are also shown for the assayed glycoproteins (red) and the imputed glycoproteins (yellow)

in the subset of DILGOM participants with matched glycoprotein immunoassay and serum NMR data,

provided there were 10 or more events in the diagnosis category. The number of events for each diagnosis

in each cohort are shown to the left of each hazard ratio. The alphanumeric codes in the square brackets

indicate the ICD-10 codes for each diagnosis. Hazard ratios are detailed in Table 4.1.
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to fast overnight prior to sample collection, suggesting these imputation models may be robust to
differences in cohort characteristics.

For TF there was only a single replicable significant association (Figure 4.5). However, the hazard
ratio for the assayed TF measurement was significantly lower than for the imputed measurement
in the subset of DILGOM participants with matched glycoprotein immunoassay and serum NMR
data. This suggests the corresponding increased risk of respiratory disease observed in the full
DILGOM and FINRISK1997 cohorts is unlikely to be associated with the true TF levels in those
individuals. Significant differences in the hazard ratios when comparing the assayed and imputed
concentrations were not observed for any other glycoprotein for any of their replicable significant
associations (Figure 4.5).

Of the three well-imputed glycoproteins elevated A1AT had the most severe long-term ramifica-
tions for disease incidence (Figure 4.5). Elevated concentrations of A1AT were significantly and
replicably associated with the widest range of diagnoses, including cardiovascular diseases, infec-
tious and non-infectious respiratory diseases, liver diseases, inflammatory polyarthropathies (e.g.
arthritis), and renal failure. Hazard ratios for each diagnosis are provided in Table 4.1. Ele-
vated HP and AGP were significantly and replicably associated with only subsets of the outcomes
predicted by elevated A1AT. These trends were reflected when comparing P-values across all diag-
noses (Figure 4.6). In both DILGOM and FINRISK1997 the P-values for increased disease risk
were the smallest across the most diagnoses for A1AT, with HP a close second. Surprisingly, AGP
and TF were similar when comparing P-values across all diagnoses. AGP and TF had the most
and least accurate imputation models respectively (Figure 4.3). The poor prognostic utility of
AGP in comparison to other inflammatory biomarkers has also been observed in a recently pub-
lished 17-year follow-up of 6,545 healthy adults in which AGP concentrations were measured by
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Figure 4.6: Comparison of glycoprotein associated risks across all diagnoses. Quantile-Quantile

plots compare the distribution of expected P-values under the null hypothesis that disease risk is inde-

pendent of glycoprotein concentration changes (x-axes) compared to the distribution of observed P-values

across all test diagnoses (y-axes) in FINRISK1997, DILGOM, for the assayed glycoproteins, and for the

imputed glycoproteins in the DILGOM participants with matched glycoprotein assay and serum NMR

data. The dashed line indicates y=x. Relative departure from the dashed line indicates the broad trends

of clinical consequence for increased glycoprotein concentrations at baseline.
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Table 4.1: Glycoprotein associated risks of disease onset and mortality. Entries in the table list the Cox proportional hazard ratio (HR), the 95% confidence

interval, and pFDR-adjusted P-value (Q) (4.4 Materials and Methods) for AGP, A1AT, HP, and TF for each diagnosis shown in Figure 4.5. Hazard ratios

indicate the increased risk conferred per standard deviation increase of each glycoprotein above their population mean. For comparative purposes, hazard ratios are

provided for all four glycoproteins not just those with replicable significant associations (Q < 0.01 in both DILGOM and FINRISK1997 datasets). The “Dataset”

column indicates the corresponding dataset and sample subset used for the test; “Assayed” shows hazard ratios calculated from the immunoassayed glycoproteins in the

630 DILGOM participants; “Predicted” shows hazard ratios calculated from imputed glycoprotein concentrations in the 626 DILGOM participants with matched NMR

and glycoprotein immunoassay data; “DILGOM” shows hazard ratios calculated from the imputed glycoprotein concentrations in the 4,792 DILGOM participants; and

“FINRISK1997” shows hazard ratios calculated from the imputed glycoprotein concentrations in the 7,546 FINRISK1997 participants. Entries where there were less

than 10 events were not analysed, and are indicated by a “-”. Diagnosis data were analysed for a matched 8-year follow-up period. The alphanumeric codes in the

square brackets next to each diagnosis indicate their corresponding ICD-10 codes. Models were fit using age as the time scale and adjusting for sex, smoking status,

BMI, blood pressure, alcohol consumption, occurrence of the diagnosis category within 10 years prior to blood sample collection, and biomarkers for 5-year all-cause

mortality (citrate, albumin, and VLDL particle size)124.

Diagnosis Dataset AGP A1AT HP TF

Diseases of the
circulatory system
[I00-I99]

Assayed HR=1.1 [0.93, 1.31], Q=0.4 HR=1.24 [1.02, 1.51], Q=0.2 HR=1.14 [0.95, 1.37], Q=0.3 HR=1.3 [1.09, 1.55], Q=0.06

Predicted HR=1.23 [1.04, 1.47], Q=0.04 HR=1.25 [1.06, 1.48], Q=0.05 HR=1.26 [1.06, 1.5], Q=0.03 HR=1.15 [0.87, 1.5], Q=0.6

DILGOM HR=1.11 [1.04, 1.18], Q=0.02 HR=1.14 [1.07, 1.2], Q=3 × 10−4 HR=1.13 [1.06, 1.2], Q=2 × 10−3 HR=1.12 [1.02, 1.23], Q=0.1

FINRISK1997 HR=1.11 [1.05, 1.18], Q=0.01 HR=1.09 [1.04, 1.15], Q=7 × 10−3 HR=1.11 [1.05, 1.18], Q=8 × 10−3 HR=1.06 [0.99, 1.14], Q=0.4

Ischaemic heart
diseases [I20-I25]

Assayed HR=1.64 [1.15, 2.33], Q=0.09 HR=1.44 [0.94, 2.21], Q=0.3 HR=1.21 [0.79, 1.86], Q=0.5 HR=1.06 [0.79, 1.43], Q=0.7

Predicted HR=1.82 [1.3, 2.54], Q=4 × 10−3 HR=1.68 [1.19, 2.35], Q=0.03 HR=1.66 [1.18, 2.34], Q=0.02 HR=1.35 [0.74, 2.46], Q=0.6

DILGOM HR=1.2 [1.06, 1.35], Q=0.03 HR=1.19 [1.07, 1.33], Q=9 × 10−3 HR=1.21 [1.08, 1.36], Q=0.01 HR=1.15 [0.96, 1.38], Q=0.4

FINRISK1997 HR=1.17 [1.06, 1.29], Q=0.03 HR=1.22 [1.13, 1.33], Q=6 × 10−5 HR=1.2 [1.09, 1.33], Q=5 × 10−3 HR=1.24 [1.1, 1.41], Q=0.02

Diseases of arteries
arterioles and
capillaries [I70-I79]

Assayed HR=1.23 [0.84, 1.8], Q=0.5 HR=1.56 [0.97, 2.52], Q=0.3 HR=1.12 [0.71, 1.78], Q=0.6 HR=1.32 [0.86, 2.03], Q=0.5

Predicted HR=1.21 [0.81, 1.81], Q=0.2 HR=1.26 [0.88, 1.82], Q=0.3 HR=1.15 [0.77, 1.72], Q=0.3 HR=1.44 [0.66, 3.16], Q=0.6

DILGOM HR=1.33 [1.1, 1.61], Q=0.03 HR=1.38 [1.16, 1.63], Q=2 × 10−3 HR=1.37 [1.14, 1.65], Q=6 × 10−3 HR=1.52 [1.09, 2.13], Q=0.1

FINRISK1997 HR=1.56 [1.3, 1.86], Q=3 × 10−4 HR=1.39 [1.19, 1.62], Q=5 × 10−4 HR=1.61 [1.34, 1.92], Q=3 × 10−5 HR=1.22 [0.96, 1.55], Q=0.3

Atherosclerosis [I70]

Assayed HR=1.93 [1.09, 3.41], Q=0.1 HR=2.6 [1.33, 5.11], Q=0.08 HR=2.58 [1.15, 5.77], Q=0.1 HR=1.79 [0.9, 3.59], Q=0.4

Predicted HR=2.04 [1.2, 3.48], Q=0.02 HR=2.06 [1.25, 3.37], Q=0.03 HR=2.31 [1.33, 3.99], Q=0.02 HR=4.77 [1.45, 15.67], Q=0.3

DILGOM HR=1.49 [1.17, 1.89], Q=0.02 HR=1.57 [1.27, 1.93], Q=3 × 10−4 HR=1.64 [1.32, 2.04], Q=2 × 10−4 HR=3.19 [2.03, 5], Q=1 × 10−4

FINRISK1997 HR=1.58 [1.28, 1.94], Q=2 × 10−3 HR=1.49 [1.24, 1.79], Q=3 × 10−4 HR=1.69 [1.37, 2.09], Q=8 × 10−5 HR=1.33 [1, 1.77], Q=0.3

Diseases of the
respiratory system
[J00-J99]

Assayed HR=1.36 [1.09, 1.7], Q=0.09 HR=1.41 [1.11, 1.79], Q=0.08 HR=1.42 [1.1, 1.83], Q=0.07 HR=1.1 [0.86, 1.39], Q=0.6

Predicted HR=1.6 [1.28, 1.99], Q=7 × 10−4 HR=1.54 [1.25, 1.9], Q=2 × 10−3 HR=1.51 [1.21, 1.88], Q=6 × 10−3 HR=1.54 [1.07, 2.21], Q=0.3

DILGOM HR=1.28 [1.17, 1.4], Q=3 × 10−5 HR=1.31 [1.21, 1.42], Q=1 × 10−8 HR=1.31 [1.2, 1.42], Q=2 × 10−7 HR=1.32 [1.16, 1.5], Q=2 × 10−3

FINRISK1997 HR=1.18 [1.1, 1.26], Q=6 × 10−4 HR=1.2 [1.13, 1.28], Q=5 × 10−7 HR=1.19 [1.11, 1.28], Q=7 × 10−5 HR=1.19 [1.09, 1.31], Q=5 × 10−3
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Diagnosis Dataset AGP A1AT HP TF

Influenza and
pneumonia [J10-J18]

Assayed HR=1.3 [0.87, 1.95], Q=0.4 HR=1.65 [1.04, 2.61], Q=0.2 HR=1.63 [0.97, 2.75], Q=0.2 HR=0.67 [0.44, 1.01], Q=0.2

Predicted HR=1.48 [0.99, 2.22], Q=0.08 HR=1.55 [1.06, 2.27], Q=0.1 HR=1.44 [0.97, 2.14], Q=0.09 HR=1.1 [0.58, 2.1], Q=0.7

DILGOM HR=1.27 [1.09, 1.48], Q=0.03 HR=1.34 [1.17, 1.53], Q=3 × 10−4 HR=1.32 [1.14, 1.52], Q=2 × 10−3 HR=1.3 [1.03, 1.64], Q=0.2

FINRISK1997 HR=1.19 [1.03, 1.37], Q=0.1 HR=1.39 [1.23, 1.57], Q=6 × 10−6 HR=1.31 [1.14, 1.51], Q=4 × 10−3 HR=1.36 [1.13, 1.64], Q=0.03

Chronic lower
respiratory diseases
[J40-J47]

Assayed HR=1.63 [1.12, 2.39], Q=0.1 HR=2.21 [1.44, 3.4], Q=0.01 HR=2.69 [1.53, 4.72], Q=0.03 HR=1.08 [0.69, 1.68], Q=0.7

Predicted HR=2.1 [1.47, 3.01], Q=7 × 10−4 HR=1.96 [1.4, 2.75], Q=2 × 10−3 HR=1.99 [1.35, 2.94], Q=6 × 10−3 HR=2.21 [1.13, 4.32], Q=0.3

DILGOM HR=1.43 [1.22, 1.68], Q=2 × 10−3 HR=1.41 [1.22, 1.62], Q=5 × 10−5 HR=1.49 [1.28, 1.74], Q=2 × 10−5 HR=1.58 [1.26, 1.98], Q=3 × 10−3

FINRISK1997 HR=1.25 [1.12, 1.4], Q=3 × 10−3 HR=1.27 [1.16, 1.4], Q=4 × 10−5 HR=1.3 [1.16, 1.45], Q=2 × 10−4 HR=1.24 [1.07, 1.44], Q=0.09

Other chronic
obstructive pulmonary
disease [J44]

Assayed - - - -
Predicted - - - -
DILGOM HR=1.45 [1.07, 1.98], Q=0.1 HR=1.81 [1.4, 2.33], Q=9 × 10−5 HR=1.72 [1.29, 2.29], Q=2 × 10−3 HR=2.84 [1.79, 4.5], Q=7 × 10−4

FINRISK1997 HR=1.28 [1.06, 1.56], Q=0.1 HR=1.44 [1.22, 1.69], Q=3 × 10−4 HR=1.45 [1.19, 1.78], Q=6 × 10−3 HR=1.44 [1.12, 1.85], Q=0.09

Diseases of the
digestive system
[K00-K93]

Assayed HR=1 [0.82, 1.23], Q=0.8 HR=1.12 [0.9, 1.4], Q=0.5 HR=1.17 [0.95, 1.45], Q=0.3 HR=1.24 [1, 1.54], Q=0.2

Predicted HR=1.13 [0.93, 1.39], Q=0.1 HR=1.14 [0.94, 1.4], Q=0.2 HR=1.06 [0.86, 1.31], Q=0.3 HR=0.9 [0.67, 1.22], Q=0.7

DILGOM HR=1.09 [1.01, 1.18], Q=0.1 HR=1.14 [1.06, 1.22], Q=2 × 10−3 HR=1.13 [1.05, 1.21], Q=0.01 HR=1.12 [1.01, 1.25], Q=0.2

FINRISK1997 HR=1.14 [1.07, 1.22], Q=2 × 10−3 HR=1.13 [1.07, 1.2], Q=4 × 10−4 HR=1.18 [1.11, 1.26], Q=3 × 10−5 HR=1.08 [0.99, 1.17], Q=0.3

Diseases of liver
[K70-K77]

Assayed - - - -
Predicted - - - -
DILGOM HR=0.82 [0.53, 1.29], Q=0.5 HR=1.98 [1.43, 2.75], Q=4 × 10−4 HR=0.99 [0.65, 1.51], Q=0.5 HR=1.04 [0.57, 1.89], Q=0.8

FINRISK1997 HR=1.24 [0.86, 1.79], Q=0.5 HR=1.69 [1.27, 2.26], Q=4 × 10−3 HR=1.6 [1.1, 2.32], Q=0.09 HR=1.23 [0.79, 1.91], Q=0.5

Alcoholic liver disease
[K70]

Assayed - - - -
Predicted - - - -
DILGOM HR=1.31 [0.66, 2.59], Q=0.6 HR=2.29 [1.41, 3.72], Q=4 × 10−3 HR=1.16 [0.59, 2.27], Q=0.4 HR=0.8 [0.4, 1.57], Q=0.6

FINRISK1997 HR=1.31 [0.72, 2.38], Q=0.6 HR=2.26 [1.4, 3.65], Q=7 × 10−3 HR=2.25 [1.17, 4.3], Q=0.1 HR=0.8 [0.44, 1.45], Q=0.5

Inflammatory
polyarthropathies
[M05-M14]

Assayed - - - -
Predicted - - - -
DILGOM HR=1.31 [1.1, 1.55], Q=0.03 HR=1.4 [1.21, 1.62], Q=8 × 10−5 HR=1.34 [1.13, 1.58], Q=6 × 10−3 HR=1.26 [0.96, 1.66], Q=0.4

FINRISK1997 HR=1.43 [1.23, 1.66], Q=5 × 10−4 HR=1.33 [1.18, 1.5], Q=7 × 10−5 HR=1.49 [1.28, 1.74], Q=3 × 10−5 HR=1.35 [1.1, 1.67], Q=0.09

Renal failure
[N17-N19]

Assayed - - - -
Predicted - - - -
DILGOM HR=1.81 [1.32, 2.48], Q=8 × 10−3 HR=2.14 [1.67, 2.74], Q=1 × 10−7 HR=2.02 [1.49, 2.75], Q=2 × 10−4 HR=2.47 [1.42, 4.3], Q=0.03

FINRISK1997 HR=2.62 [1.61, 4.26], Q=4 × 10−3 HR=3 [1.96, 4.59], Q=2 × 10−5 HR=3.56 [2.09, 6.06], Q=2 × 10−4 HR=5.34 [2.75, 10.37], Q=2×10−4

Chronic renal failure
[N18]

Assayed - - - -
Predicted - - - -
DILGOM HR=1.86 [1.24, 2.8], Q=0.03 HR=2.23 [1.63, 3.06], Q=2 × 10−5 HR=2 [1.35, 2.96], Q=5 × 10−3 HR=3.38 [1.63, 7.01], Q=0.03

FINRISK1997 HR=3.04 [1.79, 5.15], Q=2 × 10−3 HR=3.94 [2.37, 6.54], Q=8 × 10−6 HR=4.12 [2.25, 7.55], Q=2 × 10−4 HR=6.26 [2.82, 13.93], Q=8×10−4
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immunoassay at baseline296.

Taken together, these results indicate that rather than predicting different diagnosis categories,
baseline elevation of each glycoprotein has similar long term ramifications, with elevation of A1AT
having the broadest and strongest consequences for risk of future disease incidence and mortality.

4.3 Discussion

AGP, A1AT, HP, and TF are acute-phase glycoproteins, each of which play a key role in mod-
ulating and regulating the many complex processes involved in inflammation, including innate
immune response and tissue repair158,297. In homeostasis they are constituitively expressed and
synthesised primarily by liver hepatocytes, however, during the acute-phase response of inflamma-
tion their transcription is upregulated or downregulated depending on their role and the type of
inflammatory stimuli present. Differences in their concentrations and glycosylation can indicate
disease progression, severity, and recovery171,298,299. When measured by high-throughput serum
NMR spectroscopy the total concentration of all four glycoproteins, along with alpha-1 antichy-
motrypsin, are measured by the GlycA signal167. GlycA itself has been proposed as a composite
marker of inflammation for assessing disease severity173–176 and elevated concentrations in healthy
adults have been shown to predict long-term future risk of incidence, hospitalisation, and mortality
from many different inflammatory diseases120–125,129,130,162–165 and severe infections (Chapter 3).

In this chapter I developed accurate models for predicting the concentrations of AGP, A1AT, and
HP from serum NMR data and imputed their concentrations in three large population-based stud-
ies to fine-map the GlycA biomarker. I showed that elevation of each glycoprotein is associated
with widespread modest elevation of numerous cytokines consistent with the systemic sub-clinical
inflammation observed with elevated GlycA in Chapter 3. Accordingly, I found that elevation of
each glycoprotein had varying long-term ramifications for future risk of incidence and mortality
from the same diseases. In contrast to their relative contributions to elevated GlycA (Chapter 3)
I found that elevation of A1AT had the most severe long-term ramifications while elevated AGP
was correlated with the fewest and broadest diagnosis categories. High A1AT levels correlated with
an increased risk of cardiovascular disease events including myocardial infarction and atheroscle-
rosis, respiratory infections, liver disease, other inflammatory disorders of the digestive system,
connective tissue inflammation including rheumatoid arthritis, and chronic renal failure up to 8
years in the future. Elevation of HP and AGP had replicable significant associations with only a
subset of these diagnoses, with similar risks conferred to those observed for elevated A1AT. Taken
together, these results suggest that elevation of A1AT is the major contributor to the increased
risk of disease incidence and mortality associated with elevated GlycA levels.

Alpha-1 antitrypsin (A1AT), formerly known as alpha-1 proteinase inhibitor, plays a key role in
the regulation of inflammation by isolating the proteolytic activity of innate immune cells to sites
of infection or tissue damage300. All white blood cells, with the exception of macrophages, pro-
duce and secrete proteinase enzymes which they use to degrade extracellular proteins in order to
penetrate tissue barriers while migrating to sites of inflammation, break down bacterial and fungal
pathogens, and to remodel and repair damaged tissue301. These enzymes must be tightly regulated
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to prevent excess damage to healthy cells and tissues which would lead to chronic inflammation.
Production of A1AT is the primary mechanism for regulating this system. A1AT inhibits the
proteolytic action of the serine proteinases by non-covalently binding to their active-site302, and
A1AT itself is inhibited by reactive oxygen species and by matrix metallopeptidases, which are
released from leukocytes granules, thereby isolating proteolytic activity to the sites of active leuko-
cytes301,303. Individuals with genetic deficiency of A1AT are at increased risk of developing liver
disease, connective tissue diseases such as arthritis, and chronic obstructive pulmonary disease, and
emphysema304–307. To my knowledge, this study is the first report finding an association between
increased A1AT levels and long-term risk of disease onset and mortality.

The question remains as to the cause of elevated A1AT and how that relates to sub-clinical inflam-
mation and future disease risk. I speculate that this may be due to dysregulation of A1AT synthesis
in leukocytes. This could lead to excess inflammation due to increased proteolytic activity at sites
of active leukocytes. Although the vast majority of A1AT is synthesised by liver hepatocytes308,
it is also synthesised in smaller quantities in the leukocytes themselves to inhibit the proteolytic
activity of proteinases until their excretion308–312. Many of the proteinases targeted by A1AT, in-
cluding neutrophil elastase (ELANE ), have increased expression with elevated GlycA as part of the
neutrophil module identified in Chapter 3. However, in a multivariate model the majority of the
relationship between the neutrophil module expression and GlycA was explained by increased AGP
and HP levels, not A1AT (Chapter 3). This presents an interesting possibility where insufficient
A1AT is being produced by the neutrophil granules to match their increased proteinase production,
which could lead to a positive feedback loop of prolonged or excess inflammation after infection
or injury. The increased A1AT observed in circulation would then reflect the increased synthesis
in liver hepatocytes in response to inflammation. Notably different mechanisms are responsible
for regulating A1AT synthesis in liver hepatocytes and in leukocytes. Liver hepatocytes increase
A1AT synthesis in response to interleukin-6313,314, while leukocytes increase A1AT synthesis in
response to tumor necrosis factor α (TNFα)315,316. Perhaps consistent with this hypothesis was
the lack of association between TNFα and A1AT (Figure 4.4) or GlycA (Chapter 3, Figure 2).

However, the question remains as to whether the elevated A1AT is causal of the associated systemic
sub-clinical inflammation and increased risks of disease onset and mortality. An immediately
fruitful avenue of research may be Mendelian Randomisation studies91,92 to determine if A1AT
plays a causal role in the sub-clinical inflammation and the associated pathogenesis of future
disease risk.

Several limitations of this chapter should be considered. The analyses fine-mapping the disease
risk associated with glycoproteins composing GlycA is not comprehensive. Significant associations
between elevated transferrin or alpha-1 antichymotrypsin and long-term risk of disease incidence
and mortality cannot be precluded due to their poor imputation quality and lack of measurement
respectively. Notably, none of AGP, A1AT, or HP were associated with increased risk of mortality
and hospitalisation from non-localised infections or septicaemia, for which there were significant
associations with elevated GlycA (Chapter 3). Further validation is also required to confirm
the efficacy of the imputation models. Although the consistency of the hazard ratio estimates
across independent cohorts and with the immunoassayed measurements for AGP, A1AT, and HP
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is suggestive of imputation model validation, the gold standard practice for validation requires
comparison of imputed measurements to immunoassayed measurements in at least one indepen-
dent cohort. To my knowledge, no such suitable cohort yet exists. Further studies are also required
to generalise the imputation models to cohorts including individuals suffering from a disease and
studies of non-Caucasian populations, where immune or inflammatory factors not present in our
Finnish study population may be influencing the glycoprotein concentrations. Finally, these im-
putation models should not be considered as prospective biomarkers for clinical translation. In
a clinical setting glycoproteins such as A1AT may be assayed directly for at substantially lower
cost than NMR profiling. Prospective studies of A1AT, measured directly by immunoassay, will
be required to accurately estimate the effect of elevated A1AT on future disease and economic
cost-benefit analysis performed to determine appropriate thresholds and screening strategies for
identifying at-risk individuals.

In recent years, NMR spectroscopy has emerged as a powerful quantitative method for high-
throughput quantification of hundreds of lipids, metabolites, and proteins in circulation41. Many
studies have begun generating and analysing serum NMR data for biomarker identification and
population health monitoring20,24,187. However, NMR spectroscopy cannot systematically measure
all molecules in circulation and some of its signals are heterogeneous. Yet, the per-sample costs
and automation challenges of alternative quantification methods such as immunoassays and mass
spectrometry hamper their use in large population studies41,48. Here, I present accurate imputation
models for three glycoproteins composing the heterogeneous GlycA NMR signal enabling their
quantification in future studies and retrospective quantification in existing studies with serum
NMR profiling. This study represents the foundation for future large-scale studies of AGP, A1AT,
and HP.

4.4 Materials and Methods

4.4.1 Study cohorts

In this chapter I analysed data from three population-based cohort studies; DILGOM, YFS2007,
and FINRISK1997. Data from all three cohorts were also analysed in Chapter 3. All cohort
participants provided written informed consent. Protocols were designed and performed according
to the principles of the Helsinki Declaration. Data protection, anonymity and confidentiality have
been assured. Ethics for the DILGOM and FINRISK1997 cohort studies were approved by the
Coordinating Ethical Committee of the Helsinki and Uusimaa Hospital District. Ethics for the
YFS2007 cohort were approved by the Joint Commission on Ethics of the Turku University and
the Turku University Central Hospital.

The Dietary, Lifestyle, and Genetic determinants of Obesity and Metabolic syndrome study (DIL-
GOM) cohort is an extension of the 2007 collection of FINRISK: a cross-sectional survey of the
working age population in Finland conducted every 5 years. In DILGOM, a detailed follow-up of
5,024 individuals was conducted to collect blood samples for omic profiling, physiological measure-
ments, and detailed surveys of lifestyle, psycho-social, and clinical questions to study the factors
leading to obesity and metabolic syndrome. Data from this study was also analysed in Chapter 3,
however, omic profiling had only been conducted for 583 individuals at that time222,223. Since then,
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serum NMR profiling has been conducted for a total of 4,816 participants.

The 1997 collection of the FINRISK study (FINRISK1997) cohort contains 8,444 individuals ran-
domly recruited from the five major regional and metropolitan areas in Finland to monitor the
health of the working age population (aged 25–74)23,24. Serum NMR profiling was conducted
for 7,602 participants. Each FINRISK collection is an independent survey; the participants in
FINRISK1997 and DILGOM are unrelated.

The Cardiovascular Risk in Young Finns Study is a prospective cohort study of 3,596 individuals
started in 1980 to study the emergence and progression of cardiovascular disease risk factors from
childhood186. Children from six age groups (3, 6, 9, 12, 15, and 18 years of age) were randomly
recruited in 1980 from the five major regional and metropolitan areas in Finland. A total of 2,202
individuals participated in the 2007 follow-up study (YFS2007) and were representative of the
baseline cohort. Serum NMR profiling was conducted for 2,156 participants177.

4.4.2 Data quantification, processing, and quality control

Venous blood samples were collected from participants in all three cohorts. For the DILGOM and
YFS2007 cohorts, venous blood was drawn after an overnight fast. For FINRISK1997 the median
fasting time was five hours. Serum samples were subsequently aliquoted and stored at −70C.

Concentrations of circulating AGP, HP, A1AT, and TF were quantified as previously described
in Chapter 3. Their concentrations were quantified from the serum samples of 630 DILGOM
participants using module analysers and Roche Tina-quant turbidimetric immunoassays. The
intra-individual coefficient of variation was < 3% for all four assays. Quantification of HP failed
for 4 of the 630 participants.

Concentrations of 233 circulating metabolites, proteins, amino acids, lipids, lipoproteins, lipopro-
tein subclasses and constituents, and relevant ratios were quantified from serum samples for 4,816
DILGOM participants, 2,156 YFS2007 participants, and 7,602 FINRISK1997 participants. Ex-
perimental protocols including sample preparation and spectroscopy are extensively described in
Soininen et al. 201541. Notably, since Chapter 3 serum samples have been re-analysed with
an updated NMR platform and protocol. Here, serum samples were processed by Brainshake
(https://brainshake.fi/) using a setup combining a Bruker AVANCE III HD 600 MHz pro-
ton nuclear magnetic resonance (1H-NMR) spectrometer and a Bruker AVANCE III 500 MHz
1H-NMR spectrometer. The addition of the 600 MHz platform allowed for the determination of
fatty acids that could not be resolved with the 500 MHz platform41. Measurements with detected
irregularities were rejected by the Brainshake NMR pipeline quality control pipeline. These in-
cluded low glutamine concentrations with corresponding high glutamate concentrations due to
glutamine degradation caused by prolonged room temperature storage, multiple freeze-thaw cy-
cles, the presence of oxidative conditions, or high concentrations of 1-methyl-2-pyrrolidone leftover
from the sample collection process; low albumin concentrations due to sample dilution; high lactate
and high pyruvate concentrations with corresponding low glucose concentrations due to glucose
metabolism caused by prolonged room temperature storage with cells; and high acetate concen-
trations due to contamination of ethanol, which is used as a disinfectant in the blood collection
process. Measurements with very low concentrations—below the NMR detection limit—were set

138

https://brainshake.fi/


Chapter 4 4.4. MATERIALS AND METHODS

to zero by the quality control pipeline. In this study, these were set to the minimum value of their
respective molecular species in each cohort to approximate their lower detection limit on the NMR
platform. Undefined derived ratios arising from low concentration or rejected measurements in the
numerator or denominator were also treated as missing, and ultimately excluded from the analyses
due to constraints on missingness in the imputation model identification procedure. In total, 149
NMR measurements were analysed in this study (Table 4.2).

Concentrations of 48 cytokines were quantified for 2,200 YFS2007 participants using Bioplex high-
throughput multiplex cytokine assays as previously described in Chapter 3. Concentrations
of each cytokine were determined by the Bioplex Bio-Rad analyser program, which fit standard
curves to each cytokine on each 96-well plate using a five-parameter logistic regression. Upper
and lower detection limits for each cytokine were determined plate-wise. These corresponded to
concentrations 2% above the upper asymptote and 2% below the lower asymptote of the logistic
calibration curves. Cytokines were excluded from further analysis if more than 10% of their
measurements were missing or corresponded to the upper or lower detection limits. A rank-based
inverse normal transform was applied to each cytokine due to the extreme non-normality of their
distributions. Subsequent values corresponded to difference from the population mean in standard
deviations. A total of 36 cytokines passed quality control (Table 4.3).

4.4.3 Glycoprotein composition of GlycA in a population study

To explore the relationships between the concentrations of each glycoprotein and GlycA levels
hierarchical clustering was used to identify clusters of samples with related and distinct glycopro-
tein concentration patterns (Figure 4.2). First, the concentrations of GlycA, AGP, A1AT, HP,
and TF were transformed by natural logarithm to normal distributions then standardised to their
population mean and standard deviation. Standardised concentrations for each glycoprotein and
GlycA were subsequently adjusted for participant age and sex by taking the residuals of a linear
regression fit separately for GlycA and each glycoprotein on participant age and sex. Participants
were hierarchically clustered using the complete linkage method based on their Euclidean distance
measured on their age and sex adjusted standardised GlycA, AGP, A1AT, HP, and TF concen-
trations. Hierarchical clustering and heatmap generation were performed using hclust and the
pheatmap package version 1.0.8 in R version 3.3.2.

4.4.4 Imputation model identification

Lasso regression models were fit in the DILGOM participants to determine the contributions of
the NMR measurements, participant age, sex, and BMI that best predicted the concentrations
of each glycoprotein. Samples with any missing NMR data were excluded as lasso regression
models cannot be fit where there is any missing data. Consequently, derived ratios in the NMR
data were excluded from the analysis due to increased missingness arising from low concentration
measurements in their numerator or denominator. In total, 149 NMR measurements (Table 4.2)
were included in each lasso regression. 615 individuals had matched glycoprotein and completed
NMR data (N=611 for HP). Age was standardised, and each glycoprotein, NMR measurement,
and BMI were log transformed and standardised when fitting the lasso regression models. Lasso
regression models were fit using glmnet317 version 2.0-2 in R version 3.1.3.
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Figure 4.7: Imputation model selection through cross validation. Grey bars show the range and

red points show the average of the mean-square error for each λ penalty (x-axes) in the 10-fold cross-

validation procedures for each glycoprotein. The MSE was calculated as: mean
(
(predicted− observed)2

)
,

in each test-fold. Numbers along the top axis of each plot indicate the number of variables selected by the

lasso regression model with the corresponding λ penalty on the x-axis. The black dashed lines indicate

the models with the smallest average MSE. The blue dashed lines indicate the simplest model with an

average MSE within 1 standard error of the model with the smallest average MSE. The λ penalty at the

blue dashed line was used to fit the final lasso regression model for each glycoprotein. Note that the MSE

cannot be compared between the different glycoproteins since their range of concentrations differ.

To reduce overfitting of the models to the DILGOM cohort a 10-fold cross-validation procedure was
used to tune the lasso regression λ penalty, which determines how many variables are included in the
final imputation models for each glycoprotein (Figure 4.7). In this procedure, the 615 DILGOM
participants were randomly split into 10 groups, and a sequence of 100 λ values was generated by
glmnet. For each of these 100 λs a lasso regression was fit to each possible 9/10ths of the data and
the resulting model used to predict the glycoprotein concentration in the remaining 1/10th of the
data. In each case the mean-square error (MSE) was calculated as: mean

(
(predicted− observed)2

)
,

to compare the accuracy of the models produced by each λ. To obtain the final imputation models
(Equations 4.1–4.4) a lasso regression model was fit to the data for all 615 DILGOM participants
using the largest λ penalty with an average MSE within one standard error of the smallest average
MSE in the cross-validation procedure. This λ was selected as it produces the simplest possible
model for each glycoprotein with a comparable average MSE to the smallest average MSE given
the uncertainty in the average MSE estimate, thus further reducing model overfitting317.

To evaluate imputation model accuracy the median error (median (|predicted− observed|)) and
Spearman’s rank correlation coefficient were calculated during the cross-validation procedure and
after using the final imputation models (Equations 4.1–4.4) to predict the concentration of each
glycoprotein in the 626 DILGOM participants with matched glycoprotein data and any NMR
measurements.

The imputation models (Equations 4.1–4.4) were subsequently used to impute the unobserved
concentrations of each glycoprotein in the remaining 4,190 DILGOM participants, 2,156 YFS2007
participants, and 7,602 FINRISK1997 participants with serum NMR data. Serum NMR measure-
ments and BMI were input to each model on a natural logarithm scale. Imputed measurements
were converted to mg/L concentrations through application of the exponential function. Glyco-
protein concentrations could not be predicted or imputed in individuals with missing data in any
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of the imputation model variables. Any imputed glycoprotein measurements that were outside
the range of measurements observed in the glycoprotein assays were rejected (362–1,880 mg/L
for AGP, 0.14–3.95 mg/L for HP, 0.64–2.58 mg/L for A1AT, and 1.39–4.38 mg/L for TF). In to-
tal, glycoprotein measurements were successfully imputed for 4,792 DILGOM participants, 2,153
YFS2007 participants, and 7,546 FINRISK1997 participants.

4.4.5 Cytokine analysis

To examine the relationships between each glycoprotein and the sub-clinical inflammation asso-
ciated with GlycA each glycoprotein was tested for an association with the 36 assayed cytokines
passing quality control in YFS2007. First, individuals were excluded if they had self-reported an
infection with fever in the two weeks prior to sample collection. In total, 2,018 healthy individuals
had matched cytokine data and imputed glycoprotein concentrations. The imputed concentrations
of AGP, A1AT, HP, and TF were transformed by natural logarithm to normal distributions then
standardised to the population mean and standard deviation of each measurement. Standardised
concentrations for each glycoprotein and cytokine were subsequently adjusted for participant age
and sex by taking the residuals of a linear regression of GlycA and each glycoprotein on participant
age and sex. Univariable linear regression models were used to assess the age and sex adjusted
associations between each glycoprotein and each cytokine separately (Figure 4.4). Reported ef-
fect sizes indicate the glycoprotein change in standard deviations conferred per standard deviation
increase of each cytokine. Heatmaps were generated using the pheatmap package version 1.0.8 in
R version 3.3.2.

4.4.6 Electronic health record analysis

Individuals participating in DILGOM and FINRISK1997 were followed prospectively using
nation-wide diagnosis data obtained from the Finnish National Hospital Discharge Register
and the Finnish National Causes-of-Death Register110. Diagnosis data were obtained for a
matched 8-year follow-up period in both cohorts and for the 10 years prior to sample col-
lection. Diagnoses from 1997–2015 were encoded according to the International Classifica-
tion of Diseases (ICD) 10th revision (ICD-10), and diagnoses occurring from 1987–1996 were
converted from the ICD 9th revision (ICD-9) format to the ICD-10 format as previously de-
scribed in Chapter 3 using the scheme provided by the Diagnosis Code Set General Equiv-
alence Mappings from the Center for Disease Control in the United States of America (ftp:
//ftp.cdc.gov/pub/Health_Statistics/NCHS/Publications/ICD10CM/2011/). Diagnosis con-
versions were verified using the National Data Policy Group mapping scheme from the New Zealand
Ministry of Health (http://www.health.govt.nz/nz-health-statistics/data-references/
mapping-tools/mapping-between-icd-10-and-icd-9). Diagnoses with a mismatch to the de-
gree of 3 digits between the two conversion protocols were verified manually.

Each glycoprotein was tested for an association with combined incidence and mortality, whichever
occurred first, from specific ICD-10 diagnoses, ICD-10 diagnosis categories, and ICD-10 diagnosis
sub-categories with 10 or more events in a matched 8-year follow-up of the 4,781 DILGOM par-
ticipants and 7,546 FINRISK1997 participants with imputed glycoprotein concentrations. Hazard
ratios were assessed by Cox proportional hazards models using age as the time scale and adjusting
for sex, smoking status, BMI, blood pressure, alcohol consumption, occurrence of the diagnosis
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within 10 years prior to blood sample collection, as well as citrate, albumin, and VLDL particle
size, which were previously identified as biomarkers for 5-year all-cause mortality along with GlycA
levels124. Cox proportional hazard models were fit using the coxph function from the survival

package318 in R. 95% confidence intervals were calculated as the exponential function of the standard
deviation of each hazard ratio estimate multiplied by the 2.5% and 97.5% quantiles of a standard
normal distribution for the lower and upper bounds of the interval respectively. In total each
glycoprotein was tested for an association with 372 related and unrelated diagnoses. To control for
the many related and unrelated hypothesis tests subsequent P-values were adjusted for each glyco-
protein and cohort separately using the Storey positive False Discovery Rate (pFDR) method319

using the qvalue package version 2.4.2 in R version 3.2.3. Each glycoprotein was considered to be
significantly associated with a diagnosis or diagnosis category if its subsequent Q-value was < 0.01

in DILGOM and if the association replicated at Q < 0.01 in FINRISK1997 (Figure 4.5).

For comparison the assayed glycoprotein and corresponding imputed glycoprotein measurements
in the subset of DILGOM participants with matched glycoprotein assay and serum NMR data
(Figure 4.5, Table 4.1) were tested for associations with each of the diagnoses, provided there
were 10 or more events in the 8-year follow-up period. P-values were adjusted separately for each
assayed and imputed glycoprotein using the Storey pFDR method319.
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Table 4.2: Serum NMR measurements that were included as inputs to the lasso regression models

used to identify the glycoprotein imputation models. Derived ratios were excluded from the analyses

(4.4 Materials and Methods).

Name Molecular species units
Lipoprotein particles and their constituents

Chylomicrons and very low density lipoprotein (VLDL) particles
VLDL-D Mean diameter for VLDL particles nm
VLDL-C Total cholesterol in VLDL mmol/l
VLDL-TG Triglycerides in VLDL mmol/l

Low density lipoprotein (LDL) particles
LDL-D Mean diameter for LDL particles nm
LDL-C Total cholesterol in LDL mmol/l
LDL-TG Triglycerides in LDL mmol/l

High density lipoprotein (HDL) particles
HDL-D Mean diameter for HDL particles nm
HDL-C Total cholesterol in HDL mmol/l
HDL-TG Triglycerides in HDL mmol/l
Lipoprotein subclasses and their constituents

Chylomicrons and extremely large VLDL particles (particle diameters > 75 nm)
XXL-VLDL-P Total concentration of chylomicrons and extremely large VLDL particles mol/l
XXL-VLDL-L Total lipids in chylomicrons and extremely large VLDL mmol/l
XXL-VLDL-PL Phospholipids in chylomicrons and extremely large VLDL mmol/l
XXL-VLDL-C Total cholesterol in chylomicrons and extremely large VLDL mmol/l
XXL-VLDL-CE Cholesterol esters in chylomicrons and extremely large VLDL mmol/l
XXL-VLDL-FC Free cholesterol in chylomicrons and extremely large VLDL mmol/l
XXL-VLDL-TG Triglycerides in chylomicrons and extremely large VLDL mmol/l

Very large VLDL particles (average particle diameter of 64 nm)
XL-VLDL-P Total concentration of very large VLDL particles mol/l
XL-VLDL-L Total lipids in very large VLDL mmol/l
XL-VLDL-PL Phospholipids in very large VLDL mmol/l
XL-VLDL-C Total cholesterol in very large VLDL mmol/l
XL-VLDL-CE Cholesterol esters in very large VLDL mmol/l
XL-VLDL-FC Free cholesterol in very large VLDL mmol/l
XL-VLDL-TG Triglycerides in very large VLDL mmol/l

Large VLDL particles (average particle diameter of 53.6 nm)
L-VLDL-P Total concentration of large VLDL particles mol/l
L-VLDL-L Total lipids in large VLDL mmol/l
L-VLDL-PL Phospholipids in large VLDL mmol/l
L-VLDL-C Total cholesterol in large VLDL mmol/l
L-VLDL-CE Cholesterol esters in large VLDL mmol/l
L-VLDL-FC Free cholesterol in large VLDL mmol/l
L-VLDL-TG Triglycerides in large VLDL mmol/l

Medium VLDL particles (average particle diameter of 44.5 nm)
M-VLDL-P Total concentration of medium VLDL particles mol/l
M-VLDL-L Total lipids in medium VLDL mmol/l
M-VLDL-PL Phospholipids in medium VLDL mmol/l
M-VLDL-C Total cholesterol in medium VLDL mmol/l
M-VLDL-CE Cholesterol esters in medium VLDL mmol/l
M-VLDL-FC Free cholesterol in medium VLDL mmol/l
M-VLDL-TG Triglycerides in medium VLDL mmol/l

Small VLDL particles (average particle diameter of 36.8 nm)
S-VLDL-P Total concentration of small VLDL particles mol/l
S-VLDL-L Total lipids in small VLDL mmol/l
S-VLDL-PL Phospholipids in small VLDL mmol/l
S-VLDL-C Total cholesterol in small VLDL mmol/l
S-VLDL-CE Cholesterol esters in small VLDL mmol/l
S-VLDL-FC Free cholesterol in small VLDL mmol/l
S-VLDL-TG Triglycerides in small VLDL mmol/l

Very small VLDL particles (average particle diameter of 31.3 nm)
XS-VLDL-P Total concentration of very small VLDL particles mol/l
XS-VLDL-L Total lipids in very small VLDL mmol/l
XS-VLDL-PL Phospholipids in very small VLDL mmol/l
XS-VLDL-C Total cholesterol in very small VLDL mmol/l
XS-VLDL-CE Cholesterol esters in very small VLDL mmol/l
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Name Molecular species units
XS-VLDL-FC Free cholesterol in very small VLDL mmol/l
XS-VLDL-TG Triglycerides in very small VLDL mmol/l

Intermediate density lipoprotein particles (average particle diameter of 28.6 nm)
IDL-P Total concentration of IDL particles mol/l
IDL-L Total lipids in IDL mmol/l
IDL-PL Phospholipids in IDL mmol/l
IDL-C Total cholesterol in IDL mmol/l
IDL-CE Cholesterol esters in IDL mmol/l
IDL-FC Free cholesterol in IDL mmol/l
IDL-TG Triglycerides in IDL mmol/l

Large LDL particles (average particle diameter of 25.5 nm)
L-LDL-P Total concentration of large LDL particles mol/l
L-LDL-L Total lipids in large LDL mmol/l
L-LDL-PL Phospholipids in large LDL mmol/l
L-LDL-C Total cholesterol in large LDL mmol/l
L-LDL-CE Cholesterol esters in large LDL mmol/l
L-LDL-FC Free cholesterol in large LDL mmol/l
L-LDL-TG Triglycerides in large LDL mmol/l

Medium LDL particles (average particle diameter of 23.0 nm)
M-LDL-P Total concentration of medium LDL particles mol/l
M-LDL-L Total lipids in medium LDL mmol/l
M-LDL-PL Phospholipids in medium LDL mmol/l
M-LDL-C Total cholesterol in medium LDL mmol/l
M-LDL-CE Cholesterol esters in medium LDL mmol/l
M-LDL-FC Free cholesterol in medium LDL mmol/l
M-LDL-TG Triglycerides in medium LDL mmol/l

Small LDL particles (average particle diameter of 18.7 nm)
S-LDL-P Total concentration of small LDL particles mol/l
S-LDL-L Total lipids in small LDL mmol/l
S-LDL-PL Phospholipids in small LDL mmol/l
S-LDL-C Total cholesterol in small LDL mmol/l
S-LDL-CE Cholesterol esters in small LDL mmol/l
S-LDL-FC Free cholesterol in small LDL mmol/l
S-LDL-TG Triglycerides in small LDL mmol/l

Very large HDL particles (average particle diameter of 14.3 nm)
XL-HDL-P Total concentration of very large HDL particles mol/l
XL-HDL-L Total lipids in very large HDL mmol/l
XL-HDL-PL Phospholipids in very large HDL mmol/l
XL-HDL-C Total cholesterol in very large HDL mmol/l
XL-HDL-CE Cholesterol esters in very large HDL mmol/l
XL-HDL-FC Free cholesterol in very large HDL mmol/l
XL-HDL-TG Triglycerides in very large HDL mmol/l

Large HDL particles (average particle diameter of 12.1 nm)
L-HDL-P Total concentration of large HDL particles mol/l
L-HDL-L Total lipids in large HDL mmol/l
L-HDL-PL Phospholipids in large HDL mmol/l
L-HDL-C Total cholesterol in large HDL mmol/l
L-HDL-CE Cholesterol esters in large HDL mmol/l
L-HDL-FC Free cholesterol in large HDL mmol/l
L-HDL-TG Triglycerides in large HDL mmol/l

Medium HDL particles (average particle diameter of 10.9 nm)
M-HDL-P Concentration of medium HDL particles mol/l
M-HDL-L Total lipids in medium HDL mmol/l
M-HDL-PL Phospholipids in medium HDL mmol/l
M-HDL-C Total cholesterol in medium HDL mmol/l
M-HDL-CE Cholesterol esters in medium HDL mmol/l
M-HDL-FC Free cholesterol in medium HDL mmol/l
M-HDL-TG Triglycerides in medium HDL mmol/l

Small HDL particles (average particle diameter of 8.7 nm)
S-HDL-P Concentration of small HDL particles mol/l
S-HDL-L Total lipids in small HDL mmol/l
S-HDL-PL Phospholipids in small HDL mmol/l
S-HDL-C Total cholesterol in small HDL mmol/l
S-HDL-CE Cholesterol esters in small HDL mmol/l
S-HDL-FC Free cholesterol in small HDL mmol/l
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Name Molecular species units
S-HDL-TG Triglycerides in small HDL mmol/l

HDL2 fraction (1.063–1.125 g/mL)
HDL2-C Cholesterol in the HDL2 fraction mmol/l

HDL3 fraction (1.125–1.210 g/mL)
HDL3-C Cholesterol in the HDL3 fraction mmol/l
Cholesterol
Serum-C Total cholesterol in serum mmol/l
EstC Esterified cholesterol mmol/l
FreeC Free cholesterol mmol/l
Remnant-C Remnant cholesterol (non-HDL, non-LDL -cholesterol) mmol/l
Glycerides and phospholipids
Serum-TG Total triglycerides in serum mmol/l
TotPG Total phosphoglycerides mmol/l
PC Phosphatidylcholine and other cholines mmol/l
SM Sphingomyelins mmol/l
TotCho Total cholines mmol/l
Apolipoproteins
ApoA1 Apolipoprotein A-I g/l
ApoB Apolipoprotein B g/l
Fatty acids and saturation
TotFA Total fatty acids mmol/l
UnSat Estimated degree of fatty acid unsaturation mmol/l
FAw3 Omega-3 fatty acids mmol/l
FAw6 Omega-6 fatty acids mmol/l
PUFA Polyunsaturated fatty acids mmol/l
MUFA Monounsaturated fatty acids; 16:1, 18:1 mmol/l
SFA Saturated fatty acids mmol/l
DHA 22:6, docosahexaenoic acid mmol/l
LA 18:2, linoleic acid mmol/l
Amino acids
Ala Alanine mmol/l
Gln Glutamine mmol/l
Gly Glycine mmol/l
His Histidine mmol/l
Ile Isoleucine mmol/l
Leu Leucine mmol/l
Val Valine mmol/l
Phe Phenylalanine mmol/l
Tyr Tyrosine mmol/l
Glycolysis related metabolites
Glc Glucose mmol/l
Lac Lactate mmol/l
Pyr Pyruvate mmol/l
Cit Citrate mmol/l
Glol Glycerol mmol/l
Ketone bodies
Ace Acetate mmol/l
AcAce Acetoacetate mmol/l
bOHBut 3-hydroxybutyrate mmol/l
Fluid balance
Crea Creatinine mmol/l
Alb Albumin signal area
Inflammation
GlycA Glycoprotein N -linked glycan methyl groups mmol/l
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Table 4.3: Assayed cytokines in YFS2007. Symbols are provided where they differ from the cytokine

name.

Name / symbol Cytokine Uniprot ID
β-NGF / NGF Beta nerve growth factor P01138
CTACK / CCL27 Cutaneous T-cell attracting chemokine Q9Y4X3
Eotaxin-1 / CCL11 Eotaxin-1 P51671
bFGF / FGF2 Basic fibroblast growth factor P09038
GCSF / CSF3 Granulocyte colony-stimulating factor P09919
GROα / CXCL1 Growth regulated oncogene-alpha P09341
HGF Hepatocyte growth factor P14210
IFNγ Interferon-gamma P01579
IL-1β Interleukin-1-beta P01584
IL1RA Interleukin-1 receptor antagonist P18510
IL-2 Interleukin-2 P60568
IL-2Rα Interleukin-2 receptor alpha P01589
IL-4 Interleukin-4 P05112
IL-5 Interleukin-5 P05113
IL-6 Interleukin-6 P05231
IL-7 Interleukin-7 P13232
IL-8 Interleukin-8 P10145
IL-9 Interleukin-9 P15248
IL-10 Interleukin-10 P22301
IL-12 Interleukin-12 heterodimer p40 P29460
IL-13 Interleukin-13 P35225
IL-16 Interleukin-16 Q14005
IL-17 / IL-17A Interleukin-17 Q16552
IL-18 Interleukin-18 Q14116
IP-10 / CXCL10 Interferon gamma-induced protein 10 P02778
MCP-1 / CCL2 Monocyte chemotactic protein-1 P13500
MIF Macrophage migration inhibitory factor P14174
MIG / CXCL9 Monokine induced by interferon-gamma Q07325
MIP-1α/ CCL3 Macrophage inflammatory protein-1 alpha P10147
MIP-1β / CCL4 Macrophage inflammatory protein-1 beta P13236
PDGF-BB Platelet derived growth factor BB A2NWD3
SCF / KITLG Stem cell factor P21583
SCGFβ / CLEC11A Stem cell growth factor beta Q9Y240
TNF-α / TNF Tumor necrosis factor-alpha P01375
TRAIL / TNFSF10 TNF-related apoptosis inducing ligand P50591
VEGF Vascular endothelial growth factor P15692
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Conclusions

Rapid technological advancements, deployment, and falling costs of high-throughput omic profiling
technologies over the last decade have enabled large-scale studies into the molecular differences be-
tween healthy individuals and those who have disease. Omic profiling of population-based biobanks
linked to national health care records has led to the identification of many robust blood-based
biomarkers indicative of general health and predictive of future disease risk118–132. The end-goal
of biomarker research is not only to identify individuals at increased risk of disease, but also to
find ways to intervene to reduce that risk. Identification of the causal pathogenic factors and sub-
sequent design of a targeted medical intervention strategy is typically a multi-decade, multi-study,
and global effort144. Significant challenges are faced in this process152. The majority of biomark-
ers are unlikely to be causative agents in disease. Instead most biomarkers are likely responsive
to aberrant molecular changes to disease pathways and may reflect the early stages of disease.
Identifying and understanding the biological perturbations associated with increased biomarker
levels is a fundamental step in the process of translating biomarkers to the clinic. Omic-network
studies have provided novel insights into the molecular basis of complex traits and disease through
the identification of disease modules217–230, presenting a potentially useful strategy that could be
applied to the study of biomarkers.

This thesis explored the use of network-based approaches for identification and characterisation of
biomarker-associated biology from omic data in population cohorts. First, an efficient method and
software, NetRep, for robust statistical assessment of network module preservation was developed,
addressing fundamental challenges in the field for testing network module reproducibility. Omic-
network approaches were used in conjunction with NetRep to explore the biology of GlycA, an
exemplar biomarker of recent interest. Elevated GlycA levels in apparently healthy adults have
been found by many independent large studies to be predictive of long-term future risk of of
diverse diseases and premature mortality120–125,129,130,162–165. GlycA is a heterogeneous NMR
signal measuring the concentrations of multiple glycoproteins in circulation166,167, each of which
responds dynamically with inflammation157,158,169–172. Importantly, prior to the work in this
thesis the aetiology, characteristics, and biological processes associated with elevated GlycA levels
in healthy adults with no apparent inflammation were unknown. The results of Chapters 3 and 4
provide insight into the biological processes that may underlie elevated GlycA and its associated
disease and mortality risks, providing a foundation for future experimental studies that may one
day elucidate the specific mechanisms underlying GlycA-associated risk.

In this thesis multiple types of omic data from three population-based cohorts were analysed to
identify and characterise the biological processes associated with elevated GlycA in healthy adults.
InChapter 3 an unbiased discovery of aberrant cellular processes associated with GlycA levels was
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performed using weighted gene coexpression network analysis234,235 in conjunction with NetRep—
the tool developed in Chapter 2—to identify a reproducible module of functionally related genes
associated with GlycA levels. In doing so I found that elevated GlycA levels were associated with
increased coordinated expression of antimicrobial peptides secreted from neutrophil granules as
part of the innate immune response to microbial pathogens. I also showed that elevated GlycA
levels were indicative of low-grade inflammation and that this sub-clinical inflammation was likely
chronic. From these results a hypothesis was proposed that elevation of GlycA might predispose
individuals to increased antimicrobial immune response upon infection, which could lead to excess
inflammation and may have adverse clinical outcomes. This hypothesis was tested in a population
cohort with linked electronic health records where it was found that elevated GlycA levels at
baseline correlated with increased risk of hospitalisation and mortality from severe infections up
to 14 years in the future.

As part of Chapter 3 four of the five constituent glycoproteins contributing to the GlycA NMR
signal were measured via immunoassay: alpha-1-acid glycoprotein (AGP), alpha-1 antitrypsin
(A1AT), haptoglobin (HP), and transferrin (TF). Elevation of GlycA in the general population
was found to correspond to an increase in concentrations of all four glycoproteins, a characteristic
in direct contrast to their established behaviour in acute-phase response157,158. In Chapter 4
accurate models for imputing the concentrations of AGP, A1AT, and HP from serum NMR data
were developed in order to fine-map the GlycA biomarker by exploring the disease risks conferred by
each of the glycoproteins composing the GlycA signal. Although AGP contributed most strongly to
GlycA levels in the general population, imputation of AGP, A1AT, and HP in two large independent
population cohorts revealed that elevated A1AT had the most severe long-term ramifications for
future risk of disease and mortality. The results in Chapter 4 are the first evidence that elevation
of A1AT can have severe clinical consequences: clinical interest in A1AT has so far been for
individuals with genetic deficiency in A1AT production, which leads to increased risk of several
inflammatory disorders304–307. The work in Chapter 4 also represents a foundation for future
large-scale studies into the genetics and disease associations of AGP, A1AT, and HP by enabling
their retrospective imputation in cohorts with serum NMR profiling.

Together, the findings in this thesis suggest that the disease and mortality risk predicted by el-
evated GlycA levels are likely related to the presence of chronic sub-clinical inflammation. The
presence of inflammation as a comorbidity can have serious clinical ramifications. Inflammation
levels are routinely assessed in the clinic to monitor disease severity, and inflammation severity
is associated with complications and prolonged recovery time after surgery or hospitalisation for
disease159,320,321. Therefore, the presence of chronic sub-clinical inflammation in otherwise healthy
adults likely increases the severity of future disease events, leading to the increased likelihood of
hospitalisation or mortality from the many diverse events predicted by elevated GlycA levels.

Together, the findings in this thesis suggest several potential sources for this sub-clinical inflam-
mation:

1. Persistent, but clinically silent, microbial infections leading to elevated innate immune re-
sponse characterised by an increase in neutrophil count and function.
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2. A past severe infection, or a history of infections, that has resulted in modest chronic inflam-
mation.

3. Dysregulation of proteinase enzyme production or inhibition at sites of neutrophil activity
leading to prolonged or excess tissue damage after infection and injury and in the presence
of inflammatory disease pathogenesis.

4. Some combination of the above.

Although it is not possible to distinguish between these possibilities from the observational results in
this thesis, I speculate that the third option is particularly promising given that elevated A1AT had
the most severe ramifications for long-term disease and mortality risks (Chapter 4). The primary
function of A1AT is to keep the proteolytic activity of proteinase enzymes isolated to the sites of
leukocyte activity where their function is required300,301. A recent study performed a small trial of
anti-TNF therapy on 16 patients with psoriasis and found that the treatment lead to a reduction
in psoriasis severity, GlycA levels, and vascular inflammation: a comorbidity of psoriasis that leads
to increased risk of cardiovascular disease175. One of the many roles of TNF in inflammation157,158

is to aid in the recruitment of leukocytes during microbial infection and to increase their activity
at the site of infection322–324. Thus, anti-TNF treatment may potentially reduce GlycA levels and
sub-clinical inflammation by suppressing leukocyte recruitment and activity, thereby suppressing
aberrant proteolytic activity.

However, the question remains whether elevated A1AT or elevated neutrophil function are causal of
chronic sub-clinical inflammation or the increased risks of future disease and mortality. Unravelling
the causal relationships between these observational associations will require targeted follow-up
studies. An immediately fruitful avenue of research may be in vivo assays of neutrophil function
and A1AT levels using neutrophils derived from healthy individuals with variable GlycA levels.
Integration of this data with serum NMR and genotyping in a population with linked electronic
health records may yield causal relationships, e.g. through Mendelian Randomisation studies.

Future studies are also required to validate A1AT as a biomarker and to determine appropriate
risk thresholds if translated to the clinic. A1AT concentrations quantified through my serum-NMR
based imputation model should not be considered for clinical translation as a novel biomarker for
disease incidence. In a clinical setting A1AT may be cheaply and quickly quantified directly via
immunoassay. Therefore, large prospective studies in which A1AT is quantified by immunoassay
are required to validate its disease risk associations and economic cost-benefits analysis performed
to determine appropriate thresholds and screening strategies for identifying at-risk individuals.

The use of network-based tools and statistics were central to the findings and conclusions of this
thesis. In Chapter 2 an efficient tool for rapid and robust statistical assessment of the topological
preservation of network modules was developed: NetRep. This enabled the unbiased discovery
of reproducible gene coexpression modules in Chapter 3 while confidently controlling for false
positive discoveries. The development of robust statistical methodology for assessing network
module preservation are timely given recent and growing concerns about the reproducibility and
generality of research findings325–327. Prior to the development of NetRep, heuristics were required
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to assess module preservation277. While heuristics may be suitable for assessing preservation of a
single module of interest, accurately calibrated P-values are required for multiple testing correction
when analysing the preservation of multiple modules.

Importantly, module preservation analyses are not only useful for assessing module reproducibil-
ity, but can also be used to assess conservation of biological interactions and function between
different tissues, cell-lines, species, spatial locations, and over time. Consequently, studies have
begun to examine the preservation of many modules across many different datasets to create
maps of conserved biological function13,22,275,277,280,328. The development of NetRep addresses the
computational challenges posed by permutation testing where increasingly stringent significance
thresholds are required to correct for the multiple testing burden of many modules across many
datasets. The number and scale of these studies will continue to increase as large multi-omic stud-
ies become increasingly common, increase in sample size, and contain more datasets that can be
compared (e.g. tissue types). Use of NetRep is likely to be fundamental to such studies. For exam-
ple, a future avenue of research includes use of NetRep for unbiased discovery of gene coexpression
modules that are shared across one or more of the 53 human tissues in the GTEx dataset22. Such
a study could provide fundamental insights into the architecture of shared and tissue-specific gene
coexpression and may also serve as a useful resource for future biomarker studies by providing
insight into tissue-specific effects of biomarker-associated networks.

I also show that NetRep can be successfully applied to microbiome networks constructed from 16S
rRNA gene sequence data to test preservation and reproducibility of microbial communities. The
application of network methods to microbiome data is an emerging area of interest25,52,53,284,329,330.
Although the development of network inference tools for microbiome data is an area of research
still in its infancy, it is important to ensure that the results of microbiome network studies are
reproducible331–334. Application of appropriate network inference methods in conjunction with
NetRep may identify microbial communities that are preserved across different conditions, sexes,
spatial locations, and over time. These analyses may provide new insights into human health and
disease, and may have applications in ecological studies, agriculture, and other industries that rely
on micro-organisms.

Future research directions also include further computational and statistical development of NetRep.
Development of new module preservation statistics will likely prove useful for network studies
microbiome data. Current module preservation statistics are designed for weighted complete net-
works: where every node in the network is connected to every other node. There are many network
properties that are likely to be biologically relevant for sparse networks, for example path length
between nodes in a microbiome network may be informative (e.g. path length may indicate the
number of microbial species that must be present for two species to coexist). Speed improvements
will be required for module preservation analyses involving very large numbers of datasets with
NetRep, e.g. pairwise-analysis of the 53 GTEx tissues. Speed improvements may be made through
computational improvements, such as utilisation of graphical processing units, through incorpora-
tion of statistics for reducing module sizes (e.g. random sampling of module nodes) which would
increase permutation speed, or through statistical approximation of the null distributions tails335

which could reduce the number of permutations required for stringent P-value thresholds.
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In summary, this thesis makes multiple important contributions. I developed a tool for robust
statistical assessment of network module preservation; which is important not only for assessing
reproducibility, but also has wide-ranging applications for asking diverse biological questions. I
developed accurate models for imputing AGP, A1AT, and HP from serum NMR measurements
in population studies, paving the way for future large-scale studies into the genetics and disease
associations of AGP, A1AT, and HP. I identified and characterised some of the biological processes
associated with elevated GlycA levels in healthy adults; a biomarker of recent interest due to its
association with increased risk of diverse diseases and mortality. This work represents an important
step in the process of translating GlycA to the clinic: the findings of this thesis will likely prove
useful for guiding follow-up studies that may determine the specific causal factors in the pathogensis
of the increased disease and mortality risks associated with elevated GlycA.

Taken together, this thesis shows the utility of leveraging existing multi-omic data in population
cohorts for elucidating biological processes associated with biomarkers for disease risk, and the
utility of linked electronic health records for testing predictions made by biomarker-associations.
As multi-omic datasets increase in size and scope and become increasingly common the study
of biomarker-associations will likely improve our collective knowledge of the basic mechanisms
underlying complex disease, which may lead to improvements in patient care and inform precision
medicine. The strategies used in this thesis provide a useful framework to guide future studies of
new and established biomarkers of human disease.
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Appendix A

NetRep package documentation

A.1 Introduction

As part of Chapter 2 I developed the R package NetRep; a statistically robust and efficient
method for quantifying network module preservation between datasets. Chapter 2 presents the
theoretical foundations for NetRep and demonstrates its application in multiple datasets. This
appendix provides all documentation written for the NetRep package. This documentation is also
provided to the end user when installing the package in R. NetRep can be installed from within
the R statistical programming environment using the standard package installation procedures to
install it from CRAN (the Comprehensive R Archive Network), or alternatively it can be downloaded
and installed from our public GitHub repository at https://github.com/InouyeLab/NetRep.

Three sets of documentation are included in this appendix:

1. The package vignette, which contains a tutorial for new users demonstrating the features and
usage of the package. It provides scientific guidelines for running NetRep and interpreting
the results when applied to different types of datasets and networks.

2. The user documentation, which contains the reference manual for the functions and example
data that are available to the user when they load the NetRep package.

3. The internal documentation, which contains the reference manual for the functions that were
written for and used in the internal workings of the NetRep package.

All documentation manuals were compiled using the package build process in R, from the docu-
mentation written in the source code. The vignette starts on page 184, the user documentation
starts on page 215, and the internal documentation starts on page 253.
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Introduction

The NetRep package provides functions for assessing the preservation of network modules across datasets.

This type of analysis is suitable where networks can be meaningfully inferred from multiple datasets. These
include gene coexpression networks, protein-protein interaction networks, and microbial co-occurence networks.
Modules within these networks consist of groups of nodes that are particularly interesting: for example a
group of tightly connected genes associated with a disease, groups of genes annotated with the same term in
the Gene Ontology database, or groups of interacting microbial species, i.e. communities.

Application of this method can answer questions such as:

1. Do the relationships between genes in a module replicate in an independent cohort?
2. Are these gene coexpression modules preserved across tissues or are they tissue specific?
3. Are these modules conserved across species?
4. Are microbial communities preseved across multiple spatial locations?

A typical workflow for a NetRep analysis will usually contain the following steps, usually as separate scripts.

1. Calculate the correlation structure and network edges in each dataset using some network inference
algorithm.

2. Load these matrices into R and set up the input lists for NetRep’s functions.
3. Run the permutation test procedure to determine which modules are preserved in your test dataset(s).
4. Visualise your modules of interest.
5. Calculate the network properties in your modules of interest for downstream analyses.

System requirements and installation troubleshooting

NetRep and its dependencies require several third party libraries to be installed. If not found, installation
of the package will fail.

NetRep requires:

1. A compiler with C++11 support for the <thread> libary.
2. A fortran compiler.

1
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3. BLAS and LAPACK libraries.

The following sections provide operating system specific advice for getting NetRep working if installation
through R fails.

OSX

The necessary fortran and C++11 compilers are provided with the Xcode application and subsequent
installation of Command line tools. The most recent version of OSX should prompt you to install these
tools when installing the devtools package from RStudio. Those with older versions of OSX should be
able to install these tools by typing the following command into their Terminal application: xcode-select
--install.

Some users on OSX Mavericks have reported that even after this step they receive errors relating to -lgfortran
or -lquadmath. This is reportedly solved by installing the version of gfortran used to compile the R binary
for OSX: gfortran-4.8.2. This can be done using the following commands in your Terminal application:
curl -O http://r.research.att.com/libs/gfortran-4.8.2-darwin13.tar.bz2
sudo tar fvxz gfortran-4.8.2-darwin13.tar.bz2 -C /

Windows

For Windows users NetRep requires R version 3.3.0 or later. The necessary fortran and C++11 compilers
are provided with the Rtools program. We recommend installation of NetRep through RStudio, which should
prompt the user and install these tools when running devtools::install_github("InouyeLab/NetRep").
You may need to run this command again after Rtools finishes installing.

Linux

If installation fails when compiling NetRep at permutations.cpp with an error about namespace thread,
you will need to install a newer version of your compiler that supports this C++11 feature. We have found
that this works on versions of gcc as old as gcc-4.6.3.

If installation fails prior to this step it is likely that you will need to install the necessary compilers and
libraries, then reinstall R. For C++ and fortran compilers we recommend installing g++ and gfortran from
the appropriate package manager for your operating system (e.g. apt-get for Ubuntu). BLAS and LAPACK
libraries can be installed by installing libblas-dev and liblapack-dev. Note that these libraries must be
installed prior to installation of R.

Data required for a NetRep analysis

Any NetRep analysis requires the following data to be provided and pre-computed for each dataset:

• An adjacency matrix whose entries indicate the strength of the relationship between nodes.
• A matrix whose entries contain the correlation coefficient between each pair of nodes in the network.
• a vector containing the module/group label for each node in the network for each discovery dataset.
• Optionally, a “data matrix”, which contains the data used to calculate the correlation structure and

infer the network, e.g. gene expression data.

There are many different approaches to network inference and module detection. For gene expression data,
we recommend using Weighted Gene Coexpression Network Analysis through the WGCNA package. For
microbial abundance data we recommend the Python program SparCC. Microbial communities (modules)
can then be defined as any group of significantly co-occuring microbes.

2
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Tutorial data

For this vignette, we will use gene expression data simulated for two independent cohorts. The discovery
dataset was simulated to contain four modules of varying size, two of which (Modules 1 and 4) replicate in
the test dataset.

Details of the simulation are provided in the documentation for the package data (see help("NetRep-data")).

This data is provided with the NetRep package:
library("NetRep")
data("NetRep")

This command loads seven objects into the R session:

• discovery_data: a matrix with 150 columns (genes) and 30 rows (samples) whose entries correspond
to the expression level of each gene in each sample in the discovery dataset.

• discovery_correlation: a matrix with 150 columns and 150 rows containing the correlation-coefficients
between each pair of genes calculated from the discovery_data matrix.

• discovery_network: a matrix with 150 columns and 150 rows containing the network edge weights
encoding the interaction strength between each pair of genes in the discovery dataset.

• module_labels: a named vector with 150 entries containing the module assignment for each gene as
identified in the discovery dataset. Here, we’ve given genes that are not part of any module/group the
label “0”.

• test_data: a matrix with 150 columns (genes) and 30 rows (samples) whose entries correspond to the
expression level of each gene in each sample in the test dataset.

• test_correlation: a matrix with 150 columns and 150 rows containing the correlation-coefficients
between each pair of genes calculated from the test_data matrix.

• test_network: a matrix with 150 columns and 150 rows containing the network edge weights encoding
the interaction strength between each pair of genes in the test dataset.

Setting up the input lists

Next, we will combine these objects into list structures. All functions in the NetRep package take the
following arguments:

• network: a list of interaction networks, one for each dataset.
• data: a list of data matrices used to infer those networks, one for each dataset.
• correlation: a list of matrices containing the pairwise correlation coefficients between variables/nodes

in each dataset.
• moduleAssignments: a list of vectors, one for each discovery dataset, containing the module assignments

for each node in that dataset.
• modules: a list of vectors, one vector for each discovery dataset, containing the names of the modules

from that dataset to run the function on.
• discovery: a vector indicating the names or indices to use as the discovery datasets in the network,

data, correlation, moduleAssignments, and modules arguments.
• test: a list of vectors, one vector for each discovery dataset, containing the names or indices of the

network, data, and correlation argument lists to use as the test dataset(s) for the analysis of each
discovery dataset.

Each of these lists may contain any number of datasets. The names provided to each list are used by the
discovery and test arguments to determine which datasets to compare. More than one dataset can be
specified in each of these arguments, for example when performing a pairwise analysis of gene coexpression
modules identified in multiple tissues.

Typically we would put the code that reads in our data and sets up the input lists in its own script. This
loading script can then be called from our scripts where we calculate the module preservation, visualise our
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networks, and calculate the network properties:
# Read in the data:
data("NetRep")

# Set up the input data structures for NetRep. We will call these datasets
# "cohort1" and "cohort2" to avoid confusion with the "discovery" and "test"
# arguments in NetRep's functions:
data_list <- list(cohort1=discovery_data, cohort2=test_data)
correlation_list <- list(cohort1=discovery_correlation, cohort2=test_correlation)
network_list <- list(cohort1=discovery_network, cohort2=test_network)

# We do not need to set up a list for the 'moduleAssignments', 'modules', or
# 'test' arguments because there is only one "discovery" dataset.

We will call these “cohort1” and “cohort2” to avoid confusion with the arguments “discovery” and “test”
common to NetRep’s functions.

Running the permutation procedure to test module preservation

Now we will use NetRep to permutation test whether the network topology of each module is preserved in
our test dataset using the modulePreservation function. This function calculates seven module preservation
statistics for each module (more on these later), then performs a permutation procedure in the test dataset
to determine whether these statistics are significant.

We will run 10,000 permutations, and split calculation across 2 threads so that calculations are run in parallel.
By default, modulePreservaton will test the preservation of all modules, excluding the network background
which is assumed to have the label “0”. This of course can be changed: there are many more arguments than
shown here which control how modulePreservation runs. See help("modulePreservation") for a full list
of arguments.
# Assess the preservation of modules in the test dataset.
preservation <- modulePreservation(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=module_labels, discovery="cohort1", test="cohort2",
nPerm=10000, nThreads=2

)

## [2016-11-15 14:17:01 AEDT] Validating user input...
## [2016-11-15 14:17:01 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:01 AEDT] Input ok!
## [2016-11-15 14:17:01 AEDT] Calculating preservation of network subsets from
## dataset "cohort1" in dataset "cohort2".
## [2016-11-15 14:17:01 AEDT] Pre-computing network properties in dataset
## "cohort1"...
## [2016-11-15 14:17:01 AEDT] Calculating observed test statistics...
## [2016-11-15 14:17:01 AEDT] Generating null distributions from 10000
## permutations using 2 threads...
##
##

0% completed.
17% completed.
35% completed.
52% completed.
69% completed.
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87% completed.
100% completed.

##
## [2016-11-15 14:17:07 AEDT] Calculating P-values...
## [2016-11-15 14:17:07 AEDT] Collating results...
## [2016-11-15 14:17:07 AEDT] Done!

The results returned by modulePreservation for each dataset comparison are a list containing seven elements:

• nulls the null distribution for each statistic and module generated by the permutation procedure.
• observed the observed value of each module preservation statistic for each module.
• p.values the p-values for each module preservation statistic for each module.
• nVarsPresent the number of variables in the discovery dataset that had corresponding measurements

in the test dataset.
• propVarsPresent the proportion of nodes in each module that had corresponding measurements in the

test dataset.
• totalSize the total number of nodes in the discovery network.
• alternative the alternate hypothesis used in the test (e.g. “the module preservation statistics are

higher than expected by chance”).

If the test dataset has also had module discovery performed in it, a contigency table tabulating the overlap in
module content between the two datasets is returned.

Let’s take a look at our results:
preservation$observed

## avg.weight coherence cor.cor cor.degree cor.contrib avg.cor
## 1 0.161069393 0.6187688 0.78448573 0.90843993 0.8795006 0.550004272
## 2 0.001872928 0.1359063 0.17270312 -0.03542772 0.5390504 0.034040922
## 3 0.001957475 0.1263280 0.01121223 -0.17179855 -0.1074944 -0.007631867
## 4 0.046291489 0.4871179 0.32610667 0.68122446 0.5251965 0.442614173
## avg.contrib
## 1 0.76084777
## 2 0.23124826
## 3 0.05412794
## 4 0.68239136
preservation$p.value

## avg.weight coherence cor.cor cor.degree cor.contrib avg.cor
## 1 0.00009999 0.00009999 0.00009999 0.00009999 0.00009999 0.00009999
## 2 0.97930207 0.97020298 0.00979902 0.56664334 0.00279972 0.01849815
## 3 0.98530147 0.98330167 0.41605839 0.81391861 0.71832817 0.99260074
## 4 0.00009999 0.00009999 0.00009999 0.00009999 0.00039996 0.00009999
## avg.contrib
## 1 0.00009999
## 2 0.00639936
## 3 0.86751325
## 4 0.00009999

For now, we will consider all statistics equally important, so we will consider a module to be preserved in
“cohort2” if all the statistics have a permutation test P-value < 0.01:
# Get the maximum permutation test p-value
max_pval <- apply(preservation$p.value, 1, max)
max_pval

## 1 2 3 4
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## 0.00009999 0.97930207 0.99260074 0.00039996

Only modules 1 and 4 are reproducible at this significance threshold.

The module preservation statistics

So what do these statistics measure? Let’s take a look at the network topology of Module 1 in the discovery
dataset, “cohort1”:

Figure 1: Network topology of Module 1 in the discovery dataset (“cohort1”).

From top to bottom, the plot shows:

• A heatmap of the correlation coefficients between nodes in the module.
• A heatmap of the network edge weights between nodes in the module.
• The scaled weighted degree for each node: this is the sum of each node’s connections to all other nodes

in the module, normalised to the most connected node. This is a relative measure of how connected
each node is within the module.

• The contribution of each node to the module: this is the correlation between each node and the module’s
summary profile.

• A heatmap of the measurements of each node in the module across samples in the dataset (y-axis)
• To the left, the module’s summary profile: a set of observations that best summarise the measurements

across all nodes for each sample. This is calculated as the first eigenvector of a principal component
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analysis: i.e. the linear combination of nodes that explains the greatest portion of the variance in the
module’s data.

Now, let’s take a look at the topology of Module 1 in the discovery and the test datasets side by side along
with the module preservation statistics:

Figure 2: Network topology of Module 1 in both the discovery (“cohort1”) and test (“cohort2”) datasets.

There are seven module preservation statistics:

1. ‘cor.cor’ measures the concordance of the correlation structure: or, how similar the correlation heatmaps
are between the two datasets.

2. ‘avg.cor’ measures the average magnitude of the correlation coefficients of the module in the test
dataset: or, how tightly correlated the module is on average in the test dataset. This score is penalised
where the correlation coefficients change in sign between the two datasets.

3. ‘avg.weight’ measures the average magnitude of edge weights in the test dataset: or how connected
nodes in the module are to each other on average.

4. ‘cor.degree’ measures the concordance of the weighted degree of nodes between the two datasets: or,
whether the nodes that are most strongly connected in the discovery dataset remain the most strongly
connected in the test dataset.

5. ‘cor.contrib’ measures the concordance of the node contribution between the two datasets: this
measures whether the module’s summary profile summarises the data in the same way in both datasets.

6. ‘avg.contrib’ measures the average magnitude of the node contribution in the test dataset: this is
a measure of how coherent the data is in the test dataset. This score is penalised where the node
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contribution changes in sign between the two datasets: for example, where a gene is differentially
expressed between the two datasets.

7. ‘coherence’ measures the proportion of variance in the module data explained by the module’s summary
profile vector in the test dataset.

A permutation procedure is necessary to determine whether the value of each statistic is significant: e.g.
whether they are higher than expected by chance, i.e. when measuring the statistics between the module in
the discovery dataset, and random sets of nodes in the test dataset.

By default, the permutation procedure will sample from only nodes that are present in both datasets. This is
appropriate where the assumption is that any nodes that are present in the test dataset but not the discovery
dataset are unobserved in the discovery dataset: i.e. they may very well fall in one of your modules of
interest. This is appropriate for microarray data. Alternatively, you may set null="all", in which case
the permutation procedure will sample from all variables in the test dataset. This is appropriate where the
variable can be assumed not present in the discovery dataset: for example microbial abundance or RNA-seq
data.

You can also test whether these statistics are smaller than expected by chance by changing the alternative
hypothesis in the modulePreservation function (e.g. alternative="lower").

Choosing the right statistics

The module preservation statistics that NetRep calculates were designed for weighted gene coexpression
networks. These are complete networks: every gene is connected to every other gene with an edge weight of
varying strength. Modules within these networks are groups of genes that are tightly connected or coexpressed.

For other types of networks, some statistics may be more suitable than others when assessing module
preservation. Here, we provide some guidelines and pitfalls to be aware of when interpreting the network
properties and module preservation statistics in other types of networks.

Sparse networks

Sparse networks are networks where many edges have a “0” value: that is, networks where many nodes
have no connection to each other. Typically these are networks where edges are defined as present if the
relationship between nodes passes some pre-defined cut-off value, for example where genes are significantly
correlated, or where the correlation between microbe presence and absence is significant. In these networks,
edges may simply indicate presence or absence, or they may also carry a weight indicating the strength of the
relationship.

For networks with unweighted edges, the average edge weight (‘avg.weight’) measures the proportion of
nodes that are connected to each other. The weighted degree simply becomes the node degree: the number of
connections each node has to any other node in the module.

If the network is sparse the permutation tests for the correlation of weighted degree may be underpowered.
Entries in the null distribution will be NA where there were no edges between any nodes in the permuted
module. This is because the weighted degree will be 0 for all nodes, and the correlation coefficient cannot be
calculated between two vectors if all entries are the same in either vector. This reduces the effective number
of permutations for that test: the permutation P-values will be calculated ignoring the NA entries, and the
modulePreservation function will generate a warning.

You may wish to consider NA entries where there were no edges as 0 when calculating the permutation test
P-values. Note that an NA entry does not necessarily mean that all edges in the permuted module were 0: it
can also mean that all edges are present and have identical weights. To distinguish between these cases you
should check whether the avg.weight is also 0.

The following code snippet shows how to identify these entries in the null distribution, replace them with
zeros, and recalculate the permutation test P-values:
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# Handling NA entries in the 'cor.degree' null distribution for sparse networks

# Get the entries in the null distribution where there were no edges in the
# permuted module
na.entries <- which(is.na(preservation$nulls[,'cor.degree',]))
no.edges <- which(preservation$nulls[,'avg.weight',][na.entries] == 0)

# Set those entries to 0
preservation$nulls[,'cor.degree',][no.edges] <- 0

# Recalculate the permutation test p-values
preservation$p.values <- permutationTest(

preservation$nulls, preservation$observed, preservation$nVarsPresent,
preservation$totalSize, preservation$alternative

)

Directed networks

For networks where the edges are directed, the user should be aware that the weighted degree is calculated as
the column sum of the module within the supplied network matrix. This usually means that the result will
be the in-degree: the number and combined weight of edges ending in each node. To calculate the out-degree
you will need to transpose the matrix supplied to the network argument (i.e. using the t() function).

Note that directed networks are typically sparse, and have the same pitfalls as sparse networks described
above.

Sparse data

Sparse data is data where many entries are zero. Examples include microbial abundance data: where most
microbes are present in only a few samples.

Users should be aware that the average node contribution (‘avg.contrib’), concordance of node contribution
(‘cor.contrib’), and the module coherence (‘coherence’) will be systematically underestimated. They are
all calculated from the node contribution, which measures the Pearson correlation coefficient between each
node and the module summary. Pearson correlation coefficinets are inappropriate when data is sparse: their
value will be underestimated when calculated between two vectors where many observations in either vector
are equal to 0. However, this should not affect the permutation test P-values since observations in their null
distributions will be similarly underestimated.

The biggest problem with sparse data is how to handle variables where all observations are zero in either
dataset. These will result in NA values for their node contribution to a module (or permuted module).
These will be ignored by the average node contribution (‘avg.contrib’), concordance of node contribution
(‘cor.contrib’), and module coherence (‘coherence’) statistics: which only take complete cases. This is
problematic if many nodes have NA values, since observations in their null distributions will be for permuted
modules of different sizes.

Their are two approaches to dealing with this issue:

1. Filtering both datasets to contain only variables which are present in both datasets. For examples,
microbes that are abundant in at least one sample in both datasets.

2. Setting observations that are zero to a very small randomly generated number. The goal is for node
contribution values to be close to 0 where they would otherwise be set to NA. For microbial abundance
data we recommend generating numbers between 0 and 1/the number of samples: the noise values
should be small enough that the do not change the node contribution for microbes which are present in
one or more samples.
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For the latter, code to generate noise would look something like:
not.present <- which(discovery_data == 0)
nSamples <- nrow(discovery_data)
discovery_data[not.present] <- runif(length(not.present), min=0, max=1/nSamples)

Proportional data

Proportional data is data where the sum of measurements across each sample is equal to 1. Examples of this
include RNA-seq data and microbial abundance read data.

Users should be aware that the average node contribution (‘avg.controb’), concordance of node contribution
(‘cor.contrib’), and the module coherence (‘coherence’) will be systematically overestimated. They are all
calculated from the node contribution, which measures the Pearson correlation coefficient between each node
and the module summary. Pearson correlation coefficients are overestimated when calculated on proportional
data. This should not affect the permutation test P-values since the null distribution observations will be
similarly overestimated.

Users should also be aware of this when calculating the correlation structure between all nodes for the
correlation matrix input, and use an appropriate method for calculating these relationships.

Homogenous modules

Homogenous modules are modules where all nodes are similarly correlated or similarly connected: differences
in edge weights, correlation coefficients, and node contributions are due to noise.

For these modules, the concordance of correlation (‘cor.cor’), concordance of node contribution
(‘cor.contrib’), and correlation of weighted degree (‘cor.degree’) may be small, with large permutation
test P-values, even where a module is preserved, due to irrelevant changes in node rank for each property
between the discovery and test datasets.

These statistics should be considered in the context of their “average” counterparts: the average correlation
coefficient (‘avg.cor’), average node contribution (‘avg.contrib’) and average edge weight (‘avg.weight’).
If these are high, with significant permutation test P-values, and the module coherence is high, then the
module should be investigated further.

Module homogeneity can be investigated through plotting their network topology in both datasets (see next
section). In our experience, the smaller the module, the more likely it is to be topologically homogenous.

Small network modules

The module preservation statistics break down for modules with less than four nodes. The number of nodes
is effectively the sample size when calculating the value of a module preservation statistic. If you wish to
use NetRep to analyse these modules, you should use only the average edge weight (‘avg.weight’), module
coherence (‘coherence’), average node contribution (‘avg.contrib’), and average correlation coefficient
(‘avg.cor’) statistics.

Visualising network modules

We can visualise the network topology of our modules using the plotModule function. It takes the same
input data as the modulePreservation function:

• network: a list of network adjacency matrices, one for each dataset.
• correlation: a list of matrices containing the correlation coefficients between nodes.
• data: a list of data matrices used to infer the network and correlation matrices.
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• moduleAssignments: a list of vectors, one for each discovery dataset, containing the module labels for
each node.

• modules: the modules we want to plot.
• discovery: the dataset the modules were identified in.
• test: the dataset we want to plot the modules in.

First, let’s look at the four modules in the discovery dataset:
plotModule(

data=data_list, correlation=correlation_list, network=network_list,
moduleAssignments=module_labels, modules=c(1,2,3,4),
discovery="cohort1", test="cohort1"

)

## [2016-11-15 14:17:07 AEDT] Validating user input...
## [2016-11-15 14:17:07 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:08 AEDT] User input ok!
## [2016-11-15 14:17:08 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort1"...
## [2016-11-15 14:17:08 AEDT] Ordering nodes...
## [2016-11-15 14:17:08 AEDT] Ordering samples...
## [2016-11-15 14:17:08 AEDT] rendering plot components...
## [2016-11-15 14:17:10 AEDT] Done!
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By default, nodes are ordered from left to right in decreasing order of weighted degree: the sum of edge
weights within each module, i.e. how strongly connected each node is within its module. For visualisation,
the weighted degree is normalised within each module by the maximum value since the weighted degree of
nodes can be dramatically different for modules of different sizes.

Samples are ordered from top to bottom in descending order of the module summary profile of the left-most
shown module.

When we plot the four modules in the test dataset, the nodes remain in the same order: that is, in decreasing
order of weighted degree in the discovery dataset. This allows you to directly compare topology plots in each
dataset of interest:
plotModule(

data=data_list, correlation=correlation_list, network=network_list,
moduleAssignments=module_labels, modules=c(1,2,3,4),
discovery="cohort1", test="cohort2"
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)

## [2016-11-15 14:17:13 AEDT] Validating user input...
## [2016-11-15 14:17:13 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:13 AEDT] User input ok!
## [2016-11-15 14:17:13 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort1"...
## [2016-11-15 14:17:13 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort2"...
## [2016-11-15 14:17:13 AEDT] Ordering nodes...
## [2016-11-15 14:17:13 AEDT] Ordering samples...
## [2016-11-15 14:17:13 AEDT] rendering plot components...
## [2016-11-15 14:17:16 AEDT] Done!

Here we can clearly see from the correlation structure and network edge weight heatmaps that Modules 1
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and 4 replicate.

By default, samples in this new plot are orderded in descending order of the left most module’s summary
profile, as calculated in the test dataset. If we’re analysing module preservation across datasets drawn
from the same samples, e.g. different tissues, we can change the plot so that samples are ordered as per the
discovery dataset by setting orderSamplesBy = "cohort1". We won’t do this here, since our two datasets
have different samples.

We can change the order of nodes on the plot by setting orderNodesBy. If we want to order nodes instead
by our test dataset, we can set orderNodesBy = "cohort2". However, a more informative setting is to tell
plotModule to order the nodes by the average weighted degree across our datasets. For preserved modules,
this provides a more robust estimate of the weighted degree and a more robust ordering of nodes by relative
importance to their module, so we will plot just Modules 1 and 4.
plotModule(

data=data_list, correlation=correlation_list, network=network_list,
moduleAssignments=module_labels, modules=c(1,4), # only the preserved modules
discovery="cohort1", test="cohort2",
orderNodesBy=c("cohort1", "cohort2") # this can be any number of datasets

)

## [2016-11-15 14:17:17 AEDT] Validating user input...
## [2016-11-15 14:17:17 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:17 AEDT] User input ok!
## [2016-11-15 14:17:17 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort1"...
## [2016-11-15 14:17:17 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort2"...
## [2016-11-15 14:17:17 AEDT] Ordering nodes...
## [2016-11-15 14:17:18 AEDT] Ordering samples...
## [2016-11-15 14:17:18 AEDT] rendering plot components...
## [2016-11-15 14:17:19 AEDT] Done!
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Tweaking the plot appearance

When drawing these plots yourself, you may need to tweak the appearance and placement of the axis labels
and legends, which may change depending on the size of the device you are drawing the plot on. There is
an extensive set of options for modifying the size and placement of the axes, legends, and their individual
elements. A list and description of these can be found in the “plot layout and device size” section of the help
file for plotModule.

When tweaking these parameters, you should set the dryRun argument to TRUE. When dryRun = TRUE, only
the axes and labels will be drawn, avoiding the drawing time for the heatmaps, which may take some time
for large modules.

Let’s tweak the previous plot:
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plotModule(
data=data_list, correlation=correlation_list, network=network_list,
moduleAssignments=module_labels, modules=c(1,4),
discovery="cohort1", test="cohort2",
orderNodesBy=c("cohort1", "cohort2"),
dryRun=TRUE

)

## [2016-11-15 14:17:19 AEDT] Validating user input...
## [2016-11-15 14:17:19 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:19 AEDT] User input ok!
## [2016-11-15 14:17:19 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort1"...
## [2016-11-15 14:17:19 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort2"...
## [2016-11-15 14:17:19 AEDT] Ordering nodes...
## [2016-11-15 14:17:20 AEDT] Ordering samples...
## [2016-11-15 14:17:20 AEDT] rendering plot components...
## [2016-11-15 14:17:20 AEDT] Done!
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Now we can quickly iterate over parameters until we’re happy with the plot:
# Change the margins so the plot is more compressed. Alternatively we could
# change the device window.
par(mar=c(3,10,3,10)) # bottom, left, top, right margin sizes
plotModule(

data=data_list, correlation=correlation_list, network=network_list,
moduleAssignments=module_labels, modules=c(1,4),
discovery="cohort1", test="cohort2",
orderNodesBy=c("cohort1", "cohort2"),
dryRun=TRUE,
# Title of the plot
main = "Preserved modules",
# Use the maximum edge weight as the highest value instead of 1 in the
# network heatmap
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netRange=NA,
# Turn off the node and sample labels:
plotNodeNames=FALSE, plotSampleNames=FALSE,
# The distance from the bottom axis should the module labels be drawn:
maxt.line=0,
# The distance from the legend the legend titles should be drawn:
legend.main.line=2

)

## [2016-11-15 14:17:20 AEDT] Validating user input...
## [2016-11-15 14:17:20 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:20 AEDT] User input ok!
## [2016-11-15 14:17:20 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort1"...
## [2016-11-15 14:17:20 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort2"...
## [2016-11-15 14:17:20 AEDT] Ordering nodes...
## [2016-11-15 14:17:20 AEDT] Ordering samples...
## [2016-11-15 14:17:21 AEDT] rendering plot components...
## [2016-11-15 14:17:21 AEDT] Done!
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Once we’re happy, we can turn off the dryRun parameter:
par(mar=c(3,10,3,10))
plotModule(

data=data_list, correlation=correlation_list, network=network_list,
moduleAssignments=module_labels, modules=c(1,4),
discovery="cohort1", test="cohort2",
orderNodesBy=c("cohort1", "cohort2"), main = "Preserved modules",
netRange=NA, plotNodeNames=FALSE, plotSampleNames=FALSE,
maxt.line=0, legend.main.line=2

)

## [2016-11-15 14:17:21 AEDT] Validating user input...
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## [2016-11-15 14:17:21 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:21 AEDT] User input ok!
## [2016-11-15 14:17:21 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort1"...
## [2016-11-15 14:17:21 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort2"...
## [2016-11-15 14:17:21 AEDT] Ordering nodes...
## [2016-11-15 14:17:21 AEDT] Ordering samples...
## [2016-11-15 14:17:21 AEDT] rendering plot components...
## [2016-11-15 14:17:22 AEDT] Done!
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Plotting the individual components

We can also plot individual components of the plot separately. For example, a heatmap of the correlation
structure:
par(mar=c(5,5,4,4))
plotCorrelation(

data=data_list, correlation=correlation_list, network=network_list,
moduleAssignments=module_labels, modules=0:4, discovery="cohort1",
test="cohort1", symmetric=TRUE, orderModules=FALSE

)

## [2016-11-15 14:17:23 AEDT] Validating user input...
## [2016-11-15 14:17:23 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:23 AEDT] User input ok!
## [2016-11-15 14:17:23 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort1"...
## [2016-11-15 14:17:23 AEDT] Ordering nodes...
## [2016-11-15 14:17:23 AEDT] rendering plot components...
## [2016-11-15 14:17:26 AEDT] Done!
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A full list of function and arguments for these individual plots can be found at help("plotTopology").

Calculating the network properties of a module

Finally, we can calculate the topological properties of the network modules for use in other downstream
analyses. Possible downstream analyses include:

• Assessing the association between a module and a phenotype of interest using the module summary
profile.

• Ranking nodes by relative importance using the weighted node degree

To do this, we use the networkProperties function, which has the same arguments as the
modulePreservation function. We will calculate the network properties of modules 1 and 4, which
were preserved in “cohort2”, in both datasets:
properties <- networkProperties(

data=data_list, correlation=correlation_list, network=network_list,
moduleAssignments=module_labels,
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# Only calculate for the reproducible modules
modules=c(1,4),
# what dataset were the modules identified in?
discovery="cohort1",
# which datasets do we want to calculate their properties in?
test=c("cohort1", "cohort2")

)

## [2016-11-15 14:17:29 AEDT] Validating user input...
## [2016-11-15 14:17:29 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:29 AEDT] User input ok!
## [2016-11-15 14:17:29 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort1"...
## [2016-11-15 14:17:29 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort2"...
## [2016-11-15 14:17:29 AEDT] Done!
# The summary profile of module 1 in the discovery dataset:
properties[["cohort1"]][["1"]][["summary"]]

## Discovery_1 Discovery_2 Discovery_3 Discovery_4 Discovery_5 Discovery_6
## -0.15173019 -0.09817810 -0.10356266 -0.21351111 -0.06424053 -0.25787365
## Discovery_7 Discovery_8 Discovery_9 Discovery_10 Discovery_11 Discovery_12
## -0.06191222 -0.05886898 0.04544493 0.16790065 -0.16163254 -0.07158769
## Discovery_13 Discovery_14 Discovery_15 Discovery_16 Discovery_17 Discovery_18
## -0.16775343 0.39457572 0.10762551 0.25872801 0.01187731 0.57266243
## Discovery_19 Discovery_20 Discovery_21 Discovery_22 Discovery_23 Discovery_24
## 0.15737963 0.02368060 -0.07088476 0.03726126 -0.13770047 -0.01978039
## Discovery_25 Discovery_26 Discovery_27 Discovery_28 Discovery_29 Discovery_30
## -0.06336512 -0.06360727 -0.30044215 0.14682841 0.07036710 0.07229971
# Along with the proportion of variance in the module data explained by the
# summary profile:
properties[["cohort1"]][["1"]][["coherence"]]

## [1] 0.585781
# The same information in the test dataset:
properties[["cohort2"]][["1"]][["summary"]]

## Test_1 Test_2 Test_3 Test_4 Test_5 Test_6
## -0.099957918 0.061501299 0.043541623 0.051055323 0.056572949 0.136605203
## Test_7 Test_8 Test_9 Test_10 Test_11 Test_12
## 0.116491092 -0.395294200 -0.099564626 0.092715774 -0.005526985 0.256963062
## Test_13 Test_14 Test_15 Test_16 Test_17 Test_18
## 0.028746029 -0.076793357 -0.435677499 0.100475978 -0.339161521 -0.195830382
## Test_19 Test_20 Test_21 Test_22 Test_23 Test_24
## -0.104643904 0.050046780 0.238180614 0.144114251 0.211841029 0.228291634
## Test_25 Test_26 Test_27 Test_28 Test_29 Test_30
## -0.171340087 -0.188991911 -0.093239829 0.063972325 0.278339356 0.046567899
properties[["cohort2"]][["1"]][["coherence"]]

## [1] 0.6187688
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Managing memory with large datasets

When analysing large datasets, e.g. transcriptome-wide gene coexpression networks, it may not be possible
to fit all matrices for both datasets in memory. NetRep provides an additional class, disk.matrix, which
stores a filepath to a matrix on disk, along with meta-data on how to read that file. This allows NetRep’s
functions to load matrices into RAM only when required, so that only one dataset is kept in memory at any
point in time.

The disk.matrix class recognises two types of files: matrix data saved in table format (i.e. a file that is
normally read in by read.table or read.csv), and serialized R objects saved through saveRDS. Serialized R
objects are much faster to load into R than files in table format, but cannot be read by other programs. We
recommend storing your files in both formats unless you are low on disk space.

First, we need to make sure our matrices are saved to disk. Matrices can be converted to disk.matrix
objects directly through the as.disk.matrix function:
# serialize=TRUE will save the data using 'saveRDS'.
# serialize=FALSE will save the data as a tab-separated file ('sep="\t"').
discovery_data <- as.disk.matrix(

x=discovery_data,
file="discovery_data.rds",
serialize=TRUE)

discovery_correlation <- as.disk.matrix(
x=discovery_correlation,
file="discovery_correlation.rds",
serialize=TRUE)

discovery_network <- as.disk.matrix(
x=discovery_network,
file="discovery_network.rds",
serialize=TRUE)

test_data <- as.disk.matrix(
x=test_data,
file="test_data.rds",
serialize=TRUE)

test_correlation <- as.disk.matrix(
x=test_correlation,
file="test_correlation.rds",
serialize=TRUE)

test_network <- as.disk.matrix(
x=test_network,
file="test_network.rds",
serialize=TRUE)

Now, these matrices are stored simply as file paths:
test_network

## Pointer to matrix stored at test_network.rds

To load the matrix into R we can convert it back to a matrix:
as.matrix(test_network)[1:5, 1:5]

## Node_1 Node_2 Node_3 Node_4 Node_5
## Node_1 1.00000000 0.0284607734 0.29433703 0.27292044 0.0774910679
## Node_2 0.02846077 1.0000000000 0.04594941 0.04747009 0.0001403167
## Node_3 0.29433703 0.0459494090 1.00000000 0.48140887 0.1392228920
## Node_4 0.27292044 0.0474700916 0.48140887 1.00000000 0.0996614770
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## Node_5 0.07749107 0.0001403167 0.13922289 0.09966148 1.0000000000

Once our matrices are saved to disk, we can load them as disk.matrix objects in new R sessions using
attach.disk.matrix. Typically, we would save our matrices to disk after running our network inference
pipeline, then use attach.disk.matrix in our new R session when we run NetRep at some point in the
future.
# If files are saved as tables, set 'serialized=FALSE' and specify arguments
# that would normally be provided to 'read.table'. Note: this function doesnt
# check whether the file can actually be read in as a matrix!
discovery_data <- attach.disk.matrix("discovery_data.rds")
discovery_correlation <- attach.disk.matrix("discovery_correlation.rds")
discovery_network <- attach.disk.matrix("discovery_network.rds")
test_data <- attach.disk.matrix("test_data.rds")
test_correlation <- attach.disk.matrix("test_correlation.rds")
test_network <- attach.disk.matrix("test_network.rds")

And we need to set up our input lists for NetRep:
data_list <- list(cohort1=discovery_data, cohort2=test_data)
correlation_list <- list(cohort1=discovery_correlation, cohort2=test_correlation)
network_list <- list(cohort1=discovery_network, cohort2=test_network)

Now we can run our analyses as previously described in the tutorial:
# Assess the preservation of modules in the test dataset.
preservation <- modulePreservation(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=module_labels, discovery="cohort1", test="cohort2",
nPerm=10000, nThreads=2

)

## [2016-11-15 14:17:29 AEDT] Validating user input...
## [2016-11-15 14:17:29 AEDT] Loading matrices of dataset "cohort2" into RAM...
## [2016-11-15 14:17:29 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:29 AEDT] Unloading dataset from RAM...
## [2016-11-15 14:17:29 AEDT] Loading matrices of dataset "cohort1" into RAM...
## [2016-11-15 14:17:29 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:29 AEDT] Input ok!
## [2016-11-15 14:17:29 AEDT] Calculating preservation of network subsets from
## dataset "cohort1" in dataset "cohort2".
## [2016-11-15 14:17:29 AEDT] Pre-computing network properties in dataset
## "cohort1"...
## [2016-11-15 14:17:29 AEDT] Unloading dataset from RAM...
## [2016-11-15 14:17:29 AEDT] Loading matrices of dataset "cohort2" into RAM...
## [2016-11-15 14:17:30 AEDT] Calculating observed test statistics...
## [2016-11-15 14:17:30 AEDT] Generating null distributions from 10000
## permutations using 2 threads...
##
##

0% completed.
16% completed.
32% completed.
48% completed.
65% completed.
82% completed.
99% completed.
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100% completed.
##
## [2016-11-15 14:17:37 AEDT] Calculating P-values...
## [2016-11-15 14:17:37 AEDT] Collating results...
## [2016-11-15 14:17:37 AEDT] Unloading dataset from RAM...
## [2016-11-15 14:17:37 AEDT] Done!

You can now see that modulePreservation loads and unloads the two datasets as required.

Using disk.matrix with the plotting functions

Earlier in the tutorial, we showed you how to use the dryRun argument to quickly set up the plot axes before
actually drawing the module(s) of interest. This does not work so well with disk.matrix input since we need
to know which nodes and samples are being drawn to display their labels. This means that all datasets used
for the plot need to be loaded, which can be quite slow if the datasets are large. There are two solutions: (1)
do not use disk.matrix so that all matrices are kept in memory, or (2) use the nodeOrder and sampleOrder
functions to determine the nodes and samples that will be on the plot in advance:
# Determine the nodes and samples on a plot in advance:
nodesToPlot <- nodeOrder(

data=data_list, correlation=correlation_list, network=network_list,
moduleAssignments=module_labels, modules=c(1,4), discovery="cohort1",
test=c("cohort1", "cohort2"), mean=TRUE

)

## [2016-11-15 14:17:37 AEDT] Validating user input...
## [2016-11-15 14:17:37 AEDT] Loading matrices of dataset "cohort2" into RAM...
## [2016-11-15 14:17:37 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:37 AEDT] Unloading dataset from RAM...
## [2016-11-15 14:17:37 AEDT] Loading matrices of dataset "cohort1" into RAM...
## [2016-11-15 14:17:37 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:37 AEDT] User input ok!
## [2016-11-15 14:17:37 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort1"...
## [2016-11-15 14:17:37 AEDT] Unloading dataset from RAM...
## [2016-11-15 14:17:37 AEDT] Loading matrices of dataset "cohort2" into RAM...
## [2016-11-15 14:17:37 AEDT] Calculating network properties of network subsets
## from dataset "cohort1" in dataset "cohort2"...
## [2016-11-15 14:17:37 AEDT] Unloading dataset from RAM...
## [2016-11-15 14:17:37 AEDT] Ordering nodes...
## [2016-11-15 14:17:37 AEDT] Done!
# We need to know which module will appear left-most on the plot:
firstModule <- module_labels[nodesToPlot[1]]

samplesToPlot <- sampleOrder(
data=data_list, correlation=correlation_list, network=network_list,
moduleAssignments=module_labels, modules=firstModule, discovery="cohort1",
test="cohort2"

)

## [2016-11-15 14:17:37 AEDT] Validating user input...
## [2016-11-15 14:17:37 AEDT] Loading matrices of dataset "cohort2" into RAM...
## [2016-11-15 14:17:37 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:37 AEDT] User input ok!
## [2016-11-15 14:17:37 AEDT] Calculating network properties of network subsets
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## from dataset "cohort1" in dataset "cohort2"...
## [2016-11-15 14:17:37 AEDT] Unloading dataset from RAM...
## [2016-11-15 14:17:37 AEDT] Ordering samples...
## [2016-11-15 14:17:37 AEDT] Done!
# Load in the dataset we are plotting:
test_data <- as.matrix(test_data)
test_correlation <- as.matrix(test_correlation)
test_network <- as.matrix(test_network)

# Now we can use 'dryRun=TRUE' quickly:
plotModule(

data=test_data[samplesToPlot, nodesToPlot],
correlation=test_correlation[nodesToPlot, nodesToPlot],
network=test_network[nodesToPlot, nodesToPlot],
moduleAssignments=module_labels[nodesToPlot],
orderNodesBy=NA, orderSamplesBy=NA, dryRun=TRUE

)

## [2016-11-15 14:17:37 AEDT] Validating user input...
## [2016-11-15 14:17:37 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:37 AEDT] User input ok!
## [2016-11-15 14:17:37 AEDT] Calculating network properties of network subsets
## from dataset "Dataset1" in dataset "Dataset1"...
## [2016-11-15 14:17:37 AEDT] rendering plot components...
## [2016-11-15 14:17:38 AEDT] Done!
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# And draw the final plot once we determine the plot parameters
par(mar=c(3,10,3,10))
plotModule(

data=test_data[samplesToPlot, nodesToPlot],
correlation=test_correlation[nodesToPlot, nodesToPlot],
network=test_network[nodesToPlot, nodesToPlot],
moduleAssignments=module_labels[nodesToPlot],
orderNodesBy=NA, orderSamplesBy=NA

)

## [2016-11-15 14:17:38 AEDT] Validating user input...
## [2016-11-15 14:17:38 AEDT] Checking matrices for problems...
## [2016-11-15 14:17:38 AEDT] User input ok!
## [2016-11-15 14:17:38 AEDT] Calculating network properties of network subsets
## from dataset "Dataset1" in dataset "Dataset1"...
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## [2016-11-15 14:17:38 AEDT] rendering plot components...
## [2016-11-15 14:17:39 AEDT] Done!

Running NetRep on a cluster

The permutation procedure is typically too computationally intense to run interactively on the head node of
a cluster. We recommend splitting your analysis into the following scripts:

1. A script to save your networks, the data, and the correlation structure matrices as disk.matrix format
if all your datasets will not fit in memory at once.

2. A script to load in the matrix data and set up the input lists used by NetRep’s functions.
3. A script that runs the modulePreservation analysis for your modules of interest.
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4. A script that visualises your modules of interest.
5. A script that calculates and saves the network properties for your modules of interest.

We recommend writing the visualisation script with the dryRun parameter set to TRUE at first. This can be
run interactively to determine whether modifications need to be made to figures. Once you’re happy with the
plot size and layout, you should set dryRun to FALSE and run the script as a batch job: the heatmaps for
large modules can take a long time to render. Since these heatmaps contain many points, we also recommend
saving plots in a rasterised format (png or jpeg) rather than in a vectorised format (pdf).

Setting the number of threads

The permutation procedure in modulePreservation can only be parallelised over CPUs that shared memory.
On most clusters, this means that NetRep’s functions can only be parallelised on one physical node when
submitting batch jobs. You should not run modulePreservation with more threads than the number of
cores you have allocated to your job. Doing so will cause the program to “thrash”: all threads will run very
slowly as they compete for resources and R may possibly crash.

To parallelise the permutation procedure in modulePreservation across multiple nodes you can use the
combineAnalyses function. In this case, you must submit multiple jobs, and set the nPerm argument to
be the total number of permutations you wish to run in total, divided by the number of nodes/jobs you
are submitting. The combineAnalyses function will take the output of the modulePreservation function,
combine the null distributions, and calculate the permutation test p-values using the combined permutations
of each module preservation statistic.

Estimating wall time

The required runtime of the permutation procedure will vary depending on the size of the network, the size of
the modules, the number of samples in each dataset, the number of modules, and the number of permutations.

The required Wall time can be estimated by running modulePreservation with a few permutations per
core and setting the verbose flag to TRUE. The required Wall time can then be estimated from the time
stamps of the output.

For example, consider the following output from our cluster:

## [2016-06-14 17:25:16 AEST] Validating user input...
## [2016-06-14 17:25:16 AEST] Loading matrices of dataset "liver" into RAM...
## [2016-06-14 17:26:29 AEST] Checking matrices for problems...
## [2016-06-14 17:26:31 AEST] Unloading dataset from RAM...
## [2016-06-14 17:26:31 AEST] Loading matrices of dataset "brain" into RAM...
## [2016-06-14 17:27:45 AEST] Checking matrices for problems...
## [2016-06-14 17:27:47 AEST] Input ok!
## [2016-06-14 17:27:47 AEST] Calculating preservation of network subsets from
## dataset "brain" in dataset "liver".
## [2016-06-14 17:27:47 AEST] Pre-computing intermediate properties in dataset
## "brain"...
## [2016-06-14 17:27:48 AEST] Unloading dataset from RAM...
## [2016-06-14 17:27:48 AEST] Loading matrices of dataset "liver" into RAM...
## [2016-06-14 17:29:01 AEST] Calculating observed test statistics...
## [2016-06-14 17:29:02 AEST] Generating null distributions from 320
## permutations using 32 threads...
##
## 100% completed.
##
## [2016-06-14 17:29:24 AEST] Calculating P-values...
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## [2016-06-14 17:29:24 AEST] Collating results...
## [2016-06-14 17:29:24 AEST] Unloading dataset from RAM...
## [2016-06-14 17:29:25 AEST] Done!

Here, we are running modulePreservation to test whether all gene coexpression network modules discovery
in the adiposed tissue are preserved in the liver tissue of the same samples. These datasets consist of roughly
22,000 genes and 300 samples. We have run 320 permutations on 32 cores: i.e. 10 permutations per core.

We can use the timestamps surrounding the progress report (“100% completed”) in the output to estimate the
total runtime for an arbitrary number of permutations. It took 22 seconds to run 10 permutations per core,
so 2.2 seconds per permutation per core. If we want to run 20,000 permutations, this will take approximately
23 minutes. Adding the time taken to check the input and swap datasets (approximately 4 minutes), we
would allocate 30 minutes for the job. It is always better to provide an overly cautious estimate of the job
runtime so that the cluster does not cancel the job just as it is finishing.

Estimating memory usage

Memory usage of modulePreservation depends on the total size of the test dataset, the sizes of each module
that will be tested, and the number of threads. If disk.matrix objects are supplied as input NetRep will
only keep the data, correlation and network matrices of one dataset in memory at any point in time.
Each thread requires additional memory to store the network properties of each permuted module at each
permutation. The additional memory usage of each thread depends on the sizes of the modules to be tested.

The simplest way to run the permutation procedure is to allocate a full node for your job: that is, set the
number of threads to the number of cores on that node, and request all the memory of that node.

If you wish to allocate less memory, you can estimate the memory requirements of NetRep through the same
job we used to estimate runtime. You could then allocate the maximum memory used by this job (plus 10%).

Optimising runtime

There are several approaches that can be used to reduce runtime of the permutation procedure.

If your system has sufficient memory, you may see a performance improvement by running multiple instances
of NetRep rather than parallelising over multiple threads. The results from these multiple jobs can then be
combined using the combineAnalyses function. This is useful if you see a difference in performance between
a single threaded instance vs. a multi thread instance.

Performance may also improve by compiling R against different BLAS and LAPACK libraries prior to installation
of NetRep. This requires some experimentation as different libraries will work better for different systems.
Note however that changing these typically means recompiling all of R from source.

The runtime of the permutation procedure is primarily influenced by the size of the modules and the number
of samples in each test dataset. Permutation testing of large modules takes a much longer time than small
modules; by a factor of n2 for n nodes. Excluding large modules, or filtering modules to the top most
connected nodes, can thus dramatically reduce runtime. For example, in our ouput above in the section
on estimating runtime each permutation took 2.2 seconds to complete. By excluding modules with more
than 250 nodes (12 of 37 modules) runtime was reduced to 0.12 seconds: almost a 20-fold speed increase.
Performing dimensionality reduction prior to network inference will also have this effect.

The permutation procedure will also take longer the more samples in the test dataset. This is due to the single
value decomposition required to calculate the summary profile of each module at each permutation: this
is the most computationally complex network property to calculate. Runtime will be dramatically reduced
by setting the data argument to NULL, however this will prevent three of the seven statistics from being
calculated. Alternatively downsampling may be employed to reduce the sample size in the test dataset.
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combineAnalyses Combine results of multiple permutation procedures

Description

This function takes the output from multiple runs of modulePreservation, combines their results,
and returns a new set of permutation test P-values. This is useful for parallelising calculations across
multiple machines.

Usage

combineAnalyses(pres1, pres2)

Arguments

pres1, pres2 lists returned by modulePreservation.

Details

The calls to ’modulePreservation’ must have been identical for both input lists, with the exception
of the number of threads used and the number of permutations calculated.

Value

A nested list containing the same elements as modulePreservation.

Examples

data("NetRep")

# Set up input lists for each input matrix type across datasets. The list
# elements can have any names, so long as they are consistent between the
# inputs.
network_list <- list(discovery=discovery_network, test=test_network)
data_list <- list(discovery=discovery_data, test=test_data)
correlation_list <- list(discovery=discovery_correlation, test=test_correlation)
labels_list <- list(discovery=module_labels)

pres1 <- modulePreservation(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, nPerm=1000, discovery="discovery",
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test="test", nThreads=2
)

pres2 <- modulePreservation(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, nPerm=1000, discovery="discovery",
test="test", nThreads=2

)

combined <- combineAnalyses(pres1, pres2)

disk.matrix The ’disk.matrix’ class

Description

A 'disk.matrix' contains a file path to a matrix stored on disk, along with meta data for how to
read that file. This allows NetRep to load datasets into RAM only when required, i.e. one at a time.
This significantly reduces the memory usage of R when analysing large datasets. 'disk.matrix'
objects may be supplied instead of 'matrix' objects in the input list arguments 'network', 'data',
and 'correlation', which are common to most of NetRep’s functions.

Usage

attach.disk.matrix(file, serialized = TRUE, ...)

serialize.table(file, ...)

is.disk.matrix(x)

as.disk.matrix(x, file, serialize = TRUE)

## S4 method for signature 'disk.matrix'
as.disk.matrix(x, file, serialize = TRUE)

## S4 method for signature 'matrix'
as.disk.matrix(x, file, serialize = TRUE)

## S4 method for signature 'ANY'
as.disk.matrix(x, file, serialize = TRUE)

## S4 method for signature 'disk.matrix'
as.matrix(x)

## S4 method for signature 'disk.matrix'
show(object)

Arguments

file for attach.disk.matrix the file name of a matrix on disk. For as.disk.matrix
the file name to save the matrix to. For serialize.table the file name of a ma-
trix in table format on disk.
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serialized determines how the matrix will be loaded from disk into R by as.matrix. If
TRUE, the readRDS function will be used. If FALSE, the read.table function
will be used.

... arguments to be used by read.table when reading in matrix data from a file in
table format.

x for as.matrix a disk.matrix object to load into R. For as.disk.matrix an
object to convert to a disk.matrix. For is.disk.matrix an object to check if
its a disk.matrix.

serialize determines how the matrix is saved to disk by as.disk.matrix. If TRUE it will
be stored as a serialized R object using saveRDS. If FALSE it will be stored as a
tab-separated file using write.table.

object a 'disk.matrix' object.

Details

Matrices may either be stored as regular table files that can be read by read.table, or as serialized
R objects that can be read by readRDS. Serialized objects are much faster to load, but cannot be
read by other programs.

The attach.disk.matrix function creates a disk.matrix object from a file path. The as.matrix
function will load the data from disk into the R session as a regular matrix object.

The as.disk.matrix function converts a matrix into a disk.matrix by saving its contents to the
specified file. The serialize argument determines whether the data is stored as a serialized R
object or as a tab-separated file (i.e. sep="\t"). We recommend storing the matrix as a serialized
R object unless disk space is a concern. More control over the storage format can be obtained by
using saveRDS or write.table directly.

The serialize.matrix function converts a file in table format to a serialized R object with the
same file name, but with the ".rds" extension.

Value

A disk.matrix object (attach.disk.matrix, as.disk.matrix), a matrix (as.matrix), the file
path to a serialized matrix (serialize.table), or a TRUE or FALSE indicating whether an object is
a disk.matrix (is.disk.matrix).

Slots

file the name of the file where the matrix is saved.

read.func either "read.table" or "readRDS".

func.args a list of arguments to be supplied to the 'read.func'.

Warning

attach.disk.matrix does not check whether the specified file can be read into R. as.matrix will
fail and throw an error if this is the case.
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example-data Example data

Description

Example gene coexpression networks inferred from two independent datasets to demonstrate the
usage of package functions.

Usage

data("NetRep")

discovery_network

discovery_data

discovery_correlation

module_labels

test_network

test_data

test_correlation

Format

• "discovery_network": a matrix with 150 columns and 150 rows containing the network
edge weights encoding the interaction strength between each pair of genes in the discovery
dataset.

• "discovery_data": a matrix with 150 columns (genes) and 30 rows (samples) whose entries
correspond to the expression level of each gene in each sample in the discovery dataset.

• "discovery_correlation": a matrix with 150 columns and 150 rows containing the correlation-
coefficients between each pair of genes calculated from the "discovery_data" matrix.

• "module_labels": a named vector with 150 entries containing the module assignment for
each gene as identified in the discovery dataset.

• "test_network": a matrix with 150 columns and 150 rows containing the network edge
weights encoding the interaction strength between each pair of genes in the test dataset.

• "test_data": a matrix with 150 columns (genes) and 30 rows (samples) whose entries cor-
respond to the expression level of each gene in each sample in the test dataset.

• "test_correlation": a matrix with 150 columns and 150 rows containing the correlation-
coefficients between each pair of genes calculated from the "test_data" matrix.

Details

The preservation of network modules in a second dataset is quantified by measuring the preservation
of topological properties between the discovery and test datasets. These properties are calculated not
only from the interaction networks inferred in each dataset, but also from the data used to infer those
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networks (e.g. gene expression data) as well as the correlation structure between variables/nodes.
Thus, all functions in the NetRep package have the following arguments:

• network: a list of interaction networks, one for each dataset.

• data: a list of data matrices used to infer those networks, one for each dataset.

• correlation: a list of matrices containing the pairwise correlation coefficients between vari-
ables/nodes in each dataset.

• moduleAssignments: a list of vectors, one for each discovery dataset, containing the module
assignments for each node in that dataset.

• modules: a list of vectors, one vector for each discovery dataset, containing the names of the
modules from that dataset to analyse.

• discovery: a vector indicating the names or indices of the previous arguments’ lists to use as
the discovery dataset(s) for the analyses.

• test: a list of vectors, one vector for each discovery dataset, containing the names or indices
of the network, data, and correlation argument lists to use as the test dataset(s) for the
analysis of each discovery dataset.

This data is used to provide concrete examples of the usage of these arguments in each package
function.

Simulation details

The discovery gene expression dataset ("discovery_data") containing 30 samples and 150 genes
was simulated to contain four distinct modules of sizes 20, 25, 30, and 35 genes. Data for each
module were simulated as:

G
(w)
simulated = E(w)ri +

√
1− r2i ε

Where E(w) is the simulated module’s summary vector, r is the simulated module’s node contribu-
tions for each gene, and ε is the error term drawn from a standard normal distribution. E(w) and r
were simulated by bootstrapping (sampling with replacement) samples and genes from the corre-
sponding vectors in modules 63, 51, 57, and 50 discovered in the liver tissue gene expression data
from a publicly available mouse dataset (see reference (1) for details on the dataset and network
discovery). The remaining 40 genes that were not part of any module were simulated by randomly
selecting 40 liver genes and bootstrapping 30 samples and adding the noise term, ε. A vector of
module assignments was created ("module_labels") in which each gene was labelled with a num-
ber 1-4 corresponding to the module they were simulated to be coexpressed with, or a label of
0 for the for the 40 "background" genes not participating in any module. The correlation struc-
ture ("discovery_correlation") was calculated as the Pearson’s correlation coefficient between
genes (cor(discovery_data)). Edge weights in the interaction network ("discovery_network")
were calculated as the absolute value of the correlation coefficient exponentiated to the power 5
(abs(discovery_correlation)^5).

An independent test dataset ("test_data") containing the same 150 genes as the discovery dataset
but 30 different samples was simulated as above. Modules 1 and 4 (containing 20 and 35 genes
respectively) were simulated to be preserved using the same equation above, where the summary
vector E(w) was bootstrapped from the same liver modules (modules 63 and 50) as in the discovery
and with identical node contributions r as in the discovery dataset. Genes in modules 2 and 3
were simulated as "background" genes, i.e. not preserved as described above. The correlation
structure between genes in the test dataset ("test_correlation") and the interaction network
("test_network") were calculated the same way as in the discovery dataset.

The random seed used for the simulations was 37.
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References

1. Ritchie, S.C., et al., A scalable permutation approach reveals replication and preservation
patterns of network modules in large datasets. Cell Systems. 3, 71-82 (2016).

See Also

modulePreservation, plotModule, and networkProperties.

load.bigMatrix Load a ’bigMatrix’ (deprecated)

Description

The 'bigMatrix' class is no longer implemented in the NetRep package: the shared memory
approach was incompatabile with high performance compute clusters, so the parallel permutation
procedure has been translated into C++ code (which is also much faster). The disk.matrix class
should now be used instead when analysing large datasets.

Usage

load.bigMatrix(backingfile)

Arguments

backingfile path to the backingfile for the 'bigMatrix'. The file extension must be omitted.

Details

This function will convert 'bigMatrix' data saved by previous versions of NetRep to a serialized
R matrix saved in the same location and return a disk.matrix object with the associated file path.
If this conversion has taken place already the function will throw a warning.

This function will also convert the 'bigMatrix' descriptor file to a big.matrix descriptor file
to preserve compatability with functions in the bigmemory package. If this functionality is not
required, the files with the extensions ".bin" and ".desc" may be removed.

A note for users using multi-node high performance clusters: 'big.matrix' objects are not suitable
for general usage. Access to file-backed shared memory segments on multi-node systems is very
slow due to consistency checks performed by the operating system. This becomes exponentially
worse the more R sessions there are simultaneously accessing the shared memory segment, e.g.
through parallel foreach loops.
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modulePreservation Replication and preservation of network modules across datasets

Description

Quantify the preservation of network modules (sub-graphs) in an independent dataset through per-
mutation testing on module topology. Seven network statistics (see details) are calculated for each
module and then tested by comparing to distributions generated from their calculation on random
subsets in the test dataset.

Usage

modulePreservation(network, data, correlation, moduleAssignments,
modules = NULL, backgroundLabel = "0", discovery = 1, test = 2,
selfPreservation = FALSE, nThreads = NULL, nPerm = NULL,
null = "overlap", alternative = "greater", simplify = TRUE,
verbose = TRUE)

Arguments

network a list of interaction networks, one for each dataset. Each entry of the list should
be a n∗nmatrix or where each element contains the edge weight between nodes
i and j in the inferred network for that dataset.

data a list of matrices, one for each dataset. Each entry of the list should be the
data used to infer the interaction network for that dataset. The columns should
correspond to variables in the data (nodes in the network) and rows to samples
in that dataset.

correlation a list of matrices, one for each dataset. Each entry of the list should be a n ∗ n
matrix where each element contains the correlation coefficient between nodes i
and j in the data used to infer the interaction network for that dataset.

moduleAssignments

a list of vectors, one for each discovery dataset, containing the module assign-
ments for each node in that dataset.

modules a list of vectors, one for each discovery dataset, of modules to perform the anal-
ysis on. If unspecified, all modules in each discovery dataset will be analysed,
with the exception of those specified in backgroundLabel argument.

backgroundLabel

a single label given to nodes that do not belong to any module in the moduleAssignments
argument.

discovery a vector of names or indices denoting the discovery dataset(s) in the data,
correlation, network, moduleAssignments, modules, and test lists.

test a list of vectors, one for each discovery dataset, of names or indices denoting
the test dataset(s) in the data, correlation, and network lists.

selfPreservation

logical; if FALSE (default) then module preservation analysis will not be per-
formed within a dataset (i.e. where the discovery and test datasets are the
same).

nThreads number of threads to parallelise the calculation of network properties over. Au-
tomatically determined as the number of cores - 1 if not specified.
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nPerm number of permutations to use. If not specified, the number of permutations will
be automatically determined (see details).

null variables to include when generating the null distributions. Must be either "over-
lap" or "all" (see details).

alternative The type of module preservation test to perform. Must be one of "greater" (de-
fault), "less" or "two.sided" (see details).

simplify logical; if TRUE, simplify the structure of the output list if possible (see Return
Value).

verbose logical; should progress be reported? Default is TRUE.

Details

Input data structures:: The preservation of network modules in a second dataset is quantified
by measuring the preservation of topological properties between the discovery and test datasets.
These properties are calculated not only from the interaction networks inferred in each dataset,
but also from the data used to infer those networks (e.g. gene expression data) as well as the
correlation structure between variables/nodes. Thus, all functions in the NetRep package have the
following arguments:

• network: a list of interaction networks, one for each dataset.
• data: a list of data matrices used to infer those networks, one for each dataset.
• correlation: a list of matrices containing the pairwise correlation coefficients between

variables/nodes in each dataset.
• moduleAssignments: a list of vectors, one for each discovery dataset, containing the module

assignments for each node in that dataset.
• modules: a list of vectors, one for each discovery dataset, containing the names of the mod-

ules from that dataset to analyse.
• discovery: a vector indicating the names or indices of the previous arguments’ lists to use

as the discovery dataset(s) for the analyses.
• test: a list of vectors, one vector for each discovery dataset, containing the names or indices

of the network, data, and correlation argument lists to use as the test dataset(s) for the
analysis of each discovery dataset.

The formatting of these arguments is not strict: each function will attempt to make sense of the
user input. For example, if there is only one discovery dataset, then input to the moduleAssigments
and test arguments may be vectors, rather than lists.

Analysing large datasets:: Matrices in the network, data, and correlation lists can be sup-
plied as disk.matrix objects. This class allows matrix data to be kept on disk and loaded as re-
quired by NetRep. This dramatically decreases memory usage: the matrices for only one dataset
will be kept in RAM at any point in time.
Additional memory usage of the permutation procedure is directly proportional to the sum of
module sizes squared multiplied by the number of threads. Very large modules may result in
significant additional memory usage per core due to extraction of the correlation coefficient sub-
matrix at each permutation.

Module Preservation Statistics:: Module preservation is assessed through seven module preser-
vation statistics, each of which captures a different aspect of a module’s topology; i.e. the structure
of the relationships between its nodes (1,2). Below is a description of each statistic, what they
seek to measure, and where their interpretation may be inappropriate.
The module coherence ('coherence'), average node contribution ('avg.contrib'), and con-
cordance of node contribution ('cor.contrib') are all calculated from the data used to infer the
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network (provided in the 'data' argument). They are calculated from the module’s summary
profile. This is the eigenvector of the 1st principal component across all observations for every
node composing the module. For gene coexpression modules this can be interpreted as a "sum-
mary expression profile". It is typically referred to as the "module eigengene" in the weighted
gene coexpression network analysis literature (4).
The module coherence ('coherence') quantifies the proportion of module variance explained by
the module’s "summary profile". The higher this value, the more "coherent" the data is, i.e. the
more similar the observations are nodes for each sample. With the default alternate hypothesis, a
small permutation P-value indicates that the module is more coherent than expected by chance.
The average node contribution ('avg.contrib') and concordance of node contribution ('cor.contrib')
are calculated from the node contribution, which quantifies how similar each node is to the mod-
ules’s summary profile. It is calculated as the Pearson correlation coefficient between each node
and the module summary profile. In the weighted gene coexpression network literature it is typi-
cally called the "module membership" (2).
The average node contribution ('avg.contrib') quantifies how similar nodes are to the module
summary profile in the test dataset. Nodes detract from this score where the sign of their node
contribution flips between the discovery and test datasets, e.g. in the case of differential gene
expression across conditions. A high average node contribution with a small permutation P-
value indicates that the module remains coherent in the test dataset, and that the nodes are acting
together in a similar way.
The concordance of node contribution ('cor.contrib') measures whether the relative rank of
nodes (in terms of their node contribution) is preserved across datasets. If a module is coherent
enough that all nodes contribute strongly, then this statistic will not be meaningful as its value will
be heavily influenced by tiny variations in node rank. This can be assessed through visualisation
of the module topology (see plotContribution.) Similarly, a strong 'cor.contrib' is unlikely
to be meaningful if the 'avg.contrib' is not significant.
The concordance of correlation strucutre ('cor.cor') and density of correlation structure ('avg.cor')
are calculated from the user-provided correlation structure between nodes (provided in the 'correlation'
argument). This is referred to as "coexpression" when calculated on gene expression data.
The 'avg.cor' measures how strongly nodes within a module are correlation on average in the
test dataset. This average depends on the correlation coefficients in the discovery dataset: the score
is penalised where correlation coefficients change in sign between datasets. A high 'avg.cor'
with a small permutation P-value indicates that the module is (a) more strongly correlated than
expected by chance for a module of the same size, and (b) more consistently correlated with
respect to the discovery dataset than expected by chance.
The 'cor.cor' measures how similar the correlation coefficients are across the two datasets. A
high 'cor.cor' with a small permutation P-value indicates that the correlation structure within a
module is more similar across datasets than expected by chance. If all nodes within a module are
very similarly correlated then this statistic will not be meaningful, as its value will be heavily in-
fluenced by tiny, non-meaningful, variations in correlation strength. This can be assessed through
visualisation of the module topology (see plotCorrelation.) Similarly, a strong 'cor.cor' is
unlikely to be meaningful if the 'avg.cor' is not significant.
The average edge weight ('avg.weight') and concordance of weighted degree ('cor.degree')
are both calculated from the interaction network (provided as adjacency matrices to the 'network'
argument).
The 'avg.weight' measures the average connection strength between nodes in the test dataset.
In the weighted gene coexpression network literature this is typically called the "module density"
(2). A high 'avg.weight' with a small permutation P-value indicates that the module is more
strongly connected in the test dataset than expected by chance.
The 'cor.degree' calculates whether the relative rank of each node’s weighted degree is similar
across datasets. The weighted degree is calculated as the sum of a node’s edge weights to all
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other nodes in the module. In the weighted gene coexpression network literature this is typically
called the "intramodular connectivity" (2). This statistic will not be meaningful where all nodes
are connected to each other with similar strength, as its value will be heavily influenced by tiny,
non-meaningful, variations in weighted degree. This can be assessed through visualisation of the
module topology (see plotDegree.)
Both the 'avg.weight' and 'cor.degree' assume edges are weighted, and that the network
is densely connected. Note that for sparse networks, edges with zero weight are included when
calculating both statistics. Only the magnitude of the weights, not their sign, contribute to the
score. If the network is unweighted, i.e. edges indicate presence or absence of a relationship, then
the 'avg.weight' will be the proportion of the number of edges to the total number of possible
edges while the weighted degree simply becomes the degree. A high 'avg.weight' in this case
measures how interconnected a module is in the test dataset. A high degree indicates that a node
is connected to many other nodes. The interpretation of the 'cor.degree' remains unchanged
between weighted and unweighted networks. If the network is directed the interpretation of the
'avg.weight' remains unchanged, while the cor.degree will measure the concordance of the
node in-degree in the test network. To measure the out-degree instead, the adjacency matrices
provided to the 'network' argument should be transposed.

Sparse data:: Caution should be used when running NetRep on sparse data (i.e. where there
are many zero values in the data used to infer the network). For this data, the average node
contribution ('avg.contrib'), concordance of node contribution ('cor.contrib'), and module
coherence ('coherence') will all be systematically underestimated due to their reliance on the
Pearson correlation coefficient to calculate the node contribution.
Care should also be taken to use appropriate methods for inferring the correlation structure when
the data is sparse for the same reason.

Proportional data:: Caution should be used when running NetRep on proportional data ( i.e.
where observations across samples all sum to the same value, e.g. 1). For this data, the average
node contribution ('avg.contrib'), concordance of node contribution ('cor.contrib'), and
module coherence ('coherence') will all be systematically overestimated due to their reliance
on the Pearson correlation coefficient to calculate the node contribution.
Care should also be taken to use appropriate methods for inferring the correlation structure from
proportional data for the same reason.

Hypothesis testing:: Three alternative hypotheses are available. "greater", the default, tests
whether each module preservation statistic is larger than expected by chance. "lesser" tests
whether each module preservation statistic is smaller than expected by chance, which may be
useful for identifying modules that are extremely different in the test dataset. "two.sided" can be
used to test both alternate hypotheses.
To determine whether a module preservation statistic deviates from chance, a permutation pro-
cedure is employed. Each statistic is calculated between the module in the discovery dataset and
nPerm random subsets of the same size in the test dataset in order to assess the distribution of each
statistic under the null hypothesis.
Two models for the null hypothesis are available: "overlap", the default, only nodes that are
present in both the discovery and test networks are used when generating null distributions. This
is appropriate under an assumption that nodes that are present in the test dataset, but not present
in the discovery dataset, are unobserved: that is, they may fall in the module(s) of interest in the
discovery dataset if they were to be measured there. Alternatively, "all" will use all nodes in the
test network when generating the null distributions.
The number of permutations required for any given significance threshold is approximately 1 / the
desired significance for one sided tests, and double that for two-sided tests. This can be calculated
with requiredPerms. When nPerm is not specified, the number of permutations is automatically
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calculated as the number required for a Bonferroni corrected significance threshold adjusting for
the total number of tests for each statistic, i.e. the total number of modules to be analysed multi-
plied by the number of test datasets each module is tested in. Although assessing the replication
of a small numberof modules calls for very few permutations, we recommend using no fewer
than 1,000 as fewer permutations are unlikely to generate representative null distributions. Note:
the assumption used by requiredPerms to determine the correct number of permtutations breaks
down when assessing the preservation of modules in a very small dataset (e.g. gene sets in a
dataset with less than 100 genes total). However, the reported p-values will still be accurate (see
permutationTest) (3).

Value

A nested list structure. At the top level, the list has one element per 'discovery' dataset. Each
of these elements is a list that has one element per 'test' dataset analysed for that 'discovery'
dataset. Each of these elements is also a list, containing the following objects:

• observed: A matrix of the observed values for the module preservation statistics. Rows
correspond to modules, and columns to the module preservation statistics.

• nulls: A three dimensional array containing the values of the module preservation statistics
evaluated on random permutation of module assignment in the test network. Rows correspond
to modules, columns to the module preservation statistics, and the third dimension to the
permutations.

• p.values: A matrix of p-values for the observed module preservation statistics as evaluated
through a permutation test using the corresponding values in nulls.

• nVarsPresent: A vector containing the number of variables that are present in the test dataset
for each module.

• propVarsPresent: A vector containing the proportion of variables present in the test dataset
for each module. Modules where this is less than 1 should be investigated further before
making judgements about preservation to ensure that the missing variables are not the most
connected ones.

• contingency: If moduleAssignments are present for both the discovery and test datasets,
then a contingency table showing the overlap between modules across datasets is returned.
Rows correspond to modules in the discovery dataset, columns to modules in the test dataset.

When simplify = TRUE then the simplest possible structure will be returned. E.g. if module
preservation is tested in only one dataset, then the returned list will have only the above elements.

When simplify = FALSE then a nested list of datasets will always be returned, i.e. each element at
the top level and second level correspond to a dataset, e.g. results[["Dataset1"]][["Dataset2"]]
indicates an analysis where modules discovered in "Dataset1" are assessed for preservation in
"Dataset2". Dataset comparisons which have not been assessed will contain NULL.

References

1. Ritchie, S.C., et al., A scalable permutation approach reveals replication and preservation
patterns of network modules in large datasets. Cell Systems. 3, 71-82 (2016).

2. Langfelder, P., Luo, R., Oldham, M. C. & Horvath, S. Is my network module preserved and
reproducible? PLoS Comput. Biol. 7, e1001057 (2011).

3. Phipson, B. & Smyth, G. K. Permutation P-values should never be zero: calculating exact
P-values when permutations are randomly drawn. Stat. Appl. Genet. Mol. Biol. 9, Article39
(2010).

4. Langfelder, P. & Horvath, S. WGCNA: an R package for weighted correlation network analy-
sis. BMC Bioinformatics 9, 559 (2008).
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See Also

Functions for: visualising network modules, calculating module topology, calculating permutation
test P-values, and splitting computation over multiple machines.

Examples

# load in example data, correlation, and network matrices for a discovery and test dataset:
data("NetRep")

# Set up input lists for each input matrix type across datasets. The list
# elements can have any names, so long as they are consistent between the
# inputs.
network_list <- list(discovery=discovery_network, test=test_network)
data_list <- list(discovery=discovery_data, test=test_data)
correlation_list <- list(discovery=discovery_correlation, test=test_correlation)
labels_list <- list(discovery=module_labels)

# Assess module preservation: you should run at least 10,000 permutations
preservation <- modulePreservation(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, nPerm=1000, discovery="discovery",
test="test", nThreads=2

)

NetRep Fast permutation procedure for testing network module replication

Description

Functions for assessing the replication/preservation of a network module’s topology across datasets
through permutation testing. This is suitable for networks that can be meaningfully inferred from
multiple datasets. These include gene coexpression networks, protein-protein interaction networks,
and microbial interaction networks. Modules within these networks consist of groups of nodes
that are particularly interesting: for example a group of tightly connected genes associated with a
disease, groups of genes annotated with the same term in the Gene Ontology database, or groups of
interacting microbial species, i.e. communities. Application of this method can answer questions
such as; (1) do the relationships between genes in a module replicate in an independent cohort?
(2) are these gene coexpression modules preserved across tissues or tissue specific? (3) are these
modules conserved across species? (4) are microbial communities preserved across multiple spatial
locations?

Details

The main function for this package is modulePreservation. Several functions for downstream
are also provided: networkProperties for calculating the topological properties of a module, and
plotModule for visualising a module.
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networkProperties Calculate the topological properties for a network module

Description

Calculates the network properties used to assess module preservation for one or more modules in a
user specified dataset.

Usage

networkProperties(network, data, correlation, moduleAssignments = NULL,
modules = NULL, backgroundLabel = "0", discovery = NULL, test = NULL,
simplify = TRUE, verbose = TRUE)

Arguments

network a list of interaction networks, one for each dataset. Each entry of the list should
be a n∗nmatrix or where each element contains the edge weight between nodes
i and j in the inferred network for that dataset.

data a list of matrices, one for each dataset. Each entry of the list should be the
data used to infer the interaction network for that dataset. The columns should
correspond to variables in the data (nodes in the network) and rows to samples
in that dataset.

correlation a list of matrices, one for each dataset. Each entry of the list should be a n ∗ n
matrix where each element contains the correlation coefficient between nodes i
and j in the data used to infer the interaction network for that dataset.

moduleAssignments

a list of vectors, one for each discovery dataset, containing the module assign-
ments for each node in that dataset.

modules a list of vectors, one for each discovery dataset, of modules to perform the anal-
ysis on. If unspecified, all modules in each discovery dataset will be analysed,
with the exception of those specified in backgroundLabel argument.

backgroundLabel

a single label given to nodes that do not belong to any module in the moduleAssignments
argument.

discovery a vector of names or indices denoting the discovery dataset(s) in the data,
correlation, network, moduleAssignments, modules, and test lists.

test a list of vectors, one for each discovery dataset, of names or indices denoting
the test dataset(s) in the data, correlation, and network lists.

simplify logical; if TRUE, simplify the structure of the output list if possible (see Return
Value).

verbose logical; should progress be reported? Default is TRUE.

Details

Input data structures:: The preservation of network modules in a second dataset is quantified
by measuring the preservation of topological properties between the discovery and test datasets.
These properties are calculated not only from the interaction networks inferred in each dataset,
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but also from the data used to infer those networks (e.g. gene expression data) as well as the
correlation structure between variables/nodes. Thus, all functions in the NetRep package have the
following arguments:

• network: a list of interaction networks, one for each dataset.
• data: a list of data matrices used to infer those networks, one for each dataset.
• correlation: a list of matrices containing the pairwise correlation coefficients between

variables/nodes in each dataset.
• moduleAssignments: a list of vectors, one for each discovery dataset, containing the module

assignments for each node in that dataset.
• modules: a list of vectors, one for each discovery dataset, containing the names of the mod-

ules from that dataset to analyse.
• discovery: a vector indicating the names or indices of the previous arguments’ lists to use

as the discovery dataset(s) for the analyses.
• test: a list of vectors, one vector for each discovery dataset, containing the names or indices

of the network, data, and correlation argument lists to use as the test dataset(s) for the
analysis of each discovery dataset.

The formatting of these arguments is not strict: each function will attempt to make sense of the
user input. For example, if there is only one discovery dataset, then input to the moduleAssigments
and test arguments may be vectors, rather than lists. If the networkProperties are being cal-
culate within the discovery or test datasets, then the discovery and test arguments do not need
to be specified, and the input matrices for the network, data, and correlation arguments do not
need to be wrapped in a list.

Analysing large datasets:: Matrices in the network, data, and correlation lists can be sup-
plied as disk.matrix objects. This class allows matrix data to be kept on disk and loaded as re-
quired by NetRep. This dramatically decreases memory usage: the matrices for only one dataset
will be kept in RAM at any point in time.

Value

A nested list structure. At the top level, the list has one element per 'discovery' dataset. Each
of these elements is a list that has one element per 'test' dataset analysed for that 'discovery'
dataset. Each of these elements is a list that has one element per 'modules' specified. Each of
these is a list containing the following objects:

• 'degree': The weighted within-module degree: the sum of edge weights for each node in the
module.

• 'avgWeight': The average edge weight within the module.

If the 'data' used to infer the 'test' network is provided then the following are also returned:

• 'summary': A vector summarising the module across each sample. This is calculated as the
first eigenvector of the module from a principal component analysis.

• 'contribution': The node contribution: the similarity between each node and the module
summary profile ('summary').

• 'coherence': The proportion of module variance explained by the 'summary' vector.

When simplify = TRUE then the simplest possible structure will be returned. E.g. if the network
properties are requested for only one module in only one dataset, then the returned list will have
only the above elements.
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When simplify = FALSE then a nested list of datasets will always be returned, i.e. each element at
the top level and second level correspond to a dataset, and each element at the third level will corre-
spond to modules discovered in the dataset specified at the top level if module labels are provided in
the corresponding moduleAssignments list element. E.g. results[["Dataset1"]][["Dataset2"]][["module1"]]
will contain the properties of "module1" as calculated in "Dataset2", where "module1" was inden-
tified in "Dataset1". Modules and datasets for which calculation of the network properties have not
been requested will contain NULL.

See Also

Getting nodes ordered by degree., and Ordering samples by module summary

Examples

# load in example data, correlation, and network matrices for a discovery and test dataset:
data("NetRep")

# Set up input lists for each input matrix type across datasets. The list
# elements can have any names, so long as they are consistent between the
# inputs.
network_list <- list(discovery=discovery_network, test=test_network)
data_list <- list(discovery=discovery_data, test=test_data)
correlation_list <- list(discovery=discovery_correlation, test=test_correlation)
labels_list <- list(discovery=module_labels)

# Calculate the topological properties of all network modules in the discovery dataset
props <- networkProperties(

network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list

)

# Calculate the topological properties in the test dataset for the same modules
test_props <- networkProperties(

network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, discovery="discovery", test="test"

)

nodeOrder Order nodes in descending order of weighted degree and order mod-
ules by the similarity of their summary vectors.

Description

Order nodes in descending order of weighted degree and order modules by the similarity of their
summary vectors.

Usage

nodeOrder(network, data, correlation, moduleAssignments = NULL,
modules = NULL, backgroundLabel = "0", discovery = NULL, test = NULL,
na.rm = FALSE, orderModules = TRUE, mean = FALSE, simplify = TRUE,
verbose = TRUE)
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Arguments

network a list of interaction networks, one for each dataset. Each entry of the list should
be a n∗nmatrix or where each element contains the edge weight between nodes
i and j in the inferred network for that dataset.

data a list of matrices, one for each dataset. Each entry of the list should be the
data used to infer the interaction network for that dataset. The columns should
correspond to variables in the data (nodes in the network) and rows to samples
in that dataset.

correlation a list of matrices, one for each dataset. Each entry of the list should be a n ∗ n
matrix where each element contains the correlation coefficient between nodes i
and j in the data used to infer the interaction network for that dataset.

moduleAssignments

a list of vectors, one for each discovery dataset, containing the module assign-
ments for each node in that dataset.

modules a list of vectors, one for each discovery dataset, of modules to perform the anal-
ysis on. If unspecified, all modules in each discovery dataset will be analysed,
with the exception of those specified in backgroundLabel argument.

backgroundLabel

a single label given to nodes that do not belong to any module in the moduleAssignments
argument.

discovery a vector of names or indices denoting the discovery dataset(s) in the data,
correlation, network, moduleAssignments, modules, and test lists.

test a list of vectors, one for each discovery dataset, of names or indices denoting
the test dataset(s) in the data, correlation, and network lists.

na.rm logical; If TRUE, nodes and modules present in the discovery dataset but miss-
ing from the test dataset are excluded. If FALSE, missing nodes and modules are
put last in the ordering.

orderModules logical; if TRUE modules ordered by clustering their summary vectors. If FALSE
modules are returned in the order provided.

mean logical; if TRUE, node order will be calculated for each discovery dataset by
averaging the weighted degree and pooling module summary vectors across the
specified test datasets. If FALSE, the node order is calculated separately in each
test dataset.

simplify logical; if TRUE, simplify the structure of the output list if possible (see Return
Value).

verbose logical; should progress be reported? Default is TRUE.

Details

Input data structures:: The preservation of network modules in a second dataset is quantified
by measuring the preservation of topological properties between the discovery and test datasets.
These properties are calculated not only from the interaction networks inferred in each dataset,
but also from the data used to infer those networks (e.g. gene expression data) as well as the
correlation structure between variables/nodes. Thus, all functions in the NetRep package have the
following arguments:

• network: a list of interaction networks, one for each dataset.
• data: a list of data matrices used to infer those networks, one for each dataset.
• correlation: a list of matrices containing the pairwise correlation coefficients between

variables/nodes in each dataset.
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• moduleAssignments: a list of vectors, one for each discovery dataset, containing the module
assignments for each node in that dataset.

• modules: a list of vectors, one for each discovery dataset, containing the names of the mod-
ules from that dataset to analyse.

• discovery: a vector indicating the names or indices of the previous arguments’ lists to use
as the discovery dataset(s) for the analyses.

• test: a list of vectors, one vector for each discovery dataset, containing the names or indices
of the network, data, and correlation argument lists to use as the test dataset(s) for the
analysis of each discovery dataset.

The formatting of these arguments is not strict: each function will attempt to make sense of the
user input. For example, if there is only one discovery dataset, then input to the moduleAssigments
and test arguments may be vectors, rather than lists. If the nodeOrder are being calculate within
the discovery or test datasets, then the discovery and test arguments do not need to be speci-
fied, and the input matrices for the network, data, and correlation arguments do not need to
be wrapped in a list.

Analysing large datasets:: Matrices in the network, data, and correlation lists can be sup-
plied as disk.matrix objects. This class allows matrix data to be kept on disk and loaded as re-
quired by NetRep. This dramatically decreases memory usage: the matrices for only one dataset
will be kept in RAM at any point in time.

Mean weighted degree:: When multiple 'test' datasets are specified and 'mean' is TRUE,
then the order of nodes will be determine by the average of each node’s weighted degree across
datasets. The weighted degree in each dataset is scaled to the node with the maximum weighted
degree in that module in that dataset: this prevents differences in average edge weight across
datasets from influencing the outcome (otherwise the mean would be weighted by the overall den-
sity of connections in the module). Thus, the mean weighted degree is a robust measure of a node’s
relative importance to a module across datasets. The mean is calculated with 'na.rm=TRUE':
where a node is missing it does not contribute to the mean.

Value

A nested list structure. At the top level, the list has one element per 'discovery' dataset. Each
of these elements is a list that has one element per 'test' dataset analysed for that 'discovery'
dataset. Each of these elements is a list that has one element per 'modules' specified, containing a
vector of node names for the requested module. When simplify = TRUE then the simplest possible
structure will be returned. E.g. if the node ordering are requested for module(s) in only one dataset,
then a single vector of node labels will be returned.

When simplify = FALSE then a nested list of datasets will always be returned, i.e. each element at
the top level and second level correspond to a dataset, and each element at the third level will corre-
spond to modules discovered in the dataset specified at the top level if module labels are provided in
the corresponding moduleAssignments list element. E.g. results[["Dataset1"]][["Dataset2"]][["module1"]]
will contain the order of nodes calculated in "Dataset2", where "module1" was indentified in "Dataset1".
Modules and datasets for which calculation of the node order have not been requested will contain
NULL.

References

1. Langfelder, P., Mischel, P. S. & Horvath, S. When is hub gene selection better than standard
meta-analysis? PLoS One 8, e61505 (2013).
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See Also

networkProperties

Examples

# load in example data, correlation, and network matrices for a discovery
# and test dataset:
data("NetRep")

# Set up input lists for each input matrix type across datasets. The list
# elements can have any names, so long as they are consistent between the
# inputs.
network_list <- list(discovery=discovery_network, test=test_network)
data_list <- list(discovery=discovery_data, test=test_data)
correlation_list <- list(discovery=discovery_correlation, test=test_correlation)
labels_list <- list(discovery=module_labels)

# Sort modules by similarity and nodes within each module by their weighted
# degree
nodes <- nodeOrder(

network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list

)

permutationTest Permutation test P-values for module preservation statistics

Description

Evaluates the statistical significance of each module preservation test statistic for one or more mod-
ules.

requiredPerms: how many permutations do I need to be able to detect significance at a given
threshold alpha?

Usage

permutationTest(nulls, observed, nVarsPresent, totalSize,
alternative = "greater")

requiredPerms(alpha, alternative = "greater")

Arguments

nulls a 3-dimension matrix where the columns correspond to module preservation
statistics, rows correspond to modules, and the third dimension to null distribu-
tion observations drawn from the permutation procedure in modulePreservation.

observed a matrix of observed values for each module preservation statistc (columns) for
each module (rows) returned from modulePreservation.

nVarsPresent a vector containing the number of variables/nodes in each module that was
present in the test dataset. Returned as a list element of the same name by
modulePreservation.
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totalSize the size of the test network used to perform the test. Returned as a list element
of the same name by modulePreservation.

alternative a character string specifying the alternative hypothesis, must be one of "greater"
(default), "less", or "two.sided". You can specify just the initial letter.

alpha desired significance threshold.

Details

Calculates exact p-values for permutation tests when permutations are randomly drawn with re-
placement using the permp function in the statmod package.

This function may be useful for re-calculating permutation test P-values, for example when there
are missing values due to sparse data. In this case the user may decide that these missing values
should be assigned 0 so that P-values aren’t signficant purely due to many incalculable statistics
leading to low power.

Value

The minimum number of permutations required to detect any significant associations at the provided
alpha. The minimum p-value will always be smaller than alpha.

References

1. Phipson, B. & Smyth, G. K. Permutation P-values should never be zero: calculating exact
P-values when permutations are randomly drawn. Stat. Appl. Genet. Mol. Biol. 9, Article39
(2010).

Examples

data("NetRep")

# Set up input lists for each input matrix type across datasets. The list
# elements can have any names, so long as they are consistent between the
# inputs.
network_list <- list(discovery=discovery_network, test=test_network)
data_list <- list(discovery=discovery_data, test=test_data)
correlation_list <- list(discovery=discovery_correlation, test=test_correlation)
labels_list <- list(discovery=module_labels)

# How many permutations are required to Bonferroni adjust for the 4 modules
# in the example data?
nPerm <- requiredPerms(0.05/4)

# Note that we recommend running at least 10,000 permutations to make sure
# that the null distributions are representative.

preservation <- modulePreservation(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, nPerm=nPerm, discovery="discovery",
test="test"

)

# Re-calculate the permutation test P-values
p.values <- permutationTest(

preservation$nulls, preservation$observed, preservation$nVarsPresent,
preservation$totalSize, preservation$alternative
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)

plotModule Plot the topology of a network module

Description

Plot the correlation structure, network edges, scaled weighted degree, node contribtuion, module
data, and module summary vectors of one or more network modules.

Individual components of the module plot can be plotted using plotCorrelation, plotNetwork,
plotDegree, plotContribution, plotData, and plotSummary.

Usage

plotModule(network, data, correlation, moduleAssignments = NULL,
modules = NULL, backgroundLabel = "0", discovery = NULL, test = NULL,
verbose = TRUE, orderSamplesBy = NULL, orderNodesBy = NULL,
orderModules = TRUE, plotNodeNames = TRUE, plotSampleNames = TRUE,
plotModuleNames = NULL, main = "Module Topology", main.line = 1,
drawBorders = FALSE, lwd = 1, naxt.line = -0.5, saxt.line = -0.5,
maxt.line = NULL, xaxt.line = -0.5, xaxt.tck = -0.025,
xlab.line = 2.5, yaxt.line = 0, yaxt.tck = -0.15, ylab.line = 2.5,
laxt.line = 2.5, laxt.tck = 0.04, cex.axis = 0.8,
legend.main.line = 1.5, cex.lab = 1.2, cex.main = 2, dataCols = NULL,
dataRange = NULL, corCols = correlation.palette(), corRange = c(-1, 1),
netCols = network.palette(), netRange = c(0, 1), degreeCol = "#feb24c",
contribCols = c("#A50026", "#313695"), summaryCols = c("#1B7837",
"#762A83"), naCol = "#bdbdbd", dryRun = FALSE)

Arguments

network a list of interaction networks, one for each dataset. Each entry of the list should
be a n∗nmatrix or where each element contains the edge weight between nodes
i and j in the inferred network for that dataset.

data a list of matrices, one for each dataset. Each entry of the list should be the
data used to infer the interaction network for that dataset. The columns should
correspond to variables in the data (nodes in the network) and rows to samples
in that dataset.

correlation a list of matrices, one for each dataset. Each entry of the list should be a n ∗ n
matrix where each element contains the correlation coefficient between nodes i
and j in the data used to infer the interaction network for that dataset.

moduleAssignments

a list of vectors, one for each discovery dataset, containing the module assign-
ments for each node in that dataset.

modules a list of vectors, one for each discovery dataset, of modules to perform the anal-
ysis on. If unspecified, all modules in each discovery dataset will be analysed,
with the exception of those specified in backgroundLabel argument.
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backgroundLabel

a single label given to nodes that do not belong to any module in the moduleAssignments
argument.

discovery a vector of names or indices denoting the discovery dataset(s) in the data,
correlation, network, moduleAssignments, modules, and test lists.

test a list of vectors, one for each discovery dataset, of names or indices denoting
the test dataset(s) in the data, correlation, and network lists.

verbose logical; should progress be reported? Default is TRUE.

orderSamplesBy NULL (default), NA, or a vector containing a single dataset name or index. Con-
trols how samples are ordered on the plot (see details).

orderNodesBy NULL (default), NA, or a vector of dataset names or indices. Controls how nodes
are ordered on the plot (see details).

orderModules logical; if TRUE modules ordered by clustering their summary vectors. If FALSE
modules are returned in the order provided.

plotNodeNames logical; controls whether the node names are drawed on the bottom axis.
plotSampleNames

logical; controls whether the sample names are drawed on the left axis.
plotModuleNames

logical; controls whether module names are drawed. The default is for module
names to be drawed when multiple modules are drawn.

main title for the plot.

main.line the number of lines into the top margin at which the plot title will be drawn.

drawBorders logical; if TRUE, borders are drawn around the weighted degree, node conribu-
tion, and module summary bar plots.

lwd line width for borders and axes.

naxt.line the number of lines into the bottom margin at which the node names will be
drawn.

saxt.line the number of lines into the left margin at which the sample names will be drawn.

maxt.line the number of lines into the bottom margin at which the module names will be
drawn.

xaxt.line the number of lines into the bottom margin at which the x-axis tick labels will
be drawn on the module summary bar plot.

xaxt.tck the size of the x-axis ticks for the module summary bar plot.

xlab.line the number of lines into the bottom margin at which the x axis label on the
module summary bar plot(s) will be drawn.

yaxt.line the number of lines into the left margin at which the y-axis tick labels will be
drawn on the weighted degree and node contribution bar plots.

yaxt.tck the size of the y-axis ticks for the weighted degree and node contribution bar
plots.

ylab.line the number of lines into the left margin at which the y axis labels on the weighted
degree and node contribution bar plots will be drawn.

laxt.line the distance from the legend to draw the legend axis labels, as multiple of
laxt.tck.

laxt.tck size of the ticks on each axis legend relative to the size of the correlation, edge
weights, and data matrix heatmaps.
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cex.axis relative size of the node and sample names.
legend.main.line

the distance from the legend to draw the legend title.

cex.lab relative size of the module names and legend titles.

cex.main relative size of the plot titles.

dataCols a character vector of colors to create a gradient from for the data heatmap (see
details). Automatically determined if NA or NULL.

dataRange the range of values to map to the dataCols gradient (see details). Automatically
determined if NA or NULL.

corCols a character vector of colors to create a gradient from for the correlation structure
heatmap (see details).

corRange the range of values to map to the corCols gradient (see details).

netCols a character vector of colors to create a gradient from for the network edge weight
heatmap (see details).

netRange the range of values to map to the corCols gradient (see details). Automatically
determined if NA or NULL.

degreeCol color to use for the weighted degree bar plot.

contribCols color(s) to use for the node contribution bar plot (see details).

summaryCols color(s) to use for the node contribution bar plot (see details).

naCol color to use for missing nodes and samples on the data, correlation structure,
and network edge weight heat maps.

dryRun logical; if TRUE, only the axes and labels will be drawed.

Details

Input data structures:: The preservation of network modules in a second dataset is quantified
by measuring the preservation of topological properties between the discovery and test datasets.
These properties are calculated not only from the interaction networks inferred in each dataset,
but also from the data used to infer those networks (e.g. gene expression data) as well as the
correlation structure between variables/nodes. Thus, all functions in the NetRep package have the
following arguments:

• network: a list of interaction networks, one for each dataset.
• data: a list of data matrices used to infer those networks, one for each dataset.
• correlation: a list of matrices containing the pairwise correlation coefficients between

variables/nodes in each dataset.
• moduleAssignments: a list of vectors, one for each discovery dataset, containing the module

assignments for each node in that dataset.
• modules: a list of vectors, one for each discovery dataset, containing the names of the mod-

ules from that dataset to analyse.
• discovery: a vector indicating the names or indices of the previous arguments’ lists to use

as the discovery dataset(s) for the analyses.
• test: a list of vectors, one vector for each discovery dataset, containing the names or indices

of the network, data, and correlation argument lists to use as the test dataset(s) for the
analysis of each discovery dataset.

The formatting of these arguments is not strict: each function will attempt to make sense of the
user input. For example, if there is only one discovery dataset, then input to the moduleAssigments
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and test arguments may be vectors, rather than lists. If the node and sample ordering is being cal-
culated within the same dataset being visualised, then the discovery and test arguments do not
need to be specified, and the input matrices for the network, data, and correlation arguments
do not need to be wrapped in a list.

Analysing large datasets:: Matrices in the network, data, and correlation lists can be sup-
plied as disk.matrix objects. This class allows matrix data to be kept on disk and loaded as re-
quired by NetRep. This dramatically decreases memory usage: the matrices for only one dataset
will be kept in RAM at any point in time.

Node, sample, and module ordering:: By default, nodes are ordered in decreasing order of
weighted degree in the discovery dataset (see nodeOrder). Missing nodes are colored in grey.
This facilitates the visual comparison of modules across datasets, as the node ordering will be
preserved.
Alternatively, a vector containing the names or indices of one or more datasets can be provided to
the orderNodesBy argument.
If a single dataset is provided, then nodes will be ordered in decreasing order of weighted degree
in that dataset. Only nodes that are present in this dataset will be drawn when ordering nodes by
a dataset that is not the discovery dataset for the requested modules(s).
If multiple datasets are provided then the weighted degree will be averaged across these datasets
(see nodeOrder for more details). This is useful for obtaining a robust ordering of nodes by relative
importance, assuming the modules displayed are preserved in those datasets.
Ordering of nodes by weighted degree can be suppressed by setting orderNodesBy to NA, in which
case nodes will be ordered as in the matrices provided in the network, data, and correlation
arguments.
When multiple modules are drawn, modules are ordered by the similarity of their summary vectors
in the dataset(s) specified in orderNodesBy argument. If multiple datasets are provided to the
orderNodesBy argument then the module summary vectors are concatenated across datasets.
By default, samples in the data heatmap and accompanying module summary bar plot are ordered
in descending order of module summary in the drawn dataset (specified by the test argument). If
multiple modules are drawn, samples are ordered as per the left-most module on the plot.
Alternatively, a vector containing the name or index of another dataset may be provided to the
orderSamplesBy argument. In this case, samples will be ordered in descending order of module
summary in the specified dataset. This is useful when comparing different measurements across
samples, for example, gene expression data obtained from multiple tissues samples across the
same individuals. If the dataset specified is the discovery dataset, then missing samples will be
displayed as horizontal grey bars. If the dataset specified is one of the other datasets, then only
samples present in both the specified dataset and the test dataset will be displayed.
Order of samples by module summary can be suppressed by setting orderSamplesBy to NA, in
which case samples will be order as in the matrix provided to the data argument for the drawn
dataset.

Weighted degree scaling:: When drawn on a plot, the weighted degree of each node is scaled
to the maximum weighted degree within its module. The scaled weighted degree is measure of
relative importance for each node to its module. This makes visualisation of multiple modules
with different sizes and densities possible. However, the scaled weighted degree should only be
interpreted for groups of nodes that have an apparent module structure.

Plot layout and device size: For optimal results we recommend viewing single modules on a
PNG device with a width of 1500, a height of 2700 and a nominal resolution of 300 (png(filename, width=5*300, height=9*300, res=300))).
Warning: PDF and other vectorized devices should not be used when plotting more than a hun-
dred nodes. Large files will be generated which may cause image editing programs such as
Inkscape or Illustrator to crash when polishing figures for publication.
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When dryRun is TRUE only the axes, legends, labels, and title will be drawn, allowing for quick
iteration of customisable parameters to get the plot layout correct.
If axis labels or legends are drawn off screen then the margins of the plot should be adjusted prior
to plotting using the par command to increase the margin size (see the "mar" option in the par
help page).
The size of text labels can be modified by increasing or decreasing the cex.main, cex.lab, and
cex.axis arguments:

• cex.main: controls the size of the plot title (specified in the main argument).
• cex.lab: controls the size of the axis labels on the weighted degree, node contribution, and

module summary bar plots as well as the size of the module labels and the heatmap legend
titles.

• cex.axis: contols the size of the axis tick labels, including the node and sample labels.

The position of these labels can be changed through the following arguments:

• xaxt.line: controls the distance from the plot the x-axis tick labels are drawn on the module
summary bar plot.

• xlab.line: controls the distance from the plot the x-axis label is drawn on the module
summary bar plot.

• yaxt.line: controls the distance from the plot the y-axis tick labels are drawn on the
weighted degree and node contribution bar plots.

• ylab.line: controls the distance from the plot the y-axis label is drawn on the weighted
degree and node contribution bar plots.

• main.line: controls the distance from the plot the title is drawn.
• naxt.line: controls the distance from the plot the node labels are drawn.
• saxt.line: controls the distance from the plot the sample labels are drawn.
• maxt.line: controls the distance from the plot the module labels are drawn.
• laxt.line: controls the distance from the heatmap legends that the gradient legend labels

are drawn.
• legend.main.line: controls the distance from the heatmap legends that the legend title is

drawn.

The rendering of node, sample, and module names can be disabled by setting plotNodeNames,
plotSampleNames, and plotModuleNames to FALSE.
The size of the axis ticks can be changed by increasing or decreasing the following arguments:

• xaxt.tck: size of the x-axis tick labels as a multiple of the height of the module summary
bar plot

• yaxt.tck: size of the y-axis tick labels as a multiple of the width of the weighted degree or
node contribution bar plots.

• laxt.tck: size of the heatmap legend axis ticks as a multiple of the width of the data,
correlation structure, or network edge weight heatmaps.

The drawBorders argument controls whether borders are drawn around the weighted degree,
node contribution, or module summary bar plots. The lwd argument controls the thickness of
these borders, as well as the thickness of axes and axis ticks.

Modifying the color palettes:: The dataCols and dataRange arguments control the appearance
of the data heatmap (see plotData). The gradient of colors used on the heatmap can be changed
by specifying a vector of colors to interpolate between in dataCols and dataRange specifies the
range of values that maps to this gradient. Values outside of the specified dataRange will be
rendered with the colors used at either extreme of the gradient. The default gradient is determined
based on the data shown on the plot. If all values in the data matrix are positive, then the
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gradient is interpolated between white and green, where white is used for the smallest value and
green for the largest. If all values are negative, then the gradient is interpolated between purple
and white, where purple is used for the smallest value and white for the value closest to zero.
If the data contains both positive and negative values, then the gradient is interpolated between
purple, white, and green, where white is used for values of zero. In this case the range shown is
always centered at zero, with the values at either extreme determined by the value in the rendered
data with the strongest magnitude (the maximum of the absolute value).
The corCols and corRange arguments control the appearance of the correlation structure heatmap
(see plotCorrelation). The gradient of colors used on the heatmap can be changed by speci-
fying a vector of colors to interpolate between in corCols. By default, strong negative correla-
tions are shown in blue, and strong positive correlations in red, and weak correlations as white.
corRange controls the range of values that this gradient maps to, by default, -1 to 1. Changing
this may be useful for showing differences where range of correlation coefficients is small.
The netCols and netRange arguments control the appearance of the network edge weight heatmap
(see plotNetwork). The gradient of colors used on the heatmap can be changed by specifying
a vector of colors to interpolate between in netCols. By default, weak or non-edges are shown
in white, while strong edges are shown in red. The netRange controls the range of values this
gradient maps to, by default, 0 to 1. If netRange is set to NA, then the gradient will be mapped to
values between 0 and the maximum edge weight of the shown network.
The degreeCol argument controls the color of the weighted degree bar plot (see plotDegree).
The contribCols argument controls the color of the node contribution bar plot (see plotContribution.
This can be specified as single value to be used for all nodes, or as two colors: one to use for nodes
with positive contributions and one to use for nodes with negative contributions.
The summaryCols argument controls the color of the module summary bar plot (see plotSummary.
This can be specified as single value to be used for all samples, or as two colors: one to use for
samples with a positive module summary value and one fpr samples with a negative module
summary value.
The naCol argument controls the color of missing nodes and samples on the data, correlaton
structure, and network edge weight heatmaps.

Embedding in Rmarkdown documents: The chunk option fig.keep="last" should be set to
avoid an empty plot being embedded above the plot generated by plotModule. This empty plot
is generated so that an error will be thrown as early as possible if the margins are too small to be
displayed. Normally, these are drawn over with the actual plot components when drawing the plot
on other graphical devices.

See Also

plotCorrelation, plotNetwork, plotDegree, plotContribution, plotData, and plotSummary.

Examples

# load in example data, correlation, and network matrices for a discovery
# and test dataset:
data("NetRep")

# Set up input lists for each input matrix type across datasets. The list
# elements can have any names, so long as they are consistent between the
# inputs.
network_list <- list(discovery=discovery_network, test=test_network)
data_list <- list(discovery=discovery_data, test=test_data)
correlation_list <- list(discovery=discovery_correlation, test=test_correlation)
labels_list <- list(discovery=module_labels)
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# Plot module 1, 2 and 4 in the discovery dataset
plotModule(

network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules=c(1, 2, 4)

)

# Now plot them in the test dataset (module 2 does not replicate)
plotModule(

network=network_list,data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules=c(1, 2, 4), discovery="discovery",
test="test"

)

# Plot modules 1 and 4, which replicate, in the test datset ordering nodes
# by weighted degree averaged across the two datasets
plotModule(

network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules=c(1, 4), discovery="discovery",
test="test", orderNodesBy=c("discovery", "test")

)

plotTopology Plot a topological feature of network module

Description

Functions for plotting the topology of a network module.

plotData: Plot a heatmap of the data matrix for one or more network modules.

plotCorrelation: Plot a heatmap of the correlation structure for one or more network modules.

plotNetwork: Plot a heatmap of the edge weights for one or more network modules.

plotContribution: Plot a bar chart of the node contribution for one or more network modules.

plotDegree: Plot a bar chart of the scaled weighted degree (see details) for one or more network
modules.

plotSummary: Plot bar charts of the module summary vectors of one or more network modules.

Usage

plotData(network, data, correlation, moduleAssignments = NULL,
modules = NULL, backgroundLabel = "0", discovery = NULL, test = NULL,
verbose = TRUE, orderSamplesBy = NULL, orderNodesBy = NULL,
orderModules = TRUE, plotNodeNames = TRUE, plotSampleNames = TRUE,
plotModuleNames = NULL, main = "", main.line = 1, lwd = 1,
plotLegend = TRUE, legend.main = "Data", legend.main.line = 1,
naxt.line = -0.5, saxt.line = -0.5, maxt.line = 3,
legend.position = 0.15, laxt.tck = 0.03, laxt.line = 3,
cex.axis = 0.8, cex.lab = 1.2, cex.main = 2, dataCols = NULL,
dataRange = NULL, naCol = "#bdbdbd", dryRun = FALSE)

plotCorrelation(network, data, correlation, moduleAssignments = NULL,
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modules = NULL, backgroundLabel = "0", discovery = NULL, test = NULL,
verbose = TRUE, orderNodesBy = NULL, symmetric = FALSE,
orderModules = TRUE, plotNodeNames = TRUE, plotModuleNames = NULL,
main = "", main.line = 1, lwd = 1, plotLegend = TRUE,
legend.main = "Correlation", legend.main.line = 1, naxt.line = -0.5,
maxt.line = 3, legend.position = NULL, laxt.tck = NULL,
laxt.line = NULL, cex.axis = 0.8, cex.lab = 1.2, cex.main = 2,
corCols = correlation.palette(), corRange = c(-1, 1), naCol = "#bdbdbd",
dryRun = FALSE)

plotNetwork(network, data, correlation, moduleAssignments = NULL,
modules = NULL, backgroundLabel = "0", discovery = NULL, test = NULL,
verbose = TRUE, orderNodesBy = NULL, symmetric = FALSE,
orderModules = TRUE, plotNodeNames = TRUE, plotModuleNames = NULL,
main = "", main.line = 1, lwd = 1, plotLegend = TRUE,
legend.main = "Edge weight", legend.main.line = 1, naxt.line = -0.5,
maxt.line = 3, legend.position = NULL, laxt.tck = NULL,
laxt.line = NULL, cex.axis = 0.8, cex.lab = 1.2, cex.main = 2,
netCols = network.palette(), netRange = c(0, 1), naCol = "#bdbdbd",
dryRun = FALSE)

plotContribution(network, data, correlation, moduleAssignments = NULL,
modules = NULL, backgroundLabel = "0", discovery = NULL, test = NULL,
verbose = TRUE, orderNodesBy = NULL, orderModules = TRUE,
plotNodeNames = TRUE, plotModuleNames = NULL, main = "",
main.line = 1, ylab.line = 2.5, lwd = 1, drawBorders = FALSE,
naxt.line = -0.5, maxt.line = 3, yaxt.line = 0, yaxt.tck = -0.035,
cex.axis = 0.8, cex.lab = 1.2, cex.main = 2,
contribCols = c("#A50026", "#313695"), naCol = "#bdbdbd",
dryRun = FALSE)

plotDegree(network, data, correlation, moduleAssignments = NULL,
modules = NULL, backgroundLabel = "0", discovery = NULL, test = NULL,
verbose = TRUE, orderNodesBy = NULL, orderModules = TRUE,
plotNodeNames = TRUE, plotModuleNames = NULL, main = "",
main.line = 1, lwd = 1, drawBorders = FALSE, naxt.line = -0.5,
maxt.line = 3, yaxt.line = 0, yaxt.tck = -0.035, ylab.line = 2.5,
cex.axis = 0.8, cex.lab = 1.2, cex.main = 2, degreeCol = "#feb24c",
naCol = "#bdbdbd", dryRun = FALSE)

plotSummary(network, data, correlation, moduleAssignments = NULL,
modules = NULL, backgroundLabel = "0", discovery = NULL, test = NULL,
verbose = TRUE, orderSamplesBy = NULL, orderNodesBy = NULL,
orderModules = TRUE, plotSampleNames = TRUE, plotModuleNames = NULL,
main = "", main.line = 1, xlab.line = 2.5, lwd = 1,
drawBorders = FALSE, saxt.line = -0.5, maxt.line = 0, xaxt.line = 0,
xaxt.tck = -0.025, cex.axis = 0.8, cex.lab = 1.2, cex.main = 2,
summaryCols = c("#1B7837", "#762A83"), naCol = "#bdbdbd",
dryRun = FALSE)
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Arguments

network a list of interaction networks, one for each dataset. Each entry of the list should
be a n∗nmatrix or where each element contains the edge weight between nodes
i and j in the inferred network for that dataset.

data a list of matrices, one for each dataset. Each entry of the list should be the
data used to infer the interaction network for that dataset. The columns should
correspond to variables in the data (nodes in the network) and rows to samples
in that dataset.

correlation a list of matrices, one for each dataset. Each entry of the list should be a n ∗ n
matrix where each element contains the correlation coefficient between nodes i
and j in the data used to infer the interaction network for that dataset.

moduleAssignments

a list of vectors, one for each discovery dataset, containing the module assign-
ments for each node in that dataset.

modules a list of vectors, one for each discovery dataset, of modules to perform the anal-
ysis on. If unspecified, all modules in each discovery dataset will be analysed,
with the exception of those specified in backgroundLabel argument.

backgroundLabel

a single label given to nodes that do not belong to any module in the moduleAssignments
argument.

discovery a vector of names or indices denoting the discovery dataset(s) in the data,
correlation, network, moduleAssignments, modules, and test lists.

test a list of vectors, one for each discovery dataset, of names or indices denoting
the test dataset(s) in the data, correlation, and network lists.

verbose logical; should progress be reported? Default is TRUE.

orderSamplesBy NULL (default), NA, or a vector containing a single dataset name or index. Con-
trols how samples are ordered on the plot (see details).

orderNodesBy NULL (default), NA, or a vector of dataset names or indices. Controls how nodes
are ordered on the plot (see details).

orderModules logical; if TRUE modules ordered by clustering their summary vectors. If FALSE
modules are returned in the order provided.

plotNodeNames logical; controls whether the node names are drawed on the bottom axis.
plotSampleNames

logical; controls whether the sample names are drawed on the left axis.
plotModuleNames

logical; controls whether module names are drawed. The default is for module
names to be drawed when multiple modules are drawn.

main title for the plot.

main.line the number of lines into the top margin at which the plot title will be drawn.

lwd line width for borders and axes.

plotLegend logical; controls whether a legend is drawn when using plotCorrelation,
plotNetwork, or plotData.

legend.main title for the legend.
legend.main.line

the distance from the legend to draw the legend title.

naxt.line the number of lines into the bottom margin at which the node names will be
drawn.
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saxt.line the number of lines into the left margin at which the sample names will be drawn.

maxt.line the number of lines into the bottom margin at which the module names will be
drawn.

legend.position

the distance from the plot to start the legend, as a proportion of the plot width.

laxt.tck size of the ticks on each axis legend relative to the size of the correlation, edge
weights, and data matrix heatmaps.

laxt.line the distance from the legend to draw the legend axis labels, as multiple of
laxt.tck.

cex.axis relative size of the node and sample names.

cex.lab relative size of the module names and legend titles.

cex.main relative size of the plot titles.

dataCols a character vector of colors to create a gradient from for the data heatmap (see
details). Automatically determined if NA or NULL.

dataRange the range of values to map to the dataCols gradient (see details). Automatically
determined if NA or NULL.

naCol color to use for missing nodes and samples on the data, correlation structure,
and network edge weight heat maps.

dryRun logical; if TRUE, only the axes and labels will be drawed.

symmetric logical; controls whether the correlation and network heatmaps are drawn as
symmetric (square) heatmaps or asymettric triangle heatmaps. If symmetric,
then the node and module names will also be rendered on the left axis.

corCols a character vector of colors to create a gradient from for the correlation structure
heatmap (see details).

corRange the range of values to map to the corCols gradient (see details).

netCols a character vector of colors to create a gradient from for the network edge weight
heatmap (see details).

netRange the range of values to map to the corCols gradient (see details). Automatically
determined if NA or NULL.

ylab.line the number of lines into the left margin at which the y axis labels on the weighted
degree and node contribution bar plots will be drawn.

drawBorders logical; if TRUE, borders are drawn around the weighted degree, node conribu-
tion, and module summary bar plots.

yaxt.line the number of lines into the left margin at which the y-axis tick labels will be
drawn on the weighted degree and node contribution bar plots.

yaxt.tck the size of the y-axis ticks for the weighted degree and node contribution bar
plots.

contribCols color(s) to use for the node contribution bar plot (see details).

degreeCol color to use for the weighted degree bar plot.

xlab.line the number of lines into the bottom margin at which the x axis label on the
module summary bar plot(s) will be drawn.

xaxt.line the number of lines into the bottom margin at which the x-axis tick labels will
be drawn on the module summary bar plot.

xaxt.tck the size of the x-axis ticks for the module summary bar plot.

summaryCols color(s) to use for the node contribution bar plot (see details).
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Details

Input data structures:: The preservation of network modules in a second dataset is quantified
by measuring the preservation of topological properties between the discovery and test datasets.
These properties are calculated not only from the interaction networks inferred in each dataset,
but also from the data used to infer those networks (e.g. gene expression data) as well as the
correlation structure between variables/nodes. Thus, all functions in the NetRep package have the
following arguments:

• network: a list of interaction networks, one for each dataset.
• data: a list of data matrices used to infer those networks, one for each dataset.
• correlation: a list of matrices containing the pairwise correlation coefficients between

variables/nodes in each dataset.
• moduleAssignments: a list of vectors, one for each discovery dataset, containing the module

assignments for each node in that dataset.
• modules: a list of vectors, one for each discovery dataset, containing the names of the mod-

ules from that dataset to analyse.
• discovery: a vector indicating the names or indices of the previous arguments’ lists to use

as the discovery dataset(s) for the analyses.
• test: a list of vectors, one vector for each discovery dataset, containing the names or indices

of the network, data, and correlation argument lists to use as the test dataset(s) for the
analysis of each discovery dataset.

The formatting of these arguments is not strict: each function will attempt to make sense of the
user input. For example, if there is only one discovery dataset, then input to the moduleAssigments
and test arguments may be vectors, rather than lists. If the node and sample ordering is being cal-
culated within the same dataset being visualised, then the discovery and test arguments do not
need to be specified, and the input matrices for the network, data, and correlation arguments
do not need to be wrapped in a list.

Analysing large datasets:: Matrices in the network, data, and correlation lists can be sup-
plied as disk.matrix objects. This class allows matrix data to be kept on disk and loaded as re-
quired by NetRep. This dramatically decreases memory usage: the matrices for only one dataset
will be kept in RAM at any point in time.

Node, sample, and module ordering:: By default, nodes are ordered in decreasing order of
weighted degree in the discovery dataset (see nodeOrder). Missing nodes are colored in grey.
This facilitates the visual comparison of modules across datasets, as the node ordering will be
preserved.
Alternatively, a vector containing the names or indices of one or more datasets can be provided to
the orderNodesBy argument.
If a single dataset is provided, then nodes will be ordered in decreasing order of weighted degree
in that dataset. Only nodes that are present in this dataset will be drawn when ordering nodes by
a dataset that is not the discovery dataset for the requested modules(s).
If multiple datasets are provided then the weighted degree will be averaged across these datasets
(see nodeOrder for more details). This is useful for obtaining a robust ordering of nodes by relative
importance, assuming the modules displayed are preserved in those datasets.
Ordering of nodes by weighted degree can be suppressed by setting orderNodesBy to NA, in which
case nodes will be ordered as in the matrices provided in the network, data, and correlation
arguments.
When multiple modules are drawn, modules are ordered by the similarity of their summary vectors
in the dataset(s) specified in orderNodesBy argument. If multiple datasets are provided to the
orderNodesBy argument then the module summary vectors are concatenated across datasets.
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By default, samples in the data heatmap and accompanying module summary bar plot are ordered
in descending order of module summary in the drawn dataset (specified by the test argument). If
multiple modules are drawn, samples are ordered as per the left-most module on the plot.
Alternatively, a vector containing the name or index of another dataset may be provided to the
orderSamplesBy argument. In this case, samples will be ordered in descending order of module
summary in the specified dataset. This is useful when comparing different measurements across
samples, for example, gene expression data obtained from multiple tissues samples across the
same individuals. If the dataset specified is the discovery dataset, then missing samples will be
displayed as horizontal grey bars. If the dataset specified is one of the other datasets, then only
samples present in both the specified dataset and the test dataset will be displayed.
Order of samples by module summary can be suppressed by setting orderSamplesBy to NA, in
which case samples will be order as in the matrix provided to the data argument for the drawn
dataset.

Weighted degree scaling:: When drawn on a plot, the weighted degree of each node is scaled
to the maximum weighted degree within its module. The scaled weighted degree is measure of
relative importance for each node to its module. This makes visualisation of multiple modules
with different sizes and densities possible. However, the scaled weighted degree should only be
interpreted for groups of nodes that have an apparent module structure.

Plot layout and device size: Although reasonable default values for most parameters have been
provided, the rendering of axes and titles may need adjusting depending on the size of the plot
window. The dryRun argument is useful for quickly determining whether the plot will render
correctly. When dryRun is TRUE only the axes, legends, labels, and title will be drawn, allowing
for quick iteration of customisable parameters to get the plot layout correct.
Warning: PDF and other vectorized devices should not be used when plotting the heatmaps
with more than a hundred nodes. Large files will be generated which may cause image editing
programs such as Inkscape or Illustrator to crash when polishing figures for publication.
If axis labels or legends are drawn off screen then the margins of the plot should be adjusted prior
to plotting using the par command to increase the margin size (see the "mar" option in the par
help page).
The size of text labels can be modified by increasing or decreasing the cex.main, cex.lab, and
cex.axis arguments:

• cex.main: controls the size of the plot title (specified in the main argument).
• cex.lab: controls the size of the axis labels on the weighted degree, node contribution, and

module summary bar plots as well as the size of the module labels and the heatmap legend
titles.

• cex.axis: contols the size of the axis tick labels, including the node and sample labels.

The position of these labels can be changed through the following arguments:

• xaxt.line: controls the distance from the plot the x-axis tick labels are drawn on the module
summary bar plot.

• xlab.line: controls the distance from the plot the x-axis label is drawn on the module
summary bar plot.

• yaxt.line: controls the distance from the plot the y-axis tick labels are drawn on the
weighted degree and node contribution bar plots.

• ylab.line: controls the distance from the plot the y-axis label is drawn on the weighted
degree and node contribution bar plots.

• main.line: controls the distance from the plot the title is drawn.
• naxt.line: controls the distance from the plot the node labels are drawn.
• saxt.line: controls the distance from the plot the sample labels are drawn.
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• maxt.line: controls the distance from the plot the module labels are drawn.
• laxt.line: controls the distance from the heatmap legends that the gradient legend labels

are drawn.
• legend.main.line: controls the distance from the heatmap legends that the legend title is

drawn.
The rendering of node, sample, and module names can be disabled by setting plotNodeNames,
plotSampleNames, and plotModuleNames to FALSE.
The size of the axis ticks can be changed by increasing or decreasing the following arguments:

• xaxt.tck: size of the x-axis tick labels as a multiple of the height of the module summary
bar plot

• yaxt.tck: size of the y-axis tick labels as a multiple of the width of the weighted degree or
node contribution bar plots.

• laxt.tck: size of the heatmap legend axis ticks as a multiple of the width of the data,
correlation structure, or network edge weight heatmaps.

The placement of heatmap legends is controlled by the following arguments:
• plotLegend: if FALSE legend will not be drawn.
• legend.position: a multiple of the plot width, controls the horizontal distance from the

plot the legend is drawn.
The drawBorders argument controls whether borders are drawn around the weighted degree,
node contribution, or module summary bar plots. The lwd argument controls the thickness of
these borders, as well as the thickness of axes and axis ticks.

Modifying the color palettes:: The dataCols and dataRange arguments control the appearance
of the data heatmap (see plotData). The gradient of colors used on the heatmap can be changed
by specifying a vector of colors to interpolate between in dataCols and dataRange specifies the
range of values that maps to this gradient. Values outside of the specified dataRange will be
rendered with the colors used at either extreme of the gradient. The default gradient is determined
based on the data shown on the plot. If all values in the data matrix are positive, then the
gradient is interpolated between white and green, where white is used for the smallest value and
green for the largest. If all values are negative, then the gradient is interpolated between purple
and white, where purple is used for the smallest value and white for the value closest to zero.
If the data contains both positive and negative values, then the gradient is interpolated between
purple, white, and green, where white is used for values of zero. In this case the range shown is
always centered at zero, with the values at either extreme determined by the value in the rendered
data with the strongest magnitude (the maximum of the absolute value).
The corCols and corRange arguments control the appearance of the correlation structure heatmap
(see plotCorrelation). The gradient of colors used on the heatmap can be changed by speci-
fying a vector of colors to interpolate between in corCols. By default, strong negative correla-
tions are shown in blue, and strong positive correlations in red, and weak correlations as white.
corRange controls the range of values that this gradient maps to, by default, -1 to 1. Changing
this may be useful for showing differences where range of correlation coefficients is small.
The netCols and netRange arguments control the appearance of the network edge weight heatmap
(see plotNetwork). The gradient of colors used on the heatmap can be changed by specifying
a vector of colors to interpolate between in netCols. By default, weak or non-edges are shown
in white, while strong edges are shown in red. The netRange controls the range of values this
gradient maps to, by default, 0 to 1. If netRange is set to NA, then the gradient will be mapped to
values between 0 and the maximum edge weight of the shown network.
The degreeCol argument controls the color of the weighted degree bar plot (see plotDegree).
The contribCols argument controls the color of the node contribution bar plot (see plotContribution.
This can be specified as single value to be used for all nodes, or as two colors: one to use for nodes
with positive contributions and one to use for nodes with negative contributions.
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The summaryCols argument controls the color of the module summary bar plot (see plotSummary.
This can be specified as single value to be used for all samples, or as two colors: one to use for
samples with a positive module summary value and one fpr samples with a negative module
summary value.
The naCol argument controls the color of missing nodes and samples on the data, correlaton
structure, and network edge weight heatmaps.

See Also

plotModule for a combined plot showing all topological properties for a network module.

Examples

# load in example data, correlation, and network matrices for a discovery and test dataset:
data("NetRep")

# Set up input lists for each input matrix type across datasets. The list
# elements can have any names, so long as they are consistent between the
# inputs.
network_list <- list(discovery=discovery_network, test=test_network)
data_list <- list(discovery=discovery_data, test=test_data)
correlation_list <- list(discovery=discovery_correlation, test=test_correlation)
labels_list <- list(discovery=module_labels)

# Plot the data for module 1, 2 and 4 in the discovery dataset
plotData(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules=c(1, 2, 4)

)

# Symmetric = TRUE gives a traditional heatmap for the correlation structure
# and weighted network
plotCorrelation(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules=c(1, 2, 4), symmetric=TRUE

)

# While the default is to render only one half of the (symmetric) matrix
plotNetwork(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules=c(1, 2, 4)

)

# Plot the degree of nodes in each module in the test dataset, but show them
# in the same order as the discovery dataset to compare how node degree
# changes
plotDegree(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules=c(1, 2, 4), discovery="discovery",
test="test"

)

# Alternatively nodes can be ordered on the plot by degree in the test dataset
plotDegree(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules=c(1, 2, 4), discovery="discovery",
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test="test", orderNodesBy="test"
)

# Or by averaging the degree across datasets for a more robust ordering
plotDegree(
network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules=c(1, 2, 4), discovery="discovery",
test="test", orderNodesBy=c("discovery", "test")

)

# Arbitrary subsets can be plotted:
plotContribution(

network=network_list[[1]][1:10, 1:10], data=data_list[[1]][, 1:10],
correlation=correlation_list[[1]][1:10, 1:10], orderNodesBy=NA

)

# Plot the module summary vectors for multiple modules:
plotSummary(

network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules=c(1, 2, 4), discovery="discovery",
test="test", orderSamplesBy="test"

)

sampleOrder Order samples within a network.

Description

Get the order of samples within a module based on the module summary vector.

Usage

sampleOrder(network, data, correlation, moduleAssignments = NULL,
modules = NULL, backgroundLabel = "0", discovery = NULL, test = NULL,
na.rm = FALSE, simplify = TRUE, verbose = TRUE)

Arguments

network a list of interaction networks, one for each dataset. Each entry of the list should
be a n∗nmatrix or where each element contains the edge weight between nodes
i and j in the inferred network for that dataset.

data a list of matrices, one for each dataset. Each entry of the list should be the
data used to infer the interaction network for that dataset. The columns should
correspond to variables in the data (nodes in the network) and rows to samples
in that dataset.

correlation a list of matrices, one for each dataset. Each entry of the list should be a n ∗ n
matrix where each element contains the correlation coefficient between nodes i
and j in the data used to infer the interaction network for that dataset.

moduleAssignments

a list of vectors, one for each discovery dataset, containing the module assign-
ments for each node in that dataset.
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modules a list of vectors, one for each discovery dataset, of modules to perform the anal-
ysis on. If unspecified, all modules in each discovery dataset will be analysed,
with the exception of those specified in backgroundLabel argument.

backgroundLabel

a single label given to nodes that do not belong to any module in the moduleAssignments
argument.

discovery a vector of names or indices denoting the discovery dataset(s) in the data,
correlation, network, moduleAssignments, modules, and test lists.

test a list of vectors, one for each discovery dataset, of names or indices denoting
the test dataset(s) in the data, correlation, and network lists.

na.rm logical; If TRUE variables present in the discovery dataset but missing from
the test dataset are excluded. If FALSE missing variables are put last in the
ordering.

simplify logical; if TRUE, simplify the structure of the output list if possible (see Return
Value).

verbose logical; should progress be reported? Default is TRUE.

Details

Input data structures:: The preservation of network modules in a second dataset is quantified
by measuring the preservation of topological properties between the discovery and test datasets.
These properties are calculated not only from the interaction networks inferred in each dataset,
but also from the data used to infer those networks (e.g. gene expression data) as well as the
correlation structure between variables/nodes. Thus, all functions in the NetRep package have the
following arguments:

• network: a list of interaction networks, one for each dataset.
• data: a list of data matrices used to infer those networks, one for each dataset.
• correlation: a list of matrices containing the pairwise correlation coefficients between

variables/nodes in each dataset.
• moduleAssignments: a list of vectors, one for each discovery dataset, containing the module

assignments for each node in that dataset.
• modules: a list of vectors, one for each discovery dataset, containing the names of the mod-

ules from that dataset to analyse.
• discovery: a vector indicating the names or indices of the previous arguments’ lists to use

as the discovery dataset(s) for the analyses.
• test: a list of vectors, one vector for each discovery dataset, containing the names or indices

of the network, data, and correlation argument lists to use as the test dataset(s) for the
analysis of each discovery dataset.

The formatting of these arguments is not strict: each function will attempt to make sense of the
user input. For example, if there is only one discovery dataset, then input to the moduleAssigments
and test arguments may be vectors, rather than lists. If the sampleOrder are being calculate
within the discovery or test datasets, then the discovery and test arguments do not need to be
specified, and the input matrices for the network, data, and correlation arguments do not need
to be wrapped in a list.

Analysing large datasets:: Matrices in the network, data, and correlation lists can be sup-
plied as disk.matrix objects. This class allows matrix data to be kept on disk and loaded as re-
quired by NetRep. This dramatically decreases memory usage: the matrices for only one dataset
will be kept in RAM at any point in time.
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Value

A nested list structure. At the top level, the list has one element per 'discovery' dataset. Each
of these elements is a list that has one element per 'test' dataset analysed for that 'discovery'
dataset. Each of these elements is a list that has one element per 'modules' specified, containing a
vector of node names for the requested module. When simplify = TRUE then the simplest possible
structure will be returned. E.g. if the sample ordering are requested for in only one dataset, then a
single vector of node labels will be returned.

When simplify = FALSE then a nested list of datasets will always be returned, i.e. each element at
the top level and second level correspond to a dataset, and each element at the third level will corre-
spond to modules discovered in the dataset specified at the top level if module labels are provided in
the corresponding moduleAssignments list element. E.g. results[["Dataset1"]][["Dataset2"]][["module1"]]
will contain the order of samples calculated in "Dataset2", where "module1" was indentified in
"Dataset1". Modules and datasets for which calculation of the sample order have not been requested
will contain NULL.

See Also

networkProperties

Examples

# load in example data, correlation, and network matrices for a discovery
# and test dataset:
data("NetRep")

# Set up input lists for each input matrix type across datasets. The list
# elements can have any names, so long as they are consistent between the
# inputs.
network_list <- list(discovery=discovery_network, test=test_network)
data_list <- list(discovery=discovery_data, test=test_data)
correlation_list <- list(discovery=discovery_correlation, test=test_correlation)
labels_list <- list(discovery=module_labels)

# Sort nodes within module 1 in descending order by module summary
samples <- sampleOrder(

network=network_list, data=data_list, correlation=correlation_list,
moduleAssignments=labels_list, modules="1"

)
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2 any.disk.matrix

addGradientLegend Plot a color palette legend

Description

Add a legend to a plot window.

Usage

addGradientLegend(palette, legend.vlim, horizontal, main, xlim, ylim,
tck = 0.04, axis.line = 3, legend.main.line = 1, lwd = 2, srt)

Arguments

palette color palette.

legend.vlim limits of the values to display on the legend

horizontal logical; if TRUE the legend is plotted horizontally, otherwise vertically.

main title of the legend.

xlim xlim relative to the plotting region of the rest of the plot.

ylim ylim relative to the plotting region of the rest of the plot.

tck size of the legend axis ticks relative to the size of the plot window.

axis.line distance from the axis to render the axis labels as a multiple of tck.
legend.main.line

distance from the plot to render the legend title.

lwd line width for borders.

srt angle of text labels

any.disk.matrix Check if any objects are a ’disk.matrix’

Description

Check if any objects are a ’disk.matrix’

Usage

## S3 method for class 'disk.matrix'
any(...)

Arguments

... objects to check.

Value

TRUE if the class of any object in the list of input arguments is a "disk.matrix".
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areColors Check if a character vector of colors is valid

Description

Courtesy of Josh O’Brien’s stackoverflow answer at http://stackoverflow.com/a/13290832/
2341679

Usage

areColors(colvec)

Arguments

colvec a character vectors of colors (hex or name) to validate.

CheckFinite Check whether there are any non-finite values in a matrix

Description

The C++ functions will not work with NA values, and the calculation of the summary profile will
take a long time to run before crashing.

Usage

CheckFinite(matPtr)

Arguments

matPtr matrix to check.

Value

Throws an error if any NA, NaN, Inf, or -Inf values are found, otherwise returns silently.
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checkIsMatrix Check whether an object is a ’matrix’ or a ’disk.matrix’

Description

Check whether an object is a ’matrix’ or a ’disk.matrix’

Usage

checkIsMatrix(object)

Arguments

object object to check.

Value

throws an error or returns silently

checkPlotArgs Validate plot function arguments

Description

Simple typechecking for the extensive plot arguments

Usage

checkPlotArgs(orderModules, plotNodeNames, plotSampleNames, plotModuleNames,
main, drawBorders, lwd, naxt.line, saxt.line, maxt.line, xaxt.line, yaxt.line,
laxt.line, xaxt.tck, yaxt.tck, laxt.tck, xlab.line, ylab.line, main.line,
plotLegend, legend.position, legend.main, legend.main.line, symmetric,
horizontal, dataCols, dataRange, corCols, corRange, netCols, netRange,
degreeCol, contribCols, summaryCols, naCol, dryRun)

Arguments

orderModules user input for the corresponding argument in the plot functions.

plotNodeNames user input for the corresponding argument in the plot functions.
plotSampleNames

user input for the corresponding argument in the plot functions.
plotModuleNames

user input for the corresponding argument in the plot functions.

main user input for the corresponding argument in the plot functions.

drawBorders user input for the corresponding argument in the plot functions.

lwd user input for the corresponding argument in the plot functions.

naxt.line user input for the corresponding argument in the plot functions.

saxt.line user input for the corresponding argument in the plot functions.
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maxt.line user input for the corresponding argument in the plot functions.

xaxt.line user input for the corresponding argument in the plot functions.

yaxt.line user input for the corresponding argument in the plot functions.

laxt.line user input for the corresponding argument in the plot functions.

xaxt.tck user input for the corresponding argument in the plot functions.

yaxt.tck user input for the corresponding argument in the plot functions.

laxt.tck user input for the corresponding argument in the plot functions.

xlab.line user input for the corresponding argument in the plot functions.

ylab.line user input for the corresponding argument in the plot functions.

main.line user input for the corresponding argument in the plot functions.

plotLegend user input for the corresponding argument in the plot functions.
legend.position

user input for the corresponding argument in the plot functions.

legend.main user input for the corresponding argument in the plot functions.
legend.main.line

input for the corresponding argument in the plot functions.

symmetric user input for the corresponding argument in the plot functions.

horizontal user input for the corresponding argument in the plot functions.

dataCols user input for the corresponding argument in the plot functions.

dataRange user input for the corresponding argument in the plot functions.

corCols user input for the corresponding argument in the plot functions.

corRange user input for the corresponding argument in the plot functions.

netCols user input for the corresponding argument in the plot functions.

netRange user input for the corresponding argument in the plot functions.

degreeCol user input for the corresponding argument in the plot functions.

contribCols user input for the corresponding argument in the plot functions.

summaryCols user input for the corresponding argument in the plot functions.

naCol user input for the corresponding argument in the plot functions.

dryRun user input for the corresponding argument in the plot functions.

combineAnalysesInternal

Combine results of multiple permutation procedures

Description

This function takes the module preservation analyses for two dataset comparisons and combines
them.

Usage

combineAnalysesInternal(pres1, pres2)
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Arguments

pres1 input from ’combineAnalyses’

pres2 input from ’combineAnalyses’

Value

A combined module preservation analysis.

common_params Template parameters

Description

Template parameters to be imported into other function documentation. This is not intended to be a
stand-alone help file.

Arguments

network a list of interaction networks, one for each dataset. Each entry of the list should
be a n∗n matrix or where each element contains the edge weight between nodes
i and j in the inferred network for that dataset.

data a list of matrices, one for each dataset. Each entry of the list should be the
data used to infer the interaction network for that dataset. The columns should
correspond to variables in the data (nodes in the network) and rows to samples
in that dataset.

correlation a list of matrices, one for each dataset. Each entry of the list should be a n ∗ n
matrix where each element contains the correlation coefficient between nodes i
and j in the data used to infer the interaction network for that dataset.

moduleAssignments

a list of vectors, one for each discovery dataset, containing the module assign-
ments for each node in that dataset.

modules a list of vectors, one for each discovery dataset, of modules to perform the anal-
ysis on. If unspecified, all modules in each discovery dataset will be analysed,
with the exception of those specified in backgroundLabel argument.

backgroundLabel

a single label given to nodes that do not belong to any module in the moduleAssignments
argument.

discovery a vector of names or indices denoting the discovery dataset(s) in the data,
correlation, network, moduleAssignments, modules, and test lists.

test a list of vectors, one for each discovery dataset, of names or indices denoting
the test dataset(s) in the data, correlation, and network lists.

verbose logical; should progress be reported? Default is TRUE.
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contingencyTable Calculate a contigency table of module overlap between datasets

Description

Calculate a contigency table of module overlap between datasets

Usage

contingencyTable(modAssignments, mods, tiNodelist)

Arguments

modAssignments a list where the first element is the ’moduleAssignments’ vector in the discovery
dataset, and the second element is the ’moduleAssignments vector in the test
dataset.

mods the ’modules’ vector for the discovery dataset.

tiNodelist a vector of node IDs in the test dataset.

Value

A list containing a contigency table, a vector of the proportion of nodes present in the test dataset for
each module, a vector containing the number of nodes present in the test dataset for each module,
a vector of the node names present in both the discovery and test datasets, a vector of modules
that are both requested and have nodes present in the test dataset, and the modAssignments vector
containing only nodes present in the test dataset.

correlation.palette Color palette for correlation heatmaps

Description

RColorBrewer palette "RdYlBu" with the middle color replaced with white. This gives a nicer
contrast than the "RdBu" palette

Usage

correlation.palette()
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emptyPlot Create an empty plot window with the specified limits

Description

Create an empty plot window with the specified limits

Usage

emptyPlot(..., xlim, ylim, xlab = "", ylab = "", hardlim = TRUE)

Arguments

... extra arguments to pass to plot.

xlim limits for the x axis.

ylim limits for the y axis.

xlab label for the x axis.

ylab label for the y axis.

hardlim logical; if TRUE, the plot window is exactly constrained to the specified xlim and
ylim.

filterInternalProps Filter structure returned by ’netPropsInternal’ to specified test
datasets

Description

Used in the plot functions to filter the structure to the 'orderNodesBy' and 'orderSamplesBy'
test datasets.

Usage

filterInternalProps(props, test, discovery, modules = NULL)

Arguments

props nested list returned by netPropsInternal.

test a vector of datasets to filter to.

discovery a vector containing a single discovery dataset specified in the parent plot func-
tion.

modules a vector of modules from the specified discovery dataset to filter to. If NULL,
then all modules are kept.

Value

a nested list structure identical to that returned by 'netPropsInternal', but where only the entries
for test datasets specified by the test argument and modules specified by the modules argument
contain non-NULL entries.
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forceLim Get the plot limits to set for the desired plot window

Description

plot manually adds an extra region to the plot on top of the given ’xlim’ and ’ylim’, amounting to
4 This function tells you what limits to set so that the boundaries of the plot are precisely the min
and max you want.

Usage

forceLim(dlim)

Arguments

dlim the limits you want to set

Value

the min and max to set for the desired plot limits

getColFromPalette Map a variable to a color gradient

Description

For a color gradient mapped onto a scale of values (vlim), retrieve the color for any given value

Usage

getColFromPalette(values, palette, vlim)

Arguments

values a vector of values to retrieve the colors for.

palette a vector of colors

vlim limits of the values

Value

The color for a given value.
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10 getModuleMidPoints

getModuleBreaks Get module break points on the x-axis

Description

Get module break points on the x-axis

Usage

getModuleBreaks(mas)

Arguments

mas ordered subset of the moduleAssignments vector

Value

a vector of positions on the x-axis where one module begins and another ends

getModuleMidPoints Get module mid-points on the x-axis

Description

Get module mid-points on the x-axis

Usage

getModuleMidPoints(mas)

Arguments

mas ordered subset of the moduleAssignments vector

Value

a vector of positions on the x-axis indicating the centre of a module
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insert.nas Insert NAs into a vector at specified positions

Description

Useful for inserting NAs into the correct positions when examining module probes that do not exist
in the test dataset.

Usage

insert.nas(vec, na.indices)

Arguments

vec vector to insert NAs to.

na.indices indices the NAs should be located at in the final vector.

Value

The vector with NAs inserted in the correct positions.

IntermediateProperties

Calculate the intermediate network properties in the discovery dataset

Description

These properties are need at every permutation: so they will be computed once.

Usage

IntermediateProperties(dData, dCorr, dNet, tNodeNames, moduleAssignments,
modules)

Arguments

dData scaled data matrix from the discovery dataset.

dCorr matrix of correlation coefficients between all pairs of variables/nodes in the dis-
covery dataset.

dNet adjacency matrix of network edge weights between all pairs of nodes in the
discovery dataset.

tNodeNames a character vector of node names in the test dataset
moduleAssignments

a named character vector containing the module each node belongs to in the
discovery dataset.

modules a character vector of modules for which to calculate the module preservation
statistics.
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12 IntermediatePropertiesNoData

Details

Input expectations:: Note that this function expects all inputs to be sensible, as checked by the
R function ’checkUserInput’ and processed by ’modulePreservation’.

These requirements are:

• The ordering of node names across ’dData’, ’dCorr’, and ’dNet’ is consistent.

• The columns of ’dData’ are the nodes.

• ’dData’ has been scaled by ’Scale’.

• ’dCorr’ and ’dNet’ are square matrices, and their rownames are identical to their column
names.

• ’moduleAssigments’ is a named character vector, where the names represent node labels
found in the discovery dataset (e.g. ’dNet’).

Value

a list containing three lists: a list of weighted degree vectors, a list of correlation coefficient vectors,
and a list of node contribution vectors. There is one vector for each module in each list.

IntermediatePropertiesNoData

Calculate the intermediate network properties in the discovery dataset

Description

These properties are need at every permutation: so they will be computed once.

Usage

IntermediatePropertiesNoData(dCorr, dNet, tNodeNames, moduleAssignments,
modules)

Arguments

dCorr matrix of correlation coefficients between all pairs of variables/nodes in the dis-
covery dataset.

dNet adjacency matrix of network edge weights between all pairs of nodes in the
discovery dataset.

tNodeNames a character vector of node names in the test dataset
moduleAssignments

a named character vector containing the module each node belongs to in the
discovery dataset.

modules a character vector of modules for which to calculate the module preservation
statistics.
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Details

Input expectations:: Note that this function expects all inputs to be sensible, as checked by the
R function ’checkUserInput’ and processed by ’modulePreservation’.
These requirements are:

• The ordering of node names across ’dCorr’ and ’dNet’ is consistent.
• ’dCorr’ and ’dNet’ are square matrices, and their rownames are identical to their column

names.
• ’moduleAssigments’ is a named character vector, where the names represent node labels

found in the discovery dataset (e.g. ’dNet’).

Value

a list containing two lists: a list of weighted degree vectors, and a list of correlation coefficient
vectors. There is one vector for each module in each list.

loadIntoRAM Load a ’disk.matrix’ into RAM

Description

If x is a disk.matrix load in the matrix data at its associated file. If x is already a matrix, return as
is.

Usage

loadIntoRAM(x)

Arguments

x a 'matrix' or 'disk.matrix'

Value

a 'matrix'

matchsub Value Matching and Subsetting

Description

This set of functions provides shortcuts for value matching and subsetting, on top of the functional-
ity provided by %in%.

%nin% returns a logical vector indicating if elements of x are not in table, This is the opposite of
%in%.

%sub_in% returns the elements x that are %in% table rather than a logical vector.

%sub_nin% returns the elements x that are %nin% table rather than a logical vector.
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Usage

x %nin% table

x %sub_in% table

x %sub_nin% table

Arguments

x vector or NULL: the values to be matched. Long vectors are supported.
table vector or NULL: the values to be matched against. Long vectors are not supported.

NetProps Calculate the network properties

Description

Calculate the network properties

Usage

NetProps(data, net, moduleAssignments, modules)

Arguments

data data matrix from the dataset in which to calculate the network properties.
net adjacency matrix of network edge weights between all pairs of nodes in the

dataset in which to calculate the network properties.
moduleAssignments

a named character vector containing the module each node belongs to in the
discovery dataset.

modules a character vector of modules for which to calculate the network properties for.

Details

Input expectations:: Note that this function expects all inputs to be sensible, as checked by the
R function ’checkUserInput’ and processed by ’networkProperties’.
These requirements are:

• The ordering of node names across ’data’ and ’net’ is consistent.
• The columns of ’data’ are the nodes.
• ’net’ is a square matrix, and its rownames are identical to its column names.
• ’moduleAssigments’ is a named character vector, where the names represent node labels

found in the discovery dataset. Unlike ’PermutationProcedure’, these may include nodes that
are not present in ’data’ and ’net’.

• The module labels specified in ’modules’ must occur in ’moduleAssignments’.

Value

a list containing the summary profile, node contribution, module coherence, weighted degree, and
average edge weight for each ’module’.
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netPropsInternal Internal function for calculating ’networkProperties’

Description

This function is used by several package functions. It assumes that all user input has been processed
already by processInput. This allows for function-specific checking (i.e. failing early where the
'data' is required), while avoiding duplication of time-intensive checks (e.g. CheckFinite).

Usage

netPropsInternal(network, data, moduleAssignments, modules, discovery, test,
nDatasets, datasetNames, verbose, loadedIdx, dataLoaded, networkLoaded,
keepLast = FALSE)

Arguments

network 'network' after processing by 'processInput'.

data 'data' after processing by 'processInput'.

moduleAssignments

'moduleAssignments' after processing by 'processInput'.

modules 'modules' after processing by 'processInput'.

discovery 'discovery' after processing by 'processInput'.

test 'test' after processing by 'processInput'.

nDatasets a vector containing the total number of input datasets, returned by 'processInput'.

datasetNames a vector of dataset names returned by 'processInput'.

verbose logical; should progress be reported? Default is TRUE.

loadedIdx index of the currently loaded dataset.

dataLoaded reference to currently loaded data matrix (may be NULL).

networkLoaded reference to currently loaded network matrix.

keepLast logical; should the dataset processed last be kept in RAM?

Value

A list of network properties, and also the currently loaded dataset if keepLast is TRUE.
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16 network.palette

NetPropsNoData Calculate the network properties, data matrix not provided

Description

Calculate the network properties, data matrix not provided

Usage

NetPropsNoData(net, moduleAssignments, modules)

Arguments

net adjacency matrix of network edge weights between all pairs of nodes in the
dataset in which to calculate the network properties.

moduleAssignments

a named character vector containing the module each node belongs to in the
discovery dataset.

modules a character vector of modules for which to calculate the network properties for.

Details

Input expectations:: Note that this function expects all inputs to be sensible, as checked by the
R function ’checkUserInput’ and processed by ’networkProperties’.
These requirements are:

• ’net’ is a square matrix, and its rownames are identical to its column names.
• ’moduleAssigments’ is a named character vector, where the names represent node labels

found in the discovery dataset. Unlike ’PermutationProcedure’, these may include nodes that
are not present in ’data’ and ’net’.

• The module labels specified in ’modules’ must occur in ’moduleAssignments’.

Value

a list containing the summary profile, node contribution, module coherence, weighted degree, and
average edge weight for each ’module’.

network.palette Color palette for network heatmaps

Description

RColorBrewer palette "RdYlBu" with the middle color replaced with white.

Usage

network.palette()
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nodeOrderInternal Internal use function for calculating node order

Description

Used by plotting functions: assumes user input has been sanitised already

Usage

nodeOrderInternal(props, orderModules, simplify, verbose, na.rm, mean)

Arguments

props network properties to calculate order from.

orderModules logical; are we ordering the modules by similarity?

simplify logical; are we simplifying the output?

verbose logical; is verbose printing turned on?

na.rm logical; remove missing nodes?

mean logical; should the node order be calculated by averaging across test datasets?

Value

list structure of ordered nodes.

orderAsNumeric Order the module vector numerically

Description

The module assingments may be numeric, but coded as characters.

Usage

orderAsNumeric(vec)

Arguments

vec module vector to order

Value

the order of the vector
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orderModules_param Template parameters

Description

Template parameters to be imported into other function documentation. This is not intended to be a
stand-alone help file.

Arguments

orderModules logical; if TRUE modules ordered by clustering their summary vectors. If FALSE
modules are returned in the order provided.

permp Exact permutation p-values wrapper

Description

Wrapper for permp from the statmod library, which can crash if FORTRAN libraries are not prop-
erly linked.

Usage

permp(x, nperm, ...)

Arguments

x number of permutations that yielded test statistics at least as extreme as the
observed data. May be a vector or an array of values.

nperm total number of permutations performed.

... other arguments to pass topermp.

Details

In the case permp fails, the wrapper will fall back to a slightly more conservative biased estimator:
(1+x)/(1+nPerm).

Value

vector or array of p-values, of same dimensions as x.
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PermutationProcedure Multithreaded permutation procedure for module preservation statis-
tics

Description

Multithreaded permutation procedure for module preservation statistics

Usage

PermutationProcedure(discProps, tData, tCorr, tNet, moduleAssignments, modules,
nPermutations, nCores, nullHypothesis, verbose, vCat)

Arguments

discProps a list of intermediate properties calculated in the discovery dataset by IntermediateProperties.

tData scaled data matrix from the test dataset.

tCorr matrix of correlation coefficients between all pairs of variables/nodes in the test
dataset.

tNet adjacency matrix of network edge weights between all pairs of nodes in the test
dataset.

moduleAssignments

a named character vector containing the module each node belongs to in the
discovery dataset.

modules a character vector of modules for which to calculate the module preservation
statistics.

nPermutations the number of permutations from which to generate the null distributions for
each statistic.

nCores the number of cores that the permutation procedure may use.

nullHypothesis either "overlap" or "all".

verbose if ’true’, then progress messages are printed.

vCat the vCat function must be passed in so that it can be called for output logging.

Details

Input expectations:: Note that this function expects all inputs to be sensible, as checked by the
R function ’checkUserInput’ and processed by ’modulePreservation’.
These requirements are:

• The ordering of node names across ’tData’, ’tCorr’, and ’tNet’ is consistent.
• The columns of ’tData’ are the nodes.
• ’tData’ has been scaled by ’Scale’.
• ’tCorr’ and ’tNet’ are square matrices, and their rownames are identical to their column

names.
• ’moduleAssigments’ is a named character vector, where the names represent node labels

found in the discovery dataset (e.g. ’dNet’).
• ’nPermutations’ is a single number, greater than 0.
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20 PermutationProcedureNoData

• ’nCores’ is a single number, greater than 0. Note, this number must not be larger than the
number of cores on your machine, or the number of cores allocated to your job!

• ’nullHypothesis’ must be a character vector of length 1, containing either "overlap" or "all".

• ’verbose’ must be a logical vector of length 1 containing either ’TRUE’ or ’FALSE’.

• ’vCat’ must be the function NetRep:::vCat.

Value

a list containing a matrix of observed test statistics, and an array of null distribution observations.

PermutationProcedureNoData

Multithreaded permutation procedure for module preservation statis-
tics

Description

Multithreaded permutation procedure for module preservation statistics

Usage

PermutationProcedureNoData(discProps, tCorr, tNet, moduleAssignments, modules,
nPermutations, nCores, nullHypothesis, verbose, vCat)

Arguments

discProps a list of intermediate properties calculated in the discovery dataset by IntermediatePropertiesNoData.

tCorr matrix of correlation coefficients between all pairs of variables/nodes in the test
dataset.

tNet adjacency matrix of network edge weights between all pairs of nodes in the test
dataset.

moduleAssignments

a named character vector containing the module each node belongs to in the
discovery dataset.

modules a character vector of modules for which to calculate the module preservation
statistics.

nPermutations the number of permutations from which to generate the null distributions for
each statistic.

nCores the number of cores that the permutation procedure may use.

nullHypothesis either "overlap" or "all".

verbose if ’true’, then progress messages are printed.

vCat the vCat function must be passed in so that it can be called for output logging.
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Details

Input expectations:: Note that this function expects all inputs to be sensible, as checked by the
R function ’checkUserInput’ and processed by ’modulePreservation’.

These requirements are:

• The ordering of node names across ’tCorr’ and ’tNet’ is consistent.

• ’tCorr’ and ’tNet’ are square matrices, and their rownames are identical to their column
names.

• ’moduleAssigments’ is a named character vector, where the names represent node labels
found in the discovery dataset (e.g. ’dNet’).

• ’nPermutations’ is a single number, greater than 0.

• ’nCores’ is a single number, greater than 0. Note, this number must not be larger than the
number of cores on your machine, or the number of cores allocated to your job!

• ’nullHypothesis’ must be a character vector of length 1, containing either "overlap" or "all".

• ’verbose’ must be a logical vector of length 1 containing either ’TRUE’ or ’FALSE’.

• ’vCat’ must be the function NetRep:::vCat.

Value

a list containing a matrix of observed test statistics, and an array of null distribution observations.

pkgReqCheck Silently check and load a package into the namespace

Description

Silently check and load a package into the namespace

Usage

pkgReqCheck(pkg)

Arguments

pkg name of the package to check

Value

logical; TRUE if the package is installed and can be loaded.
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22 plotBar

plotBar Custom bar plot function

Description

Plot bars around 0

Usage

plotBar(heights, heights.lim, mas, cols, bar.width = 1, drawBorders = FALSE,
na.col = "#bdbdbd", xaxt = TRUE, plotModuleNames = TRUE, main = "",
main.line = 0, xaxt.line = -0.5, yaxt.line = 0, yaxt.tck = -0.15,
maxt.line = 3, ylab = "", ylab.line = 2.5, lwd = 2, dryRun = FALSE)

Arguments

heights heights of the bars.

heights.lim limits of the height axis.

mas ordered subset of the moduleAssignments vector

cols colors of each bar.

bar.width value between 0 and 1 controlling the proportion of space taken by each bar.

drawBorders logical; if TRUE a border is drawn around each bar.

na.col color of missing values to plot.

xaxt logical; If TRUE, the names of heights will be rendered underneath the bar chart

plotModuleNames

logical; if TRUE the names of the modules are plotted along the x axis.

main title for the plot.

main.line the number of lines into the top margin at which the plot title will be drawn.

xaxt.line the number of lines into the margin at which the x axis labels will be drawn.

yaxt.line the number of lines into the margin at which the y axis tick labels will be drawn.

yaxt.tck the size of the y-axis tick marks.

maxt.line the number of lines into the margin at which the module names will be drawn.

ylab label for the y axis

ylab.line the number of lines into the left margin at which the y axis label will be drawn.

lwd line width for borders.

dryRun logical; if TRUE only the axes and borders will be drawn.
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plotMultiBar Plot multiple horizontal bar plots

Description

Plot multiple horizontal bar plots

Usage

plotMultiBar(lengths, lengths.lim, cols, bar.width = 1, drawBorders = FALSE,
main = "", main.line = 1, na.col = "#bdbdbd", yaxt = TRUE,
plotModuleNames = TRUE, yaxt.line = 0, maxt.line = 2.5, xaxt.line = 0,
xaxt.tck = -0.025, xlab = "", xlab.line = 2.5, cex.modules = 0.7,
lwd = 2, dryRun = FALSE)

Arguments

lengths a matrix whose columns contain the lengths of each bar for the given property
(e.g. each column should be a module, or phenotype).

lengths.lim a list of limits for the lengths axes.

cols a matrix of colors for each bar.

bar.width value between 0 and 1 controlling the proportion of space taken by each bar.

drawBorders logical; if TRUE a border is drawn around each bar.

main title for the plot

main.line the number of lines into the top margin at which the plot title will be drawn.

na.col color of missing values to plot.

yaxt logical; If TRUE, the rownames of heights will be rendered to the left of the
bars.

plotModuleNames

logical; if TRUE the names of the modules are plotted along the x axis.

yaxt.line the number of lines into the margin at which the y axis labels will be drawn.

maxt.line the number of lines into the margin at which the module labels will be drawn.

xaxt.line the number of lines into the margin at which the x axis labels will be drawn

xaxt.tck the size of the x-axis ticks.

xlab x axis label

xlab.line the number of lines into the bottom margin at which the x axis label will be
drawn.

cex.modules relative size of module names.

lwd line width for borders.

dryRun logical; if TRUE only the axes and borders will be drawn.
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plotProps Get the network properties and order for a plot

Description

Get the network properties and order for a plot

Usage

plotProps(network, data, moduleAssignments, modules, di, ti, orderNodesBy,
orderSamplesBy, orderModules, datasetNames, nDatasets, verbose, loadedIdx,
dataLoaded, networkLoaded)

Arguments

network list returned by 'processInput'.

data data returned by 'processInput'.
moduleAssignments

list returned by 'processInput'.

modules vector of modules to show on the plot.

di name of the discovery dataset.

ti name of the test dataset.

orderNodesBy vector returned by 'processInput'.

orderSamplesBy vector returned by 'processInput'.

orderModules vector returned by 'checkPlotArgs'.

datasetNames vector returned by 'processInput'.

nDatasets vector returned by 'processInput'.

verbose logical; turn on verbose printing.

loadedIdx index of the currently loaded dataset.

dataLoaded currently loaded data matrix (may be NULL).

networkLoaded currently loaded network matrix.

plotSquareHeatmap Plot a square heatmap

Description

Plot a square heatmap

Usage

plotSquareHeatmap(values, palette, vlim, mas, na.indices.x = NULL,
na.indices.y = NULL, na.col = "#bdbdbd", xaxt = NULL, yaxt = NULL,
plotModuleNames = TRUE, main = "", main.line = 0, plotLegend = TRUE,
legend.main = "", legend.main.line = 1, xaxt.line = -0.5,
yaxt.line = -0.5, maxt.line = 3, laxt.tck = 0.04, laxt.line = 2.5,
legend.line = 0.1, lwd = 2, dryRun = FALSE)
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Arguments

values values to plot on the heatmap.
palette color palette to interpolate over.
vlim range of values to use when mapping values to the palette.
mas ordered subset of the moduleAssignments vector.
na.indices.x indices of missing values on the x axis.
na.indices.y indices of missing values on the y axis.
na.col color of missing values to plot.
xaxt character vector of names to print along the x axis.
yaxt character vector of names to print along the y axis.
plotModuleNames

logical; if TRUE the names of the modules are plotted along the x axis if values
is not symmetric, and along both axes if values is symettric.

main title for the plot.
main.line the number of lines into the top margin at which the plot title will be drawn.
plotLegend logical; if TRUE a legend is added to the right side of the plot.
legend.main title for the legend.
legend.main.line

distance from the legend to render the legend title.
xaxt.line the number of lines into the margin at which the x axis labels will be drawn.
yaxt.line the number of lines into the margin at which the y axis labels will be drawn.
maxt.line the number of lines into the margin at which the module names will be drawn.
laxt.tck size of the ticks on the axis legend as a proportion of the horizontal size of the

plot window.
laxt.line the distance from the legend to render the legend axis labels, as multiple of

laxt.tck.
legend.line the distance from the plot to render the legend as a proportion of the horizontal

size of the plot window.
lwd line width for borders.
dryRun logical; if TRUE only the axes and borders will be drawn.

plotTriangleHeatmap Plot a symmetric heatmap as a triangle

Description

Plot a symmetric heatmap as a triangle

Usage

plotTriangleHeatmap(values, palette, vlim, mas, na.indices = NULL,
na.col = "#bdbdbd", xaxt = NULL, plotModuleNames = TRUE, main = "",
main.line = 0, plotLegend = TRUE, legend.main = "",
legend.main.line = 1, xaxt.line = -0.5, maxt.line = 3,
laxt.tck = 0.04, laxt.line = 2.5, legend.line = 0.1, lwd = 2,
dryRun = FALSE)
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Arguments

values values to plot on the heatmap.

palette color palette to interpolate over.

vlim range of values to use when mapping values to the palette.

mas ordered subset of the moduleAssignments vector.

na.indices indices of missing values on the x axis.

na.col color of missing values to plot.

xaxt character vector of names to print along the x axis.
plotModuleNames

logical; if TRUE the names of the modules are plotted along the x axis.

main title for the plot.

main.line the number of lines into the top margin at which the plot title will be drawn.

plotLegend logical; if TRUE a legend is added to the right side of the plot.

legend.main title for the legend.
legend.main.line

distance from the legend to render the legend title.

xaxt.line the number of lines into the margin at which the x axis labels will be drawn.

maxt.line the number of lines into the margin at which the module names will be drawn.

laxt.tck size of the ticks on the axis legend as a proportion of the horizontal size of the
plot window.

laxt.line the distance from the legend to render the legend axis labels, as multiple of
laxt.tck.

legend.line the distance from the left of the plot to render the legend as a proportion of the
horizontal size of the plot window.

lwd line width for borders.

dryRun logical; if TRUE only the axes and borders will be drawn.

plot_params Template parameters

Description

Template parameters to be imported into other function documentation. This is not intended to be a
stand-alone help file.

Arguments

orderNodesBy NULL (default), NA, or a vector of dataset names or indices. Controls how nodes
are ordered on the plot (see details).

orderSamplesBy NULL (default), NA, or a vector containing a single dataset name or index. Con-
trols how samples are ordered on the plot (see details).

plotNodeNames logical; controls whether the node names are drawed on the bottom axis.
plotSampleNames

logical; controls whether the sample names are drawed on the left axis.
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plotModuleNames

logical; controls whether module names are drawed. The default is for module
names to be drawed when multiple modules are drawn.

main title for the plot.

main.line the number of lines into the top margin at which the plot title will be drawn.

drawBorders logical; if TRUE, borders are drawn around the weighted degree, node conribu-
tion, and module summary bar plots.

lwd line width for borders and axes.

naxt.line the number of lines into the bottom margin at which the node names will be
drawn.

saxt.line the number of lines into the left margin at which the sample names will be drawn.

maxt.line the number of lines into the bottom margin at which the module names will be
drawn.

xaxt.line the number of lines into the bottom margin at which the x-axis tick labels will
be drawn on the module summary bar plot.

xaxt.tck the size of the x-axis ticks for the module summary bar plot.

xlab.line the number of lines into the bottom margin at which the x axis label on the
module summary bar plot(s) will be drawn.

yaxt.line the number of lines into the left margin at which the y-axis tick labels will be
drawn on the weighted degree and node contribution bar plots.

ylab.line the number of lines into the left margin at which the y axis labels on the weighted
degree and node contribution bar plots will be drawn.

yaxt.tck the size of the y-axis ticks for the weighted degree and node contribution bar
plots.

laxt.line the distance from the legend to draw the legend axis labels, as multiple of
laxt.tck.

laxt.tck size of the ticks on each axis legend relative to the size of the correlation, edge
weights, and data matrix heatmaps.

legend.main.line

the distance from the legend to draw the legend title.

cex.axis relative size of the node and sample names.

cex.lab relative size of the module names and legend titles.

cex.main relative size of the plot titles.

dataCols a character vector of colors to create a gradient from for the data heatmap (see
details). Automatically determined if NA or NULL.

dataRange the range of values to map to the dataCols gradient (see details). Automatically
determined if NA or NULL.

corCols a character vector of colors to create a gradient from for the correlation structure
heatmap (see details).

corRange the range of values to map to the corCols gradient (see details).

netCols a character vector of colors to create a gradient from for the network edge weight
heatmap (see details).

netRange the range of values to map to the corCols gradient (see details). Automatically
determined if NA or NULL.

degreeCol color to use for the weighted degree bar plot.
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28 processInput

contribCols color(s) to use for the node contribution bar plot (see details).

summaryCols color(s) to use for the node contribution bar plot (see details).

naCol color to use for missing nodes and samples on the data, correlation structure,
and network edge weight heat maps.

dryRun logical; if TRUE, only the axes and labels will be drawed.

prettyPath Convert an absolute file path to a relative one if possible

Description

Convert an absolute file path to a relative one if possible

Usage

prettyPath(file)

Arguments

file file path to convert

Value

a file path relative to either the users home directory or the current working directory if the file is
located underneath either.

processInput Process, check, and format input

Description

Checks user input for consistency, errors, and unifies the data structures.

Usage

processInput(discovery, test, network, correlation, data, moduleAssignments,
modules, backgroundLabel, verbose, funcType, orderNodesBy = NA,
orderSamplesBy = NA, orderModules = NULL)

Arguments

discovery user input for the ’discovery’ argument.

test user input for the ’test’ argument.

network user input for the ’network’ argument.

correlation user input for the ’correlation’ argument.

data user input for the ’data’ argument.
moduleAssignments

user input for the ’moduleAssignments’ argument.
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modules user input for the ’modules’ argument.

backgroundLabel

user input for the ’backgroundLabel’ argument.

verbose logical; should progress be reported? Default is TRUE.

funcType one of "preservation", "properties" or "plot".

orderNodesBy user input for the ’orderNodesBy’ argument in the plotting functions.

orderSamplesBy user input for the ’orderSamplesBy’ argument in the plotting functions.

orderModules user input for the ’orderModules’ argument in the plotting functions.

Value

a list of containing the formatted user input

See Also

modulePreservation plotModule, and plotTopology

sampleOrderInternal Internal use function for calculating sample order

Description

Used by plotting functions: assumes user input has been sanitised already

Usage

sampleOrderInternal(props, verbose, na.rm)

Arguments

props network properties to calculate order from.

verbose logical; is verbose printing turned on?

na.rm logical; remove missing nodes?

Value

list structure of ordered nodes.
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Scale Scale data across all nodes

Description

Each node is centered by its mean and scaled by it standard deviation.

Usage

Scale(data)

Arguments

data matrix to scale.

Value

A scaled data matrix.

simplifyList Remove unnecessary list structure

Description

Removes entries that are NULL are extracts element if the length is 1.

Usage

simplifyList(l, depth)

Arguments

l a nested list
depth depth to traverse to

Value

a list

simplify_param Template parameters

Description

Template parameters to be imported into other function documentation. This is not intended to be a
stand-alone help file.

Arguments

simplify logical; if TRUE, simplify the structure of the output list if possible (see Return
Value).

A.4. INTERNAL DOCUMENTATION Appendix A

282



sortModuleNames 31

sortModuleNames Get a sorted list of module names

Description

If module labels are numeric, sorts numerically, otherwise sorts alphabetically.

Usage

sortModuleNames(modules)

Arguments

modules a vector of module labels to sort

Value

a sorted vector

vCat Verbose Concatenate and Print with Indentation

Description

Concatenate and output the objects only if the verbose flag is set to TRUE. Allows for indentation,
adding a series of spaces to the beginning of each line, 2 for every increment in ind.

Usage

vCat(verbose, ind = 0, ..., sep = " ", fill = TRUE, labels = NULL)

Arguments

verbose logical. If TRUE, passes the rest of the arguments to cat

ind an integer corresponding to the level of indentation. Each indentation level cor-
responds to two spaces.

... Arguments to pass to cat

sep a character vector of strings to append after each element.

fill a logical or (positive) numeric controlling how the output is broken into suc-
cessive lines. If FALSE, only newlines created explicitly by "\n" are printed.
Otherwise, the output is broken into lines with print width equal to the option
width if fill is TRUE (default), or the value of fill if this is numeric. Non-positive
fill values are ignored, with a warning.

labels character vector of labels for the lines printed. Ignored if fill is FALSE.
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Details

vCat is slightly more intelligent than regulat cat in the way it formats the output and breaks it into
lines. As a result, fill is set to TRUE by default. Another notable difference from cat is the way
newline objects are handled. For example, the call: cat("hello", "world", "\n", "foo", "bar")
won’t wrap the newline character with spaces. This avoids the need to set sep to "" and embed mul-
tiple paste calls. Finally, a newline character is appended to the end of the whole message, avoiding
the need to manually specify this when calling vCat.

See Also

cat

verifyDatasetOrder Verify a ’list’ input ordering

Description

Check and order an input list:

Usage

verifyDatasetOrder(tocheck, errname, dataNames, nDatasets)

Arguments

tocheck list of data to check.

errname name to print in error messages.

dataNames names of the datasets.

nDatasets number of datasets.

Value

ordered ’tocheck’ by dataset.
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NetProps, 14
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plot, 8
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simplify_param, 30
simplifyList, 30
sortModuleNames, 31
statmod, 18

vCat, 31
verifyDatasetOrder, 32

33

Appendix A A.4. INTERNAL DOCUMENTATION

285




	Abstract
	Declaration
	Preface
	Acknowledgements
	Table of Contents
	List of Tables
	List of Figures
	List of copyrighted materials
	List of Abbreviations
	Introduction and Literature Review
	Common non-communicable diseases
	The molecular basis for non-communicable disease
	The central dogma of molecular biology
	The inheritance of genetic variation

	High-throughput omic data
	Whole genome sequence data
	Genome-wide genotype data
	Whole exome sequence data
	Transcriptomic data
	Metabolomic data
	Microbiome data

	Association studies
	Biomarker studies
	Biomarkers of future disease risk
	Cardiovascular disease
	Type II diabetes
	General health and premature mortality

	Gene set predictors
	Clinical translation and intervention strategies

	The biomarker GlycA
	Network approaches to understanding disease
	Network fundamentals
	Topology of molecular networks
	Network inference
	Implicit networks

	Network module reproducibility
	Research Objectives

	A Scalable Permutation Approach Reveals Replication and Preservation Patterns of Network Modules in Large Datasets
	Introduction
	Publication
	Main text
	Supplemental Text
	Table S5


	The Biomarker GlycA is Associated With Chronic Inflammation and Predicts Long-Term Risk of Severe Infection
	Introduction
	Publication
	Main text
	Supplemental Text

	Addenda
	Results
	Genetic control of the neutrophil module

	Materials and Methods
	DILGOM genotyping, processing, and quality control
	YFS genotyping, processing, and quality control
	Quantification of the neutrophil module and network analysis
	Quantitative trait loci analysis



	Imputation of Acute-Phase Glycoproteins for Disease Risk Prediction in Population Studies
	Introduction
	Results
	Study data
	Glycoprotein composition of GlycA in a population study
	Glycoprotein imputation models
	Glycoproteins and sub-clinical inflammation
	Glycoprotein associated risks of disease incidence and mortality

	Discussion
	Materials and Methods
	Study cohorts
	Data quantification, processing, and quality control
	Glycoprotein composition of GlycA in a population study
	Imputation model identification
	Cytokine analysis
	Electronic health record analysis


	Conclusions
	List of References
	NetRep package documentation
	Introduction
	Vignette
	User documentation
	Internal documentation


