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Abstract

ANOMALY detection plays a vital role in various application domains including network

intrusion detection, environmental monitoring and road traffic analysis. However a major

challenge in anomaly detection is how to mine datasets where objects possess causal/non-causal

relationships such as friendship, citation and communication relationships. This type of relational

data can be represented as a graph, and raises the challenges of how to extend anomaly detection

to the domain of relational datasets such as graphs. Anomalies often provide valuable insights into

the correlation between an abnormal pattern and a real world phenomenon. Therefore, there has

been growing attention towards anomaly detection schemes in dynamic networks. Although these

evolving networks impose a curse of dimensionality on the learning models, they usually contain

structural properties that anomaly detection schemes can exploit. The major challenge is finding

a feature extraction technique that preserves graph structure while balancing the accuracy of the

model against its scalability.

Another challenge in graph anomaly detection is interpretability and visualization. In this the-

sis, we tackle these challenges and propose multiple approaches, where each approach addresses

several or all of these challenges. Our first scheme is the use of a scalable technique known as

random projection as a method for structure-aware embedding. We show that this scheme can

preserve useful relational properties of the network, and present an analytical proof of this claim.

We also analyse the effect of embedding on the accuracy of one-class support vector machines for

anomaly detection on real and synthetic graph datasets. We demonstrate that the embedding can

be effective in terms of scalability without detrimental influence on the accuracy of the learned

model.

Our next approach focuses on community memberships and how they can change during graph

evolution. We devise a graph specific non-negative matrix factorization technique, which takes
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into account the influence that vertices have on each other. This method is interpretable in terms

of event attribution and can provide a low-rank approximation of the original graph. Moreover, this

approach is applicable in community detection and monitoring community evolution throughout

time.

Finally, we propose a more generalized graph pre-processing technique that can both extract

structural features from the networks and expedite graph mining techniques such as anomaly de-

tection. We focus on detecting anomalies in a sequence of graphs based on rank correlations of

the reordered nodes. The merits of our approach lie in its simplicity and resilience to challenges

such as unsupervised input, large volumes and high velocities of data. We evaluate the scalability

and accuracy of our method on real graphs, where our method facilitates graph processing while

producing more deterministic orderings. We show that the proposed approach is capable of reveal-

ing anomalies in a more efficient manner based on node rankings. Furthermore, our method can

produce visual representations of graphs that are useful for graph compression and can be used as

a pre-processing step to expedite common graph mining algorithms such as PageRank.
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Chapter 1

Introduction

This chapter highlights the motivation and challenges associated with the problem of anomaly

detection in graphs. The task of graph-based anomaly detection is of particular interest to data ana-

lysts who study large-scale graph datasets. The richness of such datasets poses major challenges to

previously developed anomaly detection schemes to maintain the balance between interpretability, ac-

curacy and scalability. The focal point of this thesis is to devise efficient yet structure-aware anomaly

detection techniques, which can yield accurate results. In this chapter, we discuss the significance of

this study in addition to its underlying challenges, followed by the scope, focus and contributions of

our research. We conclude with a road map for the rest of the thesis.

1.1 Research Motivation and Challenges

Anomaly detection aims to answer the vital question of “What is interesting about a dataset?”. It

refers to the task of determining data point(s) and patterns that do not conform to the previously

defined behaviour of the data. These data points or patterns are called anomalies, outliers or

surprises [5, 22]. They point to the peculiarities in the data, which are often associated with a

phenomenon happening in the real-world. Therefore, detecting anomalies can provide us with

actionable information in addition to a valuable insight into the underlying behaviour of the data.

For instance, detecting a disease outbreak in a medical database can alarm authorities in taking

precautionary actions to avoid a possible epidemic.

Anomalies are often categorized into three groups based on the nature of the problem [22]:

(a) point, (b) contextual, and (c) collective. An example of point anomalies arises in credit card

fraud detection. A credit card dataset comprises each individual’s transactions and their associ-

ated attributes, including the amount and type of each transaction, i.e., withdrawal or deposit. An

anomalous transaction can be detected when the transaction properties do not comply with the

1



2 Introduction

previous behaviour of the user. As an example, consider an individual whose record of bank trans-

actions has not exceeded a specific amount during his/her entire bank history. If this individual

carries out a high value transaction, it can be flagged as a suspicious activity.

The second type of abnormalities are contextual anomalies, where each data point is associated

with attributes that determine the context of the data. For instance, in time series, time is the

contextual attribute, while in spatial datasets, the latitude and longitude of a location is its context.

The distinguishing feature of such anomalies is that a data point that is a contextual anomaly might

be considered normal in another context. As an example consider the credit card fraud detection

scenario that was previously mentioned with the addition of the following time context: The user

has carried out high value transactions only on Christmas and her/his birthday. If the user makes a

high value purchase on any day other than the previously mentioned special days, that transaction

would be considered abnormal.

The last category of anomalies are collective anomalies, where a group of data points is anoma-

lous with respect to the entire data set while the data points in that group may not be considered

anomalous individually. For instance, in a human electrocardiogram (ECG) signal, a collective

anomaly can correspond to an Atrial Premature Contraction in the heart, which corresponds to a

sequence of similar values in the ECG signal [74]. It is worth mentioning that these values may

happen at any index of the ECG signal but they would not be considered abnormal individually.

Although various approaches have been developed for anomaly detection, many of them as

described in [3,22] focus specifically on the task of anomaly detection in non-relational1 datasets,

or maybe at best spatio-temporal data. However, in recent years with the popularity and applica-

bility of social and computer networks, relational data structures, where entities have structural

relationships, are becoming one of the most prevalent sources of information. These relation-

ships may represent chemical bonds, friendships, citations, communication and even causation in

biological, social, collaboration, computer and sociological networks, respectively. As these net-

works are becoming more ubiquitous, the need for mining such valuable datasets becomes more

evident. However, the first step in analysing any source of information is to first find an appropriate

mathematical representation to handle the underlying properties of the input.

Based on the nature of the data, graphs are a popular and natural representation for relational

1Please note that in this thesis, the term “relational” pertains to the relationships between entities in a network/graph.
Our research was conducted on graph/network datasets and does not include relational databases.
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datasets. Graph-based representations are more expressive because of their built-in topological

constraints [39]. In addition to spatio-temporal data, complex connectivity data such as social

networks are naturally represented as weighted graphs [106]. A graph can be defined as sets of

vertices, i.e., the entities in a network, and edges, i.e., the relationships between entities. Real-

world graphs may comprise millions of nodes and billions of edges. Our purpose as data analysts

is to extract informative and actionable knowledge from such large datasets. Many researchers

concentrate on determining common patterns in large-scale graphs. While this is a valid approach

for knowledge mining, it is also important to mine unusual behaviours, i.e., anomalies, in such

datasets [8, 98].

Detecting these anomalies in real networks can correspond to a number of significant appli-

cations, namely, disease outbreak detection in social networks [24], opinion deception in review

communities [88], network intrusion detection [36, 57], wildfire detection [25, 125], spotting ab-

normal events in video surveillance [114], identifying anomalous users in communication net-

works [123], fraud detection [17], tax evasion [127] and detecting civil unrest in social networks

[24, 97].

As mentioned earlier, anomalies often correspond to real-world events, which make them

valuable sources of information. Consider the previously mentioned disease outbreak example

with the difference of analysing Twitter feeds in different districts as well as in medical databases.

Using Twitter data, we can quickly determine the occurrence of disease outbreaks [24, 90]. The

outcome of this type of analytics can further help the authorities in taking precautionary actions in

non-contaminated areas through vaccination. It is worth noting that by using Twitter feeds, we can

study the spatio-temporal characteristics of the tweets by representing them in a dynamic graph.

The advantage of using this type of representation is that we can easily define and model

graph changes, i.e., the increase or decrease in the number of re-tweets and likes between users in

addition to the changes to the keywords used in tweets, over time. The spatial information, i.e.,

the location of each medical facility as well as tweet geo-tags, can be directly used to estimate the

distance, i.e., captured through the edge weights, between every pair of medical centres or tweet

locations. Figure 1.1 demonstrates an example of combining Twitter and medical databases to

detect allergies in different states of the USA [90].

Another significant application of anomaly detection is spotting fraudulent behaviour in online
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(a) February (b) April

(c) June (d) August

Figure 1.1: Rates of allergies discovered by a combination of Twitter feeds and health data in 2010, USA. The states
with darker shading indicate higher allergy rates while the ones with diagonal shading lacked sufficient data/small

number of tweets. The allergy rates peak in the middle of the Spring (April), and in winter (February) the allergies are
more prominent in warmer regions (West and South). The top 10 words with most predictive of the allergy ailment are

shown next to each month. Bold words are those that are often associated with particular allergy seasons, e.g.
rag-weed begins to pollinate in mid-August, tree pollen season is in full effect in April, and June is often the worst

month for hay fever. This image is taken from [90].

auctions, where the vertices in such networks are registered users and the conducted transactions

between them are represented through the edges. Online auctions have become a common form

of business in the past decade. The commercial success of virtual marketplaces such as Amazon

and eBay has attracted fraudsters to use them as a means of exploiting other users. The suspicious

transactions between a group of users can be insightful in identifying networks of fraudsters.

Thereafter, detecting such fraudulent behaviours can help law enforcement agencies to prevent

further online crimes [6, 55].

In addition to the existing online and offline networks, there are many new sites of sensor

networks being created in recent years through the deployment of wireless sensors across different

cities. Monitoring critical urban infrastructure through sensor networks can improve the efficiency

of our cities. This concept is regarded as the Internet of Things (IoT) [46].

IoT provides a means for various objects to be networked and monitored. IoT technologies
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provide data miners with diverse graph-based datasets such as power and water networks, telecom-

munication, public transportation, mobile phone usage and pedestrian networks [56, 99, 100].

Therefore with the increase in the number of sensor networks, the need for devising approaches

for finding anomalous incidents has grown.

1.1.1 Challenges

There has been a growing interest in graph-based anomaly in recent years. However due to the

relational nature of the data in addition to the previously imposed difficulties by the anomaly

detection problem itself, this task becomes even harder in graphs compared to vector datasets.

Since graph data may possess both spatio-temporal and relational properties, they can be used

to capture all the available information. Graph-based representation is an expressive format for

relational datasets due to its built-in topological constraints [39]. Without suitable data analytics

techniques for such a wide range of graph data, data miners will struggle to extract value from the

built-in monitoring network infrastructure. We now discuss some of the challenges for research in

this area.

Definition of Anomalies in a Graph Context

One of the main challenges associated with anomaly detection is how to define anomalies in the

first place. Unfortunately, there is no unique general definition for anomalies, since they become

meaningful only when considered in a particular context. The definition of an anomaly becomes

even more difficult when analysing relational datasets. Given a dynamic network, we need to

incorporate the relational nature of the data as well as the temporal properties into the anomaly

detection task.

We use the vague yet general definition of anomalies as introduced in [8], which defines graph

anomalies as “the nodes/edges/substructures (objects) that are significantly different from the ma-

jority of the reference objects in a graph”. The definition of anomalies in non-relational datasets

can be summarized into: (a) data instances with rare combinations of feature values, (b) points that

are farthest from the rest of the data in n-dimensional space, and (c) observations that do not fit

well in our previously-built behavioural model. However, given the richness of graph datasets, the
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definition of anomalies becomes much more diverse than in non-relational datasets. We elaborate

on the definition of anomalies in Chapters 3, 4, 5 and 6.

Lack of Labelled Data

Another challenge in the context of graphs is the lack of ground truth for the classes of normal and

anomalous samples. Moreover, the manual labelling of the data is quite difficult if not impossible

given the volume of information in real-world networks. Due to the challenges associated with

labelling the data, we can no longer use supervised data mining techniques and the focus needs

to be on unsupervised data mining schemes. The lack of labels not only limits the applicability

of many popular machine learning algorithms but also makes the evaluation process challenging.

Since there is no ground truth for the data, we again need to rely on experts to further analyse

the anomalies within the data to check their validity. It is worth noting that we have considered

unsupervised learning methods and addressed this challenge in Chapters 3, 4, 5 and 6.

Curse of Dimensionality

In addition to the underlying complexity of graph datasets, many proposed applications often need

to handle massive volumes of data. Social networks such as Twitter or Facebook consist of billions

of users, which require multi-hundred terabytes of storage. Other examples of such enormous data

sizes are telecommunication networks and web graphs, which are also billion scale datasets. When

discussing these large-scale graphs, we often only point to the number of vertices in the graph.

However, the actual data size can be up to a quadratic order of the large number of nodes in the

networks. The data captures information such as the number of phone calls, clicks, friendships,

posts and following relationships in different graph datasets. At such a large scale, we need to de-

vise approaches that are scalable. Many of the proposed methodologies in this domain disregard

the fact that most real-world graphs yield huge search spaces. Many traditional graph theoretical

problems, such as maximum cut, find the solution through combinatorial optimization approaches,

where exhaustive search is not feasible [31]. Therefore, anomaly detection schemes need to em-

phasize efficiency to be useful in practice. Figure 1.2 shows a sample of the Wikipedia web graph,

which captures the pages and their links to each other. This is just a minor example of what a real
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Figure 1.2: Visualization of the link structure in the Wikipedia web graph, where the node size represents the amount
of activity on the corresponding Wikipedia page on a given day. The edges also depict the links between different

pages. This image is taken from https://en.wikipedia.org/wiki/Prefuse

dataset might look like. We are successful in addressing the challenge of scalability in our last

approach introduced in Chapter 6.

Dynamic Nature of Data

Another challenge associated with graph anomaly detection is the streaming and sometimes evolv-

ing nature of dynamic networks. In a social network such as Facebook, many friend requests are

accepted, many are un-friended, many join Facebook for the first time or delete/deactivate their

accounts. These changes are captured through edge and node addition/deletion. But most im-

portantly, when the links between users are changed, including weight modification, we need to

analyse the impact on the entire network. Many anomaly detection schemes [91, 93] assume that
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there is a history of the normal graph instances, where they can learn a normal model of the graph

behaviour and then detect abnormal behaviour based on the deviation from the expected model.

However, this is not the case in many real world scenarios, and the assumption of the existence

of a normal history may not be valid in many cases. Also, by determining an expected behaviour,

we are prone to missing novel anomalies and need to consider issues such as concept drift, which

become more complex in the context of graph-based anomaly detection. Chapters 4, 5 and 6 ad-

dress this challenge in the graph context while Chapter 3 focuses on dynamic inputs in the format

of data streams.

Lack of Interpretability

An additional challenge in the context of graph-based anomaly detection is the interpretability of

the outcome of these schemes. After detecting the anomalies in a network, we need to explain

the underlying cause of that anomalous behaviour. Many of the proposed approaches [8, 98] in

this domain try to pinpoint the anomalies to time stamps, edges and nodes that are demonstrating

abnormal behaviour. However, in many graphs we need to determine the underlying reason for an

occurring change, which may not be evident from only the nodes, edges or time stamps. We need

to know how the information flow within communities has changed. For instance if the bridge

between two communities is eliminated, this is a major change, while if any other edge within

a dense community is deleted, that would not be considered anomalous. Figure 1.3 shows the

importance of explaining the outcome of anomaly detection. The elimination of a protein bond

between two communities in Figure 1.3 is considered an anomaly and is explained as a disconti-

nuity in the network, while removal of an edge within a fully-connected community may not even

be considered anomalous [66]. Interpretability has been one of our main focuses throughout this

thesis. We address this challenge in Chapters 4 and 5. We further address the challenge of data

visualization and interpretability in Chapter 6.

1.2 Research Scope and Focus

Addressing all the challenges associated with the problem of graph-based anomaly detection and

aiming to propose a generic technique that can manage any type of graph would be an almost
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(a) A bridge is eliminated causing a dicontinuity in
the network.

(b) A common edge is deleted in a well-connected
community causing a very subtle change.

Figure 1.3: An example of a protein network and the different interpretations that a single edge deletion might have in
the above two scenarios [66].

impossible task. Therefore, in this thesis we limit our scope to plain graphs, i.e., without edge or

node attributes, where the edges may be directed and/or weighted. Attributed graphs often include

domain specific features for vertices and edges. For instance, relationship type and user interests

can be vertex and edge features in a social network context.

Although these attributes can be insightful in determining and validating anomalies of a net-

work, they impose a number of difficult challenges to the task of anomaly detection, which is the

result of the complex nature of such datasets. Furthermore, attributed graphs can be reduced to

and are variations of plain graphs. Addressing the problem of anomaly detection in plain graphs

and focusing on the relationships between the data entities can be considered as a basis for further

extension to attributed graphs.

The graphs that we consider in our research are common types of graphs in real-world ap-

plications. Examples of the datasets that we can use are email, telecommunication, Facebook

wall-to-wall posts, citation networks, Twitter and others. The advantage of using such datasets

is that although the size of the data is still large, we are not storing information about the nodes.

For instance, in Facebook we can disregard the user’s name, age, ethnic background and other

features. We merely consider the edges between the users and the weight or direction of the edges.

The node/edge attributes can be further used in the explanation of the anomalous behaviour.

In addition to focusing on non-attributed graphs, we focus on addressing some of the chal-
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lenges mentioned before in an incremental manner. We are interested in devising approaches that

are interpretable and reveal some structural properties of the graphs. Specifically we are intrigued

to know more about how the communities within a graph are changing from one time-stamp to

another. We also aim to address the problem of scalability to handle the large number of nodes

in dynamic networks. It is worth mentioning that many real-world graphs are very sparse, i.e., if

we are given a graph with N nodes, it is most probable that the number of edges are O(N) and

not O(N2) [72]. Therefore we focus on approaches that take advantage of this property of many

real-world networks.

We also consider the common scenario where graphs are not labelled as normal or anomalous.

Therefore the techniques that we focus on are unsupervised machine learning schemes. Many

real world networks fall into this category, where there is no information available regarding the

abnormal users, edges, subgraphs or time stamps. Moreover, since dynamic networks are the

most prevalent type of relational data in many application domains, we have expanded our scope

to dynamic networks, where the evolution of a graph is recorded through time. The changing

dynamics of the networks include actions such as edge addition/elimination or weight update. We

make the assumption that the number of nodes in the graph remains the same. It is worth noting

that this assumption is not limiting in the sense that we can consider zero values for the eliminated

nodes in the graph representation of the data.

We focus on graphs with consistent node identifiers over time in order to avoid the graph

isomorphism problem. Another challenge that we aim to address is handling the streaming nature

of the dynamic network. We also aim to come up with a graph similarity scheme in order to avoid

building a normal model of the graph behaviour. This is to address the issue of detecting novel

anomalies as well as avoiding continual update of the learned model.

The graph-based anomaly detection techniques that we propose in this thesis are based on

matrix permutation, graph embedding and matrix factorization.

1.3 Research Contributions

We have studied and devised four different approaches for detecting anomalous graphs, which

correspond to unusual incidents in the real-world. During the process of devising novel method-
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ologies for this purpose, we have also come up with strategies to make anomaly detection and

graph analysis in general more scalable and efficient.

1.3.1 Sensor Network Analysis

Our initial study was on Wireless Sensor Networks (WSN), which motivated us into devising

approaches to deal with relational datasets. Due to the cost-effectiveness of WSNs as a means

of monitoring spatio-temporal datasets at fine resolutions, we considered a WSN deployed in the

University of Surrey, United Kingdom. We reduced the problem from analysing dynamic graphs

to data streams. We extracted features captured by different sensors and analysed them temporally

and then spatially.

In particular, we study the application of monitoring power usage in an office environment at

the resolution of individual users. A key challenge in this context is how to extract meaningful

profiles of user behaviour in the large volume of monitoring data collected by the WSN. To manage

the complexity of learning such profiles in this context, we propose a query based model for

profiling. This query-based model provides the ability to characterize the spatial and temporal

occurrences of the power usage patterns of interest. We demonstrate the effectiveness of our

query-based profiling model for finding relevant electricity usage patterns in a real life data set of

power measurements collected by a WSN deployment in an office environment. To the best of our

knowledge, this was the first time such a case study has been made on analysing the power usage

of users at such a fine scale in an office environment.

1.3.2 Graph Embedding

After the case study on WSNs, we realized the importance and potential of analysing graphs.

Real-world graphs may comprise millions of nodes and billions of edges. Therefore, researchers

need to devise methodologies that are scalable. Numerous approaches have been designed for

detecting anomalous instances or groups in various types of data objects. However the data points

cannot be considered as independent entities in a d-dimensional space. Data points often demon-

strate relationships or dependencies that must be considered in the process of detecting abnormal

behaviour.
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In this thesis, our objective is to detect common patterns that may appear as common sub-

graphs with a specific type of recurring core structure in a sequence of graphs. Determining

normal patterns of behaviour results in easier detection of anomalous behaviour. One of the key

challenges in graph mining is to determine these normal substructures or any form of abstraction

to summarize significant patterns in graphs. Given that real world graph streams are often noisy,

we therefore need a robust and scalable algorithm to detect common patterns or substructures as

well as anomalies in graphs.

Due to the complexity of graphs, we may need to map the vertices to their point coordinates

in another space in order to create a simpler representation, i.e., a task known as graph embed-

ding [110]. We can consider graph embedding as a feature extraction process. The data in a high

dimensional space, i.e., a graph, usually lies near a non-linear manifold with lower complexity.

Therefore, a required pre-processing step in graph anomaly detection is graph embedding. Graph

embedding techniques can help us devise more efficient and interpretable anomaly detection tech-

niques. Moreover, they provide a visualization means for analysing graph data.

We have devised a structure-aware graph embedding scheme. Our embedding approach is

based on random projection and exploits the Johnson and Lindenstrauss lemma [1] to provide a

theoretical proof of its performance. Although random projection has been proven to preserve

pairwise distances in Euclidean space [1], its suitability for non-relational datasets has received

little attention.

We have shown theoretically and empirically that random projection is a structure-aware fea-

ture extractor for block-structured, i.e., community based, graphs. Thereafter, we utilized this

embedding approach to detect anomalous graphs in dynamic networks. We analysed the effect

of embedding on the accuracy of one-class support vector machines (1SVM) [109] on real and

synthetic datasets. We demonstrated that the embedding can be effective in terms of scalability

without detrimental influence on the accuracy of the learned model.

1.3.3 Matrix Factorization

We next focus on the problem of community detection and anomaly detection in time-evolving

graphs, which arises in many real-world applications. While Non-negative Matrix Factorization

(NMF) approaches have previously been introduced to tackle this problem [129], the effectiveness
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of the proposed techniques can still be improved.

In this thesis, we propose to use random walks as a regularization term in the NMF opti-

mization function to preserve each node’s influence in the original graph space. This approach

leads to a more effective factorization technique that is well-suited for community detection with

non-uniform block distributions. Moreover, we propose that this method can be further used to

detect anomalous graphs based on the node-to-community memberships with lower computational

complexity.

Anomalous graphs can be further investigated by domain experts to associate specific real-

world phenomena to each abnormal time stamp. We have applied our method on real and synthetic

datasets, where the results demonstrate the superior performance and applicability of our proposed

approach in comparison to several state-of-the-art techniques [20, 70].

1.3.4 Matrix Permutation

In our final contribution, we address the problem of how to process large volumes of streaming

graphs for anomaly detection in time-evolving networks. We propose a pre-processing step before

running any further analysis on the data, where we permute the rows and columns of the adjacency

matrix. This pre-processing step expedites subsequent graph mining techniques such as anomaly

detection.

In particular, we focus on detecting anomalies in a sequence of graphs based on rank correla-

tions of the reordered nodes, where the nodes of each graph are ranked according to their neigh-

bourhood patterns and importance. The merits of our approach lie in its simplicity and resilience

to challenges such as unsupervised input, large volumes and high velocities of data.

We evaluate the scalability and accuracy of our method on real graphs, where our method facil-

itates graph processing while producing more deterministic orderings. We show that the proposed

approach is capable of revealing anomalies in a more efficient manner based on node rankings.

Furthermore, our method can produce visual representations of graphs that are useful for graph

compression and interpretation.
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1.4 Structure of the Thesis

The remainder of this thesis is organized as follows:

• Chapter 2 provides a comprehensive overview on the basics of graph analytics. It also

reviews some of the state-of-the-art anomaly detection schemes both in relational and non-

relational datasets.

• Chapter 3 provides a case study on profiling user behaviour and detecting anomalous activity

in WSNs. This initial study is the motivation to pursue anomaly detection in relational

datasets, which are represented as graphs.

• Chapter 4 presents a graph embedding scheme using random projections in block structured

networks. The main contribution in this chapter is devising an approach that compresses

a community-based graph model while preserving structural information in addition to re-

vealing anomalous graphs.

• Chapter 5 examines the application of matrix factorization to graph analytics, and proposes

a graph-based factorization method, which can be helpful in both community detection and

explaining anomalous nodes in graphs. In addition, we show how the proposed method can

be applied to monitor user membership in different communities during network evolution.

• Chapter 6 considers a matrix permutation approach in order to detect abnormal graph in-

stances in an evolving graph stream, in addition to revealing structural information. It pro-

vides a visualization tool for analysing anomalous graphs. The focus of this chapter is on

designing scalable approaches that can yield accurate anomaly detection results.

• Chapter 7 summarizes the key findings of this thesis and discusses their practical implica-

tions. It also provides potential future directions for this research.
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Background and Literature Review

In this chapter, we review some of the most recent and state-of-the-art anomaly detection techniques

both in static and dynamic graphs. In particular, we review the description of graphs, their proper-

ties and common real-world network patterns in Section 2.1. We then discuss traditional anomaly

detection schemes in static graphs, which often use feature extraction as a pre-processing step in Sec-

tion 2.2. In Section 2.3, we introduce different types of anomalies and their corresponding detection

methods in a dynamic framework. Finally, we summarize our contributions in the related work section

of the thesis and state the desirable properties that we aim to achieve in this thesis.

2.1 Graphs: Definitions and Properties

We first need to define a graph and its relevant variants. A graph is a representation of a relational

dataset, where entities have relationships with each other. A few examples of these entities are

users, authors, routers, email addresses and web pages, while their relationships can be friendships,

co-authorships, packet transmission, communication flows and links. We can formally define a

graph G = (V, E) as a pair, where V and E = V × V denote the entities, i.e., nodes, and their

corresponding relationships, i.e., edges, respectively.

The nodes, i.e., vertices, are a finite set of objects, which can represent users, routers or pub-

lications in social, communication or citation networks, respectively. We denote the number of

nodes by |V| or N. The edges are also a finite set of pairwise relationships. They can represent

friendship, emails or referencing in the social, communication and citation networks as well. We

denote the number of edges by |E| or M.

There are different variants of graphs, however we only focus on the types of graphs that have

been used in this research. The first variant is a directed graph, where the relationship between

two nodes is one-way and the edges are represented by arrows. Such an edge can be denoted

15
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as (ui, uj) where ui is the starting and uj is the end point of the arrow. Directed graphs can

be used in scenarios where there is no bilateral relationship between edges. Examples of such

networks include citation networks, where one publication can cite another one but the reverse

does not exist, or social networks such as Twitter, where a user can follow others but he/she is not

necessarily followed back by them.

Another variant is a weighted graph, where there is a value, i.e, weight, assigned to each edge.

This value can be any real number, which may represent the number of calls between two users

in a phone-call network. It is worth noting that a graph where all edge weights are one is an

unweighted graph.

Although there are other variants of graphs in different domains, many real-world graphs can

be represented using the simplest form of graphs, i.e., a simple graph. A simple graph is an

undirected, unweighted graph without loops or multiple edges [44]. Finally, another useful variant

is a complete graph, which is an undirected graph where there is a unique edge between every pair

of nodes.

(a) Simple undirected graph. (b) Directed graph. (c) Weighted graph.

Figure 2.1: Graph variants where circles and lines represent vertices and edges respectively.

2.1.1 Graph Representation

A common representation of a graph is its Adjacency matrix. The Adjacency matrix AN×N of

a graph G is an N × N matrix where each element aij ∈ {0, 1} is assigned to zero unless there

exists a relationship between vertices vi and vj where aij will be non-zero (one in an unweighted

graph). The most important property of an undirected graph’s adjacency matrix is its symmetry.

It is worth noting that the adjacency matrix of a weighted undirected graph is also symmetric but
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Figure 2.2: Two connected components demonstrated by red and blue ellipses.

the elements aij denote the weight of a relationship between two vertices vi and vj.

A =



e11 e12 e13 . . . e1N

e21 e22 e23 . . . e2N
...

...
...

...
...

eN1 eN2 eN3 . . . eNN


, D =



∑N
i=1 e1i 0 0 . . . 0

0 ∑N
i=1 e2i 0 . . . 0

...
...

...
...

...

0 0 0 . . . ∑N
i=1 eNi


(2.1)

There are other formats for representing a graph, which are constructed based on the adjacency

matrix. For instance the Laplacian matrix LN×N is computed as L = D − A where D is the

degree matrix of the graph. The degree matrix DN×N is a diagonal matrix, which contains the

degree of each vertex, i.e., the number of edges incident to the vertex. Equation 2.1 shows an

adjacency matrix of a graph and its associated degree matrix.

The Laplacian matrix L has a strong correlation with the number of connected components in

a graph, i.e., a connected component is a subgraph where every vertex can be reached from any

other vertex and is not connected to any vertices in other connected components of the graph. For

instance, in friendship networks, a connected component corresponds to people who belong to a

specific social clique, while different components may represent various types of social groups

where users are not connected to each other. An illustration of connected components is depicted

in Figure 2.2. The Laplacian matrix is used in graph analysis approaches such as random walks

and spectral clustering.
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2.1.2 Graph Modelling

Recently, there has been growing interest in graph analysis due to the prevalence of social, com-

puter, citation, email and biological networks with an emphasis on detecting recurrent patterns

and anomalies. In parallel with such interest comes the question of how we can find mechanisms

that generate graphs that represent a realistic topology of an actual network. Now that we have

defined the basic notation and properties of a graph, we discuss how the vertices in real-world

graphs interact.

Real-world graphs can follow different topological patterns according to the nature of the

domain they come from. Examples of such patterns are (a) core-periphery, (b) community, (c)

bipartite, (d) multi-partite, and (e) hierarchy. Two common types of graph patterns are core-

periphery and community structures, which are the focus of this thesis.

Core-periphery structured graphs entail a number of peripheral nodes that are sparsely con-

nected to each other, and a dense cohesive core where each core node is both strongly connected

to the other core nodes and is well-connected to the peripheral nodes [19]. This core structure is

central to the graph structure in the sense that there exists a short path between the core and the

peripheral nodes. Therefore, by determining the significance of the nodes, we can find the core

structure of a network. Examples of core-periphery structured graphs occur in sociology, e.g.,

social networks and economics. The adjacency matrix and the graph structure of an example core

periphery network are shown in Figures 2.3 and 2.4, respectively.

Another common graph structure is the community based network, where the vertices can be

clustered into different sets where each set is densely connected within itself but loosely connected

to the nodes from the other sets. Each set of nodes is called a community or block. The intuition

of this graph structure comes from real-world networks such as social, citation, communication

and computer networks [40], where the nodes that are a member of the same community are more

likely to be connected to each other. For instance, in a social network it is more probable to see

users from the same high school to be connected to each other.

It is worth noting that the community and core-periphery structures can both be present in a

network [103]. For instance, if we consider a random graph G, whose degree distribution follows a

power-law1 and the number of nodes with degree k is proportional to k−β, there exists a dense core

1The probability that a random node has k edges is: P(k) ∼ k−β, β ∈ (2, 3).
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that has short paths to most of the other nodes in the graph when the β = (2, 3) [26]. Therefore, for

a graph with a heavy-tailed degree distribution, there should be a dense cohesive core. It has been

shown that in many real-world networks, a combination between core-periphery and community

structure exists. An example of such a combined structure is shown in Figure 2.3

(a) Core-periphery
structure.

(b) Global core-
periphery with local
community structure.

(c) Global commu-
nity structure with
local core-periphery
structure.

Figure 2.3: The adjacency matrices of (a) a core-periphery structure, (b) a global core-periphery structure with a local
community structure, and (c) a global community structure with a local core-periphery structure. The shaded areas

correspond to non-zero entries in the adjacency matrix.

Another category of graph structures is the hierarchical network structure. The two main prop-

erties of this graph structure are (a) they are scale-free networks that follow a power-law distribu-

tion and (b) they have a high degree of clustering [101]. Intuitively, hierarchical graphs contain

small clusters of vertices that are hierarchically expanded to larger clusters. Mathematically the

degree distribution can be modelled as:

P(k) = k−β, β = 1 +
ln(F)

ln(F− 1)
(2.2)

where F is the replication factor. The replication factor of the graph shown in Figure 2.4.b is four.

Examples of such networks include actor networks (e.g., IMDB) and language networks.

Bipartite graphs are another group of network structures in the real-world. A bipartite graph

is a graph whose nodes can be divided into two disjoint and independent sets V and V, where

each edge connects a node in V to one in V. An example of such a network is demonstrated in

Figure 2.4.a where the nodes are coloured based on the set they belong to. This type of graph

structure naturally arises when we consider relations between two classes of entities. For instance,

a network of PhD student-supervisor relationships would have a bipartite structure.
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Finally, the last category of graphs is multi-partite or k-partite graphs. A multi-partite graph

is a generalization of a bipartite graph where the graph’s vertices can be partitioned into multiple

disjoint sets. A complete multi-partite graph is shown in Figure 2.4.d where the vertices are

divided into four groups. There is an edge between any two nodes with different colours but no

edge between any two nodes in the same group.

(a) Bipartite graph. (b) Hierarchical graph. (c) Core-periphery graph.

(d) Multipartite graph. (e) Community graph.

Figure 2.4: Examples of graph structures where circles and lines represent vertices and edges respectively.

2.1.3 Network Generation

In many real-world scenarios, graph data collection can be extremely difficult if not impossible.

There is also the problem of scalability in the case of large graphs with billions of nodes and

connections. Therefore, it is necessary to devise graph modelling/generation schemes that can give

us the opportunity to extrapolate graphs, test our hypothesis and run simulations in a smaller and

more tractable framework when the real-world networks are difficult to capture. Among different
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graph generation approaches, we focus on a stochastic blockmodel, which is a generative model

for constructing communities, core-periphery structures, hierarchical and random graphs.

Stochastic blockmodels follow the random graph model, which was first introduced by Erdős

and Rényi as a probabilistic generative model for network modelling [38]. In the Erdős-Rényi

random graph model, every pair of nodes has an identical, independent probability of being joined

by an edge. Although a strong mathematical theory was developed for this model, it failed to

generate real-world networks with heavy-tailed degree distributions.

To address this issue, stochastic blockmodels were introduced [87], where originally each of

the N vertices is assigned to one of the K blocks/communities and edges are placed independently

between pairs of nodes. The probability of assigning edges between each pair of nodes is deter-

mined from group membership functions of the vertices. In other words, if we denote the block

that a node vi belongs to as cii, then we can consider a matrix CK×K of probabilities such that

element cij determines the probability of an edge between nodes vi and vj. The density of each

block can be determined by cii as well.

The described stochastic blockmodel can generate a variety of network structures that we

previously reviewed in this section. For instance, a diagonal probability matrix would produce

non-overlapping community networks, where the blocks are disconnected, while adding small off-

diagonal elements to the same matrix can generate a more realistic community structure, where

the nodes are densely connected within a community but loosely connected to the others. By

modifying matrix C, we can construct core-periphery, hierarchical, multi-partite or random graphs.

The tractability and versatility of stochastic blockmodels make them a useful tool in the sim-

ulation and analysis of real-world graphs. In Chapter 4 of the thesis, we describe how to use this

method to generate realistic synthetic networks.

2.2 Anomaly Detection in Non-relational Data

Many of the graph-based anomaly detection techniques rely on feature extraction methods to re-

duce the problem of anomaly detection in graphs to outlier detection in non-relational datasets.

The aim of outlier detection is to spot anomalies in unstructured multi-dimensional datasets. To

tackle the problem of spotting anomalies in unstructured data, many techniques have been de-
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Figure 2.5: The anomalous points labelled O1 and O2 do not conform to the expected behaviour that are shown as
densely populated regions.

veloped in recent years. There are a variety of surveys addressing these approaches, which can

be found in [3, 5, 22, 23, 132]. We summarize some of these approaches for static, i.e., a single

collection of data points, and dynamic, i.e., a data stream, settings.

2.2.1 Anomaly Detection in Static Non-relational Datasets

We first need to define outliers/anomalies to tackle the problem of anomaly detection. Hawkins

[50] describes an outlier as “an observation that differs so much from other observations as to

arouse suspicion that it was generated by a different mechanism”. However this definition is quite

broad and therefore there are different definitions associated with outlier detection in different

contexts such as outbreak, fraud and intrusion detection in the domains of health, finance and

cyber-security respectively.

An example of anomalies in a two-dimensional dataset is shown in Figure 2.5. The techniques

for determining anomalies in unstructured multi-dimensional datasets can be categorized into:

(a) classification, (b) nearest-neighbour, (c) clustering, (d) statistical, (e) information theoretic, and

(f) spectral-based approaches. In this section, we provide a concise overview of the classification,

statistical and spectral based approaches .
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Since Wireless Sensor Networks have become prevalent sources of data collection, which may

possess both spatial and temporal attributes, we have focused on the recent anomaly detection

approaches in such datasets. An example of a WSN dataset is the focus of Chapter 3. The tech-

niques introduced in the upcoming sections can be applied even for relational datasets, after a

pre-processing step that simplifies the data.

Anomaly Detection Based on Classification Techniques

The main assumption in classification-based approaches is that a classifier can be trained in order

to distinguish normal and abnormal samples. One of the most popular methods in this category

are one-class support vector machines (SVM), which determine the boundary between normal

and abnormal instances. The objective of one-class SVMs is to detect unusual events, faults and

denoise the dataset. A one-class SVM uses only the positive training instances and distinguishes

outliers from all other possible data points. The popularity of this technique is due to the fact that

we are usually dealing with datasets that mainly include normal instances. The following three

algorithms belong to this category.

In [94], the authors tackle the problem from two perspectives: centralized versus distributed

anomaly detection. In both approaches, the authors employed one-class SVMs after projecting

data into a higher dimensional space and modelled the data distribution by hyperellipsoids. Al-

though these two approaches perform significantly better than rival methods, they are almost im-

practical in real world applications. These models assume that the whole data is available in each

sensor node for processing. Moreover, the centralized technique also adds to the computational

complexity of each node, which is in contrast to the nature of sensor networks.

The previously introduced method utilized a hyperellipsoidal representation for the input data.

These hyperellipsoids can be employed in boundary estimation. The authors in [79] proposed an

incremental approach for determining this boundary in an online manner by utilizing a sliding

window. In contrast to the previous paper, the introduced method takes the streaming nature of

the data into account and also tracks the changes in the data stream while updating the constructed

normal model. This approach also improves the performance significantly and is more applicable

than the previously discussed technique. However, the authors assume that the data in each win-

dow is coming from a normal distribution. They also need to determine the length of the effective
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window which imposes a computational overhead.

In [124], the authors mainly consider the structure of a wireless sensor network and suggest

a mechanism that determines the density or sparsity of nodes in a specific region of the network.

This method is also based on classification techniques but in contrast to the two other approaches,

it does not take advantage of one-class SVMs. It is similar to the first approach in the sense that

it lacks the online property as opposed to the second approach. The assumption in this paper is

that each sensor node is capable of detecting an intruder in its defined radius. The authors have

calculated the detection probability in various detection schemes where a specific region is known

to be more prone to attacks. They demonstrated the improvement of efficiency in case of choosing

a Gaussian distribution of nodes versus uniform and truncated Gaussian distributions. One of the

concerns in this paper is offline training of the model. Another problem can be the fact that the

authors could have suggested a Gaussian mixture model (GMM) instead of a single Gaussian.

GMMs would be more general and can be deployed in wireless sensor networks with more than

one hot zone or type of activity.

Anomaly Detection Based on Statistical Approaches

The second category of techniques is based on statistical methods, which assume that abnormal

samples occur in low probability regions of the normal model. Three recent statistical method-

ologies have been studied. Statistical methods assume that the distribution of data residuals is

independent, identically distributed normal observations, which might not be true for many com-

plex datasets. This assumption is one of the limitations of these approaches.

The authors in [115] have estimated a baseline for the data, and after subtracting the baseline

from test samples, then determine whether the deviation is significant enough to initiate an alarm.

They have developed a metric that considers the frequency and quantity of an observation in order

to determine whether it is anomalous in comparison against the constructed regression model. The

aim of this technique is to reduce the false alarm rate, which is accomplished in comparison to the

considered rivals. However the false positive and false negative rates are still high. In comparison

to the strongest method discussed so far [79], this technique is neither online nor considers concept

drifts.

In [32], the authors have constructed a model of normal behaviour through Gaussian processes.
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This model captures the dynamics of the normal data and updates itself in an online manner. The

critical assumption made by authors is that data is coming from a Gaussian distribution. They take

advantage of this assumption for calculating the abnormality threshold for the unseen data. This

threshold is determined based on extreme value theory. In contrast to [115], the proposed method

is iterative and does not need the whole data to be available. However, the performance of this

method has only been compared against Kalman filters, which are not state-of-the-art in statistical

techniques. Moreover, the authors have to choose a distance metric as well as a covariance function

in order to utilize a Gaussian process. The choices regarding these two metrics can be different

and may impact the performance of the algorithm. This approach is similar to [79], in the sense

that it is online and iterative.

Another example of an online statistical-based anomaly detection method is [92]. The authors

have utilized an auto regression model for dealing with streaming data in an online manner, which

is its only common feature with [79]. They determine a prediction interval that acts as a threshold

in order to detect whether a recently observed instance can be considered anomalous or not. The

model can be updated according to the label assigned to the newly observed data. The main

advantage of this technique is that it has a rather simple implementation in comparison to other

online techniques. However the proposed method is not a novel technique in this domain and

cannot deal with drifts in the data distribution.

Anomaly Detection Based on Spectral Analysis

The techniques based on spectral analysis assume that when data is projected into a lower dimen-

sional space, anomalous and normal instances become separable. This assumption is the major

difference of this type of techniques in comparison to the other two groups. Two papers have been

studied in regards to this group of anomaly detection methods.

The proposed method in [64] projects the data into another subspace and employs local quadratic

entropy to determine whether an instance is in the dense neighbourhood of normal instances or

not. The introduced algorithm uses this metric instead of various density or distance measure-

ments that usually impose an assumption regarding the data distribution. Making no assumption

regarding the distribution of the input data is the main advantage of this technique. Moreover, in

contrast to many spectral-based methodologies, the complexity of this algorithm is low. However,
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this method does not consider drifts in streaming data. It also assumes that data is available at

the beginning of the training phase as opposed to [32, 79, 92]; therefore it cannot be applied in an

online framework.

Another study that employs spectral analysis is [53]. In contrast to the previous paper, the

introduced technique is online and considers drifts, which is similar to [79]. The proposed method

in this paper takes advantage of Compressed Sensing (CS) theory in order to compress data as a

way of decreasing memory requirements in sensor nodes. The compressed data is the input of a

spectral algorithm that determines two subspaces: principal and residual. The existing anomalies

can be identified in the residual subspace. As the name of the paper suggests, the proposed tech-

nique can be employed in large-scale networks where the whole data cannot be acquired. Their

experiments demonstrate the efficiency of the algorithm. On the other hand, the main weakness

of spectral analysis is the assumption that data is separable in a lower dimensional space, which

depends on the attributes captured by the sensor network. In addition to [79], this technique is

considered to be quite effective in wireless sensor networks as well.

2.2.2 Anomaly Detection in Data Streams

The problem of anomaly detection in data streams is of great interest to many researchers. We dis-

cuss the developed methodologies for anomaly detection in wireless sensor networks. These net-

works provide us with spatio-temporal datasets where the nodes demonstrate relational properties.

These networks have been utilized for capturing data in various domains such as bio-surveillance,

industrial processes, and public health monitoring. The complex data in such domains can be

represented by using graphs. These graphs can then be analysed in order to extract representative

features for each node. Thereafter, the resulting data streams from different nodes of a wireless

sensor network can be investigated in order to detect various types of anomalies. It is worth men-

tioning that an anomaly can be defined as abnormal patterns that do not belong to the normal data

profile [23]. An example of an anomaly in a temperature time series is shown in Figure 2.6.

There is a vast range of applications for anomaly detection which vary in each domain. For

instance, detecting anomalous patterns can lead to identification of security gaps or faulty nodes

in wireless sensor networks [128]. It may also identify an epidemic in a bio-surveillance system,

which results in precautionary actions such as vaccination in the anomalous regions. Therefore it
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Figure 2.6: Contextual anomaly t2 in a temperature time series. Note that the temperature at time t1 is same as that at
time t2 but occurs in a different context and hence is not considered as an anomaly [22].

is critical to design an approach for analysing data streams and identifying abnormal behaviours.

The authors in [23] have conducted a thorough survey regarding the definition of anomalies

as well as categorizing various techniques offered in the literature. Since we are dealing with

data streams, only a subset of these methodologies which suit the characteristics of this specific

domain can be employed. The main feature of this type of data is its streaming or temporal nature

and high volume of instances. Moreover, each approach adapts its strategy based on different

types of input data, assumptions regarding the definition of anomalies and the desired output [23].

In this thesis, we have studied approaches based on spectral analysis in addition to suggested

statistical methods and classification-based techniques. A summary of these approaches and their

corresponding properties as well as capabilities are given in Table 2.1.

Table 2.1: The comparison of the discussed approaches according to various parameters.

Method Online Algorithm Considers Concept Drift Complexity Performance Category/Principle Assumption

[94] × × Low high Classification-based
[79] X X Low High Classification-based
[124] × × Moderate Moderate Classification-based
[115] × × Moderate Low Statistical
[32] X × Low High Statistical
[92] X × Low High Statistical
[64] × × Low High Spectral
[53] X X Low High Spectral
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2.3 Anomaly Detection in Graphs

In this section, we review some of the state-of-the-art techniques in detecting anomalies in both

dynamic and static networks. Detecting anomalies in graphs has received considerable attention in

various disciplines [8,61,98]. Anomalies in a dataset provide insight into the underlying properties

of the data as well as answering the question of “What is interesting about a network”. Anomalies

provide valuable as well as actionable information in real-world networks. For instance, anomalies

in public health data can potentially help detect epidemics in advance based on the regions that are

affected.

Due to the large volume of data, this task is usually performed in an unsupervised manner.

Several approaches to pattern mining in graphs stem from distance based techniques, which utilize

a distance measure in order to detect abnormal vs. normal structures. An example of such an

approach is the k-medians algorithm [102], which employs graph edit distance as a measure of

graph similarity. Other approaches take advantage of graph kernels [85], where kernel-based

algorithms are applied to graphs. They compare graphs based on common sequences of nodes,

or subgraphs. However, the computational complexity of these kernels can become a limitation

when applied to large graphs.

Another interesting approach to mine graph data is based on recursive neural networks [48].

In this approach, a recursive auto-associative memory is implemented by a feed-forward encoding

neural network that encodes contextual information for nodes in a recursive structure. While

these recursive neural networks have proven to be effective for encoding acyclic structures such

as sequences or trees, they suffer from convergence and computational complexity issues when

applied to cyclic graphs. To address these problems, an approach called graph neural networks

was proposed [108], which extends the recursive neural network model to cyclic structures based

on a neural network architecture that reflects the structure of the graph. While this method has

been able to learn functions involving nodes that are very close to each other topologically, an

open problem is how to learn models that encode complex relationships in the underlying graph,

while still being computationally efficient.

Since the definition of anomalies and their associated detection techniques differ between static

and dynamic networks, we discuss each category separately. We first define different types of

anomalies in static and dynamic graphs, and the pre-processing steps required to detect them.
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2.3.1 Static Graphs

In this section, we focus on anomaly detection in static networks. But first, we need to describe

anomalies in this context. Anomalies in a static network are the vertices, edges and subgraphs

that deviate from the previously observed patterns in the graph. Therefore, many approaches try

to extract valuable information from the graph structure to model recurrent patterns and detect

anomalies.

The structural patterns of a graph can be deduced from vertex, edge or subgraph features of that

network as well as its community structure. These three categories of anomalies can be detected

by exploiting features such as node degree, edge weights and subgraph centrality, in addition to

proximity measures in a graph. We can also take advantage of the community structure of the

network. We review the popular techniques for these types of anomalies and their associated

feature extraction methods.

Dimensionality Reduction and Graph Embedding

Most graph-based anomaly detection schemes transform the graph into a feature set and reduce

the problem to anomaly detection in non-relational static data. Some of the feature extraction

techniques focus on a single node or the dyads, triads and communities of the nodes [9]. The

vertex-associated features include but are not limited to degree, proximity or closeness measures,

eigenvalues and eigenvectors, clustering coefficient, ego-nets, pairwise correlation and node roles.

One of the approaches that uses a feature extraction technique to detect anomalies is [52]. The

underlying approach in [52] is a technique known as ODDBALL, which was previously proposed

by [7]. ODDBALL uses ego-net based features in a graph and determines the behavioural patterns

that the majority of ego-nets follow as the baseline for comparison. An ego-net can be defined as

a single-hop neighbourhood of any given vertex, which includes the immediate neighbours of a

node as well as the connection between the neighbours.

After determining all the ego-nets, they need to extract meaningful features to determine nor-

mal behavioural patterns. There are many features that can be extracted from ego-nets, however

the ODDBALL approach uses features that yield low computational cost and have been successful

in finding patterns in real-world networks. The features used in ODDBALL are: (a) the number



30 Background and Literature Review

of nodes, (b) number of edges, (c) weight of the edges, and (d) the principle eigenvalue of a given

ego-net.

Thereafter, they cluster features into pairs where it can be shown that there are patterns of

normal behaviours based on a power-law. The pairs that they consider are: (a) the number of

edges vs. the number of nodes, i.e., near-clique and stars, (b) edge weights vs. the number of

edges, i.e., heavy vicinity of interactions, and (c) ego-net eigenvalue vs. edge weights, i.e., single

dominant edge.

To address the problem of anomaly detection, they determine the normal neighbourhood based

on the features. The normality of a neighbourhood can be determined from its similarity to the

power-law distribution. The nodes with significant deviations from the power-law distribution are

flagged as anomalous and receive a special outlierness score. There are multiple approaches that

address the question of how to combine these scores using ensembles [2, 131]. Other approaches

such as [52] extend these possible graph features by recursively aggregating node-based and ego-

net based features. Such recursive features are defined as an aggregate, which is computed over

the existing feature values based on node neighbourhoods, while the recursive features used in

[52] go beyond local neighbourhoods and can capture behavioural information.

Another category of approaches rely solely on the anomalies that occur due to the activities

of certain nodes. Examples of such anomalies occur in cyber-security, where an IP address sends

or receives packets to or from many hosts in a network. Such an IP address might be under

Denial of Service (DoS) attack and can be flagged as an anomaly. Another example is when an

author publishes papers in fields that are not quite relevant to each other, so that such an author

can be spotted as anomalous in scientific networks. These activities can be represented in the

form of an adjacency matrix. The adjacency matrix of such graphs can be factorized using Non-

negative Matrix Factorization (NMF) techniques. The elements of the residual matrix can help

in determining anomalous nodes. The authors in [120, 121], use NMF to determine anomalous

vertices in a graph. They require the elements of the residual matrix to be non-negative and the

advantage of their approaches is the ease of interpretability of the anomaly detection results.

Another important category of anomaly detection is based on community outlier detection

[43]. The authors in [43] distinguish themselves from approaches that consider merely node and

edge-level attributes. While the node and edge-level features have their merit, they may easily
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miss anomalies that occur based on community memberships. Therefore, [43] devises a proba-

bilistic approach that detects communities and their corresponding outliers at the same time. This

unsupervised algorithm is known as CODA, which estimates the parameters of a community and

infers membership of each vertex to that community. One of the challenges associated with such a

learning algorithm is the stability of the algorithm and its convergence based on the initialization

step.

An interesting approach in the category of community-based anomalies is proposed by [82],

where they rank the outliers in attributed graphs using a method called GOUTRANK. The dif-

ference between GOUTRANK and CODA is their assumption that complex anomalies can be

spotted in only a subset of the features/subspaces. This method can be useful in battling the curse-

of-dimensionality when we have a high dimensional feature space. When data is represented in

a high dimensional feature space, the data points become sparse, which in turn yields confusing

similarity scores between different points. GOUTRANK aims to detect outliers with respect to

a subgraph of well-connected nodes in attributed graphs. The novelty of this approach is in the

selection of the subgraphs and their relevant features, i.e., subspaces.

Another graph-based anomaly detection that focuses on intrusion detection is [36]. The au-

thors in [36] define an intrusion as an entity entering a community that does not conform to its pre-

vious memberships. Therefore an intrusion detection technique can spot anomalies by searching

for communications that are violations of a community’s normal behavioural patterns. They use

metrics of anti-social behaviour to find communications that disregard cross-community bound-

aries. In contrast to many other community-based outlier detection techniques, which use modu-

larity as the main metric for community detection, the authors use a local approach based on the

concept of cut-vertex. The problem associated with cut-vertex is that it is strongly dependent on

the community density as well as sampling degree. Therefore, the authors in [36] combine the cut-

vertex with clustering and betweenness metrics to come up with a robust approach for intrusion

detection. These metrics can allow for the detection of abnormal sources with low degrees. Al-

though this technique yields high accuracy in detecting anomalies, it results in a 50% false alarm

rate in the real datasets.

The authors in [37] adopt a different approach in detecting and defining anomalies.They fo-

cus on spotting anomalies that constitute a subtle alteration to the prevalent substructures. These
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anomalies often resemble normal behaviour and can easily go undetected using the previous ap-

proaches. Such anomalies can be of critical value in applications such as fraud detection. Most of

the graph anomaly detection techniques assume that the graph should follow a power-law distri-

bution. However, in [37], there is no assumption regarding the power-law distribution or any other

standard distribution model. The only assumption in [37] is that the graph is regular, which is the

case for domains such as telecommunication and financial transactions. It employs the common

rule of avoiding fraudulent behaviour detection, in which an intruder would make only a few al-

terations and imitate patterns of legal/normal behaviour to blend in with the rest of the data. The

authors of [37] propose three algorithms for different types of anomalies: (a) modifications, (b)

node/edge insertions, and (c) node/edge deletion.

Each of these three algorithms employs the Minimum Description Length (MDL) to spot the

substructures that may contain anomalous nodes and edges. The MDL-based algorithms discover

the best/normal substructure in the graph and subsequently assign scores to other instances of the

that substructure based on the frequency and alteration costs.

Table 2.2: Comparison of static graph anomaly detection schemes. The graph properties are summarized in the first
four columns, the type column corresponds to the category of anomaly detection, i.e., whether the method detects node,
edge or subgraph anomalies. The output column refers to the form of the anomaly scores. The last column denotes the
time complexity of each method where high complexity means nonlinear in regards to the number of edges.

Method
Graph Properties

Type Output Complexity
Plain Attributed Weighted Unweighted

[52] X × X X Node [0, ∞) High
[120] X × X X Edge/Node 0, 1 Linear in #edges
[82] × X × X Node [0, ∞) Linear in #edges
[36] X × X X Node 0, 1 High
[43] × X X X Node 0, 1 Linear in #edges
[37] × × X X Subgraph [0, ∞) High

2.3.2 Dynamic Graphs

In this section, we discuss the problem of detecting anomalies in dynamic graphs. The graphs

that we consider in this section are snapshots of evolving graphs. Therefore we can consider these

graph snapshots to be static entities. Our objective is to detect anomalous behaviour in the graph,

which might involve abnormal vertices, edges and subgraphs. This problem is quite similar to
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anomaly detection in clouds of data points.

Popular anomaly detection techniques can be employed in graph datasets as well. We can

extract high level features from the graph and perform anomaly detection techniques on the pro-

cessed data. The procedure of extracting features from graphs is described in Section 2.2. The

snapshots of the graph can be considered as potential high dimensional data, i.e., after feature

extraction, thus we can consider evolving graphs as data streams and deal with the problem of

anomaly detection in this type of data. A brief literature review in this area is presented in the next

section.

Due to the popularity of graphs in representing real-world networks, numerous methodologies

have been developed for spotting anomalies in graph data. We discuss anomaly detection in graph

data only for plain graphs where there are only nodes and edges representing the data, and there are

no attributes associated with those nodes and edges. However these techniques can be extended

to attributed graphs as well. Nodes and/or edges in an attributed graph represent various features.

For instance, a node in a social network may have various education levels or interests, and links

may have different strengths.

We first need to define the anomaly detection problem given the snapshots of graphs over

time. Anomalies are defined as nodes, edges and sub-patterns that deviate from the observed

normal patterns in the graphs. Since we are considering plain graphs, the significant information

to incorporate in an anomaly detection scheme is the graph structure or topology. The interesting

patterns can be detected through two sets of techniques: structural sub-patterns and community-

based sub-patterns.

As was stated earlier, the main task is to utilize graph structure in the process of detecting

anomalies. The first category of techniques extracts useful graph centric information such as node

degree, in addition to other features, and performs anomaly detection on data points. Therefore,

the problem of anomaly detection in graphs is transformed to the well-known problem of spotting

outliers in an n-dimensional space.

The graph centric features can be computed from nodes or the combination of two, three or

more nodes, i.e., dyads, triads and communities. These features can also be extracted from the

combination of all nodes in a more general manner [51]. Network intrusion detection [36] and

spotting web spam [13] have utilized graph centric features in their process of anomaly detection.
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Node-based Anomalies

One of the anomalous objects that can be found in a dynamic network is a single vertex or col-

lection of vertices. In each time step, a series of features are extracted from the nodes. The

techniques in this category constitute a feature extraction scheme, which measures vertex prop-

erties such as the degree, or the ego-net density of a single vertex. The nodes that demonstrate

irregular behaviour in comparison to others are detected as anomalous. However it is worth not-

ing that various approaches use a number of different feature extraction techniques based on the

assumptions, aim and the domain of the problem they are interested in.

Since we are considering streaming graphs, the context of time is also added to the features

extracted from a node. The temporal aspect of the graphs adds another level of complexity to the

problem. We define node anomalies as the vertices whose scores are above the average score f̂ as

shown in Equation 2.3. The score is calculated using a function f that yields a real-valued score

for each node, f : V → R. The average score f̂ is calculated based on the scores of the normal

nodes. The anomalous nodes V ′ ⊂ V are thus defined as:

∀v′ ∈ V ′, | f (v′)− f̂ | > c0 (2.3)

where c0 is the acceptable deviation calculated from the normal node behaviour. It is worth men-

tioning that the scoring function f may measure the change in the number of connections that each

vertex has between consecutive time steps, or the change in the edge weights. In simple scenarios,

anomalous nodes undergo substantial change, which makes their detection easier. However, this

is not always the case, for instance, consider the example of a node anomaly shown in Figure 2.7.

The two time stamps t1 and t2 are consecutive snapshots of the same network. As you can see,

there are two full cliques consisting of nodes V1..5 and V6..10.

These two full cliques can be considered as communities, such as the students in two different

high schools. At time stamp t1, there is a link between two of the nodes/students from different

communities, namely nodes V2 and V10. However, in the next time stamp, this link is eliminated.

Although the degrees of the nodes V2 and V10 have not changed substantially, time stamp t2 is

considered to be abnormal and the two previously mentioned nodes are detected as anomalous.

The interesting insight from this example is that detecting abnormal nodes needs a structure-aware
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feature extraction technique to first spot the discontinuity.

(a) Graph at t1.

(b) Graph at t2.

Figure 2.7: Graph variants where circles and lines represent vertices and edges respectively.

A good technique in detecting anomalous nodes in a community structured network is to de-

termine the level of involvement of a node in communities throughout time. An example of such

an approach is [104], where the authors try to model the roles for each node and monitor their role

change over time. Their definition of node roles is dissimilar to that of community memberships.

The roles in [104] are defined as sets of nodes that are structurally similar to each other, and not

necessarily the nodes with many connection within themselves.

They propose a Dynamic Behavioural Mixed-membership Model (DBMM), which uses the

concept of feature based roles and can generalize the learned roles to the unobserved vertices.

DBMM is focuses on temporal anomalies, where at each time step, a feature extraction procedure

takes place that determines node roles. They use regularization to compute the number of roles

and also employ transition matrices to calculate the probability of a node changing its role in the

upcoming time-step. This approach is consistent with the definition of a node anomaly in Equation

2.3 in the sense that the node anomaly score is calculated based on the difference of its estimated
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and true roles. It is worth noting that DBMM can only detect abnormal nodes in each time step

and it lacks a more general outcome, i.e., anomalous graph instances.

Another example of node-based anomaly detection in streaming graphs is [47], where the au-

thors introduce the notion of Evolutionary Community Outliers (ECOutlier). ECOutlier refers to

the task of detecting vertices that indicate abnormal community-membership evolution in con-

secutive time-stamps. The authors first define a normal evolutionary trend based on the latent

communities discovered in the data. They propose an approach for integrating community match-

ing and anomaly detection, where the problem becomes one of minimizing community matching

error while anomalous nodes are ignored by assigning lower weights to them.

One of the properties of ECOutlier [47] is that in each iteration, only the two consecutive

time-stamps are compared. This method constructs a belongingness matrix, which is the basis for

community matching and anomaly detection. The outcome of this approach at each time-stamp is

the anomaly score of each node in the graph.

Edge-based Anomalies

Another anomalous entity that can be found in a dynamic network is the edge or collection of

edges that indicate anomalous evolutionary trends in comparison to the majority of the edges in

the network. In contrast to node-based anomalies, the abnormal edges can be directly detected

from the edge weight evolution or edge addition/elimination between nodes, which do not belong

to the same community or are very unlikely to form a relationship.

We can define the edge anomalies similar to the vertex anomalies that were described in Equa-

tion 2.3. The edges whose scores are more than the average score f̂ as shown in Equation 2.4 are

considered anomalous. The edge score is calculated using a score function f that yields a real-

valued score for each edge, f : E → R. The average score f̂ is calculated based on the scores of

the normal edges. The anomalous edges V ′ ⊂ V are thus defined as:

∀e′ ∈ E′, | f (e′)− f̂ | > c0 (2.4)

where c0 is the acceptable deviation from the average normal edge score. A trivial example of the

edge score function f is to measure the weight change of an edge from one time-stamp to the next.
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In simple scenarios, anomalous nodes undergo substantial change, which makes their detection

easier. This is shown in Figure 2.8, where the edge connecting nodes V3 and V4 is indicating ab-

normal evolution in the second time-stamp. Another anomalous edge weight evolution is captured

in the edge connecting nodes V1 and V4 at the third time-stamp.

In addition to the edge weight evolution, we can model the edges based on their corresponding

nodes’ interactions. The score function of each edge f in this context is the probability of an

edge weight at a given time-stamp. An example of such an approach is in [78], where the authors

assign an anomaly score to every edge with respect to the probability of observing that edge

weight at a given time-stamp. This method is called NetSpot,which uses the edge anomaly score

to detect significant anomalous regions, i.e., subgraphs, within a dynamic graph. The outcome of

the NetSpot approach [78] is a collection of anomalous subgraphs and their corresponding time

windows.

Figure 2.8: An illustration of an anomalous edge that occurs due to an irregular weight evolution pattern, with the
anomalous edge highlighted in red. At each time stamp, a vertex weight typically changes by ±0.05 at most.

However, edge (1, 3) has a spike in its weight at time stamp 2, unlike any other time in the series.

Events or Changes

Another type of anomalies in dynamic graphs is changes or events. These are the most important

categories of anomalies in networks since they can often be associated with important phenomenon

in the real world. Unlike the node- and edge-based anomalies, this type of anomalous behaviour

can only be found in dynamic networks. Event detection can be defined as time stamps when the

graph structure is different from that of the other time stamps. This definition is much broader

than the previously defined types of anomalies and contains edge or node anomalies as well. To

address the problem of event detection, we need to measure the graph score for each time stamp
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in the dynamic network. Examples of graph scores are average clustering coefficient, average

vertex degree, and so on. Each graph can be summarized through this scoring function f . We can

define an event as a time stamp when the current graph score f (Gt) is different from the previous

and next graph scores, i.e., f (Gt−1) and f (Gt+1), as shown in Equation 2.5. The graph score is

calculated using a score function f that yields a real-valued score for each graph, f : Gt → R.

The average score f̂ is calculated based on the scores of the normal edges. An anomalous time

stamp t is thus defined as:

| f (Gt)− f (Gt−1)| > c0 and | f (Gt)− f (Gt+1)| > c0 (2.5)

where c0 is the acceptable deviation from the average normal graph score. A simple example of a

graph score is to calculate the number of edges or vertices at each time stamp and use it as a basis

of comparison between two graphs. Note that the task of event detection in dynamic networks

merely identifies an anomalous time-stamp. It does not provide any attribution to the underlying

cause of anomalous behaviour.

Another type of anomaly detection in dynamic networks is change detection, which is closely

related to events. While events occur suddenly and in an isolated manner, changes indicate the

time-stamps, where the graph structure changes and this change is maintained afterwards until

another change point is encountered. Figure 2.9 shows an example of a change point in a dynamic

network. At the fourth time-stamp, the structure of the network has changed to a semi-full clique

and it remains the same afterwards.

(a) Graph at t1. (b) Graph at t2. (c) Graph at t3. (d) Graph at t4. (e) Graph at t5. (f) Graph at t6.

Figure 2.9: Example of a time sequence of graphs that contains a change point at t4.

One of the approaches for event detection in dynamic networks is [89]. The authors in [89]

introduce a technique called ParCube, which uses tensor decomposition to efficiently represent the

data using sparser latent factors. ParCube is a parallelisable approach for fast tensor decomposition
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and can be applied on large-scale datasets. Since the data is stored in a tensor, ParCube can manage

attributed graphs as well as plain graphs.

The authors in ParCube employ a random sampling strategy to select slices of the original

tensor and thereafter perform tensor decomposition on these more manageable slices. The random

sampling and decomposition on different slices can be done simultaneously. They then merge

the smaller decompositions and combine them to retrieve the overall tensor decomposition out-

come. ParCube is used for event detection by computing the reconstruction error of the tensor

decomposition from one time-stamp to another.

In addition to ParCube, there are other approaches that use tensor decomposition as the basis

of event detection. For instance the authors in [10] introduce a technique called Com2, which

detects community-based anomalies in a dynamic network. The intuition behind this approach

is to determine comets or communities that appear and disappear periodically. The authors use

low-rank tensor factorization in combination with Minimum Description Length (MDL) to detect

communities in a temporal environment.

Another event detection technique is introduced in [16], where the authors propose an ap-

proach called NetSimile, which extracts structural features from each graph. These features com-

prise the signature vector for each graph in the dynamic network setting. The problem of finding

the graph similarity between two graphs is reduced to finding the distance of their corresponding

signature vectors. NetSimile uses the Canberra distance between the pairs of signature vectors.

The features that NetSimile captures include ego-net properties, node degree, clustering coeffi-

cient and so on.

Finally the last technique that we discuss in this category is [66], which was introduced re-

cently. The authors in [66] introduce an approached called Delta Connectivity (DeltaCon), which

provides a similarity metric for comparing consecutive graphs. DeltaCon is used for discontinuity

detection as a type of event detection in dynamic settings. The underlying intuition of this method

is to calculate node affinities, i.e., the influence that nodes have on each other. DeltaCon uses the

pairwise node affinities to measure graph similarity. The matrix of node influences is calculated

by using Fast Belief propagation. To make the algorithm more efficient, the authors introduce an

approach that avoids calculating all pairwise affinities and instead uses groups of nodes to compute

node similarity.
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2.3.3 Dimensionality Reduction and Graph Embedding

Graphs represent relational information between various entities in a dataset. However the struc-

ture of the graph is complex and we prefer to present the data in a d-dimensional space so that

traditional vector-based anomaly detection techniques can be used. The input of such techniques

is the adjacency or distance matrix of the graph, and the outcome is the equivalent point coor-

dinates for each vertex. One of the techniques to transform a graph into its corresponding point

coordinate is spectral embedding. This approach applies singular value decomposition to the ad-

jacency matrix of a graph. The result of this technique is a set of eigenvalues and eigenvectors.

The largest eigenvalues and their corresponding eigenvectors correspond to the dimensions that

capture the variability in the input data. Therefore, spectral embedding preserves the eigenvectors

corresponding to the largest eigenvalues [15].

Another technique that has been developed for graph embedding based on eigendecomposition

is proposed in [15], where they use the Laplacian instead of the adjacency matrix. The Laplacian

matrix represents the connectedness of a graph and can be computed from the adjacency matrix.

In addition to eigendecomposition-based approaches, techniques such as spring embedding have

been developed [12]. The intuition behind spring embedding is to simulate nodes as mass parti-

cles and edges as springs. The optimum state for such a system is the state where the energy is

minimum. It is worth noting that such an objective function is non-convex and due to random ini-

tialization, the results may be undesirable. Both of the mentioned approaches ignore the topology

of the graph. Therefore the outcome of embedding is not reversible for these techniques.

The authors in [105, 111, 126] try to learn a positive semi-definite kernel matrix from the

adjacency matrix and apply eigen-decomposition to the learned kernel matrix. These methods

make the following assumption: the data in a high dimensional space lies near a low dimensional

nonlinear manifold. The kernel matrix promises to preserve the local pairwise distances between

neighbouring nodes in a graph and therefore simulates the distances on the manifold as opposed

to the spectral techniques where the outcomes, i.e., eigenvectors, were arbitrary directions. The

embedding results may be reversible to the original input by using algorithms such as nearest

neighbour and maximum weight spanning tree.

However, these techniques do not consider the distances between non-neighbouring nodes.

Therefore the outcome of the reversed embedding will not have the same connectivity as the
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original graph. In order to handle this problem, another technique called structure preserving

embedding (SPE) has been developed [112]. The learned kernel matrix in this approach considers

the distances between neighbour and non-neighbour nodes. SPE uses semidefinite programming

to learn a kernel matrix, and then applies eigen-decomposition on this matrix in order to find the

embedding coordinates.

Table 2.3: Comparison of dynamic graph anomaly detection schemes. The graph properties are summarized in the first
four columns, the type column corresponds to the category of anomaly detection, i.e., whether the method detects node,
edge or subgraph anomaly. The last column denotes the time complexity of each method where high complexity means
nonlinear in regards to the number of edges.

Method
Graph Properties

Type Complexity
Plain Attributed Weighted Unweighted

[78] X × X × Subgraph-Region Linear in #edges
[47] X × X X Community Membership Linear in #edges
[10] X × X X Change Linear in #edges
[104] X × X X Node-Role Membership Linear in #edges
[66] X X X X Change Linear in #edges
[16] X × × X Change Linear in #edges
[89] X X X X Change Parallel implementation

2.4 Motivation

Although many of the anomaly detection techniques have shown promise, we need to highlight

the open problems that have not been addressed in this domain, and the potential directions of

current and future research. A number of such techniques have been summarized and compared

in Tables 2.1, 2.2, and 2.3. In the previous approaches in Table 2.1, we are dealing with either

temporal or spatial data streams. However interesting challenges may arise when we consider

spatio-temporal data streams and detect the anomalies within such datasets, especially when we

consider any relational structure in the data stream.

Since the main focus of this research is graph anomaly detection, we now summarize the chal-

lenges that we aim to address. One of the main challenges in graph anomaly detection is that the

graph data is represented by an adjacency matrix, which encodes considerably more structural in-

formation than vector-based representations. Therefore many graph anomaly detection approaches

conduct a feature extraction process to convert the graph data into the desirable vector-based rep-

resentation. However, many of these techniques ignore the topological structure of the graph. For
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instance, in Figure 2.10, we notice three strongly connected components, i.e., full cliques, with

few edges between them. A desired topological structure to preserve in such a dataset can be the

community structure of the vertices. An ideal embedding is shown, where the nodes within each

connected component form a dense cluster.

(a) Adjacency matrix of a graph comprising 14 nodes
and three communities. The gray cells indicate the
existence of a link between the corresponding row and
column vertices.

(b) Graph embedding in two-dimensional space, where
the data points represent the vertices of the graph.

Figure 2.10: The ideal graph embedding approach with preserves the topological structure of the graph, i.e.,
communities.

Many of the embedding and dimensionality reduction techniques in the context of graphs fo-

cus on the exact neighbourhood or one-hop distances of any given node. Such approaches lack

the ability to translate communities to clusters from the graphs to Euclidean space. Moreover, the

methodologies that employ feature extraction as a means of summarizing the graph, focus on node-

and/or edge-specific features, where two nodes from different communities may demonstrate sim-

ilar behaviour in terms of features such as degree, ego-net density, and average neighbourhood

degree. Such approaches can be useful in node anomaly detection and attribution of an anomalous

incident to a single/group of nodes/edges.

In contrast, devising an approach that incorporates the community structure in the embedding

scheme can ignore node/edge similarities and detect anomalies when a structural or topological

change has occurred in a graph. We aim to develop techniques that can: (a) preserve the topolog-

ical structure, (b) provide a compressed representation of the graph in Euclidean space, and (c)

detect graph anomalies.
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The topological structure of the graph can be summarized in properties such as node-to-

community memberships, graph spectra, maximal independent sets and so on. Therefore, ap-

proaches that have shown to preserve such structures can also be effective for graph anomaly

detection. Dimensionality reduction and embedding approaches have been shown to be effective,

however their main focus is interpretability, graph drawing, and visualization. They are often

applied on static graphs and need to be adapted to be applicable in the anomaly detection context.

Another open problem in the domain of graph anomaly detection is the attribution of anomalies

to the entities of a graph. Many graph-based anomaly detection techniques successfully detect

events/changes in a dynamic network, however they do not provide any information regarding the

major contributors to the detected event. Our aim is to devise techniques that can detect events and

identify the nodes or communities that were the major contributors to the event that has occurred.

In addition to anomaly attribution in dynamic graphs, we are interested in a technique that can

be further used by domain experts. We aim to devise a graph visualization approach that produces

an informative image of the adjacency matrix, where nodes with similar connectivity patterns are

arranged closer to each other. The significance of the nodes also should play an important role in

such a visualization, with top-ranked nodes being the major core vertices of a network.

Finally, many approaches provide theories for solving the problem of graph anomaly detection.

However, they fail to detect anomalies in real world datasets due to the large-scale of the input

graphs. Therefore, our final goal is to devise an approach that is sufficiently scalable to be applied

to real world graph datasets.





Chapter 3

Anomaly Detection in Sensor Networks
by Profiling User Behaviours

In the previous chapter, we provided an overview on the principles of graph analysis, and reviewed

a number of anomaly detection schemes in relational and non-relational datasets. In this chapter, we

provide the outcome of our initial work on Wireless Sensor Networks (WSNs), where the structure of

the data is simplified by conceptualizing temporal and spatial aspects separately. Recently, there has

been a growing interest in analysing sensor networks, specifically detecting anomalies and interesting

behavioural patterns in WSNs. We consider the application of monitoring power usage in an office

environment at the resolution of individual users. A key challenge in this context is how to extract

meaningful profiles of user behaviour in the large volume of monitoring data collected by the WSN. To

manage the complexity of learning such profiles in this context, we propose a query-based model for

profiling. This query-based model provides the ability to characterize the spatial and temporal occur-

rences of the power usage patterns of interest. We demonstrate the effectiveness of our query-based

profiling model for finding relevant electricity usage patterns in a real life data set of power measure-

ments collected by a WSN deployment in an office environment. To the best of our knowledge, this is

the first time such a case study has been made on analysing the power usage of users at such a fine

scale in an office environment. The key motivation of this chapter is to investigate the user behavioural

profiles in a WSN at different resolutions and detect abnormalities in a scalable yet effective manner.

The proposed technique in this chapter was mainly designed to find anomalies in a real WSN dataset.a

aThis chapter is based on material published in: L. Rashidi, S. Rajasegarar, C. Leckie, M. Natiz, A. Gluhakz,
M. A. Imran and M. Palaniswami, “Profiling Spatial and Temporal Behaviour in Sensor Networks: A Case Study
in Energy Monitoring,” in Proceedings of the Ninth IEEE International Conference on Intelligent Sensors, Sensor
Networks and Information Processing (ISSNIP), 2014, Singapore.
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3.1 Motivation and Overview

Wireless sensor networks (WSNs) provide the ability to monitor environments at high spatial and

temporal resolutions. In this chapter, we focus on the application of using a WSN to monitor

electrical power usage in an office environment. Each sensor monitors the power consumption of

any devices connected to the mains electricity supply via the sensor, such as desktop computers.

By monitoring power usage at the level of individual office users, building managers can better

manage demand, detect potential faults in office equipment or identify environmental factors that

affect power usage. Figure 3.1 demonstrates a sample WSN deployed in an office environment.

A major challenge for analysing this type of sensor data is how to help building managers extract

Figure 3.1: An example of a wireless sensor network.

potentially interesting usage patterns from the large volume of measurements generated by the

sensor data streams. A drawback of fully unsupervised data mining techniques in this context,

such as cluster analysis, is their computational cost and the large number of spurious patterns they

may discover. Fully supervised data mining techniques are also of limited value in this context

due to the lack of known events that can be used as labels for training examples. In this chapter,

we investigate the use of a semi-supervised approach to power usage analysis, which is based on

enabling users to query for usage profiles of interest.

A key research issue in this context is how to support usage queries that are expressive enough
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to represent a range of usage profiles, while still being computationally tractable. In this case

study, we investigate the use of queries based on a predefined range of profile functions. When we

encounter a data stream from a sensor node, we compute the similarity of the query profile with the

input stream. This similarity is reported as a membership function, and we study the spatial and

temporal correlation among nodes with similar degrees of membership to a given query profile.

We evaluate our proposed approach using simulated and real power monitoring data sets. Pro-

filing user behaviour is only one of the applications of our proposed method. We also detect both

regular and anomalous nodes, and report their mean and standard deviation of the membership

values for each profile in the real power monitoring data. We further demonstrate that this method

has the ability to cluster a simulated data set with high accuracy.

Profiling user behaviour in WSNs helps determine the strengths of various profile patterns in

each node. Subsequently, they can be used for identifying normal and anomalous nodes in the

network. In [67, 80], an algorithm is introduced for online detection and maintenance of mo-

tifs, which are repeated yet non-overlapping similar subsequences or patterns in a time series.

Another technique called Shapelets is introduced in [81], which are very small yet quite represen-

tative subsequences in a time series. They aid compression and classification of the time series

data. Dynamic Time Warping (DTW) methods are introduced in [96] for time series comparisons.

However, all these methods are computationally intensive in finding the patterns in the time series.

In our work we present a query based technique that is less computationally complex, yet capable

of detecting interesting patterns in the time series. After discovering such patterns, we can perform

tasks such as clustering [79], classification [94] and anomaly detection [22, 95] in the monitored

environment.

The contributions in this chapter are two-fold. First, we present a method for fine scale analysis

of user behaviour in power monitoring data. Second, this analysis can be performed efficiently and

the results are quite interpretable. To the best of our knowledge, this is the first study on such fine

scale analysis of power monitoring in an office environment. The rest of the chapter is organized

as follows. Section 3.2 formulates the problem. Section 3.3 presents our proposed technique for

power usage profiling. In Section 3.4, our proposed method is evaluated on simulated and real

power monitoring datasets, followed by a discussion and conclusion in Section 3.6.
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3.2 Problem Statement

In a WSN, each sensor Si generates a measurement sequence Di which can be defined as a data

stream. The sensor data Di corresponds to a sequence of measurements x = {xt, t = 1, 2, ..., n}

where n is the length of the stream. Each sample xi is described as a d dimensional vector in Rd.

The elements of each vector are quantities measured by a sensor such as power consumption, light,

vibration, temperature and movement. Therefore the input data in this application domain com-

prises the streams coming from the sensors S1, S2, ..., Sk where k is the number of deployed nodes

in the network. However, in this chapter we are only dealing with one of the measurements, i.e.,

power consumption. Therefore xi can be considered as a one dimensional vector or a single data

point and the sequence x1, x2, ..., xn will be characterized as a time series. An example sequence

is shown in Figure 3.3(a).

In this work, we used a real-life power monitoring data set collected by the SmartCampus

research testbed [83,84]. This data set comprises 250 programmable sensor nodes deployed over a

three floor building. In this experimental setting, each desk is provided with an Internet of Things

(IoT) node which observes 17 environmental features including power consumption, which is

measured in watts. Each node recorded various features at a sampling interval of approximately

10 seconds over a year. We consider a data set collected over a period of two weeks for our

analysis.

Profile and Expected Outcome

We define a profile as a query that corresponds to a pattern associated with a specific behaviour in

the network. In power monitoring sensor networks, a profile P can be demonstrated by the simple

case of a step function:

P(t) = w ∗ h ∗ f (0, w; t) = h ∗ (H(t)− H(t− w)) (3.1)

According to Equation 3.1, P returns the constant value h over the interval [0, w], and zero for the

rest of the values (see Figure 3.3(b)), f (0, w; t) represents a uniform distribution over [0, w] and
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H corresponds to the step function:

H(t) =


0 : t < 0

1 : t ≥ 0
(3.2)

The definition of such a profile stems from the power consumption trend in real data sets. An

electricity usage sequence x1, x2, ..., xn often tends to demonstrate an abrupt increase or decrease

in its magnitude. Afterwards it remains the same for a period of time T and then returns to the

normal level. This is quite reasonable since energy usage is associated with users’ behaviours

during the day. The power consumption is monitored during the whole day but the user is present

and consuming energy at specific periods of time. Therefore we state that an abrupt change has

occurred at time j in a time series if the following constraint is satisfied. It is worth noting that ∆

is a small value in Equation 3.3.

∃k1, |xk1 − xj| � 0, k1 = j + ∆, (3.3)

After the occurrence of l abrupt changes at times t ∈ {a1, a2, ..., al}, i.e., a1 is the time of the

first abrupt change, the energy consumption level might remain the same for a period of time

T1, T2, ..., Tl , respectively. The value of Ti can decide which profile is the most appropriate match

for the user behaviour. Therefore each profile is considered as a query and our objective is to

determine which profile is most representative of the observed user behaviour. A set of profiles

P1, P2, ..., Ph that have been chosen in the user query are applied on each time series [x1...n]
j ∈

[x1...n]
1...k. The outcome of this process is a sequence of membership degrees m1, m2, ...., mh for

each profile (e.g., see Figure 3.3(c)). It is worth noting that the values of Ti in the input time series

and different magnitudes of w in our profiles are closely correlated. The membership function Q

reflects the similarity of a user’s behaviour to a specific query profile.

Q(Pi; xj
1...n) = mi, 1 ≤ j ≤ k, ∀j (3.4)
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Assumptions and Success Metrics

In order to evaluate the degree of membership between a time series x1, x2, ..., xn and a profile

Pi, we assume that e and P are a pair of jointly wide-sense stationary stochastic processes. The

procedure of determining such a membership degree for each pattern depends on the number of

considered profiles, h. Therefore, in order to make the algorithm tractable, in this work, we do

not consider complex queries and restrict the number of profiles to two. Moreover, since we

are dealing with a real-life data set, we might encounter matching profiles at various times and

locations. Therefore temporal shifts of profiles in the data are quite common. Thus, the proposed

method must consider the possibility of temporal shifts in the data without the need for introducing

new profiles.

Furthermore, one of the main challenges in data profiling is the dilemma of generality versus

specificity. If the profiles are too tailored, they may not be able to present an overview of users

behaving similarly. However if they are too general, they may consider all users to behave the

same and do not give us individual insights with regards to the power usage behaviours of users.

3.3 Proposed Scheme for Behaviour Profiling

In this section, we present the development of our scheme to profile the spatial and temporal

behaviours of users in power monitoring data. The overview of the proposed method is depicted

in Figure 3.2. Since we are comparing the outputs of sensors Si, and our scheme needs to be

Figure 3.2: Overview of the required steps in the proposed scheme.

indifferent towards variations in amplitudes, we have to normalize the outputs of each sensor as
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the first step in data pre-processing. In order to normalize the time series, we have employed z-

normalization. After this process, each time series has zero mean and unit standard deviation. The

normalized time series is denoted as x
′
1, x

′
2, ..., x

′
n, where x

′
i = z norm(xi) =

xi−µ
σ , µ = 1

n ∑n
i=1 xi

and σ2 = 1
n ∑n

i=1 x2
i − µ2.

The next step in data pre-processing is smoothing the normalized time series x
′
1, x

′
2, ..., x

′
n.

Even though we have normalized the data, we still need to consider the possibility of noise in

the time series. Therefore we utilize a moving average technique in order to smooth the possible

noisy variations in our time series. The value of the parameter window, Win, for our time series

is chosen to be Win = 72 due to the nature of the input data. Since the time series records the

daily behaviour of a user with a time interval of 10 seconds and we divide the daily activities

of a user into three sections, we need to find a window that averages the data over an 8-hour

period. The smoothed time series is denoted as x
′′
1 , x

′′
2 , ..., x

′′
n, where x

′′
i = mov avg(x

′
i, Win) =

1
2Win+1 ∑i+Win

j=i−Win x
′
i.

3.3.1 Profile Generation

The pre-processed input data x
′′
1 , x

′′
2 , ..., x

′′
n is scanned once in order to determine the minimum

and maximum magnitudes, i.e., minx, maxx. These values assist us in generating the profiles for

detecting specific behavioural patterns. In order to reduce the computational overhead as well as

increasing the interpretability of our scheme, we need to restrict the number of profiles. Therefore

we consider two profiles P1 and P2 that have predefined periods w1 and w2 respectively.

The values of the periods w1 and w2 are determined empirically and according to the require-

ments imposed by the nature of the data that we consider. The values of w1 and w2 we used are

1000 and 3000 respectively. Therefore P1 records data profiles on a finer scale and P2 on a more

general scale. Since there is no necessity for considering the reverse form of these profiles, we

merely consider two profiles. In order to define the profiles P1 and P2, we also need to adjust the

value of parameter h which specifies the height of the change. We have to take the rise and fall

patterns into account, thus we consider h to be maxx −minx.

It is noteworthy that the process of profile generation is query dependent. The minimum and

maximum value of a signal determines the height of the step function in each of the profiles. As

mentioned earlier, the use of a step-function can be justified by the nature of the power consump-
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tion time series. Therefore, we only need to learn parameter h for each of the profiles, which on

average requires O(n) comparisons for a given input signal.

3.3.2 Cross Correlation

The next step after profile generation is to determine the similarity of the constructed profile to

the original signal. The similarity between a pattern and signal can be determined through various

means. Our selected metric for similarity evaluation is the cross-correlation of the two signals.

Cross-correlation is computed as a function of a time-lag that is applied to one of the input time

series. This is appropriate for power consumption time series since the patterns are shifted and

various time lags enable us to detect these patterns in every location. This metric can be calculated

according to Equation 3.5 where f and g are the two input signals and f ∗ denotes the conjugate of

f .

( f ∗ g)[n] =
∞

∑
z=−∞

f ∗[z]g[n + z] (3.5)

However, since we are considering finite time series, we can calculate the cross-correlation ac-

cording to the following equation:

R f g(z) = E[ fn+zg∗n]; z = 2n + 1 (3.6)

We normalize the cross-correlation values in order to have a an autocorrelation of 1 when none

of the input signals have been shifted. As demonstrated in Equation 3.6, the length of the output

signal is 2n + 1 where n is the length of the input time series.

3.3.3 Membership Degree Evaluation

The process of determining the membership degree of each signal with regards to a profile ac-

cording to the cross-correlation output y1, y2, ..., yz consists of the following steps. Our initial

objective is to determine the location li and magnitude vi pairs of local maxima < l1, v1 >,<

l2, v2 >, ...,< lp, vp > in the cross-correlation output signal. The distance among the maxima

points must be no less than half of the pattern width, w. This means that we are considering 50%
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overlap. We consider the average magnitude of these peaks as well as the profile strength, i.e., h,

as an indication of the similarity between a pattern and signal. We refer to the membership degree

m as calculated in Equation 3.7.

m =
h
p

p

∑
i=1

vi, vi ≥ τ, 1 ≤ i ≤ p, ∀i (3.7)

The locations of the peaks can provide an insight when comparing the behaviour of individual time

series. If a peak occurs at zero-lag, it is equivalent to the two signals being identical. However if

maximum correlation occurs in other positions, we can determine the location of the pattern in the

input signal as well. Therefore when comparing two signals’ cross-correlation outputs y1
1...z, y2

1...z,

we detect the highest peaks and compare their location l1
i , l2

j against each other. We calculate

the distance among these locations and decide whether the most significant patterns of these two

signals occurred in each other’s vicinity.

| l1
i − l2

j |≤ τd; v1
i ≥ v1

k , v2
j ≥ v2

k , 1 ≤ k ≤ p, ∀k (3.8)

We demonstrate the problem through an illustrative example depicted in Figure 3.3. In the fol-

lowing example, the input signal, x1, x2, ..., xn, comes from sensor S1 and the query profile is

denoted as P. The cross-correlation output is depicted in the bottom figure and the red triangles

represent the < li, vi > pairs. The membership degree of such a profile for the input signal is

calculated as the average of values v1 and v2. The locations, l1 and l2 correspond to the positions

of abrupt changes in the input signal, a1 and a2 respectively. The pseudocode of the algorithm for

computing the membership degree of profiles with an input signal is depicted below. However, it

is worth noting that due to the definition of the profiles, i.e., a simple step function, we have less

computational complexity than the following pseudocode for determining cross-correlation. The

computational complexity of the pseudocode is O(n2) while in our technique the same task can

be performed in O(n). Since the width of the step is fixed in each profile and remains zero for the

rest of the values, the cross-correlation can be computed in a linear complexity of the input time

series length n.



54 Anomaly Detection in Sensor Networks by Profiling User Behaviours

Algorithm 1 ProfileMembership
Data: x = (x1, x2, ..., xn), x is the input signal.
Result: m = (m1, m2), m is the membership degree of our Profiles.
begin

w1←− 1000, w2←− 3000 //Profile Widths
win←− 72 //Smoothing Window
xn = normalize(x) //Normalized Input
x− ns = smooth(xns) //Smoothed Input
h←− max(xns)−min(xns) //Profile Height
p1(t) = h(H(t)− H(t− w1)) //Profile p1
p2(t) = h(H(t)− H(t− w2)) //Profile p2

µp1 ←−
h∗w1

n , µp2 ←− h∗w2
n //Profile Mean

sx ←− 0, sp1 ←− 0, sp2 ←− 0 //Profile Sigma
/* Cross-Correlation Parameters Computation */
for j←− 1 to n do

sx+ = (xns(j)− µxns
)2

sp1+ = (p1(j)− µp1)
2

sp2+ = (p2(j)− µp2)
2

end
/* Cross-Correlation Computation */

for delay←− −n to n do
s1 ←− 0, s2 ←− 0
for i←− 1 to n do

j←− i + delay
s1+ = (xns(i)− µxns) ∗ (p1(j)−mup1)
s2+ = (xns(i)− µxns) ∗ (p2(j)−mup2)

end
y1(delay) = s1/√sx ∗ sp1

y2(delay) = s2/√sx ∗ sp2

end
peaks1 = detect peaks(y1)
peaks2 = detect peaks(y2)
m1 ←− h ∗ µpeaks1

m2 ←− h ∗ µpeaks2

end
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Figure 3.3: An example of determining the membership degree of a profile.

3.4 Experimental Results

In this section, we demonstrate the ability of the proposed algorithm to profile user behaviour in

both simulated and real data sets through an empirical study. We also consider anomaly detection

and clustering outcomes in a real data set.

Simulated Dataset

In order to evaluate the capabilities of our algorithm, we created a synthetic test-bed in order to

simulate known data patterns. The patterns that we have considered for data simulation consist

of the common rise and fall structures and a possible combination of them. We describe these

patterns in the following equations:

P1(t) = h1 ∗ [H(t)− H(t− w1)] (3.9)

P2(t) = −h2 ∗ [H(t)− H(t + w2)] (3.10)
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P3(t) = h3 ∗ [H(t + w3)− H(t− w3)] (3.11)

These patterns are modified by increasing or decreasing the height hi and width wi in order to

study their effects on the cross-correlation outcome. However the length of the profile is always

increased through zero-padding in order to calculate its cross-correlation with a longer time series.

The simulated data set consists of 13 nodes (signals) in which there are always five time series

with rise patterns P1(t), and four time series that are constructed from a fall pattern P2(t) and

the rest are based on a rise-fall pattern P3(t). The length of the time series is 8000 observations.

We considered various scenarios such as doubling or halving the width of the pattern as well as

injecting several instances of these patterns at various positions of the time series. In the next

section, we depict some results obtained by evaluating the cross-correlation among constructed

time series and patterns. We have also added Gaussian white noise in order to determine the

tolerance of the cross-correlation and correlation coefficient to noisy data sets. The signal to noise

ratio was set to 10 in our simulation.

In our simulation we divided the 13 signals (nodes), mentioned above, into 3 clusters. The

members of each cluster are constructed based on only one of the three defined patterns, i.e.,

P1, P2, P3. Sample cluster members are depicted in Figure 3.4(a).

Throughout the simulation, we compared each signal against all three basic patterns. However

according to the results, we realized that using only one of the patterns is sufficient for analysing

the signal’s shape. The result of cross-correlation of the signals with one basic pattern is depicted

in Figure 3.5. As can be seen, the signals are only compared against one of the profiles and

the outcomes are quite representative of the signals’ behaviours. Evaluating the cross-correlation

between a simple profile and a time series can reveal the existence, location as well as the strength

of the pattern. The location and height of the positive and negative peaks correspond to the time-

interval and support of the profile that characterizes the behaviour of a node. As depicted in Figure

3.5, if we detect a positive peak in the cross-correlation outcome in the negative lag, our signal is

based on P2. However if we detect negative and positive peaks in the positive lag, our signal is

based upon P3. The last case, which is not depicted in Figure 3.5, is when a signal is based on P1.

In such a case, the cross-correlation outcome demonstrates positive peaks in the positive lag. This

information can be used for clustering the simulated signals.
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(a)

(b)

Figure 3.4: (a) A sample of three possible signals in our simulation dataset where c1 and c2 are randomly chosen
constant values. (b) Node 29 activity during Friday, this membership degree remains the same during other active days
as well.
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Real Dataset

We have evaluated our proposed method on a real power monitoring dataset. This data is collected

by 250 programmable sensor nodes that are deployed in various offices of a three story building

[83, 84]. This experiment is the basis of the Smart Campus facility at the University of Surrey,

England. The nodes capture 17 real valued features. We focus on the measurements that each

sensor makes of the electric power consumption made by a user at that office location.

In this study, we have considered the power usage time series in order to study the possibility

of clustering the nodes as well as for anomaly detection and behaviour profiling. The dataset

consists of recordings over a period of two weeks sampled approximately every 10 seconds. We

were also provided with temporal and spatial information, i.e., the date and the office number of

each node in the WSN. A thorough description of this dataset can be found in [83, 84]. In this

study we used data from 250 nodes distributed over three levels of the building, recorded between

1/4/2012 and 15/4/2012.

3.4.1 Profiling User Behaviour

As mentioned earlier, we considered two profiles to characterise the power consumption trends in

the real data. We used two different widths to record both fine and coarse scale information. The

first profile is using the width = 1000, and the second profile is using the width = 3000. Another

condition that needs to be satisfied in order to consider a time series for profiling is the magnitude

of its variation. The minimum and maximum value of a signal must exceed a threshold of 1 in

order to consider the time series as an interesting or active signal, i.e., max(signal) - min(signal) >

1. Therefore flat signals or time series with very low fluctuation levels are considered as inactive

time series.

In order to determine whether a user is exhibiting consistent behaviour, we need to calculate

the membership values of each node for every day of the week. If the node exhibits similar

membership values to the profiles, we can conclude that the user demonstrates regular (normal)

behaviour. For instance Node 29 deployed in Office 32, first floor, demonstrates such consistent

behaviour during the active days of the week. The node’s behaviour and the membership degree

outcomes are depicted in Figure 3.4(b). The computed means and standard deviations of node
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29’s membership to profiles P1 and P2 during its active period, i.e., the days of the week where

the fluctuations of the power consumption are significant enough to be considered active (i.e.,

max(signal) - min(signal) > 1), are 1.57± 0.06 and 2.70± 0.1 respectively. A large value for

the mean reveals how strong the pattern is in the signal, and the small standard deviation value

reveals that the signal is consistently showing such membership during other days as well. Table

3.1 provides the outcome of the defined membership function for 24 nodes (out of the 250 nodes)

in the building. The other nodes’ results are omitted for brevity. This analysis helps identify users

with consistent behavioural patterns as well as irregular users in the office. Furthermore, we can

determine users’ interactions in terms of their power usage profile with each other in an office.

Therefore individual nodes can be investigated on a fine scale in order to provide an insight into

user behaviours.

3.4.2 Clustering Simulated Dataset

The aim of this experiment is to demonstrate the ability of our algorithm to cluster the input

time series, which can be further used to determine similar sensor behaviours. However, the

most important application of clustering is to provide insights into deploying energy-efficient and

scalable structures of WSNs, which might be a concern in similar WSN datasets. Therefore, in this

section we generate a synthetic dataset based on the real power consumption profiles and elaborate

on the process of time series clustering.

In the beginning phases of this study, we considered three different patterns as the profiles

defined in Equations 3.9, 3.10 and 3.11. The simulated data was generated such that the data would

be clustered into three groups. The membership degrees calculated in this section are different

from what we have described so far. In order to cluster the data, we divide the cross-correlation

outcome into two sections: negative and positive lags. Moreover, we detect valleys and peaks in

the cross-correlation signal. Every membership outcome is composed of the following sections:

average value of positive and negative peaks in negative as well as positive lags, which are denoted

as {p nlag, n nlag, p plag, n plag} respectively.

The signals based on pattern P1 demonstrate peaks in positive lags. On the other hand, signals

based on pattern P2 result in peaks in negative lags. Finally the signals based on pattern P3, lead

to both negative and positive peaks in positive lags. Through clustering, we assign instances to
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clusters 1, 2 and 3 based on {p nlag, n nlag, p plag, n plag}. Our proposed method was able

to successfully determine the patterns belonging to each cluster. We also added Gaussian white

noise to the input data with a signal to noise ratio of 10 to represent the power consumption time

series. However, the cross-correlation was still able to assign acceptable membership degrees to

each input signal. During this study, we observed that there was no need for complex patterns

since these patterns can be constructed by simple yet representative patterns. In the discussion

section, we demonstrate how a simple pattern corresponds to more complex or modified profiles.

Figure 3.5 depicts the outcome of clustering for three sample signals. The figure in the top shows a

signal coming from profile P2 and the bottom figure is showing the signal coming from profile P3.

Here we demonstrate that the membership values for the signals coming from different clusters are

different from each other. These two signals are representatives of their clusters. It can be noted

that we achieved 100% accuracy and 0 false positives on this simulated data set.

3.4.3 Anomaly Detection

Another application of profiling user behaviour is anomaly detection in an office environment.

Anomalies are defined as instances that do not conform to the previously observed normal be-

haviour. One of the major concerns to be taken into account in our study is the period of time

when we monitor power consumption. This period of time consists of weekends and weekdays,

thus we do not expect to observe strong profiles during every day of the week. This is the basis

for anomaly detection in behaviour profiling.

In the context of the data that we are studying, we define the anomalies as those instances

that exhibit significant power consumption fluctuations during weekends. The normal behaviour

is defined based on previously seen data. For instance, if we know that the nodes cannot show

activity during weekends, and the nodes that we have seen so far are almost flat lines (inactive)

during weekends, then the normal behaviour can be interpreted as those nodes that always show

significant fluctuations only during weekdays.

According to our definition of normal behaviour, we can postulate that a normal node must

show significant membership values during the weekday and very low membership values during

the weekend. The anomalous nodes demonstrate significant membership values during weekend.

Therefore they are exhibiting considerable power consumption fluctuations independent of the
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days. However, if they were normal nodes, they would show strong membership values only

during weekdays. Note that the anomalous nodes do not need to be consistently showing the same

behaviour during the weekends. The fact that they are demonstrating significant fluctuations is

sufficient for us to say that they are irregular.

The anomalous nodes require further investigation and may also help us to decrease energy

usage levels in the building. For instance, two nodes, 108 and 104, in office 22, second floor,

demonstrate power consumption during all days of the week and even in some cases, the power

usage was more severe during weekends. They have the different membership degrees yet they all

show some existing profiles without any dependence upon the day of the week, i.e., weekends and

weekdays. The user profiles are demonstrated in Figure 3.6(b) during a weekend. The arrows in

Figure 3.6(a) point to the locations of the anomalous nodes as well as their corresponding office.

Some other anomalous nodes are shown in red in Table 3.1.

Table 3.1: Outcome of membership function in terms of mean and standard deviation for weekend, weekday and active
period. Anomalous nodes that depict unusual activity on weekends are shown in red.

Node ID
Active Period Weekend Weekday

Node ID
Active Period Weekend Weekday

µp1 ± σp1 µp1 ± σp1 µp1 ± σp1 µp1 ± σp1 µp1 ± σp1 µp1 ± σp1

µp2 ± σp2 µp2 ± σp2 µp2 ± σp2 µp2 ± σp2 µp2 ± σp2 µp2 ± σp2

13 2.21± 0.74 1.14± 1.26 1.20± 1.32 64 4.40± 0.46 0.00± 0.00 1.32± 2.14
2.50± 0.86 0.96± 0.97 1.52± 1.62 4.80± 0.70 0.00± 0.00 1.44± 2.34

17 1.57± 0.53 0.00± 0.00 0.78± 0.90 97 1.29± 0.46 1.20± 0.90 1.21± 0.35
2.53± 0.92 0.00± 0.00 1.27± 1.47 1.70± 0.48 1.29± 0.88 1.73± 0.47

18 2.501± 0.82 0.22± 0.49 1.39± 1.50 102 1.80± 0.69 1.54± 1.12 1.57± 0.84
3.40± 0.84 0.00± 0.00 1.70± 1.88 2.18± 0.70 2.04± 1.49 1.81± 0.75

19 2.75± 0.87 0.00± 0.00 0.82± 1.39 104 4.00± 0.59 3.20± 1.88 0.40± 1.27
4.61± 1.68 0.00± 0.00 1.38± 2.36 3.35± 0.25 2.76± 1.55 0.30± 0.94

21 2.70± 1.41 1.82± 1.21 1.52± 2.00 105 1.40± 0.38 1.08± 0.78 1.29± 0.53
2.22± 1.10 1.57± 1.32 1.21± 1.49 1.52± 0.63 0.71± 0.46 1.62± 0.76

26 2.09± 0.13 0.00± 0.00 1.04± 1.10 108 1.30± 0.27 1.43± 0.27 1.11± 0.46
3.38± 0.21 0.00± 0.00 1.69± 1.79 1.71± 0.61 1.88± 0.57 1.45± 0.79

29 1.57± 0.06 0.00± 0.00 0.78± 0.83 112 3.24± 0.90 0.00± 0.00 1.62± 1.81
2.70± 0.10 0.00± 0.00 1.35± 1.43 4.07± 1.22 0.00± 0.00 2.03± 2.29

52 2.14± 0.03 0.00± 0.00 0.86± 1.11 114 1.94± 0.54 1.95± 0.37 1.94± 0.63
3.58± 0.16 0.00± 0.00 1.43± 1.85 2.25± 0.69 1.98± 0.72 2.38± 0.67

53 1.73± 1.01 1.56± 1.41 1.30± 1.06 125 1.80± 0.65 1.15± 1.19 1.77± 0.65
2.43± 1.22 1.98± 1.47 1.92± 1.55 2.29± 0.91 1.05± 1.15 2.45± 0.89

54 1.90± 0.39 0.00± 0.00 0.95± 1.03 127 0.86± 0.19 0.80± 0.09 0.89± 0.22
2.95± 0.50 0.00± 0.00 1.48± 1.59 1.06± 0.17 1.04± 0.11 1.07± 0.19

55 1.32± 0.13 1.38± 0.07 1.28± 0.15 138 1.27± 0.78 0.89± 0.54 1.08± 1.01
2.26± 0.23 2.40± 0.11 2.20± 0.25 1.54± 0.60 1.12± 0.66 1.29± 0.93

60 1.59± 0.13 0.00± 0.00 0.80± 0.84 145 2.03± 0.69 1.71± 1.01 1.58± 1.11
2.73± 0.18 0.00± 0.00 1.36± 1.44 2.25± 0.59 1.47± 0.98 1.97± 1.12
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In order to evaluate the accuracy of anomaly detection, ideally we would have access to some

form of “ground truth” that can be used as the basis for assessing the detection rate and false

positive rate. However, given that this is the first time this type of analysis has been applied to

this large, real-life dataset, we have relied on a qualitative assessment of the unusual nodes as

summarised in Table 3.1.

3.5 Discussion

The results in the previous section demonstrate the application of user behaviour profiling in power

monitoring tasks. Although we have used three basic patterns as profiles in the simulated data,

through our experiments, we observed that a single simple pattern can be a sufficient representative

of the time series. Further, the membership function can be modified in order to help us identify

various time series. For instance, as depicted in the clustering section, we can detect valleys and

peaks and also consider negative and positive lags in order to determine the patterns with which

we are dealing.

A potential issue of this membership function can be observed when multiple instances of a

pattern occur in the target signal. Since the mean value can be sensitive to the largest and smallest

value in a set, we may end up with considerably lower or higher membership degrees in a signal.

An example of this scenario can be seen in Figure 3.7. This can be addressed by either redefining

the membership function with measures that are robust to such extreme values, e.g., median, or

considering another profile in which we have multiple occurrences of a single pattern.

3.6 Conclusion and Future Work

In this chapter, we presented a preliminary study on profiling user behaviour in a WSN dataset.

The motivation behind our initial work was to profile users’ behaviours in an office environment

in terms of their energy consumption, and thereafter detecting abnormal behavioural trends among

the users. We investigated the recorded power usage time series using the deployed sensor nodes

in each office. After conducting a temporal analysis, we used the spatial property of the data

to cluster the nodes in each office and link them to their corresponding locations based on the
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Figure 3.5: Two clusters and their corresponding cross-correlation outcomes.
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(a)

(b)

Figure 3.6: (a) Node and gateways deployment of second floor, anomalous nodes, 108 and 104, and their corresponding
office, 22. (b) Node 104 activity during Sunday, this membership degree demonstrates significant power consumption
during the weekend.
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Figure 3.7: An example scenario of the issue of using the mean value as the membership degree.

provided map of offices in the building. In other words, we adapted an approach comprising

two phases of data analysis: (a) detecting individual sensor nodes that have an abnormal power

usage pattern, i.e., temporal analysis, and (b) clustering anomalous nodes based on their vicinity,

i.e., spatial analysis. In the first phase, we used simple pre-defined power consumption patterns to

investigate each node’s behaviour temporally. We have demonstrated that we can detect anomalous

nodes by computing a membership function based on the outcome of cross-correlation between

the pre-defined patterns and each node’s power usage time series. The profiles provide a means for

analysing user behaviour at a fine scale. Moreover, since the pre-defined patterns are simple, we

can perform high level data mining tasks such as clustering and anomaly detection with reasonable

computational efficiency. We have shown the capability of our scheme through an evaluation on

synthetic as well as real data sets.

As mentioned earlier, we consider the spatio-temporal features of the WSN separately. This is
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due to the fact that the graph of the sensor nodes is not plain. Every vertex in this graph represents a

sensor that registers features such as temperature, light, noise, and power consumption. Therefore

the graph in our problem is attributed, which poses greater challenges to graph-level analysis.

Due to the complexity of the problem, we have adapted the approach that many graph-based

anomaly detection schemes use, i.e., reducing the problem from spotting graph anomalies to find-

ing abnormalities in data streams. The approach that we have taken in this chapter reduces the

problem further to anomaly detection in time series, where the registered time series of sensor

values for each node are compared against each other in order to find anomalies. Although this ap-

proach reduces the complexity of the problem at hand, it ignores the spatio-temporal factors of the

WSN. The relational structure of the data is disregarded and therefore, there might be undetected

anomalies that can be explained by considering the relational data structure.

One of the main findings in this preliminary work was the correlation between the locations

of the sensors and their degree of abnormality. We disregarded the distance-wise relationships be-

tween the sensor nodes, i.e., the graph structure of the data, and focused on sensor node’s attributes

yet in the outcome of our anomaly detection technique, we found out that a number of anomalous

nodes are co-located. This finding further intrigued us to shift our focus to the much richer context

of anomaly detection in dynamic graphs.

As future directions of research, we propose to (a) define more complex patterns as the basis

for comparison in order to classify nodes in more detail, (b) consider other functions instead of

the step function to build new patterns, and (c) detect patterns automatically and in an online

manner so that our method can generalize to a broader spectrum of arbitrary patterns. However,

the most important direction that we were motivated to take as a result of this initial study was

to further analyse the graph of relationships between nodes, such as the network of correlations

between nearby nodes with similar energy usage behaviour. We can then analyse how this graph of

relationships evolves over time. The analysis of a time series of graphs provides the focus for our

subsequent work in this thesis. Therefore, in the next chapter we discuss a technique to consider

the graph structure in anomaly detection based on the spectrum of the graph.
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Chapter 4

Random Projection as a Means of Graph
Embedding

In the previous chapter, we discussed our preliminary study on a real-world WSN. Our aim was

to detect anomalous sensor nodes, which may be either faulty or sources of interesting behavioural

patterns. The shortcoming of the approach taken in the previous chapter was disregarding the re-

lational nature of the data and merely focusing on the registered power-consumption time series for

each sensor node and then conducting a spatial analysis.

The WSN used in the previous chapter is an example of an attributed graph. Many anomaly de-

tection schemes often try to reduce this problem and use common pattern mining and user profiling

techniques. However, in the case of a plain graph where the only information available in the network

is the links and neighbourhood patterns of the vertices, we need to mine the relational data structure

and use graph-based pre-processing techniques to determine a representative set of features for the

entire graph. Thereafter, the relational structure can be presented in a simpler format and common

anomaly detection schemes can be employed.

Therefore in this chapter, we mainly focus on graph-based anomaly detection schemes, which play a

vital role in various application domains such as network intrusion detection, social network analysis

and road traffic monitoring. Although these evolving networks impose a curse of dimensionality on

the learning models, they usually contain structural properties that anomaly detection schemes can

exploit. The major challenge is finding a feature extraction technique that preserves graph structure

while balancing the accuracy of the model against its scalability. We propose the use of a scalable

technique known as random projection as a method for structure aware embedding, which extracts

relational properties of the network, and present an analytical proof of this claim. We also analyse the

effect of embedding on the accuracy of one-class support vector machines for anomaly detection on

real and synthetic datasets. We demonstrate that the embedding can be effective in terms of scalability

without detrimental influence on the accuracy of the learned model.a

aThis chapter is based on material published in: L. Rashidi, S. Rajasegarar and C. Leckie, “An Embedding
Scheme for Detecting Anomalous Block Structured Graphs,” in Proceedings of the 19th Pacific-Asia Conference
on Knowledge Discovery and Data Mining (PAKDD), 2015, Vietnam.
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4.1 Motivation and Overview

Anomalies in graphs can be determined within one graph [36, 51], i.e., static, or over a sequence

of graphs [4], i.e., dynamic. In this chapter, we focus on the latter case where dynamic graphs can

represent snapshots of evolving networks. Examples of dynamic graphs are abundant and cover

a broad spectrum of application domains including but not limited to social, biological, telecom-

munication, and email networks. Our goal is to detect the occurrence of abnormal events/changes

given a sequence of graphs generated by a single network, where the entities remain the same but

the links change over the course of time. Our objective is to determine an anomalous graph by

constructing a normal model of the observed graphs. A major challenge in this task is to handle

the complexity of the relational data structure, and find a technique that can exploit the relational

properties of a graph data structure and represent the graph in a simple abstraction. We also need

to find a way to handle possibly noisy datasets. Therefore, we need a robust and scalable algorithm

to summarize the graph dataset and detect abnormal graphs instances among a set of graphs.

Graph embedding is a common approach for simplifying graph structure and can be consid-

ered as a feature extraction process. Graph embedding methods assume that the data in a high

dimensional space, i.e., a graph, usually lies near a non-linear manifold with lower complexity

[111]. Therefore, a required pre-processing step in graph anomaly detection is graph embedding.

Graph embedding techniques can help us in devising more efficient and interpretable anomaly

detection techniques. Moreover, they provide a method of visualization for analysing graph data

[111, 112]. However we need to extract features that preserve structural information of a graph

and help us in detecting abnormal patterns.

To address this challenge, we propose a structure aware graph embedding scheme. Our embed-

ding approach is based on random projection and exploits the Johnson and Lindenstrauss lemma

[58] to provide a theoretical proof of its performance. Although random projection has been

proven to preserve pairwise distances in Euclidean space, its suitability for non-relational datasets

has received little attention. As opposed to traditional object or vectorial datasets, graphs are

relational data structures known for their ability to capture topological proximity and structural

properties.

In order to confirm that random projection has structure preserving properties for relational

datasets, we need to prove that the Euclidean distance between entities in a graph can be repre-
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sentative of node proximity. Therefore, we consider the case of community structured graphs and

assert that the Johnson and Lindenstrauss theorem is also applicable in this case [58]. Moreover,

we can infer that the lower bound properties on the accuracy of random projection still holds for

the case of community structured graphs.

We apply these embedding techniques on community structured datasets and analyse their

influence on one-class Support Vector Machines (OCSVM) [109] as the dimension of the embed-

ding decreases. We demonstrate that for dimensions much less than the Johnson and Lindenstrauss

lower bound, we can still achieve high levels of accuracy. Moreover, we introduce perturbations to

graphs in the form of background noise and discuss their effect on the performance of our anomaly

detection approach, i.e., OCSVM.

The main contributions of this chapter are as follows: (i) We propose a structure aware em-

bedding of community structured graphs based on random projections such that the proximity of

the nodes comprising a community is maintained during embedding. (ii) We provide an analyti-

cal proof on the structure preserving property of our embedding approach as well as stating that

the lower bound on the dimension of the random projection technique can also be applicable in

our embedding approach. (iii) We demonstrate the effect of random projection on the scalability

and accuracy of OCSVM. (iv) We analyse the effect of background noise on the performance of

OCSVM in addition to random projection.

Detecting abnormal events in graphs has received considerable attention in various disciplines

[29, 61]. If we are presented with a set of evolving graphs, an important form of actionable infor-

mation that we may extract is the normal and abnormal patterns in such a set of graphs. Due to the

large volume of data and lack of labels, this task is usually performed in an unsupervised manner.

We discuss anomaly detection in graph data only for plain graphs where there are only nodes

and edges representing the data without any associated feature. However these techniques can be

extended to attributed graphs as well. Nodes and/or edges in an attributed graph represent various

features. For instance, a node in a social network may have various education levels or interests,

and links may have different strengths.

Several approaches to pattern mining in graphs stem from distance based techniques, which

utilize a distance measure in order to detect abnormal vs. normal structures. An example of such

an approach is the k-medians algorithm [102], which employs graph edit distance as a measure



4.2 Graph Embedding Challenge 71

of graph similarity. Other approaches take advantage of graph kernels [85], where kernel-based

algorithms are applied to graphs. They compare graphs based on common sequences of nodes,

or subgraphs. However, the computational complexity of these kernels can become a limitation

when applied to large graphs.

Graph centric features are common forms of information to extract from a graph. These fea-

tures can be computed from the combination of two, three or more nodes, i.e., dyads, triads and

communities. They can also be extracted from the combination of all nodes in a more general

manner [51]. Many intrusion detection approaches [36] have utilized graph centric features in

their process of anomaly detection.

The main task in many graph-based anomaly detection schemes is to utilize graph structure

in the process of detecting anomalies. Many techniques try to transform the problem of anomaly

detection in graphs to the well-known problem of spotting outliers in an n-dimensional space.

This step, known as graph embedding, is considered as a necessary pre-processing phase in many

domains. Therefore we have considered a brief overview of embedding techniques. After per-

forming graph embedding, standard unsupervised anomaly detection schemes such as OCSVM

can be employed [79, 94]. A thorough survey of such techniques can be found in [8, 22].

4.2 Graph Embedding Challenge

The first challenge that we encounter in most graph embedding techniques is how to preserve the

topology or the underlying structure of the graphs in addition to preserving the local distances

between vertices. We define the topological structure of a graph as the node-to-community mem-

berships and our objective is to devise an embedding scheme that can preserve such a structure.

An example of a topology preserving embedding is shown in Figure 2.10. Most graph embed-

ding techniques focus on the distances between neighbouring nodes and ignore the non-neighbour

nodes.

Figure 4.1 demonstrates the Mobius Strip and the outcome of popular embedding techniques

[110]. It is evident that the Structure Preserving Embedding (SPE) method [112] is the only ap-

proach that models the curve of the Mobius strip in the embedded space. The histograms next to

sub-figures c, d and e in Figure 4.1 demonstrate the number of dimensions that were necessary
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for preserving input information. The height of each histogram is an indication of its importance.

For instance, in spectral embedding there are six major features. However, in spectral embedding

there are only two dominant features. In order to preserve the topology of a graph, we must make

Figure 4.1: Sample output of embedding [110]. (a) Adjacency matrix of Mobius Strip. (b) Mobius Strip. (c) Spectral
Embedding [15]. (d) Spring Embedding [12]. (e) Structure Preserving Embedding [112].

sure that neighbour nodes are in close vicinity of each other and non-neighbour nodes are farther

away from the closest neighbours. The innovation in the process of topology preservation is in the

definition of the loss function. There are various metrics that come to mind when discussing topol-

ogy preservation. Metric Topology Preserving (MTP) [18] transformations can be considered as a

loss function that preserves graph structure. MTP is defined as the transformations that preserve

the order of all pairwise distances in any set of vectors from the q-space into p-space.

Another approach would be to consider the nearest neighbours of each node as a constraint

in the optimization function. However this method might not preserve the topology of the graph.

Therefore, a kernel matrix can be utilized instead of the adjacency matrix where the distance of a

vertex to its non-neighbour nodes is at least more than its farthest nearest neighbour [112].
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4.3 Problem Statement and Proposed Approach

In this section, we present our hybrid scheme that comprises random projection with a OCSVM

for the purpose of anomaly detection in block structured graphs.

4.3.1 Preliminaries

We begin by formally defining the problem of anomaly detection in graphs. A graph, G = (V, E),

is characterized as a set of vertices V and edges E. In this chapter, we consider the case of observ-

ing a set of graphs evolving over time with consistent node labelling, ϑ1..t = {G1
n, G2

n, ..., Gt
n}.

Note that the number of vertices n does not change over time, but edges can be removed or added.

We assume the graphs are plain and directed, but the method can also be applied to undirected

graphs. The adjacency matrix A of such graphs is an n× n matrix where each Aij ∈ {0, 1}. We

also assume that the majority of the observed graphs are normal and have a specific community

structured model. Block structured graphs are discussed in the following section.

Our aim is to detect abnormal graphs, i.e., graphs with different structures, by learning a

normal model of the observed graphs. However, learning from several hundreds of graphs that are

each presented in an n× n matrix can be computationally inefficient. The problem we address is

to make the learning process more scalable without losing accuracy by extracting structure aware

features from the graphs. This approach can also be viewed as a graph embedding scheme.

The key intuition behind our approach is the fact that normal graphs share common topo-

logical features. However, one of the main challenges is to find a balance between the number

of extracted features and the model accuracy. The feature extraction phase results in A1...t =

{A1
n×d, A2

n×d, ..., At
n×d} where d is the number of extracted features from each node. Thereafter,

we can determine the abnormality of new graphs using the learned model of normal inputs.

4.3.2 Block Structured Graphs

The block-structured graphs are defined in detail in Section 2.1.2, where we discuss graph mod-

elling techniques. We now define the properties of block 1 structured graphs [87], specifically

community structured graph models. In this chapter, we mainly focus on unweighted directed

1Blocks and communities are used interchangeably.
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graphs. The edges in such graphs demonstrate the existence of links between vertices and can be

represented in an adjacency matrix, An×n, where n is the number vertices.

Block structured graphs are abundant in real world applications such as social networks [21]. A

simple approach to generating such graphs is applying a stochastic block model, i.e., a generative

model for creating blocks in graphs [21, 87]. Such models can build realistic network structures

such as community, core-periphery and hierarchical network structures [87]. Please refer to Fig-

ure 2.4 for a visual example of different graph structures including community/block-structured

graphs.

A stochastic block model generates graphs with the following characteristics:

• They fall into the category of random graph models.

• They can be decomposed to a set of k, 1 ≤ k ≤ n, smaller blocks.

• The membership of each vertex to these blocks is demonstrated through a membership ma-

trix M ∈ [0, 1]n×k.

• The probability of a link between blocks is defined in a matrix ωk×k.

The overall process of generating a block structured graph is formulated in Equation 4.1:

ωij = λω
planted
ij + (1− λ)ωrandom

ij . (4.1)

The variable ω
planted
ij creates the underlying blocks in the network based on the block model

that we choose. An example of ω
planted
ij for a community structured graph with four blocks is

shown as follows:


b11 0 0 0

0 b22 0 0

0 0 b33 0

0 0 0 b44

 (4.2)

However ωrandom
ij generates a random graph without any block model. The parameter λ mod-

ifies the form of the graph from the extreme cases of fully random, i.e., λ = 0, to fully structured,

i.e., λ = 1. A detailed description of this method can be found in [87].
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4.3.3 Proposed Graph-based Anomaly Detection Scheme

We now describe the main phases of our graph-based anomaly detection scheme. We first define

our structure aware embedding approach followed by an unsupervised classifier to learn the normal

graph model.

Graph Embedding Scheme

Graph embedding approaches assign point coordinates to each vertex of a graph by optimizing a

specific objective. For instance, a possible objective of graph embedding can be minimizing edge

crossings between nodes, i.e., number of times that two different edges intersect with each other

in the plane drawing of a given graph. These approaches can also aim to preserve properties like

node proximity in order to capture the topology of a graph [112].

Our aim is to preserve node proximity in our graph embedding scheme, in order to help identify

community structures present in the input graphs. We propose to use a dimensionality reduction

technique based on random projections for this purpose. Random projection approaches are based

on the Johnson and Lindenstrauss lemma, which is introduced and proved in [58]. This lemma as-

serts that a set of points in Euclidean space, P1...n ∈ Rn×m, can be embedded into a d-dimensional

Euclidean space, P′1...n ∈ Rn×d while preserving all pairwise distances within a small factor ε.

The Johnson and Lindenstrauss lemma is presented in Lemma 6.2.

Lemma 4.1. Given an integer n and ε > 0, let d be a positive integer such that d ≥ d0 =

O(ε−2 log n). For every set P of n points in Rm, there exists f : Rm → Rd such that with

probability 1− n−β, β > 0, for all u, v ∈ P

(1− ε)||u− v||2 ≤ || f (u)− f (v)||2 ≤ (1 + ε)||u− v||2 (4.3)

We discuss three random projection matrices that have been shown to preserve pairwise dis-

tances [1]. Since we are dealing with graphs, we consider each node, vi, to be an instance and its

associated row in the adjacency matrix, Ai, as its m = n features. We denote n as the number of

features in the original space in the rest of the chapter. The construction of the random projection

matrix, Rn×d = r{i=1...n,j=1...d}
ij , can be based on the following structures formulated in Equations
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4.4, 4.5, 4.6:

rij =


+1 with probability 1/2

−1 with probability 1/2
(4.4)

rij ∼
√

2N (0, 1) (4.5)

rij =
√

3


+1 with probability 1/6

0 with probability 2/3

−1 with probability 1/6

(4.6)

The embedded graph A′ is computed as A′n×d =
1√
d

AR. In order to prove that random

projection extracts structure aware features from the graph, we propose Lemma 4.2 which asserts

that the expected Euclidean distance between the vertices within the same block is close to zero

while nodes belonging to different blocks result in a larger expected Euclidean distance. Therefore,

vertices in a community structured graph can be treated as points in a Euclidean space where the

Euclidean distance reflects the nodes’ memberships to each block.

Lemma 4.2. Given a graph with a community block structure generated by ω, the expected Eu-

clidean distance between any two vertices u and v belonging to the same block bii is close to zero.

E[||v− u||2] ' 0 (4.7)

Proof. The density of a single block bij in the adjacency matrix is generated by a binomial distri-

bution, B(n, p), where n is the number of trials and p is the probability of success. The number of

trials and probability of success are determined by the size of the block βij and pij ∼ N (µij, σ2
ij)

respectively. Assigning 0 or 1 to a cell in a block is determined according to a uniform distribution

where every element in a block has the same probability of being 1,
B(n, p)

βij
. We assume that βij

is large enough and 0 ≤ pij ≤ 1, so that we can approximate B(n, p) with a normal distribution

Bi(n, p) ∼ N (np, np(1− p)).

According to the properties of the normal distribution, the sum or difference of two normal

distributions with the same mean µ and variance σ2 is another normal distributionN (0, 2σ2). The

expected Euclidean distance of two vertices in the same block bii can be determined by the sum of
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squared differences of normal distributions within all blocks:

E[||u− v||2] = E[||D < bii > ||2 + ∑
i 6=j
||D < bij > ||2]

where D < bij >= Xi − Xj

Xi, Yj ∼ N (βij pij, βij pij(1− pij))

D < bij >∼ N (0, 2βij pij(1− pij))

(4.8)

Note that the parameter λ in Equation 4.1 controls the amount of background noise, therefore we

assume that (1− λ) ≤ ε and as a result pij, i 6= j is a small non-zero value. The expected value

of Equation 4.8 is summarized in Equation 4.9 according to the rule E[X2] = dσ2 + µ2 for any

random variable X ∈ Rd.

∑
i,j

E[||D < bij > ||2] = ∑
i,j

2dijβij pij(1− pij) (4.9)

The same approach can be followed for determining the expected Euclidean distance of ver-

tices coming from different blocks. It can be shown that given a reasonable level of noise λ in

the graphs, the Euclidean distance can be considered as a proximity measure of community struc-

tured graphs. Therefore by preserving pairwise distances, we are also maintaining the structural

information of the adjacency matrix.

The embedded adjacency matrix A′n×d makes the learning model more scalable by reducing

the number of inputs form n2 to n × d. The trade-off between accuracy and scalability can be

determined using the Johnson-Lindenstrauss lemma. However, our empirical results in the next

section demonstrate that even for dimensions d much less than the lower bound ε−2 log n, we

achieve high levels of accuracy.

One-Class Support Vector Machine

Here we briefly recall the use of the OCSVM algorithm for the purpose of anomaly detection

[109]. A OCSVM maps the reshaped embedded graphs A′′ = [A′11...A′1d A′21...A′2d...A′n1...A′nd]
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into a high dimensional feature space Φ by using a kernel k(x, y) = (Φ(x).Φ(y)) [109].

The dot product of the images in Φ(.) can be determined using a kernel such as the radial

basis function. The OCSVM learning algorithm tries to find the maximum margin hyperplane that

separates the majority of the observed data, assuming mostly normal samples, from the origin. Let

f (x) = 〈w, x〉 + b to denote the resulting hyperplane where the terms w and b are the normal

vector and bias term of the hyperplane respectively. When a test graph arrives, we use the reshaped

embedded representation of the graph and determine its label, i.e., normal or anomalous, using

f (x) as a measure of how anomalous is the graph.

4.3.4 Graph Spectrum

One of the properties of our proposed scheme is its ability to preserve the graph spectrum. This

property can be further analysed as a future direction of research. Graphs are naturally associated

with matrices that can capture node vicinity information. These forms of representations include

the adjacency matrix, node affinity matrix and the graph Laplacian. Let G = (V, E) be a simple

graph where V, E stand for the set of nodes and edges. The adjacency matrix of such graph, AG,

that is the most common representation, is defined as:

Aij =


1 i f i, j are adjacent

0 otherwise
(4.10)

We are considering simple graphs, therefore multiple edges do not occur between two nodes.

We can extend this definition to weighted graphs as well such that Aij represents the weight asso-

ciated with an edge, wij.

Another matrix representation of a graph is the Laplacian, LG that can be defined as:

Lij =


di i f i = j

−Aij i f i 6= j
(4.11)

In Equation 4.11, di denotes the number of edges associated with node i, i.e., node degree. In

other words, the Laplacian can be determined by LG = DG − AG where DG is a diagonal matrix

whose elements are the degree of each node. If the graphs are undirected, the adjacency matrix
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and Laplacian are symmetric and we can deduce that the corresponding eigenvalues are real.

The eigenvalues of a matrix have several interesting properties that make them appropriate for

the task of analysing graphs. First, we need to describe the process of eigendecomposition, which

leads to determining the eigenvalues and eigenvectors of a graph.

Let An×n be a real matrix with n vertices. Eigenvectors, ν, and eigenvalues, λ, of such a

matrix can be determined by solving an algebraic equation originating from Aν = λν. In order

to find the eigenvalues and their corresponding eigenvectors, we have to find the n roots of the

equation det(A− λI) = 0 where det denotes the determinant of a matrix. One of the interesting

qualities of eigenvalues is that the trace of a matrix, tr(A), is the sum of its eigenvalues [27].

tr(A) =
n

∑
i=1

Aii (4.12)

If matrix A is symmetric, its eigenvectors form an orthogonal basis and A can be decom-

posed as A = UTΣU where U is an orthogonal matrix and Σ is a diagonal matrix consisting

of eigenvalues. Now, we can discuss the attributes of each graph representation and its corre-

sponding eigenvalues. We denote the eigenvalues of the adjacency matrix and the Laplacian as

{λ1 ≥ λ2 ≥ ... ≥ λn} and {µ1 ≤ µ2 ≤ ... ≤ µn} respectively.

The largest eigenvalue of the adjacency matrix does not provide much information about the

graph because it represents a semi-average degree of the graph [27]. The same approach can

be taken into account for the Laplacian, where the smallest eigenvalue is not representative of

any valuable information and is very close to zero [27]. However, since we are interested in

evolving graphs, the average degree change over time can be indicative of structural variation such

as emerging or fading communities.

The smallest eigenvalue is a valuable feature to be taken into account when dealing with

graphs. This feature can be representative of a special block structure in a graph.

Proposition 4.1. A graph is bipartite if and only if its spectrum is symmetric around the origin

[28].

λmin = −λmax (4.13)

We can relax this proposition and consider a chromatic index [28] that determines the degree

of bipartition in a graph. This chromatic number can be determined using Equation 4.14 [28].
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χ(G) = 1 +
λmin

λmax
(4.14)

Another significant feature of the graph spectrum is the gap between the second and first

eigenvalues. This property reveals valuable information regarding the connectedness of the graph.

We can determine whether a graph is a d-expander by using the second largest eigenvalue of a

graph [116].

Since we are applying random projection, we need to make sure that the spectrum of the graph

is preserved after the transformation. Therefore, we use the spectral error [130] as an indication

of the accuracy of our embedding scheme based on Theorem 4.1.

Theorem 4.1. Given a matrix A ∈ Rm×n with rank k, if the approximation of A is Ak =

Um×kSk×kVT
k×n, the error between A and Ak is

‖ A− Ak ‖2= λk+1 (4.15)

The above theorem shows that for graphs with gradually decaying eigenvalues, the error of

approximation will be higher. However, if there are multiple connected communities in the graph

in addition to many weakly connected components, the graph spectrum can be quite representative

of the block structure of the graph. It is worth mentioning that the average spectral error of a matrix

approximation can be shown in Theorem 4.2 [130].

Theorem 4.2. Given a matrix A ∈ Rm×n with rank k, and a Gaussian random matrix, Ω, if

the approximation of A is determined as Yk+p = AΩn×(k+p), where p is a small oversampling

parameter, the average spectral error between A and Yk+p is

ξ ‖ A−Yk+p ‖2≤ (1 +

√
k

p− 1
λk+1) +

e
√

k + p
p

(
n

∑
j=k+1

λ2
j )

1
2 (4.16)

where ξ denotes the expectation w.r.t. Ω.

Now that we have indicated the importance of the graph spectrum, we need to address the prob-

lem of spectrum preservation of random projections using Theorem 4.2. Therefore, we propose

Lemma 6.1 which asserts that the upper bound of the average spectral error of an approximation
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using random projections is the same as Theorem 4.2.

Lemma 4.3. Given a graph with an adjacency matrix, A, with rank k, and its approximation

given by A′ = RT A where R is a random projection matrix created by any of the three methods

mentioned before with oversampling parameter, p, the average spectral error of such an approxi-

mation is at most

ξ ‖ A− A′ ‖2≤ (1 +

√
k

p− 1
λk+1) +

e
√

k + p
p

(
n

∑
j=k+1

λ2
j )

1
2 (4.17)

Proof. This lemma can be proved by using the basic properties of random projection matrix gen-

eration, which falls into one of the three schemes mentioned before. For the first approach in

Equation 4.4, the random projection matrix is generated using a binomial distribution, B(n, p),

where n is the number of trials and p is the probability of success. The number of trials and proba-

bility of success are determined by the number of nodes, n, and equal probability for 0s and 1s. We

make the realistic assumption that n is sufficiently large, so that we can approximate B(n, p) with

a normal distribution Bi(n, p) ∼ N (np, np(1− p)). Therefore the upper bound on the spectral

error stands for this case. As for the second approach in Equation 4.5 of generating the random

projection matrix through a normal distribution, the upper bound on the spectral error stands by

definition. Finally, for the third approach in Equation 4.6 of generating the random projection ma-

trix, we can argue that a multinomial distribution can be approximated by a multi-modal normal

distribution.

4.4 Empirical Results

In this section we evaluate the quality of our anomaly detection scheme with graph embedding as

a pre-processing phase. The main objective of this empirical study is to determine the effect of

dimensionality reduction on the computation time, scalability and accuracy of our approach.

Lemma 4.2 provides the theoretical proof of the suitability of random projection as a graph em-

bedding approach. In the beginning, the anomaly detection schemes have been provided with the

reshaped adjacency matrix of the graphs, i.e., high dimensional data. Thereafter, we apply random

projection on the input graphs and evaluate the accuracy and scalability of the anomaly detection
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scheme. We also study the influence of noise on the accuracy of the embedding technique.

We assume that the training data mainly consists of normal samples. However, in order to

make the problem more realistic, we insert 5% of anomalous instances into the unlabelled training

dataset along with the normal instances.

4.4.1 Datasets

We generate the synthetic datasets with the aim of evaluating the structure awareness of our em-

bedding scheme and its robustness to the level of background noise. In order to generate the

datasets based on the stochastic block model, we begin by defining the number of communities in

the normal and anomalous networks, the distribution of the node-to-community assignment, the

underlying density of each community and the background noise level.

The distribution of node-to-community assignments is uniform. Therefore, we can make sure

that the graphs have a number of dominant communities. We determine the node membership to

blocks by drawing random values from a hypergeometric distribution. The density of each block

is determined by a Gaussian distribution with µ = 0.6, σ2 = 0.1. There are 1000 normal graphs

in addition to 100 anomalous ones where the number of nodes in each graph is 200.

In order to generate multiple normal and anomalous graphs, we preserve the node-to-community

assignments but modify the density of blocks. The levels of introduced noise can be adjusted using

the parameter λ in Equation 4.1. We have varied the noise level from 1% to 19%. The number of

communities in the normal and anomalous graphs are 3 and 5, respectively. It is noteworthy that

the process of generating normal and anomalous graphs in addition to all of the model parameters

are the same except for the number of communities that we have in the normal and anomalous

graph samples. The reason for using the same set of parameters for normal and anomalous nodes

is to portray a realistic yet difficult scenario where the density of the communities, noise level and

types of membership remain the same for anomalous and normal graphs.

In addition to this synthetic dataset, we have used the network of American football games and

Karate club social network graph as base datasets 2. We added 1% noise by changing the values

of 1% of the edges in the adjacency matrix and created the anomalous dataset by introducing 10%

noise to the original dataset.

2http://www-personal.umich.edu/ mejn/netdata/
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Table 4.1: Dataset Description and OCSVM parameter settings.

Dataset Number of Nodes OCSVM Kernel OCSVM kernel parameters
Synthetic 200 Hyperbolic Tangent γ = 0.00000001, coe f = 0
Football 115 Polynomial γ = 1.0× 10−8, coe f = 1
Karate 34 Hyperbolic Tangent γ = 1.0× 10−8, coe f = 0

The WSN dataset of Chapter 3 cannot be used as a benchmark for evaluation as the dataset is

in the format of an attributed graph while our proposed method is devised for plain graphs. For

the purpose of this chapter, we have focused on the anomaly detection application of our scheme

and therefore conducted experiments on appropriate synthetic and real datasets, which comprise

block-structured graphs with synthetically generated anomalous instances.

4.4.2 Results and Discussion

In order to evaluate the results, we have applied random projection with three different methods

according to Equations 4.4, 4.5, 4.6. The embedded graphs are then used as training instances for a

OCSVM. We have used the hyperbolic tangent kernel and polynomial kernel for our synthetic and

real datasets. These kernel functions are formulated as k(u, v) = tanh(γ× u′ × v + coe f ) and

k(u, v) = (γ× u′ × v + coe f )3 respectively. The settings used for the real and synthetic datasets

are summarized in Table 5.1. The results on the synthetic dataset demonstrate that the outcome of

OCSVM varies when the embedding dimension is well below the lower bound defined in Equation

4.3. We consider ε = 0.25, therefore the lower bound on this dataset is 85. Fig. 4.2, 4.3 and Table

4.2 depict the average training and test accuracy over various levels of noise against the number of

dimensions in the projected space.

As can be seen using Method 1 (Equation 4.4) on the synthetic dataset, we can achieve high

levels of accuracy from approximately 80% up to 100% given a graph embedding with dimen-

sions as low as d = 2 in most cases. The fluctuations in the diagrams demonstrate the appropriate

dimension and accuracy trade-off. The three methods used for the construction of the projec-

tion matrix yield similar outcomes in terms of the anomaly detection accuracy both on synthetic

and real datasets. This similarity becomes apparent particularly in the case where the projected

dimension is much lower than the number of nodes in the graph, i.e., the first rows of Table 4.2.
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Figure 4.2: Synthetic graphs: Average training accuracy vs. the dimension of embedding, where randomization meth-
ods 1, 2 and 3 are defined according to Equations 4.4, 4.5, 4.6.

It is worth noting that Method 3 (Equation 4.6) is more scalable than Methods 1 and 2 (Equa-

tions 4.4 and 4.5). Method 3 includes the value 0 in the projection matrix while the other two

approaches take only non-zero values. Therefore, the number of element-wise multiplications in

the case of Method 2 is smaller than that of Methods 1 and 2.

It is worth mentioning that the computation time of OCSVM as shown in Table 4.3 on the

original dataset without the embedding, i.e., d = 200, is dramatically higher than when random

projection is used, i.e., d < 20. Therefore we achieve the scalability without losing high levels of

Table 4.2: Test accuracy of OCSVM using various dimensions of random projection on Football and Karate datasets.
Note that d = 115 and d = 34 in the top and bottom tables corresponds to no embedding.

Football Method 1 Method 2 Method 3
d=2 93.43± 0.78 95.13 ± 0.086 93.2± 3.76
d=50 91.12± 0.24 98.73 ± 0.65 91.45± 6.04
d=115 100± 0.0 100± 0.0 100± 0.0

Karate Method 1 Method 2 Method 3
d=2 90.93± 0.52 91.13± 3.25 91.87 ± 0.31
d=7 90.13± 0.09 91.13± 0.26 93.07 + 0.74
d=34 96.33± 0.47 96.33± 0.47 96.33± 0.47
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Figure 4.3: Synthetic graphs: Average test accuracy vs. the dimension of embedding, where randomization methods 1,
2 and 3 are defined according to Equations 4.4, 4.5, 4.6.

Table 4.3: Processing time in seconds of OCSVM using various dimensions of random projection on the synthetic
dataset. Note that d = 200 corresponds to no embedding.

Random Projection d = 2 d = 10 d = 20 d = 100 d = 200
Method 1 1.1× 10−6 1.2× 10−6 1.0× 10−6 1.1× 10−6 24.627
Method 2 1.1× 10−6 1.0× 10−6 1.3× 10−6 1.1× 10−6 26.551
Method 3 1.0× 10−6 1.1× 10−6 1.1× 10−6 1.0× 10−6 24.566

accuracy.

4.5 Conclusion and Future Work

In this chapter, we have presented an approach for graph embedding, and provided an analytical

proof as well as empirical evidence that this embedding technique can preserve the underlying

structure of communities in graph databases such as social networks. This graph embedding tech-

nique has been used as a pre-processing step for anomaly detection, i.e., using a OCSVM. We

achieved high accuracy after performing the graph embedding, therefore this technique can pro-

vide a balance in terms of anomaly detection precision as well as scalability.
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After applying different levels of perturbation to the real and synthetic datasets, we observed

that OCSVM still performs well after the embedding. Therefore, we have demonstrated that ran-

dom projection is a robust technique for graph embedding. According to the experimental studies,

the combination of embedding and OCSVM achieves high accuracy for dimensions much less

than the lower bound of Johnson and Lindenstrauss.

As a future direction of this work, we will investigate the use of non-negative matrix factoriza-

tion on the community-structured networks. In this chapter, we shifted our focus from the sensor

network data in Chapter 3 to a more challenging problem that considered the problem of anomaly

detection for relational datasets. However, we still need to address the issue of interpretability.

Detecting the time stamps or graph instances where an event or change has occurred is a necessary

task. However in a number of domains, we might be interested in the specific nodes or commu-

nities that are demonstrating abnormal behaviour. Detecting the anomalous time-stamps as well

as the major contributors to graph changes, can be useful in explaining the anomalies. Therefore

in the next chapter, we present an algorithm that can first be used for community detection and

thereafter for anomaly detection.



Chapter 5

Affinity-based Non-negative Matrix
Factorization for Anomaly Detection and

Community Detection in Graphs

In the previous chapter, we discussed an embedding scheme, which uses random projection to con-

vert the graph vertices to data points in the Euclidean space and thereafter detects anomalous time-

stamps in a dynamic network. In this chapter, we focus on how to mine the behavioural patterns in a

way that the data and anomalous time-stamps can be better explained. We aim to detect the commu-

nities within a graph and monitor their evolution through time. It is worth noting that the problem of

community detection and anomaly detection in time-evolving graphs arises in many real-world appli-

cations. While Non-negative Matrix Factorization (NMF) approaches have previously been introduced

to tackle this problem, the effectiveness of the proposed techniques can still be improved. In this chap-

ter we propose to use random walks as a regularization term in the NMF optimization function to

preserve each node’s influence in the original graph space. This approach leads to a more effective

factorization technique that is well-suited for community detection with non-uniform block distribu-

tions. Moreover, we propose that this method can be further used to detect anomalous graphs based

on the node-to-community memberships with lower computational complexity. Anomalous graphs

can be further investigated by domain experts to associate specific real-world phenomena to each

abnormal time stamp. We have applied our method on real and synthetic datasets, where the results

demonstrate the superior performance and applicability of our proposed approach in comparison to

the state-of-the-art techniques.a

aThis chapter is based on material under review in: L. Rashidi, J. Chan, S. Rajasegarar and C. Leckie,
“Affinity-based Non-negative Matrix Factorization for Anomaly Detection and Community Detection in Graphs,”
under review in the 22nd Pacific-Asia Conference on Knowledge Discovery and Data Mining (PAKDD), 2018,
Australia.
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5.1 Motivation and Overview

Dynamic graphs are becoming increasingly common as sources of information. Examples of

these types of graphs include computer, social and collaboration networks that evolve over time.

Anomaly detection is one of the preliminary data mining approaches that can be used to explore

dynamic networks. Anomalies in dynamic graphs can correspond to real-world phenomena that

lead to unusual observations. For instance, anomalies in a social network such as Facebook or

Twitter can be associated with events such as an international crisis [24]. Non-parametric scan

statistics can be used for event detection and forecasting in heterogeneous social media graphs.

While there exists a rich literature on the problem of anomaly detection in static graphs, the con-

cept of anomaly detection in dynamic networks needs to be further explored [8, 98].

There are many underlying challenges associated with anomaly detection in dynamic graphs.

These challenges include: (a) lack of labelled data, i.e., unsupervised or semi-supervised learning,

(b) high velocity of streaming graphs, and (c) high volume of data, i.e., several millions of users or

nodes. Therefore, the proposed methods must be scalable and effective to be applied in real-world

scenarios.

Several approaches have been proposed for detecting anomalies in dynamic networks. These

methodologies focus on identifying various types of anomalies, which can be summarized as:

(1) vertex, (2) edge, (3) subgraph/community, and (4) event/change [98]. We focus on detecting

anomalous time-stamps in dynamic networks, i.e., events and/or changes, when the current com-

munities in the graph are most affected by the real-world phenomena, i.e., unusual events. An

event is a time-stamp where the graph is unlike the graphs at the previous and the following time

stamps, while a change is a time-stamp where the graph structure is different from the previous

ones but similar to the following time stamps.

We propose an approach that uses community information to detect changes that occur in a

network at a certain point in time when an abrupt change has occurred. Abnormal events may

cause a discontinuity, i.e., one community is divided into multiple smaller communities, or a

decrease in the number of communities, i.e., multiple communities are merged into one bigger

community. These events may indicate that the block structure of the graph is undergoing drastic

changes [98]. An abnormal event might even change the structure of the network from a random

to uniform community distribution.
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Non-negative matrix factorization techniques have been used in graph mining problems such

as event detection [69]. These techniques can provide an insight into the community structure of

the network and they can monitor the node-to-community membership evolution over time [121].

They also produce a low-rank approximation of the entire graph, which can be considered as a

form of data compression. In addition to data compression, they can provide more interpretable

results and attribute an anomalous event to the contributing nodes or communities.

However, these approaches were designed for data points that reside in Euclidean space and

they may not be able to preserve the topological structure of the data when faced with a graph

adjacency matrix. We are interested in devising an approach that can take the vertex relationships

into account and is specifically designed for a relational dataset, i.e., a graph. We propose a

regularized non-negative matrix factorization technique that can determine the underlying latent

factors of a graph. Using a regularized version of matrix factorization, we take node influences into

account when determining a lower dimensional representation of the graph. This representation

can be directly used for the purpose of anomaly detection in dynamic networks.

Experimentally, we show that our method has advantages over the existing state-of-the-art

approaches in terms of accuracy and efficiency for community detection in graphs. By considering

random walks and node influence in NMF, we can detect the node-to-community memberships

more accurately, especially when the node-community distribution is non-uniform. Moreover, our

proposed methods can be used in the context of anomaly detection in dynamic graphs where we

reduce the computation complexity from N2 to N × K, where N is the number of vertices and

K is the number of latent factors for each graph. In the following section, we provide a concise

literature review on a variety of community and anomaly detection approaches. Thereafter, we

propose our methodology and discuss the experiment design. We then report and discuss the

outcome of our approach on real and synthetic datasets. Finally, we summarize the merits and

shortcomings of the proposed approach and identify future directions for research on the problem

at hand.

As mentioned above, numerous approaches have been proposed for detecting anomalies in

dynamic networks. While the first three categories of anomalies, i.e., node, edge, or subgraph,

can provide valuable insights, they are often regarded as a subsequent step in the analysis after

determining the time-stamps where the greatest change has occurred in the network, i.e., change
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or event detection. In this regard, a variety of methodologies have been introduced to detect these

anomalous time-stamps [8]. All of these techniques adapt a form of graph similarity measure to

compare consecutive network dynamics across a time frame.

A successful example of change point detection techniques in dynamic graphs is DeltaCon

[66]. This approach provides a graph similarity scoring function based on the first and second-hop

neighbourhood of each node. They use the concept of random walks, which concentrate on higher

weight assignments for the bridges between communities. They then determine anomalies based

on the DeltaCon similarity score on consecutive graphs.

A different set of approaches use tensor decomposition as the underlying scheme for anomaly

and community detection. These approaches consider a set of consecutive graphs and represent

them as a single tensor that is evolving over time. In [117], a method is proposed to track the

Tucker decomposition core. Another approach is this area is [89], which proposes a technique that

uses a random sampling process to parallelise Parafac tensor decomposition for sparse graphs.

They use the reconstruction error of the learned tensor decomposition factors in a streaming graph

setting to indicate anomalous behaviour.

One of the recent techniques that was introduced in Chapter 4 is random projection, where

a graph adjacency matrix is mapped into a lower dimensional space. This method has proven to

preserve the node distances within/between the communities. The lower dimensional representa-

tion of the graphs is then used to detect time stamps when a structural change has occurred. This

approach can also be effective when there is an underlying community structure where the node-

to-community memberships are drawn from a uniform distribution. However, we aim to extend

the idea of community-based event detection in graphs. As opposed to the method in Chapter 4, we

are not exclusively devising an approach for graphs with uniform node-to-community membership

distributions in this chapter.

In addition to devising a more general approach for anomaly detection in dynamic networks,

in this chapter we are specifically focusing on graphs, and in particular on incorporating the topo-

logical structure of the data in finding lower-rank matrix approximations. It is worth noting that

the random projection matrices often yield unstable results. In contrast, our aim in this chapter is

to mathematically state an optimization function and find the local optimum for low-rank matrix

approximation of the original graph, which may help us in yielding more stable results.
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5.2 Problem Definition

5.2.1 Preliminaries and Background

In this section, we describe the preliminaries on graphs. We denote matrices by upright capital

letters, e.g., A, columns of a matrix by lower-case letters, e.g.,−→a i, and the elements of a matrix by

indexed lower-case letters, e.g., aij. Each graph is defined as G = (V, E) where V and E ⊆ V×V

denote the set of nodes and edges respectively. Each edge e ∈ E corresponds to a relationship such

as co-authorship, friendship, citation or communication between two nodes vi and vj. Each graph

is represented by an adjacency matrix AN×N where N is the number of nodes and aij ≥ 0 denotes

the edge between nodes vi and vj. We denote the degree of node vi as di = ∑N
j=1 aij.

5.2.2 Non-negative Matrix Factorization and its Variants

Given a matrix A = [a1, a2..., aN ] ∈ RM×N whose elements are non-negative, Non-negative

Matrix Factorization (NMF) [69] finds factors U ∈ RM×K and H ∈ RN×K whose product can

well-approximate A. The interesting property of NMF is the non-negativity constraint. NMF

requires the original input matrix A in addition to its two lower-rank approximations, i.e., U and

H, be non-negative. This property follows easily in a graph scenario since the input matrix, i.e.,

the adjacency matrix of a plain graph, contain non-negative elements.

A ≈ UHT (5.1)

The parameter K denotes the factorization rank and is often chosen such that (N + M)× K ≤ NM.

The quality of this approximation can be optimized through the following objective functions [70]:

• The square of the Frobenius norm of the two matrices’ difference:

arg min
U,H

||A−UHT||2 =

N

∑
i,j=1

(
aij −

K

∑
k=1

uikhjk

)2

, s.t. U, H ≥ 0 (5.2)

• The divergence between the two matrices’ difference, where X = UVT:
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arg min
U,H

D(A||UHT) =

N

∑
i,j=1

(
aij log

aij

xij
− aij + xij

)2

, s.t. U, H ≥ 0 (5.3)

Both objective functions are lower bounded by zero. Equation 5.3 reduces to Kullback-Leibler

divergence when both A and UHT sum to one. These two objective functions are each convex

in either U or H. Therefore finding the global minima for Equations 5.2 and 5.3 is not possible,

although there are methods for detecting their local minima. For the purpose of this chapter, we

only consider the divergence optimization function D(A||UHT). The authors of [70] proposed

multiplicative update rules, which have been proven to find the local minima of our objective

function. The update rules for the divergence optimization function are summarized as follows:

uik ← uik

∑j

(
aijhjk/ ∑k uikhjk

)
∑j hjk

(5.4)

vjk ← vjk

∑i

(
aijujk/ ∑k uikhjk

)
∑i uik

(5.5)

NMF can be applied on any non-negative data, which has an underlying community-based

representation. It aims to determine a lower dimensional approximation of the original data, K �

M, K � N in an unsupervised manner. Considering a small K, NMF can only succeed if there are

latent factors that generate the underlying structure of the data vectors. NMF approximates each

column of −→a j by a linear combination of its corresponding column −→u k weighted by hjk. In other

words,
−→
h T

j is the new representation of −→a j given the basis vector −→u k.

However, the only constraint that NMF considers in this setting is the non-negativity on the ba-

sis and weight vectors of the approximation. The issue with the exclusive use of such a constraint

arises when the dataset A is not in the Euclidean space. An example of such a scenario happens

when we apply NMF to the adjacency matrix of a graph G. The 0 and 1 elements in the adjacency

matrix do not represent values in the Euclidean space. They capture the information regarding

the relationships between different nodes/users. However, NMF treats these matrix elements as
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any input in the Euclidean space. Therefore NMF fails to detect the topological structures in a

relational dataset [20].

To address this concern, [20] proposed a Graph Regularized Non-negative Matrix Factoriza-

tion method (GNMF), which adds a regularization term to the NMF objective function to capture

local invariance [14], i.e., an effective constraint for dimensionality reduction. The assumption is

that if −→a i and −→a j are close in the original data distribution, their representations
−→
h T

i and
−→
h T

j

should also be close with respect to their corresponding basis vectors. The closeness between two

data points can be measured by creating a nearest neighbour graph in the original data space.

Given a graph G = (V, E) with N vertices, GNMF finds the P nearest neighbours for each

vertex Vi, and creates a link between Vi and the P neighbours. Thereafter, GNMF constructs a

weight matrix W based on the Nearest Neighbour (NN) graph G′ = (V, E′). The weight matrix

options that GNMF provides are 0-1, heat kernel and dot product weighting, which have been

shown to preserve locality in various domains [14]:

• 0-1 Weighting:

wij =


1 if eij = 1

0 otherwise
(5.6)

• Heat Kernel Weighting:

wij = e
−
||−→a i −−→a j||2

σ , σ ∈ (0, 1] (5.7)

• Dot Product Weighting:

wij =
−→a T

i .−→a j (5.8)

These weight matrices can capture the closeness in the original space. The nodes that are

geometrically closer yield weight values that are closer to one, while the distant nodes result in

smaller weight values. Now we need to calculate the distance between the lower dimensional

representation of every pair of nodes, i.e.,
−→
h T

i and
−→
h T

j , with respect to the new basis vectors. We

again use divergence to compute the dissimilarity between nodes Vi and Vj as shown in Equation
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5.9.

D(
−→
h T

i ||
−→
h T

j ) =
K

∑
k=1

(
hjk log

hjk

hik
− hjk + hik

)2

(5.9)

We can finally calculate the smoothness of the lower dimensional representation of the nodes. The

following is the regularization term R that will be used in modifying the divergence optimization

function Equation 5.3. Note that we have to compute D(
−→
h T

i ||
−→
h T

j ) and D(
−→
h T

j ||
−→
h T

i ) since

divergence is not symmetric, i.e., D(A||B) 6= D(B||A).

R =
1
2

N

∑
i,j=1

(
D(
−→
h T

i ||
−→
h T

j ) + D(
−→
h T

j ||
−→
h T

i )
)

wij

=
1
2

N

∑
i,j=1

K

∑
k=1

(
hik log

hik

hjk
+ hjk log

hjk

hik

)2

(5.10)

Equation 5.10 formulates the regularization term that accounts for the preservation of the original

distribution of the data. GNMF expects that the closeness of−→a i and−→a j, encoded by wij, enforces
−→
h T

i and
−→
h T

j to be close in the lower dimensional space as well. However, many real-world

networks comprise multiple strongly connected cores, which vary in size and density. In order to

determine the closeness of nodes in these graphs, we need to consider the influence of each node

on the rest of the network. This can be done by using the concept of information flow [65] in these

graphs [66, 119].

The intuition behind information flow and the belief propagation in networks can be described

as follows: every node in a graph receives message(s) from its connected nodes (neighbours) in

parallel, this node then updates its belief status, and eventually sends new messages back to its

connecting nodes (neighbours) [65].

We use a simple example to show that the regularization term formulated in Equation 5.10 does

not take node influences into account. Figure 5.1 shows a graph with a non-uniform community

distribution. We have two larger communities, depicted by circles and node labels B1..6 and C1..6,

and a small community, depicted by node labels D1..4. The links between the nodes in D to the

larger communities of nodes B and C cause the nearest neighbour graph to consider nodes in B and

C to be among the neighbours of nodes in D. The weight matrices defined in Equations 5.6, 5.7,

and 5.8 are constructed based on the nearest neighbour graph and merely consider the similarity of

connectivity patterns between each pair of nodes. They make the assumption that the link between
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Figure 5.1: Example of a network with three communities of nodes, depicted by the colours green, blue and red with
node labels B1..6, C1..6 and D1..4 respectively.

D1 and members of the green community is equivalent to the links between node D1 and the red

community. Therefore, they fail to classify node D1 as a member of the red community. In the

next section, we discuss the use of information flow to compute node influence in a given graph

[65, 66].

5.3 Proposed Method

Given a graph G = (V, E), we need to calculate how information flows between the nodes in

order to model the influence of each vertex. To address this problem, we use a method called Fast

Belief Propagation (FABP) [65] to build our weight matrix. This method aims to capture how the

influence of information is propagated through the network. In the following section, we describe

the construction of our information-flow based weight matrix.

5.3.1 Information-Flow Based Weight Matrix

Given the adjacency matrix AN×N of graph G = (V, E), we aim to compute the weight matrix

WN×N , which encapsulates pairwise node affinities. As mentioned earlier, we use FABP to deter-

mine the weight matrix. The underlying concept of FABP is very similar to that of Personalized

PageRank [49]. PageRank is based on the idea that if there is an edge between nodes Vi and Vj,
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then node Vj is implicitly influencing node Vi. An example of such an influence often occurs in

web-pages. For instance, Amazon is an influential page because many other web-pages are linked

to it and web-pages that Amazon links to are probably influential too.

In order to calculate pairwise node affinities, we conduct a series of random walks on the

graph. A random walk on a graph requires a starting node, and continues by selecting a neighbour

of this node at random and moves forward to the following neighbour. It finishes when it reaches a

predetermined length q. The outcome of each random walk is a sequence of nodes. We can execute

the random walk with the same starting node, Vi, a number of times and determine the probability

of other nodes Vj∈N,j 6=i being reached from Vi. Therefore, the influence wij corresponds to the

number of short yet highly weighted paths from node Vi to nodes Vj.

The authors of [66] proposed one of the most recent approaches for solving the belief propa-

gation problem by linear approximation, which uses FABP in its naive format. FABP provides a

fast yet effective way to determine node affinities, which takes into account the adjacent as well as

2nd-hop, 3rd-hop, and even further neighbours [66]. The affinity matrix W is computed as shown

in Equation 5.11, where ε is a small constant that controls the influence between connected nodes,

I is the identity matrix, A is the adjacency matrix, D is the diagonal matrix with the degree of

node vi as the dii and −→e i is the starting indicator vector for the random walk, which comprises all

0’s except 1 at position i.

W = [wij] = [I + ε2D− εA]−1 (5.11)

[I + ε2D− εA]−→w i =
−→e i (5.12)

After constructing the new weight matrix, we use Equation 5.10 and define the new objective

function and update rules for determining the outcome of NMF, i.e., U and H.

5.3.2 Objective Function and Update Rules

Given an undirected non-negative graph adjacency matrix A = [aij] ∈ RM×N , we propose to

find the two matrices U ∈ RN×K and H ∈ RN×K by minimizing the divergence optimization

function, i.e., Equation 5.3, and the regularization term formulated in Equation 5.10, where the

weight matrix is computed using Equation 5.11.
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arg min
U,H

D(A||UHT) + R s.t. U, H ≥ 0

=
N

∑
i,j=1

(
aij log

aij

∑K
k=1 hikhjk

− aij +
K

∑
k=1

uikhjk

)2

+
λ

2

N

∑
i,j=1

K

∑
k=1

(
hjk log

hjk

hik
+ hik log

hik

hjk

)
wji (5.13)

where the regularization parameter λ controls the effect of the regularization term in the objective

function. As λ→ 0, the objective function would yield the outcome of NMF.

To capture the topology and information flow properties at the same time, we also propose that

the weight matrix be a combination of Equation 5.11 (W), and Equations 5.6, 5.7, 5.8 (WGNMF).

After calculating our proposed weight matrix W, we sparsify it using the median of the node

influence for each vertex:

∀i ∈ N, wij = 0 i f wij ≤ Median(−→wi ) (5.14)

We then construct three new weight matrices defined as the maximum of the node affinity matrix

W and the three previously defined weights, i.e., the 0-1, heat kernel and dot product weighting

WGNMF. We consider the performance of NMF with the original set of weights WGNMF and each

of their combinations with the sparsified W. Finally, the update rules for determining the non-

negative matrices U and H from the divergence optimization function shown in Equation 5.13 are

as follows:

uik ← uik

∑N
i=1

(
aijhjk/ ∑K

k=1 hikhjk

)
∑N

j=1 hjk
(5.15)

−→
h k ←

( n

∑
i=1

uik + I + λL
)−1
×
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h1k ∑N

i=1(ai1uik/ ∑K
k=1 uikh1k)

.

.

hNk ∑N
i=1(aiNuik/ ∑K

k=1 uikhNk)

 (5.16)

where L = Dw−W is the Laplacian of W, and Dw is the diagonal matrix of W. The convergence

objective function formulated in Equation 5.13 is non-increasing and it remains invariant under the

updating rules in Equations 5.15 and 5.16 if and only if the matrices H and U are at a stationary

point. For further details of these update rules, please refer to [20].

5.4 Empirical Analysis

In this section, we evaluate the performance of GNMF by conducting experiments on real and

synthetic datasets with ground truth community labels. The aim of these experiments is to compare

the performance of the proposed techniques in terms of accuracy and clustering quality against the

baselines. We evaluate both GNMF with the affinity weight matrix, as well as the combination of

the three previously defined weight matrices and the affinity matrix.

Datasets: The experiments are conducted on three real datasets1. The first dataset is AdjNoun,

which comprises the network of common adjective and noun adjacencies in the novel “David

Copperfield”. Vertices correspond to the most common adjectives and nouns in the book. Edges

connect any pair of words that occur in an adjacent position in the text [86]. The second dataset

is PolBooks2 with vertices that represent books about US politics sold by Amazon and edges

that capture the frequent co-purchasing of books by the same buyers. Nodes are assigned labels

“liberal”, “neutral”, or “conservative” based on their purchase history. The third dataset is MexPol

that captures relationships in a political network. Vertices are Mexican politicians, such as the

presidents and their close collaborators, and the edges correspond to the political, friendship, or

business links between them. The vertices are labelled based on their professional background as

“military in class” or “civilians” [45].

We have also generated a synthetic dataset with the aim of evaluating the structure awareness

1http://www-personal.umich.edu/∼mejn/netdata/
2V. Kerbs, http://www.orgnet.com/
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of our affinity weight GNMF. We construct one hundred graphs based on a stochastic block model,

i.e., a generative model for creating communities in a graph [21]. Graphs created by a stochastic

block model have the following properties: they (i) are random graphs, (ii) can be decomposed

into P, 1 ≤ P ≤ N, smaller blocks, (iii) have vertex membership within communities that is deter-

mined from a membership matrix MN×P, and (iv) have an edge probability between communities

that is determined by ωP×P. Equation 5.17 summarizes the stochastic block model.

ωij = αω
planted
ij + (1− α)ωrandom

ij . (5.17)

ω
planted
ij creates the underlying communities based on our choice of the block model. ωrandom

ij

generates a random graph without any block structure. The parameter α controls the randomness

of a graph, i.e., α = 0 generates random graphs whereas α = 1 generates fully block structured

graphs.

In our synthetic dataset, the distribution of node-to-community assignments is linear. We

determine the node membership to communities by drawing random values from a hypergeometric

distribution. The density of each block is determined by a Gaussian distribution with µ = 0.5,

σ2 = 0.15 and the background noise level is α = 0.3. Table 5.1 summarises more details about

these datasets. Please note that we have reported the maximum number of edges for the synthetic

dataset.

Table 5.1: Dataset Description.

Dataset Nodes Edges Communities
AdjNoun 112 425 2
PolBooks 105 441 3
MexPol 35 117 2

Synthetic 200 3113 7

Baseline Techniques: To evaluate the performance and efficiency of our proposed methods,

we compare them against the following unsupervised baseline methods: (i) NMF : Non-negative

Matrix Factorization without any regularization term; (ii) GNMF with W1: Graph regularized

Non-negative Matrix Factorization with 0-1 weight matrix; (iii) GNMF with W2: Graph regular-

ized Non-negative Matrix Factorization with heat kernel weight matrix, and (iv) GNMF with W3:
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Graph regularized Non-negative Matrix Factorization with dot product weight matrix.

Experimental Setup: All graphs are undirected and represented by their adjacency matrix

A ∈ 0, 1N×N . The weight matrices W1, W2, W3, and W correspond to Equations 5.6, 5.7, 5.8,

5.14. As for the hyper-parameters of GNMF and NMF, we considered the maximum number of

iterations to be 1000 with the convergence error of 0.00001. The parameter λ, which accounts for

the weight of the regularization term, is 150 for GNMF and 0 for NMF. We repeat both NMF and

GNMF ten times with different initializations of the U matrix. Note that the training is performed

in an unsupervised way, and community labels are only used for testing.

Performance Metrics: We use accuracy as well as an information theoretic measure called

Normalized Mutual Information (NMI) to evaluate the quality of each solution against the com-

munity labels [33]. The reported accuracy and NMI for the synthetic dataset comprises the mean

and standard deviation over 100 graphs generated by the same block stochastic model.

5.4.1 Performance Evaluation

Table 5.2 compares the accuracy and NMI results for the real datasets between the four baseline

methods described in the previous section and the proposed affinity-based GNMF techniques. We

have considered the NN graph with P = 3, 5, 7 for the real datasets and P = 7 for the synthetic

data. The best case, i.e., the highest accuracy and NMI for each dataset, is highlighted through

bold-face. As shown in Table 5.2, the proposed methods yield higher accuracy and NMI for all

datasets, except in the case of NMI for the PolBooks data.

It is noteworthy that AdjNoun is an approximately bipartite graph, i.e., adjectives and nouns,

with a few occasions where two adjectives and/or two nouns can occur nearby. As mentioned

in [86], since the number of communities in AdjNoun is two, the best outcome is when we get

two communities with one consisting of mostly adjectives and another consisting of nouns. Such

community structure is the opposite of the community description that we have in mind. However,

the combination of NMF with the information flow regularization term has succeeded in outper-

forming the previous factorization-based approaches in determining the two parts of the graph.

Another benefit of combining the affinity-based and the three previously defined weight matrices

is the general improvement of accuracy and NMI.

As for the synthetic data, we have shown the results in Figures 5.2 and 5.3 for ease of interpre-
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Figure 5.2: Community detection Accuracy for the synthetic dataset where the green bars denote the proposed methods.

tation. We can see that GNMF with the affinity-based weight matrix yields the best accuracy and

NMI over the hundred graphs. Moreover, the accuracy and NMI results for the other three weight

matrices show an improvement once combined with the affinity-based weight matrix.

We evaluate the effect of regularizing GNMF with the affinity-based weight matrix on the

accuracy and NMI. We conduct a statistical analysis on the baseline and proposed methods by

using the Wilcoxon rank sum test. This test results in a p-value for each pair of methods that

are compared against each other. The p-values smaller than 0.05 confirm the rejection of the null

hypothesis and show the significance of improvement between the compared methods. Table 5.3

shows the output of this comparison between the proposed methods and GNMF with the three

previously defined weights.

Since the major difference between affinity based GNMF and the previous approaches is the

construction of the weight matrix, we have reported the time required for computing the following

matrices: (1) W1: 0-1 weighting, (2) W2: heat kernel weighting, (3) W3: dot product, and (4)

W: information-flow based weighting. As depicted in Figure 5.4, all weighting schemes except

for the affinity-based method are dependent on the number of nearest neighbours that we consider

in building the NN graph, which is then used for weight matrix computation, i.e., W1, W2, W3.

As the number of neighbours grows, the computational time increases for W1, W2, and W3 while
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Figure 5.3: Community detection NMI for the synthetic dataset where the green bars denote the proposed method.

remaining constant for W.

5.4.2 Case Study: Change Point Detection

In this section we discuss an anomaly detection application for our proposed techniques. The

graphs in a dynamic setting undergo changes such as node and/or edge addition/deletion. Our

goal is to determine the time stamps where structural changes have occurred and summarize this

change through the set of nodes that contribute the most. After detecting the community structure

of each graph, we can analyse the structural changes of the network in a fraction of the time that

was needed when we considered the entire graph.

The anomaly detection task can be formulated as follows: Given a set of M graphs {G}1..M,

we want to find the time stamps t ∈ 1..M where a change has occurred and reshaped the core

structure of the graph Gt. We assume that the graphs are not attributed and there is no graph

isomorphism, i.e., nodes are consistently labelled across the network. Analysing M adjacency

matrices of size N2 is not efficient in real-world applications. Therefore by finding the communi-

ties using information-flow based GNMF, we can reduce the size of each graph to N × K while

preserving the accuracy.
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Figure 5.4: Time required for constructing weight matrices. Black line (W) denotes our proposed weight matrix, which
is not dependent on the number of nearest neighbours.

Table 5.3: Wilcoxon test results comparing the statistical significance of accuracy and NMI improvements of the pro-
posed methods over the baselines. R+, R− denotes the sum of ranks for the proposed methods and the baselines
respectively. The bold-face R corresponds to the rejection of the null hypothesis.

Methods
Accuracy NMI

R+ R− p-value R+ R− p-value

GNMF+W vs. GNMF+W1 14291 7030 0.0 14596 6724 0.0
GNMF+W vs. GNMF+W2 13364 7957 0.0 13773 7548 0.0
GNMF+W vs. GNMF+W3 13237 8084 0.0 13801 7520 0.0
GNMF+max(W, W1) vs. GNMF+W1 13723 7598 0.0 14292 7029 0.0
GNMF+max(W, W1) vs. GNMF+W2 14340 6981 0.0 14648 6672 0.0
GNMF+max(W, W1) vs. GNMF+W3 13400 7921 0.0109 13822 7499 0.0021
GNMF+max(W, W2) vs. GNMF+W1 13275 8046 0.0 13851 7470 0.0
GNMF+max(W, W2) vs. GNMF+W2 13756 7565 0.0 14346 6974 0.0
GNMF+max(W, W2) vs. GNMF+W3 12462 8859 0.0237 12626 8694 0.0029
GNMF+max(W, W3) vs. GNMF+W1 11512 9808 0.0 11723 9598 0.0
GNMF+max(W, W3) vs. GNMF+W2 11402 9918 0.0 11694 9627 0.0
GNMF+max(W, W3) vs. GNMF+W3 12032 9288 0.0 12351 8970 0.0

The underlying intuition behind our approach is that real-world graphs often follow a core-

periphery structure, i.e., there are a few subgraphs of well-connected nodes but the majority of

nodes are peripheral and connected to one or more cores. Detecting anchor topologies results in

sparsification of each graph’s nodes. Thereafter, we can determine change points in the graph

using a small subset of nodes.
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Given the set of communities for each graph Gi, we need to detect the time stamps t ∈ 1..n

where there is a major change in the structure of the network. We first determine the UN×K

matrices for each time stamp. The U1..M matrices correspond to node-community memberships

in each graph. Thereafter, we use the Euclidean distance between a consecutive pair of node-

community matrices to determine whether there has been a structural change in the network. Our

reason for selecting Euclidean distance is the fact that U1..M comprise numeric elements and we

require the absolute magnitude of the distance between two corresponding rows.

Please note that we can use the previously determined Ui−1 as an initialization in GNMF to

find the node-community structure for the next time stamp Ui faster. We have created a synthetic

dataset using the stochastic block model to determine the performance of information-flow based

GNMF for anomaly detection. We created 95 normal graphs with linear node-to-community as-

signments where the density of each community is determined by a Gaussian distribution, where

µ = 0.5, σ2 = 0.15 and the background noise level is α = 0.3.

Thereafter, we injected this dataset with five anomalies throughout time, where the anomalous

samples come from a stochastic block model with random node-to-community assignments and

hyper parameters µ = 0.4, σ2 = 0.15 and the background noise level as α = 0.3. The number

of nodes in each graph is N = 200 and the number of communities in normal and anomalous

graphs are 8 and 10 respectively. Please note that only a few nodes have changed their community

memberships in the anomalous graphs. Figure 5.5 shows the outcome of anomaly detection on the

synthetic data. The five time stamps where an anomaly has occurred are correctly identified using

information-flow based GNMF.

5.5 Conclusion and Future Research

In this chapter, we have proposed a technique for community detection with non-uniform node-to-

community distributions. We have shown that NMF can be regularized based on the information

flow content and the influence of each node on the rest of the network. We have shown empirically

that our proposed method can improve the accuracy and NMI of community detection on real

and synthetic datasets. It is worth noting that using the information-flow based approach can

expedite the GNMF process in comparison to the other weighing approaches by removing the
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Figure 5.5: Anomaly detection results for the synthetic dataset where the red ellipses indicate the time stamps where
structural changes have occurred.

step of nearest neighbour graph construction. We have also shown that our approach can be used

for anomaly detection in dynamic networks where an anomalous instance corresponds to a time

stamp where a structural change has occurred in the network. However, one of the drawbacks of

our technique is its computational complexity. Therefore, as future work we plan to parallelise our

approach to handle large-scale sparse graphs. We would also like to calculate the node affinity for

a random collection of nodes in order to reduce the dimensionality of the weight matrix.

The focus of the next chapter is to devise an approach that can further address the issues of

scalability and interpretability. Although the approaches proposed so far are trying to provide

scalable schemes for anomaly detection, the processing time has limited us in investigating their

performance on larger scale datasets. Therefore, in the next chapter, we concentrate on real graphs

with core-periphery structure, which is a common pattern in real-world networks. We propose a

matrix permutation technique, which can provide a similarity measure between consecutive graphs

and help us in visualizing the changes in a network. Our aim is also to yield interpretable results,

which can determine the anomalous vertices in each time-stamp.



Chapter 6

Matrix Permutation as a Means of
Ranking Vertices

In the previous chapters, we discussed several graph-based anomaly detection schemes, which were

easily applicable to plain, weighted, unweighted, directed and undirected graphs. We proposed (a) an

embedding scheme using random projections, which preserves the closeness of the nodes coming

from the same community, and (b) a graph-based non-negative matrix factorization technique that

can detect communities and easily determine anomalous nodes or groups of nodes within a graph.

Although both approaches addressed the problem of anomaly detection in evolving networks, they face

the problem of the curse of dimensionality. Our aim in this thesis is to devise an interpretable, scalable,

and easy to implement technique that can provide a useful visual outcome for further analysis of the

data. Therefore, in this chapter we address the challenge of processing large volumes of streaming

graphs. We propose a pre-processing step before running any further analysis on the data, where

we permute the rows and columns of the adjacency matrix. This pre-processing step expedites graph

mining techniques such as anomaly detection. In this chapter, we focus on detecting anomalies in a

sequence of graphs based on rank correlations of the reordered nodes. The merits of our approach

lie in its simplicity and resilience to challenges such as unsupervised input, large volumes and high

velocities of data. We evaluate the scalability and accuracy of our method on real graphs, where

our method facilitates graph processing while producing more deterministic orderings. We show that

the proposed approach is capable of revealing anomalies in a more efficient manner based on node

rankings. Furthermore, our method can produce visual representations of graphs that are useful for

graph compression.a

aThis chapter is based on material published in: L. Rashidi, A. Kan, J. Bailey, J. Chan, C. Leckie, W. Liu, S.
Rajasegarar and K. Ramamohanarao, “Node Re-Ordering as a Means of Anomaly Detection in Time-Evolving
Graphs,” in Proceedings of the Joint European Conference on Machine Learning and Knowledge Discovery in
Databases (ECML-PKDD), 2016, Italy.
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6.1 Introduction

Anomaly detection in time-evolving graphs is the task of finding timestamps that correspond to an

unusual event in a sequence of graphs [8]. For instance, a social network anomaly may correspond

to the merging or splitting of its communities. Anomaly detection plays an important role in nu-

merous applications, such as network intrusion detection, credit card fraud [42] and discontinuity

detection in social networks [16].

However, there are many challenges associated with event detection in dynamic graphs. Net-

works such as Facebook or Twitter comprise billions of interacting users where the structure of

the network is constantly updated. Moreover, there is often a lack of labels for normal and anoma-

lous graph instances, which requires learning to be unsupervised. Due to these challenges, graph

anomaly detection has attracted growing interest over time.

To address these challenges, many anomaly detection techniques use a pre-processing phase

where they extract structural features from graph representations. These features may include

node centrality [62], ego-nets [16] and eigenvalues [54]. They then apply well-known similar-

ity measures to compare graph changes over a period of time. In this scenario, the graphs are

converted into feature sets and therefore they do not pose the complexities associated with the

inter-dependencies of nodes, in addition to causing a considerable decrease in the time and space

requirements for the anomaly detection scheme.

However, the process of generating structure-aware features for graphs can be challenging in

itself. For instance, the eigenvalues of a graph can be a suitable representation for its patterns of

connectivity, but they have high storage and time requirements. A common shortcoming between

these approaches is the need to perform matrix inversions, where the graphs are too sparse to be

invertible. Another property of graph summarization techniques should be their interpretability

[75]. Revealing structural information such as communities, node roles or maximum independent

sets can be very useful in further analysis of graphs.

To address these issues, we propose an approach for detecting graph anomalies based on the

ranking of the nodes. The novelty of our method lies in a scalable pre-processing scheme that

produces stable results. Our matrix re-ordering approach efficiently assigns ranks to each node

in the graph, where the resulting ranks can be used directly as a basis for comparing consecutive

graph snapshots. Our re-ordering approach reduces the input dimension of a graph from O(n2)
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to O(n). We can easily use a rank correlation coefficient as a similarity measure over pairs of

graphs. Another advantage of our approach is its capability to produce interpretable results that

identify large independent sets. The compact representation of the graphs yields faster and simpler

anomaly detection schemes for graph anomaly detection

We review some of the algorithms previously introduced in the domain of graph anomaly

detection in Section 6.2. We then define our notation and outline the problem statement in Section

6.3. The details of the proposed method and its properties are summarized in Section 6.4. The

benchmark datasets in addition to the baseline algorithms for comparison are discussed in Section

6.5. We then show the results of anomaly detection and discuss the scalability and stability of

our algorithm in Section 6.6. Finally, we conclude the chapter and present future directions for

research in Section 6.7.

6.2 Graph-based Anomaly Detection

Several approaches to pattern mining in graphs stem from distance based techniques, which utilize

a distance measure in order to detect abnormal vs. normal structures. An example of such an

approach is the k-medians algorithm [41], which employs graph edit distance as a measure of

graph similarity. Other approaches take advantage of graph kernels [63], where kernel-based

algorithms are applied to graphs. They compare graphs based on common sequences of nodes,

or subgraphs. However, the computational complexity of these kernels can become problematic

when applied to large graphs.

Other graph similarity metrics use the intuition of information flow when comparing graphs.

The first step in these approaches is to compute the pairwise node affinity matrices in each graph

and then determine the distance between these matrices. There are several approaches for deter-

mining node affinities in a graph, such as Pagerank and various extensions of random walks [34].

Another recent approach in this category is called Delta connectivity [66], which can be used for

the purpose of anomaly detection. This approach calculates the graph distance by comparing node

affinities [66]. It measures the differences in the immediate and second-hop neighbourhoods of

graphs. These approaches also suffer from the curse of dimensionality in large graphs.

Moreover, there are approaches that try to extract properties such as graph centric features
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before performing anomaly detection. These features can be computed from the combination of

two, three or more nodes, i.e., dyads, triads and communities. They can also be extracted from

the combination of all nodes in a more general manner [9]. Many anomaly detection approaches

[59] have utilized graph centric features in their process of anomaly detection. Since the graph

is summarized as a vector of features, the problem of graph-based anomaly detection transforms

to the well-known problem of spotting outliers in an n-dimensional space. Therefore standard

unsupervised anomaly detection schemes such as ellipsoidal cluster based approaches can be em-

ployed [79]. A thorough survey of such techniques can be found in [22]. It is worth noting that the

extracted features cause information loss that can affect the performance of the anomaly detection

scheme.

Another approach for graph mining is tensor decomposition. These techniques represent the

time-evolving graphs as a tensor that can be considered as a multidimensional array, and perform

tensor factorization. Tensor factorization approximates the input graph, where the reconstruction

error can highlight anomalous events, subgraphs and/or vertices [89]. Chapter 2 provides a thor-

ough overview of other graph anomaly detection schemes.

Although this field of research has received growing attention in recent years, the problems

of scalability and interpretability of results still remain. Graph-centric features can reduce the di-

mensionality of the input graphs, but they may not be able to provide visually interpretable results.

On the other hand, decomposition-based methods provide meaningful representations of graphs

but suffer from the curse of dimensionality. The trade-off between these two issues has motivated

us to find a compact representation of graphs that preserves the structural properties of networks.

This can help further analysis of the data to become computationally efficient. Specifically for the

task of anomaly detection, we provide experiments that demonstrate the efficiency and utility of

our approach.

6.3 Preliminaries and Problem Statement

We start by describing the basic notation and assumptions of our anomaly detection task. A graph

G = (V, E) is defined as a set of nodes V and edges E ⊆ V × V, where an edge e ∈ E denotes

a relationship between its corresponding nodes vi, vj. The degree di of a vertex vi is defined as



6.3 Preliminaries and Problem Statement 111

the sum of the number of its incoming (in-degree) and outgoing (out-degree) edges. A Maximum

Independent Set (MIS) is the largest subset of vertices VMIS ⊆ V such that there is no edge

between any pair of vertices in VMIS [11].

The maximum independent set problem is closely related to common graph theoretical prob-

lems such as maximum common induced subgraphs, minimum vertex covers, graph colouring,

and maximum common edge subgraphs [11, 77]. Finding MISs in a graph can be considered

a sub-problem of indexing for shortest path and distance queries, automated labelling of maps,

information coding, and signal transmission analysis [76].

Graphs are often represented by binary adjacency matrices, An×n, where n = |V| denotes

the number of nodes. An element of the adjacency matrix aij = 1 if there is an edge from vi to

vj. The simultaneous re-ordering of rows and columns of the adjacency matrix is called matrix

permutation.

We formulate the problem of anomaly detection as follows: Given a sequence of graphs

{G}1...m, where m is the number of input graphs, we want to determine the time stamp(s), i ∈

{1...m}, when an event has occurred and changed the structural properties of the graph Gi. We

have elaborated on the description of events in Section 2.3.2 of the thesis. It is worth mentioning

that the structural change in a graph entails a drastic change in a set of features that we extract

from the vertices and their corresponding degrees in the graph. Therefore, our proposed method

focuses on summarizing the graph structure in terms of vertex degree rankings. We consider the

following assumptions about the input graphs:

• The vertices and edges in the graph are unweighted.

• There is no external vertex ordering.

• The input graphs are plain, i.e., no attributes are assigned to edges or vertices.

• The number of nodes remains the same throughout the graph sequence 1.

• The labelling of nodes between graphs is consistent.

An important issue for the design of a scalable anomaly detection scheme is the number of input

features or dimensions that are required to be processed. If a graph-based anomaly detection uses
1This is not a strong assumption, since we can easily compensate for the arrival or deletion of a node by adding a

row/column of zero values to the adjacency matrix.
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a raw adjacency matrix as input, then the input dimensionality is O(n2), which is impractical for

large graphs. In order to address the issue of scalability, we need to find a compact representa-

tion for each graph. We propose a pre-processing algorithm that extracts a rank feature for each

node that is associated with the maximum independent sets in each graph. Therefore, instead of

storing and processing an adjacency matrix of size n× n, we reduce the input dimensionality and

computational requirements for our anomaly detector to n.

For each graph in the sequence {G1 = (V1, E1), G2 = (V2, E2), ..., Gm = (Vm, Em)}, we

determine the new matrix re-ordering vector {V1
′
, V2

′
, ..., Vm

′}. We then compute the rank cor-

relation coefficient between every two consequent tuples, (Vi
′
, Vi+1

′
). We employ the Spearman

rank correlation coefficient as shown in Equation 6.1 between two input rank vectors,
−→
V
′
i,
−→
V
′
i+1,

where di = vi − vi+1:

ρ = 1− 6 ∑ di
2

n(n2 − 1)
(6.1)

The computational complexity of Equation 6.1 is O(n), where n is the length of the input vectors.

The intuition behind our approach is to design a stable and scalable algorithm for determining

the significance of each node and revealing structural information by manipulating the adjacency

matrix An×n. We need to find a matrix permutation that satisfies the following properties:

• Locality: Non-zero elements of the matrix should be in close vicinity in the ordering after

the permutation.

• Stability: The initial ordering of the rows and columns should have no effect on the final

outcome of the re-ordering.

• Scalability: The algorithm should have low computational complexity in order to handle

large scale graphs.

• Interpretability: The permuted matrix should reveal structural information such as MISs

about the graph.
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6.4 Our Approach: Amplay

In order to achieve the above objectives, we propose an approach entitled Amplay (Adjacency

matrix permutation based on layers). In each iteration, Amplay sorts vertices according to their

total degree, and picks the vertex with the highest degree. Ties are resolved according to the order-

ing in the previous iteration. We then remove the vertex and its incidental edges, and recursively

apply the algorithm. The outline of the re-ordering approach is given in Algorithm 2. In order to

clarify the process of Amplay implementation, we have provided an example of Amplay operation

in Figures 6.1 and 6.2.

Figure 6.1: A partially reordered matrix at the beginning of iteration 3 of Amplay. In this iteration, vx will be placed
at position nhead, and Ax will be placed before position ntail . Ax are vertices that are only incidental to vertices placed
before/to vx, which results in a zero area at the bottom right corner, i.e., white squares. Elements at gray squares can
contain 0 or 1.

One of the interesting properties of Amplay is its capability to reveal MISs associated with

each input graph. Figure 6.3 shows the permuted adjacency matrix of the Enron email dataset

where the MISs are denoted as S1, S2, .... The groupings of nodes into the MISs indicates that

Amplay can be used as a heuristic to determine the MISs of a graph in various problem domains. A

prominent feature of the matrices produced by the Amplay method is a front line such that all non-

zero matrix elements are located above the line. Indeed, we can consider an adjacency matrix as a

grid with integer coordinates. Here the first coordinate spans rows from top to bottom, the second

coordinate spans columns from left to right. We define the front line as follows: (1, n), (1, n−

a1 + 1), (2, n − a1), (2, n − a1 − a2 + 1), ..., (s, s), ..., (n − a1 + 1, 1), (n, 1), where {ai} is the
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Figure 6.2: Amplay ordering for a sample graph. Each row shows an ordering at the end of each iteration. Rectangles
outline sets Vi at the beginning of each iteration.

Algorithm 2 Amplay Permutation
Input : Graph G = (V, E) and n = |V|
Output: Node re-ordering V → V′
nhead = 1;
ntail = n + 1;
i = 1;
Vi = V;
Ei = E;
Gi = (Vi, Ei)
while nhead < ntail do

Sort Vi according to the degrees of vertices resolving ties using previous ordering
vx ∈ Vi ← a vertex with the maximum total degree
ex ⊆ Ei ← edges incidental to vx in Gi
Ax ⊆ Vi ← vertices incidental only to vx in Gi
ai = |Ax|
Place vx in position nhead
Place Ax in position ntail − ai, ..., ntail − 1
(preserving ordering of vertices Ax from Gi)
Vi+1 = Vi\vx ∪ Ax, Ei+1 = Ei\ex(\ denotes set difference)
nhead = nhead + 1, ntail = ntail − a, i = i + 1

end
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sequence produced by Algorithm 2 and s is the number of iterations of the algorithm.

Lemma 6.1. Every matrix element below the front line is zero.

Proof. The front line spans intersections of vertices from sets Ax with their respective vx. By

definition, Ax are vertices that are only incidental to vertices placed before vx or to vx, which

implies that matrix elements below and to the right from the intersections of Ax and vx are zero.

As we explain below, the front line is important in visualization, because it allows us to grasp

(1) the degree distribution of the graph, and (2) the relative size of the largest independent set

revealed by Amplay. Note that the shape of the front line is defined by the sequence {ai}, where

ai is closely related to the degree of the vertex placed at position i. As a consequence, the front

line reflects the degree distribution in a graph.

A key property of Amplay is multiple vertex sorting. Recall that at each iteration, vertices are

sorted according to the total degree, considering only the remaining graph, and ties are resolved

using the ordering from the previous iteration. Such a sorting has two consequences. First, the

resulting index of each vertex depends not only on the vertex degree, but also on a vertex con-

nectivity pattern (e.g., the number of connections to high-degree nodes). This pattern is reflected

in the positions of the vertex in subsequent sorting rounds. While many vertices can have the

same degree, the vertices tend to differ in their connectivity patterns. As such, Amplay tends to

produce a relatively deterministic ordering. This in turn results in a relatively small variance in

the behaviour of subsequent graph processing algorithms. Second, vertices that have a similar

connectivity pattern will have similar positions during sorting across subsequent iterations, and

thus have similar positions in the resulting Amplay ordering. This explains why Amplay tends to

produce matrices with a smooth visual appearance.

Lemma 6.2. Graph G = (V, E) contains an independent set with at least n − ntail vertices,

where ntail is the value from Amplay at the moment of termination.

Proof. At the end of each iteration of Amplay, vertices assigned to indices larger than or equal

to ntail are incidental only to vertices assigned to indices smaller than nhead. At the point of

termination nhead = ntail . Hence, vertices assigned to indices larger than ntail are pairwise disjoint

and form an independent set.
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Figure 6.3: The Amplay re-ordered adjacency matrix of the Enron email dataset.

In addition to revealing structural properties of the graph, Amplay proves to be scalable. We

describe the computational complexity of this re-ordering approach in Lemma 6.3.

Lemma 6.3. The complexity of Amplay is O(∑s
i=0 ni log ni) where ni = |Vi| defined in Amplay,

and s ≤ |V| is the number of iterations.

Proof. Each iteration of the algorithm operates on a subgraph with ni vertices, and involves sorting

(which can be performed in O(ni log ni) time), finding neighbours of the chosen vertex vx (linear

in ni), and removing incidental edges (linear in ni). As such the overall complexity of one iteration

is bounded by O(ni log ni) and the total complexity is bounded by O(∑s
i=0 ni log ni).

It is worth mentioning that in many real-world graphs, ni rapidly decreases, which reduces

the total running time. Moreover, we can improve the scalability of Amplay further, by choosing

k vertices with the largest total degrees, placing them, and advancing the nhead pointer by k at

each iteration (line 4 in Algorithm 2). Furthermore, in line 6 of Algorithm 2, we can define Ax

as a set of vertices incidental only to the chosen k vertices. The front line is now defined as

(k, n), (k, n− a1 + 1), (2k, n− a1), (2k, n− a1− a2 + 1), ..., (s.k, s.k), ..., (n− a1 + 1, k), (n, k),

and it is easy to verify that Lemmas 1 and 2 hold. If we increase k, we can see that the prominent
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structural features of the graph are preserved. Moreover the computational complexity of Amplay

when k > 1 is O(∑s
′

i=0 ni
′ × ri) where ri = max(log ni

′
, k). Using k > 1 is beneficial because it

reduces the number of iterations s
′
, and sequence ni

′
decreases faster than ni.

6.5 Evaluation Methodology

In this section, we describe each dataset used in our experiments and elaborate on the baseline

algorithms for comparison.

6.5.1 Benchmark Datasets

For the purpose of anomaly detection, we have selected a representative sample of sparse real-

world datasets. The first real dataset is the Facebook wall posts data collected from September

26th, 2006 to January 22nd, 2009 from users in the New Orleans network [122]. The number of

users is 90,269, however only 60,290 exhibited activity.

The next real dataset is the Autonomous Systems (AS) data [73]. The graphs comprising

the AS dataset represent snapshots of the backbone Internet routing topology, where each node

corresponds to a subnetwork in the Internet. The edges represent the traffic flows exchanged

between neighbours. The dataset is collected daily from November 8, 1997 to January 2, 2000

with nodes being added or deleted.

Another real dataset is the Enron email network that gathers the email communications within

the Enron corporation from January 1999 to January 2003 [35]. There are 36,692 nodes in this net-

work, where each node corresponds to an email address. We have used the nodes with a minimum

activity level and reduced the graph to 184 nodes.

The final real data is the DBLP 2 dataset that consists of co-authorship information in com-

puter science. The number of nodes is 1,631,698 and the data is gathered from 1954 to 2010.

The description of these datasets is summarized in Table 6.1. DBLP graphs are used to test the

scalability of our approach.
2http://dblp.uni-trier.de/xml/
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Table 6.1: Benchmark description where
* denotes undirected graphs.

Dataset #Nodes #Time Stamps
AS * 65,535 733

Facebook * 60,290 1,495
Enron 184 893

DBLP * 1,631,698 57

Table 6.2: Computational complexity for baseline and proposed approaches.

Approach Embedding + Similarity Complexity
Amplay O(∑s

i=0 ni log ni) + O(|V|)
DeltaCon O(|E|) + O(|V|)

RP O(n2d) + O(|V|)

6.5.2 Baseline Algorithm

For the purpose of comparison, we have used a recent approach for computing graph similarity

with applications in anomaly detection as our baseline. This algorithm is called delta connectivity

(DeltaCon) [66], where the node affinity matrices for each graph are calculated using a belief

propagation strategy shown in Equation 6.2. This approach considers first-hop and second-hop

neighbourhoods for calculating the influence of the nodes on each other and has been proven to

converge.

S = [sij] = [I + η2D− ηA
′−1

] (6.2)

After determining the node affinity matrices, they compare the consecutive graphs by calculating

the root Euclidean distance shown in Equation 6.3, which varies in the range [0, 1]. We empirically

have chosen η = 0.1 in our experiments.

sim(S1, S2) =

√√√√ n

∑
i=1

j=n

∑
j=1

(
√

S1,ij −
√

S2,ij)2 (6.3)

The computational complexity of this algorithm is reported to be linear in the number of edges of

each graph, O(|E|).
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Another baseline algorithm is an approach called Random Projection (RP) that has shown to

be effective in determining anomalous graphs in block-structured networks. Chapter 4 includes a

comprehensive overview of random projection embedding and anomaly detection in dynamic net-

works. The intuition behind RP comes from the Johnson and Lindenstrauss lemma [58], which as-

serts that a set of points in Euclidean space, P1...n ∈ Rn×m, can be embedded into a d-dimensional

Euclidean space, P′1...n ∈ Rn×d while preserving all pairwise distances within a small factor ε

with high probability. See Equation 4.3 in Chapter 4 for further details. One of the algorithms for

generating a random projection matrix that has been shown to preserve pairwise distances [58] is

presented in Equation 6.4:

rij =
√

3


+1 with probability 1/6

0 with probability 2/3

−1 with probability 1/6

(6.4)

6.6 Results and Discussion

In this section, we outline our experimental setup and report the observed results. We first demon-

strate the effectiveness of Amplay and rank correlation in prioritizing nodes that can contribute

the most to the structural change in consecutive graphs. We then investigate the capability of our

algorithm in detecting anomalous graphs based on the produced similarity score. Thereafter, we

discuss the scalability of our approach empirically by changing parameter k. We provide our em-

pirical studies regarding the stability of the Amplay algorithm on static graphs. The scalability

of Amplay is compared with other anomaly detection schemes, i.e., DeltaCon and random pro-

jection, while its stability can only be compared with rival matrix permutation algorithms, which

often serve as pre-processing steps to other graph mining problems.

Experiment I: Gradual Change Detection The effectiveness of Amplay lies in its ability to

reveal maximum independent sets. The nodes that comprise each set can be considered the most

influential nodes collected from every community in the graph. Figure 6.4 shows the gradual

change in the graph structure by removing the edge e3,10 connecting v3 and v10. e3,10 is the

connecting bridge between two of the present communities in the graph and its elimination may
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lead to discontinuity in the entire graph structure. As can be seen, v3 is the node that contributes

the most to the dissimilarity between G1 and G2.

(a) G1: Snapshot at t = 1. (b) G2: Snapshot at t = 2.

Figure 6.4: Example of gradual change in the structure of the graph and the importance of each node in the overall
similarity score.

Initial Node Ordering for G1, G2: 1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15
Amplay and Rank Correlation Node Importance: 3, 5, 13, 15, 6, 7, 1, 2, 4, 8, 9, 10, 11, 12, 14, 16

DeltaCon Node Importance: 3, 10, 14, 16, 12, 13, 2, 5, 15, 4, 6, 7, 11, 1, 9, 8

Experiment II: Anomaly Detection We have applied the proposed approach (with parame-

ter k = 1) and the baseline algorithms on the benchmark datasets, and compared their computed

similarity score between consecutive days. The implementations were run in Matlab using a ma-

chine with a 3GHz Processor and 8GB RAM. Due to the computational complexity of the random

projection approach, we only use this algorithm as a baseline for comparing scalability.

Our proposed method and DeltaCon generate scores in the range [0, 1]. Figures 6.5, 6.6 and

6.7 demonstrate the graph similarity scores for the Autonomous Systems, Facebook and Enron

datasets respectively. As can be seen, the trend of similarity scores is the same for DeltaCon and

our proposed method.

Experiment III: Computational Scalability The reported results for anomaly detection were

achieved by setting parameter k = 1, where k was defined at the end of Section 6.4 as the number

of vertices that are processed and removed from the graph in a single iteration. We decided to

increase k and investigate the performance of our anomaly detection scheme. It is worth recalling

that we are using only a subset of nodes for the purpose of anomaly detection. We consider the

top l elements in the rank vectors where l = nhead after the termination of Amplay.
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Figure 6.5: Comparison of graph similarity scores based on the correlation score of the Amplay-permuted adjacency
matrix and DeltaCon on the Autonomous Systems dataset.

Figure 6.6: Comparison of graph similarity scores based on the correlation score of the Amplay-permuted adjacency
matrix and DeltaCon on the Facebook dataset.

Increasing parameter k leads to an exponential decrease in computation time. This observation

can be explained by the sparsity of real-world graphs, i.e., the small proportion of fully-connected

cliques. Since k is the number of vertices that are processed and removed from the graph within

a single iteration, increasing k leads to a more rapid graph reduction. However, at some value of
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Figure 6.7: Comparison of graph similarity scores based on the correlation score of the Amplay-permuted adjacency
matrix and DeltaCon on the Enron dataset.

k, all highly connected vertices are processed within a single iteration, and the remaining graph

contains only vertices with low degrees. Therefore, subsequent increases of k do not lead to a

significant performance improvement. Figure 6.8 demonstrates the effect of parameter k on the

processing time of Amplay for the Enron dataset. Although the parameter k is increased to 100,

we can still observe the maximum independent sets S1, S2, ..., Sn as demonstrated in Figure 6.3.

Another attractive property of our scheme is the compact representation of the graph produced by

Figure 6.8: Amplay computation time as the parameter k is increased in the Enron dataset where k is the number of
vertices that are processed and removed from the graph in a single iteration.
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Amplay. This compact representation scales linearly in the number of input nodes n. The real-

world graphs are mainly comprised of sets of dense cores and sparse periphery nodes. Therefore,

the number of nodes to consider for graph similarity computation is only a fraction of the total

number of nodes in a graph. Amplay discards the peripheral nodes that are connected to only

a few vertices from the core. The influential nodes usually appear as V
′
1, V

′
2, ..., V

′
nhead

, where

nhead << n. The upper bound of n denotes the worst case scenario where the input graph is

fully-connected. Table 6.3 demonstrates the computation time and number of considered nodes in

calculating graph similarity.

Table 6.3: Computation time of Amplay on different datasets.

Dataset Amplay Time DeltaCon Time #Nodes to Consider
AS 0.196 ± 0.005 0.087 ± 3.616e-04 1,913

Facebook 0.0538 ± 0.003 0.072 ± 4.482e-04 1,316
Enron 0.0009 ± 0.0008 0.003 ± 8.286e-07 41
DBLP 29.707 ± 6.268e+03 1.7174 ± 0.1998 38,903

The upper bounds for the time complexity of the embedding approaches are given in Table 6.2.

As can be seen, our proposed method and DeltaCon outperform random projection, and both are

scalable when the adjacency matrices are sparse. The advantage of our approach lies in its ability

to generate an interpretable result where structural features of a graph, such as MISs, are revealed

as shown in Figure 6.3.

Experiment IV: Amplay Stability We compare Amplay with other ordering methods, namely

random, RCM [30], and SlashBurn [60]. Random permutation serves as a naive baseline; RCM is

a classical bandwidth reduction algorithm [30]; and SlashBurn is a recent method that is shown to

produce adjacency matrices with localized non-zero elements. This method is shown to be one of

the best state-of-the-art methods [60].

We use a representative sample of sparse real-world graphs of different sizes for quantitative

evaluation (Table 6.4) where all graphs were downloaded from the Stanford Large Network Col-

lection2. The table shows graph names as they appear in the Collection, however in the rest of the

chapter we use simplified names (e.g., gnutella instead of p2p-Gnutella08).

2http://snap.stanford.edu/data
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We first load each graph as an adjacency matrix S and produce N + 1 random permutations

of the graph vertices RNDi(S), i = 0, 1, ..., N. We then take each random permutation as input

and either leave it as it is (method Random), or apply RCM, SlashBurn or Amplay permutation

respectively, RCM(RNDi(S)), SlashBurn(RNDi(S)) and Amplay(RNDi(S)).

We then evaluate ordering stability by selecting one of the random permutations as a reference

(e.g., ire f = 0), and comparing the vertex ordering between each of the other permutations and

the reference (e.g., compare RND0(S) with RNDj(S)). In this section, we use both Amplay and

SlashBurn with k = 1. That is, we evaluate the basic forms of these algorithms, as opposed to

more coarse scalable versions.

We compare two vertex orderings using the Kendall correlation coefficient. This coefficient

takes values in [−1, 1], where 1 is reached in the case of equivalence of the orderings. If the two

orderings are independent, one would expect the coefficient to be approximately 0. Intuitively, ver-

Table 6.4: Real-world graphs used in our stability analysis. * mark undirected graphs.

Dataset Vertices Edges Dataset* Vertices Edges
Wiki-Vote 7115 103689 ca-HepTh* 9877 51971

p2p-Gnutella08 6301 20777 oregon1* 10670 22002
soc-epinions1 75879 508837 loc-Gowalla* 196591 1900654
Email-EuAll 265214 420045 flickr* 105936 2300660

tices with higher degrees tend to have a higher impact on matrix operations and visual appearance.

Therefore, we also separately look at ordering stability for higher degree vertices only. Specifi-

cally, we compute the Kendall correlation while ignoring a certain proportion (0, 80, 90, 95%) of

vertices with low degrees. Here 0% means that we compare orderings for all graph vertices. On

the other hand, 95% means that we only consider the ordering of the top 5% of vertices with the

highest degrees. We present our results in Figure 6.9 and Table 6.5 (permutations with k = 1 were

slow for large graphs, therefore we have fewer runs for large graphs). Overall, Amplay outper-

forms the other methods in terms of stability by a large margin (p < 0.01, Wilcoxon signed rank

test). In other words, Amplay tends to be less dependent on the input ordering.
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Table 6.5: Stability measured with Kendall Tau at 90% for large graphs. The table shows the means for three compar-
isons.

Dataset Random RCM SlashBurn Amplay
Email-Eu < 0.01 0.02 0.11 0.46
gowalla < 0.01 0.41 0.78 0.89
flicker < 0.01 0.27 0.05 0.99

Figure 6.9: Amplay stability in comparison to the existing approaches, SlashBurn [60], RCM [30] and Random order-
ing, as we vary the percentage of ignored low-degree vertices.

6.7 Conclusion and Future Work

In this chapter, we presented an unsupervised approach for detecting anomalous graphs in time-

evolving networks. We created a compact yet structure-aware feature set for each graph using

a matrix permutation technique called Amplay. The resulting feature set included the rank of

each node in a graph and this rank ordering was used by rank correlation for comparing a pair
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of graphs. This simple yet effective approach overcomes the issues of scalability when handling

large-scale graphs. We showed the low time complexity and structure-aware property of our re-

ordering approach both empirically and theoretically. Moreover, we designed experiments for the

purpose of anomaly detection in four real datasets, where our approach was compared against an

effective graph similarity method and proved to be successful in highlighting abnormal events. In

future work, we will explore the possibilities of reducing the dimensionality of the graph even

further by using a random projection approach. Since we reduce the dimensionality from O(n2)

to O(n), we can consider the rank vectors of each graph as a data stream. Thereafter, we will

investigate a window-based approach for determining anomalous graphs given a history of past

normal instances.



Chapter 7

Conclusion and Future Work

7.1 Summary of Research Contributions

In this thesis, we demonstrated the importance and challenges of devising anomaly detection

schemes specifically for relational data structures, i.e., graphs. In Chapter 2, we reviewed and

compared the different non-graph and graph-based anomaly detection schemes with applications

in various domains ranging from computer networks to biology. The vast spectrum of application

domains for this type of data analysis is rooted in the prevalence of real-world networks, where the

most popular representation is through graphs. We encounter many examples of such relational

datasets in real-life, where prominent instances are social and computer networks. The growing

interest in determining anomalies in such datasets is due to the fact that anomalies can reveal in-

teresting properties of the data and they are often associated with real-world phenomena. The

complex nature of the graph structure in addition to common challenges such as the lack of labels

and dynamism of the real-world data, makes the problem of anomaly detection difficult.

The aim of our research was to identify the challenges associated with anomaly detection and

address them in an incremental manner. Our first contribution presented in Chapter 3, which fur-

ther led us in the direction of graph-based anomaly detection, comprised an analysis of a WSN

by simplifying the structure of the network and characterising the time series of anomalous sen-

sor nodes through behavioural profiling. We specifically designed our approach for a real-world

dataset of sensors in an office environment where the sensors captured the stream of power con-

sumption measurements.

127
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In this setting, we were faced with an attributed complex graph with spatio-temporal proper-

ties. Therefore, we decided to use an efficient and fine-grained user profiling scheme to detect

abnormalities in the collection of the sensors. We demonstrated that we can detect anomalous

sensor nodes by calculating the cross-correlation between a characteristic power consumption pat-

terns and the sensor behaviours. We were able to analyse sensor behaviours by constructing user

profiles at a fine scale. The power consumption model used in this scenario was in the form of a

given query pattern, and due to the simplicity of such a pattern, we were able to conduct mining

tasks such as clustering and anomaly detection with a reasonable computational complexity while

yielding accurate results. We evaluated the capability of our approach using both synthetic and

real datasets.

Thereafter, we discovered that some of the anomalous sensors that were detected by our

approach were in close vicinity of each other. The fact that the spatial properties and sensor

node vicinities revealed correlations between anomalous nodes led us to shift our focus to devis-

ing appropriate graph-based anomaly detection techniques, which can mine the connections and

causal/non-causal relationships between the vertices. Therefore, in the remainder of our research

we focused on graph-based anomaly detection techniques. Our first attempt in solving the problem

of detecting abnormal graphs in a dynamic network setting was to use embedding approaches.

In Chapter 4, we concentrated on the problem of finding an embedding scheme for plain, un-

weighted graphs, which takes the vertex memberships in different communities into account. Our

aim was to devise a structure-aware embedding, where the nodes belonging to the same com-

munity are also in close vicinity of each other in the Euclidean space. The embedding of the

graph reduced the problem of anomaly detection in graphs to spotting outliers in a non-relational

dataset. This allowed us to adapt simple anomaly detection schemes to detect abnormal graphs in

a dynamic, evolving graph data stream.

Since the focus of Chapter 4 was dynamic networks, we needed to address the curse of di-

mensionality that they impose on the learning models. We also needed to exploit the structural

properties embedded in such networks so that the anomaly detection schemes can yield accurate

results. Therefore, we proposed a feature extraction method that maintains the structural proper-

ties of the graph while balancing the accuracy and scalability. We proposed random projections as

a means for structure-aware embedding, which can preserve the relational structure, in particular,
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the node-to-community memberships of a graph. We also provided an analytical proof for our

claim that random projections preserve node vicinities in block-structured networks. Thereafter,

we analysed the impact of random projections on the accuracy of one-class support vector ma-

chines (OCSVM) for anomaly detection on real and synthetic datasets. We demonstrated that this

form of graph embedding can be effective in terms of scalability without sacrificing the accuracy

of the OCSVM. The embedding scheme using random projections and the outcome of our model

is further elaborated in Chapter 4.

The next contribution of the thesis was aimed at providing explainable results in addition to

detecting anomalous graphs. We focused on more interpretable results, where one can determine

how a node’s membership has changed from one time stamp to the next in time-evolving graphs.

We were interested in determining the time stamps of anomalous graphs in the data stream, as

well as performing community detection and summarizing the changes that occurred in vertex-

to-community memberships. Therefore in Chapter 5, we proposed a Non-negative Matrix Fac-

torization (NMF) technique, which takes the graph structure into account when performing the

factorization.

We first concentrated on the problem of community detection and anomaly detection in time-

evolving graphs using NMF. Although many approaches have been introduced in the literature that

use NMF as the basis of their analysis to solve the community and anomaly detection problems, the

effectiveness of the previous methods can still be improved. We need to devise approaches specif-

ically for factorizing matrices that present a graph structure. Therefore, in Chapter 5, we proposed

to use random walks as a regularization term in the NMF optimization function to preserve each

node’s influence on the other nodes in the original graph space. This approach led to an effective

factorization scheme for community detection in networks with uniform/non-uniform block struc-

tures. Furthermore, we proposed that our approach can be employed for the purpose of detecting

anomalous graph instances based on the node-to-community memberships with lower computa-

tional complexity. The application of NMF in detecting anomalies in the dynamic network setting

can yield interpretable results. The anomalous graph time-stamps can be easily associated with

specific real-world phenomena and by using the node-to-community membership, we can deter-

mine the nodes that contributed most to the changing dynamics of the network. We applied our

method on real and synthetic datasets, where the results demonstrated the superior performance
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and applicability of our proposed approach in comparison to the state-of-the-art techniques.

Finally, for our last contribution we concentrated on the problem of the curse of dimensionality,

and decided to address this issue in large-scale graphs while devising a method that is easy to

implement, interpretable and provides visual outcomes for further analysis. Since many real-world

graphs follow a core-periphery structure, our main focus was to devise a matrix permutation that

can: (a) reveal maximum independent sets in the networks as an important structural feature of

each graph, (b) provide a graph compression based on the node ordering, (c) detect anomalous

graph instances according to the outcome of the similarity measure, and (d) determine the most

significant nodes in each anomalous graph.

Therefore, in Chapter 6 we proposed a matrix permutation approach, which acts as a pre-

processing step before running any further analysis on the data. This step has the potential to

expedite many graph mining techniques such as anomaly detection, PageRank, or graph colouring.

After running the matrix permutation step, we focused on detecting anomalies in a sequence of

graphs based on rank correlations of the reordered nodes. The advantages of using this approach

are its simple implementation and its resilience to challenges such as (a) unsupervised input, (b)

large volumes, and (c) high velocities of data. Moreover, the pre-processing step can determine

the maximum independent sets of each graph in addition to the most significant vertices in the

graph structure. We evaluated the scalability and accuracy of our method on real graphs, where

our method facilitates graph processing while producing reasonably deterministic orderings. We

showed that the proposed approach is capable of revealing anomalies in an efficient manner based

on the node rankings. Furthermore, our method can produce visual representations of graphs that

are useful for graph compression.

7.2 Implications for Practice

Our research has many implications for domains such as computer, social, biological, telecommu-

nication and citation networks. One of the most important and informative questions that can be

asked about a dataset is ”What is interesting about it?”. Anomaly detection in different applica-

tion domains can answer this question and associate the concept of interestingness in data mining

to real-world incidents, trends, fraudulent behaviours, and so on. For instance in the case of a
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computer network, we can determine when a cyber attack is emerging by analysing the communi-

cation between IP sources. Or in a citation network, we can determine the hot topics in terms of the

abnormal behaviour of authors who collaborate with people coming from a completely different

field.

In this thesis, we highlighted the task of anomaly detection in dynamic network settings

through exploring adaptive embedding techniques, matrix permutations and matrix factorization.

The methods that we have developed in the process of this research each try to address the is-

sues that we faced in devising anomaly detection schemes, i.e., scalability, interpretability, and the

dynamic nature of the data. Many anomaly detection approaches merely focus on the detection

phase and ignore the importance of interpretability. For instance, in a citation network, it would

be vital to determine the nodes/authors that are behaving anomalously in comparison to the other

authors/nodes that belong to the same community as them.

Detecting a change or event in a time-evolving network is a significant task. However, the

information that can lead us to the reason of such change is just as important. Therefore, to help the

further analysis and realization of anomalous changes in the real-world, we have devised methods

that can yield interpretable results. Our set of proposed methods can facilitate an explanation that

often goes unnoticed when conducting anomaly detection.

7.3 Future Directions of Research

The future directions of research can be divided into two general categories, where the focus can

be either on attributed graphs, i.e., anomaly detection using tensor methods, or compressed graph

representation, i.e., spectral sparsification and feature learning using deep learning. We believe

that the most meaningful step to take in the direction of this thesis is the extension of the proposed

methods to attributed graphs. Thereafter, the compressed graph representation approaches can be

devised to summarize the attributed graphs, which would in turn address the problem of scalability,

interpretability, and visualization in dynamic networks.

Graph-based Anomaly Detection for Attributed Graphs: As the first contribution sug-

gested, the graph of a WSN is often annotated with rich data, i.e., the registered environmental

information. To mine such rich datasets, a new set of approaches need to be devised which can
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take the spatio-temporal properties of a sensor network as well as the rich node and connection

annotations into account. One of the popular approaches for a dynamic network with vertex/edge

annotations is to use tensor factorization techniques [89, 117]. Tensors have proven to be very

effective in video processing and their recent applications in determining the structure of graphs

have intrigued us in terms of using them in anomaly detection as well. Streaming tensor analysis

has been used for the detection of anomalies in web graphs [117]. However, we need to extend this

approach to mine attributed graphs where we have to consider multiple features for each vertex and

the stream of tensors can be considered as projection matrices that are incrementally updated. We

are planning to use tensor decomposition for dynamic social networks in order to detect abnormal

behaviour over time.

Spectral Sparsification as a Means of Graph Summarization: We have already shown the

application of random projection in block-structured graphs in our previous chapters. We have

also studied another method known as spectral sparsification, where the goal of the sparsifica-

tion is to approximate a given graph by a sparser graph without changing the number of nodes.

Spectral sparsification provides approximation error bounds which can be useful in theoretical

analysis of any machine learning approach. Moreover, since the graph has far fewer edges than

the original graph, the computational and storage costs will decrease significantly. This method

is similar to random projection and may be useful in developing an approximation error bound

for our approach. In particular, we are interested in exploring the use of a spectral sparsification

approach which uses effective resistance [116] for determining the important edges of the graph.

This method by itself is quite interesting and further experiments may help us incorporate effective

resistance in our anomaly detection schemes as well.

Convolutional Neural Network for Analysing Dynamic Networks: We are also interested

in the potential of Convolutional Neural Networks (CNN) [68] and their unsupervised extensions,

i.e., Convolutional Restricted Boltzmann Machines (CRBM) [71], which will be a focus of our

future research. The significance of these learning techniques is their exploitation of the two-

dimensional structure of the input data in addition to their parameter sharing that makes the high-

dimensional processing possible. Our main goal is to derive some insights into the problem of

graph embedding and eventually graph anomaly detection as the structure of the data is the same.

CNNs are used in Natural Language Processing (NLP) and Machine Vision [113, 118]. CNN



7.3 Future Directions of Research 133

uses parameter sharing and sub-sampling in addition to considering the local connectivity in the

input data. Local connectivity corresponds to the act of connecting each hidden unit to a subgraph

instead of the whole input graph. CNNs can have multiple convolutional and pooling layers but

after the number of hidden units is reduced, we can pass them to a fully connected neural network.

The process of back propagation can occur for learning the kernels as well as the weights in the

fully connected neural network. Research shows that assigning random values to the kernels in the

convolutional layers yields the same result as the fully trained CNN when we have few samples

of data points [107]. But in the case of abundant training data, random weights do not perform as

well as fully trained networks.

However due to the nature of anomaly detection, we are interested in an unsupervised scheme

where we learn feature representations of the data and our goal is to reproduce the input. Therefore,

Auto Encoders (AEs) as well as RBMs are most appropriate for our challenge. We aim to use an

extension of CNNs called a CRBM as our unsupervised learning technique [71]. The structure of

a CRBM is similar to a CNN but instead of having a fully connected neural network at the end, we

have a RBM. The essential layers of the network remain the same. In order to analyse the CRBM,

we can train a CRBM with sample graphs generated by different structures such as community,

hierarchy and core-periphery networks. We can analyse the learned kernels to determine whether

there is an underlying structure that can detect structural information such as communities. We

aim to use the method proposed in Chapter 6 in combination with node affinities to produce a

uniform node ordering on all input graphs, as the basis for applying a CRBM to a sequence of

graphs.
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