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Abstract—Due to the prevalence of location-based services, it
has now become possible to infer social connections between
people by observing their spatial behaviors over time. Such
spatial behaviors, if shared, can be utilized to identify and
recommend friends for web-based social service users. However,
such approaches cannot be implemented without solving two key
challenges: (a) guaranteeing an individual’s privacy in the shared
spatiotemporal data, and (b) addressing the inherent sparseness
of shared spatiotemporal data. In this paper, we propose a
Privacy-Aware Identification and Recommendation of Spatio-
Friends (PAIRS) approach, that can infer and recommend poten-
tial social connections by analyzing spatiotemporal information
of social media users using robust privacy guarantee mechanisms.
To achieve this, PAIRS constructs co-occurrence profiles using a
cluster-based anchor representation to alleviate the sparseness of
shared spatiotemporal information. It utilizes the diversity, time
and weighted frequency-based inference to efficiently infer the
strength of potential social connections from co-occurrence profile
by reducing the negative impact of coincidences and thereby
enhances accuracy. To tackle the privacy concerns, PAIRS
sanitizes the cluster-based anchors, the location entropy values
as well as the co-occurrence profile under differential privacy,
including optimization mechanisms to handle trade-offs in utility
and privacy. Extensive experiments are conducted with real-
world datasets including both individuals’ spatiotemporal data
and their actual social connections. We confirm that our approach
can achieve two often contradictory goals: a provable robust
privacy protection for sharing data and an efficient social strength
inference and spatio-friend identification mechanism. Specifically,
PAIRS remains approximately 70% accuracy (precision) and 80%
efficiency (recommendation potential) after perturbation.

Index Terms—Link prediction, social networks, spatiotempo-
ral, social tie, differential privacy

I. INTRODUCTION

Currently, social network analysis works greatly benefit
from the availability of web data (e.g. social networks and
blogs). Such analysis, however, is predominantly confined
to behaviors that were observed in the online world. Most
existing social connections prediction approaches are designed
to find friends solely using social network information, e.g.,
using the retweets and mentions on Twitter. Such approaches
can lead to over-estimation or under-estimation of recom-
mendation systems. With the rapid growth of location-aware
smart devices and location-based social networks (LBSN),
an increasing number of individuals now log their outdoor
movements over time, i.e. their GPS locations using geo-

tags or check-ins. We refer to this as spatio-temporal data.
Such spatiotemporal data records the historical mobility of
individuals while revealing their personal interests and it offers
rich social and community intelligence [1]. If two individuals
share a high degree of overlap in their visits to the same
locations, especially if their movement patterns overlap at
some less popular locations and at the same time (i.e., co-
occurrences), they are more likely to be socially related [2]. [3]
demonstrated that mobility patterns, social network proximity
and relationship tie strength of mobile individuals strongly
correlate with one another. It has now become at least in
principle possible to study real world social behaviors through
analysis of spatiotemporal data [4].

Intuitively if two users have posted tweets at the same place
and at the same time (i.e. co-occurrences), there is a good
chance that they might be (or are already) socially related. We
aim to identify geographically related friends (spatio-friends)
that are more likely to participate in social media users’ real-
life events, relying on the social strength inferred from their
real-world spatiotemporal data. Further, we recommend these
spatio-friends if they are absent from their existing online
friendship network. An example of this is illustrated in Fig.1.
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Fig. 1. Motivational Example

Example 1: Consider six Twitter users (A-F) and a collec-
tion of their visited locations over time, i.e. their spatiotem-
poral data comprised of geo-tagged tweets they post in the
same period of time (e.g. over the same week). The lines
from different users to the same location is assumed as the
meeting at the same time (i.e., co-occurrences). If user A wants
to find some new (currently unknown) friends to join him



at a comic book convention and then to eat some Chinese
cuisine, who should be recommended from users B to F.
Only considering web-based friendship networks, the existing
online friends of A, i.e. B, D and E could be selected as they
have a social friendship already, e.g. in Twitter this might be
following/followed by relationship. However, after analyzing
the collected spatiotemporal data, we find that B lives in
another city; E has no geo-tagged tweets and may actually be
an advertiser or bot; D might be in the same university as A,
but they share no similarity in terms of their daily activities.
None of the candidates satisfies the requirement of visiting
the bookstore or eating Chinese food. Hence, we turn to a
new approach, inferring the strength of social connections
and friendship network from the spatio-temporal data using
co-occurrences. The co-occurrences of A and C happen in
the same university, gym, bookstore and Chinese restaurant,
which can reveal a strong potential social connection. The
co-occurrences of A and D happen in the same university
and cinema, which can also reveal a potential real-world
social connection. Consequently, we can generate a spatio-
friends network and offer social network services that should
recommend C for A as a potential new geo-friends, since C has
a higher probability to participate in the same kinds of events
at the same locations and time periods as A. In addition, we
can confirm D is a real-world friend of A.

Such inferred friendship networks have numerous applica-
tions. They can be used to identify unknown members of
particular groups, e.g. interest clubs in college, or in epidemi-
ology, e.g. to monitor disease diffusion through human contact.
However, there are several challenges in deriving inference
from spatio-temporal information.

First, the social connections need to be estimated based
on co-occurrences, but the original locations of social media
users are often extremely sparse and heterogeneous. Therefore,
constructing location representation approaches to identify co-
occurrences by transforming original sparse and heterogeneous
locations to some stable and finite regions in space is non-
trivial. A common approach is to use a grid-based represen-
tation [5] that divides the entire space into uniform grid cells
and considers the visit to the same grid at the same time as
a co-occurrence, i.e., each grid represents a location. But the
space partition may be too fine-grained for a set of sparsely
distributed locations whilst too coarse for some data set with
a dense distribution. An alternative approach is to use a
Quadtree-based representation [2], where each quadrant (cell)
is used to represent a location. The drawback of this approach
is the need to select an appropriate tiling level for tessellating
the data. Furthermore, considerable experimentation with dif-
ferent tiling levels is needed to optimize the performance of
specific datasets, especially in big data scenarios.

Second, all locations of co-occurrences are commonly
treated as having equivalent importance for social connection
inference in existing works. This can overestimate coinci-
dences that occur when two people visit the same popular
locations (e.g., train station, museum or mall) at the same time.
In this case, there is less likelihood of their being friends.

For instance in Example 1, whilst A and F frequently visit
the same train station at the same time, this does not imply
that there should necessarily be a social connection between
them. Rather, different weights should be used in calculating
the potential friends based on the popularity of locations.
People are more likely to have social connections if they
have co-occurrences at less popular or personal places (e.g.,
private residences). Furthermore, the temporal dimension of
co-occurrences should be considered as well, which is usually
ignored in existing works.

Third, the major impediment to use spatio-temporal data to
infer real-world social behaviors is the sharing and making
them publicly available due to the sensitivity of the user’s
precise locations. The release of such private data for public
use can obviously result in privacy issues, e.g., attackers may
infer where an individual is living and potentially when they
are not at home. Existing approaches either ignore such privacy
concerns or provide inefficient privacy preserving guarantees.
Given the sensitivity of location data and the fundamental
constraints imposed by the demand for individual privacy, data
holders are often unwilling to share these datasets even for
social good, e.g. pandemic outbreaks. As such new services
cannot be implemented on users’ actual spatio-temporal data
without privacy guarantees. In addition, due to the trade-
offs between utility and privacy, the utility of robust privacy-
preserving approaches is typically very limited.

To address the above-mentioned challenges, we propose a
Privacy-Aware Identification and Recommendation of Spatio-
Friends (PAIRS) approach that aims to infer social connections
by analyzing people’s spatio-temporal patterns with support
for robust privacy guarantees. The system is used for identi-
fying and recommending spatio-friends. The contributions of
this paper are as follows:

(1) PAIRS infers the strength of social connections to
identify spatio-friends using a diversity, time and weighted
frequency-based inference (DTW) that utilizes co-occurrence
profile to infer the social strength between users, integrating
the diversity, temporal feature of co-occurrences and weight
of visited location to improve the accuracy of the inferences
made and thereby reduce the negative impact of coincidences.

(2) PAIRS constructs co-occurrence profiles using a cluster-
based anchor representation approach that represents sparse
and heterogeneous locations of co-occurrences based on iden-
tifying dense clusters derived from a density-based clustering
algorithm. PAIRS also utilizes the location entropy of each
cluster as its weight to improve the accuracy of the inferred
social strength and alleviate the challenges of the sparseness
of recorded locations.

(3) PAIRS embeds sanitization mechanisms for cluster-based
anchor discovery under differential privacy. A private location
entropy calculation approach is applied for the weight of each
anchor with robust privacy guarantees. Furthermore, PAIRS
sanitizes the co-occurrence profiles of users under differential
privacy through input and output perturbation mechanisms.
A private location representation approach and a spare sum-
maries mechanism are used to improve the subsequent utility



of the perturbed data. Finally, we apply the DTW approach
to the sanitized co-occurrence profiles of users with privacy
concerns considered.

Extensive experiments are conducted using real-world
datasets (Twitter) including both individuals’ spatio-temporal
data and their existing social connections for validation. We
show that our approach achieves high accuracy and efficiency.
PAIRS achieves two key (and often contradictory) goals: a
provable robust privacy protection mechanism and an efficient
spatio-friend relationship identification and recommendation
system.

The next section describes the preliminary concepts and the
background on differential privacy. Sections III explains the
system design and the overall approach. Section IV describes
the experimental setup and results. Section V discusses related
work and finally, Section VI concludes the work as a whole.

II. BACKGROUND AND PRELIMINARIES

A. Preliminary Definitions

1) Cluster-based Anchors: Anchors are relatively stable
regions in space, which are used to represent the original
heterogeneous locations visited by users. They can be geo-
graphical objects that physically exist, e.g. urban landmarks,
or virtually defined, e.g. centroids of grids or cells used to
partition the space. Cluster-based anchors are stable regions
consisting of dense location clusters derived from the density-
based clustering to represent the original locations. The cen-
troids of clusters are used to present cluster-based anchor
candidates, as shown in Fig.2a. Cluster-based anchors are
composed of geographic coordinates, a label to represent the
region, and a weight that is used as an indicator of the cluster
popularity. This is denoted by CA = {ca1, ca2, · · · , ca|CA|},
where cai=(label, geographic value, weight) is a given cluster.
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Fig. 2. Cluster-based anchors and location representation.

2) Weighting of Cluster-based Anchors: The weight of a
cluster-based anchor is used to quantify the popularity of a
given location. Authors in [2], [6] illustrated that the location
entropy (LE) is an effective metric used to quantify the popu-
larity of locations. A higher location entropy indicates that the
location is popular and the chance of encounters with other
individuals is more probable (e.g., C3 in Fig.2a). Therefore,
the weight of a cluster-based anchor is calculated based on
the location entropy, denoted by W = {w1, w2, · · · , w|CA|},
where wi is the location entropy of cai.

3) Location Representation: Given a cluster-based anchor
set CA and the historical spatio-temporal profile of a given
user, the location representation is a process that represents
the original locations using the anchors and then generates
a location profile, as shown in Fig.2b. More formally, let
P = (p1, p2, · · · , p|∞|) be the locations in space, then the
historical spatio-temporal profile for a given user i is spi =
(< p1, t1 >,< p2, t2 >, · · · , < pn, tn >, · · · ), where location
pi = (lon, lat). The location representation uses alignment
strategies to transform the original locations in spi into cluster-
based anchor profiles, i.e. the location profile lpi.

4) Location Profiles: Location profiles are defined as the
visited locations (represented by the cluster-based anchors)
ordered by their associated timestamps. Using the location
representation, the location profile vector for a given user,
e.g., User1 in Fig.2, is presented as lp1 = (ca1 < t1 >
, ca2 < t3, t5 >, ca3 < t6, t7 >, · · · ). The location profile
for a spatio-temporal database is a matrix where each row is
a location profile vector for a given user, as demonstrated by
the table LP in Fig.2.

5) Co-occurrence Profile: A co-occurrence arises when two
users visit the same location within a given time-interval τ .
A co-occurrence profile records the co-occurrences between
every two users at every possible location, denoted by CO =
(−→co1,

−→co2, · · · ,−−→com), as demonstrated by the table CO in Fig.2.
The xth vector (row) of the co-occurrence profile reflects
all historical co-occurrences between a given user pair (i, j),
denoted by −→cox = −−→coij = (coij,1, coij,2, · · · , coij,N ). Here, the
coij,l is the frequency of co-occurrences between user i and j
at location l. For instance, the co-occurrence vector between
User1 and User2 in Fig.2 is −−→co12 = (1, 1, 0), where the same
timestamps are marked with the same color.

6) Spatio-Friends: Spatio-friends are geographically re-
lated individuals that have a higher probability of participating
in social media users’ real life events based on their spatial
and temporal movement patterns. These relationships can
be inferred by relying on the social strength derived from
their (real-world) spatio-temporal data. Spatio-friends can be
identified based on the social strength derived from social
media users’ co-occurrence profile, where the social strength
is a quantitative measure that reflects how socially close two
people are. If the inferred social strength between two users
is stronger than a given threshold, we can say they are spatio-
friends.

B. ε-Differential Privacy

ε-Differential privacy was proposed by Dwork et al in [7].
The formalized definition of differential privacy (DP) is that
if an individual is deleted from a database, there is no output
that becomes obviously changed. Specifically, let ε > 0 be
a constant, a randomized function F satisfies ε-differential
privacy if for all datasets D1 and D2, differing at most one
element from each other, all outcomes of the database S (S ⊂
Range (F)) there is: Pr[F (D1) ∈ S] ≤ eεPr[F (D2) ∈ S].
The parameter ε > 0 is called the privacy budget, which
allows users to control the level of privacy. A smaller privacy



budget suggests more limits are posed on the influence of
an individual item, leading to stronger privacy protection
demands. The sensitivity of query F is the maximum change
in the query results: ∆(F ) = max

D1,D2

‖ F (D1) − F (D2) ‖1.

Differential privacy has two important properties:
• Sequential composition: differential privacy provided by

a set of mechanisms Mi on an input set D is
∑
i εi

• Parallel composition: if every mechanism Mi acts on a
disjoint subset Di ∈ D , the privacy provided will be
(max(εi))-Differential Privacy for all Mi.

C. Problem Definition
This research aims to infer social connections by analyz-

ing people’s spatio-temporal information with robust privacy
guarantees and identify geographically related potential friends
(spatio-friends) for future recommendation. Given a set of
geotagged social media users U = (u1, u2, · · · , u|U |), a
location profile constructed from the users’ historical spatio-
temporal profile dataset SP, the ultimate goal is to infer
the social strength for each pair of users using their co-
occurrence profile derived from their location profiles with
privacy protected and then identify whether they are spatio-
friends or not based on the inferred social strength. Based on
this, the final step is to recommend the spatio-friend to users
if such social connections do not already exist in their existing
web-based social networks, i.e. they are not already followers
of one another.

As noted, directly using the spatio-temporal data shared by
individuals to generate a spatio-friend network raises privacy
concerns. Our privacy preserving mechanism aims to ensure
that user’s spatio-temporal behavior cannot be inferred from
the sanitized co-occurrence profile. The adversary, in this
case, is regarded as honest-but-curious. A typical example
of the honest-but-curious adversary is an insider operator or
staff member of a data curator who has access to raw data,
and this adversary may sell individuals’ sensitive information
to other organizations, e.g. an individual’s personal home
location or possible health issues they may have based on
their visited locations. The adversary model, in this case, is
that the adversary wants to infer the visit or co-occurrence
probability distribution, e.g. where a user lives, as accurately
as possible based on the observation of the perturbed spatio-
temporal profile and the aggregate profile. The inference attack
is the main threat model considered in this scenario. Generally,
there are two types of data for users: released data that data
curators (e.g., the social network services of the Example 1)
have shared for public use and private information that needs
to be protected.

III. THE PAIRS APPROACH

A. PAIRS Architecture
There are three main components used to realize the PAIRS

approach as shown in Fig.3, i.e., (C-1) Cluster-based Anchor
Mining and Sanitization (Steps 2-4), (C-2) Co-occurrence
Profile Construction and Sanitization (Step 5-6), (C-3) Spatio-
Friends Identification (Step 7). The initial step is to process

the raw archived spatio-temporal records to provide location
datasets for cluster-based anchor mining and co-occurrence
profile construction. This is based on web-based social net-
work datasets and existing friend relationships.
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Fig. 3. The Architecture of PAIRS.

For C-1, a density-based clustering approach is proposed to
discover dense clusters (Step 2). A cluster dataset is generated
where each cluster is regarded as a cluster-based anchor
candidate, denoted by the geographic coordinates associated
with a given label. In this component, we aim to provide an
anchor set not only for spatio-friend inference but also for
release to the public for other applications. Consequently, a
cluster-based anchor sanitization process is implemented to
generate sanitized anchors under differential privacy (Step 3).
In addition, a private location entropy-based weight calculation
approach (Step 4) is used to assign a weight for each anchor
based on the location entropy with the weight sanitized under
differential privacy. The output of C-1 is a sanitized cluster-
based anchor database associated with sanitized weights.

C-2 is used to construct and sanitize the co-occurrence
profile, e.g., the dotted lines between users and geo-tags in
Example 1. Based on the sanitized anchors and location profile
derived from Step 5, co-occurrence profile construction is
conducted in Step 6. There are two sanitation approaches
used in C2, namely input (random noise introduced in Step 5)
and output (random noise introduced in Step 6) perturbation
mechanisms. The output of C-2 is a sanitized co-occurrence
profile for public use.

C-3 (Step 7) is used to infer the social strength from the
sanitized co-occurrence profile dataset generated from C-2,
using a diversity, time and weighted frequency-based inference
approach (DTW). This process is divided into a co-occurrence
diversity calculation, a LETF-weighted (location entropy and
temporal feature-weighted) co-occurrence frequency calcula-
tion for DTW process and a social strength inference process
used to infer the social strength between each user pair.
Further, we identify the spatio-friends and construct friendship



networks, e.g., spatio-friend network in Example 1, based on
the inferred social strength, which can be used for the final
friend recommendation offered by web-based social networks.

B. Cluster-based Anchors Mining and Sanitization (C-1)

C-1 can be divided into cluster-based anchor mining (Step 2)
and sanitization under differential privacy (Step 3) and private
location entropy-based weight calculation (Step 4).

1) Cluster-based Anchor Mining and Sanitization: The
common density-based clustering algorithm DBSCAN [8]
aggregates many locations within the density definition to find
dense regions and filters out any non-clustered locations as
noise. Each cluster is considered to be a cluster-based anchor
candidate, using the geographic centroid of the cluster and a
label to represent the cluster.

We use a differential privacy mechanism through adopting a
Laplace noise perturbation mechanism to sanitize cluster-based
anchors. The idea is to make it impossible for an adversary to
infer whether a given user visited this cluster or not from the
released clustered results.

Algorithm 1: Cluster-based Anchor Sanitization
Input: M,ωc, εc.
Output: Sanitized Cluster-based Anchors Set ĈA.

1 Foreach mci ∈M do the following:
2 CTi = |mci|;
3 CentroidCCi ← Calculate the centroid of mci ;
4 //Spatial Perturbation
5 CT ′i = CTi+ Lap( ∆fct

εc/2
);

6 if CT ′i > ωc then
7 // Perform centroid perturbation
8 CC′i = NoisyCentroid(CCi, εc/2,∆fcc);
9 ĈA = ĈA

⋃
{CC′i} ;

The cluster-based anchor sanitization algorithm is given in
the Algorithm 1. The input parameters are discovered clusters
M = {mc1, · · · ,mc|M |}; the count and perturbed count of
each cluster CTi and CT ′i ; the centroid and the perturbed
centroid of the cluster CCi and CC ′i; the count threshold ωc
and the allocated privacy budget εc.

Specifically, for these anchor candidates (clusters), a
Laplace mechanism Lap(σct) is adopted to perturb the counts
of each cluster mci. If the perturbed count CT ′i is greater
than the threshold ωc, then mci is marked as a sanitized
cluster-based anchor. The centroid of mcj is used to present
the cluster. A NoisyCentroid function is used to perturb the
centroid of each cluster mcj .

For count perturbation, the sensitivity for each cluster mci is
the maximum number of visits to a location by an individual in
a cluster, i.e., ∆f ict = max

u∈U,p∈mci
{NUMu(p)}, where U is the

set of all users who have records in the database. εct = εc/2
is the privacy budget allocated in the counting perturbation
step. For centroid perturbation, a Laplace noise perturbation
mechanism is applied in the NoisyCentroid function to perturb
a real location coordinate CCi = (xi, yi) to a perturbed
location coordinate CC ′i = (x′i, y

′
i). Given the privacy budget

εcc = εc/2 for centroid perturbation, the NoisyCentroid is
given as follows.

In order to satisfy εcc-differential privacy when generating
the perturbed centroid CC ′i = (x′i, y

′
i) for CCi = (xi, yi),

denoted by CCi → CC ′i (ci → c′i for short), we need to
ensure that Pr(ci → c′i) ≤ exp(εcc)Pr(pj → c′i),∀pj ∈ mci.
As the two dimensions are independent of each other, this
can be presented as: Pr(xi → x′i) ≤ eεccPr(xj → x′i) and
Pr(yi → y′i) ≤ eεccPr(yj → y′i). This is achieved by adding
Laplace noise with λ = ∆fcc

εcc
> 0 as follows:

Pr(xi → x′i) =
exp(− |xi−x′

i|
λx

)

2λx
, P r(yi → y′i) =

exp(− |yi−y
′
i|

λy
)

2λy

Here, ∆f icc,x = maxxi − minxi , ∆f icc,y = maxyi −
minyi ,∀x, y ∈ mci and εcc is the privacy budget assigned
for cluster i.

Theorem 1. Centroid perturbation algorithm satisfies εcc-
differential privacy.

Proof. According to triangle inequality, there is |ci − c′i| ≥
−|pj − ci|+ |pj − c′i|, hence we have:

exp(− |ci−c
′
i|

λcc
)

2λ
≤
exp(− |pj−c

′
i|

λcc
)exp(

|pj−ci|
λcc

)

2λ

⇒ Pr(xi → x′i) ≤ Pr(xj → x′i)exp(
|pj − ci|
λcc

)

≤ Pr(xj → x′i)exp(
maxnxn −minnxn

λcc
)

From this we can obtain the bounds of local sensitivity of x,
namely: ∆f icc,x with maxnxn −minnxn, i.e. the maximum
distance between any two x in the cluster mci. The ∆f icc,y
can be obtained in the same way. Hence, with such ∆f icc, the
random noisy centroid satisfies εcc-differential privacy.

2) Private Location Entropy-Based Weight Calculation:
Location entropy introduced in [6] is calculated as follows to
reveal the popularity of a location after normalization. Given
a location l, let the Ll be the set of visits to the location l by
all users. Let cl =| Ll | represent the total amount of visits
to location l. Let the Ul be the set of distinct individuals who
visited location l, and Ll,u be the set of visits that user u
has made to the location l. Let cl,u =| Ll,u | represent the
amount of visits that user u made to the location l. From this,
Prl,u =

|cl,u|
|cl| denotes the portion of total visits that belong to

user u. The location entropy of l based on Shannon entropy
is calculated by:

H(l) = −
∑
u∈Ul

Prl,ulogPrl,u (1)

As the location entropy calculation needs to access the real
location values, in order to avoid privacy risks, we sanitize
such location entropy values via a differential privacy pertur-
bation mechanism – the private location entropy-based weight
calculation.



Specifically, random noise needs to be added to the real
location entropy value to guarantee differential privacy. Ac-
cording to the definition of differential privacy, the first step
is to decide the ∆H , which controls the magnitude of the
random noise. ∆H reveals the maximum change of the
location entropy of all locations when adding (or deleting) a
single user from the dataset. Let C represent the maximum
amount of visits a user contributes to a location; thus the
function of C can be used as the sensitivity bound. ∆H is
decided as ∆H = max{log2, logC − log(logC) − 1)} [9].
Then, the bounded change of adding (or deleting) a single
user from the dataset based on the entropy of all visited
locations can be obtained by ∆f = ∆H ×M , where M is
the maximum number of locations visited by a user. Thus,
the random Laplace distribution is generated with mean 0
and scale λ = ∆H×M

ε . Given the privacy budget εw, the
noisy location entropy for location l can be calculated as
Ĥ(l) = H(l) + Lap(∆H×M

εw
).

C. Co-occurrence Profile Construction and Sanitization (C-2)

In this step, we aim to generate and perturb the co-
occurrence profile using the sanitized anchors and location
profiles so that they satisfy the differential privacy before
running C-3. C-2 consists of two components: the original
location profile representation including handling the sparse-
ness of the original location distribution (Step 5) and the co-
occurrence profile construction for social strength inference
(Step 6). Privacy-preserving mechanisms are embedded in
each procedure. Specifically, two different kinds of perturba-
tion techniques are adopted respectively, i.e. input and output
perturbation, given as follows.

1) Output Perturbation: Output perturbation constructs a
co-occurrence profile from the original location profile via
ordinary location presentation and then applies the Laplace
noise perturbation mechanisms to construct the co-occurrence
profile under differential privacy. This is divided into location
representation, co-occurrence profile construction, and co-
occurrence profile sanitization.

Location representation. The basic approach for the loca-
tion representation is through the geographic representation.
This step aligns the original locations of spatio-temporal
profiles to the cluster-based anchors according to a geometric
strategy, i.e., to discover the nearest cluster-based anchor for
every original location. The maximum distance threshold η
is used to restrict the maximum distance for mapping original
locations to cluster-based anchors. If there is no anchor within
η for one location, the visit to this location will be omitted. In
addition, this approach can also reduce the redundancy in the
original spatio-temporal profile, since the successive locations
pn, pn+1, · · · , pm in spi = (< p1, t1 >, · · · , < pn, tn >,<
pn+1, tn+1 >, · · · , < pm, tm >, · · · ) within time difference
threshold τ can be merged into one anchor when they are
aligned to the same anchor.

Co-occurrence profile construction. Using the represented
location profile, the next step is the construction of co-
occurrence profile. This is achieved as follows.

Given any two users’ represented by their location profiles
lp1 and lp2, respectively, we discover all locations visited by
both of them. If the time difference of their visit to the same
location is less than τ , we can say there is a co-occurrence.
In this work, we set τ for social media data production at one
hour. Note that, many-to-many relation usually appears, e.g.
if the User1 also visited C3 at timestamp t8 in Fig.2b, then
the co-occurrences co1,3,c3 = 2. Hence, the frequency of such
co-occurrences is more than one. Finally, we generate the co-
occurrence profile that records the frequency of co-occurrences
at each location between any two users. This is shown in table
CO in Fig.2.

Co-occurrence profile sanitation via output perturbation.
The basic idea of output perturbation is to create a perturbed
co-occurrence profile from the original co-occurrence profile
by implementing Laplace noise perturbation mechanisms to
perturb each value r of every co-occurrence profile vector by
generating a noisy value r̂, i.e., r̂ = r + Lap(∆fr

εr
). Here,

the sensitivity of the co-occurrence profile sanitation is the
maximum number of visits to a location by an individual in
the database, i.e., ∆fr = max

u∈U,p∈CA
{NUMu(p)}, where U is

the set of all users who have records in the database and CA is
the set of all cluster-based anchors. Thus the scale for Laplace
noise distribution is λr = ∆fr

εr
, where εr is the privacy budget

allocated to the co-occurrence profile sanitation.
This raises a problem since the visited location set is often

huge while the visited location of a given user is sparse.
This causes the co-occurrence profile to contain too many
null records. Computing and storage will overflow if there
are too many null candidates. In addition, with the limited
privacy budget, the allocated privacy budget for each value of
a given co-occurrence profile vector is limited which can lead
to a huge distortion due to the trade-offs between utility and
privacy. Hence it is vital to provide an operational method that
generates a summary of these zero candidates with privacy
guarantees. Thus we use a Spare Summaries Mechanism to
tackle this problem.

Relying on the situation that every zero candidate has an
equal possibility to be chosen has implications especially since
random noise is drawn from the same probability distribution
function. To tackle this, the number of selected zero values
are subjected to a Binomial probability distribution B(n, p),
where n is the count of zero candidates and p is the probability
of each candidate being chosen. In addition, after perturbation,
the noise count may be negative, which is not a meaningful
value. Hence, these negative values are rounded to zero.

This spare summaries mechanism is achieved as follows.
Let ψ ≥ 0 be the cut-off value to separate a small value from
a large one. If a noise count r̂ cannot pass ψ, then we set this
count as 0. Since the number of empty nodes can be huge, it is
slow and inefficient to add noise to each empty node. Instead,
we adopt a statistical process that can attain the same overall
distribution over the outputs. Let pψ denote the probability
that an empty node passes the filter ψ, we choose k nodes that
pass the high-pass filter according to the distribution B(n, pψ).



Specifically, for each non-empty node, if the noise value is
greater than ψ after adding Laplace noise, we release it as a
noisy co-occurrence profile. For empty nodes, we sample a
value k from B(n, pψ), where pψ =

∫∞
θ

εr
2∆f exp(−

xεr
∆f )dx =

1
2exp(−

θεr
∆f ), and then uniformly choose k random locations

where the co-occurrence is zero. The noise value of each of
these k zero co-occurrences is sampled from the distribution
P (X ≤ x) = 1− exp(θεr − xεr).

After perturbing the non-zero and sampled zero co-
occurrence frequency, we sanitize and release these as the
sanitized co-occurrence profile vectors.

2) Input Perturbation: Input perturbation approach embeds
a differential privacy preserving mechanism in the location
representation to generate the sanitized location profile used
to construct the co-occurrence profile. The approach is di-
vided into two phases: private location representation and co-
occurrence profile construction.

Private location representation. The input of co-occurrence
profile construction, i.e., the original location profile is per-
turbed by embedding a privacy-preserving mechanism in the
location representation. It consists of two steps: NN-sets
construction and private perturbation.

First, we run the nearest neighbor search to find all nearest
cluster-based anchors within a distance η for a given location
pi of a given spatio-temporal profile, named NN-sets and
denoted by NNpi . The maximum distance threshold η and the
minimum number threshold k are used to restrict the maximum
distance and the minimum number of nearest neighbors used to
construct NN-sets respectively. If there are less than k anchors
within η for one location, the visit to this location will be
omitted.

Then, the private perturbation is used to generate the san-
itized location profiles. Specifically, we randomly choose a
cluster-based anchor to represent each location of a spatio-
temporal profile from its NN-set using exponential mecha-
nisms to satisfy differential privacy. The chosen probability
for each candidate of a NN-set is calculated based on the
sensitivity and the score function. The Euclidean distance
between the original location pi and the cluster-based anchor
caj is used by the score function q for ∀caj ∈ NNpi , which
is defined as:

q(NNpi , caj) = (GS − dist(pi, caj)) (2)

The maximum change in the distance between any pi and caj
can be used as the global sensitivity (GS). Based on the q
and GS, the probability for each caj ∈ NNpi is calculated as
follows:

Pr(caj) =
exp(

εr×q(NNpi
,caj)

2GS )∑
cak

exp(
εr×q(NNpi

,cak)

2GS )
(3)

Here, εr is the privacy budget used in the private location
representation. Based on the chosen probability, a cluster-
based anchor is randomly chosen to replace the original
location. Then each original location of every location profile
will be represented by a randomly chosen cluster-based anchor
from its NN-set to generate the sanitized location profiles.

Co-occurrence profile construction. We construct the co-
occurrence profile using the sanitized location profile through
the same approach used in the output mechanism. In this
case, the co-occurrence profile construction is considered as
a post-processing on differential privacy sanitized location
profiles, which does not access user private data. We also
note that there is no privacy loss in this component. Finally,
we release the constructed co-occurrence profiles for friend
recommendations.

D. Spatio-Friend Identification and Recommendation (C-3)

In this section, a diversity, time and weighted frequency-
based inference approach, called (DTW), is proposed to infer
the strength of social connections and then identify spatio-
friends for potential recommendation. DTW utilizes the di-
versity and weighted frequency of the sanitized co-occurrence
profile to infer the social strength between each user pair and
in so doing, reduce the negative impact due to coincidences.
C-3 consists of three components: co-occurrence diversity
calculation, LETF-weighted frequency calculation and final
social strength inference.

1) Co-occurrence Diversity Calculation: Renyi entropy di-
versity is used to eliminate the impact of coincidences in
crowded places [2]. This is given as follows:

Dij = exp(Hij) = [
∑

p,cij,p 6=0

(
cij,p

tlij
)q ]1/(1−q) (4)

Here, the tlij =
∑

p,cij,p 6=0

cij,p is the total number (frequency)

of co-occurrence of two users and q ≥ 0 is the order of
the diversity. Renyi entropy diversity tends to give more
weight to the location with low frequencies of co-occurrence.
It allows controlling how many coincidences can contribute
to the diversity through the order of diversity q, which is
determined experimentally. In this work we set the value of q
to be less than 1 to limit the impact of coincidences.

2) LETF-weighted Frequency Calculation: Co-occurrence
in less popular locations, such as private houses, at non-
working times commonly results in more social interactions,
as compared to those in crowded places during working times.
The possibility of friendships strongly depends on the location
popularity and temporal feature of co-occurrences. Thus, we
use a location entropy and temporal feature-weighted (LETF-
weighted) frequency of co-occurrence to infer social strength.
Given the co-occurrence profile vector between users i and j,
the LETF-weighted frequency of co-occurrence, which tells
us how important co-occurrences at less popular locations and
non-working times are to the social strength, is calculated as
follows:

Fij =
∑

p,cij,p 6=0

(cij,p × exp(−wp)× exp(ωt)) (5)

Here −wp is the inverse normalized location entropy, and ωt
is the weight for working-times, e.g., [9:00-18:00] [Monday-
Friday], or non-working-times, e.g., [18:00-9:00] [Saturday-
Sunday]. Non-working times are assigned a greater weight as
they naturally indicate that there exist social connections when



two people have increased co-occurrences during non-working
times.

3) Social Strength Inference: Diversity reduces the im-
pact of frequent coincidences while LETF-weighted frequency
emphasizes the impact of co-occurrences at less popular
places and at non-working times. Due to the sparseness
of spatio-temporal information form LBSN, LETF-weighted
co-occurrence frequency compensates for the diversity. In
addition, the diversity focuses on the distribution of co-
occurrences over different locations, while LETF-weighted
co-occurrence frequency focuses on the intrinsic properties
of locations and co-occurrences, i.e., they are independent
of each other [2]. Thus we formulate the social strength,
which ultimately reveals how close two users i and j are,
by running a linear regression over Renyi entropy diversity
Dij and LETF-weighted frequency Fij using the sanitized co-
occurrence profile between them. The ultimate social strength
measure, denoted by sstij , is given as:

sstij = αDij + βFij + γ (6)

Note that the optimal values of α, β and γ can be set
experimentally. In order to determine whether two users are
spatio-friends or not, a threshold ρ is defined. We consider
that two users u1 and u2 are considered to be spatio-friends,
if sst(u1, u2) ≥ ρ. Then, given a specific query person
v∗, a ranked list of spatio-friends are identified using the
social strength inference, denoted by List(V

′
). For each

v′ ∈ List(V ′
), then we can recommend v′ for v∗.

E. Private Analysis

Since any-post-processing of answers cannot diminish the
rigorous privacy guarantee as reported in [10] and C-3 is con-
sidered as a post-processing on differential privacy sanitized
co-occurrence profiles, there is no privacy loss in C-3. Based
on the sequential composition of differential privacy, we only
need to focus on analyzing the privacy guarantees of C-1 and
C-2.

We prove C-1 satisfies εc + εw-differential privacy from
the following two aspects. On the one hand, there are two
steps in C-1 that need access to the original database: private
location entropy-based weight calculation and cluster-based
anchor sanitization. For private LE-based weight calculation,
given the global sensitivity of location entropy ∆H , adding
or removing a single user from the dataset would impact
the entropy of all locations visited by that user. Here the
change of adding or removing a user to all locations is
bounded by M × ∆H . [9] proved that this is sufficient to
achieve εw-differential privacy. Hence using such sanitized
weights can be regarded as post-processing without accessing
the private user data. For cluster-based anchor sanitization, it
aims to publish the clustering results under differential privacy.
Each cluster is regarded as a disjoint sub-database. We thus
perturb and publish each cluster independently following the
parallel composition of differential privacy. Specifically, by
adding randomly distributed Laplace noise with mean and
scale λct = max

u∈U,p∈mci
{NUMu(p)}/εct for count perturbation

and λcc = ∆fcc/εct for centroid perturbation, the cluster-
based anchor sanitization has been proven sufficient to achieve
εc = εct + εcc-differential privacy in Theorem 1 following the
sequential composition [11] .

We prove C-2 satisfies εr-differential privacy as follows.
As the cluster-based anchor dataset has been sanitized using
differential privacy principles, we only need to consider the
privacy of the original co-occurrence profile. As discussed,
there are two kinds of sanitization technique: input and output
perturbation. For output perturbation, we use Laplace noise
perturbation privacy mechanisms applied to the output co-
occurrence profile to satisfy the differential privacy. Adding
randomly distributed Laplace noise with mean and scale
λr = max

u∈U,p∈CA
{NUMu(p)}/εr for each value of each

co-occurrence profile has been proved sufficient to achieve
differential privacy in [11]. In addition, the Spare Summaries
Mechanism is proven to satisfy εr-differential privacy in
[12]. For input perturbation, we adopt a private location
representation to generate the sanitized location profiles and
then construct the co-occurrence profile as a post-processing
procedure on differential privacy sanitized location profiles
without accessing user’s private data. There is no privacy loss
in this component. The private location representation uses
exponential mechanisms to perturb the representation with
the given privacy budget εr and global sensitivity GS. The
private location representation function satisfies εr-differential
privacy, as proven in [13]. Based on the sequential composition
of differential privacy, PAIRS satisfies ε = εc + εw + εr-
differential privacy.

IV. EXPERIMENTAL EVALUATION

A. Experiment Setup

1) Datasets: We evaluate PAIRS on real-world geo-tagged
tweets dataset collected from Twitter. The data was collected
from January 2016 to September 2016 in Melbourne (within
a bounding box [[-37.65,144.85],[-37.95,145.15]]). As it is
hard to discover social connections from users that share
limited information and with few co-occurrences, we filter
out the users with less than 10 geotagged tweets and re-
moved those pairs of users who have zero or only one co-
occurrence. This cleaned dataset consists of two different
kinds of data: spatio-temporal data and the Twitter web-
based friendship network. For the spatio-temporal data, we had
1,048,33 geotags from 3196 users. Each geotag has the format:
< userID, latitude, longitude, timestamp >. Given two
Twitter users u and v, we denote u↔ v if they mutually follow
each other. In this case, we say they are friends on Twitter.
A Twitter follower network is represented as an undirected
graph G = (V,E), such that V is the set of users and
E ⊂ V × V is the set of all mutual follow links among
them. This database consists of 3196 nodes (users) and 17,667
edges (or web-based friendships). We divided the dataset into
a training set and an evaluation set by dividing the space
into left and right equal sub-regions. The training set consists
of geotags within the right sub-region, denoted by SPright



associated with social networks of users who log their location
information in the right sub-region, denoted by Gright. The
evaluation set consists of geotags within the left sub-region,
denoted by SPleft associated with the social networks of
users, denoted by Gleft. We ignore the overlaps of users
and friendships between the left and right sub-region, as the
overlap is under 1%. We divide the spatio-temporal dataset,
i.e., SPright (and SPleft) into two partitions respectively:
six months dataset (January 2016 to June 2016), denoted by
DB−Anchorright (DB−Anchorleft) that is used to generate
cluster-based anchor datasets and the remaining three months
dataset, denoted by DB − Socialright (DB − Socialleft),
which is used to construct and sanitize co-occurrence profiles
used for social strength inference and potential spatio-friend
recommendation.

2) Metrics: The average distance error (ADE) is adopted
as the distance metric to evaluate the utility of the sanitized
cluster-based anchors. The root mean squared error (RMSE)
is used for sanitized weights. These are denoted as follows:

ADE =

∑
cai∈RI

dist(cai, ca
′
i)

|RI|
, RMSE =

√√√√ ∑
cai∈RI

(wi − w′i)2

|RI|
(7)

Here, RI is the set of original cluster-based anchors that can
be identified from the sanitized datasets, dist(cai−ca′i) is the
Euclidean distance between them, and wi and w′i are the actual
and sanitized weight respectively. MSE is used to evaluate the
utility of the sanitized co-occurrence profile, given as:

MSE =
1

|CO|

|CO|∑
x=1

∑
pi∈CA

|cox,p − co′x,p|

|−→cox|
(8)

Here, −→cox is the xth vector of the co-occurrence profile and
cox, co

′
x is its original and noise version respectively.

Precision (P), Recall (R) and Surprise Rate (SR) are used
as accuracy evaluation metrics of identified friendships. They
are given as follows.

R =
|OG ∩ PG|
|PG|

, P =
|OG ∩ PG|
|OG|

, SR =
|PG/OG|
|OG|

(9)

OG is the set of social connections (i.e., edges between any
two nodes) in the given web-based friendship network. This is
regarded as the ground truth. PG is the set of user pairs that
PAIRS reported as socially connected using the spatio-temporal
database. ∩ denotes the intersection operation. PG/OG is the
portion of PG excluding social connections contained in OG,
and SR reveals the potential spatio-friends that do not exist in
the web-based social network.

3) Settings: Here, the default parameters and threshold
values were set as MinPts = 10 and Eps = 100m, η = 100m,
ωc = 100m, ωw = 1, ωt = 0.5 and 1 for non-working and
working times, and {εc = 5, εw = 5, εr = 5}. Note that
the experiments were performed on six classical differential
privacy leakage levels, i.e., ε = {εc, εw, εr} = Strong : (0.01,
0.01, 0.01), (0.1, 0.1, 0.1); Normal : (0.5, 0.5, 0.5), (1, 1, 1);
Weak : (5, 5, 5), (10, 10, 10). We conducted the experiments
on a personal computer equipped with a 2.5GHz CPU and

16GB RAM. Each experiment was tested 10 times and the
average result reported.

B. Evaluation Results

1) Utility of Cluster-based Anchor Sanitation: We com-
pared the trade-off between privacy and utility of sanitized
cluster-based anchors by varying the privacy budget ε using
DB-Anchor of SPleft. The utility was captured by the ADE
for sanitized centroids and RMSE for the sanitized weight, as
shown in Fig.4. As expected, with increasing ε, i.e., decreasing
privacy level, the ADE of sanitized cluster-based anchors and
the RMSE of their sanitized weights both declined due to less
noise being injected.
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Fig. 4. The utility of sanitized cluster-based anchors and weights.

2) Utility of Sanitized Co-occurrence Profile: We then
compared the trade-off between privacy and utility of sanitized
co-occurrence profile by varying ε using DB-Social of SPleft.
The utility was captured by MSE as shown in Fig.5. Again,
with decreasing ε, i.e., increasing privacy level, MSE increased
due to more noise being injected.
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Fig. 5. The utility of sanitized co-occurrence profile.

In addition, we also test which perturbation mechanisms
(input/output) achieves a better utility of perturbed data. To
address this we observed that the MSE using the input
perturbation approach (Input) was generally lower than output
perturbation with (OutputWith) or without (OutputWithout) op-
timization. The reason was that private location representation
embedded a DP inference when using the original dataset in
a differential privacy-preserving manner instead of perturbing
the real data. Hence the co-occurrence profile construction was
considered as a post-processing step avoiding the introduction
of noise to the real value of the co-occurrence profile to
improve its utility.

Further, we test whether Spare Summaries Mechanism im-
proves the utility of sanitized co-occurrence profile or not? To



address this we compared the utility of sanitized co-occurrence
profiles with and without the Spare Summaries Mechanism
used in the output perturbation. It was shown that MSE of
OutputWith was generally lower than OutputWithout, i.e., the
Spare Summaries Mechanism can improve the utility of the
perturbed data.

3) Social Strength and Spatio-Friends: The main goal of
PAIRS was to infer the social strength from the sanitized co-
occurrence profile using a linear regression over the diver-
sity and LETF-weighted frequencies and then identify and
recommend spatio-friends. The first step was to identify the
parameters of linear regression, i.e., α, β and γ. As illustrated
in [2], if a partial social network was explicitly available
for a spatio-temporal dataset, then these parameters can be
calculated as follows:

α =
(
∑
F 2
ij)(

∑
Dij × ŝstij)− (

∑
Dij × Fij)(

∑
Fij × ŝstij)

(
∑
D2
ij)(

∑
F 2
ij)− (

∑
Dij × Fij)2

(10)

β =
(
∑
D2
ij)(

∑
Fij × ŝstij)− (

∑
Dij × Fij)(

∑
Dij × ŝstij)

(
∑
D2
ij)(

∑
F 2
ij)− (

∑
Dij × Fij)2

(11)

γ = ŝstij − α×Dij − β × Fij (12)

In this case, the social strength ŝstij can be inferred from the
given social network using the Katz score [14]. The Katz score
was given as Ki,j =

∑
l

φl × NPij,l, where NPij,l was the

number of paths with length l from a node i to another node
j in a social network G(V,E), and φ was set as 10−3. If no
explicit social network was available, then a general inferred
set of parameters can be applied across the networks without
much sacrifice of precision. Using the training dataset Gright
and SPright we set (α, β, γ) as (0.483, 0.520, 0.332). Then we
used this set of values for the test dataset SPleft to infer social
strength and use Gleft to evaluate the inferred friendships and
recommend spatio-friends that do not currently exist in the
existing web-based social networks.
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Fig. 6. The impact of threshold and q on recall and precision.

We tested how many Twitter social connections in Gleft
can be inferred by just analyzing the geo-tags in SPleft?

Based on the derived (α, β, γ) set and Equation 6, we can
calculate the social strength between each user pair using
SPleft. Then we conducted a threshold ρ to decide whether
a given user pair have a friendship using the inferred social

strength. We varied ρ from 0 with a step of max(sstij)/100,
taking user pairs with a social strength sstij > ρ (identified
as spatio-friends) to compare with the web-based friendship
information in Gleft before subsequently calculating the recall
and precision, as shown in Fig. 6a and 6b. This showed that
the recall went up while precision declined as the threshold
increased. The reason was that the total number of identified
spatio-friends was reduced with larger thresholds. Hence the
precision is decreased accordingly. However, the remaining
spatio-friends were physically related with high confidence.
Hence they were more likely to be socially connected and
therefore the recall increased. Running social strength infer-
ence using the original co-occurrence profile, the value of
varying threshold that ensured recall more than a set of values
(40%,50%,60%,70%,80%) was selected as a threshold ρ set,
i.e., (2.087, 2.783, 3.478, 4.868, 5.913).

Using the constructed threshold set, we then test how the
order of diversity q impacts precision when we only used
diversity as the social strength. As shown in Fig. 6c, all the
curves of 5 different recall’s levels peak at q = 0.1, which
can be set as the optimal value for limiting the impact of
coincidences.

Next, we calculated P and SR using different recall-based
threshold sets on both sanitized and original co-occurrence
profiles, and test which frequency metric can improve the
performance of friendship inference, diversity, LETF or in-
tegrating them together?
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We considered the case when only either diversity (Diver-
sity) or LETF-weighted frequency (LETF) was used as social
strength respectively to infer social connections using the
original profile and the sanitized co-occurrence profile derived
from Input perturbation, as well as when both of them were
integrated together (BOTH). First, we conducted such tests
on the original profile, as shown in Fig. 7a and 7b. In this
case, BOTH achieved a higher recall and precision than LETF
and Diversity, which revealed that combining LETF-weighted
frequency and diversity of profile can improve the accuracy of
inference. Then we used the sanitized co-occurrence profiles
with input perturbation to run the same test, as shown in Fig.
7c and 7d. In this case, BOTH achieved a better recall and
precision as well. Another observation was that even when the
recall and precision were decreased while using the sanitized
profiles in comparison to the results of the tests on the original
profiles, the input perturbation still maintained around 70%
precision compared with running the same social connection
inference on the original profile.

We compared the utility of various sanitized profile derived
from different perturbation mechanisms in the following ex-
periments. Thus we test which perturbation mechanism is able
to achieve a better accuracy of friendship inference: input
perturbation or output perturbation? And whether the Spare
Summaries Mechanism can improve the accuracy? As shown
in Fig. 7e and 7f, we compared the precision and recall using
sanitized co-occurrence profiles derived from input perturba-
tion (Input), as well as output perturbation with and without
the Spare Summaries Mechanism, denoted by OutputWith
and OutputWithout respectively. We observed that the input
perturbation achieves better precision, recall and precision
than output perturbations overall, enhancing the precision from
17.8% in ordinary perturbation mechanism (OutputWithout) to
69.7%, i.e. improving the utility of inference, whilst boosting
the potential for recommendation (SR) from 21.4% in ordinary
perturbation mechanism to 80.3%. In addition, OutputWith had
better results than ordinary perturbation mechanisms. This re-
vealed that the utility of sanitized co-occurrence profile can be
improved by implementing Spare Summaries Mechanism and
using input perturbation, confirming the results of the Utility
of Sanitized Co-occurrence Profile discussed previously.

V. RELATED WORKS

There have been many efforts that have looked at friend
recommendation systems from spatio-temporal information.
[3] illustrated that there exists a close correlation between
social ties and human trajectories. A strong indication between
them was also revealed by [15]. [16] used a probability model
to infer the probability of friendships given the co-occurrences
in time and space using Flickr. [6] showed that there exists a
relationship between the mobility of patterns of a user and the
number of the user’s friends in the underlying social network.
[17] used the similarity between the trajectories of two users
as their social similarity. However, due to the sparse nature
of geo-tags from LBSN, existing works are typically limited
in their ability to support accurate inferences. To alleviate the

negative effects of sparseness, [2] used a location represen-
tation based on Quadtree-based cells and integrated diversity
and location entropy. This Quadtree-based representation was
easy to implement but it was too fine-grained for sparse geo-
tag distributions but too coarse for dense ones. In addition,
they ignored the temporal features of co-occurrences.

Several works implement differential privacy to protect
social graph privacy. However simply applying differential
privacy to graphs results in the addition of significant noise
that may disrupt the graph structure, making it unsuitable
for experimental study [24], [25]. Furthermore, repeatedly
adding perturbations to the output of each graph analytics
algorithm as required for differential privacy would be rather
costly. [25] proposed LinkMirage to protect the link privacy
between labeled vertices in social networks and protecting the
privacy of users’ social relationships from inference attacks
using query results. [24] introduced a partitioning approach,
named Pygmalion, that provides identical privacy guarantees
using significantly less noise. Existing approaches that embed
differential privacy processing within the graph construction
phase cannot be applied in this case. The main goal of this
work is not only to infer social ties from spatio-temporal data
but also to enable public release of intermediate data mining
results and spatio-temporal data without compromising user
privacy. The social graph inferred from spatio-temporal data
is less accurate and even potentially useless since many of
these approaches require modifications to the protected graph
that significantly alter its structure, thus rendering it unusable
in many cases.

To the best of our knowledge, this paper is the first attempt
in combining the sparse nature of geotags, location repre-
sentation, co-occurrence profile construction, spatio-friends
inference, and recommendation as well as privacy-preserving
mechanisms under differential privacy into a single task that
can be used to infer friendship networks with data perturba-
tions.

VI. CONCLUSIONS

In this paper, we proposed the PAIRS approach to infer so-
cial connections using spatio-temporal data with robust privacy
guarantees and identify geographically related friends (spatio-
friends) for the recommendation. The approach improves the
accuracy of discovered social connections and provides robust
privacy guarantees from three aspects. (1) The sparseness of
geo-tags tweets from Twitter is alleviated by a cluster-based
anchor representation approach; (2) A DTW approach is used
to infer the social strength from the co-occurrence profiles
thereby reducing the negative impact of coincidences; (3)
Robust privacy-preserving mechanisms are embedded into an-
chor mining, anchor weighting and co-occurrence sanitization
under differential privacy with enhanced utility. In summary,
the PAIRS model tackles the privacy and utility trade-offs for
the co-occurrence profile sanitization under differential privacy
whilst alleviating the sparseness of geo-tags data from LBSN,
combining co-occurrence profile sanitization, social strength
inference and spatio-friend identification and recommendation



into a single task. Extensive experiments illustrated that it not
only provides the robust privacy guarantees but remains 70%
accuracy and 80% efficiency after perturbation.

The clustering approach used in PAIRS is achieved using
the commonly-adopted DBSCAN, which can give rise to
over complexity. In addition, PAIRS infers social relationship
merely using the co-occurrence profile, without considering
the mobility patterns of users. In the future, we will extend
PAIRS into a more comprehensive and practical solution from
two aspects: (1) we will develop a more efficient clustering
approach with utility-enhanced perturbation mechanisms em-
bedded into anchor mining; (2) we will consider finer-grained
temporal correlations of co-occurrences.
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