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Abstract

Social networking and microblogging platforms such as Twitter, Facebook,
Tumbler, Instagram etc., have become an integral part of day to day lives
of people today for real-time information exchanging. Twitter has become
one of the most popular microblogging avenues in the recent years. Today,
it hosts more than 300 million monthly active users and generates more
than 500 million tweets everyday. Twitter users both publish messages as
well as search for messages. Current search results given by Twitter are
chronologically ordered and often users have to manually scan through
an overwhelming number of tweets to find the content of interest. This
process can quickly become infeasible. Personalization techniques address
this problem by learning the user interests and tailoring search results by
matching them with the user’s interests.

There has been a tremendous amount of work done in the domain of
web search results personalization. However, research on personalization in
microblogging environments such as Twitter, is very sparse. Microblogging
environments differ from traditional web environments in several ways:
microblogs are very short compared to web documents, they are noisy with
informal language and they contain special entities such as hashtags and user
mentions. Compared to the web domain, microblogging environments are
rich in social interactions as well. Therefore, in this thesis, we propose novel
approaches to personalized search in microblogging environments using the
cutting-edge technologies used in the text/data mining research. We use
Twitter as a specific use case. Our first approach is based on the use of topic
modelling algorithms for search results personalization. Coping with sparsity
is one of the major challenges when applying topic modelling algorithms on
short text documents such as tweets. We conduct an in-depth investigation of
how topic modelling algorithms can be applied on short text environments
and propose a new tweet grouping scheme to solve the sparsity problem
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which outperforms the existing schemes. We then use the proposed grouping
scheme to train topic models on the user’s past tweets which are then used
for search results personalization. Our second approach is based on the use of
neural word embeddings which has gained much attention recently due to its
performance in various NLP tasks. We use neural word embeddings to build
user profiles by finding semantically related words to a given word. Search
results are then personalized using this user profile. Our third approach uses
word sense induction techniques to identify different meanings associated
with the user’s query in the initial search results and use this information to
best match search results with the user’s profile.

We also introduce two novel offline evaluation techniques based on Twitter
list combinations and hashtags. The list combinations based approach is
based on the assumption that a list is composed of like minded users and
if a user who is a member of a particular list initiates a search, matching
tweets by users in the same list are relevant. The hashtag based approach is
based on the assumption that when a user initiates a search with a particular
hashtag, user’s own tweets with that particular hashtag are relevant to the
user. We evaluate our proposed personalization approaches using both of
these offline evaluation techniques. Finally, we build PTSE, a web based
service incorporating our personalization approaches where users can log in
with their Twitter handle and submit search queries to obtain personalized
results.
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Chapter 1

Introduction

The early stage of the web, referred to as Web 1.0, consisted mainly of static
web pages and the majority of users were simply content consumers. As
it was evolving towards the current Social Web (also known as Web 2.0), it
became more user centric with the help of social networking platforms (such
as Facebook, LinkedIn and MySpace) and microblogging platforms (such
as Twitter, Tumbler and Instagram). These new technologies allow users
to consume as well as produce content by means of exchanging messages
with each other, sharing resources such as photos and videos, commenting
on other people’s posts, creating and updating their profiles etc. Figure 1.1
shows the result of a poll conducted in 2014 of users across all age groups in
America. It shows how they spend time on different social media networks
per day. Thus on average, 40 minutes are spent on Facebook per day by a
user, 34 minutes on Tumbler and 17 minutes on Twitter.

Twitter, one of the most popular microblogging service providers, allows
its users to publish brief text abstracts called tweets which are limited to only
140 characters1. Today, Twitter hosts about 320M monthly active users and
about 6000 tweets are tweeted every second, which is about 500M tweets per
day2. Users can post tweets, tag their tweets with hashtags, follow interested
users to receive their tweets (updates) or search tweets using their favourite
keywords similar to the traditional web search. Each user has a timeline
which allows them to see the updates from others whom that particular user
follows. Users can also interact with these streams of tweets in their timeline

1This character limit was doubled in November, 2017 to fit 280 characters. But all the
experiments discussed in this thesis are based on when the character limit was 140.

2http://www.internetlivestats.com/twitter-statistics/

http://www.internetlivestats.com/twitter-statistics/
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Fig. 1.1 A poll result showing average time spent on social media per day
by Americans in 2014 across all age groups. Image is taken from sproutsso-
cial.com.

by replying (commenting on a tweet), retweeting (forwarding a tweet) or by
favouring (liking) the tweets.

There are two types of users in Twitter: content producers and content
seekers [73]. As the name suggests, content producers are the users who
publish or share content of a particular interest which could be in the form
of emerging news, trending events, gossip, personal opinions, experiences,
emotions etc. Content seekers can further be categorized into two types based
on their information seeking behaviours [46]: "asking for information" and
"retrieving information". The former refers to the behaviour where a user
broadcasts a question hoping that someone inside their network or outside
would answer their question [116, 117]. Hashtags such as #asktwitter, #help,
#ineedanswers, #justasking are some of the hashtags that are used when
posting these kind of tweets to find the right audience [141]. The latter refers
to conducting searches over microblog data in the hope of finding relevant
information that already exists, similar to the traditional ad hoc information
retrieval, which is the focus of our thesis.

It is estimated that over 2 billion search queries3 are submitted to Twitter
on a day-to-day basis. Twitter provides a search interface which allows users

3http://www.statisticbrain.com/twitter-statistics/
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to enter keywords and find matching tweets in reverse chronological order.
But given the high volumes of data it generates every second, finding relevant
information for a user becomes exceedingly difficult. Results are overloaded
where relevant tweets could quickly get buried down in the search results
and the user cannot find them or he/she might even think that there are no
relevant tweets exist for their search query.

1.1 Search personalization

This problem of finding relevant information for a user calls for the need for
personalizing search results where the aim is to make use of information about
an individual to provide tailored search results for that particular individual.
This research paradigm is referred to as personalized search or personalized
information retrieval (IR) [131, 89]. Emphirical studies have shown that more
than 80% of the users would prefer to receive such personalized search results
[154] instead of generic search results.

At a conceptual level, personalization simply means, different things to
different people. In the literature, researchers in different domains interpret
personalization in different ways. It has been studied extensively in computer
science as well as in other academic fields such as management, economics,
marketing, architecture and social sciences. For instance, in architecture,
personalization means the relationship between people and the spatial di-
mensions. It is about creating personal spaces for the occupants which reflect
their identities and ways of increasing the usability and aesthetic values of
the space [11, 113]. In social sciences, it means enhancing social relationships
and building social networks [173, 31]. In the domain of IR, Hirsh et al. [68]
define personalization as "Machine-learning algorithms that are integrated
into systems to accommodate individual user’s unique patterns of interac-
tions with the system" and Brusilovsky and Maybury [19] mention that a
distinctive feature of personalization is having "an explicit user model that
represents user knowledge, goals, interests and other features that enable the
system to distinguish among different users".

There are three dimensions of implementation choices with regard to
personalized IR: what is personalized, to whom to personalize and who does
the personalization [48]. The first dimension, what is personalized, focuses
on some of the elements that can be manipulated in a personalized IR system
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such as content (information is personalized, i.e., different information is
shown to different users), user interface (same information to all the users but
how information is presented is different) or functionality (what users can
do with the system varies among different users). The second dimension, to
whom to personalize, means whether the personalization is focused towards a
specific individual or a group (category) of individuals. The third dimension,
who does the personalization, determines to which degree personalization
is automated, whether the user has to guide the system by making choices
or providing information (explicit) or the system automatically captures
information about the user by looking at his/her past actions (implicit). In
this thesis, our focus is towards content based personalization for a specific
individual through implicit information gathering.

Personalized IR is closely related to other areas of research such as recom-
mendation and information filtering as they share certain things in common.
Recommendation can be done with or without knowing about the user but
based on common behavioural patterns of the users. For example, a music
or a movie recommendation system can recommend music or movies to a
user based on the genre of that particular music or the movie that the user is
currently playing, without knowing any further information about the user.
A personalized recommendation system differs as it takes into account the
user’s information before it starts the recommendation process [47, 25, 97].
Information filtering is the process where data is removed from an incom-
ing stream such as a news wire, tweets or emails [12]. As earlier, when
user interests are considered in this process, it is often called personalized
information filtering. However, a key characteristic that differentiates both
recommendation and information filtering from personalized IR is that in
personalized IR, a user is required to issue a query and the search results are
ranked based on their relevance with the query as well as the user while in
others, the notion of a query does not exist.

1.1.1 Stages in personalization

There are three stages involved in personalizing search results: 1) information
gathering, 2) information representation and finally, 3) implementation and
execution of personalization [54]. 1) information gathering, is where informa-
tion about the user is collected. Information can be collected from different
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sources such as the user’s bookmarking history, browsing history, applica-
tions installed on the user’s computer, query logs etc. In this thesis, we gather
information using the microblog posts that have been posted previously by
the user. 2) information representation, uses different data structures and
modelling approaches to store information collected in the previous stage.
This specific data structure constructed to store user’s information/interests
is referred to as a user model or a user profile. 3) implementation and execution
of personalization, involves re-ranking the non-personalized search results
retrieved for the user’s original query, with the aid of the user profile cre-
ated previously. Often, a scoring function such as the Cosine similarity is
applied between the user model and the documents in the results list and
the documents are re-ranked in the descending order of the relevance score.
This ensures that the documents that are most similar to the user profile are
ranked at the top and the least similar documents are ranked at the bottom.

1.1.2 Personalized web and microblog search

Personalized web search is a well studied problem and can mainly be divided
into two categories: content based and collaborative based. Content-based
approaches utilize user-generated content such as the user’s search history,
click through data, bookmarks and the current working context when building
the user profile. Collaborative based approaches utilize information about
different users who are socially connected in some way to a particular user
when building the user’s profile. The idea behind collaborative search is that
users with similar interests are likely to share the same information needs.

Various content-based approaches have been proposed to achieve person-
alization in the web search domain. Raghavan and Server [133] proposed an
approach by integrating a "past queries" database. If the similarity between a
past query and a current query is significant, the past results which refer to
the past query are presented to users. Many researchers have investigated
building user profiles based on search history for personalization. Liu et
at. [96] constructed user profiles by mapping users’ search history to the
Open Directory Project (ODP) category hierarchy. This type of profile will
then be used to achieve personalization. Qiu and Cho [132] incorporated the
history of user click data to achieve search result personalization. Chirita
et al. [28] presented a personalized algorithm based on the click-through
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data analysis. This approach utilizes three types of information during the
search process: 1) information about the user, 2) the query and 3) the visited
pages in the result set. These data are represented as triplets to reflect user
interests. Apart from exploring query logs and click-through data to gather
information about the user, there are studies that utilize external sources of
informatin such as files and applications installed on the user’s computer as
well. For example, Teevan et al. [159] introduced a user model which is built
from search-related information as well as external sources of information
such as the user’s desktop and the emails user has read.

Collaborative personalized IR consider the user within a community
rather than as an individual. They address a particular research question of
how the group membership information can be used to enhance the search
experience of a particular user within the group. Collaborative approaches
are widely used in recommendation systems as well. CubeSVD [155] analyses
the relationships between queries, users and documents in a search query
log. Then they identify and extract click patterns within a group of users and
these are then employed to personalize the results of a particular user within
the group. Sugiyama et al. [161] explored the similarity of query selection,
desktop information and explicit relevance judgements across people grouped
in different ways. Their "groupization" has found that some groupings
provide valuable insight into what members consider relevant to queries
related to the group focus, which can then be used to improve a user’s search
experience.

Although there has been a tremendous amount of work done in the do-
main of web search results personalization, research on personalized search
in microblogging environments is very sparse. However, search in microblog-
ging environments differ from traditional web search in several ways. In a
study, Teevan et al. [162] found several differences in the way users use web
search and Twitter search. Some of their findings are, Twitter queries are
significantly shorter (1.64 words) than web search queries (3.08 words), have
more specialized syntax such as hashtags, are more common and repetitive
and changes less often than web queries, and Twitter search is often used to
monitor new content while web search is used to develop and learn about
a topic. Microblog documents such as tweets are very short compared to
traditional web pages, they are noisy (e.g., contain words such as "heyyy",
"gooood", "nooo"), language is informal with slang terms (e.g., "y’all", "ikr",



1.1 Search personalization 7

"brb", "pls", "plse", "plz") to overcome length restrictions [139], rich in social
interactions and also a single tweet tends to be about a single topic [181, 33].
Due to this, techniques applied in the web domain cannot be readily applied
in microblogging environments. There is a significant amount research in
the Twitter space which studies the query-tweet relevance. Twinder [158] is
a search engine which analyzes various features to determine the relevance
of tweets to a given query. Lau et al., [86] used topical features (e.g., named
entities) as well as query expansion to retrieve tweets to a given query. Tweet-
Motif [124] groups resulting tweets by topics which allows users to browse
tweets by topics and find tweets of their interest. However, these approaches
do not consider any information about the user who is making the query.
There has been some research done in the literature which brings in the
personalization aspect into Twitter based on collaborative learning techniques
([169, 166]). But research in this space is still at its infancy level. In this thesis,
we propose new content based personalization techniques with respect to
Twitter.

Evaluation of personalized search is difficult and challenging due to its
nature that results are tailored to a specific user as well as a query and thus,
only the user who initiated the search is capable of judging if the results are
relevant or not. In the literature, there are two approaches used to evaluate
personalized search approaches: online and offline [54]. Online approaches
are based on user studies where a certain number of users are asked to use
the system and their feedback is used for evaluation. Offline evaluation is
based on publicly available or specifically created datasets. Online evaluation
has drawbacks such as constraints on the number of queries used, number of
participants used for the experiment, mood of the participants which could
also bias the evaluation and it is also expensive due to time and monetary
requirements [42]. As offline evaluation can be performed at a low cost and
on a larger scale, it is becoming more and more popular. In fact, most of
the methods surveyed in [17] involve an offline evaluation. In this thesis, we
propose novel offline evaluation techniques based on Twitter list combinations
and hashtags as search queries for the users. Our evaluation techniques can
easily be scaled up to thousands of millions of users and it can also be adapted
in other social media platforms such as Instagram, Tumblr and Facebook as
well.
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1.2 Motivation

Current Twitter search results are ordered chronologically where the most
recent posts will be at the top of the list. For example, Figure 1.2 shows the
results for the search query "a6000" before a user signing in whereas Figure
1.3 shows the results for the same query after a user is signed in. By looking
at the images, it is clearly visible that the results are same in both scenarios.
But if we inspect some of that user’s past tweets:
- "@Sony so silent about the successor of #alpha #a6000 #mirrorless?"
- "WikiLeaks’ Sony Docs: A7r II, A6000 II, and RX Cameras Coming! #sony #a6000
#mirrorless",
indicates us that there is a very high chance, that this user is particularly
interested in tweets related to the Sony a6000 camera.

Fig. 1.2 Twitter search results for the query "a6000" before a user signing in.

But in this scenario, as the results given are more towards the Lenovo
a6000 mobile phone, user might have to go through several pages to find
relevant posts which is time consuming or user might even think that there
are no relevant results for his search query. The way different users judge
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Fig. 1.3 Twitter search results for the query "a6000" after a user is signed in.
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the relevance of results to the same query also varies significantly, depending
on the individual’s information needs. Two users might enter the same
search query but the underlying intentions might be quite different. For
example, a tech user may issue the query "apple" and expect to see results
related to Apple computers, phones and in general technological news, while
an agricultural user might expect to see results related to apple growing
and news related to the apple fruit. Classical IR methods do not take into
consideration the user issuing the query and are based on query-document
matching techniques. They model documents as a set of terms and some
similarity function (such as the Cosine similarity or Okapi BM25 [77]) is
applied between the query and the document for ranking purposes. Thus,
these one-size-fits-all approaches fail short in these scenarios.

1.3 Aims and research questions

The main aim of this thesis is to design, develop and evaluate new approaches
for personalizing search results in microblogging environments such as Twit-
ter. This involves gathering information about the user, representing them,
indexing search results and finally ranking them to provide personalized
search results to the user. Our key research questions addressed in this thesis
are:

□ Can we personalize search results in Twitter?

□ Can classical data/text mining techniques be used to personalize search
results in Twitter and in what ways?

□ Can personalized search results in Twitter be evaluated in an offline
approach?

1.4 Outline of the proposed solution

In this section, we briefly discuss the proposed personalized search ap-
proaches in this thesis. Our first approach is based on the use of topic
modelling algorithms, second approach is based on the use of neural word
embedding and finally, the third approach is based on word sense induction
techniques.
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1.4.1 Topic modelling

Our first approach is based on the use of topic modelling algorithms where
models are learned in the context of the user to find topics of interest to the
user. One of the major challenges when applying topic modelling algorithms
such as LDA [16] on short text documents such as tweets is due to the text
sparsity problem where performance is hindered due to the unavailability of
sufficient textual information in the documents. A solution to this problem
is called document pooling where semantically related documents are con-
catenated into one large document, thus enriching the textual information
contained in them. In the Twitter space, there exist different pooling schemes
such as pooling by the author, keywords, time, hashtags, etc [106]. We per-
form an in-depth analysis of the existing pooling schemes and propose a new
pooling scheme based on named entities and collocations. Next, we propose
a novel personalized search approach which utilizes the proposed pooling
scheme for training topic models on the user’s tweets. When training models,
our approach dynamically selects the best number of topics for a user which
has been a limitation with past work where a set number of topics are used
for each and every user [169].

1.4.2 Neural word embeddings

Our second approach is based on neural word embeddings. Word embedding
models represent a word as a vector of real values. When neural networks are
used to predict these word vectors, they are called neural word embeddings.
Vector manipulations such as addition, subtraction, multiplication can then
be applied on these vectors resulting in new vectors. Neural word embedding
models such as word2vec [111] has shown that the resulting vectors share
rich semantic relationships with the original words of the corresponding
vectors. For example, it has been shown that the difference vector of "france"
and "paris" is similar to the difference vector of "italy" and "rome"; or when
the vectors for "king" and "man" is added and the vector for "woman" is
subtracted, it turns out that "queen" is the closest vector to the resulting vector.
These semantic relationships between words can be used to improve search
results personalization. In this approach, we build user profiles by identifying
semantic relationships between the words in the user’s vocabulary using
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neural word embeddings. Search results are then re-ranked using this user
profile.

1.4.3 Word sense induction

Our third approach is based on the use of word sense induction techniques
to identify different senses/meanings/sub-topics associated with the user’s
query in the initial search results. For example, consider a scenario where a
user submits a query such as "bigdata", search results could have different
sub-topics related to "bigdata" such as companies that are involved in bigdata,
latest research in the bigdata domain, university courses on bigdata or even
jobs related to bigdata. This is even more common in microblog search where
search queries tend to be very short compared to the traditional web search
[162] and inherently ambiguous as a result. In this approach, we identify these
sub-topics and re-rank search results accordingly such that most relevant
sub-topics to the user are ranked at the top.

1.5 Contributions of the thesis

Our main contributions in this thesis can be summarized as follows:

1. An in-depth investigation of how topic models can be applied on short
text environments such as tweets and propose an improvement to topic
modelling on tweets using a novel tweet pooling scheme based on
named entities and collocations.

2. An approach to personalized search by identifying the topics that a
particular user is interested in using topic models which are trained on
the user’s past tweets.

3. An approach to personalized search by identifying semantically related
words in the user’s vocabulary using neural word embeddings. This
information is used when creating the user profile which is used to
re-rank search results.

4. An approach which uses word sense induction techniques to capture
different aspects associated with the user’s query in the search results
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and by re-ranking the results where most similar aspects to the user are
ranked at the top.

5. We introduce two offline evaluation techniques based on Twitter list
combinations and hashtags which is scalable up to hundreds of millions
of users.

6. We build a web based system, PTSE (Personalized Twitter Search En-
gine), incorporating all our personalization approaches where users
can login with their Twitter handle and conduct searches similar to the
search process in Twitter.

1.6 Organization of the thesis

The chapters of this thesis are organized as follows.
Chapter 2 - Literature survey, starts with an introduction to information

retrieval followed by discussing the current research in the personalized
web search, microblog search and attempts towards personalized microblog
search.

Chapter 3 - New approaches for evaluating personalized search, dis-
cusses different evaluation methodologies used in the personalized search
domain. It then introduces the novel offline evaluation methods proposed
in this thesis. This chapter also presents information regarding evaluation
metrics used as well as PTSE, a web based service that we developed incorpo-
rating the different personalization approaches proposed in the thesis.

Chapter 4 - Enhancing personalized search using topic models, first
presents how topic models can be applied on short text such as tweets by
means of grouping tweets. Next, it presents a search results clustering ap-
proach using topic models trained within the context of the user. Information
regarding the datasets used as well as how offline evaluation methods pro-
posed in the previous chapter are used in our experiments are also discussed.

Chapter 5 - Neural word embeddings for personalized search, proposes
an approach to create user profiles using neural word embeddings by finding
semantically related words to each word that appears in user’s past tweets.

Chapter 6 - Enhancing personalized search through word sense induc-
tion, uses word sense induction to find different senses associated with the
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user’s query in the initial search results. We then discuss how search results
can be re-ranked based on these identified "query senses".

Chapter 7 - Conclusions, draws the overall conclusions and discusses
about future research directions.

1.7 Publications

The following publications arose as a result of research contributing to this
thesis:

1. S. Samarawickrama, S. Karunasekera and A. Harwood, "Finding High-
Level Topics and Tweet Labeling Using Topic Models," 2015 IEEE 21st
International Conference on Parallel and Distributed Systems (ICPADS),
Melbourne, Australia, 2015.

2. S. Samarawickrama, S. Karunasekera, A. Harwood and R. Kotagiri,
"Search Result Personalization in Twitter Using Neural Word Embed-
dings," DaWaK, Lyon, France, 2017.

3. S. Samarawickrama, S. Karunasekera, A. Harwood, "Personalized search
in microblogging environments using word sense induction," PAKDD,
Melbourne, Australia. 2018. (Submitted)



Chapter 2

Literature Survey

This chapter presents the state of the art in personalized search, related
to our research. We start by giving a general overview of the Information
Retrieval (IR) domain including two very popular IR models. We then discuss
related work in the personalized web search domain such as content-based
approaches and collaborative-based approaches. Afterwards, we give an
introduction to microblog search and discuss literature related to microblog
search as well as diversified microblog search. Finally, we discuss related
work in the personalized Twitter search domain.

2.1 Information Retrieval (IR)

As the name suggests, information retrieval is the process of finding rele-
vant information from a collection of documents that satisfies a particular
information need. These documents could be text documents or multimedia
such as videos or images. In the book, Manning et al. [101] define IR as
"finding material (usually documents) of an unstructured nature (usually
text) that satisfies an information need from within large collections (usually
stored on computers)". Hundreds of millions of people engage in IR on a
day-to-day basis whenever they use an IR system such as a web search engine
or the search service in their emails. An IR system assists users in finding
relevant information that satisfies their information needs which is formally
expressed as a query string. It takes in the user’s input query and outputs
search results which it thinks satisfy the user’s information need. From all
the documents that the system returns, only the documents which satisfy
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the user’s information need are called relevant documents and the rest of
the documents are called irrelevant documents. In a perfect setting, retrieval
system would only retrieve relevant documents, but they don’t exist in reality
as search systems are incomplete and relevance depends on the subjective
opinion of the user as well [66].

IR systems can be categorized into different groups based on parameters
such as, the kind of data they interact with (structured vs unstructured data),
the scale of data at which they operate, the target user group etc. IR systems
such as web search, operate on large-scale data: billions of web pages that
are distributed across millions of computers. They can also be accessed by
any user with an active internet connection. Personal IR systems, such as
the ones integrated with operating systems (Spotlight on MacOS, Dash in
Ubuntu or Cortana on Windows) or search engines found on mobile phones
are relatively lightweight and operate at a smaller scale compared to web
search systems and handles a broad range of document types. There are
also organizational search systems which are used by organizations to search
product inventories, catalogues or documents within an enterprise or even
library search systems which are tailored to a particular organization and
operates on structured data most of the time.

There are three basic steps involved in a typical IR system: 1) represen-
tation of the documents, 2) representation of the user’s information need
and finally, 3) the matching process between the documents and the user’s
information need. Figure 2.1 shows a schematic view of this process. 1)
Representation of documents is an offline process which is also known
as indexing. It involves storing documents in such a way that desired
documents can be retrieved efficiently without browsing through all the
documents in the repository. One of the most commonly used indexing
techniques in IR systems called inverted index, stores entries in the form,
termi →< document1, · · · >,< document2, · · · >, . . . ,< documentn, · · · >, which
states that termi is contained in document1, document2, . . . ,documentn along
with other meta information such as the number of times a particular term
appears in the document etc. This index is then used when retrieving docu-
ments. Indexing process may or may not store the full document and will
contain a reference to the full document when it does not store the full doc-
ument. 2) The process of representing a user’s information need in such a
way that the system understands is called query formulation which usually
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results in a query string. 3) Matching process which operates between the
documents in the index and the user’s query is a crucial part of any IR system.
This involves calculating the similarity between the query and the documents
and ranking them in such a way that most similar documents to the query
are ranked at the top. Users will browse this ranked list in order to find
the information that they desire. A ranking function is used to calculate the
query-document similarity. There are different kinds of ranking functions
that can be used for this purpose. The study of how these ranking functions
work is referred to as IR modelling which we will discuss in the next section.

Fig. 2.1 Steps involved in a typical IR system. Image is taken from [66].

2.1.1 IR modelling

Modelling in IR refers to the processing of mathematically representing
documents and queries so that different ranking algorithms can be employed
to calculate the query-document similarities. There are various IR models
that have been proposed in the literature but in the context of this thesis, we
discuss only two IR models - Boolean model and Vector Space Model (VSM) -
since Lucene1, the IR system that we are using in this thesis, is based on a
combination of the Boolean model and the VSM.

1https://lucene.apache.org/core/
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2.1.1.1 The Boolean model

Boolean model is one of the earliest and simplest models used in IR which
is based on the concepts of set theory. Boolean model is based on three
basic operators: the logical AND operator, the logical OR operator and the
logical NOT operator. These operators work in the same way they work in
set theory and boolean algebra. Users can combine query terms with one
or a combination of above operators. For example, the query bigdata AND
courses work as follows: first it will fetch a set of documents that contain the
term bigdata and a set of documents that contain the term courses and then
consider the intersection of the two sets of documents. Thus, in the resulting
list of documents, each document will contain both the terms. The query
bigdata OR courses will produce a set of documents which are indexed with
either the term bigdata or courses. The OR operator will always result in a
document set which is larger than or equal to the document sets for any of
the terms. Any number of terms with a combination of different operators
(AND, OR or NOT) can be used to formulate a query.

Being a simple model based on set theory, it has several drawbacks as
well. Boolean model does not give a score to a document, so it cannot
be used in ranked retrieval systems. Partial matching is also not possible
with the Boolean model. For example, the query java AND programming AND
tips, will not retrieve documents which contain only the terms java and
programming that lacks the terms tips but documents which contain only
those two terms (java and programming) will still be useful to the user than an
empty list of results. Users will also have trouble converting their information
need in terms of boolean expressions and could simply lead to erroneous
queries.

2.1.1.2 The Vector Space Model (VSM)

Since the proposal of the VSM by Salton et al. [142] in 1975, it has been used
widely in the IR research. VSM suggests that both documents and queries
can be represented as a vector in the high dimensional Euclidean space. More
the two vectors agree on each other, greater their chances of having similar
information. In VSM, the cosine value given by the angle between the two
vectors is used as a way of measuring the query-document similarity. If the
two vectors are orthogonal, the cosine value would be 0 and if the two vectors
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are exactly the same, the cosine value would be 1. A higher cosine value
represents a higher query-document similarity.

The terms in the index are used as a reference when creating the query
and document vectors. If the size of the index vocabulary is m (index contains
m number of unique terms) query and document vectors will be of size m
as well. Let the query vector, q⃗, be represented by q⃗ = (qw1 ,qwi , ...,qwm) and
the document vector, d⃗, be represented by d⃗ = (dw1 ,dwi , ...,dwm) where each
component qwi , dwi (1 ≤ i ≤ m) is associated with an index term and qwi and
dwi are real numbers, the Cosine similarity score between q⃗ and d⃗ is given by
the following equation:

score(⃗q, d⃗) =
∑m

i=1 qwi · dwi√
∑m

i=1 qwi
2 ·

√
∑m

i=1 dwi
2

. (2.1)

VSM does not define a particular way of calculating the values of vector
components. This problem of assigning values to vectors components is
known as term weighting. A naive approach towards term weighting is to
use binary values which denote the presence or absence of a particular index
word in the document (or the query). A slightly better approach is to use
term frequency (tf ) values where rather than using a binary value, number of
occurrences of a particular term in the document is used. A problem with
using tf weighting is that it does not discriminate between noisy terms and
informative terms. For example, if a particular term appears with a high
frequency across all the documents in the collection, it is potentially a noisy
term which should be given a lesser weight yet tf gives a higher weight for
such terms. Salton et al. [142] also proposed a term weighting algorithm
which does mitigate this issue by down weighting such common and less
discriminative terms. This is called as tf-idf weighting and tf-idf of a particular
vector component, dwi , in the document d is given by the following equation:

dwi = t f (wi,d) · id f (wi) = t f (wi,d) · log
N

d f (wi)
, (2.2)

where t f (wi,d) is the number of occurrences of the term wi in the doc-
ument d, d f (wi) (where (id f (wi) = log N

d f (wi)
)) is the number of documents

wi appears and N is the total number of documents in the collection. This
is a classical term weighting algorithm that has been used widely in the IR
research.
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2.2 Personalized web search

Based on a query supplied by a user, traditional web search approaches
address the problem of finding relevant documents to the query. For this
purpose, they build an index (usually an inverted index) and use this index
to look up documents that has matching keywords in the submitted query.
This "one-size-fits-all" approach used in conventional search does not require
any information about the user who is using the system [79].

Personalized search address this limitation that a query may not reflect
users’ whole information needs and each individual has different information
needs even for the same query. Thus, it aims at providing tailored search
results to users, based on a model representing user preferences and other
background knowledge about the user. These user information can be ob-
tained explicitly by asking users about their interests (e.g., [100] allows its
users to specify what kind of information they want to see such as news,
whether, stock prices or sports scores) or implicitly from various sources such
as, query logs, click-through data, desktop data etc. Personalized web search
is a well studied problem and can mainly be divided into two categories:
content based and collaborative based [107]. Next, we discuss related research
in the personalized web search domain with regard to content-based and
collaborative-based approaches.

2.2.1 Content-based personalized web search

Content-based personalized approaches utilize the items that a user has
consumed in the past (such as the user’s search history, click through data,
bookmarks and the current working context) to build a representation of the
user which is then used to tailor search results in response to a search query
by the user. Various content-based approaches have been proposed to achieve
search personalization.

Many researchers have investigated building user profiles based on the
search history for personalization. Liu et al. [96] proposed a personalized web
search approach based on the users’ search history and the Open Directory
Project (ODP) 2 category hierarchies. Each user is associated with two kinds
of profiles: one based on the user’s search history and the other, a general

2http://dmoztools.net/
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profile based on the OPD category hierarchy. When a user submits a query,
system automatically generates a number of categories related to the user’s
query which are derived using the user’s search history. When the user
selects his/her desired categories, results are personalized using information
contained in the categories. The advantage of their proposed approach is that
user does not need to browse through a large hierarchy of categories which
is time consuming and difficult for a user to find proper paths leading to a
suitable hierarchy. Instead, system automatically detects suitable hierarchies
for a user’s query based on the user’s search history.

Raghvan and Server [133] proposed an approach to provide tailored results
to users by integrating a query base which contains past optimal queries,
corresponding retrieval outputs and relevant document sets. If the similarity
between a past query and a current query is significant, the past results
which refer to the past query are presented to the user. This they refer to
as a hit case. When no queries similar to the user’s current query exists,
it is referred to as a miss case. When that happens, the initial results are
obtained in a conventional way (by measuring query-document similarity by
applying a ranking function between the query and documents) but further
optimized using the query base. They also presented three different query-
query similarity measures for evaluating the similarity between a current
query and the queries in the query base.

Qiu and Cho [132] incorporated the history of user click data to achieve
search result personalization. They used a variation of the PageRank algo-
rithm called Topic Sensitive PageRank (TSPR) [65] which calculates multiple
Topic Sensitive PageRank values for each topic listed in the ODP 3 instead of
calculating a global value for each page which is the case with the PageRank
algorithm. For each user, a topic preference vector is created by looking at the
user’s past click history on search results as well as using the TSPR values.
Search results are ranked by first identifying the most likely topic for the
user’s query (using the user’s topic preference vector) as well as using the
TSPR values corresponding to the identified topic.

Chirita et al. [28] proposed a personalize search approach using query
expansion. When a user enters a query, additional terms are added to the
query automatically by looking at the user’s Personal Information Repository
(PIR). For building the PIR, they have used a variety of information sources

3http://dmoztools.net/
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about the user such as text documents found in the user’s computer, emails
and cached web pages. They proposed two granularity levels for finding
expansion terms through local analysis and global analysis. In local analysis,
expansion terms are found using the best hits returned from the user’s PIR for
the user’s search query, rather than from the top ranked web search results.
In the global analysis approach, all the documents in the PIR are used to
extract expansion terms.

Teevan et al. [159] also proposed an approach which creates user profiles
based on the user’s historical querying and browsing information such as
previously issued search queries and visited web pages. They also considered
other information found on the user’s computer such as documents and
emails that the user has sent and received in the past. They used a pseudo
relevance feedback based approach for re-ranking search results based on the
user’s profile. Results were evaluated by collecting searching behaviours of
15 users.

Wang and Jin [172] proposed a personalization approach using the user’s
social activities. They collect data from three types of social information
sources: blogging, social bookmarks and mutual tags. A user profile is built
and maintained for each user using these information collected and is used for
re-ranking search results. They suggest that using these public data sources
of a user has a number of advantages: information is publicly and freely
available, it does not violate user’s privacy, accurate information about the
user interests can be learned, as opposed to using private data sources such
as search histories, desktop data etc. User profiles are adaptively adjusted
by observing the user’s reactions to the search results. They evaluated their
proposed approach in an offline fashion using a dataset which contained 208
users.

Sontag et al. [151] proposed a probabilistic model for learning user
interests. Their generative model is capable of predicting the relevance of a
document to a specific user for a specific search query. Each document in the
index corresponds to a topic within the top two levels of categories in the
Open Directory Project (ODP). Some example categories are Sports, Shopping,
Health, Arts and Movies. Each user also has a topic distribution which is
derived using the user’s long-term search history. Results were evaluated
in an offline fashion using a dataset comprising search logs of the Bing Web
search engine using one word queries which also happen to be ambiguous.
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2.2.1.1 Personalization using social media data

The approaches that we discussed in the previous section use various sources
of information such as user’s browsing history, past search queries, book-
marked data, desktop data etc., when building the user profile. Use of social
media data for personalized web search is becoming popular mainly due
to the availability of data. In this section, we discuss approaches which use
social media data as a source of information.

Younus et al. [179] proposed a language modelling approach to person-
alized web search, using Twitter as a source when creating user profiles. A
language model is built incorporating the words in the user’s own tweets,
tweets from the users whom he/she mentions and retweets. This language
model is then used to re-rank search results based on the likelihood of gener-
ating a particular document from the model. They evaluated the performance
of the proposed model with a non-personalized approach based on a user
study consisting of 14 users.

Social tagging systems such as Flicker4, Instagram5, Delicious6, Stumble-
Upon7, Twitter8, LibraryThing9 etc., allows users to annotate resources using
free-form labels of their own choice called tags. For example, Flicker allows
users to annotate their own photos, Instagram allows users to annotate their
own posts, Twitter users can use hashtags to annotate tweets, LibraryThing
allows users to annotate books and in Delicious users can annotate and
bookmark interesting web pages. These tagging behaviours create a social
association between the users and resources through tags. A user who has
used a particular tag might be interested in other resources which share the
same tag. Users can also browse resources using these tags/annotations. This
idea is used in some of the research as well.

Xu et al. [177] conducted personalized search by ranking web pages in
two different ways: term matching and topic matching. Topic matching
is done with the social tagging data available in Delicious. They utilized
three properties common to social tagging systems: categorization property,
keyword property and structure property. Categorization property states that

4https://www.flickr.com/
5https://www.instagram.com/
6https://del.icio.us/
7https://www.stumbleupon.com
8http://twitter.com
9https://www.librarything.com/
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annotations for a web page somewhat represents a classification of that web
page to the category represented by that annotation. Keyword property states
that annotations can be used as effective keywords which are very close to
human generated keywords. Structure property is about the link structure
generated unconsciously by users through the process of annotating web
pages. This underlying link structures presented in social tagging systems
have been explored in other research as well [108, 176]. When a user issues a
query, term matching process considers the query-document similarities to
rank documents, irrespective of the user. Topic matching process calculates
the topical similarity between the user and documents (web pages) to generate
a ranking with respect to the user. These two rankings are aggregated using a
simple Weighted Borda-Fuse (WBF) [7] method to compute the final ranking
which is presented to the user. Results were evaluated using two datasets:
one collected from Delicious and the other collected from the Dogear tagging
system [112].

Carman et al. [23] investigated the use of tag data for evaluating personal-
ized search approaches using the social bookmarking site, Delicious. They
considered two kinds of user profiles: tag-based profiles and content-based
profiles. Tag-based profiles count the number of occurrences of tags while
the content-based profiles count the number of occurrences of terms in the
tagged web pages. Personalization is achieved by expanding the query with
most frequent words from the user profile. Results were evaluated on a
dataset crawled from Delicious containing 2000 users who had at least 30
bookmarked pages.

Vallet et al. [167] use these social tagging data (also known as folksonomies)
as a source of user interests for creating user profiles. The difference of this
approach against the earlier approaches is that, authors use tags in place of
terms when representing users and documents. They use the BM25 ranking
model when determining the similarity between a user and a document. They
evaluated the proposed approach on a generated dataset of Delicious users.

Zhou et al. [186] proposed personalized query expansion to improve
personalized search using social tag data. They use the Delicious website to
find annotations as well as web pages (only textual content is considered)
referred by those annotations. In response to a user’s query, first, an initial
list of relevant documents are retrieved, then the terms extracted from the top
ranked documents are used as expansion terms to the original query. They
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proposed a new model called the Tag-Topic model to extract expansion terms.
This selection of expansion terms were not solely based on lexical matching
but by considering the word contexts as well. Their proposed approach was
evaluated on a dataset collected from the Delicious website.

2.2.2 Collaborative-based personalized web search

When information about users who are socially connected together is used in
the user modelling process, this approach is called collaborative. The idea
behind collaborative search is that users with similar interests are likely to
share the same information needs. These approaches may still have a unique
profile for each user or will share a common profile for all the users within
the community. They address a particular research question of how group
membership information can be used to enhance the search experience of a
particular user within the group.

Collaborative approaches are widely used in recommendation systems.
Goldberg et al. [58] were the first to introduce the term collaborative filtering
which means that people collaborate to help each other to perform filtering
by recording their reactions to the items that they consume. Collaborative
filtering addresses the problem of predicting missing values in a user-item
ratings matrix.

Sugiyama et al. [153] proposed three approaches for creating user profiles
in personalized search: user profiles based on relevance feedback, user profiles
based on the pure browsing history of the user and user profiles based on
a modified version of the collaborative filtering algorithm. They evaluated
the retrieval accuracy of these approaches through a user study involving 20
users. Results showed that user profile constructed based on the modified
collaborative filtering algorithm achieved the highest accuracy.

Clickthrough data contains information about the user who submits the
query and which pages he/she clicks on. This information can be represented
as a 3-order tensor (user, query, web page) which identifies the user, user’s
query and the web pages that the user has clicked on. These three-way
data are sparse but at the same time, exhibit more complex relationships
between users, queries and web pages compared to user-item (two-way)
information used in the traditional collaborative filtering approaches. Sun et
al. [155] propose a novel approach, CubeSVD, to personalized search using
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these 3-order tensors. They perform a 3-mode analysis on these data using
the Higher-Order Singular Value Decomposition (HOSVD) [32] technique
to automatically capture the latent factors within these three-way data to
predict the missing triplets. Experimental evaluations using a real-world
dataset synthesized by crawling clickthrough data from the MSN search
engine showed that CubeSVD achieves better search results in comparison
with the baseline methods considered.

VisSearch [92] is a collaborative based web search environment which
uses association rule mining for identifying users’ browsing patterns. User’s
search results are analyzed with association rules to find interesting patterns
between the search queries and the relevant pages in the search results. The
mined meaningful patterns are then used to guide the other users. They
conducted experiments with a sample of undergraduate and postgraduate
university students. They suggested that an associated rule mining based
approach can help students finding the resources that other students who are
following the same course have already found useful.

Teevan et al. [161] did a study to combine an individual’s data with
data from other related people to enhance the performance of personalized
search. They call this idea of using group information for personalization
as "groupization". One of the key challenges here is the identification of
other related groups of people. For this, they identified different types
of groups along two axes: group longevity and the other based on how
group membership is determined. Group longevity determines whether the
people in the group are task-based (short term) or trait-based (long term).
The second axis, explores how groups are identified: implicit or explicit.
When information provided by members are directly used to determine
group membership, it is called explicit and when group membership can
be inferred it is called implicit. Their findings showed that groupization
improves personalization for some of the group types.

Smith [150] suggested that the use of search behaviour (queries submitted,
results selected and their selection frequency) for personalized search could
improve the results within a particular "search community". A search com-
munity is defined as a group of people who use a special interest web portal
or people who work at the same workplace. Given the search behaviour of a
particular community, a search matrix called hit matrix is created where each
cell in the hit matrix refers to the number of times a particular results page
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has been selected for a particular query. Search results are then personalized
based on the information in the hit matrix as well as using a generic web
search engine. A trial study was carried out with a group of employees from
a software company to show the effectiveness of the community based search.

Almeida and Almeida [6] proposed a community-aware approach to per-
sonalized search where users and their interactions are modeled as graphs
known as Session Interest-based Graphs (SIG). Nodes in the SIG represent
user sessions and edges represent the relationships between the user sessions.
Edges are weighted by the Cosine similarity between the vector represen-
tations of the sessions. HITS algorithm [55] is then used to identify the
communities in this graph. These community information and content infor-
mation are then combined using a Bayesian Belief Network for search results
re-ranking. They used a dataset collected from an online bookstore service
when evaluating their proposed approach.

2.3 Microblog search

The term microblogs refers to brief text abstracts written by a person or an
entity which can be read by zero to hundreds of thousands of people. Since
millions of microblogs are published everyday, finding relevant information
is non-trivial. As a result, this new type of media has sparked a lot of interest
for IR research. There are different microblogging platforms do exist such
as Twitter, Tumbler as well as social networking platforms such as Facebook,
Instagram etc., which has their own microblogging capabilities as "status
updates". However, among these, Twitter has become the most popular
destination for IR research due its widespread use among microbloggers as
well as since its data can be openly accessed via the Application Programming
Interfaces (APIs) that Twitter provides. Therefore, in the remainder of this
chapter, we mainly focus on related research in microblog search, in the
context of Twitter.

There are two types of microblog users who search microblogs for their
information needs [46]. First type of users ask questions that they want to
find answers to, hoping the friends in their network would answer them. The
user and information interactions taking place here are similar to email based
mailing lists or Q&A sites such as Yahoo Answers or online discussion forums
where a user asks a question and others provide discussion/answers to the
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question. Second type of users conduct searches over existing microblog
data similar to traditional ad-hoc information retrieval which is the focus of
this section. User issues a search query and the system returns documents
(microblogs) that are relevant to the user’s query based on some matching
criteria.

Although microblog search shares the same basic principles with tra-
ditional web search (presence of a user, query, an index and a matching
criteria which matches documents in the index with the user’s query), it
differs greatly from traditional web search. In microblog search, users have
different motivations and searching behaviours compared to web search.
It also imposes new technical challenges due to the inherent nature of mi-
croblogs. Teevan et al. [160] reveal that people’s motivation behind Twitter
search is finding temporally relevant information and information related to
celebrities. They find that Twitter search queries are common among many
users and tend to repeat more often than web queries. It is also common
that Twitter search is more focused towards monitoring content whereas
web search is used for finding information about a particular topic. They
suggested that information seeking behaviours in Twitter can be categorized
into three types: 1) timely information (e.g., news, trending topics, summaries
of events); 2) social information (e.g. information related to other Twitter user
and celibrities); and 3) topical information (other users’ opinions about topics
in general). Through a large-scale analysis of Twitter data, Zhao and Mei
[184] found that information needs of Twitter users are more socially driven
rather than information driven. Naveed et al. [119] address two challenges in
microblog search: 1) sparsity is inherent to microblog documents as a result
of the technical constraints imposed on the message length, resulting in a
problem of discriminating terms within search results; 2) some tweets aim to
support social interactions or express emotions rather than to communicate
information. This nature makes tweets are of less interest to a user with a
concrete information need.

Despite these challenges of working with short text document such as
tweets, there are research which aim at improving the search experience
of users in Twitter. These approaches are based on query-tweet relevance
and the information about the user issuing the query is not considered
in the search results ranking process. TweetMotif [124] groups tweets by
frequent significant terms into topics and allows users to explore topics
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(a) TweetMotif

(b) Eddi

Fig. 2.2 Layouts of TweetMotif [124] and Eddi [13]. These two column layouts
are common with faceted search where left column represents themes and
the right column represents documents related to the selected theme.

of their interest. For identifying topics they used a language modelling
approach using unigram, bigram and trigram features. Twitter streams
contain a lot of duplicate messages coming from retweets, bots repeating the
same tweet such as advertisements, spam, news feeds, whether reports etc.
When grouping tweets by topics they also identified near-duplicate tweets
through a pairwise comparison of tweets using the Jaccard similarity. Eddi
[13] is another interactive topic based browsing interface for Twitter which
groups tweets by trending topics within the user’s own timeline. It identifies
popular terms in the tweets as potential topics and combines related tweets
together into conversations using these topics. Both TweetMotif and Eddi
are inspired by faceted search which allows users to search and navigate
information repositories by applying multiple filters or through semantic
categories.

Duan et al. [44] proposed a tweet ranking strategy using the content of the
tweet, account authority and tweet specific features. They considered three
content relevance features: Okapi BM25, similarity of contents and length
of the tweet. BM25 score measures the query-tweet relevance using tf-idf
weighting, similarity of contents estimates the popularity of tweets in the
corpus and the length of a tweet is measured using the number of words
in a tweet. Account authority is measured using the PageRank algorithm.
Six Twitter specific features are used which included, the presence of a URL,
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URL count, retweet count, number of hashtags, is a reply or not and the
ratio of words out of vocabulary. They used a dataset containing 20 queries
and their corresponding results labelled by human editors. Results were
evaluated using five-fold cross validation using a RankSVM [76] algorithm
with the features discussed above. They found that the length of a tweet
and information about presence of a URL in a tweet are important features
when ranking tweets. Cheng et al. [27] proposed a similar approach which
incorporated temporal features as well. They also used LambdaMART [175],
a listwise learning to rank approach alongside RankSVM during the training
process.

Given a user’s keyword query, Efron [45] proposed an approach which
returns a ranked list of relevant hashtags. They mention that finding useful
hashtags have several use cases such as, it allows users to find interesting
hashtags that they can follow, can be used as a way of clustering results by
their associated hashtags and also these retrieved hashtags can be used for
query expansion. A language model is trained for each unique hashtag in
the dataset using the tweets which contain that particular hashtag which is
later used for ranking hashtags. Results were evaluated using a tweet dataset
containing 29 queries and their corresponding relevant tweets which were
labelled using human annotators.

Lau et al. [86] proposed an approach to find relevant tweets based on top-
ical features as well as query expansion through pseudo-relevance feedback.
First, tweets are indexed using term features as well as topical features such
as named entities. When a user submits a query, an initial list of tweets are
retrieved using the index. From this initial result list, all the terms in the top
ten tweets are used expand the initial query. Finally, this expanded query is
used to retrieve the final result list.

Twinder [156] analyzes various features to determine the relevance of
tweets to a given query. They considered 13 different features which included
topic sensitive features (such as keyword based relatedness which is found
using query likelihood model and semantic based relatedness between query
and the tweet), syntactical features (such as length of a tweet, if the tweet
is a reply or not , if it contains a URL or a hashtag) and various semantic
contextual features. Results were evaluated on the TREC 2011 dataset using a
logistic regression to classify tweets as relevant or irrelevant to a given topic.
Since it was trained on a dataset containing 49 topics, the deployability of this
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system in a real world setting is questionable. Tao et al. [158] extended this
work by adding components for near-duplicate detection (following [157])
and result diversification.

Noro and Tokuda [123] addressed the problem of finding relevant tweets
when the query keywords do not appear in tweets but still happen to be
relevant to the query, based on the authorship information of tweets. Their
approach is based on user activities and assume that relevant tweets are
published by users with "power" in their relevant topic. They define two types
of power called "Voice" and "Impact" which indicates how much voice a user
has on the topic and how much impact a user has on the tweets of others,
respectively. Given an input query and matching results, two graphs are
created: tweet activity relation graph and follower relation graph. The Voice
and Impact scores are then calculated using these two graphs and tweets are
re-ranked based on these scores.

Luo et al. [99] consider a tweet as a combination of text blocks with each
block itself consisting of a sequence of tokens. They call these text blocks
as Twitter Building Blocks (TBBs). Combinations of these TBBs are used to
capture the structural information of tweets. For example, the following tweet,
"I like it and the soundtrack http://www.imdb.com/title/tt1414382/ #movie"
is represented as "COM URL TAG" where COM stands for a comment which
is used to express the user’s sentiment, URL for hyperlinks that point to other
web pages and TAG for hashtags which indicate the topic of the tweet. These
TBBs are automatically identified using a trained CRF (Conditional Random
Fields) classifier. A learning to rank approach as in [44], is incorporated
using RankSVM on a tagged dataset containing queries and their relevant
tweets. They showed that by combining TBB features together with other
social features can achieve even higher performance.

Massuoudi et al. [102] used a language modelling approach, tailored
to microblog characteristics for tweet retrieval. Their model is enhanced
with two groups of quality indicators: textual and microblog specific. As
microblog specific quality indicators, they used, emoticons, post length,
capitalization, and the existence of hyperlinks. They also proposed a query
expansion approach using these quality indicators where top ten candidate
terms are used to expand the original query. Their experimental results
showed that query expansion achieves the best performance when both
textual and microblog specific quality indicators are combined.
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Fig. 2.3 Tweet ecosystem consisting of users, tweets and the URLs referred to
in the tweets. Image is taken from [137].

Bandyopadhyay et al. [8] used query expansion for microblog retrieval.
They used the Google Search API (GSA) to expand the original search queries.
Original search queries are submitted to the GSA and only the titles from
the list of returned results are used for expansion. The five most frequent
n-grams (n = 1,2,3) in the titles are used for query expansion. They used the
TREC2011 tweet dataset for evaluating the results. They also experimented
with query reformulation (as opposed to query expansion) where original
query terms were removed while keeping only the n-grams that obtained
earlier. Their results showed that query expansion and reformulation using
external resources can significantly improve retrieval performance.

Jiang et al. [74] use hashtags and URLs to expand tweets. A tweet is ex-
panded by appending a short representation of the hashtags it contains. Most
frequent terms that co-occur with a hashtag are considered as representative
words of that hashtag. Tweets with URLs are also expanded following the
same approach. For a given query, they follow a two step ranking process.
First ranking is based on the content similarity and tweet recency information.
The second ranking uses the top tweets resulted from the first ranking. The
second ranking is computed as a weighted sum over features such as user
popularity, URL popularity, tweet popularity, and user authoritative score.
In their experimental results evaluated on the TREC2011 dataset, they no-
ticed that tweet expansion was not that beneficial and can even harm the
performance sometimes.

RAPRop [137] combines two measures of relevance and trustworthiness
of a tweet. The first measure, feature score, measures the trustworthiness of



2.3 Microblog search 33

the source of the tweet. To calculate the feature score of a tweet, they model
the entire tweet ecosystem as a three layer graph (as shown in Figure 2.3)
consisting of users, tweets and the URLs referred to in the tweets. Trust-
worthiness of a user is calculated from the user profile information such as
follower/followee count, time since the profile was created, total number of
tweets etc. Trustworthiness of a tweet is determined using the number of
hashtags, number of retweets etc. URL trustworthiness is measured using
the PageRank scores. The second measure, agreement analysis, estimates the
trustworthiness of the content of a tweet. They evaluated RAPRop using the
TREC2011 dataset and showed that RAPRop improves the P@30 scores by
300% over the current Twitter search.

Nagmoti et al. [118] define two ranking measures for ranking the authors
of tweets and then use those two measures for ranking tweets, in combination
with other tweet specific features. Author ranking measure assigns a score for
the tweet authors. First measure is based on the number of tweets published
by an author. The second measure is based on the followers/followee count
and is based on the idea that if an author is producing useful content, many
people will follow him/her naturally. Tweets can then be simply re-ranked
based on the author scores of the tweets in the initial search results list.
They also incorporated two other tweet specific features into this re-ranking
formula: length of a tweet and the presence of a URL in the tweet. Their
experimental results using a labelled dataset showed that the second measure
which is based on the follower/followee count performs better than the first
measure which is solely based on the number of tweets published by an
author. Results also showed that the length of a tweet is still a good indication
of the informativeness of tweets despite they very being very short.

2.3.0.1 Diversified microblog search

Diversified search in microblogs addresses the problem of covering different
aspects related to the user’s search query. It is a results refining process
where a subset of documents are presented to the user from the initial
search results. These results are still relevant to the query while at the same
time, contains heterogeneous information. This is usually done using a dis-
similarity function which calculates the dis-similarity between the content
of the documents in the initial search results. A subset of documents which
maximizes the dis-similarity are presented to the user as the diversified search
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results. Diversification adds serendipity into search results which is defined
as the act of seeing information unexpectedly.

Ozsoy et al. [128] studied how different techniques in text summarisation
as well as techniques used in web search results diversification can be adopted
in diversifying tweet search. When applying text summarisation techniques
onto tweets, they considered each tweet as a single sentence. For tweet ranking
and diversification, they used query-tweet and tweet-tweet similarities.

Koniaris et al. [83] diversify tweet search based on seven microblog
specific attributes: sentiment, named entities, location, time, readability, social
influence and tweet content. For example, sentiment is a three class feature
where each class is measured in a scale of [0 . . . 4] and readability is measured
using the Flesch Reading Ease10 which produces a numerical score for the post.
For each post, a distinct vector is created with each dimension representing
the aforementioned seven attributes. Diversity score between two posts is
initially calculated for each individual dimension and their weighted sum
is calculated as the final diversity score. Search results are finally re-ranked
based on this post-post diversity score and the query-post similarity score.

Onal et al. [126] proposed a K-Nearest Neighbours (KNN) expansion
method for expanding queries and tweets for results diversification. They
used two external knowledge bases for finding terms to expand: (i) word
embeddings and (ii) ConceptNet. In the word embeddings based approach,
semantically similar words are identified based on the Cosine similarity be-
tween two word embeddings and most similar words are used for expansion.
They used the GloVe algorithm for obtaining word embeddings trained on a
corpus of 6 billion tokens. In the second approach, ConceptNet API is used
to find most similar concepts to a given concept which are considered as
expansion terms. Their experimental results suggested that word embeddings
based approach is as good as the ConceptNet based approach, of which the
construction requires considerable human effort whereas the former, can be
generated automatically.

2.3.1 Personalized microblog search

Although Twitter search has been studied to a certain extent, there is only a
very little work done in the domain of personalized Twitter search. There

10https://simple.wikipedia.org/wiki/Flesch_Reading_Ease
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has been some work done in studying personalized tweet re-ranking [49, 183,
94]. Feng et al. [49] re-rank the tweets in a user’s timeline based on their
probability of being retweeted. Zhao et al. [183] uses WeMedia accounts a
particular user is following to infer user’s interests and these information is
used for tweet re-ranking. But the notion of a search query is not present in
these work which is the focus of this thesis.

Duan [43] proposed a content-based approach to personalized search in
Twitter through results re-ranking. User’s original search query is used to
query the Twitter search engine and these results are re-ranked based on the
similarity between the tweets and the user’s profile. For modelling users and
tweets, they considered term based features as well as entity based features.
Cosine similarity function is then applied between the user’s profile and
individual tweets for re-ranking tweets. Results are re-ranked in descending
order where tweets with the highest similarity scores are ranked at the top.

Zhu et al. [187] proposed a real-time personalized approach using rule
filters. User profile is defined as a set of boolean rules and only the tweets
that match these rules are considered further while the rest of the tweets are
dropped directly. A similarity score is calculated between the query and the
tweets that go pass the user profile, in order to re-rank tweets. They also
expand the tweets by querying the keywords in a tweet with an external
search engine. Results are evaluated based on a sample of tweets collected
from the Twitter API, but the specific details of how queries are selected and
how the ground truth results for a user’s query are derived is not clear in the
paper.

Several approaches towards search results personalization utilizing the
user’s social networking graph do exist. Choche et al. [29] proposed an
approach to personalized search in Twitter by considering a user’s social net-
work relationships when re-ranking tweets. They consider three factors when
evaluating the relevance of a tweet to a user’s query: personalization factor,
temporal significance factor and the author influence factor. Personalization
factor determines the strength of the social network relationship between the
tweet’s author and the user issuing the query. Temporal significance factor
captures the temporal relevance of a tweet to a query. Author influence factor
measures the social influence of a tweet’s author. However the paper lacks
any experimental details or evaluation comparing their proposed approach
with other baselines.



36 Literature Survey

Ushiama and Tolminaga [166] proposed a collaborative based personalized
item ranking approach using Twitter. User first has to specify the item (e.g.,
name of a book, CD or a movie) he/she likes. Then through the help of the
Twitter Search API, they find similar users (called supporters) who share the
same item. For each supporter, they retrieve their most recent 1000 tweets
and estimates a personalized ranking score based on similarities between
the supporters and the user. Their assumption is that, relevance of an item
to the user is high when that item has many supporters who are highly
similar to the user. However, this approach can become quickly inefficient as
it requires processing the past tweets of each and every supporter. The rate
of false negative results can also be high when the supporters’ recent tweets
are not similar to the original user when, in fact, tweets which contain the
user specified item are highly relevant.

Vosecky et al. [169] proposed a model which exploits the user’s social
connections, for delivering personalized content in response to a user’s search
query. They distinguish different kinds of information that exist in the user’s
past tweets, into topics. They propose a novel user model, referred to as the
topic-specific user language model which uses LDA to model both user and
his/her friends. A global topic model which is trained on a large corpus of
tweets is used when modelling users. Since different friends have different
influences on the user, a weight is assigned to each friend, composed of
four factors: popularity, affinity, interaction and topic bias. Jiang et al. [75]
proposed a similar model using a variation of the LDA model called author-
topic model [140]. In general, this approach has several limitations. The
use of a globally trained topic model for inferring topics of the users can
lead to problems when the vocabulary used to train the global topic model
cannot describe the topics that the user is interested in. Also, due to the topic
inferring process, each user will have the same number of topics which is
equivalent to the number of topics used to train the global model. But in
reality individual users may have varying number of topics that they are
interested in. We address these limitations in our work.

2.4 Conclusions

We started this chapter with an introduction to Information Retrieval (IR). We
discussed how IR systems can be categorized and the basic steps involved in
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a typical IR process. We also discussed several IR modelling techniques in
detail. Following that, a review of existing approaches in the personalized
web search domain was presented. There we discussed about content-based
and collaborative-based approaches. Finally, we reviewed the literature on
microblog search as well as the personalized microblog search. The literature
we have reviewed here indicates that although there has been some work
done in the microblog search domain, personalized microblog search is still
at its infancy level. In order to fill this gap, in this thesis, we investigate how
some of the cutting edge technologies used in natural language processing
and text mining domains can be incorporated into personalized search in
microblogs, in the context of Twitter. The next chapters discuss about our
proposed approaches for personalized search in detail as well as the proposed
evaluation methodologies.





Chapter 3

New Approaches for Evaluating
Personalized Search

3.1 Introduction

This chapter presents our proposed evaluation methodologies for personal-
ized search in the microblog domain. Although evaluation is not exactly a
part of the personalization process, it plays a vital role since it provides a
platform for comparing different personalization approaches. Evaluation, in
the context of IR has two aspects: system-focused evaluation and user-focused
evaluation. System-focused evaluation is concerned with things such as the
efficiency (how fast the system can retrieve personalized results, given a user’s
query) and the usability (look-and-feel and the ease-of-use) of the system.
User-focused evaluation, which is also the focus of this chapter, is concerned
with the retrieval effectiveness (how much a user is satisfied with the results
returned) measured with different qualitative and quantitative metrics.

There are two user-focused evaluation approaches used in the personalized
search domain: user studies based evaluation and offline evaluation [54]. In
user studies based evaluation, a certain number of users are asked to use
a particular system over a period of time and their feedback is used as a
way of evaluating the retrieval effectiveness. In offline evaluation, a dataset
containing the user, query and user’s relevance judgement information is used.
Offline evaluation is becoming a widespread choice as it can be conducted
at a lower cost, is easily scalable and experiments can be repeated easily by
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tweaking parameters which makes it easier to test a wide range of algorithms
and parameters efficiently.

Search query logs from web search engines and users’ bookmarking data
have been used as a source of evaluating personalized search approaches in
the web domain. In the microblog domain, there exists benchmark datasets
from TREC1 which contain query-tweet relevance information. Although
these datasets have been used for evaluating research related to tweet rank-
ing [74, 86, 115], they cannot be used for evaluating personalized search
approaches as they lack user information, which is an essential aspect of
personalized search. Therefore, in this thesis we propose two offline eval-
uation approaches which can be used for evaluating personalized search
approaches in microblogging environments such as Twitter. We discuss these
two approaches in detail in the upcoming sections.

The rest of the chapter is organized as follows. In Section 3.2, we discuss
user studies based and offline evaluation approaches that have been used in
the literature. Section 3.3 provides details regarding our proposed evaluation
approaches. Section 3.4 presents the evaluation metrics used: P@k, average
precision and reciprocal rank. In Section 3.5, we discuss PTSE, a web based
system that we have implemented incorporating all the different personaliza-
tion approaches proposed in this thesis. Finally, in Section 3.6, we draw the
overall conclusions of this chapter.

3.2 User studies based and offline evaluation

This section presents different evaluation methodologies used in the person-
alized search literature. Existing evaluation methodologies can be divided
mainly into two categories (Figure 3.1):

1. User studies.

2. Offline evaluation.

We discuss them in more detail below. We pay more attention towards offline
evaluation methods as the approaches we propose in this thesis are offline
evaluation approaches.

1http://trec.nist.gov/
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Fig. 3.1 Overview of evaluation approaches used in personalized information
retrieval.

3.2.1 User studies based evaluation

In user studies based evaluation (also referred to as online evaluation), a
certain number of users are asked to use a system and their feedback is used
for evaluation. The retrieval effectiveness can be evaluated either qualita-
tively or quantitatively. In qualitative based evaluation, user satisfaction is
measured using questionnaires or interviews which cover how accurate the
user thinks the model was able to identify their interests and weigh them. In
quantitative evaluation, first, each participant is required to issue a certain
number of queries and then determine the relevance of documents in the
search results (relevance can be simply a binary decision - relevant or not -
or can be measured using a multi-valued scale), while the system records
their actions. Then the retrieval effectiveness is measured in a number of
ways using well known metrics within the IR community. Some of the most
commonly used metrics are as follows: (i) Precision, which is the number
relevant documents retrieved over the total number of retrieved documents;
(ii) Recall, which is the number of relevant documents retrieved over the
total number of known relevant documents in the document collection; (iii)
F-Measure, which is the weighted harmonic mean of precision and recall; (iv)
Precision@K, measures the fraction of relevant documents retrieved within
the top K retrieved documents; (v) Recall@K, measures the fraction of relevant
documents retrieved within the top K documents over the total number of
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known relevant documents in the document collection; (vi) Mean Average
Precision (MAP), which is a single-valued metric that serves as an overall
figure for directly comparing different retrieval systems. It is the average
Precision at K values computed after each relevant document has been re-
trieved for a query, where the mean of all these averages is calculated across
all the test queries; (vii) Reciprocal Rank (RR), measures how quickly the
first relevant result is retrieved; (viii) Normalised discounted Cumulative
Gain (NDCG), which is s a precision metric that is designed for experiments
where documents are judged using a non-binary relevance scale (e.g. highly
relevant, relevant, or not relevant). It gives higher scores for more relevant
documents being ranked higher in the ranked list of results.

Online evaluation is expensive and time consuming [172, 177] and also
has other drawbacks such as constraints on the number and the types of
test queries as well as the number of participants. Given these constraints,
the evaluation process does not reflect a participant’s natural browsing and
searching behaviour which could affect the final results [42, 104, 177].

3.2.2 Offline evaluation

Offline evaluation (also known as formal evaluation) is based on publicly
available or specifically designed datasets which contain information about
the user and their relevance judgements. Offline evaluation is always quan-
titative and is usually measured using one, or a combination of evaluation
metrics that were discussed earlier. Offline evaluation has several advantages
compared to online evaluation: it can be performed at a low cost, is scalable,
results are easily reproducible and experiments can be repeated as many
times tweaking different parameters. In fact, in a recent survey comparing
17 different social IR approaches (selected based on their popularity and the
published conference), found that about 70% of approaches involve an offline
evaluation [17]. We identify three important features that should contain in
an offline evaluation dataset: user information, search queries and user’s
relevance judgements with respect to queries. Next we discuss two data
sources that are used widely in the web domain for offline evaluation.

Click-through data recorded in query logs from live web search engines
is used widely for evaluating personalized IR approaches [155, 42, 41] as
they contain information about the user, queries and the user’s relevance
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Fig. 3.2 Example entry in a query log. Image is taken from [42].

judgements. Query log based evaluation is based on the assumption that
user clicks reflect user’s relevance judgements. Figure 3.2 shows an entry in
an example query log. Each user is identified with "Cookie GUID" which
remains unchanged as long as the cookie is not deleted from the user’s
machine. Sessions are identified using "Browser GUID" which is an identifier
generated when the user opens the browser and expires when the browser
is closed. For the user’s query ("Query String") it shows the click-through
data which includes the URLs clicked by the user and their positions in the
search results list. Dou et al. [42] use click-through information in these
query log entries when evaluating their proposed personalized IR approach
as follows. For a given user and a query, search results are first downloaded
for that particular query from the Windows Live search engine. Results are
then re-ranked using different personalization algorithms. Personalization
algorithms are then compared by looking at how user clicked URLs are re-
ranked in the search results. User clicked URLs in the query logs are used
as the ground truth. From all the user clicked URLs, a certain percentage is
used for building the user’s profile.

Introduction of social bookmarking and online tagging services such as
del.icio.us2, LibraryThing3, StumbleUpon4, allows users to store and share
their favourite content using tags. Researchers have used these tag data as a
source of evaluating personalized search in an offline way [177, 172, 186, 23,
167, 112]. Similar to the query log approach, tag based evaluation is based
on the assumption that user’s tagging actions reflect their personal relevance
judgements: if the user u, assigns a tag tag1 to a particular web page, then
u must consider that particular web page as relevant whenever u submits
the tag1 as a query. A disadvantage of this approach is the false negatives

2https://del.icio.us
3https://librarything.com
4https://www.stumbleupon.com
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which means that a lack of an annotation does not necessarily mean that
the page is irrelevant to the user. However this is a common issue with the
previous evaluation method as well [177]. A common attribute of the query
log based and the tag based approaches, which are widely used in the web
personalization domain, is that a user’s past actions are used as the ground
truth. This is an inherent characteristic of offline evaluation, although one
can argue that a user may not be interested in his/her own documents when
making a search. Our proposed offline evaluation methodologies in this thesis
are highly related to the tag based evaluation.

3.3 Proposed evaluation methodologies

In this section, we discuss the offline evaluation methodologies that we
propose in this thesis. In the microblogging domain or more specifically, in the
Twitter domain, researchers have used TREC5 datasets for evaluating various
IR approaches. TREC datasets contain labelled tweets in different topics.
Although they are suited for IR research, cannot be used in personalized IR
research as they lack information about the user. Thus, we propose two novel
approaches that can be used for evaluating personalized IR approaches in
Twitter. Our first evaluation approach is based on Twitter list combinations
and the second approach is based on hashtags. We discuss them in more
detail in the following sections.

3.3.1 List combinations based evaluation

A Twitter list is a manually curated list of users with a particular topic of
interest in common. For example, a list named "politics" may have users who
are interested in the news in political domain while a list named "photogra-
phy" may have users who are interested in photography related things. Lists
can be used as very strong indicators of topical homophily (tendency that
users in a social network linked to other users who are similar to them) in
Twitter [78]. In fact, this idea of topical homophily in Twitter lists has been
utilized by some of the recent research such as [135] and [30] as well.

Our first evaluation method is directly based on Twitter lists. We make
the assumption that, a list is composed of users who share the same interests

5http://trec.nist.gov/
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and if a user who is a member of a particular list was to make a search,
matching tweets (tweets that contain query word/s) by users in the same list
are relevant. For example, in our experiments, if a user who is a member of
the "photography" list initiates a search with a particular query, we consider
matching tweets by users (including the original user who initiated the search)
in the "photography" list as relevant to the original user who initiated the
search. Based on this assumption, we generate the ground truth results for
the search queries used in our experiments.

List	1	 List	2	 List	
(nl-1)	

List	nl

List	Combination

nq
queries

nq most	
frequent	words	

in	the	list	
combination

Fig. 3.3 Selecting queries in the list combinations based evaluation.

Selecting queries: we focus on ambiguous queries in the sense that the
tweets associated with the query relate to different topics and hence, would
come from different lists. Thus, we generate a list of terms that are equally
likely to be on several lists, as search queries. In order to do this, we first select
nl list combinations and for each list in the list combination, we combine all
the tweets by all the members of that particular list. After pre-processing
the tweets, resulting words/terms are then sorted based on the frequency of
words appearing in a particular list. Next, the top nq highest frequent words
common across the lists in the list combination are selected as queries (Figure
3.3). This results in nq queries for a given list combination. Next, we discuss
how interested users are selected for these queries.

Selecting users: for each of the nq queries and for each of the nl lists in
the list combination, we take the top nu users based on the frequency of that
query term appearing in the user’s tweets. This is based on the assumption
that users who mention that query term more often in their tweets are better
candidates than those who do not. This results in nq number of queries for a
given list combination and nu × nl users who are interested in that particular
query where nu number of users coming from each of the nl lists in the list
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Fig. 3.4 Selecting users in the list combinations based evaluation.

combination. This process of selecting users for a particular list combination
is illustrated in Figure 3.4.

Evaluation: here we discuss how results are evaluated for a given query,
q, belongs to a particular list combination and for a given user u (out of
nu × nl users), interested in that particular query. An important distinction
to be made here is that when a user does a search on Twitter, all the tweets
in the search results list contain the user’s query term. In order to simulate
this, we create a list of tweets called search list (SR) where every tweet in SR
contain the query and is used in the evaluation process. We create SR by
adding x% of tweets which contain q from all the nu × nl users interested
in q. Next, when u makes a search with q, matching tweets (in SR) by the
user itself and other users who belong to the same list (altogether nu users)
are considered relevant for the user who initiated the search. The rest of the
tweets are considered irrelevant. We evaluate the results by comparing how
different personalization approaches re-rank these tweets.

3.3.2 Hashtag based evaluation

Second evaluation method is based on hashtags. Hashtags in Twitter are
used by users when writing a tweet to provide topical context for the tweet.
For this reason, hashtags are used frequently as search queries and in fact,
in a recent study, Teevan et al. [162] showed that 21.28% queries in Twitter
contained a hashtag. User’s own hashtags give a good indication of the
topics that the user is interested in. In this evaluation method, we use user’s
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own hashtags as queries to the system. We assume that, when a user does
a search with a particular hashtag, his/her own tweets which contain that
particular hashtag are relevant to the user. This assumption is very similar
to the assumption used in tag based evaluation that was discussed in the
Section 3.2.2.

a	user	has	
mentioned	that	
hashtag at	least	a

times
in	his/her	tweets

IF AND

This	hashtag
and	

corresponding	
users	are	
selected

at	least	b
users	using	
the	hashtag

Fig. 3.5 Selecting queries and users in the hashtag based evaluation.

Selecting queries and users: we select only the hashtags which satisfies
a certain criteria as queries, in order to make sure that we do not consider
spam hashtags. This criteria also makes sure that these hashtags are accepted
among many users which make them better candidates as queries. Query
selection criteria is as follows. For each unique hashtag appears in the tweet
corpus, we first select hashtags where there is at least a single user who has
mentioned it at least a times. Next, from these hashtags, we consider only
the hashtags where there are at least b users who have used that hashtag.
Finally, these resulting hashtags are considered as the search queries and
corresponding users are considered as the users interested in that particular
query. This process is illustrated in Figure 3.5.

Evaluation: for a given user, u and a given query, q, we add x% of user’s
tweets which contain q to SR. Tweets that contain q from other b users are
also added to SR. When user u initiates a search with q, matching tweets by
only the user itself are considered as relevant. We evaluate the results by
comparing how different personalization approaches re-rank tweets, similar
to the list combinations based approach.
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3.4 Evaluation metrics

In this section we discuss the metrics that we used throughout the thesis
to evaluate our results. Given a query with corresponding relevant and
non-relevant documents, the goal of an evaluation metric is to give a score
to a particular ranking of relevant/non-relevant documents, with regard to
the query. Metrics used to evaluate IR systems can be categorized into two
types: set retrieval measures and ranked retrieval measures. When the results
are unordered, or when we are not interested in the position of the relevant
and non-relevant documents, set retrieval measures such as precision and
recall are used. When the ranking of individual documents in the results
list are important, ranked retrieval measures are used as they do consider
the position of the relevant and non-relevant documents. We evaluate our
results using three metrics that have been widely used in the literature to
evaluate personalized systems: Precision@k (P@k), Average Precision (AP)
and Reciprocal Rank (RR). Below we discuss them in more detail.

3.4.1 Precision@k (P@k)

Oftentimes users do not have the time and patience to go through all the
documents in the results list to find the ones they are interested in. They
are usually interested only in the top k number of results. It is shown
experimentally that users often do not look beyond the first page of results
in a typical web search [18, 148, 72]. P@k measure considers only the top
k documents in the results list and is defined as the fraction of documents
that are relevant in the top k positions. This is a widely used measure for
evaluating IR systems. We define this formally in the equation 3.1 below:

P@k =
1
k

k

∑
i=1

isRel(ti), (3.1)

where the binary function isRel(ti) is defined as,

isRel(ti) =

1 if the tweet t at the ith rank is relevant

0 otherwise.

P@k will always be a value between [0,1]. P@k is a set based evaluation
metric which does not consider the rank of relevant documents. For example,
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if we have two rankings where both have only one relevant document within
the top 10 positions, and if the first ranking ranks the relevant document at
the 1st rank while the other ranks it at 10th rank, P@10 would still be 0.1 for
both of the rankings although the first ranking is preferred. Because of this,
P@k is often used in conjunction with some other measures.

3.4.2 Average Precision (AP)

Unlike P@k, Average Precision (AP) is a ranked based metric which considers
the position of the relevant documents and is often used as an indicator for
evaluating ranked outputs in IR applications. AP is defined as "the mean of
the precision scores obtained after each relevant document is retrieved, using
zero as the precision for relevant documents that are not retrieved [20]". Let,
SR =< t1, .., t|SR| > be the list of documents returned for a particular query q,
where |SR| is the total number of documents in SR. We calculate the AP for
q using the following equation:

APq =
1
|R|

|SR|

∑
i=1,isRel(ti)=1

P@i, (3.2)

where |R| is the total number of relevant documents returned for that
query. Similar to P@k, AP also takes a value between [0,1].

In traditional IR systems evaluation, usually more than one query is
involved. When the AP of several queries are averaged, the resulting metric
is known as MAP (Mean Average Precision). MAP is widely used to compare
different techniques as a single value summary of a run over a set of queries.

3.4.3 Reciprocal Rank (RR)

Reciprocal Rank (RR) captures how early we get relevant results in the ranking.
RR of a particular query q, is defined as,

RRq =
1

rank1
, (3.3)

where rank1 is the rank of the first relevant document. If the very first
document in the result list is relevant, RR would be 1 and as the position of
the first relevant document goes down the list, RR gets lower. Thus, high
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values of RR is always preferred. Value of the RR would always be (0, 1]
assuming at least a single relevant document appears in the results list.

3.5 PTSE: Personalized Twitter Search Engine

In this section, we discuss the details of the web based system - PTSE (Per-
sonalized Twitter Search Engine) - that we developed incorporating all the
personalization approaches proposed in the thesis. We have implemented
PTSE as a web service. PTSE allows users to log in to our system and conduct
searches as they wish. It is developed using JSP/Servlet technologies with
the help of JavaScript/jQuery for the development of front end functionalities.
Next, we discuss the system architecture of PTSE in detail.

3.5.1 System architecture

PTSE consists of five main modules as shown in the Figure 3.6 namely, (1)
Twitter OAuth, (2) Tweet Scrapper, (3) Pre-processor, (4) User Modeller, and
(5) Re-ranker. Next, we explain the functionalities of each of these modules.

Twitter OAuth: allows a user to login to PTSE using his/her Twitter
account. Once the user authorizes PTSE to issue authenticated requests
on behalf of the user, user will be redirected back to the PTSE homepage.
Twitter4j6, a Java based library is used to make these API requests.

Tweet Scrapper: is responsible for doing two things. It downloads user’s
past tweets, upto a maximum of 32007 after he/she has singed in. It also uses
the the Twitter Search API 8 do retrieve generic search results for the user’s
search query. Downloaded user’s tweets as well as generic search results are
stored in the file system which will be used by other modules.

Pre-processor: tweets are inherently noisy which contains a plethora of
slang terms, non ASCII characters, user mentions and various other forms of
uninformative text. This module handles these noisy tweets. It applies the pre-
processing steps that are discussed in the Section 4.4.2.2 of Chapter 4. It also
filters tweets with less than three words which turn out to be uninformative.
Finally, pre-processed tweets are written back to the file system.

6http://twitter4j.org/en/
7A limitation imposed by the API
8https://dev.twitter.com/rest/public/search
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Fig. 3.6 System architecture of PTSE.
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User Modeller: implements our proposed user modelling approaches
that are discussed under Chapter 4, Chapter 5 and Chapter 6. This module
operates on the tweets pre-processed by the previous module, Pre-processor.
A user is given the option of selecting the personalization approach - TMBA,
PWEBA, CGMST1, CGMST2 - according to their preference. Although cur-
rently we have implemented only the PWEBA approach, other approaches
will also be implemented as our future work. With regard to PWEBA, this
module trains a neural network language model on the user’s past tweets
and creates the user profile as discussed in the Chapter 5.

Re-ranker: together with the User Modeler achieves search result per-
sonalization. It takes the generic search results given by the Twitter Search
API for the user’s query and re-ranks them with the help of the user model
using a similarity function. Cosine similarity function is used as the default
similarity function in PTSE. Details regarding the re-ranking process used in
individual personalization approaches are discussed in their corresponding
chapters. Finally, this re-ranked list of tweets which are personalized, is
presented to the user.

3.5.2 Example user session

Figure 3.7 shows an example user session with PTSE. Numbering individual
subfigures from top to bottom, first figure shows the home screen of PTSE
which a user sees first whenever they access PTSE. Second figure shows a
screen shot of the user login process which allows a user to login to PTSE
using their Twitter account. Third figure shows what a user sees after the
login process. This interface allows a user to submit their search queries to
the system. Finally, the fourth and the fifth figures show the search results
for the user entered query. A user can see the tweet text, time created and the
similarity score between the tweet and the user’s profile. Users can select the
tweets that they find relevant by clicking on the "IsRel" checkbox where these
information are recorded by the system and are written to the file system.
User has the opportunity to switch between personalized search results and
non-personalized search results by clicking on the "Scores" or "Time Created"
buttons respectively. When clicked on the "Scores" button tweets that are
most relevant to the user profile are displayed at the top while when clicked
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Fig. 3.7 An example user session with PTSE.

on the "Time Created" button, most recent tweets are displayed at the top
which is similar to how tweets are displayed in Twitter.

This example shows personalized and non-personalized search results
returned for the query "#sony" for a particular user. Given that this particular
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user is more interested in Sony cameras and photography as suggested by
some of his past tweets such as "@Sony so silent about the successor of #alpha
#a6000 #mirrorless?" and "WikiLeaks’ Sony Docs: A7r II, A6000 II, and RX
Cameras Coming! #sony #a6000 #mirrorless", user gets many tweets related
to cameras and photography at the top (such as "#Camera #Sony #a7rii Lens
#Canon 24-70mm Mode Manual Shutter Speed 1/1000 Sec...", "Sony A7 & #video
shooters in #YYJ, we have full frame...", "Our #Canon FD to #Sony E-mount lens
adapter lets you use beautiful retro Canon FD glass...") when the results are
personalized whereas the generic results given by Twitter tend to be mostly
related to the Sony’s gaming brand, PlayStation (such as "Bethesda Reveals
Prey’s Gameplay in New Trailer: Brief but Awesome...", "In Prey, every inanimate
object is probably trying to kill you - Polygon...", "Overwatch Becomes the Fastest
Selling PC Game of All Time..").

3.6 Conclusions

This chapter discussed the evaluation methodologies used in personalized
information retrieval domain in two categories: user study based evaluation
and offline evaluation. In user study based evaluation, users are asked to use
a system and their feedback is used to evaluate the retrieval effectiveness of
the proposed algorithms. Offline evaluation employs a publicly available or
a specifically built data set which contains user information, query and the
user’s relevance judgements. Offline evaluation is becoming a popular desti-
nation for evaluating personalized information retrieval due to its benefits
over the user studies based approach. We also discussed two widely used
offline evaluation methodologies in the web domain: search log based and
tag based evaluation.

Next, we discussed our proposed offline evaluation approaches in this
thesis which are based on Twitter list combinations and hashtags. Twitter list
combinations based approach is based on the assumption that when a user
who is a member of a particular list initiates a search, the resulting tweets that
belong to the members of the same list are relevant to the original user who
initiated the search. Hashtag based approach is based on the assumption that
when a user initiates a search with a particular hashtag as a query, user’s own
tweets which contain that particular hashtag are relevant. We also defined the
evaluation metrics used throughout the thesis: Precision@k, Average Precision
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and the Reciprocal Rank. Finally, we discussed the implementation details
of PTSE, a web based system which allows users to login with their Twitter
handle and make use of our proposed personalization approaches.





Chapter 4

Enhancing Personalized Search
Using Topic Models

4.1 Introduction

In this chapter, we propose a novel approach towards personalized search
in Twitter using topic models. A user may post content in a diverse range
of topics such as "computing", "photography", "sports", "finance", etc. By
identifying these different topics that a user is interested in and by organizing
a user’s content based on the topics, one could improve the personalization
process since it helps disambiguating the user’s queries. Topic modelling
algorithms have gained much success recently for this task of identifying
topics. However, applying topic modelling algorithms directly on short text
documents such as tweets is shown to give poor results. Various tweet pool-
ing/grouping schemes are used as a way of enriching information contained
in these short documents and as a result, improving the quality of the topics
discovered. Our proposed approach to personalized search in this chapter
consists of two stages. In stage one, we discuss how topic modelling algo-
rithms can be improved via tweet pooling and propose a novel tweet pooling
scheme based on named entities and word collocations. In stage two, we
use the tweet pooling scheme developed in stage one to propose a novel
approach to personalized search using topic models. Our proposed approach
also selects the best number of topics dynamically when learning models on
the user.
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There are different approaches being used to find topics given a collec-
tion of documents, such as, keyword based ranking approaches, clustering
approaches or probabilistic Topic Modelling (TM) approaches. Among them
TM approaches are becoming more and more popular within the research
community for this task. TM is a text mining technique which is used to
uncover hidden topics from a collection of documents. A topic is identified
by a set of words which co-occurs frequently in the dataset. These models
assume a generative process when writing a document and also ignore the
ordering of words in a document and thus is sometimes referred to as bag-of-
words models. TM algorithms such as Latent Dirichlet Allocation (LDA) [16],
have been used on large collections of documents to find topics and has been
shown to give promising results. Newman et al. [122] applied LDA to news
articles, Wang & Blei [171] applied topic modelling to scientific papers, Liu et
al. [98] applied LDA to blogs to find topics in them. Barua et al. [10] applied
LDA to analyse the textual content of Stack Overflow1 discussions.

But research has shown that LDA does not perform well when the input
documents are short in length such as tweets [181] or query logs [14]. The
reason is that, when the input documents are short, they do not contain
enough co-occurrence statistics within documents to find meaningful topics.
This is also known as the word sparsity problem. As a result, various pooling
schemes are used to aggregate related tweets together to form a single "pseudo
document"; such as, combining all tweets posted by the same user into a
single document [70] or grouping based on hashtags or time [106]. Hong and
Davison [70] applied LDA by considering each tweet as a single document,
combining all tweets generated by the same user and also by combining
tweets that have a particular term in common. They showed that training
TMs on aggregated tweets by users yield better results. Mehrotra et al.
[106] investigated methods to improve the topics learned from LDA through
different tweet pooling schemes. They did experiments across three datasets
by treating each tweet as a single document, pooling tweets based on the
author, burst-score wise pooling, temporal pooling as well as hashtag based
pooling. They evaluated the quality of topics using three measures - Purity,
Normalized Mutual Information (NMI) and Pointwise Mutual Information
(PMI) - and showed hashtag based pooling scheme outperforms the other
pooling schemes. There are also variations to LDA that are specifically

1http://stackoverflow.com/
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designed to work on tweets. Zhao et al. [181] introduced TwitterLDA (TLDA)
which is based on the notion that each tweet is about a single topic. They
compared topical characteristics between Twitter data and New York Times
articles using TLDA, author based pooling and unpooled scheme and showed
that TLDA finds better quality topics than LDA.

Topics can be categorized into two groups as high-level (coarse-grained)
or low-level (fine-grained) topics. A high-level topic can be explained by a set
of low-level topics. A low-level topic could be a current trend or a particular
emerging discussion in Twitter. For example, if we consider "apple" as a
high-level topic, "iphone", "macbook", "ios", "itunes" can be considered as
some related low-level topics, where each of them can be further expanded.
In the literature, topic modelling algorithms have been applied with a many
number of topics (e.g., 30, 50, 100 etc.) which will in turn lead to discovering
low-level topics [147, 180, 178, 57].

In stage one of this chapter, our aim is to use topic modelling algorithms
for finding high-level topics and for labelling tweets. For the simplicity,
we assume that the number of high-level topics in the corpus is a known
parameter (A method for automatically discovering the number of topics is
discussed in the stage two of this chapter). In achieving this, we propose
a novel approach of grouping tweets by utilizing named entities and word
collocations and a method for labelling tweets with the topic words as well as
their weights using the Cosine similarity. We evaluate the proposed scheme
against the other schemes available in the literature using LDA and TLDA.

In stage two of this chapter, we consider how topic modelling can be used
for personalizing search results. We utilize the previously proposed grouping
scheme when learning topic models on the user. When learning topic models
we dynamically select the best number of topics in the context of the user,
whereas number of topics in the corpus was considered as a known parameter
in stage one.

The rest of the chapter is organized as follows. In Section 4.2 we describe
the two topic modelling algorithms - LDA and TLDA - used in our exper-
iments in detail. In Section 4.3 we discuss the details of our methodology,
dataset, experiments and results related to the stage one. In Section 4.4 we
discuss the details of our approach, datasets, evaluation methodologies and
metrics used related to the stage two of our approach.
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4.2 Topic models

In this section we give a general overview of the two topic modelling algo-
rithms applied in our research, LDA and TLDA.

4.2.1 Latent Dirichlet Allocation (LDA)

LDA [16] is a generative model which assumes documents are distributions
over topics and topics are distributions over words. LDA is an unsupervised
topic model which uses document level word co-occurrences to form topics.
It takes a set of documents as the input and outputs topic distributions for
each document as well as word distributions for each topic.

LDA assumes the following generative process. Each document d has
a multinomial distribution θd of topics and each topic z has a multinomial
distribution θz of words. When a user wants to write a document d, he/she
first chooses a topic distribution for that document (θd) which is randomly
sampled from a Dirichlet distribution with hyperparameter α. Then for each
word in d, he/she first picks a topic z ∈ {1..K} from θd and then picks a
word from θz which is randomly sampled from a Dirichlet distribution with
hyperparameter β.

4.2.2 TwitterLDA (TLDA)

TLDA is a variation of LDA which is specifically designed to be applied on
short text documents such as tweets. TLDA [181] is based on an important
observation: tweets are short and they are usually about a single topic. Unlike
LDA where it assigns a topic distribution for each document, TLDA assigns a
topic for each tweet.

This model assumes the following generative process. There is a set of
topics in Twitter, each represented by a word distribution. Each user has
his/her interests modelled by a distribution over topics. When a user wants to
write a tweet, he/she first chooses a topic based on his/her topic distribution.
Then he/she chooses a bag of words one by one based on the chosen topic.
However, not all words in a tweet are closely related to the topic of that
tweet; some are background words commonly used in tweets on different
topics. Therefore, for each word in a tweet, user first decides whether it
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is a background word or a topic word and then chooses the word from its
corresponding word distribution.

4.3 Finding high-level topics and tweet labelling

In this section, we use topic modelling algorithms for finding high-level
topics and labelling tweets. We define the research problem addressed here as
follows: given a collection of N tweets consisting of K high-level topics, how
to determine topic words which describe these K topics and how to label the
N tweets with one of the K topics using a topic modelling approach where K
is a known parameter.

This leads us to two research goals. Our first goal is finding coherent
topics. Tweets are short and topic models have shown to be less effective
when modelling short text documents such as tweets. Thus we need to
group related tweets together to make "pseudo-documents". This makes
the quality of topics highly dependent on the input documents supplied to
TM algorithms. Mehrotra et al. [106], the most recent and related work in
this area, experimented with different tweet grouping schemes and claimed
that when tweets are grouped by hashtags, gives the most coherent topics.
However, this approach has the obvious limitation that it cannot be applied in
situations where hashtags are sparingly used. To overcome this, we propose
a new approach of grouping tweets by utilizing Named Entities (NEs) and
word collocations. Our second goal is labelling tweets, i.e., to assign a topic to
each of the N tweets with one of the K topics considered. Topic models assign
topic proportions to each input document and previous studies such as, [70]
and [106], assign all the tweets in a particular document to the same topic
that has the highest topic proportion. This is not a reliable approach as not
all the tweets in a particular document are on the same topic. In the present
work, we propose a simple yet an effective approach to label tweets with the
help of topic words along with their weights, using the Cosine similarity.

4.3.1 Methodology

In this section, we explain the methodology we used to perform topic mod-
elling on tweets to extract high level topics and label tweets. Our methodology
can be divided into three basic steps as shown below:
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1. Grouping tweets.

2. Topic identification.

3. Tweet labelling.

We use the following terminology: a set of documents form a corpus where
TM algorithms will be trained upon. A document may contain one or more
tweets depending on the tweet grouping scheme and each tweet is written
using set of words/tokens/terms.

4.3.1.1 Grouping tweets

Topic modelling algorithms work by identifying word co-occurrences in
documents. They take a set of documents as the input and output the learned
topics. TM algorithms obtain good results when the input documents are
large enough such as news articles or scientific papers and often fails when
applied to short text. To help alleviate this problem, we need to group tweets
in some way to construct large documents which are more informative than
single tweets. Below we describe the various tweet grouping schemes used in
our experiments along with our proposed scheme.

Existing Schemes

ByTopic: assuming we know the true topic of each tweet, we group tweets
based on this ground truth. Thus, each document contains tweets of the
same topic. Intuitively this scheme should outperform all the other schemes;
as here, documents are already grouped according to topics which makes
the identification of topics easier for topic modelling algorithms. Although
this scheme is not plausible in practice (as true topic labels of tweets are
unknown), we used this to serve as our baseline for comparing results to
other schemes. We expect that ByTopic performs better than all the other
schemes considered.
SingleTweet: here we treat each tweet as a single document. Thus TM
algorithms will be trained on the individual tweets.
ByUsers: each tweet has the information about the user who posted it. We
make a document for each user in the dataset with at least ten tweets, by
combining all the tweets he/she posted. In previous studies, this is shown to
be superior to single tweets approach [70, 106].



4.3 Finding high-level topics and tweet labelling 63

ByHashtags: in Twitter, a hashtag is a string of characters that starts with the
hash (#) character. They are often used as identifiers for tweets that describe
the same topic [85]. We create a document for each hashtag in the dataset
if it contains more than ten tweets. If a particular tweet has more than one
hashtag, it is added to the tweet groups of each of those hashtags.
RandomSpliting: when user information or hashtag information is not avail-
able random splitting approach can be used. Here we create documents, each
containing ten tweets that were selected randomly from the dataset. Objective
of this grouping is to see how it compares with the ByUsers scheme as both
of these schemes will have a wider distribution of topics.
TermProfiles: in this scheme, tweets are grouped by unique terms in the
corpus. The idea is to create a document for each unique term (after removing
stopwords) in the dataset which contains tweets with that particular term in
common. As in the previous cases, we consider only the terms with at least
ten tweets and the same tweet is added to different term groupings if it has
more than one unique term.

Proposed Scheme

NEsAndCollocations: we propose a new scheme of grouping tweets by
identifying Named Entities (NEs) as well as word collocations from the
dataset. NEs are phrases of text that belongs to predefined categories such
as names of persons, organizations, locations, expressions of times etc. We
identify NEs in two categories: names of persons and organizations. For
example consider Ray Martin, a name of an Australian politician. In the
TermProfiles approach, the two terms "ray" and "martin" will be categorized
as two different terms and there will be two documents where one document
contains tweets which has the term "ray" and the other containing tweets
which has the term "martin" (the issue here is that "ray" could also refer to
other topics such as the movie or Ray Charles as well as "martin" for the
Martin Guitars or the TV series). But in the proposed scheme, we identify
"ray martin" as a NE and only the tweets with that particular NE will make a
single document. A word collocation is a two or more words that tends to
co-occur more often than expected by chance [163]. Use of collocations will
allow us capture semantic entities that are not NEs. Although collocations
can be identified in n-grams, for simplicity, in this work, we consider only the
2-gram (bi-gram) collocations. We believe that the use of NEs in conjunction
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with collocations help us alleviate the problem of not dealing with n-gram
collocations. For example, "climate change" is a collocation (because the
two words happen to appear next to each other more often than it would
happen just by chance) but yet is not a NE. Similar to the previous example
of "ray martin", "climate change" will also be used to group all the tweets
which contain "climate change". This will help creating more informative
input documents. We first recognize NEs and collocations appearing on the
collection of tweets. Then we create input documents by grouping tweets that
share the same NE or the collocation as illustrated in the Figure 4.1.

Tweet Corpus 

NE Recognizer

Collocation Finder

NE1

..

NEi

..
NEn

Collo1

..
Colloi

..
Collom

Tweets 
for NEi

Tweets 
for 
Colloi

Fig. 4.1 Grouping tweets based on NEs and word collocations.

4.3.1.2 Topic identification

Here we address our first research question which is, given a collection of
tweets about K high-level topics how to extract topic words for each of the K
topics.

We apply two TM algorithms, LDA and TLDA onto the documents created
by each of the tweet grouping schemes discussed earlier. When applied to a
collection of documents, TM algorithms will output a set of topics where each
topic is described by a set of topic words. For each scheme, we then evaluate
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these topics based on the metric, Pointwise Mutual Information (PMI), to find
out which scheme gives the most coherent topics.

PMI has been used to measure the coherence of topic words given by TM
algorithms in some of the related research as well [134, 106]. PMI score for a
pair of words (w1,w2) is given by the equation (4.1):

PMI(w1,w2) = log
p(w1,w2)

p(w1)p(w2)
. (4.1)

The probability p(w1) is the ratio of number of tweets that contain the
word w1 to the total number of tweets and the joint probability, p(w1,w2) is
the ratio between the number of tweets where both w1 and w2 occurring in
the same tweet to the total number of tweets. We calculate these probabilities
using statistics of the full collection of tweets.

To measure the topic coherence, for each topic Ti(i ∈ 1 . . . K) we take its
top ten words with the highest probability and apply PMI for each possible
word pair and take the average as shown in equation (4.2):

Topic_PMI(Ti) =
1

100

10

∑
i=1

10

∑
j=1

PMI(w1,w2). (4.2)

Then the average of all the Topic_PMI scores is used as the final PMI score of
a particular scheme as in equation 4.3:

Scheme_PMI =
1
K

K

∑
i=1

Topic_PMI(Ti), (4.3)

where K refers the total number of topics. We compare our schemes that
were discussed earlier, based on this Scheme_PMI score where a higher score
indicates better topic coherence for that particular scheme.

4.3.1.3 Tweet labelling

Here we describe our approach to address the second research goal: how
to label each tweet with one of the K topics. The input to topic modelling
algorithms is a set of documents (as explained in the Section 4.3.1.1) and
they will also output a document-topic matrix (in addition to topics and their
topic words), where each document is corresponding to a topic distribution
vector. Previous studies [70, 106] have assigned topics to tweets based on this
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topic distribution vector. Thus, despite the fact that an input document may
contain many tweets, all the tweets are assigned to the topic with the highest
probability in the topic distribution vector. This is not a reliable approach as
not all the tweets in a particular document belong to the same topic. Instead,
in this work, we assign topics to individual tweets by matching them with
the topic words. We do this by applying the Cosine similarity between each
tweet t and each topic Ti (described by a set of topic words) to assign a tweet
to a particular topic.

In order to do this, we represent both t and Ti as vectors. For each topic
we consider the top 5000 words according to their probability values, which
makes the dictionary for modelling both t and Ti. We calculate the cosine
similarity using equation (4.4):

Cosine_sim(t, Ti) =
V(t).V(Ti)

|V(t)|.|V(Ti)|
, (4.4)

where V(Ti) is the vector representation of Ti whose entries contain the
probabilistic weights of topic words of Ti, as given by TM algorithms. V(t) is
the vector representation of t which is modelled using term-frequency values.
A tweet is then assigned to the topic with the highest similarity score.

Once all the tweets are assigned topic labels, we group them by the
assigned topic. Thus, they can be separated into K different "clusters". Also,
given the fact that we know the ground truth (true topic) of each tweet, we
calculate purity [101] to measure the quality of these clusters. Purity score
gives an idea of homogeneity of tweets in a particular cluster where bad
clusterings will have a purity value close to 0 and a perfect clustering has a
purity of 1. We use the equation (4.5) when computing purity:

Purity(Ω,C) =
1
N

|Ω|

∑
i=1

|C|
max
j=1

|ωi ∩ cj|, (4.5)

where Ω = {ω1,ω2, ...,ωK} is the set of all K clusters and C = {c1, c2, ..., cK}
is the set of all K classes. In the context of this paper, a class is referred to
a topic, i.e., we have K different classes. We interpret ωi ∈ Ω as the set of
tweets in a particular cluster ωi and cj ∈ C as the set of tweets in class cj. N
is defined as the total number of tweets in the corpus. Finally we compare
different tweet grouping schemes using these purity scores.
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4.3.2 Experiments and results with QandA

In this section, we discuss the experiments we conducted to evaluate different
grouping schemes with regard to the first dataset.

4.3.2.1 Dataset

QandA2 is an Australian talk show that is broadcasted every Monday on the
ABC television network. For each show, there is a panel where they discuss
about a current political, social or an economic affair in the country. They
allow the audience to participate in the discussions by tweeting to @qanda or
tagging their tweets with #qanda.

We collect tweets for five such shows that were held on 3rd Feb, 10th Feb,
17th Feb, 20th Feb and 24th Feb in 2014. The topic of discussion of each
show is shown in Table 4.1. These tweets were collected using the Twitter
streaming API3 by tracking tweets which contains either #qanda or @qanda.
We consider each show is a high-level topic and thus, QandA dataset gives us
tweets for five high-level topics.

Table 4.1 QandA topic of discussion of the each show.

Date of the show Topic of discussion
3rd Feb The ABC of Treachery
10th Feb Sochi, Inquiries and Subsidies
17th Feb A Vision for the Future
20th Feb An Audience with Christine Lagarde
24th Feb Riots, Reforms & Resilience

4.3.2.2 Pre-processing and filtering

Every tweet downloaded by listening to the Streaming API comes as a JSON
object which contains all the information about that tweet, such as the tweet
ID (id_str), date posted (created_at), user ID of the person who posted
it (user), tweet text (text), entities (entities) among many others4. Pre-
processing was done on a per tweet basis to the tweet text. Below we list our
pre-processing steps:

2www.abc.net.au/tv/qanda/
3dev.twitter.com/streaming/public
4dev.twitter.com/overview/api/entities-in-twitter-objects
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1. Converted all text into lower case.

2. Split into tokens by whitespace.

3. Stripped off leading and trailing non ASCII characters from tokens
returned by the previous step (except for "@" since we wanted to discard
user mentions).

4. Dropped tokens with less than three characters.

5. Removed stopwords5 and tokens starting with "http" and "@" (user
mentions) since they are not necessarily informative for topic detection.

6. Finally, discarded tweets with less than 3 tokens from the dataset.

We have added the term "qanda" to the list of stopwords since it is pre-
sented in all the tweets and thus does not give any topic specific information
which will help TM algorithms to differentiate topics. We did not perform
stemming. We filtered the tweets based on the created time and thus for each
show, we considered only the tweets which were tweeted only within the
duration of the show. Thus, it is fair to assume that all the tweets are on-topic
of the show. We also combine all the replies to a particular root tweet which
happened to have posted while the show was on live on the television, into a
single tweet.

Table 4.2 shows the statistics of the dataset after pre-processing. The
number of tweets for 20th Feb is relatively lesser than others as it was an
additional show which was held in between 17th and 24th of February.
Dataset contained a total of 96646 tweets.

Table 4.2 Statistics of the QandA dataset after pre-processing.

Date of the show No of tweets
3rd Feb 24561
10th Feb 24178
17th Feb 19331
20th Feb 7762
24th Feb 20814

5This list is based on the Rainbow (http://www.cs.cmu.edu/~mccallum/bow/rainbow/)
statistical text classification package; and the word list can be found at http://weka.
sourceforge.net/doc.dev/weka/core/stopwords/Rainbow.html.

http://www.cs.cmu.edu/~mccallum/bow/rainbow/
http://weka.sourceforge.net/doc.dev/weka/core/stopwords/Rainbow.html
http://weka.sourceforge.net/doc.dev/weka/core/stopwords/Rainbow.html
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4.3.2.3 Grouping tweets

Here we discuss ByTopic and NEsAndCollocations schemes in more detail.
As for the other schemes, we group tweets as explained under the Section
4.3.1.1.

ByTopic: our dataset contains tweets related to five different topics (shows)
and here we group tweets based on the topic where each document contains
tweets of a particular show. Then we apply LDA and TLDA onto these
documents. This ByTopic grouping is used as a reference for comparing
results with other grouping schemes. The scheme with the closest results to
the ByTopic is deemed as a good grouping scheme.

NEsAndCollocations: for our proposed approach we first need to find
NEs and word collocations appearing on tweets. For recognizing NEs we
have used the StanfordNER [50] which is trained on news data but is shown
to perform well on microblogs as well [37]. StanfordNER is a Java based
implementation based on Conditional Random Field (CRF) sequence models.
StanfordNER includes several different named entity recognition models each
capable of recognizing different classes of NEs. We have used the four class
model which identifies NEs in four classes: PERSON, LOCATION, ORGA-
NIZATION and MISC. But in our experiments we consider NEs in only two
classes: names of people (PERSON) and names of organizations (ORGANI-
ZATION). For identifying and scoring word collocations from tweets, we
used the NLTK [15], a Python implementation of an integrated suite of NLP
tools. We identify collocations on the pre-processed tweets thus minimizing
any noisy collocations. For scoring collocations, likelihood ratio has been
used which is an approach to find collocations through hypothesis testing.
The null hypothesis is a formulation of independence (the occurrence of the
second word is independent of the previous occurrence of the first word) and
the alternate hypothesis is a formulation of word dependence, which is a
good indicator of a word collocation.

From the original tweet dataset we recognized 1399 NEs for persons names
and 1114 names of organizations. Then we combine the two lists of NEs and
sort them based on entity frequency and take the top 500 NEs. We also take
the top 500 collocations which are not already on the list of NEs. Then we
find tweets for these NEs and collocations as was done in other schemes. In
Table 4.3 we list the top ten NEs and word collocations recognized from the
dataset.
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Table 4.3 Top 10 NEs and word collocations recognized from the dataset.

NEs Word collocations
ABC asylum seekers
Royal Commission climate change
LNP penalty rates
Barnaby Joyce mental health
Christine Lagarde renewable energy
Jamie Briggs carbon tax
Eric Abetz 21st century
Tony Abbott asylum seeker
Ray Martin egg ice
NBN create jobs

Table 4.4 shows the document statistics for these different grouping
schemes. For example in the ByTopic scheme, there are only 5 documents
which represent the five different TV shows. In the SingleTweet scheme,
there are 96646 documents which is equivalent to the total number of tweets
in the dataset (refer the Table 4.2).

Table 4.4 Document statistics for different grouping schemes.

Grouping Scheme # of docs avg # of tweets/doc
ByTopic 5 19329
SingleTweet 96646 1
ByUsers 3680 25
RandomSplitting 9664 10
ByHashtags 1264 165
TermProfiles 6863 85
NEsAndCollocations 1000 290

4.3.2.4 Finding high-level topics

Here we evaluate different grouping schemes using PMI scores for their
quality of topic words as explained under the Section 4.3.1.2.

As mentioned earlier, we use LDA and TLDA for our experiments. For
our experiments with LDA, we use MAchine Learning for LanguagE Toolkit
(MALLET) [105], which is a java based open source package which imple-
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ments the LDA model using Gibbs sampling. For TLDA we use a publicly
available Java based implementation6.

Parameter selection is an important task when dealing with topic mod-
elling algorithms. The most important parameters that we need to specify
are the required number of topics (K) and the two hyperparameters α and β.
We use Gibbs sampling for topic inferencing. The two hyperparameters, α

specify the sparsity of the document-topic distribution and β determines the
sparsity of the topic-word distribution. Because of this, they are also known
as concentration parameters.

Throughout our experiments we set α = 50/K and β to a smaller value of
0.01 as Griffiths and Steyvers [61] suggested. Since our dataset contains five
high level topics, we run the models with K = 5 with 1000 iterations.

Table 4.5 and Table 4.6 show the top 15 topic words as given by LDA and
TLDA respectively under the ByTopic scheme. By inspecting the top topic
words manually, we were able to match each topic to a show which is shown
in Table 4.7. According to Table 4.7, topic 1, 3, 5 of LDA and TLDA relate to
the TV shows on 3rd Feb, 10th Feb and 24th Feb respectively, while the show
on 17th Feb relates to the LDA topic 2 and TLDA topic 4 and the show on
20th Feb relates to the LDA topic 4 and TLDA topic 2.

Table 4.5 Top 15 topic words given by LDA for ByTopic.

Topic 1 Topic 2 Topic 3 Topic 4 Topic 5
abc abetz malcolm christine people
barnaby eric royal lagarde clive
auspol people commission inequality briggs
australian australia janet imf jamie
joyce auspol people world jobs
ray climate turnbull auspol government
media energy australia education health
government james auspol tonight mental
news change nbn health auspol
spc workers government growth palmer
abbott tony boats abbott asylum
left nuclear asylum australia lnp
farmers carbon abbott hockey infrastructure
people jobs dave women rates
nick unions industry show manus

6github.com/minghui/Twitter-LDA
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Table 4.6 Top 15 topic words given by TLDA for ByTopic.

Topic 1 Topic 2 Topic 3 Topic 4 Topic 5
abc christine royal malcolm people
barnaby lagarde commission janet asylum
media inequality jobs abetz boats
ray world industry nbn clive
joyce education climate tonight briggs
news imf tax turnbull jamie
nick tonight workers eric seekers
cater growth energy dave mental
bias health unions abc health
martin women change tony stop
australian g20 spc james rates
murdoch show carbon hughes jobs
left questions money internet palmer
tanya hockey farmers auspol penalty
story live manufacturing watching work

Table 4.7 How each show relates to the topics from LDA and TLDA.

Show LDA topic no. TLDA topic no.
3rd Feb Topic 1 Topic 1
10th Feb Topic 3 Topic 3
17th Feb Topic 2 Topic 4
20th Feb Topic 4 Topic 2
24th Feb Topic 5 Topic 5
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Table 4.8 shows the computed PMI scores for each scheme using the top
10 topic words. As expected, our baseline scheme, ByTopic, finds the most co-
herent topics according to the PMI score. Apart from ByTopic, our proposed
scheme, NEsAndCollocations, outperforms all the other grouping schemes.
ByHashtags approach follows our proposed scheme. NEsAndCollocations
has improved a 17.74% and 17.01% over ByHashtags in PMI scores for LDA
and TLDA respectively. Out of all the schemes, RandomSplitting perform
worst with the lowest PMI scores for both LDA and TLDA models. Random-
Splitting performing worst suggests that having some notion of relatedness
within tweets in a document helps identify better topics. Hashtags in Twitter
are used as topical sensors to describe tweets related to a particular topic.
ByHashtags approach performing better than the TermProfiles approach sup-
ports this claim as well. It is also observed that PMI scores for TLDA topics
are higher than the corresponding LDA topics. Thus, this results support the
claim made by Zhao et al. [181], that topics learned by TLDA are better than
LDA. Our results suggest that when true topics are unknown (i.e., grouping
by ByTopic is impossible), NEsAndCollocations based approach is a suitable
candidate for grouping tweets.

Table 4.8 PMI scores of different tweet grouping schemes.

PMI Scores
Grouping Scheme LDA TLDA

ByTopic 0.1439 0.1568
SingleTweet 0.0668 0.0765
ByUsers 0.0733 0.1003
RandomSplitting 0.0407 0.0708
ByHashtags 0.1088 0.1176
TermProfiles 0.0855 0.0983
NEsAndCollocations 0.1281 0.1376

4.3.2.5 Tweet labelling

Here we compare different tweet grouping schemes based on their ability to
label a tweet to a particular topic with the help of topic words and cosine
similarity. To evaluate the tweet clusters formed by labelling tweets, we use
the purity measure as explained under the Section 4.3.1.3. As shown in
the results in Table 4.9, ByTopic scheme gives the highest scores for both
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LDA and TLDA models as expected. Apart from the ByTopic scheme, here
again results show that NEsAndCollocations scheme outperforms the other
schemes followed by the ByHashtags scheme.

Table 4.9 Purity scores of different grouping schemes.

Purity Scores
Grouping Scheme LDA TLDA

ByTopic 0.5912 0.4998
SingleTweet 0.3808 0.3160
ByUsers 0.3988 0.3613
RandomSplitting 0.3582 0.3570
ByHashtags 0.4039 0.3694
TermProfiles 0.3446 0.3492
NEsAndCollocations 0.4185 0.3939

4.3.3 Experiments and results with CrisisLexT6

Here, we discuss the experiments we conducted with the second dataset.

4.3.3.1 Dataset

We use the CrisisLexT6 dataset [125] for the experiments discussed in this
section. This dataset contains about 60000 tweets posted during 6 crisis events
- 2012 Sandy Hurricane, 2013 Boston Bombings, 2013 Oklahoma Tornado,
2013 West Texas Explosion, 2013 Alberta Floods and 2013 Queensland Floods -
in 2012 and 2013. There are about 10000 tweets per each event, labelled as "on-
topic" or "off-topic". Tweet labelling has been done through the crowdsourcing
platform, Crowdflower7. We consider each event as a high-level topic, similar
to the previous case.

4.3.3.2 Pre-processing and filtering

Dataset contains comma-separated values (.csv) file for each event, containing
the tweet id, tweet text and the label of the tweets. For our experiments, we
consider only the tweets that are labelled "on-topic". We apply the same pre-
processing steps that were discussed earlier (Section 4.3.2.2). Table 4.10 shows
the statistics of the dataset after pre-processing. In total, dataset contained

7http://www.crowdflower.com/

http://www.crowdflower.com/
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32461 number of tweets after all the pre-processing. This is approximately
one third the size of the QandA dataset considered in the previous section.

Table 4.10 Statistics of the CrisisLex6 dataset after pre-processing.

Date of the show No of tweets
2012 Sandy Hurricane 5189
2013 Boston Bombings 5648

2013 Oklahoma Tornado 4827
2013 West Texas Explosion 5414

2013 Alberta Floods 6137
2013 Queensland Floods 5246

4.3.3.3 Grouping tweets

For our experiments with CrisisLexT6, we consider ByTopic, SingleTweet,
RandomSplitting, ByHashtags, TermProfiles and NEsAndCollocations group-
ing schemes. As CrisisLexT6 does not contain user information, we leave
out the ByUsers grouping scheme. We group tweets as explained under the
Section 4.3.1.1.

Table 4.11 shows the document statistics of the different tweet grouping
schemes. ByTopic scheme consists of 6 documents corresponding to the 6
different crisis events. In the SingleTweet scheme, there are 32461 documents
which is equivalent to the total number of tweets in the dataset (refer the Table
4.10). For ByHashtags, TermProfiles and NEsAndCollocations schemes, the
number of tweets is collectively greater than the total number of tweets in the
dataset. This is simply due to the duplication of tweets. For example, if a
tweet contain more than one hashtag, that particular tweet will be presented
in documents corresponding to all the hashtags.

Table 4.11 Document statistics for different grouping schemes.

Grouping Scheme # of docs avg # of tweets/doc
ByTopic 6 5410
SingleTweet 32461 1
RandomSplitting 3246 10
ByHashtags 130 95
TermProfiles 2502 60
NEsAndCollocations 977 86
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4.3.3.4 Finding high-level topics

In this section, we evaluate the different tweet grouping schemes. Similarly
to the previous case, we use LDA and TLDA for our experiments. When
training the topic modelling algorithms, we set the number of topics to six
(K = 6 ) as CrisisLexT6 contains six different topics. We use the same LDA
and TLDA implementations that we used for the experiments with the QandA
dataset. A similar approach is used when setting up the values of the other
hyperparameters, as discussed in the Section 4.3.2.4.

Table 4.12 and Table 4.13 show the top 10 topic words as given by LDA and
TLDA respectively under the ByTopic scheme. By inspecting the topic words
in the Table 4.12, we can see that Topic 1 corresponds to "2013 Queensland
Floods", Topic 2 corresponds to "2013 Alberta Floods", Topic 3 corresponds to
"2013 Oklahoma Tornado", Topic 4 corresponds to "2013 Oklahoma Tornado",
Topic 5 corresponds to "2013 Bombings" and Topic 6 corresponds to "2013
Queensland Floods", respectively. By inspecting the two tables, we can also
match the topics given by LDA to the topics given by TLDA. Thus, LDA
topics 1, 2, 3, 4, 5 and 6 can be matched to TLDA topics 6, 3, 4, 2, 1 and 5,
respectively.

Table 4.14 shows the computed PMI scores for each scheme using the top
10 topic words. Similar to the results with the QandA dataset, ByTopic, finds
the most coherent topics according to the PMI score. NEsAndCollocations,
follows the ByTopic scheme and at the same time, outperforms all the other
grouping schemes. NEsAndCollocations has improved a 6.51% and 12.53%
in PMI scores for LDA and TLDA respectively, over ByHashtags which is
the next best performing scheme. Out of all the schemes, RandomSplitting
perform worst with the lowest PMI scores for both LDA and TLDA models.
This solidifies again the importance of having some notion of relatedness
within the tweets in a document to help identify better topics.

4.3.4 Discussion

Given a collection of tweets consisting of a known number of high-level
topics, we addressed the problem of finding topic words for each of the
topics as well as labelling tweets using a topic modelling approach. For our
experiments we have used two widely used topic modelling algorithms: LDA
and TLDA. As topic modelling algorithms perform poorly when applied on
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Table 4.14 PMI scores of the different tweet grouping schemes.

PMI Scores
Grouping Scheme LDA TLDA

ByTopic 0.2981 0.3161
SingleTweet 0.2332 0.2067
RandomSplitting 0.1867 0.1606
ByHashtags 0.2580 0.2410
TermProfiles 0.2453 0.2044
NEsAndCollocations 0.2748 0.2712

short text documents such as tweets, a key challenge here lies in grouping
semantically related tweets to create larger input documents that can be
used with topic modelling algorithms. In this chapter, we proposed a novel
approach of grouping tweets based on named entities and word collocations.
We experimentally tested our proposed scheme of grouping tweets against
several other schemes found in the literature, on two different datasets:
QandA and CrisisLexT6. We evaluated our results using two metrics: PMI
and purity. PMI measures the quality of topics while purity measures the
quality of tweet labelling. Our empirical results showed that the proposed
scheme improves the topic quality and tweet labelling in terms of the PMI
and purity scores respectively, in comparison to the existing schemes found
in the literature.

4.4 Personalized search using topic modelling

In the previous section, we discussed how topic modelling can be used to
identify topics in microblogging environments such as tweets. We proposed a
new tweet grouping scheme based on named entities and word collocations.
In this section, we discuss the stage two of our proposed approach, i.e.,
how topic modelling can be used for search results personalization. This
involves training a model on the user’s tweets, inferring topics of the tweets
returned for the user’s search query, clustering tweets in the results list by
their corresponding topics assigned and finally, re-ranking tweets based on
the user profile.
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4.4.1 Methodology

In this section, we discuss TMBA (Topic Modelling Based Approach), our pro-
posed approach to personalized search using topic models. Our methodology
can be divided into four steps as shown below:

1. Training topic models on the user’s tweets.

2. Inferring topics for the tweets in the result list.

3. Clustering tweets in the results list.

4. Ranking clusters.

We discuss each of them in detail in the following sections.

4.4.1.1 Training topic models on the user’s tweets

When applying topic modelling algorithms on short text documents such as
tweets, the first challenge, as explained previously, is that tweets are short
and do not contain enough textual information to discover coherent topics.
As a solution for this, tweets are grouped together to create larger documents.
In this section we use our proposed NEsAndCollocations based grouping
scheme since it performed better than the existing schemes in the literature.

The second challenge is determining the number of topics needed to
train the model. Previous research such as [169] has used a fixed number of
topics for each user when training the model. But this does not hold true for
everyone as some users might have discussed more or less topics than others.
By selecting a fixed number of topics for each user when training the model,
we might get noisy topics which are too diluted or concentrated. Therefore,
finding the optimum number of topics when training topic models on the
user’s tweets are important to identify coherent topics. In the next section,
we discuss our approach towards dynamically selecting the number of topics
for each user.

Dynamically selecting the number of topics Various methods have been
proposed in the literature to measure the semantic interpretability of topics.
For example, Chang et al. [24] proposed an approach based on word intrusion
where intruder words (words with a very low probability to be in the topic
of interest) were randomly injected into topic words and human annotators
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were asked to identify the injected intruder words. This is based on the
assumption that intruder words are more easily identifiable in coherent topics
than in incoherent topics. Then the coherence of a topic is quantified by how
successful annotators are at identifying the intruder words. This approach
has been used in various ways to assess and compare topic models in the
literature [62, 138, 130]. But a drawback of this approach is that it requires
human intervention to identify and annotate intruder words. Lau et al. [88]
proposed an approach to automate the method of [24] using Normalized PMI
(NPMI) scores at near-human level accuracies. As a result, it can be used to
automatically evaluate topics as well as topic models. We use their approach
to dynamically select the optimum number of topics to train topic models on
each user, which we explain in more detail below.

We train a number of topic models with varying number of topics (e.g.,
1st model with K = 10, 2nd model with K = 20, 3rd with K = 50 etc.) on
the user’s tweets, Tu, using the NEsAndCollocations scheme. Following the
method of Lau et al. [88], for each topic in a particular model, we take the top
N topic words and calculate the topic coherence score (using the equation
4.7) which is the aggregate of NPMI scores of the top N topic words. NPMI
scores are calculated using the equation 4.6 on the same set of tweets (Tu)
that was used to train the model . The average coherence scores for all the
K topics from a given topic model is defined as the model’s coherence score
(equation 4.8) which is used to compare different models. Finally, the model
with the highest model coherence score is considered the winner and the
number of topics, K, used to train that particular model is considered the
optimum number of topics of the user.

NPMI(wi) =
N−1

∑
j

log
P(wi,wj)

P(wi)P(wj)

−logP(wi,wj)
(4.6)

topic_coherence(Ti) =
N

∑
i=1

NPMI(wi) (4.7)

model_coherence =
1
K

K

∑
k=1

topic_coherence(Ti) (4.8)
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4.4.1.2 Inferring topics for the tweets in the search list

In the previous section we discussed how we train a model on the user’s
tweets with the optimum number of topics for that particular user. Let SR be
the initial, non-personalized search results returned for a user’s query. We
now discuss how the trained model is used to infer the topics of the tweets
in SR. Let ϕUTM be the topic model trained on the user’s tweets and K be
the number of topics used to train the model. Each dimension i of the topic
distribution θt of a new tweet t is obtained as follows:

θt,i =
∏w∈t P(w|ϕUTM

i )

∏w∈t ∑K
k=1 P(w|ϕUTM

k )
, (4.9)

where θt,i represents the i-th dimension of θt, k ∈ [1,K], w is a word in the
tweet t and P(w|ϕUTM

i ) indicates the probability of word w being generated
under topic i in the user’s topic model ϕUTM.

Next we assign tweet t, a single topic by choosing the topic that maximizes
the probability of θt. Thus the topic assignment of tweet t, zt, is given by the
equation 4.10.

zt = argmax
k

θt,k (4.10)

4.4.1.3 Clustering tweets in the results list

Once a topic is assigned to each and every tweet in the results list (SR) they
are clustered (grouped) based on the assigned topic, i.e., the tweets that
belong to the same topic are clustered together. The intuition behind this
is to separate tweets in SR into different themes around the user’s search
query. For example, suppose the user’s query is "apple" and SR contains
tweets related to iPhones, computers, software updates and apple farming.
Now if this user is predominantly interested in "apple farming" (as given by
the user’s topic model), our approach for clustering will group tweets in SR
related to apple farming together. Next, when matching these clusters with
the user (as explained in the next section), tweets related to apply farming will
be ranked at the top, effectively improving the search results personalization.

The number of clusters formed are equal to the number of topics that were
dynamically selected when training the topic model. Tweets within a cluster
are also ranked based on the maximum probability value of θt. Thus, within
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a cluster, tweets that have a higher topic proportion for that particular topic
will be at the top in descending order.

4.4.1.4 Ranking clusters

Once the clusters are formed, the last step towards personalization is ranking
clusters. For that, we use the Cosine similarity between the tweets in a
particular cluster and the user’s tweets, Tu. When calculating the cosine
similarity, we consider all the tweets in a particular cluster, Ck, as a single
document. We represent both Tu and Ck as a vector using their normalized
term-frequency values and calculate the Cosine similarity using the equation
4.11:

cosine_sim(Tu,Ck) =
V(Tu).V(Ck)

|V(Tu)|.|V(Ck)|
, (4.11)

where V(Tu) is the vector representation of user’s tweets Tu and V(Ck) is
the vector representation of the tweets in a particular cluster Ck.

Once the Cosine similarity score is calculated between user’s tweets and
each cluster, clusters are ranked based on the similarity score in descending
order where the cluster which is most similar to the user is ranked at the top.
Finally, the individual tweets in each cluster are presented to the user as the
personalized list of search results for the user’s query.

4.4.1.5 Baseline approaches

We compare the results of TMBA with the following baseline approaches.
They are used throughout the subsequent chapters as well.

No Personalization (NP): in NP, we simply present the generic search re-
sults ignoring the user aspect.

Term Based Approach (TBA): considers the user’s past tweets Tu and cal-
culates the term frequencies of all the unique words in Tu. This weighting
vector is then considered the user profile of that particular user. TBA is a
simple approach of achieving personalization which has been used in some
of the other research as well [43].
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4.4.2 Evaluation based on Twitter list combinations

In this section, we discuss the details of our experiments such as the dataset,
pre-processing of tweets, selecting users and search queries from the dataset,
indexing tweets to make them searchable, results re-ranking process and
finally the search results personalization. Chapter 3 gave an in detail discus-
sion of our proposed evaluation methodologies used in this thesis: Twitter
list combinations based and hashtag based. In this section, we evaluate our
results based on Twitter list combinations and in the next section we discuss
our results evaluated based on hashtags.

4.4.2.1 Dataset

Here we introduce the dataset we collected for offline evaluations. This same
dataset is also used throughout the experiments that are discussed in the
upcoming chapters. Our approach towards synthesizing the dataset is as
follows.

First we manually select six different Twitter lists that belong to six dif-
ferent domains. Then for each list, we obtain all the users who are members
of that list using the Twitter’s REST API 8. Finally for each user, we retrieve
upto 32009 most recent tweets from the user’s timeline, again using the REST
API10. Statistics of our original dataset created using six different Twitter lists
is shown in Table 4.15, where list name is an alias to represent the domain of
that particular list, number of users is the membership count of that particular
list and average number of tweets per user is calculated by dividing the total
number of tweets from all the users of the list by the membership count of
that particular list.

4.4.2.2 Pre-processing and filtering

Every tweet downloaded from the Twitter API comes as a JSON object which
contains all the information about that tweet, such as the tweet ID (id_str),
date posted (created_at), actual tweet text (text), entities mentioned in the
tweet text (entities) among many others11. As we are interested only in

8https://dev.twitter.com/rest/reference/get/lists/members
9limitation imposed by Twitter API

10https://dev.twitter.com/rest/reference/get/statuses/user_timeline
11dev.twitter.com/overview/api/entities-in-twitter-objects
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Table 4.15 Statistics of the original dataset.

List name No of users Avg tweets/user Total tweets

entertainment (L1) 231 2296.9 530574
fashion (L2) 334 2290.9 765173
fitness (L3) 17 1092.2 18567
photography (L4) 91 1693.2 154081
technology (L5) 516 2319.3 1196738
travel (L6) 154 2156.4 334249

the text field of a tweet, pre-processing is done on a per tweet basis on the
tweet text (text). Due to the nature of tweets (e.g., contains hashtags, user
mentions, slang terms and other noisy words) pre-processing of tweet text
has to be done differently from other domains. Thus we utilize some of the
twitter specific pre-processing techniques that are used in the literature as
well [1, 56, 149]. Below we list our pre-processing steps:

1. Convert all text into lower case and split them by white space.

2. From the resulting tokens, remove user mentions (tokens starting with
"@") and web links (tokens starting with "http" and "https").

3. Strip off leading and trailing non ASCII characters (except "#" as we
want to preserve hashtags) from tokens returned from the previous step.

4. We translate internet slang terms into their normal form using a slang
dictionary compiled from an online resource12. Slang dictionary con-
tained 5344 slang terms. For example lol is replaced with laughing out
loud. Table 4.16 shows some example slang terms and their correspond-
ing English expansions.

5. Drop tokens with less than three characters.

6. Remove stopwords using a stop word list of 544 words.

7. Discard tweets with less than 3 tokens from the dataset.

Table 4.17 shows some statistics of the slang usage across the 6 lists.
Average number of slang terms per user for a particular list is obtained

12http://www.noslang.com/dictionary/
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Table 4.16 Example slang terms and their expansion.

Slang term Expansion

aight, aightz, aite, alrite, alrt, alryt alright
b2b business to business
lol, lolz laugh out loud
ez, ezi easy
bff, bf4e, bf4eva, bffe best friends forever
pics pictures

Table 4.17 Slang usage across different lists.

List name Total no of slang terms Avg no of slang terms/user

entertainment (L1) 90098 390.03
fashion (L2) 50874 152.32
fitness (L3) 3987 234.53
photography (L4) 26366 289.73
technology (L5) 71961 139.46
travel (L6) 45086 292.77

by dividing the total number of slang terms by the membership count of
that particular list as given in the Table 4.15. It shows that slang usage is
highest (390.03 slang terms per user) among the users in the entertainment
list while the lowest (139.46 slang terms per user) is among the users in the
technology list. This is intuitive and it shows that conversations that take
place in domains such as technology tend to be more formal hence less slang
terms whereas in domains such as entertainment, more slang terms are used
due to the nature of the casual conversations. Table 4.18 shows few example
tweets before and after applying the pre-processing pipeline.

4.4.2.3 Selecting users and queries

In our work we focus on queries that are ambiguous in the sense that if a user
was to issue such a query, tweets that are returned would come from different
topics. For example, for the query "show", which is one of the queries that
we have used as well, a user who is interested in entertainment (member of
L1) would like to see entertainment shows while a user who is interested
in fashion (member of L2) expects to see tweets related to fashion shows
specifically. Thus, we generate a list of query terms which are equally likely to
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Table 4.18 Sample pre-processed tweets.

Before After

How this Singapore startup
hacked TechCrunch Disrupt
http://t.co/mKY5rPGGtj

singapore startup hacked
techcrunch disrupt

"It’s passion, fast learning, win-win
mindset. We WILL back non engi-
neers" @aglobalvc–what makes great en-
trepreneurs http://t.co/kFmg8QcdNj

passion fast learning
win-win mindset engineers
makes great entrepreneurs

Todays #distrosnack: Non-Obvious Trig-
gers by @susanfsu. Stop hurting yourself
get distrosnack http://t.co/FGorBUU2Cv
http://t.co/59klnBSipK

todays #distrosnack non-
obvious triggers stop hurt-
ing distrosnack

be on several lists. In the Section 3.3 we discussed the algorithmic approach of
selecting users and queries in the list combinations based evaluation. Below
we discuss the experimental details of how queries are generated as well as
how corresponding users are selected for the queries.

For our experiments we consider combinations of 4 lists, thus we have
considered 15 list combinations that were drawn from the 6 lists. To model
user queries, for a given list combination, we first take tweets (after removing
noisy and stopwords as explained above) from all the members across all the
4 lists and find common words between the lists. Next, from these common
words, we find words that are occurring with a high frequency in all four
lists as queries for that particular list combination. We consider top 10 most
frequent words from each list as the queries.

Once a set of words are selected as potential queries, next we find an
assumed set of users who would use these queries. We assume that users who
mention that query term more often in his/her tweets are better candidates
than those who do not. For each query and for each list in the list combination,
we get the top 10 users based on the frequency of that query term appearing
in the user’s tweets. For example for the list combination L1, L2, L3, L4 and
for the query "show", we have 40 users all together where 10 users are from
each of the lists L1, L2, L3 and L4 respectively. We also make sure a given
user belongs only to a single list.
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4.4.2.4 Indexing tweets for searching

In previous sections we discussed the details of our dataset, pre-processing,
selecting queries to simulate searching as well as how assumed users on
behalf of queries are selected. Here we explain the process of indexing tweets
for searching.

An important attribute of Twitter search is that when a user initiates a
search with a specific query, all the tweets that Twitter API returns contain
the query term/s that the user initially used. In the ideal case, in order to
generate the ground truth, we would have used the queries (on behalf of
users) and retrieved the results from the Twitter’s search API. But given the
high volumes of data and the limitations of the API, there is no guarantee
that the search results retrieved contain the tweets from the same user who
initiated the search. As a result, it becomes infeasible to generate the ground
truth in this case, as we do not have the user’s relevance judgements (Section
3.2.2) . Thus, in order to properly evaluate our personalization approach as
well as to be consistent with the nature of Twitter search, we build a separate
list of tweets which we call the search list (SR). The search list is used for
retrieval purposes for a given query and all the tweets in the search list
contain that specific query term. We do this as follows. For each selected
user (as discussed in the sub-section 4.4.2.3) we take all of his/her tweets
that have been collected and add 50% of his/her tweets which contain the
query term, into the search list. Thus each user will contribute half of his/her
tweets which contain the query term into the search list. In this way, we make
sure all the tweets in the search list contain the query term. For each user, the
remaining 50% of tweets along with the user’s other tweets, which we call as
the profile tweets (Tu), are used for constructing the user profile.

We use Lucene13 to index tweets in the search list. Lucene is used as a
proxy to the Twitter search engine. Lucene provides functionalities for docu-
ment indexing as well as searching and ranking. The choice of a particular
information retrieval system is irrelevant here as we are interested in compar-
ing different personalization approaches. For that purpose, Lucene works as
a non personalized search engine (baseline). We apply our personalization
approaches on the results returned by Lucene.

13https://lucene.apache.org/
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4.4.2.5 Personalizing search

For our experiments, we use the LDA implementation provided with the
MALLET toolkit. MALLET was used for the experiments in the stage one
of this chapter as well. This particular LDA implementation has been used
widely by other researchers as well. We setup the hyperparameters alpha
and beta as discussed in the Section 4.3.2.4. Number of topics is an important
parameter when training topic models and it directly affects the quality of the
output topics. In our experiments, we select the number of topics dynamically
for each user when training the model as discussed in the Section 4.4.1.1. We
trained models with - 10, 20, 50, 75, 100, 150, 200 - number of topics. We use
the source code published by Lau et al. [88] for this purpose14.

For each user, the remaining tweets after adding to the search list (i.e.,
profile tweets) are used to train the model. When training the LDA model,
we use our proposed tweet grouping scheme, NEsAndCollocations which
showed better results than the existing tweet grouping schemes. NEs are
identified using the StanfordNER [50] toolkit. As earlier, we consider NEs in
two classes: names of people and organizations. Word collocations can be
bi-gram, tri-gram or n-grams. We identify bi-gram collocations that appear in
tweets using the Natural Language ToolKit (NLTK), a widely used toolkit for
NLP research in python language. For each user we identify upto a maximum
of 200 collocations and combine them into a single token with the underscore
("_") character. We follow the same procedure with multi word NEs.

Table 4.19 shows a sample of NEs and collocations taken from the top
30 most frequent NEs and collocations identified from the tweets of the
users in the individual lists. For instance, for the photography list (L4),
"long_exposure", "full_frame", "fine_art", "digita_camera" are some of the top
occurring word collocations while "ansel_adams" (who is a famous Amer-
ican photographer), "national_geographic", "australia" are some of the top
occurring NEs. It can also be seen that for the travel list (L6), almost all of the
identified NEs/collocations are the names of the countries or cities and that
makes sense as a majority of users who are members of a travel list would be
tweeting about specific places that they are travelling at the moment or would
like to travel in the future. Thus by pooling all the tweets of a user which
contain a particular NE or a collocation into a single document, makes sure

14https://github.com/jhlau/topic_interpretability
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that information contained within a particular document shares a common
theme which helps topic modelling algorithms to learn better topics.

Table 4.19 A sample of NEs and collocations selected from the top 30 most
frequent NEs and collocations from the tweets of the list members in each list.

List name Sample NEs and collocations

entertainment (L1) tomorrow_night, stay_tuned, high_school, sea-
son_finale, michael_jackson, late_night, super_bowl,
tonight’s_episode, jimmy_kimmel, beautiful_day

fashion (L2) fashion_week, red_carpet, paris, street_style, so-
cial_media, front_row, valentine’s_day, fashion_show,
jennifer_lawrence, kate_moss

fitness (L3) hard_work, leg_day, weight_loss, sweet_potato,
happy_year, upper_body, protein_pancakes, fit_expo,
las_vegas, spray_tan, peanut_butter

photography (L4) black_white, ansel_adams, digital_camera, canon_eos,
national_geographic, long_exposure, fine_art, america,
australia, full_frame

technology (L5) social_media, microsoft, california, google, sili-
con_valley, san_francisco, big_data, steve_jobs, ap-
ple_watch, open_source

travel (L6) japan, alaska, paris, costa_rica, north_america, europe,
las_vegas, london, china, south_america

For each (user, query) pair, we train a LDA model on the user’s profile
tweets. Number of topics to train the model for each user is dynamically
selected using the approach discussed in the Section 4.4.1.1. Once a model
has been trained on the user’s profile tweets, we infer the topics of the
tweets that are in the search list using the trained model (Section 4.4.1.2).
Tweets in the search list are then clustered by their assigned topic, i.e., tweets
that are assigned to the same topic are clustered together. Tweets within a
particular cluster are also ranked based on their topical probabilities. Thus
the tweet with the highest topical probability for the topic will be at the top
of its particular cluster. Next we rank clusters based on the Cosine similarity
between the tweets within a particular cluster and the profile tweets. Finally,
these re-ranked clusters are presented to the user as a list of tweets.
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4.4.2.6 Results

In this section, we discuss the results of our experiments. We compare the
results of TMBA with other approaches: NP and TBA. In NP we simply
use the generic search results given by Lucene for a user’s query without
re-ranking. In TBA, we re-rank by calculating the Cosine similarity between
individual tweets in the search list (SR) and the user profile created using tf
weights of the tweets in the user’s profile tweets. Results are evaluated using
the metrics discussed in the Section 3.4 of Chapter 4, namely, P@20, P@50,
Average Precision (AP) and Reciprocal Rank (RR).

Table 6.2 shows the performance of NP, TBA and TMBA for the 15 different
list combinations we have used in our experiments. Each list combination
has 10 queries and each query consists of 40 users who are interested in the
query. To get a singular value for a list combination as shown in the table,
we averaged the scores of the 40 users for a given query and then averaged
the scores across the 10 queries. Results show that TMBA outperforms NP
and TBA for all the list combinations and for all the evaluation metrics. Table
4.21 shows the overall performance of NP, TBA and TMBA measured using
P@20, P@50, AP and RR. This table is generated by column-wise averaging
the scores in the Table 6.2 for the 15 list combinations. Results show that NP
performs the lowest. It shows that even a naive approach like TBA has the
potential to improve personalized search to a great extent. TBA has improved
a 110.40%, 91.06%, 25.42% and 85.66% in P@20, P@50, AP and RR respectively
over NP. TMBA has improved a 32.75%, 37.71%, 7.70% and 30.65% in P@20,
P@50, AP and RR respectively over TBA.

4.4.3 Evaluation based on hashtags

In the previous section, we discussed the details of our experiments and eval-
uation based on Twitter lists combinations. Here, we discuss our experiments
and results which are evaluated based on Twitter hashtags.

4.4.3.1 Selecting users and queries

We have used the same dataset (as in Table 4.15) to select users and corre-
sponding hashtags to be used as search queries. When selecting users and
queries, we follow the approach discussed under the Section 3.3 of Chapter
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Table 4.21 Overall results of the NP, TBA and TMBA using P@20, P@50, AP
and RR evaluated using the list combinations based approach.

Approach P@20 P@50 AP RR

NP 0.2364 0.2393 0.2569 0.3878
TBA 0.4974 0.4572 0.3222 0.7200

TMBA 0.6603 0.6296 0.3470 0.9407

3. For each unique hashtag that appears in the dataset, we first select only
the hashtags with at least a single user who has used that particular hashtag
at least 20 times. Next from those hashtags, we consider only the hashtags
where there are at least 10 different users who have used that particular
hashtag. Thus for each hashtag, we have at least 10 different users who have
used it and each of those users have used that particular hashtag at least
20 times in their tweets. This makes sure that the hashtags that we have
considered are meaningful as search queries. Finally, our dataset contained
115 hashtags and 287 users who would use them as queries; meaning on
average, 2.496 users share the same hashtag as the query.

4.4.3.2 Indexing tweets for searching

A similar tweet indexing approach as discussed under the Section 4.4.2.4
is used here as well. Given a user and a query (hashtag) that the user is
interested in, we add 50% of the user’s tweets which contain the query, into
the search list and the remaining 50% of tweets along with the user’s other
tweets are used for creating the user profile. If a particular user is interested
in more than a single query, that user will have a user profile for each of
the query that he/she is interested in. Once again, we have used Lucene for
indexing tweets in the search list.

4.4.3.3 Results

Table 4.22 shows the results by using hashtags as queries. It shows the
results averaged across the 287 users and the 115 queries we have considered
in our experiments. We compare the results using the same metrics as
discussed earlier. It can be seen from the table that our proposed TMBA
approach outperforms NP and TBA in all the metrics. As was expected,
NP approach performs the lowest (AP and RR scores 0.0316 and 0.0490
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Table 4.22 Comparison of the results between TMBA, TBA and NP using
P@20, P@50, AP and RR with the hashtag based evaluation.

Approach P@20 P@50 AP RR

NP 0.0128 0.0140 0.0316 0.0490
TBA 0.0624 0.0422 0.1393 0.2228

TMBA 0.1063 0.0706 0.1702 0.4886

respectively compared to AP and RR scores of 0.1702 and 0.4886 for TMBA).
This is quite intuitive as NP does not re-rank the search results based on the
user. TMBA improves upon TBA in AP by 22.18% from 0.1393 to 0.1702 and
by 119.3% in RR from 0.2228 to 0.4886 respectively.

4.5 Conclusions

By identifying the topics a user is interested in and organizing the user’s
content into topics, one can improve personalized search. In the literature,
topic modelling algorithms have shown promising results in identifying
topics. However, their performance is very poor when applied on short text
documents such as tweets. In the first part of this chapter, we proposed
a novel tweet pooling scheme as a way of improving the performance of
topic modelling algorithms when applying on short text documents such as
tweets. In the second part of this chapter, we proposed TMBA, an approach
for personalizing search results in Twitter using topic models. We train a
model on the user’s past tweets and use the trained model to infer topics of
the tweets in the search results list. We dynamically select the best number of
topics for a given user when training topic models on individual users.

We evaluated the results using different offline evaluation methodologies
- Twitter list combinations and Twitter hashtags - proposed in the Chapter
3. We compared the results of our proposed approach, TMBA, with two
other approaches using three well known evaluation metrics used in the
literature: P@k, Average Precision (AP) and Reciprocal Rank (RR). Results
showed that TMBA outperforms the other approaches in the literature for all
the evaluation metrics considered.



Chapter 5

Neural Word Embeddings for
Personalized Search

5.1 Introduction

In the previous chapter, we discussed how topic modelling algorithms can
be used for personalizing search results by identifying the topics a particular
user is interested in. In this chapter, we propose a novel approach to personal-
ized search using neural word embeddings through identifying semantically
related words. Understanding the semantics/meanings of words are crucial
in personalized information retrieval. It is particularly important when deal-
ing with the vocabulary mismatch problem [52] which happens due to the
mismatch of terms between queries and documents. For example, consider a
user enters the query "apple". Assuming that the user is interested in results
related to apple phones, it is still possible to get documents related to apple
phones, yet do not contain the query term in them. Identifying semantically
related words to the user’s query in the context of the user, one can help
personalize search results in such scenarios.

This problem of capturing meanings of words by mapping them to a
particular representation is referred to as distributional semantics and has
been studied for a very long time [67, 165]. A distributed representation for a
word is a dense, real valued vector which somehow captures the semantics of
that particular word. By mapping words and other textual units into their
corresponding word vector form, semantic similarities can be computed in
their representation space [93]. In the literature, there are two approaches



96 Neural Word Embeddings for Personalized Search

for generating word vectors: count based and predict based. Predict based
approaches use neural networks to predict these word vectors, rather than
counting them. When neural networks are used to predict these vectors,
they are referred to as word embeddings. Predict based approaches such as
word2vec [111] have received a wide spread recognition recently due to its
capability of producing the state of the art word embeddings [59].

This chapter proposes a novel approach to personalized search results
in Twitter using neural word embeddings to model users. Neural word
embeddings have not been used elsewhere for this purpose, to the best of
our knowledge. Unlike traditional approaches where word embeddings
are learned on generic datasets, we try to personalize word embeddings by
learning them on the user’s profile. Our goal here is to re-rank a generic list
of search results returned for a user, in such a way that the results that are
most relevant to the user are ranked at the top, by identifying semantically
related words in the user’s profile.

The rest of the chapter is organized as follows. In Section 5.2 we discuss
about word embeddings. Section 5.3 discusses PWEBA, our proposed ap-
proach for personalized search using neural word embeddings. Section 5.4
presents our experiments and results evaluated using Twitter lists. Section
5.5 presents the experiments and results evaluated using Twitter hashtags.
Concluding remarks of the chapter are discussed in the Section 5.6.

5.2 Word embeddings

In Chapter 2, we discussed literature related to personalized web search and
microblog search in general. In this chapter, we discuss background and
related work in the domain of word vectors/embeddings.

There are two approaches for generating word vectors: count based
and predict based approaches. Both of these approaches are based on the
distributional hypothesis [63, 51, 34], which states that words that appear in
similar contexts share similar meanings. Early research on word vectors are
based on count based approaches where a co-occurrence matrix (or word-
context matrix) is first built where the context is given by words, phrases,
sentences, paragraphs, chapters or more exotic possibilities such as sequences
of characters or patterns. Next, corresponding row vectors of the words in
this matrix are considered as word vectors.
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Deerwester et al. [34] is one of the first to propose an algorithm for obtain-
ing word vectors based on the intuition of the distributional hypothesis. They
discovered that smoothed row vectors for the words in the term-document
matrix (which was first proposed by Salton et al. [142] for measuring the
query-document similarity in information retrieval), can be used as word
vectors for measuring the similarity between words. Various dimensionality
reduction techniques are also applied on these vectors to reduce the space.
Rapp [136] proposed a count based approach to obtain word vectors which
were then used for word sense disambiguation. They first create a word
co-occurrence matrix based on word co-occurrence counts in the corpus. Each
word in this matrix would have a row vector which contains the co-occurrence
information of that word with other words in the vocabulary. They also apply
SVD (Singular Value Decomposition) into the co-occurrence matrix to reduce
the dimensionality of word vectors. Their experimental results showed that
they achieved a score of 92.5% for the multiple choice questions from the Test
of English as a Foreign Language (TOEFL) exam in the word synonym task.
Turney [164] proposed LRA, a new method for deriving word vectors. Word
patters are derived from the corpus dynamically and SVD is applied to the
word-pattern matrix to smooth the matrix as well as to deal with the data
sparsity. They achieved a F-score of 56% for the word analogy task in the SAT
exam1. Many alternative matrix smoothing/optimization techniques have
since been used other than SVD in subsequent research such as, Probabilis-
tic Latent Semantic Indexing (PLSI) [69], Non-negative Matrix Factorization
(NMF) [91], Kernel Principal Components Analysis (KPCA) [143] and Discrete
Component Analysis (DCA) [21], to name a few such techniques.

With the recent advances in Artificial Neural Networks (ANNs), predic-
tion based approaches have become more popular where neural networks
are used to "predict" these word vectors rather than directly counting word
co-occurrences. Since neural networks are used, these predicting models are
also known as Neural Network Language Models (NNLM) and the resulting
word vectors are known as neural word embeddings (or simply, word embed-
dings). These models work in such a way that, rather than generating word
embeddings directly, they are initialized with random values (weights) and
neural networks are used to optimally predict the embeddings by looking
at word contexts. Since similar words share similar contexts these models

1https://en.wikipedia.org/wiki/SAT
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naturally learn to build similar embeddings for similar words. Experimental
results comparing both count and predict based models have shown that
predict based models obtain superior results in both word analogy and se-
mantic relatedness tasks [9]. Neural word embeddings received universal
recognition with the proposal of word2vec by Mikolov et al. [111, 109] in
2013. They proposed a relatively simple model for word representations
which can be efficiently scaled up to a very large corpora of billions of words.
By applying simple vector algebraic operations onto the pre-trained word
embeddings, word2vec has shown some really interesting results such as
vector("king") - vector("man") + vector("woman") tends to be the most similar
to the word embedding of queen, vector("queen"). And also, vector("Madrid")
- vector("Spain") + vector("France") is tends to be closest to the vector("Paris").
This along with sharing both the source code and an off-the-shelf model
trained on a corpus of billions of words has led to a spark of using word2vec
in various different fields of research such as IR, NLP, QnA systems etc.

Fig. 5.1 CBOW and skip-gram models used in word2vec. Image is taken from
[127].

Word2vec is not a single algorithm, rather a suite of algorithms. It uses a
relatively simple, three layer ANN with one hidden layer for estimating word
embeddings. This word2vec framework contains two models for learning
word embeddings: skip-gram and continuous-bag-of-words (CBOW). Figure
5.1 illustrates the architecture of these models with regard to a context window
of five words. Given the context, CBOW model is trained to predict the center
word of the context while the skip-gram model which reverses this process,



5.3 Methodology 99

predicts the context words given the center word. The CBOW model is shown
to be computationally more efficient as well as more suited to larger datasets
[9, 110]. The word2vec framework also has two approximation algorithms
for training the NN as well: hierarchical softmax and negative sampling.
Hierarchical softmax uses a binary tree to represent all the words in the
vocabulary and the vectors are updated at each iteration. In negative sampling,
rather than updating all the vectors all the time, which is computationally
inefficient, only a sample of vectors are updated. Skip-gram and CBOW can
be trained with either hierarchical softmax or negative sampling. Mikolov et
al. [111] recommends using the skip-gram model with negative sampling as
it has outperformed the other variations on word analogy tasks. Word2vec
also has mechanisms for dealing with very frequent words in the dataset
which tends to be noisy and does not carry contextual information. These
words are subsampled where words in the dataset that occur above a certain
threshold are discarded from training.

Word2vec and word embeddings have widely been adopted in various
IR research integrated with traditional IR methods. Word embeddings have
been used for modelling session contexts and thereby reformulating user
queries [114], capturing query similarity and query term similarities for query
suggestions [152], computing semantic similarity between short texts [80],
cross-lingual IR [170], ad targeting which determines which advertisements
to show to users based on their behavioural patterns [60], among many other
applications [53, 185, 146].

5.3 Methodology

In this section, we discuss the details of our proposed approach using neural
word embeddings. Our personalization technique here consists of two main
components:

1. User modelling.

2. Results re-ranking.

User modelling (a.k.a. user profiling) gathers information about the user
and creates a model of the user (user profile) which is then used to re-rank
generic (non-personalized) search results, in a way that the highly ranked
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results are most relevant to the user. We discuss them in more detail in the
following sections.

5.3.1 User modelling based on neural word embeddings

User modelling, which captures user interests to build a profile of the user,
is a primary task of personalization. A user profile is usually built using
information about the user’s past activities (e.g., messages posted, search
queries) and is unique to a given user. In this thesis we use user’s past tweets
as a source of information for user modelling.

There are primarily two approaches for building user profiles: vector
based user profiles and hierarchical user profiles. Vector based approaches
represent a user in a linear form which contains word-value pairs while
hierarchical user profiles have tree like structures. We propose a novel vector
based user modelling approach using word embeddings and compare it with
several other approaches. We discuss them in more detail below. We use the
terms, "word" and "term" interchangeably to convey the same meaning of a
string of finite length.

NNLM
User	Profile	
(Synonym
Table)

w

synonyms

<tweet1>

<tweeti>

w

vector

Fig. 5.2 Overview of the user modelling process in PWEBA.

Personalized Word Embeddings Based Approach (PWEBA): This is the
proposed approach of this chapter. Word embeddings associate each term in
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the vocabulary w ∈ W with a real valued d-dimensional vector vw ∈ Rd. User
profile construction is done in two phases.

1. In the first phase, we train a Neural Network language Model (NNLM)
on user u’s past tweets Tu. Let Wu be the set of unique terms observed
in Tu which we call the vocabulary of user u. Thus for each term w ∈ Wu,
we get a word embedding vw =< xi|xi ∈ R, i = 1..d >.

2. In the second phase, we create a word-synonym table for the user
using the word vectors from the first phase. For each word w ∈ Wu

we calculate the Cosine similarity between the vector representation of
that word and all the other word vectors and rank them in descending
order based on the Cosine similarity. This resulting word-synonym
table, which contains words and their most similar words, is considered
to be the user profile which is used for results re-ranking.

Algorithm 1 Generating user profile P(u) of user u in PWEBA

Input: Word embeddings for words w ∈ Wu
Output: User profile P(u) of user u

1: for each wi ∈ Wu do
2: E = []
3: for each wj ∈ Wu and i ̸= j do

4: weight =
vwi ·vwj

∥vwi∥·∥vwj∥

5: E = E ∪ (wj,weight)
6: end for
7: Sort tuples in E on weight in descending order
8: P(u) = P(u) ∪ (wi, E)
9: end for

10: return P(u)

Figure 5.2 shows an overview of this whole process. Next we explain this
procedure which is defined in Algorithm 1, in more detail below:

a. Line 1: start the algorithm with a particular word, wi, which is in the
vocabulary, Wu, of user u.

b. Line 2: entry in the word-synonym table for wi is initially empty.
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c. Lines 3-6: for every other word wj ∈ Wu and i ̸= j, calculate the cosine
similarity, weight, between the word embeddings of the two correspond-
ing words wi and wj and add the tuple (wj,weight) into E.

d. Line 7: tuples (wj,weight) ∈ E are sorted by weight in descending order
such that the tuples with the corresponding highest weight and the
lowest weight will be the first and the last element in E respectively.

e. Line 8: wi along with its corresponding entry E in the word-synonym
table is added to the user profile P(u). Algorithm goes back to line 1
after this and repeats the same process starting with a different word.

Generic Word Embeddings Based Approach (GWEBA) Rather than train-
ing a NNLM on the user’s past tweets, in this approach, we make use of
pre-trained word vectors which are already trained on a large text corpora
and freely available. Thus for each term in the user’s vocabulary, w ∈ Wu, we
represent w with the corresponding word vector taken from the pre-trained
word vectors. This is equivalent to the first phase of PWEBA. Next, we create
a word-synonym table for the user following the second phase of PWEBA,
using Algorithm 1. This resulting word-synonym table is considered as the
user profile of that particular user.

5.3.2 Results re-ranking

Result re-ranking takes a generic list of search results as input and re-ranks
them by calculating a similarity score with the user profile and each individual
document in the search results list, thus the documents that are most relevant
to the user profile are ranked at the top.

For re-ranking, we take the weighted most similar words to the user’s
query from the user’s profile, P(u), and calculate the Cosine similarity be-
tween the most similar words and each document in the generic list of search
results. In PWEBA and GWEBA, this re-ranking process for a user u’s search
query q, utilizing his/her user profile P(u) is explained in Algorithm 2. In
TBA, the query vector V(q), is populated with term frequency values. Finally,
this re-ranked list of tweets which is personalized, is presented to the user.
Below we discuss the Algorithm 2 in more detail:
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Algorithm 2 Re-ranking results of user u based on P(u) in PWEBA

Input: User Profile P(u), user’s query q, generic search results set SR
Output: Re-ranked search results set SR′

1: Get the corresponding entry E where (q, E) ∈ P(u)
2: Construct query vector, V(q) =< α1, ..,αi, ..,α|E| >, where αi is the corre-

sponding weight of a w in (w,weight) ∈ E
3: SR′ = []
4: for each document doc ∈ SR do
5: Construct document vector V(doc) with tf-idf weights for each word w

(where (w,weight) ∈ E) in doc
6: score = V(q)·V(doc)

∥V(q)∥·∥V(doc)∥
7: SR′ = SR′ ∪ (doc, score)
8: end for
9: Sort tuples in SR′ on score in descending order

10: return SR′

a. Line 1: We use the user profile (word-synonym table) created by the
Algorithm 1 to get the corresponding entry E for q

b. Line 2: E contains (w,weight) pairs. Here, (w,weight) pairs are the
most similar words to q, with their corresponding similarity scores. We
construct the query vector V(q) using the corresponding weight values

c. Line 3: personalized search results list SR′ is initially empty

d. Lines 4-8: for each tweet ti in the original non-personalized search
results list, SR, first construct the document vector V(ti) with reference
to the words that were used to create V(q). V(ti) is populated with
tf-idf weights that were calculated from the words and tweets in SR.
Next, we calculate the Cosine similarity score, score, between V(ti) and
V(q) and add that particular ti ∈ SR to the personalized search results
list SR′ along with score.

e. Line 9: sort the tweets in SR′ in descending order based on score such
that the tweets with the highest score will be at the top of the list while
the tweets with the lowest score will be at the bottom of the list.
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5.4 Evaluation based on Twitter lists

We evaluate our proposed approach using the two evaluation methods, (i)
Twitter list combinations based and (ii) hashtag based, which we proposed in
the Chapter 3. Experimental details related to them were discussed under the
Sections 4.4.2 and 4.4.3 of Chapter 4 respectively. In this section we discuss
our experiments which are evaluated using the Twitter lists based approach.

5.4.1 Experimental setup

We used the same dataset that we discussed under the Section 4.4.2 of Chapter
4, here as well. Same pre-processing pipeline was used to pre-process and
filter tweets. Users as well as queries were selected following the same
approach that was discuss under the Section 4.4.2 of Chapter 4.

Next we look at how different user modelling approaches that we de-
scribed in Section 5.3.1 is used for search results personalization. Word2vec
model is used for learning word embeddings in our experiments. Particularly,
we use the python implementation of word2vec2 which is provided with the
gensim toolkit. For each user, we learn a word2vec model on his/her tweets
and generate their user profile as explained in the Section 5.3.1. Training
parameters of word2vec are set as follows:

□ Each model is trained for 5 iterations, which was selected based on
some preliminary experiments that we did on a representative dataset
of tweets. (word2vec option: iter = 5).

□ Skip-gram model is used over the continuous bag of words model as it
has been shown to perform better [111] (word2vec option: sg=1).

□ Number of negative sampling is set to 5 (word2vec option: negative=5).

□ Output vector size is set to 20 thus each word is represented as a vector
of 20 features (word2vec option: size=20).

□ Window size is set to 5. Thus for each word of interest, 5 words before
and after are used to determine its context (word2vec option: window=5).

2https://radimrehurek.com/gensim/models/word2vec.html
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Next, for each query and for all the users who are interested in this
query, we first retrieve a non personalized list of search results using Lucene.
We used cosine as the similarity metric used in Lucene. Given this non
personalized list of tweets, we re-rank them using the user profiles that have
been created. For GWEBA, we use GoogleNews-vectors-
negative300.bin as our pre-trained word vectors which are trained on a
part of Google News dataset containing about 100 billion words3 with vector
dimensionality as 300. We ignore words that do not have a corresponding
word vector when creating user profiles. Cosine similarity metric is then used
for results re-ranking as explained in the Section 5.3.2.

5.4.2 Results

In this section we discuss the results of our experiments. We compare the
results of our personalization approaches ( PWEBA, GWEBA, TMBA, TBA)
with the non-personalization approach, NP. In NP we simply use the generic
search results given by Lucene for a user’s query without re-ranking. We
evaluate our results using some of the popular metrics used in the literature:
Precision@k (P@k), Average Precision (AP) and Reciprocal Rank (RR).

Table 5.1 shows the performance of different approaches, evaluated using
P@20, P@50, AP and RR for the 15 different list combinations that we have
considered in our experiments. To get a singular value for a given list
combination, as shown in the table, we averaged the scores of the 40 users we
have considered for a particular query and then averaged this value across
the 10 queries that we have considered for a given list combination. The top
scoring approach under each evaluation metric is highlighted in boldface
font in each row. Results clearly show that PWEBA outperforms all the other
approaches in all of the list combinations and for all of the evaluation metrics.

Table 5.2 shows the overall performance comparison between the different
approaches using P@20, P@50, AP and RR. We create this table by column-
wise averaging the scores in Table 6.2. We also compare the results with
TMBA, the approach proposed in Chapter 4. Results show that PWEBA
outperforms all the other approaches in P@20, P@50 and AP. TMBA performs
slightly better than PWEBA in RR. PWEBA has improved 11.84%, 4.16%,

3https://code.google.com/archive/p/word2vec/
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Table 5.2 Overall performance comparison between NP, GWEBA, TBA, TMBA
and PWEBA using P@20, P@50, AP and RR with list combinations based
evaluation.

Approach P@20 P@50 AP RR

NP 0.2364 0.2393 0.2569 0.3878
GWEBA 0.4063 0.3885 0.3076 0.6278

TBA 0.4974 0.4572 0.3222 0.7200
TMBA 0.6603 0.6296 0.3470 0.9407

PWEBA 0.7385 0.6558 0.3939 0.9351

13.52% in P@20, P@50 and AP respectively over TMBA. TBA follows PWEBA
and TMBA and performs better than GWEBA and NP.

It is striking to see that PWEBA has improved 81.76%, 68.80%, 28.05% and
28.95% in P@20, P@50, AP and RR respectively over GWEBA. One possibility
for this is due to the contextual differences in the training data. That is, pre-
trained word vectors are not trained against the words in a same context as
they might appear in a user’s tweets. Thus, in GWEBA, results can be biased
by the extra training data available in the Google News dataset which could
lead to "noisy" words from different domains. For example, suppose the term
"apple" is highly related to apple in an agricultural sense in the user’s tweets
while it is highly related to apple in a technological sense in the pre-trained
vectors. Next, when determining the most similar words to "apple", the model
trained on the user’s tweets will give the desired results whereas the other
will fetch words related to apple in a technological sense. Another possibility
for PWEBA outperforming GWEBA is the lack of vocabulary coverage in
the pre-trained model. Tweets contain hashtags, and other domain specific
entities which are not found in formal documents such as news articles. This
results in having no vector representation for such entities. Thus, PWEBA
performing better than GWEBA, clearly shows the importance of developing
word embeddings rather than using pre-trained word embeddings, in certain
applications. Indeed, there are a number of other studies found online which
supports this claim as well [38, 39].
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5.5 Evaluation based on hashtags

In this section we explain the details of our experiments and the results
evaluated using the hashtag based approach. Our evaluation approach using
hashtags are discussed in detail under the Section 3.3 of Chapter 3.

5.5.1 Experimental setup

We have used the same dataset that was introduced in Chapter 4. We followed
the same pre-processing approach discussed in the Section 4.4.2.2 of Chapter
4 which included removing, user mentions, URLs, noisy characters appearing
on tokens, slang terms, tokens that are short, stopwords and finally the tweets
that are shorter than 3 tokens. Users as well as queries (hashtags) on behalf
of users were selected as explained in the Section 4.4.3 of Chapter 4. Lucene
was used to index tweets.

We then use the different user modelling approaches (TBA, PWEBA and
GWEBA) to re-rank the search results returned by Lucene. Word2vec model
is trained with the same parameters on the user’s tweets as explained earlier.
Given a user and a query, we first retrieve a non-personalized search results
list using Lucene and apply the different personalization approaches to re-
rank the initial results list. Finally, different personalization approaches are
evaluated using P@K, AP and RR based on how they re-rank the tweets in
the initial non-personalized results.

5.5.2 Results

Table 5.3 shows the average scores across the 287 users for all the queries
evaluated using P@20, P@50, AP and RR. In general, results show a similar
pattern to the list combinations based evaluation. PWEBA has improved
0.56%, 63.22% and 2.95% in P@20, AP and RR respectively over the TMBA
approach. Out of NP, GWEBA and TBA approaches, TBA approach closely
follows PWEBA and TMBA approaches. PWEBA has improved 212.57%,
153.36%, 119.95% and 179.29% in P@20, P@50, AP and RR respectively over
GWEBA which is even a higher percentage increase when compared to the
list combinations based evaluation. Figure 5.3 shows the variation of AP and
RR scores of 10 randomly selected users for the query, #london. Out of the 10
users selected, PWEBA considerably outperforms all the other approaches
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Table 5.3 Overall performance comparison between NP, GWEBA, TBA, TMBA
and PWEBA using P@20, P@50, AP and RR with hashtag based evaluation.

Approach P@20 P@50 AP RR

NP 0.0128 0.0140 0.0316 0.0490
GWEBA 0.0342 0.0238 0.1263 0.1801

TBA 0.0624 0.0422 0.1393 0.2228
TMBA 0.1063 0.0706 0.1702 0.4886

PWEBA 0.1069 0.0603 0.2778 0.5030

for 7 users in AP and 8 users in RR. Figure 5.4 shows the variation of AP
and RR scores of another 10 randomly selected users for the query, #bigdata.
PWEBA outperforms other approaches for 7 users in both AP and RR out
of the 10 users considered. Although there are a few cases where the TBA
works better (e.g., userL4, userL7 for the query #london and userB3, userB7
for the query #bigdata for both AP and RR), PWEBA outperforms the other
approaches for the rest of the users.

5.6 Conclusions

In this chapter, we presented a novel approach, PWEBA, for personalized
search in Twitter using neural word embeddings. We evaluated our proposed
approach using two different offline evaluation methods: Twitter lists combi-
nations and hashtags. Former is based on the assumption that when a user
who is a member of a particular list initiates a search with a particular query,
resulting tweets that belong to the members of the same list are relevant to
the user who initiated the search. Latter is based on the assumption that
when a user does a search with a particular hashtag, user’s own tweets with
that particular hashtag are relevant. Our experimental results based on three
well known metrics used in the literature - P@k, Average Precision (AP)
and Reciprocal Rank (RR) - showed that our proposed approach, PWEBA,
outperformed the other approaches.
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(a) AP, #london

(b) RR, #london

Fig. 5.3 Variation of AP and RR scores for the query, #london, for randomly
selected 10 users.
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(a) AP, #bigdata

(b) RR, #bigdata

Fig. 5.4 Variation of AP and RR scores for the query, #bigdata, for randomly
selected 10 users.





Chapter 6

Enhancing Personalized Search
Through Word Sense Induction

6.1 Introduction

In the previous chapters we looked at how search results can be personalized
using topic modelling algorithms as well as using neural word embeddings.
In this chapter, we look at how to personalize search results using Word
Sense Induction (WSI) techniques. The proposed approach is inspired by
the idea of search results diversification which aims at satisfying multiple
possible information needs underlying a query [22, 5]. For example, a user’s
query "apple" could mean results related to agriculture or technology such
as apple computers, mobile phones, watches, apple pay etc. Diversification
aims at identifying these underlying meanings associated with the query
in the initial search results and displaying results corresponding to these
different meanings at the top. In the proposed approach, we identify different
meanings associated with the user’s query in the search results and re-rank
them based on their similarity with the user. Next, we discuss how these
underlying meanings are identified.

While most of the time, humans do not have trouble disambiguating
different meanings associated with a particular word, machines need to
process textual data and transform them into data structures before it can
determine the underlying meanings. This task of automatically determining
the underlying meanings from raw text for a given input word (i.e., a query)
is called Word Sense Induction (WSI). There are different approaches used to
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perform unsupervised WSI, such as, context clustering, word clustering, co-
occurrence graphs, probabilistic approaches, etc. WSI based on co-occurrence
graphs have become popular due to their state of the art performance in
standard evaluation tasks [84, 4, 3]. Recent research shows that WSI based on
Maximum Spanning Trees (MSTs) outperform existing co-occurrence graph
based approaches by a large margin in web search results clustering [35, 36].

In this chapter, we propose a novel approach to personalized search in
Twitter using WSI. We adopt the MST based approach proposed in [35] for
web documents clustering as it is shown to outperform existing algorithms.
A potential problem when creating the co-occurrence graph using short text
such as tweets is that the absence of co-occurring words, could result in
disconnected graphs. We improve the proposed approach in [35], in two
different ways. Our algorithm handles any disconnected graphs that could
appear in the initial co-occurrence graph and also identifies the number
of clusters automatically whereas in the original algorithm, it needs to be
manually specified.

The rest of the chapter is organized as follows. In Section 6.2, we discuss
background and related work in the WSI domain. Section 6.3 discusses the
methodology of our proposed approach in detail. Section 6.4 presents our
experiments and results evaluated using Twitter list combinations. Section
6.5 presents the experiments and results evaluated using Twitter hashtags.
We discuss the concluding remarks of the chapter in Section 6.6.

6.2 Word Sense Induction (WSI)

In Chapter 2, we discussed related work in the personalized search domain
in general. In this section we specifically discuss literature related to WSI.

WSI approaches can mainly be divided into two categories: supervised
WSI and unsupervised WSI. Supervised WSI approaches assign senses for
a target word from a fixed list of senses which are usually derived from a
dictionary or a lexicon. Wordnet has been used extensively as a dictionary
for deriving these lists of senses. Supervised WSI based on fixed list of senses
has several shortcomings such as, lack of domain specific knowledge (lexi-
cal databases contain general definitions and may not have domain specific
meanings) and the lack of explicit semantic and topical relations between
senses which may not reflect the context of a target word [82]. Due to these
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shortcomings their application is very limited in the real world. Unsupervised
WSI approaches resolve these issues by inducing word senses directly from
the corpus. Hence, they are dynamic and capable of identifying word senses
that are tailored to a specific corpus at varying levels of granularities. Thus,
hereafter we limit our discussion to unsupervised WSI as supervised tech-
niques are becoming obsolete nowadays. Typical unsupervised WSI methods
identify word senses from raw text by clustering words together on the basis
of distributional hypothesis [64], which states that, a given word, used in a
specific sense, tends to co-occur with the same neighbouring words. WSI has
been applied in other research areas as well. It is used in information retrieval
to identify different senses attached to queries [168, 81, 145] as well as in
web search results clustering for grouping semantically related documents
together [87, 121, 26].

There are many different approaches used to perform WSI, such as, context
clustering, word clustering, co-occurrence graphs and probabilistic clustering
[120]. Context clustering approaches such as [144] assume that the context, a
particular word appears can be used to identify its sense. They represent each
occurrence of a target word in the corpus as a context vector. First, a word
co-occurrence matrix is built for all the words in the corpus where each word
is represented as a vector of real values. Then a context vector is built as the
normalized average of the vectors of the words occurring in the context of the
target word. A context of a target word is defined as a set of adjacent words
falling within a window of the target word. Finally, these vectors are grouped
together using a clustering algorithm to identify the senses associated with
the target word. Word clustering approaches such as [95, 129] differ from
context clustering where they find most similar words to the target word
without using co-occurrence matrices. The similarity between the target word
and the other words are determined based on syntactic dependency statistics
(such as subject-verb, verb-object, adjective-noun, etc) in the corpus. The more
dependencies the two words share, more similar the two words would be.
First, a list of similar words ordered by the degree of similarity to the target
word is created and then a clustering algorithm is applied onto this list to
capture the senses associated with the target word.

WSI based on co-occurrence graphs have become popular recently due to
their capability of identifying semantically rich word senses. Studies have
shown that they achieve state-of-the art performance in standard evaluation



116 Enhancing Personalized Search Through Word Sense Induction

tasks [84, 4, 3]. Typically, graph-based methods represent each word as a
vertex and two vertices are connected via an edge if they co-occur within
the same context. These approaches consist of mainly two steps: graph
creation and graph partitioning (clustering). Graph creation builds the graph
using co-occurrence statistics and graph paritioning identifies word senses.
Once a co-occurrence graph has been constructed in the first step, different
graph clustering algorithms can be applied to partition the graph. Each
partition (cluster) is considered as a sense and contains a set of words that
are semantically related to that particular sense. Co-occurrence information
between words can be obtained by means such as grammatical [174] or
collocational relationships [168].

Widdows and Dorow [174] proposed a graph based approach using gram-
matical relations. They use a POS (Part Of Speech) tagger to tag all the words
in the corpus and then use the nouns that co-occur together to build the
graph. Each node in the graph represents a noun and two nodes have a link
if they co-occur together in the corpus separated by the conjunction and or
or. Each link is weighted based on the number of times the co-occurrence
is observed. Starting with the target word, an incremental cluster building
algorithm is finally used to identify the word senses around the target word.
Vernois [168] proposed HyperLex, which builds a graph where nodes are
the words that co-occur with the target word within the same paragraph
and an edge is drawn between the two nodes whenever those two words
are co-occurrent with each other. Edges are assigned a weight in such a way
that it decreases as the association frequency of the words increases. This
makes sure that words that always appear together within a given context
are given a lesser weight than the words that do not. Next, from this graph,
node with the highest degree is removed along with its adjacent nodes. This
process is repeated, isolating a high density component of the graph at each
iteration. Each sense of the target word is then identified by the root node of
each component and its neighbours. Many graph based approaches consider
words that are co-occuring with the target word within a specific context (e.g.,
sentence, paragraph) as the nodes in the graph. Klapaftis and S. Manandhar
[82] proposed a different approach where each node in the graph is a colloca-
tion that co-occurs with the target word. Edges between nodes are weighted
based on the co-occurrence frequency of their associated collocations. Graph
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is finally clustered to find the word senses and each cluster corresponds to a
particular word sense.

A problem with clustering algorithms that have been used in some of the
approaches such as HyperLex [168] is that, they need to cope with tuning a
large number of parameters [2]. As a solution for this, a different approach
to graph clustering is proposed in the literature based on identifying simple
graph patterns. These algorithms such as Squares, Triangles and Diamonds
(SquaT++) [36, 121], Curvature Clustering [40] and Maximum Spanning Trees
(MSTs) [35] identify word senses by exploiting the local structural properties
of the co-occurrence graph. MST based WSI is shown to outperform existing
graph based approaches by a large margin for web search results clustering
in [35].

6.3 Methodology

In this section, we discuss our methodology for personalized search results in
Twitter using WSI techniques. We use a co-occurrence graphs based approach
to identify word senses as it is shown to give the state of the art performance.
The high-level overview of our approach can be described in the following
steps:

1. Given a user u, and a query q on behalf of u, a non-personalized list of
search results SR = (t1, ..., tn), where each ti is a tweet, relevant to q is
retrieved (n is the total number of tweets in SR).

2. A co-occurrence graph Gq, is built around q using the pre-processed
documents (tweets) in SR;

3. Word senses related to q are induced using the maximum spanning tree
of Gq.

4. Documents in SR are clustered, C = (C0,C1, ...,Cm), based on the identi-
fied word senses (m is the number of word senses induced related to
q).

5. Clusters in C are re-ranked based on the user profile of u and finally, a
personalized list of search results, SR′, is presented to the user.
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Next, we discuss our Co-occurrence Graph and Maximum Spanning Tree
(CGMST) based approach in more detail below.

6.3.1 Creating the co-occurrence graph

Given the user’s query q, we build a co-occurrence graph Gq = (V, E), in
such a way that the nodes V, of the graph represent the words that co-occur
with q and the set of weighted undirected edges E, represent a co-occurrence
between a pair of words in V. Co-occurrence statistics that are required to
build the graph are obtained from the initial list of search results, SR, for the
user’s query q.

We pre-process the documents in SR at the beginning and also remove all
the appearances of q in SR as q is the word that we are interested in inducing
senses. Edges are weighted based on the co-occurrence count of the two
words that are linked by a particular edge. We use the length of a tweet as our
context and two words are considered co-occurring if they appear in the same
tweet. This makes sense as tweets are short and a single tweet often discusses
about a single topic [182, 181]. The pseudocode of our graph construction
algorithm is shown in the algorithm 3.

Table 6.1 A sample co-occurrence matrix.

word1 word2 · · · word49 word50

word1 0 12 · · · 0 7

word2 12 0 · · · 8 18

...
...

... . . . ...
...

word49 0 8 · · · 0 1

word50 7 18 · · · 1 0
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Algorithm 3 Creating the co-occurrence graph for a user’s query q

Input: user’s query q, initial results list SR
Output: co-occurrence graph of q, Gq = (V, E)

1: V = ∅
2: E = ∅
3: pre-process the tweets in SR and remove occurrences of q
4: construct the co-occurrence matrix, M, from the words in SR
5: for each pair of words (w,w′) s.t. w ̸= w′ do
6: if M(w,w′) ≥ δ then
7: V = V ∪ {w} ∪ {w′}
8: E = E ∪ {w,w′}
9: end if

10: end for
11: return Gq = (V, E)

Inputs to the algorithm are the user’s query and the initial non-personalized
list of search results. Output of the algorithm is the co-occurrence graph
which can be used to induce the senses of the user’s query. Next, we explain
each step of the algorithm in more detail below:

a. Lines 1-2: Initialization step of the graph. Initially the vertices set and
the edge set is empty.

b. Line 3: Pre-process the initial search results list SR (refer Section 4.4.2.2
of Chapter 4 for more information) and remove any occurrences of q in
SR.

c. Line 4: We follow [103] to build a co-occurrence matrix, M, by counting
the frequencies of pairwise term co-occurrence of the words within a
particular tweet. If the unique number of words (vocabulary) in the
result list is N, M would be a symmetric matrix of size N × N. Table 6.1
shows a toy example of a co-occurrence matrix built for a hypothetical
search results list. For example, words word50 and word2 co-occur in 18
tweets ( given by M(word50,word2) = 18 ) in the results list while word49

and word1 do not appear together ( given by M(word49,word1) = 0 ) in
any of the tweets in the results list. The diagonal of the matrix has
the value zero across as the notion of a word co-occurring with itself is
undefined. A tweet is considered as a bag-of-words model and multiple
occurrences of a particular word within a tweet are ignored.
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d. Lines 5-10: For each unique pair of word combination (w,w′) in M,
first get the corresponding co-occurrence value as given by M(w,w′).
We add the words w, w′ to V and the corresponding edge {w,w′} with
weight M(w,w′) to E if the following condition is satisfied:

M(w,w′) ≥ δ, (6.1)

where δ is a threshold value which is used to filter out weak co-
occurrence relations. It also determines the size of Gq whereas a larger
value of δ will result in a smaller Gq and vice versa.

6.3.2 Identifying word senses

Co-occurrence graph that was constructed previously captures the necessary
information that is used to identify word senses. Co-occurrence graph Gq =

(V, E) for a query q, contains the words that are related to q as the set of
nodes V and edges e ∈ E, represent how two nodes are semantically related
to each other. A high edge weight would mean the two words are highly
related while a low weight means the two words are loosely related. WSI
algorithms use either these relational or structural information contained in
the co-occurrence graph to induce different meanings related to a target word,
q. This can be explained in mathematical notation as follows. We obtain
a partition S = (S1, . . . ,Si,Sm) from Gq (note that this is different from the
clustering C that was mentioned at the beginning of the Section 6.3, details
about C are discussed in Section 6.3.3) where each component Si = (Vi, Ei)

of S contains a set of semantically related words (vertices), Vi. Thus, we say
that the set of words in Vi describe a particular meaning (sense) of the query,
q. S is called the sense inventory and each Si in S is a sense cluster which
contains words which describes a particular meaning of q. Next we describe
this process that we used to induce these senses from Gq using a Maximum
Spanning Tree (MST) in the Algorithm 4.

We explain the steps followed in the Algorithm 4 in more detail below:

a. Line 1: sense inventory S is initially empty.

b. Line 2: We use the co-occurrence graph that was constructed previously
by the algorithm 3. Gq could either be a connected graph where every
vertex in the graph is reachable or a disconnected graph. Gq becomes a
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Algorithm 4 Inducing word senses from the co-occurrence graph

Input: co-occurrence graph Gq of q
Output: sense inventory S = (S1, . . . ,Si,Sm) where Si = (Vi, Ei)

1: S = ∅
2: if Gq is a disconnected graph, add all the smaller sub-graphs to S while

keeping the maximum sub-graph of Gq for further processing
3: TGq = MST(Gq)
4: ET = edges of TGq sorted in ascending order based on edge weight
5: for each e ∈ ET do
6: v1, v2 = two endpoints connected by e in TGq

7: d1 = degree(v1, TGq)

8: d2 = degree(v2, TGq)
9: if d1 ≥ β AND d2 ≥ β then

10: remove e from TGq

11: end if
12: end for
13: add each component of TGq to Si ∈ S
14: return S = (S1, . . . ,Si,Sm)

disconnected graph when there are words appearing only on a sub set of
tweets which do not have co-occurring words with other tweets. We first
check if Gq is a disconnected graph or not. If Gq is a disconnected graph,
we consider all the sub-graphs that are in Gq and add each sub-graph
Si = (Vi, Ei) to S except for the maximum sub-graph (sub-graph with
the maximum number of nodes) of Gq, which is retained in Gq itself.
The intuition behind this is that if Gq is a disconnected graph, each
individual sub-graph of Gq would describe a particular sense of q of its
own.

c. Line 3: we calculate the Maximum Spanning Tree (MST), TGq , of the
maximum sub-graph of Gq. If Gq is a fully connected graph, the maxi-
mum sub-graph of Gq would be the graph itself, i.e., the original graph
returned by the Algorithm 3. Prim’s algorithm, which is originally
used to find the minimum spanning tree of a graph, is used here to
calculate the MST, by inverting the positive edge weights of Gq to their
corresponding negative values.

d. Line 4: edges in TGq are sorted based on their original positive edge
weights in ascending order, i.e., the edge with the lowest weight is at
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the beginning of ET while the edge with the highest weight is at the end
of ET. Ties are stored in no particular order.

e. Lines 5 - 12: for each edge e ∈ ET, first get the two vertices, v1 and v2,
that are connected by that particular edge in TGq . Degree or valency
of each vertex v1,v2 in TGq is calculated using the degree() function.
For example, if there are 5 edges connected to the vertex v1 in TGq ,
degree(v1, TGq) would return 5. If both v1 and v2 have a degree ≥ β, we
remove that particular edge e from the MST, TGq . A higher value for
β will result in lesser induced word senses. This is illustrated with an
example in the Section 6.5. This process is then repeated for all the
edges in ET.

f. Line 13: TGq is a disconnected graph/tree at this stage as some of its
edges have already been removed. We add each disconnected compo-
nent in TGq to Si ∈ S where the nodes (words) in each component is
intended to describe a particular meaning of q.

6.3.3 Clustering search results

In the previous section, we discussed how word senses related to q can be
identified from the list of search results (SR) returned for a query, q. SR
is defined as, SR = (t1, . . . , ti, . . . , tn), where each ti is a tweet. Traditional
clustering approaches consider relationships between items in SR as a way
of clustering. We instead use the sense inventory S = (S1, . . . ,Si,Sm) (given
by the Algorithm 4) to cluster tweets in SR using the word senses Si ∈ S. We
do this by considering the overlap between words in ti and a particular sense
cluster Si. Tweet ti, will be assigned to the sense cluster which is most similar
to it, as it has been done in [35]. We define this formally as below:

word_sense(ti) =


argmax
j=1,...,m

sim(ti,Sj) if argmax
j=1,...,m

sim(ti,Sj) > 0,

0 otherwise,
(6.2)

where sim(ti,Sj) is the similarity function used between the words in ti.
Here Sj is defined as:
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sim(ti,Sj) = |words(ti) ∩ Vj|, (6.3)

which simply counts the number of overlapping words between Vj (as
Sj = (Vj, Ej)) and the bag-of-words in ti (given by words(ti)). Tweets in SR,
will then be clustered to obtain a clustering C = (C0,C1, ...,Cm). A particular
clustering Cj ∈ C will be obtained using the equation below:

Cj = {ti ∈ SR : word_sense(ti) == j}. (6.4)

All the tweets that are assigned a particular word sense will belong to
the same cluster. All the tweets where word_sense(ti) == 0, i.e., no sense
has been assigned to ti due to ti not having words overlapping with any of
the sense clusters in S, will be assigned to the cluster C0. Tweets within a
particular cluster are ranked based on their sim(ti,Sj) score.

6.3.4 Personalizing search results

As the final step towards search results personalization, here we discuss how
search results in SR can be personalized based on the clustering C and the
user u’s past tweets Tu. This can also be thought as a cluster ranking problem
where our goal is to rank each Ci ∈ C in such a way that tweets at the top are
the most relevant to the user u.

Here, we propose two variations of our CGMST approach: CGMST1 and
CGMST2. In the first variant, CGMST1, we calculate the Cosine similarity
between Tu and each Ci ∈ C, as shown in the equation 6.5. Both Tu and Ci are
represented as tf-idf based term weight vectors. When calculating idf weights,
a tweet is considered as a single document. Tweets within a particular cluster
which are most similar to Tu are added to the top of SR′ which contain the
personalized list of search results for the user. At the end of this process,
tweets that are highly relevant to the user will be at the top of SR′ while the
least relevant tweets will be at the bottom of the personalized search results
list, SR′.

Similarity(Tu,Ci) =
V(Tu) · V(Ci)

∥V(Tu)∥ · ∥V(Ci)∥
=

∑w(t f id f (Tu)[w]× t f id f (Ci)[w])√
∑w(t f id f (Tu)[w])2 ×

√
∑w(t f id f (Ci)[w])2

(6.5)
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In the second variant, CGMST2, we cluster Tu as well, using the same
procedure explained under the section 6.3.3. Then we calculate the cosine
similarity between each of the clusters from user’s own tweets with each
Ci ∈ C. This creates a matrix where rows correspond to clusters from u’s own
tweets, columns to each Ci ∈ C and the cell scores represent the Cosine simi-
larity between cluster pairs. Finally, we compute the column-wise summation
of this matrix and tweets from each corresponding Ci’s are added to SR′ in
descending order based on this summation score.

We also compare our CGMST approach with two other graph cluster-
ing algorithms found in the literature, edge-betweenness clustering and
bi-component clustering:

□ Co-occurrence Graph and Edge Betweenness Clusterer (CGEBC), we
apply the edge-betweenness clustering algorithm onto the co-occurrence
graph to identify word senses.

□ Co-occurrence Graph and Bi Component Clusterer (CGBCC) uses the
bi-component clustering algorithm to identify word senses.

These algorithms are applied on the same co-occurrence graph that we
created in the Section 6.3.1.

6.4 Evaluation based on Twitter lists

In this section, we discuss the details of our experiments which are evaluated
using the list combinations based evaluation method.

6.4.1 Experimental setup

We use the same dataset that was discussed in the Section 4.4.2 in Chapter 4.
We refer the reader to the Section 4.4.2 of Chapter 4 for the details regarding
tweet pre-processing, selection of users, queries and the tweet indexing
process using Lucene.

Next, for a given user who is a member of a particular list combination
and for a given query which is of interest to the user, we apply our pro-
posed personalization approaches - CGMST1, CGMST2 - along with other
approaches - NP, TBA, TMBA, PWEBA, CGEBC, CGBCC - for re-ranking
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search results returned by Lucene. We use JUNG1 when implementing the
co-occurrence graph as shown in the Algorithm 3. Two parameters, δ and
β, in the Algorithm 3 and Algorithm 4 affect the size of the co-occurrence
graph and the granularity of induced word senses respectively. We set the
values, δ = 5 and β = 2 as they showed a good trade off between the size of
the co-occurrence graph and the induced word senses in our experiments.
For CGEBC and CGBCC approaches, we use the edge-betweenness clustering
algorithm and the bi-component clustering algorithms provided in JUNG
with the same δ and β values as earlier to make a fairer comparison of the
results. Next, for each query and for all the users who are interested in that
query, we personalize the initial search results, SR, to obtain SR′, as explained
in the Section 6.3.4.

6.4.2 Results

Table 6.2 shows the results measured using P@20, P@50, AP and RR, for the
15 different list combinations we have used in our experiments. To get a
singular value for a particular list combination, we averaged the scores of the
40 users interested in a particular query and then averaged the scores for the
10 queries in a given list combination. The highest scoring approaches for
each evaluation metric are highlighted in the boldface font. Results show that
CGMST2 performs better than the other approaches except for a few cases
where CGMST1 performs better.

Table 6.3 shows the overall performance comparison between the different
approaches using P@20, P@50, AP and RR. In order to come up with the
scores in the table, we first calculated an average score for a particular list
combination. This is done by averaging the scores of the 40 users considered
for a particular query and then by averaging this score across the 10 queries
considered for a given list combination. Finally, the scores of this table are
calculated by averaging the scores across the 15 list combinations we have
considered in our experiments. Results show that as expected, NP performs
the lowest for all the approaches and for all the metrics. In general, variants
of our CGMST approach outperforms all the other approaches except for
PWEBA which performs better in terms of AP. It is interesting to see that
CGMST2 further improves the CGMST1 approach in all the metrics. This

1http://jung.sourceforge.net/
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Table 6.3 Overall performance comparison between NP, TBA, CGBCC, CGEBC,
TMBA, PWEBA, CGMST1 and CGMST2 using P@20, P@50, AP and RR with
list combinations based evaluation.

Approach P@20 P@50 AP RR

NP 0.2364 0.2393 0.2569 0.3878
TBA 0.4974 0.4572 0.3222 0.7200
CGBCC 0.6470 0.5544 0.3338 0.8908
CGEBC 0.6870 0.5721 0.3266 0.9223
TMBA 0.6603 0.6296 0.3470 0.9407
PWEBA 0.7385 0.6558 0.3939 0.9351
CGMST1 0.7578 0.6700 0.3679 0.9388
CGMST2 0.7705 0.6993 0.3691 0.9503

suggests that capturing user interests at a more granular level helps improving
personalization. Out of all the other approaches considered, PWEBA performs
closely to CGMST. CGMST2 has improved a 4.33%, 6.63%, and 1.62% over
PWEBA in P@20, P@50 and RR respectively and a 16.69%, 11.07%, 6.37% and
1.02% over TMBA in P@20, P@50, AP and RR respectively. Highlighted in
boldface shows the four best performing approaches under each metric.

6.5 Evaluation based on hashtags

In this section we discuss the details of our experiments which are evaluated
using the hashtag based evaluation approach. The details of this evaluation
approach is discussed under the Section 3.3 of Chapter 3.

6.5.1 Experiments and results

6.5.1.1 Identifying word senses

We used the same dataset that was used for the experiments in other chapters
as well. Details of the dataset including pre-processing of tweets, finding
users and hashtags as queries, and indexing tweets for searching are discussed
under the Section 4.4.2 of Chapter 4. We build the co-occurrence graph as
shown in the Algorithm 3 from the initial list of search results for a user’s
query. To limit the size of the graph as well as to consider only the important
co-occurrences, we set the value of δ = 5, meaning an edge will be drawn
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between two nodes (words), only if those two words appear together in at
least 5 tweets.

Figure 6.1a shows the the co-occurrence graph, G1q, created from the
tweets in SR for a randomly selected user with the query #android. G1q

contains 75 nodes (words) and 174 edges with a minimum edge weight of 5
(δ = 5). By looking at this disconnected graph, we can see different themes
related to #android, such as, android gaming, android related jobs, wearable
devices, android related issues such as latencies when processing real time
audio (which ios is really good at and this information is visible in the graph
as well by the connected nodes). For example, if we assume that the user who
initiated this search is interested in seeing android gaming related tweets, our
goal here is to display the tweets that discuss about android gaming at the
top. Figure 6.1b shows a co-occurrence graph G2q for the query #microsoft
for a randomly selected user. G2q contains 136 vertices and 473 edges. It is
visible that G2q has identified different senses related to #microsoft such as,
Windows related patches, cloud services, Microsoft Dynamics ERP, Microsoft
health apps etc. Figure 6.2 shows the MST of the maximum sub-graph of G1q.
MST connects all the nodes of the maximum sub-graph of G1q by maximizing
the edge weights. This is then used to induce word senses by removing
weak edges, as shown in the Algorithm 4. Figure 6.3 shows the word senses
induced from the MST, for several different values of β in the Algorithm
4. It show that as the value of β goes higher, lesser number of senses are
induced. In Figure 6.3a, we can see that it has identified more granular senses
such as google android smartphones, regarding google play, audio latency
issues in android, jobs etc., when β = 2 while this is not the case when β = 3
or β = 4 where the identified senses are less granular. When β = 2 it has
identified 15 different word senses. In our experiments, we use β = 2 as we
want to identify granular tweet clusters which will maximize the degree of
personalization.

Figure 6.4 shows the word senses induced from the co-occurrence graph,
G2q, for the query, #microsoft with β = 2. Different word senses related to
the query such as microsoft cloud computing, windows updates, dynamics
ERP project, microsoft health app etc., have been identified. When β = 2, it
has identified 35 different word senses.
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(a) Co-occurrence graph, G1q, created for a randomly selected user
with the query, q = #android. Node count, |V(G1q)| = 75 and the
edge count, |E(G1q)| = 174.

(b) Co-occurrence graph, G2q, created for a randomly selected user
with the query, q = #microsoft. Node count, |V(G2q)| = 136 and
the edge count, |E(G2q)| = 473.

Fig. 6.1 Co-occurrence graphs G1q and G2q of the queries #android and
#microsoft respectively.
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Fig. 6.2 Maximum Spanning Tree (MST) of G1q.

Table 6.4 Overall performance comparison between NP, TBA, CGEBC, CGBCC,
TMBA, PWEBA, CGMST1 and CGMST2 approaches using P@20, P@50, AP
and RR with hashtag based evaluation.

Approach P@20 P@50 AP RR

NP 0.0128 0.0140 0.0316 0.0490
TBA 0.0624 0.0422 0.1393 0.2228
CGBCC 0.0858 0.0515 0.0918 0.4113
CGEBC 0.1007 0.0512 0.1590 0.4464
TMBA 0.1063 0.0706 0.1702 0.4886
PWEBA 0.1069 0.0603 0.2778 0.5030
CGMST1 0.1730 0.1175 0.2739 0.6020
CGMST2 0.1814 0.1192 0.3009 0.5986

6.5.1.2 Search results personalization

We use the word senses that have been already identified, to cluster tweets
in SR as explained under the Section 6.3.3. When assigning a tweet to a
sense cluster, we used the word intersection as a similarity measure as shown
in the equation 6.3 (we also experimented with using the Cosine similarity
measure with tf and tf-idf weights to represent a tweet and words in a sense
cluster. However our results showed that the simple word intersection metric
works better than the other two measures (tf and tf-idf) for this task). This
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(a) Induced word senses from the
MST of G1q with β = 2.

(b) Induced word senses from the
MST of G1q with β = 3.

(c) Induced word senses from the
MST of G1q with β = 4.

Fig. 6.3 Word sense induction from the MST of G1q as shown in the Algorithm
4, for different β values.
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Fig. 6.4 Induced word senses from G2q with β = 2.

suggests that the clusters formed using the word intersection metric are of
better quality than the others.

Once the tweets in SR are clustered, search results are then personalized
by matching tweet clusters with the user profile using the Cosine similarity
(refer Section 6.3.4). Table 6.4 compares the overall performance of different
approaches using P@20, P@50, AP and RR. In general, CGMST variants
outperform all the other approaches considered. As expected, NP performs
the lowest. In general, CGBCC and CGEBC performs better than TBA.
CGMST2 slightly improves CGMST1 in P@20, P@50 and AP while CGMST1
performs slightly better than CGMST2 in RR. CGMST2 has improved a
69.69%, 97.68%, 8.32% and 19.01% in P@20, P@50, AP and RR respectively
over PWEBA and a 70.65%, 68.84%, 76.79%, 22.51% in P@20, P@50, AP and
RR respectively over TMBA. Highlighted in boldface shows the four best
performing approaches under each metric.
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6.6 Conclusions

In this chapter we proposed a novel approach, CGMST, to personalize search
results in Twitter, using Word Sense Induction (WSI) techniques. Word
sense induction techniques are used to identify different meanings/aspects
associated with a particular target word within a collection of documents.
There are different techniques used in the literature to perform WSI. We
employed a graph based approach as it has been shown to achieve the state
of the art results.

The intuition behind this approach is that, if we can identify different
meanings or aspects related to the user’s query in the initial search results,
they can be matched with the user to find the most relevant tweets to the user
for his/her search query. We used our proposed offline evaluation methods -
Twitter lists and hashtags - to evaluate our results.

We compared the results using three well known metrics used in the liter-
ature: P@k, Average Precision (AP) and Reciprocal Rank (RR). We conducted
experiments with four other baseline approaches. Results evaluated using
the two different offline evaluation methods, showed that the variants of our
proposed CGMST approach, outperforms all the other baseline approaches
we have considered and for all the metrics.





Chapter 7

Conclusions

Social media platforms such as Facebook, Twitter, Instagram etc., have become
a part of our day-to-day lives. It is estimated that Twitter, one of the most
popular microblogging platforms, currently hosts about 320M monthly active
users who generate about 500M tweets everyday, which is about 6000 tweets
every second. Due to these high volumes of data, finding relevant information
becomes exceedingly difficult at times for a user. This process can either
be very time consuming or users might simply think there are no relevant
search results available for their search query. Search results personalization
techniques try to solve this problem by learning about the user and re-ranking
the initial non-personalized search results in such a way that the most relevant
results to the user are ranked at the top.

Although there has been a lot of work done in the domain of web search
results personalization, work in search results personalization in microblog-
ging environments such as Twitter are very sparse. Techniques that are used
in the web domain cannot be readily applied in microblogging environments
such as in Twitter due to several reasons: microblogging documents are very
short compared to web documents, rich in social information, are noisy (due
to the informal use of language and the use of slang terms), contains special
information such as user mentions and hashtags and also since the way users
use web search and Twitter search tends to be different. In this thesis, we
developed new approaches that can be used to personalize search results in
microblogging environments such as Twitter. Next, we summarize the main
contributions of our thesis below:
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□ We proposed two novel offline evaluation techniques based on Twit-
ter list combinations and hashtags, as there are no publicly available
datasets in the personalized microblog search domain (Chapter 3). Of-
fline evaluation, which employs a publicly available datasets or specif-
ically designed datasets, has become popular as a low cost, efficient
and a reliable evaluation methodology. Twitter list combinations based
approach is based on the assumption that when a user who is a member
of a particular list initiates a search, matching tweets by the members of
the same list are relevant to the user who initiated the search. Hashtag
based approach assumes that when a user initiates a search with a par-
ticular hashtag, user’s own tweets which contain the particular hashtag
are relevant. These approaches are inspired by the offline evaluation
approaches used in the web domain.

□ We developed a web based service, PTSE, incorporating the personal-
ization approaches proposed in the earlier chapters (Chapter 3). PTSE
allows users to log in using their Twitter account and submit search
queries similar to the search process in Twitter. Search results are per-
sonalized based on the algorithm that the user selects. Users can also
switch between personalized and non-personalized results where the
non-personalized results are equivalent to the search results given by
Twitter.

□ We conducted extensive experiments on how topic modelling algorithms
can be used with short text documents such as tweets (Chapter 4). These
algorithms are known to underperform when applied on short text
documents such as tweets. Tweet pooling solves this problem to a great
extent where related tweets are grouped together into a single document.
We investigated existing tweet pooling techniques and proposed a new
scheme via identifying named entities and word collocations appearing
on tweets. The results showed that our proposed grouping scheme
outperforms existing schemes available in the literature.

□ We developed an approach for personalized search using topic mod-
elling algorithms that employs the tweet grouping scheme that we
introduced in our work (Chapter 4). Our approach, TMBA, is capa-
ble of dynamically selecting the best number of topics when training
topic models on a user. To the best of our knowledge, this has never
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been investigated before and the previous work is based on using a
fixed number of topics for all the users when training topic models.
Experimental results with other approaches in the literature which
consisted of a personalized search approach based on terms and a non-
personalized approach, showed that TMBA performs better than the
other approaches.

□ Neural word embeddings, a recent breakthrough in the NLP research,
are used to find semantically related words to a particular target word.
We proposed a novel approach, PWEBA, for personalized search using
neural word embeddings which, to the best of our knowledge, has
not been used elsewhere for personalized search (Chapter 5). Our
approach involved creating a user profile by identifying semantically
related words in the user’s vocabulary. Semantically related words are
identified by learning a neural network language model on the user’s
past tweets. Our results showed that PWEBA performs slightly better
than TMBA and surpasses all the other baseline approaches found in
the literature.

□ We developed a novel approach, CGMST, for personalized search using
word sense induction techniques (Chapter 6). The intuition behind this
approach is that by identifying different senses/meanings associated
with the user’s search query in the initial search results, we can per-
sonalize search results by matching the tweets associated with these
senses with the user’s profile. We compared CGMST with previously
proposed approaches as well as two other approaches found in the liter-
ature based on the edge-betweenness clusterer and the bi-component
clusterer. Results showed that the variations of the CGMST approach
performs better than TMBA and PWEBA in almost all of the cases and
surpasses the other approaches in the literature.

7.1 Future work

In this section, we briefly discuss some of the possible future work that evolve
from this research. We limit our discussion only to the main areas that we
think are the most important.
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1. Combine pseudo relevance feedback techniques. In our experiments,
user’s query is used to retrieve an initial list of search results which are
personalized by applying various personalization algorithms. Pseudo
relevance feedback, a method for automated local analysis, assumes that
some top k number of documents are relevant to the query and utilizes
the information in these top ranked documents to improve retrieval
performance, usually via query expansion. We plan to implement this
idea by creating several queries from the initial search results and by
applying personalization approaches on their collective results.

2. When training topic modelling algorithms and word2vec models we
used a word based representation where tokens separated by white
space are used as inputs. Letter n-gram based hashing aims to reduce
the dimensionality of the vocabulary and also helps dealing with words
unseen in the training data which is a problem with word based rep-
resentations [71]. For example, the word "bigdata", is represented as
#bi, big, igd, gda, dat, ata, ta# using letter 3-grams where "#" denotes
word boundaries. As our future work, we plan to incorporate this when
training our models.

3. For our experiments in the Chapter 5, we used word2vec for learning
word embedding models on individual users. Different variations to
the word2vec algorithm have been proposed in the literature such as
sentence2vec and doc2vec [90]. Sentence2vec and doc2vec capture the
relationships between sentences and documents respectively in addition
to words which is the case with word2vec. For example, we can apply
sentence2vec by considering each tweet as a sentence and compare the
results with word2vec.

4. In our experiments, we have not considered the timestamp of the tweets
in the user’s profile. We plan to consider these temporal information
present in the tweets and give a higher weight to the more recent tweets.

5. The proposed approaches in this thesis work independently of each
other. We plan to combine the three proposed approaches - TMBA,
PWEBA, CGMST - in a linear fashion to come up with a combined rank-
ing score. This can be achieved as follows. Rank of a particular tweet
t, with respect to the user u and the query q is given by Rank(u,q, t) =
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a × TMBA(u,q, t) + b × PWEBA(u,q, t) + c × CGMST(u,q, t) where a +
b+ c = 1 and TMBA(u,q, t), PWEBA(u,q, t) and CGMST(u,q, t) are the
individual ranking scores given by the three proposed approaches.

6. Currently we have implemented only the PWEBA into our web based
system, PTSE. As our future work, we will be incorporating the other
two proposed personalization approaches into PTSE as well.
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