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Abstract 

Accurate descriptions of normal craniofacial shape are essential for accurate assessment 

of pathologies of the craniofacial complex. Traditionally, these descriptions, have been 

limited to growth curves of single measurements (e.g. head circumference) to which a 

patient can be compared. In this thesis we exploit advances in 3D image capture and 

image processing and also combine tools from statistical shape analysis and multivariate 

statistics to produce 3D growth curves of the entire head and face. These can serve as a 

normative frame of reference, against which craniofacial abnormality can be judged and 

we demonstrate their use for assessing individual patients. They are also a tool for 

comparing populations, which we demonstrate by examining emerging shape 

differences between boys and girls throughout childhood and adolescence, and for 

growth prediction and age estimation. 

In two studies we examine the development of sex differences in craniofacial shape 

(craniofacial sexual dimorphism). The first compared boys and girls within a database 

of one year-olds. The second compared growth curves of boys and girls derived from a 

cross-sectional database of 3D images of children aged from 0.05-18.6 years, to 

examine how and when sex differences emerge. Both studies confirmed the presence of 

sexual dimorphism at approximately one year-old. The second also demonstrated that 

sexual dimorphism emerges in primarily two phases between ages five and ten and from 

twelve onwards. The second of these constitute the most comprehensive study of the 

development of sexual dimorphism to date and both studies challenge the view that 

sexual dimorphism emerges as the result of sex hormones at puberty.  

We also use the growth curves to predict the growth of individuals from 3D 

photographs. We validate these predictions against a sample of 50 longitudinally 

collected images by comparing the predicted head at the second time point to the actual 

head at the second time point. We also develop them into an algorithm for estimating 

the age of individuals from 3D photographs. 
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previously developed preliminary image processing algorithms used. 
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1 Literature Review 

1.1 Introduction 

Accurate, objective assessment of normal and abnormal craniofacial size and shape is 

essential for ensuring best-practice in craniofacial surgery and for accurate diagnosis 

and phenotyping of facial characteristics. Traditionally craniofacial assessment has 

employed simple inter-landmark distances, angles and ratios, or relied on the subjective 

impressions of clinicians. However, the advent of 3D photography and sophisticated 

image processing algorithms now allow measurement and analysis of the entire head 

and face, and such methods show promise both clinically and in research1-5. 

In paediatric samples, craniofacial assessment is complicated by the dynamic and 

continuous growth of the craniofacial complex. Essentially, what is normal at one age 

may not be so at another age. Therefore, abnormality must always be judged against a 

frame of reference that is age appropriate. Traditional ‘growth curves’ chart the change 

in a single measurement, like head circumference, and a patient is compared to the age-

appropriate value on the curve. Part of the work of this thesis is to take advantage of 

advances in 3D image processing and analysis to develop a method of defining 3D 

‘growth curves’ of the entire head (Figure 1.1).  

As well as serving as a frame of reference, growth curves convey important information 

about the population; the growth pattern of a given population is intimately linked to 

biological regulation of the growth. Therefore, systematic differences between growth 

Figure 1.1 3D Craniofacial ‘growth curves’. These show estimated normal head shape estimated from 

the AHEAD database (see Chapter 2) for boys and girls at some example ages.  
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patterns indicate systematic differences in biology and in its genetic, epigenetic and 

evolutionary determinants. An example is the development of population level sex 

differences in craniofacial shape. These are typically thought to result from different 

effects of sex hormones during puberty. However, precisely when sex differences 

emerge is contentious. In this thesis we examine the question of when sex differences 

emerge. In order to answer this question, we develop the 3D growth curves into a 

general-purpose framework for comparing populations as they grow.  

We also apply our growth curves to age estimation, where the age of an individual is 

estimated by the closest point on the curve (most similar head). Finally, we apply them 

to synthetic growth. That is, to synthesising an image of how a person will look in the 

future based on an image taken in the past.  

In the foregoing Section 1.2 we provide an overview of craniofacial anatomy and 

growth processes. In Section 1.3 we consider the literature on emerging craniofacial sex 

differences. In Sections 1.4 and 1.5 we discuss traditional and modern methods of 

craniofacial measurement and analysis. In Section 1.6 we outline the contributions of 

the thesis and its structure. 

1.2 Craniofacial anatomy and post-natal growth   

In this section we aim to give a brief outline of craniofacial anatomy, the processes 

involved in post-natal growth and the regulatory mechanisms that underpin it. This 

discussion is only to give some context to a reader unfamiliar with the subject matter. It 

is not an exhaustive discussion of this complex topic and we refer the reader to Enlow 

and Hans6 for a rather more detailed introduction.  

1.2.1 Craniofacial anatomy 

The craniofacial complex is a combination of the underlying skeleton overlayed with 

the facial soft-tissue, including musculature, fat and cartilage. During childhood and 

adolescence all these aspects change, in turn altering the outer soft-tissue morphology. 

The overall morphology is largely determined by the underlying skeleton so this will be 

considered in detail. Figure 1.2 illustrates the major craniofacial bones.   

1.2.1.1 Neurocranium 

The cranial vault comprises the frontal parietal, temporal and occipital bones. During 

normal growth, the expansion of the brain creates tension in the soft fibrous tissue 
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connecting them (the cranial sutures). In response to this tension, new bone is formed at 

the edges of the cranial bones, a process called intra-membranous ossification7. For this 

reason, the dimensions of the cranial vault increase rapidly early in life due to the 

rapidly expanding brain. Mean head circumference reaches 94% of its adult mean by 

age five8.  

The cranial base (basicranium) separates the cranial vault and brain from the rest of the 

facial skeleton and is essentially the ‘floor’ of the cranial vault. It comprises 

continuations of the occipital, frontal, parietal and temporal bones. The floor of frontal 

bone is also partially divided by the ethmoid bone and the temporal bones are separated 

from the frontal bone by the sphenoid. The sphenoid bone articulates with the occipital 

bone in the midline of the cranial base forming the spheno-occipital synchondrosis 

during growth. Synchondroses are almost immovable articulations between bones 

which are bound together by hyaline cartilage. During bone growth in the cranial base, 

the cartilage is replaced with bone, a process called endochondral ossification9, 

displacing bone in the direction perpendicular to the synchondrosis. The spheno-

occipital synchondrosis, which is directed parallel to the coronal plane, is a major site of 

growth in the sagittal direction6.    

1.2.1.2 Viscerocranium  

The viscerocranium comprises the mandible, maxilla, the zygomatic arch (cheekbones) 

nasal, and lacrimal bones. The sphenoid and ethmoid bones of the cranial base are also 

Figure 1.2 Bones of the craniofacial complex. Reproduced from Gray, H. Anatomy of the Human 

Body. 20th edn, (Lea & Febiger, 1918). 
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often considered part of the viscerocranium. The body of the mandible is arch-shaped 

and contains the lower dentition. The ramus of the mandible articulates with the 

temporal bone of the cranial base at the temporo-mandibular joint. The temporal bone 

and mandibular condyle (a bony knob at the top of the ramus) are separated by cartilage 

and this joint is a major, although not the only, site of growth of the mandible. The 

separating cartilage serves as a template for laying down new bone, adding to 

mandibular condyle. The mandible also remodels throughout growth by a complex 

pattern of bone deposition (addition) and resorption (subtraction) across its entire 

surface. Overall the mandible grows superiorly and posteriorly, and is simultaneously 

displaced in the opposite directions, inferiorly and anteriorly6. The body of the mandible 

simultaneously lengthens. This mandibular development in part underlies the protrusion 

of the chin in the soft-tissue. The maxilla contains the upper dentition. It is displaced 

anteriorly and inferiorly as it lengthens posteriorly. 

1.2.2 Growth regulation 

Many authors stress that bone growth is responsive to changes in the demands placed on 

it by its surrounding tissues10-16. Various kinds of osteogenic (bone-producing) cellular 

material surround the ossified hard tissue, are present at the junctions between bones 

and, in the case of osteocytes, within the bone itself17. These materials are sensitive to 

the mechanical loads and strains placed on them such that changes to these loads trigger 

the addition or removal of osseous tissue. According to this description, bone growth 

can be thought of as compensating for the concurrent developments and changing 

functional requirements of the facial soft tissues and developing dentition. These 

requirements are ‘communicated’ to the osteogenic cellular material via the changing 

loads and strains. For example, as mentioned above, the connective membrane between 

cranial sutures is sensitive to tension, so that when two connected bones are pulled 

apart, such as by the increasing pressure of the expanding brain, more bone is added at 

the edges of the sutures so as to reduce the tension. Endochondral growth occurs at 

cartilaginous junctions, such as the spheno-occipital synchondrosis and the temporo-

mandibular joint. This cartilage is also sensitive to loads such that increased load on the 

junction stimulates growth at the site18. The whole surface of craniofacial bones is also 

covered in an osteogenic membrane. This membrane, being soft, is moved by the 

mechanical loads placed on it, and bone remodels in response to this movement. 

Osteocytes, within the osseous tissue, respond to increased mechanical loading by 
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triggering bone formation, and may also partially regulate bone loss under reduced 

mechanical strain17. An example of these effects is that altering the pressures exerted 

during certain orthodontic treatments alters remodelling of the mandible19. 

The growth of the bones of the viscerocranium also respond the endocrine system, 

which regulates general skeletal growth. This is demonstrated by the fact that the rate of 

increase in the dimensions of the viscerocranium is closely proportional to the rate of 

increase in height, revealed by longitudinal studies20-22. Particularly important are 

growth-hormone (GH) and insulin-like growth-factor-1(IGF-1)23,24, together comprising 

the GH-IGF-1 axis (the roles of sex hormones are left to the discussion of sexual 

dimorphism in Section 1.3). GH and IGF-1 increase the production of osteoclasts 

(responsible for bone resorption), osteoblasts (responsible for bone deposition) and 

chondrocytes, which are implicated in the ossification of cartilage25. They also stimulate 

the growth of soft-tissues, exerting an indirect effect on bone growth by altering the 

loads placed on them.  

1.3 Craniofacial sexual dimorphism 

Adult shape and size represent the end-point of biological growth processes occurring 

from conception to adulthood. Systematic differences in morphology between groups 

indicate systematic differences in the biological processes that lead to the morphology 

and may ultimately provide insights into their genetic, epigenetic or evolutionary 

determinants.  

Craniofacial sexual dimorphism refers to the characteristic differences in the shape and 

size of the craniofacial complex between males and females. Males tend to have 

globally larger heads than females26. Sex differences in craniofacial measurements that 

capture aspects of global head size, such as the width and length of the neurocranium 

and the width of the face have been noted in many studies27,28. In fact, according to 

Kesterke et al.27 almost every standard craniofacial measurement taken between two 

points on the outer surface of the head is sexually dimorphic in adults. Interesting subtle 

differences are also evident. More bone is deposited at the inferior margin of the frontal 

bone in males than in females29-31 meaning that the brow ridge of adult males tends to 

protrude anteriorly32,33. The forehead is also found to slope posteriorly more in males 

than in females32-34. The mandibles of males tend to have a longer ramus and be wider 

between the points of the left and right mandibular angles35,36. The chin and upper lip 
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tends to protrude more forwards and be positioned more inferiorly37-39 in males than 

females, although one study observed the reverse sex difference in chin position40. The 

nose of males tends to protrude more forwards and is wider laterally and longer 

vertically in males than in females28, although some studies have not observed this 

difference in nasal height27. Males also tend to have flatter soft-tissue of the 

cheeks34,38,39. 

These differences are generally assumed to be the result of differing sex hormone 

levels24,41. Androgens are male sex hormones of which testosterone is the most 

common. They are produced in the adrenal cortex and the testes and are also found in 

lower concentrations in females. Oestrogens are usually considered female sex 

hormones, although they are also found in men and can be synthesised from androgens 

in both sexes. Androgens and oestrogens both stimulate growth by acting directly on 

receptors in the skeleton and also by interaction with the GH-IGF-1 axis42. In mice, 

orchiectomies and ovariectomies reduce mandibular and nasomaxillary growth43. 

Inversely, injection of androgens and oestrogens increases bone volume in the 

mandibular condyle in mice of both sexes following orchiectomy or ovariectomy44. In 

one study of human males, patients with delayed puberty showed reduced mandibular 

ramus length, upper anterior facial height and cranial base length relative to a control 

group. After one year of treatment with testosterone the differences disappeared45. To 

summarise, there is evidence that both androgens and oestrogens can stimulate growth, 

but may act differentially on the sexes because they are present in different 

concentrations. There is also evidence from psychological literature linking circulating 

testosterone to masculine facial appearance. Those with high circulating testosterone 

have a generally more elongated face and eyebrows that are closer together46, and are 

generally perceived to be more masculine41. 

Since sex-hormone differences become pronounced at puberty, and this is when most 

sexual differentiation occurs it is often assumed that sex differences in craniofacial size 

and shape emerge only at this time. For example, Donald Enlow’s prestigious textbook 

on facial growth states that the average forms of males and females are virtually 

identical prior to puberty6. Contrary to this, several studies have noted differences in 

craniofacial dimensions prior to puberty. Neurocranial size is larger in male than in 

female infants and fetuses33,47. Between five and six years-old males show greater 



LITERATURE REVIEW 8 
 

neurocranial, facial and mandibular width; neurocranial length; and facial height as 

indicated by two measures: the distance between the nasion at the top of the nose, and 

the midpoint of closed lips; and between the nasion and the point of the chin48. One 

recent large-scale study observed similar differences in similarly taken measurements of 

cranial width, height and depth also in the distance between the outer commissures of 

the eye fissures and in the length of the eye fissures, width of the nasal base, distance 

from the tip of the nose to the most lateral point at which the skin of the nostril meets 

the facial skin and also in philtrum length27. Other subtler shape differences appear to 

only emerge at or slightly before puberty. The protruding brow-ridge in males appears 

only at around 11 or 12 and is pronounced by fifteen33,40 and the protrusion of the nose 

is evident by fourteen40. 

To summarise, understanding the development of sexual dimorphism can provide 

insights into the regulatory processes and mechanisms determining it. One potential 

mechanism is that sexual dimorphism is a product of the differential actions of sex 

hormones on growth regulation between the sexes. In support of this, sex hormones are 

known to affect bone growth and there is some evidence linking testosterone to a 

typically male facial shape. It is usually assumed, therefore, that these differences only 

emerge at puberty when differences in hormone levels are most pronounced; however, 

there are several studies suggesting that, in fact, differences exist prior to puberty. The 

majority of studies on developing sexual dimorphism have only used traditional linear 

measurements between biological landmarks, or have analysed shape using a relatively 

small number of craniofacial landmarks and in general have not fully taken advantage 

of the technical advances in image acquisition and processing over the last two decades. 

These technical advances are reviewed in the next two sections. 

1.4 Craniofacial measurement and imaging 

1.4.1 Traditional craniofacial anthropometry 

Traditionally researchers and clinicians have quantified the size and shape of the 

craniofacial complex using simple distances and angles between biologically important 

landmarks. In this context landmarks are defined as precise locations on biological 

forms that hold some developmental, functional, structural or evolutionary 

significance49 that are unambiguously defined and reliably locatable50. Some examples 

include the tip of the nose (the pronasale) and the outer corners of the eye fissures (the 
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endo and exocanthi)51. Measurements or angles between landmarks can be taken 

directly on the subject using callipers or rulers. Some researchers have also digitally 

recorded the 3D locations of landmarks for later analysis by recording the spatial 

position of a stylus as it touched the location of the landmark on the subject52,53. 

Such ‘direct’ approaches have significant practical drawbacks, particularly for large-

scale studies. They are time-consuming, and require the presence of both the clinician 

and a cooperative patient for the entirety of the acquisition54-58. This presents particular 

problems in studies involving infants or young children, and those with a developmental 

disability59. Additionally, some measurements may be distorted due to manual 

compression of the soft tissue by the measuring instrument54,60,61. There is also no 

permanent record of the complete form of the patient so that later checking for landmark 

placement errors is impossible.  

1.4.2 Craniofacial imaging 

A solution to some of the problems of direct measurement is to acquire 3D photographs 

of the subject. 3D photographs provide a permanent, digital representation of the outer 

surface of the facial soft-tissue. The 3D surface is encoded by the 3D coordinates of a 

dense cloud of points as well as information on how these points are connected. This 

Figure 1.3 Composition of a 3D photograph. A 3D photograph is an interconnected ‘mesh’ or lattice 

of points (right) that approximate a 3D surface (left). 
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interconnected ‘mesh’ of points approximates the smooth outer surface of the soft tissue 

(Figure 1.3).  

There are several methods for image acquisition, including laser scanning, structured 

light projection and stereo photogrammetry62. In recent years stereo photogrammetry 

systems have become the method of choice for craniofacial researchers57,61,63-65. 

Photogrammetry derives the 3D location of a dense cloud of points on the 3D surface 

from differences between images taken of the same of object from different angles. The 

general principles and geometry are described further in Velkley and Oliver66. 

Specifically, the 3dMD photogrammetry systems used in this study, use infrared 

cameras to capture a pattern of infrared speckles projected onto the facial surface. 

Proprietary software then uses multiple images of the speckle pattern to triangulate the 

locations of the speckles on the surface in 3D67. Photogrammetry is not invasive, does 

not involve exposure to radiation and images can be acquired in milliseconds. This is a 

distinct advantage over other imaging modalities, including computed tomography or 

magnetic resonance imaging. This surface representation can subsequently be viewed, 

measured or otherwise analysed in computer software. These days, it is common to 

perform ‘indirect’ anthropometry, by using software to place landmarks on the 3D 

images and compute measurements from them. Large databases of measurements 

collected in this way now exist65. 

Manual landmark indication, be it direct or indirect, has some important drawbacks. 

Despite apparently objective definitions and guidelines for placing landmarks, in 

practice ambiguities and inconsistencies in interpretation often emerge. It is therefore 

difficult to standardise how different individuals, or even the same individual at 

different times will place the landmarks. This creates a potentially important source of 

measurement error57,68,69. Additionally, landmarks and inter-landmark measurements 

can only measure the anatomy at specific landmark points that can be identified by 

humans. The vast majority of the craniofacial surface (e.g. almost all of the cheeks and 

neurocranium) contains no such landmarks; any approach based solely on anatomical 

landmarks cannot accurately represent such regions.  

1.4.3 Spatially dense image measurement (fitting an ‘anthropometric mask’) 

3D photographs provide a complete (up to the density of points) representation of the 

imaged surface, which allows for more sophisticated image processing. A different 



CHANGING THE FACE OF GROWTH CURVES 11 

approach to image measurement is to, instead of sampling the image at only defined 

landmarks, sample the image at points all over its surface. This can be done by fitting an 

‘anthropometric mask’ to each surface. The anthropometric mask is a generic template 

image (composed of many thousands of points) which is gradually warped into the 

shape of the image being sampled using a non-rigid surface registration algorithm70. 

The coordinate points of this warped mask now represent the surface under study. This 

is illustrated in Figure 1.4. Various registration algorithms exist and are employed by 

various research groups to measure surfaces in a similar way71-74. 

1.5 Spatially dense craniofacial analysis 

In this thesis we use spatially dense representations of faces as described in the previous 

section. With many thousands of points available, the number of potential 

measurements/angles becomes extremely large and most interpoint measurements 

would not be intuitively interpretable. Therefore, to work with dense landmark 

configurations a fundamentally different approach must be adopted. ‘Geometric 

morphometrics’ refers to a broad range of methods for analysing landmark coordinates 

themselves, rather than a subset of derived measurements75,76. The combination of 

spatially dense representations and geometric morphometrics can be referred to as 

spatially dense geometric morphometrics. 

1.5.1 Image comparison/superimposition 

One application of spatially dense geometric morphometrics is to compare two images 

(e.g. to compare a pre-surgical image to a post-surgical image). To compare the images 

directly is not possible because there also exist differences in the location of the images 

and their orientation, introduced by different positioning of the subject and the 

Figure 1.4 Anatomical landmarks vs fitting an ‘anthropometric mask’. Anatomical landmarks (left) 

only represent the surface at a sparse array of locations. Fitting an ‘anthropometric mask’ (right) 

involves warping a template image (the wireframe) onto a target image (right). This samples the 

surface at a dense array of points.  
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potentially different coordinate systems employed by different cameras. A useful 

method from geometric morphometrics here is the Procrustes transformation. Procrustes 

is a figure from Greek mythology who attacked people and forced them to fit into an 

iron bed by cutting off their limbs. The reference to this mythological figure, in the 

context of superimposition, refers to conforming one configuration of landmarks to 

another. The Procrustes transformation estimates the rotation, translation (shift in the 

centre) and (optionally) uniform scaling to apply to one configuration that will minimise 

its sum of squared distances to another configuration77. This allows measurement (at 

each point) of the differences between two images, which can be presented as a colour 

map78-80 (Figure 1.5).  

A prerequisite of using the Procrustes transformation is that the images are in 

correspondence i.e. they are represented by the same number of points and that the same 

point on different images correspond anatomically (e.g. if the tip of the nose is point 

100 in one image it should be point 100 in the other image). This may be achieved by 

fitting the same ‘anthropometric mask’ to both images or using one as the mask and 

Figure 1.5 Procrustes transformation and colour map visualisation. In the top panel you can see 

there exist uninteresting differences between the images. Procrustes removes these differences by 

translating the images (aligning their centroids), rotating them and (optionally) scaling them. The 

remaining differences can then be visualised as a colour map. The colour map here shows the 

differences between the two images in mm along the surface normals of the blue face. Red indicates 

the point is more outwards on the red face than the blue face, blue would indicate the point was more 

inward on the red face than the blue face.  



CHANGING THE FACE OF GROWTH CURVES 13 

fitting it to the other image. Many computer applications exist for image comparison 

and in general they will perform some variety of this process of establishing 

correspondence and minimising the distance between corresponding points.  

1.5.2 Analysing samples in ‘face space’ 

Beyond comparing one image to another, it is possible to analyse differences between 

and effects within a given sample of images. This can be used to characterise, for 

example, if and how a disease group differs from a control group, or to model the effect 

of some variable (e.g. age) within a given population. To do this all images must be 

brought into a common frame of reference. This is usually accomplished by generalised 

Procrustes analysis81. This iteratively estimates the mean landmark configuration 

(image) and aligns all images to that configuration. Optionally, configurations can be 

scaled to unit size to remove variation in size. A convenient metaphor for this (aligned) 

sample is that of a ‘shape space’ (or ‘form space’ if images are unscaled) or ‘face 

space’, where each x, y and z coordinate of each point on the head is an axis. 

Importantly, a location in this space, corresponds to an actual head. This space is often 

summarised using principal components analysis (PCA)82. PCA extracts uncorrelated 

patterns of variation within the sample such that each dimension explains the greatest 

variance, after that explained by the previous dimensions has been removed. The first 

few PCs are often used to provide a 2 or 3D projection of shape space that can be 

plotted on conventional axes. For example, Figure 1.6 demonstrates the idea of a shape 

space projected onto the first and second principal components (PCs) of a sample of 

children and adolescents. In this thesis, however, we will use these projections only to 

illustrate concepts, not results. This is for two reasons. Firstly, PCs are only a partial 

representation of the full space, and only one of infinitely many possible partial 

representations. Secondly, they are constructed without any reference to the research 

question and there is no guarantee that any given PC projection completely represents 

what you are interested in (e.g. group differences/overlap). In essence, things may look 

one way using one projection and completely different using another projection83. 

1.5.2.1 Comparing an image to a population 

In a clinical assessment it may be useful to describe in what ways a person differs from 

a ‘normal’ reference population. Frequently, populations of faces are represented by the 

mean of a sample from them2,84-86. In face space, the average face is the centroid of 
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points comprising the sample. This centroid corresponds to an actual face that’s x, y and 

z coordinates are the arithmetic means of all corresponding x, y and z coordinates across 

the sample of images.  

A simple way to characterise how different the individual is from normal is to take their 

distance from the centroid of a normal population in face space. One option is the 

Procrustes distance87 between the average and the individual (top panel of Figure 1.6). 

This refers to our standard notion of distance (the Euclidean distance) applied in shape 

space. This is equivalent to the square-root of the sum of squared distances between all 

points on the average image and the individual’s image. It therefore has a 

straightforward physical interpretation as the total shape difference. An alternative 

distance metric is the Mahalanobis distance88. This generalises the notion of a z score to 

high-dimensional space. Computationally, it is the square-root of the sum of squared z 

scores calculated along each principal component, and is equivalent to calculating the 

Figure 1.6 Face space and distance metrics. The top panel illustrates a face space. The two axes 

represent the first two PCs of shape variation. Each location in the space corresponds to a face. The 

Procrustes distance (PD) of an observation from the centre of the space is the Euclidean distance 

applied in shape space. This is in contrast to the Mahalanobis distance (MD), which is a combination 

of z-scores along each PC. This is equivalent to calculating distance to the origin after scaling each 

axis to have a standard deviation equal to one (bottom). 
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Euclidean distance after standardising each PC axis89 (bottom panel of Figure 1.6). 

Although it’s physical interpretation is not as straightforward as the Procrustes distance, 

it has a useful statistical interpretation. Assuming multivariate normality the squared 

Mahalanobis distance follows a known probability distribution (specifically a chi-

squared distribution with degrees of freedom equal to the number of PCs90). Therefore, 

a p value indicating how likely the individual is to have come from the reference 

population can be calculated easily and the decision as to whether the patient is 

abnormal can be made on statistical grounds91,92.  

A single measure of distance, however, does not convey how the individual is 

abnormal. For example, it does not locate the areas that may be in need of surgical 

correction or illustrate the particular pattern of facial abnormality that may assist with 

diagnosis. In general, there are three methods to assess the regions that are abnormal. 

These are illustrated in Figure 1.7. The simplest is to align the individual to the average 

and visualise the pointwise differences between the two images1,2,93 in the same way 

one would compare two images, illustrated in the previous section. This has the 

advantage that it can provide a metric (e.g. mm) difference from average, although this 

is only anatomically meaningful if the images have not been scaled. A drawback is that 

it does not take into account the normal range variation and will highlight any difference 

from average, even those within the normal range. The second, which Peter Hammond 

and colleagues call an individual’s ‘facial signature’5,94,95, normalises the distance from 

the average by the standard deviation of distances over a reference sample. This 

produces a z score for each point, indicating how abnormal each point is in the context 

of the reference population. A drawback of this is that it provides only a standardised 

measurement and cannot convey metric differences. A third approach is to produce a 

‘normal equivalent’96,97. This estimates those regions that are normal and abnormal and 

interpolates the shape of the abnormal regions based on the normal regions. For 

example in Figure 1.7, the forehead, cheeks and nose are all relatively normal whereas 

the chin is not. Informally speaking, the algorithm estimates the most likely chin shape, 

given the forehead, head and nose and a model of how the shape of these regions covary 

with the shape of the chin in a normal reference population. The actual patient can then 

be compared to their normal equivalent and this difference can be calculated in mm, 

overcoming the issues of the other two approaches.  
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1.5.2.2 Comparing one population to another 

It is also interesting to compare one population to another. For example, this can be 

done to show the systematic ways in which a disease group differs from a normal 

reference population, or how males differ from females. One way to do this is to 

construct averages, representing each population. The pointwise distances between them 

can then be visualised using a colour map as described above. If one group is 

considered an in-group and one an out-group a facial signature can also be constructed 

indicating which points in the out-group (e.g. disease group) average are abnormal in 

the context of the in-group (control reference group). Such methods have been used to 

compare different ethnic85,86,98, genotypic99 and sex32,39,40 groups. They have also been 

used to describe the craniofacial phenotype associated with Noonan, Williams, Fragile 

X, Wolf-Hirschhorn, Cordelia de Lange and Smith-Magenis syndromes; fetal alcohol 

spectrum disorders; Fabry disease and 22q11 deletion, by comparing the average of a 

Figure 1.7 Comparing an individual to a population. This shows three methods of visualising how an 

individual (in the top row) is different to a reference population. The individual can be compared to 

an age appropriate average face. They can be compared in terms of the (mm) distance between 

themselves and the average. Or in terms of a z-score based on the variance of distances from the 

average within the reference population. An alternative approach is to use the reference population 

to learn a ‘normal equivalent’. This estimates how the individual would look if they did not have the 

abnormality, and can be compared to the individual in terms of (mm) distance at each point.  
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disease group to a control group3,5,95,100-102. A ‘normal equivalent’ of the out-group 

average could also be constructed and compared to the actual out-group average, 

although to the best of our knowledge no one has done this.  

To simply compare means of two populations is limited in that it does not statistically 

adjust for covariates. This may present some practical problems. Consider a study of the 

effect of maternal drinking on face shape of the offspring. Mothers who drink during 

pregnancy may be more likely to smoke. Unless smoking can be controlled for by 

stricter sampling or adjusted for statistically, one could not say if any effect on the 

offspring was due to smoking or to drinking. Linear regression models, appropriate for 

highly correlated shape data, such as partial least-squares regression are an alternative 

approach that can be used to test for the effect of binary group membership, adjusting 

for the effects of covariates37,103,104.  

1.5.2.3 Classification 

Many disorders present with a characteristic facial appearance that sometimes forms 

part of the diagnostic criteria. Where diagnosis is ambiguous or uncertain classification 

algorithms may facilitate diagnosis. Although there have been some serious advances in 

so-called ‘deep learning’ algorithms in recent years that may out perform more 

traditional classification methods, these still remain a ‘black box’ where the logic 

behind the classification decision is very difficult for a human to comprehend105. For the 

moment at least, traditional classification algorithms have the advantage of being 

transparent in their workings. 

By ‘traditional’ we mean the most common and simply implemented. Euclidean 

distance to centroids (EDC), linear discriminant analysis (LDA) and support vector 

machines (SVM) are probably the most common methods. In shape space these work by 

fitting surfaces in shape space that will best divide the groups, although they differ in 

how they place the surface and in the shape of the surface. In this thesis we only 

consider a binary (two-group) case so we only discuss this scenario. In this situation 

EDC and LDA fit planes equidistant (in terms of Euclidean and Mahalanobis distance 

respectively106) from the centroids of the two groups. SVM can fit a range of different 

surfaces and emphasises in the fitting, those cases closest to the decision boundary. 

These have been used to define classifiers for many syndromes including Down’s 
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syndrome, DeLange syndrome, Fragile X, syndrome, Fabry Disease, Noonan Syndrome 

and others3,73,101,107-111. 

In addition to simple classification, if the discrimination surface is a plane, the signed 

distance of an observation from this plane can be interpreted as a measure of phenotype 

expression. For example, Figure 1.8 illustrates two groups. In group A observations 

tend to have longer, thinner, faces. In group B they tend to have shorter fatter faces. The 

distance of the new observation (in green) from the discriminating plane indicates how 

long and thin their face is. This scoring is equivalent to interpolating faces between and 

beyond the centroids of the two groups, and finding the most similar of these 

interpolated face to the new observation. This interpolation is illustrated by the faces 

positioned along the dotted line between the two centroids in the figure. Such an 

Figure 1.8 Classification in face space. This illustrates a linear classifier (Euclidean distance to 

centroids). The discriminating plane (the oblique black line) is fit to be equidistant from the centroids 

of each group (the larger heads along the dotted line). In Group A observations tend to have longer, 

thinner, faces in Group B they tend to have shorter fatter faces. The distance of the new observation 

(in green) from the discriminating plane indicates how long and thin their face is. This scoring is 

equivalent to interpolating faces between and beyond the centroids of the two groups, and finding the 

most similar of these interpolated face to the new observation. This interpolation is illustrated by the 

smaller faces positioned along the dotted line between the two centroids in the figure. 
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approach was recently used to compare facial masculinity-femininity (based on a 

male/female classifier) between controls and children with autism of both sexes112. 

1.5.2.4 Modelling growth curves in face space 

To provide an accurate frame of reference for describing how a population or individual 

is abnormal, and for accurate classification it is necessary to take account of the growth-

related changes that occur throughout childhood, by using a frame of reference that is 

age appropriate. The core work of this thesis is establishing these 3D ‘growth curves’. A 

simple solution is to ‘bin’ the data into age brackets and construct average faces for 

each bracket27. However, this requires decisions about where to place the boundaries of 

each bin, and these decisions may well affect the results. Another general approach is to 

establish a path through the face space corresponding to the normal growth process. 

Any given point on the path corresponds to a typical face for that age (see Figure 1.9). 

One approach to defining this path is to use the first PC of shape variation as the growth 

trajectory4,95,102,113,114. This is sensible to a point; the first PC, captures the most 

variability in shape and will therefore bear a relationship to the main biological driver of 

that variability. In a sample of heterogeneous ages, it will probably correspond closely 

to growth. However, PCs are statistical constructions, created without taking account of 

any biological information. Therefore, it is unreasonable to assume that any PC relates 

uniquely to any particular biological process and it is in fact more likely to represent 

combinations of processes83,115. 

A better solution is to use a regression model of shape onto age, as this will maximise 

the relationship between shape and age. Previously, linear multivariate regression has 

been used116,117, regressing multiple coordinates onto age. However, this is linear (i.e. it 

assumes the shape changes in the same way and at the same rate throughout, which is 

not plausible biologically. Hutton et al.118 used the Nadaraya-Watson kernel 

regression119,120, which estimates the expected image at a given target age using a local 

window of ages, giving most weight to those cases closest in age to the target age. This 

approach has the advantage that it is nonlinear. In fact, it imposes no restrictions on the 

shape of the relationship with age, which allows exploration of a relationship (e.g. 

between shape and age), without first assuming its form (e.g. that it is linear, quadratic 

etc). We use and extend Hutton et al.’s approach to create growth curves in this thesis. 
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Note that there also exist many non-linear regression methods that employ an operation 

called the ‘kernel trick’ that can also be referred to as ‘kernel regression’. These 

methods work very differently to the Nadaraya-Watson method described above and we 

mention this to pre-empt any confusion. In this thesis ‘kernel regression’ always refers 

to the Nadaraya-Watson kernel regression.   

1.5.2.5 Age estimation and synthetic growth 

Once a ‘growth curve’ is established it can also be applied to estimating the age of an 

individual. This has obvious forensic applications, but may also be useful in medical 

applications to infer growth acceleration or delay. For example, if a person’s growth is 

accelerated, their estimated age should be higher than their chronological age when 

computed using a growth curve of a normal reference population.  

In computer vision, age estimation is usually approached as a regression or 

classification problem, predicting the age or age group, respectively, from an image121. 

The growth curve approach essentially inverts this problem by first predicting the heads 

(image) for various ages. The age of an individual can be predicted by finding the most 

similar head (closest point on the curve). This is illustrated in the top panel of Figure 

1.10. This has been done previously using the first PC to estimate the growth ‘curve’, 

using the closest point on it to estimate facial maturation95,102,113,114,122.  

Figure 1.9 Schematic growth curve in face space. A growth curve in face space models the systematic 

changes that occur with increasing age. Each point on the line corresponds to the typical face for a 

given age.  
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‘Synthetic growth’ or ‘synthetic ageing’ refers to producing a predicted image of an 

individual in the future based on an image taken in the past121. This has obvious 

implications in the search for missing persons but may also be applied in a medical 

context. For example; two images, one pre- and the other post-surgery, where the post-

surgery image was taken after a significant time, cannot be compared directly because 

part of the difference between them is due to growth and part is due to the intervention. 

To isolate the effect of the intervention, the effect of growth must be cancelled out. In 

situations where it can be assumed that the intervention itself did not affect the 

underlying growth processes, and that the patient would have otherwise grown 

normally, a normal growth transformation, estimated from a normal growth curve can 

be applied (see bottom panel of Figure 1.10). 

Figure 1.10 Age estimation and synthetic growth in face space. Age estimation of an individual (top 

panel) can be accomplished by finding the closest point on the growth curve to the individual and 

assigning the case that age. Synthetic growth (bottom panel) can be accomplished by moving the 

observation parallel to the normal growth curve.  

 



LITERATURE REVIEW 22 
 

Some previous attempts to synthesise growth have assumed growth is subject to certain 

geometrical constraints and can be modelled using relatively simple mathematical 

functions. One example is Rickett’s arcial model of mandibular growth, which models 

the lengthening of the mandibular ramus as occurring along the arc of a circle, centred 

on the menton (the front-most tip of the mandible)123,124. Another is the so-called 

‘caudioidal strain’ model which assumes that the 2D outline of the face and cranium 

expands in accordance with the physics of filling a sac with water125,126. Others have 

combined individual growth trajectories established empirically from longitudinal 

images of the same people to estimate averaged growth trajectories127,128. Paysan129 used 

a regression, predicting age and other traits from 3D shape and systematically adjusted 

the input image until its predicted age matched a target age. A kernel regression based 

approach has previously been applied to 2D130,131, but not 3D images. The results of any 

approach to synthetic growth in 3D have not been validated against actual longitudinal 

images128,129,132,133, even when such images have been available128. 

1.6 Contributions and structure of this thesis 

This thesis aims to model growth and the development of sexual dimorphism in an 

Australian sample. In doing so we create 3D craniofacial ‘growth curves’ for normally 

developing Australian children from cross-sectional data. These can be used as a frame 

of reference for assessing craniofacial abnormalities in individual patients. They also 

code important information about the systematic aspects of growth within each (male 

and female) population, which can be compared to better understand how and when the 

adult morphological differences emerge. Understanding when certain differences 

emerge is important for accurate classification, and we also use the growth curves to 

define a classification algorithm that adapts to the age of the individual being classified. 

We also apply them to age estimation and predicting the growth of an individual. 

Although in this thesis we focus on modelling normal development of the craniofacial 

complex, the methods are general purpose and can be applied to other (e.g. syndromic) 

groups and to other anatomical structures. This is a “thesis with publication” and 

includes PDFs of published manuscripts. The remainder of the thesis is organised as 

follows: 

 

Chapter 2: General Methods 



CHANGING THE FACE OF GROWTH CURVES 23 

This provides technical details about the image databases used and general image 

processing and statistics that are applicable to all subsequent chapters. This includes the 

general framework for producing 3D growth curves.   

 

Chapter 3: Craniofacial Sexual Dimorphism in One Year-olds 

This chapter compares craniofacial shape of boys and girls at one year-old. This chapter 

comprises a published article:  

Matthews, H. et al. Spatially dense morphometrics of craniofacial sexual dimorphism in 

one year-olds. J. Anat. 229, 549–559, (2016). 

This article can also be accessed online at https://doi.org/10.1111/joa.12507 

 

Chapter 4: Examining Craniofacial Sexual Dimorphism throughout Childhood 

and Adolescence by Comparing 3D Growth Curves 

In this chapter we compare 3D growth curves of boys and girls to examine how and 

when sex differences in craniofacial shape emerge throughout childhood and 

adolescence. This chapter comprises a published article: 

Matthews, H. et al. Modelling 3D craniofacial growth trajectories for population 

comparison and classification illustrated using sex differences. Sci. Rep. 8, (2018). 

This article can also be accessed online at https://doi.org/10.1038/s41598-018-22752-5.  

 

Chapter 5: Modelling Normal Craniofacial Variation for Patient Assessment Using 

3D Growth Curves 

In this chapter we extend the growth curves to produce age-appropriate models of 

normal variability, and use them to assess a patient with midline cervical cleft. 
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Chapter 6: Estimating Age and Predicting Growth of Individuals Using 3D 

Growth Curves 

In this chapter we use the growth curves to estimate age from 3D photographs and to 

predict how individuals will grow. We use actual images of the same individuals, 

recalled after a number of years, to assess the accuracy of the growth predictions. This 

chapter comprises a published article: 

Matthews, H. et al. Estimating age and synthesising growth in children and adolescents 

using 3D facial prototypes. Forensic Sci. Int. 286, 61-69, (2018). 

This article can also be accessed online at 

https://doi.org/10.1016/j.forsciint.2018.02.024 

 

Chapter 7: General Discussion 

In this chapter we discuss the implications of the work, limitations and future directions. 
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2 General Methods 

2.1 3D photograph databases 

This thesis made use of existing databases of 3D photographs at the Royal Children’s 

Hospital (RCH), Melbourne Australia. I was personally involved in recruiting the 

longitudinal sample of the Australian Head Examination and Assessment Database 

(AHEAD). 

2.1.1 Australian Head Examination and Assessment Database (AHEAD) 

Data collection for AHEAD was granted ethical approval by the Human Research 

Ethics Committee of the RCH (29008I) and the study was carried out in accordance 

with the approved protocol. Informed consent was obtained from each participant or 

their legal guardian dependent on whether the participant was aged over or under 

eighteen years of age.  

2.1.1.1 Cross-sectional Sample 

2.1.1.1.1 Image collection and recruitment 

This cross-sectional component of the AHEAD database comprises single 3D 

photographs of each participant capturing the entire head including the face, ears and 

neurocranium. A tight-fitting stocking was placed over the neurocranium of each 

participant to press the hair tightly and evenly as possible to the scalp so as to capture its 

shape. Images were collected either at the RCH photography department or at local 

primary and secondary schools. Participants were recruited either through school 

announcements (when data collection occurred at the school) or through fliers 

distributed around the RCH and through word of mouth.  

3D photographs, produced by stereo photogrammetry, are composed from several 2D 

images taken from multiple camera ‘pods’ positioned around the subject. Proprietary 

software packaged with the camera then reconstructs these images into 3D models. 

Images were taken using either the 3dMD 7-pod (which is a fixed installation at the 

RCH photography department) or the mobile 5-pod (which could be moved out to 

participating schools) camera system (http://www.3dmd.com). Even when using the 7-

pod system only 5 pods were active, meaning that the 3D models were always 

composed from five 2D photographs.  
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Data collection for AHEAD is ongoing. This thesis made use of the images collected 

from the study’s commencement in December 2009 until November 2016.  

2.1.1.1.2 Participant inclusion criteria 

Participants or their guardians were asked on the consent form to report if the 

participant had any disorder that might affect growth. Based on this information, a 

decision as to whether to include or exclude the participant from the analysis was made 

by conference between my primary supervisor (AP, a medical doctor and paediatric 

plastic surgeon), a colleague (Yi Fan, a dentist) and I. Participants were also excluded 

from the analysis if the self-reported ethnicity of one or both parents was other than 

Australian, European or North American, or if the ethnicity of one or more parent was 

not specified on the consent form. If the image was corrupted or judged to be of too 

poor quality, or age or sex was not specified, the participant was also excluded. Total 

numbers included in the study and total numbers collected for AHEAD as of November 

2016 are listed in Table 2.1. 

Table 2.1 Total number of images included in the study out of the total numbers collected for the AHEAD 

database by November 2016. 

Age range Boys Girls 
Unspecified 

Sex 
Total 

0.0-1.0 27/37 38/46 0/1 65/84 

1.0-2.0 28/44 26/32 0/1 54/77 

2.0-3.0 16/21 13/21 0/0 29/42 

3.0-4.0 20/24 10/14 0/0 30/38 

4.0-5.0 15/21 16/17 0/0 31/38 

5.0-6.0 16/24 24/34 0/0 40/58 

6.0-7.0 30/43 25/36 0/0 55/79 

7.0-8.0 29/41 37/50 0/1 66/92 

8.0-9.0 30/39 21/39 0/0 51/78 

9.0-10.0 29/40 43/53 0/0 72/93 

10.0-11.0 44/57 43/59 0/1 87/117 

11.0-12.0 38/46 27/34 0/0 65/80 

12.0-13.0 34/41 17/22 0/1 51/64 

13.0-14.0 31/37 26/27 0/0 57/64 

14.0-15.0 18/21 16/17 0/0 34/38 

15.0-16.0 14/21 19/24 0/0 33/45 

16.0-17.0 21/26 19/23 0/0 40/49 

17.0-18.0 9/12 19/25 0/0 28/37 

18.0-19.0 3/5 3/3 0/0 6/8 

Unspecified Age 0/2 0/2 0/7 0/11 

Total 452/602 442/578 0/12 894/1192 
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2.1.2 Longitudinal sample 

On the consent form for the AHEAD study participants could optionally consent to be 

contacted with respect to future 3D imaging studies and could leave contact 

information. In the second half of 2016 all participants who had participated more than 

two years prior and had consented to be re-contacted were sent a tracing letter 

requesting a follow-up image. If no response was received a single follow-up call was 

made if a phone number was provided. In total, fifty children returned for a follow-up 

image who met the inclusion criteria stated above. The constitution of this sample is 

illustrated in Figure 2.1. Twenty-two of these participants consented to have their 

images used in publications.  

2.1.3 Asking QUestions About Alcohol (AQUA). 

In Chapter 3 we test for sexual dimorphism in a sample of one year-olds. For this we 

used a subset of the AQUA database134 who had 3D images taken at the RCH. The 

AQUA study was approved by the Human Research Ethics Committees of Eastern 

Health (E54/1011), Mercy Health (R11/14), Monash Health (11071B), the Royal 

Figure 2.1 Ages of the longitudinal component of the AHEAD database. Each vertical bar represents a 

participant. The lower marker indicates their age when the first image was taken and the upper marker 

indicates the age at which the second image was taken. Green bars are boys, blue bars are girls.  
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Women’s Hospital (11/20), and the Royal Children’s Hospital (31055A) in Melbourne, 

Australia and the study was carried out in accordance with the approved protocol. 

The mothers were a cross-section of a low-risk pregnancy population, recruited during 

their first visit to an antenatal clinic. Participants were only included in the analysis if 

their parent-reported ethnicity was ‘white’ or European. The sample comprised 248 

boys and 224 girls aged close to one year of age (M=363.47, SD=8.83 days of age). All 

images were judged to be of acceptable quality.  

2.2 Software 

The spatially dense image measurement (Section 2.3.1) was performed in an image-

processing pipeline development platform, Mevislab (https://www.mevislab.de/) and 

was implemented for this platform at the KU Leuven, Belgium under the supervision of 

co-supervisor PC. At the time of writing this algorithm is also available as an open-

source C++ library with wrappers for MATLAB 

(https://github.com/TheWebMonks/meshmonk). 

All subsequent analyses were implemented and executed by me in the Python 

programming language (https://www.python.org/). I used existing packages for 

performing standard mathematical operations and univariate statistics, making extensive 

use of the ‘numpy’ and ‘scipy’ packages. 3D visualisations were produced using the 

Mayavi package (http://docs.enthought.com/mayavi/mayavi/). No specific packages 

existed for multivariate shape analysis in Python and developing these was a major 

component of the work required for this thesis. In part these re-implement existing 

techniques (which are referenced where appropriate) and I also extend them for the 

specific aims of this thesis. Part of this code is currently available online 

(https://github.com/harrymatthews50/Modelling_Craniofacial_Growth_Trajectories) 

and all is available upon request.  

2.3 Image pre-processing 

2.3.1 Spatially dense image measurement 

Taking multiple corresponding measurements from a sample is required for all 

multivariate data analysis. For spatially dense shape analysis these measurements are 

the 3D coordinates of points that correspond across all cases in the database. These 

measurements are taken automatically using a non-rigid surface registration that 
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gradually warps a template ‘floating’ image into the shape of the image being measured 

(the ‘target’). Once the template has been warped, its coordinates are taken to represent 

the target image. When this is applied to all heads in the database they are all 

represented by a standard number of points that correspond across all images (Figure 

2.2) 

Full details of the non-rigid surface registration used in this study are documented in 

Snyders et al.72. We used the ‘visco-elastic’ transformation model described in that 

report.  Briefly, this warping is accomplished iteratively by repeating two steps: 1) 

estimating which points on the target image correspond to which points on the floating 

image and 2) estimating a warping of the floating image onto its corresponding points 

on the target image. Corresponding points are defined as those that are closest spatially 

had have the most similar surface orientation between points on the template and target. 

In early iterations these correspondences are imprecise and therefore the warping is 

forced to be more rigid and conservative. However, in later iterations the 

correspondences become more reliable as the floating image, more closely resembles 

the target and the warping is allowed to become more flexible. Eventually the floating 

face matches the shape of the target. 

For measuring the AQUA database, we used a template head comprising 69 587 points 

representing an average one year-old. This template was produced by repeatedly 

registering a template to all samples in the AQUA database, calculating the average face 

of the sample, and then registering this average. For measuring the AHEAD database an 

average template, also comprised of 69 587 points, was produced using a subset of 600 

images from the AHEAD database. This number was chosen because it was the number 

of images available at the time and, since in adults it is estimated to only require 

fourteen images to achieve a stable average86 we expected 600 images to be more than 

sufficient. Both templates are shown in Figure 2.2. 

A symmetrical version of each image was also created by registering the template to 

both the original image and the image reflected about the y-z coordinate plane and 

superimposing and averaging the two results39,135.  
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Figure 2.2 Non-rigid registration. Each image is measured at corresponding points using a non-rigid 

registration. This warps a template image into the shape of the ‘target’ image being measured. The top 

row shows the templates used to measure the AHEAD or AQUA databases. The middle row illustrates the 

registration process. The target is rendered in green and the (AHEAD) template in blue. During the 

algorithm the template is gradually warped until it is the same shape as the target. The warped template 

is shown in ‘Result’. The third row illustrates correspondence. This row shows the results from 

registrations of three images from the AHEAD database, rendered in grey with the same vertices plotted 

in blue on all three. Vertex 14000 is on the tip of the nose in each image, vertex 14762 is on the chin in 

each image. 
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2.3.2 Image representations 

For visualising and superimposing individual images it is convenient to represent each 

image in matrix form as a 3 (x, y, z dimensions) × k (points) matrix: 

[

𝑥1 ⋯ 𝑥𝑘

𝑦1 … 𝑦𝑘

𝑧1 … 𝑧𝑘

] 

For analysing point configurations as multivariate data each (x, y and z) coordinate of 

each point is treated as a variable and it is more convenient to represent each image in 

vector form as a 1 × (k×3) vector: 

[𝑥1 𝑦1 𝑧1 … 𝑥𝑘 𝑦𝑘 𝑧𝑘] 

and to represent a sample of shapes as an n (observations) × (k×3) matrix, where each 

row is an image and each column is a variable. It is simple to transform between these 

representations and such transformations will be treated as implied except when 

emphasising them serves an obvious purpose.  

2.3.3 Defining shape (face) space with generalised Procrustes analysis 

The purpose of generalised Procrustes analysis (GPA) is to align all images in a 

standard frame of reference to remove variation in rotation, translation and size. The 

standardisation of size can be omitted if variation in global size in combination with 

shape is interesting. In this work we treat size and shape separately and standardise size 

during GPA.  

We begin by initialising the algorithm with an image, scaled to some pre-defined size 

(unless stated otherwise this will be unit centroid size). We then optimally rotate, 

translate and scale each image to this image using a robust Procrustes transformation136. 

The mathematics of the implementation used in this thesis is documented in Appendix 

A. Then the average configuration of all these (now superimposed) configurations is 

calculated and all images are then optimally aligned to this average. This process was 

repeated three times. Prior to all multivariate analysis the coordinates of the average 

configuration were subtracted from the coordinates of each image. In general, we refer 

to the matrix representation of these mean-centred coordinates as the matrix of ‘shape 

coordinates’. In the publication in Chapter 3 the term ‘Procrustes residuals’ was also 

used. The geometric interpretation of this matrix is as a ‘face space’ where each 
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coordinate (column) is an axis and each observation (row) is a location. To reconstruct 

an actual image from their coordinates in face space, the average coordinates must be 

added back on. This operation will be treated as implied from here on. Any additional 

mean-centring or re-meaning will be stated explicitly. 

It aids later interpretation if the anatomical planes of the images are aligned to the 

coordinate planes of the 3D space. To achieve this the image used to initialise the GPA 

algorithm was carefully aligned so that its midsagittal, coronal and Frankfort horizontal 

planes were parallel to the z-y, x-y and z-x coordinate planes respectively.  

2.3.4 Correcting mouth-openness 

The AHEAD and, especially, AQUA databases, contained images of very young 

children. It is difficult to ensure that young children have their mouths closed in a 

standard pose when the image is taken. We developed a method of correcting for this as 

follows. Each case in each database was rated on a continuous scale from 0 to 3, 

indicating how open their mouth was (0= closed, 3=completely open). Shape 

coordinates of the symmetrised images were then regressed onto these ratings using 

unweighted partial least-squares regression (see Section 2.4). This defines a linear 

transformation of the head that corresponds to opening and closing the mouth. A 

graphical user interface was developed that allowed me to manually close the mouth of 

each image, by altering how much of this transformation was applied to each image by 

moving a slider (Figure 2.3). Each corrected image was then saved at its original size. 

For any subsequent analysis the spatially dense image mapping and GPA was repeated 

using these corrected images.  

Figure 2.3 Mouth correction GUI. The GUI allows an operator to adjust the mouth of the individual 

by moving the slider at the bottom of each panel. Panel a) shows an image prior to correction, panel 

b) shows an image after correction. 
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Both databases were treated separately, using only images from within the database to 

define the transformation. For the AQUA sample all cases were used. To use all of the 

AHEAD database was not appropriate. Since ratings of mouth-openness generally 

decreased with age, the transformation would also model the effect of growth if all 

cases were used. For this database we matched each participant that had their mouth 

open (had a rating greater than zero) with the most similarly aged participant of the 

same sex that had a rating of zero and used only these images combined to define the 

transformation. 

2.4 Partial least-squares regression 

In this thesis we use partial least-squares regression for various purposes, so we provide 

a description of the technique here and how it is applied in shape-analysis.  

2.4.1 General explanation 

Let X be an n (observations) × p (predictor variables) matrix of predictor variables and Y 

be an n (observations) × r (response variables) matrix of response variables. We assume 

that both X and Y are column-mean centred. Partial least-squares regression (PLSR) is 

both a dimension reduction and regression technique. In the algorithm both X and Y are 

recoded into a usually smaller number (l) of paired ‘latent variables’ constructed so that 

the covariance within each pair of latent variables is maximised. The recoding of 

variables into a smaller number of latent variables prior to regression is a common 

method of stabilising regression models where there are more variables than 

observations or variables are highly collinear. PLSR is then essentially an ordinary 

least-squares regression of the latent variables coding for Y onto the latent variables 

coding for X. The relationship between these latent variables is called the ‘inner 

relation’. We refer the reader to Geladi and Kowalski137 for an excellent discussion of 

the relationships among PLSR, ordinary least-squares regression and principal 

components regression (an alternative technique employing both dimension reduction 

and regression).  

This inner relation is then expressed in terms of the original variables, giving a linear 

multivariate regression equation relating X to Y: 

𝑀𝑋 = �̂� 
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where �̂� is an n (observations) × r (response variables) of predicted values of the 

response variables. The relationship between these two blocks of variables is modelled 

by the p × r matrix of regression coefficients M. Different methods exist for calculating 

the latent variables and for calculating the linear regression equation. For consistency 

with previous work in shape analysis37,38 we employ the SIMPLS method, described in 

detail elsewhere138. In all cases we perform a ‘full rank’ regression, which includes the 

maximum possible number of latent variables. In all analyses reported here this is equal 

to the number of predictor variables. Given the very low ratio of latent variables to 

response variables in each analysis, we assume that all latent variables have some 

predictive power, justifying the choice to use all of them. 

2.4.2 PLSR applied to shape analysis 

Recently, PLSR has been used to model and test for the effect of biological or 

environmental variables on shape37,38. In previous and in the current work, X comprises 

the predictors and Y comprises the shape coordinates. X and Y are mean-centred but the 

variances of their columns are not standardised. This is because differences in variances 

among different shape coordinates in Y are biologically meaningful and should not be 

removed. Standardising the variances of the predictor variables would only affect the 

scale of the regression coefficients, not any statistical inferences therefrom. For our 

purposes it is most convenient to keep the scale of the regression coefficients in terms of 

the original units of the predictors.  

The regression coefficients M contain, for each predictor, a weighting on each shape 

coordinate that defines the predicted change in that coordinate per unit of the predictor. 

Together these describe how the shape changes for different values of the predictor. For 

example, a regression of shape coordinates onto age (in years) gives the predicted 

change per year at each point on the head. This can be interpreted as a 3D (growth) 

vector at each point on the head (Figure 2.4 top row). However, it is more practical to 

represent the magnitude of change along some direction using colour maps than a 

vector-map (Figure 2.4 second row). Alternatively, the effect can be illustrated by 

evaluating the regression for different values of the predictor to produce predicted heads 

(‘morphs’) illustrating explicitly how the model predicts the face will change as the 

predictor changes (Figure 2.4 third row). In terms of shape space a regression can be 

thought of as establishing a line through shape space (Figure 2.4 bottom row).   



GENERAL METHODS 36 
 

 

Figure 2.4 Visualising a linear regression of shape onto age. Regression of shape onto some predictor 

defines the predicted change in each point on the head per unit of the predictor. This can be interpreted 

as a 3D vector at each point on the head (illustrated in the top row). Alternatively, these vectors can be 

represented as colour maps (middle row). These can plot either the total length of the vectors at each 

point (‘Total’) or in some direction. ‘Lateral’ ‘Vertical’ and ‘Depth’ illustrate the predicted change in the 

x, y and z axes respectively. ‘Normal’ plots the length of each vector along the direction perpendicular to 

the surface at that point, indicating change in the inward/outward direction. Alternatively, the regression 

can be evaluated for some value of the predictor to produce ‘morphs’ (third row). The regression can 

also be interpreted as a direction in face space (bottom row; projected onto its first two principal 

components). 
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2.5 Modelling craniofacial growth curves with kernel regression  

2.5.1 Overview 

In this thesis we use the Nadaraya-Watson kernel regression119,120 to estimate 3D 

growth curves. This can be thought of as charting a curve through the face space that 

corresponds to the effect of growth. Many regression methods exist, but this method has 

two particular advantages: 1) it is non-linear, allowing that the curve can capture non-

linearities in growth and 2) it does not assume any particular form (e.g. an exponential 

form) to this non-linearity. Instead of fitting a global function to the data, each point on 

the growth curve (corresponding to a given age a) is defined based on limited ‘kernel’ 

of the training data, giving most weight to cases that are closest in age to a and less 

weight to cases that are further away in age. This is illustrated in Figure 2.5. 

2.5.2 Model fitting  

2.5.2.1 Weighted partial least-squares regression  

Typically in kernel regression, including in previous work by Hutton et al.118, each point 

on the curve was defined as the weighted mean of all points. This has the drawback that 

the mean is biased where data are unevenly sampled around a. This can be overcome by 

instead using a weighted linear regression model instead to predict the point, as 

suggested in Hastie et al.139, although not in the context of modelling growth. For this 

reason, we use a weighted partial least-squares regression to predict an expected head 

for each age. 

Firstly, we assigned each observation a weight that reflects how close its age is to a. 

Specifically the observation’s age 𝑥𝑖 was converted into a z score according to a normal 

distribution centred on a with standard deviation σ.  

𝑧𝑖 = 
𝑥𝑖 − 𝑎

𝜎
 

The weight for each observation 𝑤𝑖 was then calculated by evaluating the standard 

normal probability density function at 𝑧𝑖: 

𝑤𝑖 =
1

√2𝜋
 𝑒

−𝑧𝑖
2

2  
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Figure 2.5 Kernel regression in face space. Data are simulated, and shape space is projected onto its first 

two principal components for illustrative purposes. Kernel regression charts a curve through shape (face) 

space (bottom panel) that describe the typical changes that occur with increasing age. Each point on this 

curve is defined by evaluating a weighted linear partial least-squares regression model at the target age. 

The model is weighted so that those cases closest in age to the target age have the most influence. 

Weightings are indicated in the top two panels by the transparencies of each marker. 
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The matrices of predictor variables X (in this case containing a single predictor, age), 

and of response variables Y (shape coordinates) were centred on their weighted column 

means (�̅� and �̅�). Then each row of each matrix was multiplied by its corresponding 

weight. Partial least-squares regression of Y onto X was then performed (without further 

centring).  

2.5.3 Tuning σ 

The value of σ in the above equation determines the width of the kernel and the range of 

ages used to estimate the regression. This must be tuned so as to avoid over- and under-

fitting. In general, an over-fitted or under-fitted model will ‘explain’ data not used to fit 

it (unseen data) more poorly than will a well-fitted model. To determine the appropriate 

σ we use a repeated one-dimensional grid search140 to estimate the error on unseen data 

for a user-selected sample of possible values for σ. We then selected the value of σ with 

the lowest error as the optimal value. 

To estimate the error for each σ the sample was split into 10 ‘folds’. To ensure the 

sampling in each fold was as even and consistent as possible these folds were 

constructed so that the number of observations of each age was proportional to the 

numbers in the total sample. For each fold the model was fitted using the other nine 

folds. For each observation in the test fold, error was calculated as the sum of absolute 

differences in each point coordinate between it and its age appropriate expected head. 

Each fold served as the test fold in turn and thereby an error was computed for each 

observation in the sample. The sum of errors over all observations was taken as the 

error for the value of σ. This was repeated 50 times for each σ and the mean error from 

the repetitions was taken as the final error value. 

2.5.4 Output 

As there is only one predictor the regression coefficients M contains only a single row: 

𝑀 = [𝑐𝑥1
, 𝑐𝑦1

, 𝑐𝑧1
…𝑐𝑥𝑘

,  𝑐𝑦𝑘
, 𝑐𝑧𝑘

] 

where, for example 𝑐𝑥𝑖
, represents a scalar regression coefficient describing the change 

in the x coordinate of the ith point on the image. The expected head (e) at age a is 

produced by evaluating the regression at a (after centring on �̅�) and adding the mean 

coordinates �̅� to the result. 
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𝑒 = (𝑎 − �̅�)𝑀 + �̅� 

In later chapters we extend this framework further for various purposes. In addition to 

defining a linear model to predict the expected head, the regression coefficients provide 

an age-appropriate estimate of the expected rate and direction of change at that age. We 

explore the uses of this population level ‘growth pattern’ more fully in Chapter 4. In 

Chapter 5 we extend the general framework to produce models of normal variability, 

which we use to assess craniofacial abnormality in a patient.  
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3 Craniofacial Sexual Dimorphism in One Year-Olds 

3.1 Introduction 

As discussed in Chapter 1 it is still contentious precisely when sex differences in the 

craniofacial complex first emerge. In this chapter we address this question by analysing 

a sample of one year-olds (the AQUA database described in the methods), testing for 

craniofacial sexual dimorphism of size and shape. The remainder of this chapter 

comprises a pdf of a published article: 

Matthews, H. et al. Spatially dense morphometrics of craniofacial sexual dimorphism in 

one year-olds. J. Anat. 229, 549–559, (2016). 

This article can also be accessed online at https://doi.org/10.1111/joa.12507. 

Supplementary text for this article is reproduced in Appendix B of this thesis. 
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Abstract

Recent advances in the field of geometric morphometrics allow for powerful statistical hypothesis testing for

effects of biological and environmental variables on anatomical shape. This study used partial least-squares

regression (PLSR) and the recently developed bootstrapped response-based imputation modelling (BRIM)

algorithm to test for sexual dimorphism in the craniofacial shape of 1-year-old humans. We observed a

recession of the forehead in boys relative to girls, and differences in the nose, consistent with adult

dimorphism. Results also suggest that the degree to which individuals express dimorphic traits is continuous

throughout the population. This is also seen in adult dimorphism but in 1-year-olds the amount of overlap

between groups is much higher, indicating the strength of dimorphism between sexes is lower. Our results

demonstrate early sexual dimorphism that is not attributable to the influx of sex hormones at puberty. This

highlights the need to look at very early ontogeny for the origins of sexual dimorphism. We suggest that

future work look at potential mediating effects of this early dimorphism on the later impact of puberty. The

subtle shape differences we have detected, may also be applied to sexing fossilised crania. A common

artefact in 3D images of faces of young children is that they often have their mouths open to varying

degrees, introducing variability in the data unrelated to anatomy. We describe two PLSR-based methods of

correcting this. These methods may facilitate surgical planning and assessment of young children based on

3D images.

Key words: craniofacial; infants; morphometrics; partial least-squares regression; pose; sexual dimorphism.

Introduction

Sexual dimorphism refers to the characteristic morphologi-

cal differences between males and females. Sexual dimor-

phism of faces has been confirmed in adults (Hennessy et al.

2005; Claes et al. 2012c, 2014; Velem�ınsk�a et al. 2012; Tani-

kawa et al. 2016). The developmental, evolutionary and bio-

logical bases for sexual dimorphism are of considerable

interest to anthropologists and biologists. It is widely sup-

posed that dimorphic traits emerge only with the onset of

puberty, where increased testosterone triggers a masculini-

sation of males’ faces (Enlow & Hans, 1996; Verdonck et al.

1999). There is evidence for independent effects of both

adult hormone levels and those experienced in utero on

adult facial shape (Penton-Voak & Chen, 2004; Fink et al.

2005; Schaefer et al. 2005). It has been proposed that uter-

ine hormone levels organise the underlying ‘architecture’ of

the face, which is then activated at puberty (Neave et al.

2003). Such early differences in facial architecture should be

detectable very early in life if sufficiently sensitive methods

are employed. Although dimorphism in the size of the neu-

rocranium has been demonstrated in infants and in utero

(Joffe et al. 2005; Bulygina et al. 2006) the presence of adult

patterns of shape dimorphism has, to the best of our knowl-

edge, only been demonstrated in adolescents, down to

approximately age 11 (Ferrario et al. 2003; Bulygina et al.

2006; Koudelov�a et al. 2015).

Many previous studies of sexual dimorphism have

employed univariate comparisons of selected inter-land-

mark measurements (Kondo et al. 1999; Joffe et al. 2005;
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Tanikawa et al. 2016). However, any fewer than all pair-

wise distances between all pairs of landmarks, fail to

capture the full spatial arrangement and geometrical

relationships between landmarks (Dryden & Mardia,

1998). Geometric morphometrics (Rohlf & Marcus, 1993;

Adams et al. 2004; Mitteroecker & Gunz, 2009) comprises

techniques for the analysis of entire landmark configura-

tions. These capture the spatial arrangement between

all landmarks by using landmark locations themselves as

the fundamental unit of analysis. Previous such studies

of children have derived conclusions from visual inspec-

tions of the differences between average male and

female configurations (Ferrario et al. 2003; Bulygina

et al. 2006) and not from statistical hypothesis testing.

They have also used a relatively limited representation

of the surface defined by anatomical (and some pseudo-

anatomical) landmarks. This precludes analysis of the

surface where these are not present. Finally they have

not controlled for the effect of allometry. Within mor-

phometrics, allometry refers to shape changes that

accompany changes in size (Klingenberg, 1996). Males’

heads are larger than females’ heads, meaning that a

general allometric effect may confound the true pattern

of shape differences attributable to sex (Rosas & Bastir,

2002).

Surface registration algorithms (Andresen & Nielsen,

2001; Hutton et al. 2003a; Claes, 2007; Claes et al. 2012b)

allow the automatic mapping of spatially dense configura-

tions of landmarks from a template shape to every instance

in a population. In combination with geometric morphome-

tric techniques, this defines spatially dense morphometrics

which can be used to analyse the entire geometry of the

surface under study (Andresen et al. 2000; Hutton et al.

2001, 2003a,b; Hammond et al. 2004; Hennessy et al. 2005;

Claes, 2007; Cox-Brinkman et al. 2007; Hammond, 2007;

Claes et al. 2011, 2012a,b,c, 2014).

Here we use partial least-squares regression (PLSR; De

Jong, 1993; Wold et al. 2001) coupled with a permuta-

tion-based framework for significance testing (Kennedy,

1995; Anderson & Legendre, 1999, p. 278) to test for sex-

ual dimorphism in 1-year-old boys and girls, improving

on earlier comparisons of average shapes. We analysed

the entirety of the craniofacial complex, whereas previous

studies of this age-group have only analysed the face

and the anterior neurocranium (Bulygina et al. 2006), or

a single measure of head-circumference (Joffe et al.

2005). We also use the Bootstrapped Response-based

Imputation Modeling (BRIM; Claes et al. 2014) algorithm

to test for sexual dimorphism and determine whether

dimorphic traits are distributed continuously in the popu-

lation, and the degree of overlap in morphology of

males and females. Extensions of PLSR were used to

correct a problem observed in the sample, of variable

mouth openness due to limited co-operation of the

young children.

Method

Sample

To test for sexual dimorphism in a homogeneous 1-year-old popula-

tion, 473 infants were imaged at the age of 1 year (M = 363.47,

SD = 8.83 days old). One child’s sex was not recorded and was

excluded from the analyses of sexual dimorphism, although they

were included in the sample used to assess the mouth closing tech-

niques. The final sample with known sex thus contained 248 boys

and 224 girls. These were a subsample of the Asking Questions

about Alcohol (AQUA; Muggli et al. 2014) cohort. The mothers

were a cross-section of a low-risk pregnancy population recruited

during their first visit to an antenatal clinic. Data about lifestyle and

biological factors that may affect craniofacial shape were collected,

with a focus on maternal alcohol consumption. Analyses were con-

ducted to determine whether the effect of sex reported here was

independent of these factors (Supporting Data S1.2). In all included

cases, parent-reported ethnicity was either ‘white’ or of European

extraction.

Image acquisition and pre-processing

The outer surface of the facial soft-tissue was encoded as a three-

dimensional (3D) image. In a 3D image, faces are represented as a

‘mesh’. This comprises a cloud of points (vertices) in three dimen-

sions and a triangulation of neighbouring vertices that defines the

outer surface of the face.

Images were collected at the Royal Children’s Hospital, Mel-

bourne, Australia, using the 3dMD 7-pod system (3dMD corpora-

tion, Atlanta, GA, USA). This captures a full 360° image of the head

including the face and cranium. Images were taken with a tight-fit-

ting stocking placed over the cranial vault, so as to capture its

shape, unobscured by hair, which was pressed very tightly against

the scalp.

To establish anatomical correspondence across the sample of

images, spatially dense configurations of quasi-landmarks were

automatically indicated on each 3D image via a non-rigid registra-

tion (Snyders et al. 2014 for technical details, Claes et al. 2012b for

a non-technical description). This is essentially a spatially dense,

automatic extension of the process of manually indicating anatomi-

cal landmarks on a subject or specimen. Quasi-landmarks are

defined as the vertices of a template mesh (e.g. an average 1-year-

old face). Each point may or may not have a well-defined biological

meaning (hence quasi-), but together they provide a representation

of the entire surface.

Although differing patterns of asymmetry in males and females

may be of interest (Claes et al. 2012c), in this work we concentrate

on the symmetric component of shape variation. Asymmetry was

removed by superimposing a reflected copy of the face onto the

original and taking the mean of the two faces as a symmetrical ver-

sion of that face (Claes et al. 2011).

Generalised Procrustes analysis

To isolate differences in the scans due to anatomical variability from

those differences due to the location, rotation and size of the

images, all scans were co-aligned to the sample mean via gener-

alised Procrustes analysis (GPA; Gower, 1975). GPA iteratively esti-

mates the mean (the Procrustes mean) configuration of the sample,
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with which all faces are subsequently aligned. Standard GPA is sen-

sitive to gross, localised form differences such as the ‘Pinocchio’

effect (Zelditch et al. 2004) and so robust Procrustes superimposi-

tion was used (Claes et al. 2012a). To remove differences in size, all

faces were scaled to the mean size of all faces in the sample.

Although it is more usual to scale all faces to unit centroid size (see

below), the mean size of the sample was used to keep the regres-

sion coefficients in millimetre units, as the magnitude of shape dif-

ferences may be of interest to clinicians. It was empirically verified

that this had no effect on the statistical inferences drawn here (data

not shown). As a measure of size we use centroid size:

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
Xk
i¼1

di
2

vuut

where di is the distance of the ith quasi-landmark from the cen-

troid (mean) of the landmark configuration.

The co-ordinates of the Procrustes mean configuration were sub-

tracted from each face to define the Procrustes residuals. The Pro-

crustes residuals of the entire sample (P) can be represented as a

matrix:

P ¼
1x1 ; 1y1 ; 1z1 � � � 1xk ; 1yk ; 1zk

..

. . .
. ..

.

jx1 ; jy1 ; jz1 � � � jxk ; jyk ; jzk

2
64

3
75

The elements of P code the deviation of each point from the Pro-

crustes mean configuration. Each row contains the k quasi-land-

marks, which together define the shape of a particular face. There

are j number of faces. The geometric interpretation of this matrix is

as a point-cloud in k 9 3 dimensional space, with the Procrustes

mean at the centre. Each face is a single point within this space.

Partial least-squares regression

Partial least-squares regression was used to characterise the effects

of sex and size on shape. PLSR was accomplished by the SIMPLS

method (De Jong, 1993). PLSR models the association between one

or more predictor variables and one or more response variables. In

this case the matrix of Procrustes residuals (defining facial shape)

constituted the matrix of response variables. Procrustes residuals

are highly correlated, and there are more Procrustes residuals than

observations in our sample. In such situations PLSR is preferable to

ordinary least-squares regression (Wold et al. 1984; Shrimpton et al.

2014).

Geometrically PLSR defines the vector through the point-cloud

that best captures the covariance between predictor/s (e.g. sex)

and facial shape. The effects of sex and centroid size on shape

were separated by including both as predictors in the regression

model. This forces each regression path to model different vari-

ability, thus isolating their independent effects on shape. The

vector of elementwise products of size and shape was also

included as a predictor to model the interaction between the

two variables.

The permutation-based significance testing protocol described in

Claes et al. (2014) was used to determine the significance both of

the overall effect of each variable on facial morphology and of the

effect on each individual quasi-landmark. All significance tests were

based on 1000 permutations.

Bootstrapped response-based imputation modeling

The algorithm BRIM (Claes et al. 2014) was also used to characterise

theeffects of sex on shape, and todeterminewhether dimorphic fea-

tures are distributed continuously in the population. The core princi-

ple in BRIM, with reference to the current problem, is that the

categories ‘Male’ and ‘Female’ are imprecise; it is likely that they do

not capture the full rangeofmaleness/femaleness. Somepeople have

very masculine or feminine faces, and some appear more androgy-

nous. BRIM iteratively extracts the regression vector (using PLSR) that

best characterises the effect of the predictor on the response vari-

ables and derives an RIP (response-based imputed predictor) value

for each face, which indicates that face’s position along this regres-

sion vector. Thus, the dichotomous variable (male/female) is trans-

formed into a continuous variable that represents each face’s

masculinity–femininity. The algorithm consists of two nested loops,

which are described in Supporting Data S1.1, Video S1, Video S2 and

elsewhere (Claes et al. 2014). This imputation can be ‘conditioned’ by

including other variables in the model. We conditioned this analysis

with centroid size and the interaction term (described earlier), to

ensure the regression path and RIPs were independent of these

effects.

The hypothesis test for BRIM is an ANOVA test of mean difference in

the RIP variables, with sex as the independent variable. This tests for

a difference in the groups’ position along the regression vector. Sig-

nificance is determined using an empirically estimated F-distribution

(Supporting Data S1.1). The regression vector extracted can be visu-

alised by regressing Procrustes residuals onto shape and using the

methods of visualisation described below.

Correction of mouth openness

Non-anatomical variation in the images, due to mouth openness,

was removed by defining a variable to represent the degree of

mouth openness for each face. As a preliminary step, all faces were

rated by the first author (H.M.) on a continuous scale from 0

through to 3, indicating how open the mouth was.

Partial least-squares regression defines the direction in the

point-cloud that captures the covariance between the variable

and the shape. When more than one variable is included as a

predictor, it defines a direction for each variable. Each direction

will be orthogonal to the other and thus statistically indepen-

dent; two regression vectors cannot account for the same vari-

ability. Including a variable that will account for the irrelevant

variability, such as ratings of mouth openness, is one method of

removing the irrelevant variability. It follows that the residuals

of the model with mouth openness as a predictor constitute

corrected versions of each face. This corrected face could be

explicitly constructed by adding its corresponding residuals to

the Procrustes mean configuration (which was subtracted during

GPA).

A limitation of the above method is that the accuracy of the

correction of an individual face is determined entirely by the rat-

ing it was initially given and the overall consistency of the rat-

ings across the sample. The accuracy of the correction can be

controlled by allowing an operator manually to adjust the

degree of the correction. The regression coefficients are a vector

of weights on each Procrustes residuals (the vector of ms below).

These weights constitute a transformation that can be applied

to the face, manually to open or close the mouth. The degree

to which the mouth is opened or closed is determined by
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adjusting t while observing its effect on the facial image. Specifi-

cally, a transformed version of a particular face is calculated by:

f 0x1
f 0y1
f 0z1
..
.

f 0xk
f 0yk
f 0zk

2
6666666664

3
7777777775

¼

fx1
fy1
fz1
..
.

fxk
fyk
fzk

2
6666666664

3
7777777775

þ t �

mx1

my1

mz1

..

.

mxk

myk

mzk

2
6666666664

3
7777777775

where the vector of fs contains the original landmark locations of

the face, and f 0 is the corrected location. A primitive graphical user

interface was built which enabled the operator (H.M.) to adjust t

interactively, using a slider, while visualising the results. t was

adjusted until the mouth was judged closed and then the corrected

image was saved.

Visualising regression effects

The effects of variables on face shape can be illustrated using false-

colour maps. These are the Procrustes mean shape colour-indexed

according to some value of interest. Regression coefficients define a

set of weights on each quasi-landmark. Together they define how

much and the direction in which the landmark is displaced per unit

of the predictor. Imagine an arrow at each landmark. The values of

interest represented in the heat maps are: (1) the ‘Effect’ (magni-

tude), i.e. the length of the arrow at each point, or the magnitude

of the effect in the lateral, vertical and depth direction; (2) the pro-

portion of the variance at each quasi-landmark explained (partial

R2) by the predictor; and (3) the significance of the effect at each

quasi-landmark.

Another way to visualise the effect is to apply the transformation

to the Procrustes mean face as described above for correcting the

scans of individual faces, to create amorph or shape transformation.

It is most sensible to construct morphs within the actual range of the

predictor, but extrapolating beyond this can help to elucidate a small

effect, even if it results inmorphs that are anatomically implausible.

Results

Mouth correction

Figure 1 displays false-colour maps of the regression of Pro-

crustes residuals onto mouth openness. Figure 2 illustrates

the estimated transformation with morphs constructed

within the actual range of mouth openness ratings (t = 0,

t = 3) and extrapolated beyond it (t = �3, t = 6). The esti-

mated transformation is a good approximation of the

action of opening or closing the mouth. The variability pre-

sent in the sample before and after each correction was

investigated using principal components analysis (Support-

ing Data S1.3). Results indicated that the variability due to

variation in mouth openness was removed by both correc-

tions.

The sexual dimorphism analysis was performed on data

corrected using each method of mouth correction and with-

out any correction (Supporting Data S1.4). No difference

was observed in the outcome of the analysis between the

methods. In particular there was no difference in the dimor-

phism in the lower face where the mouth openness would

have been expected to have more effect. For simplicity the

analyses on the uncorrected sample are reported below.

Sexual dimorphism of size and shape

The global (centroid) size of males’ (M = 21 120.70,

SD = 501.16) heads were significantly larger than females’

(M = 20 624.26, SD = 479.08) heads (F = 119.90, P < 0.001,

g2 = 0.203) (Fig. 3).

There was no interaction between the effects of sex and

size (P = 0.449), indicating that their effects on shape can

be considered independently. Overall the effect of sex was

significant (partial R2 = 0.008, P = 0.002). The strongest dif-

ference in the facial appearance is around the forehead,

where sex accounts for up to 4% of the total variance, but

there are also differences in the vault shape (Figs 4 and 5).

The forehead in females protrudes by approximately 1 mm

relative to males, and as a consequence the naso-frontal

angle is more acute. The nose is narrower and smaller in

females than in males. Female cheeks are more prominent

in the area lateral to the nasolabial crease. The effect

around the ears indicates that females’ lower earlobes

tend to point inwards whereas the males’ earlobes point

more outwards.

The effect of size was also significant (partial R2 = 0.008,

P < 0.001). The effect is concentrated in the nasal region

Fig. 1 The regression of Procrustes residuals onto ratings of mouth openness. Shows the effect magnitude (effect) and the effect decomposed

into lateral, vertical and depth directions. In ‘lateral’, red indicates (viewers) right-directed displacement, blue indicates left-directed displacement.

In ‘vertical’, red indicates superior displacement, blue indicates inferior displacement. In ‘depth’, blue indicates posterior displacement and red indi-

cates anterior displacement. The units of the colour-bars for these images are mm. Partial R2 indicates the amount of variability in the location of

each quasi-landmark that is explained by mouth openness. P < 0.05 indicates the areas where partial R2 was significant.
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and on the upper lip and consists primarily of a superior

and posterior displacements of these landmarks as centroid

size increases. The upper portion of the ears appear to

point out more in larger children. Not surprisingly, faces

that are larger, also appear to have greater general fat

deposition (Figs 4 and 6).

Fig. 2 The transformation estimated by the

regression onto mouth openness ratings.

Morphs were constructed by varying the

value of t. 0 and 3 represent the limits of the

variation that is actually present in the

population. �3 and 6 are exaggerations of

the effect.

Fig. 3 Sex differences in head size. Shows the distributions (left) and means (right) of head centroid size of males and females. Error bars indicate

the standard error of the mean.

Fig. 4 The regression of Procrustes residuals onto sex and centroid size, including an interaction in the model. Shows the overall magnitude of

the predicted vertex displacements (Effect) and the magnitude of the predicted displacements in the lateral, vertical and depth directions, from

males to females. They are colour-indexed to mm displacement, per unit of the predictor. The proportion of variance that the predictor variable

predicts at each individual vertex is shown in partial R2 and the significance of the effect on each landmark (yellow regions are significant at

a = 0.05).
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Bootstrapped response-based imputation modeling

The distribution and means of RIP values are shown in

Fig. 7 and the extracted regression vector is shown in Fig. 8.

The females (M = 1.51, SD = 0.09) tend to have higher RIP

values than males (M = 1.43, SD = 0.09; F = 72.03,

P < 0.001, g2 = 0.133). This indicates that males and females

differ in their mean position along the extracted regression

path; higher values correspond to increased femininity of

the face. There is also overlap between the male and

female groups. This indicates that there is a continuum of

masculinity–femininity in 1-year-olds. Similar effects, to

those observed in the PLSR analysis, are evident around the

cranial vault and nose. The effect on the ears disappeared,

the effect on the cheeks is reduced.

To provide a more comprehensive picture of the overlap

between males and females, we plotted centroid size

against RIP scores (Fig. 9). This represents the difference

between the groups in a size-and-shape space, where the

multivariate shape is compressed into a single dimension.

Discussion

This study investigated sexual dimorphism in the craniofa-

cial morphology of a sample of 1-year-old humans. We used

partial least-squares regression and BRIM, coupled with a

spatially dense representation of the soft-tissue anatomy, to

test for statistically significant differences in the shape of

the entire craniofacial complex. We also included centroid

size in the regression, allowing us to separate the effects of

size and sex on shape.

We observed that global size of the face and cranial vault

was larger in males than females. Partial least-squares

regression showed an effect of sex the shape of the fore-

head, with the girls’ foreheads protruding more forwards

than the boys’. Females’ noses were also smaller and nar-

rower than males. This effect on the forehead and nose

may signal a relatively smaller basicranium in females. A

smaller basicranium could make both the forehead rela-

tively more bulbous as well as narrowing the maxilla and

nasal passages. There was also an effect on the cheeks,

Fig. 5 Effect of sex on face shape. The

centre two columns show the typical male

(t = 1) and typical female (t = 2) faces

predicted by the model. The outer columns

show the difference between these two

typical faces magnified five times (t = �4,

t = 7).

Fig. 6 Effect of head centroid size on head shape. This shows the

face predicted by the regression model with centroid size = �6 SD.
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Fig. 7 Imputed masculinity–femininity. This shows the distribution (left) and mean (right) of the RIP values for males and females. Error bars indi-

cate the standard error of the mean.

Fig. 8 Regression of Procrustes residuals onto RIP variables. This shows the regression path best characterising the difference between males and

females estimated by the BRIM algorithm.

Fig. 9 RIP scores and centroid size for males

and females. The 95% confidence ellipses for

males (solid line) and females (dotted line) are

also shown.
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possibly corresponding to greater fat deposition on the

cheeks in girls. Interestingly also, the lower ear-lobes of girls

have a tendency to point inwards more than those of boys.

Bootstrapped Response-Based Imputation Modeling

extracted a similar, though not identical, vector of sexual

dimorphism in the sample, identifying the differences in

the forehead and nose as those that best differentiated the

groups. A recession of the forehead in males, relative to

females is a classic dimorphic feature, which has been iden-

tified consistently in adults (Rosas & Bastir, 2002; Hennessy

et al. 2005; Claes et al. 2014). The presence of this trait has

previously only been documented in adolescents as young

as 11 (Ferrario et al. 2003) and 12 (Koudelov�a et al. 2015).

In adults the forehead slopes backwards in both males and

females but is more recessed for males. In 1-year-olds the

forehead generally protrudes forwards in both sexes but is

relatively less protruding in males. To the best of our knowl-

edge this is the first study to document shape dimorphism

in this adult direction in such a young sample. Curiously,

Bulygina et al. (2006), in a longitudinal study of lateral

radiographs, observed the opposite dimorphism in younger

children (0.5 through to 8 years), that is the male forehead

protruded more than the female, with the trend reverting

into the clearly adult pattern at puberty (their Fig. 7). Their

sample size was very small (14 for each sex) and did not

apply significance tests to their analysis of shape, and so

sampling error in that study may explain the different

results.

The differences in the shape of the nose is also quite con-

sistent with differences observed in adult soft-tissue studies

(Hennessy et al. 2005; Claes et al. 2014). Koudelov�a et al.

(2015) observed differences in the nose emerging at

14 years (their Fig. 2) but not earlier. Such differences were

not investigated by Bulygina et al. (2006) study of hard tis-

sue landmarks and were not observed by Ferrario et al.

(2003), possibly due to the sparse landmark configurations

used to represent the shape of the face.

The distributions for RIP values of each sex overlap in

adults (Fig. 4B of Claes et al. 2014) as we have reported

here for 1-year-olds. This indicates that the features identi-

fied are distributed continuously within each sample, i.e.

there is a continuum of masculinity–femininity in facial

shape within 1-year-olds, as there is in adults. The distribu-

tions for 1-year-olds overlap much more than in adults, sug-

gesting that more 1-year-olds than adults occupy an

androgynous middle region of the continuum. Comparison

of the distributions of RIP values of sex for different ages

may add an interesting new dimension to the study of the

ontogeny of sexual dimorphism.

The observed effect of sex was independent of the

effect of size on shape. There was also a significant effect

of size, or allometry, which was independent of the

effect of sex. Our allometric effect consisted primarily of

superior and posterior displacement of the landmarks

around the nose and upper lip as centroid size increases.

Furthermore, the upper portion of the ears point out

and there appears to be greater general fat deposition

as centroid size increases. No strong claims can be made

regarding whether this effect is consistent with adults, as

the effects are seen on regions with deep soft-tissue. The

only similar analyses of adults have been performed on

skulls (Rosas & Bastir, 2002) or have not separated the

effects of allometry and sex, making comparison of these

findings difficult.

It is generally assumed that an increase in testosterone

around puberty triggers a masculinisation of male faces,

leading to dimorphism between the sexes (Enlow & Hans,

1996; Verdonck et al. 1999). It is well-established that serum

testosterone is related to facial masculinity in adults (Pen-

ton-Voak & Chen, 2004; Schaefer et al. 2005). Our results

demonstrate that some dimorphic traits are present in a sub-

tler form at 1 year of age, long prior to this pubertal

increase in serum testosterone. This may represent the effect

of the sex hormone levels in the uterine environment on

the early configuration of the face, hypothesised by Neave

et al. (2003). The difference may also be attributable to

inherited sex-linked facial characteristics, and not directly to

uterine hormone levels. In either case these differences

should be present in newborns. Future work should make

use of the powerful methods employed here to test also for

shape differences in newborns, and explicitly investigate the

effect of the uterine hormone environment.

This work quantifies an early sexual dimorphism that is

not attributable to the influx of sex hormones at puberty. It

may be of interest in future to investigate the relationship

between this early dimorphism and the later impact of pub-

erty. For example, how dimorphic a face is prior to puberty

may or may not mediate the magnitude or direction of the

changes that occur at puberty (e.g. faces that are already

masculine may experience a more profound masculinisation

at puberty).

Different developmental mechanisms may lead to sexual

dimorphism (Shea, 1986). Studies of hominids, including

humans, support the notion that adult sexual dimorphism is

in part due to ontogenetic scaling (that is, that adult

females resemble more juvenile males) and in part due to

divergence in growth trajectories (O’Higgins & Collard,

2002; Schaefer et al. 2004; Cobb & O’Higgins, 2007). The

ontogenetic scaling component of adult sexual dimorphism

can be explained by differences in the time taken to

mature, with males continuing to grow along the same tra-

jectory for a longer time, or by differences in the rate of

maturation, with males progressing faster along a common

growth trajectory, for a similar length of time. Shea (1983)

terms these mechanisms time and rate hypermorphosis,

respectively. It is possible that different mechanisms operate

differently at different times in ontogeny. For example,

Cobb & O’Higgins (2007) argued that, in apes, sexual dimor-

phism prior to puberty was a product of ontogenetic scal-

ing, but subsequent sexual dimorphism was produced by a
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deviation of male and female growth trajectories. Within

our sample of a single juvenile ontogenetic stage, it is not

possible to determine the developmental mechanisms that

produced the dimorphism, but our study does demonstrate

the need for future work looking very early in ontogeny, to

develop a full understanding of the development of dimor-

phic characteristics.

In anthropology a common problem is determining the

sex of fossilised crania (Franklin et al. 2005; Deshmukh &

Devershi, 2006; Abdel Fatah et al. 2014). This is particularly

difficult for pre-adolescent remains (Molleson et al. 1998).

Our results demonstrate that there are shape differences in

the crania that distinguish the sexes very early in ontogeny.

Shape may be more useful than size for sexing juveniles

where the age, and therefore expected size, of the crania is

unknown.

Cranial sexing is usually achieved using a univariate ormul-

tivariate approach. The univariate approach treats a particu-

lar trait (e.g. bizygomatic breadth) as a binary classifier. That

is, an appropriate threshold is determined, and observations

on one side are considered male and those on the other are

considered female. A multivariate approach defines a dis-

criminant function in which values on multiple traits can be

used to determine the sex of an observation (Deshmukh &

Devershi, 2006 for a comparison of the two approaches). The

former is limited in that any particular trait is unlikely to

serve as an optimal classifier. The latter is limited in that a

decision must be made regarding which traits are important

andwhich are not. Furthermore, the commonmethod of lin-

ear discriminant-function analysis is sensitive to the number

of traits included in the model and collinearity between

traits. A PLSR-based approachmay, therefore, be desirable.

A PLS regression vector through shape–space constitutes

a single dimension that captures the variability in all traits

(landmarks) that is most strongly associated with the predic-

tor (sex). RIPs, being projections onto this vector, can be

interpreted as a univariate ‘compression’ of this multivariate

variability. We suggest that RIPs can be used as a univariate

binary classifier, keeping the simplicity of the univariate

approach, while capturing the important multivariate shape

information. We report classification accuracy using RIPs

and describe a method of building and assessing a classifica-

tion model in Supporting Data S1.5. On the current data,

the model performs above chance. We suggest that future

work can investigate this issue more thoroughly using 3D

hard-tissue representations derived from 3D images of

skeletons, or CT of living subjects, and examine classification

accuracy on juveniles of different ages.

This sample was collected as part of a larger study on

the effects of alcohol intake during pregnancy (Muggli

et al. 2014). This study recruited mothers during normal,

low-risk pregnancy to monitor the effects of typical levels

of alcohol intake on a range of outcomes including face

shape. As such the sample represents a typical cross-section

of 1-year-olds and the effect of alcohol consumption was

expected to be unrelated to the effect of sex. To confirm

this, the analysis was repeated on a subsample of mothers

who did not drink at all while pregnant (Supporting Data

S1.5). The effect on the forehead was present, although

the effects on other regions were not statistically signifi-

cant. This is most likely due to the substantially reduced

sample size and statistical power in that analysis. We can-

not exclude the possibility that the effects on other

regions are specific to mothers who drank some alcohol

during pregnancy.

Instantaneous image capture by 3D stereo-photogramme-

try reduces the requirement for prolonged co-operation

that often hampers the collection of anthropometric mea-

surements in children, such as those used in the planning

and assessment of craniofacial surgery. Even with this, a

residual problem remains in images of young children such

that a neutral facial pose is difficult to ensure. This can

greatly affect the accuracy of such measurements (Hermann

et al. 2016). Stereo-photogrammetry, coupled with a

mouth-correction protocol, may therefore greatly facilitate

the collection of such measurements on this otherwise diffi-

cult population.

We suggest correctingmouth openness by including it as a

covariate in a PLSRmodel, or using PLSR to define a transfor-

mation that can be applied manually to the face. Inspection

of the residual variability after treating the data with either

approach (Supporting Data S1.3), suggests that both success-

fully remove the variability due to mouth openness, and

both are probably quite adequate for a PLSR-based analysis.

For applications where the accuracy of the correction at the

level of an individual is important, such as anthropometry

for surgical planning,manual correction is likely preferable.

To the best of our knowledge, this is the first study to

demonstrate the presence of sexual dimorphism, consis-

tent with adult patterns, in a sample of 1-year-olds. We

quantify a sexual dimorphism that is not attributable to

the influx of sex hormones at puberty. This may repre-

sent the effect of uterine hormone levels or inherited

sex-linked facial characteristics. We highlight the need to

look very early in ontogeny for the beginnings of sexual

dimorphism and suggest future studies investigate poten-

tial mediating effects of early dimorphism on the impact

of puberty. Furthermore, the study illustrates the power

of spatially dense morphometrics to detect subtle differ-

ences in the shape of anatomical structures, which may

be applied to the problem of sexing fossilised crania. We

also illustrate the application of PLSR-based techniques to

correct non-standard poses in 3D images, which may facil-

itate surgical planning and assessment from 3D images of

this age group.
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4 Examining Craniofacial Sexual Dimorphism throughout 

Childhood and Adolescence by Comparing 3D Growth 

Curves 

4.1 Introduction 

In Chapter 3 we demonstrated that some sex differences in craniofacial size and shape 

exist as early as one year-old. In this chapter, we extend this analysis by analysing the 

development of craniofacial sexual dimorphism throughout childhood and adolescence. 

For this purpose, we employ the 3D growth curves outlined in the methods. For this 

analysis the growth curves are developed further into a framework for comparing and 

classifying growing populations, and for modelling when and how differences emerge. 

The remainder of this chapter comprises a pdf of a published article: 

Matthews, H. et al. Modelling 3D craniofacial growth trajectories for population 

comparison and classification illustrated using sex differences. Sci. Rep. 8, (2018). 

This article can also be accessed online at https://doi.org/10.1038/s41598-018-22752-5. 

Supplementary, text, tables and figures for this article are reproduced in Appendix C. 
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Modelling 3D craniofacial growth 
trajectories for population 
comparison and classification 
illustrated using sex-differences
Harold S. Matthews1,2,3, Anthony J. Penington1,2,3, Rita Hardiman4, Yi Fan1,4, John G. 
Clement1,4,5, Nicola M. Kilpatrick1,2,3 & Peter D. Claes  1,6,7

Many disorders present with characteristic abnormalities of the craniofacial complex. Precise 
descriptions of how and when these abnormalities emerge and change during childhood and 
adolescence can inform our understanding of their underlying pathology and facilitate diagnosis from 
craniofacial shape. In this paper we develop a framework for analysing how anatomical differences 
between populations emerge and change over time, and for binary group classification that adapts 
to the age of each participant. As a proxy for a disease-control comparison we use a database of 3D 
photographs of normally developing boys and girls to examine emerging sex-differences. Essentially 
we define 3D craniofacial ‘growth curves’ for each sex. Differences in the forehead, upper lip, chin and 
nose emerge primarily from different growth rates between the groups, whereas differences in the 
buccal region involve different growth directions. Differences in the forehead, buccal region and chin are 
evident before puberty, challenging the view that sex differences result from pubertal hormone levels. 
Classification accuracy was best for older children. This paper represents a significant methodological 
advance for the study of facial differences between growing populations and comprehensively describes 
developing craniofacial sex differences.

Many disorders present with characteristic abnormalities in craniofacial shape, emerging through abnormal 
pre- or postnatal growth. Precise descriptions of how these abnormalities develop and change can inform our 
understanding of their underlying biology and facilitate diagnosis. To this end, we present a framework for char-
acterising population-level differences in 3D craniofacial growth trajectories and classification from craniofacial 
shape. As a proxy for a disease-control comparison we illustrate the method by characterising sex differences as 
they emerge through childhood and adolescence. Note, we use the term "growth" loosely to refer to changes in 
shape that are associated with changes in age in a cross-sectional sample.

Traditionally, craniofacial measurement has relied on simple distances and angles between anatomical land-
marks1, which give only a limited representation of the surface under study. 3D photography and advances in 
image analysis have now achieved rapid, automatic measurement of the entire outer surface of the craniofacial 
soft tissue2–4. This allows the anatomy to be quantified as a dense cloud of point co-ordinates providing a high 
resolution description of the surface. Averaging these corresponding points within a disease group and within 
a control group to produce ‘prototypical’ faces provides a spatially dense description of the differences between 
the two groups5–10. These representations have also been used to learn classification models for diagnosis from 
craniofacial shape5,8. However, these studies are limited in that they have amalgamated data from mixed ages to 
create a single pair of prototypes or a single classification model. This neither accounts for the fact that the dif-
ferences between the groups may change with age, nor provides any insight into the different growth patterns of 
the two groups.
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In general, systematic differences in anatomy result from systematic differences in pre- or postnatal growth. 
Growth may differ in terms of growth rate (one group grows faster than the other), growth direction (the growth 
vectors of the two groups point in different directions) or in some combination of the two. Importantly, the 
nature of these differences in growth can’t be inferred directly from the differences in shape; the same differences 
in shape can arise in different ways. For example a difference in nose width could arise from both population’s 
noses widening at different rates, or alternatively from one population’s nose narrowing and the other’s widening. 
Different growth patterns may imply quite different biology and should be investigated where possible. Previous 
studies have used the first principal component (PC) of shape variation to describe growth direction. The sim-
ple linear regression coefficient of scores on the first PC, regressed onto age, has been used to measure growth 
rate and to infer that slow growth rate explains part of the facial phenotypes in Wolf-Hirschhorn and Williams 
Syndromes9,11. While providing valuable insights, these descriptions are limited in that they assume consistent 
rate and direction of growth (i.e., they are linear), when both rate and direction may vary with age. Furthermore 
the first PC is defined without any reference to age and may, therefore, not correspond to growth. Hutton et al.12 
used kernel regression13,14 to define non-linear growth trajectories explicitly from age but did not address directly 
how to estimate growth rate and direction from them.

We present a method of describing facial differences as they change throughout childhood and adolescence 
and for classification at different ages, using an extension of Hutton et al.’s kernel regression. The approach esti-
mates the expected head shape, growth rate and direction at each age, in each group to describe how the facial 
differences emerge. We demonstrate the method by examining when and how sex differences in craniofacial 
shape (sexual dimorphism) emerge, based on a large cross-sectional sample of children and adolescents. Sexual 
dimorphism is of considerable interest to anthropologists and anatomists. The combination of state-of-the-art 
methodology and a large sample size spread over childhood and adolescence makes this, to the best of our knowl-
edge, the most comprehensive analysis of the emergence of sexual dimorphism to date.

Method
Ethical approval. This work was granted ethical approval by the human research ethics committee of the 
Royal Children’s Hospital (RCH), Melbourne (#29008I) and was carried out in accordance with the approved 
protocol. Informed consent was obtained from all participants (if aged over 18 years) or their legal guardian (if 
aged less than 18 years).

Sample. The sample consisted of 452 boys and 442 girls (range: 0.05-18.60 years old). Participants were 
included if the parent, when asked on the consent form, did not report that the child had a disorder that was likely 
to affect craniofacial growth. We assume parents would have reported any disorder requiring major craniofacial 
surgery. However, problems requiring more minor interventions, like braces, may not have been reported. These 
may be common among the adolescents in this study. Participants were only included if their self-reported eth-
nicity was Australian, European or North American. Frequency counts for each age are shown in Fig. 1.

Participants were recruited through flyers distributed around the RCH and by advertisement on the RCH’s 
Facebook page. Participants were often visitors to patients or patients for issues not affecting craniofacial growth. 
Participants were also recruited during visits to primary and secondary schools in the greater Melbourne area.

Image acquisition. A 3D photograph of the entire head, including the face, ears and neurocranium, was 
taken of each participant using either the 3dMD 7-pod or mobile 5-pod system (http://www.3dmd.com/). Images 
were taken either at the RCH or at nearby primary and secondary schools. A tight-fitting stocking, placed over 
each participant’s neurocranium pressed the hair tightly, and as evenly as possible, to the scalp, allowing the 

Figure 1. Counts of boys and girls at each age.

http://www.3dmd.com/
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camera system to record it. This is the best method available for controlling the effect of hair on the image, 
however the actual imaged shape of the neurocranium will still partly reflect the thickness and shape of the com-
pressed hair. Findings on the neurocranium should be treated with some caution.

Image measurement. The 3D surface in each image was sampled at 28,861 points, by gradually warping a 
generic template head into the shape of each image2,3. The point co-ordinates of this warped head then represent 
the shape of head in the 3D photograph. Some younger children had their mouths partially open, and these were 
corrected using the approach described by Matthews et al.15. We also recorded the physical size of each head as 
the mean distance of all points on the head from their centroid. All heads were made symmetrical by creating 
the mean of the original image and its reflected copy, so as to focus our analysis on the symmetric component of 
shape variation16. All heads were scaled to unit centroid size and their rotation and location were standardised 
using generalised Procrustes analysis (GPA) with a robust Procrustes transformation17.

Modelling growth trajectories. Further details of the implementation and mathematics are reported in 
Supplementary Text S1. Briefly, after alignment by GPA, a point-configuration can be interpreted as a location 
in a shape or face space where each axis of the space corresponds to a point co-ordinate. Such a space is shown 
schematically in Fig. 2.

Modelling growth trajectories is like charting a curve through this shape space (see Fig. 2 and Supplementary 
Movie S1). We model growth trajectories of shape and size for boys and girls using four separate kernel regres-
sions. Kernel regression13,14 models the non-linear relationship between predictor (in this case age) and response 
variable(s), without assuming that the relationship follows any particular mathematical function. To describe 
the expected value (expected head shape or size) of either group at any target age, a, we use a ‘kernel’ of observa-
tions from the group that are most similar in age to a. The kernel does not have hard boundaries, but rather the 
influence of each observation is weighted so as to smoothly decline with increasing distance from the target age. 
The expected value for each age was predicted using a weighted linear partial least-squares regression model of 
the response variable(s) onto age18,19. This regression model also estimates growth rate and growth direction at 
a. In the regression of shape, it is a vector of regression coefficients for all point-coordinates and describes the 
predicted change in the head at that age, essentially estimating a 3D growth vector at each point on the head. 
The width of the kernel was tuned to avoid over-and under-fitting using a repeated grid search (see ref.20 and 
Supplementary Text S1). The regressions of size used a kernel width of 0.75 years, the regressions of shape used a 
kernel width of 2.75 years. Cases within one kernel width of a have the most influence, cases more than two kernel 
widths from a have close to zero influence.

Figure 2. Kernel regression and classification in shape space. In both figures the axes are the first and second 
principal components, which are two orthogonal directions through the shape space that explain the most 
and second-most variance. The aspects of facial variability the axes represent are illustrated by the large grey 
faces. The data points show simulated data. In a) each individual (indicated by the markers) can be thought 
of as a location in the space that codes their shape. Kernel regression (illustrated by the curved lines) chart a 
curve through this space that describes how shape changes as a function of age (indicated by marker colour). 
Locations on these lines correspond to expected ‘typical’ heads for each age, some of which are superimposed 
onto the line. b) illustrates calculating the score for classification. This is equivalent to interpolating heads 
between and beyond the two age appropriate expected heads (illustrated by the heads on the dotted line), then 
finding the one most similar to the test case.
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We summarise the overall magnitude of sexual dimorphism in shape using the Procrustes distance21 between 
expected heads at each age. Its significance is determined against null distributions calculated by permuting the 
group (sex) labels, re-fitting the regressions with the same kernel width, and recomputing the Procrustes distances 
10 000 times. The overall growth rate within each group at each age was measured as the mean length of the esti-
mated growth vectors, over all points on the head, at that age. We visualise the differences between expected heads 
and growth vectors at each point on the head for each age using colour-coded heads.

As the proportion of cases either below or above the target age approaches zero (such as at the edges of the 
sampled ages), the local and overall kernel regression becomes only an extrapolation. Therefore, although our 
sample ranges from 0.05 years to 18.60 years, we only evaluate the model between 1.12 and sixteen years old. 
These limits were defined so that the ratio of the sum of weights of cases older than a to the sum of weights of 
cases younger than a, or its inverse, never drops below 0.4. This threshold was chosen by trial and error so as to 
exclude results that were clearly artefactual. For example, beyond age sixteen we observed an increase in esti-
mated growth rate in both groups, which is biologically implausible.

Classification from shape. In order to classify each participant as either ‘boy’ or ‘girl’ we produce a score 
that reflects how masculine or feminine their head is, where the definition of masculine-feminine adapts to their 
age. For each participant, we take their age (a), evaluate the expected heads for that age on both growth trajecto-
ries and calculate the participant’s ‘projection’ onto the direction between the expected heads. This is illustrated 
in Fig. 2 and is equivalent to interpolating heads in between and beyond the two expected heads and then finding 
the most similar one to the participant. This score is then normalised according to half of the Procrustes distance 
between the expected heads. The result is that a score of minus one means that the observation is most similar to 
the female expected head and a score of positive one means it is most similar to the male expected head. Values 
beyond one and minus one indicate the head is more masculine or feminine than average respectively. Values 
close to zero indicate an androgynous head.

We assessed the performance of this classifier using repeated k-fold cross-validation. For 100 repetitions we 
split the sample into ten ‘folds’. These folds were constructed so that the composition of males and females of each 
age was proportional to the composition of the whole sample. For each head in each of the ten folds we computed 
their score as above, defining the expected faces using the remaining nine folds. The results were then binned 
into four age brackets (less than five, five to ten, ten to fifteen and over fifteen), to assess if the classifier performs 
differently for different age brackets. Classifier performance for each fold was measured by the area under the 
receiver operator characteristic curve (AUC) and the correct classification rate, using a threshold of zero. Means 
and confidence intervals of these values were calculated over all 1000 folds. To visualise the overlap between the 
groups we produced histograms of participant’s mean scores over all 100 repetitions.

An open-source implementation of the automatic image measurement algorithm is available at https://github.
com/TheWebMonks/meshmonk. All subsequent analyses were implemented in Python by the lead author. 3D 
visualisations were produced using Mayavi (http://docs.enthought.com/mayavi/mayavi/).

Data availability. As images of heads are potentially identifiable and children are a vulnerable population, 
images were collected without consent for broad data sharing. Therefore the raw images cannot be made publicly 
available online. Requests for access can be directed to AP (tony.penington@rch.org.au), and will be subject to 
approval by the project steering committee and the RCH ethics committee.

Each participant’s head shape, coded non-identifiably as principal component projections, head size, neces-
sary participant metadata and Python code for the analyses are available at https://github.com/harrymatthews50/
Modelling_Craniofacial_Growth_Trajectories.

Results
Overall size and shape differences. Figure 3a plots overall head size as a function of age. In general heads 
of girls are smaller than the heads of boys. The size of this difference is fairly constant and both groups change at a 
similar rate. This is up until age fourteen when the size of girls’ heads plateaus but the size of boys’ heads continues 
to increase, exaggerating the difference between the groups. Figure 3b compares growth rate between boys and 
girls. Similarly to size, their growth rates are similar up until about age fourteen, where the change in girls’ heads 
slows down, but does not in boys’. The peaks in growth rate during adolescence are not different between the 
sexes, as might be expected from differences in pubertal timing. However, when the analysis is repeated including 
size and shape together (by omitting the scaling operation from the GPA) there are different peaks in growth rate, 
with girls’ growth accelerating from approximately age eleven and boys’ accelerating from approximately age 
twelve (Supplementary Figure S1).

Figure 3c shows the overall magnitude of shape sexual dimorphism as a function of age. The size of this dif-
ference was significant at all ages (p < 0.05). Exact p-values are reported in Supplementary Table S1. The magni-
tude of dimorphism declines up until about age three, then it increases in two phases between ages five and ten 
and between ages twelve and sixteen. The magnitude of dimorphism possibly continues to increase beyond age 
sixteen.

Dimorphic features. The first three columns of Fig. 4 illustrate the difference between girls and boys at 
some example ages. The first two show the expected heads for boys and girls. The third (‘Shape Difference’) shows 
the difference between them in the direction of the girls’ surface normals (locally inward/outward). Expected 
heads and colour-maps for a much finer sampling of ages are compiled into an animation of the heads ‘growing 
up’ (Supplementary Movie S2). Difference in the lateral (left/right), vertical (superior/inferior) and depth (ante-
rior/posterior) directions are available in Supplementary Figures S2–S4 (all ‘Shape Difference’ maps here and in 

https://github.com/TheWebMonks/meshmonk
https://github.com/TheWebMonks/meshmonk
http://docs.enthought.com/mayavi/mayavi/
https://github.com/harrymatthews50/Modelling_Craniofacial_Growth_Trajectories
https://github.com/harrymatthews50/Modelling_Craniofacial_Growth_Trajectories
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the supplement use the same colour scale, so that they are comparable). ‘Morphs’ that exaggerate the difference 
between boys and girls are in Supplementary Figure S5.

The primary features that distinguish the two groups at sixteen years old are that in boys relative to girls: 1) the 
forehead slopes posteriorly, 2) the brow-ridge protrudes anteriorly, 3) the chin is positioned anteriorly and infe-
riorly, 4) the upper lip is positioned anteriorly and inferiorly, 5) the nose protrudes anteriorly and 6) the buccal 
region is flatter.

Differences in growth rate and direction in the emergence of dimorphice features. In general 
these differences in shape must result from differences between the growth patterns of the two groups. The growth 
patterns for each group are plotted in the final two columns of Fig. 4. These indicate the predicted rate of change 
at each point in the inward/outward direction. Change along the lateral, vertical and depth axes is also available in 
Supplementary Figures S2–S4. Figure 5 (top row) compares the rate of change between boys and girls. All growth 
patterns and rate comparisons use the same colour scale. Figure 5 (bottom row) compares the direction of change 
between the two groups and is coloured according to the angle between growth vectors of each group at the same 
point on the head. These results are condensed into descriptions of how each dimorphic feature emerges below:

Forehead slopes posteriorly. The expected boys’ forehead is retro-positioned relative to girls’ at the earliest time 
(1.12 years). In younger children both foreheads protrude forward, but the boys’ protrude less (see Supplementary 
Figure S5). In general the foreheads in both groups become more retro-positioned as they get older, but the boys’ 
do so faster, until their forehead actually slopes posteriorly.

Brow ridge protrudes anteriorly. At ages twelve and fourteen the brow ridge of both groups become more prom-
inent but the boys’ do so faster, giving rise to differences in the brow ridge which are evident by age sixteen.

Chin is positioned anteriorly and inferiorly. At most ages the boys’ chin grows faster than girls’ and there is no 
obvious difference in the direction of growth vectors of the two groups on this region. These vectors have a strong 
anterior (Supplementary Figure S3) and inferior (Supplementary Figure S4) component. Thus the chins of both 
groups project anteriorly and inferiorly, but boys do so faster. This results in a difference in chin position by age 
eight.

Upper lip is positioned anteriorly and inferiorly. From age six the upper lip differences emerge like the chin 
differences. That is, by a difference in rate of change along anterior and inferior growth vectors. The difference is 
evident from age twelve.

Nose protrudes anteriorly. This difference is present up until age two and then disappears. The boys’ nose starts 
to change more rapidly than the girls’ at about age twelve, leading to this difference re-emerging by age fourteen.

Figure 3. Overall trends in growth and sexual dimorphism. a) describes the change in size of boys’ and girls’ 
heads. Size is calculated as the mean distance of each point on the head from the centroid of all points in 
mm. Lines are the kernel regression trend-lines for each group. b) describes the change in the size of sexual 
dimorphism (Procrustes distance). c) compares the rate of change in shape between males and females. In 
all plots the filled regions indicate the 95% confidence intervals of the estimate. These were calculated by 
resampling with replacement and recomputing the estimates 10 000 times.
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Buccal region flatter. While this difference is present at all ages it becomes more exaggerated between ages six 
and ten mostly due to a difference in growth rate (although on a small portion of the cheek there are also differ-
ences in growth direction). Points on the cheeks are displaced inwards for both groups, but boys are displaced 

Figure 4. Growth patterns and comparison of expected faces. The first three columns describe sexual 
dimorphism. The grey heads are the expected images. ‘Shape difference’ indicates how the expected images are 
different in the inward/outward direction. Blue indicates points are more inwards on the boys’ images than the 
girls’ images. Red indicates the points are more outwards. The last two columns illustrate the growth patterns of 
boys and girls. These indicate the amount of change occurring in the inward/outward direction at each point. 
Stronger colours indicate more change.
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faster. Between ages twelve to sixteen this difference continues to become exaggerated, but due to different growth 
direction of this region at this time. The points on the girls’ cheeks move outward while those on the boys’ cheeks 
move inward.

Additional features. At age 1.12 the anterior and posterior (not visible in the printed figure) neurocranium are 
compressed inwards while the lateral part projects more outwards (more laterally). This indicates a more brach-
ycephalic head shape in boys than girls. Over time, the lateral portion of the neurocranium is displaced inwards 
(medially). This occurs faster for males than females, resulting in a reduction of the lateral projection of the neu-
rocranium. This difference is totally absent by sixteen.

Classification from shape. Table 1 shows statistics of classifier performance. AUC of 0.5 indicates chance per-
formance. Classification was not significantly better than chance for participants less than five years old but was in 
the 5–10 and 10–15 age brackets. Performance was near perfect in those over 15. Figure 6 plots the distributions 
of scores for each age bracket. The groups overlap almost completely in the bracket 0–5 and become more sepa-
rated in the older brackets.

Discussion
Differences in head shape between groups are most frequently analysed by comparing simple measurements, or 
single average faces. However, understanding how these differences emerge and change can provide insights into 
the underlying biological and genetic mechanisms. In this study we introduce a framework for describing and 
analysing the emergence of shape differences between populations and apply the method to the question of how 
differences in craniofacial shape emerge between males and females. The combination of a large sample size, cov-
ering most of childhood and adolescence, and spatially-dense analysis is unique in the literature on craniofacial 
sexual dimorphism. We first discuss our results in this context, followed by considering the broader applications 
of the methodology and its relationship to existing approaches.

At sixteen we observe a protruding brow ridge and nose; a chin and upper lip that are positioned more ante-
riorly and inferiorly; and a flatter buccal region in boys relative to girls. These features have been consistently 
observed in adults16,22,23. Many soft-tissue studies exclude most of the forehead, focussing only on the facial shell 
but, in those that include it, it is generally found to be sloping backwards more in adult males than females24,25. 
Given the proximity of frontal bone to the skin, findings on this area can be directly related to the hard tissue 
anatomy. Consistent with our results, hard tissue studies have observed increased volume, surface area and base 
area of the brow ridge26,27 and an increased forehead inclination28 in adult male skulls, relative to females’. In 
our analysis, the brow ridge prominence develops independently of the superior portion of the forehead, indi-
cating growth by isolated deposition on this region; not by deposition at cranial sutures which would shift the 
whole frontal bone anteriorly. Increased soft tissue thickness on the upper lip and chin has been documented in 
adults19,29. Shape differences in these areas may represent differences in soft tissue depth, in combination with 
different positioning of the mandible and maxillary bones. The nose differs in both its cartilaginous parts and the 
bony nasal bridge. This is consistent with previous observations of skulls that revealed males have a more anterior 

Figure 5. Comparison of growth patterns between boys and girls. ‘Rate Difference’ compares the growth rate of 
males and females at each point on the head. Red indicates males are changing faster, blue indicates females are 
changing faster. ‘Direction Difference’ compares the growth directions at each point on the head. Red indicates 
the growth vectors are pointing in the same direction, blue indicates they are pointing in the opposite direction.

AUC Boys % Correct Girls % Correct

<5 0.65 (0.40,0.88) 54.81 (25.00,87.50) 70.16 (41.67,100.00)

5–10 0.87 (0.73,0.98) 80.19 (57.14,100.00) 80.03 (58.78,100.00)

10–15 0.91 (0.80,0.99) 81.79 (62.50,100.00) 78.91 (58.30,100.00)

15–20 0.98 (0.88,1.00) 91.59 (60.00,100.00) 93.81 (66.67,100.00)

Table 1. Classifier performance statistics. AUC is the area under the receiver operator characteristic curve. 
AUC of 0.5 indicates chance performance. Values outside the brackets are the mean value over the 1000 folds. 
Values in brackets are the 95% confidence intervals.
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projection of the most inferior point of the nasal bone and a larger anterior nasal aperture30. Differences in the 
buccal region probably mostly reflect differences in soft tissue, including the buccal fat pad and facial muscula-
ture, rather than the underlying hard-tissue.

With regard to how these differences emerge: the retro-positioning of the forehead is present at age 1.12 and 
becomes more exaggerated primarily due to differences in growth rate along similar growth vectors between boys 
and girls. Although differences in the nose are also present at age 1.12 these disappear between age two and four. 
At about age twelve the growth rate of the nose for boys becomes faster than for girls, giving rise to the differences 
we see at sixteen. Differences in the chin and upper-lip emerge from differences in growth rate by ages eight and 
twelve respectively. Differences in the buccal region are present at all time points, but become more exaggerated 
over time. This occurs first through differences in growth rate and then, around puberty, through differences in 
growth direction. Overall, we observe that there are two phases in the emergence of sexual dimorphism. During 
the first, between ages five and ten, the anterior and inferior positioning of the chin in boys appears and dif-
ferences in the buccal region and forehead continue to become exaggerated. The second is from about twelve 
onwards. During this period differences in the nose, brow ridge and upper-lip emerge and differences in the chin, 
buccal region and forehead continue to become exaggerated. Accompanying the increased differences between 
the groups we observe decreasing overlap in the distributions of male-female scores and better classification 
accuracy.

Traditionally it has been assumed that sexual dimorphism emerges primarily at puberty, resulting from an 
influx of sex-hormones31,32. Contrary to this view, a few studies have reported sex-differences in facial measure-
ments in pre-pubescent children33–35. Bulygina et al.25 and Kesterke et al.34 observed shape differences in children 
down to age 0.5 and three respectively. They were limited however in that they both used relatively sparse land-
mark configurations to represent the anatomy. Furthermore, Bulygina only analysed the shape described in 2d in 
a lateral cephalogram and only used a very small sample size. Previously our lab demonstrated retro-positioning 
of the forehead, flattening of the buccal region, a slightly more brachycephalic head shape and an enlarged nose 
in boys relative to girls at one year-old15. Our findings at age 1.12 replicate this study using a different sample. We 
also find that the differences in the buccal region and forehead are maintained and become more exaggerated, 
gradually developing into adult patterns of dimorphism, whereas the relative brachycephaly disappears entirely. 
The differences in the nose disappear, only to reappear during adolescence.

Our study adds to the growing body of literature demonstrating that sexual dimorphism is present very early 
in life. Our results show aspects of this early dimorphism continue to develop during the pre-pubescent period, 
suggesting that adult sexual dimorphism is not all attributable to sex hormones released at puberty. Neave et al.36 
argued that the ratio of testosterone to estrogen experienced in utero affects the underlying organisation of cran-
iofacial structures, and that these differences are then activated at puberty. This is corroborated by evidence that 
masculinity of facial shape in adult males is correlated with this hormone ratio37,38. The observed differences in 

Figure 6. Distributions of scores for the classification analysis for males and females.
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the pre-pubescent period may be due to uterine hormone levels, activated prior to puberty, or they may represent 
sex-linked facial characteristics, not directly attributable to hormone levels.

The growth trajectory of a particular species or group may be adaptive, in an evolutionary sense, and be an object 
of natural selection39. This implies that differences between growth trajectories of males and females can inform 
our understanding of how natural selection, including sexual selection, has operated differently on the two groups. 
Although outside the scope of this paper we consider how our findings relate to three important anthropological 
hypotheses: 1) growth directions are the same and sexual dimorphism emerges by males developing faster over the 
same amount of time; 2) growth directions are the same and males and females develop at the same rate, but males 
do so for longer; 3) growth directions are not the same. In general, it is not possible to prove similarity of growth 
directions. However, our results indicate dimorphism of the nose, chin, forehead and brow-ridge are largely a prod-
uct of different rates of change, not different directions. Differences in the buccal region result from differences in 
growth rate between six and ten and from different growth directions between twelve and sixteen.

This study represents an important methodological advance in the description of group level differences, and 
classification therefrom, in growing populations. Previous studies have used average faces based on samples of 
mixed ages, ignoring the fact that the differences may change over time5–9. Others have grouped data into age 
brackets and constructed mean heads for each age bracket34. Binning requires decisions about where to divide the 
data, which may affect the results. Furthermore, if the brackets are large, it is likely that changes occurring within 
the age bin will be missed. Hutton et al.12 used a kernel regression model to define an expected head at any age, 
as the weighted mean of a local kernel of ages. Since it can be evaluated for any age the expectation is effectively 
continuous, unlike discrete age bins. They used a weighting system that emphasises those cases closest in age to 
the target age, maximising how well the expected head represents the target age. In this work, we extend their 
approach by using a weighted regression model, instead of the weighted mean, to define the expected head for 
each age. The regression also predicts change in each point co-ordinate, estimating a 3D growth vector for each 
point on the head. This allows pointwise comparison of growth rate and growth direction, facilitating a deeper 
understanding of how the differences between the populations emerge. It is also more robust to uneven sampling 
than the weighted mean (see ref.40 and Supplementary Text S1).

We extend Hutton’s approach further and apply it to binary classification. Traditional classification models 
(including linear discriminant analysis, Euclidean distance to centroids and support vector machines) attempt to 
discriminate groups based on a set of variables. In a binary classification scenario they fit a single surface through 
the space of these variables (e.g. shape space) that best divides two groups. These models can be applied to new cases, 
which may make them valuable diagnostic aids5,8,41,42. Beyond simply diagnosing cases categorically, if the discrim-
inating surface is a plane, the signed distance of an observation from it can be calculated easily and interpreted as 
a continuous measure of phenotype expression. This may identify subclinical cases of disorders that exhibit only a 
reduced form of the full phenotype. The classification method applied here produces a score describing where the 
case sits on the axis between age appropriate expected faces. This is related to traditional models in that this score 
is proportional to the signed distance from a discriminating plane orthogonal to this axis. In contrast to traditional 
approaches the location and orientation of this plane adapts to the age of the case being classified.

One important application may be in the study and assessment of foetal alcohol spectrum disorders (FASDs). 
FASDs are a spectrum of neurocognitive deficits observed in children exposed to alcohol in utero. The more 
severe manifestations are accompanied by specific facial anomalies including a shortened palpebral fissure, thin 
vermillion line, flat philtrum and reduced head circumference43. Recent studies have also observed subtle facial 
differences in alcohol exposed children not diagnosed with a FASD6,44. The classic facial differences diminish in 
adolescence45. The time-course of the more subtle aspects is unknown, but could be investigated with our meth-
odology. Given the emerging evidence for a spectrum of facial effects, a shape based facial phenotype score, like 
the one described here, may flag potential cases for further assessment that might otherwise be undetected.

Although for the current analysis we draw on a very large database of images, such large samples are unlikely 
to be available for every study. The described approach compensates for small sample size by increasing the width 
of the kernel of ages used to estimate each expected head. In Supplementary Text S1 we describe how to optimise 
this width for any dataset. Increasing the width of the window linearizes the growth trajectory; as the size of the 
window gets very large the model approaches being a single partial least-squares regression. While this model, 
being linear, would clearly be a simplification of growth, even in this worst-case scenario, it still improves on the 
common method of using the first principal component. Specifically the first principal component is simply the 
dimension of greatest variation within the sample. It is also linear, but is constructed without any reference to age. 
Therefore there is no guarantee in principle that it relates to growth. Our approach, in contrast, always takes age 
into account in defining the growth trajectories.

An important limitation in modelling growth from age is that individuals mature at different rates. Age, there-
fore, only approximates maturation. A further limitation is that we did not adjust for allometry, the association 
between centroid size and shape46. The heads of boys are bigger than girls’ so the observed shape differences between 
them could reflect the effect of size on shape within the local age range, rather than the effect of sex. As centroid size 
is strongly correlated with age (data not shown), it is not appropriate to adjust for it in the current study. Doing so 
would essentially remove the effect of age on shape (growth), which is an important aspect of our analysis.

In this paper we describe an approach for analysing the emergence and change in craniofacial differences 
between two growing populations and for age-adaptive classification. We demonstrate the method by asking how 
the differences in head shape between boys and girls emerge. In doing so we comprehensively describe the emer-
gence of craniofacial sexual dimorphism and add to the growing body of research indicating that there is sexual 
dimorphism long before puberty. Mostly the differences between the sexes emerge through boys growing at a 
faster rate than girls. In future the method can be used to chart changes in the distinctive facial appearances that 
characterise many disorders, including foetal alcohol spectrum disorders (FASDs). These changing descriptions 
can be used to better understand their underlying pathology and facilitate diagnosis from facial shape.
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5 Modelling Normal Craniofacial Variation for Patient 

Assessment Using 3D Growth Curves  

5.1 Introduction 

Objective assessment of craniofacial abnormality in individual patients is important. In 

some cases, a particular pattern of abnormality may indicate the patient is suffering 

from a particular pathology such as a genetic syndrome. In craniofacial surgery one 

desired outcome is often to restore craniofacial normality, so objective assessment of 

abnormality can inform best surgical practice.  

Essentially the question of whether a patient is normal or abnormal is whether they fall 

within or without the normal variation present in the population. In traditional growth 

curves of single measurements this variability is modelled as the standard deviation or 

percentiles of the measurement, estimated from a sample within a given age range. 

More recently, researchers have modelled normal variation in a spatially dense way by 

defining the standard deviation at each point on the head. This can then produce z scores 

for each point, indicating which points are abnormal5,94,95,102,113. These pointwise z 

scores have been called ‘facial signatures’. 

An alternative method of modelling normal variation is to use principal components 

analysis (PCA). This defines uncorrelated dimensions of variation within the sample 

and the range of normal variation along these dimensions. Although it is unwise to 

interpret individual PCs as having particular biological meanings, loosely speaking, a 

‘dimension’ might roughly correspond to face width and the morphological changes that 

accompany it. Each person has a ‘score’ on this dimension that codes their face width 

and the variance in these scores determine the normal variability in face width. Principal 

components are illustrated in Figure 5.1. Such models are more versatile than the 

pointwise standard deviation. They allow for the synthesis of new faces that, although 

they are not actual images from the training sample, are statistically and anatomically 

plausible 117,141. The ‘normal equivalent’ algorithm uses a PCA model of normal 

variation to produce a statistically plausible rendering of the patient that is constrained 

by the model of normal variation96,97. Points on the face that cannot be reconstructed 

from the model of normal variation are flagged as ‘abnormal’. 
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Just as in previous chapters we estimated expected craniofacial shape and expected 

growth patterns for each age, in this chapter we estimate expected variability models for 

each age and demonstrate how these can be applied to assess individual patients.  

Midline cervical cleft is a rare congenital disorder where patients are born with a cleft 

under the chin142. The cleft usually heals but the scar tissue forms a fibrous cord that 

‘tethers’ the mandible, resulting in a retruded chin. Surgery is often performed to 

remove the cord, but not to correct the position of the mandible. It is possible that the 

retrusion of the chin persists. We demonstrate the methods here by assessing a case of 

midline cervical cleft post-surgery for remaining retrognathia. 

Figure 5.1 First four principal components of complete AHEAD sample. Each principal component 

represents a pattern of variation within the sample. The grey ‘morphs’ illustrate faces at either 

extreme of the PC. ‘Total’ highlights the regions that change the most from one end of the PC to the 

other. ‘Normal’ illustrates how they change in the local inward-outward direction. 
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5.2 Methods 

5.2.1 Sample 

This chapter uses the symmetrised Caucasians from the AHEAD database to define age-

appropriate variability models. To demonstrate patient assessment, we assess a case of 

midline cervical cleft aged 9.9 years (7 years post-surgery) who gave permission for 

their image to be used in publications. 

5.2.2 Age-appropriate models of normal variation 

5.2.2.1 Weighting and removing effect of age 

In previous chapters we used weights that decline with increasing distance from the 

target age to define expected head shape and expected growth patterns at a given age, 

emphasising those cases closest to the target age and de-emphasising those further 

away. Here we use weights to produce models of the expected variability at a given 

target age. Firstly, we find the optimal kernel bandwidth for modelling each sex as 

described in the general methods. Then for any target age of any sex we can produce a 

vector of weights w weighting each case of that sex according to its difference in age 

from the target age. 

For any target age we estimate the expected head for the age as described in the general 

methods. We then align all heads to the expected head, using robust Procrustes 

transformations. This is to ensure that all variation is coded relative to the expected 

head. The weighting notwithstanding, there will still be some variability attributable to 

age because we incorporate cases of different ages in the model. We simultaneously 

weight each case and adjust for this variation by fitting a weighted (by w) linear partial 

least-squares regression of these re-aligned shapes onto age. The matrix of shape 

coordinates centred on the coordinates of the expected head and age centred on the 

target age. Variation at the target age can then be calculated within the residuals (Φ) of 

this regression model. These residuals are equivalent to synthetically ageing each 

individual to the target age and scaling their deviations of each point, from the expected 

head, by their weight in w. 

5.2.2.2 Defining age-appropriate pointwise variation 

To define pointwise standard deviations, the residuals in each row of Φ were reshaped 

and the coordinates of the expected head are added back on so that they represent the 

coordinates of realistic (age-adjusted and weighted) heads.  
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To define the standard deviation at the jth, point on the head (σj) we calculate: 

𝜎𝑗 = √
∑ 𝑑𝑖𝑗

2𝑘
𝑖=1

∑ 𝑤𝑖
𝑘
𝑖=1

 

where dij is the displacement of the jth point on the ith head from the expected head. This 

displacement can be the total displacement or the displacement along some direction. 

These indicate how much each point differs from the expected head. The above 

calculation differs from the usual formula for the weighted standard deviation: 

𝜎𝑗 = √
∑ 𝑑𝑖𝑗

2 𝑤𝑖
𝑘
𝑖=1

∑ 𝑤𝑖
𝑘
𝑖=1

 

This is because, in this analysis, the weighting of the deviations of each observation by 

wi (in the numerator of the fraction) was already completed above while producing the 

residuals. 

5.2.2.3 Defining age appropriate PCA models. 

Calculating the principal components explaining the variance at the target age is 

accomplished by a singular value decomposition of Φ: 

𝑈𝑆𝑉𝑇 = 𝛷 

Where the columns of V are the principal components. ‘Scores’ or ‘projections’ on each 

component for each head are calculated: 

𝐴 = 𝑉𝛷𝑇 

A is an n (observations) × l (principal components) matrix. The variance in scores along 

each (mth) PC is calculated: 

𝛿𝑚
2 = 

∑ 𝐴𝑖,𝑚 2𝑛
𝑖=1

∑ 𝑤𝑖
𝑛
𝑖=1

 

And the standard deviations δ are just the square roots of the variances. The first 

principal components tend to model large systematic patterns of variation in the data 

and the later ones tend to model idiosyncrasies and noise in the training data. For this 
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reason, we include in each PCA model only the m principal components explaining the 

first 98% of the variance.  

5.2.3 Producing pointwise z scores from pointwise standard deviations 

To compute z scores at each point on the head for a patient we align their image to the 

expected head and calculate its displacements h. These are then normalised according to 

the pointwise standard deviations defined above to produce a signed z score at each (jth) 

point on the head: 

𝑧𝑗 =
ℎ𝑗

𝜎𝑗
 

We then visualise these z scores as colour maps. 

5.2.4 Producing normal equivalents from a PCA model 

5.2.4.1 Facial coding 

Using a PCA model of normal variation any given head can be coded as their ‘scores’ 

on each principal component. The scores on all principal components of a single 

observation will be called α. This coding is reversible, meaning the head can be 

reconstructed from their scores. It is useful, here, to think of each PC as a 

transformation of the head (Figure 5.1) and each person can be reconstructed as the sum 

of these transformations (Figure 5.2). The amount of transformation on each PC 

required to produce a given individual is coded by α. The reconstruction of the person 

can be more or less accurate depending on how well the PCs model the population. This 

will be affected by how well the training sample reflects the diversity of the population, 

whether the head belongs to the population in question, and how many PCs are used.  

Typically, α is calculated so that the reconstruction error will be minimised. Optionally 

weights for each point on the head can be incorporated into the coding, emphasising that 

the reconstruction error of points with high weights should be minimised, but that the 

reconstruction error of points with low weights can be higher. The result is that the 

reconstructed head essentially interpolates the regions of low weighting, based on the 

regions of high weighting (this is illustrated in the middle panel of Figure 5.2).  
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5.2.4.2 Constraining α 

Constraining PC scores (α) that represent a head, ensures that the reconstructed head 

lies within the bounds of normal variation allowed by the model. This is a simple 

method of producing a ‘normalised’ version of an abnormal patient. The Mahalanobis 

distance is useful for establishing this constraint because, assuming multivariate 

normality, the squared Mahalanobis distance follows a chi-squared distribution with 

Figure 5.2 Facial coding and reconstruction using principal components analysis (PCA). Using PCA 

the original head is coded as a summation of transformations along each PC axis. For each coding 

method the amount of transformation along the first four PCs are represented by the intensity of the 

colours in the colour maps. The colour map intensity is a graphical representation of the individual’s 

‘scores’ on each PC (denoted in the thesis text as α). These colour maps represent the transformation 

in the local inward-outward direction and are all produced on the same colour-scale. The 

reconstructions based on the summation of all PCs are shown on the right. The grey faces above the 

colour maps represent a running total of the transformation summed over the current PC and all 

earlier PCs. In ’Least-squares’ α was calculated so as to minimise the difference between the original 

and the reconstruction (reconstruction error). In ’Weighted’ α was calculated to minimise the 

weighted reconstruction error, ignoring the nose. In ‘Constrained’ α was estimated as in the top 

panel and then scaled that the Mahalanobis distance of the reconstruction from the average was 

equal to the critical value of the distance corresponding to a p value of .05. 
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degrees of freedom equal to the number of PCs. This means that α can be constrained on 

statistical grounds with reference to a p value. Simply, we need to find the critical value 

of the Mahalanobis distance for a given p value and degrees of freedom. This is the 

square root of the critical value of chi-squared. We then calculate the Mahalanobis 

distance of α from the origin (ω): 

𝜔 = √∑(
𝛼𝑙

𝛿𝑙
)
2

𝑚

𝑙=1

 

If ω is greater than the critical value, α is scaled so that its Mahalanobis distance is 

equal to the critical value. This is done by multiplying each element in α by the ratio of 

the critical value of the Mahalanobis distance to ω. The result can be seen in the bottom 

panel of Figure 5.2 where the features of the patient appear less exaggerated in the 

reconstruction.   

5.2.4.3 Normal equivalent algorithm 

The normal equivalent algorithm comprises four steps that are iterated through until the 

normal equivalent stops changing: 1) estimating α, 2) constraining α, 3) reconstructing 

the ‘normal equivalent’ from the constrained α, 4) estimating outlier weights for each 

point on the head between the normal equivalent and the actual head (outlier weight 

calculation is described in Appendix A). Step 4 flags those regions that are 

reconstructed most poorly, relative to the rest of the head. Regions are reconstructed 

poorly if they are not allowed by the model, either due to not being codable on the 

available PCs or due to the constraints placed on α. In either case these weights can be 

interpreted as indicating which regions are abnormal and which are not. Weights are 

then fed back into step 1 to produce a weighted estimate of α, de-emphasising the 

abnormal regions. The output is a colour map of outlier weights that indicate which 

regions are abnormal; the ‘normal equivalent’, which is a normalised version of the 

person, produced based on the normal regions; and a distance-map indicating how the 

face is different to the normal equivalent.  

Note that this is not identical to the implementation of this algorithm used in previous 

work96,97. There, a different constraint was applied that imposed no hard limits on α as 

described by equation 25 in Blanz et al..141. In this work we chose a hard constraint 
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because it allows the points flagged by the algorithm to be clearly interpreted as being 

within or without a defined boundary of normal variation. 

5.2.5 Generalisability of PCA models 

In order to use a model of normal variability for patient assessment it is important that it 

captures all (or at least a large amount) of the normal variation within the population. 

The question is: how well does the model generalise to new cases from the population? 

In theory, any new normal case (c) from the population should be able to be coded by 

the PCA model and reconstructed without loss of information. The amount of 

information lost (the reconstruction error) indexes, inversely, how well the model 

generalises. 

To estimate how well the model for each age generalises, we remove each case from the 

sample (to simulate it being a ‘new’ case from the normal population) and fit the age-

appropriate PCA model using the remaining data. We estimate α for the case, 

constrained according to a p value of .001, and then reconstruct the case from α and 

calculate the reconstruction error. As the error of those cases closest in age to the target 

age are most important we weight the error of each case according to w. We then 

calculate a generalisability measure (g): 

𝑔 = 1 −
𝑆𝑆𝜖

𝑆𝑆𝑇𝑂𝑇
 

where SSϵ is the weighted sum of squared reconstruction errors and SSTOT is the 

weighted sum of squared deviations from the expected head. This measure estimates the 

proportion of variance in the population that is coded in the PCA model; theoretically, 

were all normal variation captured in the model SSϵ would be zero and g would be one. 

In practice, there will always be noise in the images that cannot be modelled so such a 

measure is unlikely to ever actually reach one.  

5.3 Results and discussion 

5.3.1 Models of normal variation by age 

Figure 5.3 plots the standard deviations of the total displacements on all points on the 

head for some example ages for boys and girls. These indicate the variability in each 



MODELLING NORMAL CRANIOFACIAL VARIATION 74 
 

point on the head at each age. For both sexes the ears and base of neck tend to be the 

most variable. These observations should be regarded with some caution, as both of 

these regions are very susceptible to noise. The ears tend to be noisy because, owing to 

their anatomy and the geometry and the camera set up, images of the ears are often low-

quality. Noise in the neck is likely to be introduced during initial cleaning of the images, 

as it is difficult to standardise the exact position at which the neck is cut off. Other 

regions that have consistently high variability are the nose, chin and upper portion of the 

forehead, with the cheeks being less variable. The overall amount of variation (indicated 

by the overall intensity of the colour maps) is greatest at age 1.12 and declines into mid 

childhood and increases slightly again in adolescence from eleven to sixteen. In general, 

the amount of variation is less for girls than for boys. The first principal component of 

each PCA model are plotted for boys and girls in Figure 5.4. The grey ‘morphs’ 

illustrate the change in shape moving from one end of the PC to the other. The ‘Total’ 

map shows the relative size of the change at each point on the head. These figures 

illustrate that both the overall variability and the covariance structure change throughout 

childhood and adolescence, emphasising the need for age-appropriate models of 

variability in patient assessment. 

5.3.2 Generalisability of each PCA model 

The generalisability measures of PCA models for some example ages are reported in 

Table 5.1. These represent the variability that each PCA model explains in cases not 

used to define the model. Scores close to one indicate the model generalises well, scores 

far from one indicate the model generalises poorly. Values for most ages are around .9 

and generally slightly lower for girls and at the ends of the age range. Each model can 

explain almost all the variance in new cases from the same population. Therefore, the  

Figure 5.3 Total variation in each point location per age. Heads are colour indexed to standard 

deviations in each point, calculated based on the total displacement of the point from the expected 

head. 
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Figure 5.4 First principal component for PCA models for boys and girls at different ages. Grey ‘morphs’ 

show transformation from one end of the PCA axis to the other. The ‘Total’ colour map shows those 

regions that change the most from one end of the axis to the other.  
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PCA models capture most of the normal variation in the population and so are suitable 

for judging abnormality.   

Table 5.1 Generalisability statistics for boys and girls at each age. 

 1.12 2.00 4.00 6.00 8.00 10.00 12.00 14.00 16.00 

Boys 0.92 0.93 0.94 0.94 0.95 0.94 0.94 0.93 0.91 

Girls 0.89 0.90 0.92 0.92 0.92 0.91 0.91 0.89 0.86 

 

5.3.3 Assessing a case of midline cervical cleft  

Below we assess a case of midline cervical cleft seven years post-surgery for residual 

chin retrusion. Pointwise z scores and normal equivalents are produced using models of 

variability at age 9.9. The patient is shown in the left panel of Figure 5.5. The right 

panel of this figure shows the pointwise z scores of the patient in the anterior-posterior 

dimension. The colour scale in this figure is constructed so as to highlight z scores 

beyond ±1.96, corresponding to a two tailed p value of .05. The deep blue on the chin 

indicates significant retrusion. 

Figure 5.6 assesses the same patient using the normal equivalent. The normal 

equivalents are produced using a range of p values to illustrate the effect of altering this 

constraint. As the p value becomes lower, more flexibility is allowed and the normal 

equivalents in the top-row of this figure more accurately represent the patient. The 

weights indicate the abnormal regions. In all cases the chin is darker than the majority 

of the head indicating it is abnormal. The distance maps plot the difference between the 

normal equivalent and the patient in the anterior-posterior direction. Blue on the chin 

Figure 5.5 Patient assessment using pointwise z scores. Left shows the assessed patient at follow up 

for surgery for midline cervical cleft. Right shows pointwise z scores for the patient computed in the 

depth dimension (blue=posterior, red=anterior). The blue on the chin indicates a z score less than 

1.96 indicating the chin is significantly retrognathic at a two-tailed p value of .05.    
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indicates that the chin is retruded relative to the normal equivalent. There are also 

smaller differences across the rest of the face that can be seen in distance map. For the 

most part these differences are inverted left to right (i.e. a region of blue on one side of 

the face has a corresponding area of red on the other side). This reflects the fact the 

normal equivalent is symmetrical (because the model was based on only symmetrised 

images), so any craniofacial asymmetry can’t be reconstructed from the model. In 

practice whether to include or exclude asymmetry in the definition of ‘normal’ is a 

decision that should be made carefully. In this case there is no real justification for 

constraining the normal equivalent to be symmetric. However, for the purposes of 

demonstrating this fact we have done so.  

In previous work the normal equivalent has been constructed using a single PCA model 

based a sample of mixed ages96,97. This is sub-optimal. A coarse example of why is, say 

an individual is aged ten, but presents with some facial features more typical of a two 

year-old. This would be allowed by a model including cases of mixed ages and not be 

considered abnormal. ‘Facial signatures’ are often constructed using the n cases closest 

Figure 5.6 Assessment of a post-operative case of midline cervical cleft using the normal equivalent 

algorithm constrained using different p values. Top rows contain the normal equivalents. The second 

row plots the outlier weights (dark colours indicate abnormal regions of the face. The bottom row 

plots the distance in mm between the normal equivalent and the actual image in depth (blue indicates 

the point is more posterior, red indicates the point is mare anterior).  
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in age to the target age95,102. While this does constrain the variation due to age 

somewhat, making the model more age-specific, we improve on this approach in three 

ways. Firstly, using the existing approach, the age-range from which cases are drawn 

cases is not explicitly controlled. If data are unevenly sampled across ages the age range 

used (the age range containing the n most similarly aged cases) could vary widely 

depending on the age being assessed. In contrast we control the age range used 

explicitly by setting the kernel bandwidth. Secondly, in the existing approach all cases 

within the age-range used are weighted equally, whereas we grade the influence of each 

case by their difference in age from the target. Thirdly, we propose a method of 

removing the remaining variation due to age within the sample prior to calculating the 

variability. The weightings notwithstanding, including cases of varying age will still 

introduce variation due to age which should be removed to produce a truly age-specific 

model. Ideally this should be removed by using more data, allowing for smaller kernel 

bandwidths to be used. In the absence of a very big data set, however, we suggest 

adjusting for this statistically by calculating variability within the residuals of weighted 

regression models of the shape coordinates onto age.  

Comparing the results of the two approaches one can see that the results can be 

different. Although in both cases they indicate that the chin is abnormally retruded, the 

pointwise z scores also flag regions under the right eye, on the forehead and right 

temple. The normal equivalent algorithm also flags regions on the back of the 

neurocranium (not visible in the printed figure). Since at present there is no real ground 

truth against which they can be measured we cannot claim the superiority of one 

approach over the other. In future it should be investigated whether one approach better 

detects abnormalities that relate to other outcomes, such as function or aesthetic 

judgements. 

One important feature of the normal equivalent algorithm is that it assumes the 

abnormality is localised, only affecting some of the head and not some other parts. This 

is because the ‘abnormal’ points are flagged as those points that are significantly less 

well reconstructed by the model than the majority of the points, and the estimated 

normal points are used in turn to generate the normal equivalent iteratively. In situations 

where this assumption does not hold true and all of the head is abnormal then this 

method is not appropriate. This is because if there are no normal regions to use to 
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estimate the normal equivalent, then the claim that the normal equivalent represents the 

patient is not justified. Comparing the normal equivalent and the patient therefore has 

no real meaning. In such situations the pointwise z scores are a preferable method of 

describing how the head is abnormal as it makes no such assumptions that the 

abnormality is localised. However, in situations where this assumption is correct the 

normal equivalent has some distinct advantages. One is that it produces a normalised 

version of the patient. This could be incorporated as part of a surgical planning pipeline 

or as part of follow-up assessment, where the normal equivalent is considered the 

optimal result against which the actual surgical result can be judged. A further 

advantage is that the flagging of abnormal points relative to all the points, acts to not 

flag smaller perturbations and highlight only the largest and, quite likely, more 

important abnormalities.  

5.4 Conclusions 

In this chapter we derived age-appropriate models of normal craniofacial variation that 

can be used for patient assessment. We demonstrated that variability changes 

throughout childhood and adolescence highlighting the importance of using age-

appropriate models of normal variation. We find that these models generalise well to 

new cases, from the same population and therefore adequately model the normal 

variation that is present. We illustrate how these models can be incorporated into 

existing methods of patient assessment by assessing a post-operative midline cervical 

cleft patient for chin retrusion.  
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6 Estimating Age and Predicting Growth of Individuals 

Using 3D Growth Curves 

6.1 Introduction 

In this chapter we adapt the growth curves outlined in Chapter 2 into a method of age 

estimation and growth prediction from 3D photographs and assess its accuracy. The 

remainder of this chapter comprises a pdf of a published article: 

Matthews, H. et al. Estimating age and synthesising growth in children and adolescents 

using 3D facial prototypes. Forensic Sci. Int. 286, 61-69, (2018). 

This article can also be accessed online at 

https://doi.org/10.1016/j.forsciint.2018.02.024. 

Supplementary tables and figures for this article are reproduced in Appendix D. 
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A B S T R A C T

3D facial images are becoming increasingly common. They provide more information about facial form
than their 2D counterparts and will be useful in future forensic applications. These include age estimation
and predicting changes in appearance of missing persons (synthetic growth). We present a framework for
both age estimation and synthetic growth of children and adolescents from 3D photographs. Age
estimation accuracy was substantially better than for existing approaches (mean absolute error = 1.19
years). Our synthetically ‘grown’ images were compared to actual longitudinal images of the same cases.
On average 75% of the head overall and 85% of the face were predicted correctly to within three
millimetres. We find that our approach is most suitable for ageing children from late childhood into
adolescence. The work can be improved in the future by modelling skin colouring and taking account of
other factors that influence face shape such as BMI.

© 2018 Elsevier B.V. All rights reserved.

Age forms part of a person's ‘soft’ (not uniquely identifying)
biometric information [12]. This can be used to facilitate person
identification when other uniquely identifying information (e.g.
fingerprints or DNA) is absent. The precise age of a victim can have
important legal implications, such as in cases of suspected child
pornography [33,7]. Therefore, estimating a person's age from an
image can have far reaching implications for forensic practice.
Synthetic facial growth is the process of simulating the effects of
growth on an image of an individual. Typically this would mean
taking an image of a person at age A, and producing an image of
how they are expected to look at age B. Although there is a
distinction between the terms ‘ageing’ which occurs in adulthood
and ‘growth’ which occurs in childhood, we will use the term
‘growth’ when the distinction is unimportant and when it is
important the distinction will be made clear. Synthetic growth has
obvious applications in the search for missing persons. In this

paper we evaluate a framework for both age-estimation and
synthetic growth, based on facial prototypes derived from 3D
photographs of children and adolescents.

In computer vision age estimation is usually approached as a
regression or classification problem, predicting age or age group
from an image. The proposed approach inverts the problem by first
defining a predicted ‘prototype’ for each age. Facial prototypes
(also called ‘archetypes’) are most frequently created as the mean
face of a sample and estimate the typical facial shape of a
population [46,24,23,25,27,11,13,15,28,40,49]. The typical growth
of a population can be modelled as a temporal sequence of
prototypes [30,26,19,6,45,50], as seen in Fig. 1. The age of a test
image can be estimated as the age of the most similar prototype.
This method has the advantage that a unique growth trajectory is
learned and can therefore be visualised, making the
age-estimation process transparent. Another approach which
learns a growth trajectory explicitly, comes from medicine and
anthropology. This is to use the first principal component (PC) of
shape variation as a growth trajectory and scores on the PC as
measures of facial maturation [1,14,20,36]. This has two draw-
backs: Firstly, the first PC is constructed without any reference to
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age and so there is no real guarantee that scores on it correspond to
growth, and secondly it is linear, i.e. it assumes that growth is
modelled by the same transformation at all stages of development.
It is well known that growth is non-linear and, therefore, this
assumption is not plausible. The prototyping approach improves
on this by incorporating age into the construction of the growth
trajectory and allowing for the transformation to vary among
different ages.

Some previous attempts to synthesise growth have assumed
growth is subject to certain geometrical constraints and can be
modelled using relatively simple mathematical functions
[42,51,41,35,44]. Others have used longitudinally collected 2D
[29] or 3D [21] images to statistically learn the transformation
from a training set. O’Toole et al. [37,38] simulated 3D facial ageing
by caricaturing. Paysan [39] used a regression, predicting age and
other traits from 3D shape and systematically adjusted the input
image until its predicted age matched a target age. The prototyping
approach has previously been applied to 2D [30,26,45], but not 3D
images. In this framework a transformed ‘grown’ image is
constructed by calculating the difference between the person
and the prototype at age A, and adding this difference onto the
prototype at age B (illustrated in Supplementary Figure 1). An
assumption of this approach is that the difference between the
individual and the prototype (their unique ‘facial signature’)
remains the same over time, and only the underlying prototype
changes. However, it is possible that the signature may become
exaggerated or reduced between time points. In other words it may
become more or less ‘caricatured’.

In this work we use a large cross-sectional database of 3D
photographs to construct facial prototypes, modelling non-linear
growth throughout childhood. We then use these prototypes for
both age estimation and synthetic growth. For age estimation we
compare the results to methods based on the first principal
component and linear prototyping. We assess the accuracy of the
synthetic growth against longitudinally collected images of a
subset of the database recalled specifically for the purpose. Further,
we investigate the assumption that the facial signature remains
constant between age A and age B. Specifically, for each individual,
we investigate how well the signature at time B could be described
as a caricature of the signature at time A and how much
caricaturing best describes it. If the amount of caricaturing is
consistent and predictable then this could be incorporated into the
prototyping approach in future to improve accuracy.

1. Method

1.1. Cross-sectional sample

The cross-sectional sample consisted of 452 boys and 442 girls.
Participants were included if they had no history of a growth
disorder and if their self-reported ethnicity was Australian,
European or North American. The age distribution of the sample
is illustrated in Fig. 2.

1.2. Longitudinal validation sample

A subset of 24 boys and 26 girls who were imaged at age A
(M = 6.92, SD = 3.72, range: 0.97–14.10) were recalled for a second
image at age B (M = 12.31, SD = 4.46, range: 4.58–20.15) after an
interval of several years (M = 5.40, SD = 0.93 range: 3.61–6.40). Age
A and B for each case in this sample are listed in Supplementary
Table 1. Informed consent was obtained from each participant's
parent or guardian or the participant themselves if they were over

Fig. 1. Facial prototypes. Each prototype represents the typical shape of a particular age and sex. Together they describe a generic transformation of the face that can be
applied to an individual to synthesise facial growth.

Fig. 2. Counts of boys and girls in the cross-sectional sample by age.
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18. Some of the longitudinal sample (n = 22) gave permission to
display their images individually.

1.3. Image acquisition

A 360 degree 3D photograph of the entire face and head was
collected for each participant. A tight-fitting stocking was placed
over each participant's head to press the hair tightly to the scalp so
as to capture the shape of the head. Each image was recorded using
either the 3dMD 7-pod or mobile 5-pod system (http://
www.3dmd.com/). Both systems capture images of the head from
multiple angles. These are reconstructed into a 3D irregular
polygonal ‘mesh’ embedded in a 3D co-ordinate system. This
represents the outer surface of the soft tissue. Images were either
taken at the Royal Children's Hospital (RCH), Melbourne, Australia
or at local primary and secondary schools. Ethics approval was
obtained from the human research ethics committee of the RCH
(#29008I).

1.4. Image standardisation

To obtain a standard representation of each image, the 3D
surface was sampled at 28,861 points. This was done by gradually
warping a generic average image of the head and face into the
shape of each image [8,48]. The points of this warped head now
represent the shape of head in the 3D photograph. Thus each head
is represented as 86583-dimensional vector of point-co-ordinates.
Some younger children had their mouths partially open, and these
were corrected using the manual approach described in Matthews
et al. [32]. Differences in the resulting point configurations due to
size, rotation and location were removed using generalised
Procrustes analysis (GPA) with a robust Procrustes transformation
[10]. This iteratively estimates the mean configuration of points
and aligns all configurations to that mean.

The template was warped in Mevislab (http://www.mevislab.
de/) using custom-built modules developed at KU Leuven. GPA, and
all subsequent analysis used custom written (by H.M.) code in
Python. This code is available upon request from the authors. 3D
visualisations were produced using the Mayavi Python library
(http://docs.enthought.com/mayavi/mayavi/). Analyses were per-
formed separately for males and females.

1.5. Defining prototypes

A prototype for a given target age is predicted using a weighted
partial least-squares regression (PLSR) of shape onto age. The
weighting of observations in the regression emphasises the cases
most similar in age to the target age. This is similar to calculating
the weighted mean face, as per Hutton et al. [19], but is less
affected by uneven sampling across the ages [17] [39, Ch. 6]. PLSR is
used as it is the most appropriate regression model for high
dimensional shape information [32,47,9].

To define the weights we convert the age of each sample xi into a
z-score, according to a normal distribution centred on the target
age a a with a standard deviation s

zi ¼
xi � a
s

The weight for each observation wi is then calculated by
evaluating the standard normal probability density function at zi:

wi ¼
1
ffiffiffiffiffiffiffi

2p
p e

�z2
i

2

Since the weightings of each observation change depending on
the target age, the local model predicting the prototype also
changes. The result is that the difference between successive

prototypes can change throughout development (i.e. the estimated
growth is non-linear). The value of s determines the range of ages
to use for calculating the regression.

1.6. Age estimation framework

1.6.1. Linear and nonlinear prototyping
We assessed age estimation accuracy using a leave-one-out

cross-validation. Each image was successively removed from the
sample, serving as the test image. The rest of the sample was used
as a training set. Prototypes were defined at 60 linearly spaced ages
between 0.05 years and 18.60 years (the ages of the youngest and
oldest cases in the sample) using the training set. The test image
was assigned the age of its closest prototype in terms of
Mahalanobis distance [31,5].

We test various values of s to obtain the best non-linearly
changing prototypes. We compare this to linearly changing
prototypes. These are constructed as above except all weights
are set to one.

1.6.2. First principal component
The first principal component (PC1) of shape variation was

defined based on the training sample. The ages of the training set
were regressed onto their scores on PC1 by ordinary least squares
regression, establishing a regression equation relating scores to
age. The score of the test image was entered into this equation to
give its predicted age.

1.7. Synthetic growth

1.7.1. Synthetic growth framework
For each case in the longitudinal sample, their image was

removed from the cross-sectional sample, and the remaining
images were used to calculate the prototypes at age A and at age B.
Generalised Procrustes analysis scales all faces to unit size,
therefore the prototypes were unit size. Since we wanted to
assess error on a scale that is anatomically meaningful, they were
both scaled to the size of the actual image at age A and age B
respectively. The facial signature at age A was calculated as the
difference between the actual image and the prototype. This
signature was added to the prototype at age B to define the
predicted face (see Supplementary Figure 1). Note that in other
work (e.g. [14]) the term ‘facial signature’ refers to the difference
between the prototype and the individual normalised to z-scores
for each point. In this work the term simply means the difference
between the prototype and the individual.

1.7.2. Accuracy assessment
The difference between the predicted and actual images at age B

was calculated by subtracting the two images. We measured
accuracy as: (1) the root mean squared error of all points on the
face; (2) as the percentage of points for which the error was less
than 3 mm. A minimal requirement is that the synthetically grown
images should approximate the image at age B better than the
image at age A. Therefore we compare these errors to the same
error statistics, calculated by substituting the actual image at age A
for the predicted image.

1.7.3. Caricaturing
The prototyping approach assumes that the signature remains

constant from age A to age B. However, the signature at age B may
be better described as a caricature of the signature at age A.
Numerically a facial signature is the vector of differences between
the face and the prototype in every x, y and z co-ordinate at every
point on the face and head. Caricaturing precisely means
multiplying every element in the signature by a single value. This
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can imply exaggeration (if multiplied by a value greater than one),
reduction (if multiplied by a value less than one) or little change
(multiplied by a value close to one) in the signature, and thereby
the individual's facial features. We calculate the amount of
caricaturing (c):

c ¼ s � s0

jjsjj2

where s and s0 are the facial signatures at age A and B respectively.
This calculation is the same as (1) producing a series of caricatures
by multiplying the facial signature at age A by different values and
adding these onto the prototype for age B and then (2) finding the
most similar caricature to the actual face at age B. This is illustrated
in Supplementary Figure 2. The value of c corresponds to the
amount of caricaturing that could be applied to the signature at age
A that would minimise the error of the predicted face at age B.

How well the signature at age B is approximated by this
caricature is represented by the correlation between signatures.
We will call this the ‘signature correlation’:

sigcorr ¼ s � s0

jjsjj � jjs0jj
Values close to 1 imply the caricature is identical to the

signature at age B, values far from one indicate the caricature
poorly represents the signature at age B. The meanings of different
combinations of values of these statistics are summarised in
Table 1.

All accuracy and caricaturing statistics were computed twice,
once for all points on the face and cranium and secondly only for
the points on the face. Supplementary Figure 3 illustrates the
region defined as the ‘face’.

2. Results

2.1. Age estimation

The analyses were repeated for different values of s (30 linearly
spaced values between 0.5 years and 18 years). Here we report the
best estimation accuracy (when s = 8.95 for males and s = 11.36 for
females).

The mean absolute error in age estimation for the non-linear
prototyping method was 1.19 years (SD = 0.97). This was signifi-
cantly lower than for the linear prototyping method (M = 1.44,
SD = 1.13; paired samples t(893) = 7.76, p = <.001), which in turn
was lower than the PC1 method (M = 2.24, SD = 1.72; paired
samples t(893) = 13.53, p < .001). Fig. 3 illustrates these errors.
The top row shows the predicted age on the vertical axis and the
chronological age on the horizontal axis. The deviation of the
points from the solid line illustrate the error. The second row
displays the signed error, binned into age-brackets of one year
width. This indicates whether the age group was systematically
over- or under-estimated. The third row shows the mean absolute

error for each age group. All models systematically overestimated
the age of younger cases and underestimated the age of older cases.

2.2. Synthetic facial growth

2.2.1. Accuracy
Analyses were repeated for different values of s as above. We

report the best results which were obtained when s = 4.72 for
males and s = 6.53 for females. Fig. 4 shows the results of the
synthetic growth for some example cases. Results for all cases are
shown in Supplementary Figure 4. The first two columns show the
actual images at age A and age B respectively. The third column
shows the predicted face at age B. The fourth column shows the
difference between the predicted and actual face at age B projected
onto the surface normals of the image at age B. Red indicates that
the point was more outward in the predicted face than the real face
and blue that the point was more inward. White indicates perfect
accuracy. The fifth and sixth columns show the facial signatures at
age A and age B. Red indicates the point was more outward in the
individual relative to the prototype, blue indicates it was more
inward. For example, in case M3 the protrusion and width of the
nose was slightly underestimated (blue on the nose in ‘Error’). This
can be understood further by looking at the signatures. The nose of
case M3 at age A was very similar to the prototype for age A (almost
white). At age B it was slightly wider and more protruded relative
to the prototype (more red). Since the prototyping model assumes
the relationship to the prototype remains constant, the result of
this change in signature is the underestimation of the nose.

Supplementary Table 1 contains the accuracy and caricaturing
statistics for each individual. The RMSE describes the expected
magnitude of error at each point for that person. The face (M = 2.22,
SD = 0.47) had lower RMSE than the whole head (M = 2.83,
SD = 0.48) overall (paired-groups t(49) = 9.53, p < .001). RMSE
was inversely related to age at first image (age A), although this
was non-significant (r(48) = �.18, p = .204 for the face and r
(48) = �.20, p = .162 overall). On average 85% (SD = 12%) of the face
and 74% (SD = 10%) of the whole head overall were reconstructed to
within 3 mm.

To assess whether the synthetically grown face is better than
using the image at age A we compare the above error statistics to
those calculated between the images at age A and age B. These are
shown for all cases in Supplementary Table 2. RMSE between
images at age A and age B of the face (M = 3.15, SD = 0.79) and of the
face and head overall (M = 3.49, SD = 0.56) were significantly higher
than when using the synthetically grown images (paired samples t
(49) = 11.65, p < .001 for the face and t(49) = 14.44, p < .001 for the
head and face overall. This indicates that on average the
synthetically grown faces more accurately represent the faces at
age B. There was some reduction of error in almost all cases. The
errors per point on the face are compared in Supplementary Figure
5. The regions where the synthetic growth improved accuracy
depend on the individual.

Table 1
Summarises the meaning of different combinations of caricaturing (c) and signature correlation values.

Signature correlation close to one Signature correlation far from one

c close to
one

The signature at age B is well approximated by the signature at age A,
without any exaggeration or reduction (i.e. the signature is stable).

The signature at age B is poorly approximated by any caricature, but is best
approximated by the signature at age A, without any exaggeration or reduction.

c greater
than
one

The signature at age B is well approximated by exaggerating the signature at
age A.

The signature at age B is poorly approximated by any caricature, but is best
approximated by exaggerating the signature at age A.

c less
than
one

The signature at age B is well approximated by reducing the signature at age
A.

The signature at age B is poorly approximated by any caricature, but is best
approximated by reducing the signature at age A.
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2.2.2. Caricaturing
The caricaturing statistic c is the best multiplying factor to apply

to the signature at age A to approximate the true face at age B.
Signature correlation indicates how well the face at age B would be
approximated by this caricature. The relationship among these two
variables and age at first image (age A) is illustrated in Fig. 5. In
older cases values on both statistics tend to be close to one. This
indicates that the signature indeed remains stable and these cases
are well approximated by the prototyping model as it is currently
implemented. Younger cases tended to have lower values on both
statistics, indicating that they would be better approximated by a
reduction of the signature, but that they would still be poorly
approximated. To more precisely describe the cases that are most
stable and those that are least stable two groups were drawn from
the sample (1) those close to one on both statistics i.e. with
signature correlation �.6 and with 0.8 � c � 1.2 and (2) those with
signature correlation <.6 and those with c < 0.8. Mean ages of
these groups are listed in Table 2. The least stable group tend to be
first imaged in early childhood and are being synthetically grown
to late childhood or early adolescence. The most stable group are
being imaged first in later childhood to early adolescence and are
being synthetically grown into adolescence.

3. Discussion

In this study we developed an approach to age estimation and
synthetic growth of children and adolescents using 3D facial

prototyping. We have validated both approaches by: (1) comparing
predicted age to chronological age and (2) comparing synthetically
grown faces to actually grown faces of a subset of the sample
(n = 50).

3.1. Age estimation

To the best of our knowledge no other study has reported age-
estimation accuracy just for children and adolescents. Past studies
have reported mean accuracy over databases of mixed ages. This
makes comparison to previous work on age estimation difficult, as
age estimation of adults is arguably more difficult. Acknowledging
this, our results using any of the three models is substantially
better than any previously reported. Hutton [18,section 6.3.1] and
Paysan [39,section 4.2.1] used support vector regression of age
onto 3D facial shape to estimate age. Hutton reported mean
absolute error 6.99 years using a combined sample of adolescents
and adult males and females. Paysan only presented their results as
a scatter plot (their Figure 4.1) based on a sample of adolescent and
adult males and females, but inspection suggests their results were
not as accurate as in this study.

A person's age estimated from an image, such as a surveillance
image, can facilitate identification where information such as DNA
or fingerprints is missing. If pornography is suspected to be of a
minor than age estimation of the victim can help determine
whether the pornography is actually criminal. For 3D age
estimation to be useful surveillance and/or pornography will need

Fig. 3. Age estimation accuracy for each method. The top row shows the predicted age by the chronological age each participant. Error is indicated by their deviation from the
solid line. The second row shows the mean signed error per year-wide age bin. The third row shows the mean absolute error per year wide age bin.
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Fig. 4. Synthetic growth of four cases. The first two columns show the actual images at age A and age B respectively. The third column shows the predicted image at age B. The
fourth column shows the difference between the predicted and actual images at age B in mm, projected onto the surface normals of the image at age B. Red indicates that the
point was more outward in the predicted image than the real face. Blue indicates that the point was more inward. White indicates perfect accuracy. The fifth and sixth columns
show the facial signatures at age A and age B projected onto the surface normals of the prototypes at age A and B respectively. Red indicates the point was more outward on the
person than the prototype, blue indicates that the point was more inward. The numbers on the colour bar are in millimetres. (For interpretation of the references to colour in
this figure legend, the reader is referred to the web version of the article.)

Fig. 5. Relationship among the caricaturing statistic (c), the signature correlation and age at first image (age A). This shows statistics based only on the face (‘Face only’) and
those based on the whole face and head (‘Overall’).
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to be widely implemented in 3D. With full 360 degree immersive
virtual reality pornography already available [4] this may soon be
true for pornography. Another way to acquire 3D images may be to
reconstruct a 3D model from a single 2D image [2,16,22]. Age-
estimation will be most useful in this context if it can determine if
an individual is above or below the age of consent. This is usually
between fourteen and eighteen years old in Western countries. All
our models tended to underestimate the ages of cases in this age
range. This bias makes false positives (judging the pornography to
be criminal when it is not) more likely than false negatives. This
can be reduced for the non-linear prototyping approach in future
by the collection of more data. The bias seen in all the models is the
result of fitting a linear model to nonlinear process. In the non-
linear model we still make this assumption over a limited span of
ages, controlled by the bandwidth s. Were more data available, s
could be reduced, which would reduce the bias.

In medicine and anthropology estimated ages can be used to
measure maturation, independent of an individual's chronological
age. This can assess developmental delay or acceleration relative to
a reference group and answer a variety of questions [1,14,20,36]. In
these fields it is common to use scores on the first PC to measure
maturation. This method has the limitations that linear growth is
assumed and age is not actually used to define the first PC. Clearly
both our approaches are preferable to using PC1 and we suggest
should be used where possible in future studies of facial
maturation. When there is minimal data, and fitting a nonlinear
model is not feasible, the linear prototyping approach should be
used.

3.2. Synthetic growth

Previous studies on 3D synthetic growth have only validated
their approaches subjectively by assessing whether the projections
look plausible, without any reference to real follow-up images
[21,37–39]. As there are no numerical error values available from
these studies, comparison with them is not possible. In our
analyses the typical error of a point on the face was 2.22 mm and of
a point anywhere on the head or face was 2.83 mm. This was
significantly lower than when using the face at image at age A to
approximate the image at age B. In general 85% of the face and 75%
of the head overall were predicted correctly to within three mm.

An assumption of the prototyping approach is that a person's
facial signature (the characteristic ways in which they deviate from
the prototype) is maintained from age A to age B. We observed that
cases who are in late childhood and early adolescence at their first
image and are synthetically aged into mid- to late-adolescence
have more stable signatures than those synthetically grown from
early childhood in to late childhood or early adolescence. Younger
children would be better synthetically grown by first reducing the
facial signature (multiplying by a factor less than one). Given the
limited number of longitudinal cases available it is not feasible to
optimise this multiplication factor here, but future work should
investigate this further.

Potential applications of 3D synthetic facial growth include
‘growing’ missing children to produce likenesses that can be
circulated to the media. The growth transformation can also be

incorporated into software for producing 3D facial composites
from verbal descriptions of juveniles [3]. Applications extend into
medicine, where an accurate growth model can be used to adjust
for the effects of age in many analyses of facial shape. For example,
when assessing the effect of an intervention after an interval of
years, the difference between two images (e.g. pre and post
intervention) is partly due to growth and partly due to the
intervention. Synthetically growing the pre-intervention image to
the age of the post-intervention image could adjust for the effect of
growth, isolating the effect of the intervention.

Synthetically growing missing children requires the availability
of 3D photographs at age A. As these are currently quite rare this
presents a major limitation. However, collection of 3D photographs
is becoming a routine part of medical care in many institutions. It is
likely in future such images could be sourced from a child's medical
record. Additionally, Japanese police routinely take 3D ‘mugshots’
of offenders [43]. Perhaps in future this will be adopted by other
units and collected for juvenile offenders, providing yet another
source of images. The more uses that can be demonstrated for 3D
imaging, the more likely interested parties are to collect them. We
hope this work demonstrates a legitimate forensic use that will
encourage further image collection.

In this work we have concentrated solely on prediction of shape.
However, realistic identifiable images of persons require some
colouring be applied. In the simplest case, colouring can be
transported from the image at age A without alteration, as surface
colouring does not change much during childhood. An alternative
approach to pursue in future is to jointly model changes in shape
and image colouring [18,Ch 7,34]. Hairstyle will need to be
modelled separately, since 3D photographs do not image hair well
and hairstyle is not predictable from age. Additionally, the
relationship between the physical (mm) error measures reported
here and subsequent recognition accuracy is not simple to predict.
This will likely be moderated by multiple factors, including
whether the error is on a feature that is particularly discriminating,
and how distinctive the person is to begin with. A study of
recognition accuracy as a function of prediction error is beyond the
scope of this work, but should be pursued in future. Accuracy
should also be compared to 2D images as it remains to be seen if 3D
composites or synthetically grown faces are more recognisable
than their 2D counterparts.

A limitation for all applications is that a single growth trajectory
is a simplification of growth. We decided to stratify the sample into
males and females based on a priori understanding of growth
differences between those groups. There are likely further sub-
populations that may grow rather differently to each other and to
the central tendency modelled by a single series of prototypes.
Were these sub-groups known, and sufficient cases available, the
sample could be stratified further to create more personalised
prototypes. In theory, were genomic data available sub-groups
could be based in genetic similarity, removing the dependence on a
priori knowledge and decisions. Additionally, some idiosyncratic
factors that could alter growth (e.g. whether or not the individual
received orthodontic treatment) were not recorded. Fat deposition
may also alter face shape. This could potentially be adjusted for by
incorporating BMI into the approach. Although BMI was recorded

Table 2
Shows mean age A and mean age B for the groups with the most stable signatures and those with the least stable signatures (see text). The selection was done once using
signatures computed over the whole head and face and once using signatures computed over only the face.

Face only Overall

N Mean age A(SD) Mean age B(SD) N Mean age A(SD) Mean age B(SD)

Most stable 18 8.91 (2.92) 14.64 (3.29) 7 9.16 (2.58) 14.87 (2.77)
Least stable 19 4.42 (3.36) 9.36 (4.19) 22 5.79 (3.80) 11.04 (4.64)
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for many of our sample it was frequently missing and, in this work,
we wanted to focus on modelling growth and not additional
factors. This should be pursued in future work.

3.3. Conclusions

This study uses 3D facial prototyping to estimate age and
synthesise growth in childhood. Age-estimation outperformed
existing algorithms. Synthetically grown 3D faces have for the
first time been quantitatively compared with longitudinally
collected image, providing a baseline on which future work can
improve.

Author contributions

H.M. wrote the first draft of this manuscript, designed,
implemented and performed all analysis under the supervision
of P.C. This is excepting the template warping which was
implemented at KU Leuven. A.P., P.C. and J.C. contributed to the
initial study design and data collection and to the manuscript
content and structure. All authors contributed to manuscript
content and revisions. All authors have read and approved the final
manuscript.

Acknowledgements

This work was supported by the Batten Foundation, the Royal
Children’s Hospital Foundation, the Jigsaw Foundation, the
Victorian Government Operational Infrastructure Program, an
NHMRC postgraduate scholarship and a Melbourne Research
Scholarship from the University of Melbourne.

We would like to thank the 3D photographers Robert Reitmaier
and Lloyd Ellis. We thank the children, their families, and the
schools that participated: North Melbourne Primary School,
Cambridge Primary School, St Mary's Parish Primary School,
Sacred Heart College, Kyneton Secondary College, Salesian College
and Clifton Hill Primary School.

Appendix A. Supplementary data

Supplementary data associated with this article can be found, in
the online version, at https://doi.org/10.1016/j.for-
sciint.2018.02.024.

References

[1] B.-A.S. Bhullar, J. Marugán-Lobón, F. Racimo, G.S. Bever, T.B. Rowe, M.A. Norell,
A. Abzhanov, Birds have paedomorphic dinosaur skulls, Nature 487 (2012)
223–226.

[2] V. Blanz, A. Mehl, T. Vetter, H.P. Seidel, A statistical method for robust 3D
surface reconstruction from sparse data, in: Y. Aloimonos, G. Taubin (Eds.),
Proceedings of the 2nd International Symposium on 3D Data Processing,
Visualization, and Transmission, 2004, IEEE, Thessaloniki, 2004, pp. 293–300.

[3] V. Blanz, T. Vetter, A morphable model for the synthesis of 3D faces,
Proceedings of the 26th Annual Conference on Computer Graphics and
Interactive Techniques, ACM Press, 1999, pp. 187–194.

[4] J. Booton, Porn Industry's Billion Dollar New Frontier, MarketWatch, 2015
Available: http://www.marketwatch.com/story/how-the-future-of-virtual-
reality-depends-on-porn-2015-07-15 (online; accessed 30.08.17).

[5] R.G. Brereton, The Mahalanobis distance and its relationship to principal
component scores, J. Chemom. 29 (2015) 143–145.

[6] D.M. Burt, D.I. Perrett, Perception of age in adult Caucasian male faces:
computer graphic manipulation of shape and colour information, Proc. R. Soc.
Lond. B: Biol. Sci. 259 (1995) 137–143.

[7] C. Cattaneo, Z. Obertová, M. Ratnayake, L. Marasciuolo, J. Tutkuviene, P. Poppa,
D. Gibelli, P. Gabriel, S. Ritz-Timme, Can facial proportions taken from images
be of use for ageing in cases of suspected child pornography? A pilot study, Int.
J. Leg. Med. 126 (2012) 139–144.

[8] P. Claes, K. Daniels, M. Walters, J. Clement, D. Vandermuelen, P. Suetens,
Dysmorphometrics: the modelling of morphological abnormality, Theor. Biol.
Med. Model. 9 (2012).

[9] P. Claes, D. Liberton, K. Daniels, K. Rosana, E. Quillen, L. Pearson, B. Mcevoy, M.
Baucher, A. Zaidi, W. Yao, H. Tang, G. Barsh, D. Absher, D. Puts, J. Rocha, S.
Beleza, R. Pereira, G. Baynam, P. Suetens, D. Vandermeulen, J. Wagner, J. Boster,
M. Shriver, Modelling 3D facial shape from DNA, PLOS Genet. 10 (2014).

[10] P. Claes, M. Walters, J. Clement, Improved facial outcome assessment using a
3D anthropometric mask, Int. J. Oral Maxillofac. Surg. 41 (2012) 324–330.

[11] J. Cox-Brinkman, A. Vedder, C. Hollak, L. Richfield, A. Mehta, K. Orteu, F.
Wijburg, P. Hammond, Three-dimensional face shape in Fabry disease, Eur. J.
Hum. Genet. 15 (2007) 535–542.

[12] A. Dantcheva, P. Elia, A. Ross, What else does your biometric data reveal? A
survey on soft biometrics, IEEE Trans. Inf. Forensics Secur. 11 (2016) 441–467.

[13] P. Hammond, The use of 3D face shape modelling in dysmorphology, Arch. Dis.
Child. 92 (2007) 1120–1126.

[14] P. Hammond, F. Hannes, M. Suttie, K. Devriendt, J.R. Vermeesch, F. Faravelli, F.
Forzano, S. Parekh, S. Williams, D. Mcmullan, Fine-grained facial phenotype–
genotype analysis in Wolf–Hirschhorn syndrome, Eur. J. Hum. Genet. 20 (2012)
33–40.

[15] P. Hammond, T.J. Hutton, J.E. Allanson, L.E. Campbell, R. Hennekam, S. Holden,
M.A. Patton, A. Shaw, I.K. Temple, M. Trotter, 3D analysis of facial morphology,
Am. J. Med. Genet. Part A 126 (2004) 339–348.

[16] T. Hassner, R. Basri, Example based 3D reconstruction from single 2D images,
Conference on Computer Vision and Pattern Recognition Workshop, 2006,
CVPRW’06, IEEE, 2006, pp. 15.

[17] T. Hastie, R. Tibshirani, J. Friedman, The Elements of Statistical Learning,
Springer, New York, 2001.

[18] T. Hutton, Dense surface models of the human face (Ph.D. thesis), University of
London, 2004.

[19] T.J. Hutton, B.F. Buxton, P. Hammond, H.W. Potts, Estimating average growth
trajectories in shape-space using kernel smoothing, IEEE Trans. Med. Imaging
22 (2003) 747–753.

[20] A. Ibrahim, M. Suttie, N.W. Bulstrode, J.A. Britto, D. Dunaway, P. Hammond, P.
Ferretti, Combined soft and skeletal tissue modelling of normal and
dysmorphic midface postnatal development, J. Cranio-Maxillofac. Surg. 44
(2016) 1777–1785.

[21] K. Imaizumi, K. Taniguchi, Y. Ogawa, K. Matsuzaki, T. Nagata, M. Mochimaru, M.
Kouchi, Three-dimensional analyses of aging-induced alterations in facial
shape: a longitudinal study of 171 Japanese males, Int. J. Leg. Med. 129 (2015)
385–393.

[22] D.L. Jiang, Y.X. Hu, S.C. Yan, L. Zhang, H.J. Zhang, W. Gao, Efficient 3D
reconstruction for face recognition, Pattern Recognit. 38 (2005) 787–798.

[23] C. Kau, A. Zhurov, S. Richmond, A. Cronin, C. Savio, C. Mallorie, Facial templates:
a new perspective in three dimensions, Orthod. Craniofac. Res. 9 (2006) 10–17.

[24] C.H. Kau, S. Richmond, A. Zhurov, M. Ovsenik, W. Tawfik, P. Borbely, J.D. English,
Use of 3-dimensional surface acquisition to study facial morphology in 5
populations, Am. J. Orthod. Dentofac. Orthop. 137 (Suppl. 1) (2010) e1–e9.

[25] C.H. Kau, A. Zhurov, S. Richmond, R. Bibb, A. Sugar, J. Knox, F. Hartles, The 3-
dimensional construction of the average 11-year-old child face: a clinical
evaluation and application, J. Oral Maxillofac. Surg. 64 (2006) 1086–1092.

[26] I. Kemelmacher-Shlizerman, S. Suwajanakorn, S.M. Seitz, Illumination-aware
age progression, 2014 IEEE Conference on Computer Vision and Pattern
Recognition (2014) 3334–3341.

[27] M.J. Kesterke, Z.D. Raffensperger, C.L. Heike, M.L. Cunningham, J.T. Hecht, C.H.
Kau, N.L. Nidey, L.M. Moreno, G.L. Wehby, M.L. Marazita, Using the 3D Facial
Norms Database to investigate craniofacial sexual dimorphism in healthy
children, adolescents, and adults, Biol. Sex Differ. 7 (2016) 1.

[28] J. Koudelová, J. Bru� žek, V. Cagá�nová, V. Krají9cek, J. Velemínská, Development of
facial sexual dimorphism in children aged between 12 and 15 years: a three-
dimensional longitudinal study, Orthod. Craniofac. Res. 18 (2015) 175–184.

[29] A. Lanitis, C.J. Taylor, T.F. Cootes, Toward automatic simulation of aging effects
on face images, IEEE Trans. Pattern Anal. Mach. Intell. 24 (2002) 442–455.

[30] Y. Liang, C. Li, H. Yue, Y. Luo, Age simulation in young face images, The 1st
International Conference on Bioinformatics and Biomedical Engineering, 2007,
ICBBE 2007, IEEE, 2007, pp. 494–497.

[31] P.C. Mahalanobis, On the generalized distance in statistics, Proc. Natl. Inst. Sci.
(Calcutta) 2 (1936) 49–55.

[32] H. Matthews, T. Penington, I. Saey, J. Halliday, E. Muggli, P. Claes, Spatially
dense morphometrics of craniofacial sexual dimorphism in one year-olds, J.
Anat. 229 (2016) 549–559.

[33] C. Mayer, B.D. Metscher, G.B. Muller, P. Mitteroecker, Studying developmental
variation with geometric morphometric image analysis (GMIA), PLOS ONE 9
(2014).

[34] F. Mayer, T. Arent, G. Geserick, C. Grundmann, U. Lockemann, T. Riepert, A.
Schmeling, S. Ritz-Timme, Age estimation based on pictures and videos
presumably showing child or youth pornography, Int. J. Leg. Med. 128 (2014)
649.

[35] D.L. Mitchell, J.F. Jordan, R.M. Ricketts, Arcial growth with metallic implants in
mandibular growth prediction, Am. J. Orthod. Dentofac. Orthop. 68 (1975)
655–659.

[36] P. O’Higgins, M. Collard, Sexual dimorphism and facial growth in papionin
monkeys, J. Zool. 257 (2002) 255–272.

[37] A.J. O’Toole, T. Price, T. Vetter, J.C. Bartlett, V. Blanz, 3D shape and 2D surface
textures of human faces: the role of “averages” in attractiveness and age, Image
Vis. Comput. 18 (1999) 9–19.

[38] A.J. O’Toole, T. Vetter, H. Volz, E.M. Salter, Three-dimensional caricatures of
human heads: distinctiveness and the perception of facial age, Perception 26
(1997) 719–732.

68 H. Matthews et al. / Forensic Science International 286 (2018) 61–69

https://doi.org/10.1016/j.forsciint.2018.02.024
https://doi.org/10.1016/j.forsciint.2018.02.024
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0005
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0005
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0005
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0010
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0010
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0010
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0010
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0015
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0015
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0015
http://www.marketwatch.com/story/how-the-future-of-virtual-reality-depends-on-porn-2015-07-15
http://www.marketwatch.com/story/how-the-future-of-virtual-reality-depends-on-porn-2015-07-15
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0025
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0025
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0030
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0030
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0030
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0035
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0035
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0035
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0035
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0040
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0040
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0040
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0045
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0045
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0045
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0045
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0050
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0050
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0055
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0055
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0055
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0060
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0060
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0065
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0065
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0070
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0070
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0070
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0070
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0075
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0075
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0075
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0080
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0080
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0080
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0085
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0085
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0090
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0090
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0095
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0095
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0095
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0100
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0100
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0100
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0100
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0105
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0105
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0105
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0105
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0110
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0110
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0115
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0115
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0120
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0120
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0120
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0125
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0125
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0125
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0130
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0130
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0130
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0135
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0135
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0135
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0135
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0140
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0140
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0140
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0145
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0145
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0150
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0150
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0150
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0155
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0155
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0160
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0160
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0160
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0165
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0165
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0165
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0170
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0170
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0170
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0170
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0175
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0175
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0175
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0180
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0180
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0185
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0185
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0185
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0190
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0190
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0190


[39] P. Paysan, Statistical modeling of facial aging based on 3D scans (Ph.D. thesis),
University of Basel, 2010.

[40] D.I. Perrett, K.A. May, S. Yoshikawa, Facial shape and judgments of female
attractiveness, Nature 368 (1994) 239–242.

[41] J.B. Pittenger, R.E. Shaw, Aging faces as viscal-elastic events: implications for a
theory of nonrigid shape perception, J. Exp. Psychol.: Hum. Percept. Perform. 1
(1975) 374.

[42] N. Ramanathan, R. Chellappa, Modeling age progression in young faces, IEEE
Computer Society Conference on Computer Vision and Pattern Recognition,
17–22 June 2006, 2006, pp. 387–394.

[43] E. Reynolds, Japanese Police Are Now Taking Mugshots in 3D, WIRED, 2016
Available: http://www.wired.co.uk/article/police-3d-mugshots (online;
accessed 09.08.17).

[44] R.M. Ricketts, Principle of arcial growth of the mandible, Angle Orthod. 42
(1972) 368–386.

[45] D.A. Rowland, D.I. Perrett, Manipulating facial appearance through shape and
color, IEEE Comput. Graph. Appl. 15 (1995) 70–76.

[46] A. Shaweesh, J. Clement, C. Thomas, A. Bankier, Construction and use of facial
archetypes in anthropology and syndrome diagnosis, Forensic Sci. Int. 159
(2006) S175–S185.

[47] S. Shrimpton, K. Daniels, D.E. Greef, S. Tilotta, F. Willems, G. Vandermeulen, D.
Suetens, P.P. Claes, A spatially-dense regression study of facial form and tissue
depth: towards an interactive tool for craniofacial reconstruction, Forensic Sci.
Int. 234 (2014) 103–110.

[48] J. Snyders, P. Claes, D. Vandermeulen, P. Suetens, Development and
Comparison of Non-rigid Surface Registration and Extensions, (2014) .

[49] C.N. Stephan, I.S. Penton-Voak, D.I. Perrett, B.P. Tiddeman, J.G. Clement, M.
Henneberg, Two-dimensional computer-generated average human face
morphology and facial approximation, in: J. Clement, M. Marks (Eds.),
Computer Graphic Facial Reconstruction, Elsevier, 2005.

[50] B. Tiddeman, M. Burt, D. Perrett, Prototyping and transforming facial textures
for perception research, IEEE Comput. Graph. Appl. 21 (2001) 42–50.

[51] J.T. Todd, L.S. Mark, R.E. Shaw, J.B. Pittenger, The perception of human growth,
Sci. Am. 242 (1980) 132–144.

H. Matthews et al. / Forensic Science International 286 (2018) 61–69 69

http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0195
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0195
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0200
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0200
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0205
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0205
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0205
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0210
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0210
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0210
http://www.wired.co.uk/article/police-3d-mugshots
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0220
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0220
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0225
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0225
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0230
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0230
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0230
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0235
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0235
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0235
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0235
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0240
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0240
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0245
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0245
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0245
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0245
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0250
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0250
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0255
http://refhub.elsevier.com/S0379-0738(18)30078-1/sbref0255


GENERAL DISCUSSION 90 
 

7 General Discussion 

7.1 Summary of contributions 

This thesis aimed to model normal growth and sexual dimorphism in an Australian 

population. In doing so we defined ‘growth curves’ of the entire head and face. These 

growth curves represent a significant methodological advance in the study of growth 

from cross-sectional data and also provide an age-appropriate frame of reference for 

patient assessment.  

In Chapters 3 and 4 we reported two studies on the emergence of sexual dimorphism. 

The first demonstrated conclusively that sexual dimorphism is present as early as one 

year of age. The second introduced the 3D growth curves and employed them to chart 

the development of sexually dimorphic characteristics throughout childhood and 

adolescence. In Chapter 5 we further developed the 3D growth curves to create age-

appropriate models of normal craniofacial variability. We demonstrate how these can be 

used to assess craniofacial abnormality in individual patients. In Chapter 6 we 

developed the growth curves into algorithms for age estimation and growth prediction 

of individuals and assessed the accuracy of these predictions. 

This chapter briefly summarises these contributions in the context of existing work and 

highlights some future directions. It is deliberately brief, and we refer the reader to the 

individual chapters for more elaborate discussion.  

7.2 Empirical contributions 

This thesis represents a major contribution to our understanding of how and when 

sexual dimorphism emerges during childhood and adolescence. Some previous studies 

have demonstrated sex differences in some craniofacial dimensions in pre-pubescent 

children27,33,47,48. Chapter 3 added to this literature a spatially dense comparison of the 

shapes of male and female one year-old faces and heads. We found that the foreheads 

were less protruding, the noses were larger and wider (relative to the overall size of the 

head) and the cheeks were flatter for one year-old boys relative to girls. In Chapter 4 we 

used 3D growth curves to examine how sexual dimorphism develops throughout 

childhood and adolescence. We found that the less protruding foreheads of boys at one 

year-old continue to recede throughout development. Girls’ foreheads recede too, but at 

a slower rate, gradually exaggerating the difference between the sexes. The differences 
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observed in the nose in one year-olds are no longer present by age two but are present 

again by age fourteen, emerging through boys’ noses developing faster than girls’ 

noses. The differences between the cheeks of boys and girls were found to continue to 

gradually become more exaggerated throughout childhood and adolescence.  

The comparison of boys’ and girls’ growth curves in Chapter 4 showed that sexual 

dimorphism develops rapidly in two separate developmental phases. The first, between 

ages five and ten, sees the anterior and inferior positioning of the chins of boys relative 

to girls emerge for the first time. The second is from about twelve onwards. During this 

period brow ridge protrusion and anterior and inferior positioning of the upper-lip in 

boys relative to girls emerge and differences in the nose re-emerge. 

That systematic differences in growth exist between the groups implies that there are 

systematic differences in the processes governing growth between boys and girls. As 

considered in the introduction the standard explanation is that differential growth, 

resulting in sexual dimorphism, is a product of differential effects of sex hormones at 

puberty24,41. Undoubtedly sexual dimorphism becomes pronounced during puberty, 

however our results and the other studies mentioned demonstrate that sexual 

dimorphism exists long prior to puberty. This pre-pubertal sexual dimorphism could 

still be due to sex differences in hormone levels. Hormone levels are also different 

between the sexes in utero and during the first year of life143; the differences we 

observed at one year-old could be due to differences in the uterine hormone 

environment or post-natal endogenous hormone production. The first phase of rapid 

sexual dimorphism development we observed between five and ten years of age 

coincides approximately with adrenarche, a period in which precursors to androgens are 

secreted from the adrenal cortex in both sexes144. The second phase coincides 

approximately with puberty. Some aspects of sexual dimorphism may also be caused by 

other biological systems. Boys and girls are genetically different, and these differences 

may give rise to morphological differences independently of sex hormones. Systematic 

differences in diet, or in any number of environmental factors could also play a role. 

7.3 Methodological contributions, limitations and future directions 

7.3.1 Patient assessment 

Traditionally craniofacial growth curves only chart the change in single 

measurements8,51,145-148, which over-simplify the anatomy.  Previous work has employed 
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spatially dense image analysis to assess patients by comparing the patient to average 

faces constructed from a similarly aged and sexed control sample1,2,93. Sometimes this 

difference between the average and the individual has been normalized by the standard 

deviations of displacements from the average within the control sample to produce z 

scores at each point on the head. These z scores, computed over the whole face are 

sometimes called ‘facial signatures’5,94,95. 

Other studies have used a principal component analysis (PCA) model of normal 

variability within a sample of mixed ages to produce a ‘normal equivalent’ for assessing 

that individual96,97. In Chapter 5 we extended the growth curves to produce age-

appropriate models of normal variation, against which a patient can be compared. These 

can produce an age-appropriate typical face, pointwise standard deviations for 

expressing each point on the head as a z score, or PCA model for producing ‘normal 

equivalents’. In future this can be incorporated into software for patient assessment to 

provide more comprehensive and accurate assessment of children than is currently 

available. Accurate assessment can inform best-practice in craniofacial surgery by 

providing objective outcome measures, allowing objective comparison of treatments.  

7.3.2 Comparison of growth trajectories between populations and classification 

In Chapter 4 we demonstrated how to use the growth curves to compare non-linear 

growth trajectories between populations. In addition to comparing expected heads at 

each age we modelled the direction and rate of change at each point on the head (the 

population-level ‘growth pattern’) and illustrated how these can be compared between 

populations to explain the emerging differences in shape between populations. This 

improves on previous linear models of growth that used linear regression116,117, or the 

first principal component of shape variation4,95,102,113,114 by modelling non-linearities in 

growth. Specifically, this allows for the growth patterns to change over time, rather than 

assuming a single growth pattern over the whole range of ages being modelled.  

It has been demonstrated that the craniofacial phenotypes of various disorders are 

different at different ages149-152. For some disorders the facial phenotype is part of the 

diagnostic criteria, so understanding these changes is important for diagnosis. As well 

as improving understanding, the growth curves can produce classification models that 

adapt to the age of the individual being classified to be used for either binary 

classification or for producing a phenotype score as discussed in the introduction and in 
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Chapter 4. Although we expect this to be useful in many contexts, a specific application 

is in studying dosage effects in fetal alcohol spectrum disorders (FASDs). There is 

growing evidence for such a dosage effect in these disorders; the amount of facial 

dysmorphology correlates positively with measures of maternal drinking153,154, but in 

these studies facial dysmorphology was only assessed using linear measurements and 

standardised grading of certain features from visual assessment. A phenotype score 

constructed from our age-adaptive classifier, comparing unambiguous FASD cases and 

controls can produce a score for any new ambiguous cases, essentially providing an 

objective grading of the individual. These scores can then be correlated with maternal 

drinking or other predictors. We would expect this to improve on existing methods 

because it does not depend on visual assessment or grading, which can be subjective 

and because it can take into account the changing phenotype of FASDs152.  

The classification model, as described in Chapter 4, is essentially an age-adaptive 

version of the Euclidean distance to centroids classifier. That is cases were classified 

based on their Euclidean distance between the expected heads of each group at the same 

age155. The Euclidean distance metric is not standardised with respect to the variance 

and covariance in shape. An alternative is to use the Mahalanobis distance, which does 

take account of the variance and covariance. This would make the classification model 

more analogous to linear discriminant analysis, where the discriminating plane is 

equidistant from both centroids in Mahalanobis distance106. The Mahalanobis distance 

could either be based on the covariance within the whole sample but would likely be 

better computed using an age-appropriate PCA model of normal variation as described 

in Chapter 5. This PCA model could include cases from both groups, or from only one 

group. The latter would be appropriate if one group could be meaningfully considered 

an ‘in group’ against which the ‘out group’ was to be compared. If no such asymmetry 

exists then the former would be most appropriate.  

One important limitation to the population comparison and classification algorithm, as it 

was described in Chapter 4 is that we were unable to adjust for covariates in the 

analysis. One possible solution would be to first define statistically reduced versions of 

the shape coordinates and the predictor of interest (e.g. age). If the effect of the 

covariates could be assumed to be linear and to not interact with the predictor or with 

the groups this could be accomplished by regressing the predictor onto the covariates 
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with a linear unweighted partial least-squares regression, and taking the residuals of that 

model as a statistically reduced version of the predictor. The reduced shape coordinates 

could be calculated analogously by regressing them onto the predictors and taking the 

residuals of that model as the statistically reduced shape coordinates. The kernel 

regression and all subsequent analyses could then be fitted using these reduced 

variables. 

7.3.3 Age estimation 

In Chapter 6 we adapted the 3D growth curves into an algorithm for age estimation. In 

this algorithm expected heads are defined for each age based on a training sample. Any 

new case is then assigned the age of the closest expected head in shape space. Not 

surprisingly, this outperformed linear models, including the common method from 

medicine and anthropology of using scores on the first principal component to measure 

maturation. The accuracy of this approach is, to the best of our knowledge, better than 

any previously reported using 3D photographs73,129.  

In that chapter we used the Mahalanobis distance based on the variances and 

covariances of the whole sample to define the nearest expected head. This was chosen 

over the Euclidean distance because in preliminary analyses (data not shown) it was 

found to give more accurate predictions. In future this distance could be replaced by the 

Mahalanobis distances based on age appropriate PCA models of variation around each 

expected head, as described above for the classification model. Since the Mahalanobis 

distance generally increases with the number of PCs, to compare the Mahalanobis 

distances across different PCA models it should be standardised to a p value. Each test 

case would be assigned the age of the head for which its Mahalanobis distance from the 

expected head had the largest p value. This p value can be calculated by evaluating one 

minus the value of the chi-squared cumulative density function (with degrees of 

freedom equal to the number of PCs) at the squared Mahalanobis distance.  

7.3.4 Synthetic growth 

In Chapter 6 we also employed the growth curves for synthetic growth. That is, taking 

an image of a person at age A and predicting how they will look at age B. We assessed 

this approach using 50 longitudinal pairs of images. In many cases the prediction of the 

person at age B seemed reasonable and, in general, the overall physical (mm) error was 

under three mm. 
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This has potential forensic applications in rendering how a missing person could be 

expected to look after a number of years. As discussed in the chapter, realistic 

recognisable renderings also require skin pigmentation and hair. An additional 

interesting future direction would be to investigate the relationship between the physical 

(mm) errors and subsequent human recognition accuracy, i.e. how different does a 

person have to be physically before they are judged to be a different person by another 

human? This can be investigated by transforming one face into another by gradually 

moving along some direction in shape space and, for each increment, having human 

judges decide whether they are still the same or have become a different person. These 

responses can then be analysed as a function of how different the person had become 

physically. Previous work on this question has applied transformations that affect many 

parts of the face by morphing it along the first or second principal component of shape 

variation156, and using global Euclidean and Mahalanobis distance between the faces to 

measure ‘difference’. Since recognition will most likely depend on a combination of 

global and local factors future studies could investigate how changes in individual 

regions also affect recognition, either by applying isolated transformations that affect 

only one part of the face at a time or by computing several ‘difference’ measures for 

different regions of the face. The independent power of each measure (region) to predict 

the binary (same/different) response could be analysed using multiple logistic 

regression.  

The approach to growth prediction may also have medical applications. When assessing 

the effect of an intervention, particularly on a child, two (e.g. pre and post intervention) 

images cannot be compared directly because part of the difference between them is due 

to the intervention and part of it is due to growth. To synthetically age the image at age 

A to age B and then compare this grown pre-intervention image to the post-intervention 

image, measures the effect of the intervention with the effect of growth removed. It is 

important, however, that a ‘normal’ growth model is applicable to the individual. In 

many clinical samples this will simply not be the case. 

In Chapter 5 we found that not everybody was synthetically grown with the same 

degree of accuracy. In general, we found that the model worked less well for younger 

children and better for older children and adolescents. It is also possible that some types 

of faces (e.g. those with big noses) are less likely to be synthetically grown correctly 
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than other faces. This could be studied in future by relating a large number of images at 

age A to their prediction errors at age B. Two block partial least-squares or canonical 

correlation analysis157,158 could then be used to find broad patterns of variation in facial 

shape that predict broad patterns in the error variation. A greater number of longitudinal 

cases, imaged at more time points would also allow us to investigate individual 

variation in growth trajectories, which cannot be assessed from cross-sectional data. 

This would also allow us to build more person-specific ageing trajectories by combining 

the trajectories of similar individuals from the training data. Similarity could be defined 

based on participant information or based on shape similarity at age A.  

7.4 Conclusions 

In this thesis we have modelled growth and the development of sexual dimorphism in 

an Australian cross-sectional sample. In doing so we developed 3D craniofacial growth 

curves of the human face. We have demonstrated their use in patient assessment, 

comparing growth patterns between populations and in age estimation and synthetic 

growth and explored the development of sexual dimorphism throughout childhood and 

adolescence.  
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Appendix A 

This appendix contains supplementary methods for this thesis.  

1. Robust Procrustes algorithm 

The robust Procrustes algorithm is designed so as to estimate the optimal rotation, 

translation and scaling to align two 3 (x, y and z dimensions) x n (landmarks) 

configurations of landmarks, whilst maximising the influence of the regions that are the 

least different between the two configurations. The algorithm proceeds until 

convergence by iteratively 1.) estimating the optimal rotation and translation and 

(optionally) scaling to best align the two configurations, incorporating weights for each 

point on the head and 2.) estimating outlier weights to emphasise those points most 

similar between the two shapes. The two steps are elaborated in the following two 

sections 

2. Weighted Procrustes transformation 

Estimating rotation, translation and scaling 

In this section we describe how to calculate the weighted Procrustes transformation. The 

influence of each point on the head depends on its outlier weight oj. 

The two landmark configurations will be denoted by P and Q. Both are 3 x n (points on 

the head) arrays. The translation of P to Q is coded in the difference between their 

weighted means: �̅� and �̅� respectively, where (for example) �̅� is calculated: 

[
∑ 𝑄1,𝑗

𝑛
𝑗=1

∑ 𝑜𝑗
𝑛
𝑗=1

,
∑ 𝑄2,𝑗

𝑛
𝑗=1

∑ 𝑜𝑗
𝑛
𝑗=1

 ,
∑ 𝑄3,𝑗

𝑛
𝑖=1

∑ 𝑜𝑗
𝑛
𝑗=1

] 

The scaling factor to s scale P to the size of Q is the ratio of the size of P to the size of 

Q. The size of each configuration is measured as the mean Euclidean distance of all 

points from their weighted means. If scaling is not desired s can be set to one in 

subsequent calculations.  

Rotation in three dimensions is coded by a 3x3 rotation matrix. This is calculated by 

first centring P and Q on their weighted means, and then scaling each configuration so 



APPENDIX B 114 
 

that the mean distance of all their points from the origin is equal to one. The weighted 

rotation can then be calculated by first performing a singular value decomposition: 

𝑈𝑆𝑉𝑇 = 𝑄𝑂𝑃𝑇 

where O is a diagonal matrix with the outlier weights along its main diagonal diag(o), 

then calculating a 3 x 3 rotation matrix H: 

𝐻 = 𝑉𝑈𝑇 

The rotation translation and scaling can be combined into a single 4 x 4 transformation 

matrix T: 

𝑇 =  𝐴𝑅𝐵 

where A equals: 

[

1 0 0 �̅�1

0 1 0 �̅�2

0 0 1 �̅�3

0 0 0 1

] 

and B equals: 

[

1 0 0 −�̅�1

0 1 0 −�̅�2

0 0 1 −�̅�3

0 0 0 1

] 

and R equals: 

[

𝑠𝐻1,1 𝑠𝐻1,2 𝑠𝐻1,3 0

𝑠𝐻2,1 𝑠𝐻2,2 𝑠𝐻2,3 0

𝑠𝐻3,1 𝑠𝐻3,2 𝑠𝐻3,3 0

0 0 0 1

] 

Applying the transformation 

The transformation should be applied to P in its original location, orientation and size 

before any of the centring and scaling needed to estimate the transformation. The 

transformations can be applied to P by first expressing P in homogenous coordinates. 

This simply means appending a row of n ones to the top row of P. 
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𝑃ℎ𝑜𝑚 = 

[
 
 
 

1 1 … 1
𝑃1,1 𝑃1,2 … 𝑃1,𝑛

𝑃2,1 𝑃2,2 … 𝑃2,𝑛

𝑃3,1 𝑃3,2 … 𝑃3,𝑛]
 
 
 
 

And then multiplying Phom by T. The last three rows of the resulting matrix contain the 

Cartesian coordinates of the rotated, translated and scaled configuration.  

3. Calculating outlier weights 

Outlier weights are calculated for each point on the head. They are based on the 

distribution of distances between two configurations of corresponding points P and Q 

and their value sharply decreases as the distance exceeds some user-defined threshold to 

classify the point as an outlier.  

First, we need to calculate the distances (d) for each corresponding point between P and 

Q: 

𝑑𝑗 = √(𝑃1,𝑗 − 𝑄1,𝑗 )
2
+ (𝑃2,𝑗 − 𝑄2,𝑗 )

2
+ ((𝑃3,𝑗 − 𝑄3,𝑗 )

2
) 

 

Then each distance is converted into a z score according to a distribution with a mean of 

zero and a standard deviation of σ: 

𝑧𝑗 =
𝑑𝑗

𝜎
 

where σ is:  

𝜎 =  √
∑ (𝑑𝑗

2 ⋅ 𝑜𝑗)
𝑛
𝑗=1

∑ 𝑜𝑗
𝑛
𝑗=1

 

 where o is a vector of outlier weights. Each z score is then plugged into the equation of 

the standard normal probability density function to give the vector of probabilities b. 

𝑏𝑗 =
1

√2𝜋
 𝑒

−𝑧𝑖
2

2  

The outlier weights o are then calculated: 
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𝑜𝑗 =
𝑏𝑗

𝑏𝑗 − 𝜆
 

where the value of λ is equal to:  

𝜆 =
1

√2𝜋
 𝑒

−𝑘𝑖
2

2  

and serves to modify the weights according to the user-defined cut-off κ. The value of κ 

is in standard deviations. How outlier weights change as a function of d and κ are 

illustrated in Figure A.1. 

 

Figure A.1 Illustration of outlier weight calculation with κ = 2. This illustrates the calculation of outlier 

weights between the two heads shown in a). Outlier weights change dependent on the distance of each 

point on the head between the two heads expressed as a z score (b). This decline is controlled by the value 

of κ. c) and d) show the weights for the example heads shown in a): c) plots the weights per point on the 

head; d) plots a histogram, of the distances between corresponding points so that the y-axis counts the 

number of points on the head that are that distant between the two heads. Each bin is coloured according 

to the weight that corresponds to the distance at its bin centre. 
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Appendix B 

This appendix contains supplementary text with embedded figures for: 

Matthews, H. et al. Spatially dense morphometrics of craniofacial sexual dimorphism in 

one year-olds. J. Anat. 229, 549–559, (2016). 

This paper was included in chapter 3 of this thesis. To view the embedded videos, we 

refer the reader to the .doc version of this supplementary text, available online at:  

https://doi.org/10.1111/joa.12507 
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1. BRIM algorithm 

Full details of the BRIM algorithm are available elsewhere1. Here we give a brief 

overview and provide some previously unavailable illustrations. 

BRIM Inner Loop  

In the inner loop each observation is removed in turn. A PLSR regression vector is 

estimated based on the remaining data and a RIP for the removed observation value is 

imputed by projecting it onto that regression vector. Its position on the vector is 

measured using the Mahalanobis distance. This inner loop is repeated, each iteration 

beginning using the RIP values as a predictor from the previous iteration, so that with 

each iteration the regression becomes more refined. This is illustrated in Figure S.1. 

BRIM_Inner_Loop.mp4
 

Figure S.1. Illustrates the inner-loop of the BRIM algorithm (double-click to open). The colour of the 

markers represents the value of the predictor. The marker shape corresponds to their grouping. To begin 

with both are equivalent, i.e. one group is deep-blue and the other is deep red, reflecting their initial 

coding, but by the second iteration their values on the predictor have changed into RIP values and their 

colouring reflects their imputed RIP.  

BRIM outer loop 

This inner loop is nested in an outer loop where each observation is removed, the 

remaining observations are subjected to three iterations of the inner loop. These RIP 

values from the inner loop are used to estimate a final regression path and RIP value for 

this observation. The outer loop is needed to remove any circular influence of 

observations onto their imputed RIP values 

BRIM_Outer_Loop.mp4
 

Figure S.2. Illustrates the outer loop of the BRIM algorithm. Each observation is removed, the inner-loop 

is executed on the rest of the data three times. 

Computation of the Mahalanobis distance 

The Mahalanobis distance2, is a metric of distance in a multivariate space, standardised 

according the variance and covariance in and between variables. This can be computed 
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using the full covariance matrix, but the computation is much simplified by first rotating 

the data to its Principal Component axes where the distance is the square-root of the 

sum of squared z scores along each PC3. Including all PCs in the computation renders 

all distances equivalent, and the metric meaningless. Therefore, we only include the PCs 

accounting for the first 98% of variance in the computation.  

Scaling RIP values 

Each time a RIP value was imputed (either on the inner or outer loop) the projections 

were scaled back onto the original scale of measurement, i.e. between the coding 

1=Males and 2=Females. This was done by computing the projection of the mean male 

and female faces (MProj ,FProj ), expressing the RIP as a proportion of the interval 

between these projections, multiplying this by the interval between the coding (MCode-

FCode) and adding the lower value of the coding.  

𝑆𝑐𝑎𝑙𝑒𝑑𝑅𝐼𝑃 = 𝑀𝐶𝑜𝑑𝑒 + (𝐹𝐶𝑜𝑑𝑒 − 𝑀𝐶𝑜𝑑𝑒) ∗
𝑅𝐼𝑃

𝐹𝑃𝑟𝑜𝑗 − 𝑀𝑃𝑟𝑜𝑗
 

This ensures that each RIP is roughly on the scale 1-2 and enhances the interpretability 

of the regression coefficients, keeping them on a comparable scale to the regression of 

facial shape onto the initial coding. This does not affect the applied significance tests 

and conclusions drawn at all. This is not proven mathematically but has been verified 

empirically in this case (data not shown). 

BRIM hypothesis testing 

The hypothesis test of the output of BRIM is an ANOVA with the sex as the 

independent variable and the RIPs as the dependent variable, thus testing for group 

differences in position along the extracted regression path. The nested leave-one-out 

structure ensures that an observation’s value on the predictor (sex) has no influence on 

its imputed RIP value, thus no artificial dependency between them is introduced, and 

such univariate tests are appropriate.  

The p value for the ANOVA was determined by empirically estimating the F-

distribution under the null hypothesis. This was done by permuting the rows (faces) of 

the matrix of Procrustes residuals, computing the RIP variables and F statistic 1000 
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times. This is an improvement on earlier work where only the estimated RIP variables 

were permuted1. 
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2. Effect of sex and size controlling for biological and lifestyle factors 

Data on lifestyle and biological factors that could plausibly affect head-shape were also 

collected. In order to test that the effects reported here was independent of these factors 

added them as covariates to the PLSR model described in the main text, do determine if 

they changed the effect of sex or size. These covariates were the age of the mother; 

mother’s pre-pregnancy BMI; how much the mother smoked (ranked 1-4); the baby’s 

weight at birth, and the related variable of whether the child was smaller than expected 

for their gestational age (0=no, 1=yes), whether the pregnancy was planned or not 

(0=no, 1=yes) and whether the mothers’ considered themselves to be sensitive to the 

alcohol (ranked 1-5) The partial effects of sex (partial R2 = .001, p<.001) and size 

(partial R2 = .001, p<.001) are plotted in Figure S.3 The sample size in this analysis was 

reduced to those who had recorded values for all covariates (222 males and 207 

females). 

 

Figure S.3. Partial effects of sex and size, controlling for all covariates.  

Detailed information about alcohol consumption throughout pregnancy was collected. It 

was not straightforward to convert this into a single variable that could be used as a 

covariate. So to control for this we ran a PLSR regression with sex as the predictor on a 

subsample of the group whose mothers did not drink at all during pregnancy (27 boys, 

20 girls). The partial effects of sex (partial R2 = .055, p=.014) and size (partial R2 = 

.027, p=.223) are plotted in Figure S.4. The effect of sex on the forehead is present as in 

the full analysis, the other effects on the cranium, ears, nose and ears are not statistically 

significant. The effect of size was not significant overall and although some local effects 

were evident on the forehead, the effects on the nose and upper lip observed in the main 
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analysis were not statistically significant. It is most likely these discrepancies reflect the 

substantially reduced power in this analysis, although the possibility that the additional 

effects, observed in the main analysis, may be specific to mothers who drank some 

alcohol during pregnancy cannot be excluded.  

 

Figure S.4. Partial effects of sex and size for infants whose mothers did not drink at all during pregnancy.  
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3. Exploring the residual variability after mouth-closing using Principal 

Components Analysis.  

The variance-covariance structure of the initial variability prior to mouth-correction and 

the remaining variability after correction was summarised by Principal Components 

Analysis (PCA) achieved by a singular value decomposition (SVD) of the matrix of 

Procrustes residuals (P) either before or after correction. 

Each Principal Component (PC) is a set of weightings, one for each column (Procrustes 

residual) in P. The geometric interpretation of PCs is as orthogonal directions through 

the point cloud that successively capture less and less variability in the data. The first 

PC is the direction along which the point cloud is most stretched, i.e. there is most 

variability. The second is the direction, constrained to be orthogonal to the first, along 

which the cloud is most stretched, and so-on. Each PC can be illustrated by constructing 

shape-transformation morphs at two points along the PC axis (e.g. +/-3 SD).  

Figure S.5 illustrates the first 8 PCs from the uncorrected population (A), from the 

residuals of a PLSR model with mouth openness ratings as a predictor (B) and from the 

population of manually corrected images (C). In A the morphs associated with PCs 3, 4, 

5, and 6 code for aspects of mouth openness (the morphs have their mouths open 

different amounts). This does not appear to be the case in either B or C indicating that 

the irrelevant variability due to mouth openness has been removed.  

  



APPENDIX B 124 
 

 

Figure S.5. Variability before and after mouth-correction. Shows transformation morphs illustrating the 

first 8 PCs for (A) the uncorrected images, (B), the residuals of a regression model including ratings of 

mouth openness as the predictor and (C) the population of manually corrected images 
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4. Effect of sex and size after correction of mouth-openness. 

Whether removing the non-anatomical variability due to mouth-openness altered the 

effect of sex was tested. Procrustes residuals derived from the sample of manually 

corrected images were regressed onto sex, centroid size and a dummy variable 

representing the sex x size interaction. As with the main results the effect of sex (partial 

R2 = .007, p=.001) and size (partial R2 = .007, p=.005) were both significant, and the 

interaction term was not (p = .442). 

The uncorrected Procrustes residuals were regressed simultaneously onto sex, centroid 

size, sex x size interaction dummy variable and mouth-openness ratings. Including 

mouth-openness as a covariate did not change the pattern of results (effect of sex partial 

R2=.007, p=.001; effect of size partial R2 =.008, p=.005; sex x size interaction p= .443) 

or the nature of the observed effects, see Figure S.7. 

 

 

Figure S.6. Partial effects of sex and size on craniofacial shape in sample of manually corrected images. 
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Figure S.7. Partial effects of sex and size from regression of uncorrected Procrustes residuals onto sex, 

size, sex x size, and mouth-openness ratings. 
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5. Classification of sex based on RIP values. 

In the main text discussion, it is suggested that RIPs can be used as a binary classifier 

for cranial sexing. Here we report an analysis assessing the ability to classify 

individuals into their sex, based on the shape of soft-tissue. This is intended as a 

demonstration of the principle and as a starting point for future work.  

A binary classifier is a variable that can be used to classify observations into groups. 

Some threshold is selected and those below a certain threshold are assigned to one 

category and those above the threshold are assigned to the other. The task must be 

formulated in such a way that its goal is to ‘detect’ members of a particular group (e.g. 

females). This allows two important metrics to be calculated. These are the true 

positive(e.g. the proportion of females correctly identified as females) and false positive 

rate (e.g. the proportion males identified as females). A Receiver Operator 

Characteristic (ROC) curve plots true positive vs false positive rates, sampled at 

different thresholds, across the entire range of the classifier variable (e.g. Figure S.8). 

Chance performance corresponds to equal false-positive and true-positive rates 

(indicated by the dotted line in the figure). The area under the ROC curve (AUC) is 

used as an index of the performance of the classifier. If AUC =1, this indicates perfect 

accuracy, if AUC = 0.5 this indicates the classifier is performing at chance levels. The 

best estimate of the appropriate threshold, based on the ROC curve is the threshold that 

corresponds to the point closest to 0, 1 (i.e. closest to no false positives and 100% true 

positives). 

In order to assess the classification accuracy of a model based on RIP scores we used a 

cross-validation strategy. The model is ‘trained’ using a sample in which both the 

classifier and the correct classification is known. The model is then tested on a test 

sample, not used in the training of the model. This provides an unbiased estimate of 

how the model will perform on new data for which the actual classification is unknown. 

The sample was split into four test sets, each test set contained 118 (25%) of the sample. 

The model was then trained using the remaining 75%. The steps involved in training 

and testing are listed in Table S.1.  

Figure S.8 displays the ROC curves based on each of the four training sets (folds). AUC 
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Table S.1 Shows the steps involved in training and testing the classification model.  

Training 

 Compute RIPs for the training set using BRIM (described above) 

 Compute ROC curve using the training set 

 Estimate the optimum threshold RIP for classification, based on the ROC curve 

 Regress Procrustes residuals onto the RIPs to calculate the regression vector 

Testing 

 Calculate projections (RIP) of the test set onto the regression vector 

 Use the optimum threshold to classify the test set into males and females 

 

and the p value of the AUC are given in Table S.2. The p value was computed by 

empirically estimating the sampling distribution of AUC under the null hypothesis. This 

was done by calculating the AUC using 1000 random permutations of the data. After all 

the sample was classified the results were tabulated. The numbers correctly and 

incorrectly classified are given in Table S.3. Although all AUCs were significantly 

better than chance, AUCs around .6 are generally considered quite poor. The 

classification accuracy for the entire sample was significantly better than chance (Fisher 

exact p = .005). What constitutes acceptable accuracy is determined by the particular 

application.  

 

Figure S.8. Shows ROC curves for the 4 folds of the cross-validation 
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Table S.2. Shows area under the ROC curve and the associated p value for each of the 4 folds. 

 
Fold 1 Fold 2 Fold 3 Fold 4 

AUC 0.62383 0.634415 0.604022 0.602493 

p <.001 <.001 <.001 .001 

 

Table S.3 Shows the numbers of each sex that were classified as male and as female. 

 Total 

Classified 

Female 

Classified 

Male 

Female 248 140 108 

Male 224 97 127 

 

Supplementary References 

1. Claes, P. et al. Modelling 3D facial shape from DNA. PLoS Genet. 10, (2014).  

2. Mahalanobis, P. C. On the generalized distance in statistics. Proceedings of the 

National Institute of Sciences (Calcutta) 2, 49-55, (1936). 

3. Brereton, R. G. The Mahalanobis distance and its relationship to principal 

component scores. J. Chemometrics 29, 143-145, (2015).  

 



APPENDIX C 130 
 

Appendix C 

This appendix contains supplementary text, table and figures for: 

Matthews, H. et al. Modelling 3D craniofacial growth trajectories for population 

comparison and classification illustrated using sex differences. Sci. Rep. 8, (2018). 

This paper was included in chapter 4 of this thesis. Figure S.5. has been reformatted and 

split over two pages so as to fit satisfactorily on A4 paper. The figure caption is 

repeated on each page. To view the supplementary movie files, we refer the reader to 

the online version of the article available at:  

https://doi.org/10.1038/s41598-018-22752-5.  
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Supplementary Text S1 

1 Fitting the Kernel Regression 

1.1 Intuitive Description 

Defining growth trajectories can be thought of as charting a curve through shape space. 

Each point on the curve corresponds to an expected head for a given age (a). Each point 

on the curve is defined by fitting a linear partial least-squares regression model, 

weighted so as to maximise the influence of observations closest in age to a and to 

minimise the influence of observations further away. This regression is used to predict 

the expected head and growth vectors at each point on the head at age a. The model 

fitting is illustrated schematically in the supplementary file Movie S1. 

1.2 Weighted Partial Least-Squares Regression 

Each image f is represented by a vector containing the coordinates of all k sampled 

points, after images are aligned to the sample mean and scaled to unit size by 

generalised Procrustes analysis. 

𝑓 = [𝑥1, 𝑦1, 𝑧1 …𝑥𝑘, 𝑦𝑘, 𝑧𝑘] 

The sample of images is represented as an n (observations) x (kx3) coordinates matrix 

Y, where each row corresponds to an image. In the regression of size Y is an n x 1 

matrix containing size for each observation. The matrix of predictor variables X 

contains only one variable (age) and is an n x 1 matrix where each row contains the age 

(in years) of the observation in the corresponding row of Y. Weights for each 

observation were calculated as described below in Section 2.5.2.1. Each matrix was 

centred on its weighted column means (�̅� and �̅�). Then each row of each matrix was 

multiplied by its corresponding weight. Partial least-squares regression of Y onto X was 

then performed (without further centring) using the SIMPLS algorithm, described in 

detail elsewhere138. This defines, for each variable in X, a vector of kx3 regression 

coefficients m that describe how each coordinate changes per unit of the predictor 

variable (per year). As there was only one predictor in the regression there is only one 

regression vector m: 

𝑚 = [𝑐𝑥1
, 𝑐𝑦1

, 𝑐𝑧1
…𝑐𝑥𝑘

,  𝑐𝑦𝑘
, 𝑐𝑧𝑘

] 

where, for example 𝑐𝑥𝑖
, represents a scalar regression coefficient describing the change 

in the x coordinate of the ith point on the image.   
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The expected head (e) at age a is produced by evaluating the regression at a and adding 

the mean coordinates �̅� back on. 

 𝑒 = 𝑎 ⋅ 𝑚 + �̅� 

The vector m also defines the predicted growth vectors at each point. Specifically, the 

growth vector at point i is: 

[𝑐𝑥𝑖
, 𝑐𝑦𝑖

, 𝑐𝑧𝑖
] 

This describes the predicted change in three dimensions of that point on the head. 

1.3 Weighting 

In the weighted partial least-squares regression each observation is assigned a weight 

that reflects how close its age is to a. Specifically, the observation’s age 𝑥𝑖 is converted 

into a z score according to a normal distribution centered on a with standard deviation 

σ.  

𝑧𝑖 = 
𝑥𝑖 − 𝑎

𝜎
 

The weight for each observation 𝑤𝑖 is then calculated by evaluating the standard normal 

probability density function at 𝑧𝑖: 

𝑤𝑖 =
1

√2𝜋
 𝑒

−𝑧𝑖
2

2  

1.4 Tuning σ  

The value of σ in the above equation determines the width of the kernel. The effect of 

increasing σ is to use a wider range of ages to define the local linear regression. This 

linearises the overall kernel regression. (Figure S1.1). The value of σ must be tuned so 

as to best model the data. If σ is too small, then the regression will model noise in the 

sample rather than the true population trend (the model will be over-fitted). If σ is too 

large detail in the true relationship will be lost (the model will be under-fitted).  
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Figure Text S1.1 The effect of altering sigma on the fitted model. From left to right this shows the kernel 

regression model fitted to the same data using different values of σ. As σ increases the regression curve 

becomes more linear.  

In general, an over-fitted or under-fitted model will ‘explain’ data not used to build it 

(unseen data), more poorly than will a well-fitted model. In order to determine the 

appropriate σ we use a repeated one-dimensional grid search140 to estimate the error on 

unseen data for a user-selected sample of possible values for σ.  

To estimate the error for each σ the sample is split into ten ‘folds’. To ensure the 

sampling in each fold is as even and consistent as possible these folds are constructed so 

that the number of observations of each age is proportional to the numbers in the total 

sample. For each fold the model is fitted using the other nine folds. For each 

observation in the test fold, error is calculated as the sum of absolute differences in each 

point coordinate between it and its age appropriate expected head. Each fold serves as 

the test fold in turn and thereby an error is computed for each observation in the sample. 

The sum of errors over all observations is taken as the error for the value of σ. This was 

repeated 50 times for each σ and the mean error from thee repetitions was taken as the 

final error value. 

We performed this separately for boys and girls and estimated an optimal σ (the one 

with lowest error) for each of the two samples. We then used the most conservative 

(largest) σ of the two to fit the models to both samples. The rationale for using the same 

σ for both samples is described below in Section 2.3. 
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2 Simulations 

In these simulations we use the simulated dataset shown in Figure S1.2. Here the colour 

of each marker represents the age. The two axes represent two response variables (e.g. 

axes of shape space). The data were generated by randomly sampling 200 ages between 

zero and 18. Their x and y coordinates were predicted from the function plotted in blue 

below. Random fluctuations from this true population trend were simulated by adding 

random Gaussian noise to the coordinates. The better a regression is the more closely it 

will estimate this true population trend from noisy data.  

 

Figure Text S1.2 Simulated data and true function. The spacing of points on the true function correspond 

to one-year intervals. 

2.1 Performance under uneven sampling 

Previous work has used the weighted mean head as the expected head 118. In contrast we 

use a weighted partial least-squares regression function to predict the expected head. 

This approach is more robust when data is unevenly sampled.  

Data are always unevenly sampled at the edges of the range of ages. To further illustrate 

the point, we also removed 75% of observations from the middle of the age range. We 

then fitted a kernel regression as described above, with σ equal to 2.5 years. We 

compare this with the weighted means calculated using the same weights as the kernel 

regression (see Figure S1.3). The curve of the weighted means is truncated relative to 

the true function at its ends. The points on this curve are also more spaced out relative 
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to the true function where the data is more poorly sampled. Essentially the points on this 

curve are ‘pulled’ from areas of low sampling towards areas of higher sampling. By 

contrast the regression in the left panel much more closely approximates the true 

function. 

 

Figure Text S1.3 Compares the kernel regression fitted as described in Section 1 (left) to the weighted 

means calculated using the same weights (right). 

2.2 Performance on small sample sizes 

In general, as sample size decreases a larger σ is required to avoid over-fitting. As the 

effect of increasing σ is to linearise the regression, this is also the effect of reducing 

sample size on the regression. We tuned σ and fitted the kernel regression using 

different sample sizes. As sample size decreases the optimised σ becomes larger and the 

regression becomes more linear (Figure S1.4). 

 

Figure Text S1.4 Regression model behaviour under small sample sizes. For each sample, σ was tuned 

and the regression model was fitted.   
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2.3 Justification for using the same σ to model both populations. 

In our analysis we estimated the optimal value of σ for each sample (boys and girls) and 

used the most conservative (larger) to fit models to both samples. This is justified 

because, everything else being equal, fitting with different values of σ introduces 

differences in the estimated growth trajectories when they do not exist. In each panel of 

Figure S1.5 two samples are plotted with identical growth trajectories (they were 

generated from the same true function). In the left panel the two samples are fitted with 

different values of σ, whereas in the right panel they are fitted using the same σ. In the 

left panel there are large differences introduced by one regression being more smoothed 

(more linear) than the other. In the right panel the two trajectories correctly appear very 

similar (the fact that they are not identical reflects sampling error).  

 

Figure Text S1.5 Compares fitting with different σ to fitting with the same σ. Both panels contain two 

different datasets (triangles and circles) generated using the same true function as their growth 

trajectory. When these are fitted with kernel regressions with different values of σ (left) spurious 

differences between them are introduced, whereas when they are fitted with the same σ they appear 

(correctly) more similar.  
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Table S1. Exact p values of the Procrustes distance statistic for each age. Values less than .0001 are 

truncated as “<.0001”. 

Age p 

1.12 0.0023 

1.5 0.0016 

2 0.0005 

2.5 0.0002 

3 <0.0001 

3.5 <0.0001 

4 <0.0001 

4.5 <0.0001 

5.5 <0.0001 

6 <0.0001 

6.5 <0.0001 

7 <0.0001 

7.5 <0.0001 

8 <0.0001 

8.5 <0.0001 

9 <0.0001 

9.5 <0.0001 

10 <0.0001 

10.5 <0.0001 

11 <0.0001 

11.5 <0.0001 

12 <0.0001 

12.5 <0.0001 

13 <0.0001 

13.5 <0.0001 

14 <0.0001 

14.5 <0.0001 

15 <0.0001 

15.5 <0.0001 

16 <0.0001 
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Figure S.1. Comparison of male and female growth rates in size and shape together. Filled regions 

indicate the 95 percent confidence intervals, calculated by resampling with replacement and refitting the 

model 1000 times. The figure is annotated with the estimated starting points of the typical boys' and girls' 

growth spurts. 
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Figure S.2. Growth patterns and comparison of expected images in the lateral (viewer's left/right) 

direction. The first three columns describe sexual dimorphism. The grey heads are the expected images. 

'Shape difference' indicates how the expected images are different in the lateral direction. Blue indicates 

points are more to the left on the boys' images than the girls' images. Red indicates the points are more to 

the right. The last two columns illustrate the growth patterns of boys and girls. These indicate the amount 

of change occurring in the left/right direction at each point. Stronger colours indicate more change. 
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Figure S.3. Growth patterns and comparison of expected images in the vertical (superior/inferior) 

direction. The first three columns describe sexual dimorphism. The grey heads are the expected images. 

'Shape difference' indicates how the expected images are different in the vertical direction. Blue indicates 

points are more inferior in boys' images than the girls' images. Red indicates the points are more 

superior. The last two columns illustrate the growth patterns of boys and girls. These indicate the amount 

of change occurring in the vertical direction at each point. Stronger colours indicate more change. 

  



CHANGING THE FACE OF GROWTH CURVES 141 

 

Figure S.4. Growth patterns and comparison of expected images in the depth (anterior/posterior) 

direction. The first three columns describe sexual dimorphism. The grey heads are the expected images. 

'Shape difference' indicates how the expected images are different in the depth direction. Blue indicates 

points are more posterior in boys' images than the girls' images. Red indicates the points are more 

anterior. The last two columns illustrate the growth patterns of boys and girls. These indicate the amount 

of change occurring in the depth direction at each point. Stronger colours indicate more change. 
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Figure S.5. Expected and exaggerated boys' and girls' images. The expected boys’ and girls’ faces are in 

the middle two columns and the exaggerated boys and girls in the outer columns. Exaggerated faces were 

produced by multiplying the difference the between expected boys’ and girls’ images by two and then 

adding this onto the expected faces. 
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Figure S.5. Expected and exaggerated boys' and girls' images. The expected boys’ and girls’ faces are in 

the middle two columns and the exaggerated boys and girls in the outer columns. Exaggerated faces were 

produced by multiplying the difference the between expected boys’ and girls’ images by two and then 

adding this onto the expected faces. 
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Appendix D 

This appendix contains supplementary tables and figures for: 

Matthews, H. et al. Estimating age and synthesising growth in children and adolescents 

using 3D facial prototypes. Forensic Sci. Int. 286, 61-69, (2018). 

This paper was included in chapter 6 of this thesis. Please note that to fit Supplementary 

Figure 4 and Supplementary Figure 5 on A4 paper each figure has been split over five 

pages. The caption is repeated at the bottom of each figure on each page. 
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Supplementary Table 1. Statistics from the synthetic growth analysis for each case. ‘RMSE’ is the root 

mean-squared error in mm. This indicates the typical error of a point. <3mm is the percentage of points 

for which the error was less than 3 mm. C is the caricaturing statistic described in the methods. This 

indicates the caricature that best approximates the face at age B. Signature correlation indicates how 

well this caricature approximates the face at age B.  

 Age A Age B 
RMSE 

(face) 

RMSE 

(overall) 

<3mm 

(face) 

<3mm 

(overall) 

Signature 

Correlation 

(face) 

Signature 

Correlation 

(overall) 

C 

(face) 

C 

(overall) 

M1 8.05 14.39 1.74 2.97 92.28% 72.84% .85 .70 0.74 0.68 

M2 5.18 11.52 2.46 2.77 83.56% 76.38% .63 .76 0.74 0.77 

M3 8.80 15.20 2.05 2.91 92.63% 76.70% .71 .58 0.76 0.54 

M4 6.85 13.24 2.74 2.97 68.22% 65.98% .71 .56 0.88 0.72 

M5 11.28 17.58 1.80 2.63 91.84% 77.90% .90 .76 1.14 0.82 

M6 10.73 16.77 1.99 2.94 94.40% 71.54% .82 .73 0.76 0.74 

M7 9.59 15.61 1.92 2.88 93.43% 80.94% .68 .49 0.96 0.57 

M8 3.95 9.96 2.18 2.37 91.29% 84.48% .43 .55 0.35 0.53 

M9 11.28 17.33 1.62 2.43 98.98% 83.44% .80 .67 1.01 0.78 

M10 8.59 14.64 2.84 2.56 62.01% 75.27% .60 .69 0.53 0.59 

M11 6.66 12.40 3.23 3.35 56.11% 64.54% .53 .62 0.51 0.66 

M12 8.22 13.64 1.99 2.23 94.87% 89.31% .70 .79 0.69 0.78 

M13 8.82 14.56 2.97 3.02 65.33% 71.81% .25 .32 0.30 0.42 

M14 8.18 13.60 2.91 3.00 67.86% 66.32% .48 .61 0.50 0.64 

M15 10.47 16.20 2.41 2.51 83.54% 82.72% .49 .70 0.51 0.76 

M16 10.64 16.25 1.71 2.79 95.62% 74.52% .84 .81 1.01 0.97 

M17 11.16 16.64 2.55 3.57 77.46% 63.71% .66 .57 0.63 0.59 

M18 5.53 11.07 1.83 2.22 98.03% 86.75% .79 .79 0.98 0.87 

M19 5.32 10.82 1.73 2.66 98.05% 75.60% .80 .83 0.88 0.96 

M20 2.12 7.62 3.02 3.80 58.39% 53.01% .24 .14 0.30 0.17 

M21 8.96 14.50 1.83 2.92 95.56% 78.01% .75 .63 0.89 0.76 

M22 0.98 4.84 2.65 3.38 74.57% 64.64% .67 .56 1.10 0.86 

M23 1.01 4.68 1.59 2.51 98.45% 83.10% .74 .55 0.70 0.42 

M24 1.02 4.70 2.39 2.63 82.18% 76.53% .14 .69 0.15 0.53 

F1 2.04 8.34 2.19 2.56 91.93% 81.91% .60 .52 0.61 0.56 

F2 7.09 13.13 2.07 2.50 93.90% 80.43% .53 .68 0.58 0.74 

F3 7.89 13.95 1.40 2.14 100.00% 86.82% .90 .82 0.82 0.75 

F4 11.66 17.87 1.84 3.68 92.97% 55.78% .84 .62 0.76 0.52 

F5 10.60 16.97 2.81 3.06 78.12% 74.91% .51 .52 0.51 0.39 

F6 9.98 16.26 2.35 3.27 84.59% 64.82% .65 .49 0.80 0.58 

F7 9.26 15.30 1.89 2.45 96.01% 83.60% .76 .58 0.87 0.74 

F8 11.64 17.69 2.10 2.21 89.02% 90.53% .77 .76 1.17 0.96 

F9 7.62 13.64 1.92 2.29 91.13% 84.76% .62 .57 0.83 0.66 

F10 14.10 20.15 1.50 2.50 98.93% 88.78% .89 .74 0.99 0.79 

F11 6.41 11.83 1.75 2.13 93.20% 86.87% .52 .61 0.47 0.62 

F12 5.29 10.71 1.94 2.42 92.68% 82.31% .88 .71 0.69 0.78 

F13 8.27 13.68 2.24 2.47 86.39% 82.53% .83 .85 1.00 0.90 

F14 9.08 14.70 2.35 2.63 83.01% 75.70% .64 .58 0.89 0.78 

F15 10.75 16.28 3.29 3.41 59.37% 57.87% .64 .51 0.85 0.66 

F16 8.01 13.54 1.91 3.14 91.28% 74.24% .66 .61 0.77 0.75 
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 Age A Age B 
RMSE 

(face) 

RMSE 

(overall) 

<3mm 

(face) 

<3mm 

(overall) 

Signature 

Correlation 

(face) 

Signature 

Correlation 

(overall) 

C 

(face) 

C 

(overall) 

F17 6.15 11.60 1.95 2.60 90.96% 79.15% .40 .56 0.45 0.74 

F18 11.42 16.96 2.54 2.54 70.95% 77.43% .69 .64 1.01 0.83 

F19 2.70 6.63 2.42 3.89 77.50% 66.92% .26 -.01 0.18 -0.01 

F20 1.01 4.83 2.27 3.83 82.22% 51.58% .56 .28 0.68 0.29 

F21 0.98 4.76 3.14 3.58 67.39% 54.05% .14 .13 0.10 0.10 

F22 4.69 8.47 1.81 2.62 97.29% 80.07% .68 .71 0.69 0.69 

F23 2.89 6.67 2.56 3.09 75.65% 63.80% .56 .39 0.57 0.38 

F24 0.98 4.70 2.31 2.91 83.50% 74.28% .51 .64 0.51 0.51 

F25 0.97 4.72 2.18 2.29 86.15% 83.01% .43 .58 0.46 0.73 

F26 0.98 4.58 2.31 3.46 84.62% 66.73% .41 .34 0.57 0.32 

M 6.92 12.31 2.22 2.83 85.07% 74.90% .62 .59 0.70 0.64 

SD 3.72 4.46 0.47 0.48 12.05% 10.00% .20 .18 0.26 0.21 
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Supplementary Table 2. The first four columns are the error statistics if using the image at age A to 

approximate the image at age B. The last four columns show the difference between the statistics 

obtained using the synthetically grown face (reported in Supplementary Table 1) and these baseline 

statistics. Where ‘RMSE diff’ is negative this shows the typical error of a point was decreased by using 

synthetic growth. This is negative in almost all cases. Where ‘<3mm diff’ is positive this indicates more 

points were correctly predicted to within 3mm when using the synthetically grown image. This is positive 

in almost all cases. 

 <3mm( 

face) 
<3mm (overall) 

RMSE 

(face) 

RMSE 

(overall) 
RMSE (face) diff RMSE (overall) diff <3mm (face) diff <3mm (overall) diff 

M1 82.97% 76.37% 2.36 2.90 -0.62 0.06 9.31 -3.53 

M2 57.45% 60.53% 3.86 3.67 -1.40 -0.89 26.12 15.85 

M3 49.07% 60.78% 3.66 3.69 -1.61 -0.78 43.56 15.91 

M4 46.54% 44.47% 3.39 3.72 -0.66 -0.75 21.69 21.51 

M5 78.94% 58.86% 2.42 3.38 -0.62 -0.75 12.90 19.04 

M6 65.74% 63.27% 3.12 3.54 -1.13 -0.60 28.66 8.27 

M7 64.97% 67.94% 3.49 3.59 -1.58 -0.71 28.45 13.00 

M8 62.64% 69.65% 3.07 2.87 -0.89 -0.49 28.66 14.83 

M9 76.80% 66.63% 2.81 3.32 -1.19 -0.89 22.18 16.81 

M10 25.65% 53.67% 4.16 3.45 -1.32 -0.89 36.36 21.60 

M11 39.60% 52.27% 5.31 4.81 -2.08 -1.46 16.51 12.27 

M12 76.00% 66.66% 2.65 3.10 -0.67 -0.87 18.87 22.65 

M13 38.98% 59.03% 4.39 3.92 -1.42 -0.90 26.36 12.78 

M14 52.97% 63.50% 3.63 3.51 -0.72 -0.51 14.89 2.82 

M15 55.63% 69.93% 4.06 3.51 -1.65 -1.00 27.91 12.79 

M16 77.19% 70.20% 2.69 3.16 -0.98 -0.38 18.42 4.33 

M17 64.18% 62.50% 2.94 3.66 -0.39 -0.09 13.28 1.21 

M18 66.57% 74.47% 3.07 2.76 -1.24 -0.54 31.45 12.28 

M19 67.45% 71.44% 2.83 2.89 -1.10 -0.22 30.60 4.16 

M20 37.03% 39.18% 5.01 4.81 -1.99 -1.01 21.36 13.83 

M21 67.24% 63.75% 2.82 3.71 -0.99 -0.79 28.32 14.26 

M22 61.90% 61.64% 3.86 3.85 -1.21 -0.47 12.67 3.00 

M23 72.85% 71.39% 3.12 3.19 -1.54 -0.68 25.60 11.71 

M24 68.84% 67.84% 2.98 3.08 -0.59 -0.45 13.34 8.69 

F1 64.83% 66.91% 3.91 3.53 -1.71 -0.97 27.10 15.01 

F2 55.51% 58.59% 3.22 3.28 -1.15 -0.78 38.39 21.85 

F3 81.34% 72.19% 2.40 2.98 -0.99 -0.84 18.66 14.63 

F4 77.42% 46.05% 2.47 4.52 -0.62 -0.85 15.54 9.73 

F5 65.74% 57.10% 3.89 4.39 -1.08 -1.33 12.38 17.81 

F6 69.91% 62.44% 2.81 3.25 -0.46 0.02 14.68 2.38 

F7 77.50% 63.54% 2.57 3.48 -0.68 -1.03 18.52 20.06 

F8 79.54% 76.40% 2.43 2.85 -0.33 -0.64 9.48 14.13 

F9 71.16% 69.77% 2.76 3.20 -0.84 -0.92 19.96 15.00 

F10 99.39% 85.12% 1.40 2.74 0.11 -0.24 -0.46 3.66 

F11 83.21% 72.92% 2.23 2.88 -0.47 -0.75 9.98 13.95 

F12 83.77% 77.89% 2.32 2.63 -0.38 -0.21 8.91 4.42 

F13 80.57% 73.37% 2.60 2.90 -0.37 -0.43 5.83 9.15 

F14 76.18% 68.20% 2.56 2.90 -0.21 -0.27 6.83 7.50 

F15 69.55% 57.35% 2.71 3.50 0.58 -0.09 -10.17 0.52 
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 <3mm( 

face) 
<3mm (overall) 

RMSE 

(face) 

RMSE 

(overall) 
RMSE (face) diff RMSE (overall) diff <3mm (face) diff <3mm (overall) diff 

F16 83.87% 60.81% 2.24 3.54 -0.33 -0.40 7.42 13.43 

F17 79.39% 65.27% 2.53 3.43 -0.57 -0.83 11.57 13.88 

F18 77.46% 70.25% 2.45 3.19 0.08 -0.65 -6.51 7.18 

F19 55.87% 57.50% 3.51 4.58 -1.09 -0.68 21.63 9.42 

F20 68.84% 45.21% 3.17 4.38 -0.89 -0.55 13.38 6.37 

F21 42.43% 33.48% 4.78 4.61 -1.65 -1.03 24.96 20.57 

F22 82.16% 71.98% 2.18 3.03 -0.37 -0.40 15.14 8.09 

F23 53.57% 34.88% 3.25 4.08 -0.70 -0.99 22.08 28.91 

F24 58.94% 59.07% 3.67 3.55 -1.36 -0.64 24.56 15.21 

F25 47.04% 63.67% 3.82 3.15 -1.65 -0.86 39.11 19.34 

F26 62.79% 55.43% 3.70 4.07 -1.39 -0.61 21.83 11.30 

M 66.10% 62.83% 3.15 3.49 -0.92 -0.66 18.96 12.07 

SD 14.86% 10.78% 0.79 0.56 0.56 0.32 10.87 6.71 
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Supplementary Figure 1. Synthetic growth framework. Illustrates the synthetic growth framework on a 

single case only on the face. The facial signature at age A is calculated by subtracting the prototype at 

age A from the actual face at age A (panel a). The signature at each point on the face is visualised as a 

colour map. This shows the difference between the prototype and the face, projected onto the surface 

normals of the prototype. Red indicates points that are more outward in the individual, than the 

prototype, blue indicates points that are more inward. The scale of the colour maps is indicated by the 

colour bar in millimetres. This case has relatively prominent cheeks and a larger than average nose, 

indicated by red over these regions. This signature is then added onto the prototype at age B to predict 

the synthetically grown face (panel b). Error was then calculated as the difference between the actual 

face and the predicted face at age B and is visualised analogously to the signatures (panel c).   
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Supplementary Figure 2. Calculation of the caricaturing statistics. The prototype is located at 0. The 

predicted face at age B is located at 1. The actual face at age B is at the top of the figure. Calculating the 

amount of caricaturing is equivalent to 1) producing many caricatures by multiplying the facial signature 

by many different values, adding the multiplied signatures onto the prototype and then 2) finding the most 

similar caricature to the actual face at age B. Some example caricatures are plotted along the axis (c). 

Notice how the colours of the signature become deeper and the features of the face more exaggerated as 

you move along the axis. Finding the most similar caricature is illustrated by the dotted line. The case's 

value of c is the point at which this line intersects the axis. The signature correlation represents how well 

this caricature approximates the actual face at age B. This is illustrated by the angle between the axis 

and the arrow. Specifically, the angle in radians is arccos(r), where r is the signature correlation.  The 

scale of the colour maps is indicated by the colour bar in millimetres.  
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Supplementary Figure 3. The face region. This shows (in green) the region that was defined as the 'face' 

for the purpose of our analysis.  
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Supplementary Figure 4. Synthetic growth for all cases in the longitudinal sample. The first two columns 

show the actual images at age A and age B respectively. The third column shows the predicted face at age 

B. These are only shown if consent was obtained to show their images individually. The fourth column 

shows the difference between the predicted and actual image at age B, projected onto the surface normals 

at age B. Red indicates that the point was more outward in the predicted image than the real image. Blue 

indicates that the point was more inward. White indicates perfect accuracy. The fifth and sixth columns 

show the facial signatures at age A and age B projected onto the surface normals of the prototypes at age 

A and B respectively. Red indicates the point was more outward on the person than the prototype, blue 

indicates that the point was more inward. The scale of the colour maps is indicated by the colour bars in 

millimetres. 
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Supplementary Figure 4. Synthetic growth for all cases in the longitudinal sample. The first two columns 

show the actual images at age A and age B respectively. The third column shows the predicted face at age 

B. These are only shown if consent was obtained to show their images individually. The fourth column 

shows the difference between the predicted and actual image at age B, projected onto the surface normals 

at age B. Red indicates that the point was more outward in the predicted image than the real image. Blue 

indicates that the point was more inward. White indicates perfect accuracy. The fifth and sixth columns 

show the facial signatures at age A and age B projected onto the surface normals of the prototypes at age 

A and B respectively. Red indicates the point was more outward on the person than the prototype, blue 

indicates that the point was more inward. The scale of the colour maps is indicated by the colour bars in 

millimetres. 
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Supplementary Figure 4. Synthetic growth for all cases in the longitudinal sample. The first two columns 

show the actual images at age A and age B respectively. The third column shows the predicted face at age 

B. These are only shown if consent was obtained to show their images individually. The fourth column 

shows the difference between the predicted and actual image at age B, projected onto the surface normals 

at age B. Red indicates that the point was more outward in the predicted image than the real image. Blue 

indicates that the point was more inward. White indicates perfect accuracy. The fifth and sixth columns 

show the facial signatures at age A and age B projected onto the surface normals of the prototypes at age 

A and B respectively. Red indicates the point was more outward on the person than the prototype, blue 

indicates that the point was more inward. The scale of the colour maps is indicated by the colour bars in 

millimetres. 
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Supplementary Figure 4. Synthetic growth for all cases in the longitudinal sample. The first two columns 

show the actual images at age A and age B respectively. The third column shows the predicted face at age 

B. These are only shown if consent was obtained to show their images individually. The fourth column 

shows the difference between the predicted and actual image at age B, projected onto the surface normals 

at age B. Red indicates that the point was more outward in the predicted image than the real image. Blue 

indicates that the point was more inward. White indicates perfect accuracy. The fifth and sixth columns 

show the facial signatures at age A and age B projected onto the surface normals of the prototypes at age 

A and B respectively. Red indicates the point was more outward on the person than the prototype, blue 

indicates that the point was more inward. The scale of the colour maps is indicated by the colour bars in 

millimetres. 
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Supplementary Figure 4. Synthetic growth for all cases in the longitudinal sample. The first two columns 

show the actual images at age A and age B respectively. The third column shows the predicted face at age 

B. These are only shown if consent was obtained to show their images individually. The fourth column 

shows the difference between the predicted and actual image at age B, projected onto the surface normals 

at age B. Red indicates that the point was more outward in the predicted image than the real image. Blue 

indicates that the point was more inward. White indicates perfect accuracy. The fifth and sixth columns 

show the facial signatures at age A and age B projected onto the surface normals of the prototypes at age 

A and B respectively. Red indicates the point was more outward on the person than the prototype, blue 

indicates that the point was more inward. The scale of the colour maps is indicated by the colour bars in 

millimetres. 
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Supplementary Figure 5. Comparison of 'baseline' error to error obtained using synthetic growth. The 

first three columns are duplicated from Supplementary Figure 4 for easy reference. The fourth column 

shows the error using the image at age A to approximate the image at age B. The direction 

(inward/outward) of the error is not relevant here so only the absolute size of the error is shown, using a 

colour map beginning at zero. White indicates approximately zero error, black indicates greater error. 

The fifth column shows the absolute error when using the synthetically grown image to approximate the 

image at age B. The sixth column shows the subtraction of the error in the fourth column from the error 

in the fifth column. Blue indicates that the synthetically grown images improved on 'baseline' (error 

decreased) red indicates that error was increased by using the synthetically grown images. 
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Supplementary Figure 5. Comparison of 'baseline' error to error obtained using synthetic growth. The 

first three columns are duplicated from Supplementary Figure 4 for easy reference. The fourth column 

shows the error using the image at age A to approximate the image at age B. The direction 

(inward/outward) of the error is not relevant here so only the absolute size of the error is shown, using a 

colour map beginning at zero. White indicates approximately zero error, black indicates greater error. 

The fifth column shows the absolute error when using the synthetically grown image to approximate the 

image at age B. The sixth column shows the subtraction of the error in the fourth column from the error 

in the fifth column. Blue indicates that the synthetically grown images improved on 'baseline' (error 

decreased) red indicates that error was increased by using the synthetically grown images. 
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Supplementary Figure 5. Comparison of 'baseline' error to error obtained using synthetic growth. The 

first three columns are duplicated from Supplementary Figure 4 for easy reference. The fourth column 

shows the error using the image at age A to approximate the image at age B. The direction 

(inward/outward) of the error is not relevant here so only the absolute size of the error is shown, using a 

colour map beginning at zero. White indicates approximately zero error, black indicates greater error. 

The fifth column shows the absolute error when using the synthetically grown image to approximate the 

image at age B. The sixth column shows the subtraction of the error in the fourth column from the error 

in the fifth column. Blue indicates that the synthetically grown images improved on 'baseline' (error 

decreased) red indicates that error was increased by using the synthetically grown images. 
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Supplementary Figure 5. Comparison of 'baseline' error to error obtained using synthetic growth. The 

first three columns are duplicated from Supplementary Figure 4 for easy reference. The fourth column 

shows the error using the image at age A to approximate the image at age B. The direction 

(inward/outward) of the error is not relevant here so only the absolute size of the error is shown, using a 

colour map beginning at zero. White indicates approximately zero error, black indicates greater error. 

The fifth column shows the absolute error when using the synthetically grown image to approximate the 

image at age B. The sixth column shows the subtraction of the error in the fourth column from the error 

in the fifth column. Blue indicates that the synthetically grown images improved on 'baseline' (error 

decreased) red indicates that error was increased by using the synthetically grown images. 
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Supplementary Figure 5. Comparison of 'baseline' error to error obtained using synthetic growth. The 

first three columns are duplicated from Supplementary Figure 4 for easy reference. The fourth column 

shows the error using the image at age A to approximate the image at age B. The direction 

(inward/outward) of the error is not relevant here so only the absolute size of the error is shown, using a 

colour map beginning at zero. White indicates approximately zero error, black indicates greater error. 

The fifth column shows the absolute error when using the synthetically grown image to approximate the 

image at age B. The sixth column shows the subtraction of the error in the fourth column from the error 

in the fifth column. Blue indicates that the synthetically grown images improved on 'baseline' (error 

decreased) red indicates that error was increased by using the synthetically grown images. 
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Appendix E 

This appendix contains the pdf of: 

Muggli, E. et al. Association between prenatal alcohol exposure and craniofacial shape 

of children at 12 months of age. JAMA Paediatrics 171, 771-780, (2017). 

This paper was completed during my candidature and documents the association 

between maternal drinking behaviour and craniofacial shape in the AQUA database. I 

am dual first-author and contributed all image analysis, figures and the draft text of the 

methods sections relevant to the image analysis. I also contributed to revising the 

manuscript, especially the sections concerning image analysis.   

The article can be accessed online at: 

https://doi.org/10.1001/jamapaediatrics.2017.0778. 

 

 



Association Between Prenatal Alcohol Exposure
and Craniofacial Shape of Children at 12 Months of Age
Evelyne Muggli, MPH; Harold Matthews, BPsych(Hons); Anthony Penington, MDBS; Peter Claes, PhD;
Colleen O’Leary, PhD; Della Forster, PhD; Susan Donath, MA; Peter J. Anderson, PhD; Sharon Lewis, PhD;
Cate Nagle, PhD; Jeffrey M. Craig, PhD; Susan M. White, MBBS; Elizabeth J. Elliott, MD; Jane Halliday, PhD

IMPORTANCE Children who receive a diagnosis of fetal alcohol spectrum disorder may have a
characteristic facial appearance in addition to neurodevelopmental impairment. It is not well
understood whether there is a gradient of facial characteristics of children who did not
receive a diagnosis of fetal alcohol spectrum disorder but who were exposed to a range of
common drinking patterns during pregnancy.

OBJECTIVE To examine the association between dose, frequency, and timing of prenatal
alcohol exposure and craniofacial phenotype in 12-month-old children.

DESIGN, SETTING, AND PARTICIPANTS A prospective cohort study was performed from
January 1, 2011, to December 30, 2014, among mothers recruited in the first trimester of
pregnancy from low-risk, public maternity clinics in metropolitan Melbourne, Australia. A
total of 415 white children were included in this analysis of 3-dimensional craniofacial images
taken at 12 months of age. Analysis was performed with objective, holistic craniofacial
phenotyping using dense surface models of the face and head. Partial least square regression
models included covariates known to affect craniofacial shape.

EXPOSURES Low, moderate to high, or binge-level alcohol exposure in the first trimester or
throughout pregnancy.

MAIN OUTCOMES AND MEASURES Anatomical differences in global and regional craniofacial
shape between children of women who abstained from alcohol during pregnancy and
children with varying levels of prenatal alcohol exposure.

RESULTS Of the 415 children in the study (195 girls and 220 boys; mean [SD] age, 363.0 [8.3]
days), a consistent association between craniofacial shape and prenatal alcohol exposure was
observed at almost any level regardless of whether exposure occurred only in the first
trimester or throughout pregnancy. Regions of difference were concentrated around the
midface, nose, lips, and eyes. Directional visualization showed that these differences
corresponded to general recession of the midface and superior displacement of the nose,
especially the tip of the nose, indicating shortening of the nose and upturning of the nose tip.
Differences were most pronounced between groups with no exposure and groups with low
exposure in the first trimester (forehead), moderate to high exposure in the first trimester
(eyes, midface, chin, and parietal region), and binge-level exposure in the first trimester
(chin).

CONCLUSIONS AND RELEVANCE Prenatal alcohol exposure, even at low levels, can influence
craniofacial development. Although the clinical significance of these findings is yet to be
determined, they support the conclusion that for women who are or may become pregnant,
avoiding alcohol is the safest option.

JAMA Pediatr. doi:10.1001/jamapediatrics.2017.0778
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P renatal alcohol exposure (PAE) is a major preventable
cause of health and developmental problems in chil-
dren. It may cause irreversible damage to the brain, re-

sulting in fetal alcohol spectrum disorder (FASD), which is char-
acterized by learning difficulties, executive dysfunction,
impaired speech, motor problems, and behavior problems.1

Fetal alcohol spectrum disorder may affect 3% to 5% of
mainstream school-aged children, with many remaining
undiagnosed.2 Fetal alcohol syndrome (FAS) is diagnosed when
cognitive impairment occurs together with abnormalities of
growth and a characteristic facial phenotype. Diagnostic cri-
teria of FAS include short palpebral fissures, flat philtrum, and
thin upper lip,3 but the condition has also been associated with
midfacial and auricular anomalies.4 Detailed morphologic stud-
ies of the face have found a reduction in ear length and mid-
facial hypoplasia, evidenced by reduced midfacial depth and
flattening of the nasal bridge and malar regions and a reduc-
tion in the size of the neurocranium and face (reduced upper
facial width, head circumference, and total facial height), as
well as retrognathia and micrognathia (reduced bigonial
breadth), in individuals who received a diagnosis of partial FAS
and in individuals with heavy PAE who do not meet the diag-
nostic criteria for FASD.5-7 Furthermore, comparisons of the
physical characteristics of children with FASD and the physi-
cal characteristics of children without FASD have shown that
maternal drinking measures significantly correlated with fa-
cial dysmorphology, with higher levels of drinking predicting
higher dysmorphology scores.8-10 Together these findings sug-
gest a possible dose-related association between PAE and cra-
niofacial shape.

Most of the studies cited have used facial measurements,
which capture limited information and are prone to measure-
ment error, or used clinical examination, which may be
subjective. In 2013, Suttie and colleagues5 used objective,
spatially dense morphometric techniques to analyze
3-dimensional (3-D) photographs in a social setting in which
high alcohol intake is common. These techniques enable the
analysis of the whole facial surface and do not require subjec-
tive assessment. In their study, FAS and partial FAS pheno-
types were characterized by the difference between the aver-
age facial shape of control individuals and individuals with FAS
or partial FAS. They also performed a clustering analysis of in-
dividual faces and found that some children with heavy PAE
displayed anomalies consistent with FAS or partial FAS. Here,
we extend this work to examine the phenotype of children who
did not receive a diagnosis of FASD but who had lower levels
of PAE, by using a shape regression–based approach, which al-
lows us to control for covariates while comparing average faces
statistically.11

Methods
Study Population
Asking Questions About Alcohol in Pregnancy (AQUA) is a
population-based longitudinal study of the neurodevelop-
mental outcomes in children with PAE, with a focus on low to
moderate alcohol consumption.12 Participants are 1570 women

and their offspring, recruited in early pregnancy during a 12-
month period from July 25, 2011, to July 30, 2012, from low-
risk public maternity clinics in Melbourne, Australia. Three-
dimensional craniofacial images were captured at 12 months
from a subset of 517 participants. Included in this analysis are
the images of 415 white children whose mothers were not life-
time abstainers and for whom we have complete information
on all covariates. The AQUA study was approved by the
Human Research Ethics Committees of Eastern Health (E54/
1011), Mercy Health (R11/14), Monash Health (11071B), the Royal
Women’s Hospital (11/20), and the Royal Children’s Hospital
(31055A) in Melbourne, Australia. Mothers provided written
consent prior to image capture.

Measurement of Alcohol Exposure
Questionnaires were collected that had detailed information
on the quantity and frequency of alcohol consumption for the
3 months before pregnancy and for each trimester, including
the time prior to recognition of pregnancy. Frequency of drink-
ing and typical amount and type of alcoholic drink were com-
bined to provide a single-exposure measure for each stage of
pregnancy, expressed in grams of absolute alcohol (AA) and
using algorithms previously described.13-15

Exposure levels were low (≤20 g of AA per occasion and
≤70 g of AA per week), moderate (21-49 g of AA per occasion
and ≤70 g of AA per week), high (>70 g of AA per week), and
binge (≥50 g of AA per occasion).12 Mothers who were absti-
nent throughout pregnancy comprised the control group for
all analyses.

Analysis used a 3-tiered approach in which PAE tier 1 con-
sisted of children of women who drank any alcohol while preg-
nant. Tier 2 subdivided the exposure group into those with PAE
in the first trimester only and those with PAE throughout preg-
nancy. Tier 3 further subdivided the exposure group into low,
moderate to high, or binge-level drinking before becoming
aware of pregnancy and whether exposure occurred in the first
trimester only or throughout pregnancy.

Image Acquisition and Preprocessing
Medical photographers not involved in the analysis collected
3-D craniofacial images between January 8, 2013, and Febru-

Key Points
Question Is there an association between different levels of
prenatal alcohol exposure and child craniofacial shape at 12
months?

Findings This cohort study conducted an objective and sensitive
craniofacial phenotype analysis of 415 children, which showed an
association between prenatal alcohol exposure and craniofacial
shape at almost every level of exposure examined. Differences in
the midface and nose resemble midface anomalies associated with
fetal alcohol spectrum disorder.

Meaning Any alcohol consumption has consequences on
craniofacial development, supporting advice that complete
abstinence from alcohol while pregnant is the safest option; it
remains unclear whether the facial differences are associated
neurocognitive outcomes of prenatal alcohol exposure.
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ary 11, 2014, inclusive, within 2 weeks of the child’s first birth-
day, at the Royal Children’s Hospital in Melbourne, Australia.
Image acquisition was via the 3dMD 7-pod system (3dMD Corp),
which captures a 360° image of the head, including the face
and cranium. To ensure that images were unobscured by hair
and to capture the shape of the neurocranium, a tight-fitting
stocking was placed over the cranial vault. A neutral facial ex-
pression was not ensured at all times, and some images were
taken with the mouth open and others with the mouth closed.
Mouth position in the images was subsequently standardized
individually using a previously published method16 to en-
sure that each image had a neutral expression.

Craniofacial Measurement
Craniofacial measurement was undertaken by a researcher
(H.M.) blinded to the participants’ PAE group. To represent the
entire surface of the face, a spatially dense array of 69 587 points
on a template 1-year-old face (derived with bootstrapping17)
was automatically placed onto each target image by a 3-D
surface registration algorithm. This process gradually warps
the shape of the template into the shape of the target face,18,19

thus sampling each face at corresponding locations across
the entire surface. Each point configuration was made
symmetrical.17 The location, orientation, and size of all
point configurations were standardized using generalized
Procrustes analysis.20 Fitting of the template was performed
in Mevislab, a platform for medical image visualization and de-
veloping image processing algorithms (http://www.mevislab
.de), using custom-built modules developed at Katholieke
Universiteit Leuven, Leuven, Belgium.19

Covariates
Regression covariates included risk factors known to be, or that
could plausibly be, associated with craniofacial shape: child’s
sex, which is known to be associated with early craniofacial
dimorphism16; maternal age, a risk factor for malformations21;
and maternal smoking in pregnancy, a risk factor for malfor-
mations of the head and face.22 The child’s birth weight and
maternal prepregnancy body mass index were included
as factors potentially resulting in greater fat deposition around
the cheeks.

To gauge individual variation in alcohol metabolism, moth-
ers were asked how quickly they felt the effects of alcohol (very
slowly or slowly, normally, or very quickly or quickly). This vari-
able was considered as a potential modifier of any associa-
tion between PAE and craniofacial shape. Although the mea-
sure is subjective, self-perceived alcohol effects may serve as
a proxy variable, coding for unknown, complex, polygenic de-
terminants of alcohol metabolism.

Statistical Analysis
The distribution of PAE groups and covariates was described
using frequency counts and percentages if categorical, and
mean (SD) values if continuous. To test for a difference in cra-
niofacial shape between the control and each PAE group in each
tier, partial least squares regression models were fitted. Par-
tial least squares regression was chosen because the point con-
figurations are highly collinear and because there are more

point coordinates than observations (faces). All models in-
cluded PAE group (coded as control = 0 and PAE = 1) to model
the association with PAE. The predictors listed were con-
trolled for by including them in each partial least squares re-
gression model. A second analysis computed the same regres-
sion models to examine any association between craniofacial
differences and PAE, stratified according to self-perceived
alcohol effects.

At the global and regional level, the statistical association
that controlled for covariates (partial R2) was computed. Sta-
tistical significance was computed at the global level using a
permutation test with 1000 permutations.23(p278) P < .05 was
considered significant. Given that analysis of almost 70 000
points results in mean differences that vary across the face,
craniofacial anatomical differences associated with PAE at each
point were plotted using false colormaps, which show a ge-
neric face with each point indexed in color to the amount of
difference and highlighting which regions were more changed
or less changed.11,24 Partial R2, total anatomical difference, and
difference in lateral and vertical directions and depth were plot-
ted using separate colormaps.

For partial least squares regression and permutation test-
ing, we used a custom-written code (by H.M.) in the Python
programming language. The figures were generated using the
Mayavi 3D visualization library (http://code.enthought.com
/projects/mayavi/).

Results
The characteristics of the children included in the analysis are
summarized in Table 1. The cohort included 220 boys and 195
girls with a mean (SD) age of 363.0 (8.3) days at imaging. Of
the 326 children with PAE, 133 (40.8%) were exposed in the
first trimester only and 193 (59.2%) throughout the preg-
nancy.

Global and Regional Association
Between PAE and Craniofacial Shape
There was no significant association between PAE and cranio-
facial shape at the global level (Table 2). There were, how-
ever, regional mean differences in craniofacial shape of chil-
dren exposed to any alcohol (tier 1), regardless of whether PAE
occurred in the first trimester only or throughout pregnancy
(tier 2) (Figure 1). Regions of difference were concentrated
around the midface, nose, lips, and eyes. Directional visual-
ization showed that these differences corresponded to a gen-
eral recession of the midface (Figure 1; blue areas in the depth
section) and a superior displacement of points of the nose, es-
pecially the tip of the nose (Figure 1; red areas in the vertical
section), indicating a shortening of the nose and upturning of
the nose tip. This craniofacial phenotype was evident in both
tiers 1 and 2.

In tier 3, changes were most marked with moderate to
high PAE in the first trimester around eyes, midface, chin,
and parietal region and with binge-level PAE in the first tri-
mester around the lower lip. More important, a consistent
phenotype comprising a recessed midface and upturned
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nose was evident in all exposure categories except in those
with binge-level exposure in the first trimester only, where
the recession was confined to the chin (retrognathia).
Overall, point differences reached a maximum of 1.2 mm
between groups.

Stratified Regional Association
Between PAE and Craniofacial Shape
The partial least squares regression analysis was repeated,
stratified by maternal report of feeling the effects of alcohol
normally and very quickly or quickly (omitting those who

Table 1. Characteristics of Children With Craniofacial Images Included in Analysis

Characteristic
All Children
(N = 415)

PAE Tier 1 Categorizationa

P Valueb

Abstinent
(Control)
(n = 89)

Any
Alcohol
(n = 326)

Maternal, mean (SD)

Age, y 32.7 (4.0) 32.7 (4.0) 32.7 (4.0) .55

Prepregnancy BMI 24.7 (5.5) 25.8 (6.0) 24.4 (5.3) .02

Maternal smoking in pregnancy, No. (%)

No 361 (87.0) 81 (91.0) 280 (85.9) .20

Yes 54 (13.0) 8 (9.0) 46 (14.1)

Child birth weight, mean (SD), g 3518.6 (458.9) 3532.5 (448.5) 3514.8 (462.3) .37

Child’s sex, No. (%)

Male 220 (53.0) 46 (51.7) 174 (53.4) .78

Female 195 (47.0) 43 (48.3) 152 (46.6)

Child age, mean (SD), d 363 (8.3) 365 (8.4) 363 (8.3) .02

Maternal self-perceived alcohol effect, No. (%)

Very slowly or slowly 28 (6.7) 5 (5.6) 23 (7.1) .09

Normally 233 (56.1) 42 (47.2) 191 (58.6)

Very quickly or quickly 154 (37.1) 42 (47.2) 112 (34.4)

Alcohol exposure, No. (%)

PAE tier 2

Drank alcohol in T1 onlyc NA NA 133 (40.8) NA

Drank alcohol throughout pregnancy NA NA 193 (59.2) NA

PAE tier 3

Low in T1, abstinent in T2 and T3 NA NA 49 (15.0) NA

Moderate to high, in T1, abstinent
in T2 and T3d

NA NA 46 (14.1) NA

Binge in period before awareness
of pregnancy, abstinent in T2 and T3e

NA NA 38 (11.7) NA

Low in T1, low to moderate in T2
and/or T3

NA NA 39 (12.0) NA

Moderate to high in T1, any level
in T2 and/or T3f

NA NA 84 (25.8) NA

Binge in period before awareness
of pregnancy, low to moderate
in T2 and/or T3g

NA NA 70 (21.5) NA

Abbreviations: BMI, body mass index
(calculated as weight in kilograms
divided by height in meters squared);
PAE, prenatal alcohol exposure;
T1, first trimester; T2, second
trimester; T3, third trimester.
a The definition of the tiers is given in

the Measurement of Alcohol
Exposure subsection of the
Methods.

b Two-sample t test if continuous and
Pearson χ2 if categorical.

c A total of 115 mothers (86.5%)
drank only before awareness of
pregnancy.

d Includes 2 mothers (4.3%) who
drank at high levels.

e Includes 26 mothers (68.4%) with
infrequent or single binge episodes
totaling 70 g of absolute alcohol per
week or less and 7 mothers (18.4%)
with weekly binges totaling more
than 70 g of absolute alcohol per
week.

f Includes 24 mothers (28.6%) who
drank at high levels.

g Includes 34 mothers (48.6%) with
infrequent or single binge episodes
totaling 70 g of absolute alcohol per
week or less and 20 mothers
(28.6%) with weekly binges totaling
more than 70 g of absolute alcohol
per week.

Table 2. Global Association Between Prenatal Alcohol Exposure and Craniofacial Shape

Prenatal Alcohol Exposurea No.
Partial R2,
%b P Value

Tier 1

Drank alcohol while pregnant 326 0.3 .26

Tier 2

Drank alcohol in T1 only 133 0.5 .24

Drank alcohol throughout pregnancy 193 0.3 .47

Tier 3

Low in T1, abstinent in T2 and T3 49 0.8 .31

Moderate to high in T1, abstinent in T2 and T3 46 1.4 .06

Binge in period before awareness of pregnancy, abstinent in T2 and T3 38 0.5 .72

Low in T1, low to moderate in T2 and/or T3 29 0.8 .41

Moderate to high in T1, any level in T2 and/or T3 84 0.6 .37

Binge in period before awareness of pregnancy, low to moderate in T2 and/or T3 70 0.4 .70

Abbreviations: T1, first trimester;
T2, second trimester; T3, third
trimester.
a The definition of the tiers is given in

the Measurement of Alcohol
Exposure subsection of the
Methods.

b Compared with controls (ie,
abstinent throughout pregnancy).
Adjusted for maternal age,
prepregnancy body mass index,
smoking during pregnancy, child’s
sex, and birth weight.
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Figure 1. Regional Associations Between Prenatal Alcohol Exposure (PAE) and Craniofacial Shape
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reported feeling the effects of alcohol slowly or very slowly ow-
ing to small group numbers). For children of those who felt the
effects of alcohol normally, there was no significant global as-
sociation in any exposure category (Table 3). Overall, the cra-
niofacial phenotype was similar to that in the unstratified
analysis but was more pronounced in the stratum of mothers
who reported feeling the effect of alcohol very quickly or
quickly. There was also a significant association at the global
level in those who drank throughout in the tier 2 and tier 3
analyses (with the exception of the binge-level category). Re-
gional associations with PAE (Figure 2) reached a difference
of 1.6 mm in the forehead and midface in the stratum of moth-
ers who reported feeling the effect of alcohol very quickly or
quickly.

Association of Covariates With Craniofacial Shape
There were significant global differences in craniofacial shape
associated with maternal age, prepregnancy body mass in-
dex, children’s birth weight, and child’s sex. Maternal smok-
ing during pregnancy was not associated with craniofacial
shape at a global level. The tier 1 regression model showing
these associations is in eTable in the Supplement (global as-
sociations) and eFigure in the Supplement (regional associa-
tions).

Discussion
To our knowledge, this study is the first to examine the asso-
ciation between the face of the child and common patterns of
PAE, using objective, holistic methods of craniofacial pheno-
typing. A consistent association with craniofacial shape was
observed in almost all exposure groups, with differences con-
centrated on regions around the nose, eyes, upper lips, and
lower lips. Results indicate a mild midfacial recession sugges-

tive of subclinical hypoplasia and an upturning of the nasal tip
in those exposed to alcohol prenatally. This phenotype was evi-
dent even when drinking was at a low level and mothers ceased
alcohol consumption in the first trimester.

In the unstratified analysis, we observed the strongest
association with facial shape in children of mothers who
drank at moderate levels in the first trimester only. In the
stratified analysis, craniofacial differences were strongest in
children of mothers who said they felt the effects of alcohol
quickly, particularly if they continued drinking throughout
pregnancy and initially drank at moderate levels. The appar-
ent discrepancy between the 2 analyses may be because
fewer women who reported feeling the effects of alcohol
quickly drank throughout pregnancy.15 A higher proportion
of mothers who felt the effects of alcohol normally in those
exposure groups may have masked the association in the
unstratified analysis.

The PAE group with binge-level alcohol consumption com-
prised 50% to 70% of mothers with infrequent or single-
binge exposures, while in 20% to 30% of mothers, the binge
exposure occurred weekly or more often. This heterogeneity
may explain why we did not see a strong association between
binge-level PAE and craniofacial shape.

Facial abnormalities have previously been described in
children with PAE who do not meet diagnostic criteria for
FAS. Suttie et al5 analyzed 69 children whose mothers con-
sumed up to 13 standard drinks (14 g of AA) per week or
drank at binge levels and found that 28 children showed
patterns of facial anomalies similar to those seen in FAS or
partial FAS. These anomalies were also associated with
cognitive impairments. In their group comparisons, those
authors noted an elevation of the lower portion of the nose
in those with FAS, as well as smoothing of the philtrum,
reduced palpebral fissure length, midfacial hypoplasia, and
retrognathia. The only previous study to examine low levels

Table 3. Global Association Between Prenatal Alcohol Exposure and Craniofacial Shape, Stratified by Self-perceived Alcohol Effect

Prenatal Alcohol Exposurea

Self-perceived Alcohol Effectb

Normally Quickly or Very Quickly

No.
Partial R2,
%c P Value No.

Partial R2,
%c P Value

Tier 1

Drank alcohol while pregnant 191 0.3 .52 112 0.1 .12

Tier 2

Drank alcohol in T1 only 72 0.9 .37 55 0.7 .74

Drank alcohol throughout pregnancy 119 0.6 .45 57 2.9 .005

Tier 3

Low in T1, abstinent in T2 and T3 22 2.4 .14 26 1.3 .47

Moderate to high in T1, abstinent in T2 and T3 24 1.5 .38 19 2.5 .11

Binge in period before awareness of pregnancy, abstinent in T2 and T3 26 1.7 .26 10 2.6 .18

Low in T1, low to moderate in T2 and/or T3 18 1.5 .47 20 3.4 .04

Moderate to high in T1, any level in T2 and/or T3 58 1.3 .22 20 4.2 .006

Binge in period before awareness of pregnancy, low to moderate in T2 and/or T3 43 0.7 .80 17 2.6 .12

Abbreviations: T1, first trimester; T2, second trimester; T3, third trimester.
a The definition of the tiers is given in the Measurement of Alcohol Exposure

subsection of the Methods.
b Excluded from analysis are 28 images where mothers reported feeling the

effects of alcohol slowly or very slowly.
c Compared with controls (ie, abstinent throughout pregnancy). Adjusted for

maternal age, prepregnancy body mass index, smoking during pregnancy, and
child’s sex and birth weight.

Research Original Investigation Prenatal Alcohol Exposure and Craniofacial Shape of Children at 12 Months

E6 JAMA Pediatrics Published online June 5, 2017 (Reprinted) jamapediatrics.com

© 2017 American Medical Association. All rights reserved.

Downloaded From: http://jamanetwork.com/pdfaccess.ashx?url=/data/journals/peds/0/ on 06/05/2017

http://jama.jamanetwork.com/article.aspx?doi=10.1001/jamapediatrics.2017.0778&utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamapediatrics.2017.0778
http://jama.jamanetwork.com/article.aspx?doi=10.1001/jamapediatrics.2017.0778&utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamapediatrics.2017.0778
http://www.jamapediatrics.com/?utm_campaign=articlePDF%26utm_medium=articlePDFlink%26utm_source=articlePDF%26utm_content=jamapediatrics.2017.0778


Figure 2. Regional Associations Between Prenatal Alcohol Exposure (PAE) and Craniofacial Shape, Stratified by Self-perceived Alcohol Effect
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of PAE found that 66% of 79 newborns in the exposure group
had some facial abnormality.25 However, observed abnor-
malities were not objectively defined and assessed by
unblinded observers. Moreover, the weekly mean intake of
alcohol per trimester was reported retrospectively, and it is
not possible to know if there were spikes in consumption at
particular time points, including the first trimester and the
period before recognition of pregnancy. Our study has exam-
ined the association of low levels of PAE using a more rigor-
ous assessment of both face shape and alcohol consumption.
We show that certain aspects of the phenotype (upturning of
the nasal tip and midfacial hypoplasia) can be detected even
when the maximum number of standard drinks (10 g of AA)
did not exceed 7 per week and 2 per occasion. We did not
observe the classic diagnostic features for FAS of smooth
philtrum, reduced palpebral fissure length, and thin vermil-
lion of the upper lip; it is likely that these features emerge
only at higher levels of exposure.

During embryogenesis, facial bone and cartilage are de-
rived from the cranial neural crest. Sizing and positioning of
facial elements begins 17 to 18 days after fertilization and be-
fore most pregnancies are recognized.26 Evidence from mouse
studies shows that exposure to ethanol affects all stages of neu-
ral crest development, resulting in variation in craniofacial ap-
pearance, depending on the gestational timing of exposure. For
example, alcohol exposure at gestational day 7 (the 15th-17th
day in human development27) leads to severe midfacial hy-
poplasia, an elongated upper lip, and a deficient philtrum, while
exposure at day 8.5 causes mild midfacial hypoplasia, a short-
ened upper lip, and a preserved philtrum.28 We observed a
similar facial phenotype to that seen in animal models, par-
ticularly after first-trimester moderate PAE. Although it was
not possible to localize the timing of exposure as precisely as
in these animal studies, our findings confirm an association
between moderate PAE and facial shape in the first trimester
in humans, which is convergent with the animal evidence.

Even in children of mothers who drink heavily, facial
abnormalities associated with PAE are highly variable,5

which may reflect variation in the timing of exposure in the
first trimester or unmeasured risk factors. For example,
genetic variants in maternal and fetal alcohol metabolism
have been shown to influence the level of alcohol and/or its
toxic metabolites experienced by the fetus. Mendelian ran-
domization studies using the Avon Longitudinal Study of
Parents and Children predicted different patterns of PAE
and variable outcomes in offspring depending on several
variants in the alcohol dehydrogenase gene in the mother or
child (eg, ADH1B [OMIM 103720], predictive of reduced
alcohol consumption and associated with higher academic
achievement in offspring).29,30 Furthermore, regarding the
direct role of genes involved in alcohol metabolism in modi-
fying risk, evidence from laboratory studies using ethanol-
sensitive and ethanol-resistant chickens, mice, and zebra
fish provides insight into the multifactorial genetics of
ethanol-mediated cell signaling disruption and neural crest
apoptosis.31

We observed that children of mothers who reported feel-
ing the effects of alcohol quickly or very quickly exhibited larger

craniofacial differences in most exposure groups. We hypoth-
esize that this rate of feeling the effects of alcohol reflects ge-
netically determined variation in alcohol metabolism. The rate
of feeling the effects of alcohol may ultimately be clinically use-
ful to differentiate individuals with a greater susceptibility to
the effects of alcohol, conferring increased fetal vulnerabil-
ity, and may in part explain the heterogeneity of outcomes in
alcohol-exposed pregnancies and in FASD.

Craniofacial development closely corresponds to brain
induction and expansion, and, as such, characteristic facial
differences have been linked to brain abnormalities and
cognitive outcome in FASD.31 Correlative face-brain pheno-
types have been described in human and animal studies,
suggesting that the type and severity of brain abnormality
may be predicted in part by hypoplasia of the midface,28,32

and that the classic facial features of FASD (short palpebral
fissure, smooth philtrum, and thin upper lip) may assist in
identifying children at risk of developing neurobehavioral
deficits.5 Given that cognitive outcomes for the children in
our study have not yet been examined in this context, it is
as yet unknown if the craniofacial differences found are of
diagnostic or predictive value.

Strengths and Limitations
This study is a well-described cohort of mother-child dyads
with detailed PAE data and classification not available in many
other studies. The method of craniofacial phenotypic analy-
sis used in this study is the most objective and sensitive avail-
able, to our knowledge. Although the magnitude of the asso-
ciation was variable, we observed very similar anatomical
differences using almost every PAE categorization, which es-
sentially constitutes several replications of the findings and
demonstrates their robustness. A link between these facial
changes and brain structure and functioning remains to be in-
vestigated; in the meantime, we provide additional evidence
for an association between alcohol consumption and the de-
veloping fetus.

We did not observe the auricular anomalies previously
documented with low-level PAE in other studies.4 Owing to
the geometry of the multiple cameras used for imaging and the
anatomy of the ear, it was not possible to capture high-
quality images of the ear, and the analysis may have been ob-
scured by photographic noise in this region.

We postulate that the rate of feeling the effects of alcohol
is a proxy for metabolic factors influencing PAE and its asso-
ciation with facial shape, but have no direct measure such as
blood alcohol concentration or alcohol elimination rates to ex-
amine. Investigation of maternal and/or child allelic differ-
ences (genotypes) at specific genes associated with alcohol me-
tabolism or alcohol use behavior is under way.

Conclusions
The results of this study suggest that even low levels of alco-
hol consumption can influence craniofacial development of
the fetus and confirm that the first trimester is a critical pe-
riod. We observed aspects of a craniofacial phenotype with
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almost any level of PAE, something previously only docu-
mented following a high level of long-term alcohol exposure.
Although the clinical significance of our findings is yet to be

determined, these findings support the conclusion that, for
women who are, or may become pregnant, avoiding alcohol
is the safest option.
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