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ABSTRACT 

In 2007, the concept of rapid learning healthcare was proposed in the United States of 

America health system in a response to increasing healthcare costs. Its aim was to 

accelerate knowledge discovery through a systematic approach to integrating 

electronic medical records design with analysis infrastructure to rapidly and 

continuously assess health system performance. The delivery of healthcare is 

becoming increasingly performed and documented within the electronic domain, and 

large databases of healthcare-related information being created as a by-product. This 

has led to an unprecedented level of access to detailed and structured clinical data that 

could be used to accelerate research. In a rapid learning healthcare system, the high 

level of integration from electronic record to policy would ensure that each patient and 

each click of the mouse would drive innovation. 

 

The attraction of rapid learning was not to supplant the traditional clinical trial 

paradigm, but to augment its effectiveness with accelerated analysis of real-world 

outcomes. The rapid learning concept relied heavily on electronic medical records, 

administrative systems and disease registries as data sources to power analyses. 

 

Electronic health record penetrance in Australia has lagged that achieved in the USA, 

primarily because of financial assistance provided as part of the HITECH act in the 

USA. However, one exception is seen in oncology, where radiotherapy is exclusively 

prescribed electronically. Additionally, there has been a significant shift toward 

electronic chemotherapy prescribing due to the clinical risk associated with manual 

systems. Perhaps in oncology there is an opportunity to replicate the successes of data-

driven health research achieved elsewhere.  

 

The objective of the work contained in this thesis is to develop practical methods to 

expand and discover the infrastructure required to implement rapid learning health care 

in the Australian oncology context. Ultimately, the aim is to increase the quality and 

efficiency of medical care and research by harnessing novel information technology 

(IT) methods. In addition to leveraging existing secondary databases for health 

services research and creating high impact linkages with state-level cancer registries, 

advanced IT methods could also be used to automate manual data extraction tasks in 

a timely and cost-effective fashion. The integration of these methods into routine 

clinical practice has enormous implications for tracking patient care quality, and 

accelerating research by utilising all data by-products of health care.  

  



iv 

 

  



v 

 

DECLARATION 

 

 

 

 

 

 

 

 

 

This is to certify that: 

1. the thesis comprises only my original work towards the Doctorate except where 

indicated in the Preface, 

2. due acknowledgement has been made in the text to all other material used, 

3. the thesis is less than 100,000 words in length, exclusive of tables, maps, 

bibliographies and appendices. 

 

 

 

Signature:…………………………………………………. 

 

Dr Richard Khor 

20th June 2018  



vi 

 

  



vii 

 

PREFACE 

All of the work included in this thesis was conducted during enrolment for the degree, 

except for preliminary work to provisionally plan the paper “Patterns of retreatment 

with radiotherapy in a large academic centre”, that was conducted while awaiting the 

start of enrolment in the second university semester. No editorial assistance was 

employed in the preparation of this thesis. 

 

The following chapters consist of work presented in article format that is either 

published or under review in a peer-reviewed journal: 

 

• Chapter 4: Khor, R., et al. (2012). "Retreatment with radiation therapy at a 

large academic radiation oncology facility." Journal of Medical Imaging and 

Radiology Oncology 56: 226. Accepted for publication 28 March 2013. 

 

• Chapter 6: Ong, W. L., et al. (2017). "Patterns of health services utilization in 

the last two weeks of life among cancer patients: Experience in an Australian 

academic cancer center." Asia‐Pacific Journal of Clinical Oncology 13(6): 

400-406. Accepted for publication 8 April 2017. 

 

• Chapter10: Khor, R. C., et al. (2015). "Tolerability and outcomes of curative 

radiotherapy in patients aged 85 or more years." Med J Aust 202(3): 153-155. 

Accepted 23 September 2014. 

 

• Chapter 13: Khor, R., et al. (2013). "Automated smoking status extraction from 

free text: Adapting a system for use in the Australian context." Journal of 

Medical Imaging and Radiology Oncology 57: 148. Accepted 23 July 2013. 

 

• Chapter 15: Khor, R., et al. (2018). “Extracting tumour prognostic factors from 

a diverse electronic record dataset in genito-urinary oncology”. Accepted for 

publication in the International Journal of Medical Informatics 23 Oct 2018.  

 

My candidature was in part funded by the Hospira Withers Peters Fellowship, granted 

by the Royal Australian and New Zealand College of Radiologists.  



viii 

 

 

I was privileged to work with a number of colleagues who all helped to make our 

research successful and productive. All of the work contained within this thesis was 

my own work, except where indicated below: 

 

• “Retreatment with radiation therapy at a large academic radiation oncology 

facility”  

o RK and FF devised the study 

o RK designed the protocol with input from FF, MB, GD and SG 

o JT and CF provided specific domain expertise in radiotherapy coding 

practices 

o WR and MB extracted the data 

o MB performed statistical analysis 

o RK was responsible for write-up of the results for publication 

o RK submitted the manuscript 

o All authors gave feedback on the manuscript and editor remarks 

 

• “Tolerability and outcomes of curative radiotherapy in patients aged 85 or 

more” years RK and FF devised the study 

o RK designed the protocol with input from FF, GD, DB and KT 

o WR extracted the data 

o MB performed statistical analysis 

o HF was responsible for Cancer Registry linkage data 

o RK was responsible for write-up of results for publication 

o RK submitted the manuscript 

o All authors gave feedback on the manuscript and editor remarks 

 

• “Automated smoking status extraction from free text: Adapting a system for 

use in the Australian context”  

o RK and WY devised the study 

o RK designed the protocol with input from WY and MB 

o GD and FF gave advice on documentation practice at the hospital for 

the study period 



ix 

 

o WR extracted the data 

o WY and MB performed statistical analysis 

o RK was responsible for write-up of results for publication 

o RK submitted the manuscript 

o All authors gave feedback on the manuscript and editor remarks 

 

• “Patterns of health services utilization in the last two weeks of life among 

cancer patients: Experience in an Australian academic cancer center”  

o RK and FF devised the study 

o RK designed the protocol with input from FF, GD, DB, MB, PT, and 

WO 

o MB extracted the data and performed statistical analysis 

o JT gave specialist advise on radiotherapy data structure 

o RK and WO were responsible for write-up of results for publication 

o WO submitted the manuscript 

o All authors gave feedback on the manuscript and editor remarks 

 

 

• “Extracting tumour prognostic factors from a diverse electronic record dataset 

in genito-urinary oncology”  

o RK devised the study as part of a successful grant application 

o RK designed the study protocol with input from AN and JO 

o GD and FF gave advice on documentation practice at the hospital for 

the study period 

o RK, GK, JS, DC and SN performed document annotation 

o RK performed adjudication for disagreements to form the gold standard 

annotation set 

o AN and JO performed algorithm development and evaluation 

o RK was responsible for write-up of results for publication 

o RK submitted the manuscript 

o All authors gave feedback on the manuscript and editor remarks 

 

  



x 

 

Legend of co-authors (Alphabetical order) 

Abbreviation Name  

AN Anthony Nguyen 
 

CP Claire Fitzpatrick 
 

DB David Ball 
 

DC David Chang 
 

FF Farshad Foroudi 
 

GK Gargi Kothari 
 

GD Gillian Duchesne 
 

HF Helen Farrugia 
 

JT Jo Tedesco 
 

JO John O'Dwyer 
 

JS Joseph Sia 
 

KT Keen Hun Tai 
 

MB Mathias Bressel 
 

PT Phillip Tran 
 

SG Suki Gill 
 

SN Sweet Ping Ng 
 

WY Wai Kuan Yip 
 

WO Wee Loon Ong 
 

WR William Rose 
 

 



xi 

 

ACKNOWLEDGMENTS 

Firstly, I would like to thank my supervisors, Professor Gillian Duchesne and 

Associate Professor Farshad Foroudi. When I first undertook the Health Services 

Fellowship in 2012, I had no idea the amount of work ahead of me, nor what I could 

learn with your mentorship and guidance. Without your support and tireless draft 

reviewing, it is possible that this thesis would never have seen the light of day. Thank 

you for taking me on as a student when you both had such significant challenges in 

your professional and personal lives. 

 

During my time at Peter MacCallum Cancer Centre, I was privileged to work with the 

Health Services focus group, instigated by A/Prof. Foroudi. This diverse team of 

practitioners, analysts, and health information experts helped me understand the 

complex databases and its significance.  

 

Helen Farrugia at the Victorian Cancer Registry was instrumental in supporting our 

hospital-registry database linkage, which at the time had not been attempted. Without 

her team much of the research would not have been possible. 

 

To my family, which has grown so much since I started this degree, thank you for 

putting up with me over the years of study, and always welcoming me home with the 

biggest smiles, despite the time, or how dishevelled I would look. 



xii 

 

  



xiii 

 

 

TABLE OF CONTENTS 
ABSTRACT ....................................................................................................................................................... III 
DECLARATION .................................................................................................................................................. V 
PREFACE ........................................................................................................................................................ VII 
ACKNOWLEDGMENTS ..................................................................................................................................... XI 
TABLE OF CONTENTS ..................................................................................................................................... XIII 
LIST OF TABLES ............................................................................................................................................... XV 
LIST OF FIGURES ............................................................................................................................................. XV 

 BACKGROUND ........................................................................................................................................ 1 
1.1 CANCER IS A GROWING SOCIETAL CONCERN, AND COSTS ARE INCREASING .................................................................... 1 
1.2 WEAKNESSES OF THE CURRENT RESEARCH PARADIGM ............................................................................................ 1 
1.3 BENEFITS OF SECONDARY AND LINKED DATABASES ................................................................................................ 2 
1.4 EXAMPLES OF RESEARCH DATABASES BASED UPON SECONDARY DATABASES ................................................................. 4 
1.5 WHAT SIMILAR DATABASES EXIST IN AUSTRALIA? ................................................................................................ 5 
1.6 NEW COMPUTING METHODS COULD VALUE-ADD TO EXISTING RESOURCES ................................................................... 7 
1.7 RAPID LEARNING HEALTHCARE MOVEMENT PROVIDED A FRAMEWORK FOR DEVELOPMENT OF CAPACITY IN THE USA .............. 8 
1.8 SUMMARY .............................................................................................................................................. 10 

 CONTEXT OF HEALTH SERVICES RESEARCH AT PETER MACCALLUM CANCER CENTRE AND IMPLEMENTING 
A HEALTH SERVICES RESEARCH PROGRAMME ................................................................................................ 11 
2.1 SYNOPSIS: ............................................................................................................................................... 11 
2.2 THE IMPORTANCE OF HEALTH SERVICES RESEARCH DATA ....................................................................................... 11 
2.3 LOCAL CONTEXT: HEALTH SERVICES RESEARCH AT PETER MACCALLUM CANCER CENTRE ............................................... 13 
2.4 GOALS OF THE HEALTH SERVICES RESEARCH FELLOWSHIP: .................................................................................... 14 
2.5 CATALOGUE OF HEALTH SERVICES RESOURCES ................................................................................................... 15 
2.6 ACTIONS ARISING FROM THIS CHAPTER ............................................................................................................ 19 
2.7 CONTEXT FOR SUBSEQUENT CHAPTERS ............................................................................................................ 19 

 PATTERNS OF RETREATMENT WITH RADIOTHERAPY ............................................................................. 21 
3.1 CONTEXT ................................................................................................................................................ 21 
3.2 CURRENT ESTIMATES OF RETREATMENT RATE .................................................................................................... 22 
3.3 BRIEF STUDY DESIGN ................................................................................................................................. 23 
3.4 SUMMARY OF FINDINGS .............................................................................................................................. 24 
3.5 STUDY LIMITATIONS ................................................................................................................................... 25 
3.6 SIGNIFICANCE........................................................................................................................................... 26 
3.7 PUBLICATIONS ARISING FROM THIS WORK ........................................................................................................ 27 

 PATTERNS OF RETREATMENT WITH RADIOTHERAPY IN A LARGE ACADEMIC CENTRE ........................... 29 
 HEALTH SERVICES UTILISATION AT THE END OF LIFE AND POTENTIALLY FUTILE THERAPY ..................... 37 

5.1 CONTEXT ................................................................................................................................................ 37 
5.2 LITERATURE REVIEW OF HEALTH SERVICES UTILISATION AT THE END OF LIFE ................................................................ 37 
5.3 BRIEF STUDY DESIGN ................................................................................................................................. 39 
5.4 SUMMARY OF FINDINGS .............................................................................................................................. 41 
5.5 STUDY LIMITATIONS ................................................................................................................................... 41 
5.6 SIGNIFICANCE........................................................................................................................................... 42 
5.7 PUBLICATIONS ARISING FROM THIS WORK ........................................................................................................ 42 

 PATTERNS OF HEALTH SERVICES UTILIZATION IN THE LAST TWO WEEKS OF LIFE AMONG CANCER 
PATIENTS:  EXPERIENCE IN AN AUSTRALIAN ACADEMIC CANCER CENTER ...................................................... 43 

 SUMMARY OF CHAPTERS 3 THROUGH 6 ............................................................................................... 51 
7.1 SUMMARY OF KNOWLEDGE .......................................................................................................................... 51 
7.2 METHODOLOGICAL ISSUES IDENTIFIED FROM WORK IN CHAPTERS 3 THROUGH 6 ......................................................... 51 
7.3 RECOMMENDATIONS FOR IMPLEMENTING HEALTH SERVICES RESEARCH PROGRAMMES ................................................. 53 

 THE ROLE OF CANCER REGISTRY DATA IN FACILITATING MEDICAL RESEARCH ....................................... 55 
8.1 SYNOPSIS: ............................................................................................................................................... 55 
8.2 CREATING A FRAMEWORK FOR FUTURE RESEARCH PROJECTS USING REGISTRY DATA ..................................................... 55 
8.3 VICTORIAN CANCER REGISTRY AND DATABASE LINKAGE ....................................................................................... 56 
8.4 ACTIONS UNDERTAKEN ............................................................................................................................... 57 
8.5 PERFORMING THE VCR-PMCC DATABASE LINKAGES .......................................................................................... 61 
8.6 INITIAL VALIDATION PROJECT LINKAGE RESULTS USING A PILOT PROJECT .................................................................... 63 
8.7 SIGNIFICANCE AND APPLICATIONS .................................................................................................................. 65 

 OUTCOMES OF ELDERLY PATIENTS WITH RADIOTHERAPY ..................................................................... 67 
9.1 CONTEXT ................................................................................................................................................ 67 
9.2 REVIEW OF OUTCOMES OF RADIOTHERAPY IN THE “OLDEST OLD” ............................................................................ 67 



xiv 

 

9.3 BRIEF STUDY DESIGN .................................................................................................................................. 69 
9.4 SUMMARY OF FINDINGS .............................................................................................................................. 70 
9.5 STUDY LIMITATIONS ................................................................................................................................... 73 
9.6 SIGNIFICANCE .......................................................................................................................................... 73 
9.7 PUBLICATIONS ARISING FROM THIS WORK ........................................................................................................ 74 
9.8 SUMMARY AND RECOMMENDATIONS FROM CHAPTERS 8 AND 9 ............................................................................ 75 

 TOLERABILITY AND OUTCOMES OF CURATIVE RADIOTHERAPY IN PATIENTS AGED 85 YEARS OR MORE 77 
 ADVANCED COMPUTING TECHNIQUES TO VALUE-ADD EXISTING ELECTRONIC RECORDS IN RESEARCH. 81 

11.1 SYNOPSIS: ............................................................................................................................................ 81 
11.2 THE CASE FOR COMPUTER-ASSISTED DATA EXTRACTION IN CLINICAL CARE AND RESEARCH WORKFLOWS ........................... 81 
11.3 NATURAL LANGUAGE PROCESSING ENABLES HIGH THROUGHPUT CLINICAL PHENOTYPING ............................................ 87 
11.4 FEASIBILITY OF NLP ON THE MEDICAL RECORD ................................................................................................ 87 
11.5 CONTEXT FOR FOLLOWING CHAPTERS ........................................................................................................... 90 
11.6 ACTIONS ARISING FROM THIS CHAPTER: ........................................................................................................ 90 

 FEASIBILITY OF EXTRACTING SMOKING STATUS FROM NARRATIVE TEXT .............................................. 91 
12.1 CONTEXT .............................................................................................................................................. 91 
12.2 BACKGROUND AND LITERATURE REVIEW ........................................................................................................ 92 
12.3 BRIEF STUDY DESIGN ................................................................................................................................ 93 
12.4 SUMMARY OF FINDINGS ........................................................................................................................... 95 
12.5 STUDY LIMITATIONS ................................................................................................................................ 95 
12.6 SIGNIFICANCE ........................................................................................................................................ 96 
12.7 PUBLICATIONS ARISING FROM THIS WORK ...................................................................................................... 96 

 PRACTICAL IMPLEMENTATION OF AN EXISTING SMOKING DETECTION PIPELINE AND REDUCED SUPPORT 
VECTOR MACHINE TRAINING CORPUS REQUIREMENTS ................................................................................. 97 
13.1 ABSTRACT ............................................................................................................................................ 98 
13.2 MANUSCRIPT ........................................................................................................................................ 99 
13.3 RESULTS ............................................................................................................................................. 101 
13.4 DISCUSSION ........................................................................................................................................ 103 
13.5 CONCLUSION: ...................................................................................................................................... 104 

 FEASIBILITY OF EXTRACTING TUMOUR STAGE MENTIONS FROM NARRATIVE TEXT IN GENITO-URINARY 
CANCERS ...................................................................................................................................................... 105 
14.1 CONTEXT ............................................................................................................................................ 105 
14.2 LITERATURE REVIEW OF AUTOMATED STAGE EXTRACTION FROM THE CLINICAL RECORD ............................................. 105 
14.3 BRIEF STUDY DESIGN ............................................................................................................................. 108 
14.4 SUMMARY OF FINDINGS ......................................................................................................................... 110 
14.5 STUDY LIMITATIONS .............................................................................................................................. 113 
14.6 SIGNIFICANCE ...................................................................................................................................... 114 
14.7 PUBLICATIONS ARISING FROM THIS WORK .................................................................................................... 114 

 EXTRACTING TUMOUR PROGNOSTIC FACTORS FROM A DIVERSE ELECTRONIC RECORD DATASET IN 
GENITO-URINARY ONCOLOGY ...................................................................................................................... 115 
15.1 ABSTRACT .......................................................................................................................................... 116 
15.2 INTRODUCTION .................................................................................................................................... 116 
15.3 MATERIALS AND METHODS ...................................................................................................................... 117 
15.4 RESULTS ............................................................................................................................................. 121 
15.5 DISCUSSION ........................................................................................................................................ 124 

 SUMMARY OF CHAPTERS 12 THROUGH 15 ......................................................................................... 128 
16.1 SUMMARY OF KNOWLEDGE ..................................................................................................................... 128 
16.2 METHODOLOGICAL ISSUES IDENTIFIED FROM WORK IN CHAPTERS 12 THROUGH 15 ................................................. 128 
16.3 THE RISE IN MACHINE LEARNING AND ARTIFICIAL INTELLIGENCE IS A DISRUPTOR IN HEALTHCARE .................................. 129 
16.4 RECOMMENDATIONS FOR PERFORMING NATURAL LANGUAGE PROCESSING RESEARCH AND IMPLEMENTING NLP IN OPERATIONAL 

DOMAINS 131 
 BUILDING BLOCKS TOWARD RAPID LEARNING HEALTHCARE IN AUSTRALIA ........................................ 134 

17.1 SYNOPSIS ........................................................................................................................................... 134 
17.2 RAPID LEARNING HEALTHCARE INFRASTRUCTURE IN AUSTRALIA ......................................................................... 134 
17.3 CONTRIBUTIONS OF THIS THESIS TO BUILDING RAPID LEARNING INFRASTRUCTURE ................................................... 135 

 REFERENCES ....................................................................................................................................... 136 
 

  



xv 

 

LIST OF TABLES 

Table 2.1 Catalogue of data assets at Peter MacCallum Cancer Centre .................... 16 

Table 3.1 Radiotherapy retreatment data ................................................................... 22 

Table 8.1 Outcomes research in Follicular Lymphoma utilising ConCORD linkage 66 

Table 9.1. Papers examining the tolerability of radiotherapy in the oldest old ......... 69 

Table 9.2 Survival estimates at different time point according to CCMI .................. 72 

Table 12.1 i2b2 Smoking Challenge 2006 best results .............................................. 92 

Table 12.2 System performance, and results of support vector machine (SVM) 

retraining using 10-fold validation ............................................................................ 95 

Table 14.1F-measure performance on development and validation set for prognostic 

features and document types .................................................................................... 112 

Table 15.1 F-measure of annotators (A1-5) compared to gold standard dataset ..... 122 

Table 15.2 F-measure performance on development and validation set for prognostic 

features and document types .................................................................................... 122 

 LIST OF FIGURES 

Figure 3.1 Travel time from Victorian postcode centroid to East Melbourne site .... 25 

Figure 8.1 Concord Linkage Project Schema ............................................................ 59 

Figure 8.2 Concordance of hospital death date (HOS) with VCR date (VCR) ......... 62 

Figure 8.3 Schema for initial assessment of registry and hospital concordance ....... 64 

Figure 9.1 Cumulative incidence curves cause of death assuming competing events 

measured from the date of the first treatment ............................................................ 71 

Figure 9.2 Overall survival measured from the first treatment according to CCMI . 72 

Figure 11.1 Common clinical data of interest in clinical research ............................ 83 

Figure 12.1 The algorithm used for smoking status detection ................................... 93 

Figure 13.1 Feature frequency by word category .................................................... 102 

Figure 14.1 Schema of automated staging project ................................................... 109 



xvi 

 

  



1 

 

 BACKGROUND 

1.1 Cancer is a growing societal concern, and costs are increasing 

Cancer is a major health problem faced by Australians and considered a national health 

priority by the NHMRC. In 2010, cancer was the leading cause of mortality in 

Australia, accounting for 30.2% of all mortality.(1) The burden of cancer is projected 

to grow over time, due to an ageing population, and increasing numbers of cancer 

diagnoses(2, 3).  

 

Cancer care costs are rising out of proportion with the number of cancer diagnoses, 

and also higher than inflation.(4) In 2008, the Australian Institute of Health and 

Welfare produced a report projecting the changes in healthcare expenditure over the 

next twenty years.(3) The report estimated that annualised spending on cancer would 

double from 5.1bn in 2012 to 10.1bn in 2032. More worryingly, whole system health 

expenditure would rise from 9.1% of the national gross domestic product (GDP) to 

12.3% in the same period. This is due to increasing numbers of new treatments and 

treatment indications(5), rising costs of systemic therapy due to the targeted therapy 

paradigm(6), and the proliferation and incremental improvements of high tech cancer 

imaging and cancer treatments. As such, it is critical that we develop efficient means 

of incorporating and automating evaluation of costs and efficacy into our daily clinical 

practice.  

1.2 Weaknesses of the current research paradigm 

The cornerstone of the evidence-based medicine paradigm is the randomised 

controlled trial (RCT). These comparative trials seek to determine the efficacy of a 

novel intervention relative to standard treatment by minimising known biases through 

the randomisation process and strictly defined trial structures. Randomisation may not 

always be appropriate for all interventions, for example in the study where the 

expected event rate is very low or occurs in the distant future, or when the act of 

randomisation could influence the trial outcome.(7) Randomised trials are also 

restrictive by nature, and external validity should always be assessed; for example, as 
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low as 4% of “real world” patients would have been included in certain well known 

RCTs.(8)  

 

Current non-disruptive technology iteration is characterised by incremental 

optimisations to existing techniques that are unlikely to yield overwhelming benefits. 

Incremental improvement is consequently harder to detect within the framework of a 

traditional randomised trial. Furthermore, by the time such a randomised trial could be 

conceived, activated, completed and analysed, further iterations have been 

implemented. Thus, lead time is a significant disadvantage to a highly structured RCT-

based research strategy.  

 

Prostate cancer provides a poignant example given the long natural history of the 

disease. A landmark randomised trial demonstrated a modest survival benefit in adding 

radiotherapy to the previous gold standard therapy, hormone therapy, amounting to a 

10% survival benefit at 7 years.(9) Warde began recruitment in 1995, completed in 

2005, accruing 1200 patients. Results were initially published in 2011. The overall 

lead-time from study commencement to dissemination of results in the peer reviewed 

domain was 16 years, not including the time taken to develop the study. This trial 

assessed the benefit of adding a whole treatment modality and found a modest survival 

benefit. Trials that assess smaller incremental improvements would need much larger 

numbers to be potent.  

 

Thus, the current research methodology is inefficient in assessing the impact of many 

modern cancer therapies. Newer paradigms of assessment will need to incorporate 

advances in technology and recordkeeping to ensure relevance. 

1.3 Benefits of secondary and linked databases 

Secondary databases contain information collected for another purpose, which could 

be linked to other similar databases to answer contemporary clinical questions. As 

early as 1913, the concept of assessing quality and efficiency as well as outcomes was 

proposed by Codman.(10) More recently, the availability of computerised 

administrative (secondary) databases has made it possible to examine questions 

surrounding effectiveness, rather than purely efficacy. This is most evident in 
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oncologic medicine, where escalating costs of cancer therapy are a topical issue.(11, 

12) 

 

The comprehensive integration of Health Information Technology (HIT)  into 

oncology care delivery provides significant benefits (access, speed, automation) in 

performing research involving large databases of patients.(13) The rationale for 

prioritising the use of secondary databases is based upon the pervasiveness of such 

databases within routine care, including: 

• Computerised physician order entry (CPOE) of chemotherapy regimens 

• Radiation therapy “record and verify” systems are used to computerise 

radiotherapy procedures 

• Inpatient admissions are coded with disease status for funding purposes 

• Tumour registries already track cancer diagnoses and achieved outcomes 

• Costs of care are meticulously tracked to inform reimbursement 

 

These data are routinely captured and archived electronically during day-to-day patient 

care. Additionally, clear guidelines often exist, upon which to base quality and 

performance measures that could be constructed to include data from secondary 

databases. 

 

Some endpoints, such as payer costs, were one of the first endpoints to be captured in 

electronic form, driven by financial interests. The use of costing data, combined with 

health outcomes, are used in comparative effectiveness research, with the ultimate aim 

of “assisting consumers, clinicians, purchasers, and policy makers to make informed 

decisions that will improve health care at both the individual and population 

levels.”(14) Other data, such as radiotherapy data, are generated because radiotherapy 

treatments are almost all planned and delivered by computer controlled devices. 

Finally, other data are collected to satisfy government-mandated reporting 

requirements that are submitted in electronic format.  

 

More broadly, there are various population-level sources for diagnostic and mortality 

data in the form of tumour registries, such as the Victorian Cancer Registry (VCR). 

These two types of databases are complimentary, because cancer diagnoses are 
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difficult to reliably document as patients can be diagnosed in the community before 

referral for secondary or tertiary care. Secondarily, patient outcomes such as survival 

may not be recorded accurately if the terminal event occurred outside of hospital. 

 

By aggregating data from secondary databases, a complete picture of patient care from 

diagnosis, treatment and outcome can be reconstructed. This product database can 

subsequently be used to power meaningful research, which reflects the outcomes 

achieved in the real world. Additionally, health system efficiency gains are necessary 

to curb increasing expenditure. Although utilising secondary databases for research 

will not supplant prospective trials as the primary evidence “engine”, we are perhaps 

obliged to utilise all products of the health system for research, including its data 

product. 

1.4 Examples of research databases based upon secondary databases 

The availability of electronic systems has vastly increased the scope of clinical cancer 

registries.  Perhaps the most well-known example is the US-based Surveillance, 

Epidemiology and End Results (SEER) Program, which captures outcomes at a 

population level. This database includes data from over 28% of all citizens in the 

USA.(15) It also contains tumour incidence, survival and cause of death data, linking 

SEER Program tumour registries to Medicare billing data and patient survival data 

from the National Center for Health Statistics. This program is increasingly used in 

cancer outcomes research, notably to document observed differences in treatments 

which are difficult to study in a randomised trial. There is also a clear distinction 

between ‘real world’ outcomes and those derived from the tightly prescribed confines 

of a clinical trial. A contemporary example can be observed in the treatment of 

localised prostate cancer in the USA, where the use of a new high-cost technique, 

proton therapy, has increased rapidly despite lack of any positive randomised data. 

Although advantages do exist in potentially reducing toxicity(16), astronomical capital 

investments are required compared to non-proton-based systems – a cost which is 

passed on to consumers and healthcare insurers. In 2005 alone, proton therapy 

accounted for a $350M increase in healthcare expenditure in the USA (12). This has 

been largely attributed to direct-marketing of this technology to the general public.(17) 

Recently, a comparative-effectiveness research study using the SEER database in 

found that popular but expensive proton-based therapy may provide inferior disease 
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control despite improvement in several toxicity domains for localised prostate 

cancer.(17) This is a valuable insight into the effectiveness of proton therapy. 

Although one randomised trial has been published regarding efficacy, this trial 

randomised patients to radiotherapy with or without a proton therapy boost(18), rather 

than equivalent doses of radiotherapy and proton therapy. A randomised trial 

comparing equivalent treatments in this circumstance has not been activated despite 

the treatment being commercially available for over a decade.  

 

The British Columbia  Cancer Registry(BCCR) facilitates outcomes research at a 

province level.(19) This has been utilised in a wide variety of settings to document the 

effectiveness and healthcare quality. Specific examples exist in evaluation of new 

chemotherapies in lymphoma(20), and to provide information on the incidence of 

second malignancies after cancer therapy(21), refine epidemiologic risk factors for 

cancer(22) and validate cancer outcome prediction tools.(22) 

 

The Quality Enhancement Research Initiative (QUERI) program is a USA initiative 

led by the Veterans Health Administration, which seeks to integrate quality 

improvement and research into the healthcare provision to returned servicemen. This 

is a population of citizens who typically experience a higher comorbidity load and 

lower socioeconomic status, resulting in poorer health outcomes. Research published 

by this organisation suggests that improvement in processes, aggressive screening and 

prevention for chronic illness, and a focus on quality factors may improve outcomes 

of patients.(23) The use of multiple database linkages and novel statistical techniques 

demonstrated that outcomes in colon and lung cancer are equivalent or exceed those 

who received treatment in the public sector, despite a significantly less healthy veteran 

population.  

1.5 What similar databases exist in Australia? 

The Australian healthcare model holds both similarities and differences to that of the 

United States. One advantage is that a government body funds much of the medical 

care provided in Australia. Theoretically, this allows for the claims data to be accessed 

in a similar way to the SEER-Medicare database. Australia also maintains incident 

cancer registries and tracks important healthcare incidents such as hospital admissions. 
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Cause of death data are also categorised at a national level, although the veracity of 

coding falls to the individual certifying death. 

 

Despite the presence of such rich and pervasive electronic databases, no SEER-

equivalent database exists in Australia. While the NHMRC has committed to 

encouraging sharing for research it funds, this does not extend to secondary databases, 

which are often maintained by government administrators for reporting purposes.(24) 

This lack of an established and accepted framework for performing research from 

secondary databases presents distinct challenges that will need to be addressed to 

achieve parity with other developed nations.  

 

The lack of an established national scheme to aggregate epidemiologic and cancer 

treatment data has led some to forge their own small enclaves of co-operative research. 

The Queensland Cancer Control Analysis Team (QCCAT) maintains a collaborative 

research database called the Queensland Oncology Repository (QOR).(25) The QOR 

includes registry level diagnosis and survival data, as well as detailed treatment data 

from a number of hospital stakeholders and healthcare providers. This is an excellent 

resource for cancer researchers in Australia. However, as data reporting is obviously 

voluntary, there are significant gaps in the coverage achieved by this approach. For 

example, although the database was established in 2000, and is still active today, many 

contributors have only released data inclusive of 2008. As members are added and are 

dropped from QOR, the danger is that individual patient data will be segmented, 

creating a “mosaic” of data that may be of insufficient quality to include in a peer-

reviewed publication.  

 

Another model of data access is the federated approach taken by organisations such as 

Biogrid.(26) This is an innovative approach that allows organisations to pledge data to 

a larger dataset, without having to upload all of the data to Biogrid servers. Biogrid 

facilitates researchers accessing de-identified data by establishing a unique identifier 

for each contributed patient record based upon a once-off transfer of identifiable 

information upon registration. The unique identifier is provided back to the 

contributing institute to service incoming data requests. Thus, when a query is sent by 

an authorised researcher, only the unique identifier is exposed to the researcher. The 
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unique identifier is used to query the target institution database, so that identifiable 

information is only communicated once in the entire process.  Data contributed to 

Biogrid predominantly consists of tumour-specific, manually curated datasets. These 

datasets are highly detailed clinical datasets created for research purposes but are not 

ideal for studying health services topics. The specific nature of its datasets (and the 

absence of broadly applicable health service data) also limits its ability to attract other 

collaborators. If linked with state-level or mandatory-reported datasets, Biogrid data 

could be extremely useful. 

 

The value of health services and outcomes research to guide further healthcare 

expenditure and research efforts is recognised as integral to the future of medical 

research. Database linkage programs such as this are consequently listed as a priority 

of Victoria’s Cancer Action Plan 2008-2011.(27) This thesis consists of a number of 

studies powered by linkage of two very large databases to provide health services and 

outcomes research data on cancer patients in Victoria. The scope of these sub-studies 

could not be realized without these valuable information resources. Looking forward 

and the research output of these studies and methodology and linkages that have been 

developed will be relevant in planning the future of Australia’s oncology services and 

targeting of research priorities. Building capacity for health data-driven research in 

Australia that leverages our unique health system is critical in improving quality and 

efficiency. Failing to do so would place us further behind countries such as the United 

States and United Kingdom who have invested heavily in these areas.  

1.6 New computing methods could value-add to existing resources 

The methods above aggregate treatment data and hard clinical outcomes such as 

survival from secondary databases and cancer registries. Other endpoints of interest 

such as local recurrence or treatment side effects are not easily tracked, except by 

dedicated clinical databases. Double data entry and administrative overhead are 

significant barriers to maintaining quality clinical databases. Subsequently, electronic 

records are often stored in free text format (unstructured), meaning they are only 

available by manual perusal of individual records. Retrieval of this information 

requires manual chart review, a costly, time-consuming and error-prone process. 
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Natural language processing (NLP) techniques may replace or supplement manual 

chart review, offering advantages in time, cost and reproducibility. NLP methods 

analyse free text using sophisticated linguistic or machine-learning methods to extract 

structured information. These methods could also leverage the existing wealth of 

electronic records to efficiently “backfill” clinical databases. 

1.7 Rapid learning healthcare movement provided a framework for 

development of capacity in the USA 

A central strategy for aggregating and sharing patient data would be the ideal situation. 

Such a strategy was outlined in Lynn Etheredge’s proposal for a “rapid learning 

healthcare system” in 2007.(28) If health services data were automatically aggregated 

and linked to registries to obtain detailed diagnosis and survival data for cohort 

selection, this would significantly accelerate the hypothesis generation phase of 

research. Additionally, mandatory-reported datasets, or government funded activity 

data such as the Medical Benefits Scheme (MBS) would add significant value to 

outcomes research and enable sophisticated cost-effectiveness research. The resources 

saved by increased efficiency could even be diverted to the conduct of prospective 

trials. The potential of rapid learning to accelerate knowledge discovery and enable 

“rapid learning” within the healthcare system will only be realised with an integrated 

approach from capacity building in EMR, to analytics development, translation of 

data, and patient and policy maker involvement. 

 

Leveraging this approach would require clinical endpoint data to be collected at the 

point of healthcare delivery, providing a detailed history of a patient’s cancer 

“journey” from diagnosis to outcome. The time, effort and money saved on direct 

research costs and healthcare spending would in part be required to maintain such a 

system, but the surplus could be channelled into hypothesis testing and knowledge 

discovery.  The data would be used additionally for policy making, service planning, 

costing and economic modelling. This model has been termed “rapid learning 

healthcare”, due to the theoretical ability of such a system to learn from every patient 

who receives treatment.(13) This type of system has been in part implemented in the 

QERI (discussed above). Access to more complete datasets also would increase the 

scope of retrospective studies, that are more useful in studying rarer diseases, or those 

in which randomised trials are unfavourable. 
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However, even if such a system could be implemented correctly, not all outcomes and 

changes in patient health state are captured in administrative data. Death is only one 

important outcome in oncology and medicine. Therefore, the onus will fall upon 

clinicians to collect “softer” endpoints such as tumour recurrence, or survivorship 

issues such as treatment side effects. In a stressed public healthcare system, it is 

unlikely that these data could be adequately collected even using physician-maintained 

clinical databases.  

 

One potential solution to this problem is to employ advanced computing techniques to 

extract these data from the clinical record at the point of healthcare delivery, relieving 

the administrative burden on collecting these endpoints. With increasing computing 

processing power, machine learning algorithms can be trained to extract medical 

concepts from narrative text data generated as part of a clinical consult or pathology 

report.(29). Similarly, precision medicine techniques use machine learning to analyse 

the myriad of datapoints generated by clinical care to accurately predict patient 

outcome or personalise medical care.(30-32) 

 

Another potential avenue that could contribute to more effective data collection 

processes is to engage the patient in tracking attributes of healthcare such as symptom-

based outcomes, or even the experience of care delivery such as satisfaction or 

sentiment. Patient generated electronic health data has recently been shown to improve 

survival outcomes in patients having chemotherapy for advanced cancer(33), and is 

currently an area of rapid development. 

 

However, overall there has been an exponential increase of electronic datasets 

available to inform research. This is due to the increasing penetrance of EMR 

technology into the delivery of healthcare and its associated secondary databases, but 

also increasing prevalence of personal electronic devices such as internet-connected 

mobile phones. This has led to the rise of “Biomedical Big Data” sciences, that access 

these extremely large and complex datasets, while acknowledging the challenges and 

opportunities the data represent.(34) 
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1.8 Summary 

The way in which oncology care is delivered, researched and evaluated has changed 

radically over time. Acceleration in knowledge discovery and technological 

innovation have placed significant strain on the traditional supporting research model.  

 

Rapid learning healthcare techniques that add value to existing administrative data or 

high-level database linkages, and innovative new computing technology will play 

increasingly important roles in validating future clinical practice. This allows 

healthcare to be improved with contributions from each patient, rather than only 

valuing prospective clinical trials. 

 

This thesis presents my evaluation of a series of practical rapid learning methods 

designed to connect hospital data assets, build capacity for data-driven research 

utilising state-wide datasets, and finally extract research value from investments in 

electronic health records.  
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 CONTEXT OF HEALTH SERVICES RESEARCH AT PETER 

MACCALLUM CANCER CENTRE AND IMPLEMENTING A 

HEALTH SERVICES RESEARCH PROGRAMME 

2.1 Synopsis: 

The electronic record is the cornerstone of modern hospital operation. It is used 

to track patient appointments, attendances at diagnostic imaging or pathology 

departments, and report activities for billings purposes. These databases can be 

employed in research projects that focus on patterns of care and resource 

utilisation. Although health services research is commonplace internationally, 

especially North America and the UK, there is little health services research 

being conducted in Australia. As a large academic oncology hospital, Peter 

Mac is well placed to develop a health services research programme that will 

gain value with the integration into VCCC, with access to a vast data 

warehouse supporting business agendas. However, the research benefits of 

these assets have yet to be realised in an organised fashion. 

 

2.2 The importance of health services research data 

The current evidence-based medicine paradigm centres on assessing the efficacy of an 

intervention within the framework of randomised trials. Randomised control trials 

(RCT) attempt to isolate the effect of adding an intervention into the treatment arm 

and comparing to the control arm. This highly structured process attempts to minimise 

observable bias by controlling potentially important covariates through subject 

randomisation and stratification. However, a consequence of tight eligibility criteria is 

that the generalisability of the trial back to routine clinical care should be carefully 

considered. The efficacy benefits observed within a randomised trial may not be 

detectable when the trial is applied to the larger population with more heterogeneity 

(e.g. its effectiveness may not be as pronounced).   

 

When retrospective observational methods are employed, they are not limited by 

funding or time constraints; their great strength is the benefit of accumulated patient 

experience over long periods of time. There are also additional benefits in the study of 
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rare disease states, monitoring treatment side effects, or study of health services 

utilisation where randomisation is not practical. However, collecting and curating the 

data required for these analyses can require the manual processing of many records, 

which will eventually become impracticable. Modern health systems have 

significantly broadened the scope of observational research methods due to the ready 

availability of often very granular patient and treatment data items.  Secondary 

databases are often repurposed from the role of treatment record to research data item. 

Ideally, secondary databases would clearly reflect what treatment was delivered. It 

must be remembered that the primary purpose of such databases is not to record 

clinical events, but to serve as a record for billings, appointments bookings, or 

treatment delivery (including radiotherapy planning data). Although often providing 

very granular information about service usage and service delivery, these records must 

be carefully processed to determine the clinical event linked with each secondary 

database item, and what items are not represented within the databases. 

 

Furthermore, secondary databases may be affected by change in coding, billing or 

workplace process over time. This corporate history can be viewed as a source of error 

if interpreted incorrectly. Thus, an in-depth understanding of how the data were 

collected, classified and used to deliver care is critical for correct interpretation. 

Collating and managing the correct mapping of health service provision data to clinical 

events also decreases the effort required for subsequent projects requiring similar data, 

thus increasing health services research effort over time. 

 

Radiotherapy perhaps offers one of the richest stores of secondary data. Complex 

radiotherapy plans generated almost exclusively using electronic methods, that 

inherently facilitate retrospective analysis. This has had the secondary benefit of a deep 

penetration of electronic medical records systems integrated into radiotherapy 

software suites. Additionally, the analysis of raw image data to extract information, 

termed “radiomics” (35), can be performed on the imaging datasets on which 

radiotherapy plans are generated, the resulting dose distribution, as well as any 

auxiliary scans that were used to inform the planning process, such as Magnetic 

Resonance Imaging (MRI). Radiomics is the process by which raw diagnostic imaging 

data is analysed by electronic means to extract quantitative features (e.g. imaging 
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biomarkers) that predict diagnosis or outcome, and can be combined with datasets 

other secondary databases or genomic data.(36) 

 

During analysis of secondary databases, it is important to acknowledge that there may 

be bias present from different sources to those traditionally regarded in prospective 

clinical trials. Terris et al.(37) eloquently categorised sources of bias as arising from: 

1. An individual’s propensity to recognise and seek health care for that condition; 

2. The quality and quantity of data generated at the point of care, and how that is 

stored within the electronic medical record; 

3. Whether the focus of the visit was primarily to detect or treat the condition 

under study; and,  

4. The influence of healthcare systems upon the patient and doctor (for example, 

if specific behaviour patterns lead to financial reward or penalty of the patient 

and/or provider) 

 

2.3 Local context: Health services research at Peter MacCallum Cancer 

Centre  

Peter MacCallum Cancer Centre was established in 1949. It currently employs over 

2500 staff spanning five geographically distinct sites in Victoria. Notably, it was the 

only provider of radiation therapy for cancers and benign conditions until 1992. As a 

hospital solely focussed on the treatment of cancer, it offers surgery, radiation therapy 

and medical oncology services, as core treatment modalities. The centre invested 

heavily in electronic records at a relatively early stage in Australia, with accessible 

data assets dating back to 1998. The administrative database holds data on over 

130,000 individuals treated at the centre during this period. Many electronic databases 

existed to support clinical activities, which are aggregated by a patient data viewer. 

Examples of databases include: 

• Radiotherapy – highly granular data on over 2 million individual radiotherapy 

treatments delivered to over 50,000 patients 

• Admissions – detailed hospital discharge data for approximately 34000 

inpatient admissions  
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• Chemotherapy prescription and delivery data from 2007 amounting to over 

90000 chemotherapy treatments 

• Electronic medical record data – including millions of incidents of 

correspondence or clinical information 

• Pathology and Radiology – semi-structured free text reports, often in synoptic 

format. 

Due to the diversity of data assets, and the imperative that domain experts be 

embedded within research projects involving their area of expertise, a multi-

disciplinary interest group was assembled by my co-supervisor Associate Professor 

Farshad Foroudi to catalogue, characterise and develop the databases into research 

resources. This group includes domain expert clinicians, biostatisticians, business 

intelligence, information technology professionals and economists. Database 

managers were also involved, being critical in performing health services research, as 

were physicists, radiation therapists and nurse co-ordinators. The group meets each 

calendar month to discuss active projects, generate new hypotheses, or give advice on 

external investigator projects involving health services data. 

2.4 Goals of the Health Services Research fellowship: 

This research was conducted as part of a clinical research fellowship in health services 

research at Peter MacCallum Cancer Centre. A small competitive grant enabled seed 

funding to establish a culture of health services research at PMCC, with the research 

goals of: 

1. Developing a health services technical and ethically sound workflow to utilise 

and interpret data for research purposes 

2. Developing a catalogue of health services resources, including demographic, 

administrative and treatment data stored by the hospital.  

3. Developing additional software analytic tools to visualise and process data 

4. Provide guidance for other interested researchers in developing health 

services-centric research projects, and provide support for extraction, 

interpretation and post-processing of health services data.  

5. Publish the findings of research projects that initially targeted gaps in clinical 

care or areas of potential health service under-utilisation.  
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The health services research fellow position was created to lead the project and engage 

key stakeholders within the business to gain insight into corporate history and 

workflow practices that generated the raw data.  

2.5 Catalogue of health services resources 

At the inception of the Health Services Research Focus Group, there was very little 

health services research capability. Initial efforts centred on developing a catalogue of 

health services resources, mapping the extent of accessible data, and assigning 

priorities for the incorporation of different resources into the research capabilities of 

the group. 

 

As with many health providers, electronic records develop organically, with newer 

additions aggregating upon older existing systems. Systems are designed to perform 

reporting and analysis functions at an operational level (e.g. so that the radiotherapy 

department can analyse radiotherapy data). Likewise, linkages between the databases 

are operationally-oriented, focussing on coordination of clinical services and billings. 

Typically, information exchange is limited to the bare minimum to reduce the 

complexity of record linkage and database maintenance. Also, reporting involving 

multiple databases is rarely performed. Since such a process would be analogous to 

performing some health services research projects, little intrinsic capability for this 

research is present. 

 

The strategy taken at this stage was the involvement of database administrators for the 

different resources. Consultation with these persons, and the business information 

division was critical in developing and coordinating research capability. Specifically, 

their domain expertise in local business and clinical practices that were captured as 

electronic data items was integral to the success of the project. It was also found that 

the business information unit was performing a similar service to clinical researchers 

in an ad hoc fashion. 

 

The results of the initial audit of databases are summarised in Table 2.1. After 

assessing the available resources, a staged approach was taken to identify and pursue 

projects that fit the available expertise and available data. The health services fellow 

position allowed us to have a central touchpoint for all stakeholders and was 
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responsible for design and delivery of the projects to maximise research capability 

within the timeframe of the seed funding provided. A secondary aim was to develop 

appropriate research methodologies without complicated data access issues, and to 

build infrastructure for future health services research. Resources requiring minimal 

processing and database linkage were incorporated into research capabilities as a 

matter of priority. 

 

Table 2.1 Catalogue of data assets at Peter MacCallum Cancer Centre 

 

Database Contents Example Use Accessibility 

(Type, coding) 

HOSPRO 

™ 

Demographic data DOB 

Postcode 
Age 

SES 

High 

 Service bookings and 

attendances 

X-ray 

department 

attendances 

Utilisation data 

 

High 

 Admission summary Admission 

diagnoses 
DRG or ICD-10 High 

 Mortality data  Survival analysis High 

 Clinical costing  Financial analysis Medium 

 Radiotherapy 

summary 

Diagnosis under 

treatment 
Categorisation of 

treatments by tumour 

type 

Medium 

  Treatment intent Determine whether 

treatment was palliative 

or curative 

High 

EMR Clinical 

correspondence 

Patient letters 

Discharge 

summaries 

Clinical endpoints 

(e.g. treatment toxicity, 

recurrence) 

Low 

(Free text) 

   Tumour clinical stage Low 

   Predictive data (e.g. 

performance status) 

Low 

MOSAIQ™ Radiotherapy 

treatment data 

Fractions 

Dose 

Intent 

Diagnosis 

Granular analysis of 

radiotherapy utilisation 

and technique 

Medium 

CHARM ™ Chemotherapy 

prescription data 

(From 2007) 

Drug 

Delivery date 

Clinical review 

Granular analysis of 

chemotherapy 

utilisation and clinical 

data 

Medium 

MERLIN 

(PHARMH

OS Pty Ltd) 

Pharmacy dispensing  Drug dispensing 

to outpatients 

and inpatients 

High cost drug 

utilisation 

Chemotherapy 

dispensing 

Low 

(Limited access to 

reporting 

capability) 

Détente Laboratory 

information system 

Pathology text 

reports and 

structure values 

Structured or 

unstructured data for 

pathology 

High (Structured) 

Low 

(Unstructured) 

Karisma™ 

(Kestral) 

Radiology 

information system 

Radiology 

scheduling and 

reporting 

information 

Unstructured diagnostic 

radiology reports 

Low 

(Unstructured) 
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2.5.1 Key issues in the ethical use of health services data 

Clinicians are well trained in the ethical issues surrounding the use of patient data for 

the purposes of outcomes research. However, when using health services data, there 

are additional issues, such as: 

1. The data may be generated by the clinical or administrative acts involved in 

delivering care and may be repurposed for projects that do not directly relate 

to the patient outcomes (e.g. patterns of care studies or clinician behaviour 

studies). 

2. Use of these same data could be interpreted as “quality improvement activities” 

that do not require the same ethical oversight as clinical research studies 

3. A very large number of individual patient records could be used in a project, 

making it impracticable to obtain consent from every patient. 

 

Due to these insights we explored the ethical issues surrounding projects utilising 

administrative data that were conducted as part of the thesis. 

 

Any project requiring the use of identified patient data should be reviewed by an ethics 

review board, according to the NHMRC’s National Statement on Ethical Conduct of 

Human Research.(38) The Statement recommends that HRECs ensure that research 

occurs with an individual’s consent, and that a participant’s personal information 

provided for research purposes is limited to that purpose (privacy) and only accessed 

by nominated individuals (confidentiality). Health services research utilises data 

collected for the purposes of health care delivery, and only contains information which 

could be found within the patient’s medical file. However, such projects are often 

large, and may be conducted many years after the data were initially collected. In this 

case, HREC involvement is sought to provide a waiver of consent to allow the conduct 

of the study, as long as the benefits of the research outweigh any potential harms, and 

the personal data of participants are protected adequately.  

 

Within this framework of reference, the potential for causing harm to a participant is 

also nominated. This is more pertinent to prospective trials of interventions, but is also 

applied to retrospective research, where the only risks of harm to a patient are from 

privacy and confidentiality breaches. The level of risk to patients determines whether 
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a Human Research Ethics Committee (HREC) should be involved in direct assessment 

of the protocol. Where the use of personal health information identified data is 

required, but where data access is sufficiently controlled and not communicated 

outside of the institution, a low risk of harm is assigned (5.1.18, p79). This situation is 

commonly encountered for projects that require identifiable patient data to perform a 

linkage with other internal databases. However, the communication of identified 

patient data to an external body (e.g. cancer registry) does not fall into the low risk 

category and requires HREC review. The use of summarised health data which is 

collected/extracted, analysed and displayed in de-identified of non-identifiable format 

is considered negligible risk (5.1.22b, p79).  

 

Projects with negligible risk do not specifically require ethics review according to the 

statement (use ref above). Low risk research should be reviewed, but this duty can be 

delegated by the HREC to a qualified individual or group (use above ref). Most health 

services projects fall into either of low or negligible risk. As the potential for limited 

HREC review is likely, it is critical that health services researchers understand their 

obligations to participant confidentiality and privacy to prevent harm. Furthermore, 

data assets may be managed by technical staff, who may be abstracted from issues of 

data governance, placing the onus on the researcher to maintain sufficient protection 

of privacy and confidentiality. We recommend that operating procedures for health 

services data be established prior to research being conducted to minimise the 

possibility of privacy breach due to exposure of patient personal health information.  

2.5.2 Fulfilling privacy and confidentiality obligations with health services 

research data 

The major risk identified was that to privacy and confidentiality, given the data-

intensive nature of the projects conducted. To protect participant privacy during 

analysis, data was de-identified with a unique study number. The re-identification keys 

were held by Business Intelligence, who performed data extraction. This allowed for 

specific data queries to be executed in selected cases. Although de-identified, data 

were stored in a network location utilising user-level access control.  

 

To protect participant confidentiality during conduct of health services research, each 

project was assessed individually by the HREC. In the case of large-scale database 
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linkages, an “umbrella” protocol specifically pertaining to the exchange of private data 

to an external source (in this case the cancer registry) was devised for submission to 

both the local HREC and the external HREC. As individual projects which utilised the 

linkage data would vary in design, a separate protocol was designed for each project 

to reflect these requirements. (See next section) 

2.6 Actions arising from this chapter 

After review of the available data catalogue, it was evident that the data were most 

suited for studies regarding health services utilisation and patterns of care. Several 

studies were written to take advantage of this data, which are presented in subsequent 

chapters. Additionally, we obtained a RANZCR Research Grant to investigate the use 

of treatment planning system data to calculate the radiotherapy integral dose that is 

implicated in treatment-related malignancy(39). 

2.7 Context for subsequent chapters 

The following two chapters detail the first two projects designed and conducted by the 

Health Services Research Group, in which I was the primary investigator and author. 

These projects were the patterns of care at the end of life, and patterns of practice 

regarding repeat courses of radiotherapy. 
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 PATTERNS OF RETREATMENT WITH RADIOTHERAPY 

3.1 Context 

Due to the complexity and number of databases available, the first project undertaken 

was in an area of domain expertise. Radiation therapy (radiotherapy) is one of the three 

pillars of cancer therapy and is indicated in the upfront treatment of 48% of all cancer 

diagnoses.(40) In the 1990’s, Australia faced a critical shortage of radiotherapy 

services for a number of workforce, legislative and logistic issues.(41) Based upon the 

recommendations of the Radiation Oncology Inquiry Committee chaired by Hon. 

Peter Baume, radiotherapy services were expanded country wide, with an emphasis on 

rural and regional service delivery. When planning service development, one of the 

critical measures in estimating service demand is the number of patients who are 

prescribed radiotherapy after their first course (patient retreatment rate) as well as the 

average number of treatments per person for both first and subsequent courses 

(retreatment course proportion).  

 

The service requirement for retreatment courses is difficult to estimate, as retreatment 

can occur many years after initial treatment, and varies with tumour type. For example, 

in the event of a patient requiring retreatment, the median time between first and 

subsequent treatments was 4.1 months in lung cancer and 11.3 months in breast cancer. 

However, patients could be retreated with radiotherapy over 10 years after a first 

course.(42) As such, planning reports have employed estimates of retreatment course 

proportion, often quoting a figure of 25% (approximately 1.3 courses per patient). 

Delaney(43) assumed a rate of 23%, based upon government reporting, in a study 

using available evidence to impute the proportion of patients who would benefit from 

radiotherapy.(40) Williams and Drinkwater(44) performed a co-ordinated national 

audit of radiotherapy provision over one week in the UK National Health System, and 

found that the patient retreatment rate was 20%, which constituted 8% of all fractions. 

Although European data are available as part of national audit programmes, local data 

generated in the context of the Australian health system are more relevant for planning 

our future needs.  
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3.2 Current estimates of retreatment rate 

At the time of study conception, several international studies analysed the rate of 

retreatment in cohorts of varying size.  

 

Table 3.1Table 3.1 shows the retreatment course proportion, percentage of patients 

prescribed retreatment for these studies. More recent studies are also included for 

reference. 

 

Table 3.1 Radiotherapy retreatment data 

Legend:  *figure estimated from data in publication; RBWH, Royal Brisbane and Womens Hospital, 

Queensland, Australia; LM, Liverpool and Macarthur Treatment Centres, New South Wales, Australia; 

RIF, Radiotherapeutic Institution Friesland, Leeuwarden, the Netherlands; PMCC, Peter MacCallum 

Cancer Centre. 

 

The average number of radiotherapy courses dedicated to retreatment appears to be 

relatively consistent at 0.25 per first course of radiotherapy. The percentage of patients 

who are prescribed retreatment courses seems varies from 17-20%, indicating 

variation in the number of subsequent retreatment courses prescribed.  Additionally, 

Author Year Site 

Patient 

number RCP PRR 

Average 

retreatment 

courses 

Barton(42) 2014 Total 62270 0.25 16% 1.56 

  RBWH 38581 0.24   

  LM 9654 0.25   

  RIF 14035 0.26   

Khor(45) 2013 PMCC 66277 0.25 20 % 1.84 

Barton(46) 2011 LM 7583 0.26 17% 2.46* 

Williams(4

4) 2007 UK 2114  20%  

Moller(47) 2003 Sweden 4500  18%  

Author Year Site 

Patient 

number RCP PRR 

Average 

retreatment 

courses 

Barton(42) 2014 Total 62270 0.25 16% 1.56 

  RBWH 38581 0.24   

  LM 9654 0.25   

  RIF 14035 0.26   

Khor(45) 2013 PMCC 66277 0.25 20 % 1.84 

Barton(46) 2011 LM 7583 0.26 17% 2.46* 

Williams(4

4) 2007 UK 2114  20%  

Moller(47) 2003 Sweden 4500  18%  
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data from SWAHS(46) demonstrate that the retreatment rate also varies significantly 

with tumour site and is thus sensitive to case mix. For example, if a cancer has a high 

rate of metastatic spread to sites that are also treated with radiotherapy (e.g. bone), the 

retreatment rate will be higher. Because the tumours treated at each site will differ 

based upon available expertise and equipment, the retreatment rate can differ across 

institutions.  

3.3 Brief Study Design 

The aim of this study was to validate the findings of the only other Australian study 

published in this area. PMCC comprises of several established radiotherapy centres in 

both metropolitan and regional Victoria and offered a unique perspective to compare 

patient travel times/distances with retreatment. This was an ethics approved 

retrospective study (PMCC HREC protocol number 12/62). 

 

The primary objectives were to determine the proportion of patients that received more 

than one course of radiotherapy, and the average number of courses per patient. An 

exploratory analysis described the relationship between travel distance to radiotherapy 

centre and the probability of retreatment. We performed an audit of approximately 

50000 patients who received radiotherapy at any PMCC centre. Data were extracted 

from the HOSPRO administrative system. We met with domain experts in radiation 

therapy administration to understand the coding and billing of radiotherapy treatment 

courses. For each radiotherapy course, business rules were defined to group individual 

treatments into courses of radiotherapy and calculate the time between one course and 

the next. For example, for each course we only considered treatment-related billings 

codes relating to the same diagnosis, and then extracted the first and last days of 

treatment for each course. If the same patient was treated for two different cancers, 

retreatment was calculated for each individual cancer separately. Descriptive statistics 

were used to calculate previously published measures of retreatment and patterns of 

practice.  

 

To perform distance mapping, the Google Maps API (Google, Mountain View, CA, 

USA) was used within the statistics package to calculate a look-up table that contained 

the distance from each pair of residential postcode and possible treatment centre. The 



24 

 

distance from each postcode to each treatment centre was subsequently available for 

every treatment course. 

3.4 Summary of findings  

A total of 48200 patients were treated with 66277 courses of radiotherapy between the 

years of 1998 and 2010 at Peter MacCallum Cancer Centre. Retreatment courses 

constituted 25.2% of all radiotherapy treatment courses prescribed. Overall, 20.4% of 

patients received more than one course of radiotherapy, and in these patients, the 

average number of retreatment courses was 1.84.  

 

There was a large variation in the proportion of retreatment courses dependent on 

tumour site, with penile cancer, plasmacytoma, renal cell carcinoma and non-small 

cell lung cancer having the highest patient retreatment rate (ranging from 39.1% to 

44.4%). In these tumours, the outcome is poor, and thus the need for subsequent 

treatments for palliative aims is high. Common cancers such as breast, prostate, 

colorectal and cancers of the head and neck, where radiotherapy is used in the curative 

setting displayed lower retreatment rates of 14.5%, 14.7%, 13.1% and 6.7%, 

respectively. 

 

A planned exploratory analysis examined the relationship between retreatment and 

distance to radiotherapy centre. To calculate distance from treatment centre, the 

Google Maps API (Google, Mountain View, CA, USA) was used to calculate the 

shortest time between the geometric centre of each postcode and each treatment centre. 

Figure 3.1 shows the travel time from the centroid of each postcode to the East 

Melbourne site as an example. Such visualisation tools are likely to have a place in 

business development and analysis.  
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Figure 3.1 Travel time from Victorian postcode centroid to East Melbourne site 

 

Patients travelling more than 100km displayed lower retreatment rates compared to 

those who travelled less than 100km. This is an interesting finding, as patients are 

eligible for government support if they travel over 100km for treatment under the 

Victorian Patient Transport Assistance Scheme (VPTAS).(48) Despite the presence of 

subsidies, retreatment was still lower, suggesting a decrease in utilisation in patients 

with advanced stage disease (where most retreatment occurs). When based on ABS 

areas of remoteness, there was no difference in retreatment rates (data not included in 

publication). One explanation for this finding could be that only small numbers of 

patients were included at the extremes of the “remoteness” scale, leading to lower 

reliability of the retreatment measure due to small sample size. This hypothesis is 

difficult to test; it was found that most patients were treated within metropolitan areas, 

so a percentile-based test lacked granularity due to the skew toward lower travel 

distances.  

3.5 Study limitations 

This was a single institution study of radiotherapy utilisation patterns. Ideally, state-

wide data would be available to give complete coverage of health system utilisation. 

Due to the current number of radiotherapy providers in the state, and the likelihood of 
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patients being potentially treated at more than one centre, it was deemed impractical 

to pursue record linkage at this stage, although it would be required for macro-

modelling. This would have engendered significant increases in complexity (data 

linkage), logistic (records release ethics) and financial parameters of the study.  

 

Although Medicare billings data could be used, currently research projects can only 

request data for patients who directly consent for study entry, whereas our cohort may 

have been treated some years ago or may be deceased. The lack of data from other 

institutions may have resulted in some occasions where patients received part of their 

treatment at a different institution, erroneously decreasing retreatment rate. We 

attempted to quantify the external retreatment loss by assessing the number of requests 

for previous radiotherapy data lodged by external radiotherapy providers within a 

calendar year. Although no formal record of these transactions was kept, the number 

of requests was felt to amount to less than 1% of all treatments. Another source of 

validation would be to benchmark our data against the Victorian Radiotherapy 

Minimum Dataset (VRMDS) that was established in 2009.(49) However, at the time 

of the project being conducted, we did not have access to this government-curated 

dataset. We do plan to use patient-linked VRMDS data to publish a follow-up paper 

that would examine the practice of retreatment in the state of Victoria. This would 

provide a unique opportunity to re-validate the dataset. 

3.6 Significance 

This was a large Australian study undertaken at a dedicated cancer hospital. At the 

time of publication, other Australian data consisted of study cohorts numbering less 

than one tenth the size presented here. More recent data combining international and 

local data have only just surpassed this sample size.(42) The large cohort enabled a 

more detailed analysis of retreatment by tumour type, given that the increased sample 

size for each cohort. As the centre operates both regional and metropolitan treatment 

centres, facilitating the analysis of distance and retreatment.  

 

The association of decreased retreatment with increasing distance is novel. Utilisation 

for primary RT has been shown to decrease in the state of New South Wales (NSW) 

and the Australian Capital Territory (ACT) with increasing distance from a 

radiotherapy centre(50), but also based on non-disease-related factors.(51) Decreased 
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radiotherapy utilisation could impact patient survival and quality of life. Single 

machine units were implemented to address significant patient access issues in 

regional and remote Australia. The results of this trial were overwhelmingly 

positive.(52) The finding that retreatment rates decrease possibly indicate that under-

utilisation may still exist in Victoria because of the larger distances travelled. 

 

This is the first radiotherapy utilisation analysis of Australian data testing the 

association of distance with radiotherapy access (albeit as an exploratory analysis). 

The fact that remoteness classifications used by government bodies to not demonstrate 

the retreatment inequality is a unique and informative finding. 

 

From the work in this chapter, we demonstrated that it was possible to publish relevant 

data regarding service utilisation even in the absence of state-wide datasets. However, 

it is acknowledged that more inclusive datasets are likely to improve the precision of 

retreatment estimates.  

3.7 Publications arising from this work 

Initial data for this study were presented at the RANZCR national conference in 

2012.(53) This work was subsequently published in a peer-reviewed journal, the 

Journal of Medical Imaging and Radiation Oncology, and subsequently included as 

Chapter 4.(45)  
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 HEALTH SERVICES UTILISATION AT THE END OF LIFE AND 

POTENTIALLY FUTILE THERAPY 

5.1 Context 

Following on from the successful completion of the research work focussed on 

radiotherapy utilisation data, the next step was to broaden the dataset to include other 

cancer therapies and health services. The second project was designed to address 

utilisation of health services around the end of life, and included important and 

resource-intensive treatments, investigations and other hospital services.  

 

Individual data items from administrative systems need to be processed to reflect the 

health service delivered at that encounter. This project was chosen because it allowed 

us to define business rules to group health services administrative data events in to 

clinical activities that would have relevance to patient care. As multiple types of 

clinical events can have an impact in end of life care, the project was challenging due 

to the breadth of data items under examination. 

 

It is well recognized that patterns of care at end of life (EOL) have become consistently 

more aggressive since mid-1990s.(54) This aggressive care can take the form of active 

anti-cancer therapy (surgery, radiation, or systemic therapy), clinical follow-up 

attendances, diagnostic imaging tests and hospital admissions, which are all hospital-

centric interventions that require time in a patient group with often limited life 

expectancy.  

5.2 Literature review of health services utilisation at the end of life 

There is a wide variation in practice regarding medical care delivered within the last 

year of life. American studies found that the costs and service utilization for end of life 

care can vary by a factor of two, depending on tumour site and differing costs in each 

phase of care.(55) 

 

Published data also suggest that costs are concentrated at the end of life.(56) In this 

last phase of care, the inconvenience of attendances must be weighed against the 

potential for patient benefit, either in terms of informing decision-making processes or 
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a meaningful clinical response. Some treatments may be unlikely to be effective if 

delivered too close to the end of life. For example, the median time to response for 

painful bone metastases treated with radiotherapy was two weeks in a Dutch 

randomized trial.(57) Likewise some have suggested that chemotherapy delivered 

within two to four weeks of end of life is unlikely to provide a quality of life benefit. 

Current ASCO clinical guidelines have focused on curbing potentially futile 

interventions and the associated cost to the community.(58) In one randomised study, 

patients who had chemotherapy prescribed within the last two months of life had an 

equivalent survival to those who did not receive chemotherapy, suggesting a lack of 

benefit to these treatments.(59) 

 

A SEER analysis by Earle et al(60) found that during the years of 1993 to 1996, the 

rate of chemotherapy delivery within 30 days of death rose from 27.9% to 29.5%. 

Within two weeks of death, the chemotherapy treatment rate was 13.8% to 18.5%. 

Hospitalization rose from 7.8% to 9.1%. It should be noted that SEER data only 

account for patients treated under the American Medicare system which is only 

available to persons aged 65 years and over. Similar data were reported by Ho et al, 

who investigated Canadian data from Ontario for cancer decedents.(61) Overall, 

22.4% of patients received potentially aggressive EOLC, with an average annual 

increase of 1% per year noted between 1993 and 2004. 

 

Radiotherapy patterns of care at the end of life have been characterized in several 

studies. One paper has assessed the usage of radiotherapy within the terminal phase of 

care. Guadagnolo(62) reported the results of a SEER analysis of 202,299 patients 

examining the rates of radiotherapy delivery within the last month of life. 7.6% of all 

cancer patients received treatment. The numbers of patients receiving radiotherapy 

within the last month of life varied with race, gender and income, demonstrating the 

variability of care with non-clinical factors. 17% of patients were prescribed 10 

fractions or more, indicating a significant portion of their last month of life spent 

receiving active therapy. A German study by Gripp et al(63) characterised a population 

of prospectively accrued patients who were prescribed palliative radiotherapy (216 

patients). 33 died within 30 days of study enrolment. In this group, 64% were ECOG 

performance status 3 (bedridden), 94% had metastatic cancer, and the most common 
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tumours treated were lung and breast cancer.(63) 84% of prescribing physicians had 

stated that the expected prognosis of the patient exceeded 1 month. Therapy was 

scheduled for 0-7 days (20%), 7-14 days (23%), 14-21 days (43%), and >21 days 

(13%), respectively. Therapy was prematurely discontinued in 41.9% of patients, 

indicating that treatment was generally ceased when the futility of treatment became 

clear. Worryingly, no single fraction treatments were prescribed. Another study of 

radiotherapy within the last 2 weeks of life found that the highest rate of treatments 

was found in lung cancer (23%), followed by colorectal (12%), breast (11%) and 

prostate cancer (8%).(64)  A number of factors were identified which correlated with 

treatment within two weeks of death, including tumour site, increasing age, increased 

comorbidity and male gender. 

5.3 Brief Study Design 

The aim of this study was to describe the utilization and longitudinal care patterns 

regarding patient attendances for treatment, diagnostic imaging and hospital-based 

care at the end of life. Within the context of this thesis, the study was designed to gain 

experience in using hospital secondary databases to answer a question about clinical 

practice. This was a retrospective audit of health services data conducted with ethics 

approval (PMCC HREC approval number 13/192).  

 

The primary objectives were to describe the utilisation of health services within the 

last year of life, with subsets examining the utilisation of radiotherapy, chemotherapy, 

surgery, clinic attendances, diagnostic scans and pathology tests. Patients who had had 

any of these treatments or encounters with the hospital within the last year of life were 

included in the study, to limit the cohort to those who were “active” patients during 

the period of interest. Because PMCC is an active quaternary referrals centre, it was 

important to limit those patients who only attended for an opinion regarding treatment, 

rather than those who were long term patients of the hospital. 

 

A planned subset analysis was designed to describe health service utilisation that was 

potentially futile, or unlikely to affect the clinical trajectory. We chose to limit this to 

patients who were treated or attended within the last 14 days of life, because 

interventions within the last two weeks of life are more likely to be ineffective than if 

a longer period were used. The specific attendances of interest were treatments with 
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chemotherapy, radiation or surgery, diagnostic imaging, or pathology tests. If a patient 

used any of these services within the last 14 days of life, they were classified as 

“potentially futile interventions” (PFI). These services were delivered as part of 

routine care at the hospital, but attendance and service utilisation figures had not been 

previously attempted with hospital data.  

 

Between 2001 and 2012, there were approximately 50000 patients treated at the 

hospital. From these patients, we extracted the relevant data from hospital attendance 

records (HOSPRO patient administration and scheduling system), radiotherapy record 

and verify systems (MOSAIQ) and radiology attendances. Business rules were defined 

to group clusters of electronic appointments into distinct episodes of care (e.g. 

grouping radiotherapy treatments into a course). For example, for radiotherapy 

instances were derived from MOSAIQ or HOSPRO billings codes.  

 

5.3.1 Examples of data coding used within the project 

For each data item, we were required to collapse multiple activity data items into a 

single data item for analysis. This was particularly evident when there could be 

multiple activities data item (e.g. three blood tests taken at the same time) relating to 

the same clinical activity (e.g. attendance at the pathology collection centre). We 

considered an instance of radiotherapy to be any radiotherapy-related activity that 

required attendance at the hospital. While this would include activities such as CT 

simulation or treatment delivery, it would exclude activity or billings codes that related 

to performing dosimetry or quality assurance tasks that would also exist within the 

data. Pathology tests were also tracked within the HOSPRO administrative system 

from billings events. Because there are different codes for each blood tests (e.g. 

complete blood count, electrolytes, liver function) that could be taken at the same 

attendance, we grouped all blood tests with the same specimen collected time together 

as one data item. We performed hand validation of inpatient and outpatient episodes, 

outliers with large amounts of particular investigations, and a limited number of 

radiotherapy cases, and iteratively arrived at the set of business rules described above. 

 

Descriptive statistics were used to study the overall utilisation and patterns of practice 

over time. 
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5.4 Summary of findings 

The study identified 27926 patients who had medical contact at the hospital within the 

last 12 months of life. Health service utilisation within the last two weeks of life was 

identified in 23% of patients, including pathology (11%), radiology (9%), clinic 

appointments (14%) and hospital admission (7%). There were 2654 patients (10%) 

who had radiotherapy, chemotherapy or surgery within the last two weeks of life (8%, 

1% and 1% respectively), which were grouped into a separate treatment subset 

(potentially futile interventions; PFI). There was increasing proportions of health 

service utilisation and PFI within 2 weeks of death up until 2004, which then dropped 

to the lowest point in 2009 and 2010. Overall, approximately 1 in 4 patients had health 

service utilisation within the last 2 weeks of life, and 1 in 10 had interventions that 

may have been futile.  

5.5 Study limitations 

This was a single institution study and did not utilise state-wide linked data. As such, 

activities delivered in the community were not captured in the dataset. This would only 

have underestimated the issue of services utilisation. To minimise the number of 

patients with incomplete records, we only included patients who had contact with the 

hospital within the last 12 months of life and performed an analysis that examined the 

last two weeks of life. Our over-arching strategic aim was to rapidly iterate our health 

services data analysis methodology before pursuing state-wide database linkages that 

would have added significant time, complexity and cost. 

 

It was acknowledged that it was impossible to exclude clinical benefit in all 

interventions that were performed within the last two weeks of life. In clinical practice, 

some interventions within the last two weeks of life may contribute to quality of life 

and palliation. However, it as impracticable to audit the patient record of several 

thousand patient encounters. Secondly, the effect of interventions such as radiology or 

pathology tests are difficult to demonstrate objectively. We chose to report health 

services utilisation within the last 14 days of life, with no “post-processing” of data, 

to ensure that our data would be comparable to future publications.  
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5.6 Significance 

There is an increasing trend in more aggressive EOL cancer care reported in the 

literature worldwide. Here, we report on the EOL HS utilization, including PFI, among 

cancer patients treated at our institution over a 12-year period. This was the largest 

Australian experience detailing the overall distribution and frequency of health 

services at the end of life. This study is unique within the health services research 

sphere, due to access to specific patient treatment information. For instance, there were 

no existing data regarding the utilisation of high cost imaging modalities prior to death. 

 

During the study, we gained significant working knowledge in the coding practices of 

data by engaging domain experts as co-authors. Additionally, it was important to 

examine the “macro” patterns in the data, such as the low number of patients seen in 

2004 (See Table 2 of included publication, Chapter 6). This was internally attributed 

to a temporary disruption in the way that death data was received from national-level 

sources. As a result, the data are strongest when considered as a whole, rather than a 

time series. 

 

One of the weaknesses of the study was that only care delivered within the hospital 

was available for analysis. This meant that other attendances and treatments delivered 

at other hospitals (and in the community) were not analysed. Despite the PMCC 

network spanning a wide area within Greater Melbourne and regional Victoria, the 

scope of the data was a significant limitation to answering questions about health 

services utilisation. Additionally, the lack of outcome data and robust tumour 

classification significantly limited the breadth of research projects that were possible. 

To address this weakness, a new project was conceived, to link hospital data with state-

wide datasets in the Victorian Cancer Registry data and analyse them with similar 

objectives. 

5.7 Publications arising from this work 

Preliminary data for this project were presented at the 2014 FRANZCR 

conference.(65) It was published in 2017 in the Asia Pacific Journal of Oncology, and 

subsequently included as Chapter 6.(66)  
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 PATTERNS OF HEALTH SERVICES UTILIZATION IN THE LAST 

TWO WEEKS OF LIFE AMONG CANCER PATIENTS:  

EXPERIENCE IN AN AUSTRALIAN ACADEMIC CANCER 

CENTER 

 

This work reproduced in original format with permission under license from John Wiley and Sons 
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 SUMMARY OF CHAPTERS 3 THROUGH 6 

7.1 Summary of knowledge 

This phase of the research strategy established the basic methodology for processing 

health services data. This included: 

• What data assets are stored within the EHR (e.g. what databases are accessible, 

and how can data be accessed) 

• How data are classified and codified within the EHR (e.g. how are data items 

represented within the EHR) 

• How do the data relate to real-world events (e.g. what data signatures represent 

a radiotherapy fraction) 

• Database linkage for large projects including over 100000 data items 

• How should administrative data be analysed and represented for scientific 

publication, including respecting patient confidentiality and privacy. 

• What are the limitations of data stored in the EHR 

7.2 Methodological issues identified from work in chapters 3 through 6 

7.2.1 Weaknesses of health services data are the lack of documented clinical 

endpoints 

A recurrent theme in the Discussion section of both papers was that administrative 

data may not correlate with the clinical situation. For example, it is not possible to 

determine why a retreatment with radiotherapy was indicated, or its effectiveness. 

Likewise, business rules must be developed to define whether a clinical activity was 

“potentially futile”. Secondarily, it is not possible to determine whether an endpoint 

such as “distance from radiotherapy centre” is causally linked to a decrease in 

retreatment rate. Thus, caution should be exercised in interpreting findings that have 

not been subsequently prospectively validated. However, retrospective studies are 

classically used in the “hypothesis generation” phase of research to inform the 

application of prospective trials. 

 

It was recognised from work on potentially futile therapy in Chapters 5 and 6 that 

hospital-maintained clinical endpoint databases may not be complete in all instances. 

Note the large drop in reported death incidents in 2004. This is a known weakness of 
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a research methodology based upon secondary databases (i.e. data stores which were 

initially conceived to fulfil another purpose). Furthermore, we acknowledge in the 

paper that the data are specific to a large tertiary cancer hospital, and thus may not 

apply to smaller practices (where utilisation may be lower), or practices within the 

private sector (where utilisation may be higher). Due to the unique nature of the data, 

we still feel the methodology and application thereof has advanced our knowledge of 

end-of-life care. 

 

Unfortunately, many endpoints are observed in clinical medicine, but not recorded in 

an easily retrievable format. For example, treatment side effects that occur years after 

treatment may not be stored in a clinical database unless special effort is taken. 

Likewise, hospital death data are not always complete.  

 

Some endpoints, such as diagnostic data (either the primary or subsequent tumours) or 

mortality data are kept by cancer registries. The following chapters are devoted to the 

creation of a database linkage with the Victorian Cancer Registry to overcome some 

of the limitations of the hospital data sources, its outcomes and practical considerations 

involved. 

7.2.2 A specific note on the use of p-values 

During the publication phase, many of our reviewers had advised us to include p-

values to indicate the results of significance testing. Given the large sample sizes 

involved, almost all testing returned results that could be interpreted as “highly 

unlikely to be random chance” (e.g. p<0.001 or below). However, this is due to the 

large sample size. Additionally, if a population is studied, in which a choice of two 

treatments is offered to patients (without randomisation), the differences between the 

rates of the treatments is never due to random chance. The use of p-values can in these 

cases mislead the reader.(67) Thus, we tended to put forward assertions and analyses 

that focussed on clinically significant differences between observed values. 
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7.3 Recommendations for implementing health services research 

programmes 

A summary of the lessons learnt from the work done in chapters 2 through 6 is 

presented below. 

7.3.1 Logistic considerations: 

1. A multidisciplinary group to conceive and develop projects is critical 

2. Meeting regularly can generate momentum and serve as a focal point for 

research projects or invited speakers 

3. There is need for such “clinical intelligence” in an academic hospital 

7.3.2 Analysis considerations: 

1. Structured “data warehouse” can increase research efficiency by reducing re-

processing of data for common tasks. Processes for the creation of measures or 

endpoints should be documented. 

2. Direct involvement with database managers or experts is highly recommended 

to understand the workplace practices that result in data being generated. This 

is fundamental in understanding the quality of each derived measure or 

endpoint. 

7.3.3 Ethical considerations: 

1. These projects are considered low risk or harm due to the retrospective nature 

of the work, and because the findings are highly unlikely to cause harm to an 

individual. 

2. Working closely with institutional HREC is useful – often there is little 

experience in dealing with the scope of such health services data 

3. A framework for health services projects may be useful to “fast-track” similar 

projects with low risk of harm 

4. The use of p-values should be considered carefully in large studies due to the 

potential to mislead the reader 
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7.3.4 Strategic considerations: 

1. Starting with individual treatment modality (i.e. radiotherapy) is best to 

minimise amount of re-interpretation of administrative data in initial projects 

2. Linkage with external databases is recommended to augment hospital records 

3. Cancer registries or other state-wide data will significantly increase some 

endpoints such as mortality or cancer diagnosis. Correspondingly, the 

granularity of a hospital medical record generally outstrips the data available 

in these larger datasets. 

 

In the following chapters we attempt to directly address the shortcomings of the 

datasets we used in chapters 3 to 6 by performing database linkages to provide clinical 

endpoints.  
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 THE ROLE OF CANCER REGISTRY DATA IN FACILITATING 

MEDICAL RESEARCH 

8.1 Synopsis: 

Although hospitals maintain high quality records of hospital activities for 

billings purposes, outcomes and patient population detail are often less well 

recorded. This weakness of administrative database-centric research can be 

surmounted by database linkage with other organisations such as the Cancer 

Registry or Medicare Australia. A benefit of this linkage is the augmentation 

of retrospective outcomes research which is critical to hypothesis generation 

in medical research. 

 

8.2 Creating a framework for future research projects using registry data 

One of the major opportunities to value-add the work conducted in previous chapters 

was to augment health services data with clinical endpoints to enable clinical research 

to be conducted. The aim of this phase of research was to create a database to facilitate 

such outcomes research on patients treated at PMCC. Secondarily, we wanted to build 

capacity for future studies utilising the same data items and analysis processes. 

 

Public hospitals in Australia produce detailed reports on activity (e.g. inpatient 

admissions, operations conducted or radiotherapy courses). These reports are 

mandatory and are linked to funding. Thus, they generally reflect fundable activities 

quite closely. This provides information on how patients were treated. However, 

defining the reason for treatment (why) is difficult without sophisticated data collection 

and processing services. The most common indication for treatment at PMCC is a 

diagnosis of cancer. However, because of PMCCs position as a tertiary referral centre, 

diagnoses may be made prior to referral to PMCC, and thus not captured by activity 

reports generated by PMCC. This is of specific relevance where cancer treatment is 

managed entirely as an outpatient (for example, outpatient resection for a skin cancer), 

or where the cancer is managed by observation. 
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Additionally, patient outcomes such as survival may not be recorded accurately if their 

terminal event occurred outside of hospital. There are various population-level sources 

for diagnostic and mortality data in the form of tumour registries, such as the Victorian 

Cancer Registry (VCR).  

 

Linkage of hospital records to VCR data would result in a comprehensive picture of 

cancer patients from their demographics, initial diagnosis, treatment received and 

eventual survival outcome. Hospital secondary databases benefit significantly from 

the outcomes and disease classification data from the VCR; and conversely VCR data 

gain context that is critical to interpretation. 

8.3 Victorian Cancer Registry and database linkage 

The VCR is an incident tumour registry that records all reportable cancer diagnoses, 

mandated by legislation. It contains data on the type of cancer and site of diagnosis 

coded according to the WHO International Classification of Diseases indices (ICD-10 

and ICD-O-3). Mortality data are also received from multiple population-level sources 

including the National Death Index and the Office of Births, Deaths and Marriages. 

As part of state legislation, PMCC also contributes tumour and specific survival data 

to the VCR. Any histological or cytological diagnosis of a reportable cancer made at 

PMCC is submitted to VCR. Limited data regarding date of death are also submitted 

to the VCR if a patient became deceased while an inpatient at PMCC. Ironically, 

although hospitals code cancer diagnoses to submit to the VCR, these data are often 

not routinely retained by the hospital – they are destroyed. 

 

We negotiated a mass patient-level linkage between VCR and PMCC, for patients that 

had been treated at the PMCC. Most of these patients would have been admitted to 

PMCC, and thus have structured diagnoses available in PMCC records due to 

admissions coding. However, patients may have had diagnoses made in the outpatient 

setting, and never been admitted to the PMCC, and would not have had structured 

diagnoses available. Alternatively, patients who were referred in from other care 

providers for outpatient management may not be admitted. The linkage would have 

the major benefits of: 
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1. Obtaining structured diagnoses for patients who were not otherwise coded by 

discharge reporting processes (specifically radiotherapy patients)  

2. Performing quality assurance on the accuracy of hospital mortality dates 

3. Furnishing VCR with hospital level mortality data (that are more timely than 

national death index linkage) 

 

From a research perspective, accessing the registry was expected to enable: 

1. Highly granular cohort selection based on tumour topology or morphology 

(e.g. diagnosis based upon ICD-10 coding) 

2. Additional structured data collected by the registry on top of standard coding 

(e.g. hormone receptor status in breast cancer) 

3. Mortality information (e.g. date of death) 

4. Second malignancy information (e.g. subsequent cancer diagnoses after the 

first “index” tumour) 

8.4 Actions undertaken 

We approached the director of the VCR to propose the research partnership. This 

partnership was synergistic, as VCR would obtain information on cancer diagnoses 

that were not reported accidentally, and PMCC would obtain research data. The 

resources from both PMCC and VCR were provided on an in-kind basis to pilot the 

data exchange process and develop an enduring data exchange model. The project was 

called the Conduct of Cancer Outcomes Research Database (ConCORD) 

8.4.1 ConCORD Scope 

The ConCORD database is the result of the PMCC-VCR database linkage. It contains 

diagnosis and survival data on patients treated at PMCC. The database start date is 

1992. It does not contain any treatment or demographic data, or any data on patients 

who were not treated at PMCC. As the ConCORD will be used to enable or power 

future retrospective outcomes research projects, it was designed to include the 

minimum amount of useful data required to fulfil its purpose.  

 

Figure 8.1 illustrates the schema for how the database linkage programme was 

designed to operate. Research projects that require the transfer of identifiable data to 

an external party generally require significant amounts of ethics and research 
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governance oversight. Reducing the time and effort overheads for this type of research 

while maintaining a strong governance process was integral in our design of 

ConCORD. Note that individual studies utilising ConCORD data would still require 

HREC approval from both PMCC and VCC HREC, but this process is a low-risk 

streamlined procedure. At PMCC this is process has been handed off to specialised 

departmental ethics reviewers, rather than direct HREC oversight and a “high risk” 

approach for every project. 
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Figure 8.1 Concord Linkage Project Schema 
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8.4.2 ConCORD Explicit listing of Data Items 

1. PMCC specific identifier (Source: PMCC) 

a. Required for linkage back to PMCC records 

2. PMCC study identifier (Source: PMCC) 

a. A one-to-many linkage as patients can be part of more than one study 

– prevents repeat matching of patients included on previous protocols 

3. Diagnostic data (Source: VCR) 

a. Coded diagnosis data (WHO ICD-10 and ICD-O-3)  

b. Date of diagnosis each diagnosis 

c. Specimen type (cytology or histology, tumour stage if appropriate) 

d. Note: A significant number of these cases will have been reported by 

PMCC to the VCR in free-text format (not coded).  

4. Survival data (Source: VCR) 

a. Where applicable: 

i. Date of death 

ii. Cause of death  

b. Note: As part of routine follow up and survivorship care, PMCC will 

already possess a significant proportion of date of death information. 

5. Specific processed demographic data (Source: VCR) 

a. Patient address in The Australian Standard Geographical Classification 

(ASGC) or Australian Statistical Geography Standard (ASGS) format 

b. Note: The VCR geocode their addresses into ASGC/ASGS format for 

statistical analysis. This will be requested to publish data in similar 

format to VCR, and to utilise ABS census data. 

c. Note: This is not an additional privacy risk as PMCC already possesses 

uncoded address data. 

8.4.3 Data held by VCR to facilitate database matching 

The linkage structure we pursued represented the least-risk approach regarding 

transfer of patient confidential data. VCR supplies encrypted internet transfer of files. 

PMCC supplied information to VCR in a single transfer to limit the number of 

sensitive information transfers. This information is now held by VCR and will be used 

to link future projects. This bulk of this data is already known to VCR due to 
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mandatory notification of cancer cases. Thus, the transfer for future projects does 

result in any privacy concerns.  

 

An explicit list of information required by VCR to service data ongoing database 

linkages is included below. 

1. PMCC specific identifier 

2. Demographic and mortality information supplied by PMCC for purposes of 

matching 

3. Linked identifiers from VCR tumour and patient linkage to prevent re-

matching in the future. 

4. Project ID for which the data will be used (PMCC ethics number or name) 

8.4.4 Procedure for obtaining access to ConCORD: 

This database was intended to enable future outcomes research projects at PMCC. 

Access to ConCORD for research purposes will only be provided if the following 

criteria are satisfied:  

1. Approval of the Health Services Research Group, confirmed in writing to the 

researchers by the Chair of the Health Services Research Group  

2. Ethics review relevant to the project under consideration (in most cases, 

retrospective ethics review) 

3. Protocol amendment to be lodged with and approved by Cancer Council 

Victoria HREC (as stipulated by agreement with CCV HREC) 

4. Appropriate statistical support was available in trial design and analysis 

8.5 Performing the VCR-PMCC database linkages 

Initially it was proposed that PMCC provide up to seven identifiable pieces of patient 

information for data matching, for patients in each study proposed. This would have 

minimised the exposure of PMCC patient data to the VCR, providing identifiable data 

on a needs basis. However, the disadvantage of this was that many small aliquots of 

identifiable data would be transferred. It was subsequently agreed that the details for 

all patients at PMCC would be transferred as a single data exchange via encrypted 

processes. The identified information would be held by the VCR and only accessed 

for matching should the patient be included in a research protocol. Subsequently, only 



62 

 

PMCC unique identifier (URN) would be transferred to the VCR to activate data 

matching.  

 

A HREC application was submitted and approved by the PMCC HREC (Ethics 

number 12/85). A waiver of consent was sought to share identifiable information with 

the VCR. Given that the VCR should have been notified about all diagnoses of cancer, 

this was not seen as a controversial arrangement. A similar process was undertaken 

with the Victorian Cancer Council HREC. 

 

The first data linkage consisting of approximately 12,000 patients was completed in 

late 2012. The second linkage, consisting of 40,000 patients was completed in mid-

2014. Upon receipt of the first linkage data, the mortality dates received from the VCR 

were cross-referenced with the PMCC EHR. Figure 8.2 demonstrates the concordance 

between VCR and PMCC EHR data for a select cohort of 1566 patients with prostate 

cancer used in a validation study.(68) 

 

 

Figure 8.2 Concordance of hospital death date (HOS) with VCR date (VCR) 

 

1997 1998 1999 2000 2001 2002 2003 2004 2005 2006 2007 2008 2009 2010 2011 2012 2013

HOS+ VCR- 0 0 0 0 1 0 0 0 2 0 2 0 1 0 3 4 54

HOS+ VCR+ 3 12 21 21 38 53 46 41 66 101 125 126 146 168 173 111 9

HOS- VCR+ 0 0 5 5 4 10 13 35 17 8 10 13 5 17 13 83 2
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There a discrepancy between the death dates reported. Most of these consisted of 

patients who were registered as deceased according to VCR records, but no death date 

recorded in the PMCC EHR (HOS- VCR+). Only one year (2013) demonstrated the 

inverse scenario (HOS- VCR+); this was due to the VCR data only being provided up 

until the end of 2011. A small minority of patients were not matched by VCR, due to 

being diagnosed outside of the state of Victoria.  

 

The initial high-level linkage analysis suggested that if a project relied on hospital 

records only, approximately 10% of mortality data would be under-reported. This 

would be enough to change the interpretation of many studies and would be considered 

a clinically significant difference in outcomes. 

8.6 Initial validation project linkage results using a pilot project 

The first project was designed and conceived, and co-authored by myself, and was 

published with Dr Rowen White as first author.(68) It examined the survival of men 

treated with palliative radiotherapy to the prostate. In 2013 it was published in Clinical 

Oncology, which has an impact factor of 3.2. This was the first project that was 

specifically designed to take advantage of VCR linkage data and provided an 

opportunity to examine the performance of the linkage in a small cohort study, where 

each data-point could be validated. 

 

At that stage the closeout date was 31 December 2011. This small project was targeted 

to pilot the use of VCR survival data, given that manual verification of results was 

possible. It afforded an opportunity to compare registry-level data to hospital-level 

data. Usually hospital-level data is augmented by a process of manual follow up where 

health professionals are contacted for information about health status. 

 

Of the 51 patients included in the study, 45 were matched to VCR (88.2%). The other 

six were diagnosed outside of Victoria and were not matched. Of the six unmatched 

patients, two were documented as deceased in the hospital record. 

 

From the cohort what was matched, 40 out of 45 (91.1%) had concordant survival data 

(both deceased or no death date reported in either source). Five cases were not 

concordant. Four contained mismatched death dates, and the last value was a data error 
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that was not able to be resolved. These cases were all reviewed to adjudicate the result. 

The VCR date was used in all patients. Also, manual follow up added another two 

deaths from scanned correspondence that were not detected by either the VCR or 

hospital record. The schema for the assessment is included in Figure 8.3. 

 

 

Figure 8.3 Schema for initial assessment of registry and hospital concordance 

 

The manual verification of survival data in this cohort yielded the following 

considerations: 

1. In this cohort, VCR linkage was possible in 90% of the cohort. This could be 

potentially higher in other applications of the data as the study was in part 

conducted in the Loddon Mallee region, which is more likely to include 

patients from South Australia and New South Wales due to its geographic 

position. 

2. Death data coverage for registry is very good when compared to hospital record 

– all deaths registered by the hospital for linked patients were recognised by 

the VCR 

3. Manual contacting of health providers yielded a small advantage over both 

hospital and registry data (two additional events).  

 



65 

 

Because of these factors, registry survival data is useful for a specific type of project, 

including: 

1. Very large studies where the mortality data are impracticable to collect 

2. Studies in which the population cohort is likely to be diagnosed within Victoria 

 

It should be noted that the veracity of diagnosis data was not assessed. This has been 

examined by the VCR internally. The VCR provides ICD-O and ICD-10 diagnostic 

data, which could additionally be used for: 

 

3. Cohort selection studies in which registry data are used to select rare cancers 

4. Second malignancy studies where the recognition of several different cancers 

is possible (in cases where the tumour morphology has little variation, and 

where recurrences are indistinguishable in site from second primary tumours, 

this data is of little use, e.g. SCC of the head and neck). 

8.7 Significance and applications 

Database linkage programs such as this were listed as a priority of Victoria’s Cancer 

Action Plan 2008-2011.(27) The creation of this database provided a unique resource 

within Victoria and Australia. 

 

VCR data is integral to the conduct of outcomes research involving patients treated at 

PMCC. The availability of such a resource in Victoria, allowed us to conduct several 

pilot studies in rapid succession. The first two pilot projects were small linkages, 

designed to test the method of utilising registry data in outcomes papers.  

 

We also created a set of linkages with the VCR for haematology patients with follicular 

lymphoma that facilitated: 

1. Augmented survival analysis  

2. Recognition of second malignancies 

3. Validation of ICD diagnoses used in cohort selection 

These papers have since been presented in abstract format and are listed in the  

Title of project Description 
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Table 8.1, and provide validation that the database could be used by other researchers 

to conduct meaningful and publishable outcomes research.  

Table 8.1 Outcomes research in Follicular Lymphoma utilising ConCORD linkage 

 

Chapters 9 and 10 illustrate the second pilot study utilising ConCORD data. This study 

was conceived and conducted by the candidate, Health Services Research Group.  

  

Impact of 18f-fluorodeoxyglucose (FDG) positron emission tomography 

(PET) stage on outcomes among patients with early stage follicular 

lymphoma(69) 

Stage 1 and 2 staged 

with FDG-PET 

Whole abdomino-pelvic radiotherapy (WART) in the curative management 

of stage I-II follicular non-Hodgkin lymphoma of the mesentery or gastro-

intestinal tract (M-GIT)(70) 

Mesenteric site treated 

with whole abdominal 

radiotherapy 

High Rate of Progression Free Survival and Exceptional Overall Survival in 

FDG-PET-Staged Patients With Stage III Follicular Lymphoma Treated 

With Comprehensive Lymphatic Irradiation(71) 

Stage 3 treated with 

radiotherapy 

Title of project Description 

Impact of 18f-fluorodeoxyglucose (FDG) positron emission tomography 

(PET) stage on outcomes among patients with early stage follicular 

lymphoma(69) 

Stage 1 and 2 staged 

with FDG-PET 

Whole abdomino-pelvic radiotherapy (WART) in the curative management 

of stage I-II follicular non-Hodgkin lymphoma of the mesentery or gastro-

intestinal tract (M-GIT)(70) 

Mesenteric site treated 

with whole abdominal 

radiotherapy 

High Rate of Progression Free Survival and Exceptional Overall Survival in 

FDG-PET-Staged Patients With Stage III Follicular Lymphoma Treated 

With Comprehensive Lymphatic Irradiation(71) 

Stage 3 treated with 

radiotherapy 
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 OUTCOMES OF ELDERLY PATIENTS WITH RADIOTHERAPY 

9.1 Context 

Following initial validation of the data linkage with the VCR, our objective was to 

perform studies to pilot the use of the ConCORD infrastructure in a standard outcomes 

research project. If the study was successful, the project would proceed to an 

“amplification” stage in which the methodology would be used to perform studies with 

researchers outside the Health Services Focus Group. This would confirm that 

ConCORD accelerate outcomes research by performing one linkage to benefit 

multiple projects. Additionally, ConCORD could enable projects that would not have 

been possible due to lack of funding and time to pursue VCR linkage individually. 

 

The ideal project to test the utility of ConCORD would be where either classification 

data or mortality data validated at a state level would be of interest. We developed a 

project to investigate the outcomes and tolerability of radiotherapy in the elderly age 

group, because these patients are often lost to follow up. As a result, it can be difficult 

to say whether the patient ultimately lived long enough to justify high intensity 

treatment.  

 

Finally, as radiation oncologists, we often come across clinicians who feel that patients 

are “too old” for treatment. Because anecdotal evidence suggested that the tolerability 

was very high, we wanted to challenge this assumption. 

9.2 Review of outcomes of radiotherapy in the “oldest old” 

The incidence of cancer is associated with advancing age. In Australia, the risk of 

dying from a malignancy before the age of 75 is 1 in 8 for males and 1 in 12 for 

females, rising to 1 in 4 for males and 1 in 6 for females if the 75 to 85 year old age 

group are included.(2) Similarly, in the United States, more than 50% of all cancer 

diagnoses occur in those who are older than 65. This population also contribute over 

70% of all deaths from cancer.(55)  

 

Despite the observations that cancer incidences are both increasing and observed 

predominantly in older patients, it is well recognized that older patients are under-

represented in clinical trials.(72-78) Older patients may also be excluded on other 
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grounds, such as medical comorbidity, which is also associated with increasing 

age.(75, 79) Given the increasing life expectancies observed in the Australian 

population, the tolerability of aggressive treatment regimens in those of advanced age 

is becoming a routine clinical dilemma. 

 

The life expectancy of an Australian aged 85 years of age is approximately 6 years.(80) 

Thus, it is reasonable to offer aggressive treatment to those who are likely to 

experience mortality or morbidity if their cancer is left unchecked during this time. 

However, population-level data suggest that older patients are less likely to receive 

aggressive therapy in bladder, prostate and breast cancer.(81-83) Physicians also tend 

to choose less aggressive treatments for older patients, upon the premise that they will 

be less likely to tolerate treatment.(79) The data regarding tolerability of radiotherapy 

in older patients is conflicting. Pignon et al reported the results of over 1000 patients 

treated for lung and oesophageal carcinoma in EORTC trials, and found no difference 

in acute or late toxicity.(84) By contrast, aggressive chemoradiation regimens in 

locally advanced lung cancer demonstrated significant increases in severe life-

threatening haematologic and pneumonitis complications in those over 80 years of 

age.(85)  

 

In the oldest old patients, Thompson retrospectively reviewed the clinical course of 55 

patients over the age of 90 years of age treated in an Australian Centre between 2005 

and 2007.(86) A total of 56% were managed with radical intent, and 55% were treated 

for non-skin primary tumours. The presence of significant medical comorbidity was 

noted in 31%. The tolerability was reasonable, with 89% completing all planned 

treatment, and 18% experiencing treatment breaks. One patient was hospitalized due 

to RT toxicity. Median survival post-RT was 13.0 months, but this study also included 

those treated with distant metastases. The mean follow up for survivors was 19.8 

months. Radical treatment intent and female gender were associated with longer 

survival.  

 

Several small retrospective studies from Japan have examined the tolerability in 

patients aged 90 or over. Oguchi(87)  reported the outcomes of 23 patients treated with 

radiation therapy, of which 12 received radical radiotherapy. The overall survival was 
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65% at 1 year and 30% at 2 years. In those with good performance score, the intensity 

of acute reactions was similar to younger patients, but these reactions persisted for 

longer. Ikeda(88) performed a pooled analysis of data from eight Japanese centres. 

This included data from 57 patients treated with radical intent who were over the age 

of 90. Compromised treatment volumes and doses were observed but these treatment 

alterations might have improved tolerability. Treatment was completed in 75% of 

patients, if only gross tumour was treated, and if 80% of the younger adult tolerable 

dose was used. Familial escort was observed in most patients to facilitate treatment. A 

summary of available evidence and tolerability rates is included below in Table 9.1. 

 

Table 9.1. Papers examining the tolerability of radiotherapy in the oldest old 

 

The aim of our study was to assess the outcomes of elderly patients above the age of 

85 receiving curative radiotherapy at Peter Mac. Predictors of poor treatment tolerance 

were examined. This was a population in which we expected a high mortality rate, 

where competing causes of mortality were of interest, and had a high follow-up 

attrition. Thus, the project was an ideal candidate to evaluate the utility of the 

ConCORD research framework outlined in Chapter 8 in answering standard clinical 

outcomes research. 

9.3 Brief study design 

This was a project designed to examine the tolerability of radiotherapy in the elderly. 

A retrospective review of records was performed. Patients were identified from the 

MOSAIQ record and verify system, which was linked with hospital demographic data. 

This allowed selecting of patients over the age of 85 and who also received 

radiotherapy with the intent of cure. 

Author date Number Tolerability Comment Age 

Ikeda(88) 1999 57 75% Completion  >90 

Mitsuhashi(89) 1999 32 96% Radical and 

palliative 

>90 

Oguchi(87) 1998 23 100% 0.23% of all 

patients; 

radical and 

palliative 

>90 

Wasil(90) 2000 183 77% Radical and 

palliative 

>80 

Thompson(86) 2012 55 89% 2% of all pts; 

radical and 

palliative 

>90 

Khor(91) 2014 324 95% Radical only >85 
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Poor tolerability of radiotherapy was defined as a break from radiotherapy, early 

cessation of radiotherapy, or an inpatient admission. In the ideal circumstances we 

would have included only instances of poor tolerability that were directly attributable 

to treatment. However, it was difficult to confidently categorise these events from the 

clinical record. 

 

Overall survival was measured from the date of the first fraction of the first treatment 

after the age of 85 years old. The closeout date of 31/12/2011 was used as VCR 

guarantee the survival data was accurate and complete up until this date. All patients 

without a death date before the closeout date were considered alive on that date and 

were censored. This differs from many other outcomes studies, where cases are 

censored at the date of last known follow up. Any deaths after the closeout date were 

ignored and patients were censored at the closeout date.  

 

We anticipated a high loss to follow up rate in this population, who are often frail, 

infirm, or with limited ability to travel to follow up appointments. As such, survival 

analysis based upon hospital records would have been inaccurate. Survival data was 

obtained through the ConCORD research framework and was available in 97% of 

cases.  

9.4 Summary of findings  

The study found that in most patients, radiotherapy was completed without issue, even 

in patients of advanced age. We also identified a priori a group of patients in whom 

dose fractionation schedules were changed with the intent of improving tolerability. In 

this cohort, the tolerability rate of radiotherapy was no different to those receiving 

standard fractionation. It was assumed that these altered dose fractionations were 

prescribed in the anticipation of poor tolerability of standard fractionation.  

 

We would like to include some figures which were omitted from the publication due 

to imposed word limits. The risk of death after treatment was predominantly from 

cancer within the first two years in the competing risks model (see Figure 9.1). This 

suggests that treatment was worthwhile at least to palliate symptoms and optimise 

disease control. The high tolerability in the standard fractionation group approach 
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implies that supportive care strategies should be focussed on those who were 

prescribed hypofractionated radiotherapy.  

 

Figure 9.1 Cumulative incidence curves cause of death assuming competing events measured 

from the date of the first treatment 

 

 

We also tested the utility of the Charlson Comorbidity Index in predicting patient frailty or 

poor tolerability. The CCMI was initially used to predict the outcomes of patients one year 

after treatment with surgery and other treatments.(92) Using CCMI in analyses leveraging 

administrative data is attractive because various methods exist for calculating it using the 

World Health Organisation’s International Classification of Diseases (ICD).(93) We 

postulated that CCMI would increase the risk of patients having a break or otherwise 

tolerating radiotherapy poorly due to the presence of comorbidity. However, CCMI did not 

predict for poor tolerability (HR=1.04, 95% confidence interval 0.81-1.31; p=0.769), but did 

predict for survival outcome.  

 

 

Figure 9.2 illustrates the correlation of increasing CCMI with poorer outcome.  
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Figure 9.2 Overall survival measured from the first treatment according to CCMI 

 

When analysed as an ordinal variable, CCMI predicted for worse survival (p=0.024). 

Table 9.2 provides the survival estimates with 95% confidence interval at specific time 

points. The hazard ratio was 1.16 (95% CI of 1.02 to 1.31). 

 

Table 9.2 Survival estimates at different time point according to CCMI 

 Survival (95% Confidence Interval) 

Time CCMI 0 CCMI 1 CCMI 2 CCMI 3 CCMI 4 

1 year 83 (77 - 89) 80 (71 - 89) 86 (77 - 96) 70 (53 - 91) 78 (55 - 100) 

2 years 68 (61 - 76) 62 (52 - 73) 69 (57 - 83) 44 (27 - 69) 44 (21 - 92) 

3 years 56 (49 - 65) 52 (41 - 64) 58 (46 - 74) 39 (23 - 65) 22 (7 - 75) 

4 years 50 (42 - 59) 38 (28 - 52) 51 (38 - 67) 39 (23 - 65)  

5 years 41 (34 - 51) 34 (24 - 48) 42 (29 - 60) 39 (23 - 65)   

The overall survival of the cohort was 66% at three years, with a median follow up 

time of 6 years.  
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9.5 Study limitations 

This was a single institution retrospective study, conducted at a large academic centre. 

Selection bias was a large concern. It was not possible to assess the number of elderly 

patients who were seen in the clinic and not offered any active therapy due to frailty. 

Thus, the assertion that patients tolerate radiotherapy even of advanced age should 

acknowledge the importance of discriminating patient selection. The addition of state-

level linkage data would be one way to address this limitation. However, it would 

engender a much larger study. 

 

We retrospectively determined Charlson Co-morbidity Score (CCMI) from the 

electronic record via manual chart review, using all available documents including 

discharge summaries and narrative clinical text generated at the first clinic 

appointment. Although this process is not as strong as prospective collection, we feel 

that it is still likely to detect significant medical comorbidity, given that all patients 

had a full textual narrative available, including past medical history summary.  

9.6 Significance 

This was the first project to take advantage of survival data from VCR. The paper was 

published in a reputable national journal, demonstrating that the methodology 

implementation was successful. Due to the success of initial manual validations and 

this project, several projects from other PMCC researchers were initiated. 

 

Because we used the close-out date provided by the cancer registry, median follow up 

was longer than anticipated. The use of a shorter hospital-derived close-out date would 

have resulted in over-estimation of mortality because of early censoring used in 

actuarial survival estimation. Thus, a hidden benefit of ConCORD was quality of 

survival data due to increased follow up times. 

 

This paper contributed to the scarce data on patients of very advanced age receiving 

radiotherapy. It was the largest paper in the field at the time of publication in 2015. Its 

publication enjoyed a wide readership due to publication in a general interest medical 

journal. This publication strategy increased the profile of radiotherapy in the wider 

medical community as a valid treatment option for those of advanced age. 
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9.7 Publications arising from this work 

This project was presented at Clinical Oncology Society of Australia (COSA) annual 

scientific conference in 2013, where it was listed in the “Best of Oral Presentations in 

Geriatric Oncology” session.(94) Subsequently, it was published in the Medical 

Journal of Australia in 2015, and included as Chapter 10.(91) 
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9.8 Summary and recommendations from Chapters 8 and 9 

The work undertaken within Chapters 8 and 9 demonstrate a practical approach to 

performing registry linkage. The illustrated steps include: 

1. Ethics considerations to enable the linkage 

2. Establishing operating procedures for database access for third party 

researchers while minimising organisational risk 

3. Verification of data resulting from the linkage when comparing to hospital-

derived mortality data 

4. Improved survival analysis estimates based upon registry data with extended 

close-out dates 

5. Several examples of where mortality data was used to complement manual 

follow up and hospital-based records. 

 

Recommendations include: 

9.8.1 Organisational risk when dealing with large amounts of identified patient 

data 

When designing large scale linkages with state-level data, consider organisational risk 

exposure during transfer of identified patient data. Although contemporary transfer 

protocols encrypt data and prioritise user authentication to reduce the chance of data 

loss, reducing the volume and number of linkages will significantly reduce risk 

exposure. 

9.8.2 Design large scale data linkages to build infrastructure for other researchers 

The data available in linkages to state-level datasets are of interest to almost all projects 

examining patient outcomes. Design access protocols and governance infrastructure 

to scale with demand. 

9.8.3 Perform smaller projects to pilot the use of large datasets to provide an 

opportunity for manual validation 

Because both hospital records and state-level data may be incomplete, or have 

differing close-out dates, prioritise smaller projects that facilitate projects of increased 

scale once the nuances of the data are known. 
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9.8.4 Take advantage of state-level data sets for survival analyses 

Datasets derived from state-level sources increase the detection rate for mortality 

events, but also increase follow up times. Because they can be assumed to be 

“complete” within the dictated close-out period, this improves the quality as well as 

the sensitivity of survival estimates.   
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 TOLERABILITY AND OUTCOMES OF CURATIVE 

RADIOTHERAPY IN PATIENTS AGED 85 YEARS OR MORE 

 

 

Khor RC, Bressel M, Tedesco J, et al. Tolerability and outcomes of curative radiotherapy in patients aged 85 or more years. 

Med J Aust 2015; 202 (3): 153-155. © Copyright 2015. The Medical Journal of Australia. Reproduced with permission. 



78 

 

 

  



79 

 

 

  



80 

 

 

 

  



81 

 

 ADVANCED COMPUTING TECHNIQUES TO VALUE-ADD 

EXISTING ELECTRONIC RECORDS IN RESEARCH 

11.1 Synopsis: 

One major disadvantage of clinical data management is the time taken to 

collate relevant data for analysis. Ideally, information about a patient's disease, 

medical history and outcome (including survival and side effects) would be 

entered when it is first discovered. However, this process is extremely time 

consuming, despite the availability of an electronic health record. Electronic 

processes commonly duplicate manually performed tasks, without addressing 

the time cost incurred by these processes. New IT methods could allow this 

information to be collected in real-time, as soon as it is entered into the EHR, 

in a manner which is transparent, that does not increase clinician data entry 

duties. This chapter focuses on the accuracy and precision of automated 

extraction methods. 

11.2 The case for computer-assisted data extraction in clinical care and 

research workflows 

11.2.1 Critical patient information is commonly stored in a non-coded electronic 

format  

The previous chapters have focussed on methods of obtaining and linking coded or 

“structured” datasets, which are easily processed using standard analytic methods. 

However, the bulk of information generated during clinical care is generally stored as 

narrative text. This narrative contains information garnered from clinical interviews, 

observations about the patient, and synthesis of information that justify clinical 

decisions (e.g. the extent of the tumour based on imaging prior to surgery). This 

narrative history can contain: 

1. A presenting history of the patient, including a description of the patients 

current status and symptoms 

2. Examination findings pertaining to the patient 

3. Important social context about the patient, their level of social support and 

function 
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4. Any other relevant medical history that may influence current management 

5. Risk factors for the suspected disease or problem 

 

In oncology, additional information and potential endpoints are recorded, such as: 

6. The extent of the tumour based upon current physical examination, medical 

imaging or pathology reports 

7. The vital status of the patient (e.g. performance status) 

8. Predictive or prognostic factors pertinent to the case 

9. Recurrence of the tumour, if prior treatment has been given. 

 

A summary of potentially important clinical information is presented in Figure 11.1. 

All of these factors are vital to treatment selection, predicting response to treatment, 

or designing new treatment strategies. However, when stored as unstructured narrative 

text, their value is latent until transcribed into structured data for analysis. 
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Figure 11.1 Common clinical data of interest in clinical research 

Patient: 

Presenting complaint* 

Comorbidities (Charlson Comorbidity Index)* 

Scores relating to patient robustness and physical vitality (ECOG, KPS)# 

Family history* 

 

Tumour 

Tumour site (topology) and type (morphology)# 

Clinical stage# 

Tumour factors which may have an impact on treatment choice e.g. invasion of an 

organ which would render resection impossible* 

Prognostic factors (e.g. oestrogen receptor in breast cancer, or peri-neural invasion 

in cutaneous SCC) 

 

Outcomes: 

Local recurrence* 

Regional or distance recurrence* 

Survival 

 

*present in free text, not stored in a coded fashion 

#codified data often present in free text but not stored in an accessible 

fashion 

Toxicity or adverse outcome (e.g. drug reactions) 

Patient reported outcomes 

 

Population: 

Case-finding of rare or conditions that are not captured in administrative coding  

Identification of cases for reporting to cancer registries 
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11.2.2 The traditional methodology of converting unstructured data into 

structured data for analysis  

Most retrospective research about oncologic outcomes centres upon identifying 

patients at risk of recurrence, and factors that determine curability. It is disappointing 

that most of the attributes of interest are often kept within the clinical narrative, which 

precludes easy access or analysis of the data. Although it is acknowledged that the 

endpoints and information above are highly relevant to clinical decision-making, 

double data entry and administrative overhead are significant barriers to maintaining 

quality clinical databases. Subsequently, records are stored in free text format 

(unstructured), meaning they are only available by manual perusal of individual 

records.  

 

Retrieval of this information requires manual chart review, a costly, time-consuming 

and error-prone process. The process of transcription is often performed by trained 

medical staff, who review all available clinical records to develop a database of 

important clinical factors. For example, Neamatullah et al(95) reported that resident 

clinicians could manually process an EHR at a rate of about 18,000 words or 90 EHR 

documents per hour. This same study was conducted on a corpus of nursing clinical 

notes for only 163 patients, and contained a total of 2,434 notes, consisting of 334,000 

words. Consider that this does not include medical or allied health practitioner notes 

and was a relatively small number of patients. Manual extraction of data from free text 

notes is at best inefficient and at worst impractical for large studies. However, in the 

absence of other practical methods it should be considered the gold standard approach.  

 

Ideally, the process would also be performed prospectively, but requires a significant 

investment of resources to maintain such a clinical database. This approach may be 

wasteful, especially if the final use case for the data is not known, or the data are never 

used. As a result, data are usually gathered retrospectively, which introduces the 

further complication of a potentially incomplete dataset if the data-points were not 

described at the time and are not present in the notes. By necessity, retrospective 

medical records audit is integral to most retrospective or hypothesis-generating 

research in medicine today. A search on Pubmed using the MeSH keyword 

Neoplasms, and a filter for documents labelled as “clinical trials” performed on 29th 
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June 2015 found 2678503 research documents. Prospective research, found by an 

additional filter for Phase 1-3 clinical trials, constituted only 29038 documents, or 

approximately 1% of all research.  

11.2.3 Natural language processing will change the conduct of research on 

electronic records 

Traditionally, study workflow involved identifying the patient cohort of interest, then 

retrieving the files for data extraction of factors of interest and outcomes. Study 

cohorts are often identified by treatment characteristics. These are often readily 

available due to the link with billing. However, the lack of a structured collection 

format also means some data may not have been obtained during routine clinical 

practice 

 

Natural language processing techniques (NLP) can be defined as “any computer-based 

algorithm that handles, augments and transforms natural language so that it can be 

presented for computation”.(29) This collection of computer processes may replace or 

supplement manual chart review and other research-related tasks, offering significant 

time, financial and reproducibility advantages. Such techniques extract relevant 

clinical details by parsing unstructured text in a semantic fashion, considering the 

usage of negation terms and compound sentences (e.g. “She drinks alcohol but does 

not smoke”).(96) The availability of an automated data extraction platform would have 

immediate applications in a variety of scenarios, including clinical audit, quality 

control of clinical documentation and improvement of clinical efficiency through 

automated patient synopsis generation.  

 

The major advantages of using NLP would be seen in speed of processing, automation 

of the task, reproducibility, with little or no loss in quality compared to human 

personnel. 

1. Speed of processing: Document analysis and data extraction is a very fast 

process on modern computing hardware. Thousands of documents can be 

processed in a matter of minutes. 

2. Automation of the task: Document analysis could be run automatically on 

every patient identified (e.g. to extract tumour stage or smoking status). This 

has obvious implications for finding patients that satisfy specific eligibility 
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criteria, especially where they might be time-sensitive. The result could be 

either vetted by a clinician to progress the screening process.  

3. Reproducibility: Most attempts at clinical data extraction are degraded by 

inter-observer variation at the time of data transcription. There can be 

significant variation between human observers in extracting the same data 

item, even amongst experts. In fact, many inconsistencies of human observers 

are discovered through the testing of the automated system.(97, 98) 

Contemporary automated extraction techniques are deterministically 

reproducible when run on the same dataset. 

4. Accuracy and precision: in most cases, the system performance of automated 

extraction on small datasets is similar to that of trained observers.(99) 

 

The disadvantages of using an automated computerised technique are: 

1. Overfitting of the system, or lack of portability: The time-intensive nature of 

developing a gold standard dataset to train the system practically limits the size 

of the dataset. A small dataset, where rarer document features are only 

infrequently represented, is likely to limit performance unless a degree of 

overfitting is engineered. This has a negative impact on using the system on 

other similar datasets, and should be considered in the system design 

phase.(100)  

2. Variation in gold standard creation: As mentioned above, there is significant 

variation the human interpretation of data. Consistency is of critical importance 

in the creation of gold standard datasets, as the system will consider the gold 

standard to be ground truth. Incorrect or inconsistent feature representation 

negatively impacts system performance. The agreement of annotators is often 

expressed in terms of a kappa value, where 0.7 is acceptable, and 0.9 is 

excellent agreement.(101)  

5. Work required to generate the training dataset and validate the algorithm: 

However, data are represented very differently within different document 

types, and between different institutions. There is a necessity to adapt the 

system to the local dataset, which is time intensive. Therefore, automated 

extraction is suitable for datasets which are either periodically run (e.g. for 

audit purposes) or are run in real time on every patient (e.g. assisted prospective 
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dataset generation). It is not practical to develop single-use analysis pipelines 

due to the large amount of effort required to curate the dataset and train the 

algorithm. 

3. Maintenance of the system: Most systems are trained to recognise and 

reproduce statistical distributions of results or recognise specific patterns 

within text. Training data influence the design and performance of the system. 

Over time, as clinicians change, or patient populations change, the performance 

of algorithms may degrade. Re-training with a new dataset would be required 

to restore performance.  

11.3 Natural language processing enables high throughput clinical 

phenotyping 

NLP is best used when there is a recurring task that is useful enough to outweigh the 

start-up effort of training an NLP pipeline. There must be a dataset big enough that it 

would not be practical to hand-curate the dataset, or the task is to be repeated 

periodically. The process, termed “high throughput clinical phenotyping” could be 

used retrospectively to backfill data that have not been recorded in a structured 

format.(102) An extension of this is to perform the process for all new unstructured 

data instances, to perform “live” extraction of structured data.   

 

This technique could be applied to tasks such as: 

1. Retrospective backfilling of “soft” endpoints that are not kept in any other 

database, such as tumour recurrence or family history(103, 104) 

2. Prospective recognition of specific criteria to initiate pre-screening procedures 

to accelerate trial recruitment or maximise disease registry capture rate(105) 

3. Bio-surveillance for rare conditions or treatment/drug side effects that could 

be under-reported when using relying on manual reporting processes.(106, 

107) 

4. Quality monitoring to review documentation and compliance with quality 

factors(108, 109) 

11.4 Feasibility of NLP on the medical record 

Natural language processing using various parts of the medical record has been found 

to be feasible in key areas. Notable publications are summarised below. 
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11.4.1 Endpoint detection 

Strauss and colleagues demonstrated a document analysis pipeline that detected 

recurrences of breast and prostate cancer after initial therapy with approximately 94% 

sensitivity and specificity based upon biopsy reports. This is particularly useful, 

because not all recurrences are subjected to biopsy, and are subsequently not 

necessarily reported to cancer registries.(106) A similar project was published by the 

Mayo group demonstrating a 96% specificity in detecting breast cancer recurrences 

based upon a whole-EMR approach.(98) Savova(107) was able to ascertain the 

patterns of treatment with endocrine agents in patients with breast cancer in clinician 

notes. This included the sequencing of agents. Although this would ideally be 

extracted directly from physician orders placed within the EMR, this is not always 

possible.  

 

Mehrabi(110) reported the use of natural language processing to detect a family history 

of pancreatic cancer from the medical record. This could be useful for two reasons: to 

monitor the presence of family history taking during clinical consultations for specific 

groups, or to capture family history data to identify clusters of certain cancers. 

11.4.2 Prospective practice flags and bio-surveillance 

Ni reported a system developed at Cincinatti Childrens Hospital Medical Center to 

automatically perform pre-screening for entry into paediatric oncology trials on a 

population level. It would also suggest trials for a single patient.(105) This is discussed 

in further detail within Chapter 16.  

 

There are two publications that have demonstrated surveillance for symptoms of 

cancers of the cervix and colon that identify at-risk populations from the electronic 

record with similar sensitivity to current screening guidelines. (111, 112)  

 

One publication demonstrated surveillance for invasive fungal infections based upon 

the radiographic description from diagnostic imaging reports. This can be a fatal 

condition in the context of severe immunosuppression induced by disease or systemic 

therapy.(113) Early detection and complete case detection is thus of utmost 

importance. In a similar publication, one group demonstrated the classification of 

results for mammography and pap smear to identify reports in which abnormal 
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findings were reported to assist in follow up of high risk cases.(114) A study by Dutta 

et al.(115) extracted both the presence of incidental radiographic abnormalities 

detected on emergency department presentation. The programme then examined 

discharge instructions to see if there were any follow up recommendations, finding 

that although incidental findings were only present in 4.5% of imaging studies, 49% 

of discharge summaries failed to recommend follow up imaging. Danforth(116) 

similarly used administrative structured data and radiology reports to similarly find 

cases of incidentally detected pulmonary nodules for follow up.  

 

Several publications have successfully examined the extraction of tumour stage, size, 

and other prognostic factors from pathology reports in prostate and lung cancer.(97, 

99, 104, 117-119) Another publication from the Vanderbilt group established the 

feasibility of tumour stage extraction from the medical record using all document 

types, rather than a single report type.(120) This is notable due to the variability of 

content that the algorithm would encounter. 

11.4.3 Quality factor monitoring 

Natural language processing can easily assess for the completeness of narrative text 

by classifying a document by the presence or absence of target data. For example, a 

rule-based system was designed to classify mammography report content by the 

presence of a BI-RADS score, which predicts the risk of a cancer in the screened 

breast.(109) This system was subsequently improved by the incorporation of machine 

learning techniques. In a related project, an algorithm examined radiographic findings 

to predict the BI-RADS score, thus facilitating decision support for radiologists in 

properly coding mammography reports.(121)   

 

One well-considered project examined the adenoma detection rate achieved in 

screening colonoscopy within a large population. It outperformed the existing manual 

workflows to extract the same data, while being significantly more time efficient. The 

NLP algorithm currently identified screening colonoscopies (and excluded 

colonoscopies performed to investigate symptoms), and subsequently detected any 

adenomatous lesions on either colonoscopy report or pathology report.(108) Although 

individual physician adenoma detection rate is inversely related to the risk of interval, 

advanced-stage interval or fatal interval colorectal cancer(122), the volume of 
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colonoscopies performed each year for screening purposes outstrips the ability to 

capture the data.  

 

Identification of mandatory reporting cancer cases from pathology and radiology 

documents has also been found to be feasible in multiple papers.(123-126) Because 

cancer registries rely on specific criteria for inclusion in the registry, finding these 

reports within a large number of benign pathology cases is a logistic challenge. 

Additionally, the throughput of cancer registries is significantly higher than a hospital, 

meaning that scalability of the technique is a critical feature. 

11.5 Context for following chapters 

Peter MacCallum Cancer Centre transitioned to an electronic health record in 1998. 

Specifically, all correspondence generated from patient consultations and 

investigations became available in the electronic record. Such data are available on-

demand by clinicians, disparate in distance and often in the passage of time and have 

streamlined the efficiency of clinical workflows significantly. As part of the Health 

Services Research Focus Group portfolio, it was deemed that automated data 

extraction to leverage the large amounts of EMR data available was strategically 

important. The following two chapters detail the initial strategy, which was: 

1. To implement an existing system for clinical data extraction (in this case, the 

cTAKES smoking status pipeline) 

2. To design a system for automated tumour stage extraction 

11.6 Actions arising from this chapter: 

Both of the projects identified above have been published or submitted for 

publication. Additionally, the second project (automated stage extraction) was 

funded by a successful grant application (The Hospira Withers-Peters 

Fellowship, awarded by the Royal Australian and New Zealand College of 

Radiologists).  
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 FEASIBILITY OF EXTRACTING SMOKING STATUS FROM 

NARRATIVE TEXT 

12.1 Context 

Cigarette smoking is an important medical co-morbidity that predicts for a poorer 

response to cancer treatment(127-129)and can increase the risk of second cancers after 

treatment, especially after radiotherapy.(130) It is often recorded within the patient file 

within narrative text or letters, rather than structured fields. Although the facility to 

collect tobacco exposure information exists within the structured medical records, 

smoking status can change over time, which may be important in cases where it could 

interfere with treatment. 

 

We chose to implement an existing algorithm to extract smoking status from the 

medical record as a pilot study for natural language processing (NLP) at the hospital. 

This data item was felt to be high priority to supplement the structured record, which 

was unreliable due to changing status over time, and patient under-reporting. 

Additionally, one of the strategic priorities from the VCR linkage was to develop the 

capacity to look at treatment-related second malignancies, for which smoking is an 

important confounder. 

 

The Informatics for Integration of Biology to the Bedside (i2b2.org) natural language 

challenge in 2006 involved classification of discharge summaries by smoking status. 

While most entries used proprietary algorithms, the team from Mayo Institute released 

their algorithm which is available under a free software license.(131) The algorithm 

uses a statistical machine learning technique called a “support vector machine” that is 

used to classify documents by words or feature content. Support vector machines have 

been shown to be useful in machine learning problems, but are sensitive to over-fitting 

of the algorithm (which limits generalisability).(132, 133) 

 

We implemented the algorithm and validated it to examine its generalisability. 

Subsequently, it was optimised for local use using a local dataset and coding changes.  
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12.2 Background and literature review 

The i2b2 challenge 2006 consisted of 504 de-identified medical discharge 

summaries.(134) These have subsequently been released for general usage.(135) 

There were eleven entries, with the highest score achieved by Nuance 

Communications(136), using a proprietary pipeline. The challenge results are 

summarised below in Table 12.1 

Table 12.1 for the five top performing teams, and also the Mayo clinic entry by 

Savova(96), noting the best 

run for each team. Note that it 

can be difficult to compare 

results achieved on different 

datasets, so the performance 

figures cannot be definitively 

compared to our own results. 

Table 12.1 i2b2 Smoking Challenge 2006 best results 

 

 

 

 

 

 

 

Following the challenge, Clark (Nuance Communications) published an update 

showing increasing accuracy for large datasets. (136) By addition additional 

documents for each class to the dataset, accuracy continued to increase, even above 

1000 documents. The final system achieved an overall system accuracy of 96.7%. 

Savova’s group reported updated results the following year at the AMIA annual 

symposium, demonstrating improved overall performance compared with their initial 

entry and an overall F-measure of 0.967.(141) Additionally, Savova’s algorithm was 

also assessed by Vanderbilt University(142), showing significant issues when tested 

and trained on a different dataset, despite its increased size. 

 

Team Precision Recall F-measure 

Clark(136), 0.9 0.9 0.9 

Cohen(137) 0.88 0.89 0.89 

Aramaki(138) 0.88 0.89 0.89 

Wicentowski(139) 0.85 0.87 0.86 

Szarvas(140) 0.85 0.87 0.85 

… 

Savova(96) 0.84 0.86 0.84 

Team Precision Recall F-measure 

Clark(136), 0.9 0.9 0.9 

Cohen(137) 0.88 0.89 0.89 

Aramaki(138) 0.88 0.89 0.89 

Wicentowski(139) 0.85 0.87 0.86 

Szarvas(140) 0.85 0.87 0.85 

… 

Savova(96) 0.84 0.86 0.84 
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A more recent publication by Wang(143) assessed the utility of NLP combined with 

patient reported data at the Mayo clinic. Patient reported data increased the coverage 

to 96%. Finally, an attempt to develop a new rule-based platform on a large dataset 

(n=1000) with high inter-observer agreement showed more modest performance(144). 

The performance for the “Current smoker” class and “Past smoker” class were 0.7 and 

0.753, respectively. 

12.3 Brief study design 

A corpus of 705 narrative histories was extracted from the electronic health record. 

They were free text narratives generated at the first consult at the PMCC radiation 

oncology clinic. Narratives were randomly selected. 

 

Each narrative was coded into four states – smoker (S), current smoker (C), ex-smoker 

(P), and unknown (U). The algorithm classifies documents into one of these four states 

using four steps (see Table 12.1): 

1. Detecting the presence of any smoking information (no smoking information 

is classified as “U”)  

2. If there is smoking information present, detect whether the patient as ever 

smoked (classifies the “N” class) 

3. Determines whether the patient is a current (“C”) or past (“P”) smoker 

4. The first three steps are performed at the sentence level. To obtain a document 

level classification, a hierarchy is applied, ranking current smoking the highest 

priority and unknown status as the lowest priority. 

 

 

Figure 12.1 The algorithm used for smoking status detection 
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When using support vector machines, features are nominated a priori that would 

predict smoking status and temporality. This could include single words or phrases. A 

list of features is included in the Materials and Methods section within the included 

publication (see next chapter, Figure 13.1). The presence or absence of each feature is 

considered by the SVM, and the most likely class based upon the distribution (present 

or absent) of features within each document.  

 

Because the presence or absence of each feature contributes to the accuracy of the 

algorithm, features with low frequencies within a corpus have low predictive power. 

Thus, the technique is highly sensitive to the size of the training dataset. In general, 

increasing the dataset will increase the frequency of each feature and increase 

performance. We attempted to group phrases to reduce the training dataset 

requirements for accurate prediction. To do this we altered the model, which was 

written in the Java™ programming language, and re-compiled the algorithm. 

Additionally, the features were changed to reflect Australian English spelling. 

 

To validate the algorithm we used a k-fold validation method.(145) This methodology 

is useful in machine learning algorithms to identify possible over-fitting of the 

algorithm to training data. The dataset is divided into k subsets using random selection. 

In our study we used ten subsets. Each subset is used to validate the training of the 

algorithm on the remaining subsets. The two major advantages compared to traditional 

hold-out validation (with discrete training and validation subsets) are that all 

documents in the dataset can be used to assess algorithm performance, and random 

selection of documents uncovers potential over-fitting that manifests as over-

sensitivity to dataset class distribution. 

 

We first tested the source algorithm without any alterations to obtain a baseline. 

Following this, we altered the algorithm to implement feature grouping and localise 

the features. Finally, we benchmarked the algorithm using several types of support 

vector machine. Each run was validated using the k-fold method. 

 

The performance of NLP algorithms is generally described in terms of the precision 

(positive predictive value), recall (sensitivity) and F-measure (the harmonic mean of 



95 

 

precision and recall).(101) Additionally, algorithm accuracy is the sum of the number 

of true positives and true negatives, divided the total number of assessed instances). 

12.4 Summary of findings 

The annotated dataset consisted of 16.6% current smokers (C), 30.4% past smokers 

(P), 32.8% non-smokers (N) and 20.2% unknown status (U).  

 

Table 12.2 demonstrates the initial performance of the algorithm (“Original cTAKES, 

no changes”), as well as various iterations of the modified cTAKES algorithm with 

and without grouped keywords, and also using different models. On the un-adapted 

system, generalisability of the cTAKES algorithm was poor, with an accuracy of only 

0.69. This improved up to 0.92 for the best performing system (modified rules, 

grouped keywords, polynomial SVM). 

 

 

Overall, an accuracy of 0.92 would be fit to implement into clinical practice without 

user intervention. Note that even two trained observers may not necessarily agree in 

their assessment (or could agree by chance).  

12.5 Study limitations 

This study extracted document-level smoking status. For the algorithm to be useful, it 

would have to extract patient-level smoking status. This would have required 

Table 12.2 System performance, and results of support vector machine (SVM) retraining using 

10-fold validation 

Model 

Overall System 

Accuracy Class Precision Recall F-measure 

Original CTAKES, no changes  
0.69 (0.65 - 0.72) 

  

C 
0.3 (0.24 - 0.35) 0.81 (0.72 - 0.89) 0.43 (0.36 - 0.51) 

P 
0.87 (0.81 - 0.91) 0.6 (0.54 - 0.66) 0.71 (0.64 - 0.77) 

Modified CTAKES rules, 

original keywords, polynomial 
SVM 

0.9 (0.87 - 0.92) 
  

C 
0.66 (0.57 - 0.75) 0.77 (0.68 - 0.85) 0.71 (0.62 - 0.8) 

P 
0.92 (0.88 - 0.95) 0.83 (0.78 - 0.88) 0.87 (0.83 - 0.91) 

Grouped keywords, 

polynomial SVM default 

weights 
0.92 (0.9 - 0.94) 

  

C 
0.75 (0.66 - 0.82) 0.89 (0.81 - 0.94) 0.81 (0.72 - 0.88) 

P 
0.97 (0.93 - 0.99) 0.87 (0.82 - 0.91) 0.91 (0.87 - 0.95) 

Grouped keywords, RBF SVM 

default weights 0.9 (0.88 - 0.92) 

  

C 
0.81 (0.69 - 0.89) 0.56 (0.45 - 0.66) 0.66 (0.55 - 0.76) 

P 
0.85 (0.81 - 0.89) 0.93 (0.89 - 0.96) 0.89 (0.85 - 0.92) 

Grouped keywords, Sigmoid 

SVM with default weights 0.84 (0.81 - 0.87) 
  

C 
0.49 (0.39 - 0.59) 0.53 (0.42 - 0.63) 0.51 (0.4 - 0.61) 

P 
0.82 (0.77 - 0.87) 0.77 (0.72 - 0.82) 0.8 (0.74 - 0.84) 
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additional work to summate multiple document-level assessments within a certain 

period into a patient-level assessment.  

 

Additionally, this methodology does appear to be limited by the size of the dataset. In 

the i2b2 challenge, the dataset consisted of only 502 documents.(134) Further work by 

Nuance Communications to improve their i2b2 submission added additional 

documents. They found accuracy increased with larger datasets, with no upward 

boundary on accuracy improvements up to dataset sizes of 1000 documents.(136) Our 

study used 705 documents. Accordingly, we could not exclude additional 

improvements in accuracy if a larger dataset were used.  

12.6 Significance 

Smoking status classification is a task that has proven to be feasible to implement with 

natural language processing. It results in system accuracy over 90%. Our study 

achieved similar results to Savova’s own enhanced algorithm using techniques that 

grouped features to reduce training dataset requirements.(142) Our paper documented 

a novel approach to reducing the training requirements and did not appear to sacrifice 

accuracy.  

 

Ultimately, the combination of structured data sourced from patients or administrative 

processes and NLP may be best.(143) However, we proved that NLP implementation 

could be possible using local data, with exciting possibilities. This data was used in 

our application for the Hospira Withers-Peters Fellowship, which was successful in 

obtaining this prestigious grant from the RANZCR college. 

12.7 Publications arising from this work 

This work was first presented at the RANZCR annual scientific meeting in 2012(146), 

and was published in the Journal of American Medical Informatics Association 

(Impact Factor 3.4) in 2013, and is included as Chapter 13.(147)  
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13.1 Abstract 

13.1.1 Objective 

To reduce reliance on large training datasets in support vector machine (SVM)-based 

clinical text analysis by categorizing keyword features 

13.1.2 Materials and Methods 

An enhanced Mayo smoking status detection pipeline was deployed. We utilized a 

corpus of 709 annotated patient narratives. The pipeline was optimized for local data 

entry practice and lexicon. SVM classifier retraining utilized a grouped keyword 

approach for better efficiency. Accuracy, precision, and F-measure of the unaltered 

and optimized pipelines were evaluated using k-fold cross-validation. 

13.1.3 Results 

Initial accuracy of the cTAKES package was 0.69. Localization and keyword grouping 

improved system accuracy to 0.9 and 0.92, respectively. F-measures for current and 

past smoker classes improved from 0.43 to 0.81 and 0.71 to 0.91 respectively. Non-

smoker and Unknown class F-measures were 0.96 and 0.98. 

13.1.4 Discussion 

Keyword grouping had no negative effect on performance, and decreased training 

time. 

13.1.5 Conclusion:  

Grouping keywords is a practical method to reduce training corpus size. 
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13.2 Manuscript 

PRACTICAL IMPLEMENTATION OF AN EXISTING SMOKING DETECTION 

PIPELINE AND REDUCED SUPPORT VECTOR MACHINE TRAINING 

CORPUS REQUIREMENTS 

13.2.1 Objective 

To explore practical methods to improve SVM accuracy in automated patient smoking 

status extraction by reducing training dataset requirements  

13.2.2 Background and Significance 

Tobacco exposure is an important oncologic health status to determine. It is a known 

carcinogen (148), and may also be linked to the development of second cancers (130, 

149, 150). Furthermore, it is associated with poorer outcomes after cancer therapy 

(127, 151, 152), and also increased long-term side effects(153).  

 

Automated smoking detection based upon support vector machine (SVM) techniques 

has been shown to be a reliable and accurate method of clinical text analysis (96, 142, 

154, 155). However, its application to real-world implementation is hindered by the 

magnitude of training data requirements. For a given number of training samples, the 

number of features considered by the SVM correlates with training time and accuracy.  

 

The cTAKES 2.5 (3) smoking status detection package implements an analysis 

pipeline first detailed by Savova et al(96) in response to the 2006 Informatics for 

Integrating Biology and the Bedside (I2B2) initiative(156) (see https://www.i2b2.org/) 

challenge. It has subsequently been released under the Apache License 2.0, an open 

source license (66).  The pipeline was implemented at a large Australian cancer center, 

to facilitate structured documentation of smoking status within the electronic medical 

record (EMR). The aim of this study was to maximize pipeline performance using a 

limited number of training samples by grouping of keywords into lexically similar 

categories. 

13.2.3 Materials and Methods 

The Mayo smoking status detection pipeline and cTAKES components have been 

detailed extensively elsewhere (96, 154, 157). Sentence-based smoking status 

detection first employs a rule-based analytics layer to detect the presence of smoking-

https://www.i2b2.org/
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related keywords. A second layer is applied to any sentence with smoking information, 

and detects any negation terms relating to smoking information based upon the 

published NegEX-algorithm(158). A SVM document classifier then determines 

whether the sentence relates to past or current smoking (See Figure 12.1). Final 

document-level smoking status is determined using a rule-based layer to resolve the 

classifications of multiple sentence-level classifications into a single document-level 

classification.  

13.2.3.1 Data set 

We manually annotated 709 patient narratives to create a corpus for training and 

validation. The patient narrative history generated from first contact with a patient was 

utilized, containing both unstructured and semi-structured data. In this instance, the 

patient narrative relates to a free text document dictated by a clinician, with variable 

organizational structure which could include headings. Documents were coded into 

past smoker (P), current smoker (C), non-smoker (N) or unknown (U). The extracted 

narratives were converted from HTML to UTF-8 format.  

13.2.3.2 Processing optimization 

The apostrophe character was not recognized by the default cTAKES installation, 

which led to non-detection of negation contractions (i.e. she doesn’t smoke). We 

altered the tokenizer to enable detection of common apostrophe characters used 

(Unicode characters \u2019, \u0027 and \u0092).  

 

Sentence-level checking for the subject assertion was added, to discriminate for 

smoking-related information not related to the subject (e.g. pertaining to family 

members). Header detection was also incorporated to process only relevant sentences. 

For example, the header “Smoking History:” should not be classified as past smoker.  

13.2.3.3 Feature optimization 

Grouping of keyword features by equivalent temporality and context was 

implemented, similar to categories employed by Penn Treebank tagset (159) but with 

smoking related application. This reduced the number of features from 84 to 34, with 

a corresponding decrease in training time, and improved representation of less frequent 

keywords. We also added localized keywords that were not identified in original North 

American feature sets. Table 1 shows a sample of the keyword list employed, which 
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is included for illustrative purposes. We did not discard low frequency keywords. The 

word “nil” to the list of negation finite state machine, which is not included in the 

initial NegEX algorithm(158). 

13.2.3.4 Optimization for local lexicon and data entry 

Heading detection was implemented to deal with semi-structured data. Information in 

the family history that was unlikely to be related to the patient was discarded. This 

worked synergistically with the subject assertion detection we implemented. Several 

patterns of heading dictation were observed, such as a heading followed by a short 

phrase (“Smoking: Nil”) or a heading followed by several sentences of clinical detail. 

We corrected the latter case, in which the heading was detected as a non-negated 

smoking-related feature, and generated false positive results.  

13.2.4 SVM retraining and pipeline validation 

SVM retraining for classifying past and current smokers was performed using 

LIBSVM version 3.17 (160). Different kernels for SVM hyperplane segmentation 

were tested, including polynomial (the default kernel), radial basis function (RBF) and 

sigmoid. We also tested adjusted current smoker to past smoker weights of each model 

(from 1.0 to 2.5) with the intention of  fine tuning the model to predict for more current 

smokers. To increase training dataset efficiency, 10-fold validation was performed. 

The corpus was first divided into 10 subsamples. Nine subsamples were used as 

training and one as validation. This process was repeated ten times, with each 

subsample used once as validation data Accuracy, precision and F-measure were 

reported with their correspondent Clopper-Pearson 95% confidence interval using the 

results from all subsamples.  

13.3 Results 

Our corpus of 709 narratives was composed of 16.6% current smokers (C), 30.4% past 

smokers (P), 32.8% non-smokers (N), and 20.2% of unknown status (U).  

 

Keyword grouping resulted in 34 feature groups, comprising 84 individual features of 

interest. The distribution of feature events is shown in Figure 13.1. 
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Figure 13.1 Feature frequency by word category 

 

 

Initial accuracy of the cTAKES 2.5 smoking status package with 10-fold cross-

validation was 0.69. Incorporating localization and keyword grouping improved 

system accuracy to 0.9 and 0.92 respectively. F-measures for C and P classes improved 

from 0.43 to 0.81 and 0.71 to 0.91 respectively. We also tested sigmoid and RBF 

kernels for SVM hyperplane determination, but these did not improve system 

performance in any circumstance over the polynomial kernel which is included in the 

default package. Adjusting the weights of current to past smoker classes of each model 

resulted in poorer performance for each of the three tested models. Subsequently, we 

have omitted these results for the sake of brevity. Overall system accuracy and 
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precision, recall and F-measure for SVM retrained classes are shown in Table 12.2, 

with 95% confidence intervals given in brackets. The precision, recall and F-measure 

for the N were 0.96, 0.96 and 0.96, respectively. For the U class they were 0.95, 1.0, 

and 0.98. 

13.4 Discussion 

We were able to achieve 0.92 system accuracy with a corpus of modest size and 

localization optimization. Initially, a number of errors were due to erroneous detection 

of smoking-related information included in a thorough family or social history. We 

subsequently prioritised subject assertion filtering at a sentence and heading level to 

deal with this problem. Apart from this, however, few changes were made to the 

overall structure of the pipeline apart from code additions related bug fixes 

 

Feature keyword grouping by Penn Treebank tagset categories resulted in modest 

overall accuracy improvements. This implies that to construct an equally accurate 

model using grouped keywords would require less training data. The reduction in 

model complexity from grouping keywords did not impair system performance. 

Keyword grouping also has several other practical advantages, the most important of 

which is limiting the circumstances in which retraining of the SVM model is required. 

Specifically, expanding keyword lists with localized keywords can now be done 

without retraining the SVM module. This is pertinent considering that many clinical 

institutions may not possess the technical capabilities to perform retraining of the SVM 

classifier . The keyword list now expands in a horizontal fashion rather than vertical. 

Thus, retraining can be avoided except when a new keyword group is added. Words 

are also grouped by function and temporality, so that adding keywords is an intuitive 

process. Assuming keyword grouping only groups interchangeable words with 

equivalent meaning, it should result in a lower reliance on corpus size to achieve the 

same effect. Furthermore, reducing the number of effective keywords also avoids 

discarding low-frequency but potentially important features, which is a common 

practice in SVM feature selection. 

 

The performance of the SVM module improved out of proportion with overall system 

accuracy. For instance, the SVM retraining resulted in F-measure improvements for 

the C class from 0.71 to 0.81, while accuracy improved from 0.9 to 0.92. This is 
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because SVM retraining only affects the classification of smokers into C or P classes 

(see Figure 1 for pipeline schema). As system accuracy depends on the true positive 

detection of all four classes, the absolute gains from SVM retraining are consequently 

diluted.  

 

Our document-level results are similar to that reported in other publications utilizing 

this algorithm. Sohn et al(154) extended the initial i2b2 entry, and reported final F-

measures for detection of P, C, N and U classes as 0.857, 0.706, 0.961 and 1.0, 

respectively. Liu et al (142) deployed the Mayo algorithm on patient data from 

Vanderbilt University Hospital, and achieved F-measures for the P, C and N classes 

of 0.92, 0.94 and 0.97. Notably, the datasets used in our study are all free text generated 

by human dictation, and are likely to be very different to the datasets used in previous 

studies.  

 

The final accuracy is acceptable for deployment in the clinical setting, especially if 

real-time performance feedback methods are used to increase the training dataset over 

time. Interestingly, when examining incorrect predictions made by the final model, 

errors were often related to improper grammar that rendered the meaning of a sentence 

ambiguous. This suggests that providing real-time feedback could have synergistic 

benefits with text mining methods from increasing quality of text input as clinical 

personnel continually improve their grammar.  

 

Our plan is to implement this pipeline at our clinical organisation, and use live 

feedback from clinicians to further train the algorithm. If an acceptably accurate 

transferrable model can be developed, live training data could supplement the initial 

corpus and facilitate quicker deployment of the SVM-based algorithms in other 

centres.  

 

13.5 Conclusion:  

Keyword grouping in our dataset can decrease training dataset requirements without 

sacrificing accuracy. It has practical implementation advantages in both model 

expandability and localization. 
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 FEASIBILITY OF EXTRACTING TUMOUR STAGE MENTIONS 

FROM NARRATIVE TEXT IN GENITO-URINARY CANCERS 

14.1 Context 

Tumour stage is the most powerful tumour-related prognostic factor and guides the 

selection of treatments. It is critical to outcomes analysis to determine appropriateness 

of treatment modality as well as a stratification factor for outcomes. The RANZCR 

Tripartite Radiation Oncology Practice Standards(161) recommend that “the 

management of clinical data is planned, systematic and supports clinical audit, clinical 

trials, outcomes analysis and cancer registry requirements”.  

 

Although tumour stage is highly relevant to clinical decision making, double data entry 

and administrative overhead are significant barriers to maintaining quality clinical 

databases. Subsequently, records are stored in free text format (unstructured), meaning 

they are only available by manual perusal of individual records. 

 

We were successful in being awarded the Hospira Withers-Peters Fellowship for a 

proposed research programme attempting to extract clinical stage from the clinical 

record using NLP. Radiotherapy departments transitioned to electronic records using 

integrated EMR functionality in record and verify systems. Accordingly, automated 

stage extraction would be valuable to backfill research databases from large caches of 

unstructured free text. 

 

The project was unique because most publications on stage extraction attempted to 

extract stage from only a single type of document (e.g. pathology reports or imaging 

reports). In routine care, the clinical stage is a summation of clinical assessment that 

utilises all available information. The goal of the programme was to lay the foundation 

to build a clinical NLP system that would consider all types of electronic documents 

to improve coverage and accuracy. 

14.2 Literature review of automated stage extraction from the clinical record 

NLP-powered extraction of tumour stage has been performed successfully on 

pathology reports from surgical resections in a limited number of publications. These 
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almost exclusively were based upon detecting the individual features which determine 

tumour stage.(99, 117, 119, 162, 163) The methodology utilised in these studies 

leverage either machine learning techniques, or symbolic rule-based semantic analysis 

of text to extract relevant tumour features and determine the tumour stage. Currently, 

both features are comparable in performance. For example, symbolic rule-based 

classification demonstrated by Nguyen et al yielded accuracy measurements of 72% 

and 78% for T and N staging, respectively, compared with 78% and 82% for a 

machine-learning technique.(119)  

 

Brierley reported the results of a large clinical audit of stage accuracy in a 

comprehensive cancer centre in Canada.(164) Although 97% of patients had a cancer 

stage assigned through the process of routine care, an expert audit team who reviewed 

clinical and pathological stage only agreed in 80% and 90% of cases, respectively. An 

assessment of inter-observer variability was subsequently felt to be critical in project 

design. 

14.2.1 Stage extraction from pathology reports 

Pathological stage extraction has been demonstrated to be feasible in prostate, lung 

and colorectal cancers. A number of factors contribute to its attractiveness as a data 

source. Namely, surgery is a major curative cancer treatment, its interest to cancer 

registries to improve quality and throughput, and the discrete nature of reports (all data 

relevant to the sample are included in the report).  

 

In a prostate cancer dataset composed of pathology reports from radical prostatectomy 

specimens, D’Avolio was able to achieve accuracy for Gleason score extraction of 

99.7%, tumour stage of 99.1%, and margin status of 97.2%. The overall accuracy of 

the system was 98.67%. The algorithm was demonstrated in two hospitals and showed 

comparable system performance on different datasets. Notably, poor clinical data 

quality accounted for 25.9% of the total errors.(97)  

 

Thomas(104) reported a study that identified prostate cancer from trans-rectal prostate 

biopsy reports. The system achieved a high positive predictive value of 99.1%, 

sensitivity of 99.1%, and specificity of 99.9%, but had a relatively small number of 

index cases (n=118). The Gleason grade categorisation was over 94% accurate. A 
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follow up study by Kim(165) used a rule-based classifier to extract tumour stage, 

Gleason grade, and other prognostic factors such as seminal vesicle invasion and 

margin status from prostatectomy pathology reports. The accuracy of Gleason grade 

was 100%, 99% for combined T stage, and 95% for N stage. However, accuracy was 

perhaps inflated by only attempting to extract explicit T and N stage, and by assuming 

all M stages were assigned to “Mx”. 

 

In lung cancer, McCowen(99) used a machine learning technique to extract stage from 

pathology reports. It extracted both implicit and explicit stage instances and presented 

the data at a document level, demonstrating 74.3% accuracy in T stage classification, 

and 86.6% in N stage. This was one of the first papers to demonstrate machine learning 

in stage extraction, using support vector machines. Nguyen(119) employed a rule-

based classifier on a cohort of lung cancer resection pathology reports. Overall 

accuracy on a corpus of pathology reports for 718 lung cancer patients against a 

database of pathological TNM staging decisions were 72%, 78%, and 94% for T, N, 

and M staging, respectively.  

 

In colorectal cancer, Coden(117) extracted the factors that derive tumour stage from a 

corpus of colorectal cancer pathology reports as part of a knowledge representation 

model. They achieved an F-measure of 0.82 for the presence of primary tumour, F-

measure of 1.00 for the tumour dimensions, and 0.93 for the number of lymph nodes. 

One group attempted evaluate the performance of a machine learning technique over 

two Australian hospitals, showing minimal performance degradation and final F-

scores for T, N and M stage of 84%, 81%, and 91%, respectively. 

14.2.2 Stage extraction using all unstructured data sources 

The extent of distant cancer, represented by the M stage, is almost never assessed on 

pathology reports. Confirmatory biopsy of M stage is generally only attempted when 

there is clinical confusion, or in the context of a clinical trial.  

 

The presence of distant disease generally denotes incurable disease, M stage radically 

alters treatment selection and prognosis. Subsequently, it is still important to collect 

stage from all parts of the record. At the time of instituting this project there were no 

publications using this approach. Several years later, the Vanderbilt group created a 
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dataset of 2,323 patients and 751880 documents to attempt clinical stage 

extraction.(120) Stage extraction was possible at a patient level in 98.6% of patients. 

However, stage was documented several times within the 14-week assessment 

window, and longitudinal discordance seen 83.6% of cases. Nevertheless, the system 

achieved a high agreeance with validated stage (kappa 0.90).  

 

Another recent publication by the Vanderbilt group was able to classify prostate cancer 

cases by the summation of D’Amico risk factors(82) from the entire medical record, 

with a patient level D’Amico risk factor concordance of 91% with manual methods. 

The agreement (kappa) values between algorithm and manual processes for PSA, 

Gleason score, and clinical stage extraction by NLP were 0.86, 0.91, and 0.89, 

respectively. 

14.3 Brief Study Design 

To perform the technical part of the research project, a partnership was sought with 

the Commonwealth Scientific and Industrial Research Organisation (CSIRO) Life 

Sciences division. They were chosen because of prior experience in the area of 

research. This was an ethics-approved study (PMCC HREC 13/93) of electronic 

documents generated from routine clinical care. 

 

We randomly selected patients who attended genitourinary cancer clinics in the 

radiation oncology department at PMCC. For each patient, electronic notes in the form 

of letters, narrative histories, pathology reports, radiology reports, and discharge 

summaries were extracted from the medical record. A pragmatic sample size of 1054 

electronic notes was chosen, sourced from 155 individual patient records. 

 

There were five human annotators who identified sections of narrative text that 

contained staging information. An annotation guide was written to standardise 

annotation process. The annotators were either radiation oncology specialists or 

advanced trainees within the radiation oncology training programme. Each trainee 

performed a short training exercise to annotate a series of ten reports and obtained 

feedback on correct annotation technique.  
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All documents were copied into an installation of the annotation software Brat.(166) 

Each document was annotated at least two times by different annotators. To form a 

“gold standard” dataset, any differences were adjudicated by the PI. A schematic 

diagram of the study methodology is included below in Figure 14.1. 

 

 

Figure 14.1 Schema of automated staging project 

We used the stage groupings and stage classifications described within the AJCC 

UICC staging.(167) There were two types of stage examined: implicit stage and 

explicit stage. Explicit mentions of stage were generally easy to identify (e.g. “He has 

been found to have T2 prostate cancer” would be equivalent to T2 classification). They 

could be contained within synoptic reports. Implicit stage are mentions of stage 

information that were not codified (e.g. “No evidence of nodal or metastatic disease” 

would be equivalent to N0 and M0 classifications). Because all genitourinary cancers 

were included, an additional challenge was that the features that constitute each stage 

category were different. We anticipated that implicit would be difficult to extract due 

to the large number of possible features to detect and classify. PSA data was extracted 

on a per-value basis, because the same document could contain multiple PSA 

mentions, especially if a full medical history was taken.  

 

The Medtex platform was used to perform extraction. It was initially developed by 

CSIRO to classify pathology reports. It is a symbolic rule-based platform that relies 

on human-derived rules rather than machine learning. Technical optimisation 

strategies are detailed within the attached publication. 
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To benchmark the tool, we performed a simple hold-out validation. Standard metrics 

for determining inter-annotator agreement within the dataset, algorithm performance 

compared to the gold standard for both training and validation datasets were used. 

These are also detailed within the publication. There were five comparisons made: 

1. Unadjudicated human annotator performance (A1-A5) against gold standard 

development set (to assess inter-annotator agreement) 

2. Final trained Medtex algorithm against gold standard development set (system 

performance on development data) 

3. Final trained Medtex algorithm against gold standard validation set (system 

performance on data not seen during training)  

4. Unadjudicated human annotator performance against gold standard validation 

set 

5. Exploratory comparison of unadjudicated human annotator performance 

against Medtex algorithm performance, in both gold standard sets (are there 

any significant differences between performance of two methods)  

14.4 Summary of findings 

14.4.1 Dataset characteristics 

Our gold standard dataset consisted of 872 clinical notes, 146 radiology reports, and 

36 pathology reports. A total of 2370 annotations were labelled. 620 documents 

contained at least one relevant stage-based annotation. System development was based 

upon 386 documents, selected at random from the gold standard dataset. The 

remainder were used to benchmark the system (validation dataset). 

 

When benchmarked against the gold standard development set, human annotator 

performance averaged an F-measure of 0.907. This suggests there are minor 

differences between each annotator. The types of annotations, frequencies, and human 

performance are detailed in the Results section of the attached publication (Chapter 

15, Table 15.1). 

14.4.2 Performance on development set  

The Medtex algorithm achieved a final F-measure of 0.873 in the development set, 

compared to human performance of 0.907. The best performance was seen in Gleason 

scores, and staging instances where the stage was explicitly represented (e.g. “T1 
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prostate cancer”). It was poorest in implicit staging representations. Notably, these 

were also areas where there was poor performance in human annotators, suggesting 

that there were differences in opinion as to what to annotate as an implicit stage 

assessment.  

14.4.3 Performance on validation set  

On the validation dataset, Medtex achieved a final F-measure of 0.86, showing an 

expected degradation in performance on data that was not seen by the algorithm during 

training. This compared favourably with human annotators, who achieved an average 

F-measure of 0.917. Notably, human performance was consistent across the 

development and validation datasets. 

14.4.4 General comparisons of Medtex and human performance 

When comparing human performance against Medtex performance, there was no 

difference for most extraction tasks except implicit M stage and PSA level. In the 

development set the F-measure was 0.772 for Medtex, compared to 0.872 for human 

annotations. Similarly, in the validation set, F-measure performance was 0.692 for 

Medtex compared to 0.841 for human annotation. PSA detection was very good in the 

validation dataset (F-measure 0.957), compared to a Medtex F-measure of 0.918. This 

data is presented in tabular format below in Table 14.1, and included within the Results 

section of the attached paper (Chapter 15, Table 15.2).  
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Table 14.1F-measure performance on development and validation set for prognostic features 

and document types 

 

Because this was a rule-based classifier, it is logical that performance should be 

degraded more heavily in implicit staging tasks, because rules are determined with 

knowledge of the test set only and may be of varying specificity. However, degraded 

performance is often seen in classification tasks, irrespective of methodology, given 

that the prediction is based upon the data only within the training datasets. 

14.4.5 Performance based upon document type 

We performed an exploratory analysis to examine the hypothesis that specific 

document types may be easier to classify than others. For example, one would expect 

clinical notes that contain a lot of non-staging information would be harder to classify, 

compared to a pathology report that generally are briefer and contain a higher 

 Development Validation 

Feature Number Medtex 
All 

annotators 
Number Medtex 

All 

annotators 

Gleason Primary 110 0.982* 0.965 136 0.967* 0.985 

Gleason Secondary 111 0.968* 0.967 136 0.945* 0.977 

Gleason Total 106 0.952* 0.952 129 0.931* 0.969 

T Explicit 127 0.912* 0.940 139 0.934* 0.953 

N Explicit 37 0.914* 0.938 45 0.889* 0.908 

M Explicit 37 0.896* 0.934 42 0.868* 0.880 

T Implicit 21 0.605* 0.427 21 0.546* 0.533 

N Implicit 118 0.699* 0.726 110 0.622* 0.699 

M Implicit 174 0.772 0.872 156 0.692 0.841 

PSA 255 0.915* 0.940 309 0.918 0.957 

Stage Group 23 0.898* 0.930 28 0.847* 0.894 

All 1119 0.873 0.907 1251 0.860 0.917 

* Differences in results were not significant at p<0.05 

 Development Validation 

Document type Number Medtex 
All 

annotators 
Number Medtex 

All 

annotators 

Clinical Notes 1022 0.875 0.907 1133 0.873 0.919 

Radiology Reports 78 0.826 0.894 79 0.667 0.884 

Pathology Reports 19 1.000 0.949 39 0.900 0.932 

All reports 1119 0.873 0.907 1251 0.860 0.917 
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concentration of relevant information. The type of classification task may also be 

asymmetrically represented within each document type. For example, almost no PSA 

measurements would be seen outside of clinical notes. 

 

We found that human performance was poorest in radiology reports, with an F-

measure of 0.894 and 0.884 in the training and validation datasets, respectively. This 

compared with F-measures ranging from 0.907 to 0.949 for other document types. 

Medtex performance was poorest in the radiology notes type as well, with a minimum 

performance of 0.667 in the validation set.  

 

This supported the logical hypothesis that pathology reports contained the least “noise” 

and were easiest to process, compared with other note types. The data are presented 

within Table 14.1.  

14.5 Study limitations 

One of the weaknesses of this paper was that the algorithm only detected individual 

instances of staging information. Ideally, document-level or patient-level staging 

would be performed. This requires additional layers of processing to acquire (e.g. 

reconciling the findings from clinical examination, a radiology report, and a pathology 

report). Because the annotation and adjudication process were more time-intensive 

than anticipated, we were unable to complete this work within the funding envelope. 

Nevertheless, the work was still of interest to the field given the increasing importance 

of machine learning on the medical record, termed “artificial intelligence” in common 

parlance.  

 

The lowest performance was observed in implicit stage representations for both human 

and Medtex performance. This suggests that the annotation by humans had low 

agreement and could have been due to either inadequate annotation training or a 

difficult annotation task. We did train annotators using an annotation guide and direct 

supervision of ten individual reports. However, it is possible that we could have 

reinforced training during the annotation period, which was longer than anticipated. 

Implicit staging representations may also be harder to annotate because of their 

intrinsically oblique nature.  
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14.6 Significance 

This project is an example of “high throughput clinical phenotyping” using the EMR, 

that could transform the way that observational research is conducted in medicine, but 

also be useful for triggering clinical pathways (e.g. clinical decision support)(102). 

Low cost methods to classify the presence or absence of clinically relevant disease 

states or symptoms remain elusive in practice, and this paper demonstrates the 

feasibility of such a system in genitourinary cancer. 

 

At the time of publication, this was the first paper to attempt the extraction of tumour 

stage data from multiple data types. This was relevant because it reflects the clinical 

process of performing staging on a tumour case, and thus is more likely to yield similar 

results than a system that considers only partial information. 

 

With further funding it would be possible to address the limitations of the paper, being 

primarily that document level or patient level staging was not attempted.  

14.7 Publications arising from this work 

This work was presented in abstract form at RANZCR 2014.(168) It was submitted 

for publication in the International Journal of Medical Informatics (Impact Factor 3.2) 

in April 2017, and is under second review after initial author minor revisions. The 

article as submitted is included as Chapter 15, with aesthetic changes for reference 

style and chapter numbering. 
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15.1 Abstract 

Objectives: To implement a system for unsupervised extraction of tumor stage and 

prognostic data in patients with genitourinary cancers using clinicopathological and 

radiology text.  

Methods:  A corpus of 1054 electronic notes (clinician notes, radiology reports and 

pathology reports) was annotated for tumor stage, prostate specific antigen (PSA) and 

Gleason grade. Annotations from five clinicians were reconciled to form a gold 

standard dataset. A training dataset of 386 documents was sequestered. The Medtex 

algorithm was adapted using the training dataset.  

Results: Adapted Medtex equaled or exceeded human performance in most 

annotations, except for implicit M stage (F-measure of 0.69 vs 0.84) and PSA (0.92 vs 

0.96). Overall Medtex performed with an F-measure of 0.86 compared to human 

annotations of 0.92. There was significant inter-observer variability when comparing 

human annotators to the gold standard.  

Conclusions: The Medtex algorithm performed similarly to human annotators for 

extracting stage and prognostic data from varied clinical texts. 

15.2 Introduction 

In patients with cancer, the extent or stage of a tumor is critical to treatment selection 

and is highly predictive of patient outcome. The tumor stage describes the extent of 

the primary tumor, the presence of regional or distant metastatic spread. It is based 

upon a composite formulation of examination findings, radiologic investigation and 

histologic sampling or surgery.  This case knowledge is often recorded in free-text 

form in the narrative history taken from the patient during initial consultation. 

 

There have been many attempts to extract stage information from pathology or 

radiology reports for lung, breast and genitourinary tumors,(97, 99, 117, 119, 120, 

169) but only limited attempts to extract stage from multiple data sources and in 

particular clinician-generated notes.(120) The clinician narrative records the synthesis 

of all case knowledge that is subsequently used to determine treatment course.  

 

The objective of this study was to develop and validate a system for extracting tumor 

stage data, Gleason score and prostate-specific antigen (PSA) results from patients 
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with genitourinary cancers from an electronic dataset including narrative free-text 

clinical notes, radiology reports and histopathology reports.   

 

We describe the development and validation of a system that extracts stage 

information and important tumor characteristics in genitourinary (prostate, bladder, 

testes and kidney) cancers from a mixed dataset including clinician-generated notes, 

radiology reports and pathology reports. 

15.3 Materials and methods 

15.3.1 General procedures 

A dataset containing clinician notes, radiology reports and pathology reports for 155 

patients was generated with ethics approval (Peter Mac HREC study number 13/93). 

Patients were randomly selected from new attendances to the genitourinary radiation 

oncology clinics at Peter MacCallum Cancer Centre (Melbourne, Australia), to capture 

stage prior to any cancer treatment. All electronic documents within six weeks of 

initial clinic appointment were extracted, with the aim of capturing staging information 

derived from investigations organized at the first appointment.  

 

Annotation to form the gold standard dataset was performed by five physicians. The 

AJCC TNM stage,(170) Gleason score (primary, secondary and total)(171) and PSA 

were annotated. When annotating TNM stage, explicit stages (e.g. “T3”) as well as 

data where stage was implicit (e.g. “no evidence of metastatic disease” could be 

interpreted as M0) were included. It was determined a-priori that identifying implicit 

staging would be more challenging than explicit staging references.  

 

Each document was annotated by at least two annotators. To form the gold standard, 

the primary investigator reviewed any discrepancies between annotators.  

15.3.2 Dataset 

The dataset consisted of 1054 electronic documents, including 872 clinical notes, 146 

radiology reports, and 36 pathology reports. A total of 2370 annotations were labeled. 

There were 620 documents containing at least one relevant annotation. System 

development was based on 386 reports selected at random from the data set; 302 had 

at least one annotation while 84 had no annotations. Approximately 30-40% of each 
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document type was included within the development set. The remaining 668 reports 

were used to evaluate the performance of the system. 

15.3.3 Development 

The Medtex medical text analytics system was adapted and customized in this study. 

It is a symbolic rule-based approach for extracting clinical information from medical 

text. Algorithms were implemented using regular expressions (regex) as well as 

regular expressions over annotations (e.g. words and word stems) using the Java 

Annotation Patterns Engine (JAPE) from the General Architecture for Text 

Engineering (GATE) platform.(172) Negation, possible and historical assertion 

identification was based on the ConText algorithm.(173) 

 

Medtex was initially developed to extract both explicit and implicit lung cancer stage 

information from pathology reports.(118, 119, 174) The system was later generalized 

to automate cancer registry tasks such as cancer notifications and the coding of cancer 

notifications data for all cancers, as well as tumor stream synoptic reporting and 

staging from pathology reports.(118, 119, 125, 126)  

 

Medtex development was performed using the portion of the gold standard dataset 

sequestered for training. The adaptation and customization involved the consideration 

of the specificities arising from the use of non-pathology reports (e.g., clinical notes 

and radiology reports) and the extension of the system to other cancer characteristics. 

More specifically, additional features were developed for the extraction of explicit 

TNM stages specific to clinical notes and radiology reports, Gleason score, PSA levels, 

and the recognition of implicit TNM stages and AJCC stage groupings specific to 

genitourinary cancers.  

 

The Medtex customizations required for TNM explicit stages were a result of the 

variability in the reported TNM stages e.g. “clinical stage T2b”, “cT2b”, 

“pT2bN0M0”, etc. The AJCC staging guidelines was used to extend the examples in 

training set to the full set of possible TNM stages across the range of genitourinary 

cancers, namely, T stage: TX, T1-T3, T1a-c, T2a-c, T3a-b, and T4 (13 T stages); N 

stage: NX, N0-N3 (5 N stages); and M stage: MX, M0-M1 (3 M stages). It was not 

uncommon to have radiology exams mentioning T1/T2 weighted images and vertebrae 
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numbers (especially T1-T4). The system was subsequently engineered to reduce 

potential false positives arising from the Medtex identification of stages relating to T1 

through to T4. Here, stage exclusion rules were applied when relevant keywords (e.g. 

axial, image, scan) was identified around the mentions of these stages. 

 

The Gleason score is a composite score comprising the most common grade of prostate 

cancer (primary Gleason) and the second most common or highest grade of significant 

tumor seen (secondary Gleason). There is a high variance in text mentions (i.e. 

“Gleason 3+3”, “Gleason score 6” or “3+3=6”). If multiple Gleason scores were 

recorded in a report, the highest Gleason score would be output. 

  

Likewise, PSA is only used in the context of prostate cancer (and not applicable to 

other genitourinary cancers) and is used to risk stratify patients prior to treatment or 

for response assessment. PSA mentions in the reports were highly variable. Multiple 

temporally separate PSA measurements within a document also proved challenging to 

parse. Examples of how PSA measurements were expressed include “PSA at the last 

three measurements has been 0.1”, “PSA of 9 ug/L”, “PSA remained undetectable”, 

“PSA has been rising and in fact has doubled from 0.2 to 0.4”, “PSA was repeated in 

2003 and came back at 4.5”. Medtex aims to extract all mentions of PSA values but 

does not support the relation of these values temporally. 

 

Implicit TNM stage mentions in the text displayed high variability. The AJCC staging 

guidelines was again used to extend the examples in training set to the full set of 

possible TNM stages across the range of genitourinary cancers. The textual 

descriptions of the stages within the guidelines were used to supplement those found 

from the training set. Examples of implicit stage mentions include: 

• T stage: “focal invasion of deep muscle” for T2, “seminal vesicle 

involvement” and “extracapsular extension” for T3. Examples from the 

staging guidelines that were used to supplement the training set examples 

include the replacement of the above body structures with others from the 

guidelines such as “pelvic wall,” “uterus,” “rectum,” etc.  

• N stage: “lymph nodes were also clear of tumor” for N0 stage and 

“lymphadenopathy” for N1 stage. 
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• M stage: “no evidence of distant metastases” and “no metabolically active 

disease elsewhere” for M0 stage, and “bone secondaries” and “para-aortic 

lymphadenopathy” for M1 stage. 

• N0 and M0 stage: There were generic statements within the document that 

would imply both N0 and M0 stages e.g. “CT scan showed no evidence of 

metastatic disease,” “Chest x-ray was essentially normal,” and “staging 

investigations are negative.” 

• The Stage Group is sometimes explicitly reported within reports e.g., “Clinical 

stage grouping 2”, “stage 2”, “clinical stage II”. These variations are all 

supported by the system. 

15.3.4 Evaluation 

The measures used to evaluate system and inter-rater performances were based on 

the counts of true positives (TP), true negatives (TN), false positives (FP), and 

false negatives (FN) resulting from the classification decisions against the gold 

standard.(101) The classification performance for a given annotation type, C, is 

measured using the balanced F-measure (F):  
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To perform assessments, Medtex and individual human annotator performances were 

compared against the gold standard (adjudicated) dataset. To assess the 

generalizability of the system, the system’s results from the validation set were 

compared with that from the development set. 
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15.4 Results 

15.4.1 Inter-observer comparison and gold standard formation 

When compared to the gold standard, the F-measure of each annotator (A1 through to 

A5) is listed in  

Table 15.1. F-measure conveys the balance between the precision (or positive 

predictive value) and the recall (or sensitivity). An F-measure reaches its best value at 

1 and worst at 0. The “All annotators” result column shows the F-measure representing 

the agreement between all the annotator’s annotations and the gold standard. It is noted 

that the annotation of implicit staging data displayed high variation in agreement; note 

that annotator A4 did not annotate any implicit T stages. Gleason score displayed the 

highest agreement among annotators.  

 

 N A1 A2 A3 A4 A5 
All 

annotators 

Gleason Primary 246 0.992 0.959 0.971 0.957 0.968 0.976 

Gleason Secondary 247 0.990 0.952 0.971 0.951 0.963 0.972 

Gleason Total 235 0.981 0.951 0.952 0.946 0.941 0.961 

T Explicit 266 0.962 0.885 0.979 0.940 0.932 0.946 

N Explicit 82 0.946 0.877 0.946 0.905 0.896 0.923 

M Explicit 79 0.956 0.893 0.926 0.792 0.873 0.907 

T Implicit 42 0.436 0.546 0.684 0.533 0.000 0.476 

N Implicit 228 0.848 0.532 0.400 0.737 0.720 0.713 

M Implicit 330 0.872 0.837 0.871 0.845 0.840 0.858 

PSA 564 0.970 0.902 0.957 0.928 0.947 0.949 

Stage Group 51 0.928 0.882 0.913 0.878 0.941 0.913 

All 2370 0.942 0.869 0.903 0.891 0.900 0.912 

 N A1 A2 A3 A4 A5 
All 

annotators 

Gleason Primary 246 0.992 0.959 0.971 0.957 0.968 0.976 

Gleason Secondary 247 0.990 0.952 0.971 0.951 0.963 0.972 

Gleason Total 235 0.981 0.951 0.952 0.946 0.941 0.961 

T Explicit 266 0.962 0.885 0.979 0.940 0.932 0.946 

N Explicit 82 0.946 0.877 0.946 0.905 0.896 0.923 

M Explicit 79 0.956 0.893 0.926 0.792 0.873 0.907 

T Implicit 42 0.436 0.546 0.684 0.533 0.000 0.476 

N Implicit 228 0.848 0.532 0.400 0.737 0.720 0.713 

M Implicit 330 0.872 0.837 0.871 0.845 0.840 0.858 

PSA 564 0.970 0.902 0.957 0.928 0.947 0.949 

Stage Group 51 0.928 0.882 0.913 0.878 0.941 0.913 
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Table 15.1 F-measure of annotators (A1-5) compared to gold standard dataset 

 

15.4.2 Medtex Evaluation on Development Set 

The gold standard development set consisted of 386 random reports selected from the 

whole gold standard dataset (36.6% of the gold standard). The F-measure for all 

extraction tasks listing performance of Medtex and all human annotations against the 

gold standard on the development set are listed in  

Table 15.2. For all tasks except implicit M stage and hence overall, there was no 

significant difference between Medtex and human annotators in the task set. Tasks 

marked with an asterisk (*) were not found to be significantly different (p-value < 

0.05) using the Z test for two population proportions.  

 

Table 15.2 F-measure performance on development and validation set for prognostic features 

and document types 

 

All 2370 0.942 0.869 0.903 0.891 0.900 0.912 

 Development Validation 

Feature Number Medtex 
All 

annotators 
Number Medtex 

All 

annotators 

Gleason Primary 110 0.982* 0.965 136 0.967* 0.985 

Gleason Secondary 111 0.968* 0.967 136 0.945* 0.977 

Gleason Total 106 0.952* 0.952 129 0.931* 0.969 

T Explicit 127 0.912* 0.940 139 0.934* 0.953 

N Explicit 37 0.914* 0.938 45 0.889* 0.908 

M Explicit 37 0.896* 0.934 42 0.868* 0.880 

T Implicit 21 0.605* 0.427 21 0.546* 0.533 

N Implicit 118 0.699* 0.726 110 0.622* 0.699 

M Implicit 174 0.772 0.872 156 0.692 0.841 

PSA 255 0.915* 0.940 309 0.918 0.957 

Stage Group 23 0.898* 0.930 28 0.847* 0.894 

All 1119 0.873 0.907 1251 0.860 0.917 

* Differences in results were not significant at p<0.05 

 Development Validation 

Document type Number Medtex 
All 

annotators 
Number Medtex 

All 

annotators 

Clinical Notes 1022 0.875 0.907 1133 0.873 0.919 

Radiology Reports 78 0.826 0.894 79 0.667 0.884 

Pathology Reports 19 1.000 0.949 39 0.900 0.932 

All reports 1119 0.873 0.907 1251 0.860 0.917 
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15.4.3 Medtex Evaluation on Test Set 

The gold standard test set comprised the remaining 668 reports from the whole gold 

standard dataset. The F-measure performance of Medtex and all annotators on the test 

set is listed in  

Table 15.2. No significant difference between Medtex and annotators on all annotation 

types was noted, except PSA (despite performing 91.8%), M Implicit and hence 

overall. 
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15.5 Discussion 

We report the development of a system that can process multiple document types to 

extract tumor stage and prognostic information. The major finding of the study was 

that Medtex could correctly classify information of interest with performance equal to 

or exceeding a human annotator. The system was also highly accurate at determining 

other factors relevant to prostate cancer (e.g., PSA, Gleason score).  

 

There have been other attempts to extract tumor information mainly from free text 

pathology reports,(99, 117, 118, 162, 163, 165) from breast, prostate, lung and 

colorectal cancer. Pathology reports are a good source document due to the value of 

surgery as a staging modality, and the increasing use of synoptic semi-structured 

reports. Published reports use a combination of rule-based or machine learning 

algorithms, and the accuracy of these systems ranges from 0.64 to 0.997, depending 

on the component of stage or stage-related information retrieved. The publication with 

the highest accuracy (0.997) extracted quality measures from prostate cancer surgical 

reports, including stage and surgical margin status. Only one paper demonstrated a 

system that used narrative text from the electronic record and compared the 

documented aggregate stage (e.g. Stage 1) with cancer registry data. (120) This 

achieved an accuracy of 0.67 to 0.94. Additionally, this was by far the largest study, 

and was able to classify over 750,000 entries in under one hour, highlighting the highly 

scalable nature of NLP implementations. 

 

Notably, our project is the first system designed to classify many different types of 

documents. The strengths of an integrated approach are that development time is 

shorter compared to designing multiple single use-case pipelines, and that accuracy at 

a patient level could theoretically be improved considering all document types – for 

example, histology reports rarely contain information about the presence of metastatic 

disease, as they are often generated from operations for locoregional disease. The 

major disadvantage of an integrated approach is that individual document accuracy 

might be lower, as the feature set is likely to be larger than a single-use pipeline, and 

because the developed algorithms may be generic (and not relate to a specific report 

type). However, we did not find this in our implementation, given the comparable 
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performance compared of our pipeline with pathology or EMR-only pipelines 

proposed in the literature. Notably, performance on the pathology document type was 

very high compared with other types such as radiology, most notably due to the use of 

semi-structured reporting (high proportion of explicit staging terms) in pathology 

reports. Conversely, most of annotations in radiology reports (73%; data not shown) 

comprised of the more variable implicit staging terms documented in the reports, 

which were more difficult for the system to identify. 

 

In our study, explicit mentions of AJCC TNM stage were extracted with high fidelity. 

Implicit mentions of stage were generally less well detected (F-measures range: 0.546 

to 0.692). The same trend occurs with human annotators, highlighting the importance 

of domain knowledge of the respective cancer and staging guidelines. Despite this, 

many implicit mentions of stage (e.g. “no evidence of metastatic disease”) are often 

accompanied by a formal explicit stage (“M0”). Thus, patient-level tumor stage 

extraction aggregating multiple document outputs is likely to be rewarding.  

 

Implicit M stage proved particularly challenging to extract. Preliminary error analysis 

revealed that 31.5% (29/92) of false positives matched with at least one other annotator 

across the whole dataset (but was not in the gold standard). Other errors included 

“equivocal” cases where there were keywords that suggest both a M1 and M0 stage 

being present but no definitive answer was reported, and mentions of metastatic cancer 

but relating to family members (e.g. “Mother died of metastatic tumor”). The inter-

observer variation highlights the difficulties of the extraction task. Additionally, the 

system also detected several errors in human annotation during development of the 

gold standard dataset. This phenomenon has also been reported elsewhere.(98)  

 

PSA extraction displayed an impressive F-measure of 0.918, yet was slightly worse 

than human annotators. Preliminary error analysis revealed that false negative (or 

missed) cases generally were from Medtex not being able to parse the temporal nature 

of PSA values with associated dates. Examples of false negatives include: “His PSA , 

having been 0.1 shortly after his surgery, is now 0.02." (missed last PSA value); or 

"PSA was in the normal range in September 03 at 2.44 rising to 4.8 in 04 , 4.7 in 05 

and most recently 5.6" (missed the last 3 PSA values). It should be noted that PSA 
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results are optimally aggregated from electronic notification of results, removing the 

need to extract them from free text.  

 

Compared to development set performance, Medtex degraded in performance across 

all annotation types except T Explicit. However, there was no significant difference to 

annotators on most annotation types. The slight degradation in performance suggests 

that there is a small degree of over-fitting. There were annotation types with very 

limited samples for system development and thus further iterative developments (using 

additional data) would likely improve system’s performance and generalizability. 

 

The main limitation of the study was that only document-level stage was extracted. 

The use of multiple document types to corroborate the stage narrated by a clinician 

would potentially further increase accuracy due to the use of multiple correlative data 

points. We also used EMR text for letters and clinical narratives, that may not be 

available in all institutions. Future work would implement patient-based extraction for 

high volume database back-filling capabilities from existing EMR assets, and improve 

upon temporal context extraction from blood test values. Additionally, the PSA can 

also become elevated in non-malignant clinical conditions such as following a prostate 

biopsy or acute urinary retention. The presence of confounding clinical conditions was 

not assessed in this study. 

 

The ideal use of these systems are manifold. They could be used to prepopulate a 

dataset for reporting or research purposes, quality-assure manual data extraction tasks 

currently performed by manual process, or to confirm presence of specific data 

elements within the EMR to ensure record completeness and compliance with 

performance criteria. Integration within an EMR could also suggest structured values 

for tumor staging and structured problem list entries in real-time during data entry to 

consolidate the extraction and user validation steps.  

 

In conclusion, the described system can extract stage and prognostic data from a multi-

source clinical dataset with accuracy equal to or exceeding human annotators. 
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 SUMMARY OF CHAPTERS 12 THROUGH 15 

16.1 Summary of knowledge 

This phase of the research strategy established the feasibility of performing natural 

language processing on the clinical record. Both included projects focus on knowledge 

domains of specific interest to oncology research, specifically in relation to high 

throughput clinical phenotyping. Despite the increased acceptance and recognition of 

NLP and other “big data” methodologies in research and operational work culture, 

experience in this field remains uncommon within Australia. The following skillsets 

were gained through the conduct of this research: 

1. How to design and evaluate natural language processes in both rule-based and 

machine learning methodologies 

2. Identifying key areas where NLP will be of benefit to augment structured 

information sources, and where it can be deployed most effectively 

3. Insight into the challenges in performing NLP-driven research and the potential 

for incorporating such methods into routine process or clinical decision support 

systems 

16.2 Methodological issues identified from work in chapters 12 through 15 

16.2.1 Annotation of data requires significant resources 

In both projects, annotation time and total time commitment exceeded expectations. 

Additionally, complex tasks such as annotating implicit stage require careful attention 

to training and reinforcement of annotation concepts.  

16.2.2 There is inter-observer variability in expert coding of datasets 

Two experts may not agree on the same classification, even when assessing the same 

document. The task is challenging even for medically trained personnel with domain 

expertise. Test agreement using kappa or equivalent measures, per industry-accepted 

best practice.(101)  

16.2.3 Retrospective analysis precludes the ability to ask further clarification of 

uncertainty at the time of documentation. 

 If the documentation is incomplete or unclear in classification of the target variable, 

there is no opportunity to seek further clarification from the author. This is a weakness 
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of a retrospective approach to knowledge extraction, as opposed to offering decision 

support to further define concepts. E.g. classifying a patient as an “ex-smoker” may 

be not be a sufficient assessment, as it does not quantify the length or density of 

tobacco exposure.  

16.3 The rise in machine learning and artificial intelligence is a disruptor in 

healthcare 

Since the inception of this work in 2013, there has been a significant rise in the use of 

machine learning techniques in business and medicine to perform various prediction 

tasks. Such machine learning is referred to erroneously in public press as “artificial 

intelligence”. Biomedical natural language processing using machine learning 

techniques has indirectly become orders of magnitude easier to accomplish due the 

availability of both deeply-featured platforms to perform research on, and on-demand 

computing resources to perform the complex calculations required for such deep 

learning. Examples include: 

• The Google Natural Language platform (Https://cloud.google.com/natural-

language) can extract information about people, places and sentiment from 

narrative text. The company provides a toolkit for interacting with the platform 

called an application programming interface (API) to direct its activity. The 

API and platform were released to the public in September, 2017. 

• Amazon Comprehend (https://aws.amazon.com/comprehend/) can analyse 

narrative text to extract relationships between concepts, consumer sentiment. 

It also includes the ability to extract narrative text from audio recording, 

making it useful for telephony and accessibility applications. 

  

Given the advances in commercial applications, NLP in healthcare is likely to undergo 

a significant expansion in the next decade, as these techniques trickle back into the 

health sector via large EMR vendors such as Cerner or Epic. This is likely to be 

augmented by a general push towards interoperability using open standards such as 

the SMART Health IT platform (https://smarthealthit.org/), that enables secure 

transfer of health data and interoperability between different EMR systems. These 

systems will allow more agile innovators in the sector to deploy functionality within 

widely accepted EMRs such as Cerner and Epic. 

https://cloud.google.com/natural-language)
https://cloud.google.com/natural-language)
https://aws.amazon.com/comprehend/)
https://smarthealthit.org/
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Additionally, the bio-surveillance potential of NLP should not be underestimated, 

specifically in tasks that benefit from immediacy of free text analysis. An example can 

be seen in clinical trial matching. Clinical trials rely on matching highly specific 

criteria to find patients that may be eligible to participate. Possible trial candidates are 

generally screened by manual clinical processes to determine eligibility – a process 

that is labour intensive, and reliant on clinicians actively looking for patients to recruit. 

It is difficult to estimate the proportion of time that manual chart review consumes 

when screening a patient, but some estimates have found that up to 8 hours per enrolled 

case could be required.(175)  

 

Data about the performance of such systems are rare. However, one study attempted 

pre-screening in oncology at Cincinnati Children’s Hospital Medical Centre.(105) 

Historically a clinician would be required to review 163 files for each recruited trial 

patient using standard workflows. This was reduced to 24 patients using their bespoke 

automated tool. The performance of the system was tuned towards a high sensitivity, 

with precision or 12.6%, recall of 100% and negative predictive value (NPV) of 100%. 

When performing the opposite workflow – reviewing possible trials for a single patient 

– a clinician would traditionally review up to 42 trials per patient. This was reduced 

by 90% reduction to 4 trials. The performance of this workflow showed a precision of 

35.7%, recall of 100% and NPV of 100%. The MD Anderson cancer centre, and Case 

Comprehensive Cancer Centre used the cTAKES platform to find clinical trials 

patients, by developing their own in-house tools.(176, 177) Additionally, software is 

now available to perform the same task without the burden of significant investment 

in maintenance.(178) 

 

Several companies employ natural language processing to extract information from 

clinical narratives for the purposes of examining trial eligibility. The Deep6 AI 

package (https://deep6.ai) is an example of a private company that specialises in 

clinical trials acceleration using NLP. The Deep6 platform (www.deep6.ai) is a 

commercially available and managed platform that uses proprietary software and 

intellectual property to: 

https://deep6.ai/
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• Download trial eligibility criteria from clinicaltrials.gov and interpret them into 

structured search criteria to form a clinical trial search profile 

• Perform pre-screening of available patients to see if they fit a trial profile 

• Review of the pre-screening EMR data to see if the patients should be 

approached to enter trial screening 

 

The quoted benefits of such software are the timeliness of achieving a trial match, and 

its vigilance outside of domains where clinicians are actively looking for patients (e.g. 

a diabetes trial could be offered to a patient in a hypertension clinic). Additionally, 

reducing the labour cost of finding trials patients could significantly increase the 

capacity of trials services. 

16.4 Recommendations for performing natural language processing 

research and implementing NLP in operational domains 

16.4.1 Logistic considerations: 

3. NLP is best deployed in tasks that are: 

a. Relatively stable datasets to minimise re-optimisation 

b. Performed on large datasets to justify the development time and 

resource 

c. Involve documents where the value of interest is represented in its 

entirety, so that the algorithm has the best chance of optimal 

performance with the “full picture” of data. 

d. Performed in real-time or scheduled frequency 

4. In projects that involve unstructured free text, do not underestimate the 

demands of dataset production and validation. Minimise inter-observer 

variability of annotation by: 

a. Appropriate training and validation of annotation skillsets using 

annotation guides and a test dataset reviewed by an expert 

b. Involve clinical coding experts from Health Information spheres where 

possible 

c. Perform appropriate dataset validation using kappa values, or an 

equivalent technique if more than two annotators are employed 
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5. Consider the target publication of conducted research. When publishing in 

clinical-related journals, clinicians may prefer the reporting of both recall and 

precision in addition to F-measure, as they are familiar concepts. 

16.4.2 Ethical and privacy considerations: 

5. Ensure close involvement and oversight by a human research ethics committee 

is advised to navigate the eventualities of sending large amounts of identified 

data to an external researcher. 

6. To reduce organisational risk, implement de-identification of out-bound 

electronic documents using automated tools. Smaller datasets can be manually 

de-identified, but may be of limited research scope and interest. 

7. Hospitals routinely store data off-site for operational purposes 

 

16.4.3 Strategic considerations: 

4. Involve organisational legal counsel to navigate intellectual property concerns 

if dealing with a researcher external to the organisation.  

5. Ensure compliance with state-wide data governance and privacy legislation by 

involving information technology professionals in the development of the 

protocol, especially if the project requires off-site data storage of information 

containing private health identifiers. 

6. If the automated system will contribute to decision making or process 

management, it should be considered a “business as usual” resource with 

appropriate maintenance and improvement plans. This can be difficult to 

achieve without adequate business development within a public hospital in 

Australia. Alternatively, engaging an external vendor does reduce hospital 

liability for system maintenance, but may increase risk exposure. 
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 BUILDING BLOCKS TOWARD RAPID LEARNING 

HEALTHCARE IN AUSTRALIA 

17.1 Synopsis 

If the methods described in previous chapters can be deployed in a systematic 

fashion, and the data successfully aggregated, they can be used to optimise 

health care at the point of service. Clinical decision support tools could aid 

clinicians by summarising or processing available information, potentially to 

trigger automated clinical pathways. Secondarily, they could help to 

continually educate clinicians in the context of presenting up to date evidence-

based care guidelines personalised to the patients care. 

17.2 Rapid learning healthcare infrastructure in Australia 

The framework of rapid learning in healthcare was first proposed in 2007 by Lynne 

Etheridge(28). The movement was largely regarded as a successful “call to arms”, 

which subsequently dovetailed with over $45 billion USD investment in health 

information technology infrastructure in mid-2000’s.(13) A survey by the American 

Hospital Association in 2015 found that 88.3% of all American hospitals had at least 

basic EMR functionality, with 83.8% of responding hospitals indicating that the 

system included clinician notes.(179) This compared favourably with 16.1% hospital 

EMR adoption in 2009, and 34.8% in 2011, the year that economic incentives were 

enacted to boost EMR uptake.  

 

In the Asia Pacific region, EMR adoption has traditionally lagged US efforts, with 

48.2% of hospitals not achieving even basic EMR functions in 2015 (e.g. read-only 

access to pathology or radiology results). In 2018, the number of hospitals with 

“comprehensive” EMR implementations can be counted on one hand, compared to 

40% of all hospitals in the USA.(179) 

 

Australia has advanced significantly in terms of awareness and acceptance of 

healthcare data-drive research. For example, the Victorian Comprehensive Cancer 

Centre aims to perform a linkage of all Victorian admitted events (VAED), 

radiotherapy services (VRMDS), and emergency department admissions (VEMDS) 
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for its partner organisations. The Department of Health and Human Services is also 

attempting a similar linkage at a state-wide level. This would enable high level health 

services research that would have been impossible a decade ago. Additionally, the 

penetrance of EMR systems across the states of Victoria and New South Wales has 

risen significantly over the last 5 years to provide the basic building blocks of rapid 

learning healthcare in Australia.  

17.3 Contributions of this thesis to building rapid learning infrastructure 

Oncology was identified as an ideal test bed for infrastructure development to support 

rapid learning, because of the rapid uptake in oncology information systems to enable 

computerised radiotherapy planning and electronic chemotherapy prescribing.(13) 

Perhaps the most exciting prospect of implementing rapid learning would be 

transformative potential of using data signals to trigger clinical actions, and centrally 

monitor patient condition in “real-time”. These types of automation are projected to 

fundamentally change the workplace in Australia and abroad, with some estimates 

suggesting that 40% of Australian jobs could be replaced by automation over the next 

10-20 years.(180) Although healthcare industries have unique challenges such as 

privacy, confidentiality and accidental bias to overcome(181, 182), such data-driven 

learning and action will likewise change the provision of healthcare. This thesis has 

focussed on building analytics capacity within this nascent rapid learning healthcare 

system to enable data-driven techniques, specifically: 

1. Leveraging existing hospital administrative data stores to enable health 

services research 

2. Working with state-wide registry data to value-add existing outcomes research, 

and 

3. Enable natural language processing from the clinical narrative to leverage 

existing EMR resources and enable biomedical NLP high throughput clinical 

phenotyping. 

Despite being conceived and planned in the years of 2013-2015, the thesis focus areas 

integrate well into Victoria’s Cancer Plan 2016-2020(183), demonstrating that our 

approach to growing capacity and analytic capability in health services and NLP were 

well-founded. It is clear from commercial and academic endeavour that data-driven 

research and its techniques will play a significant part of strategic development in 

oncology research in the coming decades.  
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