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Abstract

In this thesis, we introduce and investigate the δ-minimum bot-
tleneck spanning tree problem (δ-MBST). Given a weighted graph
G = (V,E), where the weights of E represent the lengths of the edges
of E, the δ-MBST problem is the problem of finding a spanning tree
of G such that no vertex in the tree has a degree that exceeds δ, and
the length of the longest edge in the tree is minimum. We specifi-
cally focus on geometric versions of the problem, where vertices of V
represent points embedded in a geometric space (e.g., the Euclidean
plane), and the weights of the edges of E are the distances between
their endpoints in the space.
We begin by producing several initial results for the δ-MBST problem.
We establish that the δ-MBST problem is NP-complete for any δ ≥ 2,
and we show that when edge lengths of the graph are Euclidean dis-
tances between points in the plane, the problem is NP-hard for δ = 2
and 3, and tractable for δ ≥ 5. We also give a dual approximation
method for the general graph version of the problem, and we describe
several constant factor approximation algorithms for the geometric
and Euclidean versions of the problem.
Next, we perform a series of computational experiments to compare
and contrast the effectiveness of a variety of heuristic and approxi-
mation algorithms for the δ-MBST problem and its min-sum variant.
These experiments involve existing algorithms as well as several new
heuristics. In order to obtain suitable test instances for the algorithms,
we also formulate a method for reliably producing sets of points such
that the minimum spanning trees for the point sets contain a certain
number of vertices of specific degrees.
Finally, we explore the δ-MBST problem in 3-dimensional Euclidean
space and 3-dimensional rectilinear space. We show that the problems
are NP-hard for δ ∈ {2, 3, 4, 5}, and we provide inapproximability re-
sults for these cases. We also describe new approximation algorithms
for solving these 3-dimensional variants, and then analyse their worst-
case performance by considering the sets of points that yield worst
performances for the algorithms.
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Chapter I

Introduction
Networks are a ubiquitous feature of our physical universe and appear in
various forms almost everywhere throughout nature and our built environ-
ment. They appear as the road and rail networks used for daily commutes.
They appear as the electricity grids which power our homes, and as telecom-
munication and computer networks which connect people from all across the
globe. They can also be seen in the branches of trees, the formation of rivers,
and the blood vessels in our body. They can even be used to represent more
abstract concepts, such as friendships among people in social networks, or
the relationships between academics and research in citation networks. These
fundamental structures can be used to model a variety of real-world prob-
lems, and are featured heavily throughout modern research.

Informally, a network represents connections between objects. It consists
of a collection of objects or nodes, and the connections or links which join
the various nodes together. For example, in a social network, the nodes
represent people and the links can be used to represent friendships between
individuals, i.e., if two people are friends, then they are joined by a link. Such
a network can be used to identify social groups and cliques within a popu-
lation. Another example is a road network in which the links are the roads
themselves, and the nodes represent junctions where the roads intersect. This
can be used to find effective routes for commuting from one place to another.
A crucial part of the research on networks is the study of problems in which
we are given a set of nodes and we are tasked with constructing a network
by choosing links to place between the nodes. These types of problems fall
under the general topic of network design.

Network design problems require one to create a network consisting of exist-
ing objects so that the network satisfies certain desirable properties. Gener-
ally, these properties are a combination of topological constraints and cost
requirements. Topological constraints are structural requirements on the net-
work, like connectivity or diameter. Cost requirements generally depend on
weights or lengths that are associated with potential links in the network.
For instance, we might wish to build or extend a power grid to power each
building in a neighbourhood whilst keeping the construction costs as low as
possible.
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One of the topological constraints featured in the problems studied in this
thesis is the requirement that the created network is a spanning tree. Infor-
mally, a spanning tree for a given set of nodes is a network such that there
is a unique path though the network between every pair of nodes. Spanning
trees can be thought of as networks that are minimally connected (i.e., the
deletion of any link in a spanning tree results in a loss of connectivity in
the network), so spanning tree problems are often used in applications where
connectivity is required but it is costly to construct links.

The most famous of the spanning tree problems is the minimum spanning
tree problem (MST problem), the first algorithm for which was developed in
1926 by Bor̊uvka [11]. In this problem, we are given a set of nodes and a set
of possible links, each of which having a predetermined cost, and the goal is
to find a single connected network that includes every node, i.e., a spanning
tree, such that the total cost of the links in the network is minimum. This
problem can be solved efficiently using algorithms such as Prim’s algorithm
[66] or Kruskal’s algorithm [48].

There are many other kinds of connectivity and topological constraints that
are used in different network design problems. For example, if not all nodes
are required to be part of the network, then this gives rise to the Steiner tree
problems [37]. Another example is the minimum strongly connected spanning
subgraph problem [28] in which connections have directions and we require
bi-directional connectivity. Other network design problems include the Trav-
elling salesman problem [6] and transportation network design problems [54],
among many other problem varieties.

Cost requirements are also used to differentiate between the various network
design problems. These are usually stated as the objective of the network
design problem, where the objective will be to minimise or maximise some
function of the costs of the links in the network. The objectives that we
focus on in this thesis are the bottleneck objectives, where the objective is
to minimise the cost of the links in the network with the maximum cost.

A spanning tree problem that uses a bottleneck objective is the minimum
bottleneck spanning tree problem (MBST problem). In this problem, we aim
to find a spanning tree where the length of the longest link in the tree is
minimum. For example, if the network represented a rail network with the
nodes representing stations, then the MBST problem would be equivalent
to finding the rail network such the length of the longest journey between
adjacent stations in the network is minimum. The MBST problem can be

14



solved efficiently using Camerini’s algorithm [14]. It is also the case that
every optimal solution of the MST problem for a given problem instance is
an optimal solution of the MBST problem for the same instance [14] , and so
we can also use the aforementioned algorithms of Prim and Kruskal to solve
this bottleneck spanning tree problem.

It is often advantageous for network design models to include additional fea-
tures that more accurately model the practical considerations of real-world
scenarios. An example of additional features that are commonly used are
those of geometric network design. In simple terms, geometric network de-
sign problems involve connecting objects in a given ambient space whilst
optimising the lengths of connections. An example problem is the previously
mentioned railway example, where the length of track sections between sta-
tions is determined by the distances between stations in physical space. In
this example the ambient geometric space is essentially the Euclidean plane.
Enforcing this geometric specification adds a layer of structure to network
design problems which may be exploited. For instance, in the minimum
spanning tree problem restricted to the Euclidean plane, it is possible to
take advantage of the geometric structure in order to develop more efficient
algorithms than for the general problem [1].

We will also include an additional type of topological constraint for the span-
ning tree problems we study in this thesis. More specifically, we will study
degree bounded spanning trees problems, which are spanning tree problems in
which we have constraints on the number of connections that nodes can have.
For instance, in the railway example, we might require a limit on the num-
ber of rail lines that can converge at a station. Another example is wireless
sensor networks in which there are several sensors which must communicate
information with one another, with the constraint that an individual sensor
can only handle a limited number of simultaneous connections with other
sensors. The inclusion of these connection limits can greatly increase the
complexity of spanning tree problems and may require more sophisticated
techniques in order to find good solutions. It is unknown whether or not ef-
ficient algorithms exist to solve degree bounded spanning tree problem prob-
lems exactly, including the bounded degree version of the minimum spanning
tree problem [30] and its geometric versions [62]. Often, efficient heuristic or
approximation algorithms are proposed in lieu of exact algorithms, such as
the algorithms of Khuller et al. [45] and Chan [15], for Euclidean bounded
degree MST problems.
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Thesis Focus

For this thesis, we focus on investigating the degree bounded version of the
minimum bottleneck spanning tree problem. This is the problem of finding
a spanning tree for a given set of nodes such that the length of the longest
link in the tree is minimum, and the number of links connected to each node
in the tree does not exceed a specified degree bound. This problem can be
thought of as natural extensions of both the MBST and degree bounded MST
problems. Whilst both the MBST and degree bounded MST problems have
received much attention in the literature, to the best of our knowledge, the
degree bounded MBST problem has not been previously explored.

The applications of the degree bounded MBST problem can easily be seen
from the applications of both the MBST and degree bounded spanning tree
problems. For instance, in the railway example, the degree bounded MBST
problem would be equivalent to finding the rail network such that the length
of the longest journey between adjacent stations in the network is minimum,
where the number of rail lines that connect to each station is less than a
given degree bound. Another example is in wireless sensor networks, where
the sensors can only handle a limited number of simultaneous connections
[36], and we wish to minimise the lengths of the longest connections in the
network (since connection lengths affect the power consumption of sensors,
which in turn affects the length of their battery lives [12]). Other appli-
cations can be seen from applications of degree bounded MST problems in
which we wish to minimise total construction costs. Suppose that instead
of being concerned with construction costs, we instead wish to minimise the
total construction time of the network, and that the connections can be built
concurrently. Then finding the degree bounded spanning tree that minimises
construction time is equivalent to finding a degree bounded MBST.

One thing to note is that whilst every optimal solution of the MST prob-
lem for a given problem instance is also an optimal solution of the MBST
problem for the same instance, this relationship does not hold for the degree
bounded versions of MST and MBST problems. Hence it is worthwhile in-
vestigating the degree bounded MBST problem independently of the degree
bounded MST problem.

In this thesis, we will explore algorithms and techniques for the degree
bounded MBST problem, and we will compare and contrast the problem
with the well-studied degree bounded MST problem to see which results for
the MST objective can be adapted for the bottleneck objective. The primary
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focus of this thesis will be on the geometric versions of the MBST problem,
specifically the Euclidean version due to its interesting structure and natural
applications. The geometric degree-bounded MBST problem has many po-
tential real-world applications, and it is hoped that the algorithms explored
in this thesis can be used in these practical settings.

Thesis Outline

In this chapter, we introduce the preliminary mathematical concepts, termi-
nology, and notation used throughout this thesis. We then formally define
network design and spanning tree problems, before discussing the basic re-
sults for spanning tree problems and their variants that will be used in this
thesis.

In Chapter II, the degree bounded MBST problem is introduced and de-
scribed for both the general network version and geometric versions. We
describe approximation algorithms for both the general network problem
and the Euclidean versions. This chapter also contains complexity results
for the Euclidean degree bounded MBST problem.

Chapter III includes a computational study of new and existing algorithms
for the Euclidean degree bounded MST and degree bounded MBST prob-
lems. Algorithmic approaches are compared between problems to determine
potential strategies for developing algorithms for either problem. A method
for generating test instances is also discussed.

In Chapter IV, we explore the degree bounded MBST problem in 3-dimensional
Euclidean space. This chapter contains several computational complexity re-
sults as well as a description of new algorithms for the 3-dimensional version
and an analysis of their performance.

Finally, Chapter V features some potential directions for future research into
the topic of this thesis.

1 Preliminaries

1.1 Graph Theory

For describing networks and network design problems, we will use notions
from graph theory since networks are typically modelled as combinatorial
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graphs. In this section, we will give a brief outline of some of the concepts of
graph theory that will be used in this thesis. For a more thorough treatment
of graphs, it is recommended that the reader seeks out one of the many
textbooks on graph theory, such as [33].

1.1.1 Graph Definition

A graph is a collection of vertices (also called nodes) with an associated
set of edges, where each edge joins two vertices. More formally, a graph
G = (V,E) where V denotes the set of vertices {v1, v2, . . . , vn}, and E
denotes the set of edges {e1, e2, . . . , em}, where each edge ei ∈ E repre-
sents a pair of distinct vertices {vj, vk} ⊆ V . Graphs are commonly repre-
sented as pictures where each vertex is represented as a circle or a point,
and each edge is shown as a line joining two points. As an example, Fig-
ure 1 represents the graph G = (V,E), where V = {v1, v2, v3, v4, v5, v6} and
E = {{v1, v2}, {v1, v3}, {v2, v4}{v2, v5}{v2, v6}{v3, v4}{v4, v5}}. Rather than
using the set notation, we will typically denote edges {vi, vj} with the tu-
ple (vi, vj), where (vi, vj) represents the same edge as (vj, vi) . For a graph
G = (V,E), we say that two vertices v, u ∈ V are adjacent if (u, v) ∈ E, and
we say that u and v are incident to the edge (u, v).

A subgraph of a graph G = (V,E) is a graph G′ = (V ′, E ′) such that

v1 v2

v3

v4

v5

v6

Figure 1: An example of a graph G.

V ′ ⊆ V and E ′ ⊆ E. If G′ a subgraph of G, then G is said to be a supergraph
of G′. An induced subgraph G′ = (V ′, E ′) is a subgraph such that for two
vertices u, v ∈ V ′, if (u, v) ∈ E then (u, v) ∈ E ′. Figure 2 is an example
of an induced subgraph for the graph in Figure 1 which uses the vertices
V ′ = {v2, v4, v5, v6}. A subgraph G′ = (V ′, E ′) for a graph G = (V,E) is said
to be a spanning subgraph if V ′ = V .
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v4

v5

v6

Figure 2: An example of an induced subgraph of G from Figure 1.

1.1.2 Degree

The degree of a vertex v ∈ V , denoted δ(v), in a graph G = (V,E) is the
number of edges that are incident to the vertex, i.e., δ(v) = |{(v, u) : (v, u) ∈
E, u ∈ V }|. For example, the degree of vertex v4 in Figure 1 is 3. Observe
that the maximum possible degree of a vertex in a graph is |V | − 1.

1.1.3 Weighted Graph

A weighted graph G = (V,E) is a graph where every edge e ∈ E has an
associated weight w(e), where w : E → R. For an edge (u, v) we will use
w(v, u) to denote w((v, u)). Weighted graphs are often used in the represen-
tation of real world networks to denote the strength of a connection between
vertices or to represent a physical distance between vertices. For example,
if the vertices and edges were cities and roads, then the weight of an edge
can represent the length of a road. As such, most of the graphs used in this
thesis will be of the weighted variety.

1.1.4 Complete Graph

A complete graph K = (V,E) is a graph such that ∀u ∈ V, ∀v ∈ V , where
u 6= v, we have that (u, v) ∈ E, i.e., K has an edge between every possible
pair of distinct vertices. For example, Figure 3 is a complete graph with 5
vertices.

1.1.5 Paths

A path in a graph G = (V,E) is a sequence of distinct vertices (v1, v2, . . . , vp)
where v1, v2, . . . , vp ∈ V , p ≥ 2, and (vi, vi+1) ∈ E for i = 1, 2, . . . , p − 1.
We say that this is a path from v1 to vp. A graph G = (V,E) is connected
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Figure 3: A complete graph with 5 vertices.

if for any pair of vertices v, u ∈ V there is a path in G that contains u
and v. For example, the graph in Figure 1 is connected, but if we were to
remove the edge between v2 and v6, then the resultant graph would not be
connected. If a graph is not connected, we say that it is disconnected. A
graph G = (V,E) is 2-connected or biconnected if it is still connected after
the deletion of any vertex, i.e., the induced subgraph defined by the vertex
set V \ {v} is connected for every v ∈ V .

1.1.6 Cycles

A cycle in a graph G = (V,E) is a sequence of vertices (v1, v2, . . . , vp, v1),
p ≥ 2, such that the sequence (v1, v2, . . . , vp) is a path in G, and (vp, v1) ∈ E,
hence a cycle can be thought of as path from a vertex to itself. A cycle
is Hamiltonian if it contains every vertex in V . Note that the graph in
Figure 1 does not contain a Hamiltonian cycle due to vertex v6 having a
degree of only 1, although it does contain cycles such as (v1, v3, v4, v2, v1).
Similarly, a path is Hamiltonian if it contains every vertex in V . The graph
in Figure 1 contains the Hamiltonian path (v6, v2, v5, v4, v3, v1). We say that
a graph is Hamiltonian if it contains a Hamiltonian cycle, so the graph in
Figure 1 is not Hamiltonian, although it contains a Hamiltonian path.

1.1.7 Eulerian Trails/Tours

A trail in a graph G = (V,E) is a sequence of distinct edges (e1, e2, . . . , ep)
such that e1, e2, . . . , ep ∈ E, and ei∩ei+1 6= ∅ for i = 1, 2, . . . , p−1. Similarly,
a tour is a sequence of vertices (e1, e2, . . . , ep, e1), p ≥ 2, such that the se-
quence (e1, e2, . . . , ep) is a trail in G, and ep∩e1 6= ∅. A trail/tour is Eulerian
if it contains every edge in G. A necessary and sufficient condition for a graph
G to have an Eulerian tour is that the degree of every node is even [34]. We
say that a graph is Eulerian if it contains an Eulerian tour. Note that the
graph in Figure 1 is not Eulerian due to vertex v6 having a degree of 1. A nec-
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essary and sufficient condition for a graphG to have an Eulerian trail is that it
contains exactly two vertices whose degree is odd. The vertices of odd degree
will be the start/end vertices of the trail. The graph in Figure 1 contains the
Eulerian trail ({v6, v2}, {v2, v5}, {v5, v4}, {v4, v2}, {v2, v1}, {v1, v3}, {v3, v4}).

1.1.8 Matchings

A matching in an undirected graph G = (V,E) is a set of edges M ∈ E such
that for any two edges (vi, vj), (vk, vl) ∈M , we have that {vi, vj}∩{vk, vl} =
∅. If the edge (u, v) is in M , then we say that the vertices u and v are
matched. A maximum matching is a matching of maximum cardinality for
G, i.e., a matching in G that matches the largest number of vertex pairs. If
there is a matching M such that ∀v ∈ V, ∃u ∈ V : (v, u) ∈ M , i.e., every
vertex in V is matched with another vertex, then we say that M is a perfect
matching. Note that the graph G in Figure 1 admits a perfect matching
M = {(v1, v3), (v4, v5), (v2, v6)} as can be seen in Figure 4. A vertex cover for
G is a set of vertices V ′ ⊆ V such that for all edges (u, v) ∈ E, we have that
u ∈ V ′ or v ∈ V ′ (or both). A vertex cover V ′ is a minimum vertex cover
if |V ′| is minimum. For example, the set V ′ = {v1, v2, v4} gives a minimum
vertex cover for the graph G in Figure 1.

v1 v2

v3

v4

v5

v6

Figure 4: An example of a maximum matching for G where the edges of the
matching are in bold.

1.2 Complexity Theory

In this section we give a brief introduction to some of the concepts of compu-
tational complexity theory. Since a thorough treatment of this topic usually
requires a lengthy discussion to include all the relevant details, we will only
provide what is necessary to yield intuitive understanding of the topic, rather
than provide rigorous definitions for all the concepts. Furthermore, we will
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only introduce concepts that are used in this thesis. A full treatment of
the topic with the complete definitions can be found in most textbooks on
complexity theory, such as [61].

1.2.1 Algorithms

An algorithm is a procedure consisting of a finite series of steps to perform
a task. Typically, an algorithm will solve some problem given an instance
of a problem as input, where the instance is described as a list of numbers.
The size of an input/problem instance is the number of entries in the list,
which we will often denote by n. Depending on how the algorithm is de-
scribed, some steps of the algorithm may consist of multiple steps in and of
themselves. As such, when talking about the number of steps of an algo-
rithm, we will assume that the steps are atomic or fundamental operations,
which we will refer to as computations. Computations will typically include
basic arithmetic operations such as addition or multiplication, and simple
comparisons between pairs of numbers.

1.2.2 Time Complexity

We say that an algorithm A has a running time or time complexity of N
given a specific input I, if A terminates after N steps, when given I as input.
Let IA,n denote the set of possible inputs for algorithm A with size n. We
say that algorithm A has a worst case running time/time complexity of f(n)
if its maximum running time over all inputs in the set IA,n is f(n), where f
is a positive integer-valued function of n. For a problem X, if there exists an
algorithm A which solves X, where A has a worst case running time of f(n),
then we say that X can be solved in f(n) time. Typically we will not know f
explicitly and will instead rely on big-O notation to describe the asymptotic
growth of a function f : R → R, where f(x) = O(g(x)) ⇔ ∃x0,M ∈ R :
|f(x)| ≤ Mg(x) ∀x > x0. We say that an algorithm is a polynomial time
algorithm or is efficient if it has a worst case running time of O(p(n)) for any
input size n, where p is a polynomial function of n. We say that a problem
X is solvable in polynomial time if there exists a polynomial time algorithm
A that solves X given any valid instance of X.

1.2.3 P Problems

A decision problem, in simple terms, is a problem that either has a “yes” or
“no” answer. We identify the class of decision problems that are solvable in
polynomial time as the set P. The problems we consider in this thesis are
typically optimisation problems, i.e., maximisation or minimisation problems
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which are not decision problems, however every maximisation (minimisation)
problem has a decision problem version which is to determine whether or not
there is a solution whose value is greater (less) than or equal to a given thresh-
old value k. Clearly, if the optimisation problem is solvable in polynomial
time, the decision problem version is in P as a solution to the optimisation
problem can be used to answer the decision problem. In fact for many prob-
lems the converse is also true, as by changing the threshold value k, one can
repeatedly use an algorithm for the decision problem in order to determine
the solution to the optimisation problem.

1.2.4 NP Problems

We say that an algorithm A can verify the solution s ∈ {“Yes”, “No”} of
decision problem X for instance I, if A can determine whether or not s is
valid when given s, I and a certificate c as input. The certificate c gives
some additional information that is often related to how the solution s was
obtained. For example, suppose the problem X was to determine whether or
not a natural number m is prime. If s = “No” then c could contain a prime
factor of m, so that A could determine if the number given in c divides m.
If s = “Yes”, then c could contain a list of prime numbers strictly less than
m, so that A could see if any of the prime numbers in c divide m. We say
that a decision problem X can be verified in polynomial time if there exists
a polynomial time algorithm A that can verify any given solutions to X. We
identify the class of decision problems that can be verified in polynomial time
if the solution s = “Yes” as the set NP. It is clear that P ⊆ NP, (a problem
can easily be verified in polynomial time if it can be solved in polynomial
time) however it is still an open problem to prove or disprove that P = NP.

1.2.5 NP-complete Problems

We say that a problem X reduces to another problem X ′ if we can convert
any instance of problem X into an instance of problem X ′ in polynomial
time, i.e., given an instance x of problem X, we can create an instance x′

of problem X ′ using a polynomial number of computations such that the
solution to x′ is “Yes” if and only if the solution to x is “Yes”. Thus we can
solve an instance of problem X by solving an instance of problem X ′. We also
impose the condition that the size of instance x′ ∈ X ′ is polynomial in the size
of instance x ∈ X for X to reduce to X ′. Note that if X reduces to X ′ and
X ′ ∈ P, then X ∈ P. A subset of NP problems are the NP-complete problems
[47]. An NP problem X is NP-complete if and only if every problem in NP
reduces to X. Hence if there is a polynomial time algorithm to solve any NP-
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complete problem, then every problem in NP can be solved in polynomial
time and thus P = NP. The contrapositive of this is that if P 6= NP, then no
NP-complete problem can be solved in polynomial time. The first problem
shown to be NP-complete was the boolean satisfiability problem (SAT) [20].
The SAT problem is to determine whether or not one can assign truth values
to boolean variables in a boolean expression so that the expression evaluates
to true, where the expression is in conjunctive normal form. Other NP-
complete problems include finding a Hamiltonian cycle in a graph, finding a
vertex cover of a given size in a graph, and the Knapsack decision problem of
determining if there is a subset of a given set of integers whose sum evaluates
to a given integer value [43]. An NP problem X can be shown to be NP-
complete if it can be shown that there is a known NP-complete problem that
reduces to X. We will also use the term NP-hard to describe a problem X
if there is a known NP-complete problem that reduces to X, but X may or
may not be a member of the set NP.

1.2.6 Approximation Algorithms

If an optimisation problem is NP-complete, then if P 6= NP, one cannot find
an efficient algorithm which always outputs an optimal solution to the prob-
lem for any feasible problem instance. However, it may be possible to find
an efficient algorithm which always outputs a “good” (but not necessarily
optimal) solution. A feasible solution for an optimisation problem is a solu-
tion which satisfies a set of given constraints specified by the problem (see
Section 1.3.1 for a more specific definition). An approximation algorithm for
a minimisation problem X is a polynomial time algorithm A such that given
an instance I of X, A will return a feasible solution for X whose objective
value is at most f(I) times the objective value for an optimal solution of I,
where f is a positive real valued function over the set of all possible instances
of X. Approximation algorithms can be similarly defined for maximisation
problems, where instead the objective value for the output solution must be
at least f(I) times the objective value for an optimal solution. If f is a con-
stant valued function, i.e., f(I) = c ∈ R+ ∀I, then A is said to be a constant
factor approximation algorithm, and we refer to the constant c as the ap-
proximation ratio (performance ratio) or approximation factor (performance
factor) of A. If A is a constant factor approximation algorithm for prob-
lem X with an approximation factor of c, then we say that A is a c-factor
approximation algorithm for X. We say that an optimisation problem X
can be approximated in polynomial time within a factor of c if there exists a
c-factor approximation algorithm for X. A minimisation problem X admits
a polynomial time approximation scheme (PTAS) if for any k ∈ (1,∞), there
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exists a k-factor approximation algorithm for X. This is similarly defined for
maximisation problems with k ∈ (0, 1).

1.3 Linear and Integer Programming

Linear programming is a technique used for solving a particular class of opti-
misation problems. We will briefly describe the basics of linear programming
and integer programming. A textbook which covers operations research or
linear programming, such as [78], should be referred to for a more through
discussion of linear programming and its related topics.

1.3.1 Optimisation Problems

An optimisation problem can be described as a problem in which we wish to
choose the “best” solution out of a set of feasible candidate solutions. More
formally, given a set of possible solutions X for which a subset, X̄ ⊆ X, are
considered to be feasible candidates, the goal of optimisation is to choose
the best x ∈ X̄, where we determine the quality of a solution by way of
an objective function f : X → R. Optimisation problems can either be
maximisation or minimisation problems. In a maximisation (minimisation)
problem, the aim is to find a feasible solution x ∈ X̄ such that the value of
of the objective function for x, i.e., f(x), is maximum (minimum). Often the
set of feasible solutions X̄ is defined by a set of constraints, where a solution
x ∈ X is feasible, i.e., x ∈ X̄, if it satisfies all the specified constraints. In
the optimisation problems we consider, the solution space is defined by a set
of real valued decision variables, x1, x2, . . . , xn ∈ R, where X = Rn. Every
solution in X is represented as a vector x = (x′1, x

′
2, . . . , x

′
n), where the i-th

element of x is the value of decision variable xi for the solution x.

1.3.2 Linear Programs

A linear program is an optimisation problem in which the objective function
and all constraints can be expressed in terms of linear functions of the decision
variables x1, x2, . . . , xn ∈ R. The standard form for an LP with n decision
variables and m constraints is

maximise cTx

subject to Ax ≤ b

x ≥ 0

where the vector x contains the decision variables, c ∈ Rn, A ∈ Rm×n, and
b ∈ Rm. Here 0 ∈ Rn represents the zero vector, thus the constraints are a
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system of linear inequalities. Every LP can be transformed into an equivalent
LP in the standard form.

1.3.3 Feasible Region

A feasible solution to an LP is a vector x′ ∈ Rn, where x′ ≥ 0, that sat-
isfies the system of linear equalities Ax′ ≤ b. The constraints collectively
describe a feasible region in Rn in which any feasible (but not necessarily
optimal) solution can lie. Since the constraints are linear inequalities, each
constraint by itself bounds the feasible region by a hyperplane in Rn. Unless
the constraints describe an infeasible problem (a problem in which there are
no feasible solutions), then the feasible region is a convex polytope in Rn,
where n is the number of decision variables. A problem is unbounded if the
constraints do not give a bound on the maximum objective value that can be
achieved with a feasible solution. If the problem is neither unbounded nor
infeasible, then an optimal solution for such an LP lies at a vertex or extreme
point of the convex polytope representing the feasible region. A feasible so-
lution that lies at an extreme point of the convex polytope is called a basic
feasible solution. Thus if the LP has a bounded optimal solution, then some
basic feasible solution will be an optimal solution.

1.3.4 Simplex Method

The first published algorithm that solves LPs is the simplex method [21]
which in simple terms, starts at an extreme point of the feasible region and
then moves to a neighbouring extreme point if the objective value at the
neighbouring point is better than the objective value at the current point.
An optimal solution is the extreme point whose objective value is better than
the objective values all of its neighbouring extreme points.

1.3.5 Integer Programming

An integer linear programming problem, which is often referred to as just
an integer programming problem, is a special variant of linear programming
problems where we impose as a condition that the decision variables must
take on integer values. An integer program (IP) with n decision variables
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can thus be described as

maximise cTx

subject to Ax ≤ b

x ≥ 0

x ∈ Zn

The feasible solutions of an IP lie at integer lattice points inside the region
bounded by the hyperplanes of the linear inequality constraints. If the IP is
not infeasible or unbounded, then the optimal solution for the IP lies on an
extreme point of the convex hull of these lattice points, where the convex hull
is the smallest polytope that contains all of the lattice points. An IP without
the integrality constraints is called the LP-relaxation. Note that the objective
value of an optimal solution to an IP is less than or equal to the objective
value of an optimal solution of its LP-relaxation. A class of techniques to
solve IPs are the cutting plane algorithms which repeatedly add constraints
to the LP-relaxation to restrict the feasible region until the optimal value of
the LP-relaxation occurs at a lattice point. A linear optimisation problem
that requires that some decision variables must be integer, but contains other
decision variables that are allowed to be continuous, is referred to as a mixed
integer program (MIP).

1.3.6 Complexity

Linear programs can be solved in polynomial time [44], but integer pro-
gramming is NP-complete in general [43]. However, there are certain integer
programs whose LP-relaxations yield integer optimal solutions, meaning that
the optimal solution to these IPs is the same as the optimal solutions of their
respective LP-relaxations. Thus one could find the optimal solution for such
an IP by solving its LP-relaxation. An example of this is the minimum weight
matroid basis LP which we will describe in the following section.

1.4 Matroids

In this section we will very briefly describe the mathematical structure known
as a matroid, as there is a connection between matroids and certain network
design problems. We will not explore this topic deeply however, as very
little of the matroid literature is needed in order to understand these con-
nections. For more on matroids we recommend a textbook on combinatorial
optimisation or matroid theory, such as [59].
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1.4.1 Matroid Definition

Let (E,F) define a set structure, where E is a finite set, called a ground
set, and F ⊂ P(E) is a family of sets called independent sets, where P(E)
denotes the power set of E. A set structure M = (E,F) is a matroid if it
satisfies the following properties.

1. ∅ ∈ F .

2. If Y ∈ F and X ⊆ Y , then X ∈ F .

3. If X, Y ∈ F and |X| < |Y |, then ∃y ∈ Y \X : X ∪ {y} ∈ F .

Sets which are in F are called independent, whereas the sets not in F are
called dependent. An independent set which is maximal with respect to
inclusion, i.e., a set X ∈ F such that X ∪ {e} /∈ F ∀e ∈ E, is called a
basis. A consequence of the third property of matroids is that all bases of
a given matroid have the same cardinality. The cardinality of the bases of
a matroid M is called the rank of M . The rank of a subset Y is defined as
r(Y ) = max{|X| : X ⊆ Y,X ∈ F}, where r is called a rank function.

1.4.2 Minimum Weight Basis Problem

Suppose that we have a matroid M = (E,F), where each element e ∈ E
is assigned a weight w(e) ∈ R+. The minimum weight basis problem is to
find a basis X ∈ F such that

∑
x∈X w(x) is minimum. We can formulate the

problem as the following integer program, where for each e ∈ E, we define a
decision variable xe to be 1 if e ∈ X and 0 otherwise.

minimise
∑
e∈E

w(e)xe (1)

s.t.
∑
e∈E

xe = r(E) (2)∑
e∈X

xe ≤ r(X) ∀X ⊂ E (3)

xe ∈ {0, 1} ∀e ∈ E (4)

Note that the set of constraints in (4) correspond to the following constraints,
so that the above program is indeed an IP.
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xe ≤ 1 ∀e ∈ E (5)

xe ≥ 0 ∀e ∈ E (6)

xe ∈ Z ∀e ∈ E (7)

It is known that the basic feasible solutions to the LP-relaxation of the above
IP correspond to integer values for the xe variables [23]. Hence we can
remove the integrality constraints in (7) to obtain an LP whose basic feasible
solutions correspond to feasible solutions in the original IP.

1.4.3 Greedy Algorithm

A more practical way to solve the minimum weight basis problem is to
consider a greedy approach. We describe such an algorithm for a matroid
M = (E,F) with weight function w as follows.

1. Sort the elements e1, e2, . . . , en of E such that w(e1) < w(e2) < · · · <
w(en).

2. Let S = ∅.

3. While r(S) < r(E), add ei to S, where ei is the element in E with the
smallest index i such that S ∪ {ei} ∈ F . Remove ei from E.

4. Output S.

The algorithm described above is called a greedy algorithm, since we always
choose the cheapest possible element to add at each iteration. It has been
shown that this greedy algorithm always results in the output solution S
being of minimum total weight [23]. Thus the structure of matroids can be
exploited for algorithmic purposes, as will be seen later in this thesis.

2 Background

In this section, we will give an overview of each of the topics that are relevant
to the subject of this thesis. The discussion in this section, and in all sub-
sequent sections of this thesis, will use terminology and concepts that were
covered in the preliminaries section (Section 1).
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2.1 Network Design

The term “network design” is used in many separate topics throughout the
literature, with the phrase itself having multiple different definitions (see
[38, 25, 70] for examples). Due to the ambiguous nature of the term, it is
necessary to give a formal definition of network design as it is used in this
thesis.

Network design problems are optimisation problems in which we are given a
graph G = (V,E) and our aim is to find a spanning subgraph G′ = (V,E ′)
such that G′ is optimum (i.e., maximum or minimum) with respect to some
real-valued objective function w, and G′ satisfies a specified set of constraints.
Since the spanning subgraph G′ contains all the vertices of the supergraph,
the only decisions being made in network design problems are the choice of
edges to include in the subgraph. As such, we can define the objective func-
tion w in terms of an edge set. I.e., w : P(E) → R, where for G′ = (V,E ′),
we define w(G′) := w(E ′). The objective function w(G′) is often referred to
as the cost or weight of G′, and its co-domain is often specified to be R+.

An example of a more specific way that the weight function w is often defined,
is as a sum of the weights of individual edges themselves. I.e., for a graph
G = (V,E), each edge e ∈ E is given a weight w(e) ∈ R, and for a subset
E ′ ⊆ E, let w(E ′) =

∑
e∈E′ w(e). Another weight function is the bottleneck

function, which is of the form w(E ′) = maxe∈E′ w(e). For the network design
problems in this thesis, the notation w(G), w(E), w(e) will be used to denote
the weight of a graph, edge set and edge respectively, where the definitions of
the weight functions themselves will depend on the network design problem.

Various constraints can be used in network design problems, usually depend-
ing on the applications from which the problem arises. A commonly used
class of constraints are connectivity constraints, which specify the minimum
level of interconnectedness of the vertices within the spanning subgraph. This
level of interconnectedness is usually determined by the minimum number of
edges or vertices that must be removed from the subgraph before it becomes
disconnected. For example, the simplest connectivity constraint is a con-
straint requiring that the subgraph G′ be connected. This specification leads
to the class of well-studied network design problems known as the spanning
tree problems [32], which will be covered in the next section. Other problems
might require more robust levels of connectivity, so that multiple edges or
vertices must be deleted from the subgraph before it becomes disconnected.
For example, the constraints of the problem may specify that the subgraph G′
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is a biconnected spanning subgraph, as is the case for the minimum bottleneck
biconnected spanning subgraph problem [67]. Alternatively, the constraints
might specify connectivity with respect to a subset of the vertices of the
supergraph. For example, we might require that the subgraph G′ = (V,E ′)
contains a path between every pair of vertices u, v ∈ V ′, where V ′ is some
subset of V . The famous Steiner tree problems [79] can be formulated as
network design problems with such constraints.

Other commonly used constraints for the subgraph G′ are constraints which
specify the type of graph that G must be. For instance, a constraint can
specify that G′ must be a cycle, hence G′ must be a Hamiltonian cycle since
it is a spanning subgraph. Such a problem is known as the travelling sales-
man problem [6], often shortened to TSP, where the objective is typically to
minimise the total sum of the weights of the edges in the Hamiltonian cycle.
Another similar problem is the travelling salesman path problem, which we
will refer to as the TSP-path, which requires the subgraph to be a Hamilto-
nian path instead of a Hamiltonian cycle.

2.2 Spanning Trees

In this section, we will discuss the primary class network design problems
that will be discussed in this thesis; the spanning tree problems.

2.2.1 Forests and Trees

Let G = (V,E) be a graph. We say that G is a forest if G does not contain a
cycle as a subgraph. Furthermore, if G is a forest that is connected, then we
say that G is a tree. A spanning forest of a graph G = (V,E) is a spanning
subgraph G′ = (V,E ′) of G such that G′ is a forest. Similarly, if G′ is also
a tree, then G′ is said to be a spanning tree. If a connected graph G has a
cycle, then any edge in the cycle can be removed without the resultant graph
becoming disconnected [56]. Using this fact, it can be shown that a graph G
has a spanning tree if and only if G is connected.

Figure 5 shows an example of a spanning tree as a subgraph of the con-
nected graph in Figure 1. Note that the choice of spanning tree is not unique
in this example. In fact for a connected graph G, it can be seen that G
contains a unique spanning tree if and only if G is a tree, since the only
connected graphs which are not trees contain cycles.

A tree T = (V,E) has the following properties [9].
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(a) An example of a connected graph G.
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(b) A spanning tree for G.

Figure 5: An example of a spanning tree as a spanning subgraph of a con-
nected graph G.

1. |E| = |V | − 1.

2. For any distinct pair of vertices u, v in V , there is a single unique path
between u and v in T .

3. T is minimally edge-connected, i.e., if any edge e ∈ E is deleted from
T , then the resultant graph will be disconnected.

4. T is a maximal forest, i.e., the if any edge e /∈ E, is added to T , then
the resultant graph will contain a cycle.

A leaf of a tree T = (V,E) is a vertex v ∈ V such that δ(v) = 1, where
δ(v) denotes the degree of v. By using the first property of trees listed above,
combined with the fact that for any graph G = (V,E),

∑
v∈V δ(v) = 2|E|, it

can be shown that every tree has at least two leaves.

2.2.2 Graphic Matroids

The edges of spanning forests of a graph are an example of the independent
sets of a matroid. For a graph G = (V,E), let F ⊆ P(E) be a family of
edge sets, such that for each E ′ ⊆ E, E ′ ∈ F if and only if (V,E ′) is a
spanning forest of G. Then the set system M = (E,F) is a matroid, where
the independent sets of M give the spanning forests of G, the bases of M give
the spanning trees of G, and the rank of M is |V | − 1 (see [59]). A matroid
that can be derived from the spanning forests of a graph is called a graphic
matroid.
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2.2.3 Minimum Spanning Tree Problem

Now suppose we are are given a weighted graph G = (V,E), where G is
connected, and each edge e ∈ E is assigned a weight w(e) ∈ R+. Let
T = (V,E ′) be spanning tree of T , where E ′ ⊆ E. Let w(T ) denote weight
of T , where w(T ) =

∑
e∈E′ w(e). The minimum spanning tree problem,

which we refer to as the MST problem, is the problem of finding a span-
ning tree T ∗ of G such that the sum of the edge weights in T ∗ is minimum.
More formally, it is the problem of finding a spanning tree T ∗ of G, where
w(T ∗) = min{w(T ) : T is a spanning tree of G}. We refer to an optimal so-
lution T ∗ of the MST problem as a minimum spanning tree (MST). We refer
to the weight of an MST T , w(T ) as the min-sum weight of T . The objective
of the MST problem (finding the spanning tree T = (V,E ′) that minimises
w(T ) =

∑
e∈E′ w(e)) is referred to as the min-sum objective.

Potential applications of this particular network design problem can be found
in almost all physical systems that can be represented as a graph, such as
telecommunication and computer networks, transportation networks, plumb-
ing networks, and electrical circuits [32]. For instance, the vertices of the
graph could represent individual buildings and the edges could represent
roads or footpaths, power or phone lines, water or gas pipes, or any other
such utility connection that a modern building would typically require. Now
suppose that the physical connections are yet to be constructed, and so the
edges instead represent the potential connections that can be built into the
network. Each of these potential connections will have an associated cost
of construction, which often depends on the length of the connection among
other factors. If we model these construction costs as the weights of the
edges in the graph, then the MST problem in the graph is equivalent to the
problem of constructing utility connections to each of the buildings, such
that network of buildings, i.e., the underlying graph, is connected and the
construction costs are as low as possible.

2.2.4 MST Algorithms

It should be noted that due to the above-mentioned relationship between
spanning trees and matroids, the MST problem is equivalent to the minimum
weight basis problem described in Section 1.4. As such, we can represent the
problem as a linear program in the form of the LP in (1) - (4). However, the
value the rank r(E ′) for each edge set E ′ ⊆ E would need to be established in
order to define the LP. Whilst it is possible to determine these ranks based on
the definition of the rank of a subset, we will instead represent the problem as
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a simpler LP which yields the same basic feasible solutions. Let G = (V,E)
be a connected graph with weights w(e) for each edge e ∈ E. For a subset
of the vertices S ⊆ V , let E(S) denote the set of edges in the subgraph of G
induced by S. The MST problem can be represented as the following linear
program, which has the same basic feasible solutions as the minimum weight
basis LP, and hence has an integer optimal solution [23].

minimise
∑
e∈E

w(e)xe (8)

s.t.
∑
e∈E

xe = |V | − 1 (9)∑
e∈E(S)

xe ≤ |S| − 1 ∀S ⊂ E (10)

0 ≤xe ≤ 1 ∀e ∈ E (11)

The above LP is seldom used in practice to solve the traditional minimum
spanning tree problem due to the exponential number of constraints (the
number of constraints in (9) - (10) is 2|V |). Instead, one can exploit the
matroid based structure by adapting the greedy algorithm for the minimum
weight basis problem discussed in Section 1.4. We present such an algorithm
as Algorithm 1.

Algorithm 1 : Kruskal’s Algorithm

Input: A weighted connected graph G = (V,E) with weight function
w : E → R+.
Output: The spanning tree T .

Sort the edges e1, e2, . . . , en of E such that w(e1) ≤ w(e2) ≤ · · · ≤ w(en).
Let S := ∅.
Let i := 1.
while |S| < |V | − 1,

if the graph G′ = (V, S ∪ {ei}) does not contain a cycle,
S := S ∪ {ei}.

i := i+ 1.
Let T = (V, S)

Algorithm 1 was first described by Kruskal [48] and is referred to in the lit-
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erature as Kruskal’s algorithm. For a weighted connected graph G = (V,E),
Kruskal’s algorithm can be shown to have a worst case running time of
O(|E| log |E|) [52]. If G is a complete graph, then |E| = (|V |2 − |V |)/2,
and hence the worst case time complexity becomes O(|V |2 log |V |).

Another famous algorithm to compute MSTs is attributed to Prim [66].
Given a weighted connected graph G = (V,E), Prim’s algorithm uses a
subgraph T ′ = (V ′ ⊆ V,E ′ ⊆ E), which is intially single vertex, and expands
T ′ into a spanning tree by repeatedly adding the smallest weight edge (u, v)
to T ′, such that u ∈ V ′ and v ∈ V \ V ′. We describe Prim’s algorithm as
Algorithm 2, where w(u, v) denotes the weight of the edge (u, v).

Algorithm 2 : Prim’s Algorithm

Input: A weighted connected graph G = (V,E) with weight function
w : E → R+, and an arbitrary initial vertex v′ ∈ V .
Output: The spanning tree T .

Let V ′ := {v′}.
Let E ′ := ∅.
while |E ′| < |V | − 1,

Find an edge (u, v) such that u ∈ V ′, v ∈ V \ V ′, and w(u, v) is minimum.
V ′ := V ′ ∪ {v}.
E ′ := E ′ ∪ {(u, v)}.

Let T := (V ′, E ′).

Given a weighted connected graph G = (V,E), a naive implementation
of Prim’s algorithm can be shown to have a worst case time complexity of
O(|V |2)[52]. This can be be reduced to O(|E| + |V | log |V |) if appropriate
data structures are used [29]. In either case, the complexity becomes O(|V |2)
if G is a complete graph.

The earliest known algorithm for the MST problem is Bor̊uvka’s algorithm
[11]. More recent MST algorithms include those of Karger, Klein and Tarjan
[42], Chazelle [16], and Pettie and Ramachandran [64].

2.2.5 Minimum Bottleneck Spanning Tree Problem

As mentioned in Section 2.1, one can use a bottleneck weight function as the
basis for an objective function for network design problems. Let G = (V,E)
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be a connected graph, where edge e ∈ E is assigned a weight w(e) ∈ R+. The
minimum bottleneck spanning tree problem, which will be referred to as the
MBST problem, is the problem of finding a spanning tree T = (V,E ′ ⊆ E)
of G such that wb(T ) = max{w(e) : e ∈ E ′} is minimum. We refer to an
optimal solution of the MBST problem as a minimum bottleneck spanning
tree (MBST). We refer to the weight of an MBST T , wb(T ), as the bottleneck
weight of T . We will refer to the objective in the MBST problem (finding
the spanning tree T = (V,E ′) that minimises wb(T ) = max{w(e) : e ∈ E ′} )
as the bottleneck objective. For an MBST T = (V,E ′), we say that an edge
e ∈ E ′ is a bottleneck edge if w(e) = wb(T ).

Network design problems with bottleneck objectives have applications in
VLSI layout, communication network design, and location problems [71].
One example application is in wireless sensor networks. In these networks,
the power required for signal transmission increases as the distance between
sensors increases, and since these sensors are often battery powered, the sen-
sors that have to transmit data over the furthest distance will always be the
first sensors whose batteries need replacing. Thus the lifetime of the network
(the maximum amount of time the network can survive without replacing
any batteries) is determined by the length of the longest edge in the network
[12, 40]. Hence finding an MBST of a wireless sensor network can be thought
of as finding a spanning tree of the network, where the lifetime of the tree is
maximum. Other applications of the MBST problem can be seen in similar
networks to those in which the MST problem is applicable. For instance in
the utility construction problem described above as an application for the
MST problem, it may be the case that we are more concerned with con-
struction time than construction costs. If it is possible to build connections
concurrently, then the connections that take the maximum time to build will
determine the length of time required to construct the entire network. Hence
if we designate the weights of the connections to be their construction times
rather than construction costs, then the spanning tree of least construction
time will be an MBST.

Because of the matroid properties of spanning trees, we have the following
property.

Lemma 1. Every MST of a graph G is also an MBST for G.

Proof. Let T and U be an MST and MBST of a graphG = (V,E) respectively
and assume that the bottleneck weight of T is strictly greater than that of
U , i.e., wb(T ) > wb(U). If we delete a bottleneck edge e from T to obtain the
graph T ′, then T ′ is disconnected and consists of two subtrees X,Y , such that

36



there is no edge between a vertex in X and a vertex in Y . Let f be an edge
of U that joins a vertex in X with a vertex of Y (such an edge must exist
otherwise U would be disconnected). If we add f to T ′ then the resultant
graph, T ′′, is a spanning tree since T ′′ has |V | − 1 edges and no cycles (f
cannot be part of any cycle since it is the only edge in T ′′ between a vertex
in X and a vertex in Y ). Since w(f) < w(e), we have that w(T ′′) < w(T ),
which contradicts the optimality of T . Hence every MST of G is an MBST
of G.

Lemma 1 implies that we can use the aforementioned MST algorithms to
solve the MBST problem. However, an MBST of a graph G is not necessarily
an MST of G (one can easily find an example of a graph with two MBSTs,
T and T ′, where wb(T ) = wb(T

′) but w(T ) 6= w(T ′) ), so the problems are
not equivalent.

2.2.6 Camerini’s Algorithm

The most famous algorithm which was designed specifically for the MBST
problem is that of Camerini [14], which has a worst-case running time of
O(|E|) for a weighted connected graph G = (V,E). Camerini’s algorithm
is a recursive algorithm which involves partitioning the edges of the graph
into two sets depending on whether their weights are more or less than the
median edge weight of the graph. We will omit the details of Camerini’s
algorithm since it will not be used directly in in this thesis, however, the
idea of partitioning edges based upon their weight will be useful later in the
thesis.

2.3 Geometric Spanning Trees

In this section, we will discuss minimum spanning tree problems in which
the input graphs are embedded in a normed space. In particular, the input
graph G is a complete graph, where the vertices of G represent points in a
normed (metric) space, and for every pair of vertices u,v of G, the weight of
the edge (u, v) is the distance between the points represented by the vertices
u, v.

Geometric networks are advantageous for modelling physical networks such
as infrastructure, transportation, or telecommunications networks. For these
applications, the deployment region or terrain is modelled by the ambient
metric space containing the geometric network. The individual nodes of the
network are modelled by points in the metric space, where the positions of
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the points in the space reflect the physical positions of the nodes in within
the deployment region. For example, let G = (V,E) be a complete graph,
where the vertices in V represent railway stations and the edges in E rep-
resent potential railway lines between the stations. If we assume that the
locations of the stations can be represented as points in the Cartesian plane,
then for each u, v ∈ V , we can define the weight of the edge (u, v) to be
the Euclidean distance between the railway stations represented by u and v.
Thus an MST for G will give the railway network that connects all stations
using the least amount of track.

2.3.1 Metric Spaces

We will begin by defining some terminology. Let M be a set of points and
let d be a function d : M ×M → R. We say that the ordered pair (M,d) is
a metric space if d satisfies the following properties for all x, y, z ∈M .

1. d(x, y) ≥ 0.

2. d(x, y) = 0⇔ x = y.

3. d(x, y) = d(y, x).

4. d(x, z) ≤ d(x, y) + d(y, z).

The last property is known as the triangle inequality. We will refer to a
function d of a metric space (M,d) as the distance function or metric of the
space, and we will often denote a metric space (M,d) simply by M when the
distance function d has been specified. An example of a metric space (M,d)
is where M is a normed vector space and ∀x, y ∈ M , d(x, y) = ‖x − y‖.
In the railway station example, M is a set of points in the Cartesian plane
representing the locations of the stations, i.e., M ⊆ R2, and d(x, y) gives
the Euclidean distance between x and y. We say that a weighted complete
graph G = (V,E), with weight function w, is metric if (V, d) is a metric
space, where ∀u, v ∈ V , d(u, v) = w(u, v). In the case of metric graphs, we
will abuse notation and say that w = d. A spanning tree is metric if it is a
spanning tree of a metric graph. The metric MST (MBST) problem is the
problem of finding an MST (MBST) of a metric graph.

2.3.2 Geometric Graphs

The term “geometric” is used with varying definitions throughout the metric
spanning tree literature. In this thesis, we will give a strict definition for
this term based upon real vector spaces. Let U be a real vector space Rn
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with norm d, where n ∈ [1,∞) ∩ N. A geometric graph G = (V,E) is a
weighted complete graph with weight function w, where the vertices V =
{v1, v2, . . . , v|V |} correspond to points {x1,x2, . . . ,x|V |} ⊂ U , and the weight
function w corresponds to the norm d. A spanning tree is geometric if it is a
spanning tree of a geometric graph. The geometric MST (MBST) problem
is the problem of finding an MST (MBST) of a geometric graph. Note that
a geometric graph is a metric graph. We will often refer to the vertices
V = {v1, v2, . . . , v|V |} by their corresponding points {x1,x2, . . . ,x|V |}, and
vice versa.

2.3.3 Lp Metric

We will now consider geometric graphs with specific weight functions. Let U
be a real vector space Rn, where n ∈ [1,∞)∩N. For all p ∈ [1,∞], we define
the Lp metric of U , as a function Lp : U ×U → R+. For each pair of vectors
x = (x1, x2, . . . , xn) ∈ U and y = (y1, y2, . . . , yn) ∈ U , let

Lp(x,y) := (|x1 − y1|p + |x2 − y2|p + · · ·+ |xn − yn|p)
1
p ,

for p ∈ [1,∞), and let

L∞(x,y) := max{|x1 − y1|+ |x2 − y2|+ · · ·+ |xn − yn|},

for p = ∞. The L2 metric is equivalent to the standard Euclidean distance
between points in Rn. The L1 metric is called the rectilinear or Manhattan
metric, where L1(x, y) denotes the rectilinear (Manhattan) distance between
x and y. If the weight function w of a geometric graph G corresponds to
the L1 or L2 metric, then G is referred to as a rectilinear graph or Euclidean
graph respectively. A geometric spanning tree is said to be rectilinear or
Euclidean if it is the spanning tree of a rectilinear graph or Euclidean graph
respectively. The rectilinear and Euclidean MST (MBST) problems are de-
fined analogously for rectilinear and Euclidean graphs.

Due to their applicability to real-world network design problems, we will
primarily focus on network design problems for geometric graphs whose ver-
tices correspond to points in R2 and R3. Furthermore, we will mainly focus
on Euclidean MST and MBST problems, however results will be generalised
to general geometric and metric graphs where appropriate.

2.3.4 Euclidean MST Problem

Now consider the Euclidean MST problem in 2 dimensions, which we will
denote as the E2MST problem. We refer to optimal solutions of the E2MST
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problem as E2MSTs. In a E2MST T = (V,E), the vertices of V repre-
sent points in R2, the edges of T represent straight lines in R2 joining the
points, and for each edge e ∈ E, the weight w(e) gives the length of the
line represented by e. Hence, we are able to use geometric and trigonometric
arguments when investigating the structure of E2MSTs. We will often re-
fer to edges in E2MST as their corresponding lines in R2, and we hence we
will refer to weight of an edge as the length of its corresponding line. Using
trigonometry, we can obtain the following lemma.

Lemma 2. Let X,Y ,Z be the sides of a triangle with corresponding lengths
x,y,z. Let θ be the angle between sides X and Y . If θ < 60◦, then z <
max{x, y}.
Proof. Without loss of generality, assume y ≥ x. By the cosine rule,

z2 = x2 + y2 − 2xy cos θ.

Since 0 ≤ θ < 60◦, 1
2
< cos(θ) ≤ 1, hence

z2 < x2 + y2 − 2xy(
1

2
)

= x2 + y2 − xy
≤ x2 + y2 − x2.

Therefore,
z < y.

This implies the following.

Proposition 1. No pair of edges in an E2MST can meet at an angle strictly
less than 60◦.

Proof. Let T = (V,E) be E2MST with edges (v, u), (v, t) ∈ E, where w(v, u) ≥
w(v, t). Let θ be the angle formed by the edges (v, u) and (v, t) at vertex v.
If θ < 60◦, then Lemma 2 implies that w(u, t) < w(v, u). Hence, if we delete
the edge (v, u) and replace it with the edge (u, t), then the resultant graph
T ′ = (V,E ′) is a spanning tree of the complete graph with vertices V , where
w(T ′) < w(T ). This contradicts the optimality of T , hence θ ≥ 60◦.

The consequence of Proposition 1 is that no vertex in an E2MST can
have a degree that exceeds 6, since any vertex with a degree higher than 6
must have a pair of incident edges that meet at an angle strictly less than
60◦. In fact, it has been shown that for any Euclidean graph in 2 dimensions,
there always exists an E2MST that has no vertex of degree greater than 5
[57]. This fact will have important consequences when considering the degree
restricted version of the MST problem discussed in Section 2.4.
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2.3.5 Delaunay Triangulations

Another feature of E2MSTs are their appearance in certain geometric ob-
jects. A set S ⊆ Rn is convex if for every pair of points x, y ∈ S, every
point on the line segment {λx + (1 − λ)y : λ ∈ [0, 1]} is also contained in
S. The convex hull of hull of a set S ⊆ Rn, denoted conv(S), is the set
{λx + (1 − λ)y : x, y ∈ S, λ ∈ [0, 1]}. Note that conv(S) = S if S is a con-
vex set. In the 2-dimensional plane, the convex hull of a finite set S ⊆ R2,
where S contains at least 3 points that are not collinear, can be seen to form
a polygon P , where P is the minimum perimeter polygon such that every
point in S is contained in P . A triangulation of a finite set of points S ⊆ R2,
denoted 4(S), is a subdivision of the polygon formed by conv(S) into trian-
gles, where the vertices of the triangles are the points of S, and every pair of
triangles in 4(S) that share a vertex also share an edge. See Figure 6 for an
example of a convex hull and triangulation in R2. Since triangulations 4(S)
can be seen as sets of vertices and edges, we can also refer to them as graphs
G = (S,E), where E is the set of edges used by the triangles of 4(S).

(a) A set of points S ⊆
R2.

(b) The convex hull
conv(S) as a polygon.

(c) A triangulation
4(S).

Figure 6

For a set of points S ⊆ R2, a Delaunay triangulation of S, denoted DT(S),
is a triangulation of S, such that for every triangle T in DT(S), the circum-
circle of T does not contain any point in S in its interior. If S contains a
subset of 3 points that are not collinear, and S does not contain a subset of 4
points that are co-circular, then S will have a unique Delaunay triangulation
[22].

The relationship between Delaunay triangulations and E2MSTs is due to the
following property: if DT(V ) is a Delaunay triangulation of a set V ⊆ R2,
then the graph G = (V,E) of DT(V ) has an E2MST of V as a subgraph
[65]. Hence to find an E2MST for V , instead of using the complete graph
with V as vertices as the input for an MST algorithm, we can use the graph
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of the Delauney triangulation of V as the input graph. A Delaunay tri-
angulation DT(V ) for a point set V ⊆ R2 can be found by an algorithm
using O(|V | log |V |) steps [51]. Furthermore, since the graph G = (V,E) of
DT(V ) can be drawn in the plane without any edge crossings, it is known
that |E| ≤ 3|V |−6 = O(|V |) [33]. Hence, by performing Kruskal’s algorithm
on the graph G = (V,E) of DT(V ), we can find an E2MST for a set S ⊆ R2

in O(|V | log |V |) time. Note that if all the points in S are collinear, then
S does not have a Delaunay triangulation. However in this case, finding an
E2MST of S is trivial (the edges form a straight line through the points of S).
An O(|V | log |V |) algorithm for the E2MST problem using Delauney trian-
gulations is given by Shamos and Hoey [72]. Other Euclidean and geometric
MST algorithms are given by Bentley and Friedman [10], Yao [80], Argawal
et al. [1], and Zhou et al. [81].

2.4 Bounded Degree Spanning Trees

2.4.1 δ-MST Problem

Given a weighted connected graph G = (V,E) and a specific degree bound
δ ∈ N, the δ-MST problem is the problem of finding a spanning tree T =
(V,E ′) of G, such that

∑
e∈E′ w(e) is minimum, and no vertex in T has a

degree which exceeds δ. We refer to the solution of the δ-MST problem as
a δ-MST. Note that no connected graph with 3 or more vertices can have a
1-MST, hence we will assume that δ ≥ 2.

An example of a potential application of this variant of the MST is in com-
puter network design, where we wish to find a minimum cost connected
network among computer terminals. If we assume that there are restrictions
on the number connections a terminal can have within the network, then
in this case it may be more appropriate to find a δ-MST as opposed to an
unrestricted MST.

A major consequence of introducing this degree restriction to the MST prob-
lem is the apparent increase in the complexity of the problem. Whilst the
MST problem can be solved efficiently using a greedy algorithm, the δ-MST
problem is known to be NP-complete for any given degree bound δ ≥ 2.
In fact, given a degree bound δ, it is an NP-complete problem to simply
determine whether or not a weighted connected graph G = (V,E) contains
a feasible solution to the δ-MST [30]. As such, we will not consider exact
algorithms which give an optimal solution to the δ-MST problem, and will
instead mainly consider algorithms that give approximate solutions.
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We will assume throughout that the input graph G = (V,E) for the δ-MST
problem is connected and weighted, and that its weight function is of the
form w : E → R+. If the input graph and its weight function are otherwise
unrestricted, then we know from the previously mentioned NP-completeness
result that it is not possible to find a feasible solution for the δ-MST problem
unless P=NP. However, there are algorithms which can find “almost feasible”
solutions for the δ-MST for an input graph G, provided that G contains a
feasible solution.

Let G = (V,E) be an input graph which admits a δ-MST, i.e., G has a
spanning tree T for which the maximum degree of any vertex in T is no more
than δ. Goemans [31] described a polynomial time algorithm which finds a
spanning tree T = (V,E ′) of G, such that largest degree of any vertex in T
is at most δ + 2, and the sum total weight of the edges in T , i.e., w(T ) =∑

e∈E′ w(e), is no more than the sum total weight of the edges in an optimal
δ-MST, denoted T ∗, for G. Goemans also conjectured that there exists a
polynomial time algorithm which can find a spanning tree T ′ for G such that
the largest degree of any vertex in T ′ is at most δ+ 1, where w(T ′) ≤ w(T ∗).
This conjecture was shown to be true by Singh and Lau, who described such
an algorithm [73]. Heuristics for the δ-MST problem have been explored by
numerous authors including Narula and Ho [58], Knowles and Corne [46],
and Bui and Zrncic [13].

2.4.2 Geometric Bounded Degree Spanning Trees

Consider the metric and geometric versions of the δ-MST problem, which are
defined analogously to the metric and geometric versions of the MST prob-
lem. We will specifically refer to the 2-dimensional Euclidean version of the
δ-MST problem as the δ-E2MST problem, which is defined analogously to
the E2MST problem. Since the input graphs in these metric and geometric
versions are complete graphs, it is always possible to find a feasible solution
to the δ-MST problem for δ ≥ 2 in these versions. To see this, observe that
a complete graph will always contain a Hamiltonian path as a subgraph, and
any Hamiltonian path in a graph G is a spanning tree of G, where every
vertex in the tree has a degree of either 1 or 2.

Papadimitriou and Vazirani showed that the metric and geometric δ-MST
problems are NP-hard in general [62]. In particular, they showed that the δ-
E2MST problem is NP-hard specifically for δ = 2 and 3. It was mentioned in
Section 2.3.4 that one can find an E2MST T for a finite set of points V ⊂ R2
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in polynomial time, such that the no vertex in T has a degree exceeding 5.
Such an E2MST T is clearly an optimal δ-E2MST for the points of V , where
δ ≥ 5. Hence the δ-E2MST problem can be solved in polynomial time when
δ ≥ 5. Establishing the computational complexity of the 4-E2MST problem
was an open problem for over 20 years after the NP-hardness of the 3-E2MST
was proven, until it was shown by Francke and Hoffman that the 4-E2MST
is also NP-hard [27].

Unless P=NP, it is not possible to produce an efficient algorithm for the
2-E2MST, 3-E2MST, and 4-E2MST problems. As such, researchers in the
literature tend to focus on finding polynomial time algorithms that produce
feasible solutions to the δ-E2MST problem for δ ∈ {2, 3, 4}, where the total
weight of the edges of the spanning trees output by the algorithms are as low
as possible. The 2-E2MST problem is equivalent to the Euclidean version
of the well studied TSP-path problem. Hoogeveen [35] gives a polynomial
time algorithm which finds a path P through a set of points V in a metric
space such that w(P ) is no more than 3

2
times the sum of the weights of the

edges in an optimal 2-MST for V . Hoogeveen’s algorithm is an extension of
Christofide’s famous approximation algorithm for the TSP in metric space,
which has the same 3

2
performance guarantee [17].

Let T ∗ = (V,E∗) denote an MST for a point set V . For the metric 3-
MST, Khuller, Raghavachari and Young give a polynomial time algorithm
that yields a spanning tree T of a point set V such that the largest de-
gree of any vertex in T is bounded above by 3, and where the ratio w(T )

w(T ∗)
is

bounded above by 3
2

(see [45]). They also give a polynomial time algorithm
that yields a spanning tree T for a point set V in metric space such that the
largest degree of any vertex in T is bounded above by 4, and the ratio w(T )

w(T ∗)
is

bounded above by 5
4
. For the 3-E2MST, Chan gives an algorithm that finds

a feasible solution T , with w(T )
w(T ∗)

≤ 1.402 [15]. Chan also gives an algorithm

that finds a feasible solution T for the 4-E2MST, with w(T )
w(T ∗)

≤ 1.143. The
upper bound for this ratio was later improved by Jothi and Raghavachari to
1.1381 [39]. For a set of points V in a metric space S, Fekete et al. [26] give
an algorithm which yields a feasible solution T for the δ-MST problem with
w(T )
w(T ∗)

≤ 2 − (δ − 2)/(dmax(T
∗) − 2) , where dmax(T

∗) is the largest possible

degree of a vertex in T ∗. Arora and Chang [8] also give a quasi-polynomial
time approximation scheme (QPTAS) for the δ-E2MST problem.
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Chapter II

Minimum Bottleneck Spanning
Trees with Degree Bounds
In this chapter, we focus on initial results for the δ-MBST problem and its
geometric variants. We show that the δ-MBST problem is NP-complete for
any δ ≥ 2 in general graphs and we prove that the δ-E2MBST problem is
NP-complete for δ = 2 or 3. We also describe an approximation scheme for
the general δ-MBST problem that is the best possible in terms of feasibility
if P 6= NP. Finally, we give approximation algorithms for the δ-E2MBST
problem for each δ ∈ {2, 3, 4}.

3 Graph Formulation

Let G = (V,E) be a connected, undirected graph where |V | = n. Let
w : E → R+ be a weight function on the edges of G. For an edge e ∈ E, we
will refer to w(e) as the length of e. Let T = (V,E ′ ⊆ E) be a spanning tree
of G. In the traditional minimum spanning tree problem, we wish to find
a T such that

∑
e∈E′ w(e) is minimum. Recall from Section 2.2.3 that the

MST problem can be formulated as the following IP.

minimise
∑
e∈E

w(e)xe (12)

s.t.
∑
e∈E

xe = |V | − 1 (13)∑
e∈E(S)

xe ≤ |S| − 1 ∀S ⊂ V (14)

xe ∈ {0, 1} ∀e ∈ E (15)

In the minimum bottleneck spanning tree problem, we also wish to find
a spanning tree T that is minimum with respect to an objective function;
however our objective function is different. In the MBST problem, we wish
to find a spanning tree T = (V,E ′ ⊆ E) such that wb(T ) = max{w(e) :
e ∈ E ′} is minimum. We will refer to wb(e) as the bottleneck length of T .
By modifying the objective function (12) in the IP formulation of the MST
problem, we can obtain a formulation of the MBST problem as the following.
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minimise max
e∈E
{w(e)xe} (16)

s.t.
∑
e∈E

xe = |V | − 1 (17)∑
e∈E(S)

xe ≤ |S| − 1 ∀S ⊂ V (18)

xe ∈ {0, 1} ∀e ∈ E (19)

This formulation is not linear; however we can obtain a linear formulation
by adding a new decision variable z to represent the bottleneck value. Our
formulation then becomes the following mixed integer linear program.

minimise z (20)

s.t. z ≥ w(e)xe ∀e ∈ E (21)∑
e∈E

xe = |V | − 1 (22)∑
e∈E(S)

xe ≤ |S| − 1 ∀S ⊂ V (23)

xe ∈ {0, 1} ∀e ∈ E (24)

z ∈ R (25)

We wish to consider only the spanning trees whose vertices satisfy the degree
bound δ ∈ N , i.e., for each vertex v in our desired spanning tree, the number
of edges incident on v is no more than δ. We can alter our formulations to
reflect this degree bound by adding the constraints∑

e∈E({v})

xe≤ δ ∀v ∈ V (26)

to the formulations (12) - (15) and (20) - (25). It should be noted that adding
the constraints (26) to the formulations may result in an infeasible problem,
as although every connected graph has a spanning tree, a connected graph
may not necessarily have a spanning tree that satisfies a specified degree
bound. Also, once we add the condition that the degree of any vertex in the
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spanning tree does not exceed δ, then the edge sets of the spanning trees of
G that satisfy this property can no longer be thought of as the bases of a
graphic matroid derived from G. As a consequence, for a given δ, the set of
optimal solutions for the δ-MST problem for a graph G may be disjoint from
the set of optimal solutions for the δ-MBST problem for G. Figure 7 shows
an example in which this is the case, where δ = 3 and the weight of each edge
in the graph is given as the Euclidean distance between the edge’s endpoints.
For additional examples, see Figure 55 and Figure 56 in the appendix.
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(a) The graphG, where edges are labelled
by their respective weights, and where
the weight of an edge is the Euclidean
distance between its endpoints.
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(b) The unique MST for G.
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1 1
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(c) A 3-MST for G, where the total edge
weight is approximately 4.732.

1 1

p

2

p

2

(d) A 3-MBST for G, where the total
edge weight is approximately 4.828.

Figure 7: An example of a graph G embedded in the Euclidean plane where
a 3-MST is not a 3-MBST.
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3.1 Complexity

Garey and Johnson [30] state that given a graph G = (V,E) and a positive
integer δ ≤ |V | − 1, it is an NP-complete problem to determine whether or
not there is a spanning tree of G with no vertex having degree greater than
δ. Furthermore, this problem remains NP-complete for any fixed δ ≥ 2. This
directly implies that the δ-MBST problem is NP-complete in general as it
is an NP-complete problem to determine whether or not a specific instance
of the δ-MBST problem has a feasible solution. Since the details of Garey
and Johnson’s reduction are omitted in [30], we provide our proof of the
NP-completeness of our problem.

Theorem 1. The δ-MBST problem is NP-complete for any fixed degree bound
δ ≥ 2.

Proof. We use a similar approach to that outlined in [62] in order to justify
the NP-completeness of the δ-MST problem, although we perform our reduc-
tion directly from the Hamiltonian path problem instead of the TSP-path
problem. Starting with a graph G = (V,E), it is NP-complete to determine
whether or not there is a Hamiltonian path between some pair of vertices in
V [30]. To transform this into an instance of the δ-MBST problem, for each
vertex v ∈ V , we add δ− 2 vertices to V , which we refer to as the additional
neighbour vertices of v, and we add an edge from v to each of its additional
neighbour vertices. Hence, every vertex in V will have increased its degree
by δ − 2 and every additional neighbour vertex will have degree 1. We de-
note the resultant graph by G∗ = (V ∪V ∗, E∪E∗), where V ∗ and E∗ are the
added vertices and edges, and we assign a unit weight to every edge in E∪E∗.

We claim that there exists a δ-MBST of G∗ of unit value if and only if
G contains a Hamiltonian path. To see this, note that a spanning tree of
G∗ must use every edge in E∗ since each of the additional neighbour vertices
only has degree 1. This implies that for a δ-MBST to exist, each vertex in V
can only be incident to at most two edges from E in the δ-MBST since the
degree bound is δ. Therefore, if a δ-MBST exists for G∗, each vertex in V
must belong to a Hamiltonian path in G. Conversely, if G has a Hamiltonian
path, then we can construct a δ-MBST for G∗, where the edge set of the tree
is the union of the edges in the Hamiltonian path with E∗. Since each vertex
in V is incident to at most δ − 2 edges from E∗ and at most two edges from
the Hamiltonian path, it can be seen that every vertex in this tree will have
degree at most δ.
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3.2 Dual Approximation Algorithms

Since it has been shown that it is an NP-complete problem to find a feasi-
ble spanning tree of a general graph, where the vertices of the tree satisfy
a given degree bound δ ≥ 2, we cannot find any polynomial time algorithm
that generates a feasible solution for the δ-MBST problem in general graphs
unless P = NP. Hence, we wish to find a polynomial time dual approximation
algorithm, i.e., an algorithm that returns a solution that is close to being fea-
sible, whilst also having an objective value that is no worse than optimal. In
the case of the δ-MBST problem, a dual approximation algorithm will return
a near feasible δ-MBST in polynomial time, where length of the longest edge
in the returned tree is no more than the length of the longest edge in an
optimal δ-MBST.

By using existing dual approximation algorithms for the δ-MST problem,
we can obtain the desired algorithms for the δ-MBST problem. This is based
upon the ideas of the threshold algorithm of Edmonds and Fulkerson [24],
which is an exact algorithm for bottleneck problems.

First we state the properties a dual approximation algorithm must satisfy
in order for it to be considered a feasible algorithm for our dual approxima-
tion scheme.

For a graph G = (V,E), we define an edge supergraph of G to be any graph
G′ = (V,E ′), where E ⊆ E ′. An edge subgraph is similarly defined with
E ′ ⊆ E. We say that a dual approximation algorithm A is a feasible (δ+ k)-
algorithm, where k ∈ N, if it has polynomial time complexity, and if for any
finite input graph G, A satisfies the following properties.

1. A terminates.

2. If G admits a feasible δ-MST, then A returns a feasible (δ + k)-MST.

3. If A returns a feasible (δ+ k)-MST for G, then A will return a feasible
(δ + k)-MST when given an edge supergraph of G as input.

Suppose we have a feasible (δ+k)-algorithm A as described above and an in-
put graph G = (V,E) that admits a feasible δ-MST. Let w : E → R+ be the
weight function for the edges of G. For a given positive integer l, let G≤l de-
note the edge subgraph of G induced by the set of edges {e ∈ E : w(e) ≤ l}.
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Let A(H) denote the output returned by A when it is given the input graph
H. We assume that A(H) is either a (δ + k)-MST or the empty set, where
having A(H) = ∅ implies that H does not admit a δ-MST and the algorithm
gave no output (note that if a graph H does not admit a δ-MST, then it can-
not be guaranteed that A(H) = ∅ as this would mean that we could use A
to solve the NP-complete problem of determining the existence of a feasible
(δ + k)-MST).

We describe our dual approximation scheme for the δ-MBST problem as
Algorithm 3.

Algorithm 3

Input: A feasible (δ + k)-algorithm A and input graph G = (V,E).
Output: A(G≤L[1]).

Let L be the sorted array of the lengths of the edges of E ordered by non-
decreasing value, where L[i] denotes the i-th element of L.
if |L| = 0

Return ∅.
while |L| > 1

Let m := b |L|
2
c.

Let H := A(G≤L[m]).
if H = ∅
L := {L[m+ 1], L[m+ 2], . . . , L[|L|]}.

else L := {L[1], L[2], . . . , L[m]}.

Our scheme performs a binary search on the unique edge lengths of G
in order to find the smallest edge length l such that A(G≤l) is a feasible
(δ + k)-MST. We prove the correctness of this approach in the following
theorem.

Theorem 2. Let A be a feasible (δ + k)-algorithm with complexity P (n),
where n is the number of vertices in the input and P is a polynomial function.
The dual approximation scheme given by Algorithm 3, with algorithm A and
graph G as input, is a feasible (δ + k)-algorithm such that if the scheme
returns a feasible (δ + k)-MST of G, denoted T , then the bottleneck value
of T is no worse than that of the optimal δ-MBST for G. Furthermore, the
scheme with algorithm A has complexity O(P (n)log(n)).
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Proof. Note that although the theorem statement gives an objective value
guarantee for Algorithm 3, the algorithm A does not require such a guarantee
(it only needs to be a feasible (δ + k)-algorithm). As mentioned previously,
Algorithm 3 performs a binary search on the lengths of edges of the input
graph in order to find the first edge length l such that A(G≤l) 6= ∅ (if it
exists). If we think of A(G≤l) as a function of l, then for our binary search to
be a valid means of finding the smallest l such that A(G≤l) 6= ∅, this function
must be “monotonic”, i.e., for a given value l, the following must be true.

1. If A(G≤l) is a feasible (δ+ k)-MST, then A(G≤l+) is a feasible (δ+ k)-
MST for all l+ > l.

2. If A(G≤l) = ∅, then A(G≤l−) = ∅ for all l− < l.

The first criterion holds by the definition of A since G≤l+ is an edge su-
pergraph of G≤l. Similarly, the second criterion holds since G≤l is an edge
supergraph of G≤l− . Hence the binary search is valid and we get the worst
case time complexity of the scheme as O(P (n) log(n)). It follows from the va-
lidity of the binary search that the scheme yields a feasible (δ+k)-algorithm
since A is a feasible (δ + k)-algorithm.

Finally, if G permits a feasible δ-MBST and the bottleneck length in an
optimal δ-MBST for G is l, then G≤l permits a feasible δ-MBST and so
A(G≤l) will return a feasible (δ + k)-MST for G≤l. Note that A(G≤l) is a
feasible (δ+k)-MST for G also since G≤l is an edge subgraph of G. However,
since G≤l does not contain any edge whose length is greater than l, A(G≤l)
will also not contain any such edge, therefore A(G≤l) is a feasible (δ + k)-
MBST for G, where the longest edge in the spanning tree is no longer than l.
Since the binary search of Algorithm 3 finds the smallest length l′ such that
A(G≤l′) is a feasible (δ+ k)-MST, it can be seen that the scheme will return
a (δ + k)-MBST of G where the bottleneck length of the tree is no greater
than l.

The polynomial time dual approximation algorithm described by Singh
and Lau [73] is an example of one such algorithm A that satisfies the criteria
of Theorem 2. The general idea of this algorithm is that it solves an LP-
relaxation of an integer programming formulation of the δ-MST with decision
variables representing the edges of the input graph, and then it iteratively
refines the problem by fixing a subset of the decision variables and remov-
ing degree bound constraints until an integer solution is recovered. For this
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algorithm, Singh and Lau have k = 1, which is clearly the smallest possible
value of k if P 6= NP.

We note that if this process succeeds in finding a (δ + 1)-MST for an edge
subgraph of a graph G, then it will succeed in finding a (δ + 1)-MST for G
since the feasible region of the the LP formulation of the problem for an edge
subgraph of G is a subset of the feasible region of the LP formulation for
G. Thus the algorithm can be seen to satisfy the criteria of Theorem 2 and
hence we have shown the following statement.

Corollary 1. There exists a polynomial time dual approximation algorithm
to find a (δ+1)-MBST for an input graph G, provided G permits a feasible δ-
MBST, where the longest edge in the output tree is no longer than the longest
edge in an optimal δ-MBST for G.

4 Geometric Formulation

In this section, we look at certain geometric versions of the MBST and δ-
MBST problems. Given a set of points P in the plane and a distance function
d : P × P → R+, our goal is to find a MBST or δ-MBST of the complete
graph with P as its vertices, where for each pair of points p1, p2 ∈ P , the
weight of the edge (p1, p2) is simply the distance d(p1, p2). For the remainder
of this section, we will focus on the case where the points in P are points
with integer coordinates in the Cartesian plane and where d(p1, p2) is the
Euclidean distance between p1 and p2, i.e., we will focus on the δ-E2MBST
problem. Some results will be generalised from Euclidean distance to the
Lp metric, where Euclidean distance is the L2 metric. Other results can be
generalised to point sets in any metric space.

It was shown in Proposition 1 that for an E2MST, no vertex will have two
incident edges that meet at an angle of less than 60◦, since otherwise, we
could swap one of the two incident edges with another edge to get a smaller
valued spanning tree. This implies that no E2MST has a vertex of degree
greater than 6. In fact, it has been shown [57] that there always exists an
E2MST in the plane that has no vertex of degree greater than 5. Therefore,
one can find a δ-E2MST when δ ≥ 5 by finding an E2MST, and since an
MST is always a MBST, one can find a δ-E2MBST when δ ≥ 5 by also
finding an E2MST. Hence the δ-E2MBST problem is solvable in polynomial
time when δ ≥ 5 and the only cases where a δ-E2MST may not be a solution
for the δ-E2MBST problem is when δ = 2, 3 or 4. For the remainder of this
section, we will assume δ ∈ {2, 3, 4}.
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4.1 Complexity

In this subsection, we will show that both the 2-E2MBST and 3-E2MBST
problems are NP-complete. The decision version of the δ-E2MBST problem
can be easily seen to be in NP since given a spanning tree, we can verify in
polynomial time whether or not the spanning tree is a feasible δ-E2MBST,
and we can determine in polynomial time whether or not its longest edge is
smaller than some given bound. As is the case for Papadimitriou and Vazi-
rani’s NP-hardness proof for the 3-E2MST problem [62], our proofs use a
reduction from the Hamiltonian path problem in grid graphs with maximum
degree 3.

We define a grid graph to be any finite connected vertex-induced subgraph
of the infinite 2-dimensional grid embedded in the Cartesian plane so that
the vertices are at integer coordinates and vertices are adjacent if and only if
they have unit distance from each other (see Figure 8). We have the following

Figure 8: An example grid graph with a maximum degree of 3.

theorem [62].

Theorem 3. The Hamiltonian path problem for grid graphs with maximum
degree 3 is NP-complete.

We first use a simple reduction from the aforementioned Hamiltonian
path problem to show that the problem of determining for some k, whether
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or not there is a spanning path on a given set of points in the plane whose
longest edge has length at most k, is NP-complete.

Theorem 4. The Euclidean bottleneck travelling salesman path problem (2-
E2MBST problem) is NP-complete.

Proof. Suppose we are given a connected grid graph G = (V,E) with max-
imum degree 3. Since G is a grid graph, its vertices are embedded in the
plane and all its edges have unit length under the Euclidean metric. Let
T be a 2-E2MBST for V and let b be the length of its longest edge. The
shortest distance between any pair of vertices in V is 1 which only occurs if
the vertices are adjacent in G. If G has a Hamiltonian path, then this is an
optimal solution to the 2-E2MBST problem for V with b = 1. Conversely, if
we obtained a T with b = 1, then this is only possible if T consists entirely of
edges of E and is thus a Hamiltonian path of G. Hence G has a Hamiltonian
path if and only if V has a 2-E2MBST with a bottleneck value of at most
1.

By using a similar approach to that of Papadimitriou and Vazirani [62],
we obtain the following complexity result for the 3-E2MBST problem.

Theorem 5. The 3-E2MBST problem is NP-complete.

Proof. Suppose we are given a connected grid graph G = (V,E) with maxi-
mum degree 3, where we will assume that |V | ≥ 2. Since G is a grid graph,
all its edges have unit length under the Euclidean metric. We perform a
2-colouring of G so that the vertex set V is partitioned into a set of black
vertices B and white vertices W such that E ⊆ B×W (this is possible since
grid graphs are bipartite). For each node v ∈ V , we add a single “pseudo
node” u that is a small distance away from v at a direction leading towards
a missing neighbour of v (such a direction is always possible since the degree
of v is at most 3, see Figure 9). If v is a black vertex, then we let u be a
distance of ε from v and refer to it as a black pseudo node; otherwise we let
u be a distance of δ from v and refer to it as a white pseudo node, where
0 < δ < ε < 2−

√
2

2
. Thus, any two black pseudo nodes have distance of least√

2(1 − ε) > 1 from each other, any two white pseudo nodes have distance
of least

√
2(1 − δ) > 1 from each other, and each black pseudo node has a

distance of at least
√

(ε− δ)2 + 1 > 1 from every white pseudo node.

Let U be the set of pseudo nodes. We now show that G has a Hamiltonian
path if and only if there is a degree-3 spanning tree S on the set of points
V ∪U whose longest edge has a length of at most 1. If G has a Hamiltonian
path, then for each vertex v ∈ V , we can add the edge (v, u) to the path,
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Figure 9: The grid graph from Figure 8 with a 2-colouring and with the black
and white pseudo nodes having been placed.

where u is the pseudo node of v, to give a degree-3 spanning tree S whose
longest edge has length 1. Conversely, suppose that we have a degree-3 span-
ning tree T on the points V ∪ U whose longest edge has length k = 1. Note
that the only edges whose lengths are strictly less than 1 are edges between
the vertices in V and their respective pseudo nodes in U . Since the only edges
of unit length are those between adjacent vertices in G, and since all other
edges have lengths strictly greater than 1, we can conclude that T consists
only of the edges from E and the edges (v, u) between the points v ∈ V and
their respective pseudo nodes u ∈ U . In this case, we can remove the edges
(v, u) from T and we are left with a Hamiltonian path in G (see Figure 10).
Thus, there is a degree-3 spanning tree S on the set of points V ∪ U whose
longest edge has length at most 1 if and only if G has a Hamiltonian path.
This completes the proof.

As a consequence of Theorem 5, we have the following corollary.

Corollary 2. The 3-E2MBST problem cannot be approximated in polynomial
time within a constant factor strictly less than 5

√
2

7
≈ 1.0102 unless P = NP.

Proof. Suppose we had an algorithm A that could approximate the problem
within a constant factor c in polynomial time. This means that if we were
given an instance of the problem whose optimal bottleneck length is L, then
if we performed A on the same instance, it would yield a solution with a
bottleneck value no worse than cL. If we applied A on the set of points
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Figure 10: A 3-MBST for the vertices in Figure 9. A Hamiltonian path
results from removing the pseudo nodes.

V ∪ U that we constructed in the proof of Theorem 5, with ε = 2/7 and
δ = 1/7, then the algorithm would return a value k ≥ 1. Note that the
distance between any two black pseudo nodes is at least

√
2(1− ε) =

√
2(1− 2

7
) =

5
√

2

7
,

the distance between any white pseudo node and any black pseudo node is
at least √

(ε− δ)2 + 1 =

√
1

49
+ 1 =

√
50

7
=

5
√

2

7
,

and the distance between a white pseudo node and an original black node is
at least

√
1 + δ2 =

√
1 +

1

49
=

5
√

2

7
.

Hence, if k < 5
√
2

7
, then k must equal 1 since no pair of points in V ∪U have

a distance that lies in the open interval (1, 5
√
2

7
). Hence, if c < 5

√
2

7
, we could

use our approximation algorithm to determine if G has a Hamiltonian path
in polynomial time. Thus if P 6= NP , we must have c ≥ 5

√
2

7
.

The results of Theorem 5 and Corollary 2 can be generalised from the
Euclidean metric to any Lp metric, where p ∈ [1,∞]. For any two points
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x, y ∈ R2, let dp(x, y) denote the distance between x and y under the Lp
metric. I.e., if x = (x1, x2) and y = (y1, y2), then

dp(x, y) = (|x1 − x2|p + |y1 − y2|p)1/p

for p ∈ [1,∞), and

d∞(x, y) = max{|x1 − x2|, |y1 − y2|}.

The L∞ metric (Chebyshev distance) in the two dimensional plane can be
viewed as being equivalent to the L1 metric through rotation and scaling,
since the unit ball in the plane given by the L∞ metric can be obtained by
rotating and scaling the unit ball given by the L1 metric. Hence, we will
assume that the point sets have be transformed appropriately for the L∞
case so that the results can follow from those of the L1 case. Note that if
x1 = x2 and |y1−y2| = 1, then dp(x, y) = 1, ∀p ∈ [1,∞] (and similarly for the
case where y1 = y2 and |x1−x2| = 1). Hence the distances between adjacent
vertices in a grid graph are unit under any Lp metric with p ∈ [1,∞]. From
this observation, we can generalise Theorem 5 and Corollary 2.

Theorem 6. For p ∈ [1,∞], the 3-MBST problem using the Lp metric is
NP-complete. Furthermore, the problem does not admit a polynomial time
approximation scheme (PTAS) unless P = NP.

Proof. In our notation, we will assume p ∈ [1,∞) since the results for the
case in which p =∞ follow from the results for the case in which p = 1. If a
problem admits a PTAS, it means that given any constant c > 0, there exists
a polynomial time algorithm to solve the problem within a factor of 1 + c.
Given a grid graph G = (V,E) whose maximum degree is 3, we add in the
pseudo nodes u ∈ U as in the proof of Theorem 5 such that the resultant set
of vertices V ∪ U admits a 3-MBST whose bottleneck value is 1 if and only
if G contains a Hamiltonian path. For the distances of our pseudo nodes, we
now require 0 < δ < ε < 1 − 2−1/p. Thus, any two black pseudo nodes have

distance of least 2
1
p (1− ε) > 2

1
p (1− (1− 2−1/p)) = 1 from each other, any two

white pseudo nodes have distance of least 2
1
p (1−δ) > 1 from each other, and

each black pseudo node has a distance of at least [(ε − δ)p + 1]
1
p > 1 from

every white pseudo node. As before, the only edges whose lengths are strictly
less than 1 are edges between the vertices in V and their respective pseudo
nodes in U , and the only edges of unit length are those between adjacent
vertices in G. Thus we can use the same argument as in Theorem 5 to show
the problem is NP-hard under the Lp metric with p ∈ [1,∞].
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In order to show that there is no PTAS unless P=NP, we will show that
given any Lp metric with p ∈ [1,∞), there exists some constant C = C(p)
such that the 3-MBST problem using the Lp metric cannot be approximated
within a factor of C unless P=NP. Given a grid graph G, we use the con-
struction in the reduction above. As δ → 0, the shortest distance between
two white pseudo nodes approaches 21/p and the shortest distance between a

white pseudo node and a black pseudo node approaches (εp+1)
1
p < 2

1
p . If we

require that the shortest distance between two black pseudo nodes is equal
to the shortest distance between a white pseudo node and a black pseudo,
then we have

[(ε− δ)p + 1]
1
p = 2

1
p (1− ε)

⇒ (ε− δ)p + 1− 2(1− ε)p = 0.

As δ → 0, the LHS of the equation becomes

εp + 1− 2(1− ε)p,

where 0 < ε < 1− 2−1/p.
For ε = 0,

εp + 1− 2(1− ε)p = −1,

and for ε = 1− 2−1/p,

εp + 1− 2(1− ε)p = (1− 2
−1/p)p > 0.

Thus the polynomial εp + 1 − 2(1 − ε)p has a root for ε ∈ (0, 1 − 2−1/p). We
denote this root by ε∗ and we let ε = ε∗ for our construction. Thus the

shortest distance between two black pseudo nodes is 2
1
p (1 − ε∗) which, for

a small enough choice of δ, is approximately equal to the shortest distance
between a white pseudo node and a black pseudo node. We also have that
the distance between a black pseudo node and an original white node is at

least (1 + (ε∗)p)
1
p > 1, and the distance between a white pseudo node and an

original black node is at least (1 + δp)
1
p > 1. If we let C = min{[(ε∗ − δ)p +

1]
1
p , (1 + δp)

1
p} (the smaller of the shortest distance between a black pseudo

node and a white pseudo node and the shortest distance between a white
pseudo node and an original black node), then if δ is chosen to be sufficiently
small, there are no edges whose lengths are in the open interval (1, C). Thus
we cannot approximate the problem within a factor of C unless P = NP ,
and hence the 3-MBST problem does not admit a PTAS for any Lp metric
with p ∈ [1,∞].

By simply removing the pseudo nodes, we are able to establish an equiv-
alent Lp norm generalisation and inapproximability result for the 2-MBST
problem.
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Theorem 7. For p ∈ [1,∞], the 2-MBST problem using the Lp metric is NP-
complete. Furthermore, the problem cannot be approximated in polynomial

time within a constant factor strictly less than 2
1
p , for p ∈ [1,∞), unless P

= NP.

Proof. The NP-hardness of the problem can be easily seen using the same
argument as in Theorem 4 since the distances between two vertices of a grid
graph are still unit under the Lp metric. To see the inapproximability result,
note that the shortest distance between two vertices that are not adjacent in

the graph is (1 + 1)
1
p = 2

1
p .

Francke and Hoffman [27] show the NP-hardness of the 4-E2MST by using
a reduction from the vertex cover problem. In simple terms, they are able
to construct an instance of the 4-E2MST problem in such a way that it is
possible to determine the size of an optimal vertex cover of a given graph
from the optimal solution to their 4-E2MST instance. This construction does
not seem to generalise easily to the 4-E2MBST however, and as such we leave
the complexity of the 4-E2MBST problem as an open problem.

4.2 Euclidean Approximation Algorithms

In this subsection, we will describe polynomial time algorithms that give
constant factor approximations for the δ-E2MBST problem. For δ = 2, the
problem is equivalent to the Euclidean bottleneck TSP-path problem, and
we describe a 3-factor approximation algorithm that is similar to Parker and
Rardin’s 2-factor algorithm for the bottleneck TSP [63]. Our 3-factor algo-
rithm generalises to any metric space and any δ ≥ 2. For δ = 3, we show
that the existing algorithm of Khuller, Raghavachari and Young [45] for the
3-E2MST problem yields a performance ratio of 2. For δ = 4, we modify
Chan’s constant factor approximation algorithm for the 4-E2MST [15] to ob-
tain a

√
3-factor algorithm for the 4-E2MBST problem.

Let P be an instance of the δ-E2MBST problem, and let A be an approxi-
mation algorithm for the δ-E2MBST problem. Let eδA(P ) denote the longest
edge in the δ-E2MBST given by A when performed on P , and let eδopt(P )
denote the longest edge in an optimal δ-E2MBST for P . Hence the approxi-
mation ratio for the algorithm A can be defined as

ρ = sup
P

eδA(P )

eδopt(P )
.

We also define ρ̂ as the performance ratio of the approximation algorithm
relative to the optimal E2MST. That is, let eopt(P ) be the longest edge in
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an optimal E2MST for P . Then

ρ̂ = sup
P

eδA(P )

eopt(P )
.

For our analyses when δ = 3 and 4, we will not explicitly find ρ; instead
we find upper bounds for ρ̂. Since the length of the longest edge in an MST
is at most the length of the longest edge in a δ-MBST for the same set of
points, we have ρ ≤ ρ̂, so an upper bound for ρ̂ is also an upper bound for ρ.

4.2.1 A 3-factor approximation for the δ-MBST in metric spaces.

Our algorithm uses similar ideas to Parker and Rardin’s 2-factor approxima-
tion for the bottleneck TSP [63], which uses the square of a graph G, denoted
G2. The graph G2 is a supergraph of G such that the edge (u, v) is in G2 if
and only if there is a path between u and v in G with two or fewer edges.
Our algorithm uses the cube of G, denoted G3, where the edge (u, v) is in
G3 if and only if there is a path between u and v in G with three or fewer
edges. Both our algorithm and Parker and Rardin’s can be generalised from
points that lie in the Euclidean plane to points that lie in any metric space,
whilst still maintaining the desired performance ratio.

Let P be a set of points in a metric space with distance function d : P ×P →
R+. Let G = (V := P,E := P×P ) be the complete graph using the points P
as vertices, where the length of an edge (p1, p2) ∈ E is equal to the distance
d(p1, p2).

Our algorithm is summarised as follows.

1. Find an MBST for G, denoted T .

2. Compute T 3.

3. Find a Hamiltonian path in T 3. This is the desired approximation.

It has been shown that the cube of any connected graph has a Hamiltonian
cycle. As can be seen from Karaganis’ inductive proof of this statement
[41], a Hamiltonian cycle can be found in the cube of a connected graph in
polynomial time by using a recursive approach over subgraphs, hence we can
perform Step 3 in polynomial time by removing an edge from the Hamiltonian
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cycle. Since a Hamiltonian path is a feasible δ-MBST for all δ ≥ 2, it is clear
that the algorithm returns a feasible solution in polynomial time. All that
remains to be shown is that the longest edge in the returned solution is no
more than 3 times the longest edge in an optimal δ-MBST for the input
graph. This follows from the following theorem.

Theorem 8. Let G = (V := P,E := P ×P ), where P is a set of points in a
metric space, be such that the length of an edge e ∈ E is given by the distance
between its endpoints. Let T be an MBST for G, and let H be a Hamiltonian
path in T 3. Then the longest edge in H is at most 3 times the longest edge
in a δ-MBST for G, for any δ ≥ 2.

Proof. For a graph G′, let wb(G
′) denote the length of the longest edge in G′.

Let (x, y) be an edge in T 3 that is not in T . This means that there is a path
from x to y in T using either 2 or 3 edges. If the path in T uses two edges,
say (x, z) and (z, y) for some z ∈ P , then the triangle inequality implies that

d(x, y) ≤ d(x, z) + d(z, y) ≤ 2 max{d(x, z), d(z, y)},

hence the length of (x, y) is at most twice the length of an edge in T . If the
path from x to y in T uses three edges, say (x, q), (q, z) and (z, y) for some
z, q ∈ P , then the triangle inequality implies that

d(x, y) ≤ d(x, z) + d(z, y)

≤ d(x, q) + d(q, z) + d(z, y)

≤ 3 max{d(x, q), d(q, z), d(z, y)},

hence the length of (x, y) is at most 3 times the length of an edge in T . Thus
for all edges (x, y) in T 3 that are not already in T , the length of (x, y) is at
most 3 times the length of an edge in T . Hence wb(T

3) ≤ 3wb(T ). Since H is
a subgraph of T 3, we have wb(H) ≤ wb(T

3). Let Tδ be an optimal δ-MBST
for G for some δ ≥ 2. Since Tδ is a feasible solution to the MBST problem
for G, and since T is an optimal solution to the MBST problem, we have
wb(Tδ) ≥ wb(T ). After combining the inequalities, we have wb(H) ≤ 3wb(Tδ)
as required.

4.2.2 A 2-factor approximation for the 3-MBST problem in metric
spaces.

The algorithm presented here is an adaptation of that of Khuller, Raghavachari
and Young [45]. Let P be a set of points in a metric space. The first stage
of the algorithm is to find a rooted MST for P where the root can be chosen
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Figure 11: The illustration of the Khuller, Raghavachari and Young algo-
rithm [15].

to be any vertex. The algorithm then replaces the edges of the local sub-
tree consisting of a root and its children with a path starting from the root
which contains all the child nodes. As a result, the root node and one child
have degree one and all other children have degree two, with respect to the
edges in the local subtree. The algorithm then iterates recursively over the
subtrees rooted at each of the children, performing the same kind of edge
replacements as for the previous root node. Therefore once the algorithm
terminates, no vertex will have degree greater than three. See Figure 11 for
an illustration.

We let T ∗ be the set containing the edges of the solution produced by the
algorithm. The set T ∗ is initially empty and is added to during the recursive
calls. For a rooted tree T , let Tv denote the subtree of T rooted at v, i.e.,
Tv is the subgraph of T induced by the vertex v and its descendants. The
recursive part of the algorithm is presented as Algorithm 4, where we let the
initial Tv be any rooted MST T for the point set P , and where the initial T ∗

is the empty set. The tree given by the edges of T ∗ after the last recursive
call of the algorithm will be the desired approximation.

Clearly, Algorithm 4 terminates in linear time when given the MST as
input. The performance ratio of the algorithm is a direct consequence of the
triangle inequality.

Theorem 9. For Algorithm 4, ρ̂ ≤ 2.

Proof. Let T be a rooted MST for P . Let T ∗ be the edges of the resultant
tree when T is given as input to Algorithm 4. Suppose e is some edge in
T ∗ that was not present in T . This means that e is an edge between two
children in some subtree of T . Let e = (vi, vj) and let v be the parent of vi
and vj. The edges (v, vi) and (v, vj) were both present in T , and from the
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Algorithm 4

Input: A rooted tree T over a point set P with root v and a partially built
solution T ∗.

if v has at least one child
Let the children of v be v1, . . . , vk, where k is the number of children of v.
Add the edge (v, v1) to T ∗

Perform Algorithm 4 with T := Tv1 as input.
if k ≥ 2

for i = 1, . . . , k − 1
Add the edge (vi, vi+1) to T ∗.
Perform Algorithm 4 with T := Tvi+1

as input.

triangle inequality we have

d(vi, vj) ≤ d(v, vi) + d(v, vj)

≤ 2 max{d(v, vi), d(v, vj)}.

Hence, the longest edge in T ∗ is no more than twice the length of the longest
edge in T .

4.2.3 A
√

3-factor approximation for the 4-E2BMST problem.

The algorithm presented here is based on that of Chan [15]. Let P be a set of
points in the Euclidean plane. The first stage of Chan’s 4-E2MST algorithm
is to find a rooted MST for P where the root can be chosen to be any vertex.
Note that since this MST is an E2MST, we can assume that it is a 5-MST.
The algorithm then works recursively from the root, performing local edge
swaps for each subtree so that the desired degree bound is satisfied at each
vertex (see Figure 12). At any given stage of the algorithm in which there
is an edge swap, the algorithm swaps out an edge between the current root
node and its child, and adds an edge between two of the children so that one
child becomes the parent of the other child. Our algorithm works in a similar
way.

For a rooted tree T , we let Tv denote the subtree of T rooted at the ver-
tex v. If v has at least one child in the tree, we assume that at most one of
the children of v is adopted. An adopted child is one that has been added
as a child of v due to a previous step of the algorithm. It is important to
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make this distinction for the analysis so that when we find the worst case
ratio of the bottleneck lengths before and after a single edge swap, we can
state this ratio in terms of the lengths of edges incident to vertices that are
not adopted (note that these are the edges that were present in the original
spanning tree T before the algorithm was applied). Also key to the algo-
rithm is the existence of τ -mutable pairs of children. For a root vertex v and
a constant τ , a pair of children, v1 and v2, of v are a τ -mutable pair if either

1. One of v1, v2 is an adopted child of v and

d(v1, v2) ≤ max{d(v, v1), d(v, v2)},

2. Neither v1 nor v2 is an adopted child of v and

d(v1, v2) ≤ τ max{d(v, v1), d(v, v2)}.

Figure 12: The illustration of Chan’s algorithm [15].

For our algorithm, we will have τ =
√

3 and all edge swaps will be centred
around

√
3-mutable pairs of children. The existence of

√
3-mutable pairs of

children will be shown by Theorem 11. Our algorithm is presented as Al-
gorithm 5. By providing an MST of the point set P as the initial input to
Algorithm 5, we are able obtain a 4-E2MBST for P .

As in the case of Chan’s algorithm, it is easy to see that Algorithm 5 runs
in linear time and that it returns a feasible tree that satisfies the degree bound
of 4, assuming we can find the appropriate

√
3-mutable pairs in constant

time. Before we prove this is possible, we will show that the correctness of
Algorithm 5 implies that ρ̂ ≤

√
3. To prove that ρ̂ is bounded above by

√
3,
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Algorithm 5

Input: A rooted tree T over a point set P with root v; v may have a single
adopted child.
Output: A spanning tree for P in which the degree of each vertex is at most 4.

if v has at least one child
if v has three children or fewer

Perform the algorithm on each Tc, where c is a child of v.
else if v has four children

Let v1,v2,v3,v4 be the children of v, where v1,v2 are a
√

3-mutable pair.
if d(v, v1) ≥ d(v, v2)

Remove the edge (v, v1) and add the edge (v1, v2) to T .
Perform the algorithm on Tv2 ,Tv3 and Tv4 .

else
Remove the edge (v, v2) and add the edge (v1, v2) to T .
Perform the algorithm on Tv1 ,Tv3 and Tv4 .

else if v has five children
Let v1,v2,v3,v4,v5 be the children of v, where v1,v2 and v3,v4 are two√

3-mutable pairs.
if d(v, v1) ≥ d(v, v2)

Remove the edge (v, v1) and add the edge (v1, v2) to T .
if d(v, v3) ≥ d(v, v4)

Remove the edge (v, v3) and add the edge (v3, v4) to T .
Perform the algorithm on Tv2 ,Tv4 and Tv5 .

else
Remove the edge (v, v4) and add the edge (v3, v4) to T .
Perform the algorithm on Tv2 ,Tv3 and Tv5 .

else
Remove the edge (v, v2) and add the edge (v1, v2) to T .
if d(v, v3) ≥ d(v, v4)

Remove the edge (v, v3) and add the edge (v3, v4) to T .
Perform the algorithm on Tv1 ,Tv4 and Tv5 .

else
Remove the edge (v, v4) and add the edge (v3, v4) to T .
Perform the algorithm on Tv1 ,Tv3 and Tv5 .

return T .
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we need only prove that after any edge swap in the algorithm, the length of
the new edge that is swapped in is at most

√
3 times the length of an edge

that was present in the original MST before the algorithm. Clearly, this
would imply that the length of any new edge swapped in by the algorithm is
at most

√
3 times the bottleneck length of the original MST. We prove this

constant upper bound for ρ̂ in the following theorem.

Theorem 10. For Algorithm 5, ρ̂ ≤
√

3.

Proof. Let T be an E2MST for the point set P . Since T is an E2MST, we
can assume that it is a 5-E2MST. We make T a rooted tree by choosing
an arbitrary vertex in P to be the root. Let TA be the resultant tree after
Algorithm 5 has been performed on T . Suppose that TA is distinct from T ,
which means we have performed an edge swap at some stage of the algorithm.
Consider one such edge swap. Let eold be the edge that was swapped out,
and let enew be the edge that was swapped in to replace eold. To show that
ρ̂ ≤
√

3, we only need to show that for any such edge swap,

|enew|
|eold|

≤ 1 if eold is incident on an adopted child, or

|enew|
|eold|

≤
√

3 otherwise.

In other words, we need to show that we only swap out an existing edge in
T if the length of the edge we swap in is no more than

√
3 times the length

of the edge we swap out. We also need to show that we only swap out an
edge that was swapped in at a previous stage of the algorithm if the new
edge that replaces it is shorter or of equal length. However, since we only
ever perform an edge swap with respect to a

√
3-mutable pair v1, v2 with root

node v, and we always swap out the longer of the edges (v, v1) and (v, v2),
these conditions are satisfied by the definition of τ -mutable pairs.

All that remains is to prove the existence of the
√

3-mutable pairs required
by the algorithm. In order to prove this, we will use a technical lemma
presented in [15]. Let |e| denote the length of the edge e, i.e., if e = (e1, e2),
then |e| = d(e1, e2). The lemma is as follows.

Lemma 3. If a triangle has sides x, y, z with |x| ≤ |y|, and the angle opposite
z is θ, then

|z| ≤ f(θ)|x|+ |y|, where f(θ) := max{2 sin(θ/2)− 1, 0}.

We now prove the existence of the
√

3-mutable pairs.
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(a) (b)

Figure 13: The notation for Theorem 11, originally given in [15].

Theorem 11. Let P be a set of points in the plane with E2MST T . Let v
be the root of a tree Tv given as input to Algorithm 5, where Tv is a subtree
of T after excluding any adopted children of v. If v has four children, then v
has two children that form a

√
3-mutable pair. If v has five children, then v

has two disjoint pairs of children, such that each pair is a
√

3-mutable pair.

Proof. Suppose v1 and v2 are children of v. Let x1 = d(v, v1), x2 = d(v, v2),
and let θ be the angle between the edges (v, v1) and (v, v2). Assume that
x1 ≤ x2. If θ ≤ 60◦, then by Lemma 3,

d(v1, v2) ≤ (2 sin(θ/2)− 1)x1 + x2 ≤ x2

and so v1, v2 are a
√

3-mutable pair, even if either v1 or v2 is an adopted child.
If we assume that neither v1 nor v2 are adopted, then if 60◦ ≤ θ ≤ 120◦, we
have

d(v1, v2) ≤ 2 sin(θ/2)x2

≤ 2 sin(60◦)x2

=
√

3x2

and so v1, v2 are a
√

3-mutable pair. Hence in order to find
√

3-mutable pairs
of children, we need only check the angles between the edges incident to v.
There are two cases to consider, depending on the number of children of v.

• Case 1: The root node v has four children. If v has an adopted child,
then we denote it by v′; otherwise we choose any of the children to
be denoted by v′, and let v1, v2, v3 be the other children of v. Let
θ1, θ2, θ3, θ4 be the angles between children with respect to v as shown
in Figure 13a. If either θ3 or θ4 are less than or equal to 60◦, then we
have a

√
3-mutable pair, so assume that θ3, θ4 > 60◦. However, this

implies that one of θ1, θ2 is less than 120◦ and so we also have a
√

3-
mutable pair in this case.
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• Case 2: The root node v has five children. For this case, we need to
show that there are two disjoint

√
3-mutable pairs. As in the previous

case, if v has an adopted child, then we denote it by v′; otherwise we
choose any of the children to be denoted by v′, and let v1, v2, v3, v4 be
the other children of v. Let θ1, . . . , θ5 be the angles between children
with respect to v as shown in Figure 13b. If θ5 ≤ 60◦, then one of
θ1+θ4+θ5, θ2, θ3 is less than or equal to 120◦ and so we have two disjoint√

3-mutable pairs (and similarly if θ4 ≤ 60◦). If both θ4, θ5 ≥ 60◦, then
θ1 + θ2 + θ3 ≤ 240◦. Since (v, vi), for i = 1, . . . , 4, are all original edges
of the E2MST T , then we know that θ1, θ2, θ3 are all greater than or
equal to 60◦. This implies that none of θ1, θ2, θ3 is strictly greater than
120◦ and so v1, v2 and v3, v4 are two disjoint sets of

√
3-mutable pairs.

To find the
√

3-mutable pairs at any stage of the algorithm, we only need
to check the smallest angles between edges incident on the root node. Since
the degrees of the vertices of the original E2MST are bounded by 5, there are
only a constant number of angles to check. Thus if the angles are known, we
can find the

√
3-mutable pair(s) at any iteration of Algorithm 5 in constant

time.

We also briefly investigated the use of Chan’s algorithm for the 3-E2MST
problem described in [15]. It is similar to the previous algorithm, in that
it is a recursive algorithm that uses local edge swaps. However, there are
more rules that determine which edges are swapped, and the analysis of the
algorithm is far more technical. When converting the rules of this algorithm
to suit a bottleneck objective, it seems that Chan’s analysis does not easily
generalise. In particular, Chan uses a lemma to establish the existence of
angles between edges of at least 72◦, which cannot be used for the bottleneck
version. This is not unexpected due to the differences between the min-sum
and bottleneck objectives. Consider a local edge swap, when the edge being
added is longer than the edge being removed. Under the usual min-sum ob-
jective, the length of the new edge is added to objective, and the length of
the edge being removed is subtracted from the objective, hence the length
of the edge being removed is an important consideration for the swap. On
the other hand, under the bottleneck objective, only the length of the new
edge may affect the objective value of the tree. These differences have im-
plications in the analysis of the edge swap algorithms and the performance
ratios obtained. As such, it is not a straightforward exercise in this case to
incorporate Chan’s analysis into an algorithm for the bottleneck version of
the problem, and we leave this task as future work.
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5 Summary

In this chapter, we have introduced the δ-MBST problem and have shown
that it is possible to have optimal solutions to this problem which are not
optimal solutions to the δ-MST problem for the same instance. We have
shown that the problem is NP-complete for any δ ≥ 2, and we have given a
dual approximation scheme that can use an existing feasible (δ+k)-algorithm
for the δ-MST problem in order to obtain a feasible (δ+k)-algorithm for the
δ-MBST problem, where the bottleneck values of the solutions output by the
scheme are no worse than those of optimal solutions for the same instances.
We have also proven that the Euclidean version is NP-complete for δ = 2
and 3, a result which generalises to arbitrary Lp metrics, and we have shown

that these problems cannot be approximated within factors of
√

2 and 5
√
2

7

respectively. Finally, we have adopted existing algorithms for the δ-E2MST
problem to give constant factor approximation algorithms for the geometric
and Euclidean versions of the problem.
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Chapter III

Algorithms for Euclidean
Degree Bounded Spanning Tree
Problems
In this chapter we survey existing algorithms and introduce a number of
new algorithms for both the δ-MST and δ-MBST problems. We then per-
form computational testing of heuristics and approximation algorithms for
the δ-E2MST and δ-E2MBST problems in order to test their performances
with respect to both the total weight objective criterion of the δ-MST and
the bottleneck length objective of the δ-MBST problem. Our goal for this
investigation is to answer the following three research questions.

1. Should different algorithmic approaches be employed for the different
degree bounds when it comes to solving the δ-E2MST and δ-E2MBST
problems, or is it preferable to use a single algorithm or its generalisa-
tion for all δ?

2. Should different algorithmic approaches be employed for the δ-E2MST
problem as opposed to the δ-E2MBST, or is it preferable to use a single
algorithm for both objective criteria?

3. For any particular δ, are there any algorithms that stand out as be-
ing suitable candidates for efficiently solving either the δ-E2MST or
δ-E2MBST problems?

In regards to the to third question, our focus is less on finding the “best”
algorithm for a specific problem variant, and more on identifying an algorith-
mic framework that seems to fare better at exploiting the structure of the
problem and its instances. Our hope is that after seeing which frameworks
are more effective, in the future we will be able to develop more sophisti-
cated algorithms based upon the best performing frameworks. As such, we
will only implement a select number of interesting existing algorithms within
the vast array of approximation and heuristic algorithms in the literature.
Furthermore, we will favour approaches that are designed specifically for the
problems we are analysing, such as approximation algorithms, over more gen-
eral meta-heuristics.
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We develop a set of new edge swap algorithms for solving the δ-MST and δ-
MBST problems based upon the ideas of local search. These new algorithms
serve as benchmark comparisons for the other algorithms and as potential
proof-of-concept algorithms. Since degree four and five nodes are relatively
uncommon in MSTs on uniformly distributed random point sets in the Eu-
clidean plane, we also develop an algorithm for producing test instances in
which the MSTs are guaranteed to have nodes of high degree.

Note that for the special case of δ = 2, the 2-MST problem is equivalent
to the path version of the famous travelling salesman problem (TSP). The
TSP has been well studied throughout the history of combinatorial optimisa-
tion, and there are many algorithms for the problem that have been proposed
and tested throughout the literature. There are numerous approximation and
heuristic algorithms that have been proposed for the metric and Euclidean
versions of the problem, with the more famous ones including Christofides al-
gorithm [17], the Lin-Kernighan algorithm [53], and Arora’s PTAS [7], among
others [69, 49]. Whilst the ever-expanding literature on the TSP is incredi-
bly vast, we will restrict our attention to algorithms that can be effectively
applied to the path version of the TSP (TSP-path problem). The TSP-path
problem has received significantly less attention than the usual cycle version,
although there are still various algorithms in the literature [35, 2, 77]. On
the other hand, the 2-MBST problem is equivalent to the TSP-path problem
with the bottleneck objective. An efficient 2-factor approximation for the
metric TSP with bottleneck objective has been given by Parker and Rardin
[63], however there has been little work done on specific algorithms for the
Euclidean bottleneck TSP-path problem.

After performing our computational experiments and comparing the results
of the various algorithms, our answers to the research questions are as follows.

1. There are algorithms that outperform all others for specific δ but not
for other degree bounds.

2. For certain degree bounds there are algorithms that outperform all
others for the δ-E2MST problem, but not for the δ-E2MBST problem.
This occurred particularly for the case when δ = 2.

3. For the 2-E2MBST, the Cube2 algorithm (Section 10) clearly outper-
formed all others tested, the δ-Prim’s algorithm (Section 9.1) outper-
formed the other tested algorithms for the 3-E2MBST problem, the
Chan4 algorithm (Section 7.2) outperformed the other tested algo-
rithms for the 4-E2MBST problem, and our newly created DNLS algo-
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rithm (Section 8.3) outperformed all the others tested for the 3-E2MST
and 4-E2MST problems. Although the DNLS algorithm’s time com-
plexity may disqualify it as a suitable candidate for practical use, it does
demonstrate a successful proof of concept for this kind of approach and
it may be modified in future to make it more efficient.

6 Test Instances

Throughout this chapter, we denote the degree bound of our problems by δ,
where δ is always assumed to be 2, 3 or 4, and we let n denote the number
of input points in an instance. In order to test the performance of our al-
gorithms with some degree of accuracy, we must have a sufficient number of
instances upon which our algorithm can be tested. These test instances are
lists of points in the Euclidean plane, where the number of points in a list is
a pre-determined parameter n.

A simple way of generating such instances would be to choose a random
set of n points in the plane using a bounded uniform distribution. Such an
approach is suitable for the problems with δ = 2, however complications arise
when considering degree bounds of three or four. This is due to the very low
frequency of degree four and five vertices that naturally occur in MSTs for
random point sets in the plane. Therefore when δ = 4 or 5, unless n is very
large, it is likely that an MST for a random point set in the plane will be
a δ-MST. Steele, Shepp and Eddy [74] show that if the distribution of the
points has no singular part, then as n→∞, the expected proportion of nodes
of a given degree D in the MST for the point set approaches some constant
β(D). In addition, the authors show experimentally that for uniformly dis-
tributed points in the plane with large n, on average approximately 0.7% of
the vertices in MST for the point set will be of degree four, whereas vertices
of degree five are even more rare and do not usually appear in instances.
Thus, since we want to avoid most instances in which an MST is a δ-MST,
we opt for crafted instances in which we can be guaranteed certain numbers
of degree four or five vertices.

Our approach for forcing vertices of degree D = 4 or 5 in the MST is to
generate a set of D + 1 point in the planes, which we refer to as star points,
such that the MST for a set of star points is a star graph SD, i.e., a tree
with a single vertex of degree D and D leaves. As long as all other generated
points lie outside a certain region with respect to a given set of star points,
the MST for the full point set will contain the star SD as an induced subgraph
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of the given star points. Hence the MST for the full point set will contain a
vertex of degree D. In the following sections, we describe our chosen process
for generating star points in a way that allows our crafted instances to be as
random as possible whilst still ensuring vertices of specified degree.

6.1 Star Points

In this section, we give the necessary conditions for a star on a point set S
in the plane to be an MST for S, where either |S| = 5 to give the star S4,
or |S| = 6 to give the star S5. For the S4 case, we let G = ({v, v1, v2, v3, v4},
{(v, v1), (v, v2), (v, v3), (v, v4)}) be a star on a set of five points in the plane,
where v is the vertex of degree four, and v1, v2, v3, v4 are the leaf vertices in
clockwise order. Let θ1, θ2, θ3, θ4 be the angles between the edges incident to
v as shown in Figure 14a. The notation for the S5 case is similar and is given
by Figure 14b. We refer to the point v as the centre point and the other
points as radial points.

v1

v2

v3

v4

v

θ1

θ2θ3

θ4

(a) An example of a star S4 in the plane.

v1
v2

v3

v4

v

θ1

θ2

θ3
θ4v5

θ5

(b) An example of a star S5 in the plane.

Figure 14

Let d(x, y) denote the Euclidean distance between the point x and the
point y. For G to be an MST, we must satisfy the following necessary and
sufficient conditions.

max{d(v, vi), d(v, vj)} ≤ d(vi, vj) ∀i, j ∈ {1, 2, . . . , D},

where i 6= j and D = 4 or 5. This is due to to the fact that the addition of
any edge to the star creates a cycle of length 3, and so we require that any
new edge (which can only be between two radial points) be no shorter than
both the other edges in the cycle. Another way to say this is that for the
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angle θi, the side opposite θi must be at least as long as both sides adjacent
to θi. For these conditions to hold, we require that each of the angles θi is at
least 60◦ (this was shown in Proposition 1). If any θi is at least 90◦, then it
can be easily seen from Pythagoras’ theorem that the side opposite θi will be
strictly longer than both of the sides adjacent to θi. In order to allow angles
strictly less than 90◦ in our stars whilst still satisfying the conditions, we will
make use of the following lemma.

Lemma 4. Let X,Y ,Z be the sides of a triangle with corresponding lengths
x,y,z. Let θ be the angle between the sides X and Y , where 60◦ ≤ θ < 90◦.
If y = kx for some k ≥ 1, then z ≥ y if and only if k ≤ 1

2 cos(θ)
.

Proof. Using the cosine rule, z2 = x2 + k2x2 - 2kx2 cos(θ). Hence

z ≥ y ⇔ k2x2 ≤ x2 + k2x2 − 2kx2 cos(θ) (27)

⇔ 2kx2 cos(θ) ≤ x2 (28)

⇔ k ≤ 1

2 cos(θ)
(29)

Lemma 4 will be useful in the following section as it will allow us to choose
appropriate side lengths for the star, assuming the angles are fixed.

6.2 Algorithm to Generate Star Points

To make our test cases as general as possible, we wish to have an algorithm
that can generate any possible set of star points whose MST is S4 or S5. In
this section we describe such an algorithm, where the inputs to our algorithm
are a length L and an integer D = 4 or 5, and the output is a random set
of D + 1 points such that the MST of the points is a star SD whose longest
edge is of length L.

The algorithm consists of four stages.

1. Angle stage.

2. Augmentation stage.

3. Scaling stage.

4. Rotation stage.
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In the angle stage, we randomly allocate the angles θ1, . . . , θD such that∑D
i=1 θi = 360◦, and each θi ≥ 60◦. After this stage, we have a set of D

radial points distributed around a centre point according to the allocated
angles, where each radial point is of unit distance from the centre point.
These points satisfy the conditions of being star points and hence the MST
of these points is the star SD. The augmentation stage involves increasing
or decreasing the distance of each radial point from the centre point one at a
time such that after each change of distance, or augmentation, the resultant
points are still star points. The scaling stage involves scaling the distances of
the radial points from the centre point by a constant factor (this will ensure
that the longest edge in the star is of length L) and the rotation stage rotates
all radial points around the centre point by a random angle.

To ensure that after each augmentation we are still left with star points,
we use Lemma 4 to give an allowable range of distances for each radial point
from the centre point. For i = 1, . . . , D, the left range of the radial point vi
is the interval

[2 cos(θi−1) · d(v, vi),
d(v, vi)

2 cos(θi−1)
]

if θi−1 < 90◦ and the set R+ otherwise, where we let v0 = vD and θ0 = θD.
Similarly, the right range of vi is the interval

[2 cos(θi) · d(v, vi+1),
d(v, vi+1)

2 cos(θi)
]

if θi < 90◦ and the set R+ otherwise, where we let vD+1 = v1. The allowable
range of vi is the intersection of its left range and right range. By applying
Lemma 4, it can be seen that the allowable range of vi is the largest possible
set of distances that vi can be from the centre point whilst ensuring the con-
ditions of being star points are satisfied, maintaining all angles, and keeping
the distances of its neighbouring radial points from the centre point fixed.
In a single augmentation, a radial point is moved within its allowable range
of distances from the centre point whilst keeping all angles fixed. A round of
augmentation is complete after each radial point in clockwise order has been
augmented. Our algorithm will repeat this process so that it will use D − 2
rounds of augmentation.

It can be seen that no stage of the algorithm will have the points violat-
ing the star point conditions, hence the output of the algorithm will be a
valid set of star points. What remains to be shown is that the algorithm can
generate every possible set of star points such that the longest edge in the
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MST of the points is of length L.

Suppose we had an arbitrary star G = SD embedded in the plane, where
D is either 4 or 5. We show that G can be obtained as an output of our
algorithm. Let θ1, . . . , θD be the angles of the star G. Clearly, star points
with these angles can be obtained via the angle stage and the orientation of
the angles can be set to match those of G via the rotation stage. Hence, if
we let v1, . . . , vD be the radial points of G, then we can obtain via the algo-
rithm a set of star points S, such that the radial points of S correspond to
the radial points of G and corresponding angles are equal. To show that the
distances of the radial points of G from the centre point can be matched by
applying the augmentation and scaling stages to S, we will show the reverse;
that by applying the augmentation and scaling stages to the points of G, we
can obtain a set of star points whose radial distances are all unitary.

Lemma 5. Given an arbitrary set of D+ 1 star points S∗, where D is either
4 or 5, a set of corresponding star points S can be obtained through D − 2
rounds of augmentation and an application of the scaling stage such that each
radial point of S is of unit distance from the centre point.

Proof. Clearly, if we can apply the augmentation stage to S∗ to obtain a set
of star points S ′ such that the radial distances of S ′ are uniform, then we
can use the scaling stage to obtain S from S ′. Hence we will show that we
can obtain S ′ from S∗ via augmentations. Also note that not changing the
distance of a radial point is considered to be a valid augmentation.

Given a set of star points Ŝ, let LŜmax denote the length of the longest dis-

tance between a radial point and the centre point in Ŝ and let LŜmin denote
the length of the shortest distance between a radial point and the centre
point in Ŝ. Assume that v0 = vD and vD+1 = v1. For a radial point vi, its
clockwise neighbour vi+1, and its anti-clockwise neighbour vi−1, we describe
three different states in which we will perform an augmentation of vi. See
Figure 15 for an illustration of these states.

1. If d(v, vi) < min{d(v, vi−1), d(v, vi+1)}, then we augment vi so that
d(v, vi) = min{d(v, vi−1), d(v, vi+1)}.

2. If d(v, vi) > max{d(v, vi−1), d(v, vi+1)}, then we augment vi so that
d(v, vi) = max{d(v, vi−1), d(v, vi+1)}.

3. If d(v, vi) > d(v, vi−1) and d(v, vi) = d(v, vi+1) = LŜmax, where Ŝ is
the current set of star points, then we augment vi so that d(v, vi) =
d(v, vi−1).
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(a) The first state for
augmentation.
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(b) The second state for
augmentation.

v
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L
Ŝ
max
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max

(c) The third state for
augmentation.

Figure 15: The three states in which augmentation is performed in Lemma 5.

Note that these augmentations are valid as vi remains within its allowable
range after being augmented. Our procedure for transforming S∗ into S ′ is
as follows. First, augment one at a time each vi ∈ {v1, . . . , vD} that is in the
first or second state, according to the augmentation rules described above,
and let S1 be the resultant set of star points after a single round of augmen-
tation. Note that after this round of augmentation, no vi should be in the
first or second state as augmenting some vi according to the augmentation
rules should not cause some vj to be in the first or second state if it was not in
that state previously. Also note that after this round of augmentation, there
will be at least two consecutive radial points whose distances from the centre
point are both LS

1

max, as well as at least two consecutive radial points whose
distances from the centre point are both LS

1

min, since otherwise there would
be some vi in the first or second state. For the remaining augmentations, we
consider the cases for D = 4 and D = 5 separately.

Suppose D = 4. Clearly if LS
1

max = LS
1

min, then the distances of all radial
points are uniform and we can finish with S ′ = S1. Otherwise, we have a
consecutive pair of radial points with distances equal to LS

1

min followed by a
pair of radial points with distances equal to LS

1

max (see Figure 16). Thus we
will have a radial point vi in the third state and we can perform the corre-
sponding augmentation, after which vi+1 will be in the second state and so
we can perform another augmentation. After both these augmentations, the
distances of all radial points from the centre point will be LS

1

min and hence we
have arrived at S ′ after two rounds of augmentation.

Now consider the case in which D = 5. Again, if LS
1

max = LS
1

min, then
we are done, so we assume that LS

1

max > LS
1

min. If there are no distances of
radial points from the centre other than LS

1

max and LS
1

min, then we either have
two or three consecutive radial points whose distances are LS

1

max. If there are
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Figure 16: A possible set of star points S1, where |S1| = 5, after a single
round of augmentation. An ordered pair (i, j) labelling a radial point v
indicates that the augmentation of state j will be used on v at iteration i.

two of these points, then similar to the case described above for D = 4, we
perform the augmentation of the third state on the first of these points and
the augmentation of the second state on the second point, resulting in S ′

(see Figure 17a). If there are three points whose distance is LS
1

max, then we
perform the augmentation of the third state on the first two points in order,
and the augmentation of the second state on the last point, to obtain S ′ (see
Figure 17b). Finally, suppose there is a radial distance in S1 other than LS

1

min

or LS
1

min, i.e., there is a point vi ∈ S1 such that LS
1

min < L′ := d(v, vi) < LS
1

max.
Hence we have two radial points of distance LS

1

min from the centre point, two
of distance LS

1

min, and one of distance L′ (see Figure 17c).

Without loss of generality, we will assume that vi+1 and vi+2 are of dis-
tance LS

1

max. The radial point vi+1 is in the third state so we augment it
accordingly, allowing us to augment vi+2 according the rules of the second
state. Let S2 be the set of star points obtained performing these two aug-
mentations. Hence we will have that LS

2

min = LS
1

min and LS
2

max = L′, where
the distances of vi, vi+1 and vi+2 from the centre point are all L′. From this
we can perform the augmentation of the third state on vi and vi+1 in order,
which leaves vi+2 in the second state. Thus after augmenting vi+2, all radial
distances will be equal to LS

1

min and we have arrived at S ′ after three rounds
of augmentation.

Our test instances, which we refer to as special instances, were created
by generating star points such that approximately 10% of the vertices of an
instance were centre points of a generated S4, and approximately 5% were
centre points of a generated S5. These proportions were chosen so that there
would be enough points of high degree to make the instances interesting,
whilst also most likely maintaining the ranking order of the most frequently
occurring degrees, i.e., we would expect that the number of points of degree
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Figure 17: Possible sets of star points S1, where |S1| = 6, after a single round
of augmentation. An ordered pair (i, j) labelling a radial point v indicates
that the augmentation of state j will be used on v at iteration i.

4 would be less than the number of points of degree 1,2, and 3 respectively,
and we would expect the number of points of degree 5 would be be less than
the number of points of degree 1,2,3, and 4 respectively. Our approach to
placing the star points was to randomly construct an empty square subgrid
within a 10000x10000 grid and then generate a star such that the length
of the longest edge in the star was strictly less than half the length of the
subgrid. The star points are then placed within the subgrid such that the
centre point lies at the centre of the subgrid, and then the subgrid is “blocked
out” so that no more points can be positioned within it. This ensures that
the star points will induce the appropriate star in the MST. The next star is
placed in a square subgrid in the remaining space and this process continues
until all star points have been generated and placed. Finally, the remaining
points are placed uniformly randomly in the remaining space.

Although the special instances are somewhat contrived, they do ensure that
the MSTs of the point sets have a relatively significant number of points of
high degree and so can be used to test algorithms for δ = 3 and 4.

7 Local Edge Swap Approximation Algorithms

A local edge swap algorithm for the δ-MST problem is any edge swapping
algorithm in which the swaps are performed in a way such that the edge
being swapped in will always share a common vertex with the edge being
swapped out. In this section we will outline the local edge swap algorithms
for the δ-MST problem given by Khuller, Raghavachari and Young [45] and
Chan [15]. Unlike most of the other algorithms that we implemented, these
algorithms are approximation algorithms with known upper bounds for their
performances. Another advantageous feature of these algorithms are their
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running times, which are O(n log n) in the worst case.

7.1 Khuller, Raghavachari and Young 1.5-factor 3-MST
Algorithm

As mentioned previously, the algorithm of Khuller, Raghavachari and Young
[45], which we refer to as the KRY algorithm, is able to produce a 3-MST
for any point set in a metric space such that the total weight of the edges
in the output tree is no worse than 1.5 times the total weight of an MST
for the point set. It works by starting with a rooted MST T for the input
point set in the plane, to which it recursively applies local edge swaps in the
following manner. If v is the current root of T with children v1, v2, . . . , vk,
then the edges (v, v2), . . . , (v, vk) are replaced by a path through the vertices
v1, v2, . . . , vk. It then recursively applies the algorithm to each of the subtrees
rooted at v1, v2, . . . , vk in turn, which we denote by Tv1 , Tv2 , . . . , Tvk respec-
tively. See Figure 11 in Section 4.2.2 for an illustration. Let w(T ) denote
the total weight of the tree T , and let w(u, v) denote the weight of the edge
(u, v). We describe the KRY algorithm as Algorithm 6.

Algorithm 6 : KRY

Input: A rooted tree T over a point set P with root v and a partially built
solution T ∗.

if v has at least one child
Let the children of v be v1, . . . , vk, where k is the number of children of v,

such that
∑k−1

i=1 w(vi, vi+1) is minimum if k > 1.
Add the edge (v, v1) to T ∗

Perform Algorithm 6 with T := Tv1 as input.
if k ≥ 2

for i = 1, . . . , k − 1
Add the edge (vi, vi+1) to T ∗

Perform Algorithm 6 with T := Tvi+1
as input.

Although Algorithm 6 uses a permutation of the children of v that min-
imises the total weight of the path through the children, we also consider an
alternative version of the algorithm that minimises the bottleneck length of
the path instead. We denote this bottleneck version of the KRY algorithm
as the KRY-B algorithm. For both algorithms, the length of the longest edge
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in the outputted tree will be no worse than twice that of the MST, as shown
in Section 4.2.2.

7.2 Chan’s 1.1381-factor 4-MST Algorithm

Another recursive local edge swap approximation algorithm is Chan’s 4-
E2MST algorithm which produces a 4-MST for a point set in the Euclidean
plane such that the total weight of the outputted tree is no worse than 1.1381
times the total weight of the MST [39], and the longest edge in the outputted
tree is no worse than 1.7321 times that of the MST (see Section 4.2.3). Chan’s
algorithm works in a similar fashion to the KRY in that it performs local edge
swaps recursively over rooted subtrees, however the edge swaps do not create
a path over the child vertices of the current root as they did with KRY. The
recursive steps of the algorithm are illustrated in Figure 12 in Section 4.2.3.
Choosing a good permutation of the children is necessary to achieve the
1.1381 bound and the details of the algorithm can be found in [15] and [39].
We refer to this algorithm as the Chan4 algorithm.

7.3 Chan’s 1.402-factor 3-MST Algorithm

Chan also gives a 1.402-factor approximation algorithm for 3-E2MST prob-
lem which uses similar local edge swap ideas as the previous algorithm for
the 4-E2MST, although the algorithm itself is considerably more compli-
cated. As such, we will omit any description of the algorithm. We refer to
this algorithm as the Chan3 algorithm.

8 Generalised MST Edge Swap Algorithms

In this section we wish to generalise the 3-MST algorithm of Khuller et al.
[45] and the 3-MST and 4-MST algorithms of Chan [15] to a general edge
swap algorithm framework. Before we describe this approach, we first define
some concepts.

Given a graph G = (V,E) and an edge e whose endpoints are in V , we let
G+e denote the graph (V,E∪{e}), i.e., G+e is the graph obtained by adding
the edge e to G. Similarly, we let G − e denote the graph (V,E \ {e}), i.e.,
G− e is the graph obtained by removing the edge e from G. Let T = (V,E ′)
be a spanning tree for a graph G = (V,E), where E ′ ⊂ E. Let u be an edge
in E that is not in T . Hence the graph T + u will contain a unique cycle
C. Let v be an edge of C such that v 6= u. Hence if we remove v from T to
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obtain the graph T ′ := (T + u)− v, then T ′ will be a spanning tree distinct
from T . We say that any T ′ obtained this way from T is a neighbour of T ,
and we let N(T ) denote the set of all neighbours of T , which we refer to as
the neighbourhood of T . An edge swap is the operation that transforms any
spanning tree T into one of its neighbours (T + u)− v, and we say that v is
the edge that is swapped out from T and that u is the edge that is swapped
in. If u and v are both incident to a common vertex, then we say that the
edge swap is local. The following lemma gives us a bound for the size of a
neighbourhood of a spanning tree.

Lemma 6. Given a spanning tree T = (V,E), |N(T )| = O(|V |3).

Proof. The total number of edges that can be swapped into T is |V |(|V | −
1)/2− (|V | − 1) = O(|V |2). After an edge e is swapped into T , the number
of edges in the unique cycle of T + e is O(|V |). Hence the total number of
neighbours of T is O(|V |3).

The aforementioned algorithms of Khuller et al. and Chan start with an
MST and use a sequence of local edge swaps to eventually obtain a feasible
δ-MST. Furthermore, these algorithms have additional rules for choosing
swaps so that it can be guaranteed that the algorithm obtains a feasible δ-
MST whose total weight is within some constant factor of that of the initial
MST. For our approach we will incorporate the core idea of these algorithms,
however we will not restrict ourselves to local edge swaps and instead shall
consider arbitrary edge swaps. Given a complete graph G for a given point set
in the plane whose cardinality is at least three, we can outline our procedure
as follows.

1. Find an MST T for G.

2. Let T := a neighbour of T (T will have a non-empty neighbourhood
since T 6= G).

3. Repeat the previous step until a desired feasible solution is obtained.

This outline omits much of the detail required for a functioning algorithm
as we have not given specific termination criteria, nor a way of ensuring
that the method will not infinitely cycle through a sequence of neighbours.
There are multiple ways of addressing these details and we will describe some
approaches in the subsequent sections.
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8.1 Feasibility Local Search

The idea of the following algorithm is to have an algorithm that prioritises
feasibility above all other criteria when searching through neighbours. As
such, when it comes to choosing the next neighbour of the current spanning
tree, this algorithm will choose a neighbour that is the closest to being fea-
sible of all trees in the neighbourhood. We will refer to this algorithm as
the feasibility local search algorithm due to its connection to the local search
optimisation algorithm.

In order to describe this algorithm, we must have some measure of feasi-
bility. Let δG(v) denote the degree of the vertex v in the graph G. Given a
spanning tree T = (V,E) and degree bound δ, we let f(T ) be the feasibility
error of T , where

f(T ) :=
∑
v∈V

max{δT (v)− δ, 0}.

Hence the spanning tree T is feasible if and only if it has a feasibility error of
0, and having such an error will be the stopping criteria of our algorithm. To
ensure that the algorithm does not cycle through a sequence of neighbours,
the algorithm will only choose a neighbour which has a feasibility error that is
strictly less than the current spanning tree. We prove that such a neighbour
always exists for every iteration in the following lemma.

Lemma 7. Let T be a spanning tree with f(T ) > 0. There exists a spanning
tree T ′ ∈ N(T ) such that f(T ′) < f(T ).

Proof. Since f(T ) > 0, there exists a vertex v in T such that δT (v) > δ.
If we remove an edge e incident to v, then the resultant graph T − e has
two connected components, denoted T1 and T2. Both of these connected
components are trees, and hence have leaves (vertices of degree one). Let v1
be a leaf of T1, let v2 be a leaf of T2 and let e′ = (v1, v2). Note that v 6= v1
and v 6= v2 since δ ≥ 2. If we add the edge e′ to the current graph, then the
resultant graph T ′ = T − e + e′ is a spanning tree. Moreover f(T ′) < f(T )
since we removed an edge incident to v to decrease its degree, and the degrees
of v1 and v2 in T ′ are both 2 which is no more than δ.

We describe the feasibility local search algorithm (FLS) as Algorithm 7.
Let G be the input graph with n vertices. The maximum number of times
the while loop will be executed is f(T ), where T is the initial MST. Since T
is in the Euclidean plane, we know that the degree of every vertex of T is at
most 6, hence f(T ) = O(n). Note that to obtain a neighbour of T with less
feasibility error than T , we must remove an edge from a vertex in T with
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Algorithm 7 : FLS

Input: A complete graph G and degree bound δ.
Output: A spanning tree T with f(T ) = 0.

Let T be an MST for G.
while f(T ) > 0,

Let T ′ ∈ N(T ) be the neighbour of T such that f(T ′) is minimum.
T := T ′.

return T .

degree stricty greater than δ. Hence there are O(n) possible edges to delete
since the degree of each vertex is constant. Removing an edge separates the
graph into two subtrees T1 and T2. To minimise the feasibility error of the
new tree, after removing an edge we should then add an edge between T1
and T2 such that the endpoints of this edge have degree strictly less than δ
in their respective subtrees. We can search the subtrees using a depth-first-
search to find such a pair of vertices in O(n) time. Using the fact that an
MST can be found in under cubic time [64], we can obtain the complexity of
the algorithm.

Lemma 8. For an input graph with n vertices, the complexity of Algorithm 7
is O(n3).

Algorithm 7 does not take into account the weight of the neighbours it
searches through; it merely greedily chooses the neighbour that is the best
in terms of feasibility. We can easily modify Algorithm 7 so that of the
neighbours with smaller feasibility error, the one with the smallest weight
is chosen. This modification is presented as Algorithm 8, which we refer to
as the feasibility weight local search algorithm (FWLS). The worst-case time
complexity of the algorithm is given in the following lemma.

Lemma 9. For an input graph with n vertices, the complexity of Algorithm 8
is O(n4).

Proof. As mentioned previously, f(T ) = O(n). Combining this with Lemma 6
and the fact that given the weight of T , we can determine the weight of a
neighbour of T in constant time, we obtain a worst-case complexity for Al-
gorithm 8 of O(n4).

Note that we can alter Algorithm 8 to focus on bottleneck length by
replacing w(T ∗) with wb(T

∗). We refer to this modified version of FWLS
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Algorithm 8 : FWLS

Input: A complete graph G and degree bound δ.
Output: A spanning tree T with f(T ) = 0.

Let T be an MST for G.
while f(T ) > 0,

Let N := {T ′ ∈ N(T ) : f(T ′) < f(T )}
Let T ∗ be the tree in N such that w(T ∗) is minimum.
T := T ∗.

return T .

as FWLS-B. Also note that for both of FLS and FWLS, we are requiring
that the next chosen neighbour must have a feasibility error strictly smaller
than that of the current spanning tree. Whilst this condition helps to ensure
that the algorithm will terminate at a feasible solution, it is not a necessary
condition in order to have a practical edge swap algorithm. In fact, neither
the 3-MST algorithm of Khuller et al., nor the 4-MST algorithm of Chan
have this condition. In the next two sections, we describe algorithms which
also do not require this condition.

8.2 Bi-Criteria Local Search

The bi-criteria local search algorithm (BCLS) is similar to FWLS with one
key exception; whilst FWLS searches for the smallest weight neighbour of
the current tree T from the neighbourhood N := {T ′ ∈ N(T ) : f(T ′) <
f(T )}, BCLS searches for the smallest neighbour from the neighbourhood
N̂ := {T ′ ∈ N(T ) : f(T ′) ≤ f(T )}. Clearly, a local search using such a
neighbourhood may reach a point in which the current tree T has a non-zero
feasibility error but the smallest weight neighbour of T in N̂ has the same
weight and feasibility error as T , which may result in the algorithm being
stuck in an infeasible local minimum. In order to mitigate this, whenever the
smallest weight neighbour T ∗ in N̂ has weight equal to w(T ), with f(T ∗) =
f(T ), we replace N̂ with N ; the neighbourhood from FWLS with the strict
inequality. Thus the feasibility error will be reduced in the next iteration,
after which we can go back to using N̂ again. The details of BCLS are given
in Algorithm 9.
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Algorithm 9 : BCLS

Input: A complete graph G and degree bound δ.
Output: A spanning tree T with f(T ) = 0.

Let T be an MST for G.
while f(T ) > 0,

Let N̂ := {T ′ ∈ N(T ) : f(T ′) ≤ f(T )}
Let T ∗ be the tree in N̂ such that w(T ∗) is minimum.
if w(T ∗) = w(T ) and f(T ∗) = f(T ),

Let N := {T ′ ∈ N(T ) : f(T ′) < f(T )}
Let T ∗ be the tree in N such that w(T ∗) is minimum.

T := T ∗.
return T .

8.3 Diminishing Neighbourhood Local Search

In this section, we describe an edge swap algorithm such that the sequence
of neighbours it chooses may not be non-increasing in terms of feasibility
error. As such, we will need additional rules to ensure that such an algo-
rithm will eventually reach a feasible solution within a reasonable amount of
time. The motivation of this approach is to have some way of generalising
the edge swapping methods seen in the previously described constant factor
approximation algorithms, namely KRY and Chan4, into a less restrictive
local search algorithm.

One observation of the KRY and Chan4 algorithms is that once a node
is“visited”, i.e., becomes the root of a subtree, its feasibility error is never
increased in any subsequent iterations, whereas nodes that are not yet vis-
ited may have their feasibility increased in a future iteration. With that
observation in mind, we developed the following rule to be used by our new
algorithm: once a node has had its feasibility error decrease as the result of
an edge swap, its feasibility error may not increase in any future iterations.
We will show that this rule is sufficient to create an edge swap algorithm that
terminates at a tree of zero feasibility error using a polyhedral description of
such an algorithm.

First, we will refer to the integer programming formulation for the MST
problem from Section 3. Recall that for a set of vertices S ⊆ V , we let E(S)
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denote the set of edges in E that have both endpoints in S, and or a vertex
v ∈ V , we let E(v) denote the set of edges in E that have v as an endpoint.
The integer program for the MST problem is

minimise
∑
e∈E

w(e)xe (30)

s.t.
∑
e∈E

xe = |V | − 1 (31)∑
e∈E(S)

xe ≤ |S| − 1 ∀S ⊂ V (32)

xe ∈ {0, 1} ∀e ∈ E (33)

As mentioned in Section 3, by adding degree constraints to the integer
program, the δ-MST problem can be formulated as follows.

minimise
∑
e∈E

w(e)xe (34)

s.t.
∑
e∈E

xe = |V | − 1 (35)∑
e∈E(S)

xe ≤ |S| − 1 ∀S ⊂ V (36)

∑
e∈E(v)

xe ≤ δ ∀v ∈ V (37)

xe ∈ {0, 1} ∀e ∈ E (38)

Let A be the polytope determined by the convex hull of feasible solutions
to (30) - (33), and similarly, let B be the polytope determined by the convex
hull of feasible solutions to (34) - (38). Thus we have that B ⊆ A. The
integer optimal points on the boundary of B will be basic feasible solutions
to (30) - (33), hence these boundary points of B are also contained in the
boundary of A.

Our goal to is to add successive cutting planes (i.e., linear constraints) to
A to find an extreme point of B, where the cutting planes come from relax-
ations of the constraints (37). We outline the approach as follows.

1. Let x be an integer optimal solution to the IP formulation F := (30) -
(33).
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2. If x is on the boundary of B then finish, otherwise let x′ be a basic
feasible solution of F that is adjacent to x on the boundary of A.

3. Add the constraint
∑

e∈E(v′) xe ≤ δ + c to F , for some v′ ∈ V and
c ∈ Z+ such that x′ is still feasible in F , but now x is infeasible in F .

4. Let x := x′ and go to Step 2.

The final x will be our desired solution to the δ-MST formulation.

Extreme points of A that are contained in B will also be extreme points
of B since B ⊆ A. Hence, due to the stopping criteria, the above approach
will eventually result in a basic feasible solution to the δ-MST problem. The
connection between this polyhedral algorithm and edge swapping algorithms
can be seen by identifying the fact that if T and T ′ are neighbouring span-
ning trees, i.e., T ′ ∈ N(T ), then basic feasible solutions representing T and
T ′ are adjacent in the polyhedron A.

For a solution X in A, let X(xe) denote the value of xe in X. Let X1

and X2 be two neighbouring basic feasible solutions in A. Thus there exists
f, g ∈ E such that X1(xg) = 1, X2(xg) = 0, X1(xf ) = 0, X2(xf ) = 1, and
X1(xe) = X2(xe) for all e 6= f, g. Let T1 and T2 be the trees represented
by X1 and X2 respectively. Then T2 can be obtained from T1 in a single
edge swap by deleting the edge g and adding the edge f , hence T2 ∈ N(T1).
Thus the polyhedral algorithm we described can be realised as an edge swap
algorithm where we constrain the edge swaps we consider as the algorithm
progresses.

We describe one way of realising of this polyhedral approach as an edge
swap algorithm. The chosen approach here is to restrict the set of vertices
whose degrees can be increased by an edge swap. The set of such vertices
decreases as the algorithm progresses until the algorithm arrives at a feasible
solution. Hence we refer to our algorithm as the diminishing neighbourhood
local search (DNLS). Our algorithm works by partitioning the vertices of the
input graph into locked, semi-locked and unlocked vertices. Initially there is
a single locked vertex, and all vertices are unlocked. A vertex only becomes
locked if its current degree is strictly greater than δ + 1 and if its degree is
then decreased after the algorithm performs an edge swap for the current
iteration. Once a vertex is locked, its degree cannot be increased by any
edge swap until its degree is no bigger than δ, at which point it becomes
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Algorithm 10 : DNLS

Input: A complete graph G = (V,E), degree bound δ.
Output: A spanning tree T with f(T ) = 0.

Let T := (V,E ′ ⊆ E) be an MST for G.
Let L := {}, U := {V }, S := {} be the locked, unlocked, semi-locked
vertices respectively.
while f(T ) > 0,

Let N = {T ′ ∈ N(T ) : T ′ is obtained through a single edge swap that
decreases the degree of a vertex with positive feasibility error but does
not increase the degree of any locked vertex or semi-locked vertex with
degree δ }.
Let T ∗ be the tree in N such that w(T ∗) is minimum.
for each vertex v such that δT (v) > δT ∗(v),

if v ∈ U ,
U := U \ {v}.
if δT ∗(v) > δ,
L := L ∪ {v}.

else S := S ∪ {v}.
else if v ∈ L and δT ∗(v) = δ,
L := L \ {v}.
S := S ∪ {v}.

T := T ∗.
return T .

semi-locked. A semi-locked vertex’s degree can be increased again, but only
while its degree is strictly less than δ. A locked or semi-locked vertex can
never become unlocked at a later stage of the algorithm. To avoid cycling,
we require that every edge swap must reduce the degree of a locked vertex or
create a new locked vertex from an unlocked one. We present this algorithm
as Algorithm 10.

It can be seen from Algorithm 10 that a locked vertex must have posi-
tive feasibility error and that the degree of locked vertices never increases
as the result of an edge swap. Hence, in order to show that the algorithm
terminates at a feasible δ-MST solution, we prove the following.

Lemma 10. Each edge swap used by Algorithm 10 either decreases the degree
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of a locked vertex, or decreases the number of unlocked vertices.

Proof. Suppose that we perform an edge swap that does not decrease the
degree of a locked vertex. By the definition of N , the edge swap must decrease
the degree of a vertex v with positive feasibility error. Since semi-locked
vertices have a feasibility error of 0, this implies that v is an unlocked vertex.
As a result of this swap, v will become locked and since unlocked vertices are
never created as a result of edge swaps, the total number of unlocked vertices
will decrease.

Since locked and unlocked vertices are the only possible vertices with
positive feasibility error, and the maximum feasibility error of a vertex is
bounded by a constant, Lemma 10 implies that the total feasibility error of
T will eventually decrease to 0 in O(n) iterations of the while loop. Since
N ⊆ N(T ) we know from Lemma 6, that |N | = O(n3). If a list of the de-
grees of each vertex is maintained, one can verify if an element of N(T ) is
an element of N in constant time. Similarly, the updating of the sets U,L
and S can be performed in constant time. Thus the time complexity of Al-
gorithm 10 is also O(n4).

We now show that the DNLS algorithm is a realisation of the aforemen-
tioned polyhedral approach. The algorithm first starts with an MST T for
the point set and so we begin with an integer optimal solution as in Step 1.
of the outline. Next, assuming T is not already a δ-MST, we peform an edge
swap on T , which is equivalent to moving to a neighbouring basic feasible
solution on the boundary of the polyhedron A, as in Step 2. Finally, note
that each edge swap must reduce the degree of a vertex with positive feasi-
bility error. Let v be such a vertex for a given edge swap and let d > δ be its
degree before the swap. Thus its degree becomes d− 1 after the swap. Since
v had positive feasibility error before the swap, it must have been either a
locked or unlocked vertex. Hence after the swap, v will be a locked vertex.
The rules of the algorithm will now prohibit the use of any edge swap that
will increase the degree of v above d−1 ≥ δ, which is equivalent to using the
constraint

∑
e∈E({v}) xe ≤ d− 1 as in Step 3. Thus the DNLS algorithm can

be seen as a valid realisation of the polyhedral approach.

9 δ-Prim’s and the Multistart Hillclimbing Pro-

cedure

The algorithms in this section are based upon the approach of Knowles and
Corne [46]. Starting with a modification of Prim’s algorithm, known as δ-
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Prim’s, the authors describe a technique which they call the randomised
primal method (RPM), which allows for the use of metaheursitc algorithms
to influence the edge choices of δ-Prim’s. In the following subsections, we
describe δ-Prim’s algorithm as well as a use of RPM in conjunction with a
multistart hillclimbing procedure as the metahueristic.

9.1 δ-Prim’s Algorithm

This modification of Prim’s algorithm was first introduced by Narula and Ho
[58]. The conventional Prim’s algorithm starts with a tree T that contains a
single vertex and during each iteration, the cheapest edge e is chosen, where
exactly one endpoint of e is in T . The edge e is added to T and this process is
repeated until T is a spanning tree. δ-Prim’s algorithm operates in the same
way but with the extra requirement that the endpoint of e that is in T must
have degree strictly less than δ. In this way we ensure that the final spanning
tree satisfies the degree bound. We describe δ-Prim’s in Algorithm 11.

Algorithm 11 : δ-Prim’s

Input: A graph G = (V,E), degree bound δ.
Output: A spanning tree T with f(T ) = 0.

Let VT := {v0} for some v0 ∈ V .
Let ET := {}.
Let T denote the graph (VT , ET ).
while |ET | < |V | − 1,

Find the smallest weight edge (u, v) such that u ∈ VT , v /∈ VT ,
and δT (u) < δ.
Add v to VT .
Add e to ET .

return T .

9.2 RPM and MHC

The randomised primal method described by Knowles and Corne works in a
similar way to δ-Prim’s, with the exception that the new edges added to the
tree are not necessarily chosen greedily, but instead they are chosen according
to a predefined table of values. Using the parlance of genetic algorithms, such
a table is referred to as a tabular chromosome. For a graph G = (V,E) with
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vertices labelled 1, . . . , n and a degree bound δ, a tabular chromosome for G
will have n rows and δ columns. For each i ∈ [1, n], j ∈ [1, δ], the entry in row
i and column j is assigned an allele value a(i, j) ∈ [1, n]. The allele values
indicate which edges the RPM version of δ-Prim’s considers in the following
way: for each i ∈ [1, n] let Li be the list of edges (i, j) ∈ E − ET , j 6= i
sorted by weight. During each iteration, the algorithm only considers the
edges (i′, j′) to add to the current tree T , where i′ ∈ VT , δT (i′) < δ and
(i′, j′) is the a(i′, δT (i′))-th edge in Li′ . In the case where the a(i′, δT (i′)) is
greater than |Li′ |, then the algorithm uses the last edge of Li′ instead of the
a(i′, δT (i′))-th edge. Hence the tabular chromosome provides a methodology
for choosing edges during each iteration. We describe RPM in more detail
as Algorithm 12.

Algorithm 12 : RPM

Input: A labelled graph G = (V,E), degree bound δ, chromosome a.
Output: A spanning tree T with f(T ) = 0.

Let VT := {v0} for some v0 ∈ V .
Let ET := {}.
Let T denote the graph (VT , ET ).
while |ET | < |V | − 1,

Let E ′ = {}
For each i ∈ VT with δT (i) < δ,

Let Li be a sorted list of edges in {(i, j) : j /∈ VT}.
Add the min{a(i, δT (i)), |Li|}-th edge of Li to E ′.

Find the smallest weight edge (u, v) ∈ E ′.
Add v to VT .
Add e to ET .

return T .

Note, that if we set all the allele values in the tabular chromosome to one,
then Algorithm 12 is equivalent to δ-Prim’s. By applying small local changes
to a chromosome, a neighbourhood of chromosomes can be produced, where
the value of each chromosome is given by the weight of the spanning tree out-
put by the algorithm when given the chromosome as input. This allows for
the application of metaheuristics in order to iteratively search chromosome
neighbourhoods so that a low weight spanning tree can be found. For our
analysis, we chose the multistart hillclimbing (MHC) algorithm described by
Knowles and Corne as one such algorithm.
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A traditional hillclimbing algorithm is a local search technique that starts
with an initial solution and then chooses a member of the solution’s neigh-
bourhood and evaluates it. If the evaluated solution is better than the current
solution, then it becomes the new current solution. This greedy process is
repeated until some stopping criteria are met. The MHC algorithm is similar
except that the search process can be occasionally restarted from a new solu-
tion when no improvements are made after a specified number of evaluations.
The algorithm then continues in the same fashion until the stopping criteria
are met, with the best solution found amongst all restarts of the algorithm
being the final output.

Our specific approach to MHC is given by Algorithm 13, where RPM(a,G, δ)
is the output to Algorithm 12 with chromosome a, graph G and degree bound
δ as inputs. The initial chromosomes and neighbouring chromosomes are
found using the exponential probability distribution described by [46] and
we set m and r to be 5000 and 250 respectively. Note that our approach
uses half of the number evaluations used by Knowles and Corne. This is be-
cause the repeated calls to the RPM algorithm make MHC computationally
expensive for a large number of evaluations. We therefore chose a number
of iterations that made the running time of MHC comparable to that of the
other heuristics we examined.

10 Approximation Algorithms using Eulerian

and Hamiltonian Supergraphs of an MST

In this section we describe three approximation algorithms for the 2-MST/2-
MBST that are not based upon edge swaps. Instead, each of these algorithms
starts with an MST of the point set, but adds edges to the tree to create either
an Eulerian or Hamiltonian supergraph of the MST. The output of each of
these algorithms is a Hamiltonian path of the point set that is obtained by
traversing the supergraph.

10.1 An Approximation Algorithm using Tree Edge Dou-
bling

A widely known 2-approximation algorithm for the metric TSP is the so-
called double tree algorithm [69]. Given a set of points P in a metric space,
the double tree algorithm works by duplicating every edge in an MST T of
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Algorithm 13 : MHC

Input: A labelled graph G = (V,E), degree bound δ, evaluation limit m,
reset number r.
Output: A spanning tree T with f(T ) = 0.

Let a be an initial tabular chromosome.
Let T := RPM(a,G, δ).
Let T ′ := T.
Let m′ := 1.
Let r′ := 1.
while m′ ≤ m,

Let a′ := neighbouring chromosome of a.
Let T ′′ := RPM(a′, G, δ)
if w(T ′′) < w(T ′),
T ′ := T ′′.
a := a′

if w(T ) < w(T ′),
T := T ′.

else
r′ := r′ + 1.
if r′ > r,

Reset a to initial tabular chromosome.
T ′ := RPM(a,G, δ).

m′ := m′ + 1.
return T .

P . This results in a spanning Eulerian multigraph T2, since the degree of
every vertex in T2 is even. An Eulerian circuit C can than be found in T2,
which can be reduced to a Hamiltonian cycle C∗ by short-cutting. The short-
cutting process naively removes any duplicates of vertices from C to convert
the Eulerian circuit into a Hamiltonian cycle C∗. We describe a modified
version of the double tree algorithm for the 2-MST problem, which we refer
to as the DT algorithm, as follows.

1. Find an MST for P , denoted T .

2. Duplicate every edge in T to create a new graph T2.

3. Find an Eulerian circuit C in T2.
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4. Apply short-cutting to C to create the Hamiltonian cycle C∗.

5. Delete the longest edge in C∗ to create the Hamiltonian path P ∗. This
is the desired approximation.

By applying the triangle inequality, one can see that the total weight of C∗

is no greater than the total weight of C, the Eulerian circuit which contains
every edge in T2. Hence the total weight of P ∗ is no more than twice the
total weight of the starting MST, thus the DT algorithm is a 2-factor ap-
proximation algorithm for the 2-MST problem. Note that the short-cutting
process may result in C∗ having a longer bottleneck edge than C, and so we
do not have the same performance guarantee for the the 2-MBST problem.

10.2 Christofides Algorithm

Another approximation algorithm which uses an Eulerian supergraph of an
MST is Christofides’ 3

2
-factor approximation algorithm for the metric TSP

[17]. The algorithm works by starting with an MST T of the point set P as
in the double tree algorithm. A supergraph TM of T is created by finding
a minimum weight perfect matching M of the odd degree vertices of T and
adding the edges of M to T . Note that the degree of every vertex in TM is
even, so TM is Eulerian. The algorithm then proceeds in the same way as
the tree double algorithm.

To convert the Hamiltonian cycle version of the algorithm into a Hamil-
tonian path version, Hoogeveen [35] provides a modification of Christofides
algorithm which maintains the 3

2
performance guarantee. Let Vodd be the set

of odd vertices of the initial MST T . Let u1 and u2 be new dummy vertices,
and for each vertex v ∈ Vodd, join v to u1 and join v to u2 by edges of zero
length. Now instead of finding a minimum weight perfect matching for the
vertices in Vodd, we instead find a minimum weight perfect matching M of
Vodd ∪ {u1, u2}. We then add all edges of M which do not have dummy ver-
tices as endpoints to T to obtain TM . The graph TM will contain exactly two
vertices, v1 and v2, of odd degree and will thus contain an Eulerian trail P
between v1 and v2. After applying short-cutting to P , we obtain the Hamil-
tonian path P ∗ whose total weight is at most 3

2
times the total weight of the

optimal solution to the 2-MST problem. Note that once again we do not have
the same performance guarantee for the 2-MBST due to the short-cutting
process. We outline the algorithm as follows.

1. Find an MST for P , denoted T . Let Vodd be the set of odd vertices of
T .
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2. Add dummy vertices u1 and u2 and zero length edges (v, u1), (v, u2),
where v ∈ Vodd, to T .

3. Find a minimum weight perfect matching M of Vodd ∪ {u1, u2}.

4. Add all edges of M that do not have u1 or u2 as endpoints to T to
obtain TM .

5. Find an Eulerian trail P in TM .

6. Apply short-cutting to P to create the Hamiltonian path P ∗. This is
the desired approximation.

10.3 An Approximation Algorithm using Graph Cube

Finally, we refer to the approximation algorithm for the 2-MBST problem
given in Section 4.2.1. Recall that the cube of a graph G, denoted G3, is the
supergraph of G such that the edge (u, v) is in G3 if and only if there is a
path between u and v in G with three or fewer edges. Starting with a point
set P , the algorithm is described as follows.

1. Find an MST for P , denoted T .

2. Compute T 3.

3. Find a Hamiltonian path in T 3. This is the desired approximation.

Assuming that P lies within a metric space, it can be shown that both the
total weight and bottleneck length of the approximation is no worse than
three times those of the MST for P . We refer to this algorithm as Cube2.

11 Results

We present the results of our computational experiments by graphing the
average performances of the algorithms in terms of total weight and bottle-
neck lengths. For clarity, the graphs have been separated into the best and
worst performers given by the results for the case when n = 100. The full
tables of results can be found in the appendix of this thesis, including the
average running times of the algorithms in seconds. Note that we treat the
running times of the algorithms as secondary considerations and so we do
not claim that the implementations of the algorithms we tested are optimal
with respect to time efficiency. With the exception of the uniformly random
instances for δ = 3, the results are given as averages over 30 test instances
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for each value of n ∈ {10, 20, . . . , 100} for uniformly random instances and
n ∈ {11, 20, . . . , 100} for our special instances. Our tests were performed on
a Dell PowerEdge R820 with four Xeon E5-4650 2.7GHz CPUs and 256GB
of RAM.

11.1 Degree bound δ = 2

For δ = 2 it was sufficient to test uniformly random instances, as points of
degree three were very common in the MSTs. The results are as follows.

10 20 30 40 50 60 70 80 90 100

1.1

1.15

1.2

1.25

1.3

n

A
ve

ra
ge

T
ot

al
W

ei
gh

t
(a

s
ra

ti
o

of
M

S
T

w
ei

gh
t)

2-Prim’s
DNLS
FWLS
BCLS

Figure 18: Best performing algorithms in terms of weight for δ = 2.

From Figure 18, the DNLS, FWLS and BCLS algorithms were fairly
close in terms of total weight with BCLS being the best performer for n =
100. BCLS mostly outperformed FWLS, but DNLS was at times the better
performing algorithm for certain point values of n. After n = 30, 2-Prim’s
was outperformed by the other three algorithms.
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Figure 19: Worst performing algorithms in terms of weight for δ = 2.

Figure 19 graph seems to indicate that FWLS-B, DT, Christofides and
Cube2 performed consistently with Christofides being the best performer
in the group. The performances of FLS and MHC seemed to worsen as n
increased.
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Figure 20: Best performing algorithms in terms of bottleneck for δ = 2.

Figure 20 shows that Cube2 is the clear winner in terms of bottleneck
length with a fairly consistent performance. The other algorithms seem to
worsen in performance as n increases, with DNLS and Christofides being the
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most variable in performance. The DT algorithm had the second best overall
performance.
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Figure 21: Worst performing algorithms in terms of bottleneck for δ = 2.

FLS was clearly the worst performing algorithm in Figure 21 with FWLS-
B and BCLS being relatively close in performance in comparison.

11.2 Degree bound δ = 3: Uniform Instances

For δ = 3, we tested the algorithms on both the uniformly random instances
and the special instances. In this section we present the results for the
uniform instances with the results for the special instances in the next section.
The uniform instances tested here were found by searching through a set of
100 instances for each n ∈ {10, 20, . . . , 100} and selecting and testing only
those instances whose MSTs contained points of degree 4 or 5. As such, the
number of instances tested for each n varied, with the number of instances
increasing as n increased. We give the number of instances tested for each n
in Table 1.
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Table 1: Number of uniform instances tested for δ = 3.

n Instances Tested
10 2
20 17
30 14
40 20
50 30
60 32
70 40
80 50
90 43
100 59
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Figure 22: Best performing algorithms in terms of weight for δ = 3 (uniform
instances).

From Figure 22, we see that FWLS-B, FWLS and BCLS performed sim-
ilarly, with BCLS slightly outperforming the other two. DNLS and 3-Prim’s
also had close performances with 3-Prim’s slightly outperforming DNLS for
most values of n but not for n = 100. Both DNLS and 3-Prim’s clearly
outperformed FWLS-B, FWLS and BCLS.
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Figure 23: Worst performing algorithms in terms of weight for δ = 3 (uniform
instances).

It can bee seen from Figure 23 that MHC performs well initially but
performs increasingly worse as n increases. The other algorithms perform
reasonably consistently with no clear stand outs other than surprisingly FLS
which performed the best in the group.
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Figure 24: Best performing algorithms in terms of bottleneck for δ = 3
(uniform instances).

The 3-Prim’s algorithm is the clear winner for bottleneck in Figure 24,
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achieving an average value consistently close to that of the MST. DNLS
also had a value close to the MST for n = 100, but with very variable
performances for the other values of n. MHC was the third best performer
with KRY and KRY-B each having very close performances.

10 20 30 40 50 60 70 80 90 100

1.5

2

2.5

3

3.5

n

A
ve

ra
ge

B
ot

tl
en

ec
k

L
en

gt
h

(a
s

ra
ti

o
of

M
S
T

b
ot

tl
en

ec
k

le
n
gt

h
)

FLS
FWLS

FWLS-B
BCLS

Figure 25: Worst performing algorithms in terms of bottleneck for δ = 3
(uniform instances).

All algorithms in Figure 25 perform similarly with BCLS being the best
performer in the group.
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11.3 Degree bound δ = 3: Special Instances
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Figure 26: Best performing algorithms in terms of weight for δ = 3 (special
instances).

DNLS and 3-Prim’s are the clear winners again for the special instances in
Figure 26, with DNLS performing slightly better in the end. The Chan3
and and KRY algorithms had fairly consistent performances with the perfor-
mances of BCLS and FWLS improving as n increased.
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Figure 27: Worst performing algorithms in terms of weight for δ = 3 (special
instances).
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The KRY-B and MHC algorithms had fairly close performances in Fig-
ure 27 and FWLS-B performed reasonably consistently.
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Figure 28: Best performing algorithms in terms of bottleneck for δ = 3
(special instances).

DNLS and 3-Prim’s once again outperformed the others in terms of bot-
tleneck as seen Figure 28 with DNLS again being the more variable of the
two algorithms. MHC was the third best performer with KRY and KRY-B
once again performing similarly for bottleneck.
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Figure 29: Worst performing algorithms in terms of bottleneck for δ = 3
(special instances).

The Chan3 algorithm was the clear best performer in Figure 29 with a
fairly consistent performance whilst the other algorithms seemed to worsen
in performance as n increased.

11.4 Degree bound δ = 4

Since points of degree 5 or more are very rare in MSTs of uniformly random
point sets in the plane, for δ = 4 , we only tested our special instances. The
results are shown below.

105



11 20 30 40 50 60 70 80 90 100
1

1.001

1.002

1.003

1.004

1.005

n

A
ve

ra
ge

T
ot

al
W

ei
gh

t
(a

s
ra

ti
o

of
M

S
T

w
ei

gh
t)

4-Prim’s
Chan4
DNLS

Figure 30: Best performing algorithms in terms of weight for δ = 4.

DNLS was the winner in Figure 30, followed by Chan4 (after n = 70) and
4-Prim’s, although all algorithms gave trees of similar weights to MSTs.
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Figure 31: Worst performing algorithms in terms of weight for δ = 4.

MHC was the winner of Figure 31, with FWLS and BCLS having similar
performances to each other.
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Figure 32: Best performing algorithms in terms of bottleneck for δ = 4.

All algorithms in Figure 32 had performances exceptionally close on aver-
age to the bottleneck values of the MSTs, with the Chan4 algorithm achieving
the bottleneck value of the MST in all instances (clearly the edges incident
to the nodes of degree 5 were not bottleneck edges).
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Figure 33: Worst performing algorithms in terms of bottleneck for δ = 4.

From Figure 33, it can be seen that the MHC algorithm perfomed con-
sistently well, whereas the performances of the other algorithms seemed to
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worsen as n increased.

12 Results Discussion

We will give a brief summary of results of each algorithm separately.

12.1 DT

For the total weight objective, the DT algorithm is fairly average in its perfor-
mance compared to the other algorithms tested for δ = 2. It was however, the
second best algorithm in terms of bottleneck, beaten only by the Cube2 ap-
proximation algorithm which has performance guarantees for the bottleneck
objective. The DT algorithm’s success in the bottleneck objective compared
to other algorithms could be due to the edge duplicating step not increasing
the length of the bottleneck edge. It is only during the short-cutting process
in which the bottleneck value can increase.

12.2 Christofides

Christofides algorithm performed similarly to FWLS-B for the min-sum ob-
jective, although both algorithms had a fairly average performance in com-
parison to the more successful algorithms. As expected, Christofides did
outperform DT, although not by much. In terms of bottleneck objective,
Christofides had a similar performance for n = 100 to 2Prim, MHC and DT,
although the performance of Chirstofides seemed to vary a lot more than
these other algorithms.

12.3 Cube2

For the bottleneck objective when δ = 2, this algorithm clearly outperformed
all other algorithms tested and was fairly consistent in performance. How-
ever, it was of the worst performing algorithms for total weight, which is not
hugely uprising as it was mostly intended as a bottleneck algorithm. Because
of its performance with the bottleneck objective and its time efficiency (see
Table 16), this makes it the most suitable for solving the Euclidean bottleneck
travelling salesman path problem.

12.4 KRY and KRY-B

Both these algorithms seemed to perform better relative to other algorithms
when given the special instances rather than uniform instances. This is
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likely due to the fact that the local search algorithms can perform a small
number of iterations when the feasibility error of an instance is low, whereas
the recursive local edge swap algorithms must iterate over the entire tree. As
would be expected, KRY-B outperformed KRY in bottleneck value (although
not by much), whereas KRY outperformed KRY-B for total weight. KRY
was outperformed by Chan3 in terms of total weight but the opposite seemed
to be the case for the bottleneck length. However, both KRY and KRY-B
were clearly outperformed by the DNLS and 3-Prim’s algorithms in both
criteria.

12.5 Chan3

Like KRY and KRY-B, this algorithm performed better on the special in-
stances than uniform instances. It outperformed the KRY algorithms in
total weight but not bottleneck, however it was beaten in both criteria by
DNLS and 3-Prim’s.

12.6 Chan4

This algorithm performed exceptionally well in terms of bottleneck value
on the special instances for δ = 4, achieving the MST’s value in all cases.
It was also the second best performer for total weight, beaten only by the
significantly more computationally expensive DNLS algorithm.

12.7 FLS

With the surprising exception of average total weight of uniform instances for
δ = 3, this algorithm was the clear worst performer in both criteria out of all
algorithms tested. This is to be expected since it is a search algorithm which
only takes feasibility error into consideration, not edge lengths of swapped
edges. As such, it was meant to be used merely as a benchmark to which the
other algorithms are compared.

12.8 FWLS and FWLS-B

Even though FWLS-B was intended as the bottleneck version of FWLS, it
only outperformed its counterpart in either criteria for the uniform instances
when δ = 3 in which it only slightly outperformed FWLS in bottleneck
length. FWLS had a similar performance in both criteria to BCLS although
was usually outperformed, with the exception being for bottleneck for δ = 2
in which FWLS was still outperformed by four other algorithms. With the
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exception of its performance with respect total weight for δ = 2, FWLS was
of the least effective algorithms for both criteria.

12.9 Bi-Criteria Local Search

As mentioned previously, BCLS performed similarly to FWLS in both ob-
jective criteria, although BCLS tended to do slightly better than FWLS. For
δ = 3 and 4, BCLS was always outperformed by DNLS and δ-Prim’s, however
it was the best performing algorithm in terms of total weight for δ = 2.

12.10 Diminishing Neighbourhood Local Search

With the exception of the total weight objective for δ = 2, in which it was
still competitive, DNLS was clearly the best performing of the local search
algorithms. It was the best performing algorithm (for n = 100) in terms of
total weight for δ = 3 (both sets of instances) and δ = 4, and the second
best performing algorithm for these degree bounds in terms of bottleneck
length. Its main competitor for performance was the δ-Prim’s algorithm
which it performed similarly to. One factor that sets DNLS apart from δ-
Prim’s however is running time (see tables 15, 21, 27, 33) as DNLS had the
longest running time of all algorithms, whereas δ-Prim’s was of the best (see
tables 16, 22, 28, 34). Another distinction is that while both algorithms were
overall fairly consistent their performance for the various values of n, DNLS
tended to be a slightly more variable in performance than δ-Prim’s.

12.11 δ-Prim’s

The δ-Prim’s algorithm was one of the better performing algorithms overall
for both criteria and the best performing algorithm (for n = 100) in terms
of bottleneck for δ = 3 (both sets of instances) and second best performing
for δ = 4. In addition, it was second only to the similarly performing DNLS
algorithm in terms of total weight for δ = 3, and third behind Chan4 and
DNLS for δ = 4. It was also one of the more time efficient algorithms among
those tested (see tables 16, 22, 28, 34).

12.12 MHC

For δ = 2, the MHC algorithm was among the worst performing algorithms
for total weight, but was very close to being the second best algorithm for
bottleneck length (for n = 100). For δ = 3, the algorithm was again outper-
formed by others in terms of total weight, but was third overall for bottleneck
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length for n = 100 behind the similarly performing DNLS and 3-Prim’s al-
gorithms. For δ = 4, the algorithm was fourth overall for n = 100 in terms
of both total weight and bottleneck length behind the 4-Prim’s, Chan4, and
DNLS algorithms. Overall, the algorithm seemed to perform relatively bet-
ter for the bottleneck objective compared to the total weight objective and
its performance in terms of total weight seemed to worsen as n increased.

13 Summary

There are many conclusions that one can infer from the results presented in
this chapter, some of which may motivate further investigation. One such
conclusion is that 2-E2MST problem has a significantly different structure to
the 3-E2MST and 4-E2MST problems (and similarly for the bottleneck ver-
sions). This is evidenced by the fact that the algorithms that were the best
performing when δ = 3 or 4 did not achieve the same success when δ = 2.
For instance, DNLS and δ-Prim’s consistently outperformed the other algo-
rithms in terms of weight for δ = 3 and 4, but were beaten by both BCLS and
FWLS when n = 100 for δ = 2. Typically, the BCLS and FWLS local search
algorithms were not among the better performing algorithms for δ = 3 and
4, and yet appear to be of the better options for accuracy in terms of total
weight for δ = 2. Also, whereas DNLS and δ-Prim’s were the best perform-
ing algorithms for δ = 3 and beaten only by the similarly performing Chan4
algorithm for δ = 4, both DNLS and 2-Prim’s were outperformed in terms
of bottleneck length for δ = 2 by MHC, DT and the Cube2 approximation
algorithm, none of which are edge swap algorithms. These results seem to
indicate that the algorithmic approach to solving the problem when δ = 2
should use different methodologies than the approach to solving the general
Euclidean bounded degree spanning tree problem. Furthermore, since it can
be seen that there is no algorithm that came close to outperforming all oth-
ers in both objective criteria for δ = 2, the results would indicate that the
approach to solving the bottleneck version of the problem should also be dif-
ferent to that of the conventional total weight version for this degree bound.

In terms of the total weight objective for δ = 2, no algorithm in particu-
lar seems to stand out among from the others, however the success of BCLS
and FWLS suggest that an edge swap local search approach may be an ap-
propriate methodology for solving the problem. However, for the 2-E2MBST
problem, the Cube2 algorithm quite clearly outperformed all others. Due to
it also being quite time efficient (see Table 16 in the appendix), the Cube2
algorithm appears to be suitable choice for practical use for the 2-MBST
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problem. Since the algorithm is relatively simple, it is possible that a more
sophisticated algorithm based upon similar principles could be developed in
the future.

Another observation that can be made is the difference in performance of
the approximation algorithms for δ = 3 (KRY, KRY-B, and Chan3) when
applied to the set of uniform instances compared to the set of special in-
stances. Whilst the approximations were among the worst performing in
terms of total weight for the uniform instances (even being worse than FLS),
they consistently managed to outperform the BCLS and FWLS algorithms
for the special instances. This is mostly likely due to the fact that the
approximation algorithms recursively apply edge swaps to the entire MST
rather than just the initial nodes of high degree. Since the uniform instances
have relatively small number of nodes of degree 4, this may be an inefficient
strategy compared to the local search algorithms which only perform edge
swaps that decrease feasibility error and thus would involve fewer edge swaps
overall. Since the special instances have many nodes of degree 4 and 5, these
local edge swap algorithms lose their advantage over the approximation al-
gorithms, which is reflected by the results.

An additional observation is that the δ-Prim’s algorithm was one of the
better performing algorithms for δ = 3 and 4, being the best performing
algorithm in terms of bottleneck for δ = 3 when n = 100. This result seems
almost counter-intuitive as the δ-Prim’s algorithm is merely a naive mod-
ification of Prim’s algorithm for the MST and lacks the sophistication of
some of the other approaches. This could be a consequence of the E2MST
sharing a large number of edges with an optimal 3-E2MST/3-E2MBST or
4-E2MST/4-E2MBST and may warrant further investigation.

The Chan4 algorithm happened to be the best performing algorithm for the
4-E2MBST problem. Whilst this may have some relation to the relatively
small approximation ratio of the algorithm, this result was also most likely
contributed to by the fact that the special instances for δ = 4 had that all
points of degree 5 were not incident to any edges of bottleneck length. As
such, the algorithm capitalised on this and was able to produce 4-MBSTs
whose bottleneck values were the same as that of the MST. It is still worth
noting that it was the only algorithm amongst those tested that was capable
of achieving this for every test instance.

Finally, the DNLS algorithm appeared to be a very successful algorithm
for δ = 3 and 4 as it was the best performing algorithm for n = 100 in terms
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of weight and competitive as a δ-E2MBST algorithm for both these degree
bounds. Whilst its time complexity was much greater than that of δ-Prim’s
and Chan4 and may make it impractical, it does demonstrate a successful
proof-of-concept of the diminishing neighbourhood approach and the idea of
generalising the recursive edge swap algorithms through similar means. It
would certainly be worth investigating in future in order to find a modifica-
tion of DNLS or another realisation of its polyhedral description that is more
time efficient, as the current results look promising.
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Chapter IV

Degree Bounded Bottleneck
Spanning Trees in Three
Dimensions
In this chapter, we analyse the δ-MBST problem in 3-dimensional Euclidean
space, which we denote as the δ-E3MBST problem, and in 3-dimensional rec-
tilinear space, which we denote as the δ-R3MBST problem. We show that
the δ-E3MBST and δ-R3MBST problems are NP-hard for δ = 4, 5 and we
provide inapproximability results for these cases. We describe new approxi-
mation algorithms that are simple extensions of the constant factor approx-
imation algorithm of Khuller et al. [45] to 3-dimensional space. We then
analyse the performance of these algorithms by attempting to find instances,
through both analytic and experimental means, for which the algorithms
perform at their worst-case accuracy. We also describe more sophisticated
extensions of algorithm of Khuller et al., for which we provide similar analyses
of performance.

14 Hadwiger Number

Let C be a convex body (compact convex set with non-empty interior) in Rd.
The Hadwiger number [76] (also sometimes referred to in the literature as the
kissing number) H(C) is the maximum number of mutually non-overlapping
copies of C that can be arranged to touch C. The strict Hadwiger number
H∗(C) is defined similarly, with the further restriction that all the copies of
C are pairwise disjoint. For example, if B2 is the unit disc in the Euclidean
plane, it is known that H(B2) = 6 and H∗(B2) = 5.

Let δ(v) denote the degree of a vertex v, and for a tree T = (V,E), let
δ(T ) = max{δ(v) : v ∈ V }. For a finite set of points S in a metric
space, let δ+(S) = max{δ(T ) : T is a minimum spanning tree of S}, and
let δ(S)− = min{δ(T ) : T is a minimum spanning tree of S}. For a metric
space M , let δ+(M) = max{δ+(S) : S ⊂ M,S is finite}, i.e., δ+(M) is the
maximum possible degree that any vertex in an MST of a set of points in
M can achieve. Similarly, let δ−(M) = max{δ−(S) : S ⊂ M,S is finite},
i.e., δ−(M) is the smallest constant c, such that any finite point set in M
has a spanning tree with maximum degree at most c. For example, for the
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Euclidean plane, which we denote by E2, it is well known that δ+(E2) = 6
and that δ−(E2) = 5 [57], hence it can be seen that δ+(E2) = H(B2) and
δ−(E2) = H∗(B2). For any d-dimensional Minkowski space Xd with unit ball
B, Cieslik [18] has shown that δ+(Xd) = H(B) and Martini and Swanepoel
[55] have shown that δ−(Xd) = H∗(B).

Since we are focusing on three dimensional Euclidean space, which we de-
note by E3, and three dimensional rectilinear space, which we denote by
R3, we need only consider the Hadwiger numbers of the 3-dimensional Eu-
clidean unit sphere B3 and the 3-dimensional rectilinear unit octahedron
O3. It is well known that H(B3) = H∗(B3) = 12, thus we can conclude
that δ+(E3) = δ−(E3) = 12. A corollary of this is that any MST is a δ-MST
when δ ≥ 12, and that there exists a point set S in E3 for which all minimum
spanning trees contain a vertex of degree 12. For example, let S contain the
origin and all vertices of a regular icosahedron centred at the origin, then S
will have a unique spanning tree in which the vertex at the origin has degree
12.

Let δ-E3MST denote the δ-MST problem in E3. Since we can find an MST
in polynomial time, we can conclude the following.

Theorem 12. The δ-E3MST problem can be solved in polynomial time when
δ ≥ 12.

For O3 and R3, it has been shown that H(O3) = 18 (see [68, 75, 50]) and
that 13 ≤ δ−(R3) ≤ 14 [68].

15 Complexity of the δ-E3MST Problem

In this section we present computational complexity results for the δ-E3MBST
and δ-R3MBST problems for some specific cases of δ. Our results extend the
complexity results for the δ-E2MBST and δ-R2MBST problems provided in
Section 4.1 into three dimensions. The technique used in Section 4.1 was to
transform results for the the δ-E2MST problem into complexity results for
the bottleneck version of the problem. In keeping with this method, we will
first start with the complexity results for the δ-E2MST problem and extend
them to three dimensions before transforming the results into complexity
proofs for the bottleneck version.

Recall that the 2-E2MST problem is equivalent to the Euclidean Travelling
Salesman Path problem, which is known to be NP-hard [60, 30]. Also recall

115



that Papadimitriou and Vazirani [62] have proven that δ-E2MST problem
is NP-hard for δ = 3, and Francke and Hoffman [27] have proven that the
problem is NP-hard for δ = 4. Thus the δ-E2MST problem is NP-hard for
δ ∈ {2, 3, 4} and hence the δ-E3MST problem is NP-hard for these values of
δ since 2-dimensional Euclidean space is a subset of 3-dimensional Euclidean
space. To extend the results to the next highest dimension, we will modify
the grid graph approach of Papadimitriou and Vazirani.

Recall that a grid graph is defined to be any finite connected vertex-induced
subgraph of the infinite 2-dimensional grid embedded in the plane so that
the vertices are at integer coordinates and vertices are adjacent if and only if
they have unit distance from each other. We have the following result used
by Papadimitriou and Vazirani [62].

Theorem 13. The Hamiltonian path problem for 2-dimensional grid graphs
with maximum degree 3 is NP-complete.

By extending the approach used in [62], we can obtain the following result.

Theorem 14. The 5-E3MST problem is NP-complete.

Proof. Suppose we are given a connected grid graph G = (V,E) with maxi-
mum degree 3, where we will assume that |V | ≥ 2. Since G is a grid graph,
all its edges have unit length under the Euclidean metric. We perform a
2-colouring of G so that the vertex set V is partitioned into a set of black
vertices B and white vertices W such that E ⊆ B×W (this is possible since
grid graphs are bipartite). For each node v ∈ V , we add a “pseudo node”
u that is a small distance away from v at direction leading towards missing
neighbours of v (there will always be such a direction since the degree of v is
at most 3, whereas the maximum degree in a grid graph is 4). If v is a black
vertex, then we let u be a distance of ε from v and refer to these nodes as
black lateral pseudo nodes ; otherwise we let u be a distance of δ from v and
refer to the nodes as white lateral pseudo nodes, where 0 < δ < ε < 2−

√
2

2
< 1.

Thus, any two black lateral pseudo nodes have distance of least
√

2(1−ε) > 1
from each other, any two white lateral pseudo nodes have distance of least√

2(1 − δ) > 1 from each other, and each black lateral pseudo node has a
distance of at least

√
(ε− δ)2 + 1 > 1 from every white lateral pseudo node.

In addition to these pseudo nodes, we also add two pseudo nodes w1 and
w2 to each vertex v which we will add above and below v, assuming the
grid graph G lies on the x-y plane in 3-dimensional space. If v is a black
vertex, then we place w1 directly above v at a distance of ε′ away from v
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and refer to it as a black upper pseudo node, and we place w2 at a distance
of ε′ directly below v and refer to it as a black lower pseudo node, where√

1− ε2 < ε′ < 1. If v is a white vertex, we place w1 and w2 directly above
and below v at a distance of δ′ from v, where

√
1− δ2 < δ′ < 1 and δ′ > ε′.

Observe that ε′, δ′ >
√√

2− 1
2
. Thus any two upper pseudo nodes have a

distance of at least
√

(δ′ − ε′)2 + 1 > 1 from one another (and similarly for
lower pseudo nodes) and the distance between an upper pseudo node and

a lower pseudo node is at least 2
√√

2− 1
2
> 1. Furthermore, the distance

between a black upper (lower) pseudo node and a black lateral pseudo node

is at least
√
ε′2 + ε2 > 1, and similarly, the distance between a white upper

(lower) pseudo node and a white lateral pseudo node is at least
√
δ′2 + δ2 > 1.

Let U be the set of pseudo nodes. Let n = |V | and let nW and nB be
the number of black and white lateral pseudo nodes respectively. Let nW

′

be the number of white upper and lower pseudo nodes, and let nB
′ be

the number of black upper and lower pseudo nodes. We now show that
G has a Hamiltonian path if and only if there is a spanning tree S on
the set of points V ∪ U with a maximum degree of 5, such that w(S) ≤
n − 1 + δnB + 2δ′nB

′ + εnW + 2ε′nW
′, where w(S) denotes the sum of the

lengths of the edges in S. If G has Hamiltonian path, then for each vertex
v ∈ V , we can add the edges (v, u), (v, w1), (v, w2) to the path, where u,w1, w2

are the lateral pseudo node, upper pseudo node, and lower pseudo node of v
respectively, to give a spanning tree S with a maximum degree of 5, and with
weight w(S) = n − 1 + δnB + 2δ′nB

′ + εnW + 2ε′nW
′. Conversely, suppose

that we have a spanning tree T on the points V ∪U with a maximum degree
of 5, and with weight w(S) ≤ n−1+δnB +2δ′nB

′+ εnW +2ε′nW
′. Note that

the only edges whose lengths are strictly less than 1 are edges between the
vertices in V and their respective pseudo nodes in U . Since the only edges
of unit length are those between adjacent vertices in G, and since all other
edges have lengths strictly greater than 1, we can conclude that T consists
only of the edges from E and the edges (v, u), (v, w1), (v, w2) between the
points v ∈ V and their respective pseudo nodes in U , since the total weight
of these edges is n − 1 + δnB + 2δ′nB

′ + εnW + 2ε′nW
′ and these are the

(n + nB + nB
′ + nW + nW

′ − 1) shortest edges. In this case, we can remove
the edges (v, u), (v, w1), (v, w2) from T and we are left with a Hamiltonian
path in G. Thus, there is a spanning tree S on the set of points V ∪ U with
a maximum degree of 5, where w(S) ≤ n− 1 + δnB + 2δ′nB

′ + εnW + 2ε′nW
′

if and only if G has a Hamiltonian path. This completes the proof.

We can now use this result to establish complexity results for the bottle-
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neck version of the problem. It has already been shown in Section 4.1 that
the 2-E2MBST and 3-E2MBST problems are NP-complete, hence it follows
immediately that the 2-E3MBST and 3-E3MBST problems are NP-complete
as well. The proof of the previous theorem implies the following results.

Theorem 15. The 5-E3MBST problem is NP-complete.

Proof. Given a grid graph G, perform the same construction with pseudo
nodes as in the proof of Theorem 14 to obtain the point set P . We claim
that P has a spanning tree of maximum degree 5 whose longest edge is of
unit length if and only G has a Hamiltonian path. If G has a Hamiltonian
path, then this path is a tree with a bottleneck value of 1. We can then add
the edges (v, u), (v, w1), (v, w2) between nodes and their respective pseudo
nodes to extend the tree to a spanning tree. This will produce a spanning
tree with a maximum degree of 5 and a bottleneck value of 1, since none
of the edges between nodes and their respective pseudo nodes have a length
greater than 1. Now suppose that P has a spanning tree T with maximum
degree 5 and unit bottleneck value. Note that the only edges whose lengths
are strictly less than 1 are those between nodes and their respective pseudo
nodes. All edges of unit length are between adjacent nodes in G. Hence we
can conclude that T consists of edges of G and edges (v, u), (v, w1), (v, w2)
between nodes and their respective pseudo nodes. If we remove the edges
(v, u), (v, w1), (v, w2) for each node v, then the resultant tree we are left with
is a Hamiltonian path for G. Hence the result is proven.

Theorem 16. The 4-E3MBST problem is NP-complete.

Proof. This proof is the same as the proof of Theorem 15, only we add 2
pseudo nodes to each node of G instead of 3; a lateral pseudo node and an
upper pseudo node. Hence, adding the edges (v, u), (v, w1) to a Hamiltonian
path of G produces a spanning tree of maximum degree 4 instead of 5.

As was the case for the complexity result for the 3-E2MBST in Section 4.1,
we can also establish inapproximability results as a corollary.

Corollary 3. For δ = 4, 5, the δ-E3MBST problem cannot be approximated
in polynomial time within a constant factor less than 1.0009 unless P=NP.

Proof. The arguments for the case in which δ = 4 are the same for when
δ = 5 (we simply remove the lower pseudo nodes when δ = 4), so we will
assume for simplicity that δ = 5. Suppose we had an algorithm A that could
approximate the problem within a constant factor c in polynomial time. This
means that if we were given an instance of the problem whose optimal bot-
tleneck length is L, then if we performed A on the same instance, it would
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yield a solution with a bottleneck value no worse than cL. If we applied
A on set of points V ∪ U that we constructed in the proof of Theorem 15,
with feasible values for ε, δ, ε′, δ′, then the algorithm would return a value
k ≥ 1. Let ε = 0.292249, δ = ε

2
= 0.1461245, ε′ = 2−ε2

2
≈ 0.95729526,

and δ′ = 0.9999999, where ε, δ, ε′ and δ′ were chosen so as to make certain
distances between pairs of pseudo nodes approximately equal.

Note that the distance between any two black lateral pseudo nodes is at
least

√
2(1− ε) ≈ 1.00091,

the distance between any white lateral pseudo node and any black lateral
pseudo node is at least √

(ε− δ)2 + 1 ≈ 1.01062,

and the distance between a white lateral pseudo node and an original black
node is at least

√
1 + δ2 ≈ 1.01062.

In addition, the distance between an upper (lower) black pseudo node and a
lateral black pseudo node is at least√

ε′2 + ε2 ≈ 1.00091,

the distance between an upper (lower) white pseudo node and a lateral white
pseudo node is at least √

δ′2 + δ2 ≈ 1.01062,

and the distance between an upper (lower) black pseudo node and an upper
(lower) white pseudo node is at least√

(δ′ − ε′)2 + 1 ≈ 1.00091.

Hence, if k < 1.0009, then k must equal 1 since no pair of points in
V ∪ U have a distance that lies in the open interval (1, 1.0009). Hence, if
c < 1.0009, we could use our approximation algorithm to determine if G
has a Hamiltonian path in polynomial time. Thus if P 6= NP, we must have
c ≥ 1.0009.
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We also consider the complexity of the rectilinear version of the problem.
As in the case of the Euclidean version, it has already been shown in Sec-
tion 4.1 that the 2-R2MBST and 3-R2MBST problems are NP-complete,
hence it follows that the 2-R3MBST and 3-R3MBST problems are NP-
complete. To establish complexity results for the cases in which δ is equal to
4 and 5, we can use the same approach as in the Euclidean versions.

Theorem 17. The δ-R3MBST problem is NP-complete for δ ∈ {4, 5}. Fur-
thermore, the problem cannot be approximated in polynomial time within a
constant factor less than 6

5
= 1.2 unless P=NP.

Proof. Once again, we will just consider the δ = 5 case since the arguments
for the δ = 4 case are identical, with the exception of not using lower pseudo
nodes. Given a grid graph G, perform the same construction with pseudo
nodes as in the proof of Theorem 15 to obtain the point set P . However,
this time we will set ε = 2

5
, δ = 1

5
, ε′ = 4

5
, δ′ = 1 −∆, where ∆ > 0 is some

arbitrarily small number, no bigger than say 0.01.

Now note that the distance between any two black lateral pseudo nodes
is at least

2(1− ε) =
6

5
,

the distance between any white lateral pseudo node and any black lateral
pseudo node is at least

(ε− δ) + 1 =
6

5
,

and the distance between a white lateral pseudo node and an original black
node is at least

1 + δ =
6

5
.

In addition, the distance between an upper (lower) black pseudo node and a
lateral black pseudo node is at least

ε′ + ε =
6

5
,

the distance between an upper (lower) white pseudo node and a lateral white
pseudo node is at least

δ′ + δ =
6

5
−∆,
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and the distance between an upper (lower) black pseudo node and an upper
(lower) white pseudo node is at least

(δ′ − ε′) + 1 =
6

5
−∆.

Hence, we can use the arguments of Theorem 15 to conclude that the
problem is NP-complete. Furthermore, suppose we had an algorithm A that
could approximate the problem within a constant factor c in polynomial time,
and that A returned a value of k when given the set of constructed points as
input. If k < 6

5
−∆, then k must equal 1 since no pair of points in V ∪U have

a distance that lies in the open interval (1, 6
5
−∆). Hence, if c < 6

5
, then for

a sufficiently small choice of ∆, we could use our approximation algorithm
to determine if G has a Hamiltonian path in polynomial time. Thus if P 6=
NP, we must have c ≥ 6

5
.

Since 3-dimensional grid graphs have a maximum degree of 6, we cannot
extend this pseudo node approach to higher values of δ without significant
alterations to the structure of the proof. It is possible that the approach of
Francke and Hoffman [27] may be extended to three dimensions, however it
is an open problem of how to convert their min-sum result into a bottleneck
result.

16 Approximation Algorithms for the δ-E3-

MBST Problem

In this section we describe ways of extending Khuller, Raghavachari, and
Young’s algorithm for the 3-E2MST [45], which we refer to as the KRY algo-
rithm, to algorithms for the δ-E3MBST problem. Recall from Section 4.2.2
that the KRY algorithm starts with a rooted MST T for the input point set
in the Euclidean plane, which it proceeds to process recursively, performing
local edge swaps whenever the current root node has a degree exceeding 3.
The edge swaps themselves are applied in the following manner. If v is the
current root of T with children v1, v2, . . . , vk, then the edges (v, v2), . . . , (v, vk)
are replaced by a path through the vertices v1, v2, . . . , vk. The algorithm is
then applied recursively to each of the subtrees rooted at v1, v2, . . . , vk in
turn, which we denote by Tv1 , Tv2 , . . . , Tvk respectively. See Figure 11 for an
illustration. The edges from the root node v to the children are replaced
by a path through the children starting at v, however this path may not be
unique. To adapt this algorithm to the MBST problem, we assume that the
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Figure 34: An example of an MST in which the bottleneck value of the KRY
algorithm’s output will be twice that of the MST no matter which vertex is
chosen as the initial root vertex. Distances between adjacent nodes in the
MST are assumed to be equal.

paths chosen are those that minimise the length of the longest edge in the
path.

It was shown in Section 4.2.2 that the KRY algorithm is a 2-factor ap-
proximation algorithm for the 3-MBST problem in arbitrary metric spaces,
hence we can conclude that it is a 2-factor approximation algorithm for the
3-E3MBST Problem. One can see that this bound is tight when given an
MST such as that of Figure 34, which is an MST with a maximum degree
of 4 in which all edges are of equal length. In this MST, no matter which
vertex is chosen as the initial root vertex, the algorithm will arrive at a local
subtree with two children in which the root vertex v and its children v1 and
v2 are collinear, with v between v1 and v2. In this situation, the algorithm
will swap in the edge (v1, v2) whose length is equal to the sum of the lengths
of (v, v1) and (v, v2), i.e., twice the bottleneck length.

As it stands, this algorithm is only suited to the δ-MBST problem when
δ = 3 since it cannot guarantee a resultant tree whose maximum degree is at
most 2, and it will always produce a tree whose maximum degree is at most
3, even if our degree bound allows for larger degrees.

There are multiple ways one could extend the approach of the KRY algo-
rithm to higher values of δ. The simplest of these ways is merely to change
the minimum number of children a given root vertex must have before an
edge swap can take place, whilst maintaining the current form of the edge
swaps, i.e., creating a path through the children. Currently, a root vertex v
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must have at least two children, v1 and v2, before an edge swap takes place
(i.e., (v1, v2) replaces either (v, v1) or (v, v2)). In this way, the resultant tree
is guaranteed to have a maximum degree of no more than 3. If we relax this
condition so that the edge swaps are only performed when the current root
node has a degree of δ − 1 or higher, then the tree output by the algorithm
will have a maximum degree of no more than δ. We refer to such an algorithm
as the naive KRY algorithm for the δ-MBST, or δ-NKRY for short. Here
the term naive refers to the choice of always using a path through the chil-
dren as the edge swaps, which results in the root vertex having a degree no
more than 3 as per the original KRY algorithm, even though we are allowed
to have vertices of higher degree. In this way, the usual KRY algorithm is
the 3-NKRY algorithm. We describe the δ-NKRY algorithm in Algorithm 14.

Algorithm 14 : δ-NKRY

Input: A rooted tree T over a point set P with root v and a partially built
solution T ∗.

if v has at least one child
Let the children of v be v1, . . . , vk, where k is the number of children of v,
such that maxi∈[1,k−1]w(vi, vi+1) is minimum if k > 1.
Add the edge (v, v1) to T ∗

Perform Algorithm 14 with T := Tv1 as input.
if k ≥ δ − 1

for i = 1, . . . , k − 1
Add the edge (vi, vi+1) to T ∗

Perform Algorithm 14 with T := Tvi+1
as input.

16.1 Performance Ratio of the δ-KRY Algorithm

In order to analyse the worst case performance ratio of the δ-NKRY algo-
rithm for the δ-E3MBST problem, we wish to characterise the instances in
E3 for which the algorithm yields the worst performance. Since the δ-NKRY
algorithm uses local edge swaps and does not swap out edges that were
swapped in at an earlier stage of the algorithm, we need only characterise
instances which yield the worst performance in a single iteration of the algo-
rithm, where an iteration involves edge swaps incident to a given root node.
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In other words, we need only find a star which gives the worst performance
for the algorithm, where a star is an MST that contains only a single root
vertex and its children.

Let P be a set of points in Rd. Let T be an MST of P rooted at a ver-
tex v, and let v1, . . . vk be the children of v, where k ∈ N. In this way,
we can think of v and its children as a star with v as the centre vertex.
Due to the geometry of the MST in Rd, the arrangement of points in such a
star can be seen to have a particular structure, which we will illustrate below.

Consider the convex hull of the vertices of the star. It was shown in [45]
that when d = 2, the convex hull of {v, v1, . . . , vk} would contain each of the
children {v1, . . . , vk} on its boundary (v may or may not be an interior point
of the convex hull depending on the arrangement of the star). This fact is a
consequence of the following result given in [45].

Lemma 11. Let AB and BC be two edges incident to a point B in an MST
of a set of points in Rd. Then

• ∠ABC ≥ 60◦,

• ∠BAC,∠BCA ≤ 90◦.

We now use the previous lemma to extend the result about convex hulls
to higher dimensions.

Lemma 12. Let T be an MST of a set of points in Rd. Let v be the root of T
and let v1, . . . vk be the children of v. Then the convex hull of {v, v1, . . . , vk}
contains every point in {v1, . . . , vk} on its boundary.

Proof. The statement is trivially true when k ≤ 2, so we will assume that
k ≥ 3. In order to treat the points v, v1, . . . , vk as vectors, we will also assume
that the points have been translated so that v lies at the origin in Rd. Let
C be the convex hull of {v, v1, . . . , vk}. Suppose there exists a point x in
{v1, . . . , vk} that lies in the interior of C. Let x′ be the unique point on the
boundary of C that is obtained by scaling x in the positive direction. Clearly
x′ /∈ {v1, . . . , vk} by Lemma 11 considering the edges (v, x) and (v, x′). Let
vi, vj be two points in {v, v1, . . . , vk} such that vi, vj and x′ all lie on the same
facet of C. Let θ1 = ∠(v, x, vi) and θ2 = ∠(v, x, vj).

Let P be the unique plane which passes through vi, vj and v. Let y be
the projection of x onto P , an let y′ be the projection of x′ onto P . Hence
v, vi, vj, y, y

′ are coplanar, and vi, y
′, vj are collinear. The polygon on P given
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by (v, vi, y
′, vj) will be a triangle, and the polygon on P defined (v, vi, y, vj)

will be non-convex (see Figure 35). In particular, the interior angle of y in
the non-convex polygon will be greater than 180◦. Since this angle is also the
sum of the angles given by ω1 = ∠(v, y, vi) and ω2 = ∠(v, y, vj), this implies
that one of the angles ω1, ω2 is greater than or equal to 90◦. However, we
have that θ1 ≥ ω1 and θ2 ≥ ω2 since y is a projection of x onto the plane
defined by vi and vj. Hence one of the angles θ1, θ2 is greater than or equal
to 90◦, which contradicts Lemma 11.

vi

vj

v

!2!1

y

y
0

Figure 35: An example of the points and angles described by Lemma 11.

To simplify the analyses of our algorithms, we will only consider the
cases in which the children of a given root vertex v are all equidistant from
v. We are able to restrict our cases to this specification since the ratios
obtained under this assumption are an upper bound to the ratios that would
be obtained otherwise. This is due to the following lemma.

Lemma 13. Let x,y and z be the lengths of edges of a triangle with x ≤ y,
and the angle between the sides of x and y is θ ≥ 60◦. If θ and y are fixed,
and if the rule x ≤ y must be maintained, then z is maximised when x = y.

Proof. Using the cosine rule,

z2 = x2 + y2 − 2xy cos(θ).

Using calculus, we can see that the function f(x) = z2 is convex so the
maximum value of the function will occur at either x = 0 or x = y, assuming
x ∈ [0, y]. We have that f(0) = y2 and f(y) = 2y2(1 − cos(θ)). If we have
that f(0) > f(y), then

y2 > 2y2(1− cos(θ)),

⇒ 1 > 2− 2 cos(θ),
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⇒ cos(θ) >
1

2
,

which is a contradiction since 60◦ ≤ θ ≤ 180◦. Hence f(x) is maximised
when x = y.

Let V be a set of vertices in a metric space and let v ∈ V . We define the
optimal bottleneck TSP-path through V starting at v as the path P such that
P visits all vertices of V , v is an endpoint of P , and the length of the longest
edge of P is minimum, and we let bv(V ) denote the length of the longest edge
in P . Also for simplicity, we will say that a star is valid if it does not contain
a pair of children that form an angle less than 60◦ with the root vertex. In
order to justify our assumption that the children are equidistant from the
root vertex v in the worst case, we apply Lemma 13 in the following theorem.

Theorem 18. Let S be a valid star with root vertex v and children C =
{v1, . . . , vk}. Let lmax be the maximum distance d(v, vi) for i ∈ {1, . . . , k} and
let P be the optimal bottleneck TSP-path through {v, v1, . . . , vk} that starts
at v. Then there exists a valid star S ′ with root vertex v and children C ′ =
{v′1, . . . , v′k} such that d(v, v′i) = lmax for i ∈ {1, . . . , k}, and bv(C

′) ≥ bv(C).

Proof. Let v1, . . . , vk be the children of v, where k ≥ 2, and let P be the
optimal bottleneck TSP-path as defined in the theorem. If not all children
are equidistant from v, then there exists one or more children of distance
lmax from v, and there exists one or more children whose distances from v are
strictly less than lmax. Let V be the set of children whose radial distances
from v are lmax. Let l be maximum radial distance of any child such that
l < lmax, i.e., l is the second largest radial distance, and let U be the set of
children whose radial distances are l. Let W be the set of remaining children
that are in neither V nor U . Simultaneously scale all radial distances of all
the vertices in U so that their radial distances become lmax and let P ′ be
the optimal bottleneck TSP-path for this modified set of children. We claim
that the longest edge in P ′ is no shorter than the longest edge in P . To
see this, first note that for any pair of vertices (w, u) where w ∈ W and
u ∈ U , the radial distances of the vertices in U were strictly greater than
those in W before the scaling, so by the cosine rule, d(w, u) will increase
after the scaling. Also, for any pair of vertices (v, u) where v ∈ V and u ∈ U ,
Lemma 13 implies that d(v, u) will not decrease after the scaling. Since the
distances between all other pairs of vertices will either remain the same or
increase, we can conclude that it is impossible for P ′ to have a bottleneck
length strictly less than that of P without contradicting the optimality of
P . By repeating this process, we can conclude that if we scale the radial
distances of all children so that they were of distance lmax from v, then the
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optimal bottleneck TSP-path P̂ through v and all the children in this scaled
set, where P̂ starts at v, would have a bottleneck value that was greater than
or equal to that of P .

Therorem 18 can be used to restrict the types of instances that need to
be considered when attempting to find an instance for which the algorithm
yields a large performance ratio. Given a value for δ, in order to obtain a
lower bound for the approximation factor for the δ-NKRY algorithm in three
dimensions, we would need only find a way of arranging δ − 1 points on the
surface of a unit sphere, where no pair of points produces an angle less than
60◦ with the centre of the sphere, such that the value of the solution to the
Euclidean bottleneck TSP-path problem for the points is maximised. The
bottleneck value of this path will give the lower bound for the worst case per-
formance ratio. In this way, we will attempt to produce stars that yield the
worst possible performance ratio for the algorithm, where the center of the
sphere is the root vertex and the children are the points on the surface of the
sphere. For the remainder of this section, we aim to find these worst case ar-
rangements of k points on the sphere for the various values of k ∈ {2, . . . , 10}
as these would provide lower bounds for the worst case performance of the
(k + 1)-NKRY algorithm.

16.2 Worst Case Ratio for the 3-NKRY Algorithm (2
Children)

As mentioned previously, it is known that the 3-NKRY algorithm is a 2-factor
approximation algorithm in any metric space. The arrangement of points on
the surface of a unit sphere that produces this result is the arrangement in
which the two children are polar opposite, as seen in Figure 36. Thus, given a
root vertex at the centre of a unit sphere with two children at opposite poles
of the sphere, the KRY algorithm will replace one of the unit radii between
the root and a child with the diameter length edge between the two children,
hence we will obtain a performance ratio of 2 for this star. Note that it is
not possible to position two points on the surface of a unit sphere so that
the distance between the points is larger than 2.

16.3 Worst Case Ratio for the 4-NKRY Algorithm (3
Children)

To analyse this algorithm, we aim to find an arrangement of 3 points on the
surface of the unit sphere such that minimum bottleneck value of all paths
through these 3 vertices is maximised, where no pair of vertices produce an
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2

Figure 36: The worst case arrangement of 2 points on a unit sphere.

angle less than 60◦ with the centre (i.e., every vertex has a distance of least
1 from every other vertex). We find such an arrangement in the following
theorem.

Theorem 19. The 4-NKRY algorithm has an approximation factor of at
least 1.931 for the 4-E3MBST problem.

Proof. Suppose we had an arrangement of 3 points as described above. Let P
be a path through the vertices that gives the minimum bottleneck value. Let
v1 be a point on this sphere that is incident to a longest edge in P . We will
assume without loss of generality that v1 is on the north pole of the sphere.
Let v2 and v3 be the remaining vertices. Then the bottleneck edge of P is the
smaller of the two edges (v1, v2) and (v1, v3). Observe that v2 and v3 must
be equidistant from v1, since if this were not the case, we could rotate v2
and v3 around the surface of the sphere, in the direction of the arc between
v2 and v3, so that the smaller of d(v1, v2) and d(v1, v3) is increased whilst
keeping the length of d(v2, v3) fixed, which contradicts the maximality of the
arrangement. Hence we conclude that d(v1, v2) = d(v1, v3). These lengths
are maximised when v1, v2 and v3 lie on a common circle of radius 1 which
will contain the south pole. Hence d(v1, v2) and d(v1, v3) are maximised when
v2 and v3 are as close together as possible on the southern part the circle,
i.e., d(v2, v3) = 1. Figure 37 shows the worst case arrangement for which one
can use trigonometry to establish that the bottleneck length of the path is
sin 75◦

sin 30◦
=
√
2+
√
6

2
≈ 1.931. Hence we conclude that 4-NKRY algorithm has an

approximation factor of at least 1.931 for the 4-E3MBST problem.

16.4 Worst Case Ratio for the 5-NKRY Algorithm (4
Children)

Analysing the worst case arrangement of 4 points is slightly more difficult
than with 3 points as there are more cases to consider. The details are
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v1

v2 v3

1:93185

1

Figure 37: The worst case arrangement of 3 points on a unit sphere.

presented in the following theorem.

Theorem 20. The 5-NKRY algorithm has an approximation factor of at
least 1.906 for the 5-E3MBST problem.

Proof. As in the proof of Theorem 19, we assume we have a set of points
that are in an arrangement such that the bottleneck value of the minimum
bottleneck path P through the points is maximised. Let v1 be a vertex on the
north pole incident to the bottleneck edge, and let v2, v3, v4 be the remaining
vertices. First, consider the case where v1 is an endpoint of P . Intuition
would suggest that v2, v3 and v4 are on the surface of the southern hemi-
sphere as far away from v1 as possible. Consider the plane containing v2, v3
and v4. If v1 is also on this plane, then v1, v2, v3 and v4 are co-circular and
we can use similar arguments to those of the previous section to justify the
possible arrangement of points as in Figure 38 with a minimum bottleneck
value of

√
3, where v3 is on the south pole with a distance of 1 from v1 and

v2 which are either side of v3.

v1

v2

v3

v4

1:73205

1 1

Figure 38: An arrangement of 4 points on a unit sphere such that the mini-
mum bottleneck path length is

√
3.

If v1 is not co-planar with v2, v3 and v4, then consider the geodesic triangle
of v2, v3 and v4 formed by the geodesics between the vertices on the surface
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of the sphere. If the south pole does not lie in the interior or boundary of
the triangle, then we could rotate the triangle around the sphere towards the
south pole to increase the distance between v1 and all other points, contra-
dicting the maximality of the arrangement. If v2, v3 and v4 are co-linear on
the surface of the sphere, then we can use similar arguments as in the previ-
ous section to arrive at the possible arrangement in Figure 38. Assume that
v2, v3 and v4 are not co-linear so that the geodesic triangle of v2, v3 and v4 on
the surface of the sphere has non-zero area and assume that the south pole
lies in the triangle’s interior. If any single point of the triangle can be moved
towards the centre whilst keeping the other points fixed, then such a move
would not decrease the minimum bottleneck value of the arrangement, so we
will assume that the vertices are too close together to allow such a movement.
Hence there is a vertex of the triangle that is of unit distance from the other
two vertices in the triangle, and so the bottleneck edge will be between v1
and its closest neighbour in the triangle. If the plane containing v2, v3 and
v4 is not parallel to the tangent plane to the sphere at v1, then it would be
possible to rotate the triangle around the surface of the sphere in such a way
as to increase the distance between v1 and its nearest neighbour, which is a
contradiction. The only possibility for this arrangement is with the triangle
being equilateral with the south pole at its centre, shown in Figure 39. This
yields a bottleneck value of approximately 1.906.

v1

v2
v3

v4

1.90604

1

1

Figure 39: An arrangement of 4 points on a unit sphere such that the mini-
mum bottleneck path length is 1.906.

Finally, we will consider the case that v1 is not an endpoint of the path
and that it is also incident to an edge of the path whose length is strictly
less than the bottleneck value. Let the path P be (v2, v1, v4, v3). Due to
symmetry, we also assume that the length of (v4, v3) is less than the bottle-
neck value, otherwise we could use similar reasoning to the previous case.
In this way we can partition the vertices into sets {v1, v2}, {v3, v4} with the
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bottleneck edge going between sets. Since both d(v1, v2) and d(v3, v4) are less
than the bottleneck value, the length of the bottleneck edge is the minimum
distance between the two sets. Hence the two sets must be as far from one
another as possible and the maximum distance will occur when the edges
(v2, v1) and (v4, v3) are parallel and when d(v1, v2) = d(v3, v4) = 1. The
optimal arrangement in this case is given by Figure 40 and has a minimum
bottleneck value of

√
3.

v1

v2

v3

v4

1:73205

1

1

Figure 40: An alternate arrangement of 4 points on a unit sphere such that
the minimum bottleneck path length is

√
3.

Thus the arrangement that gives the maximum bottleneck value for the
optimal bottleneck path is the one in which the vertices form a pyramid with
an equilateral triangle base and we conclude that approximation factor of
the 5-NKRY algorithm for the 5-E3MBST problem is at least 1.906.

16.5 Worst Case Ratio for the δ-NKRY Algorithm for
δ = 6, 7, 8

For the cases with 5 or more children, we will not use analytic techniques to
establish proofs of the worst case ratios of the δ-NKRY algorithm due to the
complexity of the problem. Instead, we opt for computer search techniques
in order find configurations of points experimentally. Whilst the numbers
we obtain through our experiments are not confirmed analytically as abso-
lute worst case ratios, they provide us with lower bounds for the worst case
performances of the algorithm. For the cases with 6,7 and 8 children, our
experimental results seem to suggest that the worst case configurations of
points occur when the points are arranged in certain easily describable sym-
metric geometric patterns. We refer to these arrangements as representatives.

For 5 children, our representative was a square pyramid with the apex of
the pyramid on the north pole of the sphere and the base of the pyramid
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having unit side length, where the vertices of the base are on the surface of
the southern hemisphere (see Figure 41). When we calculate the length of
the bottleneck edge, which in this case is any the edge between the apex and
a vertex of the base of the pyramid, we find that the length is approximately
1.8478. Hence a lower bound for the worst-case approximation ratio of the
6-NKRY Algorithm is 1.8478.

v1

v2
v3

v4

v5

1.8478

11

1

Figure 41: An arrangement of 5 points on a unit sphere such that the mini-
mum bottleneck path length is 1.8478.

Similarly, for 6 children, the computer search yielded a representative in
the form of a pentagonal pyramid whose base has unit side length (see Fig-
ure 42). In this case, the bottleneck edge has an approximate length of 1.7468.

v1

v2

v3
v4

v5
v6

1.7468

11
1

1

Figure 42: An arrangement of 6 points on a unit sphere such that the mini-
mum bottleneck path length is 1.7468.

Finally, for 7 children, our representative is the pentagonal bipyramid
whose apices are on diametrically opposite poles of the sphere, i.e., north
and south pole. The other 5 vertices form a regular pentagon with a side
length of approximately 1.018 and each of the five vertices is unit distance
away from the south pole apex (see Figure 43). The bottleneck length in this
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case is the length of an edge from the north pole apex to any one of the 5
vertices of the pentagon, which is calculated to be

√
3 ≈ 1.73205.

v1

v2

v3
v4

v5
v6

v7

1.73205

ss
s

s

1

Figure 43: An arrangement of 7 points on a unit sphere such that the min-
imum bottleneck path length is

√
3. The side length s is approximately

1.018.

16.6 Worst Case Ratio for the δ-NKRY Algorithm for
δ = 9, 10, 11

For the cases with 8 or more children, we were unable to obtain configura-
tions through our computer search that approach known geometric patterns,
as was the case for the previous examples. As such, we will simply present
the best configurations, i.e., the configurations of children C on the surface
of a unit sphere with centre v that yielded that largest value for bv(C), that
were obtained after several searches. We do not claim that these configu-
rations are the true worst-case configurations, in fact the likelihood of the
computer search producing a solution that is sub-optimal seems to increase
as the number of points increase, due to additional local optima. However,
our outputs are useful for obtaining lower bounds as well as potentially giv-
ing insight into the geometric structure of the true worst-case configuration.

For 8 children we were able to obtain a bottleneck value of approximately
1.5105, using the point set given in Table 2. This point arrangement could
best be described as a single point on one pole, five points almost arranged
in a pentagonal shape in the opposite hemisphere, with the remaining two
points situated close to the opposite pole. A plot of the point set is given in
Figure 44.
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Table 2: A set of points on the surface of a unit sphere that has an optimal
bottleneck TSP-path value of approximately 1.5105.

x y z

0.43706 0.25681 0.86199
0.19162 0.96778 0.16333
-0.76029 0.64488 0.078046
-0.53892 0.037955 0.8415
0.57761 -0.67051 0.4656
-0.43604 -0.82836 0.35169
0.97339 0.22864 0.015302

-0.082855 -0.20074 -0.97613

−1
0

1

−1
0

1

−1

0

1

Figure 44: The point set given in Table 2.

For 9 children, we obtained a point set with a bottleneck value of approx-
imately 1.4095, using the point set given in Table 3. This configuration could
best be described as a point on one pole, 5 points in an almost pentagonal
shape near the equator and 3 points forming a triangle around the opposite
pole. A plot of the point set is given in Figure 45.
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Table 3: A set of points on the surface of a unit sphere that has an optimal
bottleneck TSP-path value of approximately 1.4095.

x y z

0.0016014 -0.14111 -0.98999
-0.13233 0.79515 0.59181
0.77068 0.33782 0.5403
-0.87494 -0.24761 -0.41615
-0.61366 0.717670 -0.3292
0.11711 -0.94182 0.31506
-0.83887 0.069402 0.53988
0.43883 0.84718 -0.29953
0.87953 -0.055801 -0.47256

−1
0
1

−1−0.500.51
−1

0

1

Figure 45: The point set given in Table 3.

Finally, for 10 children, we obtained a point set with a bottleneck value
of approximately 1.3314, using the point set given in Table 4. This configu-
ration could best be described as a point on one pole, 6 points in an almost
hexagonal shape near the equator and 3 points forming a triangle around the
opposite pole. A plot of the point set is given in Figure 46.
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Table 4: A set of points on the surface of a unit sphere that has an optimal
bottleneck TSP-path value of approximately 1.3314.

x y z

0.9707 0.015168 0.23983
0.5 0.86603 0

-0.49562 0.85955 0.12461
-0.98247 0 -0.1864

0.5 -0.86603 0
-0.49986 -0.86579 -0.023435
0.68647 0.13024 -0.7154
-0.24313 0.55298 -0.79693
-0.10477 -0.4889 -0.86603
-0.12718 -0.084591 0.98827

−1 0 1−101

−1

−0.5

0

0.5

1

Figure 46: The point set given in Table 4.

The point sets we have obtained, both analytically and experimentally,
seem to suggest that as the number of children increases, the length of the
bottleneck edge in a worst-case arrangement of the children decreases. We
believe that this is case, and hence we make the following conjecture.

Conjecture 1. Let v be a root vertex with children {v1, . . . , vk}, where k ≥ 2
such that angles between children with respect to v are at least 60◦ and the
radial distances of all children are equal to 1. Let P be the optimal bottleneck
path that starts at v and visits all children and suppose that {v1, . . . , vk} are
placed so as to maximise the bottleneck length b of P .
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Also let w be a root vertex with children {w1, . . . , wk+1}, such that angles
between children with respect to w are at least 60◦ and the radial distances of
all children are equal to 1. Let P ′ be the optimal bottleneck path that starts
at w and visits all children and suppose that {w1, . . . , wk+1} are placed so as
to maximise the bottleneck length b′ of P ′.
Then b ≥ b′.

If Conjecture 1 were true, then it would imply that the star for which
δ-NKRY algorithm gives the worst performance will have δ − 1 children,
since the algorithm does not perform edge swaps when the root node has
δ − 2 or fewer children. Hence, the stars that were proven analytically to
be the worst case arrangements, namely the stars with 2, 3 and 4 children,
would yield upper bounds for the performance ratios of the δ-NKRY algo-
rithm. This would in turn yield exact values for the performance ratios of
the 4-NKRY and 5-NKRY algorithms (since the performance ratio of the 3-
NKRY algorithm has already been shown), and we could use the worst-case
arrangement of k − 1 children on the unit sphere, for any k > 2, to give an
upper bound for the performance ratio of the δ-NKRY algorithm for all δ ≥ k.

The statement of Conjecture 1 seems somewhat intuitive; the more children
the root node has, the less space we have in which to spread children out
from one another. Furthermore, all of our experimentation thus far seems
to agree with this observation. However, we have been unable to establish a
rigorous proof of Conjecture 1 due to the difficulty of the bottleneck TSP-
path problem and the lack of assumptions that can be made in regards to
how the optimal path changes when local changes are applied.

16.7 A More General Adaptation of the KRY Algo-
rithm for the δ-E3MBST Problem

In the previous section, we considered the naive KRY algorithm as a gener-
alisation of the KRY algorithm. Whilst the δ-NKRY is a relatively simple
generalisation, this simplicity may come at the cost of accuracy, as the δ-
NKRY algorithm has the tendency to reduce the degrees further than what
is necessary. For instance, consider the 8-NKRY algorithm. This algorithm
will perform edge swaps whenever the root node has a degree of 7 or more.
However, after the edge swap, the node will have a degree of at most 3 in the
final tree, due to the edge swap being a path from the root node through its
children.

To address this issue, we propose the a more sophisticated generalisation
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of the KRY algorithm, namely the k-partition KRY algorithm for the δ-
E3MBST problem, or (δ, k)-PKRY for short. The (δ, k)-PKRY algorithm
is similar to the δ-NKRY in that it recursively performs edge swaps with
respect to nodes of a rooted MST if the degree of the current root node is
strictly greater than δ− 2. The difference between this partition version and
the naive version of the KRY algorithm is in the search space of possible edge
swaps. For a given root node, the δ-NKRY algorithm only considers edge
swaps which result in a path starting at the root node and passing through
all children. Of the potential paths, it chooses the optimal bottleneck TSP
path. The partition version however, may consider paths but can also con-
sider other sets of edges which depend on certain partitionings of the children
of the current root node. The parameter k indicates the number of sets we
will partition the children into, and therefore we will find that 1 ≤ k ≤ δ− 2
in order for the degree constraint to be satisfied.

Given a current root node with j children (δ, k)-PKRY considers all possible
partitions of children into k sets. For a given partition, the chosen edge swap
consists of the union of minimum bottleneck TSP-paths that start at the root
node and visit all nodes in a single partition. For example, if our root node is
v, and the partition of children is {{v1, v2}, {v3}, {v4, v5}} (k = 3), then the
edges after the edge swap could consist of {(v, v1), (v1, v2), (v, v3), (v, v4), (v4,
v5)} (we would replace (v, v1) by (v, v2) or (v, v4) by (v, v5) if it reduced the
length of the longest edge). See Figure 47 for an illustration of this example.
Note that no node in the resultant subtree other than the root will have a
degree of more than 2. The algorithm searches through all the possible parti-
tions that use k sets and chooses the one that results in edge swaps where the
longest edge swapped in is minimum. As such, if an edge swap was performed
with respect to a root node, the largest degree that the root node can have in
the final tree is k+2. We present the (δ, k)-PKRY algorithm as Algorithm 15.

v1

v

v2

v3

v4
v5

v1

v

v2

v3

v4
v5

Figure 47: An example edge swap for the (δ, k)-PKRY algorithm, where
k = 3.
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Algorithm 15 : (δ, k)-PKRY

Input: A rooted tree T over a point set P with root v and a partially built
solution T ∗.

if v has at least one child
Let the children of v be v1, . . . , vc, where c is the number of children of v.
if c ≥ δ − 1,

For each partition Q of {v1, . . . , vc} into k subsets,
Let Ci be the i-th subset of Q.
Let PQ,i be the optimal bottneck TSP-path through Ci starting at v.
Let bQ = maxki=1(bv(Ci)), where bv(Ci) denotes the length of the
longest edge in PQ,i.

Choose the partition Q∗ such that bQ∗ is minimum.
For i = 1, . . . , k,

Add the edges of PQ∗,i to T ∗.
else

Add each edge (v, vi) to T ∗, where i = 1, . . . , c.
Perform Algorithm 15 with T := Tvi as input for i = 1, . . . , c, where Tvi
denotes the subtree rooted at vi.

Note that the δ-NKRY algorithm is the same as the (δ, 1)-PKRY algo-
rithm since it only ever considers the partition of children into a single set.
One can also observe that the algorithm improves in performance as k in-
creases, a fact which we make explicit in the following lemma.

Lemma 14. Given a point set P , the length of the longest edge in the output
tree of (δ, k − 1)-PKRY applied to P is an upper bound for the length of the
longest edge in the output tree of (δ, k)-PKRY applied to P , where 1 < k ≤
δ − 2 and δ ≥ 4.

Proof. Consider a root node v in the rooted MST for P such that (δ, k− 1)-
PKRY will employ local edge swaps with respect to v. This means that the
number of children of v is at least δ − 1, a number which is strictly greater
than k − 1. Hence, whichever edges (δ, k − 1)-PKRY chooses to swap in
or out, we can guarantee that there will exist a path starting at v through
two or more children of v after the swaps. Choose such a path and remove
the endpoint that was not v, say vi, by deleting the edge between vi and its
neighbour in the path, which we will denote vi−1. Since vi is now isolated, add
the edge (v, vi) to complete the subtree. This new subtree is a feasible output
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of the (δ, k)-PKRY algorithm since it uses k partitions (the newly created
set in the partition is {vi}). Additionally, the new subtree cannot have a
greater bottleneck value than the previous subtree since this would imply
that d(v, vi) > d(vi−1, vi), which contradicts the optimality of the original
MST. Thus the result is proven.

An obvious drawback of the (δ, k)-PKRY algorithm is the size of the
search space. Whilst the sizes of the search space are always technically
bounded above by a constant since the degrees of vertices in an E3MST are
bounded above by a constant, they can be considerably large. This is be-
cause the sizes of our search spaces are Stirling numbers of the second kind
[19] which grow exponentially in the number of children. For instance, the
number of ways of partitioning 10 children into 5 sets is the Stirling num-
ber S(10, 5) which is equal to 42525. For the (δ, k)-PKRY algorithm to be
implemented in a practical setting, an appropriate value of k should be cho-
sen that balances both the need for accuracy and the need for time efficiency.

16.8 Performance Ratio of the (δ, k)-PKRY Algorithm

As in the previous subsections, we wish to perform some analysis of the
worst case point arrangements for the (δ, k)-PKRY algorithm. Once again
we need only consider the worst-case local arrangement of children around a
root vertex due to recursive nature of this bottleneck algorithm. In addition,
Theorem 18 still applies and we can once again assume that the worst case
arrangement occurs when the children are arranged on the surface of the unit
sphere. However unlike previously, we will not consider all possible values of
δ. This is because the large search spaces present when k > 1 result in our
computational experimentation being inefficient in both computation time
and in accuracy. Similarly, we will not be considering all possible values of k.
When k = 2 and we perform a swap with respect to a partition of 3 children
(hence δ = 4, since δ = 3 violates the upper bound for k and we would not
perform the swap for δ ≥ 5), we have the following result.

Theorem 21. The largest possible bottleneck increase resulting from edge
swaps with respect to a root node with 3 children for the (4, 2)-PKRY algo-
rithm is a factor of

√
3.

Proof. Let v be the root node with children v1, v2, v3. As before, we assume
that v lies at the centre of a unit sphere with its children on the surface
such that every child is at least unit distance away from every other child.
Since we can use up to two partitions, we will only need to swap in exactly
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one of the edges of {(v1, v2), (v2, v3), (v1, v3)}. This is because v is allowed to
have a degree of 2 in the subtree after the swaps. Hence, the algorithm will
always choose the shortest edge from {(v1, v2), (v2, v3), (v1, v3)} to swap in
and so the worst case will occur when the length of the shortest edge in the
triangle (v1, v2, v3) is maximised. It is not difficult to see that the smallest
edge will be maximised when the triangle is equilateral. The largest possible
equilateral triangle will is one in which the vertices are placed around an
equator of the sphere, and the edge length of such a triangle is

√
3.

We know from previous results that if k = 1, then the worst case for three
children would represent an increase of the bottleneck length by a factor of
approximately 1.931. Therefore an increase in k has improved the perfor-
mance of the algorithm for three children.

We performed computational experiments for the cases with δ = 5 (4 chil-
dren), i.e., (5, 2)-PKRY and (5, 3)-PKRY. When there are 4 children and
k = 2, the worst-case obtained by our computational search is the point set
presented in Table 5 and Figure 48 which yields a bottleneck value of ap-
proximately 1.6829. When there are 4 children and k = 3, the worst-case
obtained by our computational search is the point set presented in Table 6
and Figure 49 which yields a bottleneck value of approximately 1.6330.

Table 5: A set of 4 points on the surface of a unit sphere such that the
approximation factor for the (5, 2)-PKRY algorithm is 1.6829.

x y z

0.67484 -0.60944 -0.41615
-0.90907 0.020503 -0.41615
0.30056 0.85073 0.43118

0 0 1
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Figure 48: The point set given in Table 5.

Table 6: A set of 4 points on the surface of a unit sphere such that the
approximation factor for the (5, 3)-PKRY algorithm is 1.6330.

x y z

-0.70503 0.32904 -0.62822
0.26587 -0.92974 -0.25475
0.798 0.60054 -0.050429

-0.35884 0.00015484 0.9334

−1 −0.5 0 0.5 1 −1

0

1

−1

0

1

Figure 49: The point set given in Table 6.
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Finally, we performed computational experiments for the δ = 6 cases.
For 5 children, the worst case bottleneck values obtained were 1.6330, 1.4991
and 1.3834 for k = 2, 3 and 4 respectively. These are presented in Table 7, 8
and 9, and Figure 50, 51 and 52.

Table 7: A set of 5 points on the surface of a unit sphere such that the
approximation factor for the (6, 2)-PKRY algorithm is 1.6330.

x y z

0.14108 -0.0031796 -0.98999
0.5301 -0.77315 -0.34818
0.47115 0.85383 -0.22133
-0.90627 0.00011443 -0.4227
-0.094952 -0.080796 0.9922

−1 0 1−101

−1

−0.5

0

0.5

1

Figure 50: The point set given in Table 7.
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Table 8: A set of 5 points on the surface of a unit sphere such that the
approximation factor for the (6, 3)-PKRY algorithm is 1.4991.

x y z

0.25438 -0.72417 0.641
0.07693 0.97765 -0.19566
-0.88114 -0.35965 -0.30698
0.54273 -0.32431 -0.77477
-0.23211 0.08564 0.96891

−1
0

1

−1
01

−1

0

1

Figure 51: The point set given in Table 8.

Table 9: A set of 5 points on the surface of a unit sphere such that the
approximation factor for the (6, 4)-PKRY algorithm is 1.3834.

x y z

0.16008 0.98616 0.043096
0.90272 -0.084403 -0.42186
-0.94994 0.20809 -0.23307
-0.17824 -0.93847 -0.2958

0 0 1
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Figure 52: The point set given in Table 9.

As in the previous section, we also conjecture that there is a monotonicity
with respect the length of the bottleneck edge in the worst case arrangements
of m points, i.e., the bottleneck value of the worst-case arrangement of m
children for the (δ, k)-PKRY algorithm is an upperbound for the bottleneck
value of the worst-case arrangement of m+1 children for the same algorithm.
We present this statement as the following conjecture, which is a stronger
version of Conjecture 1.

Conjecture 2. Let Sm be a star with m children rooted at the centre vertex,
such that Sm maximises the length of the longest edge in the tree given by the
(δ, k)-PKRY algorithm when given Sm as input, where the children of Sm are
unit distance from the centre vertex and no pair of children have a distance
of less than 1 from one another. Let Sm+1 be defined similarly, but with m+1
children.
Let b,b′ be the bottleneck values of the outputs of (δ, k)-PKRY when performed
on Sm and Sm+1 respectively. Then b ≥ b′.

We did not obtain results for δ ≥ 7 due the Stirling numbers becoming
too large, however our results thus far seem to provide evidence for the
monotonicity statement of Conjecture 2 whilst also providing evidence for
the intuition that increasing the number of sets in the partition improves the
performance of the (δ, k)-PKRY algorithm.
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17 Approximation Algorithms for the δ-R3-

MBST Problem

In this section, we describe and analyse ways of extending the KRY algorithm
for application in 3-dimensional space under the 3-dimensional rectilinear
metric, L1. For two points p1 = (x1, y1, z1) and p2 = (x2, y2, z2) in R3, the
rectilinear or Manhattan distance between the points is

dR(p1, p2) = |x1 − x2|+ |y1 − y2|+ |z1 − z2|.

Since all other aspects of the problem besides the distance metric remain
unchanged, our algorithms will be identical in implementation for the recti-
linear and Euclidean version of the problem.

First we consider the worst case performances of the δ-NKRY algorithm in
rectilinear space. In the previous section, it was determined that the worst
case instances for the δ-NKRY algorithm in Euclidean space could be as-
sumed to be stars with δ − 1 children, each child being equidistant from the
centre vertex. This assumption is reliant on Lemma 13, and so in order to
make equivalent assumptions for the rectilinear version of the problem, we
need an analogous result in rectilinear space. We present such a result as the
following lemma.

Lemma 15. Let v, v1, v2 be points in R3 such that dR(v1, v2) ≥ max(dR(v, v1),
dR(v, v2)). Then moving the point v1 away from v in the direction of the line
through v and v1 will not decrease the distance dR(v1, v2).

Proof. Let l2 = dR(v, v2). Consider the ball around v2 with radius l2, i.e.,
consider the set of points {p : dR(p, v2) ≤ l2}. In 3-dimensional rectilinear
space, such a set defines an octahedron centred at v2. Since dR(v, v2) = l2,
the point v will lie on the boundary of the octahedron, and since dR(v1, v2) ≥
max(dR(v, v1), dR(v, v2)), v1 must lie either outside or on the boundary the
octahedron. Then, by convexity, if we were to move v1, away from v in the
direction of the line through v and v1, then we would either be moving v1
along the boundary of the octahedron or away from the octahedron. In either
case, v1 would not be moving closer to the centre of the octahedron and so
the distance dR(v1, v2) would not decrease.

Since we know from Section 14 that when δ ≥ 14, there always exists
an RMBST whose maximum degree is no more than δ, we could mimic the
approach of the previous section to find the worst case point arrangements for
the δ-NKRY. That is, for each k ∈ {2, . . . , 13} we could attempt to find a set
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of k points arranged in the surface of a unit ball (in this case an octahedron)
such that the longest edge in a minimum bottleneck TSP-path through the
points is of maximum length and the distance between every pair of points
is at least 1. However, it turns out that for this rectilinear variant of the
problem, such a strategy is unnecessary. This is because the length of the
bottleneck edge does not decrease monotonically as k increases, as appeared
to be the case for the Euclidean version. Instead, it always possible to arrange
the sets of points such that the longest edge is of length 2. We give the points
in the following theorem.

Theorem 22. The worst case performance ratio for the δ-NKRY algorithm
in 3-dimensional rectilinear space is 2, for every δ ∈ {3, . . . , 13}.

Proof. Suppose we have a unit octahedron in 3-dimensional rectilinear space,
whose centre lies at the origin. The following point set on the surface of the
octahedron consists of 13 points such that minimum bottleneck path through
the points must use an edge of length 2, and the distance between every pair
of points is at least 1;

(0.5, 0.5, 0) (0, 0, 1)
(−0.5, 0.5, 0) (1, 0, 0)

(−0.5,−0.5, 0) (0, 1, 0)
(0.5,−0.5, 0) (−1, 0, 0)
(0.5, 0,−0.5) (0,−1, 0)
(0, 0.5,−0.5) (0, 0,−1)

(−0.5, 0,−0.5)

This point set consists of all 6 vertices of the octahedron and midpoints
of 7 of the 12 edges of the octahedron. In this arrangement, the point (0, 0, 1)
is always incident to the bottleneck edge. Note that we could extend this set
to 14 points by adding another midpoint, (0,−0.5,−0.5), and the point set
would still have the same properties as before. The 14 point set is shown in
Figure 53.

Finally, we analyse the application of the generalised version of the KRY
algorithm, the (δ, k)-PKRY algorithm from Section 16.7, to the rectilinear
version of the problem. As in the case of δ-NKRY, we also obtain a result
which eliminates the need to consider certain cases, although it does not
cover all the cases.

Theorem 23. The worst case performance ratio for the (δ, k)-PKRY algo-
rithm in 3-dimensional rectilinear space is 2, for every δ ∈ {3, . . . , 7}, where
k ∈ [1, δ − 2].
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Figure 53: An arrangement of 14 points on a unit octahedron such that the
minimum rectilinear bottleneck path length is 2.

Proof. Consider the point set containing 6 points in which each point is
placed at a different vertex of the unit octahedron. Every point in this
configuration is diametrically opposite to every other point, hence (δ, k)-
PKRY will yield an approximation factor of 2 for δ ∈ {3, . . . , 7} and k ∈
[1, δ − 2] when given the rooted star implied by this configuration.

By adding points to the configuration of Theorem 23, we obtain some
results for larger values of δ.

Proposition 2. The worst case performance ratio for the (8, k)-PKRY al-
gorithm in 3-dimensional rectilinear space is 2, for k ∈ {2, 3, 4}.

Proof. Consider the point set in Theorem 23 on the surface of a unit octahe-
dron. If we add a point at coordinates (0.5, 0, 0.5), then the largest number
of vertices we can have in a path that does not use an edge of length 2 is
3 (it contains the vertices (0, 0, 1), (0.5, 0, 0.5) and (1, 0, 0)). Hence if k ≤ 4,
the (8, k)-PKRY algorithm must use an edge of length 2.

Proposition 3. The worst case performance ratio for the (9, k)-PKRY al-
gorithm in 3-dimensional rectilinear space is 2, for k ∈ {2, 3}.

Proof. Consider the point set with seven points on the surface of the unit
octahedron from Proposition 2. If we add the point (−0.5, 0, 0.5) to the set,
then path that uses the largest number of vertices and no edges of length
2 is the path through (−1, 0, 0), (−0.5, 0, 0.5), (0, 0, 1), (0.5, 0, 0.5), (1, 0, 0)
which uses 5 vertices. Hence if k ≤ 3, the (9, k)-PKRY algorithm must use
an edge of length 2.

Proposition 4. The worst case performance ratio for the (δ, 2)-PKRY algo-
rithm in 3-dimensional rectilinear space is 2, for δ ∈ {10, 11}.
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Proof. Consider the point set with eight points on the surface of the unit
octahedron from Proposition 3. If we add the points (0.5, 0,−0.5) and
(−0.5, 0,−0.5) to the set, then path that uses the largest number of ver-
tices and no edges of length 2 is the path through (−1, 0, 0), (−0.5, 0, 0.5),
(0, 0, 1), (0.5, 0, 0.5), (1, 0, 0), (0.5, 0,−0.5), (0, 0,−1), (−0.5, 0,−0.5) which
uses 8 vertices. Hence if k ≤ 2, both (10, k)-PKRY and (11, k)-PKRY must
use an edge of length 2.

Since so many values of δ and k can be proven to yield the same approx-
imation ratio of 2, the next obvious question is whether or not this trend
continues for the other values of δ and k. Whilst prohibitively large Stirling
numbers prevented us from investigating all the remaining cases, we did man-
age to find a case for which our computational search was unable to produce
a local arrangement of points that yields an approximation ratio of 2 for the
(δ, k)-PKRY algorithm.

When δ = 8 and k = 6, the arrangement of 7 points on the unit octahe-
dron found by our search to have the greatest approximation factor for the
(8, 6)-PKRY algorithm is presented in Table 10 and Figure 54. The approx-
imation ratio given by this set is approximately 1.2732.

Table 10: A set of 7 points on the surface of a unit octahedron such that the
approximation factor for the (8, 6)-PKRY algorithm is 1.2732.

x y z

0.30255 0.33407 0.36338
-0.024044 0.70272 -0.27324
-0.079598 0.010543 -0.90986

0.8282 -0.12673 0.04507
-0.57261 -0.064006 0.36338
-0.19157 -0.53519 -0.27324

0 0 1

18 Summary

In this chapter, we analysed the complexity of the δ-E3MBST and δ-R3MBST
problems. We first proved that the 5-E3MST problem is NP-complete,
then modified the proof for the bottleneck versions, to establish that the
δ-E3MBST and δ-R3MBST problems are NP-complete for δ ∈ {2, 3, 4, 5}.
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Figure 54: The point set given in Table 10.

We showed that the δ-E3MBST problem, where δ ∈ {4, 5}, cannot be ap-
proximated within a factor of 1.0009 if P 6= NP , and we established an
equivalent inapproximability constant of 1.2 for the rectilinear versions. It
still remains an open problem to show that the 4-E2MBST is NP-complete,
and if such a proof exists, we hypothesise that it could be extended to 3
dimensions to show that the δ-E3MBST problem is NP-complete for δ = 6
or larger.

We also described approximation algorithms for the δ-E3MBST and δ-R3MBST
problems; the simple δ-NKRY algorithm, and the more general (δ, k)-PKRY
algorithm. We then analysed the algorithms by considering arrangements of
points on a unit sphere that would give the worst possible performance ra-
tios for the algorithms. By finding these pathological instances through either
analytic or experimental means, we were able to give lower bounds of the per-
formance ratios of the algorithms. For δ-NKRY in 3-dimensional Euclidean
space, we showed that the worst case performance ratio for δ = 3 is 2, and we
were able to give lower bounds for each δ ∈ {3, . . . , 11}. We also showed that
δ-NKRY yields a worst-case performance ratio of 2 for the δ-R3MBST prob-
lem for each δ ∈ {3, . . . , 13}. For (δ, k)-PKRY in 3-dimensional Euclidean
space, we were able to give lower bounds for δ ∈ {4, 5, 6} for each valid
value of k. In 3-dimensional rectilinear space, we showed that (δ, k)-PKRY
gives a worst-case performance ratio of 2 for δ ∈ {3, . . . , 7} for each valid
k. Additionally, we showed that (δ, k)-PKRY gives a worst-case performance
ratio of 2 in 3-dimensional rectilinear space for δ = 8 and k ∈ {2, 3, 4}, for
δ = 9 and k ∈ {2, 3}, and for δ ∈ {10, 11} and k = 2. If Conjecture 1 is
true, then the worst-case instances that were proven analytically would also
provide upper bounds for the performance ratios of the δ-NKRY algorithm,
and similarly for Conjecture 2 and the (δ, k)-PKRY algorithm. In particular,
this would give exact worst-case performance ratios for the δ-NKRY algo-
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rithm for δ ∈ {4, 5} and the (4, 2)-PKRY algorithm. Our results seem to
corroborate these conjectures, and we hope that they are able to be proven
in the future. It would also be worth having analytic proofs for the worst
case-arrangements which were suggested by our computational experiments.
The study of these worst-case TSP path instances may also be an interesting
direction for future research.
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Chapter V

Future Research
We will conclude this thesis by summarising and discussing some potential
research questions that may warrant further investigation in the future. They
are listed as follows.

1. Is the 4-E2MBST problem NP-complete? We believe that this is likely
to be the case since it has been shown that the 4-E2MST is NP-
complete [27]. However, the reduction from the vertex cover problem
used to establish the NP-completeness of the 4-E2MST problem does
not seem to be easily adaptable to the bottleneck version. It is note-
worthy that this was not the case for δ = 3 where the proof for the
complexity bottleneck version could be easily derived from the proof of
the min-sum version. We speculate that a proof of the NP-completeness
of the 4-E2MBST problem would involve a reduction entirely different
to the one used for the 4-E2MST.

2. Are Conjecture 1 and Conjecture 2 true? Note that if Conjecture 2
holds, then so does Conjecture 1. Our intuition is that both these con-
jectures are true, since as we increase the number of children, it seems
to become harder to spread out the children within the fixed area.
Additionally, our experimental evidence seems to corroborate both of
these conjectures, however, the difficulty of the bottleneck TSP-path
problem made it challenging to prove these conjectures analytically.
We are optimistic that with additional efforts, these conjectures would
likely be proven true in the future.

3. Can the star point algorithm be extended to 3-dimensions? In order
to perform the same kinds of experiments conducted in Chapter III
but for the δ-E3MBST problem, then it is likely that a 3-dimensional
version of the star point algorithm would be necessary to produce test
instances that yield MSTs with vertices of high degree. The difficulty
in extending the 2-dimensional star point algorithm to 3 dimensions
is due to the extra degree of freedom that comes with the extra di-
mension. As such, it becomes challenging to adapt steps such as the
angle step or augmentation step to 3-dimensional space. We speculate
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that a 3-dimensional star point algorithm would be substantially more
complicated than the 2-dimensional counterpart.

4. What is the effect of generalising the min-sum and bottleneck objectives
to a power sum objective? Suppose we change the objective function of
the δ-MST problem from minE′

∑
e∈E′ w(e) to the power sum objective

minE′
∑

e∈E′ w(e)p for some p ∈ [1,∞), where E ′ is an edge set of a
feasible spanning tree. Observe that as p → ∞, the objective func-
tion minE′

∑
e∈E′ w(e)p approaches the bottleneck objective function,

minE′ maxe∈E′ w(e), in terms of its optimal solutions. As such, both the
min-sum and bottleneck objectives can be thought of as special cases
of the power sum objective, where p = 1 and p = ∞ respectively. It
would be interesting to investigate the degree bounded spanning tree
problem with the power sum objective to explore the potential gener-
alisations that can be made from the min-sum and bottleneck versions
of the problem.

5. Is it possible to develop more sophisticated heuristics based on the
observations from the computational experimentation in Chapter III?
One of the goals of the experiments in Chapter III was to identify
algorithm frameworks that fare better at solving instances of the δ-
E2MBST δ-E2MST problems. One promising example is the DNLS
edge swap algorithm which was highly competitive in terms of quality
of output solutions, although it suffered from a comparatively large
running time. We believe that exploring potential improvements to
the DNLS algorithm and other algorithms based on its design is a
worthwhile direction for future research in this topic.
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Appendix

Euclidean δ-MST/δ-MBST Examples
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(a) The graphG, where edges are labelled
by the Euclidean distances between their
endpoints.
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(b) The unique MST for G.
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(c) A 2-MST for G, where the total edge
weight is approximately 4.394.

p

3

p

3

1

(d) A 2-MBST for G, where the total
edge weight is approximately 4.464.

Figure 55: An example of a graph G embedded in the Euclidean plane where
a 2-MST is not a 2-MBST.

161



1:176

1:287

1

11

1:287

1:176

1:176

1

1:176

(a) The graphG, where edges are labelled
by the Euclidean distances between their
endpoints.
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(b) The unique MST for G.
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(c) A 4-MST for G, where the total edge
weight is approximately 5.287.
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(d) A 4-MBST for G, where the total
edge weight is approximately 5.352.

Figure 56: An example of a graph G embedded in the Euclidean plane where
a 4-MST is not a 4-MBST.
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Results Tables for δ = 2

Table 11: Average Total Weight: δ = 2

n BCLS FLS FWLS FWLS-B DNLS

10 24436.14 26790.42 24929.37 25949.92 23417.45
20 37033.01 44319.21 37408.68 39249.56 36108.54
30 45729.68 62351.99 46335.58 47483.09 44192.98
40 51361.02 73800.72 52295.04 54035.36 51880.75
50 59689.96 88917.51 59535.03 63242.02 58376.23
60 65350.23 104693.43 65975.54 68164.47 65693.20
70 68861.58 114060.09 69051.98 73277.70 68276.69
80 75548.85 130872.63 76203.19 80183.17 75400.67
90 79064.64 139950.00 79268.85 84316.37 80527.23
100 84149.09 152009.40 84320.85 88952.35 84649.89

Table 12: Average Total Weight: δ = 2

n 2Prim MHC DT Christofides Cube2 MST

10 22899.99 22005.13 24384.58 25775.19 33007.36 20758.99
20 35841.01 35515.40 40359.06 41683.00 52007.06 31280.11
30 45178.80 47960.45 49637.63 49013.65 62878.63 37149.45
40 52677.29 58660.58 56539.27 57058.29 71673.03 42431.98
50 60511.64 71956.39 66408.32 63462.61 81553.66 48470.71
60 66201.49 82878.24 73849.04 68919.92 89947.48 52989.35
70 70862.48 92089.03 78853.47 75045.97 95024.31 55929.58
80 78167.97 103650.81 87170.08 78857.75 103489.62 60923.35
90 82387.43 110884.87 90396.64 84440.60 109829.20 64223.84
100 85858.88 120537.33 96651.10 88526.94 115281.50 67721.19
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Table 13: Average Bottleneck: δ = 2

n BCLS FLS FWLS FWLS-B DNLS

10 6313.72 6932.33 6296.99 6424.16 5522.44
20 5768.36 8170.30 5791.13 6434.38 4901.67
30 7067.59 9705.99 7205.96 6502.52 5326.91
40 6034.60 9271.62 6412.21 6458.69 5878.87
50 6840.79 9850.23 6481.29 7311.12 4681.73
60 6964.32 9694.59 7354.63 6242.29 5906.97
70 6530.97 10328.01 6554.73 6707.74 4876.63
80 6503.95 10530.36 6797.12 6937.40 5485.94
90 6400.43 10678.68 6506.56 6685.90 6440.13
100 6678.62 10180.19 6626.39 7212.88 5890.03

Table 14: Average Bottleneck: δ = 2

n 2Prim MHC DT Christofides Cube2 MST

10 5477.91 4937.49 6081.60 6495.97 6760.89 4415.40
20 5171.00 4232.63 6261.62 7496.07 5376.43 3335.64
30 5549.48 4391.61 6248.40 6398.51 4643.77 2699.20
40 5677.86 4146.16 5548.35 6987.72 4023.43 2397.57
50 5456.46 4882.08 5782.52 5992.70 3629.19 2212.94
60 5407.46 5073.24 5800.91 5436.32 3629.61 2043.17
70 5634.05 5219.76 5519.14 6582.66 3212.39 1917.25
80 5466.14 5265.07 5673.11 5327.71 3061.51 1738.30
90 5513.12 5107.40 5227.09 5850.77 2935.15 1762.46
100 5370.05 5203.57 5188.58 5312.55 2697.41 1619.13
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Table 15: Average Time: δ = 2

n BCLS FLS FWLS FWLS-B DNLS

10 0.000 0.000 0.000 0.000 0.003
20 0.012 0.001 0.004 0.014 0.242
30 0.088 0.027 0.042 0.090 0.846
40 0.405 0.123 0.182 0.212 3.388
50 1.182 0.382 0.558 0.489 10.775
60 3.801 1.088 1.556 1.326 28.983
70 6.364 2.071 2.970 2.615 61.254
80 13.367 3.942 5.931 5.347 117.443
90 22.320 6.646 9.915 9.403 212.995
100 37.542 11.175 16.611 15.451 359.226

Table 16: Average Time: δ = 2

n 2Prim MHC DT Christofides Cube2 MST

10 0.000 1.041 0.000 0.000 0.000 0.000
20 0.000 2.897 0.000 0.000 0.000 0.000
30 0.000 5.257 0.000 0.000 0.000 0.000
40 0.000 8.902 0.000 0.000 0.000 0.000
50 0.000 12.713 0.000 0.000 0.000 0.000
60 0.000 10.359 0.000 0.000 0.000 0.000
70 0.000 13.862 0.000 0.000 0.000 0.000
80 0.000 17.436 0.000 0.000 0.000 0.000
90 0.000 21.555 0.000 0.000 0.000 0.000
100 0.000 25.902 0.000 0.000 0.000 0.000
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Results Tables for δ = 3 with Uniform Instances

Table 17: Average Total Weight: δ = 3 (Uniform Instances)

n BCLS FLS FWLS FWLS-B DNLS

10 25682.30 25682.30 25682.30 25682.30 22916.40
20 36764.13 36883.04 36705.84 36883.04 32154.42
30 42925.75 43154.84 43060.04 42763.18 38010.85
40 48101.59 48290.78 48290.78 48290.78 44176.54
50 53069.75 54560.06 53180.35 53633.61 49131.62
60 57465.75 58624.12 58242.22 58412.87 53578.16
70 61318.47 62768.17 61905.92 62029.31 57154.67
80 65311.42 67649.79 65929.11 66059.01 61139.75
90 68296.37 70011.14 68766.19 69259.45 64548.94
100 72081.08 73947.71 72722.12 73241.11 67541.56

Table 18: Average Total Weight: δ = 3 (Uniform Instances)

n 3Prim MHC KRY KRY-B Chan3 MST

10 23406.25 22829.55 25485.40 25678.40 25152.25 22654.20
20 31875.92 32010.36 35491.36 35715.53 34954.08 31729.52
30 37477.55 38901.44 42294.34 42618.85 41984.82 37274.45
40 43880.83 47081.31 49511.53 49849.78 50898.06 43734.01
50 48678.84 53762.36 54871.67 55147.91 54346.02 48489.95
60 53492.13 60188.51 60403.32 60589.79 60633.20 53392.21
70 57017.12 65020.34 64618.32 64907.08 64107.30 56872.27
80 60832.07 70220.48 69499.21 69709.75 68643.59 60709.59
90 64436.57 75089.09 73778.04 74002.11 74597.86 64325.80
100 67591.66 79139.97 77105.00 77297.67 75932.13 67466.25
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Table 19: Average Bottleneck: δ = 3 (Uniform Instances)

n BCLS FLS FWLS FWLS-B DNLS

10 5625.90 5625.90 5625.90 5625.90 4248.89
20 6446.53 6485.10 6386.30 6485.10 3374.81
30 6589.03 6687.39 6687.39 6288.41 3252.14
40 5303.87 5383.15 5383.15 5383.15 2484.68
50 5511.58 5872.09 5558.89 5719.66 2619.31
60 4932.31 5732.28 5618.82 5732.28 2072.94
70 5157.35 5914.52 5677.72 5669.40 2058.48
80 5355.30 6184.37 5824.56 5776.99 2073.49
90 4594.43 5304.18 5045.34 5244.13 1916.87
100 5239.38 6103.43 5805.91 5669.85 1642.86

Table 20: Average Bottleneck: δ = 3 (Uniform Instances)

n 3Prim MHC KRY KRY-B Chan3 MST

10 4248.89 4248.89 5037.21 5003.99 4930.90 4113.68
20 3258.73 3274.75 3795.03 3795.03 3757.70 3205.22
30 2772.41 2905.20 3341.83 3341.83 3417.23 2772.41
40 2328.50 2596.53 2911.13 2893.56 3250.26 2313.72
50 2268.06 2522.68 2616.91 2607.16 2687.46 2257.12
60 2042.27 2377.95 2466.83 2466.83 2600.42 2042.27
70 1933.13 2221.81 2348.53 2348.53 2437.15 1926.63
80 1814.28 2070.19 2270.66 2268.80 2215.27 1807.66
90 1813.84 2034.72 2180.44 2180.44 2428.33 1808.27
100 1641.07 1953.77 2057.38 2057.38 2074.78 1640.00
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Table 21: Average Time: δ = 3 (Uniform Instances)

n BCLS FLS FWLS FWLS-B DNLS

10 0.000 0.000 0.000 0.000 0.000
20 0.000 0.000 0.000 0.000 0.004
30 0.001 0.000 0.000 0.000 0.168
40 0.001 0.000 0.000 0.000 0.298
50 0.018 0.008 0.009 0.008 1.337
60 0.008 0.003 0.003 0.003 3.441
70 0.024 0.010 0.011 0.010 6.763
80 0.055 0.026 0.030 0.026 9.045
90 0.094 0.045 0.044 0.044 20.913
100 0.083 0.039 0.040 0.984 35.816

Table 22: Average Time: δ = 3 (Uniform Instances)

n 3Prim MHC KRY KRY-B Chan3 MST

10 0.000 1.310 0.000 0.000 0.000 0.000
20 0.000 5.518 0.000 0.000 0.000 0.000
30 0.000 12.878 0.000 0.000 0.000 0.000
40 0.000 24.723 0.000 0.000 0.000 0.000
50 0.000 41.210 0.000 0.000 0.000 0.000
60 0.000 52.502 0.000 0.000 0.000 0.000
70 0.007 72.366 0.000 0.000 0.000 0.000
80 0.010 89.660 0.000 0.000 0.000 0.000
90 0.010 68.229 0.000 0.000 0.000 0.000
100 0.020 83.154 0.000 0.000 0.000 0.000
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Results Tables for δ = 3 with Special Instances

Table 23: Average Total Weight: δ = 3 (Special Instances)

n BCLS FLS FWLS FWLS-B DNLS

11 11510.31 17860.40 11781.81 13829.91 8972.46
20 23584.23 35972.27 24011.18 29849.14 20888.58
30 32955.17 49833.01 33331.48 39477.20 29319.45
40 34228.30 65160.06 34448.93 46194.54 30137.58
50 39969.19 75696.69 40428.30 51262.56 36052.87
60 42269.20 96610.66 42702.05 57860.50 38282.85
70 46791.84 108093.78 47249.57 62514.30 42917.58
80 47844.30 117776.01 48316.64 68296.15 44698.47
90 53244.97 132551.63 54024.13 72494.67 48923.77
100 54174.67 146349.57 54146.47 75934.45 49379.68

Table 24: Average Total Weight: δ = 3 (Special Instances)

n 3Prim MHC KRY KRY-B Chan3 MST

11 8679.31 8708.96 8988.29 9153.63 8988.29 8588.93
20 20750.36 20705.76 22369.10 22725.05 22363.75 20631.59
30 29245.25 29453.70 31612.39 31965.53 31583.69 29033.00
40 30192.49 30812.91 32697.70 33074.88 32656.64 30040.05
50 36105.30 37681.84 38778.24 39202.98 38807.61 35929.10
60 38211.63 40230.86 41352.82 41953.43 41132.43 38001.00
70 42919.69 46408.62 46602.36 47249.00 46508.06 42733.89
80 44538.42 48104.88 48311.90 48857.11 48108.64 44315.79
90 49087.91 53774.59 53178.58 53838.66 52885.92 48803.36
100 49534.09 55379.59 53986.24 55132.13 53869.64 49247.62

169



Table 25: Average Bottleneck: δ = 3 (Special Instances)

n BCLS FLS FWLS FWLS-B DNLS

11 4428.74 5434.09 4738.48 5209.04 3908.82
20 5238.53 6760.84 5444.13 6250.26 4310.00
30 5214.08 7221.60 5494.63 6076.14 3504.66
40 5062.99 7617.41 5227.41 6350.87 3445.02
50 4877.66 8014.15 5240.71 5314.81 3112.57
60 5163.50 8962.21 5569.41 5949.04 3049.73
70 4712.58 8929.46 5136.77 6080.47 2634.34
80 4336.74 8356.78 4794.80 5927.70 2693.28
90 4990.15 9023.48 5765.57 6146.28 2420.19
100 4978.01 9152.09 5309.02 6746.44 2254.82

Table 26: Average Bottleneck: δ = 3 (Special Instances)

n 3Prim MHC KRY KRY-B Chan3 MST

11 3897.00 3923.95 3897.00 3897.00 3897.00 3896.33
20 4310.00 4310.00 4649.04 4649.04 4650.01 4310.00
30 3505.25 3515.05 4004.21 4004.21 4013.85 3504.55
40 3444.94 3469.05 3760.02 3760.02 3727.68 3444.94
50 3112.30 3176.78 3392.26 3392.26 3414.17 3112.30
60 3049.58 3122.99 3343.18 3343.18 3314.07 3049.58
70 2641.88 2822.75 3108.04 3108.04 3133.04 2634.27
80 2578.76 2694.35 2867.22 2867.22 2904.84 2578.76
90 2421.45 2534.66 2757.33 2757.33 2712.04 2420.19
100 2252.99 2403.81 2500.99 2469.12 2557.82 2252.99

170



Table 27: Average Time: δ = 3 (Special Instances)

n BCLS FLS FWLS FWLS-B DNLS

11 0.000 0.000 0.000 0.000 0.001
20 0.015 0.000 0.000 0.000 0.066
30 0.051 0.023 0.032 0.018 0.308
40 0.299 0.115 0.126 0.090 1.532
50 0.724 0.306 0.359 0.255 4.841
60 1.776 0.597 0.814 0.563 11.840
70 3.232 1.189 1.596 1.129 24.627
80 7.302 2.472 3.652 2.425 50.050
90 10.835 4.066 5.345 4.111 91.916
100 19.177 6.625 9.396 6.629 157.411

Table 28: Average Time: δ = 3 (Special Instances)

n 3Prim MHC KRY KRY-B Chan3 MST

11 0.000 0.668 0.000 0.000 0.000 0.000
20 0.000 2.211 0.000 0.000 0.000 0.000
30 0.000 5.172 0.000 0.000 0.000 0.000
40 0.000 9.974 0.000 0.000 0.000 0.000
50 0.001 16.788 0.000 0.000 0.000 0.000
60 0.002 25.701 0.000 0.000 0.000 0.000
70 0.005 45.562 0.000 0.000 0.000 0.000
80 0.012 64.226 0.000 0.000 0.000 0.000
90 0.016 67.948 0.000 0.000 0.000 0.000
100 0.027 88.843 0.000 0.000 0.000 0.000
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Results Tables for δ = 4

Table 29: Average Total Weight: δ = 4

n BCLS FLS FWLS FWLS-B DNLS

11 12619.69 13189.22 13067.56 13189.22 8787.21
20 25391.85 25765.28 25765.28 25765.28 20659.18
30 33721.79 34565.89 34325.23 34489.13 29047.30
40 34789.61 41059.53 35116.89 37411.40 30050.51
50 40572.80 46188.30 40947.49 42410.97 35937.90
60 43148.75 54768.67 43764.76 46862.51 38010.43
70 47216.39 58576.44 47839.22 51273.96 42742.83
80 48353.99 65576.80 49399.79 54940.46 44324.53
90 52840.98 69382.32 53293.05 58280.61 48811.68
100 54258.99 77307.82 54606.77 61095.96 49258.77

Table 30: Average Total Weight: δ = 4

n 4Prim MHC Chan4 MST

11 8617.45 8593.28 8603.74 8588.93
20 20666.98 20642.18 20649.14 20631.59
30 29065.72 29254.03 29050.52 29033.00
40 30074.96 30490.85 30059.04 30040.05
50 35970.49 37137.77 35950.42 35929.10
60 38031.81 39639.00 38022.48 38001.00
70 42766.86 45169.44 42765.87 42733.89
80 44362.79 46863.59 44344.67 44315.79
90 48842.45 52288.03 48825.86 48803.36
100 49299.02 52703.00 49273.87 49247.62
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Table 31: Average Bottleneck: δ = 4

n BCLS FLS FWLS FWLS-B DNLS

11 4596.08 5099.73 5080.89 5099.73 3908.73
20 5735.74 5913.40 5913.40 5913.40 4310.00
30 5336.06 5922.63 5840.33 5922.63 3505.05
40 5251.60 7161.23 5554.84 5977.89 3445.00
50 5215.91 6282.23 5533.39 5154.56 3112.34
60 5607.06 7557.34 6143.23 6059.88 3049.69
70 4967.64 6948.15 5527.75 5909.07 2634.30
80 4548.09 7797.90 5418.94 6047.61 2578.83
90 4582.64 7715.16 4938.34 4866.36 2420.19
100 5309.50 8321.79 5630.97 6654.88 2253.15

Table 32: Average Bottleneck: δ = 4

n 4Prim MHC Chan4 MST

11 3897.00 3896.33 3896.33 3896.33
20 4310.00 4310.00 4310.00 4310.00
30 3504.55 3519.86 3504.55 3504.55
40 3444.94 3463.23 3444.94 3444.94
50 3112.30 3140.28 3112.30 3112.30
60 3049.58 3101.19 3049.58 3049.58
70 2634.27 2692.91 2634.27 2634.27
80 2578.76 2657.34 2578.76 2578.76
90 2420.19 2512.55 2420.19 2420.19
100 2252.99 2329.67 2252.99 2252.99
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Table 33: Average Time: δ = 4

n BCLS FLS FWLS FWLS-B DNLS

11 0.000 0.000 0.000 0.000 0.000
20 0.000 0.000 0.000 0.000 0.009
30 0.000 0.000 0.000 0.000 0.151
40 0.014 0.006 0.007 0.007 0.736
50 0.040 0.017 0.016 0.017 2.201
60 0.124 0.056 0.056 0.055 5.881
70 0.200 0.093 0.095 0.091 12.639
80 0.599 0.312 0.295 0.273 23.798
90 0.800 0.401 0.393 0.385 43.311
100 1.317 0.614 0.646 0.589 81.804

Table 34: Average Time: δ = 4

n 4Prim MHC Chan4 MST

11 0.000 1.052 0.000 0.000
20 0.000 3.717 0.000 0.000
30 0.000 8.990 0.000 0.000
40 0.000 17.613 0.000 0.000
50 0.000 30.032 0.000 0.000
60 0.000 41.364 0.000 0.000
70 0.008 59.632 0.000 0.000
80 0.010 68.302 0.000 0.000
90 0.010 84.047 0.000 0.000
100 0.020 106.873 0.000 0.000
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