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Abstract

Antimicrobials have been widely using as a major resource to treat bacterial infections for
almost a century. However, it is not unusual to see antimicrobial resistance emerges in
a bacterial species due to natural selection under the usage of antimicrobials. Moreover,
numerous studies show that bacteria can accumulate genes encoding resistance to different
classes of antimicrobials and share them with other bacteria regardless of ancestry via a
biological process called horizontal gene transfer, causing emergence and fast transmission
of multidrug resistance. As such, antimicrobial resistance becomes an urgent and global
threat to public health, pushing us backwards to the pre-antimicrobial era.

In this thesis, I focus on horizontal co-transfer of resistance genes between bacteria of
the same species, which is usually caused by co-localisation of resistance genes in mobile
genetic elements, also known as physical linkage between these genes. This kind of linkage
plays a pivotal role in the evolution of multidrug resistance, because the mobile elements
can translocate, recombine and aggregate, rapidly rendering their host bacteria resistant to
a wide spectrum of antimicrobials. By far there is nonetheless not an approach identifying
horizontally co-transferred genes in a single bacterial species. Yet most authors of literature
reported a few co-mobilised resistance genes each time following biological experiments, and
some researchers only applied simple association analysis to representative bacterial isolates
of distinct species so as to minimise the possibility that a specific combination of genes is
inherited from their most-recent common ancestor. In contrast, intra-species association
analysis is severely confounded by strong sample relatedness because of bacterial clonal
reproduction. This obstacle leaves a gap between the known high frequency of intra-species
horizontal gene transfer and our understandings of this process.

This thesis presents a scalable computational approach that uses whole-genome sequenc-
ing data to identify co-transferred antimicrobial resistance genes in bacteria collected in
a few decades from the same species. Moreover, it demonstrates applications of the ap-
proach to three clinically important pathogens and reports key players, patterns and dynamics
underlying the horizontal co-transfer of resistance genes within each species.

In the first chapter, I provide a background to antimicrobial resistance, horizontal gene
transfer, whole-genome sequencing and contemporary bioinformatic techniques. I also
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summarise outcomes of horizontal gene co-transfer for characteristics that we can utilise for
inference of physical linkage. Finally, I compare several statistical approaches determining
pairwise association between presence-absence status of genes or alleles in bacteria to justify
the necessity of controlling for sample relatedness in association analysis.

For the second chapter, I derived a methodology inferring co-transferred genes by inte-
grating gene detection, de novo genome assembly, core-genome and phylogenetic analysis,
linear mixed models, hypothesis tests for effects of sample relatedness and evaluation of
consistency in pairwise physical distances between resistance alleles in bacterial genomes.
This methodology is designed to overcome limitations of existing methods summarised in the
first chapter. Moreover, I show interpretations of expected outcomes and discuss constraints
of this approach.

The next three chapters present an implementation of my methodology and its applications
on antimicrobial resistance genes in three clinically important species of Enterobacteriaceae.
First, I conducted an empirical study following a simulation-and-validation strategy on
finished-grade full genomes of six strains of Klebsiella pneumoniae to find out an optimal
method that measures the pairwise physical distances between alleles in de novo genome
assemblies. I found that for each assembly graph, the most accurate measurements are
obtained via setting up constraints for both the number of nodes in the graph and the
maximum of distance measurements. Second, I developed GeneMates, a computational and
integrative software package that implements my methods proposed in the second chapter
for the identification of physically linked resistance alleles or for analysing associations
between a large number of resistance alleles when controlling for individual relatedness.
In particular, GeneMates leverages network topology to identify potential physical linkage
between the alleles. For validation, I applied this tool to whole-genome sequencing data of
Escherichia coli and Salmonella Typhimurium, whose acquired resistance genes and relevant
mobile genetic elements have been well characterised in publications. In result sections, I
illustrate clusters of physically linked resistance alleles and discoveries of their vectors. For
the last result chapter, I applied GeneMates to genomes of a large global collection of K.
pneumoniae strains, which are adept to uptake DNA from various environments. Furthermore,
I compared structure and contents of co-localised allele clusters across time and geography
and discovered patterns underlying the evolution of multidrug resistance in this species.

To conclude, I have developed and implemented a network approach that performs associ-
ation tests on presence-absence of resistance alleles in a large collection of bacterial isolates
of the same species and infers potential horizontally co-transferred alleles. I have validated
this approach using known co-mobilisable resistance genes and the approach showed higher
statistical power than existing methods. The GeneMates package will become a powerful
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tool contributing to routine surveillance of antimicrobial resistance and identifications of
known and novel mobile genetic elements. In addition, applications of this package to other
kinds of bacterial genes is also feasible and convenient.
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Preface

This preface summarises the content of each chapter, the proportion of work claimed as
original, and the contribution of my supervisors and collaborators to each chapter. In addition,
chapters resulting in a manuscript are noted. My principal supervisor, Kathryn Holt, and
co-supervisors, Michael Inouye and Justin Zobel, provided comments on the structure and
contents of this thesis.

Chapter 1: Introduction
This is an original critical review of literature for introducing the background, knowledge
gaps, aims, scope, and significance of this thesis. In sections about the background, I in-
troduce concepts of antimicrobial resistance, horizontal gene co-transfer, physical linkage
between acquired genes, and mobile genetic elements, review bioinformatic methods for
processing bacterial whole-genome sequencing data and reconstructing bacterial phylogeny,
and compare association tests on genetic presence-absence status. This thesis has two aims:
first, it develops a novel network approach to identification of horizontally co-transferred
bacterial genes; second, it implements the approach as a program package and applies the
package to bacterial pathogens of great clinical concern.

Chapter 2: A computational approach inferring horizontally co-transferred genes
This chapter derives a novel network approach, which scores evidence of physical linkage
between each pair of specific alleles of acquired genes based on the association status and
genomic physical distances between these two alleles. Specifically, the association tests are
performed using linear mixed models, which control for bacterial population structure with
singular-value decomposition and orthonormal transformation. Furthermore, I show equiv-
alence between my linear mixed models to those widely used in genome-wide association
studies. Since the network approach considers the consistency in physical distances between
two alleles in bacterial genomes as the second kind of evidence for inferring physical linkage,
in this chapter I develop two decision trees for scoring the distance consistency.
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Chapter 3: Measurement of physical distances between genes
In this chapter, I demonstrate an original and empirical exploration for identifying an optimal
method for measuring physical distances between specific alleles of genes in bacterial
genome assemblies. To this end, I took a simulation-and-validation approach and compared
the accuracy and measurability of physical distances under various parameters. Key findings
in this study include: (1) it is preferable to simulate Illumina reads under the setting of
circular template DNA molecules; (2) contig-based resolution of assembly graphs improves
both measurability and accuracy of distance measurements; and (3) under a given error
tolerance, removal of distance measurements that are extremely large or from paths in more
than a certain number of assembly nodes can raise the accuracy of remaining measurements
to above 90%.

My colleague, Ryan R. Wick, as well as my supervisors, provided insightful comments
on this work. Moreover, Wick designed and coded the function for distance measurement
and added this function to his software Bandage.

Chapter 4: GeneMates, an R package detecting horizontally co-transferred antimicro-
bial resistance genes in bacteria
This chapter describes the original implementation of my network approach as a versatile
R package GeneMates and validates it using two published data sets whose co-transferred
antimicrobial resistance genes are known. For the identification of physical linkage between
acquired genes, GeneMates provides users with an integrated interface function findPhysLink,
which takes as input an allelic presence-absence matrix of bacterial genes of interest, a
core-genome SNP matrix of bacterial isolates, and optionally, a table of allelic physical
distances obtained from genome assemblies with the method developed in Chapter 3. Using
linear mixed models, the function tests for the association between each pair of target alleles
when controlling for the bacterial population structure, and when the physical distances
are available, it evaluates the consistency of physical distances across genomes. A score is
then determined for each pair of alleles on the basis of their association status and distance
consistency. Eventually, the function returns a table of scores, from which users can create a
network of target alleles using certain software (such as Cytoscape), and identifies plausible
physical linkage between the alleles. In addition, GeneMates offers functions for network
analysis, result visualisation, sequence search, and so forth.

GeneMates was validated using two published whole-genome sequencing data sets: one
is comprised of Illumina reads from 169 Escherichia coli genomes, and the other is comprised
of Illumina reads from 359 Salmonella Typhimurium DT104 genomes. The validation was
conducted at the allele level and in two ways. First, linear mixed models identified significant
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positive associations in 68% of allele pairs of known co-transferred antimicrobial resistance
genes in the E. coli genomes, whereas association tests that were not controlled for population
structure identified significant positive associations in 57% of the allele pairs. Second, in E.
coli and S. Typhimurium genomes, I explicitly resolved DNA sequences of mobile genetic
elements harboured resistance gene alleles that showed high scores of physical linkage.

My collaborator Danielle Ingle offered suggestions on analysing the E. coli data. I have
integrated contents of Chapters 2 – 4 into a manuscript for publication. The manuscript is
under revision and will be submitted to a journal afterwards.

Chapter 5: Horizontal co-transfer of antimicrobial resistance genes in Klebsiella pneu-
moniae
This chapter applies GeneMates to investigate horizontally co-transferred antimicrobial re-
sistance genes in Klebsiella pneumoniae, another bacterial pathogen that causes an urgent
threat to public health owing to its capacity in acquiring and accumulating resistance genes.
This is an original study. K. pneumoniae genomes used for this study composed a discovery
set and an exploration set. Specifically, the discovery set consisted of high-quality whole-
genome sequencing reads or finished-grade genome assemblies from 1,462 genomes, and
the exploration set consisted of 5,134 draft genome assemblies downloaded from the NCBI
RefSeq database. Altogether, 6,596 K. pneumoniae genomes were recruited for this study,
and these genomes were isolated between 1920 and 2018, in at least 82 countries covering 13
geographic regions of the world. I designed functions for spatiotemporal analysis of acquired
genes and added these functions to the package GeneMates.

This study resulted in a network showing evidence of physical linkage between acquired
resistance gene alleles in the discovery set. Several cliques of the alleles were identified
in this network, and each clique displayed strong evidence of mutual physical linkage
between its member alleles. In the total collection of 6,596 K. pneumoniae genomes, for
each clique I found dominance of a single DNA sequence in all sequences that harboured
all the member alleles. I recovered genetic structure of each dominant sequence and found
identical fragments of this sequence in K. pneumoniae genomes. Combining the temporal
distribution of these genomes, I deduced stepwise evolution of horizontal co-transfer of
acquired antimicrobial resistance genes in the global K. pneumoniae population.

My colleagues in the Holt Lab contributed to genome collection and data analysis:
Margaret Lam downloaded genome assemblies from the RefSeq database, curated isolate
information, and determined clones of all the K. pneumoniae isolates; Kelly Wyres, Ryan
Wick, David Edwards, Louise Judd, Stephen Watts, Jane Hawkey, Zoe Dyson, and my
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supervisors provided constructive advice on data analysis and visualisation.

Chapter 6: Conclusions
This is an original summary of methodology, key findings, implications, significance, and
future directions presented in this thesis. To conclude, I have developed, implemented, and
validated a novel network approach to identification of horizontally co-transferred bacterial
genes; I found several mobile genetic elements carrying multiple antimicrobial resistance
genes in three bacterial pathogens of great clinical concern; and I deduced plausible stepwise
evolution of mobile resistance gene clusters in K. pneumoniae with temporal analysis. My
methods and analytical procedure established in this thesis can be applied to other kinds of
bacterial genes and species.
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Howard Tang, Marta Brożyńska, Qinqin Huang, Scott Ritchie, Shu Mei Teo and Youwen
Qin from the Inouye Lab.



xiv

The research community was helpful to me in developing programming and mathematical
skills, which were two pillars of this project. In particular, I am grateful to Guoqi Qian from
the School of Mathematics and Statistics of the University of Melbourne, for his explanation
of linear mixed models, and to the active user community of the software GEMMA on
GitHub, where profound discussions have improved my understandings to linear models and
association analysis.

My friends have offered a great support to the completion of this PhD project. Especially,
many thanks to Qingyu Chen from Justin’s group and Tuo Yang from Leann’s lab. I believe
that our academic collaborations, causal conversations, mutual trusts and encouragement,
travels and food adventures have made up a heart-warming chapter of our PhD journeys.

I am deeply indebted to the continuous support, understanding and love from my parents,
parents in-law and wife. This work is not possible without you. We have overcome challenges
from the great geographical distance and bound together. Thank you.

This project was supported by the Melbourne International Research Scholarship, ad-
ministrated by the Department of Biochemistry and Molecular Biology at the University
of Melbourne. I also appreciate the travel award from the department for supporting me to
attend the SMBE2018 conference in Yokohama, Japan, in July 2018, which was a rewarding
academic journey during my PhD.



Table of contents

List of Figures xix

List of Tables xxv

Nomenclature xxix

1 Introduction 1
1.1 Antimicrobial resistance: a global threat . . . . . . . . . . . . . . . . . . . 2
1.2 Genetic determinants of antimicrobial resistance . . . . . . . . . . . . . . . 4

1.2.1 Mechanisms of antimicrobial resistance . . . . . . . . . . . . . . . 5
1.2.2 Acquisition of genetic determinants via horizontal gene transfer . . 6

1.3 Horizontal co-transfer of antimicrobial resistance genes . . . . . . . . . . . 10
1.3.1 Causes of horizontal gene co-transfer . . . . . . . . . . . . . . . . 10
1.3.2 Consequences of horizontal gene co-transfer . . . . . . . . . . . . 11

1.4 Investigating horizontal gene co-transfer using whole-genome sequence data 14
1.4.1 Acquisition of bacterial whole-genome sequence data . . . . . . . . 14
1.4.2 De novo assembly of bacterial genomes . . . . . . . . . . . . . . . 18
1.4.3 Bioinformatic methods detecting resistance genes . . . . . . . . . . 23
1.4.4 Phylogenetic reconstruction . . . . . . . . . . . . . . . . . . . . . 27
1.4.5 Co-transfer signals and confounding variables . . . . . . . . . . . . 29

1.5 Aims, scope and significance . . . . . . . . . . . . . . . . . . . . . . . . . 33
1.6 Overview of this study . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

2 A computational approach inferring horizontally co-transferred genes 37
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
2.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

2.2.1 Association analysis controlling for population structure . . . . . . 38
2.2.2 Assessment of structural random effects . . . . . . . . . . . . . . . 51
2.2.3 Scoring evidence of physical linkage . . . . . . . . . . . . . . . . . 55



xvi Table of contents

2.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60
2.3.1 Equivalence to other linear mixed models . . . . . . . . . . . . . . 60
2.3.2 Equivalent posterior distributions of structural random effects . . . 64
2.3.3 Interpretations of the fixed effect size . . . . . . . . . . . . . . . . 68
2.3.4 Incapability of parameter estimation between identical variables . . 70
2.3.5 Improving assessment of physical distances . . . . . . . . . . . . . 70

2.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

3 Measurement of physical distances between genes 73
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
3.2 Materials and methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

3.2.1 Collection of complete genomes . . . . . . . . . . . . . . . . . . . 75
3.2.2 Calculation of reference physical distances . . . . . . . . . . . . . 76
3.2.3 Read simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
3.2.4 De novo genome assembly . . . . . . . . . . . . . . . . . . . . . . 77
3.2.5 Generation of contig graphs . . . . . . . . . . . . . . . . . . . . . 78
3.2.6 Measurement of physical distances in de novo assemblies . . . . . 79

3.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81
3.3.1 Necessity of circular-mode read simulation . . . . . . . . . . . . . 81
3.3.2 Distance paths versus actual genomic structure . . . . . . . . . . . 84
3.3.3 Mixed assemblies of whole-genome short reads . . . . . . . . . . . 85
3.3.4 Sampling of CDS and distance measurements . . . . . . . . . . . . 86
3.3.5 Accuracy of SPAdes assemblies . . . . . . . . . . . . . . . . . . . 88
3.3.6 Selection of read simulator . . . . . . . . . . . . . . . . . . . . . . 89
3.3.7 Distances measured in K-mer graphs, contigs and contig graphs . . 89
3.3.8 Impacts of sequencing errors . . . . . . . . . . . . . . . . . . . . . 94
3.3.9 Accuracy for random alleles conditioned on a node number . . . . 95
3.3.10 Accuracy of distances measured between resistance genes . . . . . 97

3.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100
3.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

4 GeneMates: an R package detecting horizontally co-transferred antimicrobial
resistance genes in bacteria 105
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
4.2 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106
4.3 Validation study: materials and methods . . . . . . . . . . . . . . . . . . . 109

4.3.1 Collection of bacterial whole-genome sequencing data . . . . . . . 110



Table of contents xvii

4.3.2 Extraction of core-genome SNPs and contamination detection . . . 110
4.3.3 Phylogenetic reconstruction . . . . . . . . . . . . . . . . . . . . . 111
4.3.4 Gene screen and allele identification . . . . . . . . . . . . . . . . . 111
4.3.5 De novo genome assembly . . . . . . . . . . . . . . . . . . . . . . 112
4.3.6 Measurement of allelic physical distances . . . . . . . . . . . . . . 113
4.3.7 Association and co-transfer analyses . . . . . . . . . . . . . . . . . 116
4.3.8 Network visualisation and analysis . . . . . . . . . . . . . . . . . . 117

4.4 Validation study: results . . . . . . . . . . . . . . . . . . . . . . . . . . . 118
4.4.1 Core-genome SNPs . . . . . . . . . . . . . . . . . . . . . . . . . . 118
4.4.2 Antimicrobial resistance . . . . . . . . . . . . . . . . . . . . . . . 118
4.4.3 Association networks controlled for population structure . . . . . . 126
4.4.4 Identification of physical linkage between mobile resistance genes . 140

4.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166
4.5.1 Core-genome SNPs, population structure and sample projections . . 167
4.5.2 Performance of linear mixed models on determining significant asso-

ciations between resistance alleles . . . . . . . . . . . . . . . . . . 167
4.5.3 Advantages of GeneMates in detecting horizontal gene co-transfer . 168
4.5.4 Issues and future directions . . . . . . . . . . . . . . . . . . . . . . 170

4.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 171
4.7 Software availability and requirements . . . . . . . . . . . . . . . . . . . . 172

5 Horizontal co-transfer of antimicrobial resistance genes in Klebsiella pneumo-
niae 173
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173
5.2 Materials and methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . 174

5.2.1 Collection of genomic data . . . . . . . . . . . . . . . . . . . . . . 175
5.2.2 Identification of core-genome SNPs . . . . . . . . . . . . . . . . . 176
5.2.3 Assessment of read source homogeneity . . . . . . . . . . . . . . . 177
5.2.4 Phylogenetic reconstruction . . . . . . . . . . . . . . . . . . . . . 177
5.2.5 SNP imputation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 177
5.2.6 Gene screen and allele identification . . . . . . . . . . . . . . . . . 178
5.2.7 De novo genome assembly . . . . . . . . . . . . . . . . . . . . . . 178
5.2.8 Measurement of allelic physical distances . . . . . . . . . . . . . . 178
5.2.9 Association analysis . . . . . . . . . . . . . . . . . . . . . . . . . 181
5.2.10 Network analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . 182
5.2.11 Investigation of horizontally acquired ARG allele clusters . . . . . 182
5.2.12 Spatiotemporal analyses . . . . . . . . . . . . . . . . . . . . . . . 183



xviii Table of contents

5.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 184
5.3.1 Network construction for antimicrobial resistance genes . . . . . . 185
5.3.2 Features of the linkage network for resistance alleles . . . . . . . . 194
5.3.3 Maximal cliques identified in the linkage network . . . . . . . . . . 197
5.3.4 Spatiotemporal structures . . . . . . . . . . . . . . . . . . . . . . . 211

5.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 226
5.5 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 230

6 Conclusions 233
6.1 Development of a novel approach for detecting horizontally co-transferred

antimicrobial resistance genes . . . . . . . . . . . . . . . . . . . . . . . . 233
6.1.1 GeneMates identifies physical linkage between resistance genes . . 234
6.1.2 New analytical framework and procedure . . . . . . . . . . . . . . 235
6.1.3 A generalised procedure for obtaining accurate measurements of

allelic physical distances from genome assemblies . . . . . . . . . 235
6.2 Horizontal co-transfer of antimicrobial resistance genes: scope, key vectors

and evolution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 236
6.3 Current issues and future directions . . . . . . . . . . . . . . . . . . . . . 238

Bibliography 241

Appendix A Supplementary tables 263
A.1 Sample information for Chapter 4 . . . . . . . . . . . . . . . . . . . . . . 263
A.2 Sample information for Chapter 5 . . . . . . . . . . . . . . . . . . . . . . 263

Appendix B Computer code developed in this thesis 265
B.1 Core-genome SNP analysis . . . . . . . . . . . . . . . . . . . . . . . . . . 265
B.2 Read simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 266
B.3 Detection of antimicrobial resistance genes . . . . . . . . . . . . . . . . . 266
B.4 Measurement and evaluation of allelic physical distances . . . . . . . . . . 266
B.5 GeneMates: an R package detecting horizontal gene co-transfer between

bacteria . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 267
B.6 Extracting and clustering shortest clique sequences . . . . . . . . . . . . . 268



List of Figures

1.1 Year of discovering distinct classes of antimicrobials . . . . . . . . . . . . 4
1.2 Three mechanisms of HGT . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.3 A Venn diagram showing the classification of MGEs . . . . . . . . . . . . 10
1.4 Procedure of Illumina sequencing . . . . . . . . . . . . . . . . . . . . . . 17
1.5 Construction of a de Bruijn graph . . . . . . . . . . . . . . . . . . . . . . 21
1.6 Two examples of graph visualisation in Bandage . . . . . . . . . . . . . . . 22
1.7 An example of contingency tables . . . . . . . . . . . . . . . . . . . . . . 29
1.8 GC content biases for sequencing three microbial genomes . . . . . . . . . 32
1.9 Causes of MDR . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

2.1 A decision tree determining association scores . . . . . . . . . . . . . . . . 56
2.2 A decision tree determining distance scores . . . . . . . . . . . . . . . . . 59

3.1 Overall procedure for distance comparisons . . . . . . . . . . . . . . . . . 74
3.2 Simulating reads from a circular genome with the rotation-and-cut algorithm 78
3.3 A comparison between the assembly graph, contigs and contig graphs . . . 80
3.4 Influence of short reads simulated based on linear or circular sequence

topology on plasmid assembly graphs . . . . . . . . . . . . . . . . . . . . 82
3.5 Influence of short reads simulated based on linear or circular sequence

topology on chromosomal assembly graphs . . . . . . . . . . . . . . . . . 83
3.6 A comparison between SPDs obtained through linear and circular read

simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
3.7 Assemblies of mixed chromosomal and plasmid short reads . . . . . . . . . 86
3.8 Distribution of reference SPDs in the NTUH-K2044 chromosome . . . . . 87
3.9 Presence of reference sequences in their SPAdes assemblies . . . . . . . . . 88
3.10 Range of SPDs in different assembly graphs . . . . . . . . . . . . . . . . . 91
3.11 Accuracy of SPDs in three kinds of assembly graphs . . . . . . . . . . . . 92
3.12 Accuracy of SPDs under different levels of error tolerance . . . . . . . . . 93



xx List of Figures

3.13 Accuracy of SPDs across strains under a given level of error tolerance . . . 93
3.14 Chromosomal assembly graphs based on perfect or imperfect synthetic reads 95
3.15 Conditional accuracy of SPDs of a given node number in contig graphs . . 96
3.16 Accuracy of SPDs in contigs . . . . . . . . . . . . . . . . . . . . . . . . . 96
3.17 Conditional accuracy of SPDs in contigs or of a given node number in 69-mer

graphs across six Kp strains . . . . . . . . . . . . . . . . . . . . . . . . . . 97

4.1 Overall work flow for the two key functions of GeneMates . . . . . . . . . 108
4.2 ARG content of 169 E. coli strains . . . . . . . . . . . . . . . . . . . . . . 120
4.3 A binary heat map showing presence-absence of 27 accessory ARG alleles

that each occurred at least four times in 169 E. coli strains . . . . . . . . . 121
4.4 ARG content of 359 Salmonella strains . . . . . . . . . . . . . . . . . . . 122
4.5 A binary heat map showing presence-absence of 22 SGI1-borne ARG alleles

in 359 Salmonella strains . . . . . . . . . . . . . . . . . . . . . . . . . . . 123
4.6 A binary heat map showing presence-absence of 34 ARG alleles that were

not carried by SGI1 in 359 Salmonella strains . . . . . . . . . . . . . . . . 124
4.7 Binary heat maps showing distributions of identically distributed alleles of

accessory ARGs in E. coli or Salmonella . . . . . . . . . . . . . . . . . . . 125
4.8 An association network for ARG alleles in E. coli strains . . . . . . . . . . 127
4.9 A separate sub-network in the association network of E. coli and co-occurrence

of its alleles in 169 E. coli strains . . . . . . . . . . . . . . . . . . . . . . . 128
4.10 An association network for alleles of accessory ARGs in Salmonella strains 130
4.11 Venn diagrams counting associations inferred with linear models that were

controlled for population structure or not . . . . . . . . . . . . . . . . . . . 131
4.12 Cumulative percentage of the total genetic variation captured by sample

projections on PCs of each species . . . . . . . . . . . . . . . . . . . . . . 132
4.13 Proportions of structural random effects to environmental random effects in

LMMs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133
4.14 Number of significant PCs contributing to presence-absence of the response

pattern in an LMM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133
4.15 A comparison of p-values from PLMs and LMMs for the same pattern

configurations of ARG alleles in E. coli . . . . . . . . . . . . . . . . . . . 135
4.16 A comparison of p-values from PLMs and LMMs for the same pattern

configurations of ARG alleles in Salmonella . . . . . . . . . . . . . . . . . 136
4.17 Directions of changes in raw p-values versus four LMM groups defined by

random effects of population structure underlying the response and explana-
tory patterns . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 137



List of Figures xxi

4.18 Congruence in directions of fixed effects shared between LMMs and PLMs 138
4.19 A ring plot showing occurrence and co-occurrence of four ARG alleles in E.

coli strains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 139
4.20 A neighbour-joining (NJ) tree of 10 MDR E. coli strains based on average

nucleotide divergence (ANI) . . . . . . . . . . . . . . . . . . . . . . . . . 141
4.21 Accuracy of APDs measured in contigs under different error tolerance levels

for 10 E. coli strains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142
4.22 Accuracy of APDs measured across at most five nodes in assembly graphs

of E. coli strains under two levels of error tolerance . . . . . . . . . . . . . 143
4.23 An NJ tree of 10 MDR S. Typhimurium strains based on average nucleotide

divergence . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 145
4.24 Accuracy of APDs measured in contigs under different levels of error toler-

ance for 10 S. Typhimurium strains . . . . . . . . . . . . . . . . . . . . . . 146
4.25 Accuracy of APDs measured across at most five nodes in assembly graphs

of Salmonella strains when tolerating no or at most 1 kbp errors . . . . . . 147
4.26 APDs and their node numbers measured in 129 E. coli strains . . . . . . . . 149
4.27 APDs and their node numbers measured in 333 Salmonella strains . . . . . 150
4.28 Distribution of 15 reliable APDs between alleles TEM-214_1718.147 and

TetA_1545 in 169 E. coli strains . . . . . . . . . . . . . . . . . . . . . . . 155
4.29 Resolved structures of regions comprising alleles TEM-214_1718.147 and

TetA_1545 in E. coli strains . . . . . . . . . . . . . . . . . . . . . . . . . 156
4.30 Distribution of alleles SulI_1616 and AadA2_1605 in 359 Salmonella strains 157
4.31 A linkage network for alleles of acquired ARGs in 169 E. coli strains . . . . 159
4.32 Distribution of 83 weighted distance scores in the linkage network for E. coli

under a bin width of 0.05 . . . . . . . . . . . . . . . . . . . . . . . . . . . 159
4.33 A linkage network for alleles of accessory ARGs in 359 Salmonella strains 161
4.34 Distribution of 104 weight distance scores in the linkage network for Salmonella

strains with a bin width of 0.05 . . . . . . . . . . . . . . . . . . . . . . . . 161
4.35 A clique of three ARG alleles extracted from the linkage network of E. coli

and distribution of its alleles in strains . . . . . . . . . . . . . . . . . . . . 163
4.36 Putative physical linkage between three resistance alleles in two E. coli strains164
4.37 Distribution and genetic structure of the four-allele clique in Salmonella strains166

5.1 ARG content of 1,462 K. pneumoniae strains . . . . . . . . . . . . . . . . 186
5.2 A binary heat map showing presence-absence of 82 accessory ARG alleles

in the discovery set . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187
5.3 A midpoint-rooted NJ tree based on ANI of 10 MDR strains . . . . . . . . 188



xxii List of Figures

5.4 Accuracy of APDs measured between random CDS in assembly graphs
generated from synthetic reads . . . . . . . . . . . . . . . . . . . . . . . . 190

5.5 Accuracy as a function of APDs measured between random CDS in contigs
assembled from synthetic reads . . . . . . . . . . . . . . . . . . . . . . . . 191

5.6 Filters for association networks and their outcomes . . . . . . . . . . . . . 192
5.7 Association network and distribution of distance measurability for its edges 193
5.8 A linkage network for acquired ARG alleles in 1,462 Kp strains . . . . . . 194
5.9 Heat maps displaying connectivity of antimicrobial classes based on networks

of acquired ARG alleles . . . . . . . . . . . . . . . . . . . . . . . . . . . . 197
5.10 Sixteen maximal cliques identified in the linkage network for 1,462 Kp strains199
5.11 Distribution of 16 cliques across Kp lineages of the discovery set . . . . . . 200
5.12 A heat map showing a clustered similarity matrix of allelic co-occurrence

events with clique-related entries highlighted . . . . . . . . . . . . . . . . 201
5.13 A box plot showing lengths of the shortest clique sequences of 16 maximal

cliques identified in the linkage network . . . . . . . . . . . . . . . . . . . 203
5.14 Genetic structures of dominant sequences and flanking regions of cliques 2,

5, and two frequent variants of clique 5 in three Kp genomes . . . . . . . . 207
5.15 Genetic structures of dominant sequences and flanking regions of cliques 1,

3, 4 and 6 in three Kp genomes . . . . . . . . . . . . . . . . . . . . . . . . 208
5.16 Genetic structures of dominant sequences and flanking regions of cliques 7 –

12 in four Kp genomes . . . . . . . . . . . . . . . . . . . . . . . . . . . . 209
5.17 Genetic structures of dominant sequences and flanking regions of cliques 13

– 16 in four Kp genomes . . . . . . . . . . . . . . . . . . . . . . . . . . . 210
5.18 Count of the 6,596 Kp strains isolated in each year or period . . . . . . . . 211
5.19 Number of Kp strains from each geographic region . . . . . . . . . . . . . 212
5.20 A scatter plot comparing country counts against allele frequencies . . . . . 214
5.21 Region counts versus allele frequencies . . . . . . . . . . . . . . . . . . . 214
5.22 Region-specific frequencies of 59 alleles in 6,456 Kp strains across 13 geo-

graphical regions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 215
5.23 Simpson’s diversity index versus the sample size per geographic region . . 216
5.24 Allele frequencies in each year or period . . . . . . . . . . . . . . . . . . . 217
5.25 Temporal distribution of dominant clique sequences in each of 13 geographi-

cal regions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 219
5.26 Co-occurrence networks for the six alleles of clique 1 in four years . . . . . 220
5.27 Presence of physical allele clusters in the dominant sequence of clique 1 . . 221



List of Figures xxiii

5.28 Distributions of clique 1 and its six component alleles in 1,462 Kp strains of
the discovery set . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 222

5.29 Co-occurrence networks for the six alleles of cliques 3 and 4 in three years . 223
5.30 Presence of physical allele clusters relevant to the dominant sequences of

cliques 3 and 4 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 224
5.31 Distributions and co-occurrence of the five ARG alleles of cliques 3 and 4 in

1,462 Kp strains of the discovery set . . . . . . . . . . . . . . . . . . . . . 225





List of Tables

2.1 Overall scores given association scores and distance scores under the as-
sumption of perfect distance measurability . . . . . . . . . . . . . . . . . . 59

3.1 Reference genomes used for Chapter 3 . . . . . . . . . . . . . . . . . . . . 75
3.2 Summary statistics of reference SPDs in the NTUH-K2044 chromosome . . 86
3.3 Number of SPDs and missing query paths in assembly graphs of the NTUH-

K2044 chromosome . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90
3.4 A summary of SPDs measured in different kinds of assembly graphs . . . . 90
3.5 Conditional accuracy of SPDs in c-type contig graphs and of those in contigs 98
3.6 Accuracies and maximums of SPDs between ARG alleles in contigs, l-type

and c-type contig graphs . . . . . . . . . . . . . . . . . . . . . . . . . . . 98
3.7 Number of ARGs in each strain and the number of their SPDs in each genome

assembly . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99

4.1 A summary of 10 MDR E. coli strains used for determining reliability criteria
for APDs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

4.2 A summary of 10 MDR S. Typhimurium strains used for determining relia-
bility criteria for APDs . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

4.3 A comparison of positive associations in the network for E. coli strains to
known co-localisation of mobile ARGs . . . . . . . . . . . . . . . . . . . . 129

4.4 REML estimates of the parameter λλλ in LMMs of the five SGI1-borne ARG
alleles under the null hypothesis of no fixed effects . . . . . . . . . . . . . 130

4.5 LMM-based associations between five ARG alleles in SGI1 . . . . . . . . . 131
4.6 Number of queries unidentified in every assembly graph and contig file of E.

coli strains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 141
4.7 Accuracy of prioritised APDs from contigs and assembly graphs of E. coli . 144
4.8 Number of queries unidentified in every assembly graph and contig file of

DT104 strains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 145



xxvi List of Tables

4.9 Accuracy of prioritised distances measured in contigs and assembly graphs
of Salmonella strains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148

4.10 Accuracy of prioritised distances measured in contigs and assembly graphs
of Salmonella strains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148

4.11 Physical distances measured between 45 pairs of positively associated alleles
in 169 E. coli strains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151

4.12 Physical distances measured between 15 pairs of positively associated alleles
in 359 Salmonella strains . . . . . . . . . . . . . . . . . . . . . . . . . . . 152

4.13 APDs measured between five SGI1-borne ARG alleles in Salmonella . . . . 153
4.14 Connectivity between ARG alleles of E. coli in the linkage network based

on edges having wd above 0.5 . . . . . . . . . . . . . . . . . . . . . . . . 160
4.15 Connectivity between alleles of Salmonella in the linkage network based on

edges having wd above 0.5 . . . . . . . . . . . . . . . . . . . . . . . . . . 162
4.16 APDs measured in E. coli strains between three alleles of a clique . . . . . 163
4.17 Exact matches of the 3,084 bp MDR region in the genome assembly of the

Salmonella strain ERR026101 to the NCBI nucleotide database . . . . . . . 165

5.1 Sources of 1,286 paired-end Illumina read sets comprising the discovery set 175
5.2 Complete genomes used for determining reliability criteria of allelic physical

distances . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 179
5.3 Accessory ARGs detected in the 10 Kp strains used for determining distance

reliability filters . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 188
5.4 Accuracy of APDs measured between accessory ARGs in synthetic read

based assembly graphs when searching for query paths that show at least
98% nucleotide identity to allele sequences of these genes . . . . . . . . . 189

5.5 Accuracy of APDs measured between accessory ARGs in real read based
assembly graphs when searching for query paths that show at least 98%
nucleotide identity to allele sequences of these genes . . . . . . . . . . . . 189

5.6 Parameter estimates for four pairs of alleles each showed significant LMM-
based associations in a single direction . . . . . . . . . . . . . . . . . . . . 195

5.7 Summary statistics of clique distributions . . . . . . . . . . . . . . . . . . 202
5.8 A summary of the shortest clique sequences . . . . . . . . . . . . . . . . . 203
5.9 Clusters of the shortest clique sequences extracted from the 6,596 Kp strains 204
5.10 Genome assemblies used for resolving genetic structures of dominant clique

sequences identified after performing sequence clustering . . . . . . . . . . 205

A.1 Details of 169 E. coli strains . . . . . . . . . . . . . . . . . . . . . . . . . 263



List of Tables xxvii

A.2 Details of 373 Salmonella Typhimurium DT104 strains . . . . . . . . . . . 263
A.3 Details of 176 Kp strains whose complete genomes were used for this thesis 264
A.4 Details of 1,286 Kp strains whose paired-end Illumina read sets were used

for this thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 264
A.5 Details of 5,134 Kp strains whose genome assemblies were downloaded from

the NCBI RefSeq database . . . . . . . . . . . . . . . . . . . . . . . . . . 264





Nomenclature

Other Symbols

AG-ratio Ratio of allelic read depth over genomic read depth

det Determinant of a matrix

Acronyms / Abbreviations

aEPEC Atypical enteropathogenic Escherichia coli

AMR Antimicrobial resistance

ANI Average nucleotide divergence

APD Allelic physical distance

ARDB Antibiotic Resistance Gene Database

ARG Antimicrobial resistance genes

BLASTn Nucleotide BLAST

BMRG Biocide/metal resistance gene

CDS Coding sequence

cgSNP Core-genome single-nucleotide polymorphism

CTn Conjugative transposon

DHFR Dihydrofolate reductase

DHPS Dihydropteroate synthase

ESBL Extended-spectrum beta-lactamase



xxx Nomenclature

FASTG An expression format for genome assemblies. The letter G stands for “graph”.

FolA Dihydrofolate reductase, an alternative name for DHFR

GEMS Global Enteric Multicentre Study

GFA Graph fragment assemblies

GI Genomic island/islet

GLS Generalised least-square

Hfr High-frequency recombination

HGcoT Horizontal gene co-transfer

HGT Horizontal gene transfer

IBD Identity-by-descent

ICE Integrative-conjugative element

IS Insertion sequence

LD Linkage disequilibrium

LGT Lateral gene transfer, a synonym of HGT

LMM Linear mixed model

MAF Minor allele frequency

maxMAF Maximum minor allele frequency

MDR Multi-drug resistance

MGE Mobile genetic elements

MIC Minimum inhibitory concentration

ML Maximum likelihood

MLST Multi-locus sequence typing

MP Maximum parsimony

MRSA Methicillin-resistant Staphylococcus aureus



Nomenclature xxxi

NJ Neighbour-joining

OTU Operational taxonomic unit

PAM Presence/absence matrix

PC Principal component

PCR Polymerase chain reaction

PFGE Pulsed-field gel electrophoresis

PLM Penalised logistic model

PVE Proportion of variation (in a response variable) explained

Q-Q Quantile-quantile

REML Residual maximum-likelihood

RPP Ribosomal protection protein

SBS Sequencing-by-synthesis

SMRT Single-Molecule Real-time sequencing

SNP Single-nucleotide polymorphism

SPD Shortest-path distance

SRA Sequence Read Archive

ST Sequence type

Sul Sulphonamides

SVD Singular-value decomposition

TB Tuberculosis

Tmp trimethoprim

Tn Transposon

VCF Variant call format

VRE Vancomycin-resistant enterococci

WGS Whole-genome sequencing





Chapter 1

Introduction

It is not difficult to make microbes resistant to penicillin in the laboratory by exposing them to
concentrations not sufficient to kill them, and the same thing has occasionally happened in the body.

— Alexander Fleming’s Nobel Lecture [1]

Antimicrobials, a class of small molecules that kill microorganisms or inhibit them from
growing or reproducing, have been our primary therapeutic resources for preventing and
curing infectious diseases since the introduction of arsphenamine in 1910 for the treatment
of syphilis [2–4]. As the presence of antimicrobials poses a persistent selective pressure
on bacteria, the emergence of resistant phenotypes in bacteria is almost inevitable as a
consequence of antimicrobial usage in treatment, which exactly follows the prediction made
by Fleming in 1945. This kind of phenotypes is collectively called antimicrobial resistance
(AMR) and it is a substantial threat to public health as it renders corresponding antimicrobial
agents ineffective, risking treatment outcome, productivity, life quality and so forth [5]. This
challenge is accentuated by overuse of antimicrobials, which fuels the emergence and spread
of resistant bacteria worldwide [6].

AMR is genetically coded. The emergence and transmission of resistance determinants,
either genes or mutations, are well documented events of contemporary bacterial evolution [7].
It is also well-known that AMR genes (ARGs) can co-occur in a single bacterial genome and
even in the same DNA molecule, such as a chromosome or plasmid, rendering the bacterium
potential to become resistant to more than one class of antimicrobials — a phenotype called
multidrug resistance (MDR). Further, ARGs may be transferred between bacteria sharing
no recent common ancestry, via a process called horizontal gene transfer (HGT), which is
usually mediated by mobile genetic elements (MGEs), such as mobilisable genomic islands,
plasmids and bacteriophages.
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In this thesis, I am interested in a particular form of HGT, the horizontal gene co-transfer
(HGcoT), by which genes are co-mobilised from one bacterium (the donor) to another
(the recipient). For instance, the widely distributed, mobilisable, and chromosome-borne
Salmonella genomic island 1 (SGI1) harbours a cluster of five ARGs that encode resistance
to aminoglycosides, chloramphenicol, tetracyclines, carbenicillin, and sulfonamides, respec-
tively [8–10]. In addition, plasmid-mediated co-transfer of carbapenem resistance gene
blaNDM-x (x = 1,5,7,15) and fluoroquinolone resistance genes aac(6’)-Ib-cr, qnrB or qnrS
has been identified in the family Enterobacteriaceae [11]. Moreover, transposon-mediated
co-transfer of a carbapenem resistance gene blaKPC-3 and a broad-spectrum beta-lactamase
resistance gene blaTEM-1 contributes to the rapid non-clonal dissemination of carbapenem
resistance in Enterobacteriaceae [12].

HGcoT causes a great concern in public health owing to its substantial contribution to the
emergence, aggregation and rapid transmission of MDR between bacteria that are otherwise
evolutionarily distant. Moreover, physically linked ARGs that are acquired via HGcoT can
be retained in recipient genomes through co-selection by a single antimicrobial [13, 14].
Nevertheless, HGcoT remains a territory that has not been systematically explored, and as far
as I have reviewed, literature often focuses on the genetic co-transfer between taxonomical
groups above the species level. Studies have shown that, in these groups, it is almost impos-
sible to have vertical co-transfer of physically linked genes from the most recent common
ancestor due to long divergence time [15–17]. Concerning HGcoT within the same species,
however, there is a void of high-throughput computational approaches to identification of
transmissible gene clusters in a large collection of bacterial isolates. Particularly, since
whole-genome sequencing (WGS) technologies, including Illumina sequencing and Oxford
Nanopore sequencing, have been widely used for surveillance and diagnosis, it is desirable
to exploit the fast-growing WGS data for HGcoT detection.

In this chapter, I review literature on threats and genetic basis of AMR, transmission of
ARGs, reports of HGcoT, and challenges in identification of co-transferred ARGs. Following
this background, I establish aims of this project and define its scope. Finally, I explain
significance of this study in more details.

1.1 Antimicrobial resistance: a global threat

The discovery of antimicrobials in the early 20th century has revolutionised the treatment of
infectious diseases, improved public safety and the quality of healthcare [18]. Inspired by
the success of penicillin in clinical use, the discovery of natural antimicrobials flourished
between 1943 and the early 1970s, marking a golden age of the so-called antimicrobial era
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[19–21]. Numerous lives were saved with antimicrobials, and our paradigm for searching
new drugs have been revolutionised since the discovery of these “magic bullets” [22].

While antimicrobials were prevailing in their way, the consumption of antimicrobials kept
ascending worldwide. Take the USA for example, less than 1,000 tons of antimicrobials were
produced in 1954 [6], however, approximately 14,800 tons of antimicrobials were sold and
distributed in USA in 2013 for use in food-producing animals, increased by 17% from 2009
through 2013 [23]. In some European countries, the daily consumption of antimicrobials
reached more than one ton in the 1990s [7]. Another contributing factor for the development
of AMR is water pollution by antimicrobials. For example, it is estimated that approximately
more than 50 kg ciprofloxacin was dumped into rivers every day by pharmaceutical factories
in a single city in central India [2].

Evidently, the global and persistent consumption of antimicrobials over the past century
introduces substantial selective pressure to bacterial populations. As a result, bacteria that
are resistant to common antimicrobials have become prevalent rapidly, which compromised
the effectiveness of antimicrobials [6, 24]. According to a review, bacterial resistance to
a new antimicrobial agent typically arises within only 2–3 years after the introduction of
this drug into clinical practice [25]. For instance, sulphonamide-resistant Streptococcus
pyogenes emerged in the 1930s [26]; penicillin-resistant Staphylococcus aureus strains were
encountered in the 1940s and soon became common in hospitals [27]; and a streptomycin-
resistant Mycobacterium tuberculosis strain was isolated in the mid-1940s from a pulmonary
tuberculosis patient who had undergone a six-month course of treatment [28]. Methicillin,
introduced in 1959, was the first designer penicillinase-resistant antimicrobial and marked
an advance in combating penicillin-resistant bacteria. Nonetheless, methicillin-resistant
Staphylococcus aureus (MRSA) appeared within just three years in UK and soon was
identified in many developed countries with increasing incidences in hospital-associated and
community-acquired infections [29]. A report illustrates that MRSA made up more than 50%
S. aureus isolates in some American communities from 2004 through 2005 [2, 30].

Unfortunately, the AMR threat is yet far away from its end. Moreover, individual AMR
determinants may co-occur in the same bacterium following the evolution subsequent to
the usage of antimicrobials, conferring MDR to the host bacterium [2, 31]. This phenotype
was first studied from the late 1950s through the early 1960s among enterobacteria, such as
Shigella spp., Salmonella spp., and Escherichia coli, where some strains displayed resistance
to streptomycin, chloramphenicol, tetracycline, and sulphonamides [32, 33]. According to a
surveillance of AMR published by WHO, about 24% tuberculosis (TB) cases reported in
2014 worldwide were ascribed to MDR M. tuberculosis strains, and only 48% of MDR-TB
patients who started treatment in 2010 were recovered (besides, 25% patients were lost in
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follow-up) [34]. In particular, the emergence and dissemination of so-called “superbugs”—
MDR microbes with enhanced resistance to almost all available antimicrobials — create an
urgent demand for developing new antimicrobials. A superbug of an increasing concern is the
MDR MRSA, which is only susceptible to glycopeptide antimicrobials (such as vancomycin)
— our last resort for curing bacterial infections [29]. Moreover, the increasing prevalence of
MDR vancomycin-resistant enterococci (VRE) and bacteria producing extended-spectrum
beta-lactamases (ESBLs) has severely compromised the effect of our current antimicrobial
therapy, pushing us towards a crisis of returning to the pre-antimicrobial age because there
has been little discovery of new antimicrobials since the late 1980s (Figure 1.1).

Figure 1.1 Year of discovering distinct classes of antimicrobials Years: reported initial discoveries
or patents. This figure is copied from the 2014 WHO report on global status of AMR [34].

1.2 Genetic determinants of antimicrobial resistance

In this section, I summarise genetic basis of AMR, the mobilisation of genetic resistance
determinants between bacteria, and relevant genetic vectors so as to introduce the biological
process I will be investigating.
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1.2.1 Mechanisms of antimicrobial resistance

To trace the emergence and evolution of resistant bacteria, we need to understand how a
resistant phenotype arises genetically in the first place. In this thesis, I particularly refer to
a piece of DNA that is able to confer an AMR phenotype in microorganisms as a genetic
determinant for clarity. Following this definition, the determinant can be either a resistance
gene or an allele containing at least one mutation in an antimicrobial susceptibility gene.
Notice distinct genetic determinants may contribute to the same phenotype, such as the case
of tetracycline resistance [35], and conversely, the presence of a determinant does not result
in a resistant phenotype if it is not expressed.

Four primary kinds of mechanisms conferring AMR to bacteria have been identified so
far [32, 36]. Multiple mechanisms active against the same antimicrobial class may coexist
in a bacterium and determine its overall susceptibility, which is commonly measured by
the minimum inhibitory concentration (MIC). The first mechanism of AMR is enzymatic
modification or degradation of antimicrobials. For instance, various beta-lactamases form
a widely distributed bacterial enzyme family that hydrolyses beta-lactam antimicrobials
(including penicillins, cephalosporins, and carbapenems, which have been heavily used
worldwide since the 1940s) [25]. These enzymes inactivate beta-lactam antimicrobials via
covalently binding to the carbonyl moiety of the beta-lactam ring and hydrolysing its amid
bond [37]. Based on sequence similarity, beta-lactamases are divided into four groups
labelled from A to D, where group A, C, and D are serine beta-lactamases (require a serine
residue at every enzyme’s active centre) and group B is metallo-beta-lactamases (require a
bivalent metal ion, such as a Zn2+, at the active centre) [25, 38]. A recent global concern
of ESBL-producing Enterobacteriaceae bacteria is the plasmid-borne New Delhi metallo-
beta-lactamase genes (blaNDM-n, where the figure n represents a variant class), which confer
resistance to penicillins, cephalosporins and carbapenems [39].

Active efflux of antimicrobials is the second mechanism of AMR. In particular, drug-
efflux transporters, also known as efflux pumps, form a type of active transporters that bind to
cytoplasmic membranes. They constitute an omnipresent mechanism for offsetting the influx
of antimicrobials into microbial cells [40, 36]. Comparing to porins — membrane transport
proteins that enable passive diffusion and hence contribute to membrane permeability —
drug-efflux transporters consume energy to pump antimicrobials out of bacterial cells against
the concentration gradients of antimicrobials. A typical example of drug-efflux transporters
consists of tetracycline-efflux transporters [such as Tet(A), Tet(G), and Tet(31)], which pump
tetracycline out of cells at a rate equal or greater than that of the tetracycline influx [41, 35].
Notably some efflux transporters can expel a wide range of antimicrobials, conferring MDR
to bacteria [40].
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As the third mechanism of AMR, drug-target interactions are inhibited by either altering
or protecting the intracellular target. For instance, tetracycline resistance can be generated by
an alteration in a ribosomal binding site (e.g., via de novo mutations) [42, 43] or production
of ribosomal protection proteins [RPPs, such as Tet(M), Tet(O), and TetB(P)] [43, 44].
Compared to tetracycline-efflux transporters, which require an intact cytoplasmic membrane
to function, RPPs work both in vivo and in vitro [41].

Finally, a bacterium may develop AMR via compensating for the stress induced by its
exposure to an antimicrobial. Such a compensation can be made through the acquisition of
alternative pathways to those inhibited by the antimicrobial, or through overproduction of
drug targets caused by up-regulation or amplification of certain structural genes [36, 45].
A typical example of this mechanism is the resistance to trimethoprim (Tmp) and that to
sulphonamides (Sul). Tmp and Sul are competitive inhibitors of dihydrofolate reductase
(DHFR or FolA) and dihydropteroate synthase (DHPS) respectively. Both enzymes are
essential for the synthesis of DNA, RNA, and proteins in all living prokaryotic cells [46, 47].
Some bacteria, such as Haemophilus influenzae, E. coli and Neisseria meningitidis, developed
resistance to Tmp or Sul by upregulating the production of DHFR or DHPS respectively, or by
recruiting drug-insensitive enzymes to bypass the impaired pathways [46, 47]. In particular,
Streptococcus agalactiae developed the resistance to both Tmp and Sul through tandem
duplications of a block comprising five genes involved in the dihydrofolate biosynthesis
pathway, leading to an overproduction of corresponding gene products [45].

1.2.2 Acquisition of genetic determinants via horizontal gene transfer

1.2.2.1 Horizontal gene transfer

It is well known that gene flows between multicellular eukaryotic species is impeded by
hybridisation barriers. However, unicellular microorganisms have evolved greater capability
to share DNA among each other, even between taxonomical kingdoms [48, 49]. Specifi-
cally, microbial genomes evolve through various mechanisms, including de novo mutations,
genomic rearrangements and HGT — also known as lateral gene transfer (LGT) [50]. Con-
trasting vertical gene transfer — inheritance of genes from a common ancestor through
reproduction, HGT is a biological process in which the DNA is physically mobilised from
one cell into another without an absolute requirement for both cell division and stability
of the acquired DNA in the recipient genome [51, 52]. As a result, a microbial genome
usually displays a mosaic pattern consisting of its intrinsic and acquired DNA, rendering the
boundaries between phylogenetic groups (e.g., species or genera) of prokaryotes fuzzy.
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Moreover, based on gene frequencies, HGT results in a division of a species gene pool
into core genes (or intrinsic genes) and accessory genes (or acquired genes). Specifically,
the core genes are present in all members of the same species because of common ancestry,
while the accessory genes are horizontally acquired from various donors and are present in
some but not all of the members, constituting the dynamic part of every bacterial genome
[53, 54]. Furthermore, the term “pan-genome” of a species refers to the union of its core
genes and accessory genes [55].

The volume of accessory genes overwhelms that of core genes in a large number of
bacterial species. For instance, the E. coli pan-genome comprises nearly 18,000 genes,
whereas the core genome contains only approximately 2,000 genes [56]. Moreover, 16% of
genes in Aquifex aeolicus and 24% of genes in Thermotoga maritima may have been acquired
from Archaeal organisms that share the same ecological niche with these thermophilic
Eubacteria [57, 49, 58]. Nonetheless, there are some exceptions. For example, horizontally
acquired DNA has not yet been reported in some microorganisms with small genome sizes,
such as Rickettsia prowazekii, Borrelia burgdorferi and Mycoplasma genitalium [58].

1.2.2.2 Mechanisms of horizontal gene transfer

During an HGT event in prokaryotes, a complete or fragmented DNA molecule is physically
transferred via transformation, transduction, or conjugation (Figure 1.2). Specifically, trans-
formation is the change of a bacterium’s genotype through active transport of free DNA from
the extracellular environment into the bacterial cytoplasm by the bacterium, followed by the
integration and expression of genes (a part of or all) carried by this exotic DNA [59]. It is the
first mechanism of HGT identified [60]. The incoming DNA becomes a single-stranded form,
after the cross-membrane movement, and it is then integrated into the bacterial chromosome
or a plasmid via a RecA-dependent process, which requires sequence homology between the
incoming DNA and its target of recombination (i.e. via a homologous recombination event)
[59]. In particular, compared to the other two mechanisms introduced below, transformation
does not require a vector or physical contact for genetic transfer. Bacteria differ in their com-
petence for transformation. For instance, Neisseria gonorrhoeae and Haemophilus influenzae
are particularly competent for transformation, whereas Bacillus subtilis and Streptococcus
pneumoniae become competent only if they reach a certain stage of their life cycles [58].

In addition, bacterial genes can be accidentally packed into a bacteriophage and then get
transferred into other bacteria. This process is called transduction, which was first discovered
in Salmonella enterica serovar Typhimurium (S. Typhimurium) by Zinder and Lederberg in
the early 1950s [61]. According to the amount and locations of DNA transferred, the process
of transduction can be classified as either generalised transduction or specialised transduction.
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Specifically, in an event of generalised transduction, a random fragment of the donor DNA
is packed and transferred into the recipient by the bacteriophage, whereas in an event of
specialised transduction, only the region adjacent to the phage attachment site is packed and
transferred. Anyhow, the amount of DNA transferable via transduction is constrained by the
physical size of a phage capsid [58]. The spectrum of recipients depends upon the range of a
specific phage’s susceptible hosts. Importantly, phage proteins may protect and facilitate the
integration of the transferred DNA into the recipient’s genome [58].

Figure 1.2 Three mechanisms of HGT. Genes are transferred via conjugation, transduction or
transformation from a donor bacterium to a recipient. This figure is adapted from illustrations in an
article of Andersson et al. and Nature News [5, 62].

In contrast to transformation and transduction, conjugation requires a direct physical
contact between a donor cell and its recipients, and it is able to transfer a large number of
bacterial genes not only to another bacterium, but also to eukaryotic cells, such as yeasts,
plants, and even mammalian cells [58, 63, 64]. In Gram-negative bacteria, plasmid-driven
conjugation is mediated by a tubular protein structure called pilus, whereas that in Gram-
positive bacteria and the transfer of conjugative transposons do not use pili [65]. In addition, a
part of or the whole bacterial chromosome can be transferred via HGT if a conjugative plasmid
is integrated into a bacterial chromosome, which generates a high-frequency recombination
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(Hfr) bacterium [66]. An important characteristics of the conjugation initiated by an Hfr
bacterium is that the chance of transferring a pair of chromosomal genes decreases when
their physical distance increases, and vice versa.

Besides these mechanisms, some research shows DNA transfer mediated by nanotubes,
however, the exact mechanism of this process remains unknown [67].

1.2.2.3 Mobile genetic elements: specialised vectors for horizontal gene transfer

HGT is an common way of disseminating genes among microorganisms, through which
virtually any piece of DNA can be transferred within and even between biological domains.
It is responsible for the rapid acquisition and spread of new traits (such as AMR) in bacteria,
and it is a main driving force of microbial evolution [51, 64]. According to the definition of
HGT, every HGT event comprises three components, i.e., the genetic material transferred, the
physical movement of this piece of DNA from the donor to a recipient, and the stabilisation
of the acquired DNA in the recipient. Of many concerns regarding to the DNA transferred,
MGEs are transmissible segments of DNA containing various genetic configurations adapted
to intracellular or intercellular movement [65]. These elements are widespread and diverse in
bacterial populations, including plasmids (either conjugative or non-conjugative), insertion
sequences (ISs), transposons (Tns), integrons, gene cassettes, genomic islands or islets
(GIs), lysogenic bacteriophages, and integrative-and-conjugative elements (ICEs) including
conjugative transposons (Figure 1.3) [64, 65, 68]. Specifically, genomic islands (usually
10–200 kbp long) and genomic islets (smaller than 10 kbp ) are discrete blocks of genetic
configurations acquired through HGT and integrated into bacterial chromosomes [50]. A
GI may be mobile, intrinsically immobile, or no longer mobile [50]. As such, the GIs are
considered as another class of MGEs.

Notably, MGEs usually harbour modular components and therefore they can capture new
elements, forming a nested structure. Typical examples are transposons of the Tn916 family,
which are particularly prone to acquiring accessory genes including those encoding AMR
[70]. As such, these transposons can disseminate various ARGs across bacterial populations
via HGT. Other examples include integrons and transposon-bearing R plasmids [31]. The
accumulation of ARGs on MGEs lead to rapid acquisition and dissemination of MDR via
HGT as the genes can be co-mobilised from a donor bacterium into a susceptible recipient in
a single HGT event [71]. This phenomenon leads to the concept of HGcoT.
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Figure 1.3 A Venn diagram showing the classification of MGEs. This figure was created by
Langille et al. [69].

1.3 Horizontal co-transfer of antimicrobial resistance genes

For decades, researchers have observed many instances where not only does an HGT event
mobilise a single gene from a donor bacterium to a recipient, but also multiple genes — a
phenomenon I refer to as HGcoT. For example, there were in total 1,910 articles found on
Google Scholar (scholar.google.com.au) when searching for keywords “multidrug resistant
plasmid” or “multidrug resistance plasmid” (accessed on 7 July 2018). Since natural selection
and the potential of gene loss always follow a co-transfer event, the term HGcoT only refers
to initial incoming genes rather than those that eventually stabilise in recipient genomes. For
instance, a temporal analysis reveals a frequent sporadic loss of both a resistance plasmid
and a chromosome-borne pathogenicity island in a clonal complex of methicillin-resistant S.
aureus after independent random acquisition of these MGEs [72].

1.3.1 Causes of horizontal gene co-transfer

Based on literature, I identified two causes of HGcoT. Here, I describe them as follows.

1.3.1.1 Physical linkage between genomic loci

Physical linkage, as a common term in genetics, refers to the phenomenon in which at
least two genomic loci (including genes or their specific alleles, operons, prophages, and



1.3 Horizontal co-transfer of antimicrobial resistance genes 11

others) are co-localised in the same DNA molecule, which can be a bacterial chromosome,
a plasmid, phage DNA, and so forth. Physically linked loci can be co-transferred into
recipient cells through conjugation, transduction, and transformation — all three known
mechanisms of HGT. For instance, it has been shown that ARGs cat, erm, and tet (which
encode resistance to chloramphenicol, erythromycin and tetracycline, respectively) can be co-
transferred from Streptococcus agalactiae to Streptococcus faecalis by a chromosome-borne
67 kbp conjugative transposon, in which the ARGs are organised into an MDR region [68].

Notably, the co-transfer probability of two loci is negatively associated with their physical
distance, because the transfer of an incoming DNA molecule can be interrupted for various
reasons. A typical example is the conjugative transfer of chromosomal genes between E. coli,
which can be mediated by an integrated F plasmid [66]. In addition, owing to the process
of double crossovers in homologous recombination, adjacent co-transferred genes are more
likely to be co-integrated into a recipient DNA molecule than those distantly located.

1.3.1.2 Transfer dependency between mobile genetic elements

The dependency of one MGE on others in horizontal transfer also causes HGcoT. Specifically,
it is well-known that the conjugative transfer of a non-conjugative plasmid or transposon
relies on the presence of a conjugative element in the same donor cell [73]. For instance,
the presence of a conjugative plasmid encoding resistance to gentamicin is a prerequisite
for the co-transfer of three non-conjugative plasmids that encode resistance to tetracyclines,
erythromycin, and chloramphenicol, respectively [74]. As a result of the transfer dependency,
genes located in different DNA molecules can co-mobilise into recipient cells at a frequency
higher than the expectation based on random segregation of individual genes.

1.3.2 Consequences of horizontal gene co-transfer

At the population level, HGcoT results in several consequences, whose characteristics can be
used as signals for detecting horizontally co-mobilised bacterial genes that are physically
linked. This section provides a summary of these consequences.

1.3.2.1 Linkage disequilibrium

Horizontally co-transferred genes display linkage disequilibrium (LD), in which presence-
absence profiles of these genes are positively associated. Regarding acquired ARGs, their
LD gives rise to the excess of MDR, a phenomenon in which the co-occurrence frequency
of ARGs exceeds the product of individual gene frequencies in a bacterial population [31].
In other words, HGcoT results in the co-occurrence frequency that cannot be explained by
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independent transfer and random combination of individual ARGs. Let fa, fb, and fab denote
frequencies of genes a, b, and co-occurrence of a and b, respectively, then the LD can be
described by the inequality min{ fa, fb} ≥ fab > fa fb.

The LD between acquired ARGs has been observed in a wide range of bacterial popula-
tions. For instance, based on 5,436 complete bacterial genomes, a study discovered extensive
presence of positive associations between the occurrence of ARGs and metal-resistance
genes when the genes are in close proximity [75]. Another study identified a 130–160 kbp
ICE harbouring ARGs vanB, pbp5, and tet(M) in Enterococcus faecium, among which vanB
and pbp5 showed a strong positive association [76, 77].

In addition to HGcoT, it is worth noting that both bacterial population structure and
epistasis can cause LD [78]. First, clonal reproduction of bacteria may result in significant
positive associations between independent acquired genes when the population structure is
not controlled for [79]. Second, research has shown that natural selection can result in strong
epistasis between horizontally acquired loci, which are not necessarily in physical linkage
and are transferred between bacteria sharing the same ecological niche [78]. Consequently,
based on the association status alone, one cannot determine whether two genes are physically
linked, even if the population structure has been taken into account.

1.3.2.2 Consistency in physical distances

Assuming all bacteria of interest are isolated within a short period of time (e.g., in a few
decades), which is so short that only a few variations could occur in the same DNA molecule
or genomic region, horizontally transferred genes or alleles that are co-localised in the same
or closely related physical structures are likely to show consistent physical distances between
each other across bacterial isolates. Common examples are plasmids circulating among
bacteria, such as the E. coli MDR plasmid pCERC1 (GenBank accession: JN012467), which
can also mobilise into other species such as Salmonella enterica (nucleotide BLAST search
against the GenBank database on 16 Feb 2018). More specifically, the structure can be a
conservative segment in one or more MGEs. For instance, S. Anantham and R. M. Hall
identified the same resistance segment harbouring three ARGs (sul2, strA and strB) in three
plasmids whose sequences have been deposited in GenBank [80]. Moreover, they noted that
the strA-strB cluster is a part of the transposon Tn5393. In summary, the distance consistency
provides critical evidence for the presence of a specific physical structure that harbours a
cluster of genes in bacterial genomes.
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1.3.2.3 Co-selection of resistance genes and co-resistance phenotype

In additional to the three kinds of statistical consequences mentioned above, a biological
consequence of HGcoT is that co-transferred ARGs are subjected to co-selection once they
are stabilised in a bacterial strain, where one or more resistance genes hitch-hike the selection
of others by the presence of corresponding antimicrobials [13]. This co-selection results in
a slow loss of ARGs in bacteria [32]. Assuming that both the gain and loss events of an
ARG are mutually independent and the presence of ARGs does not reduce the fitness of a
bacterium in the absence of antimicrobials, then the gain and loss of an AMR phenotype
should be observed at an equal frequency in an MDR strain. However, this expectation is
violated by some real cases, suggesting the co-selection of resistance genes. Dang et al.
reported that cat genes (encoding chloramphenicol resistance) were co-occurring with tet
genes (encoding tetracycline resistance) in bacteria collected from two mariculture pools,
where the cat genes was co-selected by the presence of oxytetracycline even though the usage
of chloramphenicol had been banned for years [81]. Similarly, in the absence of significant
usage of streptomycin, the aad3 gene (an integron-borne determinant for streptomycin
resistance) is persistently frequent in some bacterial populations due to its physical linkage
to other resistance determinants [82]. Sums up, these studies imply that co-selection is a
mechanism for maintaining ARGs in a bacterial population.

The phenomenon of co-resistance is caused by the co-selection of co-transferred resis-
tance genes [83, 13, 32]. Here, I take the conjugation-mediated co-transfer of resistance genes
for example, which have been well studied in cocci. Tremblay, Letellier, et al reported that
an erm(B) gene (encoding resistance for macrolides) and a tet(M) gene are co-localised on a
conjugative plasmid (approximately 9 kbp in length) in six porcine strains of Enterococcus
faecalis, and these genes were co-transferred to another E. faecalis strain via conjugation [84].
Further, the genes erm(B) and tet(M) in Streptococcus pyogenes are borne by a large CTn
designated Tn1116, causing high-frequency co-transfer of both genes into other S. pyogenes
strains [85]. Usually, an ICE can carry as many as three or four resistance determinants,
resulting in positive associations between these determinants [68]. For example, J.M. Inamine
and V. Burdett identified a chromosomal- or plasmid-borne ICE comprising a cat-erm-tet
region in S. agalactiae strain B109, which transfers the whole block of resistance genes into
an E. faecalis strain [68].
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1.3.2.4 Co-occurrence events unexplained by bacterial phylogeny

A bacterial phylogeny is a collection of evolutionary relationships between individual bacteria
or groups of bacteria, such as species and genera, and it can be displayed using a tree topology.
Details of phylogenetic inferences are discussed in the Section 1.4.4.

We already know that HGT is not confined by the taxonomic boundaries, although the
transfer frequency is negatively associated with the phylogenetic divergence between donors
and recipients [67]. As a result, the distribution of genes acquired by multiple HGT events in
a bacterial population may show discrepancy to the expected distribution based on inheritance
following the phylogeny (also known as vertical gene trasnfer). This discrepancy is a critical
signal used for detecting HGT events [86]. The same discrepancy applies to co-transferred
genes, where the failure of phylogeny in explaining the distribution of an exact genetic
configuration in a bacterial population indicates the presence of HGcoT.

1.4 Investigating horizontal gene co-transfer using whole-
genome sequence data

This section provides a background of contemporary technologies and approaches that have
been used for investigating HGcoT. It covers the acquisition of bacterial whole-genome infor-
mation and gene contents, reconstruction of genomic structure and evolutionary relationships,
and measurable evidence of horizontally co-transferred genes.

1.4.1 Acquisition of bacterial whole-genome sequence data

We can exploit whole-genome data, including complete genomes and reads from WGS
experiments, to elucidate HGcoT between bacteria. Not only do these data provide presence-
absence information of each ARG, but also capture all genetic variations that can be utilised
for resolving the bacterial population structure. As such, acquisition of reliable WGS
data is critical to genomic studies, for which sequencing platforms constitute an important
determinant. Herein, I review contemporary sequencing platforms for an understanding of
the generation of sequence reads.

1.4.1.1 An overview of sequencing technologies

Since the last century, phenotypical studies, biochemical assays, and later molecular exper-
iments such as pulsed-field gel electrophoresis (PFGE) have been widely used for charac-
terising and classifying bacterial isolates. However, these methods cannot provide enough
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resolution for uncovering the fine structure of bacterial populations. By contrast, sequencing
technologies, which directly acquire nucleotide sequences of target DNA or RNA molecules,
provide us with a per-base resolution for investigating the repertoire of bacterial genomes.
In 1977, Frederick Sanger developed the first rapid sequencing technology called chain-
termination method, also known as the Sanger sequencing [87, 88]. The automated Sanger
sequencing was developed in 1998 and it become the working horse for the completion of
the first finished-grade human genome [89, 90]. Currently, the Sanger 3730xl DNA Analyzer
(Applied Biosystems™) can produce reads of 400–900 bases long with a base-call accuracy
of 99.999% (Phred quality score Q50) [89]. Because of the relatively long read length and
the high quality of base calls, the Sanger method became a gold standard of sequencing.
Nonetheless, its usage is limited by the high cost and low throughput [89].

The Sanger method and other contemporary methods are usually referred to as the
first-generation sequencing methods. In particular, the Sanger method had dominated the
sequencer market for nearly two decades [90]. However, there is always a strong motivation
to make routine practice of genome sequencing faster, cheaper and more efficient (i.e., a
higher throughput). In 2005, the first commercially successful next-generation sequencing
(NGS) system was launched by Roche/454 [89].

Methods of NGS or the second-generation sequencing [91]) differ in library preparation
and sequencing approaches. However, an obvious feature they shared is their shorter read
lengths compared with the Sanger method. For instance, Illumina sequencers are able to
produce reads with lengths up to 300 bases (MiSeq) [92]; Ion Torrent platforms yields reads
of approximately 200 bases in length (PGM); reads produced by the SOLiD method are
even shorter, which are only 85 bases or 100 bases long (SOLiDv4) [89, 93]. However, an
exception is the Roche/454 pyrosequencing technology, which is able to produce reads up to
1 kbp long at a consensus accuracy of 99.997% (close to Phred Q 50) using the GS FLX+
System [94].

Short reads may cause problems in genome assemblies that are based on de Bruijn
graphs because they cannot resolve repetitive regions that are longer than the read length.
This limitation can be overcome with single-molecule sequencing, also known as the third-
generation sequencing or long-read sequencing, which uses single-molecule DNA libraries
[90]. Currently, commercial long-read sequencing platforms are dominated by Single-
Molecule Real-time sequencers (SMRT®) of Pacific Biosciences (PacBio®) and the MinION
of Oxford Nanopore systems™. The SMRT system can generate reads as long as 10 kbp and
the MinION sequencer can produce reads of more than 200 kbp in length [89, 95]. Despite
the substantial increase in read lengths, currently available long-read sequencers usually
produce higher error rates than Illumina sequencers [96, 97]. In order to overcome this
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shortcoming of long-read sequencing at an affordable cost, a common strategy is to construct
“hybrid assemblies” using both low-coverage long reads (third-generation sequencing) and
high-coverage short reads (second-generation sequencing) [98].

1.4.1.2 Illumina sequencing

Because of technical maturity and efficiency, the second-generation sequencing platforms
currently dominates the sequencer market. Particularly, Illumina sequencers, which adopt a
sequencing-by-synthesis (SBS) strategy to determine every base in a DNA fragment (Figure
1.4) [99, 100], have been the most widely used second-generation sequencers for almost a
decade [91]. The work-flow of Illumina sequencing consists of two components — a library
preparation system and an integrated sequencer, corresponding to the first and second steps
of the work-flow, respectively. The in vitro preparation of a high-quality DNA library is an
essential step of the sequencing process, where a certain amount of single-stranded template
DNA are randomly fragmented into lengths of several hundred base pairs, and then two
common adapter sequences are ligated to both ends of each fragment [91]. The fragment size
can be roughly controlled by library preparation protocols for generating paired-end reads,
where each pair of reads (known as the read 1 and read 2) are synthesised towards each other
from both ends of the same fragment, providing structural information for reconstructing the
template DNA. Illumina provides several library preparation kits, such as the TruSeq series
and the Nextera series, which differ in protocols, reagents, primer sequences and speed.

Illumina provides library preparation kits for multiplexed sequencing, which is a widely
used strategy for reducing per-genome cost of sequencing multiple bacterial samples as
well as increasing the sequencing efficiency. Since the performance of most contemporary
sequencers are benchmarked against sequencing human genomes at a certain fold coverage
[101, 102], the per-lane yield of sequence data by these sequencers often exceed desired fold
coverages adopted for studying small genomes[103]. For example, when the same amount
of reagent is used and each lane of the flow cell contains a single sample, the fold coverage
of a 5 Mbp bacterial genome is 600 times that of a 3 Gbp human genome. Despite the high
per-lane cost of each sequencing run, we can trade the coverage redundancy for an affordable
per-genome cost using multiplexed sequencing, for which individual libraries of multiple
samples are pooled into a single lane so that all samples can be sequenced simultaneously.
More specifically, an adapter containing a short barcode sequence is ligated to one or two ends
of every DNA fragment from the same sample before library amplification, making sequence
reads barcoded [103, 104]. Illumina calls the barcode an index and calls the barcoded adapter
an index adapter.
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Figure 1.4 Procedure of Illumina sequencing. (A) Clonal amplification of DNA fragments gener-
ates randomly distributed clusters of templates for sequencing [99, 102]. This is essentially a step of
signal amplification for reducing the noise-to-signal ratio. dNTPs: deoxynucleotide. (B) A single
circle of a sequencing process, where nucleotides A, G, C, T are labelled with a distinct colour
respectively. Chemical reactions are precisely synchronised through certain techniques so that only
a single fluorescence-labelled nucleotide is incorporated to the growing DNA strand at each time,
producing a single optical signal per clone cluster at each run of fluorescence imaging [100]. Reads
are generated when this process is repeated as many times as required. This figure is a reorganisation
of illustrations in a review article by Metzker [100].
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Nonetheless, demultiplexing barcoded reads poses a bioinformatic challenge, and it
becomes a source of cross-sample contamination when reads are misassigned to samples
due to inaccurate barcode reading [105]. In order to address this issue, one can use double
indexing for library preparation [106], or use robust demultiplexing software such as deML
and FLEXBAR [107, 108].

1.4.2 De novo assembly of bacterial genomes

In this section, I review widely used algorithms performing de novo genome assembly and
visual representations of assemblies.

1.4.2.1 Algorithms for genome assembly

Reconstruction of genomic information using short reads from WGS experiments is a pivotal
process for characterising bacterial genomes. Since these reads are usually much shorter than
a bacterial gene, whose length ranges from few hundreds to thousands of base pairs, we can
take two approaches to recover the original gene content: in a mapping-based approach, reads
are mapped to one or more reference genomes, in which the coverage and depth of mapped
reads to a locus provides information about the existence, homology, and copy number of a
counterpart in a sample genome; in a reference-free assembly-based approach, the reads are
assembled de novo into a set of contiguous sequences (contigs), connected or disconnected,
which restore pieces of the original genome [109, 110].

Although the mapping-based approach has several advantages, including fast speed, low
system requirement, high sensitivity, direct variant calling, and consistent results [111, 112],
it also has some weaknesses for studying genomes of bacterial pathogens. First, the approach
is reference dependent. As such, it cannot identify novel loci or structural variations in
sample genomes; its result may be biased toward the reference genome [113]; and it is
infeasible if no reference genome is available. De novo genome assembly overcomes these
limitations, however, it is generally more computationally expensive and challenging than
the mapping-based approach [114], and can be less sensitive for variant calling or allele
determination [112].

To assemble a genome de novo, each read is considered as a string of nucleotide symbols.
Accordingly, the assembly of reads into contigs is equivalent to the problem of generat-
ing super-strings from a set of short strings. Two strategies can be recruited for solving
this problem, and both of them rely on graphs. The first strategy aims to search for any
Hamiltonian paths1 in a directed graph where each node represents a read or a k-nucleotide

1A Hamiltonian path is a path that visits every node in a graph exactly once.
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sub-string of the read (that is, a k-mer) and a link represents an overlap between a pair of
nodes [115, 116, 109]. An overlap-layout-consensus (OLC) algorithm is a typical example
of this strategy, which determines consensus sequences (contigs) in an overlap graph con-
structed from aligned reads [116, 117, 109]. Due to the resource-intensive step of all-to-all
read comparison, the Hamiltonian-path-based strategy is suitable for assembling reads from
Sanger sequencing, and its CPU and memory usage boosts dramatically when it is processing
high-throughput sequencing data consisting of numerous reads [116, 117].

This constraint of efficiency in processing a large amount of short reads is alleviated by
the introduction of the second assembly strategy — the best-effort search and extension of
Eulerian paths2 in a de Bruijn graph, where every possible (k−1)-mer extracted from k-mers
of reads is assigned to a node and two nodes are linked with a direction if the (k−2)-base
suffix of the former overlaps the (k−2)-base prefix of the latter (Figure 1.5A and B) [115].
Therefore, all reads are broken down into k-mers for constructing the graph. This strategy
effectively reduces the computational complexity through compressing repeated k-mers into
a single node and stores only k-mer information rather than individual reads or their overlaps
[117]. Conversely, every repeated read or k-mer is assigned to a node and its overlaps to other
reads is recorded in the Hamiltonian-path-based approach, introducing redundant information
to the overlap graph [116].

Velvet, once a widely used assembler, demonstrates the usage of de Bruijn graphs for de
novo genome assembly. The software consists of a set of algorithms for graph construction
and simplification, error removal, resolution of repeats (only feasible for paired-end reads)
and extracting contigs. It is particularly designed for assembling high-coverage short reads
whose lengths range from 25 bp to a few hundreds bp [109]. Comparing to the simple de
Bruijn graph illustrated in Figure 1.5b, the initial graph constructed by Velvet is comprised of
twin nodes (i.e., double-stranded blocks) that represent last nucleotides of a series of k-mers
connected by their (k−1)-base prefixes and suffices. Therefore, the graph constructed by
Velvet is actually a compressed de Bruijn graph, where every node represents the sequence
following a non-branching Eulerian path that goes through a chain of edges in a simple de
Bruijn graph. The double-stranded DNA sequence is thus determined using twin nodes.
The path sequence of each node is obtained by concatenating the node sequence to the
(k−1)-base prefix of that node’s first k-mer (Figure 1.5b). Note that the node sequence does
not need to be a reverse complement of the sequence of its twin node because only path
sequences of both nodes are reverse complementary (see the first figure in the Velvet paper
[109] for an example). Furthermore, the k must be odd to prevent each k-mer from being its

2An Eulerian path is a path that only visits every edge in a graph once.
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own reverse complement3 [109]. After the construction of an initial graph, every chain of
nodes are joint into a long node in the step of graph simplification if every node on the chain
has only an inbound link and an outbound link. Erroneous links are removed from the graph
afterwards according to the concordance of node coverages. In addition, when paired-end
reads are present, an exact path may be resolved from tangled connections in a sub-graph via
exploiting paired-end reads that are separated in different nodes. Such tangles are usually
resulted from repeats in the genome or unresolved errors that passed the error-removal step
[109]. Eventually, path sequences are pulled out from every final node as contigs in the last
step of Velvet and the graph is stored as a LastGraph file.

There are many other assemblers based on de Bruijn graphs. SPAdes, first released in
2012 and still being updated in 2019 at the time of writing, is a popular assembler of this kind
[118]. The first step of SPAdes is similar to the whole procedure of Velvet, while SPAdes runs
a further three steps to correct errors and simplify the assembly graph. Specifically, it utilises
paired k-mers generated from paired-end reads or mate-pair reads or both4 to construct a
paired de Bruijn graph and perform operations on the graph based on its topology, node
lengths, and node coverages, effectively improving the assembly [118]. Because of the power
in error correction, SPAdes can be used for assembling reads acquired from a small amount
of template DNA, such as those from a single-cell sequencing experiment or sequencing a
microbiome sample that typically contains uncultivable bacteria. These experiments usually
suffer from complications including an extreme amplification bias and chimeric reads [118].
Another advantage of SPAdes over Velvet is that SPAdes takes as input a user-specified series
of k-mer lengths and then produces not only contig files, but also assembly graphs obtained
before and after the step of repeat resolution under each k-mer length. Three comparative
studies of well-known genome assemblers consistently show that SPAdes outperforms Velvet
by producing fewer contigs, greater N50 and NGA50 statistics, and higher fractions of
recovered genomes, although SPAdes introduced more errors into assemblies than Velvet
[119–121]. Moreover, one of the studies illustrates that, amongst seven assemblers, SPAdes
recovered the greatest number of complete genes and the largest fraction of the original
genome, including low-coverage genomic regions [119]. Taken together, SPAdes is more
preferable to Velvet for de novo assembly of bacterial genomes.

3For instance, the 4-mer GCGC is reversely complementary to itself.
4Collectively, both kinds of reads are called bi-reads by authors of SPAdes.
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Figure 1.5 Construction of a de Bruijn graph. An understanding of this algorithm is necessary for
interpreting assembly graphs visualised with some software. (a) Eight 5-mers are extracted from two
single-stranded 8-base DNA fragments that share six bases (blue). From the top to the bottom, each
4-mer differs from the next by its last base (red). The common region between two fragments can be
a repeat in a real genome. (b) The relationship between 5-mers and the orignial DNA fragments can
be represented by a simple de Bruijn graph (left), where every possible 4-mer extracted from 5-mers
is assigned to a node and a directed edge is made between a pair of nodes to represent a 5-mer if the
3-base suffix of the former node is identical to the 3-base prefix of the latter. Three non-branching
Eulerian paths can be found in this graph, each is illustrated using a coloured dashed arrow going
through edges and labelled with a digit. Starting from the first edge on an Eulerian path, a contig
is constructed by sequentially joining the last base of other edges following the path. Hereby three
contigs are constructed in this example and they are connected with a direction at the 4-mer where a
branch occurs (right), which is an analogue of the assembly graph produced by SPAdes [118]. The
numbers in the right panel correspond to path labels in the left panel. Note that the 5-mer suffix
of each former contig of a link in the assembly graph overlaps the 5-mer prefix of its latter contig.
These 5-mer-sized overlapping regions are coloured blue in this panel. This is a general feature
of SPAdes-formatted assembly graphs. Contig sequences pulled out from the SPAdes-formatted
assembly graph using Bandage also comprise these k-mer-sized overlapping regions. (c) A partial
55-mer-based SPAdes assembly graph of a Salmonella enterica genome with a 55-mer overlapping
region highlighted in blue. This illustration was generated using Bandage.
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1.4.2.2 Assembly graphs and visualisation

An assembly graph is a general term for the collection of all components (subgraphs) in a
graph produced from a given read set. For SPAdes assemblies, in particular, the assembly
graph is derived from a de Bruijn graph through repeat resolution and other procedures.
Accordingly, SPAdes creates only one assembly graph from each read set.

Figure 1.6 Two examples of graph visualisation in Bandage. Node colours are assigned at random
to distinguish between nodes. (a) A completed assembly graph of the Klebsiella pneunomiae strain
HS11286 (GenBank accessions: CP003200, CP003223 – CP003228). This graph is comprised of
a major and six minor graph components, corresponding to a single circular chromosome and six
plasmids, with every node length proportional to the length of correponding DNA molecules. (b) A
short-read assembly of the K. pneumoniae strain SB4721 (NCBI SRA accession: ERR560522). This
graph is comprised of 220 nodes and 267 edges.

Although a number of genome assemblers have been developed, so far there are only a
few pieces of software designed for visualising assembly graphs. ABySS-Explorer, published
in 2009, is probably the first software performing interactive visualisation of assembly graphs
[122]. It creates a graph view in which edges represent contigs and nodes represent the
overlaps (of the length related to the k-mer size, as illustrated in Figure 1.5) between contigs.
Moreover, it draws edges as waves of distinct shapes to indicate contig lengths and colours
edges according to the result of sequence searches. In comparison, Bandage, another open-
source and cross-platform software published in 2015 [123], uses an opposite way to display
assembly graphs: in every graph, each node represents a contig, whereas every edge does not
provide any nucleotide information but links two contiguous nodes and connects both ends
of the same sequence that has a circular topology (Figure 1.6). Furthermore, the node length
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and width are proportional to the contig size and read depth, respectively. Up to the latest
version 0.8.1, Bandage retains the overlap between every pair of connected nodes.

Both ABySS-Explorer and Bandage can be used for graph-assisted sequence analysis,
including identifying repetitive sequences and disentangling an assembly graph based on read
depths. Nevertheless, Bandage outperforms ABySS-Explorer by providing measurement
of physical distances between loci, more sophisticated controls for sequence searches, and
editing of the graph on demand.

1.4.3 Bioinformatic methods detecting resistance genes

The identification and characterisation of ARGs in bacterial isolates generate fundamental
information for investigating the dissemination of AMR. Traditional methods for this purpose
is based on molecular biology, where polymerase chain reaction (PCR) and real-time PCR
were used for amplifying and quantifying a collection of gene targets [124]. However, this
method is usually time-consuming and relies on bacterial cultures, and thus is not suitable
for high-throughput and rapid detection of ARGs in clinical practice [125]. Furthermore, as
a targeted analysis, PCR-based methods are not able to detect resistance determinants whose
presence in bacterial isolates is unexpected or not tested using antimicrobial susceptibility
tests. These limitations can be circumvented with WGS and bioinformatics. The advance in
these two domains enable high-throughput detection of ARGs in bacterial samples. In this
section, I review bioinformatic methods for the detection of ARGs.

1.4.3.1 An overview of methods

Based on short reads, the detection can be performed using either an assembly-based approach
or a read-based approach, and both approaches require a reference database comprised of
known ARG sequences [111, 126]. Using the assembly-based approach, short reads are
assembled de novo into contigs, which may contain ARGs. Then for contigs, the identification
of ARGs can be carried out using hidden Markov models (HMMs) or an all-to-all sequence
search in the reference database. Specifically, in the HMM-based method, proteins and their
conserved domains are predicted and annotated based on reference sequences [127, 128];
in the sequence-search method, the best pairwise match is reported as a gene or allele call
when a reliable match5 is found. In comparison, cut-offs used in the sequence-search method
may result in false positives due to oversimplifying the continuous connection from sequence

5The reliability match is determined by tool-specific criteria including the coverage of a reference sequence
and the identity level within the aligned region.
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homology and function [129], although this method is usually less computationally intensive
than the HMM-based method [130, 131].

Bioinformatic pipelines using the sequence-search approach are the earliest tools for iden-
tifying ARGs using short reads, and many of them are centralised on web severs. For instance,
published in 2008, the ARDB (Antibiotic Resistance Gene Database) was a comprehensive
integration of subordinate databases for resistance genes (separately stored according to their
redundancy, vector or non-vector status, and sequence completeness), resistance phenotypes,
MGEs, resistance associated mutations, antibiotics, resistance phenotypes in species or genus,
and so on [132]. Moreover, it provides a web interface for BLAST-based searches [133].
Reference sequences in ARDB were clustered at a cut-off of protein similarities at 80% and
redundant sequences were removed, yielding a core set of 4,554 complete protein sequences
and 377 resistance phenotypes. Nevertheless, the ARDB has not been updated since 2009
(according to its website), and alternates that outperform ARDB have since emerged. At
present, ARG-ANNOT (Antibiotic Resistance Gene-Annotation) and ResFinder are repre-
sentative and popular pipelines for identifying ARGs using the assembly-based approach,
and each comes with a database of reference gene sequences [134, 135]. They share the
same methodology, where each reference gene sequence is searched against assemblies for a
best reliable match, but differ in the curation of databases and user interfaces. In addition,
the CARD (Comprehensive Antibiotic Resistance Database) software searches for ARGs in
genome assemblies through a comparison of predicted protein sequences against a curated
reference database [136].

Although assembly-based approach has been successfully applied to various studies in-
volving a small number of bacterial isolates [137], it may not be efficient for high-throughput
analysis or routine surveillance of bacterial pathogens where whole-genome assemblies are
not necessary. This is because the implementation of the assembly-based pipeline is memory
expensive and time consuming [111, 138]. Furthermore, the standardisation, robustness and
reproducibility of these pipelines are impaired by variations in the quality of assemblies
across isolates due to variables that are hard to control during the assembly process [111, 129].
Alternatively, the read-based approach, which will be reviewed in the next section, is suit-
able for high-throughput or assembly-free scenarios. Moreover, a benchmarking study has
shown that read mapping retains more genetic information than does the de novo assembly
[139]. Accordingly, the study suggests that the read-based approach is preferable to the
assembly-based approach.
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1.4.3.2 Gene detection using SRST2

A representative pipeline of the read-based approach is SRST2 (Short Read Sequence Typing
version 2), which provides a rapid and computationally efficient method for identifying genes
using WGS reads from a large amount of bacterial isolates [111]. SRST2 is a versatile tool
for targeted analysis: it can be applied to identification of any targets using reads, given an
appropriate reference database. For example, it is often used for MLST profiling with an
MLST scheme and for identifying plasmids with a curated and reformatted PlasmidFinder
database [140]. Compared to later tools that implement the read-based approach, such as
SEAR [125], KmerResistance [139], and ARIBA [126], SRST2 remains a robust tool for
routine detection of ARGs in bacterial samples. First, it is lightweight and stand-alone
software, making portable, scalable, and standardised analysis of AMR possible [141].
Second, for gene calls, it produces consensus allele sequences, which can be used for allele-
level analysis. Finally, its false-positive rate and false-negative rate are close to the newer
tool [125, 139, 126], and its tolerance to low read depths for gene calls is even higher
than KmerResistance [126]. Nonetheless, owing to general limitations of targeted analysis,
SRST2 cannot identify novel ARGs but novel alleles of known ARGs. Further, it cannot
resolve co-occurring alleles of the same gene due to the limitation of short reads in phasing
haplotype sequences of multi-copy regions.

SRST2 takes as input the reads of each isolate and mapped them against each reference
sequence in a database with Bowtie2 [142], and pileups of aligned reads on each reference
sequence are generated using SAMtools [143] for making a reliable and significant allele call.
SRST2 identifies such an allele based on sufficient evidence of its presence in the isolate.
The evidence is collected from the pileup and it consists of the coverage and identity of an
alignment (> 90% for the coverage and ≥ 90% for the identity by default6) to a reference
sequence, a > 5 fold average read depth across the whole reference sequence, and a > 2 fold7

read depth at both ends of the reference as well as at two-base regions flanking any truncations
or deletions within the reference (i.e., an adequate edge coverage). The information of read
depths is used for ruling out ambiguity of the presence of a specific allele that is inferred from
the evidence of the coverage and identity of an alignment [111]. As for the identification
of ARGs, the GitHub repository of SRST2 offers curated and reformatted non-redundant
versions of the nucleotide databases of ARG-ANNOT and ResFinder. Sequences in each
database were clustered at a nucleotide identity level of 80% using CD-HIT-EST in order to

6I checked this threshold via reading through the Python codes of SRST2, although some papers I have
reviewed say a threshold of ≥ 90% for both.

7This criterion is confirmed by reading through the SRST2 codes as well, although the SRST2 paper says a
≥ 2 fold criterion.
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define genes (i.e., sequences sharing the same cluster ID) and their alleles (namely, every
sequence within the same cluster and thus sharing at least 80% nucleotide identity) [111].
Both databases only consist of ARGs that are able to transfer horizontally, although a few of
genes or alleles may be intrinsic to some bacterial groups such as the chromosome-borne
allele aac(6’)-Iaa (encoding resistance to aminoglycoside antimicrobials) in all genomes of
S. Typhimurium [134, 111, 135].

Accordingly, SRST2 identifies ARGs at the allele level, and its authors developed an
algorithm called allele scoring for it to determine an allele call. SRST2 applies this algorithm
to the pileup data of each isolate to collect information about the presence-absence of each
reference sequence in that isolate. Specifically, a p-value is calculated at each base on the
reference sequence with a one-sided binomial test that takes both the total number of reads
mapping to this position and the number of mismatches (a base substitution, an insertion
of any size, or a single-base deletion) at this position into account. The test is carried out
for any large deletions as well, but the average number of reads that aligned to the two-base
flanking regions is used for the binomial test as the read count is zero within the deletion.
Each p-value is adjusted for its relative read depth compared to others across the reference
sequence afterwards. P-values from each allele of the same gene are sorted and transformed
with a negative base-ten logarithm, and then are plotted against negative-logarithm (base-ten)
transformed p-values acquired from a uniform distribution, generating an analogue of Q-Q
plots. A simple linear regression is performed for each paired observed–expected transformed
p-values and the most likely allele is the one with a smallest slope of the regression line (i.e.,
the lowest allele score). Obviously, the flattest regression line is a result of the most consistent
and low p-values (i.e., the most significant match at each base) across a reference sequence.
Moreover, what we can learn from this algorithm is that SRST2 does take the presence of
large deletions into account and treat them equally with mismatches, but only the overall
magnitude and consistency of p-values (which returns the smallest slope) determine a best
allele hit. As for the outputs, SRST2 returns an allele table showing the presence-absence
of each allele across all isolates and consensus sequences of each allele hit for each isolate
(constructed from the pileup of reads against the reference using SAMtools). An allele
variant is flagged with an asterisk in the allele table if any discrepancy is present, and a
dubious allele call is flagged with a question mark if the average read depth or edge coverage
does not meet criteria. By default, the average read depth should be > 5 fold and the edge
coverage should be > 2 fold so that we have sufficient evidence to reduce ambiguity of an
allele call. Note that the variance of allele sequences and confidence of an allele call are
mutually independent. Therefore we may see an allele call is flagged as both a variant and
being dubious.
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1.4.4 Phylogenetic reconstruction

A phylogeny is a description of evolutionary relationships among operational taxonomic units
(OTUs) under a study [144]. It is usually represented by a bifurcating tree topology in which
every node represents a taxonomic unit (either an extant OTU or an ancestral taxon) and
every branch defines an ancestry relationship between two nodes [145]. Given a collection
of OTUs, we can estimate their phylogeny using either morphological data or molecular data,
and this process is called phylogenetic reconstruction. Particularly, in bacterial genomics,
nucleotide sequences of the core genome can be used as an important source of molecular
data for reconstructing the phylogeny of a bacterial species [146, 147].

Regarding phylogenetic reconstruction for OTUs, alignment-dependent methods take
as input a multi-sequence alignment of core-genome sequences from all isolates, whereas
alignment-free methods may directly take as input genome assemblies [148]. A number
of methods have been developed for estimating the phylogeny using this multi-sequence
alignment, including maximum-parsimony (MP) methods, maximum-likelihood (ML), and
Bayesian methods — all rely on homologous characters [144, 149, 150]. The principle
of MP methods abides by Ockham’s razor, which states that the best hypothesis this the
one requiring the fewest number of assumptions [145]. Correspondingly, an MP method
aims to obtain a tree topology that requires the smallest number of evolutionary changes,
such as nucleotide substitutions, as an estimate of the true evolutionary history of OTUs
studied [151]. Specifically, MP methods only use phylogenetically informative sites in the
multi-sequence alignment for tree inference [145]. For MP methods, an informative site in
an alignment is a site that favours a subset of possible trees over the others. In particular,
a site is informative only when its genotype is variable across all OTUs under the study
and each allele is present in at least two OTUs [145]. As for searching an MP tree, a naïve
algorithm is to go through every possible topology in the tree space, overlay extant nucleotide
states of each site on the current topology, determine ancestral states that require the least
number of evolutionary changes for each site, and finally sum up the minimum number of
changes required by each site. The MP tree is the one with the minimum sum. Nonetheless,
the MP method usually returns not a single but a number of optimal trees that are equally
parsimonious. The calculation of branch lengths is based on the number of substitutions per
site, which is independent of topological inference. No assumption is made for the model of
evolutionary changes in MP methods.

The MP methods do not work well if the multi-sequence alignment does not have a
sufficient number of informative sites. Furthermore, it is prone to the problem of long-
branch attraction when some branches of the tree are much longer than others, where long
branches are more likely to be clustered together [145]. The ML methods can overcome
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these limitations. An ML method aims to find out the tree that has the largest probability
to produce extant sequences of all OTUs under the study given a model of evolutionary
changes. In contrast to MP methods, the ML methods use all sites in the alignment to
make a tree inference. In a naïve ML method, an algorithm may go through every possible
topology in the tree space, overlay nucleotide states of each site on the tree, hypothesise
all possible node ancestral status in each tree, take the sum of log-likelihood of observing
extant states given each ancestral status at each site, and eventually take the sum of the total
log-likelihood of each site. The ML tree is the one with the largest sum of likelihoods, and
it is considered as the best estimate of the true phylogeny in ML methods. The model of
evolutionary changes is used for calculating the likelihood of observing extant nucleotide
states at every site given a tree and ancestral status. The ancestral status and branch lengths
are determined simultaneously with the tree inference. Many methods were developed to
improve the speed of constructing an ML tree because the ML methods are intrinsically
associated with a high computational cost. The tool RAxML is one of these methods and it
is widely used in bacterial genomics [152].

In addition to the topology and branch lengths, the reliability is another important aspect
of an inferred ML tree. Therefore, a nonparametric bootstrap support value is calculated
for each internal node to represent its uncertainty [153]. The bootstrap method repeatedly
samples sites from the original sequence alignment with replacement. It is a common practice
in literature that we can collapse internal branches whose bootstrap values are smaller than a
certain level, introducing polytomies into the tree so as to display phylogenetic groups that
are only well supported by our sequence data [145].

The Bayesian methods of phylogenetic inference use Bayesian statistics and evolutionary
models to determine a phylogenetic tree that maximises its posterior probability given a
multi-sequence alignment [154]. This posterior probability represents the uncertainty in
the estimated phylogeny and in parameters of the evolutionary models [155]. Owing to
the computational complexity in summarising all tree topologies and model parameters,
Markov Chain Monte Carlo algorithms are widely employed to approximate the posterior
probability [154, 155]. In practice, MrBayes 3.2 and BEAST 2 are both popular tools used for
conducting the Bayesian inference of phylogeny [150, 156]. Compared to ML phylogenetic
trees, in which the branch length only indicates the number of nucleotide substitutions per
site, Bayesian phylogenetic trees can show estimates and confidence levels of divergence
times when a model of molecular clocks is incorporated and calibrated[157]. Accordingly,
the branch length of such a Bayesian tree indicates an estimate of divergence time. Despite
this advantage over ML methods, the Bayesian methods lose efficiency when processing a



1.4 Investigating horizontal gene co-transfer using whole-genome sequence data 29

large number of OTUs [158]. Other methods can address this issue, such as the approximately
ML method FastTree [159].

1.4.5 Co-transfer signals and confounding variables

For the inference of horizontally co-transferred genes, we need to capture and analyse
signals of co-transferred genes from the whole-genome data. Based on literature, I identified
three kinds of co-transfer signals for this purpose — a significant positive association in
co-occurrence events, discrepancy between the distribution of co-occurrence events and the
bacterial phylogeny, and consistency in physical distances between acquired genes or alleles
(cf. Section 1.3.2). Particularly, the first two kinds of signals can be identified simultaneously
using a phylogenetic contrast, which will be explained later in this section. The remainder
of this section considers current techniques looking for each kind of co-transfer signals and
discuss their strength and limitations.

1.4.5.1 Testing for associations between presence-absence status

To capture co-transfer signals from association status, we need to estimate the capacity (a
quantitative variable, either positive or negative) of the presence-absence status of a gene in
explaining that of another gene in a bacterial population, and to test for whether our estimate
of the capacity can be completely predicted by randomness (in other words, to conduct
a hypothesis test for significance). A naive yet widely used approach is based on sample
association coefficients, which estimate the true association coefficients (also known as the
population association coefficients). For dichotomous variables, such as the presence-absence
status of traits (e.g., genes or alleles), an association coefficient can be calculated from a
2-by-2 contingency table (Figure 1.7).

Figure 1.7 A 2×2 contingency table showing distributions of two genes in n samples. The symbol
a denotes the number of samples having both genes (that is, co-occurrence, also known as the joint
presence); b denotes the number of isolates having only gene A, and the notation c denotes the number
of isolates having only gene B; d denotes the number of isolates having neither genes (also known as
the joint absence).
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The phi coefficient, calculated with Formula 1.1, is frequently used for estimating the
association between a pair of dichotomous variables [160]. This coefficient varies between
-1 (i.e., a perfect negative association) and 1 (i.e., a perfect positive association). In addition,
a phi of zero means observations of both variables are completely unrelated.

φ =
ad −bc√

(a+b)(c+d)(a+ c)(b+d)
(1.1)

The phi coefficient takes into account the joint absence of both traits. An alternative
strategy is to estimate the similarity between presence status only, which can be considered
as a special type of association coefficients. The Jaccard similarity index, calculated from
the same contingency table shown in Figure 1.7 with Formula 1.2 [160], is a common and
the simplest coefficient of this kind. A drawback of this coefficient is that it does not take
into account the joint absence. The outcome varies between zero and one, inclusively. In
particular, it drops to zero if two traits never co-occur, and reaches one when both traits are
completely coupled.

Jc =
a

a+b+ c
(1.2)

An advantage brought by phi coefficients is the ability to reveal negative associations,
which could be biologically meaningful. For example, we may be interested in genes that do
not transfer together. In addition, it is convenient that the magnitude of a phi coefficient is
directly related to the significance [161]. Nonetheless, a limitation of phi coefficients is that
both co-occurrence and joint absence of traits equally contribute to the calculation, which
is not a desirable property for investigating HGcoT because the null condition of bacterial
genomes is the absence of horizontally transferred genes (thus they are called accessory
genes). Moreover, a negative phi coefficient (when ad < bc) can be misleading for the
inference of co-transferred genes because only the variable a contains the information of
genetic co-transfer. By contrast, Jaccard similarity indices overcome these problems as they
focus on the co-occurrence status.

Notably, neither the Formula 1.1 nor 1.2 reports whether the contingency table can
be predicted under the assumption of independence. This limitation also applies to the
calculation of other association coefficients that are based on the same contingency table.
The significance of an association is therefore determined based on the contingency table
regardless of the calculation of a specific association coefficient [161]. Chi-square tests and
Fisher’s exact tests are commonly used for this assessment. For the same contingency table,
it is well-known that the Fisher’s exact test is more robust than the chi-square test when any
values of a, b, c or d are small.
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1.4.5.2 Phylogenetic signals

A challenging confounding variable in the analysis of HGcoT is the evolutionary relatedness
between bacterial isolates, also known as phylogenetic signals. This relatedness is caused by
inheritance, which is particularly prominent in bacteria because of clonal reproduction [79].
At the computational level, a phylogenetic signal appears as the autocorrelation (i.e., the
non-independence) between observations of a biological trait due to phylogenetic proximity
[162]. In other words, there is a tendency that closely related bacteria tend to display similar
or even the same trait [163]. Particularly, the trait is the presence-absence of a specific
gene in a bacterium in the context of HGcoT analysis. Furthermore, given an admixed
collection of bacterial isolates, the phylogenetic relatedness stratifies the bacterial population
into subgroups based on differences in ancestry, resulting in population structure [164].

The phylogenetic signals amongst observations may inflate test statistics and hence re-
sult in false association signals as they violate the assumption of independence underlying
most of statistical tests [165]. Therefore, they must be controlled for in association studies.
Nevertheless, association coefficients, such as those introduced in the previous section, are
generally incapable of dealing with these signals. Many regression methods have been devel-
oped in response to this challenge, including phylogenetic regression for continuous traits
(a binary trait can be treated as continuous in this method though) [163] and phylogenetic
logistic regression for binary traits [166]. These methods are more versatile than association
coefficients as they can incorporate multiple variables into a single linear model, allowing
multidimensional explanations of the response variable.

1.4.5.3 Accuracy of SNP calls

The accuracy of SNP calls identified in read alignments is another confounding variable for
the inference of HGcoT. It directly affects the accuracy of gene screen, core-genome SNP
table and phylogenetic reconstruction. As such, it is crucial to control the quality of SNP
calling so as to obtain reliable co-transfer signals. Since bacteria are haploid organisms,
heterozygous SNP calls are useful indicators for the assessment of reliability.

A common source of heterozygous SNP calls is the GC content bias of high-throughput
sequencing. It is known that for high-throughput sequencing, the reads generated from a
sequenced region is affected by its GC (guanine and cytosine) content, resulting in fluctuations
of read depths across the template DNA. This phenomenon is referred to as the GC content
bias of read depths (aka fold coverages), and it is seen in a wide range of high-throughput
sequencing technologies including Illumina sequencing, Ion Torrent PGM, PacBio SMRT,
and so forth [93, 167]. What makes the problem more complicated is that the behaviour of
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the GC content bias is heterogeneous across genomes, experiments or even libraries of the
same experiment[168]. For instance, in the earliest report on the GC content bias in Illumina
sequencing, Dohm, Lottaz, et al reported a positive correlation between the read depth
and the GC content in two GC-poor (AT-rich) organisms (Beta vulgaris and Helicobacter
acinonychis) [169]. Moreover, Chen, Liu, et al reported that strains of the same GC-poor
bacterial species may show either a negative correlation or a positive correlation between the
read depth and the GC content [170]. However, Benjamini and Speed observed a unimodal
distribution of read depths against the GC contents of human chromosomes, which consist of
both GC-rich and GC-poor regions [168]. The heterogeneity of the GC content bias has been
more comprehensively demonstrated by Ross, Russ, et al, who found both approximately
linear or unimodal GC content biases in sequencing three microbial genomes using different
sequencing platforms (Figure 1.8) [167].

Figure 1.8 GC content biases for sequencing three microbial genomes. Plots in the top panel
illustrate relative read depths (fold coverages) and GC contents of Plasmodium falciparum (mean
GC content: 19%), E. coli (mean GC content: 51%) and Rhodobacter sphaeroides (mean GC
content: 69%). These genomes were sequenced with Illumina MiSeq, Ion Torrent PGM, and PacBio
RS, respectively. The horizontal dashed line at the relative fold coverage one denotes an unbiased
relationship. Data points are drawn only for GC contents shown in at least 1,000 100-bp sliding
windows across each genome. Plots in the bottom panel illustrate proportions of 100-bp windows of
different GC contents in each genome. This figure is copied from an article by Ross, et al. [167]
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Furthermore, the procedure for library preparation is a known source of the GC content
bias, which varies between laboratories and from experimental runs [170]. In particular, the
PCR-based amplification of DNA fragments has a significant influence on the bias probably
because of different melting behaviours between GC-rich fragments and AT-rich fragments
[93, 167–169]. The GC content bias can be a confounding factor for analyses that rely on
relative read depths, such as the detection of copy-number variants [168]. Furthermore, Chen,
Liu, et al. illustrated that de novo genome assemblies become more fragmented when the level
of GC content bias is greater than a threshold because most of current assemblers assume a
uniform distribution of read depths across each genome [170]. Therefore, estimation and
correction for these biases are necessary for analyses that use high-throughput sequencing
data if the bias may significantly distort the results [168].

Other sources of heterozygosity in SNP calls include DNA contamination in the library
and repetitive regions in a bacterial genome. On one hand, it is necessary to exclude
contaminated samples from our analysis as they lead to spurious SNP calls and gene contents.
On the other hand, it is an intrinsic disadvantage in short-read sequencing to resolve repeats
in a bacterial genome. As a result, variants in each homologous region are likely to pile up at
the same place in the reference genome during the sequence alignment, producing erroneous
consensus for base calling. Therefore, we need to identify and exclude these SNP calls for
the inference of co-transferred genes.

1.5 Aims, scope and significance

We can deduce that the bacterial gene pool would accumulate ARGs over time from the
existence of MGEs, the biological process of HGT, genetic co-transfer, co-selection and
the slow loss of acquired ARGs, and the persistent exposure of bacterial populations to our
evolving antimicrobial armament. Correspondingly, we can expect to see an expansion of
associations between acquired ARGs in a bacterial population over time, and co-localisation
of ARGs in the same MGE would be positively selected for in settings where bacteria are
exposed to certain antimicrobials (Figure 1.9).
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Nonetheless, the role of HGcoT in disseminating ARGs remains unclear, and an in-
depth understanding of it could help us to address the urgent global threat of AMR. Since
the first commercial launch of high-throughput pyrosequencing platforms in 2005, the
development of WGS technologies and bioinformatic resources has enabled us to explore
this biological process at a systematic and large-scale level, which could help us to depict a
more comprehensive landscape of ARG dissemination than traditional case-based methods
[99, 171]. An investigation of co-occurring genes in 2,522 bacterial genomes (from 565
genera) and 4,582 plasmids shows that, not only were a number of ARGs mutually associated,
but also were associated with mobile biocide or metal resistance genes (BMRGs), suggesting
plasmid-mediated horizontal co-transfer of these genes [171].

Contemporary studies on the co-occurrence of ARGs have not investigated patterns of
HGcoT within a single bacterial species yet, rather, the presence-absence of ARGs was
compared either across many species or solely based on a single pair of resistance phenotypes
in a bacterial species [171, 172]. Nonetheless, an understanding of the horizontal co-transfer
of ARGs and other kinds of genes within closely related bacteria is important, particularly for
reconstructing the recent evolutionary history of specific MDR bacterial pathogens. Hence,
there is a gap between our understanding of the role of intra-species HGcoT in the evolution
of MDR and the universal occurrence of HGcoT.

This thesis presents my work that fills this gap. Firstly, I developed a computational
approach and implemented it in a program package for identification of horizontally co-
transferred ARGs in a large collection of bacteria of the same species using whole-genome
sequencing data. Secondly, I applied my package to clinically important pathogens so as
to elucidate patterns and key players underlying horizontal co-transfer of their ARGs. In
addition, I explored spatial-temporal dynamics of co-transferred ARGs in order to shed light
on the evolution of MDR.

There are constraints to the scope of my study. First, I focus on bacteria isolated within
a few decades and do not address long-term evolution, because my approach aims to make
use of the large amount of WGS data, which are dominated by Illumina reads generated
from isolates mostly collected in the last a few decades. Second, the current version of my
package only takes as input high-quality Illumina short reads, de novo genome assemblies
and finished-grade reference genomes. Finally, my study investigates the co-transfer of
accessory ARGs8 at the allele level as these genes have been transferring at significant rates
between bacteria since the therapeutic introduction of antimicrobials as I have described in
the section 1.1, albeit in theory the approach is applicable to the gene level as well.

8An accessory ARG or acquired ARG belongs to accessory genes of a bacterial species, and this gene is
acquired through HGT.
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This study provides a framework for the identification of horizontally co-transferred
genes as well as the construction of an association network with control for phylogenetic
signals. Furthermore, topological characteristics of the association network and clusters of
co-transferred genes can lead to discoveries of known and novel MGEs. We can also trace
the evolution of specific gene clusters using the results from this framework. Taken together,
my study demonstrates a novel methodology for researching the never-ending antimicrobial
“arms race” between human and bacteria.

1.6 Overview of this study

This thesis consists of six further chapters. Chapter 2 is a mathematical chapter, in which
I derive an approach to test for associations between allelic presence-absence status of
accessory ARGs through integrating existing methods and when specified, to identify physical
linkage between the associated alleles based on consistency in physical distances between
alleles. The approach is comprised of algebra that perform the association tests and two
decision trees that score the evidence of association signals and consistency in the allelic
physical distances, respectively.

There follow three result chapters. In Chapter 3, I take a simulation-validation strategy
and use complete bacterial genomes to explore properties of allelic physical distances
measured in genome assemblies and developed criteria based on these properties to filter the
distance measurements for reliability. This work identifies a sensible method for collecting
the physical distances, providing evidence of physical linkage between co-transferred ARG
alleles. In Chapter 4, I integrate conclusions of Chapters 2 and 3 and implement them
in a program package called GeneMates. This chapter also demonstrates applications of
the package to two data sets of clinically important bacterial pathogens, the E. coli and
Salmonella enterica serovar Typhimurium. I compare outputs to those in literature that
has well characterised the ARG contents and MGEs in either data set so as to validate my
approach and discover MGEs that are not reported in literature aforementioned. In Chapter
5, not only do I apply GeneMates to a large and global data set of Klebsiella pneomoniae
strains for identification of associations and physical linkage between resistance alleles, but
also compare the associations and physical linkage across geography and through time so as
to identify patterns underlying the evolution of MDR in this opportunistic pathogen. Finally,
in Chapter 6, I draw conclusions from results and discussions, and point out future directions
for studying HGcoT between bacteria.



Chapter 2

A computational approach inferring
horizontally co-transferred genes

2.1 Introduction

In this chapter, I describe details of an integrative and computational approach inferring
putative clusters of resistance alleles that have been co-transferred horizontally between
bacteria of the same species because of physical linkage. This approach captures co-transfer
signals (Section 1.4.5) from WGS data and scores evidence of physical linkage for each pair
of alleles so as to identify putative co-transferred alleles. Furthermore, it can be applied to
other kinds of bacterial genes and their alleles. This chapter focuses on statistical inference
and algebra, while the implementation and validation of this approach will be introduced in
Chapters 3 and 4.

My approach consists of three steps. Firstly, it fits a univariate linear mixed model (LMM)
to test for the association between a pair of alleles. This step is an integration and adaptation
of two published methods — GEMMA and BugWAS [173, 79]. The LMM enables me to
control for bacterial phylogenetic signals (namely, ancestry-determined relatedness between
bacterial samples) in association tests. To be more specific, the model takes as items of
random effects the sample projections obtained through singular-value decomposition (SVD).
It attempts to explain the presence-absence of a “response” allele using the total effect of an
“explanatory” allele, phylogenetic signals and environmental randomness. The projections of
samples represent an orthonormal transformation of original sample coordinates, which are
hence correlated with the bacterial phylogeny. This step produces an association network
at an allele or gene level, and it can be filtered for the size, significance and direction
(positive-negative) of each association.
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Secondly, my approach tests for significance of sample projections on each orthogonal
axis in their contributions to the presence and absence of each allele. I studied the approach
implemented in the BugWAS package for the evaluation of “lineage effects” [79] and revised
some of its algebra for stringency and accuracy. This effort leads me to a Bayesian chi-square
test, which determines whether projections on a specific axis are significantly correlated with
observed presence-absence status of each allele. This test is based on multivariate normal
distributions and take as input parameters estimated in the first step.

Finally, consistency in physical distances between each pair of alleles in samples are taken
into account to filter the association network for an enrichment of putative co-transferred
alleles. I demonstrate in this chapter my algorithm to score evidence of physical linkage
based on both the association status and distance consistency. This step reduces spurious
associations as well as excluding instances of HGcoT by transfer dependency (which is not a
desirable behaviour when this dependency is of interest). The resulting network of physical
linkage can lead us to discover MGEs where alleles are co-localised.

This is a novel and versatile computational approach identifying physical linkage between
alleles participating in HGcoT, and it is scalable for a large number of alleles and bacterial
samples. It also performs an association test for each pair of alleles when controlled for the
phylogenetic signals. To conclude this chapter, I discuss limitations of this approach and
show directions for improvements.

2.2 Methods

2.2.1 Association analysis controlling for population structure

In this section, I describe a stringent and concise approach that explains the presence-absence
of a “response” allele using the presence-absence of an “explanatory” allele, bacterial
population structure and environmental randomness. By convention, we use boldface upper-
case letters to represent matrices, boldface lower-case letters for column vectors, and regular
letters for scalars. All mathematical expressions within texts are italicised.

2.2.1.1 Representing allelic presence-absence status

The first step for the association analysis is to represent the presence-absence of alleles in all
samples using a matrix. Herein, each sample is either a bacterial isolate or strain.

Assuming m alleles of M genes (m > M) are identified in n samples, let an n×m binary
matrix AAA = (ai j) represent the presence-absence of every allele in the samples, where the
(i, j)-th element of AAA (that is, ai j) equals one if the j-th allele is present in the i-th sample, and
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equals zero otherwise (cf. the manual of GEMMA [173]). This designation of one and zero to
the presence-absence status makes the explanation of results more straightforward, although
it is merely arbitrary and does not change any conclusions. Following this designation, we
consider AAA as an allelic presence-absence matrix (PAM), where rows represent samples and
columns represent alleles. In particular, we do not include any allele that does not show
variation in its distribution, namely, any allele of a frequency of zero or one is excluded from
analysis in order to observe a fundamental assumption for most of linear models — variables
must be random. Problems arise otherwise, for example, a perfect fit of an explanatory
variable to a constant response is seen in simple linear regression, where the coefficient of
the explanatory variable equals zero as we can expect.

2.2.1.2 Identifying presence-absence patterns

In real world, it is not unusual to see several alleles sharing the same distribution in samples.
For instance, the allelic co-transfer of the tetracycline resistance gene tet(G) and its regulatory
gene tetR(G) between Salmonella enterica serovar Typhimurium has been reported [174].
Mathematically, identically distributed alleles are interchangeable in association tests and
produce the same result. As a result, these duplicated tests lead to an excessively rigorous
adjustment of p-values for controlling false positives as they enlarge the number of tests.
Consequently, the power of tests is compromised. To retain the power, we can learn from the
BugWAS package [79], and take a single allele from each group of identically distributed
alleles as a representative for all relevant association tests. I call this representative a
presence-absence pattern throughout this thesis.

Assuming there are p patterns representing m alleles, where p 6 m, we can compress the
n×m allelic PAM AAA into an n× p binary matrix BBB = (bi j), whose rows denote samples and
columns denote patterns. We call BBB a pattern matrix. In the following example, we merge the
first and fourth columns, the third and fifth columns of AAA, respectively, into two columns to
make a pattern matrix BBB. Notice neither rows nor columns of AAA and BBB have to be sorted.

AAA =

1 1 1 1 1
0 1 1 0 1
0 0 1 0 1

⇒ BBB =

1 1 1
0 1 1
0 0 1

 (2.1)

2.2.1.3 Column-wise zero-centring of the pattern matrix

Zero-centring random variables of the same population by their arithmetic means is a common
technique for simplifying algebra without changing the distribution of data points or affecting
results [175]. Herein, we treat each pattern as a column vector of n dichotomous random
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variables representing presence-absence of the same allele in n samples (hence they are
expected to follow the same distribution). Accordingly, we define an n× p column-wisely
zero-centred pattern matrix XXX = (xi j) as:

xi j = bi j −
1
n

n

∑
k=1

bk j = bi j − b̄. j, where 1 6 i 6 n and 1 6 j 6 p (2.2)

Accordingly, the centred presence-absence status of an allele belonging to the j-th pattern
in the i-th sample is determined by the equation

xi j =

{
1− b̄. j, presence
−b̄. j, absence

(2.3)

Notice the column mean b̄. j is essentially the frequency of each allele represented by the
j-th pattern in n samples. We know every column of XXX sums to zero:

n

∑
k=1

xk j = (1− b̄. j)(b̄. jn)+(−b̄. j)(n− b̄. jn) = 0 (2.4)

This property applies to other zero-centred binary matrices.

2.2.1.4 Genotype matrix of biallelic core-genome SNPs

The construction of a genotype matrix for biallelic core-genome SNPs (cgSNPs) brings in
genomic variations for estimating phylogenetic relatedness (namely, phylogenetic signals)
between bacterial samples. In my approach, a cgSNP is strictly defined as a single-nucleotide
polymorphic site that is present in all samples. This constraint reveals a limitation in
current methods that incorporate phylogenetic relatedness into a linear model using principal
components (PCs) [176, 173].

Assuming there are L biallelic cgSNPs identified in n samples and n < L, we define an
n×L binary genotype matrix GGG = (gi j), where 1 6 i 6 n, 1 6 j 6 L, and

gi j =

0, major allele

1, minor allele
(2.5)

We treat each SNP as a dichotomous random variable observed in n samples. Then, we
can also zero-centre columns of GGG by column means to simplify algebra, creating an n×L
column-wise zero-centred genotype matrix SSS = (si j):
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si j = gi j −
1
n

n

∑
k=1

gk j = gi j − ḡ. j =

−ḡ. j < 0, major allele

1− ḡ. j > 0, minor allele
(2.6)

Notice the column mean ḡ. j equals the minor allele frequency (MAF) of the j-th cgSNP
in n strains. According to the equation (2.4), we know that elements in every column of SSS
sums up to zero as well, which means the n rows are linearly dependent. Because of this
constraint, the maximum possible rank of SSS reduces by 1 from n [177]. Hence we have:

rank(SSS)6 n−1 (2.7)

More generally, we have rank(SSS)6 min{n−1,L} when discarding the assumption that
n < L for the SNP matrix.

2.2.1.5 Calculation of a relatedness matrix for samples

A relatedness matrix captures population structure and introduces it into linear models.
Following the manual of GEMMA, I calculate an n×n relatedness matrix KKK = (ki j) from
the centred SNP matrix SSS using the formula

KKK =
SSSSSST

L
(2.8)

where the superscript T denotes a matrix transpose and this notation will be used throughout
this thesis. This matrix reveals all-to-all relationships between the n strains. It is symmetric
because

ki j =
1
L

L

∑
r=1

sirs jr =
1
L

L

∑
r=1

s jrsir = k ji (2.9)

where 16 i, j 6 n. As such, both rows and columns of KKK denote the samples. Moreover, given
the inequality (2.7), the relatedness matrix KKK is positive semidefinite and rank(KKK) = rank(SSS)
(theorem 2.6D and 2.4A, respectively, in the book by AC. Rencher [178]).

2.2.1.6 Singular-value decomposition of the SNP matrix

This is a critical step for converting the population structure into an orthogonal form, which
can be incorporated into an LMM as the term for structural random effects. Let r = rank(KKK).
Since KKK is a symmetric matrix of order n, we can perform eigen-decomposition on it, which
returns n real eigenvalues (cf. theorem 2.12C in Rencher’s book [178]) and n accompanying
linearly independent column vectors, where some eigenvalues may be the same. Moreover,
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the eigenvalues must not be negative but may equal zero, because KKK is a positive semidefinite
matrix. Let λ1 > λ2 > · · · > λn > 0 represent these eigenvalues sorted in a descending
order. Notice there must be positive eigenvalues because the square matrix KKK is positive
semidefinite (In other words, there must be positive eigenvalues of KKK because the sum of its
eigenvalues equals its trace, and the trace must be positive as the entries on the main diagonal
of the relatedness matrix, i.e., entries representing self-relatedness, must be positive). To
avoid confusions, we refer an eigenvector (in a narrow sense) of KKK to an orthonormal vector
obtained from the linearly independent vectors aforementioned through the Gram–Schmidt
process and subsequent normalisation, although in a broad sense, all of these untransformed
vectors are also eigenvectors of KKK (linearly independent, but are not necessarily orthogonal).
Notice the Gram–Schmidt process itself shows that it retains the link between eigenvalues
and broad-sense eigenvectors when it is applied.

Therefore, I obtain and can only obtain n eigenvectors eee1, · · · ,eeen corresponding to the
non-negative eigenvalues λ1, · · · ,λn of KKK. By definition, these eigenvectors are orthonormal
bases of an n dimensional real Euclidean space V n ⊂ Rn, in which each sample is a data
point determined using n coordinates. Accordingly, we can construct an n × n matrix
EEE = [eee1 · · ·eeen] using these eigenvectors. This is an orthonormal matrix as EEET EEE = EEEEEET = IIIn

(an identity matrix of order n) and we can immediately know that EEE−1 = EEET . Since KKK is a
symmetric matrix of real numbers and EEE is invertible, we have EEE−1KKKEEE = diag(λ1,λ2, · · · ,λn)

and r = rank(KKK) = rank(EEE−1KKKEEE). As such, r is the number of non-zero (hence positive)
eigenvalues of KKK, and n− r equals the number of its zero eigenvalues (cf. the chapter 2.12.5
in Rencher’s book [178]). As I will be demonstrating in the following algebra, this is an
important property for obtaining correct transformation of population structure, however, it
has not been considered in literature to my knowledge.

Further, since a singular value of KKK is defined as the non-negative square root of one of
its eigenvalues, there is always an equal number of singular values and eigenvalues of the
same relatedness matrix, regardless whether there are duplicated values or not. Using SVD
on real matrices, we can decompose the biallelic cgSNP matrix SSS into a product of matrices:

SSSn×L = PPPn×nΣΣΣn×LQQQT
L×L (2.10)

where the matrices

PPP =
[
UUUn×r NNNn×(n−r)

]
(2.11)

ΣΣΣ =

[
DDDr×r OOOr×(L−r)

OOO(n−r)×r OOO(n−r)×(L−r)

]
(2.12)
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QQQT =
[
VVV L×r WWW L×(L−r)

]T
(2.13)

To be more specific, columns of PPP are eigenvectors of SSSSSST = LKKK, which correspond to the r
positive eigenvalues and n− r zero eigenvalues (notice eigenvectors of LKKK are the same as KKK
but eigenvalues are L times those of KKK); columns of QQQ are eigenvectors of MMM = (mi j) = SSST SSS
(called a scatter matrix), which correspond to the same r positive eigenvalues and L− r zero
eigenvalues of LKKK; DDD is a diagonal square matrix of r positive singular values of both SSSSSST and
SSST SSS; and OOO denotes a zero matrix of a certain size. Both matrices PPP and QQQ are orthonormal.
In addition, the scatter matrix MMM equals n−1 times the sample variance-covariance matrix
of un-centred cgSNP genotypes because

mi j =
n

∑
k=1

skisk j = (n−1)
n

∑
k=1

skisk j

n−1
= (n−1)

n

∑
k=1

(gki − ḡ.i)(gk j − ḡ. j)
n−1

= (n−1)Cov(gggi,ggg j)

(2.14)

where gi, g j denote the i-th and j-th column of the un-centred cgSNP matrix G, respectively.
For conciseness, singular values are arranged in a descending order. Therefore, each of the

matrices UUU and VVV is comprised of r eigenvectors corresponding to the r positive eigenvalues,
and the matrices NNN and WWW are comprised of n− r and L− r eigenvectors corresponding to
zero eigenvalues, respectively. Now we show that

SSSn×L =
[
UUUn×r NNNn×(n−r)

][ DDDr×r OOOr×(L−r)

OOO(n−r)×r OOO(n−r)×(L−r)

][
VVV T

L×r

WWW T
L×(L−r)

]

=
[
UUUDDD OOOn×(L−r)

][ VVV T
L×r

WWW T
L×(L−r)

]
=UUUDDDVVV T

(2.15)

Accordingly, I can deduce that rank(SSS) = rank(PPPΣΣΣQQQT ) = rank(ΣΣΣ) because rank(ΣΣΣ) =
rank(DDD) = r and columns of PPP and QQQ are orthonormal (hence both matrices are non-singular
and invertible). Notice neither UUU nor VVV is invertible when r < n because they are not square
matrices under this condition, and then we can only have UUUTUUU =VVV TVVV = IIIr.

Since matrices NNN and WWW always get cancelled out in the equation (2.15), we refer the
equation SSS = UUUDDDVVV T as the reduced form of SVD, which is equivalent to the full form,
SSS = PPPΣΣΣQQQT . Consequently, we can completely recover SSS only with r eigenvectors (also
known as singular vectors) in UUU and VVV corresponding to the r positive singular values in
DDD instead of using all eigenvectors in PPP and QQQ. This substitution reduces computational
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expense. Nonetheless, as we will demonstrate later, we can benefit from the orthonormal
matrices in the full form of SVD in simplifying some algebra.

2.2.1.7 Projecting data points on axes defined by eigenvectors

Sample projections can be acquired via both the full and reduced forms of SVD. Herein,
we consider every bacterial sample as a data point in an L dimensional real Euclidean space
VVV L ⊂ RL using genotypes of L biallelic cgSNPs as coordinates. These coordinates may not
be linearly independent because of homoplasy, parallel evolution, linkage disequilibrium,
SNP-call errors, and so forth. Noticing QQQT QQQ = IIIL, we obtain an orthogonal transformation of
rows (i.e., coordinate vectors of samples) in SSS with the orthonormal matrix QQQ by the equation

SSS = PPPΣΣΣQQQT ⇔ SSSQQQ = PPPΣΣΣ (2.16)

Let an n× L matrix CCCL = SSSQQQ = PPPΣΣΣ, where CCCL = [ccc1 · · ·cccL] and the length-n column
vector ccci (1 6 i 6 L) is the i-th column of CCCL. Similarly, we define the j-th (1 6 j 6 n)
column of PPP and the j-th singular value in ΣΣΣ as ppp j and σ j, respectively. Then we have

CCCL = PPPΣΣΣ =
[

ppp1 · · · pppr pppr+1 · · · pppn

][
diag(σ1, · · · ,σr,0, · · · ,0) OOOn×(L−n)

]
=
[
σ1 ppp1 · · · σr pppr 0pppr+1 · · ·0pppn 000 · · · 000

]
=
[
σ1 ppp1 · · · σr pppr 000 · · · 000

]
n×L

(2.17)

Hence CCCL = [σ1 ppp1 · · · σr pppr 000 · · · 000], which consists of L− r zero column vectors.
Since ccci = σi pppi, 1 6 i 6 n, we know that ccci equals the i-th eigenvector of the scatter matrix
SSST SSS (positive semidefinite, of the same rank as SSS) scaled by its i-th singular value σi. I notice
the non-zero partition of CCCL in (2.17) can be acquired via the reduced form of SVD:

SSS =UUUDDDVVV T ⇔ SSSVVV =UUUDDD =
[

ppp1 · · · pppr

]σ1 · · · 0
... . . . ...
0 · · · σr

=
[
σ1 ppp1 · · · σr pppr

]
(2.18)

which gives CCCr = [ccc1 · · · cccr] = [σ1 ppp1 · · · σr pppr], where the notation CCCr represents a sub-
matrix comprised of the first r columns of CCCL. As elucidated in the following paragraphs,
vectors ccc1, · · · ,cccn are projections of samples onto axes defined by eigenvectors ppp1, · · · , pppn.
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The projections remain in the same Euclidean space. Since the inner product cccT
i ccc j =

σi pppT
i σ j ppp j = 0, the equation (2.17) also illustrates that vectors ccc1, ..., cccn are orthogonal and

in parallel with the orthonormal bases ppp1, . . . , pppn of the n dimensional Euclidean space VVV n

described previously.
Similarly, we expand the matrix product SSSQQQ in (2.16) into a matrix comprised of inner

products of vectors:

SSSQQQ =

sss1
...

sssn

[
qqq1 · · · qqqL

]
=

sss1qqq1 · · · sss1qqqL
... . . . ...

sssnqqq1 · · · sssnqqqL

=
[
ccc1 · · · cccL

]
(2.19)

where sssi (i= 1, · · · ,n) is the i-th row vector [si1, . . . ,siL] of SSS. This vector shows “coordinates”
(strictly specaking, scaling coefficients of bases that defining axes) on L “axes” (i.e. SNP
genotypes, which take values of either one or zero and usually are mutually correlated
between strains and hence are not genuine bases of a linear space) that locate the i-th sample
in the space VVV L. Therefore, ccc j = [sss1qqq j · · · sssnqqq j]

T where j = 1, · · · ,L. Notice cccr+1, · · · ,cccL

equal 000 according to equation (2.17). We can also write the i-th row of CCCL in the form:[
ci1 · · · ciL

]
=
[
sssiqqq1 · · · sssiqqqL

]
= sssiQQQ (2.20)

which represents an orthonormal transformation of the VVV L itself (denoted by VVV L →VVV L) and
illustrates that ci1, · · · ,ciL are projections of coordinates si1, · · · ,siL via the orthonormal matrix
QQQ. Since ccci is orthogonal to ccc j when i ̸= j, we transform correlated vectors [s1i, . . . ,sni]

T

and [s1 j, . . . ,sn j]
T (“coordinates” of the n samples on the i-th and j-th axes of SNPs) into

orthogonal coordinates ccci and ccc j with equation (2.20) as a benefit of SVD. This equation
is known as a rotation transformation, which preserves the distribution of data points but
establishes a set of orthogonal axes going through the same origin (i.e. builds another
coordinate system). Therefore, projections on every new axis, namely, elements in the vector
ccci, are zero-centred as well. In addition, the matrix QQQ is also known as the rotation matrix.

The projections and matrices show profound interconnections. As for the i-th element
in ccc j, it follows

ci j = sssiqqq j =
L

∑
k=1

qk jsik (2.21)

which means the coordinate of the i-th sample on the j-th axis (either defined by ppp j when
j 6 n or being 000 with any directions when n < j 6 L) is a linear combination of all of its SNP

“coordinates” with elements in qqq j as weights. This equation illustrates profound connections
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between the SNP matrix SSS, the relatedness matrix KKK of samples, the variance-covariance
matrix MMM of biallelic cgSNPs, and the projections of strains on a group of orthogonal axes
through SVD.

Each eigenvalue measures the amount of variation in population structure captured
by the corresponding axis specified by an eigenvector. Finally, considering the sample
variance of projections on a given axis, we show that for the j-th ( j 6 n) axis, since projections
remain zero-centred, their arithmetic mean equals zero. Then we can compute the sample
variance through the equation

Var(c1 j, · · · ,cn j) =
1

n−1

n

∑
i=1

(
ci j − c̄. j

)2
=

1
n−1

n

∑
i=1

c2
i j =

cccT
j ccc j

n−1
(2.22)

According to the equation (2.17), since cccT
j ccc j = (σ j ppp j)

T (σ j ppp j) = σ2
j pppT

j ppp j = λ j ·1, we have

Var(c1 j, · · · ,cn j) =
λ j

n−1
∝ λ j,( j 6 n) (2.23)

which shows that the variance in sample projections on a given axis is proportional to the
corresponding eigenvalue. This equation also shows that a singular value σ j equals the square
root of n−1 times the standard deviation of elements in ccc j because it is the square root of λ j.

The rank of the relatedness matrix KKK determines the minimum number of principal
components that retain all variation in population structure. Consequently, projections
on the first r axes (in parallel with ppp1, · · · , pppr) show variance greater than zero (hence are
informative), while projections on the other n− r axes (in parallel with pppr+1, · · · , pppn) are all
fall into the origin and hence do not show any variance (uninformative). We do not consider
projections on the rest of L−n axes because these axes are always 000 of any directions and all
projections do not diverge from the origin either. Sums up, all variance in the distribution of
data points are captured by the first r axes and the proportion of total variance captured by
the i-th (i 6 r) axis equals λi divided by the sum of all positive eigenvalues.

Principal components are defined as bases establishing orthogonal axes where sam-
ples are projecting onto. Putting (2.17) and (2.23) together, for a given n×L zero-centred
biallelic cgSNP matrix SSS of a rank r 6 n−1, we can find r orthogonal axes in parallel with
orthonormal bases ppp1, · · · , pppr to reveal all variance in the distribution of data points, while
the other n− r orthogonal axes in parallel with the orthonormal bases pppr+1, · · · , pppn do not
reveal any variance. Notice orientations of the bases (hence those of the axes) are merely
arbitrary and are relying on eigenvalues in actual computations — reversing one, multiple or
even all bases preserves the same orthonormality. Accordingly, we explicitly call these bases
(n in total) as PCs of the cgSNP matrix SSS. Further, we call analysis that is based on PCs the
PCA. The adjective “principal” emphasises the orthogonal nature of these bases as we can
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find out an infinite number of non-orthogonal unit vectors to describe locations of the same
data points and call these vectors components. Furthermore, the projections are sometimes
called scores or scaled PCs (coordinates) in literature because of equations (2.17) and (2.18).

Note that in literature and statistical software, the term PC may have different meanings.
Some authors refer PCs to eigenvectors in the rotation matrix QQQ, which specify weights to
the original coordinates during the rotation transformation. There are authors considering
projections as PCs as well. Nonetheless, all definitions of PCs are consistent in terms of
making the same projections. Since the PCs are ranked by their accompanying eigenvalues
in a descending order, sometimes people use the first few PCs to capture the majority of
variance in data for an approximation in their analysis (for example, the principal component
regression [179]), which is usually more computationally efficient than methods using all
PCs. For my approach, however, we use all PCs to capture all variance in the SNP data.

2.2.1.8 Univariate linear mixed models and parameter estimation

I use LMMs to explain the presence-absence of a response allele with a fixed effect of the
presence-absence of an explanatory allele, random effects of bacterial population structure,
and environmental random effects. Specifically, alleles are represented with patterns as
described in the section 2.2.1.2. For any two of p columns xxx and yyy in the zero-centred
pattern matrix XXX , where xxx ̸= yyy, I consider yyy as a sum of a fixed effect of xxx, random effects
of population structure and random environmental errors. In addition, I call the effects of
population structure the structural random effects. In literature, they are also known as
background effects and lineage effects [79]. Following my notations, I construct a univariate
LMM with four parameters to explain elements in the vector yyy:

yyy = 111α + xxxβ +CCCLγγγ + εεε (2.24)

γγγ ∼ MV NL
(
000,λτ

−1L−1IIIL
)

(2.25)

εεε ∼ MV Nn
(
000,τ−1IIIn

)
(2.26)

where α is the coefficient for the intercept term and β is the fixed effect size of the explanatory
pattern xxx; γγγ is a column vector of length L, which represents sizes of structural random effects
of ccc1, · · · ,cccL on the response vector yyy; finally, the error term εεε of length n represents residuals
between data points and the mean of yyy under the model. Four parameters α , β , λ and τ of
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the model will be estimated based on observations. Notice there is only a constant term 111α

in the model for covariates as we do not take other variables into account at present.
Particularly, authors of GEMMA defined two components that constitute the total vari-

ance in random effects in an LMM. Specifically, σ2
e = τ−1 is the environmental variance

component and σ2
g = λσ2

e = λτ−1 is the structural variance component (In the GEMMA
paper, they are called environmental effect and genetic effect, respectively [173]). Therefore,
λ = σ2

g/σ2
e , which measures the dominance of population structure over environmental

randomness in the random effects. Accordingly, we can rewrite the assumed distributions of
random effects in the LMM (2.24) as

γγγ ∼ MV NL
(
000,L−1

σ
2
g IIIL

)
(2.27)

εεε ∼ MV Nn
(
000,σ2

e IIIn
)

(2.28)

As already shown in the equation (2.17), there are only r 6 n−1 orthogonal axes having
projections diverging from the origin. Accordingly, the total effect of population structure
reduces to the form

CCCLγγγ =
r

∑
j=1

γ jccc j +
L

∑
j=L−r

γ j000 =CCCrγγγr (2.29)

where the column vector γγγr is comprised of the leading r elements of γ without changing
their order. Therefore, we can simplify the model (2.24) into an equivalent form:

yyy = 111α + xxxβ +CCCrγγγr + εεε (2.30)

γγγr ∼ MV Nr
(
000,λτ

−1L−1IIIr
)

(2.31)

and the error term εεε follows the same distribution as (2.26).

2.2.1.9 Parameter estimation

I use GEMMA to estimate the four parameters in the model (2.24). In this section, we only
outline key algebra for the estimates to demonstrate their forms specifically in our model.
Readers may read the original paper and manual of GEMMA for more details [173]. Herein,
for allelic presence-absence status in n samples, I use the notation xxx to denote a column
vector for an explanatory pattern, and use yyy to denote the other column vector for a response
pattern. Both vectors have already been zero-centred by their sample means. Notice the
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designation of response and explanatory vectors is arbitrary and in practice, patterns are
iterated for both roles in the LMM to make all-to-all contrasts. Assuming xxx ̸= yyy and n ≫ 2, I
specify GEMMA to estimate the parameters using a residual maximum-likelihood (REML)
approach and obtain unbiased parameter estimates for random effects. The target function
for our model to optimise is

lr1(λ ,τ;yyy,xxx,KKK) =
n−2

2
logτ − n−2

2
log(2π)+

1
2

logdet
([

111 xxx
]T [

111 xxx
])

−1
2

logdetHHH − 1
2

logdet
([

111 xxx
]T

HHH−1
[
111 xxx

])
− 1

2
τyyyTWWW xyyy

(2.32)

where

HHH = λKKK + IIIn (2.33)

WWW x = HHH−1 −HHH−1
[
111 xxx

]([
111 xxx

]T
HHH−1

[
111 xxx

])−1 [
111 xxx

]T
HHH−1 (2.34)

The term WWW x is an n×n matrix. Noticing xxx is a zero-centred vector, I deduced that the
following term (2.32) involves the sample variance of xxx.

det
([

111 xxx
]T [

111 xxx
])

=

∣∣∣∣∣ n ∑
n
i=1 xi

∑
n
i=1 xi ∑

n
i=1 x2

i

∣∣∣∣∣=
∣∣∣∣∣n 0
0 ∑

n
i=1 x2

i

∣∣∣∣∣
= n(n−1)

n

∑
i=1

x2
i

n−1
= n(n−1)Var(xxx)

(2.35)

Therefore, the target function (2.32) does not exist when xxx is a constant vector [Var(xxx)= 0,
when the explanatory allele is present or absent in all samples] because the function takes a
logarithm of the determinant (2.35). This is a limitation in our LMMs: REML parameter
estimates only exist when the explanatory allele has a frequency of neither zero nor one.

Provided existence of the target function, Zhou and Stephens pointed out that this function
is maximised at the scalar [173]

τ̂ =
n−2

yyyTWWW xyyy
(2.36)
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assuming the parameter λ is known. This equation immediately indicates another limitation
in our method — τ̂ does not exist when the response allele is absent in all samples (that is,
yyy = 000).

Putting (2.36) and (2.35) back into (2.32), we show the residual target function for REML
estimates:

lr1(λ ;yyy,xxx,KKK) =
1
2

[
(n−2) log

n−2
2π

+ log
n(n−1)

detHHH
− (n−2)

]

+
1
2

log
Var(xxx)

det
([

111 xxx
]T

HHH−1
[
111 xxx

]) − (n−2) log
(
yyyTWWW xyyy

) (2.37)

which consists of a constant term (within the first pair of square braces) and a variant term
(within the second pair of square braces). Then we can determine the REML estimate of λ

for the model (2.24) through

λ̂r1 = argmax lr1(λ ;yyy,xxx,KKK) (2.38)

Next, GEMMA uses a generalised least-square (GLS) approach to estimate parameters
of fixed effects in the LMM [180]. Following the algebra for GEMMA, we have derived
the following GLS estimator and variance of β given REML estimates of both variance
components (i.e., structural and environmental) explaining the response pattern yyy [173].

β̂ =
(
xxxTWWW 1xxx

)−1
xxxTWWW 1yyy (2.39)

Var(β̂ ) =
1

n−2
· yyyTWWW xyyy

xxxTWWW 1xxx
(2.40)

where WWW 1 = HHH−1 −HHH−1111
(
111T HHH−1111

)−1
111T HHH−1 and it is an n×n matrix.

2.2.1.10 Hypothesis tests for the fixed effect

The null hypothesis for my LMMs to be tested for is β = 0 while the alternative hypothesis
is β ̸= 0. The LMM (2.24) becomes yyy = 111α +CCCLγγγ + εεε under the null hypothesis.

Likelihood-ratio tests are invalid in my approach for comparing LMMs under the null
and alternative hypotheses using the logarithms of their residual likelihood functions because
they differ in fixed effects, that is, with or without the term xxxβ besides the constant fixed
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effect 111α . Instead, a Wald test is implemented in GEMMA to test for the null hypothesis.
Specifically, the test statistic follows an F distribution when the null hypothesis is true and
thereby a p-value is calculated [173].

F =
β̂ 2

Var(β̂ )
∼ F(1,n−2) (2.41)

2.2.2 Assessment of structural random effects

This step determines whether sample projections on an axis can explain the presence-absence
of an allele as a structural random effect under a given significance level (namely, a maximum
type-1 error rate or false-positive rate). According to the assumption of structural random
effects for the model (2.24), the effects follow a multivariate normal distribution (2.25).
However, being different to the fixed effects 111α + xxxβ , explicit element values in the vector
γγγ = [γ1, · · · ,γn, · · · ,γL]

T are unobservable in an LMM, even though we can estimate the
relevant parameters λ and τ . Earle, Wu, et al showed that we can use the posterior distribution
of γγγ under the null LMM to test for if γi (1 6 i 6 L) significantly differs from zero [79]. In
this section, I revise their algebra for higher stringency and accuracy.

2.2.2.1 Posterior distribution of structural random effects

Given the null LMM,

yyy = 111α +CCCLγγγ + εεε (2.42)

we can rewrite it into an equivalent form

yyy−111α =CCCLγγγ + εεε (2.43)

where γγγ ∼ MV NL
(
000,λτ−1L−1IIIL

)
and εεε ∼ MV Nn

(
000,τ−1IIIn

)
. Let zzz = yyy−111α , we have an

ordinary model of multiple regression:

zzz =CCCLγγγ + εεε (2.44)

Given REML estimates of λ and τ under the null model (2.42), prior distributions of γγγ

and εεε are determined:

γγγ ∼ MV NL

(
000, λ̂ τ̂

−1L−1IIIL

)
(2.45)
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εεε ∼ MV Nn
(
000, τ̂−1IIIn

)
(2.46)

Supposing that the true variance-covariance matrix of the residual error εεε is known and
it equals τ̂−1IIIn, we can deduce that the posterior distribution of γγγ is a multivariate normal
distribution with a mean vector µµµ and a covariance matrix ΣΣΣ determined by the following
procedure (cf. the theorem 11.45, equations 11.60 and 11.61 on page 327 of Kendall’s book
[181], when σ2 = τ−1 for both equations).

Let www = λ̂ τ̂−1L−1IIIL. Notice III−1
L = IIIL, then www−1 = λ̂−1τ̂LIIIL. According to Kendall’s

equation 11.60 [181], we derived that

µµµ = E(γγγ|zzz) =
(
www−1 + τ̂CCCT

LCCCL
)−1 (

www−1 ·000+ τ̂CCCT
L zzz
)
= τ̂

(
www−1 + τ̂CCCT

LCCCL
)−1

CCCT
L zzz

=
(

Lλ̂
−1IIIL +CCCT

LCCCL

)−1
CCCT

L (yyy−111α)

=
(

Lλ̂
−1IIIL +CCCT

LCCCL

)−1
CCCT

L yyy−α

(
Lλ̂

−1IIIL +CCCT
LCCCL

)−1
CCCT

L 111

(2.47)

On one hand, we have shown a rotation transformation CCCL = SSSQQQ in the section 2.2.1.7,
then

CCCT
L 111 = (((SSSQQQ)))T 111 = QQQT SSST 111 (2.48)

because column sums of the n×L centred genotype matrix SSS are zeros, I have

SSST 111 =

s.1
...

s.L

= 000L×1 (2.49)

where s. j = ∑
n
i=1 si j,1 6 j 6 L, is the sum of elements in the j-th column. Therefore the

second term of (2.47) is always cancelled and we have the posterior mean

µµµ =
(

CCCT
LCCCL +Lλ̂

−1IIIL

)−1
CCCT

L yyy (2.50)

which equals the ridge estimator of the coefficient vector ηηη in the linear model

yyy =CCCLηηη + eee where eee ∼ MV Nn
(
000,σ2IIIn

)
(2.51)

given the ridge parameter k = L/λ̂ . Consequently, the intercept term 111α in our LMM does
not affect the posterior mean µµµ = E(γγγ|zzz) at all, which is reasonable as it only reveals the
relative scale of observations.
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On the other hand, since CCCL = PPPΣΣΣ, PPPT PPP = IIIn and the diagonal matrix ΣΣΣ
T = ΣΣΣ, we show

CCCT
LCCCL = (PPPΣΣΣ)T PPPΣΣΣ = ΣΣΣ

T PPPT PPPΣΣΣ = ΣΣΣ
T

ΣΣΣ

=

[
DDDr×r OOOr×(n−r)

OOO(L−r)×r OOO(L−r)×(n−r)

][
DDDr×r OOOr×(L−r)

OOO(n−r)×r OOO(n−r)×(L−r)

]

=

[
DDD2

r×r OOOr×(L−r)

OOO(L−r)×r OOO(L−r)×(L−r)

]
L×L

= diag(λ1, · · · ,λr,0, · · · ,0)

(2.52)

Let ΛΛΛL×L be the diagonal matrix = diag(λ1, · · · ,λr,0, · · · ,0) of eigenvalues, we can
simplify the formula (2.50) into

µµµ =
(

Lλ̂
−1IIIL +CCCT

LCCCL

)−1
CCCT

L yyy

=
(

Lλ̂
−1IIIL +ΛΛΛ

)−1
CCCT

L yyy

= diag
[(

Lλ̂
−1 +λ1

)−1
, · · · ,

(
Lλ̂

−1 +λr

)−1
,0, · · · ,0

]
CCCT

L yyy

=



(
Lλ̂−1 +λ1

)−1
cccT

1
...(

Lλ̂−1 +λr

)−1
cccT

r

000
...
000


yyy

(2.53)

Hence, the i-th (i = 1, · · · ,r) element of µµµ is

µµµ i =
(

Lλ̂
−1 +λi

)−1
cccT

i yyy =
(

Lλ̂
−1 +λi

)−1 n

∑
j=1

c jiy j,1 6 i 6 r (2.54)

which is the i-th posterior mean of γi given zzz (or yyy) and CCCL. This equation illustrates that we
can use CCCr instead of CCCL to capture all phylogenetic signals.

Similarly, I can deduce the variance-covariance matrix of γγγ|zzz through Kendall’s equation
11.61 [181].

∆∆∆ = Cov(γγγ|zzz) =
(
www−1 + τ̂CCCT

LCCCL
)−1

= τ̂
−1

(
Lλ̂

−1IIIL +CCCT
LCCCL

)−1
(2.55)
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Knowing the equation (2.52), we show that this ∆∆∆ is an L×L diagonal matrix:

∆∆∆ = τ̂
−1

(
Lλ̂

−1IIIL +CCCT
LCCCL

)−1
= τ̂

−1
(

Lλ̂
−1IIIL +ΛΛΛ

)−1

= τ̂
−1 diag

[(
Lλ̂

−1 +λ1

)
, · · · ,

(
Lλ̂

−1 +λr

)
,
(

Lλ̂
−1 +0

)
, · · · ,

(
Lλ̂

−1 +0
)]−1

= τ̂
−1 diag

[(
Lλ̂

−1 +λ1

)−1
, · · · ,

(
Lλ̂

−1 +λr

)−1
, λ̂/L, · · · , λ̂/L

] (2.56)

This is what I can expect for sample projections, which are mutually independent, that their
effect sizes to the response yyy are independent as well. Put (2.50) and (2.55) together, we have
the posterior distribution of γγγ based on the full form of SVD.

γγγ|zzz = γγγ|yyy ∼ MV Nn(µµµ,∆∆∆)

where µµµ =
(

CCCT
LCCCL +Lλ̂

−1IIIL

)−1
CCCT

L yyy

and ∆∆∆ = τ̂
−1

(
Lλ̂

−1IIIL +CCCT
LCCCL

)−1

(2.57)

2.2.2.2 Bayesian chi-square tests of structural random effects

Let ϕi = γi|yyy for (2.57), where i = 1, · · · ,L, we are interested in testing for the null hypothesis
H0 : ϕi = 0 versus an alternative hypothesis H1 : ϕi ̸= 0. We consider sample projections
along the i-th PC contributes to the presence-absence status in yyy if H0 is rejected under a
given significance level.

Since ϕi is a member variable participating in the multivariate normal distribution (2.57),
it follows a univariate normal distribution:

γi|yyy = ϕi ∼ N(µi,∆ii) (2.58)

where ∆ii is the i-th diagonal element of the matrix ΣΣΣ. Therefore, we can construct a random
variable (denoted as wi) that follows a chi-square distribution of one degree of freedom from
the distribution of ϕi using the connection between a normal distribution and a chi-square
distribution.

wi =

(
ϕi −µi√

∆ii

)2

=
(ϕi −µi)

2

∆ii
∼ χ

2(1) (2.59)

Hence the null hypothesis for the posterior distribution (2.57), γi|yyy = ϕi = 0, is equiva-
lently converted into an observation of the chi-square distribution:
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wi|ϕi=0 =
(0−µi)

2

∆ii
=

µ2
i

∆ii
(2.60)

This is the statistic drawn from the population of χ2(1) to test for the null hypothesis
ϕi = 0 versus the alternative ϕi ̸= 0, and it relies on parameter estimates λ̂ and τ̂ of the null
LMM as well as sample projections. Assuming a confidence level of p0 (0 < p0 < 1), I
can consider the event of observing wi|ϕi=0 > µ2

i /∆ii as “impossible” and reject the null
hypothesis if the upper-tail probability P(wi|ϕi=0 > µ2

i /∆ii)6 p0 of χ2(1) — it is unlikely
the null distribution of wi holds. By convention, the threshold p0 for confidence may be 0.05,
0.01, and so forth.

Furthermore, it is worth noting that this hypothesis test determines whether projections of
samples along a specific PC explain allelic presence-absence status in the response vector yyy.
Hence it may report a PC that does not significantly contribute to the presence of alleles but
the absence. In other words, a PC may show a significant positive association or a negative
association with yyy.

2.2.3 Scoring evidence of physical linkage

In this section, we describe a scoring scheme for enriching allele pairs that are physically
linked in HGT. The identification of co-localised alleles is a particular utility of the association
result. The final score applies to each pair of explanatory allele and response allele. In other
words, it weights each directed edge given an association network of alleles. We have
developed this scheme via taking into account the direction of each significant association
and characteristics in measurements of pairwise physical distances between alleles. As
such, the overall score (denoted by s hereafter) is comprised of two components, which are
explained in the following contents in details.

2.2.3.1 Score for association status

For each pair of explanatory and response alleles, the first component of the overall score is
a score for association status in terms of its orientation (positive or negative) and statistical
significance. Let sa denote the association score, then sa is determined using a decision tree
shown in Figure 2.1. Specifically, the association score sa is a discrete variable equalling -1
(evidence against physical linkage), 0 (insufficient evidence for a decision), or 1 (evidence
supporting physical linkage). The tree is designed under the consideration that a significant
positive association is strong evidence for the co-localisation of alleles, and a significant
negative association is evidence against the presence of allelic co-localisation. Nonetheless,
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since the association status tested for using LMMs are directed and confounded by the
contrast of allele distributions (e.g., how many overlaps and mismatches in distributions of
each pair of alleles), there may be significant associations where β < 0 but alleles are actually
co-localised in some samples. These cases can be considered as co-localisation signals that
are too weak to be detected due to a high level of noise caused by co-occurrence of the same
alleles which are however physically unlinked in the same bacterial collection.

Figure 2.1 A decision tree determining the association score sa. The parameter p0 is the threshold
of p-values for significance. By convention, it may be 0.05 in practice, corresponding to a type-1 error
rate of 5%.

2.2.3.2 Score for allelic physical distances

Since physical distances between acquired alleles are unlikely to conserve across bacterial
linages when individual alleles are randomly acquired and inserted into bacterial genomes,
consistency in the physical distances found in phylogenetically distant bacterial genomes
provides us with the second layer of evidence for the inference of physical linkage. In
addition, the network of positive associations between alleles may contain edges resulted
from transfer dependency (where the horizontal transfer of one MGE relies on the presence of
another) or particular combinations of alleles whose distribution contrast leads to a positive
association only computationally. Taken together, I leverage physical distances (physical
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evidence) to filter positive associations (statistical evidence) for those supporting the existence
of physical linkage.

Nonetheless, we cannot directly incorporate the distances into an LMM as a covariate
because it is highly correlated with the presence-absence of the explanatory allele and is
confounded by the same phylogenetic signal. For instance, it is evident that the distance
is unmeasurable when the explanatory allele is absent (the same to the response allele as
well), and the consistency in distances may be resulted from a phenomenon called identity-
by-descent (IBD), where the same genomic structure is passed down to descendants through
clonal reproduction. In evolution, the IBD gets lost or weaken in some bacteria in the same
clade because of gene-loss events, insertion of MGEs (A common example is the disruption of
genomic structures by the acquisition of ISs), genomic rearrangement, etc., causing a spurious
HGcoT signal in the distribution of allelic co-occurrence events. Therefore, I designed a
decision tree to score (denoted by sd) the consistency in allelic physical distances (Figure 2.2)
while taking into account the probability of bacterial samples to display consistent distances.
This method enables us to integrate the association score and make a concise scoring scheme.

Assuming m(> 2) valid physical distances d1, · · · ,dm are measured in m bacterial samples
for a pair of alleles X and Y, our decision tree works through the following steps (Figure 2.2).

1. Define in-group distance measurements as those within (inclusive) the range Q1−
1.5IQR 6 di 6 Q3+1.5IQR(1 6 i 6 m), where Q1 and Q3 denote the first and third
quantiles (namely, the 25th and 75th percentiles) of all the distances, respectively, and
IQR is an abbreviation of the interquartile range (equalling Q3−Q1) of distances.
Outlier distance measurements are determined accordingly. This grouping of distances
enables us to evade erroneous decisions driven by a few outlier distances that may be
caused by poor assembly quality, recombination events, etc.

2. Assuming there are n (n 6 m) in-group physical distances measured between the alleles
X and Y in n bacterial samples (hence there is only a single distance measurement
per sample), let d(i) (1 6 i 6 n) represent the distance measurement in the i-th sample
and define the range of in-group distances as rin = max{d(i)}−min{d(i)}. Herein, we
assume n > 2 for the rest of steps for simplicity of our description.

3. The in-group distances are considered consistent if their range rin 6 ε where ε (bp) is
a user-specified upper bound for distance ranges. We suggest users to set ε as twice
the error tolerance for distance measurements to simplify explanations to results as
this is the maximum difference we can expect to see under this accuracy level when
the true distances are the same in all of n samples.



58 A computational approach inferring horizontally co-transferred genes

4. To determine if the presence of consistent in-group distances is due to IBD, we obtain
a binary vector as a “trait” for all samples where one is assigned to the n samples and
zero to the others to denote the presence and absence of in-group distances, respectively.
Then we reconstruct the presence-absence state of the same/similar distance in the
most-recent common ancestor of all the n samples using the ace function in the R
package ape [182] under an all-rates-equal model for state transitions of a discrete trait
in the samples. Based on the outcome of this function, we consider the presence of
consistent distances as a result of IBD if the empirical Bayesian posterior probability
of the ancestral state of “presence” exceeds a pre-specified threshold p0 (we use 0.9 by
default for this parameter). The distance score sd is determined accordingly.

5. The same ancestral state reconstruction applies to inconsistent in-group distances as
well. It can be understood as an evaluation of the tendency in the n samples to show
consistent physical distances following clonal reproduction. We consider inconsistency
in the distances when the tendency is strong as evidence against physical linkage
(hence sd equals -1), whereas it is unsurprised to see inconsistency in the distances
when the tendency is weak or absent (hence sd equals zero).

For this scoring procedure, a user may provide an ML tree estimated using an external
program as an input. GeneMates generates a neighbour-joining tree from Euclidean distances
between sample projections for ancestral state reconstruction when such a pre-specified tree
is absent. Comparing to the ML tree, the projection-based neighbour-joining tree does not
depend on models or assumptions, it however may be less accurate than the ML tree as it
is built on less SNPs (only biallelic cgSNPs) than is the ML tree (usually constructed from
SNPs conserved in 99% of bacterial samples).

2.2.3.3 Overall score

The final score for the physical linkage between a specific pair of alleles is an integration of
both the association score sa and the distance score sd . In addition, we need to consider the
measurability of physical distances in samples where both alleles are co-occurring because
it is positively associated with representability of the distance score, frequency of allelic
co-localisation and quality of genome assemblies. Specifically, we define the in-group
measurability (min) as the proportion of samples where a pair of alleles are co-occurring
have the physical distance reliably measured and the distance is not an outlier. Accordingly,
0 6 min 6 1. Then the overall score is defined as s = sa +minsd , where the term sa is the
association component of s and minsd is the distance component. Since the measurability
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Figure 2.2 A decision tree determining the distance score sd . IBD: identity-by-descendent in
terms of the presence-absence of consistent physical distances in bacterial samples. rin: range of
in-group distances. ε: a threshold of rin. The in-group distances are considered as consistent when
rin < ε . It may be twice the maximum error (with a unit of bp) to be tolerated for calling the distance
measurements accurate (i.e., the error tolerance). pIBD: an estimate of the probability that the presence
of consistent physical distances in bacterial samples is due to IBD. p0: an upper bound for pIBD,
above which the consistency in the distances is considered as IBD.

can be considered as a weight for the distance score, we define the weighted distance score
wd = minsd to simplify our equation. Evidently, s is a continuous variable and −2 6 s 6 2.

Assuming perfect measurability (namely, min = 1), since both sa and sd have three levels
(-1, 0, 1) each, there are five levels of s as shown in Table 2.1:

Table 2.1 Overall scores given association scores and distance scores under the assumption of
perfect distance measurability (min = 1).

SSSdddScores 1 0 -1
1 2 1 0
0 1 0 -1SSSaaa

-1 0 -1 -2

And these overall scores can be interpreted with the following list:
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• 2: the physical linkage is well supported by both association analysis and physical
distances;

• 1: the linkage is supported by either association analysis or physical distances;

• 0: we cannot determine whether a pair of alleles are physically linked or not;

• -1: there is weak evidence opposing the presence of a physical linkage;

• -2: there is strong evidence against the presence of a physical linkage.

An advantage in using the product of measurability and the distance score is that it does
not apply a hard and often arbitrary cut-off to the measurability for filtering edges of an
association network. As a result, the overall scores are more informative than those filtered
for a given measurability. In practice, the overall score can be mapped to the colour depth
for edges in an association network so that we can identify clusters of co-localised alleles at
different levels of measurability. Some studies may use m0 = 0.5 as a cut-off of measurability
to filter out scores that are not sufficiently representative.

2.3 Discussion

In this section, I compare my LMM and formulae to others so as to show their connections.
Further, I explain the fixed effect of the explanatory variable. Finally, I discuss limitations
and further improvements of the approach for the research of HGcoT.

2.3.1 Equivalence to other linear mixed models

Herein, I show equivalence of our LMM to LMMs fitted in GEMMA, BugWAS and EMMA
[183] using affine transformations.

2.3.1.1 Equivalence to the standard LMM of GEMMA

Let uuu =CCCLγγγ denote the term of random structural effect, we used an affine transformation of
multivariate normal distributions to prove the equivalence between (2.24) and the standard
LMM fitted in GEMMA [173]. Specifically, given uuu =CCCLγγγ , (2.25) and CCCL = SSSQQQ = PPPΣΣΣ, the
affine transformation shows

uuu ∼ MV Nn
[
000,CCCL

(
λτ

−1L−1IIIL
)

CCCT
L
]

(2.61)

and
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CCCL
(
λτ

−1L−1IIIL
)

CCCT
L = λτ

−1CCCLCCCT
L

L
= λτ

−1 (PPPΣΣΣ)(SSSQQQ)T

L

= λτ
−1

(
PPPΣΣΣQQQT)SSST

L
= λτ

−1 SSSSSST

L
= λτ

−1KKK

(2.62)

This equivalence also applies to (2.30), which follows the reduced form of SVD. Specifi-
cally, applying an affine transformation on the n×1 vector uuu =CCCrγγγr, we can restore the same
variance-covariance matrix of the multivariate normal distribution in the GEMMA LMM.

CCCr
(
λτ

−1L−1IIIr
)

CCCT
r = λτ

−1CCCrCCCT
r

L
= λτ

−1 (UUUDDD)(SSSVVV )T

L

= λτ
−1

(
UUUDDDVVV T)SSST

L
= λτ

−1 SSSSSST

L
= λτ

−1KKK

(2.63)

Taken together, our LMM is equivalent to the LMM in GEMMA:

yyy = 111α + xxxβ +CCCLγγγ + εεε = 111α + xxxβ +uuu+ εεε (2.64)

uuu ∼ MV Nn
(
000,λτ

−1KKK
)

(2.65)

εεε ∼ MV Nn
(
000,τ−1IIIn

)
(2.66)

Hypotheses for β to be tested for are the same between both models.

2.3.1.2 Equivalence to the LMM of BugWAS

Our model is also equivalent to the LMM underlying the BugWAS method. More specifically,
BugWAS estimates parameters of the LMM

yyy = 111α + xxxβ +SSSδδδ + εεε (2.67)

δδδ ∼ MV NL
(
000,λ ′

τ
−1IIIL

)
(2.68)

εεε ∼ MV Nn
(
000,τ−1IIIn

)
(2.69)
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Herein the L×1 vector δδδ represents additive background effects of cgSNPs. Let uuu′ = SSSδδδ ,
using an affine transformation of (2.68), we show

uuu′ ∼ MV Nn
[
000,SSS

(
λ
′
τ
−1IIIL

)
SSST ] (2.70)

and we can calculate that

SSS
(
λ
′
τ
−1IIIL

)
SSST = λ

′
τ
−1L

SSSSSST

L
= Lλ

′
τ
−1KKK (2.71)

Particularly, when λ ′ = λ/L, uuu′ follows the same distribution of uuu in our model.

uuu′ ∼ MV Nn
(
000,λτ

−1KKK
)

(2.72)

As such, the LMM of BugWAS becomes an equivalent form of our model when λ ′ = λ/L:

yyy = 111α + xxxβ +SSSδδδ + εεε = 111α + xxxβ +uuu′+ εεε (2.73)

where uuu′ ∼ MV Nn
(
000,λτ−1KKK

)
. We thereby justified the feasibility in using GEMMA to

estimate parameters for the BugWAS model so as to test for the association between a
phenotype and the genotype of an explanatory locus.

2.3.1.3 Equivalence between LMMs of GEMMA and EMMA

First, we demonstrate the equivalence between two forms of LMMs that are fitted using
GEMMA. An equivalent form of the equation (2.64) in the GEMMA paper is:

yyy = 111α + xxxβ +ZZZuuum + εεε

uuum ∼ MV Nn
(
000,λτ

−1KKKm
)

εεε ∼ MV Nn
(
000,τ−1IIIn

) (2.74)

where ZZZ is an n×m incidence matrix showing the membership of n individuals in m lin-
eages/groups, and KKKm is an m×m relatedness matrix between the lineages. In the simplest
scenario of GWAS, ZZZ can be an n×n identity matrix. According to supplementary materials
of the GEMMA paper, two matrices are playing an important role in parameter estimation:

GGG = ZZZKKKmZZZT (2.75)

HHH = λGGG+ IIIn (2.76)



2.3 Discussion 63

Using an affine transformation and defining uuu = ZZZuuum and KKK = ZZZKKKmZZZT , the linear combi-
nation of elements in um follows a multivariate normal distribution:

uuu = ZZZuuum ∼ MV Nn
[
000,ZZZ

(
λτ

−1KKKm,
)

ZZZT ] (2.77)

ZZZ
(
λτ

−1KKKm,
)

ZZZT = λτ
−1 (ZZZKKKmZZZT)= λτ

−1KKK (2.78)

By definition, the n×n matrix KKK = ZZZKKKmZZZT describes the relatedness between these n
individuals. Substituting ZZZuuum with uuu in the equation (2.74), we obtain the equation (2.64).

yyy = 111α + xxxβ +uuu+ εεε (2.79)

where uuu ∼ MV Nn
(
000,λτ−1KKK

)
and KKK = ZZZKKKmZZZT . Hence GGG = ZZZKKKmZZZT = KKK and HHH = λKKK+ IIIn.

Particularly, KKKm = KKK and both models (2.64) and (2.74) become the same when m = n and
ZZZ = IIIn. However, we usually take the form of (2.64) for LMMs in practice because KKK can be
easily computed through KKK = (SSSSSST )/L while the calculation of KKKm may be difficult.

On the other hand, we know that GEMMA is an improvement of EMMA. Specifically,
EMMA works on the LMM [183]:

yyy = XXXβββ +ZZZggg+ εεε (2.80)

ggg ∼ MV Nn
(
000,σ2

g KKKm
)

(2.81)

εεε ∼ MV Nn
(
000,σ2

e IIIn
)

(2.82)

where XXXβββ includes an intercept and possible covariates. Herein I am interested in σ2
g and σ2

e ,
which are known as variance components of random effects ggg and residuals εεε , respectively.
According to the GEMMA paper, λ is defined as the ratio of σ2

g on σ2
e (cf. Section 2.2.1.8).

λ =
σ2

g

σ2
e

(2.83)

Hence σ2
g = λσ2

e . Following the EMMA paper and the equation (2.78),

HHH ′ = ZZZKKKmZZZT +λ
−1IIIn = KKK +λ

−1IIIn = λ
−1 (λKKK + IIIn) = λ

−1HHH (2.84)

Therefore, HHH ′−1 = λHHH−1. Furthermore, the authors of EMMA illustrated that the full
log-likelihood function of their model (2.80) is:
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lF(yyy;βββ ,σg,λ ) =−1
2

[
n log

(
2πσ

2
g
)
+ logdetHHH ′+

1
σ2

g
(yyy−XXXβββ )T (HHH ′)−1

(yyy−XXXβββ )

]

=−1
2

[
n log(2π)+n log

(
λσ

2
e
)
+ logdet

(
λ
−1HHH

)
+

1
λσ2

e
(yyy−XXXβββ )T (

λ
−1HHH

)−1
(yyy−XXXβββ )

]
=−1

2

[
n log(2π)+n logλ +n logσ

2
e + log

(
λ
−n detHHH

)
+σ

−2
e (yyy−XXXβββ )T HHH−1 (yyy−XXXβββ )

]
=−1

2

[
n log(2π)+n logλ +n logσ

2
e −n logλ + logdetHHH +σ

−2
e (yyy−XXXβββ )T HHH−1 (yyy−XXXβββ )

]
=−1

2

[
n log(2π)+n logσ

2
e + logdetHHH +σ

−2
e (yyy−XXXβββ )T HHH−1 (yyy−XXXβββ )

]
(2.85)

Let τ = σ−2
e , then σ2

e = τ−1, hence we have

lF(yyy;βββ ,λ ,τ) = lF(yyy;βββ ,σg,λ )

=−1
2

[
n log(2π)−n logτ + logdetHHH + τ (yyy−XXXβββ )T HHH−1 (yyy−XXXβββ )

]
=

1
2

[
n logτ −n log(2π)− logdetHHH − τ (yyy−XXXβββ )T HHH−1 (yyy−XXXβββ )

] (2.86)

which is exactly the log-likelihood function of the standard LMM in GEMMA. In conclusion,
both GEMMA and EMMA use the same LMM when λ = σ2

g/σ2
e and τ = σ−2

e (note that
we do not require m = n). In other words, the LMMs (2.24), (2.30), (2.64) (2.73), (2.74)
and (2.80) are equivalent under aforementioned conditions. Moreover, they use the same
relatedness matrix KKK in this case.

2.3.2 Equivalent posterior distributions of structural random effects

2.3.2.1 Equivalence to the posterior distribution derived for BugWAS

On one hand, since CCCT
LCCCL = (SSSQQQ)T SSSQQQ = QQQT SSST SSSQQQ, QQQT QQQ = QQQQQQT = IIIL, and QQQ−1 = QQQT , we

rewrite the posterior mean (2.50) using the centred SNP matrix SSS:
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µµµ =
(

Lλ̂
−1QQQT QQQ+QQQT SSST SSSQQQ

)−1
(SSSQQQ)T yyy =

[
QQQT

(
Lλ̂

−1IIIL +SSST SSS
)

QQQ
]−1

QQQT SSST yyy

=
[
QQQQQQT

(
Lλ̂

−1IIIL +SSST SSS
)

QQQ
]−1

SSST yyy = QQQ−1
(

Lλ̂
−1IIIL +SSST SSS

)−1
SSST yyy

= QQQT
(

Lλ̂
−1IIIL +SSST SSS

)−1
SSST yyy

(2.87)

Similarly, the variance-covariance matrix (2.55) of the posterior distribution can be
rewritten as

∆∆∆ = τ̂
−1

(
CCCT

LCCCL +Lλ̂
−1IIIL

)−1
= τ̂

−1
(

QQQT SSST SSSQQQ+Lλ̂
−1QQQT QQQ

)−1

= τ̂
−1

[
QQQT

(
SSST SSS+Lλ̂

−1IIIL

)
QQQ
]−1

= τ̂
−1QQQ−1

(
SSST SSS+Lλ̂

−1IIIL

)−1
QQQ

= τ̂
−1QQQT

(
SSST SSS+Lλ̂

−1IIIL

)−1
QQQ

(2.88)

On the other hand, based on the same equations of Kendall, S. Earle, C-H. Wu, et al
have directly deduced the posterior distribution of δδδ for the LMM (2.73) used in BugWAS
under the null hypothesis where β = 0 [79]. Specifically, δδδ |yyy follows a multivariate normal
distribution that takes as parameters the REML estimates of λ ′ and τ (cf. source codes of the
BugWAS package).

δδδ ∼ MV NL (µµµδ ,∆∆∆δ ) (2.89)

µµµδ =

(
SSST SSS+

1

λ̂ ′
IIIL

)−1

SSST yyy (2.90)

∆∆∆δ = τ̂
−1

(
SSST SSS+

1

λ̂ ′
IIIL

)−1

(2.91)

Since SSS = PPPΣΣΣQQQT = CCCLQQQT , we have SSSδδδ = CCCLQQQT
δδδ . Let γγγδ = QQQT

δδδ and λ̂ = Lλ̂ ′, we
can obtain an affine transformation of the posterior multivariate normal distribution of the
structural random effects γγγδ :

γγγδ ∼ MV NL
(
µµµ
′
δ
,∆∆∆′

δ

)
(2.92)
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µµµ
′
δ
= QQQT

µµµδ = QQQT
(

SSST SSS+
1

λ̂ ′
IIIL

)−1

SSST yyy = QQQT
(

SSST SSS+Lλ̂
−1IIIL

)−1
SSST yyy (2.93)

∆∆∆
′
δ
= QQQT

∆∆∆δ QQQ = τ̂
−1QQQT

(
SSST SSS+Lλ̂

−1IIIL

)−1
QQQ (2.94)

Both µµµ ′
δ

and ∆∆∆
′
δ

are exactly the same as (2.87) and (2.88). As such, the structural random
effects γγγ in our model (2.24) and the δδδ in the BugWAS model are interconnected in terms of
their posterior multivariate normal distributions given yyy and SSS.

2.3.2.2 Posterior distribution of structural random effects based on reduced SVD

We can derive the posterior distribution of structural random effects given yyy through the
reduced form of SVD as well. Using the reduced form of SVD, we have shown the equivalent
form of our LMM in formulae (2.30) and (2.31), where SSS = UUUDDDVVV T and CCCr = UUUDDD = SSSVVV .
Since (2.24) and (2.30) only differ in the vector for sizes of structural random effects (that
is, γγγ versus γγγr), substituting CCCL with CCCr and IIIL with rrr in (2.57) immediately produce the
posterior distribution

γγγr|yyy ∼ MV Nn (µµµr,∆∆∆r) (2.95)

µµµr =
(

CCCT
r CCCr +Lλ̂

−1IIIr

)−1
CCCT

r yyy (2.96)

∆∆∆r = τ̂
−1

(
Lλ̂

−1IIIr +CCCT
r CCCr

)−1
(2.97)

Moreover, since the equation (2.13) shows QQQ =
[
VVV L×r WWW L×(L−r)

]
, we rewrite the equation

(2.87) as

µµµ = QQQT
(

Lλ̂
−1IIIL +SSST SSS

)−1
SSST yyy =

[
VVV T

WWW T

](
Lλ̂

−1IIIL +SSST SSS
)−1

SSST yyy

=

VVV T
(

Lλ̂−1IIIL +SSST SSS
)−1

SSST yyy

WWW T
(

Lλ̂−1IIIL +SSST SSS
)−1

SSST yyy

 (2.98)



2.3 Discussion 67

The top partition, VVV T
(

Lλ̂−1IIIL +SSST SSS
)−1

SSST yyy, equals the posterior mean of γγγr given

yyy; the second partition, WWW T
(

Lλ̂−1IIIL +SSST SSS
)−1

SSST yyy, equals the posterior mean of γγγL−r

that always get cancelled in our LMM (2.24) because ccc j = 0 when j = r+ 1,r+ 2, · · · ,L.
Moreover, this partition does not involve in the LMM (2.30) and we are not interested in
γγγL−r as the accompanying projections do not reveal any variance in SSS (namely, no population
structure is captured by these effects).

Similarly, we can convert the posterior variance-covariance matrix (2.57) of γγγ into the
following form:

ΣΣΣ = τ̂
−1QQQT

(
SSST SSS+Lλ̂

−1IIIL

)−1
QQQ = τ̂

−1

[
VVV T

WWW T

](
Lλ̂

−1IIIL +SSST SSS
)−1 [

VVV L×r WWW L×(L−r)

]

= τ̂
−1

VVV T
(

SSST SSS+Lλ̂−1IIIL

)−1
VVV VVV T

(
SSST SSS+Lλ̂−1IIIL

)−1
WWW

WWW T
(

SSST SSS+Lλ̂−1IIIL

)−1
VVV WWW T

(
SSST SSS+Lλ̂−1IIIL

)−1
WWW


(2.99)

The top-left r× r partition, τ̂−1VVV T
(

SSST SSS+Lλ̂−1IIIL

)−1
VVV , reveals the posterior variance-

covariance between elements of γγγr, in which we are interested for the model (2.30). Therefore,
we have the posterior distribution of γγγr, that is, the equation (2.95), in the null model of
(2.30) given yyy and KKK.

µµµr =VVV T
(

Lλ̂
−1IIIL +SSST SSS

)−1
SSST yyy (2.100)

∆∆∆r = τ̂
−1VVV T

(
SSST SSS+Lλ̂

−1IIIL

)−1
VVV (2.101)

which is exactly the posterior distribution of structural random effects calculated by the
BugWAS package1. I can also deduce this distribution directly from the BugWAS model with
the reduced form of SVD. More specifically, since SSS =UUUDDDVVV T =CCCrVVV T , we can deduce that
SSSδδδ =CCCrVVV T

δδδ . Let γγγ ′
δ
=VVV T

δδδ , knowing the posterior mean (2.90) and variance-covariance
matrix (2.91) of δδδ , I can derive the posterior distribution of γγγ ′

δ
given yyy through an affine

transformation of the posterior multivariate normal distribution of δδδ .

1Notice the Equation (2.101) in the BugWAS paper is different to the one implemented in the codes of
BugWAS. Based on algebra shown in this section, I inclined to treat the equation in the paper as incorrect due
to a typo.
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γγγ
′
δ
|yyy ∼ MV NL

(
µµµ
′
δ
,∆∆∆′

δ

)
(2.102)

µµµ
′
δ
=VVV T

µµµδ =VVV T
(

SSST SSS+
1

λ̂ ′
IIIL

)−1

SSST yyy (2.103)

∆∆∆
′
δ
=VVV T

∆∆∆δVVV = τ̂
−1VVV T

(
SSST SSS+

1

λ̂ ′
IIIL

)−1

VVV (2.104)

Evidently, µµµ ′
δ

and ∆∆∆
′
δ

are identical to µµµr and ∆∆∆r in (2.95), proving that the equivalence
between posterior distributions in our LMM (2.30) and the BugWAS model still holds under
the reduced form of SVD. This is an ideal conclusion. Nevertheless, we notice the authors of
the BugWAS paper used the following inference to the calculate the posterior distribution of
structural random effects:

CCC = SSSVVV n =⇒ SSS =CCCVVV−1
n =⇒ SSSδδδ =CCCVVV−1

n δδδ =⇒ γγγδ =VVV−1
n δδδ (2.105)

where VVV n denotes the first n columns of QQQ and it is computed using the R function prcomp.
We consider this inference is invalid because VVV is a rectangular matrix so that an ordinary
matrix inverse does not apply. Furthermore, we argue that only the first r columns of QQQ (that
is, the L× r matrix VVV ) should be used in this reduced form of SVD for efficiency because r is
always less than n (as BugWAS also uses the zero-centring process) and the n− r excessive
eigenvectors in QQQ do not capture population structure and hence are not informative.

2.3.3 Interpretations of the fixed effect size

Herein, I am concerning the meaning of the fixed effect parameter β in the LMMs (2.24) and
(2.30). Let dichotomous random variables X and Y denote the presence-absence of alleles ax

and ay, respectively, in a sample. In particular, I do not perform zero-centring on observations
of X or Y in this section to make our description clearer while the centring does not affect
our conclusions.

The first interpretation of the β is the change in the conditional mean of Y , namely,
E(Y |X), given a unit change in X under the constraints that ∆X =−1 when X = 1 and ∆X = 1
when X = 0 at the beginning. To be more specific, let E(Y |X) = E(Y |X +∆X)−E(Y |X).
Since for a sample, E(Y |X) = E(α +Xβ + u+ ε), and random variables (u and ε) are
independent of X following the model setting, we have ∆E(Y |X) = β ∆X , which can be
denoted by ∆E(Y |∆X). This is a general interpretation and it is the same as the meaning of
regression coefficients in a simple linear model.
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Secondly, when β > 0 in particular, this fixed effect becomes the probability of observing
an allele ay in a sample given an acquisition event of the other allele ax. Assuming there
are n samples (where n is sufficiently large) in total, which were void of alleles ax and ay.
Then nx and ny of these samples acquired ax and ay, respectively, via HGT. As such, the
observation of ∆X , denoted as ∆x, increases to one in these nx samples. Let nxy denote the
number of strains harbouring both alleles. Noticing ∆x = 0 if a strain does not have the ax

allele, I derived that

∆E(Y |∆X = 1)≈ ȳyy|x=1 =
nxy

nx
= β (2.106)

for the nx observations where ∆x = 1 and yyy is a vector for observations of Y in the n samples.
Therefore, a positive β can be understood as the probability of observing ay when the allele
ax is successfully transferred into a bacterium.

More particularly, when X and Y do not show perfect separation as required by ordinary
logistic regression [184], in other words, neither P(Y = 1|X = 0) nor P(Y = 1|X = 1) equals
one or zero and hence 0 < E(Y |X = x) < 1, a positive β can also be interpreted as an
approximation of an odds ratio through expanding a logistic model into a Maclaurin series.
Specifically, let f (x) = P(Y = 1|X = x), and let scalars m and b be the intercept and slope of
the logistic model, respectively, then 0 < f (x)< 1 and the Maclaurin expansion

f (x) =
em+xb

em+xb +1
=

em

em +1
+

bem

(em +1)2 +o
(
x2) , x → 0 (2.107)

holds for x close to zero when treating x as a continuous variable. Furthermore, we can
approximate f (1) = P(Y = 1|X = 1) using this expansion. Since Y follows a Bernoulli
distribution conditioning on X , we have E(Y |X = x) = P(Y = 1|X = x). Comparing to the
conditional mean of Y in my LMM for any sample, which is 0 < E(Y |X = x) = α + xβ < 1
given x ∈ {0,1} and β > 0, we can deduce that 0 < α < 1 and

α + xβ ≈ em

em +1
+

bem

(em +1)2 x (2.108)

Let α = em

em+1 and β = bem

(em+1)2 , we have m = ln α

1−α
and b = β (em+1)2

em = β

α(1−α) . As such,

the odds ratio of Y is approximated using the fixed effect sizes α and β in the LMM via the
equation

OR(Y |X = 1 vs. X = 0) =
odds(Y = 1 vs. Y = 0|X = 1)
odds(Y = 1 vs. Y = 0|X = 0)

= eb = exp
β

α(1−α)
(2.109)
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We use GEMMA to perform a Wald test to determine if β = 0 under a certain confidence
level (cf. Section 2.2.1.10).

2.3.4 Incapability of parameter estimation between identical variables

A crucial constraint for GEMMA in estimating parameters of LMMs is that parameter esti-
mation does not work between identical variables. Let yyy = xxx, then the model (2.24) becomes
000 = 111α + xxxβ ′+CCCLγγγ + εεε , where β ′ = β −1. As such, the target function lr1(λ ;000,xxx,KKK) (cf.
the formula 2.37) does not exist because one of its items (yyyTWWW xyyy) for logarithm becomes zero.
Therefore, GEMMA does not return a valid log-likelihood or REML estimates for parameters
of variance components under this condition. We confirmed that this behaviour is the same
for ordinary maximum-likelihood (ML) estimates for a similar reason (the denominator in
the ML estimate of τ reaches zero — cf. Section 3.1.1 in the supplementary document of the
GEMMA paper [173]). As a result, our approach is not applicable to identically distributed
alleles or genes.

2.3.5 Improving assessment of physical distances

As far as I have tested, the assessment of consistency in allelic physical distances described
in the Section 2.2.3 is by far the most concise and accurate method that incorporates genomic
evidence (i.e., the distances) into an association network for the inference of allelic co-
localisation. Moreover, it relies on the least number of empirical thresholds (i.e., εd for
distance accuracy, s0 of sample distances for IBD calls, b0 for slopes and m0 for the minimum
measurability) comparing to the others. Nonetheless, spurious decisions may occur when
values are slightly higher or lower than any of these thresholds because all the thresholds
are exact values and there is however a great diversity in genomic structures of the same
bacterial species. Moreover, there are various factors that undermine the measurability of
distances, including the quality of genome assemblies, genomic features (e.g., sizes and
numbers of repetitive regions), alignment accuracy (for locating alleles in an assembly) and
quality control for distance measurements.

We can benefit from the development and increasing applications of long-read sequencing
technologies to improve the measurability. Furthermore, the accumulation of complete
genomes in public databases enable us to measure the physical distances at a higher accuracy.
Nevertheless, it remains a challenge in the way that incorporates the physical distances and
association analysis for the inference of physical linkage.
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2.4 Conclusion

I have developed a computational approach that integrates LMMs and the analysis of allelic
physical distances for the identification of horizontally co-transferred alleles and allelic
co-localisation. I have derived a stringent justification for testing for the contribution of
structural random effects to the allelic presence-absence status. I also introduced my optimal
solution for the assessment of consistency in physical distances. This approach will be
implemented as a computational package and applied to various bacterial WGS data.





Chapter 3

Measurement of physical distances
between genes

3.1 Introduction

Physical proximity between two ARG alleles in a bacterial genome can be measured by the
least number of base pairs (bps) between the alleles. In this thesis, I define this number as the
physical distance between two alleles, or more concisely, an allelic physical distance (APD).
As explained in Chapter 2, the APDs add an additional layer of evidence to the association
network and hence improve our inference of physical linkage between alleles in HGT. It is
therefore desirable to measure APDs in genome assemblies for the detection of HGcoT.

The assemblies for each bacterial genome (which corresponds to the sequence of a DNA
molecule) have three forms in practice. First, the assembly can be a complete (finished-grade)
genome when all the DNA sequence is completely and accurately determined. In this case,
each genome is represented by a circular (e.g., most bacterial chromosomes) or linear (e.g.,
linear plasmids) graph without any gaps or uncertainty. Second, the assembly can be an
assembly graph that contains unresolved connections between nodes in a de Bruijn graph.
Particularly, the nodes may form a tangled network or stay disconnected at one side as dead
ends. Finally, the assembly may consist of only several contiguous sequences (contigs) when
the connection information is discarded by read assemblers or software users to reduce the
volume of outputs. For simplicity, the term assembly graphs do not refer to complete genome
assemblies or contigs in this thesis, although complete genome assemblies are essentially
graphs with all connections resolved and contigs are graphs with no connections.

It is self-evident that APDs can be exactly measured in a complete genome assembly
as genomic coordinates of alleles are known. However, a number of issues are involved



74 Measurement of physical distances between genes

in the measurement of APDs in unfinished genome assemblies. On one hand, the distance
measurements in assembly graphs are error prone due to a great uncertainty in determining a
path that goes through particular nodes to recover the real distance between two alleles. On
the other hand, since APDs are only measurable between alleles co-localised in the same
contig, the number of measurable distances (namely, distance measurability) is compromised.

To address both issues, I took a simulation-and-validation approach to conduct a series of
comparisons for APDs measured under diverse settings. In this chapter, I show an empirical
evaluation of accuracy and measurability in APDs using complete and draft genomes of
six Klebsiella pneumoniae (Kp) strains as representatives. Further, I propose a method for
improving the measurement of APDs in genome assemblies, which can be applied to other
bacterial species.

3.2 Materials and methods

This section describes my procedure and WGS data used for conducting the distance compar-
isons for each strain. Overall, the procedure consisted of three components: calculation of
reference APDs in complete genomes, acquisition of APDs from de novo genome assemblies,
and statistical summary of errors in the distance measurements.

Figure 3.1 Overall procedure for distance comparisons. Generation of APDs for statistical analysis
was carried out in four steps: (I) calculation of the reference distances based on coordinates in genome
annotations, (II) extraction and sampling of coding sequences (CDS) from complete genomes, (III)
simulation of short reads and de novo genome assembly, and (IV) measurement of SPDs as APDs in
assembly graphs or contigs using Bandage [123].
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3.2.1 Collection of complete genomes

This study focuses on measuring APDs in the Kp genomes as Kp constitutes the largest data
set considered in this thesis. Based on genome annotations, I recruited six Kp strains that
showed distinct chromosome sizes, plasmid compositions and ARG contents (Table 3.1).
These strains belonged to either MDR or hypervirulent clones [185] (such as the prevalent
MDR clones ST258 and ST11, and the hypervirulent clone ST23). In order to incorporate
all genetic variations within genomes of these six strains, I downloaded all their complete
chromosomal and plasmid sequences from the NCBI RefSeq database [186] (accessed
between March and June 2016). Among these strains, NJST258_1 has raw Illumina reads
publicly available in the NCBI Sequence Read Archive [187] (accession no. SRR1166975),
which enables me to evaluate the measurement accuracy using real Illumina reads.

Table 3.1 Reference genomes used for this study. Abbreviation: ST, sequence type.

Strain Molecule type Name ST Size (bp) RefSeq accession
NTUH-K2044 chromosome chromosome 23 5,248,520 NC_012731
NTUH-K2044 plasmid pK2044 224,152 NC_006625
HS11286 chromosome chromosome 11 5,333,942 NC_016845
HS11286 plasmid pKPHS1 122,799 NC_016838
HS11286 plasmid pKPHS2 111,195 NC_016846
HS11286 plasmid pKPHS3 105,974 NC_016839
HS11286 plasmid pKPHS4 3,751 NC_016840
HS11286 plasmid pKPHS5 3,353 NC_016847
HS11286 plasmid pKPHS6 1,308 NC_016841
MGH78578 chromosome chromosome 38 5,315,120 NC_009648
MGH78578 plasmid pKPN3 175,879 NC_009649
MGH78578 plasmid pKPN4 107,576 NC_009650
MGH78578 plasmid pKPN5 88,582 NC_009651
MGH78578 plasmid pKPN6 4,259 NC_009652
MGH78578 plasmid pKPN7 3,478 NC_009653
KPNIH10 chromosome chromosome 258 5,395,263 NZ_CP007727
KPNIH10 plasmid pAAC154-a50 15,096 NZ_CP007728
KPNIH10 plasmid pKPN-498 243,824 NZ_CP007729
KPNIH10 plasmid pKpQIL-6e6 113,639 NZ_CP007730
NJST258_1 chromosome chromosome 258 5,263,229 NZ_CP006923
NJST258_1 plasmid pNJST258N1 142,788 NZ_CP006927
NJST258_1 plasmid pNJST258N2 73,636 NZ_CP006926
NJST258_1 plasmid pNJST258N3 36,109 NZ_CP006925
NJST258_1 plasmid pNJST258N4 14,249 NZ_CP006928
NJST258_1 plasmid pNJST258N5 10,925 NZ_CP006924
KPR0928 chromosome chromosome 258 5,309,305 NZ_CP008831
KPR0928 plasmid pKPN-294 13,841 NZ_CP008832
KPR0928 plasmid pKpQIL-531 113,639 NZ_CP008833
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3.2.2 Calculation of reference physical distances

In this chapter, I only consider the shortest-path distance (SPD) between protein-encoding
genes in a bacterial genome. An SPD is an APD measured by counting the least number of
nucleotides between two alleles. Hence the unit of SPDs is one bp. I developed a pipeline to
calculate real APDs in circular complete genomes based on genomic coordinates.

Evidently, the SPD is zero when two alleles overlap. Otherwise, given two alleles A and
B on the same circular DNA strand of L bp, assuming the allele A starts from the base sa and
ends at the base ea, and the allele B starts from the base sb and ends at the base eb, where
1 ≤ sa < ea < sb < eb ≤ L, then a clockwise distance from A to B is calculated by:

dc(a,b) = (sb −1)− (ea +1)+1 = sb − ea −1 (3.1)

An anticlockwise distance from A to B is calculated by:

da(a,b) = L− (eb − sa +1) (3.2)

Then the SPD between allele A and B is determined by:

d(a,b) = min{dc(a,b),da(a,b)} (3.3)

For instance, given a circular genome of 10 kb, assuming that an allele A occupies bases
from the coordinate 101 to 1,000 (allele length: 900 bp) and another allele B occupies bases
from the coordinate 9,201 to 9,800 (allele length: 600 bp), then the SPD between A and B is
300 bp rather than 8,200 bp.

3.2.3 Read simulation

I generated four kinds of synthetic paired-end Illumina reads under all combinations of two
contrasts — linear versus circular genome topology and perfect (error-free) versus imperfect
reads — in order to assess whether the assumption for genome topology and error rates affect
the distance measurements. All synthetic reads were 76 bp long, with an insert size of 300 bp
(standard deviation: 25 bp, hence there must not be any overlapping reads), and covered each
reference genome (also known as a template sequence for simulation) 75 times according to
the Lander-Waterman equation [188] so as to mimic a common condition in my collection of
actual Illumina reads.

In order to simulate reads in a high-throughput manner, I extended a Python script
developed by Ryan Wick into a tool called readSimulator, which is now publicly available
under the repository at github.com/wanyuac/cgSNPs. To generate error-free synthetic reads,

https://github.com/wanyuac/cgSNPs
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I ran readSimulator to call wgsim for the simulation [143]; to generate imperfect synthetic
reads, however, I configured readSimulator to run ART v2.5.1 under its built-in error profile
of the Illumina HiSeq 2000 platform [189]. I set the base quality to a maximum of Phred
Q35 for ART. I used Trimmomatic v0.30 [190] to filter the imperfect reads for an average
quality of Q30, which is the same cut-off I used to assemble actual short reads. Wgsim is not
suitable to generate imperfect reads for this study as it can only introduce a constant error
rate into the reads, which is not as realistic as ART. I aligned both unfiltered and filtered
imperfect reads against corresponding reference genomes with BWA [191]. I used BAMStats
v1.25 to summarise and visualise these alignments so as to verify my requirement that every
reference genome must be covered with a minimum read depth of 50 fold. Finally, I pooled
synthetic reads from every genome (either chromosomal or plasmid) of the same strain into a
single paired-end read set to mimic reads from actual WGS platforms.

Since all circular genomes are stored as FASTA-formatted linear sequences in the NCBI
nucleotide database, and neither wgsim nor ART takes the sequence topology into account,
we do not have any synthetic reads from either tool to span over the breakpoint where
a circular genome is arbitrarily broken up by convention for linear representation. This
limitation causes a loss of contiguity information around the breakpoint in synthetic reads. It
is therefore necessary to have synthetic reads to cover the breakpoint given the fact that all
sample genomes of this study are circular. We can overcome this problem using a rotation-
and-cut algorithm, which was proposed by Ryan Wick (Figure 3.2). I implemented this
algorithm in the tool readSimulator. Specifically, this approach takes several iterations to
run wgsim or ART for read simulation. In each iteration, it randomly assigns a breakpoint
to a reference sequence, cuts it at this point, re-joins two fragments in a swapped order
(“rotation”), and sends the new sequence to the simulator. Assuming that we set n iterations
for the simulation aiming for a total read depth of d fold, then the read depth specified for the
simulator in each iteration equals d/n. In this study, I launched 10 iterations per strain, which
yielded a 7.5 fold read coverage in each iteration. For simplicity, I hereafter refer to the read
simulation that implements the rotation-and-cut algorithm as circular-mode simulation, and
as linear-mode simulation otherwise.

3.2.4 De novo genome assembly

In order to reconstruct complete genomes from their synthetic short reads, I used an in-house
assembly pipeline to assemble perfect and imperfect synthetic reads de novo. The pipeline
ran SPAdes v3.6.2 for every read set under k-mer sizes of 21, 33, 45, 57 and 69 bp. For
each bacterial strain, SPAdes produced an assembly graph under a given k-mer size (a k-mer
graph, hereafter), and there were five k-mer graphs generated in total for the k-mer sizes
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Figure 3.2 Simulating reads from a circular genome with the rotation-and-cut algorithm. (a) A
circular bacterial genome, for which the origin of replication locus (ori, highlighted in the orange
colour) is usually used as the breakpoint for linearising the genome by convention. (b) In an iteration,
the linearised sequence is cut at a random position. (c) The two resultant fragments are concatenated
into a new linear sequence following an inverse order for the read simulator. This sequence is
equivalent to the de-linearised sequence directly generated from the original circular genome after
rotating it for a certain degrees. Steps b and c are repeated for a user-specified number of times.

aforementioned. Next, SPAdes integrated all five k-mer graphs into a final assembly graph
after resolving repetitive regions based on read depths of nodes. All assembly graphs were
stored in the FASTG format. I inspected every final assembly graph using Bandage to ensure
that it was not highly fragmented hence representing a high assembly quality.

3.2.5 Generation of contig graphs

After the generation of assembly graphs, SPAdes calls repeat resolution and scaffolding
algorithms to concatenates nodes in the final assembly graph to produce contigs. As a result,
a contig is usually longer than every node that contributes to it. Since version v3.6.2, not
only does SPAdes produces a contig file and a final assembly graph for each strain, but also
creates a path file from the final assembly graph to store node names and connections (i.e.,
the paths) used for creating each contig. Therefore, we could leverage this path information
to restore connections between contigs to enable the measurement of APDs across contigs.

To this end, Ryan Wick has developed a program (github.com/rrwick/SPAdes-Contig-
Graph) to restore connections for contigs using the assembly graph and path file. Accordingly,
the output assembly graph is called a contig graph. I extended this script into a parallel
version, which allows users to switch between output types through a “-l” or “-c” option. First,
a length-priority contig graph (abbreviated as the l-type contig graph hereafter) is comprised
of all contigs with connections added if they are present in the assembly graph. Therefore,
every node within the l-type contig graph keeps its maximal length equalling the contig
length. By contrast, the construction of a connection-priority contig graph (abbreviated as
the c-type graph hereafter) trades node lengths for connectivity. The script first produces an
l-type contig graph and then splits contigs to recover connections that are missing comparing

https://github.com/rrwick/SPAdes-Contig-Graph
https://github.com/rrwick/SPAdes-Contig-Graph
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to the assembly graph, resulting in shorter and more nodes but fewer dead ends in the output
graph in contrast to the l-type graph. Figure 3.3 demonstrates a comparison among the
original assembly graph, contigs, l-type and c-type contig graphs.

3.2.6 Measurement of physical distances in de novo assemblies

I used Bandage to measure SPDs in genome assemblies [123]. Specifically, Bandage takes
two steps to measure an APD in a graph, given two allele sequences as queries. First, it
locates the alleles in nodes using nucleotide BLAST. At this step, a query path is constructed
for each allele sequence, as the query may extend across multiple nodes in an assembly graph
due to limited ability of short reads in resolving branches. Each query path stores coordinates
and nodes that a query sequence goes through in a graph. For instance, query path “(50) 61+,
237+, 38+ (300)” shows that a query sequence starts from the 50th base in the positive strand
of node 61, then goes through the whole positive strand of node 237, and terminates at the
300th base of the positive strand of node 38. Supposing lengths of nodes 61 and 237 are 119
bp and 500 bp, respectively, then the query path covers a sequence of 70+500+300 = 870
bp in total within this graph. In order to determine the path for each query, Bandage aligns
the query sequence against the assembly graph using BLAST, and identifies hits that pass
user-specified criteria (such as the minimum nucleotide identity and/or query coverage per
hit). Second, Bandage searches for one or more paths in the graph to connect each pair of
alleles located using query paths. The path linking two alleles for the distance measurement
is hence called a distance path. Since the distance path may not be unique for a pair of alleles
in the graph, Bandage provides users with an option for returning all accessible distances
or only the SPD. In particular, for the measurement of SPD, there is no constraint in the
distance path for the node number, and the distance path with the least number of nodes is
returned when there is a tie between SPDs. For this study, I focused on the SPD because it
involves the least uncertainty in the measurement.

Since locations of alleles in the assembly graph are pivotal to the distance measurement,
Bandage provides filters to users at the hit level and path level to control sensitivity and
specificity in the identification of query paths. At the hit level, a user may specify thresholds
for nucleotide identities, alignment lengths, query coverage, E-values, etc. to filter the
BLAST hits; at the path level, a user may filter paths for the number of nodes, the ratio of the
path length or the total length of BLAST hits over the query length, or minimum nucleotide
identity of hits per path, etc. In addition, since Bandage qualifies every query path based
on user-defined thresholds, an allele may have more than one query path identified in the
assembly. Therefore, Bandage allows users to specify whether to take all query paths or only
the best path (that is, showing the highest similarity to the query sequence) for measuring
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Figure 3.3 A comparison between assembly graph, contigs and contig graphs. For simplicity,
only a single strand per genome is shown in each panel, and I assume that, for each strand, the left
and right ends denote the 5’ and 3’ ends, respectively. Let node width be proportional to the read
depth. (a) An example bacterial whole genome consisting of a chromosome and a plasmid. Digits
and coloured segments denote nodes in the assembly graph shown in the next panel. Notice each of
the segments 2 and 3 have two copies in this bacterium. In the real world, both segments may belong
to different insertion sequences (ISs) or transposons, which are able to mobilise themselves between
DNA molecules. (b) An assembly graph produced with SPAdes and short reads, supposing the read
length is much shorter than the length of either the repetitive segment 2 or 3 (hence connections from
other segments to neither the segment 2 nor 3 can be resolved). Repetitive segments are collapsed
into a single node whose read depth reveals its copy number (Nonetheless, the read depth usually
does not strictly equal the copy number due to various reasons including fluctuations in reads depths
across the genome during an actual sequencing process). This panel also demonstrates how a plasmid
could get integrated into the same graph with the chromosome. (c) The contig file in the outputs of
SPAdes is comprised of contigs without connection information. Each contig represents a congruent
path going through nodes in an assembly graph without any alternative paths. Hence, for instance, a
possible contig may consist of nodes 1 and 2 does not extend into 3 or 6. SPAdes calculates the read
depth for each contig using those of its nodes. (d) A length-priority contig graph generated from the
assembly graph and contigs. (e) A connection-priority contig graph generated using the same data. In
this graph, one contig is split back to nodes so as to restore all connections in the panel b.
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distances. In this study, I only considered the best query paths to maximise specificity.
Nonetheless, this specification may introduce errors to distance measurements when there
are equally best query paths of the same allele.

In this study, I extracted CDS (excluding those of pseudo genes) as query sequences
from all complete genomes in accordance with genome annotations. I have designed and
implemented a pipeline to measure SPDs in each genome. In particular, to ensure the
specificity in locating query sequences, I configured Bandage to make it only accept query
paths that cover at least 95% of the query sequence with every BLAST hit showing at least
95% nucleotide identity and an E-value of no more than 10-3. Moreover, only the best
query paths (which may not be unique in a graph) of each query sequence is used for the
distance measurement, and the SPD across the least number of nodes is returned for each
pair of alleles. Since the number of SPDs were extremely large between chromosomal
genes, I randomly sampled 1,000 CDS from each chromosome for the distance measurement
and repeated this process ten times per strain to reduce analysis time. Finally, SPDs from
genomes of the same strain were merged into a single file after de-duplication (notice an
SPD might be measured in different iterations).

3.3 Results

In this section, I present results of my empirical investigation, which explores properties
of the distance measurement under different settings. An understanding of these properties
leads to a practical solution for collecting the allelic physical distances.

3.3.1 Necessity of circular-mode read simulation

Based on topological comparisons, I found that synthetic read sets were more realistic when
using the circular-mode simulation. Specifically, an aim of WGS experiments is to obtain an
even coverage of template DNA molecules by short reads. However, this requirement may
not hold for some read simulators because every DNA molecule is stored as a linear string in
computers while only its genome annotation shows the actual topology. For instance, neither
ART nor wgsim takes the topology into account even though they are widely used for read
simulation. As a result, we see a loss of reads stretching over the point where the circular
DNA sequence is computationally cut to create a linear representation. This consequence has
not been noted in literature to my knowledge. To fill this gap, I demonstrated the necessity
of using the circular-mode read simulation for circular genomes through reassembling the
chromosome and plasmid of the Kp strain NTUH-K2044.
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Figure 3.4 Influence of short reads simulated based on linear or circular sequence topology on
plasmid assembly graphs. All graphs are the final outputs of SPAdes for the plasmid pK2044 of the
strain NTUH-K2044. (a) An assembly graph based on circular-mode synthetic reads. A sequence
is extracted from a path of five nodes highlighted in blue as a query sequence for BLASTn. (b) An
assembly graph based on linear-mode synthetic reads. BLAST hits showing a nucleotide identity
of at least 95% to the query sequence are coloured blue. (c) Actual circular genome of the plasmid.
BLAST hits (≥ 95% nucleotide identity) of the first query sequence are highlighted in blue.

Simulation of reads under the circular mode showed an improvement in the circularity of
assembly graphs. Specifically, it reduces the number of dead ends and establishes connections
between distant sub-graphs as well. Figures 3.4 and 3.5 illustrate two groups of comparisons
between assembly graphs constructed from synthetic reads produced with or without taking
the circular topology into account. As for assemblies of the 224,152 bp plasmid pK2044,
there were 35 nodes, 46 edges and one dead end of 271 bp in the assembly graph shown in
Figure 3.4a (circular-mode simulation). The N50 metric of node lengths was 27,651 bp and
the maximum was 54,880 bp. The nodes summed up to 221,341 bp with node overlaps (69
bp each) excluded, which was 2811 bp shorter than the actual sequence. Using nucleotide
BLAST (BLASTn), I identified a 6,659 bp sequence extracted from a path across five nodes
in this graph. This sequence was aligned across the breakpoint in the reference genome at
a query coverage of 99.6% and an average nucleotide identity of > 99.2%. In the second
assembly graph of this plasmid (Figure 3.4b, linear-mode simulation), there were 32 nodes,
42 edges and one dead end of 8,022 bp. The N50 metric of node lengths was 27,651 bp
and the maximum was 54,880 bp as well. The nodes summed up to 221,034 bp without
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counting the node overlaps (also 69 bp each), which is shorter than the one in Figure 3.4a.
In contrast to Figure 3.4a, the graph in Figure 3.4b obviously missed at least one edge that
connects two distant sub-graphs. Using BLASTn, I found that 98.3% of the query sequence
aforementioned was aligned to two distant node clusters in the current graph at an average
nucleotide identity of > 95.7%, suggesting that continuity of the continuous region covering
the breakpoint in the reference genome is lost during the linear-mode read simulation.

Figure 3.5 Influence of short reads simulated based on linear or circular sequence topology on
chromosomal assembly graphs. All graphs are the final outputs of SPAdes for the chromosome of
the strain NTUH-K2044. (a) An assembly graph based on circular-mode synthetic reads. A sequence
is extracted from a single node (highlighted in blue) in this graph as a query sequence for BLASTn.
(b) An assembly graph based on linear-mode synthetic reads. BLAST hits (≥ 95% nucleotide identity,
minimal length: 69 bp) of the query sequence are coloured blue. (c) Actual circular genome of the
chromosome. BLAST hits (≥ 95% nucleotide identity) of the query sequence are coloured blue.

The same difference in graph circularity is also seen when comparing assemblies of the
5,248,520-bp chromosome. In Figure 3.5a (circular-mode simulation), there were 290 nodes,
390 edges and no dead ends in the assembly graph. The N50 of node lengths was 126,511
bp and the maximum was 252,531 bp. The nodes summed up to 5,196,565 bp excluding
node overlapps (69 bp each), which was 51,955 bp shorter than the reference genome. Using
BLASTn, I found the whole sequence of a single 100,390-bp node in the graph completely
stretched across the breakpoint in the reference sequence at a nucleotide identity of 100%. In
the assembly graph of this chromosome obtained through the linear-mode read simulation
(Figure 3.5b), there were 287 nodes, 384 edges and three dead ends (84,561 bp, 15,826 bp
and 371 bp, respectively). The N50 of node lengths was 133,164 bp and the maximum was
252,531 bp. The nodes summed up to 5,196,525 bp with overlaps (69 bp each) excluded,
which was slightly shorter than the first assembly. Results of BLASTn revealed that 100% of
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the aforementioned query sequence was exactly (i.e., under a nucleotide identity of 100%)
aligned to the two dead ends of more than 15 kb, indicating that synthetic reads produced via
the linear-mode simulation do not cover the breakpoint in the reference genome.

Further, I found that covering the sequence breakpoint in read simulation potentially
removes SPDs that are greater than their corresponding genuine physical distances as well
as compressing the range of distance measurements. Figure 3.6 compares SPDs and actual
physical distances for assembly graphs of the plasmid pK2044 based on circular-mode
and linear-mode read simulations, respectively. Each point on the diagonal in each panel
represents a pair of loci whose SPD equals the true distance. In total there were 25,425
distances measured in each graph for pairwise combinations between all 226 CDSs identified
in this plasmid. Hence the measurability of physical distances was 100%. The minimum
actual physical distances and SPDs (in both graphs) was zero for both. The maximum of
actual distances was 111,805 bp, which is 8,061 bp greater than the maximal SPD (103,744
bp) in the assembly graph based on linear-mode read simulation. Furthermore, there were
only 5,915 (23.3%) SPDs being identical to their true distances in Figure 3.6a. The range
of these SPDs was between zero and 75,058 bp (67.1% of the maximal true distance). In
Figure 3.6b, when reads were simulated under the linear mode, there were only 20 SPDs
that were greater than their true distances and 5,793 SPDs (22.8%) that were identical to
the true distances. Comparing to SPDs in the first graph (Figure 3.6a, linear-mode read
simulation), the maximum SPDs in the second graph (circular-mode read simulation) shrank
from 103,744 bp to 63,739 bp and the maximum exact SPDs went down to 55,259 bp, which
can be expected from the fact that fewer dead ends were present in the assembly graph
produced from reads simulated under a linear mode. Accordingly, I use circular-mode read
simulation for the rest of analysis.

3.3.2 Distance paths versus actual genomic structure

De novo assemblies showed detours, shortcuts and inversions in distance paths comparing
to real genomic structure. In addition to the divergence between SPDs and true physical
distances, I also observed that paths leading to measurement errors in both dot plots of Figure
3.6, and that each plot displays clear parallel lines of points. Furthermore, I proved that each
line was in parallel with either the principal diagonal (y = x) or the principal anti-diagonal
with simple linear regression. To be more specific, let the linear model y = x+a denote a
line in parallel with the principal diagonal, where a is an intercept term. Then the positive
slope of one shows that the corresponding nodes follow the same orientation in a distance
path as they are in the actual genome. Points on the line of a positive intercept indicate a
detour (namely, a path that leads to a larger distance than the truth) was present for SPDs
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Figure 3.6 A comparison between SPDs related to linear and circular read simulation for the
plasmid pK2044. (a) Distance contrasts for assembly graphs obtained from linear-mode synthetic
reads. (b) Distance contrasts for assembly graphs obtained from circular-mode synthetic reads.

involving CDSs that are co-localised in the same node. A negative intercept indicates a
short-cut is present for SPDs. Similarly, let y = −x+ a denote a line in parallel with the
anti-diagonal. Then the negative slope can be explained by a distance path that puts a node in
an inverse orientation between flanking sequences. Since the true distance must be positive,
the intercept has to be positive as well in this scenario (Figure 3.6).

3.3.3 Mixed assemblies of whole-genome short reads

In practice, any read set from WGS is a mixture of chromosomal and plasmid reads. As
demonstrated in the Figure 3.3, algorithms for de novo short-read assemblies may concatenate
different genomes into one graph when these genomes harbour repetitive sequences that
cannot be resolved using short reads. I demonstrated this intrinsic limitation of short-read
assembly using both perfect and imperfect synthetic short reads of two Kp strains NTUH-
K2044 and HS11286 (Figure 3.7). Consequently, the concatenation of different genomes
into the a single graph renders errors in the distance measurements due to distance paths
other than real ones.
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Figure 3.7 Assemblies of mixed chromosomal and plasmid short reads. (a) Assembly graph of
the strain HS11286 constructed from perfect synthetic reads. Three large plasmids (cf. Table 3.1)
were assembled into the main graph with the chromosome (chromosomal sequence is coloured pink
and the plasmids are coloured blue, green and cyan, respectively), while the other three plasmids
were completely recovered as isolated small graphs shown in the bottom-left corner of the plot. (b)
Mixed assembly of the strain NTUH-K2044 based on imperfect synthetic reads. The plasmid pK2044
(green) and the chromosome (pink) is assembled into a single graph.

3.3.4 Sampling of CDS and distance measurements

I demonstrated that sampling of CDS from the chromosomal genome does not affect the
distribution type of SPDs comparing to all-to-all SPDs in the same genome. As shown
in Table 3.2, summary statistics were highly similar between sampled and all-to-all SPDs.
Figure 3.8 compares the distribution of SPDs between 1,000 randomly sampled CDS with
those between all of 5,021 CDS in the NTUH-K2044 chromosome. Distances are grouped
into bins of 5 kbp wide by their differences. It is clear in the figure that both distributions
of SPDs are uniform except those within 5 kbp. The variance in the frequency of distance
measurements in every bin of the sampled SPDs was higher than that of all-to-all SPDs.

Table 3.2 Summary statistics of reference SPDs in the NTUH-K2044 chromosome.

CDS count Min. 1st Qu. Median 3rd Qu. Max. SD
5,021 0 655,000 1,312,000 1,967,000 2,624,000 757,578
1,000 0 653,700 1,309,000 1,967,000 2,624,000 757,738
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Figure 3.8 Distribution of reference SPDs in the NTUH-K2044 chromosome. Each bin represents
SPDs differed within 5 kbp and there is no overlap between any bins. Top: SPDs measured between
5,021 CDS in the reference chromosomal sequence. Bottom: SPDs measured between a randomly
sampled set of 1,000 CDS in the same sequence. Abbreviations: Qu, quantile; SD, standard deviation;
Unit of all distances is bp.
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3.3.5 Accuracy of SPAdes assemblies

Through aligning each reference sequence to its SPAdes re-assembly, I demonstrated an
accuracy of >99% nucleotide identity in the SPAdes assembly when synthetic reads are free
of errors. Specifically, in the final graph (namely, not k-mer graphs) of the plasmid pK2044,
I found that 94.4% of its reference sequence was exactly present and the other 5.3% showed
at least 99% nucleotide identity1. In addition, all three low-complexity short segments (two
nodes of 72 bp and 74 bp, respectively, and a 95 bp adjacent segment) each overlapping by
69 bp were masked by BLAST from sequence alignment (Figure 3.9a). Similarly, in the final
graph for the NTUH-K2044 chromosome, I saw 99.18% of its reference sequence exactly
present, and other parts of the assembly excluding a few low-complexity short segments
showed more than 99.3% nucleotide identity to the reference (Figure 3.9b). Both examples
suggest that SPAdes is able to recover the original sequences accurately.

Figure 3.9 Presence of reference sequences in their SPAdes assemblies. Each reference sequence
is aligned to its re-assembly (constructed from perfect synthetic reads) with nucleotide BLAST. Hits
showing at least 99% nucleotide identity are highlighted in blue, and grey otherwise. (a) Hits in the
re-assembly of the plasmid pK2044. (b) Hits in the re-assembly of the NTUH-K2044 chromosome.

1The another 0.3% of the reference genome were assembled into nodes that are too short to be precisely
aligned back to the reference genome with nucleotide BLAST
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3.3.6 Selection of read simulator

To introduce realistic sequencing errors in synthetic reads, I used FastQC [192] to compare
read simulators wgsim, dwgsim (github.com/nh13/DWGSIM) and ART in terms of distri-
butions of base quality scores (Phred Q) and per-read mean base quality scores (which are
ambiguously called mean sequence quality scores in FastQC reports). There were no simu-
lated mutations in any of these synthetic reads. Among these tools, wgsim is light-weight and
has been widely used. However, I confirmed that wgsim was only able to generate a uniform
distribution of base quality, which is indifferent to the base position in a read, conferring an
evident limitation to wgsim given the fact that base quality is position-dependent in Illumina
sequencing [189]. Dwgsim has been developed in response to this limitation and models
the base quality score as a linear response (whose slope is always negative by design and is
controlled by the -e and -E options) to the position with a user-specified standard deviation
of base quality scores (through the -Q option). My FastQC report illustrated this negative
correlation between base quality and positions. Nonetheless, the distribution of per-read
mean base quality scores was still different to that of real Illumina reads, albeit it showed an
improvement towards realistic reads in comparison with wgsim. By contrast, distributions
of both kinds of quality scores in synthetic reads generated using ART and its built-in error
model of the Illumina HiSeq 2000 platform displayed a greater similarity to those of real
Illumina reads. Furthermore, according to summary statistics and visualisation of BWA
read-mapping results (more specifically, via the BWA-MEM algorithm for local alignment)
[191] in BAMStats v1.25 (bamstats.sourceforge.net), I observed a consistent read depth that
followed a normal distribution with a sample mean of 75 fold (the configured read depth
for ART to simulate) and fluctuated between 57 fold and 92 fold across the whole template
genome (hence every base in the template sequence was covered by a sufficient number of
reads). Taken together, I decided to use ART for simulating imperfect reads and wgsim for
perfect reads in this study.

3.3.7 Distances measured in K-mer graphs, contigs and contig graphs

In order to determine which kind of assembly graphs should be used for the distance
measurement for an appropriate balance between the accuracy and measurability, I compared
the distances measured in k-mer graphs, contigs and contig graphs that were constructed
from error-free synthetic reads. I found that in three aspects, the contig graphs outperformed
all k-mer graphs, and the k-mer graph of a greater k was more advantageous for measuring
SPDs. First, the number of query sequences recovered in the assembly graph depends on
the graph type. Specifically, I identified all queries in contig graphs and the k-mer graph of
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the greatest k (69 bp), and I saw the number of recovered query sequences declined when
k reduced (Table 3.3), indicating a loss of query paths as a consequence of assembling the
genome using shorter k-mers. Furthermore, in this table, I noticed a reduction of measurable
SPDs in graphs of a smaller k due to absence of some query paths, where as the c-type contig
graph and the top k-mer graph (69-mer) had the most number of measurable SPDs.

Table 3.3 Number of SPDs and missing query paths in assembly graphs of the NTUH-K2044
chromosome. All graphs were assembled using error-free 76 bp synthetic Illumina reads. Abbrevia-
tions: SPD, shortest path distance; l-type, length-priority contig graph; c-type, connection-priority
contig graph.

Graph type No of missing queries No. of SPDs
l-type contig 0 403,771
c-type contig 0 499,500
69-mer 0 499,500
57-mer 1 498,501
45-mer 3 496,506
33-mer 3 496,506
21-mer 22 477,753

Second, the range of SPDs shrinks when the k-mer length reduces, implying an increasing
error rate of the distance measurements due to the presence of more shortcuts in the assembly
graph (Figure 3.10). Among all graphs, the l-type contig graph showed the largest range,
which is followed by that of the c-type contig graph, and SPDs from both contig graphs had
distributions that were substantially wider than those of any k-mer graphs. However, some
distances were not measurable in the l-type contig graph comparing to the c-type contig
graph or the top k-mer graph, because the l-type contig graph had a higher rate of dead ends
than the other two kinds of graphs (Table 3.4).

Table 3.4 A summary of SPDs measured in different kinds of assembly graphs. For SPDs, this
table shows their range and total number, and the number of exact ones and those within a given
maximum relative error. Notation: SPD: shortest-path distance; er: relative error of an SPD compared
to its reference distance.

Graph SPD range (bp) No. of SPDs Exact SPDs er 6±2.5%
l-type [0, 1,733,656] 403,771 37,983 (9.41%) 77,442 (19.18%)
c-type [0, 1,018,203] 499,500 40,859 (8.18%) 72,219 (14.46%)
69-mer [0, 557,983] 499,500 19,140 (3.83%) 38,859 (7.78%)
57-mer [0, 557,983] 498,501 16,665 (3.34%) 36,317 (7.29%)
45-mer [0, 502,786] 496,506 13,766 (2.77%) 32,621 (6.57%)
33-mer [0, 225,588] 496,506 8,824 (1.78%) 13,416 (2.70%)
21-mer [0, 53,683] 477,753 2,442 (0.51%) 2,764 (0.58%)
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Figure 3.10 Range of SPDs
in different assembly graphs.
Histograms are created through
counting the absolute frequency
of SPDs in each non-overlapping
bin of 1 kb. In fact, the trend
of a shrinking range is consis-
tent in other k-mer graphs, such
as the 57-mer, 33-mer and 21-
mer graphs. Abbreviation: SPD,
shortest path distance.
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Third, as illustrated in Table 3.4, the percentage of exact or accurate SPDs were lower
in k-mer graphs than in contig graphs under the same tolerance to errors. Furthermore, the
l-type contig graph had the highest percentage of exact or accurate SPDs among all kinds
of graphs for the same genome. According to Figure 3.11, the accuracy of SPDs declined
the most slowly in the l-type contig graph, and the fastest in the 69-mer graph, when the
SPD increases. As illustrated in Figures 3.12 and 3.13, this declining pattern persists under
different error tolerance levels and was consistent across the six Kp strains. In addition, both
the c-type contig graph and the top k-mer graph had the most distances that were measurable,
whereas the l-type contig graph had the least number of distances measured. As such, there
is a trade-off between measurability and accuracy of SPDs using different assembly graphs
as sources for distance measurement.

Figure 3.11 Accuracy of SPDs in 69-mer, c-type and l-type assembly graphs of the NTUH-
K2044 chromosome. An SPD is considered as accurate when it deviates from the true distance
within ±500 bp. The accuracy rate (%) was calculated using a 1 kbp sliding window with a step size
of 1 bp. Grey horizontal solid lines mark an accuracy rate of 80%, 90% and 95%, respectively.
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Figure 3.12 SPD accuracy under different levels of error tolerance for contig graphs of the
strain NJST258_1. The genome was assembled from a mixture of imperfect synthetic reads from the
chromosome and plasmids, and the accuracy was computed in a 1 kbp sliding window (step size: 1
bp). This assembly showed the greatest accuracy variation among all Kp strains tested. However, the
curves remain congruent. The legend shows the maximum errors allowed for accurate SPDs. Under
each level of error tolerance, a 95% confidence interval of accuracy is drawn as grey shades.

Figure 3.13 SPD accuracy in contig graphs under a given level of error tolerance across six Kp
strains. Each genome was assembled using a mixture of imperfect synthetic reads as in the Figure
3.12. The accuracy was computed in a 1 kbp sliding window with a step size of 1 bp. An SPD is
treated as accurate if its absolute error does not exceed ±1.5 kbp. Strain names are shown in the
legend. The name NJST258_ac1 corresponds to the assembly made from real Illumina reads of the
strain NJST258_1. A 95% confidence interval of accuracy is drawn for each strain as grey shades.
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3.3.8 Impacts of sequencing errors

I evaluated consequences of a limited level of sequencing errors on genome assembly. As
for the ability in recovering the original genome, I found that the errors reduce the assembly
length (the total number of bases in an assembly graph excluding overlaps between nodes)
and the nucleotide identity. Figure 3.14 illustrates chromosomal assembly graphs derived
from perfect and imperfect synthetic reads, respectively. In Figure 3.14a, the chromosomal
assembly derived from perfect synthetic reads is 5,196,565 bp long (the N50 metric of node
lengths: 126,511 bp) and consists of 290 nodes connected by 390 edges (see Section 3.3.5
for its nucleotide identity to the reference sequence). In Figure 3.14b, there are 280 nodes
and 372 edges in the assembly graph made from imperfect reads passed quality control. The
nodes summed up to 5,196,334 bp (N50: 133,104 bp) without counting overlaps, covering
99.99% of the reference sequence under a nucleotide identity of ≥ 95% (Figure 3.14b) and
covering 100% of the reference under a minimum nucleotide identity of 90%. In addition, I
confirmed that sequences in this graph evenly covered 100% of the reference at 73 fold using
BBMAP v35.92 (sourceforge.net/projects/bbmap).

As for the topological change, a comparison between the chromosomal assembly graphs
of the strain NTUH-K2044 has demonstrated that sequencing errors introduce dead ends to
the assembly, which cause a loss of paths connecting a pair of loci in the graph and thus inflate
the distance measurements. In Figure 3.14a, no dead end was present in the chromosomal
assembly of perfect synthetic Illumina reads. By contrast, in the assembly made from filtered
imperfect synthetic reads (Figure 3.14b), there were seven dead ends. As shown in the
Section 3.3.1, presence of dead ends potentially increases distance measurements due to
a loss of genuine paths between loci (see traces of points in parallel with and above the
diagonal in the Figure 3.6a).

Furthermore, based on the chromosomal assemblies made from imperfect reads of NTUH-
K2044, I did not observe evident effects on the distance measurements when reads had been
filtered for average base quality across each read of no less than Phred Q30. In summary, the
effects of sequencing errors were shown in three aspects in this example. First, they reduced
the number of exact and accurate measurements by less than 9%; second, they increased the
range of accurate measurements in the majority of assembly graphs tested, which can be
explained as a result of the introduction of dead ends into the graphs; and third, the errors
did not change the accuracy of measurements from each single node under a given error
tolerance, but either reduced or increased the proportion of accurate measurements from
some paths of more than one nodes.

https://sourceforge.net/projects/bbmap
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Figure 3.14 Chromosomal assembly graphs based on perfect or imperfect synthetic reads. Short
reads were simulated from the same chromosomal sequence of strain NTUH-K2044 without (a) or
with sequencing errors (b). In panel b, BLAST hits of the assembly on the reference sequence
under the nucleotide identity of at least 95% are coloured blue and others are coloured grey. All
unaligned regions are single nodes of lengths 70 or 71 bp in this graph. Since the overlapping length
between every pair of adjacent nodes is 69 bp, hits of these “unaligned” nodes on the reference
are actually represented by hits of overlapping sequences in their neighbouring nodes following the
implementation of Bandage. Therefore, these nodes are excluded from results to avoid duplicated hits.

3.3.9 Accuracy for random alleles conditioned on a node number

In order to determine practical criteria to filter out inaccurate SPDs, and considering that
the node number is an important attribute of an SPD, I calculated conditional proportions of
accurate SPDs in contigs, single nodes of top k-mer graphs (69-mer graphs, in this study),
and contig graphs of each Kp strain, respectively, under a given maximum node number.
To make this assessment more realistic, all assemblies were derived from mixed imperfect
synthetic reads (chromosomal and plasmid). For every strain, under an error tolerance of
±1.5 kbp and using a 1 kbp sliding window (step size: 1 bp), the accuracy was consistently
much lower than 90% for SPDs across more than one node in contig graphs, and the accuracy
decreased when the node number increased (Figure 3.15). By contrast, more than 96% of
SPDs in contigs were accurate (Figure 3.16), and the accuracy was even higher in single
nodes of the 69-mer graph and both kinds of contig graphs (Figure 3.17).



96 Measurement of physical distances between genes

Figure 3.15 Conditional accuracy of SPDs relating to a given node number in contig graphs of
the strain KPNIH10. The accuracy was calculated in every 1 kbp sliding window under a maximum
error of ±1.5 kbp. Plots for other strains are similar to this figure.

Figure 3.16 Accuracy of SPDs in contigs. The accuracy was determined using a 1 kbp sliding
window under a given level of error tolerance (shown in the legend). SPDs in the assembly graph of
the strain NJST258_1 displayed the greatest variation among all graphs.
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Figure 3.17 Conditional accuracy of SPDs in contigs or of a given node number in 69-mer
graphs across six Kp strains. The accuracy was determined using a 1 kbp sliding window under a
maximum error of ±1.5 kbp. Besides, real Illumina reads of the strain NJST258_1 were used for
assembly (labelled as NJST258_ac1). Node status n1 – n5 indicates SPDs measured across 1 – 5
nodes, respectively.

3.3.10 Accuracy of distances measured between resistance genes

Besides accuracy assessment for SPDs between alleles of random pairs of ARGs, I calculated
the accuracy particularly for SPDs between ARGs detected in the six strains so as to determine
if we could achieve a high accuracy only for ARGs. Exact ARG loci in complete genomes
were determined using genome annotations and nucleotide BLAST, and their distances
were compared to SPDs obtained in de novo genome assemblies. When considering SPDs
involving no more than three nodes in c-type contig graphs, I saw an accuracy of 100% in
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five strains under an error tolerance of ±1.5 kbp (Table 3.5). For strain HS11286, all seven
inaccurate SPDs involved two identical copies of the same allele blaTEM-95, as short reads
did not resolve either copy and both copies were therefore merged into a single position in
the assembly graph. Given this sequence identity and incapability of short reads in resolving
these repeats, I achieved an accuracy of 100% for the SPDs to this allele but not the exact loci.
By contrast, as shown in Table 3.6, the accuracy of SPDs in l-type contig graphs dropped to
below 90% when considering two nodes or more, showing a limit of SPDs in l-type contig
graphs for accuracy. As for the number of measurable SPDs, I obtained all possible SPDs in
c-type contig graphs, more than half of possible SPDs in l-type contig graphs, and only a few
in contigs (Table 3.7).

Table 3.5 Conditional accuracy of SPDs in c-type contig graphs and of those in contigs. Accu-
racy of SPDs was assessed under an error tolerance level of ±1.5 kbp.

Strain Possible no.
of SPDs

All/accurate
SPDs in c-type
graphs

All/accurate SPDs
in 1–3 nodes of c-
type graphs

All/accurate SPDs
in single nodes of l-
type graphs

No. of SPDs
in contigs

HS11286 68 68/21 (30.9%) 27/20 (74.07%) 14/13 (92.9%) 14/13 (92.9%)
KPNIH10 37 37/13 (35.1%) 9/9 (100%) 4/4 (100%) 3/3 (100%)
KPR0928 8 8/6 (75%) 4/4 (100%) 2/2 (100%) 2/2 (100%)
MGH78578 66 66/20 (30.3%) 16/16 (100%) 11/11 (100%) 12/12 (100%)
NJST258_1 45 45/43 (95.6%) 35/35 (100%) 16/16 (100%) 16/16 (100%)
NTUH-
K2044

6 6/1 (16.7%) 1/1 (100%) 1/1 (100%) 1/1 (100%)

Total 230 230/104
(45.2%)

92/85 (92.4%) 48/47 (97.9%) 48/47 (97.9%)

Table 3.6 Accuracies and ranges of SPDs between ARG alleles in contigs, l-type and c-type
contig graphs of six Kp strains investigated in this study. The overall accuracy was assessed under
an error tolerance of ±1.5 kbp. The number of all possible APDs was 230, but some of them were
unmeasurable in assemblies.

Source Node no. SPD no. Accuracy Max. of SPDs (bp)
Contig 1 48 20.9% 9,962
L-type contig graph 1 48 97.9% 9,962

1 – 2 84 89.3% 11,982
1 – 3 127 75.6% 11,982
4 3 33.3% 9,258

C-type contig graph 1 45 97.8% 5,081
1 – 2 76 90.8% 11,982
1 – 3 92 92.4% 15,262
4 16 18.8% 10,108
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3.4 Discussion

In this chapter, I have explored methods for measuring SPDs in assembly graphs rather than
single contigs. Although this is an empirical study covering a small number of complete
genomes of the same bacterial species, we can assess hypotheses about the distance measure-
ment using the results as counterexamples. Here, I discuss properties of SPD measurement
and propose a general and practical procedure for applications to other species.

First, according to Section 3.3.1, we saw a reduction in dead ends and an increase in
node lengths in assembly graphs when taking into account the circular topology of template
genomes for read simulation. This improvement of graph circularity suggests that we
should always simulate short reads to cover the whole template genome when it is circular.
Nonetheless, to my knowledge, by far only GemSIM [193] and FASTQSim [194] can
synthesise short reads based on the circular topology, and neither of them are able to run
in parallel for multiple complete genomes. Therefore, the tool readSimulator, which is my
extension to Wick’s work, provides an efficient wrapper of a widely used read simulator for
multiple complete genomes.

Second, as shown in Sections 3.3.5 and 3.3.8, SPAdes reconstructed the original genome
at a nucleotide identity and coverage above 99% when the reads were error-free, and almost
all the genome was recovered in the assembly under a nucleotide identity of ≥ 95% when
imperfect synthetic reads had been filtered for an average quality of Q30 and remained
covering the original genome at more than 50 fold. Note that repetitive regions in the original
genome may collapse into the same region in the genome assembly as short reads cannot
resolve these regions. My usage of SPAdes in this chapter represents general applications of
this software for assembling bacterial genomes de novo, and the results agree with the known
high reliability of SPAdes for genome assembly based on short reads that have undergone
quality control using conventional methods and arguments [195, 196]. In addition, as I have
introduced in Section 1.4.2, Bandage-based visualisation of assembly graphs produced by
SPAdes offers an interactive and versatile approach to the verification of APD measurements
and putative allele clusters.

This study reveals several confounding factors in the distance measurement based on
short-read assemblies, and these factors are attributed to the limitation of short reads in
resolving genome structure, such as repeats in the same genome and homologous regions
between genomes of the same bacterium. In consequence, as shown in Section 3.3.3,
chromosome and plasmid sequences may be assembled into the same connected component,
which introduces shortcuts in the distance paths when the actual distance is sufficiently large
and hence gives rise to errors in the distance measurement.
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My comparison of SPDs measured in k-mer graphs, contig graphs and contigs for a
random selection of alleles identifies which kinds of graphs provide a greater ability in
obtaining reliable distance measurements. The c-type contig graph appears to be the most
suitable source of SPDs than because of its potential to minimise the number of missing
query paths and errors (Table 3.4), and to maximise the range of accurate SPDs (Figure 3.10).
Furthermore, the highest accuracy (from > 95% to almost 100%) in SPDs is from a single
contig, a node in a k-mer graph or a contig graph, whereas the accuracy sees a dramatically
decline by approximately 40% in k-mer graphs and contig graphs when the distance path
consists of more than one node (Table 3.16, 3.17 and 3.15). Accordingly, there is no benefit
to measure distances in paths of more than one node for random alleles in any graphs. As
such, when only considering SPDs within a single node or contig for high accuracy, the l-type
contig graphs and single contigs outperform the others in terms of the range of measurable
distances. As for k-mer graphs, none of them showed a better performance for the distance
measurement in terms of accuracy, range or measurability of SPDs than the c-type contig
graph, which suggests that we do not need to consider k-mer graphs for the measurement
of SPDs. Nonetheless, in the genomes tested in this study and without a requirement for
accuracy, we can always obtain more SPDs from k-mer graphs than contigs for the same
pairs of alleles, indicating a substantial improvement to the measurability of SPDs in k-mer
graphs because they display the greatest node connectivity.

The accuracy calculation for SPDs between random alleles or ARGs reveals an important
distinction between the SPDs: under the same criteria of accuracy, we can obtain an accuracy
of ≥ 90% from SPDs between the ARGs in c-type contig graphs when a certain maximum of
SPDs and node number are given (Tables 3.5 and 3.6), whereas we can only achieve the same
level of accuracy for SPDs between random alleles in single nodes of any graphs or contigs
(Figure 3.17 and 3.15). The smaller maximums of SPDs between alleles of ARGs than those
of random genes is a probable reason for the increase of accuracy in SPDs consisting more
than one node (Table 3.6), because a shorter SPD is more likely to be obtained in a path
comprised of fewer nodes, making it less likely to contain a large error. My results also
imply that an improvement to the accuracy of SPDs may be achieved via overriding the SPD
measured in a c-type contig graph with that in a contig when the physical distance between
the same alleles exists in both kinds of graphs, because SPDs in contigs are more accurate
than those in contig graphs. Moreover, we retain the measurability of SPDs in a c-type contig
graph using this approach, which is a desirable property for measuring the distances. I call
APDs filtered in this way the prioritised APDs.

I have investigated different aspects of the measurement of SPDs in assembly graphs
that are generated from short reads. My methods that determine the criteria for filtering
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the SPDs for a certain accuracy should be applicable to other bacterial genomes. However,
since the characteristics of SPDs identified empirically in this study are based on a small
number of complete genomes of a single bacterial species, and there are various challenges
in the distance measurement as well (for instance, the rate of sequencing errors, read length,
repetitive regions, and so forth), it will be important to apply the same methods to specific
genomic features of interest (such as alleles of virulence genes, particular loci, and so on)
in each study so as to determine the accuracy criteria. More specifically, given a group of
alleles to be investigated in a specific bacterial species, a researcher should select several
complete genomes as representatives and determine the range and node numbers of SPDs
between these alleles for a certain level of accuracy. In particular, the selected genomes must
contain the same kinds of alleles as those of interest so as to be representative. To make this
procedure standardised and automated, I developed several programs and pipelines and made
them publicly available at github.com/wanyuac/physDist.

3.5 Conclusion

Comparing to conventional methods that rely on contigs to measure APDs in a bacterial
genome, the introduction of SPDs in assembly graphs does not improve accuracy for a
random set of alleles in genomes tested in this study, despite substantially increasing the
measurability. SPDs measured in paths across more than one node are subject to errors
caused by shortcuts in the graph or collapse of repeats into a single node when they cannot be
resolved with short reads. Nevertheless, for alleles of mobile ARGs in genomes of interest,
the results indicate that we can reduce the errors and achieve a desirable accuracy via setting
up a maximum node number and distance range for SPDs. My study, which was conducted
on the six Kp strains, suggests that we could gain twice or more the number of SPDs from
paths consisting of up to three nodes in the c-type contig graphs than from contigs, and could
expect an accuracy of more than 90% in these SPDs in most cases (Table 3.5).

Under the constraint for a maximum node number of three in SPDs and an error tolerance
of ±1.5 kbp, my study recommends c-type contig graphs as the source of SPDs for both an
accuracy of more than 90% and the highest measurability (although Table 3.5 shows that the
measurability varies between 16.7% and 77.7% in the genomes tested) among k-mer graphs,
contig graphs and contigs. By contrast, according to Table 3.5 and 3.6, contig sequences
constantly provide an accuracy of > 90% in SPDs (in five out of six strains tested, the
accuracy is 100%) at the cost of losing measurability (only 8.1% – 35.6% of possible SPDs
in complete genomes were obtained in contigs). However, for the same pair of alleles, we
can use the SPD measured in a contig to replace the one in a c-type contig graph in order to

https://github.com/wanyuac/physDist
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improve the accuracy. Finally, the methods developed and demonstrated in this chapter are
potentially applicable to other kinds of alleles in various bacterial species.





Chapter 4

GeneMates: an R package detecting
horizontally co-transferred antimicrobial
resistance genes in bacteria

4.1 Introduction

In Chapter 2, I have designed a network approach for the representation of associations
between alleles of mobile ARGs in intra-species HGT, which takes as input the WGS
data and controls for bacterial population structure by descent. Further, we can use this
approach to infer putative physical linkage between the alleles when their physical proximity
is measurable in the genomes of strains where the alleles are co-occurring. It is known that
physically linked alleles are more likely to co-mobilise within a bacterial population via HGT.
In Chapter 3, I have addressed a specific challenge that arises when applying my approach
to short-read WGS data — measurement of the physical proximity between a pair of ARG
alleles in de novo bacterial genome assemblies for a required accuracy level under a given
error tolerance. Here in Chapter 4, I have implemented these approaches in an R package
GeneMates and assessed its performance based on two published studies.

The GeneMates package, where “mates” stands for bacterial genes travelling together in
HGT, implements two key functions, for which no other tools are currently available. First,
it creates an association network for ARG alleles identified in bacterial strains of the same
species through modelling presence-absence of each allele (differently distributed) using
that of another allele plus the genealogical relatedness between all strains. The resulting
network represents alleles as nodes, and it is directed, where each edge denotes a significant
ability of an allele (defined as the source node of this edge) in explaining another allele
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(defined as the target node of the same edge) in terms of their presence-absence status. In
contrast to networks built on co-occurrence counts or association coefficients (such as phi
coefficients or Jaccard similarity), which are common in the literature, the connectivity and
weights of edges within the GeneMates association network is corrected on the basis of
bacterial population structure. Secondly, when the physical distances between alleles are
measurable in genome assemblies, the package provides users with a function that appends
an additional weight type to edges in the association network based on consistency in the
distance measurements, which can be used to restrict the network to edges that can be
interpreted as putative pairwise physical linkage between the alleles of mobile ARGs. Users
can then employ the resulting network to investigate and confirm actual allele clusters and
their vectors in genome assemblies, and then perform biological validations if needed. To
standardise and simplify the preparation of suitable input files directly from raw WGS data, I
have also developed several supplementary pipelines (programmed in R or Python) for users.
The GeneMates package, supplementary pipelines and user manuals are now available online
at github.com/wanyuac.

In this chapter, I describe an implementation of my approach as a program package and
provide an evaluation of its performance using publicly available WGS data sets that are
acquired from two bacterial pathogens of great clinical concern — the MDR Escherichia
coli and Salmonella enterica serovar Typhimurium.

4.2 Implementation

GeneMates is a package of R functions, which are divided into modules that transform
input data, perform association analysis for ARG alleles and population structure, evaluate
consistency in the measurements of physical proximity between alleles, construct and analyse
networks, and display results. Figure 4.1 illustrates an overall work flow for the two key
outputs of GeneMates. Users can start the process by providing WGS reads and/or genome
assemblies (including complete genomes) after performing quality control on these inputs.
All steps for the detection of HGcoT are integrated into a function findPhysLink (find physical
links), which is the core function of GeneMates and the most important interface to users.

To perform association tests, the function findPhysLink follows a procedure that is
established by Earle et al. in an R package BugWAS for bacterial genome-wide association
studies (GWAS) [79]. However, findPhysLink applies association tests to every pair of allelic
presence-absence status rather than that of a phenotype and one or more genotypes. At this
stage, this function fits linear models yyy ∼ xxx and xxx ∼ yyy for each pair of alleles X and Y, where

https://github.com/wanyuac
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binary vectors xxx and yyy represents presence-absence status of corresponding alleles. The
function obtains an estimate of the fixed effect size (β ) and a p-value from each model.

Generation of a table for the identification of putative physical linkage between ARG
alleles follows association tests when allelic physical distances (APDs) are measured in
genome assemblies. The table can be visualised as an association network with each edge
weighted by a distance score wd (cf. Section 2.2.3.3). Particularly, I call this network a linkage
network for simplicity, as it highlights putative physical linkage between alleles. Specifically,
the function findPhysLink appends additional edge weights to the association network based
on summary statistics of APDs, and returns a linkage network. This function filters APDs for
accuracy, and the filtering stringency can be tuned by users through specifying the maximum
distance and the number of nodes involved in every measurement. GeneMates provides a
function to export the results as tab-delimited tables that are required by Cytoscape or R for
network visualisation.

Another function, plr, is implemented in GeneMates to test for associations between
the same pairs of alleles but without control for the population structure, which enables
users to assess the effects of LMMs. The function relies on an R package logistif (cran.r-
project.org/web/packages/logistf) [197] to apply simple penalised logistic models (PLMs) to
the same explanatory and response alleles as those tested by the function findPhysLink. Since
the allelic presence-absence data are binary, the PLM outperforms ordinary models of logistic
regression in reaching a convergence of parameter estimation when the presence-absence of
an allele perfectly or almost perfectly explains that of another allele.

GeneMates currently works at the allele level, where each allele refers to a specific
nucleotide sequence of a gene and a unique allele identifier is assigned to each cluster of iden-
tical sequences found in at least one strain. This design aims to track the horizontal transfer
of explicit ARG clusters in a short period of time when it is the most likely to find identical
copies of each acquired gene in a bacterial population. As such, the allele identification and
identifier assignment after screening ARGs play a pivotal role for association tests.

The function findPhysLink applies four filters to allele pairs prior to the step of association
analysis in order to circumvent unnecessary tests and hence to preserve statistical power
during the correction of p-values for multiple testing. Two of the filters are optional and
can be tuned by users. Firstly, a user may want to turn on the filter for allele frequency to
circumvent any association tests involving extremely rare alleles, because hypothesis tests
based on parameter estimates of LMM may lose power under this condition. Secondly, the
user may opt to ignore allele pairs that do not co-occur above a minimum number of times
for the investigation of horizontally co-transferred alleles, because rare co-occurrence events
may not show sufficient evidence of HGcoT. This filter is not enabled by default. Thirdly, the

https://cran.r-project.org/web/packages/logistf/
https://cran.r-project.org/web/packages/logistf/
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Figure 4.1 An overall work flow for the two key functions of GeneMates. In this flowchart, cylin-
ders denote both the input WGS data and a non-redundant (namely, with no sequence duplication)
reference database of mobile ARGs; rounded rectangles denote the two key outputs — an association
network, and a linkage network when reliable APDs are available; ordinary rectangles denote inter-
mediate results, which are matrices or data frames; each arrow represents a process of specific data
analysis, which starts from the input and ends at its outcome, with the process name labelled besides
the line. Every component is coloured by the type of data or processes. Data analyses implemented us-
ing the GeneMates package are shaded within the dashed rectangular border. Abbreviations: cgSNPs,
core-genome SNPs, which are particularly restricted to biallelic SNPs conserved in all strains for this
package; PAM: a binary presence-absence matrix.

function does not test for associations between alleles that are identically distributed due to a
limitation of LMMs (see Section 2.3.4). Instead, it represents these alleles in different ways
as demonstrated in the result section of this chapter. In practice, the amount of identically
distributed alleles usually declines when the sample size increases. Finally, this function
skips pairs of alleles that belong to the same sequence cluster in the non-redundant reference
database of ARGs for the association tests, as the GeneMates package currently focuses
on extracting information from short reads, which dominate WGS data that are publicly
available while complete genomes and long-read WGS data remain scarce or expensive.
Since the short reads are known to have limited resolution for similar sequences co-occurring
in the same cell, the function findPhysLink expects that only the most reliable allele is called
per strain for each sequence cluster. As a result, alleles of the same cluster never co-occur in
the allelic PAM by design.
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In GeneMates, the function mkNetwork converts a result table from findPhysLink into
an edge table and a node table, which are linked with allele names and are jointly taken as
input by Cytoscape and R for network visualisation. To create each edge in the network,
mkNetwork uses an estimate of the fixed effect β in an LMM as a default edge attribute.
Users can specify other attributes, such as the weighted distance score wd , for edges as well.
This function maps an allele name to every node in the network as the default node attribute
and allows users to specify other node attributes, such as the allele frequency and AMR
class. Furthermore, GeneMates offers a function mergeIddAlleles (merge nodes of identically
distributed alleles) to simplify the network topology. As explained in Chapter 2, association
tests are carried out between patterns rather than alleles to reduce the number of tests. As
such, the output network may include edges with identical β when there are distinct alleles
belonging to the same pattern. For an association network, these duplications can be easily
simplified through merging alleles of the same pattern into a single node. However, the
merging process is complicated by APDs for a linkage network as it requires a recalculation
of distance scores for new edges. In order to perform a best-effort topological simplification
while retaining uncertainty for the linkage network, the function mergeIddAlleles only merges
identically distributed alleles that show perfect physical linkage to the same allele, where
the perfection refers to any edge whose score wd equals one. Since all the merged alleles
are completely accessible to the same allele in every strain where each pair of alleles are co-
occurring, the wd of the new edge is then calculated via multiplying the highest unweighted
distance score sd (which represents the best distance consistency) of all merged edges by the
uniform measurability of one.

4.3 Validation study: materials and methods

This section describes a study design, sequence data and detailed steps that were used for
validating my methodology. The validation study was conducted at two levels. First, I
applied the package GeneMates to a published WGS data set of MDR E. coli [198], and
compared association signals between alleles of known horizontally co-transferred ARGs
when controlled or uncontrolled for bacterial population structure. Second, I resolved
genetic structures of putative co-transferred allele clusters that were identified in E. coli and
Salmonella serovar Typhimurium [199] using GeneMates to confirm vectors of the alleles.
Both organisms are of great clinical concern. This section also demonstrate methods that
address challenges in data preparation.
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4.3.1 Collection of bacterial whole-genome sequencing data

For the E. coli data, I used paired-end 100 bp reads (Illumina HiSeq2000) from 185 atypical
enteropathogenic E. coli (aEPEC) strains isolated in Africa and South Asia between 2008
and 2010 during the Global Enteric Multicentre Study (GEMS) [200, 201]. Most strains
were obtained from faecal samples. To ensure high read quality and purity, I inspected base
and read quality with MultiQC [202], which compiled reports of FastQC v0.11.5 [192]. All
read sets were accepted at this stage. I merged overlapping reads with FLASH [203] as a
high level of overlapping reads was detected.

As for the Salmonella data, I took paired-end Illumina reads (length: 76–150 bp) from
373 strains of S. enterica serovar Typhimurium definitive type 104 (DT104), which were
sampled between 1990 and 2011 [199]. The reads were generated using Illumina Genome
Analyzer II/IIx, HiSeq2000 and MiSeq platforms. According to the original publication
[199], I removed 14 known atypical DT104 strains (all of them were isolated in Scotland) as
they are genetically more similar to non-DT104. The remaining strains included 275 Scottish
strains, 23 English or Welsh strains, 51 Canadian strains and 10 Japanese strains. Finally I
carried out the same steps for quality control as those for the E. coli data except the use of
FLASH, because the Salmonella reads showed a limited level of overlapping due to their
library design.

4.3.2 Extraction of core-genome SNPs and contamination detection

The de-overlapped E. coli reads were mapped to the chromosome sequence of the E. coli
serovar 0103:H2 strain 12009 (GenBank association: AP010958) with RedDog version
V1beta.10.3 under its default arguments. This reference genome had been previously shown
to yield the highest read coverage for this data set [201]. To obtain reliable SNP calls, I
identified repetitive and prophage regions in the reference genome using MUMmer v3.23
(≥ 90% nucleotide identity to call repetitive) and PHASTER (accessed on 26 November
2017), respectively [204, 205], and filtered out SNPs within those regions. An identical
mapping process was applied to the Salmonella reads using a chromosome sequence of
DT104 (GenBank association: HF937208) as the reference. Instead of using PHASTER,
which was under maintenance at the time (22 March 2018), PHAST [206] was used to
identify prophage regions.

A challenge in the analysis of HGcoT is the requirement for homogenous read sets. A
DNA library for sequencing may be contaminated due to mixed bacterial culture or artefacts
in the library preparation. To evaluate heterogeneity in a read set, I compared coordinates and
minor allele frequencies (MAFs) of heterozygous SNP calls to those of homozygous SNPs,
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with the expectation that bacterial cells are haploid. Any read set showing congruent MAFs
of the heterozygous SNPs across the whole reference genome was considered as potentially
contaminated. Altogether, 16 E. coli strains and one Salmonella strain were excluded due to
contamination, leaving 169 E. coli strains and 359 Salmonella strains for the following steps.
See Appendix A for details of these strains.

4.3.3 Phylogenetic reconstruction

For each bacterial species, five independent RAxML (v8.2.9) runs were launched on ho-
mozygous SNPs in sites that were conserved in 99% of strains to obtain an optimal unrooted
maximum-likelihood phylogeny [152]. A unique combination of seeds was set for the
random-number generator of RAxML in each run. To calculate bootstrap supports for
branches on each phylogenetic tree, in each run I specified RAxML to repeat the tree infer-
ence for 125 iterations for E. coli strains and 200 iterations for Salmonella strains. The tree
displaying the greatest log-likelihood was chosen as the best tree for further analyses.

4.3.4 Gene screen and allele identification

I screened ARGs in all strains using SRST2 v0.2.0 and my curated ARG-ANNOT database
(ARGannot_r2.fasta, available in the GitHub repository of SRST2) [134]. Arguments
of SRST2 were kept default (that is, > 90% coverage, ≥ 90% nucleotide identity, > 5
fold average read depth, and > 2 fold edge depths to call presence of an ARG). Us-
ing PAMmaker, a supplementary tool developed for GeneMates and can be accessed at
github.com/wanyuac/PAMmaker, I evaluated reliability of ARG calls in all strains based
on per-base read depths calculated by SRST2. Specifically, PAMmaker utilised score files
amongst the SRST2 outputs and reported an allele call as sufficiently reliable if it met the
following criteria:

1. When there was no truncation (at one or both ends of a reference) or deletion (flanked
by remaining bases) of at least two bases present in the alignment of reads against a
reference allele sequence, the average read depth > 5 fold, edge read depths ≥ 2 fold,
and the nucleotide divergence ≤ 10%.

2. When there were any truncations present, nucleotide divergence ≤ 10%, the average
read depth > 5 and read depths neighbouring truncations > 2.

Next, for each bacterial species, I pooled consensus sequences of reliable gene calls in
all strains and clustered them at 100% nucleotide identity using CD-HIT-EST v4.6 [207].

https://github.com/wanyuac/PAMmaker
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Next, an identifier was assigned to each unique sequence, which represents an unique allele
of the corresponding ARG. This procedure enables me to identify novel alleles that were not
included in the reference database. Furthermore, in order to assess if there were multiple
alleles of the same gene co-occurring in the same strain, I developed a diagnostic plot
which considers both the maximum MAF (maxMAF) of base calls in each consensus allele
sequence and the ratio (called an AG-ratio) of the allelic read depth (obtained from the
SRST2 output) over the genomic one (extracted from the RedDog output). The plot took
AG-ratios as coordinates on the X axis and maxMAFs as coordinates on the Y axis. For each
data point in this plot, which denoted an ARG call in a strain, the AG-ratio indicated the
total copy number of all alleles of this gene. As such, a high maxMAF and large AG-ratio
suggests co-occurrence of different alleles in the same cell.

Since there was a complete chromosome sequence and plasmid sequences included
for the strain DT104, I could achieve high resolution and accuracy in gene screen via
directly aligning reference allele sequences in the same ARG-ANNOT database (version
r2) against complete genomes. To do this, I extended a Python script developed by Ryan
R. Wick (github.com/rrwick/SRST2-table-from-assemblies) into a more versatile package
geneDetector (github.com/wanyuac/geneDetector) to implement these sequence alignments.
This tool runs nucleotide BLAST to detect genes and it becomes a supplementary component
of GeneMates. Consensus allele sequences produced by this tool were pooled with those
from SRST2 for sequence clustering and assignment of allele identifiers.

Finally, I generated an allelic PAM and created a database of consensus sequences from
reliable allele calls for subsequent analyses. To help users in preparing the allele content data,
I wrapped relevant scripts into a pipeline called PAMmaker for this procedure and which is
packaged with GeneMates.

4.3.5 De novo genome assembly

De novo assembly of E. coli and Salmonella genomes was conducted using Unicycler v0.4.1
[195], which implements SPAdes v3.10.1 for short-read assembly [118] and leverages paired-
end reads to optimise initial assembly graphs from SPAdes via bridging gaps, merging
nodes and correcting assembly errors. For each genome, the resulting assembly graph
from Unicycler is an intermediate between the c-type and l-type contig graphs discussed in
Chapter 3. As such, Unicycler is superior to the pipeline consisting of SPAdes and SPAdes-
Contig-Graph (see Chapter 3) for assembling bacterial genomes. In this study, I specified
Unicycler to turn the SPAdes option of read correction off as this process turned out to be
too conservative for some read sets to get the assembly pipeline successfully run through.
Other options were kept default (see the manual of Unicycler for details). Finally, I gathered

https://github.com/rrwick/SRST2-table-from-assemblies
https://github.com/wanyuac/geneDetector
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assembly graphs from Unicycler for measuring APDs and concatenated assembly statistics
for further quality assessment of read sets.

4.3.6 Measurement of allelic physical distances

As I have derived previously, the physical distances between mobile ARGs play a pivotal role
in the inference of physical linkage between horizontally co-transferred resistance alleles.
Acquisition of these distances was carried out in two steps: determining criteria to filter the
measurements for accuracy using the strategy developed in the third chapter and applying
these criteria to the distances measured in genome assemblies of actual bacterial samples.

First, with the same simulation-and-validation strategy and procedure outlined in Chapter
3, I determined reliability criteria for APDs using complete genomes of MDR E. coli and S.
Typhimurium (without consideration of definitive types due to a limited number of publicly
available complete DT104 genomes at present). See Tables 4.1 and 4.2 for details. For each
species, 10 strains were selected from non-sibling lineages in the species dendrogram in the
NCBI genome database (accessed in November 2017) so that statistical inference will not
be confounded by strong phylogenetic signals. I calculated average nucleotide identities
between these strains using FastANI v1.0 [208] to inspect their relatedness.

As for specific parameters of analyses, for E. coli genomes, I used ART (version Moun-
tRainier) and its build-in Illumina HiSeq2000 error profile to simulate 100-bp pair-end reads
at a read depth of 88.51 fold (the median depth covering the 169 E. coli strains according to
the RedDog outputs), a mean insert size of 220 bp with a standard deviation of 71 bp (both
arguments are medians for this data set) [189]. For S. Typhimurium genomes, I simulated
short reads from the Illumina HiSeq2000 platform under a 76 bp read length, a 251 bp insert
size with a 76 bp standard deviation and a 75 fold read depth in accordance with summary
statistics of my actual read sets of the shortest read length (76 bp). To ensure sufficient
specificity in locating CDS in every assembly for the distance measurement, a hit of each
CDS was reported by the nucleotide BLAST to Bandage only if it covered ≥ 95% of the CDS
with ≥ 95% nucleotide identity and an e-value ≤ 1×10−5. These parameters were kept the
same for subsequent applications. Further, in order to compare the distance measurements
and the reference distances in an efficient manner, I randomly selected 250k measurements
per strain from the distances measured in paths of at most 10 nodes in the assembly graphs.

Second, for actual samples, I took consensus allele sequences as queries, took assembly
graphs and contigs as subjects, and used Bandage to measure the APDs in the genome
assemblies of each species. Since I found that the measurements in contigs were more
accurate than were those in assembly graphs, I prioritised the distances from different sources
and kept the one from contigs when there are distances obtained from both the contig and
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the graph. Furthermore, when calling the function findPhysLink of GeneMates, I specified
the function to filter out any measurements obtained from more than two nodes or stretched
longer than 250 kbp to ensure that more than 90% of remaining distances were accurate
when tolerating errors not exceeding ±1 kbp.

Table 4.1 A summary of 10 MDR E. coli strains used for determining reliabil-
ity criteria for APDs. An accession number in the NCBI nucleotide database
(www.ncbi.nlm.nih.gov/nucleotide) is provided for each genome. Abbreviations: ARGs,
antimicrobial resistance genes; NA, not detected.

Strain Genome Accession Length (bp) ARGs
2011C-3493 chromosome CP003289 5,273,097 ampH, ampC1, ampC2, mrdA, drfA7,

strA, strB, sul2, sul1, tetA
plasmid CP003291 74,217 NA
plasmid CP003290 88,544 blaCTX-M-15, blaTEM-105
plasmid CP003292 1,549 NA

NRG_857C chromosome CP001855 4,747,819 ampH, ampC2, mrdA
plasmid CP001856 147,060 aadA1-pm, catA1, drfA1, mphB, strA,

strB, sul2, sul1, blaTEM-105, tetA
Ecol_517 chromosome CP018965 4,794,957 ampH, ampC1, ampC2, mrdA

plasmid CP018964 118,495 aac6-Ib, aadA5, blaCTX-M-15, catB4,
dfrA7, mphA, blaOXA-1, sul1, tetA

plasmid CP018963 54,644 blaKPC-2
Ecol_545 chromosome CP018976 5,031,843 ampH, ampC1, ampC2, mrdA, blaCTX-

M-15, qnr-S1
plasmid CP018975 95,926 NA
plasmid CP018974 70,876 aac6-Ib, catB3, blaKPC-2, blaOXA-1,

blaTEM-105
plasmid CP018973 70,152 blaCTX-M-27
plasmid CP018972 4,073 NA
plasmid CP018971 3,164 NA

APEC_O1 chromosome CP000468 5,082,025 ampH, ampC1, ampC2, mrdA
plasmid DQ381420 174,241 NA
plasmid DQ517526 241,387 aac3-VIa, aadA1-pm, SulI, tetC

PCN033 chromosome CP006632 4,987,957 ampH, ampC2, mrdA, aac3-IId,
blaTEM-105

plasmid CP006633 3,319 NA
plasmid CP006634 4,086 NA
plasmid CP006635 161,511 aph3-Ia, dfrA17, oqxA, oqxB, strA,

strB, sul2, blaTEM-105, tetB
ST540a chromosome CP007390 4,807,977 ampH, ampC1, ampC2, mrdA, aph3-Ia,

strA, strB, sul2, blaTEM-150, tetA

https://www.ncbi.nlm.nih.gov/nucleotide
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Santai chromosome NZ_CP007592 5,104,557 ampH, ampC1, ampC2, mrdA, aac3-
IId, aac6-Ib, aadA2, armA, arr3, catA1,
catB3, dfrA12, floR, fosA, mphA, mphE,
msrE, blaOXA-1, strA, strB, sul2, sul1,
blaTEM-105, tetA

ECONIH1 chromosome CP009859 5,310,511 ampH, ampC1, ampC2, mrdA, blaCTX-
M-15

plasmid CP009860 121,385 aadA5, dfrA17, ermB, mphA, sul1
plasmid CP009861 47,560 NA
plasmid CP009862 80,186 aac6-Ib, aadA1-pm, dfrA14, blaKPC-2,

blaOXA-9, strA, strB, sul2, blaTEM-
150

EC958 chromosome HG941718 5,109,767 ampH, ampC2, mrdA, blaCMY-23
plasmid HG941719 135,602 aac6-Ib, aadA5, blaCTX-M-15, catB4,

dfrA17, mphA, blaOXA-1, sul1,
blaTEM-105, tetA

plasmid HG941720 4,080 NA

Table 4.2 A summary of 10 MDR S. Typhimurium strains used for determining re-
liability criteria for APDs. An accession number in the NCBI nucleotide database
(www.ncbi.nlm.nih.gov/nucleotide) is provided for each genome. Abbreviations: ARGs,
antimicrobial resistance genes; NA, not detected.

Strain Genome Accession Length
(bp)

ARGs

DT104 chromosome HF937208 4,933,631 aac6-Iaa, aadA2, blaCARB-2, floR, sul1,
tetG

plasmid HF937209 94,034 NA
TW_Stm6 chromosome CP019649 4,999,862 aac6-Iaa, strA, strB, sul2, blaTEM-105,

tetB
plasmid CP019647 275,801 aadA2, aadA1-pm, aphA2, cmlA1,

dfrA12, strA, strB, sul3, blaTEM-105,
tetA

plasmid CP019648 4,083 NA
ST33676 chromosome CP012681 4,809,574 aac6-Iaa

plasmid CP012683 112,639 cmy-17
plasmid CP012684 4,512 NA
plasmid CP012682 161,461 aac3-IId, aadA2, dfrA12, floR, oqxA,

oqxB, strA, strB, sul2, sul3, tetA
T000240 chromosome AP011957 4,954,814 aac6-Iaa, aadA1-pm, catA1, blaOXA-1,

sul1, tetB
plasmid AP011958 106,510 aac3-IId, aadA2, dfrA12, sul1
plasmid AP011959 8,670 strA, strB, sul2

U288 chromosome CP003836 4,852,606 aac6-Iaa

https://www.ncbi.nlm.nih.gov/nucleotide
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plasmid CP004058 148,711 aadA2, aadA1-pm, cmlA1, dfrA12, sul3,
blaTEM-105

plasmid CP004059 11,067 strA, strB, sul2, tetA
plasmid CP004060 4,675 NA

ST81741 chromosome CP019442 4,974,856 aac6-Iaa, tetB
plasmid CP019443 233,802 aac3-IId, aadA17, blaCTX-M-65, floR,

lunF, sul2, blaTEM-105, tetM
plasmid CP019444 84,565 mphA, blaNDM-5, blaTEM-105

L3553 chromosome AP014565 5,051,841 aac6-Iaa, aada2, cmy-17, dfrA12, floR,
strA, strB, sul2, sul1, tetA

plasmid AP014566 132,611 aph3-Ia, sul1, blaTEM-105, tetA
SO469809 chromosome NZ_LN999997 5,037,238 aac6-Iaa, strA, strB, sul2, blaTEM-105,

tetB
WW012 chromosome NZ_CP022168 4,991,167 aac6-Iaa, strA, strB, sul2, tetB

plasmid NZ_CP022169 151,609 aadA2, aadA1-pm, cmlA1, dfrA12, mcr-
1, sul3

VNB151 chromosome NZ_LT795114 4,985,374 aac6-Iaa, tetB
plasmid NZ_LT795115 246,444 aac3-Iva, aac6-Ib, aadA2, aadA1-pm,

aph3-Ia, aph4-Ia, arr3, catB3, cmlA1,
floR, blaOXA-1, oqxA, oqxB, sul1, sul2,
sul3

plasmid NZ_LT795116 4,239 NA

4.3.7 Association and co-transfer analyses

Both the association and co-transfer analyses were performed sequentially using the function
findPhysLink. I specified the function to remove alleles of known intrinsic ARGs (ampH,
ampC1, ampC2 and mrdA of E. coli, and aac6-Iaa of S. enterica). The filters for allele
frequencies or co-occurrence counts were disabled so that all allele pairs were tested. This
is the same as the method described in the BugWAS paper [79]. To obtain fixed effects not
controlled for population structure, I fitted PLMs via the function plr to the same explanatory
and response alleles as those tested by findPhysLink. Since in every null LMM (Y ∼ 1), the
parameter λ0 reveals the proportion of variation in Y explained (PVE) by population structure
in the absence of any explanatory allele X [173], I used the estimate λ̂0 as a measure of
population structure underlying Y to evaluate the effect of LMMs on fixed effects. Moreover,
I characterised PCs for E. coli and Salmonella strains to evaluate the contribution of structural
random effects to presence-absence of the response allele in each LMM.

I applied a Bonferroni correction to p-values of each kind of models to control the false
positive rate. An association between two alleles was called when the hypothesis test on the
fixed effect β in an LMM or a PLM (for which the fixed effect is the slope term) returned a
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corrected p-value ≤ 0.05. Furthermore, I grouped association tests based on the λ̂0 for both
the response and explanatory alleles in order to elucidate the relationship between changes in
p-values after applying LMMs and the strength of population structure underlying alleles.
Only p-values ≥ 2.2×10−16 were comparable due to the minimum floating number that my
computer can represent precisely.

4.3.8 Network visualisation and analysis

An association network and a linkage network were used to visualise results for each bacterial
species in this study, and Cytoscape v3.6.1 was launched for network visualisation. Input
files for Cytoscape were created using the function mkNetwork in the package GeneMates.
Node attributes followed the same definitions in every network: each node represented one or
more alleles sharing the same distribution in bacterial strains (namely, of a unique distribution
pattern), has a diameter proportional to the allele frequency, and is coloured by antimicrobial
class(es) that the allele(s) encode resistance to. As for definitions of edge attributes, in every
network, an edge represented a significant fixed effect (the β̂ in an LMM or b̂ in a PLM)
of an explanatory allele X on a response allele Y following a linear model Y ∼ X . The
edge was directed, starting from X and terminating at Y. The edge width was proportional
to the size of the fixed effect. However, the definition of edge colours differed between
the association network and the linkage network. In the association network, I used purple,
red, and blue to indicate a significant fixed effect that was detected using both the LMM
and PLM, only the LMM, or only the PLM, respectively; in the linkage network, I used a
gradient from grey to red to represent the weighted distance score wd in a linear manner for
a pair of significantly associated alleles or allele clusters. Furthermore, in the association
network, I used a solid line and a dashed line for edges that represented positive associations
and negative associations, respectively.

In this study, I used the association network to conduct a comparison between significant
associations determined with LMMs and PLMs for each species. Specifically, I extracted
associations from the result of findPhysLink or plr and merged them into a single edge table
for Cytoscape. I used the linkage network to identify putative physical linkage between the
alleles. Particularly, I did not filter edges of association networks for a certain level of the
distance score wd to evaluate effects of incorporating APDs into an association network.
Support to edges in the linkage network by consistent APDs was summarised using a function
summariseDistsForEdge in the package GeneMates.

For tables of each network, I used the function mergeIddAlleles to merge rows relating
to identically distributed alleles. The resulting tables were exported as two text files, which
were then taken as inputs by Cytoscape. Further, I used a function max_cliques in an R
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package igraph [209] to identify maximal cliques (namely, complete graphs that cannot be
extended by adding adjacent nodes) in the linkage network. For each species, the distribution
of clustered alleles identified in a network was compared to the phylogeny using a function
ringPlotPAM in GeneMates.

4.4 Validation study: results

This section consists of four parts. First, I report cgSNPs and ARGs identified in E. coli and
Salmonella strains, respectively. Second, I illustrate changes in associations after taking into
account the phylogeny, and relate the association network to known clusters of mobile ARGs.
Third, I show the distribution of weighted distance scores in each linkage network and reveal
their relationship to the known mobile ARG clusters. Finally, I demonstrate the identification
of a novel MGE using the linkage network of E. coli as a further validation of GeneMates.

4.4.1 Core-genome SNPs

I detected 327,526 homologous SNPs in the 169 E. coli strains. Of these, 35,005 SNPs were
located in repetitive or MGE-associated regions identified in the reference E. coli genome,
and were excluded from further analysis. Of the remaining 292,521 SNPs, 238,735 (82%)
SNP sites were conserved in 99% of strains, and 218,453 (75%) were conserved in all strains
(defined as cgSNPs). Further, of the cgSNPs, 209,097 (96%) SNPs were biallelic, 9,085
SNPs were tri-allelic and the remaining 271 SNPs were tetra-allelic. There were 47,621
biallelic cgSNPs having their minor alleles identified in only one strain.

The 359 Salmonella strains, which belonged to a defined sub-lineage of the serotype
Typhimurium DT104, showed much less nucleotide diversity in chromosomes than the E.
coli strains, with only 3,034 SNPs detected altogether. Of these, 432 SNPs (14%) were
located in repetitive or prophage regions, and were excluded from further analysis. Of the
remaining SNPs, 2,316 SNP sites (76%) were conserved in all strains (namely, the cgSNPs)
and all of them were biallelic.

4.4.2 Antimicrobial resistance

Amongst the 169 E. coli strains, I identified 178 alleles of 33 ARGs conferring resistance
to eight antimicrobial classes, with a median of nine ARGs per strain. I identified the
four known intrinsic ARGs of E. coli (ampH, ampC1, ampC2 and mrdA), which displayed
evidently higher frequencies than the others (> 87% versus < 63%). Figure 4.2a illustrates
frequencies and allele numbers of ARGs sorted by AMR classes. This figure also shows
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that the majority of ARGs having at least four alleles had frequencies above 32%. After
excluding intrinsic ARGs, the number of accessory ARGs per strain showed a bimodal
distribution, with a median of six genes per strain and 29 strains having no accessory ARG
at all (Figure 4.2b). There were 67 alleles of 29 accessory ARGs detected altogether, and
they were dominated by those of frequencies less than 3% (45 alleles of 24 genes), whilst
the other alleles accounted for 26.4% of the total allele number (Figure 4.2c). Of accessory
ARGs, each allele that appeared ≥ 4 times in the strains displayed enrichment in particular
lineages, and most alleles were found in multiple lineages (Figure 4.3).

Amongst the 359 Salmonella strains, I identified 57 alleles of 24 ARGs conferring
resistance to six antimicrobial classes. Only a single allele of the known intrinsic ARG
(aac6-Iaa) in S. enterica was detected, and this allele was excluded from further analyses —
leaving 56 alleles of 23 accessory ARGs. Two groups of ARGs were clearly revealed by their
frequencies, with a minimum difference of 70% in the frequencies between groups (Figure
4.4a). More specifically, the high-frequency group was comprised of the gene aac6-Iaa and
five acquired genes (sul1, aadA, blaCARB, tet(G) and floR) that are known to often occur in
the Salmonella genomic island 1 (SGI1) [174]. These acquired genes were only seen in a
single lineage that dominated the Salmonella data set (Figure 4.5). The median count of
accessory ARGs per strain was five, which was seen in 241 (67%) strains, and no accessory
ARG was detected in the other 19 strains (Figure 4.4b). Genes in the low-frequency group
had frequencies below 7.6%, and accounted for 90% of accessory ARGs (Figure 4.4c).

Using the function heatMapPAM in GeneMates, I identified identically distributed alleles
of accessory ARGs in both E. coli and Salmonella. Distributions of these alleles were either
restricted to a clade or dispersed around the phylogenetic tree. As illustrated in Figure 4.7a,
three pairs of alleles were found to be co-distributed in distantly related E. coli strains: two
pairs (of genes aadA1-pm and dfrA1, aadA5 and dfrA17) confer resistance to aminoglycosides
and trimethoprims, and one pair (of genes ermB and mphA) confers resistance to macrolides.
In addition, three alleles (of genes qepA, aadA2 and dfrA12) associated with resistance to
fluoroquinolones, aminoglycosides and trimethoprims were detected only in a monophyletic
clade of three E. coli strains. In Salmonella, only a single pair of alleles (of genes aac3-IV
and aph4-Ia) were identically distributed, and strains carrying both alleles were dispersed in
the Salmonella tree.
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Figure 4.2 ARG content of 169 E. coli strains. (a) Frequencies and allele numbers of ARGs sorted
by AMR classes. Each gene is represented by a circle, either shaded (accessory) or unshaded (intrin-
sic), and is coloured by the corresponding AMR class. The diameter of each circle is proportional
to an allele number that overlaps the circle. (b) The number of strains each harbouring a particular
number of accessory ARGs follows a bimodal distribution. (c) Frequencies of 67 alleles of accessory
ARGs arranged in a descending order within each antimicrobial class. AMR classes: AGly, amino-
glycosides; Bla, beta-lactams; Flq, fluoroquinolones; MLS, macrolides/lincosamides/streptogramins;
Phe, phenicols; Sul, sulfonamides; Tet, tetracyclines; Tmt, trimethoprims.
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Figure 4.3 A binary heat map showing presence-absence of 27 accessory ARG alleles that each
occurred at least four times in 169 E. coli strains. Alleles of lower frequencies are excluded from
this heat map for conciseness. In the heat map, rows represent strains whose relationships are indicated
in the midpoint-rooted core-genome ML phylogeny; columns represent alleles, and are clustered using
a single-linkage method based on binary distances between columns. In this heat map, each grey box
indicates absence of an allele in a strain, and each coloured box indicates presence of an ARG allele
in a given strain, with the colour linked to an antimicrobial class. AMR classes: AGly, aminoglyco-
sides; Bla, beta-lactams; Flq, fluoroquinolones; MLS, macrolides/lincosamides/streptogramins; Phe,
phenicols; Sul, sulfonamides; Tet, tetracyclines; Tmt, trimethoprims.
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Figure 4.4 ARG content of 359 Salmonella strains. (a) Frequencies and allele numbers of ARGs
sorted by AMR classes. Each gene is represented by a circle, either shaded (accessory) or unshaded
(intrinsic), and is coloured by the corresponding AMR class. (b) The number of strains each harbouring
a particular number of accessory ARGs. (c) Frequencies of 56 alleles of 23 accessory ARGs arranged
in a descending order within each antimicrobial class. AMR classes: AGly, aminoglycosides; Bla,
beta-lactams; Phe, phenicols; Sul, sulfonamides; Tet, tetracyclines; Tmt, trimethoprims.
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Figure 4.5 A binary heat map showing presence-absence of 22 SGI1-borne ARG alleles in 359
Salmonella strains. Rows represent strains whose relationships are indicated in the midpoint-rooted
core-genome ML phylogeny; columns represent alleles, which belonged to five ARGs. The columns
are clustered using a single-linkage method based on binary distances between the columns. Each
grey box indicates absence of an allele in a given strain. AMR classes: AGly, aminoglycosides; Bla,
beta-lactams; Phe, phenicols; Sul, sulfonamides; Tet, tetracyclines.
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Figure 4.6 A binary heat map showing presence-absence of 34 ARG alleles that were not car-
ried by SGI1 in 359 Salmonella strains. Rows represent strains whose relationships are indicated
in the midpoint-rooted core-genome ML phylogeny; columns represent alleles, which belonged
to 18 ARGs. The columns are clustered using a single-linkage method based on binary distances
between the columns. Each grey box in the heat map indicates absence of an allele in a given strain.
AMR classes: AGly, aminoglycosides; Bla, beta-lactams; Phe, phenicols; Sul, sulfonamides; Tet,
tetracyclines; Tmt, trimethoprims.
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Figure 4.7 Binary heat maps showing distributions of identically distributed alleles of accessory
ARGs in (a) E. coli or (b) Salmonella. For each species, an ML phylogeny is inferred from
cgSNPs and shown on the left side of each heat map. AMR classes: AGly, aminoglycosides; Flq,
fluoroquinolones; MLS, macrolides/lincosamides/streptogramins; Tmt, trimethoprims.
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4.4.3 Association networks controlled for population structure

For E. coli strains, 3,364 LMMs were applied to 60 distribution patterns that represented
presence-absence of 67 alleles of accessory ARGs, and 118 significant associations were
detected between these patterns. Simple PLMs for the same patterns identified 70 signif-
icant associations. An association network was constructed from significant LMM-based
and PLM-based associations, which comprised 45 nodes, 138 edges and two connected
graph components (Figure 4.8). In this network, ARG alleles associated with resistance to
aminoglycosides, trimethoprims and sulphonamides accounted for the largest number of
LMM-based associations (≥ 38 alleles for each AMR class), and the allele StrA_1501.173
was involved in the greatest number of such associations (with 16 neighbour alleles). I
identified a separate sub-network in Figure 4.8 using LMMs, which consisted of rare alleles
and showed a maximum allelic co-occurrence count of two across E. coli strains (Figure 4.9).

Of the 28 known pairs of co-localised ARGs in E. coli (defined from Figure 2a by Ingle et
al. [198], and highlighted in Figure 4.8 of this thesis), LMMs identified significant allele-level
associations in 19 (68%) pairs, while PLMs identified significant allele-level associations in
16 (57%) pairs (Table 4.3). Nonetheless, proportions of ARG pairs showing such significant
associations did not significantly differ between these two kinds of linear models (two-sided
p-value = 0.58 in a two-proportions Z-test for the null hypothesis of equal proportions). With
two exceptions (alleles of ARGs dfrA8, strA and strB), the table also shows that significantly
associated alleles determined using PLMs were also significantly associated after adjusting
for population structure using LMMs. Moreover, all significant associations listed in Table
4.3 were positive (Figure 4.8).

For Salmonella strains, 2,040 LMMs were applied to 48 distribution patterns that repre-
sented presence-absence of 56 alleles of accessory ARGs, and 112 significant associations
were detected. Simple PLMs for the same patterns identified 48 associations. Figure 4.10
shows a network comprised of LMM-based and PLM-based significant associations. This
association network consisted of 32 nodes and 124 edges, and all the nodes constituted a
single connected graph. ARG alleles associated with resistance to aminoglycosides, tetracy-
clines and sulphonamides accounted for the largest number of significant associations (39 –
77 alleles per antimicrobial class), and allele Aph3-Ia_1218.42 showed the greatest number
of significant associations (22 neighbour alleles). Five alleles of ARGs ([sul1, blaCARB, floR,
aadA and tet(G)]) that are known to co-occur in the 13 kbp chromosome-borne SGI1 MDR
region (GenBank accession: AF261825) in Salmonella [210] formed a single clique in the
association network (Figure 4.10). These alleles were only detected in a single lineage (Fig-
ure 4.5) with a co-occurrence count of 199 (55% of the 359 Salmonella strains). Moreover,
frequencies of these alleles showed a complete positive rank-based correlation (Kendall’s
τ = 1) with random effects of population structure on their distributions (Table 4.4). All of
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20 PLMs and 13 (65%) LMMs constructed from these five ARG alleles showed significant
positive associations (Table 4.5).

Figure 4.8 An association network for ARG alleles in E. coli strains. Each node represents an
allele or identically distributed alleles, with its diameter proportional to the allele frequency and colour
indicates the antimicrobial class(es) that the node is associated with. Yellow node borders indicate
alleles detected only once. Every edge is directed, starting from an explanatory allele and terminating
at a response allele, representing a significant association determined using an LMM and/or PLM.
The edge width is proportional to the absolute value of the estimated fixed effect size β̂ in an LMM.
Solid and dashed edges represent significant positive associations (β̂ > 0) and significant negative
associations, respectively. Red, blue and purple edges denote significant associations under LMMs,
PLMs, and both LMMs and PLMs, respectively. Light-green areas indicate associated alleles of the
known co-localised ARGs [198], and the light-grey area highlights a separate sub-network shown in
Figure 4.9 for more details.
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Figure 4.9 A separate sub-network in the association network of E. coli (a) and co-occurrence
of its alleles in 169 E. coli strains (b). In (a), a heat map showing co-occurrence events between
nodes in the sub-network (b) and an alignment of these events against the midpoint-rooted ML
core-genome phylogeny of E. coli strains. Column names of the heat map denote node pairs labelled
in (b). Counts of alleles in the 169 strains are displayed as digits between parentheses next to node
labels in (b). Asterisks beneath column names denote raw p-values (that is, without Bonferroni
correction) based on PLMs. Notice PLM-based p-values were the same for each pair of these alleles.
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Table 4.3 A comparison of positive associations in the network for E. coli strains to known co-
localisation of mobile ARGs. Co-localisation of ARGs in MGEs were previously determined by
Ingle, et al. [198]. Each pair of associated alleles (denoted by alleles 1 and 2, regardless of their roles
in a linear model) is identified in the network shown in Figure 4.8. Notice an ARG may have multiple
alleles (whose names are listed in the column Allele_1 or Allele_2) or no allele (denoted by a dash
sign in the table) present in the association network. Abbreviations: LMM, linear mixed model; PLM,
penalised logistic model. Symbols indicating whether an association is determined using either an
LMM or a PLM: ( ), yes; ( ), no. No allele was detected for a gene: –.

Gene_1 Gene_2 Allele_1 Allele_2 LMM PLM
tet(B) strB TetB_1213.67 StrB_1614.153

TetB_1213.67 StrB_1614.156
TetB_1213.67 StrB_1614.162

tet(B) sul2 – –
tet(B) strA – –
dfrA14 strB DfrA14_322.227 StrB_1614

DfrA14_322 StrB_1614.157
dfrA14 sul2 DfrA14_322.227 SulII_1219

DfrA5_324 SulII_1219.168
dfrA7 strA DfrA7_318 StrA_1501.173
dfrA7 strB DfrA7_318 StrB_1614
dfrA7 sul2 DfrA7_318 SulII_1219.167

DfrA7_318 SulII_1219.168
dfrA7 sul1 DfrA7_318 SulI_1616

DfrA7_318 SulI_1616.203
DfrA17_316 SulI_1616

dfrA7 tet(A) DfrA7_318 TetA_1545
tet(A) strA TetA_1545 StrA_1501.173
tet(A) strB TetA_1545 StrB_1614
tet(A) sul2 TetA_1545 SulII_1219.168
tet(A) sul1 – –
blaTEM-198 tet(A) TEM-214_1718.147 TetA_1545
blaTEM-198 sul1 – –
blaTEM-198/191 strA TEM-214_1718.147 StrA_1501.173
blaTEM-198/191 strB – –
blaTEM-198/191 sul2 – –
dfrA8 strA DfrA8_1079 StrA_1501.173
dfrA8 strB DfrA8_1079 StrB_1614.153
dfrA8 sul2 DfrA8_1079 SulII_1219
strA strB StrA_1501.173 StrB_1614

StrA_1501.173 StrB_1614.153
StrA_1501.178 StrB_1614

strA sul2 StrA_1501.173 SulII_1219
StrA_1501.173 SulII_1219.168

strB sul2 StrB_1614 SulII_1219.168
StrB_1614.153 SulII_1219
StrB_1614 SulII_1219

sul1 strA – –
sul1 strB – –
sul1 sul2 SulI_1616 SulII_1219.167

SulI_1616.203 SulII_1219.168
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Figure 4.10 An association network for alleles of accessory ARGs in Salmonella strains. Nodes
and edges follow the same configurations as Figure 4.8. Node labels denoting identically distributed
alleles are abbreviated as c1 (Aph4-Ia_1061, Aac3-Iva_1489.65), c3 (CmlA1_1537.6, CMY-44_409,
FloR_1212.11, TetA_1545.7) and c5 (SulII_1219.44, StrA_1501) for conciseness. A maximal clique
comprised of five SGI1-borne ARG alleles is highlighted using a green shade.

Table 4.4 REML estimates of the parameter λλλ in LMMs of the five SGI1-borne ARG alleles
under the null hypothesis of no fixed effects. In a null LMM, this parameter reflects the effect of
population structure on the distribution of a response allele.

Allele Count λ̂λλ 0

SulI_1616 328 ≥ 105

AadA2_1605 323 140.90
CARB-2_559 289 139.69
TetG_632 283 112.90
FloR_1212.12 205 90.55
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Table 4.5 LMM-based associations between five ARG alleles in SGI1. Allele_Y and Allele_X
denote the response allele and explanatory allele in an LMM Y ∼ X , respectively. An association
is denoted by a filled circle in the column LMM when it is significant, otherwise, an unfilled circle
is drawn. The notation λ̂ denotes an REML estimate of the parameter λ for random structural
effects in an LMM.

Allele_Y Allele_X LMM λ̂λλ

FloR_1212.12 SulI_1616 64.98
SulI_1616 FloR_1212.12 ≥ 105

AadA2_1605 FloR_1212.12 137.49
FloR_1212.12 AadA2_1605 82.73
CARB-2_559 FloR_1212.12 110.28
FloR_1212.12 CARB-2_559 57.27
FloR_1212.12 TetG_632 64.45
TetG_632 FloR_1212.12 91.3
CARB-2_559 SulI_1616 70.79
SulI_1616 CARB-2_559 ≥ 105

AadA2_1605 CARB-2_559 130.1
CARB-2_559 AadA2_1605 123.6
CARB-2_559 TetG_632 244.33
TetG_632 CARB-2_559 160.14
SulI_1616 TetG_632 ≥ 105

TetG_632 SulI_1616 55.9
AadA2_1605 TetG_632 118.93
TetG_632 AadA2_1605 77.76
AadA2_1605 SulI_1616 73.42
SulI_1616 AadA2_1605 ≥ 105

For ARGs in each species, 29% – 36% of allele pairs showed significant associations
using both LMMs and PLMs (Figure 4.11). Comparing to PLMs, LMMs identified more
significant associations for both species. Further, more positive associations between
ARG alleles that are known to co-occur in MGEs of E. coli were seen using LMMs.

Figure 4.11 Venn diagrams counting associations inferred with linear models that were
controlled for population structure or not (that is, LMMs versus PLMs). Numbers in circles
are edge counts of association networks shown in Figures 4.8 and 4.10. Abbreviations: PLM,
penalised logistic model; LMM, linear mixed model.
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4.4.3.1 Population structure captured by sample projections on principal components

In this section, I describe two characteristics of PCs that were constructed from the data sets
of E. coli and Salmonella. Firstly, sample projections on none of the PCs captured more than
32% of the total genetic variation in strains (Figure 4.12). Instead, the cumulative proportion
of genetic variations captured by sample projections on an ascending number of PCs for
each organism formed a smooth curve that eventually plateaued at 100%, with an increment
rate that differed substantially between E. coli and Salmonella strains. As shown in Figure
4.12, the number of leading PCs required to capture at least 75% of genetic variations varied
dramatically between organisms, with six PCs for E. coli and 74 PCs for Salmonella.

Figure 4.12 Cumulative percentage of the total genetic variation captured by sample projec-
tions on PCs of each species. According to the equation 2.23 in the second chapter, when PCs are
arranged in a descending order of their corresponding eigenvalues, the percentage of genetic variation
captured by sample projections on the first k PCs is calculated by the formula ∑

k
i=1 λi/∑

n
i=1 λi×100%,

where λi is the i-th PC and n is the total number of PCs. All genetic variation of the 169 E. coli strains
are captured via 159 PCs, where projections on the first PC, first six PCs and the first 20 PCs capture
31.36%, > 75% and > 95% of the total variation, respectively. The total genetic variation of the 359
Salmonella strains are captured via 319 PCs, where the first PC, first 74 PCs and the first 191 PCs
capture 11.29%, > 75% and > 95% of the variation, respectively.

Secondly, for every distribution pattern of alleles, the REML estimate of the parameter
λ in the null LMM, namely, the λ̂0, perfectly predicted whether there were more than five
PCs that significantly contributed to the presence-absence of a response allele. As explained
in Section 2.2.1.8, the λ in an LMM measures the proportion of structural random effects
(namely, the overall contribution of PCs to a distribution pattern) to environmental random
effects. In both E. coli and Salmonella, λ̂0 showed a bimodal distribution where intermediate
values accounted for less than 45% of all values (Figure 4.13). As shown in Figure 4.14, I
determined significant structural random effects (Bonferroni-corrected p-values ≤ 0.05) for
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each pattern using the function testForStruEff in GeneMates, and found none of them had a
λ̂0 ≤ 10−5 and their minimum was 3.47. Moreover, I confirmed that the allele configuration
where both the response and explanatory alleles showed a λ̂0 ≥ 105 perfectly matched to
observations that both alleles shared at least 11 significant PCs. By contrast, other allele
configurations (where one allele may have a λ̂0 of 105) only shared ≤ 3 significant PCs.

Figure 4.13 Proportions of structural random effects to environmental random effects in
LMMs. Each histogram is created through calculating a − log10 λ̂0 for each distribution pattern
of ARG alleles. Altogether, 60 and 48 distribution patterns of ARG alleles were identified in E. coli
and Salmonella, respectively.

Figure 4.14 Number of significant PCs contributing to presence-absence of the response pattern
in an LMM. Significant PCs are determined based on a maximum of 0.05 for Bonferroni-corrected
p-values. For each organism, the number of PCs per response is grouped by the REML estimate of λ0.
Considering both organisms, for patterns whose λ̂0 < 105, the count of significant PCs varies between
one and five, while for patterns whose λ̂0 ≥ 105, this count varies between 10 and 136.
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4.4.3.2 Effects of linear mixed models on fixed effects

In this section, I evaluate effects of controlling for bacterial population structure on the
significance of fixed effects in LMMs. Since multiple ARG alleles may show the same
distribution pattern, herein I only consider p-values per combination of two patterns rather
than ARG alleles to avoid duplications.

Figures 4.8 and 4.10 reveal that PLMs produced identical p-values at a precision level
of up to nine decimals for each pair of association tests (namely, Y ∼ X and X ∼ Y for the
same pair of patterns). By contrast, when the population structure was taken into account,
p-values may become divergent for the same pair of alleles. Specifically, 84% of 1,682
pattern pairs of E. coli, and 71% of 1,020 pattern pairs of Salmonella had distinct p-values
under a precision level of four decimals, respectively. As a result, in both association
networks shown in Figures 4.8 and 4.10, significant associations (Bonferroni-adjusted p-
values ≤ 0.05) determined with PLMs for a pair of alleles always appear as a pair of opposing
edges, and significant associations determined with LMMs may be only one-way between
two alleles. This is a substantial difference in directionality of edges obtained without or
with consideration of population structure. Specifically, of the 118 significant associations
between 79 pairs of alleles or clusters of identically distributed alleles in the association
network of E. coli, there were 39 (49%) pairs of nodes having significant associations in
both directions, and the other 40 pairs of nodes were significantly associated in a single
direction. Similarly, of the 112 significant associations between 69 pairs of alleles or clusters
of identically distributed alleles in the association network of Salmonella, there were 43
(62%) pairs of nodes having significant associations in both directions, and the other 26 pairs
of nodes were significantly associated in a single direction.

Figures 4.15 and 4.16 compare raw p-values of fixed effects in PLMs and LMMs for
E. coli and Salmonella strains, respectively. Both figures display an overall shift in the
distribution of p-values towards greater values1, even if both distribution patterns X and Y of
ARG alleles display weak structural random effects (10−5 ≤ λ̂0 < 1). As such, the majority
of fixed effects (74% for E. coli and 85% for Salmonella) in LMMs became less significant
than those in PLMs when the population structure was controlled for. Furthermore, as shown
in Figure 4.17, 93% and 99% of LMM-based fixed effects that became more significant than
PLM-based fixed effects for E. coli and Salmonella, respectively, were obtained from LMMs
where at least one distribution pattern showed moderate/strong structural random effects
(1 < λ̂0 ≤ 105).

1In Figures 4.15 and 4.16, for linear models following the same variable setting Y ∼ X , the LMM-based
p-value (p2) is greater than the PLM-based p-value (p1) when − log10 p2 <− log10 p1. In this case, the fixed
effect of X in the LMM is less significant than that in the PLM.
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Figure 4.15 A comparison of p-values from PLMs and LMMs for the same pattern configu-
rations of ARG alleles in E. coli. This figure shows 3,335 pairs of unadjusted p-values that are
≥ 2.2×10−16. For each pattern configuration Y ∼ X , let p1 and p2 denote p-values from an PLM and
a LMM, respectively. Notice negative logarithms of a base 10 are applied to p-values for all plots. As
such, − log10(p2)>− log10(p1)> 0 when 0 < p2 < p1 < 1. For each LMM, notations λ̂x0 and λ̂y0

denote λ̂0 of X and Y , respectively. Since Figure 4.13 implies that a − log10(λ̂0) of zero can be used
for distinguishing between strong and weak structural random effects, data points are grouped and
coloured by signs of λ̂x0 and λ̂y0. Following a Bonferroni correction of p-values, grey dashed lines
are drawn at 4.82 to indicate the minimum log10-transformed p-values above which fixed effects are
considered as significant. The black solid line in panel (b) denotes the diagonal where p1 = p2. Axes
are square-root transformed to reduce the compactness of points. This figure is produced using the
function compPvalues in GeneMates.
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Figure 4.16 A comparison of p-values from PLMs and LMMs for the same pattern configura-
tions of ARG alleles in Salmonella. This figure is based on 1,978 pairs of raw p-values that are
≥ 2.2×10−16. For each pattern configuration Y ∼ X , let p1 and p2 denote p-values from an PLM
and a LMM, respectively. Notice negative logarithms of a base 10 are applied to p-values for all plots.
As such, − log10(p2)>− log10(p1)> 0 when 0 < p2 < p1 < 1. For each LMM, notations λ̂x0 and
λ̂y0 denote λ̂0 of X and Y , respectively. Since Figure 4.13 implies that a − log10(λ̂0) of zero can be
used for distinguishing between strong and weak structural random effects, data points are grouped
and coloured by signs of λ̂x0 and λ̂y0. Following a Bonferroni correction of p-values, grey dashed
lines are drawn at 4.60 to indicate the lower bound of log10-transformed p-values for determining
significant fixed effects after a Bonferroni correction. The black solid line in panel (b) denotes the
diagonal where p1 = p2. Axes are also square-root transformed.
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Figure 4.17 also illustrates that, for E. coli, the proportion (77.8%) of LMMs comprising
moderate/strong structural random effects amongst LMMs showing an increase in p-values
(p2 > p1 in the figure) was significantly smaller than that (93.1%) amongst LMMs showing a
decrease in p-values (one-sided p-value ≈ 0 in a two-proportions Z-test for the null hypothesis
of equal proportions). However, such proportions did not differ between LMMs showing
either an increase (97.1%) or a decrease (98.6%) in p-values for Salmonella (two-sided
p-value = 0.17 in the same kind of Z-tests).

Figure 4.17 Directions of changes in raw p-values versus four LMM groups defined by random
effects of population structure underlying the response and explanatory patterns. Raw p-values
are the same as those in Figures 4.15 and 4.16. In each bar plot, a pair of p-values p1 and p2 denote
the raw p-value based on a PLM and an LMM constructed from the same response (variable Y) and
explanatory (X) distribution patterns of ARG alleles, respectively. The LMM groups are defined by
the four combinations of signs of log10 λ̂x0 and log10 λ̂y0. No data point shows p1 = p2.

Signs of fixed effects estimated using PLMs or LMMs for the same allele configuration
Y ∼ X were identical when raw p-values did not exceed 0.079 (Figure 4.18). Since the
number of hypothesis tests was over 2,000 for each species and the Bonferroni correction of
p-values was performed, the upper bound of p-values for calling significant fixed effects was
much smaller than 0.079. Accordingly, I confirmed perfect sign identity in all associations
matched between PLMs and LMMs under a type-I error rate of no more than 0.05 after the
Bonferroni correction of p-values.
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Figure 4.18 Congruence in directions of fixed effects shared between LMMs and PLMs. Given
an upper bound of raw p-values, percentages of estimated fixed effects showing identical signs in
PLMs and LMMs for the same pattern configurations are drawn as red lines in both panels. For
E. coli, the line starts to descend from 100% at p = 0.201, and for Salmonella, the line starts to
descend from 100% at p = 0.079. Summary statistics for both lines were calculated using function
betaSignCongruence in GeneMates.

4.4.3.3 Loss of association signals due to multiple sources of acquired alleles

Since there were known co-mobilised ARGs in E. coli for which I did not identify significant
associations (Table 4.3), I conducted a case study on pairwise combinations of three ARGs in
E. coli to understand these apparent false-negative results. Figure 4.19 displays distributions
of these alleles. The first pair was comprised of ARGs dfrA8 and strA, whose co-localisation
in some known MGEs has been reported by Ingle et al. [198]. In E. coli strains under
my study, co-occurrence of these two genes only arose between their alleles DfrA8_1079
and StrA_1501.173, in 23 strains and with a distribution similarity of 0.96 (Simpson’s
similarity index [160]). Accordingly, one or two significant associations were expected to be
detectable using LMMs between these two alleles. However, as shown in Figure 4.8, LMM-
based associations were actually insignificant between these two alleles (DfrA8_1079 ∼
StrA_1501.173: β̂ = 0.18 and raw p-value = 0.60; StrA_1501.173 ∼ DfrA8_1079: β̂ = 0.44
and raw p-value = 0.20), whereas the corresponding PLM-based associations were significant
(b̂ = 2.68 and raw p-value = 1.18−5).

The same result was seen in the second allele pair, where neither LMM constructed for
alleles StrA_1501.173 and StrB_1614.153 (co-occurred in 21 strains with a distribution
similarity of one) of ARGs strA and strB (which are frequently co-transferred amongst Gram-
negative bacteria [211]) showed a significant fixed effect (StrA_1501.173 ∼ StrB_1614.153:



4.4 Validation study: results 139

β̂ = 0.46; StrB_1614.153 ∼ StrA_1501.173: β̂ = 0.20; both raw p-values were 0.17) even
though the presence-absence of StrB_1614.153 perfectly predicted that of StrA_1501.173
across multiple lineages (Figure 4.19). In contrast, two significant fixed effects were identified
in a pair of PLMs (b̂ = 3.68, p-value = 3.21×10−6).

Figure 4.19 A ring plot showing occurrence and co-occurrence of four ARG alleles in E. coli
strains. Presence of each allele or an allele cluster is indicated by a tile not coloured in light grey.
Presence-absence of DfrA8_1079 (whose presence is highlighted in dark grey) is arbitrarily designated
as the response variable for all LMMs relating to this plot, whereas the other three alleles are treated
as explanatory alleles. A midpoint-rooted ML phylogeny is shown at the centre, which contrasts the
distribution of each allele to population structure. To illustrate presence-absence of DfrA8_1079 that
can be explained by the population structure, PCs showing significant structural random effects on the
response variable in LMMs are indicated with the most correlated lineages (shaded with different
colours) of PCs. Tips highlighted with red circles indicate strains in which consistent physical
distances between the alleles DfrA8_1079 and StrA_1501.173 were obtained. Contents of allele
clusters: C1, DfrA8_1079, StrA_1501.173 and StrB_1614.153; C2, StrA_1501.173 and StrB_1614.

Despite LMM-based significant associations were not identified in the two allele pairs
aforementioned, APDs of each pair were consistent across lineages (that is, sd = 1). As
indicated by red circles that highlight tips of the phylogenetic tree in Figure 4.19, six out of
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23 strains where ARG alleles DfrA8_1079 and StrA_1501.173 were co-occurring had APDs
reliably measured between these two alleles (distance measurability: 0.26). Moreover, all of
these six APDs were the same (4329 bp) and present in distantly related lineages. Similarly,
I obtained reliable physical distances between alleles StrA_1501.173 and StrB_1614.153 in
14 out of 21 strains where these two alleles were co-occurring (distance measurability: 0.67).
All of these APDs were the same (zero bp) and present in distant lineages.

The absence of a significant LMM-based association of either DfrA8_1079 or StrB_1614.153
with StrA_1501.173 could be attributed to a large overlap between distributions of StrA_1501.173
and another ARG allele StrB_1614. Specifically, the alleles StrA_1501.173 and StrB_1614
co-occurred in 66 strains and showed a distribution similarity of 0.92. Further, mutual signifi-
cant associations between these two alleles were identified using LMMs (StrA_1501.173
∼ StrB_1614: β̂ = 0.63 and raw p-value = 1.38× 10−19; StrB_1614 ∼ StrA_1501.173:
β̂ = 0.62 and raw p-value = 1.52×10−19).

4.4.4 Identification of physical linkage between mobile resistance genes

In this section, I demonstrate identification of horizontally co-transferred ARG alleles and
their vectors for a further validation of GeneMates. This section consists of the following
parts: empirical criteria for acquiring reliable APDs, a summary of APDs and their support
to significant associations, characteristics of linkage networks, identification and validation
of potential physical linkage between ARG alleles using genome assemblies.

4.4.4.1 Criteria determined for obtaining accurate allelic physical distances

Results from the simulation-and-validation study of APDs in 10 MDR E. coli strains (Figure
4.20) can be summarised into two aspects. Firstly, I recovered substantially more CDS in
assembly graphs than in contigs under specificity criteria for filtering BLAST hits (Table
4.6). At most 43 out of 5,150 CDS were lost. Accuracy of APDs differed between strains
in all analyses. On one hand, as for the accuracy within a maximum distance in contigs, I
constantly saw an accuracy of ≥ 90% for APDs up to 250 kbp (as far as tested) when the
error tolerance was ±1.5 kbp, or for APDs up to 125 kbp when the error tolerance was ±0.5
kbp (Figure 4.21). Unsurprisingly, in five strains, I saw a declining proportion of exact APDs
measured in contigs when APDs became larger. On the other hand, for APDs measured up
to 250 kbp in assembly graphs, I reached an accuracy of ≥ 90% in APDs having ≤ 2 nodes
under any positive error tolerance tested (Figure 4.22). Since SPAdes produces a contig from
one or more nodes in an assembly graph, the accuracy curves for APDs measured in a single
node (Figure 4.22) may differ from those in Figure 4.21.
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Figure 4.20 A neighbour-joining (NJ) tree of 10 MDR E. coli strains based on average nu-
cleotide divergence (ANI). For each combination of query and subject strains, I calculated the ANI
using FastANI v1.0. Since the ANI differs slightly when swapping the query and subject within the
same pair of strains, I took the mean ANI for each pair of strains as a measure of their nucleotide iden-
tity and calculated their divergence accordingly. I converted the divergence matrix into a bifurcating
tree with function nj in R package ape. The branch length is proportional to nucleotide divergence,
with a minimum 1.11% (between strains NRG_857C and APEC_O1).

Table 4.6 Number of queries unidentified in every assembly graph and contig file of E. coli
strains. Every query is a CDS extracted from a complete genome for the distance measurement.
Bandage runs the nucleotide BLAST to locate queries in each file so as to measure the physical
distances. For specificity of my analyses, I accepted the hit that covered at least 95% of a query path
under a minimal nucleotide identity of 95% and a maximum e-value of 1×10−5.

Strain No. of queries Missing hits in contig file Missing hits in graph file
2011C-3493 5,150 229 43
NRG_857C 4,582 40 7
Ecol_517 4,932 103 37
Ecol_545 5,214 148 28
APEC_O1 4,891 164 29
PCN033 5,076 74 20
ST540a 4,562 121 19
Santai 4,838 73 14
ECONIH1 5,322 143 18
EC958 5,100 113 25
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Figure 4.21 Accuracy of APDs measured in contigs under different error tolerance levels for
10 E. coli strains. A strain name is shown at the top of each panel. The distances were not sampled
as the number of measurable distances in contigs was much smaller than that in assembly graphs.
Distance: the shortest distance between two loci in an assembly graph. In fact, the contig file is a
special kind of assembly graph, where contigs are nodes and no edge exists.
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Figure 4.22 Accuracy of APDs measured across at most five nodes in assembly graphs of E. coli
strains under two levels of error tolerance (0 or 1 kbp). The assembly graph was generated from
imperfect simulated reads. A strain name and error tolerance are printed in each panel. Only accuracy
rates for six out of the ten strains are shown in this figure for clarity. APD: allelic physical distance.
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Secondly, following my proposal in the discussion of Chapter 3 for filtering APDs based
on their sources, I confirmed that the prioritised APDs were more accurate than those that
only relied on contigs or assembly graphs, and retained the same measurability of APDs
in assembly graphs. As can be seen in Table 4.7, which shows accuracy of the prioritised
APDs conditioned on node numbers and given an error tolerance of 1 kbp, I reached almost
100% accuracy in prioritised distances measured in contigs or paths of ≤ 2 nodes in assembly
graphs. Accordingly, I used the same criteria and method to filter APDs in subsequent
co-transfer analysis.

Table 4.7 Accuracy of prioritised APDs from contigs and assembly graphs of E. coli. Since there
may be ≥ 2 copies of an allele at different loci in a genome, the reference distance to be compared
with between two alleles was defined as the shortest one among all distances. The actual absolute
value of errors given ≤ 2 nodes did not exceed 19 bp. Ni (i = 1, ..,5): accuracy, number of accurate/all
distances given ≤ i nodes.

Strain N1 N2 N3 N4 N5
2011C-3493 100% (5/5) 100% (5/5) 100% (5/5) 100% (5/5) 75.00% (6/8)
APEC_O1 100% (6/6) 100% (6/6) 100% (6/6) 100% (6/6) 100% (6/6)
EC958 100% (9/9) 100% (9/9) 81.82% (9/11) 46.15% (12/26) 46.15% (12/26)
Ecol_517 100% (9/9) 100% (9/9) 39.29% (11/28) 39.29% (11/28) 36.11% (13/36)
Ecol_545 100% (3/3) 100% (4/4) 100% (4/4) 100% (5/5) 100% (5/5)
ECONIH1 100% (10/10) 93.33% (14/15) 90.00% (18/20) 90.00% (18/20) 83.33% (25/30)
NRG_857C 100% (16/16) 100% (16/16) 100% (22/22) 91.67% (22/24) 91.67% (22/24)
PCN033 100% (5/5) 100% (5/5) 33.33% (11/33) 33.33% (11/33) 27.50% (11/40)
Santai 100% (23/23) 100% (41/41) 86.54% (45/52) 86.54% (45/52) 60.49% (49/81)
ST540a 100% (3/3) 100% (3/3) 100% (3/3) 100% (3/3) 57.14% (4/7)
Margin 100% (89/89) 99.12% (112/113) 72.83% (134/184) 68.32% (138/202) 58.17% (153/263)

Concordant results were obtained in 10 MDR strains of S. Typhimurium (Figure 4.23).
First, I could recover substantially more CDS in assembly graphs than did in contigs as
well (Table 4.8). Second, under my constraint for BLAST hits, I could always reach >95%
accuracy for APDs between a random selection of loci under an error tolerance of ≥ 0.5 kbp
or more for measurements within 250 kbp in contigs even though the proportion of exact
APDs declined when the measurement got larger (Figure 4.24); or reach > 90% accuracy
under the same error tolerance for APDs within 250 kbp and paths up to two nodes in
assembly graphs (Figure 4.25). Third, I found APDs between mobile ARGs were less
accurate than those of a large number of randomly selected genes under the same stringency
criteria because of tangled connections in genome assemblies (Table 4.9). Nonetheless, I
could improve the accuracy at a cost of losing measurements if I increase both the thresholds
for nucleotide identity and query coverage from 95% to 99% so as to discard hits of chimeric
alleles (caused by co-occurring alleles of the same gene) in the assemblies (Table 4.10).

Accordingly, I applied the new thresholds for measuring APDs between mobile ARGs in
358 DT104 strains, while the threshold for E-values remained the same. APDs in complete
circular genomes of the strain DT104 were directly calculated.
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Figure 4.23 An NJ tree of 10 MDR S. Typhimurium strains based on average nucleotide diver-
gence. This tree was generated using the same approach as the tree in figure 4.20. Therefore, the unit
of branch lengths on the tree is 1% of nucleotide divergence. Although homologous regions between
some chromosomes were closely related, not only did these strains differ in their chromosome sizes,
but also differed dramatically in their plasmid composition as well as plasmid sizes, diversifying
their de novo genome assemblies. As such, it is unlikely for the results of my analysis to be severely
confounded by shared ancestry.

Table 4.8 Number of queries unidentified in every assembly graph and contig file of DT104
strains. Every query is a CDS extracted from a complete genome for the distance measurement.
Bandage runs the nucleotide BLAST to locate queries in each file so as to measure the physical
distances. For specificity, I accepted the hit that covered at least 95% of a query path under a minimal
nucleotide identity of 95% and a maximum e-value of 1×10−5.

Strain No. of queries Missing hits in contig file Missing hits in graph file
DT104 4,656 68 9
TW_Stm6 5,062 110 13
ST33676 4,767 58 11
T000240 4,871 78 19
U288 4,798 58 19
ST81741 5,172 85 18
L3553 5,106 69 15
SO469809 4,950 105 11
WW012 5,009 68 12
VNB151 5,133 79 17
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Figure 4.24 Accuracy of APDs measured in contigs under different levels of error tolerance for
10 S. Typhimurium strains. A strain name is printed to the top of each panel. I analysed all distances
without a random sampling because the number of measurable distances in contigs is much smaller
than that in assembly graphs. This figure is read in the same way as figure 4.21. Distance: the shortest
distance between two loci in an assembly graph.
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Figure 4.25 Accuracy of APDs measured across at most five nodes in assembly graphs of
Salmonella strains when tolerating no or at most 1 kbp errors. The assemblies were gener-
ated from imperfect simulated reads. A strain name and error tolerance are printed in each panel.
Only results for six out of the ten strains are shown here for clarity. APD: allelic physical distance.
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Table 4.9 Accuracy of prioritised distances measured in contigs and assembly graphs of
Salmonella strains. I filtered BLAST hits for a nucleotide identity and query coverage of 95%.
The distances were prioritised based on my empirical discovery that the distance measurements
were more accurate in contigs than were in assembly graphs. Since there may be ≥ 2 copies of an
allele in different genomic loci of a sample, the reference distance to be compared with between two
alleles was defined as the shortest one among all distances for this table. Error tolerance: ±1 kbp; Ni
(i = 1, ..,5): accuracy, number of accurate/all distances under a node number ≤ i.

Strain N1 N2 N3 N4 N5
DT104 100% (1/1) 66.67% (2/3) 71.43% (5/7) 77.78% (7/9) 80% (8/10)
L3553 100% (6/6) 100% (16/16) 92.00% (23/25) 80% (24/30) 72.73% (24/33)
SO469809 100% (3/3) 100% (3/3) 70.00% (7/10) 70% (7/10) 70% (7/10)
ST33676 100% (12/12) 100% (16/16) 59.26% (16/27) 47.06% (16/34) 38.10% (16/42)
ST81741 100% (3/3) 100% (5/5) 35.71% (10/28) 38.71% (12/31) 34.15% (14/41)
T000240 100% (10/10) 100% (14/14) 100% (16/16) 100% (16/16) 100% (16/16)
TW_Stm6 81.82% (9/11) 77.78% (14/18) 70% (14/20) 57.14% (24/42) 48.28% (28/58)
U288 100% (16/16) 100% (16/16) 76.19% (16/21) 76.19% (16/21) 76.19% (16/21)
VNB151 100% (36/36) 100% (42/42) 62.50% (60/96) 56.14% (64/114) 48.48% (64/132)
WW012 88.89% (8/9) 88.89% (8/9) 56.25% (9/16) 63.16% (12/19) 60% (12/20)
Margin 97.20% (104/107) 95.77% (136/142) 66.17% (176/266) 60.74% (198/326) 53.52% (205/383)

Table 4.10 Accuracy of prioritised distances measured in contigs and assembly graphs of
Salmonella strains. I filtered BLAST hits for a nucleotide identity and query coverage of 99%.
The distances were prioritised based on my empirical discovery that the distance measurements
were more accurate in contigs than were in assembly graphs. Since there may be ≥ 2 copies of an
allele in different genomic loci of a sample, the reference distance to be compared with between two
alleles was defined as the shortest one among all distances for this table. Error tolerance: ±1 kbp; Ni
(i = 1, ..,5): accuracy, number of accurate/all distances under a node number ≤ i.

Strain N1 N2 N3 N4 N5
DT104 100% (1/1) 66.67% (2/3) 71.43% (5/7) 77.78% (7/9) 80% (8/10)
L3553 100% (6/6) 100% (16/16) 92.00% (23/25) 80% (24/30) 72.73% (24/33)
SO469809 100% (3/3) 100% (3/3) 70.00% (7/10) 70% (7/10) 70% (7/10)
ST33676 100% (12/12) 100% (16/16) 59.26% (16/27) 47.06% (16/34) 38.10% (16/42)
ST81741 100% (3/3) 100% (5/5) 35.71% (10/28) 38.71% (12/31) 34.15% (14/41)
T000240 100% (10/10) 100% (14/14) 100% (16/16) 100% (16/16) 100% (16/16)
TW_Stm6 100% (8/8) 100% (11/11) 84.62% (11/13) 60% (21/35) 58.14% (25/43)
U288 100% (16/16) 100% (16/16) 76.19% (16/21) 76.19% (16/21) 76.19% (16/21)
VNB151 100% (36/36) 100% (42/42) 62.50% (60/96) 56.14% (64/114) 48.48% (64/132)
WW012 100% (6/6) 100% (6/6) 53.85% (7/13) 60% (9/15) 60% (9/15)
Margin 100% (101/101) 99.24% (131/132) 66.80% (171/256) 60.95% (192/315) 54.82% (199/363)

4.4.4.2 Allelic physical distances measured between ARGs in assembly graphs

In de novo assemblies of the 169 E. coli strains, I obtained 1,550 APDs between 301 pairs of
ARG alleles that were tested for associations and 20 APDs between nine pairs of identically
distributed alleles. As shown in Figure 4.26, the largest APD was 59,433 bp (measured
across 17 nodes in an assembly graph) and the greatest node traversal to measure an APD
was across 39 nodes (4,628 bp). Therefore, all distances were far less than 125 kbp — the
maximum cut-off of APDs determined in Section 4.4.4.1 for obtaining accurate APDs under
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an error tolerance of ±0.5 kbp. As expected, larger APDs were more likely to be measured
in paths of a greater number of nodes than were smaller APDs (Figure 4.26). After filtering
out APDs measured across more than two nodes, there were 673 (43%) APDs left for 163
pairs of alleles and 18 (90%) left for eight pairs of identically distributed alleles.

Figure 4.26 APDs and their node numbers measured in 129 E. coli strains. There are 1,570
APDs shown in this plot. Notice another 40 strains did not have measurable APDs.

In genome assemblies of the 359 Salmonella strains, I obtained 2,880 APDs for 224 pairs
of alleles that did not show identical distributions, and 10 APDs for five pairs of identically
distributed alleles. The largest APD was 710,475 bp (measured across 44 nodes) and the
greatest node number was 57 (yielding an APD of 687,051 bp). I saw large APDs (> 56 kbp,
which are extraordinarily larger than the others) when the node number exceeded 14 (Figure
4.27). After removing APDs that were larger than 250 kbp and measured across more than
two nodes, there were 994 APDs left for 59 pairs of differently distributed alleles, and eight
APDs left for three pairs of identically distributed alleles.
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Figure 4.27 APDs and their node numbers measured in 333 Salmonella strains. There are 2,890
APDs shown in this plot. No APD was obtained in another 26 strains.

4.4.4.3 Scores of allelic physical distances underlying significant associations

Based on the outcome of LMMs, to determine if a pair of significantly and positively/negatively
associated alleles (in one or two directions) had consistent physical distances in bacterial
genomes, a weighted distance score wd = msd was calculated for every edge of the associa-
tion network as per the algorithm described in Section 2.2.3. In this section, I summarise
the measurability m (a continuous measure ranging between 0% and 100%) and consistency
sd (a discrete measure taking values from -1, 0 and 1) of APDs for LMM-based association
networks constructed from the E. coli and Salmonella data sets.

For both data sets, the measurability of APDs between ARG alleles showed a positive
association with the status that whether two alleles were positively associated. Specifically,
no APD was measurable between alleles showing significant negative associations because
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these alleles did not co-occur in either data set2, and for pairs of ARG alleles showing
significant positive associations, 64 (72%) out of 89 pairs in E. coli and 25 (26%) out of 97
pairs in Salmonella had at least two APDs measured3, respectively. Further, six (7%) pairs
in E. coli and 26 (27%) pairs in Salmonella did not have any APD measured. As shown in
Tables 4.11 and 4.12, after the removal of unreliable APDs (that is, excluding APDs that
were greater than 250 kbp or measured across more than two nodes), 31 (35%) out of the
89 allele pairs in E. coli and 10 (10%) out of the 97 allele pairs in Salmonella had distance
measurability above 75%.

Table 4.11 Physical distances measured between 45 pairs of positively associated alleles in 169
E. coli strains. A minimum of two reliable APDs were obtained for each pair. Abbreviations of
column names: Co, co-occurrence count; M, measurability of all APDs; Mr, measurability of reliable
APDs; Pr, Mr/M×100% — percentage of reliable APDs in all the APDs; Pnongraph, percentage of
reliable APDs not measured in assembly graphs; Sd, consistency scores of APDs.

Allele_1 Allele_2 Co M Mr Pr Pnongraph Sd

DfrA7_318 SulI_1616 19 100.00% 100.00% 100.00% 100.00% 1
StrA_1501.173 SulII_1219.168 18 100.00% 100.00% 100.00% 100.00% 1
StrB_1614 SulII_1219.168 18 100.00% 100.00% 100.00% 100.00% 1
CatA1_1470.215 OXA-1_520 11 100.00% 100.00% 100.00% 100.00% 1
DfrA1_319 Sat-2A_1088 10 100.00% 100.00% 100.00% 100.00% 1
DfrA7_318 SulI_1616.203 7 100.00% 100.00% 100.00% 100.00% 1
AadA1-pm_1597.182 CatA1_1470.215 7 100.00% 100.00% 100.00% 100.00% 1
AadA1-pm_1597.182 OXA-1_520 7 100.00% 100.00% 100.00% 100.00% 1
MphA_1663 SulI_1616 5 100.00% 100.00% 100.00% 100.00% 1
AadA2_1605.195 SulI_1616 3 100.00% 100.00% 100.00% 100.00% 1
AadA2_1605.195 CatA1_1470.215 3 100.00% 100.00% 100.00% 100.00% 1
AadA2_1605.195 MphA_1663 3 100.00% 100.00% 100.00% 100.00% 1
DfrA12_1089 SulI_1616 3 100.00% 100.00% 100.00% 100.00% 1
CatA1_1470.215 DfrA12_1089 3 100.00% 100.00% 100.00% 100.00% 1
DfrA12_1089 MphA_1663 3 100.00% 100.00% 100.00% 100.00% 1
QepA_299.31 SulI_1616 3 100.00% 100.00% 100.00% 100.00% 1
CatA1_1470.215 QepA_299.31 3 100.00% 100.00% 100.00% 100.00% 1
MphA_1663 QepA_299.31 3 100.00% 100.00% 100.00% 100.00% 1
AadA5_1497 SulI_1616 3 100.00% 100.00% 100.00% 100.00% 1
DfrA17_316 SulI_1616 3 100.00% 100.00% 100.00% 100.00% 1
AadA1-pm_1597.181 DfrA1_319 2 100.00% 100.00% 100.00% 100.00% 1
AadA1-pm_1597.181 Sat-2A_1088 2 100.00% 100.00% 100.00% 100.00% 1
Aac3-IId_884.148 AadA2_1605.195 2 100.00% 100.00% 100.00% 100.00% 0

2Nonetheless, it is worth pointing out that, in other data sets, two alleles may show significant negative
associations in LMMs even though they are co-occurring, as the effect of population structure is taken into
account in LMMs.

3The minimum number of APDs required by GeneMates for evaluating the support for physical linkage
between two alleles
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Aac3-IId_884.148 DfrA12_1089 2 100.00% 100.00% 100.00% 100.00% 0
Aac3-IId_884.148 QepA_299.31 2 100.00% 100.00% 100.00% 100.00% 0
AadA5_1497 MphA_1663 2 100.00% 100.00% 100.00% 100.00% 1
DfrA17_316 MphA_1663 2 100.00% 100.00% 100.00% 100.00% 1
DfrA14_322.227 SulII_1219 30 96.67% 96.67% 100.00% 82.76% 1
StrB_1614 SulII_1219 45 95.56% 95.56% 100.00% 81.40% 1
DfrA14_322.227 StrB_1614 27 92.59% 92.59% 100.00% 84.00% 1
CatA1_1470.215 MphA_1663 4 75.00% 75.00% 100.00% 100.00% 1
StrA_1501.173 StrB_1614 66 68.18% 68.18% 100.00% 97.78% 1
StrB_1614.153 SulII_1219 20 65.00% 65.00% 100.00% 92.31% 1
StrA_1501.173 SulII_1219 68 64.71% 63.24% 97.73% 90.70% 1
CatA1_1470.215 SulI_1616 8 100.00% 62.50% 62.50% 100.00% 0
StrA_1501.173 TEM-214_1718.147 70 78.57% 37.14% 47.27% 100.00% 1
TEM-214_1718.147 TetA_1545 43 100.00% 34.88% 34.88% 93.33% 0
DfrA8_1079 StrB_1614.153 18 61.11% 33.34% 54.55% 100.00% 1
DfrA8_1079 SulII_1219 22 100.00% 22.73% 22.73% 100.00% 1
StrB_1614 TetA_1545 32 87.50% 9.37% 10.71% 100.00% 0
StrA_1501.173 TetA_1545 43 69.77% 9.30% 13.33% 100.00% 0
CatA1_1470.215 DfrA1_319 11 100.00% 9.09% 9.09% 100.00% 0
DfrA7_318 TEM-214_1718.147 27 100.00% 7.41% 7.41% 100.00% 0
DfrA7_318 StrA_1501.173 27 100.00% 3.70% 3.70% 100.00% 0
DfrA7_318 StrB_1614 27 100.00% 3.70% 3.70% 100.00% 0

Table 4.12 Physical distances measured between 15 pairs of positively associated alleles in 359
Salmonella strains. A minimum of two reliable APDs were obtained for each pair. Abbreviations of
column names: Co, co-occurrence count; M: measurability of all APDs; Mr: measurability of reliable
APDs in all the APDs; Pr, Mr/M×100% — percentage of reliable APDs in all the APDs; Pnongraph:
percentage of reliable APDs not measured in assembly graphs; Sd, consistency score of APDs.

Allele_1 Allele_2 Co M Mr Pr Pnongraph Sd
DfrA14_322.79 StrB_1614 21 100.00% 100.00% 100.00% 85.71% 1
FloR_1212.12 TetG_632 204 99.02% 99.02% 100.00% 100.00% 1
StrB_1614 SulII_1219 20 95.00% 95.00% 100.00% 73.68% 1
DfrA14_322.79 SulII_1219 19 94.74% 94.74% 100.00% 72.22% 1
AadA2_1605 SulI_1616 318 92.77% 92.45% 99.66% 14.63% 0
CARB-2_559 SulI_1616 288 92.36% 92.01% 99.62% 4.53% 1
Aac3-Iva_1489.65 StrB_1614 5 80.00% 60.00% 75.00% 66.67% 1
Aph4-Ia_1061 StrB_1614 5 80.00% 60.00% 75.00% 66.67% 1
StrA_1501.55 StrB_1614 16 25.00% 25.00% 100.00% 75.00% 1
StrA_1501.55 SulII_1219 14 14.29% 14.29% 100.00% 50.00% 1
CARB-2_559 FloR_1212.12 202 92.08% 4.95% 5.38% 30.00% 1
CARB-2_559 TetG_632 279 92.47% 4.66% 5.04% 23.08% 1
AadA2_1605 TetG_632 282 90.07% 3.90% 4.33% 27.27% 1
AadA2_1605 FloR_1212.12 204 88.73% 2.94% 3.31% 33.33% 1
SulI_1616 TetG_632 282 88.65% 2.84% 3.20% 50.00% 1
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For all 10 pairwise combinations of the five SGI1-borne ARG alleles (Figure 4.10), I
obtained 2,322 APDs from Salmonella genome assemblies. The percentage of reliable APDs
displayed a bimodal distribution, where the percentage was negligible (< 6%) for seven out
of 10 allele pairs and was above 99% for the other three pairs (Table 4.13). Specifically,
bidirectionally and positively associated alleles FloR_1212.12 and TetG_632 displayed the
highest weighted distance score wd of 0.99. Moreover, a constant APD of 937 bp were
observed in all of 202 strains where both alleles co-occurred, and according to an ancestral
state reconstruction, the probability of having consistent APDs in these strains due to common
ancestry was only 50%. The probability of identity by descent (IBD) for APDs measured
between alleles CARB-2_559 and SulI_1616 was 85%, which is below the threshold of 90%
used by GeneMates in this study to depreciate the consistency in a set of APDs.

Table 4.13 APDs measured between five SGI1-borne ARG alleles in Salmonella. The APDs were
measured in complete genomes, contigs and assembly graphs. Rows are sorted by values of Nr in a
descending order. Column names: LMM, whether an LMM-based significant association is identified
between two alleles ( , yes; , no); wd, the weighted distance score; N, number of all APDs; APD,
range of all APDs; Nnode, numbers of nodes across which the APDs were measured; Nr, number of
reliable APDs; APDr, the range of reliable APDs. For each pair of ARG alleles, the percentage of
reliable APDs is calculated by the formula Nr/N ×100%.

Allele pair LMM wd N APD (bp) Nnode Nr APDr (bp)
AadA2_1605, SulI_1616 0 295 504 – 9,964 1 – 3 294 504 – 9,964
CARB-2_559, SulI_1616 0.92 266 557 – 557 1 – 3 265 557 – 557
FloR_1212.12, TetG_632 0.99 202 937 – 937 1 – 1 202 937 – 937
CARB-2_559, TetG_632 0.04 258 3,521 – 4,673 1 – 7 13 3,521 – 3,896
AadA2_1605, TetG_632 0.04 254 3,473 – 4,620 1 – 7 11 3,473 – 3,843
CARB-2_559, FloR_1212.12 0.04 186 1,745 – 5,634 1 – 3 10 1,745 – 5,634
SulI_1616, TetG_632 0.03 250 3,185 – 710,475 1 – 44 8 4,757 – 4,945
FloR_1212.12, SulI_1616 0.03 181 6,301 – 7,058 1 – 13 7 6,870 – 7,058
AadA2_1605, FloR_1212.12 0.02 181 1,692 – 5,586 1 – 3 6 1,692 – 5,586
AadA2_1605, CARB-2_559 0 249 5,221 – 704,968 1 – 57 1 8,540 – 8,540

Considering reliable prioritised APDs that were not measured in assembly graphs, it
was not unusual to see these distances only contributed to a small fraction of all reliable
APDs, and this contribution differed between E. coli and Salmonella. Specifically, in E. coli,
these APDs contributed to 81.4% – 100% of reliable APDs between positively associated
ARG alleles for which a minimum of two APDs were obtained (Table 4.11). By contrast,
in Salmonella, five (33% of allele pairs where at least two APDs were obtained) pairs of
positively associated ARG alleles had their reliable and prioritised APDs that were not
measured in assembly graphs accounted for only 3.2% – 5.4% of all their reliable distances.
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4.4.4.4 Causes of naught consistency scores of allelic physical distances

GeneMates outputs showed support of consistent APDs (sd = 1) to physical linkage between
some positively associated ARG alleles. Specifically, for positively associated ARG alleles
where at least two APDs were measured between every two alleles, such support was present
in 34 (76%) pairs of alleles in E. coli (Table 4.11) and 14 (93%) pairs of alleles in Salmonella
(Table 4.12). Therefore, I conducted the following studies for both species to elucidate why
some significant positive associations displayed a consistency score sd of zero.

Cause 1: diverse genetic structures APDs between alleles TEM-214_1718.147 (allele
count: 92) and TetA_1545 (allele count: 48) in E. coli genome assemblies showed the first
cause of a naught distance score. This pair of alleles showed bidirectional significant positive
associations in LMMs (β̂ = 0.49,0.36, Bonferroni-adjusted p-value = 1.6× 10−5,8.4×
10−5) and PLMs (b̂ = 2.45, Bonferroni-adjusted p-value = 5× 10−6). As shown in Table
4.11, this pair of alleles co-occurred in 43 E. coli strains, and APDs between these two alleles
were measurable in all of these strains (range: 853 – 49,843 bp, measured across up to 15
nodes in assembly graphs). Fifteen of these APDs were measured across one or two nodes,
and were hence considered reliable. Six discrete distance values were observed, ranging
between 853 bp and 5,245 bp (14 of them were measured in contigs and one in an assembly
graph). Each distance value was observed in a different lineage (with an exception of 853
bp, which was observed in two lineages) and showed identity-by-descent (Figure 4.28). The
consistency score sd of reliable APDs was naught for this pair of alleles.

I resolved genetic structures of all six regions harbouring these two alleles at each
distance, and for each region, I searched its nucleotide sequence against Enterobacteriaceae
genomes in GenBank using megaBLAST. As illustrated in Figure 4.29, these structures were
diverse, although their gene contents were similar between each other, which contributed
to the variation in APDs between the two alleles. All the structures contained a 4,950 bp
Tn3-family transposon Tn2 (GenBank accession: KT002541, coordinates: 1 – 4,917), either
complete or truncated (1,573 bp, in a single strain), under a nucleotide identity of 100%.
Insertions of Tn2 into IS26, TnAs1 (GenBank accession: CP022426 4,987,333 – 4,993,921)
or a structural gene (ORF2 in Figure 4.29) were seen in at least three structures. An identical
8,377 bp region displaying an APD of 853 bp between the two alleles was found in six strains
from two lineages (Figures 4.28 and 4.29), and 100% of this region was present in an E. coli
plasmid p15ODMR (GenBank accession: MG904997) under a nucleotide identity of 99%.
Similarly, 97% of a 9,577 bp region displaying an APD of 1,838 bp between the two alleles
was present in plasmid pK91 (GenBank accession: CP029965) in Salmonella Typhi under a
nucleotide identity of 99%. There was no hit of the other four regions showing a total query
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coverage of > 90%, albeit the nucleotide identity of these hits were 100%. The transposon
TnAs1 was only associated with these four regions amongst all the six regions. Moreover,
inversions were seen in homologous regions between these four structures, and plausible
gene gain/loss events could be inferred from a structural comparison as well (Figure 4.29).

Figure 4.28 Distribution of 15 reliable APDs between alleles TEM-214_1718.147 and
TetA_1545 in 169 E. coli strains. Red tip circles in the midpoint-rooted ML phylogenetic
tree denote strains in which the APDs labelled aside were measured.
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Figure 4.29 Resolved structures of regions comprising alleles TEM-214_1718.147 and
TetA_1545 in E. coli strains. The alleles are denoted by their gene names in this figure. The
APD between these two alleles and the strain name are displayed on the left of each structure. The
distribution of physical distances amongst the E. coli strains is illustrated in Figure 4.28. For each
structure, a pair of red brackets show the region in which the APD was measured. Grey shades
between structures indicate homologous regions showing > 99% nucleotide identity. Green boxes
with dashed borders represent two transposon sequences. Arrows and boxes filled with colour patterns
denote pseudo genes or MGEs. In particular, repeats of partial TnAs1 sequences are highlighted
using a purple-white filling pattern and had their lengths labelled nearby. The sign ∆ denotes a
truncated gene or a genetic element. The asterisks besides an MGE name indicates a variant of the
corresponding MGE. Annotations for open reading frames (ORFs): ORF1, cysteine hydrolase (NCBI
protein ID: AWA37038) gene; ORF2, a gene encoding an EamA family transporter (NCBI protein
ID: AYD32134); ORF3, a 243 bp relaxase (NCBI protein ID: AXE60424) gene, which is associated
with insertion sequences and transposons; ORF4, a gene encoding a recombinase-family protein
(NCBI protein ID: AXS38585); ORF5, a gene encoding a Tn3-family transposase (NCBI protein ID:
AXS38584). ∆tnpA: the 2,964 bp transposase gene of TnAs1 (GenBank accession: CP022426, at
coordinates 4,991,027 – 4,993,990); ∆hin, a 174 bp truncated gene encoding a DNA-invertase Hin
(GenBank accession: MG692690, at coordinates 2,971 – 3,387).
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Cause 2: identity by descent SGI1-borne ARG alleles SulI_1616 and AadA2_1605 in
Salmonella showed a naught consistency score due to IBD of reliable APDs. As shown in
Table 4.13, amongst other SGI1-borne ARG alleles, the score was also zero for AadA2_1605
and CARB-2_559, however, due to an insufficient number of reliable APDs. The alleles
SulI_1616 and AadA2_1605 were frequent amongst the 359 Salmonella strains, with an
occurrence count of 328 (91%) and 323 (90%), respectively. Co-occurrence of these two
alleles were also frequent, with a count of 318 (89%) strains in total. Table 4.5 shows
associations between these alleles. APDs between AadA2_1605 and SulI_1616 were obtained
from genome assemblies of 295 (93%) out of the 318 strains where the alleles were co-
occurring. After removing the only APD that was measured across more than two nodes (504
bp, across three nodes), I obtained 294 APDs, of which 293 APDs were measured in either
contigs or assembly graphs, and a single APD was measured in the complete chromosome
genome of the reference strain DT104. All the filtered APDs were 504 bp, except the one
from the complete genome (9964 bp). Despite this consistency in APDs, the distance score
sd = 0 as all the 294 APDs were obtained from the same lineage highlighted in Figure 4.30
(IBD probability of reliable APDs: 95%).

Figure 4.30 Distribution of alleles SulI_1616 and AadA2_1605 in 359 Salmonella strains. In the
midpoint-rooted ML phylogeny shown in the centre, red and blue circles highlight tips representing
strains in which APDs between both alleles were measured. Particularly, the blue circle denotes the
strain DT104, whose complete genome is available in GenBank. A single lineage where all APDs
were obtained is coloured in orange. Abbreviation: Co, co-occurrence of the two alleles.
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4.4.4.5 Weighting edges of association networks with distance scores

I created a linkage network for each species from LMM-based significant associations by
appending a weighted distance score wd to edge attributes. Nonetheless, the edges were
not filtered by their wd values. In the visualisation of each linkage network, each node
represents a single allele or several alleles sharing the same distribution pattern, and each
edge represents a significant association between presence-absence of a pair of ARG alleles.
The edge colour now follows a linear transformation of wd , in order to highlight edges
showing high consistency in APDs. I noticed each linkage network differed slightly in
topology from its original association network, because a few identically distributed alleles
could not be represented by a single node due to their failure to satisfy the requirement for
perfect distance measurability and consistency (namely, of wd = 1, see Section 4.2).

As shown in Figure 4.31, the linkage network for E. coli was comprised of 122 edges
linking 46 nodes corresponding to 52 alleles of 26 accessory ARGs. The weighted distance
score wd followed a bimodal distribution (Figure 4.32), with 57 out of 83 allele pairs (69%)
having a wd = 0 and 23 (28%) allele pairs having wd > 0.5 (namely, APDs between each pair
of these alleles were the same and they were measurable in more than half of strains in which
these two alleles co-occurred). Moreover, within each of the 23 allele pairs, I saw one-way or
mutual significant positive associations (0.12< β̂ ≤ 1) and no significant negative association.
When ignoring 84 edges that showed wd ≤ 0.5, aminoglycoside resistance alleles were con-
nected to the greatest number of alleles (14 neighbours), followed by sulphonamide resistance
alleles (11 neighbours). By contrast, the only beta-lactam resistance allele, OXA-1_520, was
connected to two alleles (AadA1-pm_1597.182 and CatA1_1470.215). Notably, as shown in
Figure 4.31, five alleles (DfrA14_322.227, StrB_1614, SulII_1219.168, StrA_1501.173 and
SulII_1219) formed a cluster showing high distance scores (wd > 0.6).
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Figure 4.31 A linkage network for alleles of acquired ARGs in 169 E. coli strains. Each node
represents one or more alleles of a unique distribution pattern. The node is coloured by associated
AMR class(es) that the allele or allele cluster encodes. The diameter of each node is proportional
to the allele count (varied between one and 98). Each edge represents a significant positive
association determined using an LMM Y ∼ X under an upper bound of 0.05 for Bonferroni
corrected p-values, where Y and X denote a response allele and an explanatory allele, respectively.
Every edge starts from the explanatory allele and terminates at the response allele. The edge
width is proportional to the absolute value of a fixed effect (0.1 ≤ |β | ≤ 1), and the colour follows
a gradient of the distance score wd to indicate the strength of evidence for physical linkage. Nodes
representing alleles of known co-transferred ARGs are highlighted using the green shaded area.

Figure 4.32 Distribution of 83 weighted distance scores in the linkage network for E. coli
under a bin width of 0.05. A single score was taken for each pair of significantly associated
alleles to avoid duplications.
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Table 4.14 Connectivity between ARG alleles of E. coli in the linkage network based on
edges having wd above 0.5. The connectivity of each allele or allele cluster is measured by
the number of its neighbour nodes (Nnei). Occurrence count of each allele or allele cluster
is displayed in the column Na. AMR classes: AGly, aminoglycosides; Bla, beta-lactams;
MLS, macrolides, lincosamides and streptogramins; Phe, phenicols; Sul, sulphonamides;
Tmt, trimethoprims; Mix, a mixture of resistance phenotypes due to presence of identically
distributed alleles.

AMR class Allele(s) Gene(s) Na Nnei
AGly StrB_1614 strB 72 4
AGly StrA_1501.173 strA 98 3
AGly Sat-2A_1088 sat-2A 10 2
AGly AadA1-pm_1597.181 aadA 2 2
AGly AadA1-pm_1597.182 aadA 7 2
AGly StrB_1614.153 strB 21 1
Bla OXA-1_520 blaOXA-1 11 2
MLS MphA_1663 mphA 7 4
Phe CatA1_1470.215 catA1 19 4
Sul SulI_1616 sul1 32 4
Sul SulII_1219 sul2 77 4
Sul SulII_1219.168 sul2 18 2
Sul SulI_1616.203 sul1 7 1
Tmt DfrA1_319 dfrA1 16 2
Tmt DfrA7_318 dfrA7 29 2
Tmt DfrA14_322.227 dfrA5 30 2
Mix DfrA12_1089,

AadA2_1605.195, QepA_299.31
dfrA, aadA, qepA 3 3

Mix DfrA17_316, AadA5_1497 dfrA7, aadA5 3 2

The linkage network for Salmonella strains was comprised of 37 alleles (of 21 ARGs)
connected by 162 edges (Figure 4.33). No identically distributed alleles could be collectively
represented by a single node in this network due to absence of perfect measurability or
consistency of APDs. According to the distribution of wd per allele pair (Figure 4.34), 95 out
of 104 (91%) pairs of alleles had wd < 0.05, and seven (7%) pairs of alleles (nine alleles in
total) had wd > 0.5. Further, all of these seven pairs showed significant positive associations
(13 edges, where 0.19 < β̂ < 0.99). When ignoring 149 edges having wd ≤ 0.5 in the
linkage network, StrB_1614 was connected to the most number of alleles (four neighbours),
followed by SulII_1219 and DfrA14_322.79 with two neighbour alleles each (Table 4.15).
Moreover, aminoglycoside resistance alleles were connected to the most number of alleles
(six neighbours), with an average of two neighbours per allele. Besides, alleles encoding
resistance to sulphonamides and trimethoprims were connected to three and two alleles,
respectively, and each of the other alleles were connected to only a single allele.
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Figure 4.33 A linkage network for alleles of accessory ARGs in 359 Salmonella strains. Each
node represents an allele of a unique distribution pattern. The node is coloured by associated AMR
class(es) that the ARG allele or allele cluster encodes. The diameter of each node is proportional
to the allele count (varied between one and 328). Each edge represents a significant positive
association determined using an LMM Y ∼ X under an upper bound of 0.05 for Bonferroni
corrected p-values, where Y and X denote a response allele and an explanatory allele, respectively.
Every edge starts from the explanatory allele and terminates at the response allele. The edge
width is proportional to the absolute value of a fixed effect (0.1 ≤ |β | ≤ 1), and the colour follows
a gradient of the distance score wd to indicate the strength of evidence for physical linkage.
Putative SGI1-borne alleles are highlighted using the green shade.

Figure 4.34 Distribution of 104 weight distance scores in the linkage network for
Salmonella strains with a bin width of 0.05. A single score was considered for each pair
of associated alleles.
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Table 4.15 Connectivity between alleles of Salmonella in the linkage network based on
edges having wd above 0.5. The connectivity of each allele or allele cluster is measured by
the number of its neighbour nodes (Nnei). Occurrence count of each allele or allele cluster is
displayed in the column Na. AMR classes: AGly, aminoglycosides; Bla, beta-lactams; Phe,
phenicols; Sul, sulphonamides; Tet, tetracyclines; Tmt, trimethoprims.

AMR class Allele Gene Na Nnei
AGly StrB_1614 strB 27 4
AGly Aac3-Iva_1489.65 aac3-Iva 7 1
AGly Aph4-Ia_1061 aph4-Ia 7 1
Bla CARB-2_559 blaCARB 289 1
Phe FloR_1212.12 floR 205 1
Sul SulII_1219 sul2 23 2
Sul SulI_1616 sul1 328 1
Tmt DfrA14_322.79 dfrA5 21 2
Tet TetG_632 tet(G) 283 1

4.4.4.6 Identification of novel physical linkage between resistance alleles

The linkage networks suggest potential horizontal co-transfer of several ARG alleles that
were not reported in the two previous studies of E. coli and Salmonella [198, 199]. In this
section, I describe two examples of determining physical linkage for two such allele clusters
via resolving their genetic structures and vectors with genome assemblies.

As shown in Figure 4.8, the association network of E. coli comprised 66 edges indicating
significant LMM-based associations between acquired ARG alleles whose horizontal co-
transfer was unknown prior to this study. Moreover, the linkage network in Figure 4.31
shows that 20 of these edges were supported by high distance scores (0.75 ≤ wd ≤ 1) and
indicate significant positive associations (0.12 < β̂ ≤ 1) controlled for the E. coli population
structure. These 20 edges formed five maximal cliques, each comprising three alleles.

For the first example, I describe genetic structures and vectors of one such clique that com-
prised alleles DfrA1_319 (of gene dfrA), AadA1-pm_1597.181 (aadA1), and Sat-2A_1088
(sat-2A). In general, the procedure used for this example can be applied to other cliques.
As illustrated in Figure 4.35a, LMMs identified significant positive associations between
alleles this clique. Moreover, I saw perfect identity and measurability in APDs between these
alleles (that is, wd = 1 for every edge of this clique, see Table 4.16 for more details). The
combination of these three alleles occurred in two strains belonging to two distantly related
lineages (Figure 4.35b). In genomes of the two strains, these three alleles were located in the
same gene-cassette array of a class-2 integron (Figure 4.36a, b). Further, I confirmed that
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this integron was carried by variants of a Tn7 transposon (100% coverage under a nucleotide
identity of 99%), each interrupted by an insertion of a distinct IS element (Figure 4.36c).

Figure 4.35 A clique of three ARG alleles extracted from the linkage network of E. coli and
distribution of its alleles in strains. (a) Presence-absence of these alleles were positively associated,
as determined using LMMs, and APDs between these alleles were always measurable and consistent.
(b) A ring plot created for this clique using GeneMates, which illustrates co-occurrence of all three
alleles (red tiles in the outer most ring) and presence-absence of individual alleles (tiles coloured in
dark grey in inner rings). A midpoint-rooted phylogeny of E. coli strains is shown at the middle.

Table 4.16 APDs measured in E. coli strains between three alleles of the clique shown in
figure 4.35. All APDs were obtained from single nodes in assembly graphs.

Allele1 Allele2 Distance (bp) No. of distances
AadA1-pm_1597.181 Sat-2A_1088 46 2
Sat-2A_1088 DfrA1_319 94 10
AadA1-pm_1597.181 DfrA1_319 665 2



164
GeneMates: an R package detecting horizontally co-transferred antimicrobial resistance

genes in bacteria

Figure 4.36 Putative physical linkage between three resistance alleles in two E. coli strains. (a)
A path constituting an inferred MGE in the assembly graph of the strain ERR178189. This plot is a
Bandage view, where the orientation of each DNA strand is indicated by an arrow-like node end. The
width of each node is proportional to its read depth. Some nodes not contributing to any MGE-related
paths were deleted from this graph for visual conciseness. (b) A path constituting the other inferred
MGE in the assembly graph of the strain ERR178173. This plot was drawn in the same way as panel a.
(c) Alignment of the two Tn7 variants in E. coli strains (ERR178189 and ERR178173) to a reference
Tn7 sequence (GenBank accession: KX159451, denoted by the green shaded areas). Two direct
repeats flanking the ISs, including inverted repeats, are denoted by green and pink boxes, respectively.
Reference DNA sequences of ISKpn26 (1,196 bp) and ISEc23 (2,532 bp) were retrieved from the
ISFinder database [212] in January 2018. Each IS in the resolved region showed a 100% coverage to
its reference under a nucleotide identity of 99%.
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For the second example, a maximal clique consisting of four alleles (StrA_1501.55,
StrB_1614, DfrA14_322.79 and SulII_1219) was seen in the association network of Salmonella
(Figure 4.10). Both LMMs and PLMs identified that associations between all of these alleles
were significantly positive (0.69 ≤ β̂ ≤ 0.98 in LMMs). Moreover, the linkage network of
Salmonella (Figure 4.33) showed that the weighted distance score wd was between 0.7 and
0.9 for three pairs of alleles, whereas the wd was between zero and 0.25 for the other three
pairs of alleles. The allele counts varied between 16 (StrA_1501.55) and 27 (StrB_1614) in
the 359 strains. As shown in Figure 4.37a, these four alleles co-occurred 13 times in distantly
related clades. In the assembly graph of a strain ERR026101, which carried all the alleles, I
found co-localisation of the alleles in a 3,084 bp region of a 6,790 bp node. Further, this node
was isolated from other graph components as a self-circularised sequence (Figure 4.37b). I
found an insertion of the allele DfrA14_322.79 into StrA_1501.55, splitting the latter allele
into two segments covering 65.8% and 34.5% of the intact allele sequence, respectively.
Using megaBLAST under its default parameters, a sequence search of this region against an
NCBI nucleotide database [the Enterobacteriaceae group (taxid: 91347), accessed in April,
2018] showed exact matches (100% nucleotide identity and coverage) to the known plasmid
pCERC1 (GenBank accession: JN012467) and a variety of plasmids in bacteria under the
order Enterobacterales (Table 4.17).

Table 4.17 Exact matches of the 3,084 bp MDR region in the genome assembly of the
Salmonella strain ERR026101 to the NCBI nucleotide database. All of these hits dis-
played the same bit score. The database was accessed in April, 2018.

Species Strain Plasmid Size (bp) Accession Coordinates
Escherichia coli MS7163 pMS7163B 84,078 CP026855 61,778–64,861
Escherichia coli 1283 p7 6,800 CP023375 2,487–5,570
Escherichia coli S1.2.T2R pCERC1 6,790 JN012467 97–3,180
Salmonella enterica SA20084699 unnamed2 38,945 CP022499 6,380–9,463
Shigella sonnei c8225 pABC-3 6,779 KT988306 97–3,180
Yersinia ruckeri 1521 pYR1521 5,021 HG423538 924–4,007
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Figure 4.37 Distribution and genetic structure of the four-allele clique in Salmonella strains. (a)
A ring plot displaying co-occurrence events (red ring) of the four alleles (darker boxes in grey rings)
against the midpoint rooted phylogeny of the Salmonella strains. Clades are coloured by their top-10
most correlated PCs that are significantly explaining the presence-absence status of an arbitrarily
designated response allele SulI_1219. Tips highlighted with red circles denote strains where the exact
MDR region harboured all the four alleles were found using nucleotide BLAST. (b) A putative 6,790
bp plasmid sequence restored from the assembly graph of the strain ERR026101. The resistance
alleles were present in this sequence at a nucleotide identity and coverage of 100%.

4.5 Discussion

In this chapter, I provide an R package GeneMates as an implementation of my network
approach that analyses short-read WGS data for detecting intra-species horizontal co-transfer
of ARG alleles. As a pioneer in the field of computational detection of HGcoT, this package
features three innovations. First, it iterates through pairs of ARG alleles and utilises their
presence-absence status to test for allele-to-allele associations, which are not readily feasible
using existing tools that perform bacterial GWAS. Second, GeneMates enables us to control
for a major confounding factor during LMM-based association tests — the bacterial popula-
tion structure, which is also a great concern in bacterial GWAS [213]. Third, the package
incorporates scores of APDs into edges of association networks to identify potential physical
linkage between ARG alleles in HGT. In addition, I established a pipeline in this study as a
supplementary tool for collecting reliable APDs from bacterial genome assemblies.
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4.5.1 Core-genome SNPs, population structure and sample projections

For every ARG allele Y of interest, GeneMates fits an LMM Y ∼ X to determine whether the
distribution of another ARG allele X significantly complements the discrepancy between the
actual distribution of allele Y and what can be expected from the bacterial genealogy. For
bacterial isolates of the same species, the population structure results from their genealogy,
revealed by cgSNPs, and can be visualised as a core-genome phylogenetic tree. The LMM
accounts for the population structure via incorporating sample projections that are generated
via applying SVD to biallelic cgSNPs. It has been shown by McVean that, for haploid
organisms, sample projections obtained from biallelic cgSNPs reflect coalescence times in
the genealogy of these organisms [176], and hence are correlated with the phylogenetic tree
when the organisms belong to the same species.

In contrast to phylogenetic generalised least squares (PGLS) methods, such as phy-
logenetic regression [163] and phylogenetic logistic regression [166], which rely on an
accurate estimate of the bacterial phylogeny, LMM-based association tests performed using
GeneMates do not require removal of all recombinations from cgSNPs (which are known
to bias the phylogenetic estimate) for controlling the bacterial population structure. The
reason for this tolerance is shown by Earle et al. for their package BugWAS and Figures
4.19, 4.37 of this chapter: sample projections on a given PC as a vector are correlated with
presence-absence of samples in a particular lineage. As such, biased branch lengths in the
phylogenetic tree due to recombinations do not result in a failure of sample projections in
capturing population structure for LMMs.

Scree plots in Figure 4.12 shows the necessity of incorporating sample projections on
all PCs into LMMs so as to capture all variations in population structure, because for each
species, projections on the leading 20 PCs may capture only less than 50% of the total
variation. This is a substantial difference making GeneMates LMMs more effective than
principal component regression (which only includes a few leading PCs) [179].

4.5.2 Performance of linear mixed models on determining significant
associations between resistance alleles

As illustrated in Figures 4.8 and 4.10, p-values of fixed effects in univariate and simple PLMs,
which do not control for the bacterial population structure, are symmetric — for alleles X
and Y, PLMs Y ∼ X and X ∼ Y render identical p-values for fixed effects. In contrast, my
study reveals a loss of p-value identity per pair of fixed effects in GeneMates LMMs. As
a result, LMM-based associations between two ARG alleles may be significant in a single
direction. Given PLMs and LMMs constructed from the same alleles X and Y, where the
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distribution of X differs from that of Y, then because both kinds of linear models aim to test
for the fixed effect of an explanatory allele on the presence-absence of the response allele,
the incorporation of a confounding factor — the population structure — into LMMs Y ∼ X
and Y ∼ X affects REML estimates of fixed effects, making their p-values different.

In Section 4.4.3.2, I show a reduction in the significance of fixed effects in at least 74% of
LMMs when comparing to p-values based on PLMs. Further, proportion tests only revealed
a significant contribution of moderate/strong structural random effects to such a reduction in
LMMs constructed for E. coli strains. Noticing the fact that the population structure is shared
among all LMMs constructed from ARG alleles identified in the same collection of bacterial
samples, these results suggest that correlations between the response variable, explanatory
variable and population structure determine the significance of the REML estimate of the
fixed effect in an LMM.

Section 4.4.3.3 reveals a limitation in my association-based approach for the detection of
HGcoT — an allele that is horizontally co-transferred with different allele clusters may lose
its association signal with alleles in the cluster of a lower frequency. This is an inevitable
consequence in fitting the model Y ∼ X for alleles X and Y when the presence of X and/or Y
are sums of multiple sources, respectively. As such, an investigation of the weighted distance
score wd for a pair of ARG alleles that do not show any significant association may identify
a false negative in the detection of horizontally co-transferred alleles. Therefore, neither the
association score sa nor the weighted distance score wd in GeneMates outputs is deterministic
for the inference of physical linkage between two mobile ARG alleles.

4.5.3 Advantages of GeneMates in detecting horizontal gene co-transfer

GeneMates is a framework that applies a network approach on bacterial WGS data for the
detection of intra-species horizontal co-transfer of mobile ARGs in bacteria isolated in a
short period of time. Given the same WGS data of a bacterial species, GeneMates has five
advantages over widely used methods that rely on genetic co-occurrence frequencies, naive
association coefficients (such as the phi coefficient or Jaccard similarity index), or linear
models that do not control for bacterial population structure (for instance, the PLMs):

(1) GeneMates is able to identify exact co-transferred resistance genotypes as it works at
the allele level. It is displayed in Section 4.4.2 that identical resistance genotypes may
occur in multiple distantly related lineages, and as demonstrated in Sections 4.4.3 and
4.4.4.6, such a distribution pattern is frequently caused by the horizontal mobilisation
of a single genetic structure carrying multiple ARGs.
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(2) GeneMates takes into account the bacterial population structure for association tests,
while results of other methods may be driven by vertical gene transfer due to the
clonal reproduction of bacteria. It is nonetheless worth noting that, since the function
findPhysLink of GeneMates identifies ARG alleles whose presence-absence cannot be
completely attributed to population structure, a fixed effect in an LMM for ARG alleles
X and Y becomes insignificant when at least one allele is confined within a single
lineage and reaches a sufficiently high frequency (thus the lineage is “saturated” with
one or both alleles) even though X and/or Y are horizontally acquired. Insignificant
associations with allele SulI_1616, AadA2_1605 and CARB-2_559 in SGI1 (Figure
4.10, Tables 4.4 and 4.5) are typical instances of such negative results — Mather et al.
showed that the SGI1 is carried by the majority of Salmonella strains amongst several
variants, such as SGI1-B and SGI1-C [199]. It is therefore possible to have associations
undetectable using LMMs between ARG alleles that are strongly correlated with the
population structure.

(3) It is an innovation of GeneMates that integrating LMM-based association tests and
assessments of APDs into a single visual representation — a distance-weighted associ-
ation network, also known as the linkage network — for the reduction of false positives
in determining physically linked ARG alleles. As illustrated in Figures 4.31 and
4.33, not only do linkage networks reveal numerous and diverse associations between
accessory ARG alleles, but also highlight potential clusters of physically linked alleles.
In practice, users can apply several filters to the network before clique extraction,
including removing edges that are not supported by physical distances at all or with a
weighted distance score below a given threshold, so as to highlight connections that are
most relevant to their research questions. Moreover, as the network produces outputs
in standard file formats, users may explore the utility of other clustering methods, such
as the link community discovery implemented in the R package linkcomm [214]. Both
the clique identification and link community discovery methods return clusters whose
nodes may overlap, which is a desirable property because the same allele may present
in distinct MGEs.

(4) GeneMates enables users to perform HGcoT analyses at two levels using a single
function findPhysLink. At the basic functionality level, GeneMates iteratively fits
LMMs to test for associations between presence-absence of every pair of ARG alleles.
This analysis accounts for the bacterial population structure. The second functionality
of GeneMates can be launched when users have physical distances measured between
ARG alleles of interest. As demonstrated in Section 4.4.4.5, resulting linkage networks
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highlights potential horizontally co-transferred ARG alleles based on support from
both association status and APDs. In practice, users may customise GeneMates to
evaluate APDs under appropriate criteria.

(5) As a specialised computational tool, GeneMates provides users with helper functions to
facilitate the inference and visualisation of physical clusters of mobile ARG alleles. In
Section 4.4.4.6, I have demonstrated the usage of maximal cliques in a linkage network
for the identification of physical linkage. Specifically, I started from a maximal clique
of ARG alleles that is well supported by both associations and APDs, then I resolved
its genetic structures and determined vectors carrying the ARG alleles through an
investigation of genome assemblies and sequence searches in a large database (e.g., the
NCBI nucleotide database). My identification of the pCERC1 plasmid in Salmonella
strains demonstrates a typical example of exploiting GeneMates results with several
helper functions. This small MDR plasmid is known to have been globally circulating
in Gram-negative bacteria for more than 30 years [80].

4.5.4 Issues and future directions

I consider the framework illustrated in Figure 4.1 as a guide for further development, and
there is indeed a large space for improvement, such as updating its modules, introducing new
statistical models and even improving functional components within this framework. The
approach presented in this chapter is in fact independent of specific gene classes. Therefore,
it can be applied to any genes or alleles in haploid organisms, if presence-absence status
of targets can be accurately determined. Nonetheless, I am aware of issues and limitations
of the current network approach due to incapability of short reads in resolving repetitive
genomic regions (including homologous regions showing a high nucleotide identity), which
are usually associated with MGEs. To be more specific, a frequent source for repeats in
bacterial genomes is the acquisition of ISs. These elements are usually flanked by direct
repeats and had multiple copies in the host genome [215]. In de novo genome assemblies,
repeats break up nodes and introduce bypasses between loci when sequencing reads failed to
span across the whole repetitive region, making the assembly graph more tangled.

As a result, firstly, the allelic presence-absence matrix, which is a fundamental input for
GeneMates, may miss undetected alleles or contain chimerical consensus allele sequences
(which lead to erroneous allele calls) when there are multiple homologous alleles (usually
belong to the same gene) displaying a certain level of nucleotide identity co-occurring in
the same bacterial sample. Both undetected alleles and erroneous allele calls may result in
false association signals. This problem cannot be solved with only short reads. Specifically, I
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can either map reads against a reference database (e.g., with SRST2) or align sequences in
the reference database against genome assemblies (e.g., with nucleotide BLAST) to screen
genes in bacterial samples and restore allele sequences. Assuming qualities of sequencing,
read mapping, and sequence alignment are high and stable, when a genome contains closely
related alleles and reads are much shorter than alleles, one could only obtain a single allele
call showing high maxMAFs and AG-ratios, because all reads of these alleles may be aligned
to the same reference by the mapper to maximise the mapping quality. The same result
may be produced by de novo assemblies as well, because nucleotide differences between
similar alleles may be treated as sequencing errors by the assembler, and hence the alleles
get collapsed into a single node or contig as a correct allele sequence or a chimera of alleles.

Secondly, as described in Section 4.4.4.4, short-read assemblies confine the measurability
and accuracy of APDs, making us to lose evidence for physical linkage. I have consistently
seen in MDR E. coli and S. Typhimurium genomes that I could only reach an accuracy rate
of more than 90% in the majority of strains for the distance measurements between alleles of
accessory ARGs when I constrain the paths of distances within two nodes. Most often, an
assembly graph contains more but shorter nodes when the read length decreases, the number
of repeats increases, sequencing accuracy or read depth decreases, and so forth. Albeit the
consistency in physical distances rather than the accuracy matters in my scoring scheme, and
similar genomic regions may appear as similar sub-graphs in the assembly graphs (hence I
can obtain consistent distances between the same pair of alleles even the measurements have
large biases), I cannot rule out the probability that distinct genomic regions also appear as
similar sub-graphs as the genome assembly is confounded by many factors.

Taken together, I anticipate a better performance of my approach when analysing high-
quality complete genomes or long-read sequencing data that are able to resolve at least most
of repeats, because both issues discussed in this section do not exist in complete genomes,
and the issues are alleviated with long reads. In any case, further experiments are necessary
as a golden standard for validating inferred co-localised alleles.

4.6 Conclusions

I have developed an R package called GeneMates and supplementary tools for analysing
associations between allelic presence-absence status of accessory ARGs and for inferring
physical linkage between ARG alleles. I have also demonstrated utilities of this package using
publicly available WGS data of 169 E. coli strains and 359 Salmonella strains. Functions of
the package reported known co-localised resistance alleles and discovered their distributions
in certain bacterial species. This is a scalable and versatile approach, readily applicable to
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other kinds of horizontally acquired genotypes. However, it is yet confounded by limitations
of short-read assembly, and its power will increase in the future as complete genomes
accumulate, enhancing the ability to resolving repeats using sequencing data.

4.7 Software availability and requirements

• Project name: GeneMates

• Project home page: github.com/wanyuac/GeneMates

• Programming language: R

• Operating system(s): platform independent

• Other requirements: GEMMA v0.96

• Licence: Apache License, Version 2.0



Chapter 5

Horizontal co-transfer of antimicrobial
resistance genes in Klebsiella pneumoniae

5.1 Introduction

As detailed in Chapter 1 (Section 1.1), the global dissemination of MDR bacteria is an
escalating threat to public health. Further, Section 1.3 introduced the physical linkage
between mobile ARGs during HGT as a driving force for the rapid acquisition of MDR
phenotypes in bacteria. According to WHO, foremost amongst the list of bacterial pathogens
that cause a critical clinical concern is Klebsiella pneumoniae (Kp) [216], which appears
adept at acquiring ARGs via HGT.

Kp, a member of the family Enterobacteriaceae, is a ubiquitous opportunistic pathogen,
which is a leading cause of infections resulting from Gram-negative bacteria [217, 218].
Common Kp infections include pyogenic liver abscess, pneumonia, meningitis, urinary tract
infections, wound infections, endocarditis, septicemia, and so forth [217, 219], which can be
acquired in both the community and hospital settings [218]. However, antimicrobial treatment
of some Kp infections is challenging as the pathogen is prone to acquire ARGs via HGT, and
it appears to benefit from a large accessory gene pool that encodes resistance to nearly all
antimicrobial classes up-to-date [220]. As a result, there has been a substantial increase in
the prevalence of resistant Kp globally since the 1950s, and the AMR remains fast evolving
in Kp [221]. For instance, some Kp have acquired various beta-lactamase genes including
those encoding the extended-spectrum beta-lactamases (ESBLs) CTX-M, the carbapenemase
family (such as the Klebsiella carbapenemase KPC, the metallo-beta-lactamase NDM-1, VIM
and IMP), and the expanded-spectrum oxacillinases OXA since the 2000s [222–225], making
them notorious “superbugs”. Moreover, epidemic clones of resistant Kp are known shuttles
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for the transfer of accessory ARGs to other bacterial pathogens [217, 226]. Therefore, an
overall understanding to the transmission of ARGs within the Kp population becomes urgent
due to the prevalence and diversity of these genes.

Horizontal co-transfer of physically linked ARGs is a primary contributor to the dynamics
of MDR in Kp under a selective pressure of antimicrobials [220]. Plasmids and transposons
are the most common MGEs mediating this process, where the transposons may be plasmid-
borne. In recent decades, numerous plasmids and transposons that harbour at least two ARGs
have been identified in Kp (see a review by Navon-Venezia et al. for a comprehensive list of
these elements [217]). For instance, the identification of a transposon-borne carbapenemase
gene blaKPC-3 in the plasmid pKpQIL of Kp caused a great concern in 2010 as it confers the
bacterium an extreme resistance to all beta-lactam antimicrobials [227]. The gene blaKPC-3

is located upstream of a narrow-spectrum beta-lactamase gene blaTEM-1 and hence they
are subject to horizontal co-transfer. In addition, a larger plasmid in Kp, pNDM-MAR,
co-mobilises eight ARGs via conjugation [228]. A high burden of transposon-related genes
and insertion sequences, and the presence of a class-1 integron, suggest a complicated and
patchy evolutionary history of this plasmid.

Nonetheless, little is known about the overall landscape of horizontal co-transfer of
mobile ARGs in the global population of Kp, although both the prevalence of co-localisation
between the ARGs in MGEs and the capability of HGT in Kp suggest extensive associations
between these genes. Further, the evolution of most co-transferable ARG clusters in Kp
remains unclear, and hence a scalable approach that identifies horizontally co-transferred
ARGs could be useful to understanding how MGEs accumulate ARGs over time. In this
chapter, I address these questions via applying the network approach developed in Chapter 4
to a large global collection of Kp genomes when controlling for the Kp population structure.
Further, I leverage spatiotemporal information of strain isolation to infer possible evolutionary
paths for allele clusters that are horizontally co-transferred within the Kp population. Hence
this chapter serves as a demonstration of applying my package GeneMates to a large data set,
and also sheds light on the evolution of MDR in Kp.

5.2 Materials and methods

In this section, I demonstrate methods for conducting a study of HGcoT in Kp. The methods
are comprised of four major steps: collection of Kp genomic data, preparation of inputs for
the package GeneMates, co-transfer analysis and finally, spatiotemporal analysis.
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5.2.1 Collection of genomic data

The Kp genomic data used in this study was composed of two sets. The first set consisted
of high-quality Illumina reads and complete genome assemblies of 1,462 Kp strains (Table
5.1), and it was used for constructing association networks of ARG alleles and discovering
potential horizontally co-transferred alleles. As such, this set is called the discovery set
throughout this thesis. In order to reduce the impact of mutations on the distribution of each
identified allele for this data set, I only recruited genomes of strains isolated between 1985
and 2017 (in 33 years), and excluded those of strains having unknown years of isolation.
See Appendix A for detailed strain information. Complete genomes and assembly graphs
generated from reliable Illumina reads provided connection information between assembled
sequences, which was essential to high measurability and accuracy of APDs.

To create the discovery set, complete genome assemblies were downloaded from Gen-
Bank (www.ncbi.nlm.nih.gov/genbank) for all 176 Kp strains whose complete chromo-
some and plasmid sequences had been released by May 2018. For genomes of the other
1,286 strains, whose complete genome assemblies were not publicly available, raw Illu-
mina paired-end reads were downloaded from the NCBI Sequence Read Archive (SRA,
www.ncbi.nlm.nih.gov/sra) by my colleagues and I, or obtained from an unpublished study
via Mohammad Hamidian.

I assessed quality of the Illumina reads using FastQC v0.11.4 [192] to discard read sets of
insufficient quality, using the same approach as in Chapter 4. I used cutadapt v1.9.1 [229] to
remove adapters from read sets that displayed a high level of adapter contamination. Trimmed
reads were then discarded as I found that only 30 – 40 bases were left for each. Next, I
filtered untrimmed reads for a per-read average quality of Phred Q30 with Trimmomatic
v0.36 [190] except for those displaying a particularly low quality in FastQC reports, where I
instead applied a 4 bp sliding window to remove ends that did not show a minimal average
quality of Q20 per window. Finally, trimmed reads shorter than 50 bp were discarded.

Table 5.1 Sources of 1,286 paired-end Illumina read sets comprising the discovery set.
Publications, sampling designs, sample sizes and citations are shown in four columns.

Data set Sampling design Size Citation
Holt et al., 2015 Selected for a maximised diversity: inclusion on the basis of

capsular serotype diversity (Australian isolates), AMR pheotype
diversity, MLST diversity or diversity of acquisition modes and
clinical indication.

147 [230]

Bialek-Davenet et
al., 2014

No selection but for nonredundancy. 27 [219]

Stoesser et al., 2013 Extended-spectrum cephalosporin-resistant strains (commonly
represent MDR) from an English hospital.

61 [231]

https://www.ncbi.nlm.nih.gov/genbank
https://www.ncbi.nlm.nih.gov/sra
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Stoesser et al., 2014 Randomly sampled from the strain archive of the Patan Hospital
in Kathmandu, Nepal. Neonates were the primary source of Kp
strains used in this study.

52 [232]

Struve et al., 2015 Hypervirulent Kp strains 43 [233]
DeLeo et al., 2014 ST258 and closely related clones, predominantly MDR and geo-

graphically diverse
60 [234]

Bowers et al., 2015 Focus on ST258, followed by other CG258 strains and non-
CG258 strains

134 [235]

The et al., 2015 Randomly selected samples from the Patan Hospital 73 [236]
Davis et al., 2015 Random sampling 23 [237]
Lee et al., 2016 Collected from random inpatients of Kp infections. 21 [238]
Follador et al., 2016 Invasive strains, biased selected for those resistant to the third-

generation cephalosporins
149 [239]

Runcharoen et al.,
2017

ESBL-producing Kp 64 [240]

Henson et al., 2017 Invasive Kp 126 [241]
Moradigaravand et
al., 2017

MDR Kp collected in 28 hospitals across the UK and Ireland 228 [242]

Smit et al., 2018 MDR Kp collected from neonates in Cambodia 56 [243]
Unpublished ESBL-producing Kp strains collected in Tehran, Iran. 22

In order to explore distributions of the discovered co-mobilisable ARG alleles outside of
the discovery set, I recruited the second genome set via incorporating all draft Kp genome
assemblies (of 5,134 Kp strains) that had been released in the NCBI RefSeq database
(www.ncbi.nlm.nih.gov/refseq) by September, 2018. This set is referred to as the exploration
set throughout this thesis. My colleague Margaret Lam downloaded genome assemblies from
RefSeq in the form of contigs and curated sample information. Moreover, she determined
MLST sequence types (STs) of all Kp strains using Kleborate (github.com/katholt/Kleborate)
based on the Kp MLST database hosted at the Pasteur Institute (bigsdb.pasteur.fr/klebsiella).
In total, the discovery set and exploration set consisted of 6,596 Kp genomes.

5.2.2 Identification of core-genome SNPs

Chromosomal SNPs were identified through variant calling based on read alignments against
a reference genome — the complete chromosome sequence of the Kp strain NTUH-K2044
(GenBank accession: AP006725). I ran wgsim (github.com/lh3/wgsim) under its default
parameters through readSimulator (see Section 3.2.3) to simulate paired-end Illumina reads
(250 bp long and error-free) from complete genomes when treating every genome as circular
molecules. The readSimulator was configured to ensure an even depth of 70 folds that each
genome was covered by synthetic reads.

https://www.ncbi.nlm.nih.gov/refseq
https://github.com/katholt/Kleborate
https://bigsdb.pasteur.fr/klebsiella
https://github.com/lh3/wgsim
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I used RedDog v1beta.10.3 (github.com/katholt/RedDog) under its default settings to
align all reads against the reference genome. I incorporated synthetic Illumina reads of
a known Klebsiella variicola strain DSM15968 (GenBank accession of its chromosome
sequence: CP010523) as an outgroup. I scanned the reference genome with MUMmer v3.23
to identify repetitive regions (≥ 90% nucleotide identity) as they may cause ambiguity in
read mapping. I used PHASTER (phaster.ca, accessed in April 2017) to identify prophage
regions [205]. SNPs within repeats and/or prophages were then filtered out for subsequent
analyses using parseSNPtable.py in RedDog.

5.2.3 Assessment of read source homogeneity

To assess whether a read set from the SRA database was obtained from a pure culture of a
single Kp strain (namely, a homogenous source), I leveraged the count of homozygous SNP
(homSNP) calls and the coordinate distribution of heterozygous SNP (hetSNP) calls. This
method was able to identify “hybrid” strains, whose chromosomes displayed large regions of
recombination, as reads from each hybrid show a high level of heterogeneity. See contamina-
tion_assessment on github.com/wanyuac/cgSNPs for my scripts that implement this method.
Putative hybrids were validated using Genome Painter (github.com/scwatts/genome_painter).
Strains whose read sets showing evident heterogeneity were excluded from further analyses.

5.2.4 Phylogenetic reconstruction

I constructed an unrooted ML phylogeny based on SNP sites with confident allele calls
in 99% of Kp strains using FastTree v2.1.8 under a GTR + G model (that is, a general
time-reversible setting for nucleotide substitutions plus a gamma distribution of rate variation
across SNPs; options: –gtr and –gamma) and four rounds of subtree prune regraft (option -spr
= 4) [159]. The resulting phylogeny was then rooted on the K. variicola strain DSM15968
with the R package phytools [244].

5.2.5 SNP imputation

Only 54% of SNP sites having confident allele calls in 99% of Kp strains also had con-
fident allele calls in 100% of strains, I therefore imputed missing SNPs according to the
phylogeny through ClonalFrameML v1.11 [245]. I converted the outcome into a SNP
table using my scripts clonalFrameML2Fasta.py and fasta2csv.py (publicly available at
github.com/wanyuac/cgSNPs), and then filtered the table for SNP sites having confident

https://github.com/katholt/RedDog
http://phaster.ca
https://github.com/wanyuac/cgSNPs
https://github.com/scwatts/genome_painter
https://github.com/wanyuac/cgSNPs
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allele calls 100% of the Kp strains using the script parseSNPtable.py. SNPs that passed this
filtering process were called cgSNPs and used as an input for HGcoT analysis.

5.2.6 Gene screen and allele identification

For Kp strains that only had short reads available, I used SRST2 v0.2.0 and an SRST2-
compatible ARG-ANNOT database (version r2) to detect known mobile ARGs and recover
their consensus allele sequences. Specifically, I configured SRST2 to report an allele in a
strain when the allele sequence showed a coverage > 90%, nucleotide divergence ≤ 10%,
average read depth > 5 fold and edge depth > 2 fold to its reference. Reliability assessment of
allele calls was the same as Section 4.3.4. For strains whose complete genomes were available,
I used the tool geneDetector (github.com/wanyuac/geneDetector, which is a wrapper for
nucleotide BLAST jobs) and the same ARG-ANNOT database to perform gene screen and
construct consensus allele sequences.

In order to incorporate novel alleles that were not present in the ARG-ANNOT database, I
ran CD-HIT-EST v4.6 to cluster consensus sequences of all reliable allele calls under a 100%
nucleotide identity and coverage (comparing to the longer sequence per pair of sequences)
[207]. My tool PAMmaker (github.com/wanyuac/PAMmaker) was used to assign allele
identifiers and generate an allelic PAM.

5.2.7 De novo genome assembly

In order to recover APDs for mobile ARGs in the Kp strains, I used an in-house script to
assemble Illumina reads de novo into assembly graphs and contigs. More specifically, the
script runs TrimGalore (github.com/FelixKrueger/TrimGalore) to trim Illumina universal
adapters from the 3’ ends of reads when an end overlapped the adapter by at least six bases.
Then the script launches Unicycler v0.4.1 to assemble reads under 10 k-mer sizes [195]. I
removed one strain from downstream analyses because its contigs summed up to 9.6 Mbp,
which is approximately 4 – 4.5 Mbp larger than usual genome sizes of Kp.

5.2.8 Measurement of allelic physical distances

Following the simulation-and-validation approach introduced in Chapter 3, I evaluated the
measurement of APDs using complete genomes of 10 MDR Kp strains to determine empirical
criteria for acquisition of reliable APDs. Finished-grade chromosome and plasmid genomes
were downloaded from GenBank for each strain (Table 5.2), and original Illumina reads for
assembling these genomes were obtained from the SRA database. I used FastANI [208] to

https://github.com/wanyuac/geneDetector
https://github.com/wanyuac/PAMmaker
https://github.com/FelixKrueger/TrimGalore
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measure the nucleotide divergence between chromosomes of these strains. For each pair of
strains, the mean ANI was taken as a measure of their nucleotide divergence, which was then
converted into a bifurcating tree where branch lengths were proportional to the divergence.

Table 5.2 Strain name, molecular type, GenBank accession, sequence length, SRA ac-
cession, Illumina sequencing platform and maximum read length of each complete
genome used for determining the reliability criteria. Abbreviations: Chr, chromosome;
Pls, plasmid.

Strain Molecule Accession Len (bp) SRA Sequencer Max_len
AR_0438 Chr CP029099 5,439,007 SRR6985677 HiSeq 4000 151

Pls CP029098 11,611
Pls CP029100 29,625
Pls CP029101 208,035
Pls CP029102 135,655

WCHKP020030 Chr CP028793 5,376,106 SRR6955403 HiSeq X Ten 150
Pls CP028788 10,060
Pls CP028789 5,596
Pls CP028790 104,810
Pls CP028791 288,222
Pls CP028792 125,009

WCHKP36 Chr CP028583 5,444,817 SRR6955404 HiSeq X Ten 150
Pls CP028579 28,689
Pls CP028580 12,746
Pls CP028581 5,596
Pls CP028582 149,258

KPN528 Chr CP020853 5,383,018 SRR5385492 NextSeq 500 150
Pls CP020854 292,471
Pls CP020855 221,428
Pls CP020856 76,158

K66-45 Chr CP020901 5,380,605 SRR2724081 MiSeq 301
Pls CP020902 338,512
Pls CP020903 200,365
Pls CP020904 120,533
Pls CP020905 41,111

KSB1_5D Chr CP024191 5,296,999 SRR5082456 HiSeq 2500 125
Pls CP024192 221,606
Pls CP024193 147,945
Pls CP024194 89,345
Pls CP024195 4,660
Pls CP024196 4,510
Pls CP024197 3,825

DA48896 Chr CP024429 5,394,870 SRR4423335 MiSeq 301
Pls CP024430 131,243
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Pls CP024431 114,815
Pls CP024432 45,291
Pls CP024433 55,118
Pls CP024434 4,715
Pls CP024435 4,167
Pls CP024436 2,056

NJST258_1 Chr CP006923 5,263,229 SRR1166975 HiSeq 2000 100
Pls CP006927 142,788
Pls CP006926 73,636
Pls CP006925 36,109
Pls CP006928 14,249
Pls CP006924 10,925

FDAARGOS_439 Chr CP023913 5,240,335 SRR5884793 HiSeq 4000 151
Pls CP023918 106,914
Pls CP023917 164,607
Pls CP023916 130,348
Pls CP023914 106,853
Pls CP023915 3,808

KPN1482 Chr CP020841 5,591,645 SRR5386689 NextSeq 500 101
Pls CP020842 180,210
Pls CP020843 97,202
Pls CP020844 74,177
Pls CP020846 12,540
Pls CP020845 9,510

I used geneDetector and the curated ARG-ANNOT database (version r2) to detect
ARGs in the genomes and to restore their allele sequences. Alleles of four known intrinsic
chromosomal ARGs in Kp (ampH, oqxA, oqxB and blaSHV) were ignored. I used Bandage
to measure APDs between the remaining alleles in circular complete genomes1 under a
requirement for exact matches between query sequences and continuous regions in subject
genomes. These APDs were treated as references for distance comparisons.

Since the majority of real read sets displayed distinct read lengths, I ran readSimulator to
synthesise 50 bp paired-end Illumina reads under a build-in error profile of Illumina GAII
sequencers for all genomes of each strain, which represented the ”worst quality” that the
real reads would reach. Moreover, the required read depth was 75 fold for every set of
synthetic reads. The synthetic and actual reads were assembled de novo with Unicycler
v0.4.1, respectively, under five automatically determined k-mer sizes. I used Bandage to
measure APDs corresponding to the reference distances in assembly graphs and contigs under
different requirements for minimum nucleotide identities. These distances were merged

1These complete genomes were generated through converting FASTA files into assembly graphs using a
script mfasta2gfa.py in my package physDist (github.com/wanyuac/physDist).

http://github.com/wanyuac/physDist
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for the same pair of alleles under a predefined priority that the APDs in contigs were more
accurate than those in assembly graphs. Summary statistics for the comparison between
merged APDs and reference distances were computed in R.

In order to compare the APDs that were measured between accessory ARGs to those
measured between random genes, I extracted CDS of non-pseudo genes from GenBank files
of the complete genomes and ran CD-HIT-EST v4.6.8 [207] to de-duplicate identical CDS.
Next, I ran a script SPDcomp.sh in physDist for all the strains to implement a pipeline that
measures and compares APDs. Specifically, this script launches 10 iterations of random
sampling to the CDS per strain. In each iteration, it draws 500 CDS at random and launches
Bandage to measure their all-to-all APDs in complete genomes and corresponding de novo
genome assemblies (in the form of contigs or assembly graphs). Then the script merges
APDs from all iterations, and for each pair of CDS, it calculates the error of an SPD measured
in a contig or an assembly graph to that measured in a complete genome (namely, the true
distance). Summary statistics of the errors were computed using scripts accuracy_vs_nodes.R
and accuracy_vs_dist.R in physDist.

5.2.9 Association analysis

I ran the function findPhysLink of the package GeneMates to test for associations between
presence-absence status of accessory ARG alleles in the Kp population. In particular, alleles
whose frequencies did not exceed 1% were excluded from the analysis to ensure sufficient
statistical power for LMMs. Moreover, LMMs were not constructed for any pair of alleles that
did not co-occur at least twice in Kp strains as this scenario did not provide any information
of HGcoT. Alleles of the four intrinsic chromosomal ARGs of Kp were excluded from the
co-transfer analysis, because these alleles were known to not undergo HGT among Kp but
had accumulated numerous mutations that introduced a large amount of different alleles,
tremendously increasing the number of association tests, which in turn reduces the statistical
power of tests after correcting for multiple testing. The phylogeny reconstructed using
FastTree was used by the function findPhysLink to deduce correlations between PCs and
population structure. In addition, the function evaluated consistency and measurability of
APDs measured between every pair of alleles. According to accuracy criteria determined
using the method explained in Section 5.2.8, APDs between the same pair of alleles were
considered as consistent when their maximum difference fell within 2.2 kbp.
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5.2.10 Network analysis

To construct a linkage network illustrating putative physical linkage between the alleles, I
created an edge table through filtering significant positive associations (β > 0 and Bonferroni-
corrected p-value ≤ 0.05) in the outcome of the function findPhysLink for weighted distance
scores wd above 0.5. The table was converted into a linkage network using the function
mkNetwork and was exported to Cytoscape v3.6.1 for visualisation. In this network, each
node denoted an ARG allele, and each edge denoted a significant positive association
supported by consistent APDs that were measurable in more than half of strains where the
corresponding alleles were co-occurring. Moreover, every node had an allele frequency and
AMR class as attributes, and every edge had a β coefficient and a wd score as attributes.

Next, I characterised topology of the linkage network using GeneMates. For each node
in the network, I counted the number of its neighbour nodes using function countNeighbours
to find out the most or least connected alleles. For node clusters, I identified maximal cliques
using function max_cliques in the R package igraph [209]. Herein, each maximal clique is
a complete sub-network (that is, all nodes within this graph are mutually connected) that
cannot be expanded any more through adding neighbouring nodes in the network.

5.2.11 Investigation of horizontally acquired ARG allele clusters

Putative clusters of horizontally acquired ARG alleles were validated via identifying their
DNA sequences and genetic environments in a broader range of Kp genomes. To this end, I
developed a Python script to identify the shortest regions harbouring all alleles of a given
cluster in genome assemblies (FASTA format), and to extract and group these regions. The
script is publicly available at github.com/wanyuac/alleleClusterLocator. More specifically,
it uses nucleotide BLAST to detect and locate alleles in the assemblies, determines the
shortest paths connecting all alleles in contigs where the alleles are co-localised, and groups
DNA sequences in these paths using CD-HIT-EST v4.6.8. The script takes into account the
scenario that an allele may have more than one copy in a contig. I applied this script to all Kp
strains for cliques identified in the linkage network, and retrieved annotations of the extracted
regions in the RefSeq and GenBank databases to identify their relationships to MGEs and
determine mobile allele clusters. I used ISFinder to identify transposable elements [212] and
accessed the INTEGRALL database to annotate integrons [246].

To elucidate the distribution of each mobile allele cluster, I aligned presence-absence
status of member alleles against the core-genome phylogeny of the 1,462 Kp strains using
the function ringPlotPAM in GeneMates. Finally, in order to show alleles that may be
co-transferred with physically existing cliques even though these alleles did not form cliques

https://github.com/wanyuac/alleleClusterLocator
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in the linkage network, I performed hierarchical clustering on edges extracted from the
linkage network and identified those displaying high similarity in allelic co-occurrence.
This analysis is based on the fact that alleles within the same physical cluster must co-
occur in the same bacterium, and hence status of their pairwise co-occurrence should show
a level of concordance, which however may be obscured by independent acquisition of
individual alleles (similar to the example discussed in Section 4.4.3.3). I added a function
compEdgeOccur to GeneMates for this analysis and applied it to the linkage network.
Specifically, this function carries out two steps for n strains. First, it simplifies the linkage
network into an undirected network where each edge is created for two alleles if they
are connected by one or two edges of any directions in the linkage network. Next, it
calculates a Simpson similarity coefficient [160] for each pair of edges in the undirected
network, and obtains an n× n similarity matrix, on which hierarchical clustering can be
performed subsequently. As for details of the computation, for two pairs of alleles denoted by
E1 = {X1,Y1} and E2 = {X2,Y2}, where E1 and E2 are two edges in the undirected network
and may overlap by at most one allele, let n1 and n2 denote the co-occurrence count of alleles
in E1 and E2, respectively, in n strains, and let n12 denote the co-occurrence count of all
alleles in E = E1 ∪E2, then the Simpson similarity coefficient for E1 and E2 is calculated by:

s12 =
n12

min{n1,n2}
=

f12

min{ f1, f2}
∈ [0,1] (5.1)

where the co-occurrence frequency fi = ni/n. This coefficient measures how concordant
the co-occurrence of alleles X1 and Y1 is to that of the alleles X2 and Y2. It is evident that
this coefficient is symmetric, namely, s12 = s21. Based on Euclidean distances, I performed
single-linkage clustering on rows and columns of the similarity matrix and visualised the
result as a heat map. On the contrary to an edge weight in the GeneMates linkage network,
which accounts for the co-occurrence of two alleles and the effect of population structure, the
similarity coefficient is a descriptive statistic for co-occurrence of two edges linking together
pairs of alleles. As such, it is transmissible from edge to edge and hence can be used to
predict the co-occurrence frequency of multiple alleles.

5.2.12 Spatiotemporal analyses

I added several functions to GeneMates for investigating spatiotemporal distributions of
ARG alleles in the linkage network, and to trace the evolution of identified mobile allele
clusters. Strain count per country was added up in accordance with geographic regions
defined by the United Nations (see unstats.un.org/unsd/methodology/m49 for a table mapping
countries to the regions). A Simpson’s diversity index was calculated for alleles detected

https://unstats.un.org/unsd/methodology/m49
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in each country using the function diversity in the R package vegan [247]. I used functions
countAllelesPerCountry and countAllelesPerYear to calculate allele frequencies in each
country and year (or period), respectively. Particularly, in the temporal analysis, for each
strain whose recorded isolation time was a period (e.g., 2011 – 2015) rather than an explicit
year, I counted its appearance in each year of that period by a “weighted count” — one
averaged by the period length, assuming the probability that the strain was isolated in each
year followed a uniform distribution. For instance, supposing 10 strains were isolated in
2012 and one strain was isolated between 2011 and 2015 (in five years), then the cumulative
weighted strain counts from 2011 to 2015 are 0.2, 10.4, 10.6, 10.8 and 11. As shown in this
example, this counting method restores the overall strain number in the final year of isolation.

Since I did not see an even distribution of sample sizes through time or across countries,
or have a homogeneous sampling strategy for strains from different studies, I could not apply
LMMs to subsets of the strains. As such, I leveraged spatiotemporal structure of allelic
co-occurrence status to infer evolutionary and transmission history of allele clusters identified
in the linkage network. This investigation was conducted in four steps. First, I converted the
linkage network into a co-occurrence network using the function mkCoocurNetwork, which
substituted edges in the linkage network with those representing allelic co-occurrence counts
in the 1,462 Kp strains, whereas alleles were kept intact in networks during the conversion.
Second, I used the function getAllelesEarliestAppearance to tabulate the earliest time of
each allele to appear in my total collection of Kp strains. Third, I ran the function tempNet
while taking as input the temporal information to create a dynamic co-occurrence network,
and visualised it on time slices using the function render.d3movie in the R package ndtv
(github.com/statnet/ndtv). Finally, for relevant allele clusters supported by co-occurrence
events, I evaluated my hypothesis on their evolutionary or transmission paths via resolving
actual physical structures of these clusters in genome assemblies.

5.3 Results

This section consists of four parts. First, I show distributions of ARG alleles and cgSNPs
identified in the discovery set, and present association networks filtered for evidence of
physical linkage. Second, I summarise features of the final association network — the
linkage network — to reveal potential physical linkage between mobile ARG alleles. Third,
I identify mobile ARG allele clusters using cliques in the linkage network and validate these
clusters using the exploration set. Finally, I investigate spatiotemporal structures underlying
several identified allele clusters in the exploration set to elucidate their evolutionary histories.

https://github.com/statnet/ndtv
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5.3.1 Network construction for antimicrobial resistance genes

Association networks were constructed at the allele level for mobile ARGs identified in the
discovery set. The networks were filtered based on association status and APDs to identify
edges showing strong evidence of physical linkage between ARG alleles. Accordingly, the
final resulting network is called a linkage network throughout this thesis.

5.3.1.1 Antimicrobial resistance gene content

I used SRST2 and nucleotide BLAST to detect ARG alleles in the discovery set (genomes of
1,462 Kp strains) for the construction of association networks. In total, I identified 102 ARGs,
including four known intrinsic ARGs and 98 accessory ARGs. These genes were associated
with 11 antimicrobial classes. As shown in Figure 5.1a, there was an evident gap in gene
frequencies between the intrinsic ARGs (≥ 95%) and accessory ARGs (< 55%). Moreover,
the number of alleles per accessory ARG (maximum number: 55) was far less than that of
any intrinsic ARG (minimum number: 149). Forty ARGs had only a single allele identified
each. In total, the accessory ARGs had 445 alleles identified, amongst which 218 (49%)
alleles showed the minimum frequency of 0.07% (namely, each allele was detected only once
in the 1,462 strains), and a single allele (the reference allele of sul1 in the ARG-ANNOT
database) showed the maximum frequency of 44% (namely, the allele was detected in 642
strains). Furthermore, 82 acquired ARG alleles showed frequencies above 1% (occurred in at
least 15 strains), and these alleles belonged to 48 ARGs encoding nine antimicrobial classes.

For accessory ARGs, the gene number per strain showed a bimodal distribution, with 306
strains having no accessory ARGs at all and median nine amongst the other 1,156 strains
(Figure 5.1b). Eighty percent of alleles had frequencies ≤ 1% (Figure 5.1c). Some alleles
displayed clear enrichment in some lineages, however, most alleles were found in multiple
lineages (Figure 5.2). No identically distributed alleles were detected.

5.3.1.2 Core-genome SNPs

A total of 596,530 SNP sites were identified in genomes of the 1,462 strains (after excluding
8,302 SNP sites within repetitive or prophage regions). There were 494,437 SNP sites
with confident allele calls in ≥ 99% of strains, and 268,160 sites of them were found in all
strains without SNP imputation. After imputing missing SNP alleles with ClonalFrameML,
I obtained 465,661 biallelic SNPs, 27,730 tri-allelic SNPs and 1,046 tetra-allelic SNPs. A
total of 181,489 sites of the imputed SNPs had a minor allele count of one.
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Figure 5.1 ARG content of 1,462 Kp strains. (a) Allele frequencies and counts of four intrinsic
ARGs (unshaded circles) and 98 accessory ARGs (shaded circles) sorted by associated AMR pheno-
types (indicated by colours). The diameter of each circle is proportional to an allele frequency, which
is indicated by the number within the circle. AMR classes: AGly, aminoglycosides; Bla, beta-lactams;
Col, colistin; Fcyn, fosfomycin; Flq, fluoroquinolones; MLS, macrolides/lincosamides/streptogramins;
Phe, phenicols; Rif, rifampicin; Sul, sulfonamides; Tet, tetracyclines; Tmt, trimethoprims. (b) The
number of strains each harbouring a given number of accessory ARGs follows a bimodal distribution.
(c) Frequencies of 445 alleles of accessory ARGs arranged in a descending order per AMR class.
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Figure 5.2 A binary heat map showing presence-absence of 82 accessory ARG alleles having
frequencies above 1% in the 1,462 Kp strains. Rows represent strains ordered by tips of a rooted
ML phylogeny (where the outlier strain has been trimmed) shown on the left side; columns represent
alleles, and are clustered using a single-linkage method based on binary distances between columns.
Each grey box indicates absence of an allele in a strain, and conversely, a box is coloured by
the AMR class when an allele is detected. On the phylogenetic tree, lineages corresponding to
15 STs that had more than 20 strains each are shaded with different colours and labelled with
the STs. AMR classes: AGly, aminoglycosides; Bla, beta-lactams; Flq, fluoroquinolones; MLS,
macrolides/lincosamides/streptogramins; Phe, phenicols; Rif, rifampicin; Sul, sulfonamides; Tet,
tetracyclines; Tmt, trimethoprims.
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5.3.1.3 Reliability filters for allelic physical distances

The 10 MDR Kp strains comprised five clusters following their chromosomal divergence,
with a minimum distance of approximately 0.3% between strains of different clusters (Figure
5.3). The strains showed distinct chromosome sizes, plasmid composition (Table 5.2) and
diverse contents of mobile ARGs (Table 5.3).

Figure 5.3 A midpoint-rooted NJ tree based on ANI of 10 MDR Kp strains, with STs labelled.

Table 5.3 Accessory ARGs detected in the 10 Kp strains used for determining distance reliability
filters. Cluster names in the SRST2-compatible ARG-ANNOT database are used as gene names.

Strain ARGs
AR_0438 aadA, aph3”Ia, catA1, dfrA, blaKPC-1, mphA, blaOXA-9, sul1, blaTEM-206
DA48896 aac6-Ib, aadA, arr, blaCTX-M-15,catA2, dfrA, blaOXA-48, rmtF, strA, strB, sul2, blaTEM-206
FDAARGOS_439 aac6-Ib, aadA4-5, blaCTX-M-15, catBx, dfrA7, ermB, mphA, blaNDM-1, blaOXA-1, qnr-S, rmtC,

sul1, blaTEM-206
K66-45 aac3-IIa, aacAad, aadA, aph3”Ia, aphA6, armA, blaCTX-M-15, catBx, dfrA, mphE, msrE,

blaNDM-1, blaOXA-1, blaOXA-9, qnr-S, sul1, blaTEM-206, tet(A)
KPN1482 aac6-32, aacAad, aadA, armA, arr, blaCMY, blaCTX-M-15, catBx, dfrA1, mphE, msrE,

blaOXA-1, blaOXA-48, qnrB, rmtF, strA, strB, sul2, sul1, tet(A)
KPN528 aac3-IIa, aacAad, aadA, aphA6, armA, arr, blaCTX-M-15, catA1, catB4, cmlA5, dfrA1, dfrA5,

dfrA, ereA, mphE, msrE, blaNDM-1, blaOXA-1, qnrB1, sat-2A, strA, strB, sul2, sul1
KSB1_5D aac3-IIa, aacAad, aadA, blaCTX-M-15, catBx, blaIMP-1, mphA, blaOXA-1, qnrB1, strA, strB,

sul2, sul1, blaTEM-206, tet(A)
NJST258_1 aac6-Ib, aadA, dfrA5, blaKPC-1, blaOXA-9, strA, strB, sul2, blaTEM-206
WCHKP020030 aac3-IIa, aacAad, aph3”Ia, arr, blaCTX-M-9, catBx, dfrA1, fosA, blaKPC-1, blaLAP, mphA,

blaOXA-1, qnr-S, rmtB, sul1, blaTEM-206, tet(A)
WCHKP36 aacAad, aadA, arr, blaCTX-M-9, catA2, dfrA27, blaKPC-1, sul1, blaTEM-206, tet(A)
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For APDs measured between accessory ARGs per strain under an error tolerance of
1.1 kbp in assembly graphs, I found that the accuracy reached > 90% for APDs measured
across ≤ 2 nodes that were assembled from synthetic reads (Table 5.4), or across ≤ 3 nodes
that were assembled from real Illumina reads (Table 5.5), when confining query paths in
genome assemblies for nucleotide identities of ≥ 98% to query sequences. Since fewer APDs
were measurable as APDs when increasing the stringency for nucleotide identity, I used
the threshold of 98% for determining query paths and a maximum node number of two for
filtering out unreliable APDs in further analysis.

Table 5.4 Accuracy of APDs measured between accessory ARGs in synthetic read based assem-
bly graphs when searching for query paths that show at least 98% nucleotide identity to allele
sequences of these genes. The accuracy was computed based on an error tolerance of ±1.1 kbp.
Assemblies were generated from synthetic short reads. Column names N1, ..., N4 denote APDs
measured in paths of 1, ..., 4 nodes, respectively. APDs for this table: 0 – 32,116 bp.

Strain N1 N2 N3 N4
AR_0438 NA 100% (1/1) 100% (5/5) 100% (7/7)
DA48896 100% (2/2) 100% (6/6) 100% (8/8) 75% (9/12)
FDAARGOS_439 100% (5/5) 100% (7/7) 87.5% (7/8) 58.82% (10/17)
K66-45 91.67% (11/12) 92.86% (13/14) 81.25% (13/16) 70% (14/20)
KPN1482 100% (29/29) 100% (31/31) 92.11% (35/38) 79.03% (49/62)
KPN528 100% (14/14) 100% (19/19) 91.67% (22/24) 82.76% (24/29)
KSB1_5D 100% (4/4) 100% (8/8) 100% (14/14) 93.75% (15/16)
NJST258_1 100% (6/6) 100% (6/6) 100% (6/6) 100% (9/9)
WCHKP020030 100% (9/9) 100% (9/9) 100% (9/9) 100% (15/15)
WCHKP36 100% (4/4) 100% (4/4) 100% (4/4) 100% (10/10)

Table 5.5 Accuracy of APDs measured between accessory ARGs in real read based assembly
graphs when searching for query paths that show at least 98% nucleotide identity to allele
sequences of these genes. The accuracy was computed based on an error tolerance of ±1.1 kbp.
Assemblies were generated from real Illumina reads. Column names N1, ..., N4 denote APDs
measured in paths of 1, ..., 4 nodes, respectively. APDs for this table: 0 – 32,116 bp.

Sample N1 N2 N3 N4
AR_0438 100% (2/2) 100% (4/4) 100% (5/5) 100% (7/7)
DA48896 100% (2/2) 100% (7/7) 90% (9/10) 78.57% (11/14)
FDAARGOS_439 100% (2/2) 100% (4/4) 100% (5/5) 83.33% (5/6)
K66-45 100% (22/22) 91.67% (22/24) 91.67% (22/24) 68.75% (22/32)
KPN1482 100% (29/29) 100% (31/31) 92.11% (35/38) 79.03% (49/62)
KPN528 100% (21/21) 100% (27/27) 94.12% (32/34) 89.19% (33/37)
KSB1_5D 100% (4/4) 100% (8/8) 100% (14/14) 94.12% (16/17)
NJST258_1 100% (6/6) 100% (6/6) 100% (6/6) 100% (18/18)
WCHKP020030 100% (9/9) 100% (16/16) 100% (18/18) 94.74% (18/19)
WCHKP36 100% (7/7) 100% (11/11) 100% (11/11) 73.33% (11/15)

More generally, for APDs measured between random and non-duplicated CDS (≤ 250
kbp) in assembly graphs per strain, only the distances measured across no more than two
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nodes constantly displayed an accuracy above 90% given an error tolerance of ±1.1 kbp
(Figure 5.4). For APDs measured between the same set of CDS (≤ 250 kbp) in contigs per
strain, I saw the accuracy constantly stayed above 90% under the same error tolerance of
±1.1 kbp (Figure 5.5).

Figure 5.4 Accuracy of APDs measured between random CDS in assembly graphs generated
from synthetic reads. The accuracy is conditioned on a maximum number of nodes per path, a
maximum distance and a user specified error tolerance. When the measurement errors fluctuate
between ±1.1 kbp, the accuracy stays above 90% for all distances measured across at most two nodes.
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Figure 5.5 Accuracy as a function of APDs measured between random CDS in contigs assem-
bled from synthetic reads. Given an error tolerance of ±1.1 kbp, the accuracy fluctuates above 90%,
while the proportion of exact distance measurements drops dramatically for most of strains.
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5.3.1.4 Filtering association networks for evidence of physical linkage

After applying GeneMates to the 82 acquired ARG alleles detected in the discovery set (1,462
Kp strains) at a minimum frequency of 1%, I detected 710 significant positive associations,
which involved all of the alleles (each showed at least one such association to another allele),
and 81 significant negative associations, which involved 43 alleles. An initial association
network was created using these 791 significant associations for the 82 alleles. As illustrated
in Figure 5.6, I sequentially applied three filters to this network for the identification of
associations showing strong evidence of physical linkage between the acquired ARG alleles,
yielding a final network of 59 alleles connected by 158 significant positive associations
supported by strong evidence of physical linkage. Parameters for the two distance-based
filters were determined in Section 5.3.1.3.

Figure 5.6 Filters for association networks and their outcomes. The quantitative criterion used
for each filter is shown in a pair of parentheses. Notice Figure 5.9 only summarises connectivity
of antimicrobial classes according to the network topology without displaying the actual network.
Notations: pad j, Bonferroni-adjusted p-values from LMMs; β̂ , an estimate size of the fixed effect in
an LMM; sd , a discrete consistency score for APDs; min, in-group distance measurability.

Figure 5.7a illustrates an association network comprised of 290 significant positive
associations supported by consistent in-group APDs (namely, the distance score sd = 1 for
all of these associations) between 72 alleles. For allele pairs in this network, Figure 5.7b
shows the distribution of their measurability scores (min) for in-group APDs. As explained
in Section 2.2.3.2, in-group distances of APDs measured between a pair of alleles across
genomes are defined as those within the ±1.5 IQR (inner quantile range) of all the APDs. As
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we can see in this histogram, 129 out of 290 (44%) edges in this network had the measurability
above 0.02 and below 0.5, and distance counts between two and 166.

Figure 5.7 Association network and distribution of distance measurability for its edges. (a) An
association network filtered for significant positive associations supported by consistent in-group
APDs. In this network, each node represents an allele, with its diameter proportional to the allele
frequency and colour denoting an antimicrobial class that the allele encodes resistance to. Each edge
starts from an explanatory allele and terminates at a response allele, which represents a significant
positive association whose sd = 1. The width of each edge is proportional to the estimated fixed
effect size β̂ , and the colour gradient follows the in-group distance measurability min. Altogether,
this network consists of 290 edges linking 72 ARG alleles. (b) A histogram of in-group distance
measurability for the 290 significant positive associations that displayed consistent APDs. The
measurability scores (min) were de-duplicated when two alleles were associated in both directions. As
such, this histogram covered 153 scores counted in bins of a width of 0.05.
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5.3.2 Features of the linkage network for resistance alleles

Through the final step of association filtering (Figure 5.6), I obtained significant positive
associations supported by consistent APDs measured in more than 50% of Kp strains where
the alleles were co-occurring. This step removed 132 edges and 13 nodes from the network
shown in Figure 5.7, and produced a network consisting of 59 nodes and 158 edges (Figure
5.8), with allele frequencies between 1% (four alleles) and 44% (the allele SulI_1616), and β̂

values between 0.03 and 1.00. Since this final network displays evidence of both association
status and APDs for the presence of physical linkage between ARG alleles, I call it a linkage
network for simplicity. In this section, I summarise topological features of this network to
reveal potential physical linkage between mobile ARG alleles in the Kp population.

Figure 5.8 A linkage network for acquired ARG alleles in 1,462 Kp strains. In this network, each
node represents an allele, with its diameter proportional to the allele count and colour denoting an
antimicrobial class that the allele encodes resistance to. Each edge starts from an explanatory allele
and terminates at a response allele, which represents a significant positive association showing a
consistency score sd = 1 and a measurability score min > 0.5. The width of each edge is proportional
to β̂ and the colour gradient follows min.

5.3.2.1 Basic properties

According to node labels in the linkage network (Figure 5.8), each of the 59 nodes represents
an ARG allele. Furthermore, node colours indicate that, these 59 alleles belonged to 40
ARGs that were associated with resistance to nine classes of antimicrobials. The 158 edges
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in the network formed 82 allele pairs, and 76 pairs (96%) of these edges connected alleles
in two directions (that is, for alleles X and Y, fixed effects in LMMs Y ∼ X and X ∼ Y are
both significant), whereas another six (4%) edges connected alleles that were significantly
associated in only one direction (Table 5.6). The network structure comprised three large and
discrete components, each centred at a node representing an allele of the gene sul1, sul2 or
aadA. Altogether, these three components accounted for 51 (86%) of all nodes and 150 (95%)
of all edges. The remaining eight nodes formed four discrete components, each consisting of
two nodes connected by edges in both directions.

Table 5.6 Parameter estimates for four pairs of alleles each showed significant LMM-based
associations in a single direction. Column names: Allele_Y and Allele_X, the response allele and
explanatory allele in an LMM, respectively; β̂ , an estimate of the fixed effect of the explanatory allele
on the presence-absence of the response allele in an LMM; pad j, Bonferroni-adjusted p-value for the
fixed effect; λ̂ , an REML estimate of the parameter λ in an LMM, which measures random effects of
bacterial population structure on the presence-absence of the response allele; wd , the weighted distance
score; Sig, whether the association is significant ( ) or not ( ) under the criterion that pad j ≤ 0.05.

Allele_Y Allele_X β̂ββ pppad j λ̂λλ wwwddd Sig
Aac6Ib-cr_1678 OXA-1_520 0.03 0.0037 0.86 1.00
OXA-1_520 Aac6Ib-cr_1678 0.35 0.1065 42.85 1.00
AadA1-pm_1597.1059 KPC-3_798 0.04 0.0360 ≤ 10−5 1.00
KPC-3_798 AadA1-pm_1597.1059 0.13 1.0000 231.80 1.00
SulI_1616 AadA1-pm_1597.1066 0.45 0.0429 40.58 0.67
AadA1-pm_1597.1066 SulI_1616 0.03 0.1634 5.39 0.67
SulI_1616 DfrA5_324 0.42 4.61×10−6 37.03 0.63
DfrA5_324 SulI_1616 0.02 1.0000 ≥ 105 0.63

Comparing to the initial association network, which comprised all the 82 alleles, the
linkage network had 23 alleles removed by the filters (Figure 5.6). These excluded alleles had
frequencies between 1.1% and 26.0% (median: 4.4%) amongst the 1,462 Kp genomes. They
belonged to 17 accessory ARGs encoding resistance to seven antimicrobial classes (amino-
glycosides, beta-lactams, macrolides/lincosamides/streptogramin, phenicols, sulphonamides,
tetracyclines and trimethoprims). These alleles were involved in 316 significant associations,
including 276 positive associations (113 two-way associations and 50 one-way associations)
and 40 negative associations (12 two way associations and 28 one-way associations). The
276 positive associations were seen between 163 pairs of alleles, for which 29 pairs (corre-
sponding to 55 significant associations, in either one way or two ways) showed consistent
physical distances (namely, sd = 1) and distance measurability < 0.5, whereas the other 134
pairs had insufficient evidence to assess the consistency (that is, sd = 0).
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5.3.2.2 Connectivity of acquired resistance alleles

As for connectivity of alleles in the linkage network, the only allele of the gene sul1 present
in this network was linked to the most number of alleles (14 in total), and it was hence
recognised as a hub node. This allele also displayed connections to distinct allele clusters
that were not mutually connected. Moreover, its neighbour alleles showed the greatest
diversity in their associated AMR classes, which consisted of resistance to aminoglycosides,
beta-lactams, macrolides/lincosamides/streptogramin, trimethoprims and fluoroquinolones.
In terms of connectivity, this sul1 allele was followed by alleles of ARGs strA, strB, sul2,
blaTEM-206, aadA, armA, msrE and dfrA, where the neighbour count of each allele varied
between five and six. At the functional level, ARGs encoding aminoglycoside resistance
showed the greatest connectivity, followed by ARGs encoding beta-lactam or sulphonamide
resistance. Comparing to sul1, alleles of the other sulphonamide resistance gene sul2 in
the network were primarily linked to ARGs encoding aminoglycoside resistance (strA and
strB) or beta-lactam resistance (blaTEM-206 and blaCTX-M-15), with an allele of the gene floR
(encodes fluoroquinolone resistance) as the sole exception. The reference allele of gene
tet(A) was the only allele of tet genes (encoding tetracycline resistance) showing in this
network, and it was probably in physical linkage with another three neighbours encoding
resistance to fluoroquinolones or trimethoprim.

5.3.2.3 Connectivity of antimicrobial classes

As described in Section 5.3.2.1, ARG alleles represented by the 59 nodes in the linkage
network were associated with resistance to nine classes of antimicrobials. Particularly, such
resistance characteristics are called nine AMR classes in this thesis for conciseness. In order
to elucidate AMR classes that had the greatest ability in explaining presence of each of the
nine classes in the Kp population, I counted directed connections between antimicrobial
classes associated with ARG alleles in the linkage network. As illustrated in Figure 5.9a, the
resulting 9 count matrix was asymmetric because some alleles were associated in a single
direction (Table 5.6). According to this matrix, beta-lactam resistance and aminoglycoside
resistance showed the greatest mutual explanatory ability (that is, the strongest connections
in two directions), with a minimum connection count of 13 (8%) amongst the 158 edges in
the linkage network, followed by connections between sulfonamide resistance and aminogly-
coside resistance. These two AMR classes were the top-two most frequent classes associated
with the 59 ARG alleles, with frequencies of 37% (aminoglycoside resistance) and 20%
(beta-lactam resistance), respectively. Furthermore, aminoglycoside resistance had the largest
number of self-connections (14 in total) amongst the three AMR classes (the other two
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classes were beta-lactam resistance and macrolides/lincosamides/streptogramins resistance)
showing connections to themselves, and it connected to the greatest number (seven) of other
eight AMR classes. Similar features were seen in the connection count of an association
network that was only filtered for significant positive associations (Figure 5.9b).

Figure 5.9 Heat maps displaying connectivity of antimicrobial classes based on networks of
acquired ARG alleles. In each heat map, abbreviations of antimicrobial classes are used as row
names and column names. Heat map (a) is created from the linkage network (Figure 5.8), and for
a comparison, heat map (b)) is created from an association network that was filtered for significant
positive associations but not for evidence of APDs (710 edges connecting 82 nodes, cf. Figure 5.6).
Given a row name Y and column name X , the value of an entry (Y,X) in each heat map is the number
of edges starting from alleles encoding resistance to antimicrobial class Y and terminating at alleles
encoding resistance to antimicrobial class X . As such, Y and X represent the antimicrobial classes that
a response allele y and an explanatory allele x in an LMM encode resistance to, respectively. Entries
are coloured by their values for clarity. Numbers (coloured in grey) beneath column names are counts
of alleles encoding resistance to specific antimicrobial classes in each network. Hence the sum of these
numbers equal to the node number of the corresponding network. Both heat maps were generated using
GeneMates function countAMRClassLinks. Note that in the heat map based on each network, the sum
of all entry values equals the edge number in the network. Abbreviations: AGly, aminoglycosides; Bla,
beta-lactams; Flq, fluoroquinolones; MLS, macrolides/lincosamides/ streptogramins; Phe, phenicols;
Rif, rifampicin; Sul, sulfonamides; Tet, tetracyclines; Tmt, trimethoprim.

5.3.3 Maximal cliques identified in the linkage network

In Section 4.4.4.6, I have demonstrated the identification of novel horizontally co-transferred
ARG clusters using maximal cliques identified in linkage networks, which suggested that
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such cliques likely reflect groups of ARGs co-mobilising between bacteria by MGEs. The
same method was applied to Kp genomes for this chapter. In this section, firstly, I describe
maximal cliques identified in the linkage network constructed from Kp genomes of the
discovery set, and secondly, I resolve genetic structures underlying putative clusters of
co-transferred ARG alleles using both the discovery set and exploration set of Kp genomes.

5.3.3.1 Clique definition and properties

A maximal clique in the linkage network is defined as a complete sub-graph (regardless of
edge directions) that cannot be expanded without losing its completeness. As illustrated in
Figure 5.10, I identified totally 16 cliques in the linkage network, each consisting of at least
three alleles. A Fisher’s exact test revealed that alleles having frequencies ≥ 20% amongst
the 6,596 Kp strains were more likely to be found in the 16 identified cliques (eight alleles)
than those of frequencies < 20% (one allele; odds ratio = 8.4, one-sided p-value = 0.02).

The hub allele SulI_1616 of gene sul1 appeared most frequently (31%) among these
16 cliques, followed by an allele of strA, strB or sul2. Amongst genomes of the 1,462 Kp
strains, the frequency of a clique (which is defined as the co-occurrence frequency of all
its alleles) was between 0.41% (cliques 3 and 4) and 26.33% (clique 10). Every clique was
present across lineages in the core-genome ML phylogeny of these strains (Figure 5.11). As
illustrated in Table 5.7), every clique had a low frequency (≤ 27%) in the smallest clade
comprising all strains that harboured this clique, and its conditional frequency given the
presence of its rarest allele was between 33.33% (clique 13) and 100% (cliques 8 and 9) in
the discovery set (median: 91.54%).

The association between maximal cliques and actual clusters of horizontally co-transferred
ARG alleles was supported by the symmetric matrix of Simpson similarity coefficients2

for the 82 pairs of ARG alleles in the linkage network and measurability of accurate APDs
(measured in genome assemblies generated from the discovery set) for edges of these cliques.
Specifically, the similarity coefficients for each of the 16 identified cliques were between
0.36 and 1.00, with median 0.93 for the lowest similarity coefficient per clique. Furthermore,
blocks of large similarity coefficients were seen after clustering rows and columns of the
similarity matrix, and all of these blocks were linked to maximal cliques (Figure 5.12). In
contrast, the similarity coefficients for allele pairs outside of the cliques were much lower,
with median zero and the third quantile 0.13 (excluding diagonal entries in the matrix and
de-duplicating the similarity coefficients). As for the distance measurability of each maximal

2In this chapter, a Simpson similarity coefficient measures the similarity in distributions of co-occurrence of
two pairs of ARG alleles (two to four alleles in total, depending on the number of alleles shared between pairs)
in the discovery set. The coefficient reaches its maximum one when all the alleles are in perfect mutual linkage.
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clique, 61% – 100% (median: 87%) of strains carrying all alleles of the clique had physical
distances measurable between any pair of the alleles.

Figure 5.10 Sixteen maximal cliques identified in the linkage network for 1,462 Kp strains.
Graphs of these cliques are directly extracted from the linkage network (Figure 5.8) and displayed
under the same scale. An index is assigned to each clique and labelled within a pair of parentheses.
This figure only includes cliques comprised of at least three alleles for conciseness. Notations SulI
and SulII in allele labels denote alleles of ARGs sul1 and sul2, respectively, and such notations are
retained in order to keep consistency with the reference database ARG-ANNOT.
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Figure 5.11 Distribution of 16 cliques across Kp lineages of the discovery set. Column names of
this heat map are linked to clique IDs in Figure 5.10 for which the i-th (i = 1, ..., 16) clique is denoted
by the column name “Ci”. Presence of each clique is defined as the co-occurrence of all member
alleles of the clique in strains, and is indicated by a black bar in the heat map. The phylogenetic tree
is the same as the one in Figure 5.1.



5.3 Results 201

Figure 5.12 A heat map showing a clustered similarity matrix of allelic co-occurrence events
with clique-related entries highlighted. The matrix was generated from distributions of 59 ARG
alleles (which formed 82 allele pairs in the linkage network constructed from the discovery set) using
GeneMates function compEdgeOccur. The value of each entry is a Simpson’s similarity coefficient,
which evaluates the similarity in distributions of co-occurrence events of two pairs of ARG alleles.
The allele pairs form rows and columns of the matrix, whereas labels of the allele pairs are hidden to
save space. Rows and columns of this matrix are both clustered using a single-linkage method based
on Euclidean distances. Entries corresponding to the 16 identified maximal cliques are indicated with
yellow frames labelled by clique IDs shown in Figure 5.10.
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Table 5.7 Summary statistics of clique distributions. Column names: ID, an identifier corresponding
to each clique shown in Figure 5.10; Size, the number of member alleles per clique; F, the frequency
of each clique in the discovery set; Pc, the percentage of strains harbouring all alleles of each clique
in the minimal clade comprising all these strains; F|min, the frequency of each clique conditioned on
the presence of its rarest allele in the discovery set.

ID Alleles Size F (%) Pc (%) F|min (%)
1 AadA2_1605.1121, ArmA_65, DfrA12_1089,

MphE_788.727, MsrE_303, SulI_1616
6 3.76 4.07 82.09

2 StrA_1501.1053, StrB_1614, SulII_1219,
TEM-206_1712.766

4 12.38 12.53 53.55

3 AadB_1085, Arr2_274, CmlA5_1538,
OXA-10_1515

4 0.41 0.44 35.29

4 CmlA5_1538, OXA-10_1515, RmtB_1580 3 0.41 0.44 35.29
5 CTX-M-15_150, StrA_1501.1053, TEM-206_1712.766 3 13 13.16 56.21
6 Aac6-Ib_1677.1227, CatB4_602, OXA-1_520 3 2.19 2.37 96.97
7 Aac6Ib-cr_1678.1274, DfrA27_311, QnrB17_8.1181 3 1.92 1.92 93.33
8 DfrA27_311, QnrB17_8.1181, SulI_1616 3 2.05 2.05 100
9 Arr3_275, DfrA27_311, QnrB17_8.1181 3 2.05 2.05 100
10 Aac6Ib-cr_1678.1274, CatB4_602, OXA-1_520 3 26.33 26.35 89.74
11 FloR_1212.321, StrB_1614, SulII_1219 3 0.96 1.04 93.33
12 DHA-1_349, QnrB4_32, SulI_1616 3 1.92 1.92 87.5
13 DfrA1_319, DHA-1_349, SulI_1616 3 0.96 0.99 33.33
14 AadA5_1497, DfrA17_316, SulI_1616 3 2.33 2.4 97.14
15 StrA_1501.1054, StrB_1614.988, SulII_1219 3 6.02 6.02 96.7
16 StrA_1501.1053, StrB_1614, SulII_1219.1010 3 2.46 2.46 94.74

5.3.3.2 Evidence supporting maximal cliques as guides for identification of horizon-
tally co-transferred ARG alleles

Since both the similarity matrix of allelic co-occurrence events and APD measurability for
edges of maximal cliques suggest associations between these cliques and actual mobile
ARG allele clusters (Section 5.3.3.1), herein I explore evidence of these associations using
Kp genome assemblies from both the discovery set and exploration set, which comprised
genomes of 6,596 Kp strains altogether. Further, I assess the distribution of discovered
mobile ARG allele clusters in the Kp population represented by these 6,596 genomes.

To these purposes, for each of the 16 cliques, I determined its shortest co-localisation
regions of its member alleles in the 6,596 genome assemblies and extracted DNA sequences
of these regions from the assemblies. I call these sequences the shortest clique sequences for
simplicity, and measured their lengths (Figure 5.13). As Table 5.8 summarises, a minimum
seven regions (clique 4) and a maximum 722 (clique 2) regions were identified per clique
in the assemblies. Each of cliques 6, 10 and 15 had two shortest co-localisation regions
co-existed in either one or five strains, making its region count exceeded its strain count (that
is, Nseq > Nstr in Table 5.8).
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Figure 5.13 A box plot showing lengths of the shortest clique sequences of 16 maximal cliques
identified in the linkage network. The sequence lengths are drawn on a log-2 scale. Six cliques
(IDs: 3, 6, 10, and 14 – 16) showed constant sequence lengths.

Table 5.8 A summary of the shortest clique sequences. Column names: ID, an identifier corre-
sponding to each clique shown in Figure 5.10; Nseq, number of the sequences detected in the 6,596
Kp strains; Nstr, number of bacterial strains in which the sequences were detected; Length, range of
sequence lengths. Notice the same sequence may have more than one copy in a strain, which leads to
a greater Nseq than its corresponding Nstr count.

ID Alleles Nseq Nstr Length (bp)
1 AadA2_1605.1121, ArmA_65, DfrA12_1089,

MphE_788.727, MsrE_303, SulI_1616
61 61 9,954 – 23,721

2 StrA_1501.1053, StrB_1614, SulII_1219,
TEM-206_1712.766

722 722 3,641 – 93,643

3 AadB_1085, Arr2_274, CmlA5_1538,
OXA-10_1515

18 18 3,716

4 CmlA5_1538, OXA-10_1515, RmtB_1580 7 7 13,924 – 76,499
5 CTX-M-15_150, StrA_1501.1053, TEM-206 494 494 6,886 – 245,736
6 Aac6-Ib_1677.1227, CatB4_602, OXA-1_520 336 331 2,234
7 Aac6Ib-cr_1678.1274, DfrA27_311, QnrB17_8.1181 35 35 7,710 – 8,313
8 DfrA27_311, QnrB17_8.1181, SulI_1616 36 36 6,888 – 7,113
9 Arr3_275, DfrA27_311, QnrB17_8.1181 36 36 7,473 – 7,698
10 Aac6Ib-cr_1678.1274, CatB4_602, OXA-1_52 340 335 2,166
11 FloR_1212.321, StrB_1614, SulII_1219 40 40 6,864 – 92,939
12 DHA-1_349, QnrB4_32, SulI_1616 83 83 8,285 – 16,405
13 DfrA1_319, DHA-1_349, SulI_1616 14 14 6,314 – 19,399
14 AadA5_1497, DfrA17_316, SulI_1616 56 56 2,779
15 StrA_1501.1054, StrB_1614.988, SulII_1219 228 227 2,516
16 StrA_1501.1053, StrB_1614, SulII_1219.1010 91 91 2,516
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For every maximal clique, dominance in abundance by one shortest clique sequence
over all other shortest sequences of the same clique (however, were extracted from different
strains) was seen after clustering identical sequences, with the largest cluster accounting for
70% – 100% (median: 92%) of sequences per clique (Table 5.9). In this thesis, the most
abundant shortest sequence of a clique is called the dominant sequence of this clique. As
illustrated in Table 5.9, overall, the dominant sequences were detected in 6 – 690 strains,
with lengths between 2,166 bp and 13,924 bp (median: 6,590 bp). Besides a single exception
(clique 5, whose shortest sequences were grouped into 30 clusters), the shortest clique
sequences were grouped into no more than nine clusters. Furthermore, only one type of
the shortest clique sequences was detected in genome assemblies for each of cliques 3, 14,
15 and 16 (found in 18 – 227 strains according to Table 5.8). Considering clique 5, two
single-SNP variants (labelled as var 1 and var 2 in Figure 5.14) of its dominant sequence
were detected in eight and six Kp genomes, respectively, while each of the other 27 shortest
sequences was found in at most four genomes (including 24 sequences each detected in only
a single genome) and had a length between 6,886 bp and 245,736 bp.

Table 5.9 Clusters of the shortest clique sequences extracted from the 6,596 Kp strains. The
sequences were clustered under a nucleotide identity and a reference coverage of 100% using CD-
HIT-EST. Column names: Clique, identifiers listed in Figure 5.10 and Table 5.8; Nclusters, number
of sequence clusters determined per clique; Sizemax, number of sequences in the largest cluster per
clique; Pmax, percentage of sequences belonging to the largest cluster of all sequences extracted
for a given clique; Nstrains, number of strains in which sequences of the largest cluster per clique
was detected; Ldomin: length of sequences in the largest cluster, namely, the length of the dominant
sequence per cluster.

Clique Nclusters Sizemax Pmax Nstrains Ldomin (bp)
1 5 57 93.44% 57 11,873
2 9 690 95.57% 690 4,097
3 1 18 100.00% 18 3,716
4 2 6 85.71% 6 13,924
5 30 448 90.69% 448 6,918
6 2 335 99.70% 330 2,234
7 5 29 82.86% 29 8,088
8 4 31 86.11% 31 6,888
9 4 31 86.11% 31 7,473
10 2 339 99.71% 334 2,166
11 6 28 70.00% 28 6,865
12 6 69 83.13% 69 8,324
13 3 12 85.71% 12 6,314
14 1 56 100.00% 56 2,779
15 1 228 100.00% 227 2,516
16 1 91 100.00% 91 2,516
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Table 5.10 summarises locations of these dominant sequences in genome assemblies,
which were either downloaded from the NCBI nucleotide database or assembled de novo in
this study. In total, the dominant sequences were found in plasmids for 14 out of 16 cliques
(87.5%). However, source DNA molecules (that is, plasmids or chromosomes) of the other
two cliques (IDs: 10 and 13) were unknown because their dominant sequences were only
found in draft genomes whose molecular types remained unresolved.

Table 5.10 Genome assemblies used for resolving genetic structures of dominant clique se-
quences identified after performing sequence clustering. In particular, three reference genomes
were used for studying the fifth clique due to its exceptionally large cluster number of the extracted
sequences (Table 5.9). Columns: Clique, indices corresponding to cliques illustrated in Figure 5.10;
Reference, accessions of genome assemblies in the NCBI nucleotide database (ERR1218757 is the
only exception, which is the read set accession to the NCBI SRA database, as the corresponding
region was not found in the NCBI nucleotide database); Molecule, the type of DNA molecules, such
as plasmids or chromosomes; Coorddom, coordinates of a dominant sequence in a reference genome;
Coordext, extended coordinates in the reference genome for elucidating genetic environment of the
dominant sequence; Citation, relevant literature on the reference genome.

Clique Reference Molecule Coorddom Coordext Citation
1 CP008933.1 plasmid 192,082 – 203,954 190,924 – 206,496 [232]
2 CP024508.1 plasmid 136,157 – 140,253 132,923 –140,993
3 NZ_CP031802.1 plasmid 29,239 –32,954 18,016 – 50,232
4 NZ_CP031802.1 plasmid 30,630 – 44,553 18,016 – 50,232
5 CP024508.1 plasmid 137,033 – 143,950 132,099 – 147,964
5 CP024194.1 plasmid 56,088 – 63,005 52,683 – 67,876
5 NZ_UIZK01000033.1 unknown 20,148 – 27,065 8696 – 28,447
6 CP024194.1 plasmid 11,418 – 13,651 6,365 – 17,721
7 CP024917.1 plasmid 110,632 – 118,719 99,360 – 120,094
8 CP024917.1 plasmid 111,832 – 118,719 99,360 – 120,094
9 CP024917.1 plasmid 111,247 – 118,719 99,360 – 120,094
10 NZ_UFCB01000040.1 unknown 19 – 2,184 19 – 2,184
11 NZ_CP031802.1 plasmid 54,658 – 61,522 49,465 – 61,623
12 NZ_NBOI01000034.1 plasmid 2,374 – 10,697 2,265 – 10,697
13 ERR1218757 unknown 3,635 – 9948 1110 – 13,296 [240]
14 CP023918.1 plasmid 62,159 – 64,937 59,951 – 79,150
15 CP020856.1 plasmid 41,566 – 44,081 40,406 – 47,160 [248]
16 CP023947.1 plasmid 124,591 – 127,106 119,192 – 145,580

As illustrated in Figures 5.14, 5.15, 5.16 and 5.17, dominant sequences of the 16 cliques
displayed a great diversity in genetic composition and structure. First, IS elements were
present in nine dominant sequences (56%), of which IS91-like elements (found in six
dominant sequences, including one sequence harbouring a remnant of an IS91-like element)
and ISEc9 (two dominant sequences) were found more than once. Other IS elements were
comprised of ISCR1, ISEc28, ISEc29, ISAeme19-like and IS26. Second, as for clique
5, a segment of Tn2 (100% nucleotide identity) was found in the middle of the top-three
shortest sequences sorted by their frequencies in a descending order, and the allele blaTEM-206
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within this segment was present in the dominant sequence of clique 2 as well (Figure
5.14). Furthermore, an investigation of flanking regions for these four sequences in three
Kp genomes identified two types of downstream partial sequences of the Tn2, where the
transposase gene tnp of this transposon was either intact or truncated. Third, there were two
structural motifs of ARGs shared between at least four dominant clique sequences, despite
specific alleles might differ between the sequences. The first and the more frequent motif was
the fusion of qacE∆1 and sul1. This motif was seen in dominant sequences of seven cliques
(4, 7, 8, 9, 12, 13 and 14, accounted for 44% of the 16 cliques). In two dominant sequences
(of cliques 8 and 13), two copies of this motif were seen, respectively. The second motif
consisted of ARGs sul2, strA and strB, and it was identified in dominant sequences of cliques
2, 11, 15 and 16. Moreover, the sul2 gene was found to form the same motif after resolving
flanking regions of the top-three most frequent shortest sequences of clique 5 in three Kp
genomes (Figure 5.14). In all 16 dominant sequences, sul1 and sul2 were the first and second
most frequent genes, and were present in six and four dominant sequences, respectively.

Flanking regions of representative or frequent shortest clique sequences in 13 Kp genomes
showed a greater diversity in genetic structures than that within the dominant sequences, as
shown in Figures 5.14, 5.15, 5.16 and 5.17 (notice the dominant sequence of cliques 6 and a
frequent shortest sequence of clique 5 were found in the same genome). Class-1 integrons
containing diverse ARG cassettes were seen in six (46%) genomes, which were relevant to
dominant sequences of cliques 1 – 5, 7 –9, and 14. The class-1 integrase gene intI1 of these
integrons were either intact or disrupted by IS elements. As for transposons, remnants of Tn2,
Tn3 and TnAs3 were identified in these flanking regions, and all of these transposons belong
to the Tn3 family. Particularly, components of the Tn2 were the most frequent remnants
found in the shortest clique sequences and their flanking regions. These components were
identified in four out of the 13 genomes, related to cliques 1 – 5, and 16.

IS elements were common in the flanking regions. Specifically, these elements were
present in 10 (63%) out of the 16 pairs of flanking regions shown in Figures 5.14, 5.15, 5.16
and 5.17. Particularly, IS26 was identified in nine out of the 10 regions (cliques 1 – 9, 11,
and 14 – 16), making it the most frequent IS element in these genomes. Interestingly, this
element displayed no nucleotide variation or disruption in all instances. Furthermore, in
seven pairs of flanking regions, IS26 flanked the shortest clique sequences, including five
pairs of the regions that harboured IS26 elements arranged in the same orientation (cliques 2,
5, 6, and 14 – 16). The second common kind of IS elements belonged to the IS91 family,
with presence in four out of the 16 pairs of flanking regions (for cliques 11, 14, 15 and 16).
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Figure 5.14 Genetic structures of dominant sequences and flanking regions of cliques 2, 5, and
two frequent variants of clique 5 in three Kp genomes. An accession number and a strain name are
labelled besides the clique ID. Every sequence is displayed from its 5’ end to its 3’ end, as indicated
by the thin grey arrow. Each broad arrow denotes the location and orientation of a gene, and the fill
colour denotes a functional class (e.g., AMR classes, transposase genes, integrase genes, etc.) that
the gene confers. Particularly, an arrow filled in white denotes a gene not encoding AMR, or not
belonging to transposase or integrase genes, and an arrow filled with patterned colours denotes a
pseudo gene. The region corresponding to the dominant sequence of each clique is highlighted using
a grey box labelled with a clique identifier. Segments of a transposon Tn2 are shaded in light green.
Sequences S1, S2 and S3 were extracted for nucleotide BLAST against genome assemblies of the Kp
strains. Gene names: rec, recombinase gene; res, Tn3 resolvase gene; tnpA, transposase gene; and
intI, integrase gene. The asterisk following an IS or Tn name indicates a variant of the corresponding
mobile element. For instance, IS91* denotes an intact IS91-like element. Abbreviations: IS, insertion
sequence; Tn, transposon.
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Figure 5.15 Genetic structures of dominant sequences and flanking regions of cliques 1, 3, 4
and 6 in three Kp genomes. An accession number and a strain name are labelled besides the clique
ID. Every sequence is displayed from its 5’ end to its 3’ end, as indicated by the thin grey arrow. Each
broad arrow denotes the location and orientation of a gene, and the fill colour denotes a functional
class (e.g., AMR classes, transposase genes, integrase genes, etc.) that the gene confers. Particularly,
an arrow filled in white denotes a gene not encoding AMR, or not belonging to transposase or integrase
genes, and an arrow filled with patterned colours denotes a pseudo gene. The region corresponding to
the dominant sequence of each clique is highlighted using a grey box labelled with a clique identifier.
Segments of a transposon Tn2 are shaded in light green. Integrons are shaded in light blue. Gene
names: rec, recombinase gene; res, Tn3 resolvase gene; tnpA, transposase gene; and intI, integrase
gene. The asterisk following an IS or Tn name indicates a variant of the MGE. For instance, IS91*
denotes an intact IS91-like element. Abbreviations: IS, insertion sequence; Tn, transposon.
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Figure 5.16 Genetic structures of dominant sequences and flanking regions of cliques 7 – 12 in
four Kp genomes. An accession number and a strain name are labelled besides the clique ID. Every
sequence is displayed from its 5’ end to its 3’ end, as indicated by the thin grey arrow. Each broad
arrow denotes the location and orientation of a gene, and the fill colour denotes a functional class (e.g.,
AMR classes, transposase genes, integrase genes, etc.) that the gene confers. Particularly, an arrow
filled in white denotes a gene not encoding AMR, or not belonging to transposase or integrase genes,
and an arrow filled with patterned colours denotes a pseudo gene. The region corresponding to the
dominant sequence of each clique is highlighted using a grey box labelled with a clique identifier. An
identified integron is shaded in light blue, and segments of a transposon Tn2 are shaded in light green.
Since only short contigs harbouring alleles in clique 10 were seen in genome assemblies, and there
were no coding sequences present besides the dominant clique sequence in these contigs, flanking
regions of this dominant sequence cannot be resolved in this study. Gene names: rec, recombinase
gene; res, Tn3 resolvase gene; tnpA, transposase gene; and intI, integrase gene. The asterisk following
an IS or Tn name indicates a variant of the corresponding mobile element. For instance, IS91* denotes
an intact IS91-like element. Abbreviations: IS, insertion sequence; Tn, transposon.
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Figure 5.17 Genetic structures of dominant sequences and flanking regions of cliques 13 – 16 in
four Kp genomes. An accession number and a strain name are labelled besides the clique ID. The thin
grey arrow starts from the 5’ end and goes to the 3’ end of the sequence. Each broad arrow denotes
the location and orientation of a gene, and the fill colour denotes a functional class that the gene
confers. Particularly, an arrow filled in white denotes a gene not encoding AMR, or not belonging to
transposase or integrase genes, and an arrow filled with patterned colours denotes a pseudo gene. The
region corresponding to the dominant sequence of each clique is highlighted using a grey box labelled
with a clique identifier. An identified integron is shaded in light blue, and segments of a transposon
Tn2 are shaded in light green. Gene names: rec, recombinase gene; res, Tn3 resolvase gene; tnpA,
transposase gene; and intI, integrase gene. The asterisk following an IS or Tn name indicates a
variant of the corresponding mobile element. For instance, IS91* denotes an intact IS91-like element.
Abbreviations: IS, insertion sequence; Tn, transposon.



5.3 Results 211

5.3.4 Spatiotemporal structures

In this section, I describe geographical and temporal distributions of the 59 horizontally acquired
ARG alleles identified in the linkage network (Figure 5.8) in the 6,596 Kp strains. I also depict
both kinds of distributions for the 16 dominant clique sequences resolved in Section 5.3.3.2.
Finally, I propose a possible convergence route of allele clusters relating to the largest clique in
the linkage network using the spatiotemporal dynamics.

5.3.4.1 Spatiotemporal distributions of strains

The association analysis recruited genomes of 1,462 Kp strains as the discovery set, including
176 strains having complete genomes stored in GenBank (Table A.3) and 1,286 strains whose
Illumina read sets passed quality control (Table A.4). Genome assemblies of another 5,134 Kp
strains were downloaded from RefSeq and composed the exploration set. Altogether, genomic
data of 6,596 strains were used for this study (Table A.5). According to sample information
from literature (see Appendix A), these strains were isolated in a 99 year period (1920 – 2018).
The number of Kp strains isolated per year or period showed a bias towards the most recent
two decades (Figure 5.18). Specifically, 6,323 (96%) strains were isolated from 2005, including
5,672 (86%) strains collected in the latest decade (2009 – 2018). Conversely, only 90 (1%)
strains were isolated prior to 2000.

Figure 5.18 Count of the 6,596 Kp strains isolated in each year or period. WGS data used in this
study were obtained from these strains. Weighted strain counts are used in this figure due to ambiguity in
some years of isolation.
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Figure 5.19 Number of Kp strains from each geographic region. Note that for the region Australia
& New Zealand, all strains were actually isolated in Australia and not in New Zealand. This stacked
bar chart covers 6,596 Kp strains whose genomes are divided into the discovery set (of 1,462 strains)
and the exploration set (of 5,134 strains).

Figure 5.19 shows the distribution of strains per genome set and per geographic region.
These 6,596 Kp strains were collected in at least 82 countries of Africa (343 strains, 5%),
America (1,534 strains, 23%), Asia (1,758 strains, 27%), Europe (2,714 strains, 41%) and
Oceania (107 strains, 2%), whereas 140 strains (2%) had no country information. As
illustrated in Figure 5.19, geographic distribution of the strains were biased towards Northern
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America (20%), Southern Europe (17%), Northern Europe (13%) and Eastern Asia (9%).
By contrast, the least number of strains were isolated in Northern Africa, Australia and New
Zealand (2% in total). At the country level, 52% of strains were isolated in the USA (1,266
strains), UK (711 strains), P.R. China (595 strains), Italy (543 strains) and Thailand (305
strains), whereas 29 countries contributed less than 10 strains each.

5.3.4.2 Geographical and temporal distributions of acquired ARG alleles

Countries of sample collection were known for 6,456 (98%) out of the 6,596 strains. As for
presence-absence of the 59 acquired ARG alleles in these 6,456 strains across 82 countries,
the number of countries where an allele was detected was positively associated with the allele
frequency via a non-linear model (Figure 5.20). Furthermore, the count of geographical
regions where each ARG allele was detected plateaued at its maximum 13 and showed
a moderate positive correlation with the allele frequency (Pearson r = 0.53), when the
frequency exceeded 10% (Figure 5.21). Notably, the reference allele of the gene blaKPC-3

(GenBank accession: JN255861) was the only outlier in both Figures 5.20 and 5.21, with
a frequency 15% in the 6,456 Kp strains and detection in eight regions. Particularly, of all
the 964 strains in which this blaKPC-3 allele was detected, 520 strains (54%) and 305 strains
(32%) belonged to widely disseminated and closely related MDR Kp clones ST258 and
ST512 [220], respectisvely. Finally, as illustrated in Figure 5.22, nine AMR classes were
encoded in Kp genomes from all 13 regions.

As displayed in Figure 5.22, some ARG alleles were widely distributed geographically.
For example, the most frequent allele of the gene sul1 was detected in 70 countries (85%)
across all 13 geographic regions. Each of the genes blaCTX-M-15, strB, blaOXA-1, blaTEM-206,
sul2, mphA, tet(A) and strA had one common allele that was found in at least 60 countries
(73%) spreading across all regions. In contrast, some ARG alleles appeared to be geographi-
cally restricted. For example, alleles of blaCTX-M-9, ereA2 and aac(3)-IVa were each detected
in no more than eight countries (< 10%) across seven, six and four regions, respectively.

Kp genomes from each geographic region displayed a high diversity of ARG alleles, with
Simpson’s diversity indices between 0.907 and 0.958, with a median of 0.948 (Figure 5.23).
Relatively, South-eastern Asia showed the highest diversity index, which was followed by
that of Western Asia (0.956). The allele diversity was also high in Southern, Eastern and
Western Europe, with the diversity indices between 0.951 and 0.954, whereas the diversity
index of Northern Europe was 0.947. In comparison, Australia, whose Kp population was
represented by just 107 strains, showed the lowest allele diversity among all 13 regions.
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Figure 5.20 A scatter plot comparing country counts against allele frequencies. For each of the
59 alleles in the linkage network (Figure 5.8), the number of countries in which the allele was detected
is plotted against the allele frequency in 6,456 Kp strains. A red curve is drawn to denote a non-linear
model y = 8.65lnx+0.62x+15.42 fitted on the country count (y) and allele frequency (x) using R
function nls (non-linear least squares). All three parameters of this model were significant, with
maximum p-value 0.006.

Figure 5.21 Region counts versus allele frequencies. For each of the 59 alleles in the linkage
network (Figure 5.8), the number of geographic regions in which the allele was detected is plotted
against the allele frequency in 6,456 Kp strains that had names of isolation countries.
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Figure 5.22 Region-specific frequencies of 59 alleles in 6,456 Kp strains across 13 geographical
regions. Alleles are sorted by their overall (i.e., global) frequencies. Columns of this heat map
are hierarchically clustered with the complete-linkage method based on Euclidean distances. For
each region, the number of strains (sample size) is indicated using a colour gradient. The 32 alleles
participated in the 16 cliques are highlighted in blue.
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Figure 5.23 Simpson’s diversity index versus the sample size per geographic region. The sample
size refers to the number of strains isolated in a given region. The calculations were conducted on the
basis of 6,456 strains isolated in 13 regions for the 59 alleles present in the linkage network. Region
codes: NAf (Northern Africa), SSA (Sub-Saharan Africa), LAC (Latin America and Caribbean),
NAm (Northern America), EA (Eastern Asia), SEA (South-eastern Asia), SA (Southern Asia), WA
(Western Asia), EE (Eastern Europe), NE (Northern Europe), SE (Southern Europe), WE (Western
Europe), and ANZ (Australia and New Zealand).

Figure 5.24 illustrates temporal distributions of the 59 ARG alleles throughout 99 years
(1920 – 2018). The earliest non-empty entry of each column in this figure shows the earliest
year or period that an allele emerged in my collection of Kp genomes. Some alleles appeared
as early as in the 1980s. For example, alleles of ARGs strA, strB, tet(A), aac(6’)-Ib, aac(3)-
IIa blaOXA-9, blaTEM-171 and blaSCO-1 were detected in genomes collected in Argentina and
Portugal in 1980. An allele of the gene sul1, which was the most frequent allele among all the
59 alleles, was detected in strains isolated between 1985 and 2017. The most frequent allele
of another common gene sul2, first appeared no later than 1986. By contrast, a few alleles
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appeared after 2015, such as alleles of qnrB1, qnrB17, blaOXA-48 and armA. In addition,
Figure 5.24 shows that alleles detected between 1980 and 1994 conferred AMR to eight
antimicrobial classes, and in all subsequent periods all nine AMR classes were detected.

Figure 5.24 Allele frequencies in each year or period. The heat map shows frequencies of the
59 alleles constituting the linkage network (Figure 5.8). Allele counts in some years are combined
into periods to gain sufficient sample sizes. Columns of the heat map are ordered by overall allele
frequencies in the 6,596 Kp strains. The sample size of each year or period was calculated from
weighted strain counts and is labelled within parentheses as a part of the row name.

5.3.4.3 Geographical and temporal distributions of dominant clique sequences

Temporal distributions of the 16 dominant clique sequences in each of the 13 geographical
regions are shown in Figure 5.25. According to this figure, dominant sequences of cliques 2, 5,
6, 10, 15 and 16 were persistent in 10 regions: Sub-Saharan Africa, Northern America, Latin
America and Caribbean, Eastern Asia, South-eastern Asia, Southern Asia, Western Asia,
Southern Europe, Western Europe and Northern Europe. Notably, no dominant sequence
displayed persistence that was restricted to a single region.

Of these persistent dominant sequences, presence of the sequences of cliques 2 and 5
spanned particularly long periods in Sub-Saharan Africa (≥ 11 consecutive years), Northern
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Europe (≥ 12 consecutive years), Northern America (≥ 9 years) and Southern Asia (≥ 8
years). Furthermore, the temporal distribution of these two sequences in Southern Asia
indicated that their emergence was ≤ 1988. Similarly, dominant sequences of cliques 15 and
16 occurred in at least nine or 14 years in Sub-Saharan Africa and Northern Europe.

Identical temporal distributions were shown by two pairs of dominant sequences (cliques
2 and 5, 6 and 10) in nine regions (Sub-Saharan Africa, Northern America, Latin America
and Caribbean, South-eastern Asia, Southern Asia, Western Asia, Eastern Europe, Western
Europe, and Northern Europe). For dominant sequences of cliques 2 and 5, I identified 437
Kp strains in which the sequences were co-occurring. From a plasmid in the strain KSB2_1B
(GenBank accession: CP024508), I extracted the shortest sequence (7,794 bp) comprising
of both dominant sequences (Sequence S1 in Figure 5.14), a 11,345 bp sequence stretching
from ∆intI to the end of a Tn2 remnant (S2), and a 15,866 bp sequence S3 bounded by two
IS26s flanking S1 and S2. Using nucleotide BLAST and requiring a minimum of 100% for
both nucleotide identities and query coverages, I found S1 in all of these 437 strains, S2

in 182 strains (42%) and S3 in 11 strains (6%). BLAST results also showed that dominant
sequences of cliques 6 and 10 were identical except that the allele of aac(6’)-Ib-cr in clique
10 was a truncated variant of the allele of aac(6’)-Ib in clique 6.

According to Figure 5.25, the number of cliques whose dominant sequences were detected
in the 13 regions was between five (Northern Africa) and 16 (South-eastern Asia), with
median eight. Kp strains isolated in Southern Europe contained dominant sequences of
14 cliques, which was the second largest count amongst all regions. Besides, dominant
sequences of 11 cliques were detected in Northern America and Western Asia, respectively.
Note that the void of dominant sequences in Northern America prior to 2006, in Eastern
Asia prior to 2011, in South-eastern Asia prior to 2004, in Eastern Europe prior to 2011,
and in Southern Europe and Western Europe prior to 2011, could result from a lack of
samples because only six to 66 genomes were available from those geographic regions in the
corresponding periods.
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Figure 5.25 Temporal distribution of dominant clique sequences in each of 13 geographical
regions. Clique identifiers are labelled on the Y axis. In each panel, a data point is drawn above a year
tick for a clique when its dominant sequence was detected in at least one strain isolated in that year.
Grey shaded areas for each region indicate years when there was at least one strain isolated in that
region per year. The sample size per region between 1986 and 2017 is displayed within parentheses.
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5.3.4.4 Spatiotemporal structure of homologous regions in dominant clique sequences

Some dominant clique sequences showed homology (> 99% nucleotide identity and 100%
coverage) to other MDR regions in genomes of the 6,596 Kp strains, and the homologous regions
showed spatiotemporal structures. In this section, I explore two examples in order to shed light
on stepwise evolution of mobile ARG allele clusters.

The first example is the 11,873 bp dominant sequence of clique 1 (Figure 5.10). This
sequence was found in genomes of Kp strains collected between 2010 (Northern Europe) and
2014 (Northern America and Southern Europe) from Northern America, South-eastern Asia,
Southern Asia, Southern Europe and Northern Europe (Figure 5.25). Sequence searches using
nucleotide BLAST determined four years when ARG alleles of clique 1 started to co-occur in
different combinations in my collection of Kp genomes (Figure 5.26).

Figure 5.26 Co-occurrence networks for the six alleles of clique 1 in four years. In each network,
each node represents an allele, with the colour indicating the antimicrobial class that the allele confers
resistance to bacteria, and with the diameter proportional to the occurrence count (Na, weighted for the
range of isolation years) of this allele in the corresponding year. The edge between two alleles indicates
their co-occurrence in that year, with the edge width proportional to the co-occurrence count (Nco, also
weighted for the range of isolation years) and the edge colour revealing the measurability of reliable
physical allelic distances between the alleles in genome assemblies.
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As Figure 5.27 illustrates, in the 6,596 Kp strains, co-occurrence amongst the six alleles
of clique 1 first arose in 1996, between sul1 and aadA2 in the genome of strain 5193_8_2,
which comprised a 2,124 bp sequence (S1) bounded by aadA2 and a fused gene qacE∆1-sul1.
Further, three-allele co-occurrence appeared in 2001 in an intact 4,199 bp class-1 integron
(S2) carrying qacE∆1-sul1 and two gene cassettes of dfrA12 and aadA2. Nucleotide BLAST
identified an exact match of S1 to S2.

Figure 5.27 Presence of physical allele clusters in the dominant sequence of clique 1. Grey
shades denote identical regions shared between genomes. Genes are represented by bold arrows,
which are coloured by types of gene products, and the patterned fills denote pseudo genes. Arrows
representing genes irrelevant to AMR or HGT are filled in white. For each genome, the strain name,
ST, country and year of isolation are labelled on the left side. Notations S1 – S4 denote exactly
matched nucleotide sequences discussed in this section. The asterisk besides an IS name denotes an
IS element of the same family. The symbol ∆ denotes a truncated gene.

ARGs armA, msrE and mphE appeared to have a different origin (Figure 5.27). Their
earliest co-occurrence was seen in a 6,368 bp genomic region shared by two strains, which
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were isolated in 2008 and did not carry dfrA12 or aadA2. No assembly graphs for Kp
genomes sampled in 2008 showed all-to-all co-localisation of dfrA12, armA, sul1, mphE
or msrE. It was not until 2009 that all the six alleles of clique 1 co-occurred, however, in
a single genome. Notably, the MDR region in this genome was exactly a concatenation of
sequences S2, S4, and S3.

Figure 5.28 Distributions of clique 1 and its six component alleles in 1,462 Kp strains of the
discovery set. A phylogenetic tree rooted on the K. variicola strain DSM15968 is displayed in a
circular layout at the centre. Presence-absence of alleles are clustered using a single-linkage method
based on binary distances. Presence of clique 1 in a strain is defined as the co-occurrence of all the six
alleles. Blue tip circles denote strains where the exact dominant sequence of clique 1 was detected,
and red tip circles denote strains whose genetic structures of AMR regions are resolved and illustrated
in Figure 5.27. Strain names are labelled beside tip circles. The lineage of ST15 is drawn in green.
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The dominant sequence of clique 1 was first detected in 11 Nepalese Kp strains isolated
in 2009, and was then found in another 37 Nepalese strains collected between 2011 and 2012
(Figure 5.28). Genomes in the exploration set showed a global dissemination of this sequence
from ST15 to other clones — the sequence was found in genomes of two ST656 strains
isolated in Philippines in 2013, six ST340 strains isolated in Serbia between 2013 and 2014,
and one ST147 strain isolated in the USA in 2014. Figure 5.27 shows that the dominant
sequence was a concatenation of sequences S3 and S5. Furthermore, S3 and S5 were linked
via a 3,014 bp region consisting of a novel ISNCY-like element and three hypothetical genes
in a Guatemalan strain isolated in 2009 (Figure 5.27). At least 99% of this region showed
≤ 1% nucleotide divergence to two E. coli chromosomal genomes, eight E. coli plasmid
genomes and two Kp plasmid genomes in the NCBI nucleotide database.

The second example relates to overlapping dominant sequences of cliques 3 and 4, which
jointly formed a 15,315 bp plasmid-borne MDR region in some genomes of the exploration
set (Figure 5.15). As shown in Figure 5.29, the earliest co-occurrence of four ARGs arr-2,
cmlA5, blaOXA-10 and aadA1-pm arose in 2002 in two Kp genomes from Kenya, which shared
a 5,700 bp region R1 of a class-1 integron harbouring all the ARGs (Figure 5.30). In addition,
none of aadB, blaVEB-1, floR, tet(G) or rmtB was detected in either genome.

Figure 5.29 Co-occurrence networks for the six alleles of cliques 3 and 4 in three years. In each
network, each node represents an allele, with the colour indicating the antimicrobial class that the
allele confers resistance to bacteria, and with the diameter proportional to the occurrence count
(Na, weighted for the range of isolation years) of this allele in the corresponding year. The edge
between two alleles indicates their co-occurrence in that year, with the edge width proportional to
the co-occurrence count (Nco, also weighted for the range of isolation years) and the edge colour
revealing the measurability of reliable APDs between the alleles in genome assemblies.
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Figure 5.30 Presence of physical allele clusters relevant to the dominant sequences of cliques 3
and 4. Grey shades denote regions shared between genomes under a minimum nucleotide identity of
99%. Genes are represented by bold arrows, which are coloured by types of gene products, and the
patterned fills denote pseudo genes (inclined pattern) or gene segments whose completeness cannot be
concluded according to assembly graphs (vertical patterns). Arrows representing genes irrelevant to
AMR or HGT are filled in white. For each genome, the strain name, ST, country and year of isolation
are labelled on the left side. The asterisk besides an IS name denotes an IS element of the same family.
The symbol ∆ denotes a truncated gene. Note that sequence completeness of tnpM (Tn3), qacE∆1,
sul1 and ∆tnpA could not be determined in assembly graphs due to unresolved connections between
nodes. Gene names: tnpR, resolvase/recombinase family gene; tnpM, transposition modulator; tnpA,
transposase gene.

A single-SNP variant of the partial integron sequence R1 was found in genomes of two
Kp strains isolated in Vietnam in 2004, with aadB, blaVEB-1 and an IS10A variant inserted
downstream of intI1 (sequence R2 in Figure 5.29). These two genomes also comprised
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Figure 5.31 Distributions and co-occurrence of the five ARG alleles of cliques 3 and 4 in 1,462
Kp strains of the discovery set. A phylogenetic tree rooted on the K. variicola strain DSM15968 is
drawn in a circular layout at the centre of this plot. Tips highlighted in blue denote strains where
the dominant sequence of cliques 3 and 4 were both exactly detected. Tips corresponding to three
strains whose AMR regions are illustrated in Figure 5.30 are highlighted in red, with strain names
labelled aside. Presence-absence of alleles are clustered using the single-linkage method based on
binary distances. Strains 5193_1_11 and 5193_1_5, isolated in 2008 and 2009, respectively, belonged
to ST231 and harboured the same segments R2 and R3.

a region R3 harbouring floR, tet(G) and rmtB. Nonetheless, it was not until 2005 that
evidence for a direct physical link between R2 and R3 was found in assembly graphs —
a single genome from Vietnam showed co-localisation of all the five ARG alleles from
cliques 3 and 4, resulting in a 29 kbp MDR region bounded by an upstream IS26 and a
downstream truncated gene ∆tnpA. This region was exactly matched to a plasmid (RefSeq
accession: NZ_CP031802.1) in an Australian Kp ST231 strain isolated in 2014 and was
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also found in genomes of phylogenetically distant strains in the discovery set (Figure 5.31).
Furthermore, this region shared a segment R4 harbouring rmtB and blaTEM-206 with a plasmid
pKPC2_020143 (GenBank accession: CP028547) in a Chinese Kp strain SCKP020143
(isolated in 2017). No other ARG alleles of cliques 3 or 4 were detected in this strain.

5.4 Discussion

In this study, I identified horizontally co-transferred clusters of ARG alleles using 1,462
Kp strains collected in the recent 33 years from countries in six continents. Moreover, I
investigated spatiotemporal structure of these clusters in an extended data set consisting of
6,596 Kp strains collected from 82 countries in a 99 year period (1920 – 2018). The start
of rapid accumulation of sequenced strains in the early 2000s (Figure 5.18) coincides with
the time when commercial WGS platforms became successful. Despite the great diversity in
geography, sample sources, host conditions and phenotypes of these strains, temporal and
spatial heterogeneity of the sample size constrained methods that are applicable to this data
set. Moreover, dominance of strains from a few countries and recent years results in a bias in
representative capacity of the strains. In an ideal condition, when the sample size follows a
uniform distribution across countries and in every year, and when the sampling strategy is the
same for pooling WGS data, we can apply the GeneMates function findPhysLink to strains
stratified by each year or country to generate a dynamic linkage network, which is however
not feasible in this study. Since p-values from hypothesis tests of different sample sizes are
incomparable, I relied on the spatiotemporal structure of co-occurrence counts and sequence
comparisons to deduce the evolutionary history of allele clusters. This constraint highlights
the importance of a homogeneous sampling strategy (that is, a uniformly distributed sample
size through time and across geographic regions, and identical criteria for sample collection
in different sites) in a spatiotemporal study that replies on association tests.

The SNP number saw an increase by more than 269,000 in the 1,462 Kp strains when
compared to that in the E. coli and Salmonella strains recruited for the previous study
(Section 4.4.1). This large amount of SNPs makes phylogenetic reconstruction extremely
time-consuming. As such, I trade the accuracy of the phylogenetic tree for a shorter runtime
via replacing RAxML with FastTree. Further, the tree is distorted by SNPs located in
recombined regions due to frequent recombination in Kp chromosomes [249], which is an
undesired effect for the inference of HGcoT (as we are particularly comparing the distribution
of alleles or genes to the structure of vertical gene transfer), although these SNPs contribute to
the definition of population structure (that is, the nucleotide divergence or similarity between
strains). Nonetheless, there is by far no appropriate method to detect and remove these SNPs
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from Kp strains at the species level. Therefore, errors in co-transfer signals introduced by the
presence of SNPs within recombined regions pose an issue to be aware of in HGcoT studies.

Strains used for this study consisted of two groups — the MDR Kp and hypervirulent Kp
(hvKp). The evident bimodal distribution of the count of strains having a specific number
of accessory ARGs (Figure 5.1b) distinguishes ARG contents of MDR Kp from those of
hvKp. The latter group is known to be scarce of accessory ARGs [219]. Moreover, the
strain counts in Figure 5.1b reveals a higher load and larger diversity of acquired ARGs
in MDR Kp than those in aEPEC and DT104 (Figures 4.2b and 4.4b), which justifies the
necessity of investigating AMR in Kp and anticipates a greater complexity in their HGcoT.
As for frequencies of ARGs in this Kp data set, Figure 5.1a shows dominance of rare
alleles (occurred less than 15 times) in each AMR group. In addition, the gene frequency
distinguishes the four intrinsic ARGs from accessory ARGs. As shown in Figure 5.2, frequent
alleles of accessory ARGs display obvious enrichment in some lineages, indicating necessity
of controlling for population structure in association tests for the presence-absence of alleles.

Since LMMs have reduced statistical power for association tests when allele frequencies
are extremely small or large (both conditions are mathematically equivalent when treating
the presence-absence of alleles as binary traits), filtering out rare alleles of accessory ARGs
for LMMs is expected to reduce the false-negative rate in association signals. Moreover, this
filter may reduce the false-positive rate, albeit this rate is not a function of the false-negative
rate. Therefore, the linkage network shown in Figure 5.8 appears to enrich more HGcoT
signals than linkage networks used for studying the E. coli and Salmonella data sets in
Chapter 4. In practice, GeneMates users should consider this trade-off between sensitivity
and specificity of LMM-based association tests before using functions lmm and findPhysLink.

The linkage network reveals profound connections between alleles of accessory ARGs
in HGT. Since every edge of this network represents a positive association where APDs
displayed consistency in more than half of strains that had the corresponding alleles co-
occurring, the network illustrates putative clusters of co-mobilised alleles in HGT. In this
study, I have demonstrated a method for detecting horizontally co-transferred ARG alleles
using the GeneMates linkage network (namely, an association network filtered for scores of
allelic physical distances) and genome assemblies. This method assumes cliques consisting
of at least two alleles identified in the linkage network are the most likely candidates of
actual allele clusters that are physically linked during HGT. Particularly, I used maximal
cliques in this study for a focus on identifying physical clusters that contain a large number
of ARG alleles. According to Tables 5.10 and 5.9, the assumption of my method is supported
by the fact that 13 out of 16 (81%) dominant clique sequences were located in at least one
known plasmid, respectively, and for every clique, its dominant clique sequence dominants



228 Horizontal co-transfer of antimicrobial resistance genes in Klebsiella pneumoniae

all the shortest clique sequences at a percentage between 80% and 100% (with a single
exception, which showed the percentage of 70%). Accordingly, the first step of my method
is the identification of cliques in a linkage network. Users may use the R package igraph to
identify maximal cliques. Next, users may use the function compEdgeOccur in GeneMates
to exclude cliques showing low edge co-occurrence. Then for each of the remaining cliques,
users can use my tool alleleClusterLocator to locate alleles in genome assemblies, extract
the shortest clique sequences and perform clustering analysis for these sequences under a
given set of criteria. The distribution of each sequence cluster on the phylogenetic tree of
sampled bacteria validates the inference of HGcoT. Finally, users can annotate the shortest
clique sequences and their flanking regions in bacterial genomes to elucidate their genetic
structures and explain the mobility of identified physical allele clusters.

According to Figures 5.14 – 5.17, I identified two structural motifs in the 16 dominant
clique sequences, where the fused gene qacE∆1-sul1 was more frequent than the sul2-strA-
strB cluster. In fact, qacE∆1-sul1 is the only form for the presence of sul1 in these sequences.
Moreover, as shown in Figures 5.22 and 5.24, the gene sul1 was globally distributed and
was detectable in isolates collected between 1985 and 2017. This spatiotemporal structure
of sul1 in the 5,695 Kp strains is consistent with the known prevalence and persistence of
class-1 integrons in bacterial isolates from the family Enterobacteriaceae [250–252], because
the fused gene qacE∆1-sul1 is known to be a part of the 3’ conserved segment of class-1
integrons [253]. My study also suggests that the class-1 integron is widely involved in
horizontal co-transfer of various ARGs amongst Kp strains, because not only did a single
allele (SulI_1616) of the gene sul1 show the highest connectivity to other alleles in the linkage
network, but also to separate allele clusters relating to diverse AMR classes. According to
a model for the evolution of class-1 integrons [254], an insertion of sul1 into an ancestral
transposon-borne (Tn402) integron physically linked sul1 to diverse configurations of other
ARGs in Gram-negative bacteria. Moreover, given the fact that the gene sul1 was the most
frequent accessory ARG in this Kp data set, conservation of the allele SulI_1616 and low
diversity of sul1 alleles (only seven alleles were identified in total) imply presence of effective
selective pressure on sul1 and/or high transfer rates of ARG-containing integrons.

Alleles in the second structural motif of ARG alleles, strA-strB-sul2, became detectable
in the 6,596 Kp strains from 1980s, and all of them were globally distributed. Association
of this motif to transposons as a highly diffusible genetic element in HGT has been widely
observed in the family Enterobacteriaceae [80, 255, 256]. As an extension of this motif,
a four-gene cluster strA-strB-sul2-blaTEM-206 (ESBL) plays a pivotal role in the second
largest connected component of the linkage network (Figure 5.8). DeLeo, Chen, Porcella
et al has identified co-localisation of these four genes in an MDR plasmid pNJST258N2
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(GenBank accession: CP006926) of the Kp clone ST258 [234], which is abundant in my
strain collection. Therefore, identification of this cluster is a validation to my network
approach. Further, a larger cluster shown in Figure 5.12(5) emerges when incorporating
another ESBL gene blaCTX-M-15 into the four-gene cluster. Co-localisation of these five genes
in a plasmid pKDO1 in multiple lineages of Nepalese Kp has been reported [236]. This is
also a validation of my methods as these Kp strains have been included for this study.

As illustrated in Figure 5.22, ARG alleles occurred in more than 16% of strains (from the
allele Aac6-Ib_1677.1227 upwards in the figure) that had known collection countries could
be found in all the 13 geographical regions, indicating their success in global dissemination.
The higher similarity in allele composition and frequencies between some geographically
distant regions than neighbouring regions (for instance, Western Europe versus Western
Asia, and Northern Europe versus South-eastern Asia) suggests that non-geographic factors,
such as international travels, may have contributed to the introduction of certain MDR Kp
into distant regions, as we have seen in the spread of MDR Salmonella Typhimurium type
DT104 [199]. As for Figure 5.24, persistence of frequent ARGs sul1, sul2, blaTEM-206,
blaCTX-M-15, strA, strB and mphA from 1980s to 2018 reveals maintenance of resistance to
sulphonamides, extended-spectrum beta-lactams, animoglycosides and macrolides in the
global Kp population. This temporal distribution is in line with the emergence of ESBLs in
the 1990s and streptomycin resistance over 50 years ago [217].

In this study, sequence alignments for cliques 1, 3 and 4 identified homologous segments
shared between dominant clique sequences and the shortest sequences harbouring a subset
of alleles in each clique under a minimum nucleotide identity of 99% (Figures 5.27 and
5.30). Further, such a similarity pattern showed clear spatiotemporal structures, suggesting
step-wise evolution of MDR regions. Considering clique 1, genetic structures reconstructed
for the allele cluster of ARGs aadA2, dfrA12, sul1, armA, msrE and mphE at different time
proposes that an insertion of the armA-msrE-mphE cluster from a class-1 integron to a locus
immediately downstream of the integron harbouring dfrA12, aadA2 and sul1 gives rise to
the final cluster of all the genes (Figure 5.27). Earliest co-occurrence events of the alleles
(Figure 5.26) clearly shows that the final complex six-gene cluster was evolved from two
smaller and simpler clusters. Presence of an identical mobile element ISEc29 in both the
donor integron (identified in the British strain ERR474548) and the recipient genome (such
as the one in the Nepalese strain PMK1) is another evidence for this evolutionary path.
Moreover, transposition of the armA-msrE-mphE cluster is probably mediated by the mobile
element IS26, which flanked this cluster in the same orientation, forming an active composite
transposon. The element IS26 is known to frequently reside in resistance plasmids [257].
It is possible that the upstream IS26 was substituted by ISEc28 and an IS91-like element
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after the insertion of the transposon into the recipient genome. As a result, the transposon
became incomplete and hence lost its ability in further transposition. Since the IS91-like
element inserted close to the 3’ conserved sequence of the class-1 integron, it formed an
ISCR1 element with the downstream ARGs [258]. Moreover, the ISCR1 linked to the original
class-1 integron and produced a complex class-1 integron [258]. As shown in Figure 5.26,
Kp strains showing this possible evolutionary path were isolated all over the world, it is hence
unlikely that all steps of this process only occurred in a single geographic region before the
global dissemination of the largest and completely connected cluster.

5.5 Conclusions

In this study, I applied my network approach (via the function findPhysLink in the GeneMates
package) to a large global collection of Kp WGS data to deduce alleles of accessory ARGs
that were horizontally co-transferred within the same species. For the mobile alleles, I
resolved their spatiotemporal structure of co-occurrence events using a dynamic network. A
new module was developed and added to the package for the spatiotemporal analysis.

The Kp strains recruited in this study displayed diverse ARG profiles, which were
stratified by population structure. I saw extensive links between alleles in the linkage network
for mobile alleles of a minimum frequency of 1%. The network highlights pivotal roles of
genetic elements that are associated with the ARGs sulI and sul2 in horizontal co-transfer
of accessory ARGs. In particular, class-1 integrons harbouring the gene sul1 are common
in allele clusters whose genetic structures are resolved in genome assemblies. Nonetheless,
physical linkage between sul1, integrons and gene cassettes is yet to be established.

I depicted geographical and temporal distributions of alleles in the linkage network
based on strain information. The results suggest factors other than geographic boundaries
has contributed to the spread of mobile ARGs, and there were alleles persisted in the Kp
population for over 40 years. Further, I reconstructed genetic structures for three dominant
clique sequences identified in the linkage network, and identified highly similar segments
in these sequences shared among other sequences that contain a subset of alleles per clique.
These results suggest that the transposition of an IS26-related composite transposon has
mediated the concatenation of two MDR regions into a complex class-1 integron.

Methods of this study are confined by spatial and temporal heterogeneity in the WGS
data, however, LMMs may be applicable to temporally and/or geographically stratified data
when they are sufficiently homogeneous. Whether this is the case or not in practice, I have
established a procedure for analysing spatiotemporal structure of acquired ARG alleles in a
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bacterial species. Application of this approach to other bacteria in the future will help us to
understand the evolution of MDR.





Chapter 6

Conclusions

In the recent two decades, we have seen how profoundly the development and commercial
success of WGS technologies revolutionised our approaches for studying bacterial genomes.
Meanwhile, the accumulation of publicly available WGS data has been rocketing up, and the
scope of sequenced bacterial species has been quickly expanding. Moreover, an enormous
amount of computational methods and tools emerge each year to mine the WGS data for
biological insights. My research of horizontal co-transfer of ARGs between bacteria has
benefited from these advances, and it in turn improved our understandings to an urgent
challenge — the evolution of MDR in bacteria. My study has significantly contributed to this
field, in terms of (1) providing a novel network approach for detection of co-transferred ARG
alleles, (2) establishing a procedure for identifying MGEs that co-mobilise ARG alleles, and
(3) revealing extensive associations between horizontally acquired ARG alleles.

6.1 Development of a novel approach for detecting hori-
zontally co-transferred antimicrobial resistance genes

To achieve the first aim of this study — developing an approach to detect horizontally co-
transferred ARGs in a single bacterial species, I provided an R package GeneMates as an
implementation of my methodology that integrates four aspects — association tests controlled
for bacterial population structure and weighted by summary statistics of APDs (Chapters
2 and 3), network analysis and spatiotemporal analysis (Chapters 4 and 5). Particularly, in
order to test for associations between genotypes (that is, the presence-absence of alleles for
haploid organisms) rather than between a specific genotype and phenotype, I adapted an
existing method implemented in the R package BugWAS for bacterial GWAS and derived
stringent algebra based on SVD and LMMs for incorporating bacterial population structure
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into association analysis (Chapter 2). I elucidated an appropriate selection of PCs after SVD
for capturing all genetic variation in the core genome of bacterial strains (Section 2.2.1.7),
and proved equivalence between different LMMs that are widely used for GWAS (Section
2.3.1). To my knowledge, neither piece of work is seen in literature. GeneMates is the first
tool that tests for associations between ARG alleles and evaluates their physical linkage
in horizontal transfer. GeneMates showed greater statistical power in detecting alleles that
were known to co-localise in the same MGE when compared to association tests that did
not control for bacterial population structure (Section 4.4.3). This advantage is particularly
prominent in detection of physical linkage between acquired alleles appeared only two or
three times among bacterial strains (Section 4.4.4.6). In theory, my approach is applicable to
other kinds of acquired bacterial genes, such as some virulence genes, when WGS data of
sufficient quality are available.

6.1.1 GeneMates identifies physical linkage between resistance genes

In Chapters 4 and 5, I demonstrated applications of GeneMates to WGS data of three
species of Enterobacteriaceae and showed that for each pair of ARG alleles, we can leverage
significant positive associations determined using LMMs between these two alleles to infer
whether they were horizontally co-transferred or not. I also showed that, firstly, we can
exclude some false positives via weighting and optionally filtering edges in the association
network of ARG alleles based on APD scores, when the distances can be accurately measured
in genome assemblies (Section 4.4.4.4). Secondly, the distance scores become larger when
bacterial genomes are assembled closer to completion (Section 3.3.7). I designed two decision
trees to score evidence from association status and APD consistency, respectively, for the
inference of physical linkage (Section 2.2.3). Furthermore, I demonstrated the usefulness of
cliques (in either the association network or linkage network) and dominant clique sequences
in discovery of allele clusters that were physically linked during horizontal transfer (Sections
4.4.4.6 and 5.3.3.2). A strength of GeneMates is the lower false positive rate in determining
significant associations as statistical inferences have already taken the bacterial population
structure into account (Section 4.4.3). By contrast, conclusions drawn by methods commonly
used in research of HGcoT, such as co-occurrence counts, chi-square tests and simple linear
regression, are confounded by the clonal nature of bacterial populations, which leads to false
positives in determining co-transferred alleles.
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6.1.2 New analytical framework and procedure

The creation of my package GeneMates introduces a systematic framework feasible for
studying horizontally co-transferred ARG alleles. This framework focuses on the fixed effect
that presence-absence of an allele in explaining that of another allele, given an estimate of
bacterial population structure. We can inspect and compare links between all ARG alleles
in the association network and linkage network, in terms of the connectivity, fixed effect,
significance, etc., of each allele, given a constant sample size. In addition, the utility of
GeneMates in assessing random effects of population structure on the presence-absence of
each allele may be also interested in some studies (Section 2.2.2). Analytical frameworks
emerged prior to my study rely on genetic co-occurrence counts, association coefficients, and
so forth, to depict an overall landscape of co-occurring genes present in strains of the same
species. However, these frameworks are usually confounded by the population structure.

I also established a procedure to implement my analytical framework, and addressed
several issues in data processing (Sections 4.3 and 5.2). As demonstrated in this thesis,
the procedure starts from the collection of WGS data (short reads, contigs and/or complete
genomes) from bacterial strains of the same species, runs through gene screen, SNP calling,
phylogenetic reconstruction, de novo genome assembly of short reads, optional measurement
of APDs in genome assemblies, association tests, analysis of physical linkage (when accurate
APDs are available), network analysis, and terminates at the validation of putative co-
mobilised allele clusters in genome assemblies. Not only does this procedure provide users
with a guide for conducting their own studies using GeneMates, but also makes GeneMates
readily applicable for monitoring AMR and detecting MDR MGEs in clinical settings.

6.1.3 A generalised procedure for obtaining accurate measurements of
allelic physical distances from genome assemblies

Using linkage networks, I showed benefits in utilising APDs for the inference of horizontally
co-transferred alleles (Section 4.4.4.4). Before my study, there was no publication addressed
the challenge in utilising connection information between nodes in assembly graphs for an
accurate measurement of APDs. To fill this gap, I conducted a comprehensive investigation
of APD measurements in genome assemblies, via comparing real APDs calculated from
complete genomes to those measured in contigs or assembly graphs that were assembled
from Illumina short reads simulated from the same complete genomes (Chapter 2). In this
thesis, I only used SPDs as the measurements of APDs. I established a procedure in Section
3.2 for read simulation, distance measurement and statistical analysis, and implemented the
procedure as a pipeline physDist (Section B.4) for standardisation and availability to other
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users. In Chapters 4 and 5, I demonstrated that this procedure consistently worked for all
three bacterial species (E. coli, S. enterica and K. pneumoniae) involved in this thesis.

Based on Sections 4.4.4.2 and 5.3.1.3, I found that we can always achieve an accuracy
of more than 90% in distance measurements between any pair of alleles in the genome
under a certain tolerance of errors (e.g., ±1.5 kbp) when (1) restricting BLAST hits of allele
sequences in the assembly graph to display a certain level of nucleotide identity and coverage,
and (2) filtering out distances measured across more than two nodes in the graph or stretched
beyond a certain length (for instance, 250 kbp). Moreover, I confirmed an almost perfect
accuracy (close to 100%) of distance measurements in all contigs when reads had an average
quality ≥ Phred Q20, which led me to the discovery of prioritised distance measurements
based on reliability of their sources for improving the overall accuracy (Section 3.3.7).
Finally, I consistently saw an increase of measurability when measuring physical distances
between the same pair of alleles in assembly graphs rather than contigs under the same
specificity criteria for BLAST hits (Sections 3.3.7, 4.4.4.3 and 5.3.1.3).

My study also pointed out necessity of applying the same simulation-and-validation
procedure to other complete genomes when using GeneMates to a bacterial species other than
those investigated in this thesis, because the criteria used to filter the distance measurements
differed between species (Sections 4.4.4.3 and 5.3.1.3). Furthermore, I showed that complete
genomes selected for determining the filtering criteria must contain the same class of genes
whose horizontal co-transfer will be analysed at the allele level using GeneMates, as the
accuracy of their physical distances may differ from that of a random selection of genes
(Sections 3.3, 4.4.4 and 5.3.1.3). Taken together, this is a pioneering study that opens the
field of utilising assembly graphs for the measurement of APDs in bacterial genomes.

6.2 Horizontal co-transfer of antimicrobial resistance genes:
scope, key vectors and evolution

I demonstrated usefulness of GeneMates in discovering horizontally co-transferred ARG
alleles in three bacterial species of great clinical concern, and further revealed (1) extensive
associations between these alleles in HGT, (2) integrons and transposons as key vectors for
disseminating and rearranging allele clusters, and (3) convergence of allele clusters in MGEs
over time. These findings fulfil my second and third aims of this study, and led us to a better
understanding of the contribution of HGcoT in the evolution of MDR.

Using association and linkage networks constructed with GeneMates, I have depicted
a static landscape of associations between horizontally transferred ARG alleles for each
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bacterial species, which provides us with a novel perspective for studying HGcoT in addition
to common networks that are uncorrected for population structure (such as co-occurrence
networks). To my knowledge, it is the first time analysis of gene-to-gene associations is
applied to accessory ARGs in a single species. According to networks generated in this study,
I found that presence-absence of ARG alleles were widely associated in each species, and
identified hub alleles frequently co-mobilised with the others. As summarised in Sections
4.4.4.5 and 5.3.2.1, in all three species, firstly, ARG alleles each associated with at least
four other ARG alleles were common in each network, and secondly, most associated alleles
encoded resistance to different antimicrobial classes, with exceptions seen only between
alleles of ARGs strA, strB, aac3-Iva, aph4-Ia, armA and aadA. Furthermore, ARGs encoding
resistance to aminoglycosides or sulphonamides were always hubs in the association networks
and linkage networks for each of E. coli, Salmonella and K. pneumoniae data sets in this
thesis. Specifically, alleles of the streptomycin resistance genes strA and strB constantly
formed a hub in every network, and the alleles were always adjacent and physically linked —
a confirmation to a well-known example of HGcoT (Sections 4.4.3 and 5.3.4.2). Furthermore,
alleles of sulphonamide resistance genes sul1 and sul2 were hubs in the networks for E. coli
and K. pneumoniae. Notably, sul1 is an intrinsic component of class-1 integrons.

In this study, I recovered genetic structures of co-transferred ARG allele clusters that were
identified using GeneMates for each of the three species, and traced possible evolutionary
routes with spatiotemporal information for clusters that were structurally related (Sections
4.4.4, 5.3.3.2 and 5.3.4). I found all genetic structures resolved in this study harboured at
least one class-1 integron or transposon that carried at least one ARG. Moreover, dynamics
of these structures confirmed a step-wise route through which MDR evolved in bacteria
(Section 5.3.4): individual ARGs are captured by an integron that is either already physically
linked to a transposon or later becomes linked to one. The resulting MDR transposon is then
translocated between bacterial genomes, and new ARGs may get captured by or excised
from its passenger integron during or after this process. Accordingly, my network view of
ARG connectivity recapitulates a widely accepted but hard-to-prove view that integrons and
transposons played a pivotal role in the dynamics of co-transferable ARG clusters within the
family Enterobacteriaceae.

The horizontal co-transfer of some acquired ARGs identified in this thesis appears to
be correlated with the historical usage of corresponding antimicrobials. For instance, the
physical linkage between the sulfonamide resistance genes (sul1, sul2) and the trimethoprim
resistance genes (dfrA7, dfrA12, dfrA14, and dfrA17) in E. coli (Figure 4.31), S. Typhimurium
(Figure 4.33), and Kp (Figure 5.26) is likely selected for by the clinical consumption of
trimethoprim-sulfonamide combinations (such as co-trimoxazole), and both kinds of ARGs
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can be co-localised in class-1 integrons [259]. Moreover, the early occurrence of the physical
linkage between these genes in my collection of Kp genomes (Figure 5.27) agrees with
the long-term usage of trimethoprim-sulfonamide antimicrobials since the late 1960s [46].
Similarly, the discovery of sulfonamide and aminoglycoside antimicrobials in the 1930s
(Figure 1.1) may explain the early and frequent physical linkage between corresponding
ARGs (Figures 4.31, 4.33, 5.14, 5.16, 5.17, and 5.27). Integrons, composite transposons, and
conjugative plasmids are known vectors of these co-localised genes [13]. The accumulation
of acquired ARGs in MGEs, as revealed in Section 5.3.4.4, is consistent with the timeline
of launching different antimicrobials for clinical use in humans [260]. Furthermore, similar
evolutionary trajectories of physical ARG clusters has been reported by longitudinal studies
of Acinetobacter baumannii global clone 1 [261], MDR plasmids of S. Typhi [262], Shigella
sonnei [263], and MRSA [264]. Notably, these studies concluded that the acquired ARGs
are responsible for the global dissemination of certain MDR clones.

6.3 Current issues and future directions

In the domain of investigating the short-term evolution of MDR in bacteria, this thesis
presented a pioneering study that generated an overview of associations between presence-
absence of ARG alleles in each bacterial species of interest for the identification of hor-
izontally co-transferred alleles. As an implementation of my methodology, the package
GeneMates enables us to detect the co-transferred alleles and their vectors, and to trace the
dynamics of these allele clusters. I hope GeneMates will inspire the development of other
approaches and tools for this field.

Besides limitations stated in Section 1.5, there are two critical issues to be solved for
GeneMates in the future. The first issue is to cluster detected alleles of each gene into groups,
each consists of alleles that form a single evolutionary tree, and use presence-absence of the
groups rather than that of individual alleles for association tests. Since ARGs can accumulate
mutations over time, an acquired ARG allele in the recipient bacterium and its descendants
may diverge from the original allele in the donor bacterium, while all alleles still share
the same genetic structure with other ARG alleles. As such, my current method that uses
identical allele sequences to create a presence-absence matrix for association tests may be
over conservative when the assumption of perfect sequence conservation is widely violated.

The second issue is to resolve co-occurring alleles of the same gene in every bacterium.
Accessory ARGs do not frequently suffer from this issue as each gene usually has only a
single allele (however, may have more than one copy) per cell. On the contrary, this issue
may be severe for other kinds of genes, such as those encoding virulence in E. coli [201]
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and the integrase genes, which in turn causes false negatives in allele profiles or produces
chimeric allele sequences. Although this issue cannot be completely solved with short
reads due to their limited ability in resolving repetitive regions, it can be addressed with
long-read sequencing technologies, such as the Oxford Nanopore sequencing and PacBio
SMRT sequencing. Moreover, we can achieve a 100% measurability and accuracy in APDs
measured between co-localised alleles in the complete genomes.

To conclude, GeneMates is a tool for the future, which gains a better performance
when long-read sequencing becomes cheaper and more accurate, and when generation of
complete bacterial genome assemblies becomes more sophisticated and reliable. GeneMates
is a versatile tool that can be used to address numerous questions of HGcoT. A promising
application of GeneMates is the construction of linkage networks for accessory ARGs
identified in complete genome assemblies. Moreover, when complete genomes are available,
we can directly incorporate presence-absence of integrase genes, transposons and other
MGEs into the network construction to confirm their prevalence and roles in HGcoT. Finally,
we can apply GeneMates to other kinds of genes if their alleles can be explicitly resolved in
each bacterium.
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Appendix A

Supplementary tables

This appendix provides links to long tables relevant to two chapters of this thesis. The tables
are stored online due to their lengths.

A.1 Sample information for Chapter 4

EXCEL spreadsheets providing details of E. coli and Salmonella strains whose WGS data
were used for Chapter 4 can be accessed via doi.org/10.26188/5c78c8d4e8074.

Table A.1 Details of 169 E. coli strains whose paired-end Illumina read sets were
used for this thesis. Columns Accession and BioSample provide accession numbers in
the NCBI Assembly database (www.ncbi.nlm.nih.gov/assembly) and the BioSample database
(www.ncbi.nlm.nih.gov/biosample), respectively.

Table A.2 Details of 373 Salmonella Typhimurium DT104 strains whose paired-end Illumina
read sets were used for this thesis. Column BioSample provides accession numbers in the NCBI
BioSample database (www.ncbi.nlm.nih.gov/biosample).

A.2 Sample information for Chapter 5

EXCEL spreadsheets providing detailed information of Kp strains whose WGS data were
used for Chapter 5 can be accessed via doi.org/10.26188/5c78cc6b76eaf.

https://doi.org/10.26188/5c78c8d4e8074
https://www.ncbi.nlm.nih.gov/assembly
https://www.ncbi.nlm.nih.gov/biosample
https://www.ncbi.nlm.nih.gov/biosample
https://doi.org/10.26188/5c78cc6b76eaf
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Table A.3 Details of 176 Kp strains whose complete genome assemblies were downloaded
from GenBank for this thesis. Columns Accession and BioSample provide accession numbers
in the NCBI Assembly database (www.ncbi.nlm.nih.gov/assembly) and the BioSample database
(www.ncbi.nlm.nih.gov/biosample), respectively.

Table A.4 Details of 1,286 Kp strains whose paired-end Illumina read sets were used for
this thesis. Column BioSample provides accession numbers in the NCBI BioSample database
(www.ncbi.nlm.nih.gov/biosample). Read sets of 22 Iranian strains remain unpublished.

Table A.5 Details of 5,134 Kp strains whose genome assemblies were downloaded from the
NCBI RefSeq database. Columns Accession and BioSample provide accession numbers in the
RefSeq (www.ncbi.nlm.nih.gov/refseq) and BioSample databases (www.ncbi.nlm.nih.gov/biosample).

https://www.ncbi.nlm.nih.gov/assembly
https://www.ncbi.nlm.nih.gov/biosample
https://www.ncbi.nlm.nih.gov/biosample
https://www.ncbi.nlm.nih.gov/refseq
https://www.ncbi.nlm.nih.gov/biosample
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Computer code developed in this thesis

I have developed computer code in the form of scripts written in computer programming
languages of R, Python and Linux Bash to carry out steps of my analysis. In this appendix, I
collate these scripts in the order of their utilities in my investigation procedures. All of the
scripts are publicly accessible online.

B.1 Core-genome SNP analysis

The analysis of cgSNPs identified in bacterial genomes of the same species plays a pivotal
role in this thesis. My scripts developed for this analysis implement contamination detec-
tion and SNP imputation. These scripts can be accessed in my online repository cgSNPs
(github.com/wanyuac/cgSNPs), which consists of the following two code directories.

• contamination_assessment: nine R or Linux Bash scripts have been developed for
detecting DNA contamination in Illumina read sets. The scripts take as input results of
RedDog, extract coordinates of homozygous SNP calls and heterozygous SNP calls
in a reference genome from RedDog VCF files (extractInfoFromVCF.sh), generate a
scatter plot of fold coverages and MAFs per bacterial strain (hetSNP_depthPlot.R),
and perform several statistic analysis. See Section 4.3.2 for an example of interpreting
the resulting plot.

• imputation: Two Python scripts have been created under this directory to process
outputs of ClonalFrameML [245] after SNP imputation. Specifically, script clonal-
FrameML2Fasta.py creates pseudo alignments of imputed SNPs and save them as a
FASTA file; script fasta2csv.py then converts the FASTA file into a comma-delimited
SNP table that is required by GeneMates and GEMMA.

https://github.com/wanyuac/cgSNPs
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B.2 Read simulation

I developed a package readSimulator (github.com/wanyuac/readSimulator) to generate syn-
thetic Illumina reads from complete bacterial genomes, which is a fundamental step for
evaluating the accuracy of APD measurements that has been studied in Chapter 3. This
package consists of three Python scripts, amongst which readSimulator.py implements the
key functionality of read simulation. Advantages of readSimulator over some widely used
tools (such as wgsim [143] and ART [189]) include support for circular topology of bacterial
genomes, flexible settings for fold coverages and error profiles, and parallel processes for
multiple genomes.

B.3 Detection of antimicrobial resistance genes

As introduced in Chapter 2, the detection of ARGs at the allele level generates one of the key
inputs for my network approach. My computer code developed for this task implements two
utilities: obtaining ARG profiles and consensus allele sequences from genome assemblies
in an SRST2-compatible format, and assign allele identifiers across ARG profiles based on
nucleotide sequence identity. Specific scripts are listed as follows:

• geneDetector (github.com/wanyuac/geneDetector) carries out parallel targeted ARG-
detection jobs for contig-level genome assemblies and produces SRST2-compatible
gene profiles and consensus allele sequences. The Python script detector.py performs
an essential role amongst all five scripts of this tool.

• PAMmaker (github.com/wanyuac/PAMmaker) takes as input gene profiles and consen-
sus allele sequences from SRST2 and geneDetector, assesses reliability and unicity of
allele calls, calls CD-HIT-EST to perform sequence clustering, assigns allele identifiers
based on sequence clusters, and produces an allelic PAM across bacterial samples.
This matrix is an obligate input of GeneMates.

B.4 Measurement and evaluation of allelic physical distances

I created a code package physDist (github.com/wanyuac/physDist) to run Bandage for the
measurement of APDs in genome assemblies (dist_from_graphs.py and compile_dists.py),
calculate true APDs in complete genomes (calc_dr.R), pair APD measurements and true
APDs (merge_dr_ds.R), prioritise APD measurements based on their sources (prioritise_dists.R),
and evaluate their accuracy given a maximum node number or distance (accuracy_vs_nodes.R

https://github.com/wanyuac/readSimulator
https://github.com/wanyuac/geneDetector
https://github.com/wanyuac/PAMmaker
https://github.com/wanyuac/physDist
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and accuracy_vs_dist.R). In addition, I provide a script dist2cluster.py in this package to
obtain the minimum physical distance between two ARG allele clusters in each genome in
which they are co-localised. This script was used in Section 5.3.3.2 for evaluating consistency
in physical distances between allele clusters within the shortest clique sequences.

B.5 GeneMates: an R package detecting horizontal gene
co-transfer between bacteria

GeneMates (github.com/wanyuac/GeneMates), the principal outcome of this thesis, detects
horizontally co-transferred ARG alleles using a network approach. Besides its main function
findPhysLink, the package provides a number of visualisation functions. The following list
introduces those that have been frequently used in this thesis.

• ringPlotPAM creates a ring plot for ARG alleles to compare their presence-absence
and co-occurrence to a phylogenetic tree, with user-specified tree tips and/or branches
highlighted. It is particularly useful for validation and interpretation of results. Figures
4.37 and 5.28 are typical examples of such ring plots.

• heatMapPAM creates a binary heat map from an allelic or genetic PAM and aligns rows
of the heat map to a phylogenetic tree (for example, Figure 4.3). It is an improvement
of ggtree function gheatmap (github.com/GuangchuangYu/ggtree) and can be used for
inspecting the distribution of ARG alleles.

• showGeneContent draws bubble plots and bar charts for summarising frequencies of
ARGs and their alleles. See Figure 5.1 for a typical example.

• mkNetwork converts results of the function findPhysLink into a network object that
can be processed by other GeneMates functions for network analysis and exported to
Cytoscape for network visualisation.

• mkCoocurNetwork creates temporal co-occurrence networks over a given list of years
in accordance with edges in an association network or linkage network. Examples are
Figures 5.26 and 5.29.

• tempNet compiles temporal co-occurrence networks into a dynamic network that can
be displayed as an animation using R package ndtv (github.com/statnet/ndtv). This
function can be used for determining the earliest co-occurrence events of specific ARG
alleles in a given collection of bacterial genomes. See Section 5.2.12 for an application
of this function.

https://github.com/wanyuac/GeneMates
https://github.com/GuangchuangYu/ggtree
https://github.com/statnet/ndtv
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B.6 Extracting and clustering shortest clique sequences

In order to resolve genetic structures underlying ARG allele clusters, I created alleleCluster-
Locator (github.com/wanyuac/alleleClusterLocator) to locate every cluster of co-occurring
ARG alleles in contigs, extract the shortest nucleotide sequence containing all the alleles from
each contig, and launches CD-HIT-EST to group the shortest sequences per allele cluster
under user-specified criteria. As demonstrated in Section 5.3.3.2, I obtained the shortest
clique sequences in Kp genomes and identified the dominant sequence of each clique.

https://github.com/wanyuac/alleleClusterLocator
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