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of the work for publication and was the primary author. In the paper, I worked

on a regional hospital’s data whereas the work presented in the thesis is based

on a major metropolitan hospital’s data. The dataset I used in the Ph.D. was

much more complex and required extensive analysis and adjustments in order

to classify patients into groups by utilising machine-learning techniques.

The majority of the work in Chapter 4 has been published in “A Sequen-

tial Stochastic Mixed Integer Programming Model for Tactical Master Surgery
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stochastic model with the scenarios implemented sequentially. I developed and

implemented the model and performed all the experiments. My co-authors’ role

was to advise me in the process at various stages. Alysson Costa helped me

select the first stage decision variables, and he recommended to me a paper on

crop rotation planning. All my supervisors helped me in structuring the paper.

They suggested some changes to experiments and helped me in addressing re-

viewers’ concerns.

The bulk of work in Chapter 5 is in preparation for a publication titled

“A Conceptual Framework to Predict the Probability of a Healthcare Facility

Exceeding Capacity”. I am hoping to publish it soon.



Abstract

Rapidly growing demand and soaring costs for healthcare services in Australia

and across the world are jeopardising the sustainability of government-funded

healthcare systems. We need to be innovative and more efficient in delivering

healthcare services in order to keep the system sustainable. In this thesis, we

utilise a number of scientific tools to improve the patient flow in a surgical

suite of a hospital and subsequently develop a structured approach for intelli-

gent patient flow management. First, we analyse and understand the patient

flow process in a surgical suite. Then we obtain data from the partner hos-

pital and extract valuable information from a large database. Next, we use

machine learning techniques, such as classification and regression tree analysis,

random forest, and k-nearest neighbour regression, to classify patients into lower

variability resource user groups and fit discrete phase-type distributions to the

clustered length of stay data.

We use length of stay scenarios sampled from the fitted distributions in

our sequential stochastic mixed integer programming model for tactical master

surgery scheduling. Our mixed integer programming model has the particular-

ity that the scenarios are utilised in a chronologically sequential manner, not

in parallel. Moreover, we exploit the randomness in the sample path to reduce

the requirement of optimising the process for many scenarios which helps us ob-

tain high-quality schedules while keeping the problem algorithmically tractable.

Last, we model the patient flow process in a healthcare facility as a stochastic

process and develop a model to predict the probability of the healthcare facility

exceeding capacity the next day as a function of the number of inpatients and

the next day scheduled patients, their resource user groups, and their elapsed
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length of stay. We evaluate the model’s performance using the receiver operat-

ing characteristic curve and illustrate the computation of the optimal threshold

probability by using cost-benefit analysis that helps the hospital management

make decisions.
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Chapter 1

Research Motivation and Outline

1.1 Introduction

Healthcare organisations in Australia and across the world are facing the chal-

lenge to deliver high-quality services at low cost. Growing demand for services

is creating pressure on the sustainability of government-funded healthcare sys-

tems in Commonwealth countries. In order to deliver high-quality services at

low cost, hospital management needs to utilise resources efficiently. Innovative

resource management can help them have better utilisation of resources and sub-

sequently reduce the cost of services. The thesis aims to develop novel methods

and techniques for efficient management of healthcare resources by utilising the

tools in operations research, statistics, and machine-learning.

A specific focus of our work is to address overcrowding in surgical suites that

arises because of suboptimal scheduling of elective surgery patients. In order to

optimise the elective surgery patient flow, we need to unfold the complexities

in the patient flow process and quantify the uncertainty involved. We model

the patient flow process in the surgical suite of a major metropolitan hospital,

and utilise statistical methods and machine-learning techniques to investigate

patient attributes that can explain variability in resource demand. We classify

patients in lower variability resource user groups, and use discrete phase type

(DPH) distributions to quantify the load each patient brings to the system.

1



Chapter 1. Research motivation and outline 2

In order to utilise the resources efficiently while keeping the number of ca-

pacity shortage incidences under control, we need to distribute the load on the

system uniformly throughout the week. We develop a stochastic mixed integer

programming approach for master surgery scheduling by utilising random length

of stay (LoS) realisations sampled from the fitted DPH distributions. The op-

timised master surgery schedules can reduce the number of capacity shortage

incidences but it is not cost-effective to avoid them completely amidst uncer-

tainty. Therefore, next we use a convolution approach to develop a prediction

model that can predict the probability of overflow of patients or a capacity

shortage incidence in the intensive care unit (ICU) or a recovery ward accord-

ing to the current occupants, their resource user groups, their elapsed LoS, and

the next day’s surgery schedule.

This chapter is designed to give an overview of the Australian healthcare in-

dustry and its challenges and is organised as follows. In Section 1.2, we discuss

the healthcare system in Australia. We provide an analysis of the demography

of Australia in Section 1.3 and discuss the challenges faced by the Australian

healthcare industry because of demographic shifts in Section 1.4. A detailed

explanation of six dimensions to improve healthcare services and a discussion of

healthcare resource planning is given in Section 1.5. We review applications of

operations research and statistical tools in healthcare service planning in Section

1.6 and a brief introduction of the partner hospital and its challenges are given

in Section 1.7. Finally, we provide a detailed outline of the thesis in Section 1.8.

1.2 The healthcare system in Australia

The healthcare system in Australia comprises a mix of service providers, such

as public hospitals, private hospitals, clinics, aged care centres, mental health-

care centres, and disability support services. The consumers of the Australian

healthcare system include a diverse range of people such as Australian residents,

overseas visitors, and asylum seekers. The primary goal of the healthcare system

in Australia is to deliver quality healthcare services to all consumers regardless
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of their capacity to pay. According to the complexity of the services offered,

the healthcare system in Australia is divided into three parts (see Australian

Institute of Health and Welfare [5]).

The primary healthcare system includes nurses, general practitioners,

dentists, allied health professionals, and pharmacists. Primary healthcare pro-

fessionals are generally patients’ first point of contact and a gateway to the

secondary healthcare system. Patients receive basic healthcare services in clin-

ics and other primary healthcare centres, or they are directed to the secondary

care services according to each’s needs and the complexity of services required.

The secondary healthcare system includes specialists, surgeons, and

other healthcare professionals who are mainly accessible to patients through a

referral from the primary healthcare professional. In the secondary healthcare

system, patients receive services at hospitals and specialist medical practices.

Some ongoing services, such as services offered by occupational therapists, psy-

chiatrists, dieticians, chiropractors, and physiotherapists, are also considered as

secondary healthcare services.

Tertiary healthcare services are specialised care offered within hospi-

tals that require highly specialised equipment and expertise, such as renal or

hemodialysis, neurosurgery, coronary artery bypass surgery, cancer manage-

ment, and other complex surgical and medical interventions. Often, small hos-

pitals cannot provide these services and patients are referred to medical centres

and medical research institutions.

Healthcare services are funded by many agencies, such as the federal govern-

ment, state governments, individuals through private insurance and their own

contributions, and donations. The funds are collected through multiple sources,

such as the Medicare levy, income tax, and insurance. The government funds

almost 70% of the total healthcare expenditure in Australia with the federal

government contributing two thirds and state, territory, and local governments

contributing one third (see Australian Institute of Health and Welfare [5]).
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1.3 Demography of Australia

The Australian population is growing quickly due to natural increase (there

are more births than deaths) and migration (see Australian Institute of Health

and Welfare [5]). During recent decades the population growth has been higher

among older age groups than the others. According to the Australian Institute

of Health and Welfare (AIHW), between 1973 and 2013, the number of people

aged 65 and over increased from 1.1 million to 3.3 million, and the number

of people aged 85 and over increased from 73,100 to 439,600 (see AIHW [5]).

However, over the same period, the number of children and young people aged

below 25 increased by just 22% that is from 6.1 million to 7.5 million.

From the above data, it is clear that the demography of Australia is changing

and the older population is growing much faster than, the younger population.

Healthcare expenditure is growing even faster than population growth. In 2016-

17, estimated healthcare spending was AUD 180.7 billion, approximately 10.3%

of GDP (see AIHW [5]). Healthcare cost is increasing because of an ageing

population, lifestyle changes, and other societal changes. The technology helps

us improve life expectancy; however, the cost of marginal life expectancy is very

high. According to Berhanu and Warner [7], an individual usually spends half

of their lifetime expenditure on healthcare during the senior years, and those

surviving to age 85, more than one-third of their lifetime expenditure accrues

in their remaining years.

1.4 What is wrong with the Australian health-

care system?

Growing demand and limited resources are creating far-reaching issues in the

system. The Australian healthcare system is facing many challenges, such as

over-crowded emergency departments, growing elective surgery waiting lists,
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and longer wait time for specialist services and elective operations. Overcrowd-

ing diminishes the quality of services, and longer wait times cause complications,

longer lengths of stay, and poor patient outcomes. As a result, safety concerns

are growing among patients, nurses, doctors, and other caregivers.

Overcrowding is challenging to address by capacity expansion because of

limited resources and the high cost of services. Hospital staff (surgical liai-

son nurses, medical registrar, and hospital executives) interviews indicated that

overcrowding and capacity shortage incidences are manifested in emergency de-

partments but occur system-wide. Frequent overcrowding and capacity shortage

issues are the consequences of inefficient patient flow management. Inefficiency

and variability in patient flow reduce throughput and consequently affects the

financial health and viability of the system.

Furthermore, Australian public hospitals are equipped to handle more com-

plex cases and offer a wider range of services than private hospitals. Therefore,

the patient mix at public hospitals includes a large number of overnight-stay

patients and complex patients. For example in 2015-16, the day-stay versus

overnight-stay patients ratio was 53:47 for public hospitals, and 71:29 for pri-

vate hospitals in Australia, see AIHW [5]. High proportion of complex patients

and a limited supply of resources further increase the risk of overcrowding.

The variation in patient LoS and its impact on hospital performance are not

well understood to everyone who manages care delivery services at hospitals,

and consequently, overcrowding and flow-failure incidences occur system-wide.

For example, there are times when a hospital admits a higher number of pa-

tients demanding unusually longer stays than expected, and therefore places the

hospital under stress in the next few days or weeks. Approaches that anticipate

this load and warn hospitals of this would be helpful in its control. Patient

information, in conjunction with medical diagnosis and other social factors, can

provide the evidence needed to quantify the load that patients are expected to

bring into hospital units. The indicators that help facilitate accurate forecast-

ing of the number of patient admitted and their LoS could be useful in avoiding
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bed block (when patients in ED are admitted to hospital, but there are no beds

available) or ambulance ramping (where ambulance staff are unable to release

the patient into the hospital because the hospital has no bed for them).

A structured approach to manage patient flow can address these challenges.

Analysing the patient flow process helps us understand the key factors that

cause inefficiency in the system and variability in the patient flow. For exam-

ple, there can be an artificial variability in the patient flow because of inefficient

scheduling of elective patients’ operations (see Litvak [49]). Analysis of patient

census data can reveal some trend that may help us capture suboptimal elec-

tive patient scheduling. Furthermore, data analysis can uncover high-demand

inpatient areas and bottlenecks in the flow network. Effective healthcare service

planning and management is required to manage the system efficiently.

1.5 Healthcare services planning and manage-

ment

Productive and sustainable organisations use all resources effectively to ensure

the best practices, a better quality of care and ensure that patients receive care

services on time. Healthcare delivery planning aims to improve the performance

of the system or the quality of care delivery services. Quality is desirable in any

industry, and the healthcare industry is not an exception. In the service industry

quality is mainly perceived by customer satisfaction; however, in the healthcare

industry, quality has a broader definition. In order to improve the healthcare

delivery process, the Institute for Healthcare Improvement (IHI) [2] specifies six

dimensions to improve on. These are

• Safety: The healthcare system should be as safe as possible. In the

context of the healthcare industry, being safe means not harming peo-

ple without care and minimising unfortunate outcomes of care delivery

services, such as hospital-acquired infections.
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• Timeliness: Timeliness means that patients can access the required ser-

vices without delay. Long wait times are undesirable because delay in

healthcare services reduces patients’ quality of life, and it may cause loss

of earning.

• Effectiveness: In the healthcare industry, being effective means that we

neither underuse nor overuse the technology. It also means that we use the

best available technology for needy patients. For example, by overusing

we mean that we should not use technology when it does not make a

difference to the welfare of the patient, and by underusing we mean that

needy patients should not be deprived of the best available technology.

• Efficiency: Being efficient in delivering healthcare services means avoid-

ing wastage of resources. Wastage may occur in many forms. For example,

if a healthcare facility rarely reaches capacity then maintaining that capac-

ity causes wastage. Moreover, overusing the available resources is another

form of wastage.

• Being equitable: Being equitable means that all needy people have equal

access to healthcare services irrespective of their age, colour, race, gender,

or paying capacity.

• Being patient centred: Patients should participate actively in making

decisions on their care, and their individual needs are respected.

Designing and organising processes is extensively used in manufacturing and

service industries and is referred to as “planning and control”. In healthcare,

planning and control involves many managerial decisions, such as making fi-

nancial, medical, and resource decisions (see Kortbeek [45]). In this thesis, we

deal with resource planning and management which addresses the efficiency and

timeliness of the IHI quality dimensions. Resource planning and management

comprises the planning, allocating, and monitoring of resources, such as ICU

beds, recovery ward beds, and operating theatre time slots.

There are well-established resource planning and management procedures

for the manufacturing industry. According to Kortbeek [45], “the nature of
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healthcare operations inhibits direct copying of successful industry practices,

as it has certain distinctive characteristics.” Heterogeneity in various patient

attributes, such as age, body type, personality, eating habits, lifestyle, medical

history, and co-morbidities, makes each patient respond differently to the same

treatment. As a result, treatment outcomes vary from patient to patient, and

there is variability in patients’ resource requirements. Therefore, the healthcare

delivery process can be standardised to a certain extent only. Furthermore, care

delivery services are produced and consumed simultaneously, and unused ser-

vices go waste. Therefore, it is essential for us to synchronise resource demand

and availability.

In healthcare, resource planning is performed at three levels known as strate-

gic, tactical, and operational planning. In strategic planning, we analyse the

supply and demand of various resources, such as human resources, financial

budgets, and structural resources (facilities, equipment, and vehicles). Then we

decide the long term goals of the organisation and develop a plan to achieve

them. Tactical planning involves drafting short term goals in order to achieve

long term goals. Master surgery scheduling is an example of tactical planning

in which we decide the number of elective patients being operated on each day

for a scheduling period of two or four weeks. In operational resource planning,

we implement day to day activities that are in line with the overall strategic

goals. In general, the aim is to achieve a smooth patient flow while maintaining

throughput goals in line with the strategic plan. Resource management is a

critical component of operational planning.

1.6 Utilising operations research and statistics

in healthcare services planning

Operations research (OR) and decision science is an interdisciplinary branch of

applied mathematics, science, and engineering that comprises various scientific

methods, strategies, and algorithms such as, mathematical modelling, queueing

theory, machine-learning, discrete event simulation, and statistical methods.
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We can utilise these tools to help decision-makers make rational and informed

decisions. OR tools have been used extensively in diverse areas, such as trans-

portation, manufacturing, airlines, telecommunications, transportation, super-

markets, food chains, and the hospitality industry. The application of OR has

increased significantly in the last few decades, and it has been proven useful in

addressing healthcare industry challenges.

OR has many applications in the healthcare industry. We can model, anal-

yse, and optimise the operation of a physical system by using OR tools. Health-

care delivery is a complex physical process which is difficult to analyse and

optimise by just observing it. However, we can use a discrete event simulation

(DES) model to develop a digital prototype of the system’s operation and study

the evolution of the system. We can also use the DES model to study the effect

of any changes we make in the system. Furthermore, we can use some more so-

phisticated techniques, such as mixed integer programming (MIP) to optimise

the performance of the system.

Although statistics is not a branch of OR, modern statistical and machine-

learning tools are widely used in conjunction with OR to solve complex real-life

problems. Statistical thinking helps us better understand stochastic processes.

In real life, there are many uncertainties, and we need to make optimal decisions

amidst uncertainty. Statistics helps us understand the uncertainty involved in

the physical process. Moreover, some statistical and machine-learning tools can

help us manage the variability. Variability is inherently involved in healthcare

delivery, and it complicates resource planning and management. In order to

manage healthcare resources efficiently, we need to manage the variability in

the system.

1.6.1 Statistical analysis for effective resource planning

In order to perform effective resource planning, we need to assess the capacity of

the system. When there is uncertainty in the process, it is difficult to assess the

actual capacity of the system. The real challenge is to eliminate the artificial
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variability and minimise the effect of unavoidable variability on the efficiency of

the system. If we can do so effectively, we can utilise the actual capacity of the

system. Statistical thinking helps us differentiate between artificial variability

and unavoidable variability, and it may also help us find the covariates that

explain some variability in the process.

Statistical analysis is also essential to model and analyse a system with in-

herent uncertainty. In real-life processes, quite often some randomly occurring

events bring uncertainty to the process. For example, an emergency patient’s

arrival time into the healthcare system is uncertain and can be modelled as a

random event. In order to model such processes, we need to model the ran-

dom events involved in the process. Statistical analysis enables us to model the

process with a similar level of uncertainty as that of the real-life process and

estimate the actual capacity of the system. Furthermore, when we analyse the

system, we need to observe the key performance indicators. In a system with

inherent uncertainty, performance indicators can take a range of possible val-

ues. Statistical analysis is required for deciding realistic goals for performance

indicators.

In this research work, our industry partner is a major metropolitan hospital,

and we work with real-life data from the hospital. We use various statistical

analysis techniques in order to clean and analyse the data. Furthermore, we

use some sophisticated statistical methods and machine-learning techniques to

convert the raw data into a useful source of information. We also use probabil-

ity distributions to define and model uncertain events and random variables. A

distribution function characterises a random variable and is sufficient to know

everything about the random variable.

Furthermore, we will use some clustering and classification methods and

machine-learning techniques. Classification methods are useful for classifying

objects of interest. In clustering and classification, we develop a statistical

model by using the training dataset that is capable of capturing the inherent

relationship between the predictor variables and the response variable. We use
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the predictor variables to predict the class of response variable with higher cer-

tainty compared to the predictions without classification. A detailed discussion

of statistical methods and machine-learning techniques used in this thesis are

given in Chapter 2.

1.6.2 Using OR tools for effective resource planning

Real-life processes are involved in nature with many hidden key characteristics

and interactions. Modelling the operation of a system using OR tools help us

better understand the process and discover key factors that bring inefficiency

in the system. Models are also useful to assess the alternative strategies be-

fore implementing them in the real system and optimise the process. We de-

velop a mathematical model of the system’s operation and use OR techniques,

such as mathematical programming, constraint programming, or the simulation-

optimisation technique, in order to optimise the process.

Master surgery scheduling is an active area of research where researchers have

extensively used OR techniques in order to develop elective surgery schedules

which were optimal in some sense. For example, some researchers optimised

MSSs in order to achieve operation theatres’ performance objectives, such as

maximising operation theatre (OT) utilisation, minimising OT idle time, and

minimising under-utilisation or over-utilisation of OTs. Other researchers op-

timised MSSs in order to achieve a balanced resource demand at downstream

facilities. In general, the broader aim is to achieve either the maximum through-

put or efficient utilisation of resources. Samudra et al. [58] presented an exten-

sive review of the literature on elective surgery scheduling in which they also

classified the literature into various categories according to seven fields: patient

characteristics, performance measures, decision delineation, supporting facili-

ties, uncertainty, OR methodology, and testing phase. A more detailed review

of the literature on master surgery scheduling is presented in Chapter 4.

In this thesis, we use various OR tools to analyse and optimise the care-

delivery process. We use DES models to analyse the process and assess alter-
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native strategies. We develop a mixed integer programming model to optimise

the patient flow in a surgical suite and a Markov prediction model to predict

the probability of capacity shortage in a healthcare facility. Furthermore, we

will use various heuristic techniques to optimise patient flow. We will discuss

these techniques in Chapter 2.

1.7 Our Partner hospital and the research prob-

lem

Our partner hospital in this project is Monash Medical Centre (Monash Health)

which is a major metropolitan teaching and research hospital located in Mel-

bourne, Australia. It provides multiple services including emergency services,

specialist services, and surgical services across the city at various campuses.

They are facing a range of issues, such as growing elective surgery waiting lists,

frequent cancellations of elective operations because of a lack of resources, and

patient flow issues because of capacity shortage in the ICU.

First, we engaged with the hospital management and other staff members to

understand the issues. However, there was no clearly defined research problem

to work on. We had multiple meetings with various staff members and tours of

the hospital’s surgical suite where we observed the patient flow process. After

many meetings, we were able to understand the situation. Next, we developed

discrete event simulation models of the patient flow process to gain further un-

derstanding of the process. We also collected patient data and performed data

analysis. After having several brainstorming sessions, we made some critical

observations about the patient flow process. These were

• Patients’ resource requirements are uncertain which makes it difficult to

optimise.

• Elective patients’ operations are scheduled, and hospital management

can adjust admission times to achieve a smooth patient flow and better
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throughput.

• Resource availability is unpredictable which makes it challenging to match

resource demand with supply.

We will discuss these observations in detail in Chapters 3, 4, and 5. Next,

we define the problem statement that addresses each issue. In order to keep the

problem manageable, we split it into three steps. These are

• The variability in the system makes it difficult to optimise the process.

Therefore, our first step is to remove any artificial variability and minimise

the effect of variability on the efficiency of the system.

• In order to take advantage of management control over elective patients’

admission times, our second step is to develop an elective patient schedul-

ing scheme that can ensure better patient throughput and smooth patient

flow.

• In the last step, we develop a conceptual framework to predict resource

availability in a healthcare facility that will help managers to manage the

scarce resources efficiently.

In order to make it easy to read, we define and solve one problem in each

chapter. First, we define each problem in detail and then discuss the solution

strategy. Each chapter is self-contained, and wherever necessary, we provide

references to the other chapters. In the next section, we provide a detailed

outline of the thesis.

1.8 Thesis outline

In this chapter, we discussed the Australian healthcare system and learned about

the challenges faced by the public health system because of demographic shifts.

We studied six dimensions of quality in the healthcare industry and discussed

healthcare service planning at three different levels. Furthermore, we had an

overview of scientific tools in OR and statistics useful in designing and optimis-

ing healthcare service planning. Finally, we gave some details about the partner
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hospital and their problem.

In this thesis, we develop algorithms and techniques for intelligent patient

flow management. First, we analyse patient flow in the surgical suite with the

help of a simulation model, and we determine vital factors involved in making

the system inefficient. Next, we use statistical methods and machine-learning

techniques to classify patients into lower variability resource user groups and

fit distributions to patients’ LoS data. Finally, we develop a MIP model to

schedule elective patients operations and a prediction model to predict resource

availability in various healthcare facilities. A brief outline of the remaining the-

sis is as follows.

Chapter 2 is intended to serve as a review of mathematical knowledge and

concepts required for a thorough understanding of the thesis. In Chapter 2,

we discuss mathematical results, algorithms, theorems, statistical techniques,

machine-learning methods, and OR tools we will use in this project. However,

we do not include proofs, and Chapter 2 is not intended to serve as a primary

source for the material it reviews. An appropriate reference to the source of the

material is provided for the interested reader.

In Chapter 3, we classify patients into lower variability resource user groups

and fit discrete Coxian distributions to the healthcare LoS data. As discussed,

we need to minimise the effect of uncertainty on the efficiency of the system,

and classifying patients helps us predict patient resource requirements. While

scheduling elective patients’ operations, we use the knowledge of patient clusters

in order to obtain a smooth patient flow and better throughput. Next, in order

to model and optimise the patient flow process with a similar level of uncer-

tainty as that of the physical process, we need to understand the characteristics

of the variable LoS. Therefore, we will fit distributions to the LoS and use the

fitted distributions to sample random LoS realisations.

In Chapter 4, we use sampled LoS realisations in developing a tactical master

surgery schedule and simulating patient flow in healthcare facilities. The LoS
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realisations enables us to analyse the system by using a digital prototype of the

system’s operation, and we also use them in a novel manner in our stochastic

sequential MIP model for tactical master surgery scheduling. We exploit the

randomness in the sample path to reduce the number of scenarios required to

obtain a robust surgery schedule. Through experiments, we demonstrate that

the schedules obtained by using our model are robust, and they perform well

when evaluated using a DES model.

In Chapter 5, we develop a conceptual framework to predict the resource

availability in a healthcare facility according to the number of current occu-

pants and the next day scheduled patients, their resource user groups, and

their elapsed LoS. We use the LoS distributions fitted in Chapter 3 to compute

immediate discharge probabilities of the occupants and use them in order to

compute system transition probabilities. Furthermore, we use machine-learning

techniques to evaluate the performance of the model and compute an optimal

threshold probability for decision making.

In Chapter 6, we conclude the thesis. We provide recommendations to the

hospital for intelligent patient flow management and discuss the scope for fur-

ther research.



Chapter 2

Mathematical Preliminaries

The Mathematical analysis helps us understand the system and evaluate its per-

formance and efficiency. There are many scientific tools in operations research

(OR) and statistics that are useful for modelling a complex physical process

and improving the performance of the system. In this thesis, we use many such

tools to analyse the healthcare delivery process and develop a consolidated ap-

proach to smooth the patient flow process in a surgical suite. An overview of

the mathematical preliminaries required to derive the results in the remaining

chapters is given in this chapter. We explain the statistical tests, optimisation

algorithms, applied probability and OR concepts, and the other results used in

our project to analyse the process, formulate the methodology, and rigorously

evaluate the methods developed.

2.1 Introduction

Many real-life events occurring in the future are largely unpredictable that

brings uncertainty in demand for products and services of many industries in-

cluding the healthcare industry. For example, epidemic breakouts, accidents,

strokes, and infections occur unpredictably, and they create demand for health-

care services. Such events are defined as random events, and the chances of

their occurrence are expressed as a probability. A random variable X is a func-

tion mapping a probability space {Ω,F ,P} into the real line R or equivalently,

16
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X : Ω→ R where Ω is a sample space, F is a class of events in the experiment,

P is a probability measure on F . The distribution function of X is a function

FX : R→ [0, 1] such that FX(x) = P (X ≤ x) ∀x ∈ R (see Grimmett and Stirza-

ker, p 26 [34]). The random variable X takes values according to the outcomes

of a random event, and the associated likelihood of each value is described by

the distribution function FX(x). For example, a patient’s length of stay (LoS)

in a healthcare facility can be modelled as a random variable associated with the

discharge of that patient from the hospital (a random event), and the function

defining the likelihood of patient’s l days stay in the healthcare facility will be

referred to as the patient’s LoS distribution. These are some of the terminolo-

gies we will repeatedly use in this thesis.

In this chapter, we present the terminology, concepts, algorithms, and meth-

ods used in the subsequent chapters. The chapter is structured as follows. In

Section 2.2, we discuss stochastic processes and explain the Markov process. A

description of phase-type distributions is given in Section 2.3, and we present

the expectation maximisation (EM) algorithm for fitting discrete phase-type

distributions in Section 2.4. A detailed explanation of the classification tech-

niques we use in Chapter 3 is given in Section 2.5. In Section 2.6, we explain

all the other statistical tests and methods we will use in order to validate and

evaluate the fitted statistical models and the developed conceptual frameworks.

Last, we discuss mixed integer programming (MIP) techniques in Section 2.7.

2.2 Stochastic Processes

In probability, a stochastic or random process is a mathematical object defined

as a family of random variables {Xt}t∈T indexed by T and defined on a common

probability space {Ω,F ,P} where T is a subset of [0,∞) (see Borovkov, p 62

[14]). Here, T usually refers to time which can be discrete or continuous and

accordingly the process is said to be a discrete-time or continuous-time stochas-

tic process. The Poisson and Markov processes are two examples of stochastic

processes.
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2.2.1 Poisson process

The Poisson process is a continuous-time stochastic process which counts the

number of occurrences of an event in time or space. It is widely used in applied

probability to model random events, such as the number of typographical errors

on one page of a book, arrival times of customers in a service centre, or arrival

times of patients to a hospital (see p 159, Borovkov [14]). Let Nt be the number

of times an event A occurs in a time interval [0, t] where t > 0. Then the event

A occurs according to a Poisson process with the rate λ > 0, if the following

two conditions are satisfied.

1. For any t > 0, the stochastic variable Nt ∼ Poisson(λt).

2. Nt has independent increments. That is for any 0 < t1 < t2 < t3 < t4,

Nt2 −Nt1 and Nt4 −Nt3 are independent.

An essential property of the Poisson process is that the inter-arrival times

between any two consecutive occurrences of the event A are independent and

identically distributed according to an exponential distribution with mean 1
λ .

2.2.2 Markov process

A continuous-time stochastic process Xt is defined as a Markov process if for

t1 < t2 < · · · < tn < tn+1, the joint distribution of (Xt1 , Xt2 , . . . , Xtn , Xtn+1
)

satisfies the Markov property

P (Xtn+1
= in+1|Xt1 = i1, Xt2 = i2, . . . , Xtn = in)

= P (Xtn+1
= in+1|Xtn = in),

(2.1)

whenever the conditioning event (Xt1 = i1, Xt2 = i2, . . . , Xtn = in) has positive

probability (see Grimmett and Stirzaker, p 214 [34]). Therefore, the current

state of a Markov process contains all the information about the evolution of

the process in the past which is required for predicting the behaviour of the

process in the future.
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2.3 Phase-type distributions

A stochastic process {Xt}t≥0 taking values on a countable state space S =

{1, 2, . . . , n} is defined as a continuous-time Markov chain (CTMC) if it is time

homogeneous which means P (Xt+s = j|Xs = i) = P (Xt = j|X0 = i) for i, j ∈ S

and also possess Markov property (see p 76, Borovkov [14]). Consider a CTMC

{Xt}t≥0 defined on a finite set of transient states S and an absorbing state A =

{n+ 1}. Let {Xt}t≥0 have an initial phase probability distribution (α, αn+1) =

(α1, . . . , αn, αn+1) and the infinitesimal generator Q. Then a Phase-type (PH)

distribution, introduced in 1975 by Neuts [8], is defined as the distribution of

the absorption time inf{t : Xt = A} of a finite-state CTMC. The infinitesimal

generator Q, expressed in partitioned-matrix form, is

Q =

 T v

0 0

 , (2.2)

see Fackrell [28]. Here, 0 is a 1× n vector of zeros, v = (v1, v2, . . . , vn)′ where,

for i = 1, 2, . . . , n, vi = Qi(n+1) ≥ 0 is the absorption rate from phase i, and T =

[Tij ] is an n×n PH generator consisting of transition rates, for i, j = 1, 2, . . . , n,

from state i to state j. For i, j = 1, ..., n with i 6= j,

Tii < 0, Tij ≥ 0, and Tii ≤ −
n∑

j 6=i,j=1

Tij . (2.3)

Here, Tii gives the parameter of the exponential holding time in state i. The

vector v can be calculated easily from T as v = −Te where e is n× 1 vector of

ones. Furthermore,

n+1∑
j=1

αj = 1. (2.4)

PH distributions are a versatile class of distributions which are defined on

the non-negative real numbers. They are widely used in modelling data from

a broad range of applications in areas as diverse as survival analysis, queueing

theory, reliability analysis, insurance risk, telecommunications, and healthcare
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utilisation. Fackrell [28] stated that the PH distributions have become pop-

ular for a number of reasons. First, they can approximate any non-negative

distribution arbitrarily closely, although the number of phases required may be

substantial. Second, because of the underlying probabilistic interpretation as

a continuous-time Markov chain, modelling using PH distributions makes the

model more intuitive than models using general distributions. Finally, the use of

PH distributions in stochastic models facilitates the algorithmic tractability of

techniques used to estimate the model parameters. Quantities of interest, such

as the moments, distribution functions, and density functions, can be given sim-

ply in terms of the initial phase distribution α, and the infinitesimal generator

Q of the underlying Markov chain.

PH distributions have also been widely used to model stochastic events in the

healthcare industry. For example, Faddy [29] modelled the length of treatment

for patients at risk of suicide using Coxian distributions. McClean and Millard

[52] utilised PH distributions to model patients’ LoS in a geriatric medicine de-

partment. Gorunescu et al. [33] modelled the patient flow through a hospital

department where they modelled patients apostrophe LoS using PH distribu-

tion. Therefore, many researchers have found PH distributions suitable to model

healthcare LoS.

2.3.1 Discrete phase-type distributions

Consider a discrete-time Markov chain (DTMC) {Xt}t∈N defined on a finite

set of transient states S = {1, 2, . . . , n} and an absorbing state A = {n +

1}. Let the DTMC have an initial phase probability distribution (α, αn+1) =

(α1, . . . , αn, αn+1) and transition matrix P . Then a discrete phase-type (DPH)

distribution is defined as the distribution of the absorption time inf{t : Xt = A}

of the discrete-time Markov chain Xt.

The transition matrix P , expressed in partitioned-matrix form, is

P =

 T v

0 1

 , (2.5)
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see Fackrell [28]. Here, 0 is a 1× n vector of zeros, v = (v1, v2, . . . , vn)′ where,

for i = 1, 2, . . . , n, vi = Pi(n+1) is the absorption probability from phase i, and

T = [Tij ] is an n × n transition matrix consisting of transition probabilities,

for i, j = 1, 2, . . . , n, from state i to state j. For i = 1, ..., n, Tii ≥ 0 gives the

parameter of the geometric holding time in state i. The vector v can be calcu-

lated easily from T as v = (I − T )e where e is n× 1 vector of ones. Moreover,

the required condition to ensure absorption with probability one is that I − T

is non-singular.

Thus, a DPH distribution can be represented by (α, T ), and the represen-

tation is said to have order n. The probability mass function pk of a DPH

distribution with representation (α, T ) is given by

p0 = αn+1, (2.6)

pk = αT k−1(I − T )e, k ≥ 1. (2.7)

The corresponding distribution function, defined for k = 0, 1, 2, . . . , is given

by

Fk = 1−αT ke. (2.8)

The geometric distribution is the simplest example of a DPH distribution

with α = (1) and T = (p). Other examples are negative binomial distributions

and discrete Coxian distributions. Next, we will discuss discrete Coxian distri-

butions, a special class of DPH distributions.

2.3.2 Discrete Coxian distributions

A discrete Coxian distribution is a special type of DPH distributions where the

transient states are ordered, and transitions are forward flowing with absorp-

tion possible from any of the states. The transient states are ordered which

help us to have a unique representation of a discrete Coxian distribution, and

reduces the number of parameters required to represent the distribution. The
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number of parameters needed to estimate a general DPH distribution of order

n is n2 + n − 1, whereas an n-order discrete Coxian distribution can be fitted

by estimating only 2n− 1 parameters.

Therefore, using discrete Coxian distributions circumvents the difficulty of

estimating too many parameters and subsequently reduces the computational

time required for parameter estimation. They are also dense in the class of all

distributions defined on the non-negative numbers. If the states of a DPH dis-

tribution can be ordered in a way that the matrix T is as an upper triangular

matrix, then the distribution is defined as acyclic DPH distribution, and any

acyclic DPH distribution can be represented as a discrete Coxian distribution

of the same order (see Bobbio et al. [13]).

The phase structure of an n-order discrete Coxian distribution is illustrated

in Figure 2.1. Here q1, q2, q3, . . . , qn represent the transition probabilities of the

Markov chain from states {1, 2, 3, . . . , n} to the absorption state n+ 1, pi ∀

i = 1, 2, . . . , n represent geometric holding time in state i, and r1, r2, . . . , rn−1

are the transition probabilities of the Markov chain from state 1 to 2, state 2 to

3, and so on, where ri = 1− pi − qi ∀ i = 1, 2, . . . , n− 1.

Phase1 Phase2 Phase3 Phasen

Phasen+1

- - - - -

@
@@R

@
@@R

@
@@R

@
@@R

r3r1 r2 rn−1· · ·

q1 q2 q3 qn

Figure 2.1: Phase structure of a discrete Coxian distribution

The parameters of an n-phase discrete Coxian distribution with representa-

tion (α, T ) are

α = (1, 0, 0, . . . , 0),
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and

T =



p1 r1 0 · · · 0 0

0 p2 r2 · · · 0 0
...

...
...

. . .
...

...

0 0 0 · · · pn−1 rn−1

0 0 0 · · · 0 pn


.

2.4 Fitting distributions to data

When we fit distributions to real-life data, we assume that the data follow a

particular distribution, such as an exponential, a gamma, PH, or a lognormal

distribution for continuous data, and a geometric, Poisson, binomial, negative-

binomial, or DPH distribution for discrete data. We select a family of distri-

butions by analysing statistical characteristics of the sample such as its mean,

median, mode, variance, coefficient of variation, skewness, and histogram plots.

We can also review the literature to select an appropriate family according to

other researchers’ findings. After selecting a family of distribution, we estimate

the distribution parameters from the observed sample by using statistical meth-

ods, such as the method of moments or maximum likelihood estimation (MLE).

In this thesis, we use MLE to estimate the distributions’ parameters. The

MLE method is a commonly used technique for deriving estimators. Although

the method is analytically demanding, it is widely used because of its intu-

itiveness. The maximum likelihood estimate is the value of the estimator for

which the likelihood of obtaining the observed sample is maximised. It has

some optimality properties, such as consistency and efficiency, which makes it

an even better estimator. An efficient estimator is the one that has the mini-

mum variance among all estimators of the same class, and a consistent estimator

converges to the actual value of the parameter as the sample size increases. The

MLEs are asymptotically consistent and efficient estimators under some regu-

latory conditions (see Cassella and Berger, p 470 [19]). Furthermore, as the

sample size increases the variance of the MLE decreases.
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The MLE technique has two limitations. First, we need to find the global

maximum of the log-likelihood function to obtain the MLE (see Cassella and

Berger, p 315 [19]). In many cases, finding a global maximum is a simple cal-

culus exercise whereas sometimes the function can be multimodal and finding

global maxima is not guaranteed. Second, the estimated parameters are sensi-

tive to changes in sample data, and a slightly different sample can result in a

vastly different parameter estimates particularly when the sample size is small

(see Cassella and Berger, p 315 [19]). Therefore, the MLE usages is question-

able for such cases. The first limitation can be handled more efficiently by using

the expectation maximisation (EM) algorithm whereas the second limitation is

unavoidable. In this section, first, we will describe the MLE method and the

EM algorithm. Next, we will utilise them in order to develop an EM algorithm

for fitting discrete Coxian distributions.

2.4.1 Maximum Likelihood Estimator method

Let x = (x1, x2, . . . , xn) be a sample point consisting of n independent and

identically distributed (iid) observations from a population with probability

density function f(·|θ) where θ = (θ1, θ2, ..., θm) is the parameter of interest.

The likelihood function is given by

L(θ|x) = f(x|θ) =

n∏
i=1

f(xi|θ). (2.9)

An MLE of a parameter θ for a given sample point x is the value θ̂(x)

for which the likelihood function attains its maximum as a function of θ (see

Cassella and Berger, p 316 [19]). That is,

θ̂ = argmax
θ

L(θ|x). (2.10)

Since the logarithmic function is monotonic, both the likelihood and the log-

likelihood functions attain their maximum at the same point, and it is easier

to compute the point where the log-likelihood function attains its maximum.
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Therefore, θ̂ is generally computed from the log-likelihood function, that is

θ̂ = argmax
θ

logL(θ|x). (2.11)

2.4.2 The EM algorithm

The EM algorithm is a computational technique to compute MLEs when it

is difficult to maximise the likelihood function directly. In this method, we

augment the observed data with some latent data and call it the complete data.

Augmentation is done in such a way that maximising the complete data log-

likelihood function is easier than the observed data log-likelihood function. In

the first step, we calculate the conditional expectation of the complete data

log-likelihood function conditioned on the observed data. In the second step,

we maximise the resultant conditional expectation. The two-step procedure is

repeated until the parameter estimate converges. The main idea of the EM

algorithm is to replace the original likelihood maximisation with a sequence

of easier likelihood maximisations whose limit is the solution to the original

likelihood maximisation (see Cassella and Berger, pp 326-328 [19]). The detailed

two-step procedure is as follows.

• Let Y be the observed data and let g(·|θ) be the probability density

function of Y for which we want to estimate θ.

• Let Z be the latent data, and X = (Y ,Z) be the complete data. Then

the complete data log-likelihood function is given by

log f(X|θ) = log g(Y |θ) + log k(Z|Y ,θ), (2.12)

where

k(Z|Y ,θ) =
f(X|θ)

g(Y |θ)
.

• Taking the expectation of both sides of Equation (2.12) with respect to

the pdf k(Z|Y = y,θ = θ′), we obtain

Q(θ,θ′) = log g(Y |θ) +H(θ,θ′), (2.13)
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where Q(θ,θ′) is the conditional expectation of the complete data log-

likelihood function conditioned on the observed data and the current es-

timates of the parameters,

Q(θ,θ′) =

∫
log f(x|θ)k(z|y,θ′)dz, (2.14)

and H(θ,θ′) is the conditional expectation of the latent data log-likelihood

function conditioned on the observed data and the current estimates of

the parameters,

H(θ,θ′) =

∫
log k(z|y,θ)k(z|y,θ′)dz. (2.15)

Here g(Y |θ) is a function of θ, and is not a function of z. Therefore, when

we take the expectation of log g(Y |θ) with respect to k(Z|Y = y,θ = θ′),

we obtain log g(Y |θ).

Algorithm:

• Step 1. Start with an appropriate value of θ′ = θ(0). It can be selected

randomly from the support of the parameters’ distributions.

• Step 2. For the current estimate θ(r) iterate for r = 1, 2, ...,

– E Step: Compute Q(θ,θ(r)).

– M Step: Maximise Q(θ,θ(r)) as a function of θ to obtain θ(r+1).

θ(r+1) = argmax
θ

Q(θ,θ(r)).

– The iterations continue until |Q(θ(r+1),θ(r))−Q(θ(r),θ(r))| ≤ ε1 or

‖θ(r+1) − θ(r)‖ ≤ ε2, where ε1, ε2 > 0, are prescribed values.

2.4.3 EM algorithm for discrete Coxian distributions

If the sole purpose of fitting a discrete Coxian distribution is to sample from

the distribution, we can do so from the hazard function of the distribution.
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The maximum likelihood estimates of the hazard function of a discrete Coxian

distribution is given by

h(t) =
f̂(t)

(1− F̂ (t− 1))
, (2.16)

where the f̂(t) and F̂ (t− 1) are the empirical probability mass and distribution

functions, respectively. However, there are two limitations to this approach.

First, we cannot obtain a parsimonious distribution model with an acyclic rep-

resentation of least possible order. Second, the highest possible value of the

sampled data will be limited to the highest value in the observed data. There-

fore, we fit discrete Coxian distributions using the EM algorithm.

As discussed in the previous subsection, we augment the observed data with

some latent data to complete the data. In the case of DPH distributions, we

only observe the absorption time of the Markov chain and not the evolution of

the process. Therefore, we augment each observation of the absorption time

yk with the sample path x(k) = {x(k)1 , x
(k)
2 , . . . , x

(k)
yk } of the underlying Markov

chain, where x
(k)
i is the state of the process at time-step i. Next, we compute

the likelihood function of the latent data for a given θ and the observed data

as given in Equation (2.12). We maximise the likelihood function with respect

to the parameters to obtain a better estimate of the parameters.

Note that the α is fixed for any discrete Coxian distribution. Therefore,

the only parameters we need to estimate are the transition matrix T and the

exit vector v. Esparza et al. [26] stated that obtaining a likelihood function

is an important step in the EM algorithm. The parameters in the transition

matrix T and the exit vector v are subjected to the constraint v = (I − T )e

where I is the identity matrix and e is the unit vector. Therefore, we use

the method of Lagrange multipliers to add the constraint in the optimisation

problem. Assume that y is the absorption time and x is one sample path of the

underlying Markov chain. Let Nij be the number of transitions from state i to

state j, ∀ i, j = 1, ..., n; and Ni = I(x(y−1) = i). Then the likelihood function is
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given by (see Esparza et al., pp 50-51 [26])

L(T,v, λi) = l(T,v,y) + λi(1−
n∑
k=1

Tik − vi), (2.17)

where

l(T,v,y) =

n∑
i=1

n∑
j=1

Nij log(Tij) +

n∑
i=1

Ni log(vi). (2.18)

Observe that the (Nij , Ni) are the sufficient statistics for the likelihood func-

tion, and the log-likelihood function is linear in sufficient statistics. Therefore,

the expectation step simplifies because the conditional expectation of sufficient

statistics is easy to compute. Maximising the above likelihood function with

respect to the parameters and the Lagrange multipliers, and solving the simul-

taneous equations give us

T̂ij =
Nij

n∑
k=1

Nik +Ni

, (2.19)

and

v̂i =
Ni

n∑
k=1

Nik +Ni

. (2.20)

Here,

Nij = I(y ≥ 2)

y−2∑
k=0

I(xk = i, xk+1 = j) (2.21)

and

Ni = I(xy−1 = i, xy = n+ 1). (2.22)

Take expectation of equations (2.21) and (2.22) with respect to the pdf k(x|y,θ)

gives

Eθ(Nij |Y = y) = I(y ≥ 2)

y−2∑
k=0

P(xk = i, xk+1 = j|Y = y) (2.23)

= I(y ≥ 2)

y−2∑
k=0

P(Y = y|xk+1 = j)P(xk+1 = j|xk = i)P(xk = i)

P(Y = y)

(2.24)

= I(y ≥ 2)

y−2∑
k=0

e′jT
y−k−2tαT kei

αT y−1v
, (2.25)
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and

Eθ(Ni|Y = y) = P(xy−1 = i, xy = n+ 1|Y = y) (2.26)

=
P(Y = y|xy = n+ 1)P(xy = n+ 1|xy−1 = i)P(xy−1 = i)

P(Y = y)

(2.27)

=
αT y−1ei
αT y−1v

vi. (2.28)

By using the above results, the expectation step reduces to simple matrix mul-

tiplication, and the maximisation step reduces to computation of a fraction

because if there exists a unique MLE, it has to be a function of sufficient statis-

tics and in our case, it turns out to be a linear function of sufficient statistics.

The EM algorithm steps for fitting discrete Coxian distributions are given as

follows.

EM algorithm:

• Step 1. Begin with a randomly generated θ = (T (0),v(0)), where the T

is a valid transition matrix for a discrete Coxian distribution as given in

subsection 2.3.2 and the exit vector v = (I − T )e.

• Step 2. For the current θ(r) iterate for r = 1, 2, ...,

– E Step: Compute
∑m
k=1Eθ(Nij |Y = yk) and

∑m
k=1Eθ(Ni|Y = yk).

– M Step: Set θ(r+1) = (T̂ , v̂).

– The iterations continue until improvement in the likelihood function

value (lr+1 − lr) ≤ ε1 or ‖θ(r+1) − θ(r)‖ ≤ ε2, where ε1, ε2 > 0, are

prescribed values.
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2.5 Machine learning techniques for clustering

and classification

In this thesis, we use classification and regression tree (CART) analysis, ran-

dom forest (RF), and k-nearest neighbour (knn) regression methods to classify

patients into groups. Next, we discuss the fundamentals of the three methods.

2.5.1 CART analysis

CART analysis is a one of the machine learning methods used to partition the

response variable into lower variability groups according to predictor variables.

In CART analysis, we recursively partition the observations into progressively

smaller groups where each partition is a binary split and is performed based on

a single independent variable (see Friedman, Hastie, and Tibshirani, pp 307-308

[38]). Let us assume that our data have k patient attributes which are predictor

variables, and a response variable, say LoS, for each of N observations that is

(Ai, LoSi) for i = 1, 2, ..N, with Ai = (Ai1, Ai2, .., Aik). Now the algorithm will

select attribute j, and split the region R (set of observations in a partition) into

two regions or partitions, R1 and R2, in such a way that

min
j,s

 ∑
Aij∈R1(j,s)

(LoSi − c1)2 +
∑

Aij∈R2(j,s)

(LoSi − c2)2

 , (2.29)

where

ĉ1 =

∑
Aij∈R1(j,s)

LoSi∑
Aij∈R1(j,s)

1
(2.30)

and

ĉ2 =

∑
Aij∈R2(j,s)

LoSi∑
Aij∈R2(j,s)

1
, (2.31)



Chapter 2. Mathematical Preliminaries 31

and s is the split point. However, in the case of a categorical attribute j,

the two regions R1 and R2 will be subsets of values of j where R1 ∩R2 = φ. If

there are f levels in a categorical variable A∗j , then in order to consider each

possible subset, an exponential (2f−1− 1) number of subsets need to be consid-

ered. Breiman et al. [15] developed an algorithm for finding the best splitting

subset for a categorical variable based on the observation that if we order A∗j

according to the average LoS values, then the optimal split predicate is a sub-

sequence in the list of the ordered A∗j . As a result, we only need to consider

f − 1 splits to find the optimal split predicate.

Now, the two groups become the intermediate nodes, and the process is re-

peated recursively for each intermediate node until a stopping criterion is met.

However, the resultant tree could be very large. The tree size is an important

tuning parameter that decides model complexity. A very large tree may over-fit

the data, whereas a very small tree may ignore some of the natural clusters. To

overcome this difficulty, we generally grow a maximum size tree and then prune

it to an optimal tree by using some cost complexity criterion. We index the leaf

node of tree Tr by m such that node m represents partition Rm and define

Nm = #{Ai ∈ Rm}, (2.32)

ĉm =
1

Nm

∑
Ai∈Rm

LoSi, (2.33)

Qm(Tr) =
1

Nm

∑
Ai∈Rm

(LoSi − ĉm)2. (2.34)

Then the cost complexity criterion is given by

Cα(Tr) =

|Tr|∑
m=1

NmQm(Tr) + α|Tr|, (2.35)
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where Qm is the average unexplained variability at node m, Cα is the cost func-

tion with penalty factor α, and |Tr| is the size of the tree. The parameter α

determines the trade-off between the goodness of fit of the tree and its size. As

the value of α increases, the tree size decreases. In our analysis, we use a ten-fold

cross-validation technique (see subsection 2.6.3) to select the optimal value of α.

2.5.2 The random forest

If we assume that there is a relationship with noise f(·) between the response

variable y and the predictor variables x that is y = f(x) + ε where the noise

ε has zero mean and variance σ2, then we can use machine-learning algorithms

to find a function f̂(x) that approximates the function f(x) as well as possible.

The prediction error of such a machine-learning method can be decomposed into

bias and variance where

Bias(f̂(x)) = f(x)− E[f̂(x)] (2.36)

and

Var(f̂(x)) = E[f̂(x)2]− E[f̂(x)]2, (2.37)

and the total prediction error is given by

E[(y − f̂(x))2] =
(
Bias(f̂(x))

)2
+ Var(f̂(x)) + σ2. (2.38)

Bias arises when a learning algorithm is unable to capture the underlying

pattern of the data. As a result, the model gives consistent, but incorrect

predictions on average. On the other hand, variance arises when the learning

algorithm over-learns and fits the training data as closely as possible. As a

result, the model gives inconsistent predictions, but accurate on average.

We can increase the prediction accuracy of a machine-learning algorithm by

using a statistical technique called bagging (see Friedman, Hastie, and Tibshi-

rani, pp 587-588 [38]). In bagging, we average the predictions from many trees

with a high variance but almost unbiased to increase the prediction accuracy.
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Tree-based models, such as regression tree and classification tree models, gen-

erally have high variance but low bias when they are grown sufficiently deep

(see Friedman, Hastie, and Tibshirani, pp 587-588 [38]), and we use the bagging

technique to increase the accuracy of predictions for such models.

The random forest (RF) is a machine learning method in which we use bag-

ging on classification tree or regression tree models in order to obtain a new

model with lower variance in predictions. Essentially in RF, we grow a large

number of classification trees or regression trees where each tree in a random

forest is trained with a random subset of training data points and trees also

manifest themselves via a random selection of attributes considered when split-

ting nodes. Next, we average the predictions from all the trees to obtain a final

prediction with lower variance than each prediction.

In general, RF makes better predictions than CART because the decision

boundary becomes more accurate and stable as more trees are added. Although

RF is a better prediction model than CART, this method is not very useful for

strategic planning because it cannot provide patient clusters. Since RF consists

of a large number of trees where each tree is trained on a subset of data using a

random selection of features, it is not easy to interpret the results by examining

each tree. Therefore, RF is a predictive modelling tool, and it cannot be used

for partitioning patients into groups. For developing a robust master surgery

schedule (MSS), we need to partition patients into groups, and subsequently fit

distributions to the LoS data of each patient group.

In Chapter 4, we devise a sequential stochastic mixed integer programming

model to develop a robust MSS where we use each patient group’s LoS distribu-

tion to obtain random LoS realisations. As we will see in Chapter 4, cluster-wise

LoS distributions are required to develop a robust MSS, and clustering patients

into lower variability resource user groups helps us achieve a better patient flow.

Moreover, we also use fitted LoS distributions to predict the probability of ca-

pacity shortage in a recovery ward and the ICU in Chapter 5.
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We will demonstrate in Chapter 3 that RF predicts marginally better than

CART in terms of cross-validation error. Since we aim to achieve a better pa-

tient flow by improving strategic planning, the patient clusters obtained by the

CART analysis were more useful for us. Next, we will discuss k-nearest neigh-

bour (knn) regression.

2.5.3 Knn regression

The knn regression is a non-parametric local weighted-averaging method to es-

timate the value of the response variable yi from the predictor variables xi,

where the weights are selected according to the ranks of the distances of pre-

dictor variables xi from the nearest neighbours x (see Biau and Devroye, pp

97-99 [11]). Despite its simplicity, this method is useful for approximating very

complex boundaries. The knn-regression algorithm is as follows.

Step 1. First, we train our model with the complete data where the value

of the response variable is known to us. Training the model involves computing

the distance matrix in which we measure the distance between each pair of ob-

servations of predictor variables. We may need to pre-process data to compute

the distance matrix. For example, when a predictor variable is categorical, we

can use one hot encoding in order to change the predictor variable into dummy

variables and compute the Euclidean distance between observations.

One hot encoding is a process of converting the categorical variables with-

out any ordinal relationship into a form that is suitable for computing distance

matrix. If there are f factors in a categorical variable, one hot encoding con-

verts the categorical variable into a binary vector of size (f − 1). Since some

of the patient attributes are categorical, we use one hot encoding to classify

patients using knn regression. We fit models for different values of k and select

the best fitting model which is optimal in some sense. In general, k decides the

bias-variance trade-off of the model and the one that minimises model’s cross-

validation error is considered as the optimal value.
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Step 2. In the second step, we use the trained model to predict the response

variable’s value of the new data (x,y). We compute the distance of the new

observation from all the observations in the training set and select k-nearest

neighbours (xi, yi) ∀i = 1, 2, . . . , k. The predicted value of the response variable

y is the average of response values of the k-nearest neighbours that is

y =
1

k

k∑
i=1

yi. (2.39)

2.6 Statistical tests

In order to make our approach rigorous, we use various statistical tests to val-

idate and evaluate the performance of the selected models and the conceptual

frameworks we develop. For example, we use the Akaike information criterion

(AIC) and the Bayesian information criterion (BIC) to select the LoS distribu-

tion from the fitted distributions and Chi-square goodness of fit test to evaluate

them. We evaluate the statistical significance of the fitted regression tree models

to classify patients into lower variability groups by using the Kruskal-Wallis test

and pairwise Wilcoxon rank sum test. We evaluate the conceptual framework

we develop in Chapter 5 by using the area under the receiver operator charac-

teristics curve (AUC). In this section, we will present all these tests.

2.6.1 The AIC and BIC criteria

In statistics, the greater the number of parameters of the fitted distribution

the better the fit is. However, increasing the number of parameters increases

model complexity and causes over-fitting. Over-fitting occurs when a model is

excessively complex, and it has too many parameters relative to the number of

observations. Over-fitted models are unlikely to represent the distribution of the

actual population. The two most widely used criteria to avoid over-fitting are

the Akaike information criterion (AIC) (see Akaike [6]) and the Bayesian infor-

mation criterion (BIC) (see Schwarz [60]). The AIC and BIC help the analyst

to decide the optimal trade-off between the goodness of fit of the distribution

and its complexity.
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Akaike information criterion

The AIC value of a model is a function of the likelihood value, L, and the

number of fitted parameters k. It is given by

AIC = 2k − 2 logL. (2.40)

Bayesian information criterion

Similarly, the BIC value of a model is a function of the likelihood value, L, the

number of observations, m, and the number of fitted parameters k. It is given

by

BIC = k logm− 2 logL. (2.41)

Note that, the AIC and BIC values decrease when the likelihood value in-

creases and increase when the number of fitted parameters increases. The opti-

mal model as per each criterion is the one with the lowest value.

2.6.2 X 2 goodness of fit test

When we fit a distribution to a given sample, we estimate the parameters of the

fitted distribution by using the MLE method. MLE ensures us that the fitted

distribution is the best in that family. However, it does not tell much about the

goodness of fit of that distribution which means it does not provide a measure

of the probability of obtaining the observed sample from the fitted distribution.

We assess the adequacy of the distributions fitted to the LoS data in Chapter 3

by using the goodness of fit tests.

The goodness of fit of a distribution is assessed by estimating the deviation

of the empirical distribution of the sample from the fitted distribution. Two

commonly used statistical tests to assess the goodness of fit of a fitted distribu-

tion are the X 2 goodness of fit test and the Kolmogorov-Smirnov (KS) goodness

of fit test. In these tests, we examine the given sample in order to test the null

hypothesis that the sample comes from the fitted distribution, and we do so at

a 95% confidence level. If the probability of obtaining the observed sample from

the fitted distribution is less than 5%, we reject the null hypothesis that the
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given sample comes from the fitted distribution.

The KS goodness of fit test is suitable for continuous distributions, whereas

the X 2 goodness of fit test is suitable for both discrete and continuous distribu-

tions. In general, the X 2 goodness of fit test assesses the deviation of a random

variable from its expected values. In this test, we divide the observed data into

k bins and calculate the test statistics S which is defined as

S =

k∑
i=1

(Oi − Ei)2

Ei
, (2.42)

where Oi and Ei are the observed and expected frequencies of bin i, respectively.

The expected frequency is calculated from the fitted distribution. If the sample

data originates from the fitted distribution, then the test statistic S follows a

X 2 distribution with k− p degrees of freedom, where k is number of non-empty

bins and p is the number of parameters estimated (see Hogg and Craig, p 269

[39]).

There are some limitations of the X 2 test. First, the test is sensitive to the

choice of the bin width, and it is difficult to find an optimal bin width. Second,

the test is not valid for small sample sizes. Furthermore, the expected frequency

of each bin needs to be at least five. However, the test performs well with a

sufficiently large sample.

2.6.3 The cross-validation technique

Cross-validation (CV) is a non-parametric technique used to compare the perfor-

mance of various predictive models. In machine learning, we train a prediction

model with a training-dataset where the values of the prediction variables and

response variable are known to us. If we evaluate the model by using the same

dataset or part of a training dataset, we tend to underestimate the actual pre-

diction error because the model is already trained with the dataset. However,

we need to use the model to predict the response variable’s value of new data.

Therefore, in order to assess the actual prediction error, we split the data
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randomly into k parts. We use k − 1 parts of the data as training data and

one part as validation data. We repeat the process k times with each of the

k parts used exactly once as validation data, and calculate the average predic-

tion error across the k trials (see Friedman, Hastie, and Tibshirani, p 241 [38]).

The technique is defined as k-fold CV, and the average prediction error is the

k-fold CV error. In our analysis, we use a ten-fold CV technique to compare the

performance of classification models we develop to classify patients into lower

variability resource groups.

2.6.4 Wilcoxon rank sum test and Kruskal-Wallis test

The Wilcoxon rank sum test is a non-parametric method to assess whether two

samples originate from the same distribution. It is used as an alternative to

the student t-test when the assumptions of the t-test are not satisfied. In the

Wilcoxon rank sum test, we assign a rank to all the observations in both samples,

beginning with one for the smallest observation, and a rank equal to the mean

value of unadjusted ranks is assigned to groups of values with ties. Next, we sum

the ranks assigned to the observations from sample one (see Dalgaard [24]). Let

us assume that R1 is the rank sum of the observations in sample one, and n1 and

n2 is the number of observations in sample one and sample two, respectively.

Then the test statistic is given by

U1 = R1 −
n1(n1 + 1)

2
. (2.43)

Under the null hypothesis, U1 has an approximately normal distribution with

mean µU and variance σ2
U , where the µU and σ2

U are given by

µU =
n1n2

2
(2.44)

and

σ2
U =

n1n2(n1 + n2 + 1)

12
. (2.45)
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The Kruskal-Wallis test assesses whether two or more samples originate from

the same distribution (see Dalgaard [24]). It is a non-parametric version of the

one-way ANOVA test. If the Kruskal-Wallis test turns out to be insignificant

for a given set of samples, it indicates that all the samples have identical dis-

tribution. If at least one sample is different from others, the test turns out to

be significant. However, if there are some pairs of samples originating from the

identical distributions, it does not tell us which pairs have statistically identical

distribution. Therefore, if the Kruskal-Wallis test turns out to be significant,

we perform pairwise Wilcoxon rank sum test to identify the pairs of samples

originating from identical distributions. Say there are g data samples each of

size ni for i = 1, 2, . . . , g and N =
∑g
i=1 ni. If rij is the rank of jth observation

from group i when the observations from all groups are ranked together, then

the Kruskal-Wallis test statistics is given as

W = (N − 1)

g∑
i=1

ni(r̄i∗ − r̄)2

g∑
i=1

ni∑
j=1

(rij − r̄)2
, (2.46)

where

r̄i∗ =

ni∑
j=1

rij

ni
, (2.47)

and

r̄ =
N + 1

2
. (2.48)

We perform Kruskal-Wallis and Wilcoxon rank sum tests in Chapter 3 in or-

der to identify the identically distributed LoS samples obtained after classifying

patients into lower variability LoS groups. If the two or more patient groups

have identically distributed LoS, they are merged to keep the number of groups

manageable.
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2.6.5 Area under the receiver operating characteristic curve

A receiver operating characteristic curve is used to evaluate the performance of

a classifier or a classification model where a classification model is a mapping

from instances to predicted classes. Some classification models produce a con-

tinuous output, and it needs to be converted into a predicted class membership

by using a cut-off point where the cut-off point can vary. For example, a classifi-

cation model may predict the class membership probability of an instance, and

we need to decide a threshold value or a cut-off point to convert these probabil-

ity predictions into predicted class memberships. Another example is the test

to predict arthritis. People with arthritis often have an elevated erythrocyte

sedimentation rate (ESR) or C-reactive protein (CRP). A cut-off value for the

ESR and CRP need to be established in order to declare a positive or negative

test result, and that cut-off value is referred to as discrimination threshold value.

The receiver operating characteristic (ROC) curve is a graph that displays the

classification ability of a classifier for a range of possible discrimination thresh-

old values (see Friedman, Hastie, and Tibshirani, p 317 [38]).

For a given classifier and an instance, there are four possible outcomes, that

is a true positive (TP), a true negative (TN), a false positive (FP), and a false

negative (FN). A TP is an observation which is classified as positive and is

actually positive whereas an FP is an observation which is classified as positive

but is actually negative. For example, if a patient having arthritis is diagnosed

as arthritis positive, it will be considered as a TP whereas if a patient who

does not have arthritis is diagnosed as arthritis positive, it is called an FP.

Similarly, a TN is an observation which is correctly classified as negative and

an observation wrongly classified as negative is an FN. The true positive rate

(TPR), also known as sensitivity, and the false positive rate, also known as

(1-specificity), are given as

TPR =
TP

TP + FN
, (2.49)

and

FPR =
FP

TN + FP
. (2.50)
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The ROC curve is a plot of TPR versus FPR when the discrimination thresh-

old is varied, and it helps us understand the trade-off between the sensitivity

and the specificity of the classifier. The area under the ROC curve (AUC) is a

quantitative measure of the performance of the classifier. The AUC of a clas-

sifier is equal to the probability that the model will rank a randomly chosen

positive instance higher than a randomly chosen negative instance. The higher

the AUC, the better the classifier will perform. A classification model with AUC

= 1 will classify all the observations correctly, whereas a random classifier will

have AUC = 0.5.

The ROC curve and the AUC are insensitive to change in class distribution,

and therefore, they fairly assess the performance of a classification model with

a class bias. A classification problem is considered to have a class bias if the

proportion of positive to negative instances is skewed toward one class. For

example, a medical decision-making problem for an epidemic that affects one

in a hundred people has the proportion of positive to negative instances skewed

toward the negative class where a negative class membership implies the absence

of disease. Therefore, a classifier that predicts every instance as negative will

have the accuracy of 99% even though it is a no-good classifier. However, the

classifier’s TPR = FPR = 0, and so, the classifier will be ranked poorly using

the ROC and the AUC.

Although the ROC curve and the AUC are insensitive to class bias, the

performance metrics are not insensitive to a bias in problems where there are

obvious class memberships. For example, consider a model that predicts the

probability of the next day capacity shortage incidence in a healthcare facility

because of the elective surgery patients. If the number of beds available in the

facility is more than the sum of those currently there and those scheduled to

arrive the next day, there cannot be a capacity shortage the next day. The inclu-

sion of such ‘obvious predictions’ in the data increases the AUC without saying

anything about the performance of the classifier in non-trivial cases. Therefore,
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it is more sensible to remove these observations when calculating performance

metrics. In Chapter 5, we assess the performance of our conceptual framework

by utilising the ROC curve and AUC techniques, and we remove the obvious

predictions of a zero probability of capacity shortage in the healthcare facility

when plotting the ROC curve and computing the AUC.

2.6.6 Hosmer and Lemeshow goodness of fit test

When a classification model predicts the probability of a class C membership,

in order to validate the model, we generally record whether an instance belongs

to class C against its probability prediction and divide instances into bins ac-

cording to their probability predictions. Then we compare the observed number

of events with the expected number of events in the subgroups of the sample

space or each bin using the Hosmer and Lemeshow [40] goodness of fit test.

For example, if we model the patient flow process in a healthcare facility

as a stochastic process, we can use the model to predicts the capacity shortage

probability the next day as a function of the current day state variables where

the state variables vary as the system transit from one state to another. We will

discuss this model in detail in Chapter 5. The model predicts the probability of

capacity shortage each day using the previous day’s state variables. Here, the

two classes are the days with (class = C1) and without (class = C2) capacity

shortage incidences and each day is an instance. The model predicts the prob-

ability ps of C1’s membership, and we record the actual observation of whether

there was a capacity shortage incidence against ps. This left us with a predicted

probability of a capacity shortage incidence that can assume any value between

0 and 1 and an observation confirming whether there was a capacity shortage

incidence.

Hosmer and Lemeshow proposed a goodness of fit test to match the observed

number of events with the expected number of events in the subgroups of the

sample space. To perform this test, we divided the number of days into n

bins according to each day’s capacity shortage probability, and calculated the
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average of the probability predictions p̄k in bin k for 1 ≤ k ≤ n. We compute the

observed number of capacity shortage incidences Ok and the expected number

of capacity shortage incidence Ēk = Nkp̄k where Nk is the total number of

observations or days in bin k. Then the goodness-of-fit test statistic is given by

G2 =

n∑
k=1

(Ok − Ek)2

Ek
. (2.51)

Under the null hypothesis assumption of an accurate model, G2 ∼ X 2
(n) if there

are no parameters estimated from the test data.

2.7 Mixed integer linear programming

Mixed integer linear programming (MIP) is a technique for modelling and solv-

ing real-world problems including combinatorial optimisation problems. It is

a broad and well-studied technique for optimising complex processes in many

industries, such as the healthcare, disaster management, transportation, and

telecommunication industry (see Smith and Taskin [61]).

A mixed integer programming problem is a constrained optimisation problem

in which we seek solution for a set of continuous variables x = (x1, x2, . . . , xn) of

size n and a set of integer variables y = (y1, y2, . . . , yp) of size p that minimises

or maximises a linear objective function z while satisfying m linear constraints.

A typical MIP problem can be stated in the following form

min
x,y

z = cTx+ kTy (2.52)

Ax+By ≥ b (2.53)

xi ≥ 0, ∀i = 1, 2, . . . , n (2.54)

yi ≥ 0, ∀i = 1, 2, . . . , p (2.55)

x ∈ Rn (2.56)

y ∈ Zp. (2.57)
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Note that A ∈ Rm×n and B ∈ Rm×p. Here, (x,y) along with the constraints

given in equations (2.53) to (2.55) represent the feasible region associated with

the problem, and the space associated with the constraints given in equations

(2.53) to (2.55) is defined as a polyhedron.

If n = 0, then it is a pure integer programming problem, and if y ∈ {0, 1}p,

then it is called a binary problem. The integrality constraints enable MIP

models to capture the discrete nature of some decisions. For example, a binary

variable can model a decision, such as whether to schedule an elective operation.

However, they also make it more difficult to solve the problem. MIP problems

are solved by using either exact methods or heuristic methods or a combination

of both. Branch and bound, branch and cut, cutting planes, and some decom-

position methods fall under exact methods, and they ensure that an optimal

solution is found at the end of the algorithm. However, the exact methods are

slow to find an optimal solution of large-size problems because MIP problems

are NP-hard or NP-complete. A shallow definition of an NP-hard problem

is that if there is no known polynomial time algorithm to solve a problem P,

then P is defined as an NP-hard problem. Since the exact methods are slow,

there exist a range of heuristic methods to solve MIP problems which mainly

are Meta-heuristics, Matheheuristics, and problem-specific heuristics. Heuristic

methods might be easier to implement, computationally fast, and sometimes,

they can found quality solutions. However, there is no guarantee of finding an

optimal solution.

In order to solve a MIP problem using the branch and bound or the cut-

ting planes method, we begin with the LP relaxation of the given MIP where

the LP relaxation is a linear programming (LP) problem obtained by relax-

ing the integer constraints in a MIP. The LP relaxation of the above defined

MIP can be obtained by relaxing the constraints given in Equation (2.57). The

feasible region of an LP problem has some nice properties, such as convexity

and the fact that an optimal solution, if exists, is always an extreme point of

the polyhedron. As a result of these properties, there exist efficient algorithms,

such as the simplex method and interior point method, for solving LP problems.
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After solving the LP relaxation of a given MIP problem, if all the integrality

constraints are satisfied, we can stop as the obtained optimal solution for the

LP relaxation is also an optimal solution for the original MIP problem. How-

ever, if some of the integer variables take fractional values, as is usually the

case, it becomes difficult to interpret the obtained solution. For example, if a

decision variable stating whether an elective operation should be scheduled on

day t turns out to be half, it is difficult to decide the schedule. If we round

off all the integral variables’ solution to the nearest integer, the solution may

violate other constraints, such as resource constraints or capacity constraints.

The exact methods for solving MIP problems can effectively handle these is-

sues. They solve multiple LP relaxations of the MIP which are either obtained

by adding the cutting planes that refine the polyhedron in order to remove un-

desirable fractional solutions or obtained by branching at integer variables that

take fractional values and restricting those fractional solutions in a branch and

bound search tree. A brief discussion of the two most popular exact methods

that is the branch and bound and the cutting plane method is as follows.

2.7.1 The branch and bound technique

The branch and bound method uses divide and conquer technique to solve a MIP

problem (Land and Doig [48]). It solves the LP relaxation of the MIP, and if all

the integer variables have integer solution, the algorithm stops. If some of the

integer variables take fractional values, then the algorithm selects and branches

on an integer variable having a fractional solution and constraint the model to

exclude that value. For example, assume that after solving the LP relaxation,

we obtain a solution in which y4 = 5.4. Then this solution can be excluded by

imposing the restriction that either y4 ≤ 5 or y4 ≥ 6. However, this is not a

linear constraint, and therefore, we need to split the original MIP problem into

two sub-problems with each problem containing exactly one of those constraints.

The two sub-problems will be the original problem with additional con-

straints stating y4 ≤ 5 in one sub-problem and y4 ≥ 6 in the another. Here,
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the variable y4 is the branching variable and it produces two sub-MIPs M1 and

M2. If we can solve M1 and M2 to the optimality, then the better one of the

two solutions will be the optimal solution for the original problem. Therefore,

we have replaced the original MIP problem with the two sub-problems. We

keep on simplifying the problem by repetitively imposing restrictions on the

fractional solutions of the integer variables. The algorithm records this process

in a tree called search tree, where the root node is the original MIP and the

child-nodes are the sub-problems. The algorithm stops when all the nodes are

explored satisfactorily. This means that we designate all the leaf nodes as fath-

omed, and there is no need to branch on these nodes. A node can be designated

as fathomed based on infeasibility, bounds, and optimality of the sub-problems’

solutions.

The fundamental concept in denoting a node fathomed based on bounds is

that a relaxed problem will always have the optimal value of the objective func-

tion either the same or better than the optimal objective value of the original

problem. Here, better means a lower value for a minimisation problem and a

higher value for a maximisation problem. Therefore, if we know a feasible solu-

tion referred to as incumbent solution of the MIP with an objective value of z0,

then any node with an objective value of LP relaxed sub-problem worse than

z0 is pruned because there is no chance of finding an optimal solution at that

node or its child nodes. Incumbent solutions are generally obtained by using

heuristic approaches, or are found while solving the LP relaxation at some of

the nodes in the search tree. We update the incumbent solution if we find a

new feasible solution for the MIP with a better objective value than that of the

current incumbent.

Furthermore, if the LP relaxation at some nodes becomes infeasible after

adding restrictions to avoid fractional solutions of integer variables, then there

is no possibility of finding a feasible integer solution at those nodes. Therefore,

we denote such nodes as fathomed. A node can also be denoted as fathomed

if the optimal solution obtained at that node is a feasible solution to the MIP

problem. In such cases, if the objective value of the solution obtained is bet-
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ter than the existing incumbent solution, we also update the incumbent solution.

2.7.2 Cutting planes

The cutting plane method iteratively refines the feasible region by using lin-

ear inequalities referred to as cuts in order to remove undesirable fractional

solutions, and it does so during the solution process without creating any sub-

problems. A cut is defined as any inequality that cuts off a part of the LP

relaxation region without removing any integer point. For example, consider

that the MIP problem has a constraint stating 2y1 + 3y2 + 6y3 + 5y4 + 5y5 ≤ 14

where yi for i = 1, 2, . . . , 5, are binary variables, and we obtain a LP relaxation

solution (1, 0, 3/4, 3/4, 3/4). Observe that the sum of coefficients of y3, y4, and

y5 is 6 + 5 + 5 = 16 > 14, and so, it is not possible to have y3 = y4 = y5 = 1.

Therefore, we can avoid this undesirable solution by adding a valid inequality

y3 + y4 + y5 ≤ 2, because for the current solution y3 + y4 + y5 = 9/4 > 2. The

inequality is an example of cover cut.

The cuts can be problem specific or general purpose cuts for MIPs. Clique,

Cover, Mixed Integer Rounding, Flow Cover, Gomory, Flow Path, and Zero-

Half cuts are some of the examples of general purpose cuts for MIPs whereas

Clique Tree, Comb, Ladder, Bicycle, and Crown Inequalities are the examples of

problem-specific cuts. In theory, we can add as many cuts as required to obtain

a polyhedron whose all the extreme points are integral. However, too many cuts

make the LP slower to solve, and it is also time-consuming and computationally

expensive to find them all. Therefore, we only add useful cuts because having

some useful cuts can be enormously helpful in reducing the computational time

in the branch and bound method.

In order to optimise a process using MIP, we model the process as a mathe-

matical program where the possible actions are modelled as decision variables,

mandatory requirements of the process are modelled as a set of constraints, and

the main aim is modelled as the objective. For example, let us assume that

we want to optimise the clinical patient flow process in a multi-speciality clinic
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to maximise the throughput. Here, the actions we take are scheduling patient

arrivals, and therefore, the decision variables are the patients’ arrival times.

The objective is to maximise the number of patients visiting the clinic, and an

example of one of the constraints is to make sure that each scheduled patient

has sufficient time with his or her doctor.

The problem can be modelled and solved by using MIP techniques. However,

the formulation we use to model a MIP problem makes an enormous difference

in the time required to solve it. An efficient formulation can ensure that the

objective value of the LP relaxation is close to the optimal value of the MIP,

whereas a weak formulation results in a wide gap in the two values and subse-

quently a large search tree.

Most of the commercial MIP solvers, such as Gurobi [35] and Cplex [62], uses

multiple techniques, such as presolve, heuristics, cutting planes, and branch and

bound, in order to solve MIP problems in a reasonable time-frame. They can

help us find high-quality solutions, but in the worst case scenario, the algorithm

can take a long time in finding an optimal solution. We use Gurobi solver in

order to solve the MIP model we develop in Chapter 4.

2.7.3 Stochastic mixed integer linear programming

Stochastic mixed integer linear programming (SMIP) is a technique to solve

stochastic optimisation problems. The foundation of SMIP is based on the

concept of recourse decisions that is the ability to take corrective action after

the uncertainty has unfolded or the random event has occurred. In a two-

stage SMIP, the first stage decision variables help us decide the current actions,

whereas the second stage decision variables provide recourse actions to compen-

sate for any disruption arising because of the uncertainty. However, the actions

recommended by the SMIP model ensure that the expected value of the objec-

tive function is maximised.

Consider a problem in which we need to decide a week’s elective surgery
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schedule for a small hospital in which the emergency patients share resources

with the elective surgery patients. There are five beds available in the recov-

ery room, and each patient stays in the recovery room for only one day. The

hospital generates revenue of five units and pays a penalty of six units for each

elective operation and each cancellation or refusing an emergency operation, re-

spectively. The three possible scenario realisation for the number of emergency

patients arriving during the weekdays are given by

Sr =


3 2 1 1 2

2 2 3 1 0

1 3 2 2 1

 ,

where each row of Sr represents a scenario and the probability of each scenario

is given by Pr = (0.3, 0.4, 0.3).

The problem can be modelled and solved as a two-stage SMIP problem in

which the first stage decision variables y = (y1, y2, y3, y4, y5) decide the number

of elective operations scheduled each weekday, and the second stage decision

variables [Zij ] model the number of cancellations in scenario i on day j. Here,

[Zij ] is a 3× 5 matrix for i = 1, 2, 3 and j = 1, 2, . . . , 5. The SMIP formulation

is given by

max
y,z

Obj = 5eyT − 6PrZ (2.58)

fTy − Z + Sr ≤ 5I (2.59)

Zij ∈ Z+, ∀i = 1, 2, 3 & j = 1, 2, . . . , 5 (2.60)

yi ∈ Z+, ∀i = 1, 2, . . . , 5. (2.61)

Here, e = (1, 1, 1, 1, 1), f = (1, 1, 1), and I is a 3 × 5 matrix of ones. Solving

the above SMIP problem gives y = (4, 3, 4, 4, 5) as the optimal surgery sched-

ule. The problem can also be decomposed and solved for each day because the
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hospital is empty at the beginning of each day.

However, in real life, patients’ LoS in the hospital is random and is multi-

day. In general, there are always some patients with unknown remaining LoS

staying in the hospital. As a result, the initial state of the system is also random.

Therefore, if we utilise the traditional two-stage stochastic modelling approach

to optimise such a system, we also need to generate scenarios for the initial state

of the system and incorporate them into our modelling. However, the model

can still schedule patients with high resource requirements, such as long-stay

patients, at the end of the scheduling period. As a consequence, the system will

be overloaded at the beginning of the next scheduling period, and hospital man-

agement might need to reduce the number of elective operations. Therefore, the

traditional two-stage stochastic modelling technique is not quite appropriate for

optimising such processes.

In Chapter 4, we develop a novel modelling technique to optimise the op-

eration of such systems. In our technique, we model the process over multiple

scheduling periods and utilise the LoS realisations in a chronologically sequential

manner. The state of the system at the end of a scheduling period is utilised as

the beginning state of the system in the next scheduling period. Furthermore,

the system’s state at the end of the last scheduling period is utilised as the

beginning state of the system in the first scheduling period. Therefore, at no

point of time, we assume that the hospital is empty. Since the model cannot

ignore the state of the system at the end of any scheduling period, this strategy

generates balanced and practical surgery schedules.

When we sample a realisation of patients’ LoS, the LoS values as well as their

positions are assigned randomly in the realisation. We exploit this randomness

in our stochastic sequential mixed integer programming model to reduce the

number of LoS realisations required to optimise the process and obtain high-

quality surgery schedules. Although we developed this technique in the context

of elective surgery scheduling, it can be used for optimising operations of any

such system in which the initial and final states of the system influence current
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and future decisions, respectively. We will discuss this technique in detail in

Chapter 4.



Chapter 3

Classifying Patients into Similar

Resource User Groups and Fitting

Distributions to Length of Stay Data

Soaring healthcare costs and the growing demand for services require health-

care resources to be used more efficiently. Randomness in resource requirements

makes the care delivery process less efficient. We aim to reduce the effect of un-

certainty in patients’ resource requirements on the efficiency of the healthcare

delivery process, and achieve this objective by classifying patients into similar

resource user groups. In this chapter, we develop a classification scheme that

classifies patients into lower variability resource user groups by using the infor-

mation available in electronic patient records.

There are various statistical tools for classifying patients into lower variabil-

ity resource user groups. However, classification and regression tree (CART)

analysis is a more suitable method than the others for analysing healthcare

data because it has some distinct features. It handles the interaction between

predictor variables naturally, is non-parametric, and is relatively insensitive to

the curse of dimensionality. We found that the CART analysis was also useful for

determining the patient attributes that could explain the variability in resource

requirements. Furthermore, we observed that some of the covariates, such as

the principal prescribed procedure code, the urgency category, and patient age

52
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were able to explain up to 41.10% of the variability in patient length of stay

(LoS). Classifying patients into groups and estimating each patient group’s LoS

separately helped us manage patient flow efficiently and subsequently obtain a

better throughput.

3.1 Introduction

Soaring healthcare costs and growing demand for services are increasing pressure

on the sustainability of the government-funded healthcare system. Healthcare

services need to be delivered efficiently to keep the system sustainable. We can

schedule the care delivery process optimally and subsequently improve the effi-

ciency of the system if the demand for services is well known. However, there

is randomness in demand for services, and it is a cause of inefficiency in the

healthcare delivery process. It is possible to design a deterministic system op-

timally to achieve a very high (≥ 90%) utilisation of the available resources.

However, in a system with inherent randomness, improving the resource utilisa-

tion diminishes the quality of services. For example, if we operate an intensive

care unit (ICU) at a very high (≥ 85%) occupancy level, we may need to refuse

admissions frequently because of a capacity shortage. To manage healthcare fa-

cilities efficiently, we need to minimise the effect of the randomness in demand

for services on the efficiency of the system.

The random arrival time and the uncertainty in the resource requirements

of each patient are the sources of variability in demand for services, see Happer

[36]. In hospitals, resources are bundled together, and medical professionals

work in teams. A patient’s resource consumption is measured by his or her

length of stay (LoS) at various care steps, such as surgery duration, the LoS

in the ICU, and the LoS in a surgical ward. Therefore, the variability in re-

source requirements can be approximated by the variability in LoS. In the case

of elective operations, the hospital management schedule elective patients’ ar-

rival times. Therefore, the remaining source of variability in the elective patient

flow process is the randomness in LoS. We can manage a surgical suite more
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efficiently if we can predict patients’ LoS with some degree of precision.

In this chapter, we develop a scheme to classify patients into similar resource

user groups, and we fit discrete phase-type (DPH) distributions to each resource

user group’s LoS data. The remaining chapter is structured as follows. In

Section 3.2 we present a review of the literature on patient classification and

LoS prediction models. In Section 3.3 we describe the problem in detail. A

detailed data analysis and data cleaning required to convert the raw data into a

useful source of information is given in Section 3.4. The classification scheme is

presented in Section 3.5, and we discuss the procedure to fit LoS distributions

in Section 3.6. Next, we apply the classification scheme and present our results

in Section 3.7. We conclude the chapter and give some directions for future

research in Section 3.8.

3.2 Literature review

There is a great deal of literature on fitting mixture-distributions and phase-type

(PH) distributions to healthcare LoS data. Researchers have discovered that the

PH distributions and mixture-distributions fitted the healthcare LoS data bet-

ter than the other uni-modal distributions, such as log-normal, gamma, and

other positively skewed distributions. Faddy, Graves, and Pettitt [30] compared

the performance of log-normal, gamma, and phase-type (PH) distributions for

modelling healthcare LoS data, and found that PH distributions were the most

appropriate. Marshall and McClean [50] fitted PH distributions to hospital LoS

data, and they clustered the data according to the probability of absorption of

the Markov process from each phase. Gary and Gabriel [37] fitted a mixture

of geometric distributions to healthcare LoS data, and developed a conceptual

framework to compute the imminent discharge probability.

Garg et al. [32] clustered healthcare LoS data by using a mixture of Gaus-

sian and PH distributions, and performed survival tree analysis to establish a

relationship between patient attributes and healthcare LoS. Elia et al. [25] clus-

tered patients according to their LoS by using a Gaussian mixture model. They
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also compared their results with a k-mean clustering method and a two-step

clustering method. The unique finding of all these researchers was that PH

distributions and mixture distributions were a better fit to healthcare LoS data,

and there exist some natural clusters of patients with similar resource require-

ments.

Tang, Luo, and Gardiner [63] fitted Coxian distributions to acute myocar-

dial infarction patients’ LoS data, and computed the partial effect of various

covariates on the mean LoS. Furthermore, they fitted a Coxian PH regression

model to compute the posterior mean of the intercept and coefficients of var-

ious covariates. Clark and Ryan [21] fitted a piecewise exponential model to

predict the probability of hospital mortality and the LoS by using various pa-

tient attributes and risk factors on admission. Carter and Potts [17] used a

Poisson regression model and a negative binomial model to predict the LoS of

knee replacement surgery patients from patient attributes, such as age, gender,

ethnicity, deprivation, and consultant.

Rouzbahman, Jovicic, and Chignell [57] used k-mean clustering to pre-

process data to improve predictions from the regression analysis. Ridley et

al. [56] found that classification and regression tree (CART) analysis was useful

for classifying ICU patients into iso-resource user groups. They used the source

of admission, age, and speciality as the predictor variables and the ICU LoS

as the response variable. Happer [36] developed Apollo, a statistical analysis

program, in which he incorporated CART analysis to classify patients into sim-

ilar resource user groups. He classified patients according to their surgery times

and found that the patient’s age and surgery type were the main explanatory

variables. Ting et al. [68] utilised time series models for predicting the number

of discharges.

Kumar and Anjomshoa [46] used CART analysis to classify surgical patients

into lower variability resource user groups. They compared the performance of

the CART analysis with that of the random forest and the k nearest neighbour

(knn) regression and found that the random forest performed better than the
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CART analysis, whereas the CART method was more informative than others.

They also found that the knn regression method was less informative and per-

formed worse than the CART method.

We need to classify surgical patients into lower variability resource user

groups. Therefore, we will also use CART analysis and compare our results

with that of random forest (RF) and knn regression. Kumar and Anjomshoa

[46] worked with a regional hospital, whereas we use the patients’ data from a

major metropolitan hospital, and there are a large number of complex patients

in our dataset. We were unable to apply the CART analysis directly to the

raw data because of a large proportion of missing data entries and other com-

plexities, such as patients with multiple procedures during the same admission

episode. Therefore, we process data to classify patients into lower variability

resource user groups successfully. Next, we fit discrete phase-type (DPH) distri-

butions to each resource user group’s LoS data. In the next section, we discuss

the problem in detail.

3.3 Process overview and problem description

To manage patient flow in a surgical suite efficiently, we need to have effective

strategic patient flow management (SFM) and operational patient flow man-

agement (OFM) policies. SFM deals with long-term decision making, such as

designing a master surgery schedule (MSS), whereas OFM focuses on efficient

management of daily patient flow. We need to have LoS distribution models to

develop SFM and OFM policies, and we can improve these policies if we can

predict patients’ resource requirements or their LoS accurately. This is because

we can schedule elective patients’ arrivals according to resource availability.

Researchers have studied the patient flow process either by modelling it us-

ing a queueing model, (see, for example, Côté [23]), or by developing a discrete

event simulation model (see Jun, Jacobson, and Swisher [43]). An essential in-

put for both models, whether a queueing model or a simulation model, is the
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LoS distribution of each patient group. Iskane and Rajagopalan [42] stated that

they needed a manageable set of patient groups to study the patient flow process

using a simulation model or an analytical model. They also stated that clus-

tering patients according to their resource requirements was more advantageous

than clustering them according to surgery type.

In hospitals, patients are grouped according to their surgery type because

they share the same resources after surgery. However, when we group patients

based entirely on their post-operative wards, the variability in their LoS is large,

and the average LoS is a poor predictor of each’s LoS. Iskane and Rajagopalan

[42] observed that classifying patients according to their surgery type lumped

together patients whose resource requirements were entirely different.

Litvak [49] found that each patient responded differently to the same treat-

ment. He defined this variation as clinical variability and stated that it was

unavoidable. We agree with Litvak [49] that there is some clinical variability

among patients, and it is difficult to predict each patient’s LoS accurately be-

cause of the clinical variability. However, we can eliminate the effect of other

sources of variability, such as the variability due to inappropriate clustering.

By clustering patients into appropriate lower-variability LoS groups, we can im-

prove the accuracy of predictions and subsequently improve strategic planning.

Moreover, in order to manage patient flow efficiently, we need to minimise

the effect of variability. Litvak [49] stated that the variation in the flow process

because of inappropriate scheduling practice was an artificial source of variabil-

ity, and therefore it was avoidable. A considerable variation in the number of

bed-days booked through an elective surgery schedule causes flow failures. For

example, if we operate on many long-stay patients in a week, then they will

occupy a significant amount of resources in a downstream facility for a long

time. As a result, we will have to cancel some operations due to a capacity

shortage. This causes flow failures and wastage of resources in other facilities,

such as operating theatres.
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Instead, if we schedule long stay patients’ operations with an appropriate

gap, we can obtain a better patient flow. Effective strategic planning could en-

sure that we distribute the aggregate load on the system uniformly throughout

the year. Moreover, as we will discuss in Chapter 5, an efficient operational pol-

icy helps us mitigate the effect of weak predictions during strategic planning.

Classifying patients according to their resource requirements helps us deliver

efficient strategic and operational patient flow management policies.

Furthermore, LoS is a critical performance measure as it characterises the

load on the system which subsequently determines the cost-effectiveness of the

hospital. Understanding the characteristics of the LoS data in each resource

user group is required for modelling and analysing the patient flow process. If

we know the distribution of a random variable, then we know all of its charac-

teristics. Therefore, we need to fit distribution functions to the LoS data for

each resource user group. As we will discuss in Chapter 4, we need multiple

independent LoS realisations to develop a robust master surgery schedule. We

will use the fitted distribution functions to sample random LoS realisations. We

will also use the fitted distribution functions to compute the patient’s discharge

probability in Chapter 5.

3.4 Patient data analysis and data cleaning

We collected the electronic patient records from the partner hospital for all the

elective surgery admissions from July 2010 to March 2016. The datasets are

maintained under three different categories that are the elective surgery infor-

mation system (ESIS), the Victorian admitted episode dataset (VAED), and the

theatre dataset. All hospitals in Victoria maintain these datasets for reporting

and other administrative purposes.

Each dataset contained some information that was relevant to our analy-

sis. For example, ESIS contained principal prescribed procedure (PPP) code,

the theatre dataset contained procedure code, diagnosis code, surgery duration,
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and ward or the intensive care unit (ICU) admission time, and VAED contained

hospital discharge time, and other patient attributes, such as age, gender, and

co-morbidities. Here, the procedure codes, implemented by Australian Classifi-

cation of Health Interventions (ACHI) in 1998 (see, Australian Consortium for

Classification Development [1]), are seven-digit codes that are structured by the

body system, site, and the intervention type. Moreover, the procedure codes

are designed in such a manner that we can cluster them into coarser groups by

removing digits from the right-hand side.

However, the actual procedure a patient undergoes becomes known only af-

ter the surgery. Initially, the surgeon provides an explanation of the proposed

nature of the procedure he or she is planning to perform, and according to this

information, a PPP code is assigned. Therefore, a PPP is a statement of intent

which is converted to a code that best matches the description of the procedure.

Since we needed all the patient attributes and other relevant information in one

dataset, we had to merge three datasets which was a difficult task. In the next

subsection, we discuss in detail how we converted the raw data into a source of

information.

3.4.1 Data cleaning

The datasets contained each patient’s universal resource number (URN) which

stayed the same for all the hospital visits of a patient. There were also other

unique keys, such as episode identifier, source identifier, and admission episode,

which stayed the same for a particular visit. We used these unique keys and

the URN number to merge the three datasets into one. However, we observed

that many complex patients had multiple operations during the same hospital

visit (admission episode), and there was a datum entry in the theatre dataset

corresponding to each operation.

Since we computed the post-operative LoS by using the theatre discharge

time-stamps and the hospital discharge time-stamps, we overestimated complex

patients’ post-operative LoS for each procedure except for the last one because
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of multiple theatre discharge time-stamps for one hospital discharge time. More-

over, it was not advisable to consider the post-operative LoS corresponding to

each procedure separately because it would not reflect the real variability in

resource requirements and subsequently the actual load on the system. We

needed to remove all the theatre data entries except the one which could give

the most appropriate relationship between the resource utilisation and the pro-

cedure code during an admission episode.

For example, a patient might undergo a minor procedure during his or her

first theatre visit. In order to keep the best possible estimate of the post-

operative LoS of a procedure, we used surgery duration as a proxy to find out

the major procedure a complex patient underwent during an admission episode.

Then we kept the procedure code and the diagnosis code corresponding to the

major procedure, and the total LoS corresponding to the admission episode as

a post-operative LoS.

Furthermore, there were a large number of data entries in the VAED and

theatre dataset corresponding to the patients whose operations were cancelled

on the day of surgery, and we removed these entries from the datasets. There

were also many missing entries for different time-stamps, and we filled these

entries with a best possible proxy. For example, we replaced a missing theatre

discharge time with the recovery start time. We deleted duplicate entries in each

dataset and merged the cleaned datasets into one. Pseudo code to summarise

the various steps required for data cleaning is given as follows.

Pseudo code:

• Step 1. Delete duplicate entries and remove data entries corresponding to

cancelled patients from each dataset.

• Step 2. Replace all the missing timestamp data entries with a suitable

proxy.

• Step 3. In the theatre dataset, keep the first theatre encounter entry
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corresponding to each admission episode of a complex patient, and replace

the procedure code with the most resource intensive procedure performed

during that admission episode.

• Step 4. Combine the three datasets in a sequential manner by using at

least two unique keys each time. For example, first combine the VAED and

theatre datasets by using URN number and admission episode, and then

combine ESIS in the merged dataset by using URN number and source

identifier.

3.4.2 Timestamp data analysis

In general, LoS data is considered to be continuous, and continuous distribu-

tions are fitted to the data. However, we discretised LoS at the daily level

and fitted discrete distributions to the data because of the two main reasons.

First, we needed to develop a robust resource allocation scheme. The widely

used optimisation techniques for task allocation and scheduling are mixed in-

teger linear programming (MIP) and constraint programming. To apply any

of these techniques we need to discretise time. A fine discretisation, such as

hourly discretisation of post-operative LoS, increases the problem size. The

complexity of MIP or constraint programming models increases at least expo-

nentially with their size except for some exceptional cases. Finer models become

computationally expensive and even intractable. Therefore, it makes more sense

to generate data directly from a discrete distribution for the optimisation model.

Second, the elective patients’ LoS data was not continuous. Our data in-

dicated that the majority of elective patients were operated on and discharged

from the hospital during working hours. For example, 80% of patients were dis-

charged from the ICU between 10:00 am and 5:00 pm, and the highest number

of these patients were discharged around noon. Similarly, 72% of the elective

patients were admitted to the ICU between 11:00 am and 10:00 pm, and the

highest number of the elective patients were admitted around 1:00 pm. His-

tograms of patients’ admission times, discharge times, and the LoS in the ICU

are shown in Figures 3.1, 3.2, and 3.3, respectively.
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Figure 3.1: The histogram of patients’ admission times in the ICU
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Figure 3.2: The histogram of patients’ discharge times from the ICU
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The LoS histogram in Figure 3.3 is periodic with a period of 24 hours be-
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cause the distributions of the admission and discharge times remain the same

each day. Moreover, the highest frequency LoS interval is at 23 hours, the sec-

ond highest is at 47 hours, and so on because the highest number of discharges

were around noon, whereas the highest number of admissions were at 1:00 pm.

Generally, this one hour time is used for cleaning the bed before a new admission.

We may compute LoS from the time-stamp data in terms of the number of

midnights a patient had stayed in the healthcare facility, and convert it into

continuous data by adding a uniform random variable R(−0.5, 0.5). However,

doing so would change the actual characteristics of the random variable involved.

Figure 3.3: The histogram of patients’ LoS in the ICU (in hours)
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A more appropriate strategy is to split the LoS into two random variables,

the number of midnights and the remaining number of hours a patient had

stayed in the ICU. We refer to the remaining hours as the residual LoS, and we
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found that the residual LoS was dependent on many factors, such as a patient’s

arrival time, patient’s discharge time, whether a patient was alive or dead when

he or she was discharged, and whether there was another patient waiting for the

resources.

For example, around 90% of patients were discharged from the ICU between

10:00 am and 9:00 pm. The remaining 10% of patients were discharged out of

this time window either when the ICU reached capacity or when the patient died.

The residual LoS was also dependent on the arrival time, indirectly. Around

25% of the patients were admitted to the ICU between 12:00 noon and 3:00 pm,

whereas 50% of the patients were discharged from the ICU between 11:00 am

and 2:00 pm. This meant that the majority of patients were discharged during

the same time-window, irrespective of their arrival times. However, the number

of hours a patient had stayed between the arrival time and midnight was directly

related to the arrival time. Therefore, the residual LoS was dependent on the

arrival time.

From the above analysis, we understood that the residual LoS was more

closely related to patient flow management than the patients’ clinical resource

requirements. We also observed that it was not appropriate to measure LoS in

terms of the number of midnights a patient had stayed. For example, consider

a patient who was admitted at 1:00 am and discharged at 11:00 pm. Although

the patient occupied resources for 23 hours, it would be counted as a zero mid-

night stay. Similarly, consider another patient who was admitted at 11:00 pm

and discharged at 1:00 am the next day. The patient used resources for only

two hours, but it would be counted as one-midnight stay. From the analysis,

we could say that the LoS approximation according to the number of midnights

stayed will not reflect the actual load on the system. In the next subsection, we

discuss how to convert the observed LoS into the actual load on the system.
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3.4.3 Computing the actual load on the system from the

timestamp data

The actual load a patient brings to the system can be different from his or her

clinically required LoS. For example, even though an elective operation finishes

at 3:00 pm, reservation of an ICU bed is required for the patient much earlier

(around noon). Similarly, emergency patients are expected to arrive throughout

the night. However, the ICU beds are made available before 9:00 pm to accom-

modate the expected number of emergency patients. Therefore, the actual load

patients bring to the system is more than their observed LoS. Since we aim to

develop a resource allocation scheme to smooth patient flow, we are required to

model the actual load on the system instead of modelling the clinically required

LoS.

We developed a scheme to approximate the load a patient brought to the

system from their observed LoS. We decided to shift all the admission and dis-

charge times to a time window between 9:00 am and 9:00 pm. The adjustments

we made and the justification are as follows. First, we observed that the ma-

jority of patients were discharged from the hospital between 9:00 am and 9:00

pm. This meant that the hospital worked at full functionality between 9:00 am

and 9:00 pm, and a ward bed can become available during this time window.

Hence, all the discharges from the ICU that occurred during this time window

were natural discharges. Furthermore, some administrative tasks need to be

performed before a patient can be transferred from the ICU to a ward which

can further delay a natural ICU discharge time. Therefore, we treated all the

ICU discharges between 9:00 pm and 11:00 pm as usual discharges and shifted

their discharge time to between 7:00 pm and 9:00 pm uniformly. We defined a

discharge as a stressed discharge when it occurred either because of a capacity

shortage or when a patient died, and therefore, recognised any discharge after

11:00 pm until 9:00 am the next day as a stressed discharge.

In an ideal scenario, if a bed became available during the night because of

a patient’s unexpected death, it could not be used for another patient until

the next day as the hospital should have already planned enough beds for the
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expected emergency patients and the scheduled surgery patients. Similarly, if

the ICU did not reach capacity, the patients who were transferred into wards

late in the night would be transferred the next day. Therefore, all the stressed

discharges underestimated the actual load on the system. To correct this un-

derestimation, we shifted all the discharges from the night to the next morning

uniformly between 9:00 am and 11:00 am.

Similarly, an ICU bed was kept available for each patient who was admitted

at night from the evening, and therefore, all such admissions underestimated

the actual load. We shifted all the admissions from the night to the evening

uniformly between 5:00 pm and 9:00 pm to accurately estimate the load on the

system. Furthermore, we moved the admission times of the patients admitted

during normal working hours to one hour earlier in order to accommodate the

required cleaning time between a discharge and a new admission. Pseudo code

to summarise the various steps required to compute the actual load from the

timestamp data is given as follows.

Pseudo code:

• Step 1. Replace any discharge time between 9:00 pm and 11:00 pm with

7:00 pm +X hrs, and any discharge after 11:00 pm until 9:00 am the next

day with 9:00 am +X hrs, where X ∼ U([0, 2]).

• Step 2. Replace any admission time after 9:00 pm until 9:00 am the next

day with 5:00 pm +Y hrs, where Y ∼ U([0, 4]), and subtract one hour

from any admission time between 10:00 am and 9:00 pm.

• Step 3. Calculate each patient’s LoS in hours from the admission time

and discharge time.

• Step 4. Calculate the LoS in days by dividing the hourly LoS by twelve

and rounding it up to the nearest integer.

The histogram of modified admission times, discharge times, and the hourly

LoS are given in Figures 3.4, 3.5, and 3.6, respectively. After adjusting the
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admission and discharge times, we convert the hourly LoS into an LoS in days,

and we fit DPH distributions to the discretised LoS data.

Figure 3.4: The histogram of patients’ modified admission times to the ICU
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Figure 3.5: The histogram of patients’ modified discharge times from the ICU
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Figure 3.6: The histogram of patients’ modified LoS in the ICU (in hoors)
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To minimise any underestimation or overestimation of the actual load, we binned

the adjusted hourly LoS into twelve-hour and 24-hour intervals, such as 0-12,

12-36, 36 − 60 hours, and so on. The histograms of patients’ LoS in the ICU

(in days) before and after modification are given in Figures 3.7 and 3.8, re-

spectively. The histogram showing patients’ LoS in midnights is the histogram

of observed LoS, whereas the histogram showing patients LoS in days is the

histogram of the actual load data. The two histograms show that the number

of midnights count data overstates the number of patients in the first interval

(zero midnights) when compared to the actual load data. From now on, we

will use the LoS in days throughout this thesis. In the next section, we discuss

the classification model to classify patients into lower variability resource user

groups.
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Figure 3.7: The histograms of patients’ observed LoS in midnights

 

 

0 5 10 15 20 25 30

0
10

00
20

00
30

00
40

00

Number of midnights stay

F
re

qu
en

cy

Figure 3.8: The histograms of patients’ modified LoS in days
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3.5 Patient classification model

There are various statistical techniques to cluster and classify data. Most of the

clustering techniques come under unsupervised learning techniques. In unsuper-

vised learning, the model is not trained with known results, and the algorithm

clusters data points into groups according to their statistical properties, such as

the mean, the median, and the variance. However, under supervised learning

techniques, the predictions are based on the training sample containing joint

observations of the response and predictor variables. Statistical techniques such

as multivariate regression analysis, logistic regression analysis, Fisher’s discrimi-

nant analysis, support vectors, neural networks, and classification and regression

tree (CART) analysis, are some of the commonly used classification techniques.

In CART analysis, we recursively partition the observations into progres-

sively smaller groups. Each partition is a binary split according to a predictor

variable, (see subsection 2.5.1). We used CART analysis to cluster patients be-

cause of following reasons.

• It is straightforward and intuitive. The results from CART analysis are the

partitioning of patients into groups according to their attributes. Medical

professionals can easily verify and approve the partitioning for implemen-

tation.

• It is a non-parametric method and is a suitable technique for mixed

datasets. Patient attributes are generally of a mixed type. For exam-

ple, gender is a categorical variable, age is an ordinal variable, and LoS

is a continuous variable. CART analysis can handle all types of variables

without any difficulty. Moreover, there are no assumptions regarding the

distribution of the variables or the residual error terms.

• It does not suffer from the curse of dimensionality. In statistics, the curse

of dimensionality is related to the fact that a classifier loses its credibility

when it is defined in a high-dimensional space. In healthcare data, there
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are a large number of patient attributes. However, It is not straightfor-

ward to find the relevant attributes that can explain the variability in LoS.

If we train a classifier with all available attributes, the classifier can suffer

from the curse of dimensionality. Whereas, CART analysis does not suffer

from the curse of dimensionality because it only considers one predictor

variable at a time while making a partitioning rule.

• It can naturally model complex interactions between predictor variables

without increasing model complexity. In CART analysis, the same vari-

able can be used in different parts of the tree to create a split. However,

in other classification techniques, we need to add one additional variable

corresponding to each interaction term which further increases the dimen-

sion of the search space.

• If some predictor variables are missing in the data, CART analysis uses

the next most competitive predictor as a surrogate to create a binary split.

Therefore, we do not need to remove data entries with missing fields.

In order to evaluate the performance of the CART analysis, we compared

the CART analysis results with that of the random forest (RF) (see subsec-

tion 2.5.2) and the k-nearest neighbour (knn) regression, (see subsection 2.5.3).

Recall from Chapter 2 that in the regression tree model, we repeatedly make

binary splits in the response variable according to the most promising predictor

variable at each node until the stopping criteria are met. In RF, we grow a large

number of uncorrelated classification or regression trees, and we compute the

response variable by averaging predictions across all the trees. In knn, we select

k training points closest to the new data and compute the response variable

of the new data by averaging the response values among k nearest neighbours.

Despite its simplicity, knn regression is a very competitive method particularly

for the data where each class has various possible prototypes, and the decision

boundary is very irregular.
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3.5.1 Statistical method

There are two possible methods to classify data using CART analysis: the

classification tree analysis and the regression tree analysis. In classification tree

analysis, we first need to cluster data points into the required number of groups,

and then a classification tree model is fitted to training data. By using the fitted

classification model, we can predict the cluster of new data.

Although there are many statistical methods available to cluster data points

into groups, most of these methods fall under unsupervised learning techniques.

This means that the clusters are obtained based solely on some statistical prop-

erties of the LoS, and are irrelevant to the values of other covariates which is

not clinically sensible. Elia et al. [25] found that the majority class influenced

clustering in some methods, such as k-mean. Our data indicated that the ma-

jority of patients in each department were short-stay patients. If we use this

grouping as an independent variable to find out the covariates that are capable

of explaining the variability, our results will be sensitive to the pre-processing

stage. As a result, our classification model may not fit well for the assigned

classes.

In the second method, we split the data according to each possible partition

of each independent variable, and then we greedily select the split that min-

imises the weighted sum of variation in the dependent variable. This method

is more advantageous for our problem as it clusters patients according to their

LoS and their clinically crucial attributes.

When we clustered patients using the regression tree method, we observed

that there was some overlap between different LoS groups. Elia et al. [25]

made the same observation when they clustered patients using Gaussian mix-

ture models. They also stated that many other clustering methods, such as

k-mean clustering, provided non-overlapping clusters, but the classes assigned

to the LoS data did not have any clinical significance. As a result, the fitted

classification models lacked credibility.
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In our analysis, we used ten-fold cross-validation (CV) to validate our model

and compared the performance of the CART analysis with that of the RF. Re-

call that in ten-fold CV, we split data randomly into ten parts and use nine

parts of the data as training data and one part as validation data. We repeat

the process ten times with each of the ten parts used precisely once as validation

data, and we use the average CV error across all ten trials to select the final

tree. Since the average CV error is a random variable with a significant amount

of variance in it, its value for an over-fitted tree can be lower than that for an

optimal tree. Therefore to avoid over-fitting, we selected α, the parameter that

determines the trade-off between the goodness of fit of the tree and its size, that

corresponded to the simplest tree, after which there was no significant reduction

in the average CV error.

Let us say that our data has N entries with k patient attributes Ai =

(Ai1, Ai2, . . . , Aik) in each data entry which are predictor variables, and a re-

sponse variable, say LoS, for each of the N observations, that is, (Ai, LoSi)

for i = 1, 2, . . . , N . Assume that the optimal tree contains m partitions after

pruning. This means the algorithm split the region R (set of observations) into

m regions or partitions, R1, R2, . . . , Rm. If c is the average LoS, and ci is the

average LoS of cluster i, then we can calculate the reduction in total variance

as follows. If

ĉ =
1

N

N∑
i=1

LoSi, (3.1)

VT =
1

N − 1

N∑
i=1

(LoSi − ĉ)2, (3.2)

VR =
1

N −m
∑
Ri∈R

∑
Aj∈Ri

(LoSj − ĉi)2, (3.3)

then

VE =
VT − VR
VT

× 100%, (3.4)

where VE is the variance explained by the fitted tree model, VT is the total

variance in the data, and VR is the residual variance or unexplained variance.

The ratio of VR to VT is defined to be the relative error, and the ratio of average
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CV error to VT is defined to be the relative CV error. The lower the relative

CV error, the better the fitted model classifies any new data.

3.6 Fitting probability distributions to clustered

LoS data

As discussed in Section 3.3, we needed to fit probability distributions to the LoS

data in each cluster. Fackrell [27] stated that continuous phase-type (PH) distri-

butions are a versatile class of distributions which are dense in all distributions

defined on the non-negative real numbers, and they could model any LoS data.

He stated that PH distributions became popular in modelling non-negative real

numbered data from a broad range of applications in areas as diverse as health-

care utilisation, survival analysis, reliability analysis, and insurance risk. He

fitted continuous PH distributions to healthcare LoS data, whereas we fitted

DPH distributions as we discussed in subsection 3.4.2.

When fitting PH distributions, we needed to keep the model as simple as

possible to avoid over-fitting. In general, when fitting discrete Coxian distri-

butions, we need to estimate less number of parameters than a general DPH

distribution of the same order. Moreover, it might be possible to interpret the

phases of a Coxian distribution physically. In this work, we fitted a discrete

Coxian distribution, which is defined as the distribution of the absorption time

of a discrete time Markov chain (see subsection 2.3.2). We developed a Python

program which used the expectation maximisation (EM) algorithm (see subsec-

tion 2.4) to fit discrete Coxian distributions to the LoS data.

3.7 Results and discussion

In this section, we present the CART analysis results, the statistical significance

and performance evaluation results of the fitted CART models, and the model

evaluation and validation results of the fitted DPH distributions. First, we dis-
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cuss some difficulties we encountered in performing the CART analysis and the

strategy we used to solve the problem, and then we provide the results. This

section is divided into various subsections in order to make it easy to follow.

We provide the fitted CART tree models and the CART analysis results in

subsection 3.7.1, and the statistical significance test results of the fitted CART

trees are given in subsection 3.7.2. Subsection 3.7.3 contains the performance

evaluation test results, whereas the DPH distribution selection and validation

results are presented in subsection 3.7.4.

To demonstrate the generalisation capability of the CART analysis, we per-

formed the CART analysis for six units that are the Cardiothoracic, Gastroen-

terology, Upper Gastroenterology, Neurosurgery, and Vascular surgery, and the

intensive care unit (ICU). However, we will perform all the experiments in Chap-

ters 4 and 5 by using the LoS data of the ICU and the Neurosurgery unit. We

selected the ICU for our analysis because it is a bottleneck in the patient flow

network, and we arbitrarily selected the Neurosurgery unit from the recovery

wards. Therefore, we will fit DPH distributions to the clustered LoS data of

these two units only.

In our analysis, initially, we found that the CART analysis was unable to find

any possible partitioning that had relative CV error less than one. It seemed

that the CART analysis was not useful for our data. Kumar and Anjomshoa [46]

applied the CART analysis to a regional hospital’s data, and they stated that

the PPP code was a significant covariate in explaining the variability in LoS.

Recall that in our analysis in subsection 3.4.2, we found that many complex

patients underwent multiple operations during the same hospital visit. The to-

tal post-operative LoS for these patients was attributed to only one PPP code,

whereas they underwent multiple operations. Since there were many such pa-

tients (from two to twelve per cent in each surgical unit), they obscured the

relationship between the PPP code and the LoS. Moreover, it was not appro-

priate to remove these data entries from the analysis because they brought a

significant amount of load to the system.
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To overcome this difficulty, we added another covariate that is the number of

the theatre visits each patient had during each admission episode. We refer to

this covariate as “visits”. Although hospital managers do not know the number

of visits before admitting a patient to the hospital, this analysis was still useful

for many reasons. First, at the strategic level, we are interested in obtaining

the natural clusters of patients which are clinically sensible and can provide us

with a reasonable estimation of the variability in resource requirements after

excluding the variability due to inappropriate clustering. We can develop a su-

perior classification model by using these clusters. Kumar and Anjomshoa [46]

found that if they clustered patients in a clinically sensible manner, they could

use those clusters to develop a classification model with a low misclassification

error even when some of the predictor variables were missing.

Second, at the operational level, we can schedule the first operation of each

patient as a single surgery patient. All the uncomplicated patients will be dis-

charged from the hospital after recovery. Whereas, the complex patients’ sub-

sequent operations will be scheduled with priority, and they will be operated on

for multiple procedures during the same admission episode. In the absence of

any other better classification scheme, the current classification scheme provides

better resource requirement estimation than the average across all the patients

LoS in a surgical unit.

Furthermore, we learned from the CART analysis that we could have better

estimate of each patient group’s LoS if we could predict that a patient would

need multiple operations. Therefore, we should explore the risk factors that

could cause multiple operations, and develop a prediction model to predict the

risk of a patient having multiple operations. We sought advice from the medi-

cal professionals regarding the risk factors that might complicate the procedure

resulting in multiple operations, and they informed us that there was a list of co-

morbidities that might be involved in complicating operations. Unfortunately,

we did not have patients’ co-morbidity data in electronic format. Therefore, we

were unable to investigate further.
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Another difficulty we encountered in the analysis was missing information.

The PPP code was the most significant covariate that we knew before the oper-

ation. Unfortunately, around 20% of the PPP code entries were missing in each

surgical unit. If we had another competitive surrogate covariate, the CART

would have worked well. However, in the absence of any surrogate covariate,

the explained variability by the CART model was slightly less than it otherwise

should have been.

Furthermore, we used the R-packages rpart and randomForest for the anal-

ysis, and the package randomForest cannot handle data with missing entries.

Therefore, we were required to develop a strategy to recover the missing entries.

The possible alternative was to use procedure codes as a proxy for PPP codes.

Recall that the actual procedure code of the procedure a patient underwent

becomes available after surgery. However, the surgeons usually provide an ex-

planation for the proposed nature of the procedure to be performed (see Section

3.4), and this information is the basis for the PPP code assignment. Therefore,

the procedure codes are closely related to the PPP codes, and they might serve

as a proxy for missing PPP codes.

The procedure code provides more specific information regarding a proce-

dure, whereas PPP codes broadly define a procedure. Therefore, the procedure

codes have too many categories in each surgical unit. If a categorical variable

has a large number of levels compared to the number of observations (say more

than one-tenth of the number of observations), then the decision tree will al-

most always be able to find a series of splits according to that covariate in such

a manner that the intra-cluster variability of the obtained grouping is very low.

However, the prediction error for the test dataset will be high for such a tree

because the same assignment will not be appropriate for the new data. Since

the obtained tree already fits the data well, the algorithm may not find other

meaningful splits. Therefore, it is not advisable to use such a categorical vari-

able directly in the analysis.

We were required to reduce the number of categories in the procedure code.



Chapter 3. Classifying Patients and Fitting LoS Distributions 78

We sought experts’ advice to cluster the procedure codes into fewer categories,

and they advised us to cluster procedure codes into coarser groups by removing

digits from the right-hand side. Recall that the procedure codes are designed

in such a manner that removing digits from the right-hand side clusters them

into coarser groups (see Section 3.4). Initially, we had seven-digit codes, and we

reduced them to three-digit codes. After reducing the number of categories of

the procedure codes, we used clustered procedure codes instead of PPP codes

in our analysis.

CART analysis is relatively insensitive to outliers. However, sometimes it

may over-fit the noise in the data, particularly when there is a predictor variable

with a vast number of levels. For example, in our analysis, patient age was one

of the predictor variables that contributed to over-fitting because of outliers. To

overcome this weakness, we recommend reducing the number of levels sensibly,

for example, by seeking expert guidance. In our analysis, we converted age into

a categorical variable with four categories that were young age (0− 20), middle

age (20− 60), old age (60− 80), and very old age (80+).

The elective patients are generally admitted on the day of surgery. However,

in the partner hospital, there was a large number of patients who had positive

pre-operative LoS. In particular, many patients with urgency category one, the

most urgent patients, had non-zero pre-operative LoS in surgical wards. The

urgency category one patients have the potential to deteriorate quickly to the

point where it may become an emergency. Generally, high-risk patients often

stay in the hospital while waiting for surgery. Therefore, the urgency cate-

gory one patients are more likely to have a positive pre-operative LoS. Since we

needed to approximate the load a patient brought to the system, we modelled

total LoS instead of the post-operative LoS. In the next subsection, we show

the CART analysis results and explain the fitted regression tree models in detail.
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3.7.1 The CART results

We conducted our analysis for the Cardiothoracic, Gastroenterology, Upper Gas-

troenterology, Neurosurgery, Vascular surgery, and the ICU. Unfortunately, we

were unable to obtain any partitioning for the total LoS in the Cardiothoracic

unit, but we obtained a partitioning for the post-operative LoS. In the case of the

ICU, we partitioned patients according to their LoS in the ICU. For the remain-

ing surgical units, we clustered patients into groups according to their total LoS.

The fitted regression trees for the LoS data in the Neurosurgery unit and

the ICU are given in Figures 3.9 and 3.10, respectively. In the regression trees,

each partition is denoted by a node number. Moreover, inside each node, there

are three entries: the one at the top is the average LoS, the second entry is the

number of patients, and the last entry is the percentage of patients. Figure 3.9

shows that at the root node there are 2666 patients, and the average LoS is 4.6

days.

At the root node, the primary splitting criterion is the number of theatre

encounters or visits, and 19 patients with an average LoS of 34 days are sepa-

rated from the remaining patients. Now, node two becomes the new root node,

and the patients are partitioned again according to their triage category. At

node two, 168 patients with an average LoS of eleven days are separated from

the remaining patients.

Next, node four becomes the root node, and the splitting criterion is the

PPP code or the procedure code. At node four, 835 patients with an average

LoS of 6.1 days are separated from the remaining patients. The final split is also

according to the PPP code at node eight, and 305 day-surgery patients with

an average LoS of 0.17 days are separated from the remaining 1339 patients

with an average LoS of 3.5 days. The algorithm keeps on partitioning patients

recursively at each intermediate node until the stopping criterion is met. In our

analysis, we used two stopping criteria. First, a node can only be split if the min-

imum number of patients in the node is more than min(40, 0.01× (#patients)).

Second, the value of the parameter α = 0.05 in the cost complexity criterion
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(see Equation (2.35)).

However, as discussed in subsection 3.5.1, we pruned the tree to the simplest

tree after which there was no significant improvement in the CV error. Note

that, some binary splits which increase the CV error were removed during prun-

ing. As a result, there are some missing node numbers in the pruned tree. For

example, in Figure 3.9, nodes six and seven were removed while pruning.

Figure 3.9: The fitted regression tree model for the LoS in the Neurosurgery unitNeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−IINeurology Surgery patients' LoS clusters in stage−II
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It is clear from Figure 3.9 that the attributes triage category and PPP code

can help us make a better prediction of the patients’ LoS. In general, this infor-

mation is available before surgery, and the operating room scheduling manager

can take into account this information while scheduling patients. If some pa-

tients turn out to be complex patients who have multiple theatre visits in an

admission episode, their LoS predictions can be updated after the operation

which will help us in predicting resource availability more accurately. Similarly,
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Figure 3.10 shows that the main splitting criteria for the ICU patients are PPP

code, visits, and age of the patient.

The patients are partitioned into groups according to their age at node nine

and thirteen, and it explains some variability. Patients with an age of 80+ tend

to stay longer than the others for some particular PPP codes. These results

also demonstrate how well the CART analysis can handle the interaction among

predictor variables. Patient age only affects some patients’ LoS in the ICU, and

the CART analysis can capture that naturally.

Figure 3.10: The fitted regression tree model for the LoS in the ICU
ICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clustersICU patients' LoS clusters

Visits < 1.5

PPcode2 = 130,300,302,303,304,305,306,320,327,33,34,35,36,370,376,382,384,385,386,387,396,397,398,41,48,90,92

PPcode2 = 300,302,303,304,306,327,33,34,35,36,370,376,386,387,396,398,41,48,90

Age < 2.5

PPcode2 = 300,303,304,305,320,36,382,384,385,387,396,397,40,48,90,92

PPcode2 = 300,303,304,382,387,396,40,48,90,92

Age < 2.5

2.4
n=1962  100%

2.1
n=1744  89%

2
n=1701  87%

1.5
n=360  18%

2.2
n=1341  68%

1.8
n=451  23%

2.4
n=890  45%

4.4
n=43  2%

5.1
n=218  11%

4.3
n=182  9%

2.3
n=54  3%

5.1
n=128  7%

3.6
n=41  2%

5.9
n=87  4%

8.9
n=36  2%

yes no

1

2

4

8

9

18 19 5

3

6

12

13

26 27 7

The box-plots of the clustered patients’ LoS in the Neurosurgery unit and

the ICU are given in Figures 3.11 and 3.12, respectively. The box-plots show

that there is an overlap between the clusters obtained. Some of the clusters

seem to be sampled from the identical distributions. For example, partitions

five and nine in Figure 3.11 look similar in distribution. In subsection 3.7.2, we

perform a formal statistical test to check whether the two clusters have the same

median. In general, it is not advisable to classify patients into many resource
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user groups in a surgical unit. Therefore, we recommend that the statistically

similar clusters should be merged to obtain a manageable number of groups.

Figure 3.11: The boxplot of clustered patients’ LoS in the Neurosurgery unit
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Figure 3.12: The boxplot of clustered patients’ LoS in the ICU
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The relative errors and the relative CV errors of the fitted CART models of

each department are given in Table 3.1. Table 3.1 shows that the CART analysis



Chapter 3. Classifying Patients and Fitting LoS Distributions 83

works well for Vascular Surgery, Neurosurgery, and Upper Gastroenterology

units. Patients’ LoS in the Upper Gastroenterology department has significant

variance, and the fitted tree model explained around 34% of it.

Table 3.1: Sample variance, explained variance, relative error, and CV error of

the fitted CART models

Department #Patients Samp. Var. Exp. Var. Rel. error CV error #Splits

Vascular 1538 65.16 26.78 58.90 59.80 5

Upper Gastro. 3514 130.75 44.35 66.08 68.80 5

Neurosurgery 2666 37.30 12.14 67.44 68.84 5

Cardiothoracic 2062 71.86 19.81 72.44 75.43 4

Gastroentrology 8564 4.84 1.18 75.70 81.10 5

ICU 1962 9.85 1.65 83.21 89.89 8

The proportion of explained variation (1−Rel. error) is the highest (41.10%)

for the Vascular surgery unit. The LoS in the Neurosurgery unit has moderate

variance, and the fitted CART model explained 32.66% of it. The LoS in the

Cardiothoracic unit has notable variance, but the fitted tree model explained

only a small proportion (27.66%) of it. The LoS in the Gastroenterology unit

and the ICU has a relatively small variance, and the fitted trees explain a tiny

proportion of that. The majority of the patients (95%) in the Gastroenterol-

ogy unit are the same-day surgery patients with an average LoS of 0.078 days.

Therefore, the majority of variation in the LoS is because of a few complex

patients.

In the case of the ICU, there is a considerable variation in the patients’

LoS, whereas the fitted regression tree model explains a tiny proportion of that

(16.79%). This means the observed LoS variance is mostly attributable to the

clinical variability. Although the fitted regression tree does not explain much

variation, it separates the patients with a very high LoS variance from the re-

maining ones. For example, node 7 and 27 have a standard deviation of 11.83

and 7.52 days, respectively. The detailed summary statistics of all the clusters of

the fitted regression trees are given in Table 3.2. Moreover, the fitted regression
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trees and the corresponding box-plots of the remaining departments are given

in Appendix A. In the next subsection, we conduct statistical significance tests

for the partitions obtained in each unit.

Table 3.2: Summary statistics for each patient cluster’s LoS data

Intensive care unit

Group # Patients Av. LoS Variance S. deviation Median Min Max

12 54 2.33 4.15 2.04 2 0 11

18 451 1.83 1.97 1.40 1 0 11

19 890 2.35 4.50 2.12 2 0 22

26 41 3.56 9.05 3.01 2 1 14

27 87 5.89 56.52 7.52 4 1 48

5 43 4.37 9.57 3.09 4 0 15

7 36 8.94 140.11 11.84 6 1 58

8 360 1.53 1.21 1.10 1 0 8

Vascular surgery unit

10 298 6.95 18.90 4.35 6 0 32

11 123 12.11 92.73 9.63 10 1 78

3 19 36.16 864.03 29.39 22 3 107

8 965 1.06 9.76 3.12 0 0 44

9 133 8.38 129.51 11.38 4 0 69

Upper Gastroentrology surgery unit

10 528 10.32 159.96 12.65 7 0 104

11 33 31.85 844.13 29.05 24 6 131

3 40 53.53 2014.26 44.88 33.5 8 160

8 2814 2.54 32.41 5.69 1 0 169

9 99 12.71 229.39 15.15 7 1 70

Neurosurgery unit

16 305 0.17 0.39 0.62 0 0 6

17 1339 3.55 14.10 3.75 2 0 69

3 19 33.79 634.40 25.19 26 7 99
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5 168 11.02 101.93 10.10 8 0 59

9 835 6.06 23.52 4.85 5 0 53

Cardiothoracic surgery unit

Group # Patients Av. LoS Variance S. deviation Median Min Max

4 664 6.35 47.50 6.89 5 0 77

5 1281 9.19 28.14 5.30 7 0 54

6 82 18.83 266.51 16.33 15 1 96

7 35 37.40 535.13 23.13 32 3 111

Gastroentrology surgery unit

10 391 2.24 27.50 5.24 0 0 46

11 12 7.92 180.08 13.42 5 0 49

4 8111 0.08 0.45 0.67 0 0 16

6 21 4.81 68.76 8.29 3 0 38

7 29 15.93 485.78 22.04 9 0 111

3.7.2 The statistical significance tests

We performed the Kruskal-Wallis test and the pairwise Wilcoxon rank sum test

(see subsection 2.6.4) to assess the statistical significance of the partitions ob-

tained. Recall that the Kruskal-Wallis test is a non-parametric test for one-way

analysis of variance, and it tests the null hypothesis H0 that the median of all

the clusters in each surgical unit are the same. We found that the partitions

were statistically significant, and the p-values of the null hypothesis tests were

≤ 0.0001 for all units. This means that in every surgical unit there was at least

one patient group which had different median LoS from the others.

Recall from Chapter 2 that the Wilcoxon rank sum test is a non-parametric

method for testing the null hypothesis H0 that the population distributions of

the two samples are identical. We performed the Wilcoxon rank sum test for

all the possible pairs of clusters in each surgical unit, and we found that most

of the partitions obtained were statistically different from the other partitions
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in each department. In the pairwise test, we used Bonferroni-Holm’s correction

(see Abdi [3]) in order to control the family-wise type-I error rate. The pairwise

Wilcoxon rank sum test results for the patient clusters in the ICU and the Neu-

rosurgery unit are given in Table 3.3. From the p-values of the pairwise Wilcox

rank sum tests in Table 3.3, we conclude that there is enough evidence to reject

the null hypothesis H0, that a pair of patient clusters obtained has an identical

population distribution.

Table 3.3: p-values for the pairwise Wilcoxon rank sum tests of each pair of

clusters where bold indicates groups with statistically insignificant test results

Intensive care unit

Group 12 18 19 26 27 5 7

18 9.1E-02

19 8.4E-01 3.1E-07

26 2.6E-02 2.1E-06 3.2E-03

27 2.3E-05 1.1E-17 8.4E-12 8.9E-02

5 4.1E-05 1.5E-13 6.7E-09 7.9E-02 9.7E-01

7 6.3E-06 3.0E-13 1.8E-09 5.7E-03 1.2E-01 1.3E-01

8 1.7E-03 6.6E-04 2.3E-16 1.3E-09 1.8E-22 8.5E-17 3.1E-16

Neurosurgery unit NA

Group 16 17 3 5 NA

17 5.9E-139 NA

3 1.4E-31 1.7E-13 NA

5 2.3E-78 6.8E-38 5.7E-07 NA

9 2.6E-145 5.8E-84 3.4E-12 3.0E-12 NA

Table 3.3 also indicates that there is not enough evidence, at the 95% confi-

dence level, to reject H0 for the cluster pairs (19, 12), (26, 27), (26, 5), (27, 5),

(27, 7), and (5, 7) obtained in the ICU. Note that, except for the pair (26, 27),

all the remaining pairs are descendent from different parent nodes. Since the

algorithm only makes a binary split at each node to reduce the variance within
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each cluster, it can partition patients into two groups even though they have

identical LoS distributions. We recommend that partitions with identically dis-

tribution should be merged before fitting probability distributions to the data.

Merging similar patient clusters help us reduce the number of patient groups,

and it increases the number of observations in each patient cluster. If we have

more observations in each group, we can obtain a more reliable probability dis-

tribution because the MLE estimates of the distribution parameters are sensitive

to changes in data of small samples (see Section 2.4). We also recommend that

the partitions with a few observations should be merged with the others. In gen-

eral, the long-stay patient groups have multiple clusters with a few observations

in each cluster. For example, the fitted regression tree for the Neurosurgery unit

has two long-stay patient clusters, that are 3 and 5, with 19 and 168 patients,

respectively. We recommend that these two clusters should be merged into one

group before fitting probability distributions. The pairwise Wilcoxon rank sum

test results for the patient clusters in the other units are given in Table 3.4. In

the next subsection, we compare the performance of the CART analysis with

that of the other two methods.

Table 3.4: p-values of pairwise Wilcoxon rank sum tests of each pair of clusters

where bold indicates groups with statistically insignificant test results

Vascular surgery unit Cardiothoracic unit

Gr. 10 11 3 8 Gr. 4 5 6

11 5.8E-15 5 2.41E-69

3 6.6E-09 1.9E-05 6 3.02E-20 2.20E-11

8 7.1E-128 4.7E-77 2.3E-16 7 8.65E-20 1.37E-19 1.58E-06

9 4.7E-03 4.4E-09 1.6E-07 3.3E-48

Upper Gastroentrology unit Gastroentrology unit

Gr. 10 11 3 8 Gr. 10 11 4 6

11 2.1E-11 11 4.0E-03

3 3.1E-18 1.4E-02 4 2.3E-293 1.3E-49

8 9.0E-130 8.7E-23 3.9E-28 6 1.3E-02 4.1E-01 3.6E-65

9 2.0E-01 6.5E-08 1.2E-12 1.3E-42 7 1.7E-12 6.7E-02 7.6E-172 2.6E-03
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3.7.3 Performance evaluation

The predictor variables in our data were all categorical or ordinal with multiple

factors, and the response variable was a continuous variable. There were two

types of classification techniques that were suitable for the data. Those were the

tree-based methods, such as CART and RF, and the nearest neighbour based

methods, such as knn regression. Therefore, in our analysis, we compared the

performance of the CART analysis, the RF, and the knn regression. To compare

the results objectively, we performed a ten-fold CV for all three methods and

selected the parameters of each model that minimised the average CV error.

For example, in the knn regression we selected the value of the parameter k, the

number of nearest neighbours, that achieved the lowest average CV error. The

relative CV errors of the three methods for all the units are given in Table 3.5.

Table 3.5: Relative CV error of the three classification methods in each stage

Average cross-validation error

Department #Patients Ave. variance CART RF knn

Vascular 1538 65.16 59.80 57.78 71.38

Upper Gastro. 3514 130.75 68.80 65.34 81.37

Neurosurgery 2666 37.30 68.84 66.31 81.43

Cardiothoracic 2062 71.86 75.43 74.32 91.72

Gastroentrology 8564 4.84 81.10 82.55 86.31

ICU 1962 9.85 89.89 88.61 96.62

From Table 3.5, we can see that the RF has the lowest CV error among

all the three methods for each department except the Gastroenterology unit.

Moreover, knn regression has the worst performance out of all three methods

for all units. The RF performs marginally better than the CART analysis. As

discussed in subsection 2.5.2, the patient classifications obtained by the CART

analysis were more useful for the techniques we develop in Chapters 4 and 5.

Therefore, we used patient clusters obtained by the CART analysis and fitted

DPH distributions to LoS data of each patient group. In the next subsection,

we provide results of the fitted DPH distributions to the LoS clusters in the
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ICU and the Neurosurgery unit.

3.7.4 Model selection and model validation results for the

fitted DPH distributions

According to the results obtained in subsection 3.7.2, we merged the statisti-

cally similar LoS clusters in each unit. We also merged each patient cluster with

the number of observations less than 2% of the total observations to the other

closely related LoS clusters. For example, in the case of the ICU patients, we

merged nodes 8 and 18, nodes 12 and 19, and nodes 5, 7, 26, and 27 in order to

form a short-stay, a medium-stay, and a long-stay patient group, respectively.

Similarly, in the case of the Neurosurgery patients, we merged nodes 3 and 5 to

form a long-stay patient group.

Next, we fitted discrete Coxian distributions to the LoS data corresponding

to each resource user group by using the EM algorithm (see subsection 2.3.2)

based python code we have developed. We selected the model using the Akaike

information criterion (AIC) and the Bayesian information criterion (BIC), and

we validated the fit using the Chi-square goodness of fit test (see Section 2.6).

When the AIC and BIC proposed different models, we selected the model that

satisfied the goodness of fit test. If both models satisfied the goodness of fit test,

we selected the one with fewer parameters. The log-likelihood, the AIC and BIC

values, and the Chi-square goodness of fit tests’ p-values of the fitted distribu-

tions in the case of the ICU patients’ groups and the neurosurgery patients’

groups are given in Tables 3.6 and 3.7, respectively. Moreover, the parameters,

the initial state probability distribution α and the transition matrix T , of the

selected distributions are given in Appendix B.

Table 3.6 shows that the AIC and BIC recommend a three-phase discrete

Coxian distribution in each resource user group for the ICU patients. Moreover,

the recommended distribution also satisfies the X 2 goodness of fit test. There-

fore, we selected the three-phase discrete Coxian distributions as a final distribu-
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Table 3.6: The AIC, BIC, and the X 2-test’s p-values of the DPH distributions

fitted to the ICU patients’ LoS where the selected models are highlighted

# Phases Log-likelihood # Parameters AIC value BIC value p-value

Short-stay group

2 -1007.14 3 2020.37 2034.37 0.0065

3 -1000.26 5 2010.52 2034.01 0.4014

4 -999.9 7 2013.80 2046.68 0.1580

Medium-stay group

2 -1640.68 3 3287.36 3302.05 0.0006

3 -1629.56 5 3269.12 3293.58 0.3644

4 -1629.55 7 3273.12 3307.37 0.1886

Long-stay group

2 -457.89 3 921.77 931.11 0.0000

3 -447.91 5 905.82 921.38 0.4869

4 -447.9 7 909.81 931.59 0.3036

Aggregated LoS data

3 -3335.68 5 6681.36 6709.27 0.0000

4 -3221.92 7 6457.85 6496.92 0.0034

5 -3217.62 9 6453.24 6503.47 0.0208

6 -3217.60 11 6457.22 6518.62 0.0066

tion and used it for simulating LoS realisations for the experiments in Chapters

4 and 5. Similarly, we selected the six-phase, five-phase, and four-phase discrete

Coxian distribution as a final distribution for the short-stay, medium-stay, and

long-stay patient groups in the Neurosurgery unit, respectively. Table 3.6 also

indicates that the distributions we obtained for the aggregated data do not sat-

isfy the X 2 goodness of fit test at 5% significance level. Therefore, sometimes

classifying patients into lower variability resource user groups also helps us in

obtaining better fitting distributions to the LoS data.
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Table 3.7: The AIC. BIC, and the X 2-test’s p-values of the DPH distributions

fitted to Neurosurgery patinets’ LoS where the selected models are highlighted

#Phase Log-likelihood # Parameters AIC value BIC value p-value

Short-stay group

4 -2945.83 7 5905.66 5942.06 0.0001

5 -2945.79 9 5909.58 5956.38 0.0001

6 -2935.02 11 5892.03 5949.23 0.0442

7 -2934.98 13 5895.96 5963.56 0.0149

Medium-stay group

3 -2112.44 5 4234.88 4258.52 0.0000

4 -2074.52 7 4163.03 4196.12 0.0261

5 -2063.20 9 4144.41 4186.96 0.9967

Long-stay group

3 -672.42 5 1354.84 1370.99 0.0029

4 -666.59 7 1347.18 1369.79 0.8552

5 -666.23 9 1350.45 1379.53 0.7688

Aggregated LoS data

3 -6951.55 5 13913.09 13942.54 0.0000

4 -6951.34 7 13916.69 13957.91 0.0000

5 -6842.85 9 13703.71 13756.69 0.1777

6 -6836.82 11 13659.64 13760.41 0.2786

Furthermore, we developed a Python program to simulate the absorption

time of a discrete time Markov chain with a given initial state distribution α

and a transition matrix T . We sampled the LoS realisations of each patient

group by using the fitted distributions’ parameters, and we used these LoS re-

alisations in Chapter 4 for developing a robust master surgery schedule, and in

Chapter 5 for developing a conceptual framework to predict the expected occu-

pancy of a healthcare facility according to the current occupants and scheduled

new admissions. In the next section, we conclude this chapter and present some

directions for future work.
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3.8 Conclusion and future work

In this chapter, we developed a CART analysis based method to classify patients

into lower variability LoS groups by using the electronic patient database. We

used machine-learning techniques to cluster patients with similar resource re-

quirements which is useful for tactical and operational planning. The results

showed that the CART analysis is a useful tool for clustering patients, and it

can perform feature selection even when there is a large number of predictor

variables. By using the CART analysis, we were able to reduce the relative CV

error in predictions up to 41.10%. Next, we fitted DPH distributions to each

partition obtained from the CART analysis. In the case of ICU LoS data, we

were able to obtain better fitting distributions to the clustered data compared

to the distribution of the aggregated data.

We compared the performance of the CART analysis with that of the knn

regression and the RF. The results of the knn regression were inferior and less

informative. The RF provided slightly better predictions and therefore lower

relative error and CV error. However, the improved performance comes at the

cost of some loss of interpretation. As a result, it is not possible to partition

patients into groups by using RF. Therefore, we clustered patients using the

CART method and fitted DPH distributions to the partitioned LoS data.

In future, we will explore some models to predict the readmission rate and

the risk of the ICU admission after operation by using CART analysis or other

tree-based methods. Moreover, we will explore the applicability of CART analy-

sis in predicting the risk of a patient having multiple procedures during the same

admission episode according to the patient attributes, such as co-morbidities.

The CART algorithm makes each binary-split optimally; however, sequences

these splits greedily instead of finding the optimal partitioning sequence when

performing recursive partitioning. As a result, the algorithm may provide lo-
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cally optimal partitions as a final partition. Since the covariates attributable to

the variability in LoS are categorical, the problem may be modelled as a combi-

natorial optimisation problem to obtain an optimal partitioning. In future, we

will investigate some of these modelling techniques to solve this problem. In the

next chapter, we will develop a stochastic sequential mixed integer programming

model for tactical master surgery scheduling.



Chapter 4

A Sequential Stochastic Mixed Integer

Programming Model for Scheduling

Elective Patients’ Operations

In this chapter, we develop a stochastic mixed integer programming model to

optimise the tactical master surgery schedule (MSS) in order to achieve a better

patient flow under downstream capacity constraints. We optimise the process

over multiple scheduling periods, and use various sequences of randomly gen-

erated patients’ length of stay (LoS) realisations to model the uncertainty in

the process. This model has the particularity that the scenarios are chronolog-

ically sequential, not parallel. We use a straightforward approach to enhance

the non-anticipative feature of the model, and we empirically demonstrate that

our approach is useful in achieving the desired objective.

We sample random LoS realisations from the discrete phase-type distribu-

tions we fitted to the clustered LoS data in Chapter 3, and we develop the

various schedules for the intensive care unit (ICU) and the Neurosurgery unit

by using the sampled LoS realisations. We use simulation to demonstrate that

the most frequently optimal MSS is the best schedule for implementation. Fur-

thermore, we analyse the effect of varying the penalty factor, an input parameter

that decides the trade-off between the number of cancellations and occupancy

level, on the patient flow process. Finally, we develop a robust MSS for the ICU

94
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and the Neurosurgery unit to maximise the utilisation level while keeping the

number of cancellations within acceptable limits.

4.1 Introduction

A major challenge for the healthcare industry in Australia and across the world

is to keep up with the growing demand for services. In Australia, public hos-

pitals maintain elective surgery waiting lists, and hospital management aims to

maximise the number of operations performed.

In order to achieve this goal, we need to analyse and optimise patient flow

in a surgical suite in such a way that we can maximise the throughput. Some

researchers have modeled patient flow as a queueing network, (see Côté [23]).

However, there are many disadvantages in modelling elective patient flow as a

queueing network. First, the elective patient arrival process is under manage-

ment’s control, and it can be adjusted to obtain better patient flow. Second,

there are some operational restrictions on the arrival process, for example, no

elective patients are operated on during weekends or holidays, whereas down-

stream resources are still available. Although we can develop a discrete event

simulation model to analyse the elective patient flow process, it is difficult to

schedule elective patients’ operations optimally in order to obtain a better pa-

tient flow. In simulation models, we select an arrival process and a service

process, and we observe the behaviour of the system. We may improve the sys-

tem by adjusting the arrival process intuitively or with simulation optimisation

techniques (see Figueira and Lobo [31]), but it can be difficult to obtain the

optimal arrival process.

To develop a deterministic optimal schedule, we can model the patient flow

process as a flow shop scheduling problem where each patient represents a job,

each set of resources represents a machine, and a patient’s LoS represents its

service time, (see Pham and Klinkert [54]). However, as we discuss below, there

are some crucial aspects of the patient flow process that are difficult to capture
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in a flow shop model. As a result, the schedule obtained cannot ensure smooth

patient flow.

We propose a mixed integer programming (MIP) model because it can in-

corporate scenarios to mimic the uncertainty in the process, and it has the

flexibility that allows us to model other essential characteristics of the patient

flow. The main characteristics of the patient flow process are

• The LoS is random, and we only know its distribution. As we observed

in Chapter 3, LoS distributions are generally positively skewed and long-

tailed, and the LoS has a significant variance. For example, a patient may

stay in an ICU after surgery from one day to 60 days.

• At no point in time are all the resources in a downstream facility available.

For example, if we are developing a four-week schedule to optimise patient

flow in the ICU, then on the first day of each four-week period there will

be some patients from the previous periods occupying the ICU beds with

an unknown remaining LoS. This means that not only is the LoS random,

but the resource availability also has uncertainty.

• In the actual process, there is a trade-off between resource utilisation and

cancellations. For example, we can obtain a very high utilisation (say,

≥ 90%) by scheduling the same number of patients as the number of beds

in a downstream facility each day. However, we will be required to cancel

many elective operations each day because of a capacity shortage. There-

fore, in the real process, we need to maximise resource utilisation while

keeping the number of cancellations within an acceptable limit.

We develop a MIP model to analyse and optimise the patient flow process

that is capable of capturing all these unique characteristics. Uncertainty is in-

corporated by using various random LoS realisations, and non-anticipation is

imposed by constraining the model to schedule patients in the same order as

their position in the queue. Moreover, a particularity of our model is that the
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LoS realisations are utilised in a chronologically sequential manner, and not in

parallel. The rest of the chapter is structured as follows. In Section 4.2, we

present a review of the literature on scheduling elective surgery. In Section 4.3,

we describe the problem in detail. We discuss key concepts and our approach

thoroughly in Section 4.4, and the MIP model is presented in Section 4.5. Then

we conduct some computational experiments and present our results in Sec-

tion 4.6. We conclude the chapter in Section 4.7.

4.2 Literature review

Strategic operating room management involves long term decision making such

as designing an MSS. An MSS is usually a two or four-week timetable which

repeats for several months in which surgeons from various surgical specialities

are assigned to operating theatres. The first stage is case-mix planning in which

available operating theatre time is divided into various time blocks, and the re-

quired numbers of time blocks are allocated to various surgical departments.

Researchers have developed linear programming and MIP models for case mix

planning, (see Blake and Carter [12]).

The second stage involves creating an MSS in which each time block is

allocated to a surgical team, and in the third stage, patients are booked for

surgery. Usually, surgical liaison nurses talk to patients who are waiting for

elective surgery and schedule their operations in suitable time slots. Surgical

liaison nurses do this manually on a daily basis. Building an MSS is a crucial

step in strategic planning, and it is a widely studied problem in the literature

on the application of operations research in healthcare management. Various

researchers have studied this problem from different aspects.

Rafaliya [55] suggested a MIP model intending to reduce overutilisation and

underutilisation of the recovery room. However, he assumed that the recovery

time was deterministic. Min and Yih [53] suggested a stochastic scheduling

model with the objective of minimising the sum of overtime in operating the-
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atres and patients’ waiting time. Carter and Ketabi [18] developed a MIP model

with the objective of balancing daily bed demand in a ward. They fitted log-

normal distributions to the LoS data in each surgical department and generated

random LoS realisations to use in their deterministic MIP model. They used a

sampling average approximation (SAA) approach to obtain the final schedule.

Adan et al. [4] developed a MIP model to minimise the deviation from a target

resource utilisation level where the resources were available operating theatre

hours, ICU bed hours, and ward bed hours. They computed the probability of

a patient staying in the hospital each day after surgery by using the empirical

distribution of the LoS data. By using these probabilities, they computed the

expected number of occupied beds on each day of the scheduling period, and

used this as a proxy for stochastic resource demand.

There is another strand of literature on developing an MSS to balance bed

demand in a downstream facility. For example, Chow et al. [20] developed

a MIP model to balance the expected number of ward beds used on a given

day by minimising the maximum of the expected number of beds used over the

scheduling period. Belien and Demeulemeester [10] developed a MIP model to

minimise the shortage of expected ward bed utilisation and the variance of ward

bed utilisation at a downstream facility. However, they made a simplifying as-

sumption that the LoS followed a discrete distribution with a small range of

possible values. Cappanera, Visintin, and Banditori [16] investigated the effect

of various scheduling strategies on the utilisation level and overbooking. They

developed a MIP model in which they considered three different objectives to

obtain different scheduling schemes. The objectives they considered were the

minimisation of the maximum daily utilisation of ward beds, the minimisation

of the difference between the maximum and the minimum daily utilisations of

ward beds, and the minimisation of the sum of the quadratic overrun of op-

erating theatres. They divided patients into various groups within a surgical

department according to their LoS and their surgery duration, and they used

the average value in each group as an input for their MIP model to obtain an

optimal schedule.
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Vanberkel et al. [67] studied the impact of MSSs on the recovery ward by

using queueing theory where they assumed an infinite capacity in the recovery

ward and no cancellations. They used a convolution based approach to compute

the distribution of patients in the recovery ward for a given MSS, and adjusted

the MSS iteratively to obtain a better patient flow in the ward. van Essen [66]

developed a MIP model in order to reduce the number of required beds by op-

timising the MSS, however, she used a complex objective function which was

difficult to optimise. Moreover, she allowed overflow of patients in the ward.

Hulshof et al. [41] developed a MIP model for tactical resource allocation and

scheduling elective admissions in which they assumed that the patient resource

demand is deterministic and known.

The above-mentioned MIP models were either based on the assumption that

the LoS is deterministic [18, 41, 53] or were developed to balance the expected

resource demand, or to minimise the expected shortage of resources [4, 10, 20].

As we will discuss in Section 4.3 and demonstrate in Section 4.6, these ap-

proaches may not provide us with the desired outcomes. We have developed a

stochastic MIP model that balances the actual resource demand on each day

and maximises the throughput while keeping the number of cancellations within

limits. The novelty in our model is that it utilises the given LoS realisations

chronologically in a sequential manner, and not in a parallel manner. Moreover,

we constrain our model to schedule patients in their queueing order and repeat

the scheduling decision over a long time horizon. This helps us incorporate

the variability in the LoS without making any assumptions regarding the LoS

distribution. The model is presented in Section 4.5. Next, we will describe the

problem in detail.

4.3 Problem description

The problem we discuss here is driven from a real-life situation faced by our

partner hospital. The hospital management is interested in improving patient

flow in the surgical suite (the surgical suite includes operating theatres, recovery

rooms, the ICU, and surgical wards) so that they can deliver surgical services
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more efficiently. They have frequently been cancelling elective operations on the

day of surgery because of a capacity shortage in the ICU. Therefore, we were

required to model and analyse the elective patient flow in the surgical suite, and

develop a scheduling scheme to optimise the patient flow process.

In a surgical suite, patients receive service at one care step and move to a

subsequent care step. The LoS at each care step is random, and there is no

provision for waiting. Patient flow is controlled by the bottleneck facility that is

the facility with the minimum capacity in the surgical suite. However, because

of the stochastic nature of the process, the bottleneck may change from one

care step to another according to the type of patients being operated on. For

example, if we operate on many day surgery patients (the patients whose post-

operative LoSs are generally a few hours), then the operating theatres will act

as a bottleneck facility because the demand for post-operative care services is

reduced. Whereas, if we operate on many complex patients with longer postop-

erative recovery times, then the ICU or the ward will act as a bottleneck facility.

After interviewing the hospital staff, we identified that the ICU is currently

the bottleneck facility. An ICU is a multidisciplinary care facility where a wide

range of critically ill patients is treated. It receives inpatient flow from operating

theatres, the emergency department, critically ill patients in wards, and trans-

fers from other hospitals. The elective surgery patients’ arrivals are scheduled,

whereas others, such as the emergency patients’ arrivals, are random. Although

elective patients’ arrivals are scheduled, elective operations are cancelled fre-

quently because of the unavailability of an ICU bed. On many occasions, the

ICU reaches capacity due to the elective patient flow. In a flow network where

one node acts as a bottleneck, we can optimise the overall flow by maximising

the flow at that node.

From the literature review, it is clear that the stochastic nature of the LoS

increases the complexity of the problem. In the healthcare industry, resources

are bundled together, and they are quantifiable. For example, a twenty bed ICU

means the ICU is fully equipped with all the required machines, and staff to
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accommodate twenty patients. LoS is an important measure because it approx-

imates patient resource demand. Some researchers have used average LoS and

others have modelled the stochastic LoS by using its empirical distribution. Our

data indicated that there was around two per cent of complex patients who stay

much longer than the others, and they can have a wide range of possible LoS

values. Since the percentage of these patients is small, even a relatively large

dataset cannot capture all the possible LoS values. To capture the randomness

in the process appropriately, we need a distribution function which can gener-

ate various possible LoS realisations. Therefore, we fitted DPH distributions to

the LoS data in Chapter 3, and we will sample LoS realisations from the fitted

distributions.

Furthermore, balancing the expected resource demand in a downstream facil-

ity does not ensure optimal outcomes. When we balance the expected resource

demand, we ignore the fact that the actual resource demand may vary drasti-

cally from the expected resource demand because patient resource demand has a

considerable variation. The sample average resource demand (average resource

demand across all ICU beds) may converge to the expected resource demand if

the law of large numbers is applicable. This means that either we are averaging

a large number of patients’ resource demands or the variation in their resource

demand is small, or both. However, in reality, the number of patients whose

resource demand is being averaged is quite small, and the variation in patient

resource demand is significant. Because of this, the pooled resource demand

is still a random variable with a reasonably high variance. Therefore, ensuring

that the expectation of pooled resource demand on each day is less than or equal

to the available resources is not sufficient.

Cappanera, Visintin, and Banditori [16] used simulation to assess the quality

of schedules generated by a MIP model to balance the expected resource demand.

They found that using the optimal schedule resulted in a large amount of over-

booking. If we constrain our MIP model to ensure that the expected demand

is less than the number of beds available, we cannot ensure that the actual de-

mand will be less than the number of beds. Therefore, the obtained schedules
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tend to underestimate the number of cancellations. In a real-life scenario, it is

not possible to accommodate the overbooked patients by temporarily increasing

resources. Instead, they are cancelled. However, the model optimises the arrival

process based on the assumption that no patient is cancelled. As a result, the

actual throughput decreases drastically when we take cancellations into account.

Furthermore, targeting a low utilisation level may ensure very few cancellations.

However, this will result in reduced throughput and an inefficient system. In a

real-life scenario, cancellations are unavoidable. Therefore, it makes more sense

to model the patient flow process with cancellations and optimise that process.

In our model, we propose explicit decision variables to model cancellations. In

the next section, we will discuss key concepts and our approach to analyse and

optimise the patient flow process.

4.4 Fundamental concepts and our approach

To make our approach realistic and useful, we need to model and optimise the

process with a similar level of uncertainty as that of the actual process. We

develop a strategy to keep a comparable level of uncertainty in the MIP model.

In Chapter 3, we used the classification and regression tree (CART) analysis

on the ICU LoS data and the Neurosurgery unit LoS data to classify patients

into lower variability LoS groups. We merged the closely related partitions (see

Chapter 3), and we obtained final patient groupings. We referred to the ob-

tained groupings as the short-stay (SS), medium-stay (MS), and long-stay (LS)

patient groups. According to the fitted regression tree for the ICU LoS data,

40% of patients belong to the SS group, 51% belong to the MS group, and the

remaining 9% belong to the LS group. Next, we fitted the discrete phase-type

(DPH) distributions to the LoS data in each group. We will sample randomly

generated LoS realisations from the fitted DPH distributions, and we will use

them to incorporate the stochasticity in the process.

The literature suggests that the optimal occupancy level for the ICU is

around 70% to 75% (see Tierney and Conroy [65]). In the hospital, seven ICU
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beds are being used for elective surgery patients. In our model, we stipulate a

maximum of twenty patients, whose average LoS is 2.4 days, can be scheduled

per week. This allows utilisation of up to 97.9% of ICU bed days available, and

we refer to this (bed days utilised×100/ bed days available) as the occupancy

level of the ICU. However, the model decides the optimal throughput according

to the desired trade-off (implemented as a penalty factor) between the through-

put and the number of cancellations. We also constrain our model to maintain

the proportion of the scheduled patients from each LoS group to the same as

the average proportion in the data.

Furthermore, we refer to four weeks as one scheduling period or one time-

block. An LoS realisation is defined as an assignment of patients’ positions in

the queue and their LoS values in each group for a selected number of time-

blocks. For example, an m-block LoS realisation of n patients consists of an

n×m matrix of LoS values, where n is the maximum number of patients that

can be scheduled in one scheduling period, and each entry of the matrix is

sampled from the fitted DPH distributions, independently of the others. An

element, LoSt,p, of the matrix represents the LoS of the patient at position p in

timeblock t, ∀ p = 1, ..., n, and t = 1, ...,m.

While developing an MSS, we need to decide how many patients from each

LoS group we should operate on, on each day of the scheduling period, to ensure

smooth patient flow and optimal throughput. We should make these decisions

based entirely on patient groups’ LoS distributions. Given an actual realisa-

tion of a one-block LoS realisation as input, the model would take advantage of

known LoS values and schedule particular subsets of patients from each group to

balance resource requirements on each day. This is advantageous if we know the

exact LoS values because we can manage patient flow more efficiently. However,

we know only the LoS distributions. We developed a strategy to minimise the

undesirable effect of providing LoS realisations as input.

First, we modelled and optimised the patient flow process over multiple time-

blocks and constrained our model to make the same scheduling decision for all
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the patients at position p in each timeblock, irrespective of their LoSs. Doing

so helped us in optimising scheduling decisions over several possible LoS values,

and the model could not take full advantage of a specific timeblock’s realised

LoSs. However, we obtained a schedule in which fewer patients were scheduled.

This happened because the model had to ensure resource (ICU beds) availability

for all the patients at position p, irrespective of the variation in their resource re-

quirements in different timeblocks. As a result, the model had to keep resources

idle in some timeblocks. For example, consider a one bed ICU and a three-block

time horizon. Assume that the patient at position one has an LoS of two, seven,

and nineteen days in timeblock one, two, and three, respectively. If the model

schedules this patient on the first day, it cannot schedule any patient until the

nineteenth day in any timeblock because the scheduling decisions stay the same

in each timeblock. Therefore, the bed-days utilised in timeblock one and two

will be much less than the bed-days available, and our resource management

will be inefficient.

To eliminate the undesirable effect of this feature of the model, we used a

stochastic approach in which reverse decisions were modelled as cancellation

decisions using decision variables Yt,p,d that could cancel some patients’ oper-

ations according to the capacity shortage in each timeblock, independently. In

operational planning, cancelled patients should be rescheduled in the next avail-

able slots with some priority. Since we are developing a tactical MSS, we only

identify patient groups, not patients. As a result, the MSS will be unaffected

if we reschedule a cancelled patient instead of a new patient in the next avail-

able slot for his or her group because each patient’s LoS is randomly sampled

from the fitted LoS distribution. In operational planning, we recommend that

the cancelled patients are rescheduled early in the day to avoid cancelling them

again. After modelling recourse actions, we could generate efficient schedules;

however, there was still some scope for the model to schedule particular pa-

tient subsets on each day to balance resource requirements. As we increase the

number of timeblocks, allowing the model to select patients in the MSS loses

importance. However, the model could take advantage of the known LoS values

while making cancellation decisions.
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Next, we devised a strategy to prevent the model from taking advantage

of this flexibility. We constrained our model to schedule patients in the same

order as their positions in the queue in each group. As a result, the model

could only decide the number of patients to be scheduled on each day of the

scheduling period. For example, if the model decides to schedule four patients

on the first week’s Monday, then they have to be the first four patients that

is the patients at positions from one to four. Since we queued patients in a

realisation randomly, the model has to schedule a randomly-gathered patient

subset on each day. This prevented the model from selecting particular subsets

of patients to balance resource demand. We also constrained our model to can-

cel the earliest scheduled patient first every day in each group. This prevented

the model from identifying patients by taking advantage of known LoS values

while making cancellation decisions. By using these strategies, we developed a

novel approach to optimise patient flow by using a deterministic optimisation

on different sequences of randomly generated LoS realisations.

In the traditional approach, the first stage variables represent the decisions

we make before any uncertainty is revealed, and the second stage variables

represent the decisions we make according to each realised scenario. In Figure

4.1, we represent a traditional two-stage stochastic modelling approach with

three LoS realisations.

Figure 4.1: A traditional two-stage stochastic modelling approach to develop a

MSS.
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Here, the same MSS is repeated for each LoS realisation and the numbers

represent the number of patients in the system (inpatients plus the scheduled

operations) in each scenario on a given weekday. Since the number of patients

in the healthcare facility is different for each LoS realisation, the number of can-

cellations will be different. For example, if there are ten beds in the healthcare

facility, then there will be two cancellations on the first Monday in the first

scenario and no cancellations in the other two scenarios.

We observed that the traditional approach of modelling the stochasticity in

the system is not the same as how the system works in real life. For example, at

the beginning of each scenario, researchers assume that the healthcare facility

is empty because it is difficult to obtain an initial state of the system which

is random and also varies according to the MSS implemented in the previous

scheduling period. If an initial state is obtained using simulation, it becomes

challenging to ensure that it is the stationary state of the system when an opti-

mal MSS is implemented. Therefore, in our approach, we decided to overcome

this weakness.

Our stochastic model uses the LoS realisations in a non-traditional manner.

In our model, the first stage variables are associated with the master plan that

repeats over time for the whole planning horizon, whereas the second stage vari-

ables are cancellation decisions that occur sequentially over time. Moreover, we

extend patients’ remaining LoS from one scheduling period to the next schedul-

ing period which means each timeblock’s resource states (the bed occupancy)

is carried over to the next timeblock. Figure 4.2 represents how we used LoS

realisations to model uncertainty in the patient flow process in a novel way.

Therefore, we incorporate the variability in the LoS realisations as well as the

variability in the resource states at the beginning of each scheduling period in

our model. Since the initial resource states are generated within the optimisa-

tion model, they align well with the obtained MSS.

Here, Xp,d are binary decision variables, associated with the master plan
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that take the value one if patients at position p in the queue are scheduled for

surgery on day d of each timeblock; zero otherwise, and Yt,p,d are cancellation

decision variables that take the value one if the patient at position p in timeblock

t is cancelled on day d. The values of Xp,d stay the same for all the patients at

position p in all timeblocks, whereas Yt,p,d can take different values as t varies.

A typical schedule generated by using the full model for an input of three-block

LoS realisation is given in Table 4.1.

Figure 4.2: A diagram representing our SSMIP approach in which system’s state

at the end of a timeblock is carried forward to the next timeblock

In Table 4.1, the ps’ subscripts represent patients’ positions in the queue, and

the superscripts represent their LoSs. The table shows which patients should

be operated on, on each day, and the struck out patients are the ones whose

operations are cancelled because of a lack of resources. Patients at a particular

position in the queue are scheduled at the same time in each timeblock irrespec-

tive of their LoSs. For example, although the LoSs of patients at position 31 in

the three timeblocks are ten, nineteen, and nine, they are all operated on, on the

third week’s Wednesday of their respective scheduling periods. However, some

patients’ operations may get cancelled according to resource unavailability. For

example, in the first timeblock, patients at position 27 and 29 are cancelled.
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Table 4.1: An optimal MSS generated by the model for a three-block LoS real-

isation

Weekday Mon Tues Wed Thurs Friday

timeblock one

1st week p41, p
6
2, p

2
3 p54, p

3
5 p26 p57, p

2
8 p39, p

2
10, p

3
11

2nd week p512, p
7
13, p

2
14, p

2
15 p416p

2
17 p218, p

8
19 p1120, p

2
21 p322

3rd week p223, p
2
24, p

2
25, p

6
26 p227,p328 p329,p430, p

10
31, p

2
32 p333, p

2
34, p

2
35

4th week p436, p
2
37, p

4
38, p

9
39 p440 p441, p

2
42 p443, p

3
44, p

3
45

timeblock two

1st week p21, p
3
2, p

2
3 p24, p

2
5 p36 p37, p

4
8 p29, p

12
10, p

4
11

2nd week p712, p
2
13, p

3
14, p

2
15 p216p

2
17 p318, p

3
19 p220, p

5
21 p222

3rd week p223, p
2
24, p

2
25, p

11
26 p227,p228 p229,p330, p

19
31, p

3
32 p233, p

2
34, p

2
35

4th week p336, p
2
37, p

4
38, p

2
39 p1040 p841, p

5
42 p1143, p

2
44, p

2
45

timeblock three

1st week p21, p
3
2, p

4
3 p54,p25 p26 p67, p

2
8 p29, p

2
10, p

2
11

2nd week p212, p
2
13, p

4
14, p

3
15 p616p

2
17 p318, p

7
19 p220, p

2
21 p222

3rd week p423, p
2
24, p

2
25,p226 p227, p

2
28 p329, p

3
30, p

9
31, p

2
32 p433, p

2
34, p

3
35

4th week p236, p
2
37, p

2
38, p

2
39 p640 p241, p

2
42 p243, p

2
44, p

2
45

4.5 The model

In this section, we will first define all the notation and then present the MIP

model. The parameter g represents the number of patient groups, and n repre-

sents the maximum number of patients to be scheduled in each timeblock. We

use m to denote the number of timeblocks considered in the planning horizon.

The parameter beds refers to the number of beds (resources) available in the

ICU. Since all the patients in a group are the same from a scheduling perspec-

tive, we refer to them by their positions in the queue in each timeblock. The

set Patients = {1, 2, ..., n}, denotes the set of all patients in each timeblock

and the set timeblocks = {1, 2, ...,m}, contains all the scheduling periods in the

planning horizon. Similarly, the set Groupk refers to the set of patients in group
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k ∀k = 1, ..., g. Finally, the set of all days, working days, and weekends in each

scheduling period are denoted by days, weekdays, and weekends, respectively.

A detailed table of all the notation used is given in Appendix C.

4.5.1 Objective function

We aim to maximise a weighted throughput while maintaining a balance between

resource utilisation and the number of cancellations. We measure resource util-

isation by summing the LoSs of patients in the MSS and subtracting the LoSs

of cancelled patients, whereas we measure the cancellations by summing the

LoSs of cancelled patients. A multiplier f is used to enforce a desirable balance

between these two conflicting objectives. The objective of the optimisation is

to maximise

obj =
∑

t∈timeblocks

∑
p∈Patients

LoSt,p ×
∑

d∈days

(Xp,d − f × Yt,p,d), (4.1)

where Xp,d and Yt,p,d are the binary decision variables as defined in Section 4.4.

4.5.2 Set of constraints

As we discussed in the Introduction, there are some unique features of the elec-

tive patient flow process, and we captured these features in our model by using

several constraints as follows.

Resource availability constraints

In hospitals, elective patients are operated on every weekday and stay in the

ICU or a surgical ward until they recover. The long-stay patients or the patients

who are operated on at the end of a scheduling period may continue their stay

in the ICU or a surgical ward in the next scheduling period. As a result of this,

at the beginning of each scheduling period, some resources are occupied by the

patients from earlier scheduling periods. This means that not all the resources

are available for allocation on the first day of a scheduling period.

We modelled this feature by making use of a rotation schedule such as those

used in crop rotation planning (see Santos et al. [59]). For example, if we solve
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a model for thirteen scheduling periods, then a patient who was operated on in

the last scheduling period will stay in the facility during that period. However,

if that patient’s LoS is more than the remaining days in the period, then we

rotated that patient’s stay into the first scheduling period. While ensuring

resource availability for patients in each timeblock, we take into account patients

from the current timeblock and the previous two timeblocks, and the timeblocks

are numbered in cyclic order. For example,

∑
p∈Patients

{ LoS1,p−1∑
j=0

(Xp,d−j − Y1,p,d−j) +

LoSm,p−1∑
j=0

(Xp,28+d−j − Ym,p,28+d−j)

+

LoSm−1,p−1∑
j=0

(Xp,56+d−j − Ym−1,p,56+d−j)
}
≤ beds, ∀d ∈ days,

(4.2)

are the required constraints for scheduling period one. They state that the

number of patients who were scheduled in periods 1, m − 1, and m, and were

staying in the ICU on day d of scheduling period one, must be less than or

equal to the number of beds (resources) in the ICU. The required constraint for

scheduling period two is

∑
p∈Patients

{ LoS2,p−1∑
j=0

Xp,d−j − Y2,p,d−j +

LoS1,p−1∑
j=0

Xp,28+d−j − Y1,p,28+d−j

+

LoSm,p−1∑
j=0

Xp,56+d−j − Ym,p,56+d−j ≤ beds
}
≤ beds, ∀d ∈ days.

(4.3)

Similarly, the patients who were operated on in scheduling periods t − 1

and t− 2 might stay in the ICU during period t, ∀t = 3, ...,m, and the required

constraints to make sure that the number of patients on each day d of timeblock

t is less than or equal to the number of beds are

∑
p∈Patients

{ LoSt,p−1∑
j=0

Xp,d−j − Yt,p,d−j +

LoSt−1,p−1∑
j=0

Xp,28+d−j − Yt−1,p,28+d−j

+

LoSt−2,p−1∑
j=0

Xp,56+d−j − Yt−2,p,56+d−j ≤ beds
}
≤ beds, ∀d ∈ days.

(4.4)
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Note that we considered the two previous periods in these constraints. This

is because the LoS data we used allows patients to stay in the ICU for up to

three timeblocks. This could be easily modified to take into account longer or

shorter LoSs. Rotational scheduling helps model the actual process in which

not all the resources are available at the beginning of the scheduling period.

Furthermore, rotation scheduling also helps us avoid some infeasible and im-

practical schedules. For example, when we group patients according to their

predicted LoS and maximise the weighted throughput without considering ro-

tation, the model tends to schedule all long-stay patients towards the end of the

scheduling period. By doing so, the model can ignore patients’ remaining LoS.

Rotation scheduling removes this unrealistic incentive.

Constraints to avoid multiple scheduled arrivals of the same patient

Each patient can be scheduled for an operation at most once. The required

constraints are ∑
d∈weekdays

Xp,d ≤ 1, ∀p ∈ Patients. (4.5)

Constraints to avoid scheduling patients’ operations over weekends

The constraints,

∑
d∈weekends

Xp,d ≤ 0, ∀p ∈ Patients, (4.6)

make sure that no patient is scheduled over weekends.

Constraints to make sure that only scheduled patients can get can-

celled

We cannot cancel a patient’s operation unless it is scheduled. The constraints

to avoid cancelling unscheduled patients are

Yt,p,d ≤ Xp,d, ∀t ∈ timeblocks, ∀p ∈ Patients, ∀d ∈ days. (4.7)
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Constraints to impose first come first served policy

As we discussed in Section 4.4, we need to constrain our model to schedule

patients in the same order as their position in the queue in each group, and we

refer to these constraints as ordering constraints. However, the model is free to

schedule patients from different groups optimally, irrespective of their positions.

For example, a short-stay patient at position eight can be scheduled before a

long-stay patient at position two. As we will discuss further in Section 4.6, by

using these constraints we were also able to obtain a faster convergence to op-

timality, and a better estimation of the number of cancellations and occupancy

levels. The required inequalities for the ordering constraints are

Xp,d ≤
d∑
t=1

Xp−1,t, ∀{p, p− 1} ∈ Groups, ∀d ∈ days, ∀s = 1..g, (4.8)

and

p×Xp,d ≤ ks +
∑

i∈Groups

d−1∑
t=1

Xi,t, ∀p ∈ Groups, ∀d ∈ days, ∀s = 1..g. (4.9)

Here, the constraints in (4.9) are redundant. However, they are valid inequalities

and proved effective in reducing convergence times.

Constraints to impose first come first cancel policy

As we discussed in Section 4.4, to prevent the model from exploiting the knowl-

edge of known LoS values while making cancellation decisions, we need to enforce

a consistent cancellation order. Therefore, we constrained our model to cancel

the earliest scheduled patient first on each day in each group. The required

constraints for patient group s are

Yt,p,d + 1 ≥ Xp,d + Yt,p+1,d, ∀s = 1..g, ∀p ∈ Groups,

∀d ∈ weekdays, ∀t ∈ timeblocks.
(4.10)

Furthermore, we added some constraints to schedule almost the same num-

ber of patients from each group every weekday. We can easily impose weekly
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periodicity requirements. However, imposing weekly periodicity is equivalent to

requiring the number of scheduled patients in each group to be a multiple of

four in each scheduling period which may result in suboptimal schedules. There-

fore, we added some other constraints to make the schedules almost repetitive

while keeping the number of patients being scheduled for each scheduling period

flexible.

Constraints to reduce the variation in the number of scheduled pa-

tients on each weekday

Let us say that Zd and Dd are auxiliary variables where Zd is the number of

patients being scheduled on day d and Dd is a variable to control the level of

compliance with the weekly periodicity. Then the required set of constraints

to control the variability in the number of patients being scheduled on each

weekday is

Zd =
∑

p∈patients
Xp,d ∀d ∈ days, (4.11)

−Dd ≥ Zd − Zd+7 ≤ Dd ∀d ∈ {1..5}, (4.12)

−Dd ≥ Zd − Zd+7 ≤ Dd ∀d ∈ {1..5}, (4.13)

−Dd+5 ≥ Zd − Zd+14 ≤ Dd+5 ∀d ∈ {1..5}, (4.14)

−Dd+10 ≥ Zd − Zd+21 ≤ Dd+10 ∀d ∈ {1..5}, (4.15)

−Dd+15 ≥ Zd+7 − Zd+14 ≤ Dd+15 ∀d ∈ {1..5}, (4.16)

−Dd+20 ≥ Zd+7 − Zd+21 ≤ Dd+20 ∀d ∈ {1..5}, (4.17)

and

−Dd+25 ≥ Zd+14 − Zd+21 ≤ Dd+25 ∀d ∈ {1..5}. (4.18)

Now, by controlling the range of Dd and the maximum value of the sum-

mation of Dd ∀d ∈ 1..25, we can control the weekly variation in the obtained

schedules without imposing the weekly periodicity. These constraints also help
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us reduce the search space and make the computation faster. We also use some

other tricks to make the computation faster. For example, in some experiments,

we constrained our model to schedule long-stay patients on a particular day of

the week. These tricks help us obtain excellent schedules quickly at the cost of

a slight loss in flexibility. However, in general, these constraints are required to

obtain an implementable schedule.

Furthermore, we may add a few more constraints if we need to ensure that

a minimum number of patients from each group is scheduled each week or the

maximum allowable number of cancellations over the planning horizon is less

than some percentage of the number of scheduled patients. Similarly, we may

add some constraints to make sure that patients from each group are scheduled

for operations in accordance with surgeons’ availability. Adding these extra

constraints can change our tactical decision model to a more operational tool

where other decisions such as surgeons’ rosters need to be considered.

4.6 Computational experiments and results

In this section, we describe various experiments to evaluate the features of our

model. First, we used all the three LoS groups, that is, the short-stay (SS)

group, the medium-stay (MS) group, and the long-stay (LS) group, and we

developed a robust MSS for the ICU and the Neurosurgery unit. We defined

the robust MSS as the schedule that performed better than the other schedules

when all the schedules generated by using various LoS realisations were eval-

uated on an independent very-long LoS realisation. We will use these MSSs

for evaluating the conceptual framework we will develop to predict the capacity

shortage probability in Chapter 5. The next four experiments are designed to

help us understand the various features of the model. In the last experiment,

we provide various schedules obtained by optimising the patient flow process in

the Neurosurgery unit for different LoS realisations.
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4.6.1 A robust MSS to optimise the surgical patient flow

in the ICU

In the first experiment, we optimised the patient flow for ten 130-block LoS

realisations of all the three LoS groups, and we obtained ten different MSSs. As

discussed in Section 4.4, we sampled the LoS realisations from the fitted DPH

distribution of each LoS group, and we used the full model with the objective

given in Equation (4.1) and Constraints (4.2) to (4.10) to develop schedules for

ten 130-block LoS realisations. We also added some constraints as discussed

in subsection 4.5.2 to limit the variation in the number of patients scheduled

on each weekday of the scheduling period. For example, the difference between

the number of SS patients scheduled on the first and the second Monday of the

scheduling period cannot be more than one. These constraints helped us reduce

the search space and obtain a feasible solution quickly. We set the solver time

limit to 72 hours, and the obtained schedules with the optimality gaps of less

than ten per cent.

The obtained schedules for the ICU are given in Table 4.2. In the table,

each box of four rows represents a schedule for an LoS realisation. There are

twenty working days in a scheduling period. The topmost row represents the day

number, and the leftmost column displays the schedule name according to the

patient group. The first three rows of each schedule tell us how many patients

from each group are scheduled, and the last row indicates the total number

of patients being scheduled on each day of a timeblock. Column T shows the

total number of patients being scheduled per timeblock in each LoS group. The

average number of cancellations per timeblock and the occupancy levels (bed

days utilised×100/ bed days available) are given in columns Can and Occ level,

respectively.
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Table 4.2: The MSS obtained for ten 130-block LoS realisations

Day 1 2 3 4 5 8 9 10 11 12 15 16 17 18 19 22 23 24 25 26 T Can

(%)

Occ

(%)

SS1 2 1 3 1 0 2 1 2 1 0 2 1 2 1 0 2 1 3 1 0 26

MS1 3 2 1 0 3 3 2 1 0 3 3 2 1 0 3 2 2 1 0 3 35

LS1 0 0 0 1 1 0 0 0 1 0 0 0 0 1 1 0 0 0 1 0 6

S1 5 3 4 2 4 5 3 3 2 3 5 3 3 2 4 4 3 4 2 3 67 6.5 76.2

SS2 4 0 1 1 0 4 0 1 1 0 4 0 2 1 0 4 0 1 1 0 25

MS2 1 3 0 1 3 1 3 0 1 3 1 3 0 1 3 1 3 1 1 3 33

LS2 0 0 0 1 0 0 0 0 1 1 0 0 0 1 0 0 0 0 1 1 6

S2 5 3 1 3 3 5 3 1 3 4 5 3 2 3 3 5 3 2 3 4 64 5.6 74.2

SS3 1 3 2 1 0 0 3 2 1 0 1 3 2 1 0 1 3 2 1 0 27

MS3 4 0 1 1 3 4 0 1 1 2 4 0 1 1 3 4 0 1 1 3 35

LS3 0 0 0 1 0 0 0 0 1 1 0 0 0 1 0 0 0 0 1 1 6

S3 5 3 3 3 3 4 3 3 3 3 5 3 3 3 3 5 3 3 3 4 68 6.4 77.1

Day 1 2 3 4 5 8 9 10 11 12 15 16 17 18 19 22 23 24 25 26 T Can Occ

SS4 1 3 1 3 0 1 3 1 2 0 1 3 1 2 0 1 3 1 2 0 29

MS4 4 0 2 0 3 4 0 2 1 3 4 0 2 1 3 4 0 2 1 3 39

LS4 0 0 0 1 1 0 0 0 1 0 0 0 0 1 1 0 0 0 1 0 6

S4 5 3 3 4 4 5 3 3 4 3 5 3 3 4 4 5 3 3 4 3 74 10.8 81

SS5 2 2 1 1 1 1 2 1 1 1 1 2 1 1 1 1 2 1 1 1 25

MS5 3 0 2 1 2 3 1 2 1 2 3 1 2 1 2 3 0 2 1 2 34

LS5 0 0 0 1 1 0 0 0 0 1 0 0 0 1 1 0 0 0 0 1 6

S5 5 2 3 3 4 4 3 3 2 4 4 3 3 3 4 4 2 3 2 4 65 7.4 77.9

SS6 3 2 2 0 0 3 2 2 0 0 3 2 2 0 0 3 2 1 0 0 27

MS6 2 1 2 1 2 2 1 2 1 3 2 1 2 1 3 2 1 2 1 3 35

LS6 0 0 0 1 1 0 0 0 0 1 0 0 0 1 1 0 0 0 0 1 6

S6 5 3 4 2 3 5 3 4 1 4 5 3 4 2 4 5 3 3 1 4 68 8.2 77.3

SS7 1 0 1 3 0 1 0 2 3 0 1 0 2 3 0 1 0 2 3 0 23

MS7 3 2 0 0 3 3 2 0 0 3 3 1 0 0 3 3 2 0 0 3 31

LS7 0 0 0 1 1 1 0 0 0 0 0 0 0 1 1 1 0 0 0 0 6
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S7 4 2 1 4 4 5 2 2 3 3 4 1 2 4 4 5 2 2 3 3 60 5.5 71.9

SS8 4 2 0 0 0 4 2 0 0 0 4 2 0 0 0 4 2 1 0 0 25

MS8 1 0 2 3 2 1 0 2 4 2 1 0 2 3 2 1 0 2 3 2 33

LS8 0 0 0 1 1 0 0 0 0 1 0 0 0 1 1 0 0 0 0 1 6

S8 5 2 2 4 3 5 2 2 4 3 5 2 2 4 3 5 2 3 3 3 64 6.1 75.7

SS9 4 0 2 0 0 4 0 2 0 0 4 1 2 0 0 4 1 2 0 0 26

MS9 0 3 0 3 3 0 3 0 2 3 0 3 0 3 3 0 3 0 2 3 34

LS9 0 0 0 1 0 0 0 1 1 0 0 0 0 1 0 0 0 1 1 0 6

S9 4 3 2 4 3 4 3 3 3 3 4 4 2 4 3 4 4 3 3 3 66 5.9 75.8

SS10 4 0 1 0 0 4 0 2 0 0 4 0 1 0 0 4 0 2 0 0 22

MS10 0 3 1 2 2 0 3 1 2 2 0 3 1 2 3 0 3 1 2 2 33

LS10 0 0 0 1 0 0 0 0 1 1 0 0 0 1 0 0 0 0 1 1 6

S10 4 3 2 3 2 4 3 3 3 3 4 3 2 3 3 4 3 3 3 3 61 4 73.4

SAA 4.7 2.7 2.5 3.2 3.3 4.6 2.8 2.7 2.8 3.3 4.6 2.8 2.6 3.2 3.5 4.6 2.8 2.9 2.7 3.4 65.7

SAAR 5 3 3 3 3 5 3 3 3 3 5 3 3 3 4 5 3 3 3 3 66

Table 4.2 shows that all the obtained schedules are different, and the model

finds the best-fitted schedule for each LoS realisation. Although all the sched-

ules are different, they are qualitatively consistent. For example, the highest

number of patients (four or five patients) are scheduled for each week’s Monday

in almost all the schedules. In most of the schedules, SS patients are scheduled

early in the week whereas MS patients are scheduled in the middle and at the

end of the week. Moreover, the rounded sampling average approximation (SAA)

of the total number of patients scheduled on each day given in the second last

row is almost periodic with a period of one week.

Next, we evaluated the performance of all the schedules on an independent

1300-block LoS realisation by using a simulation model. The average occupancy

level, the average number of cancellations, and their 95% confidence interval (CI)

per timeblock computed by the simulation model are given in Table 4.3. For

an easy comparison, we also list the average occupancy level and the average
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number of cancellations computed by using the realisation for which the schedule

proved to be optimal in the last two rows.

Table 4.3: The performance of obtained schedules when we evaluated them

using simulation

Schedule S1 S2 S3 S4 S5 S6 S7 S8 S9 S10

Canceval 7 5.3 6.9 10.5 5.8 7.4 4.3 5.1 5.6 3.7

Occueval 75.7 73.6 76.6 79.5 74.8 76.1 70.5 73.7 75 72.4

CancCI 0-19 0-16 0-18 2-25 0-17 1-19 0-14 0-16 0-16 0-13

OccuCI 64-88 62-87 66-88 70-90 63-88 65-88 58-85 63-86 63-87 61-87

Canc 6.5 5.6 6.4 10.8 7.4 8.2 5.5 6.1 5.9 4.0

Occu 76.2 74.2 77.1 81.0 77.9 77.3 71.9 75.7 75.8 73.4

# Scheduled 67 64 68 74 65 68 60 64 66 61

We obtained a fairly high occupancy level and reasonable average number

of cancellations when we tested the surgery schedules on an independent LoS

realisation. This indicates that all the schedules performed well and there is

a trade-off between the average number of cancellations and the number of

patients scheduled. For example, S4 has a very high number of scheduled oper-

ations (74 per timeblock) and cancellations (10.5 per timeblock). On the other

hand, S7 and S10 have less scheduled operations and fewer cancellations. The

remaining schedules are somewhere in between. Although all the schedules per-

formed well, some of them performed better than the others. For example, S9

dominates S1, S2, S3, S5, S6, and S8, because either S9 has more scheduled

operations in comparison to the others for a similar number of cancellations, or

it has fewer cancellations for a similar throughput. Similarly, S10 dominates S7.

From this analysis, we conclude that S9 is the robust schedule among S1, S2,

S3, S5, S6, S8, and S9, and the others are not comparable because of completely

different numbers of scheduled operations and cancellations.

Most of the schedules we obtained were slightly different from each other

because of three main reasons. First, a majority of patients stayed in the ICU
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for only one day. Therefore, shifting a patient’s operation to the next day or the

previous day according to the LoS realisation generated a new schedule without

significant changes in the objective function’s value. Second, SS and MS patient

groups did not differ much in terms of the average LoS. Although the model

was able to exploit this difference to obtain slightly better performing schedules,

the various possible rearrangements of these groups increased the combinatorial

aspect of the problem and the number of alternative efficient schedules. Finally,

the four-week scheduling period also increased the number of equally efficient

alternative schedules.

4.6.2 Experiment to enhance the robustness of the MSS

In the next four experiments, we evaluate various features of the model. In

order to demonstrate the usefulness of various features of the model distinctly,

we used a new patient group obtained by merging SS and MS patients, and we

increased each patient’s LoS by one day. From here onward, we refer to the

new patient group with the modified LoS as the SS group and the LS group

remains the same. In order to simplify the experiments, we used only the SS

group in the next three experiments, and we stipulated that a maximum of 52

patients could be scheduled each timeblock. There were only three out of 30

LoS realisations for which this maximum was attained.

Since we obtained very competitive schedules for various LoS realisations

in the previous experiment, we experimented to recognise the robust schedule

distinctly. We reduced the number of independent decisions made in the master

plan by imposing weekly periodicity. Periodicity is a desirable feature, and it

makes the MSS more practical for elective surgery planning in hospitals. We

constrained our model to schedule the same number of patients on the same

weekday. The resultant optimal schedules for 30 thirteen-block LoS realisations

are given in Table 4.4. Each row indicates an optimal MSS obtained for one or

more LoS realisations, and the value in the rightmost column is the number of

instances for which that schedule is the optimal schedule. There are also two

MSSs (MSS3 and MSS12) which were not the optimal schedule for any LoS
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realisation in this experiment. However, they were the optimal MSSs in other

experiments. We use the same notation to refer to these MSSs in all experiments

as given in Table 4.4.

Table 4.4: Optimal MSSs generated by the full model for thirteen-block LoS

realisations

Schedule

identity

Mon Tues Wed Thurs Friday Sum Freq

MSS1 4 1 3 1 3 12 11

MSS2 4 1 2 2 3 12 3

MSS3 4 1 3 2 3 13 0

MSS4 4 1 2 1 3 11 5

MSS5 4 2 2 1 3 12 3

MSS6 4 1 2 2 2 11 2

MSS7 4 2 2 2 3 13 2

MSS8 4 1 3 1 4 13 1

MSS9 4 1 2 1 4 12 1

MSS10 3 3 1 2 3 12 1

MSS11 3 2 2 1 3 11 1

MSS12 4 2 1 2 3 12 0

SAA 3.93 1.27 2.37 1.27 3.00 11.84 NA

Mode 4 1 2 1 3 11 NA

MSSR 4 1 3 1 3 12 NA

MSSRf=4
4 1 2 1 3 11 NA

Table 4.4 shows that MSS1 is the most frequently optimal schedule. Still

maintaining our periodicity constraint, we also obtained optimal schedules for

five 104-block (eight years) LoS realisations to compare it with the others. Four

out of five LoS realisations generated MSS1 and one generated MSS2, confirm-

ing our hypothesis that the MSS becomes more robust with respect to LoS real-

isations as we increase the planning horizon. This happened because increasing

the planning horizon resulted in our scheduling decisions being optimised over
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a larger number of LoS realisations. Moreover, MSS1 also performed very well

for the 104-block LoS realisation that generated MSS2 as the optimal schedule.

For example, there were only two more cancellations and 40 fewer bed-days used

in eight years when we imposed MSS1 on that LoS realisation. We will refer to

MSS1 as MSSR (robust MSS). We can see from Table 4.4 that the SAA is not

the same as MSSR. In fact, MSSR is the same as the most frequently optimal

schedule for thirteen-block LoS realisations. We concluded from the experiment

that as we increase the planning horizon, the MSS becomes more robust.

4.6.3 Experiment to assess the effectiveness of the order-

ing constraints

Next, we repeated the same experiment after removing the ordering constraints

in subsection 4.5.2. The purpose of this experiment was to understand the

effect of these constraints. The MSSs obtained for the same 30 thirteen-block

LoS realisations are given in Table 4.5. We obtained four possible MSSs in this

case, and there were two most frequently optimal schedules (MSS1 and MSS3)

each with a frequency of ten.

Table 4.5: Optimal MSSs generated by the relaxed model for thirteen-block

LoS realisations

Schedule

identity

Mon Tues Wed Thurs Friday Sum Freq

MSS1 4 1 3 1 3 12 10

MSS2 4 1 2 2 3 12 5

MSS3 4 1 3 2 3 13 10

MSS8 4 1 3 1 4 13 5

SAA 4 1 2.8 1.5 3.2 12.5 NA

We refer to the model with the ordering constraints as the full model and the

model without the ordering constraints as the relaxed model. The relaxed model

scheduled 52 patients per timeblock for half of the LoS realisations, whereas the
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full model did so for only three (out of 30) LoS realisations. If we allowed the

model to schedule more than 52 patients in each timeblock, it could do so only

for some rare LoS realisations. This is because a weekly periodicity required

the model to increase the number of patients in each timeblock by at least

four and the hard constraint on the number of resources available did not per-

mit scheduling 56 patients in each timeblock. Since the relaxed model had the

flexibility to schedule particular subsets of patients, it was able to schedule 52

patients per timeblock by gathering similar resource users into patient subsets

and then scheduling these subsets in such a way that it can achieve the max-

imum utilisation of available resources. We discuss this behaviour in the next

two paragraphs.

Furthermore, we obtained a smaller number of optimal schedules by using

the relaxed model when compared to the number of optimal schedules obtained

by using the full model. This was a seemingly counter-intuitive result because

by fixing the order of the selected patients in the MSS, we would first expect that

the model would not be able to take advantage of known LoS values. There-

fore, the MSS should converge faster to the most frequent optimal schedule.

We analysed complete solutions generated by both models for one of the LoS

realisations. The full model generated MSS2 and the relaxed model generated

MSS1 as the optimal schedule.

As described in Section 4.4, our thirteen-block LoS realisation was a 13× 52

matrix where the column numbers represented the patients’ positions, and the

row numbers represented their timeblock. Although the LoS realisations were

sampled randomly from the fitted DPH distributions, there was a reasonably

large sampling variability (the variation in sample means and sample variances)

among columns of the matrix because of the small sample size (only thirteen).

Since the relaxed model had the flexibility to schedule columns in any order,

it exploited the knowledge of columns’ sampling variances while developing an

optimal schedule. We observed that the model tended to schedule columns with

small sample variances on Monday, Tuesday, and Friday, whereas the columns

with significant sample variances were scheduled on Wednesday and Thursday.
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An intuitive explanation for this behaviour is that as our data were positively

skewed, columns with large sample variance included relatively longer LoS pa-

tients. Because of the formulation of the objective function, the model tended

to favour longer LoS patients, and it avoided cancelling them. Longer LoS pa-

tients also improved resource utilisation over weekends. The model scheduled

them in the middle of the week so that it could cancel shorter LoS stay patients

at the end of the week if the need arose. Similarly, it scheduled columns with

small variability at the beginning of the week to ensure resource availability for

longer stay patients later in the week.

The full model had to schedule columns in order, and it relied on adjusting

the number of patients being scheduled on each weekday and the position of the

patients who could be cancelled to obtain a better schedule for each LoS realisa-

tion. For example, the complete solution we analysed had MSS2 as the optimal

schedule and the patients at position 32 were cancelled in five out of thirteen

timeblocks. Cancelling patients at position 32 without cancelling patients at

positions 29 and 30 was not possible in MSS1 because they were not the ear-

liest scheduled patients. Therefore, the full model generated MSS2 instead of

MSS1 as the optimal schedule. Although by allowing the order to be broken,

the model seemed to be less affected by a particular sample path, it was an

incorrect inference. The model should not have differentiated among columns

of the LoS realisations because they belonged to the same patient group, and

the ordering constraints helped us achieve that objective.

Furthermore, the larger variation observed in the schedules generated by

the full model vanished when we increased the length of the sample path or

the planning horizon. The claim is evident from the fact that the number of

MSSs obtained reduces from eleven in Table 4.4 to seven in Table 4.6 with

MSS1 appearing 47% of the time when we increased the time horizon from

thirteen-blocks to 26-blocks, and appearing 80% of the time when we increased

the time horizon to 104-blocks. Furthermore, we obtained only two MSSs after

increasing the time horizon to 104-blocks. We also developed a simulation model
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to calculate the actual number of cancellations and the true occupancy level

achieved by implementing MSSR and MSS3 (MSSR was the most frequent

optimal schedule in subsections 4.6.2, and 4.6.3 and MSS3 was another equally

frequent optimal schedule as MSSR in subsection 4.6.3.

Table 4.6: The MSSs generated by the full model for the longer planning hori-

zons

Timeblocks 26-blocks (30 realisations) 104-blocks (five realisations)

Schedule Id Frequency Proportion Frequency Proportion

MSS1 14 0.47 4 0.80

MSS2 6 0.20 1 0.20

MSS3 2 0.07 0 0.00

MSS4 3 0.10 0 0.00

MSS6 1 0.03 0 0.00

MSS7 3 0.10 0 0.00

MSS12 1 0.03 0 0.00

We found that the results from the relaxed model understated the number of

cancellations and overstated the occupancy level when compared to the results

from the simulation model. A detailed comparison of the results is given in

Table 4.7. As evident from Table 4.7, the results generated by the full model

are quite close to the results generated by the simulation model. We can also see

that MSS3 performed slightly better than MSSR in terms of occupancy level,

whereas MSS3’s performance was much worse than that of MSSR in terms

of the number of cancellations. Keeping the number of cancellations within

limits is an essential goal of hospital management. Misleading results from the

relaxed model may entice the hospital management to implement MSS3 and

underachieve that goal.
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Table 4.7: A comparison of the occupancy levels and the average cancellations per timeblock obtained by

the model at different penalty factor

Relaxed model (without the ordering constraints) Full model (with the ordering constraints)

LoS real-

isation

Average

cancella-

tions

Total

Sched-

uled

Canc.

(%)

Occup.

level (%)

Average

cancella-

tions

Total

Sched-

uled

Canc.

(%)

Occup.

level (%)

LoS1 3.2 52 6.21 86.97 4.8 48 9.17 76.84

LoS2 3.6 52 6.95 89.05 4.8 48 9.17 78.96

LoS3 3.0 52 5.77 89.72 4.5 48 8.73 80.02

LoS4 1.6 48 3.11 86.81 7.8 52 14.94 83.59

LoS5 2.2 52 4.29 87.68 3.5 48 6.80 78.18

LoS6 2.2 48 4.14 88.97 3.2 44 6.21 78.14

LoS7 3.4 52 6.51 89.17 4.6 48 8.88 79.98

LoS8 1.0 48 1.92 86.66 4.9 48 9.47 79.95

LoS9 2.0 52 3.85 87.95 3.5 48 6.80 77.94

LoS10 3.4 52 6.51 89.36 4.5 48 8.73 80.14

LoS11 1.2 48 2.37 88.27 5.8 48 11.09 82.54

LoS12 1.8 48 3.40 87.13 2.8 44 5.47 76.77

LoS13 1.9 52 3.70 88.03 3.9 48 7.54 78.53

LoS14 2.7 52 5.18 88.70 3.8 48 7.25 78.41

LoS15 3.6 52 6.95 89.87 4.5 48 8.73 80.81

LoS16 3.5 52 6.66 89.05 4.8 48 9.32 80.38

LoS17 0.7 48 1.33 86.50 2.0 44 3.85 76.77

LoS18 1.7 48 3.25 88.93 2.7 44 5.18 78.73

LoS19 3.2 52 6.07 88.97 6.3 52 12.13 82.61

LoS20 1.2 48 2.22 86.07 5.1 48 9.76 79.79

LoS21 1.2 48 2.22 86.07 5.4 48 10.36 79.36

LoS22 2.3 48 4.44 89.52 3.6 44 6.95 77.59

LoS23 2.8 52 5.33 88.03 6.5 52 12.43 82.14

LoS24 1.8 52 3.55 87.24 3.8 48 7.25 77.04

LoS25 1.1 48 2.07 86.46 4.8 48 9.32 79.63

Simulation results when we implemented
MSSR 4.31 48 8.98 78.47

MSS3 6.96 52 13.38 80.66
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Furthermore, the full model converged to optimality much faster than the

relaxed model because of a drastic reduction in the search space. On average,

a thirteen-block LoS realisation reached a 1% optimality gap in 120 minutes by

using the relaxed model, whereas the same instance was solved to optimality

within twenty minutes by the full model. From the analysis, we concluded that

the ordering constraints helped us in limiting the model’s ability to take advan-

tage of known LoS values and gave us an accurate estimation of occupancy level

and cancellations, and they made the computation faster.

We also concluded that classifying patients into lower variability LoS groups

was useful to manage patient flow more efficiently. Moreover, we analysed the

results from the simulation model, and we provide the box-plots of the number

of occupants in the ICU on each day of the week obtained by implementing

MSSR and MSS3 in Figures 4.3 and 4.4, respectively. Although there is vari-

ation in the number of patients scheduled on each weekday, it is evident from

the box-plots that the variation in the ICU bed demand on each weekday is

reasonably small.

Figure 4.3: The boxplot of the number of patients in the ICU on each weekday

with MSS1
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Figure 4.4: The boxplot of the number of patients in the ICU on each weekday

with MSS3
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4.6.4 Experiment to assess the usefulness of the penalty

factor f

Another important feature of our model was that we could decrease cancella-

tions at the cost of a lower occupancy level, or improve the occupancy level

which would increase cancellations. Therefore, in one of our experiments, we

changed the control parameter, f , from two to four. A detailed comparison

of occupancy level and the number of cancellations at the two penalty levels

is given in Table 4.8. Table 4.8 shows that the percentage of patients being

cancelled reduces drastically when we increase f . However, the occupancy level

also decreases because a smaller number of patients were scheduled. This shows

that there is a trade-off between the occupancy level and the number of can-

cellations. The most frequently obtained schedule was the schedule MSSRf=4

in Table 4.4. This experiment indicates that our model is a flexible tool for

decision-makers to help them make optimal decisions.
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Table 4.8: Comparison of occupancy rates and average cancellations per timeblock for two penalty

factors

f=2 f=4

LoS real-

isation

Average

cancella-

tions

Total

Sched-

uled

Canc.

(%)

Occup.

level (%)

Average

cancella-

tions

Total

Sched-

uled

Canc.

(%)

Occup.

level (%)

LoS1 5.1 48 10.58 77.00 1.0 40 2.08 68.17

LoS2 2.4 44 4.97 76.33 2.4 44 4.97 76.33

LoS3 4.7 48 9.78 80.57 1.6 44 3.37 75.94

LoS4 2.2 44 4.49 76.22 0.8 40 1.60 71.47

LoS5 3.5 48 7.21 78.65 0.8 40 1.76 69.15

LoS6 3.0 44 6.25 78.77 3.1 44 6.41 78.77

LoS7 5.0 48 10.42 80.30 1.3 40 2.72 71.31

LoS8 3.9 48 8.17 80.57 1.1 40 2.24 71.08

LoS9 3.9 48 8.17 78.61 2.1 44 4.33 73.94

LoS10 4.0 48 8.33 79.63 1.2 40 2.40 69.62

LoS11 5.2 48 10.90 81.95 2.2 44 4.65 77.51

LoS12 4.8 48 10.10 80.65 1.5 40 3.04 71.74

LoS13 4.0 48 8.33 78.53 1.4 44 2.88 74.22

LoS14 4.2 48 8.65 78.65 2.4 44 4.97 73.98

LoS15 4.8 48 9.94 80.65 1.3 40 2.72 69.70

LoS16 4.8 48 9.94 79.83 2.3 44 4.81 76.14

LoS17 1.8 44 3.85 76.18 1.8 44 3.85 76.18

LoS18 4.5 48 9.46 81.79 1.0 40 2.08 70.33

LoS19 4.5 48 9.46 78.73 1.1 40 2.24 69.86

LoS20 5.2 48 10.90 79.16 1.5 40 3.21 70.60

LoS21 5.1 48 10.58 79.40 1.2 40 2.56 69.82

LoS22 2.8 44 5.93 77.12 0.6 36 1.28 67.97

LoS23 4.2 48 8.81 79.40 2.1 44 4.33 75.67

LoS24 4.0 48 8.33 78.10 1.3 40 2.72 69.19

LoS25 4.2 48 8.81 81.20 0.5 40 0.96 70.92
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4.6.5 Analysing an MSS developed by using a reduced

variability LoS distribution

We performed an experiment to understand the effect of reducing the variation

in the LoS data, and we used both the SS and the LS patient groups in this

experiment. When we use average LoS or make some simplifying assumptions

regarding the LoS distributions, we change the variability in the LoS. In our

case, since the average LoS for each patient group was not an integer, we mod-

elled the LoS with a discrete random variable with only two possible values

{3, 4} while keeping the average LoS the same. In order to compare the results,

we also generated the optimal MSS for the ICU with random LoS realisations,

and the most frequently optimal schedule is given in Table 4.9.

Table 4.9: The robust MSS generated by the model using a 104-block LoS

realisation which includes both SS and LS patients

Number of patients to be operated on each week of the schedule

Day of the week Monday Tuesday Wednesday Thursday Friday

Short stay patients 4 1 2 0 3

Long stay patients 0 0 0 1 0

Total patients 4 1 2 1 3

We found that the MSS obtained was drastically different from the MSSs

obtained in Table 4.4. For example, five short stay patients were scheduled on

each Monday, zero on Tuesday and Wednesday, and three short-stay patients

were scheduled on each Thursday and Friday. Similarly, one long stay patient

was scheduled for surgery on each Tuesday. Moreover, we were able to achieve a

91% occupancy level with only 3.8% cancellations. The results clearly show that

a good scheduling model may lose relevance if it cannot optimise the process for

realistic variability in LoS values.
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4.6.6 Developing surgery schedules for an optimal patient

flow process in the Neurosurgery unit

In the last experiment, we developed the surgery schedules to optimise the pa-

tient flow process in the Neurosurgery unit with fifteen recovery beds allocated

to elective surgery patients. We optimised the patient flow process for 30 26-

block LoS realisations of all the three LoS groups we obtained by classifying

patients in Chapter 3. We sampled the LoS realisations from the fitted DPH

distribution of each LoS group, and we used the full model with the objective

given in Equation (4.1) and Constraints (4.2) to (4.10) to develop schedules for

30 26-block LoS realisations. Moreover, we added some constraints as discussed

in subsection 4.5.2 to make the computation faster and limit the variation in the

number of patients being scheduled on each weekday of the scheduling period.

The complete schedules for the first ten instances are given in Table 4.10.

In the table, each box of four rows represents a schedule for an LoS realisa-

tion. There are twenty working days in a scheduling period. The topmost row

represents the day number. The leftmost column displays the schedule name

according to the patient group. The first three rows of each schedule tell us how

many patients from each group are scheduled, and the last row indicates the

total number of patients being scheduled, on each day of a timeblock. Column

T shows the total number of patients being scheduled per timeblock in each LoS

group.

Table 4.10 shows that the obtained schedules have variation in the weekdays

allocated to each group. However, the total number of patients being scheduled

in all the schedules does not vary much. The variation in the total number of

patients being scheduled is mainly because of the SS group. Table 4.10 also

shows that many different arrangements of patient groups can provide us with

smooth patient flow as long as some rules are followed. For example, not too

many MS patients should be scheduled for two consecutive days. The facility

can accommodate more patients at the beginning of the week, whereas we need

to reduce the number of scheduled arrivals in the middle. Furthermore, more SS

group patients should be operated on at the beginning of the week, and more
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MS and LS group patients should be operated on during the middle and at the

end of the week.

Table 4.10: The MSS obtained for ten 130-block LoS realisations

Day 1 2 3 4 5 8 9 10 11 12 15 16 17 18 19 22 23 24 25 26 T

SS1 3 2 2 0 2 3 2 2 0 2 3 2 2 0 2 3 2 2 0 2 36

MS1 2 1 1 2 1 2 1 1 2 1 2 1 1 2 1 2 2 1 2 1 29

LS1 0 0 0 1 1 0 0 0 0 1 0 0 0 1 1 0 0 0 0 1 6

S1 5 3 3 3 4 5 3 3 2 4 5 3 3 3 4 5 4 3 2 4 71

SS2 1 3 2 2 2 1 2 2 2 2 1 3 2 2 2 1 3 2 2 2 39

MS2 4 0 0 1 2 4 0 0 1 2 4 0 0 1 2 4 0 0 2 2 29

LS2 0 0 0 1 0 0 0 1 1 0 0 0 1 1 0 0 0 0 1 0 6

S2 5 3 2 4 4 5 2 3 4 4 5 3 3 4 4 5 3 2 5 4 74

SS3 4 3 0 1 1 4 3 0 1 1 4 3 1 1 1 4 3 0 1 1 37

MS3 1 0 3 1 2 1 0 3 2 2 1 0 3 2 2 1 0 3 1 2 30

LS3 0 0 0 1 1 0 0 0 0 1 0 0 0 0 1 0 0 0 1 1 6

S3 5 3 3 3 4 5 3 3 3 4 5 3 4 3 4 5 3 3 3 4 73

SS4 4 4 0 1 1 4 4 0 1 1 4 4 0 0 1 4 4 0 0 1 38

MS4 1 0 3 1 2 1 1 3 1 2 1 0 3 1 2 1 0 3 1 2 29

LS4 0 0 0 1 0 0 0 0 2 0 0 0 0 2 0 0 0 0 1 0 6

S4 5 4 3 3 3 5 5 3 4 3 5 4 3 3 3 5 4 3 2 3 73

Day 1 2 3 4 5 8 9 10 11 12 15 16 17 18 19 22 23 24 25 26 T

SS5 2 3 3 1 0 2 3 3 1 0 2 4 3 1 0 2 3 3 1 0 37

MS5 2 0 1 0 4 2 0 2 0 4 2 0 2 0 4 2 0 1 0 4 30

LS5 0 0 0 1 0 0 0 0 1 1 0 0 0 1 1 0 0 0 1 0 6

S5 4 3 4 2 4 4 3 5 2 5 4 4 5 2 5 4 3 4 2 4 73

SS6 4 2 3 0 1 4 2 3 0 1 4 2 3 0 1 4 2 3 0 1 40

MS6 1 0 0 3 3 1 0 0 3 3 1 0 0 2 3 1 0 0 3 3 27

LS6 0 0 0 1 0 0 0 0 1 1 0 0 0 1 1 0 0 0 1 0 6

S6 5 2 3 4 4 5 2 3 4 5 5 2 3 3 5 5 2 3 4 4 73

SS7 3 2 3 1 0 3 2 3 1 0 3 3 3 1 0 3 2 3 1 0 37
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MS7 1 0 0 1 4 2 0 0 1 4 2 0 0 1 4 1 0 0 1 4 26

LS7 0 0 0 1 1 0 0 0 1 0 0 0 0 1 0 0 0 0 1 1 6

S7 4 2 3 3 5 5 2 3 3 4 5 3 3 3 4 4 2 3 3 5 69

SS8 2 4 2 0 1 2 4 2 0 1 2 4 2 0 1 3 4 2 0 1 37

MS8 2 0 1 2 2 2 1 1 2 2 2 1 1 2 2 2 0 1 2 2 30

LS8 0 0 0 1 1 0 0 0 0 1 0 0 0 0 1 0 0 0 1 1 6

S8 4 4 3 3 4 4 5 3 2 4 4 5 3 2 4 5 4 3 3 4 73

SS9 4 2 2 0 1 4 2 2 0 1 4 2 2 0 1 4 2 2 0 2 37

MS9 1 0 1 2 3 1 0 1 2 3 1 0 1 2 2 1 0 1 2 2 26

LS9 0 0 0 1 0 0 0 0 1 0 0 1 0 1 0 0 1 0 1 0 6

S9 5 2 3 3 4 5 2 3 3 4 5 3 3 3 3 5 3 3 3 4 69

SS10 4 3 1 0 2 4 3 1 0 1 4 3 1 0 2 4 3 1 0 1 38

MS10 1 0 2 2 3 1 0 2 2 3 1 0 1 2 3 1 0 1 2 3 30

LS10 0 0 0 1 0 0 0 0 1 1 0 0 0 1 0 0 0 0 1 1 6

S10 5 3 3 3 5 5 3 3 3 5 5 3 2 3 5 5 3 2 3 5 74

Table 4.11 shows the number of the scheduled patients from each resource

user group and the performance of the 30 schedules obtained by optimising the

patient flow process for the 30 26-block LoS realisations. The first column shows

the identity of the LoS realisation. The next three columns represent the num-

ber of patients being scheduled per timeblock from each group. Column Tot

gives the total number of patients being scheduled per timeblock, and column

Canc indicates the average number of cancellations per timeblock. The last two

columns give the percentage of patients being cancelled and the occupancy level

of the Neurosurgery unit achieved by the corresponding schedule. We observe

that the occupancy level in the case of the Neurosurgery unit is much higher

than that of the ICU, and the reason is that we can achieve better resource

utilisation over weekends.
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Table 4.11: The performance and efficiency of the obtained schedules

MSS SS MS LS Tot Canc Canc. % Occup.

level (%)

S1 36 29 6 71 7.3 10.3 85.5

S2 39 29 6 74 7.7 10.4 86.5

S3 37 30 6 73 7.2 9.9 88.1

S4 38 29 6 73 5.8 8.0 85.6

S5 37 30 6 73 7.8 10.7 87.5

S6 40 27 6 73 5.2 7.2 85.3

S7 37 26 6 69 6.6 9.6 87.6

S8 37 30 6 73 7.9 10.8 87.6

S9 37 26 6 69 6.2 9.0 86.0

S10 38 30 6 74 7.9 10.7 87.4

S11 38 30 6 74 7.7 10.3 87.8

S12 39 30 6 75 8.1 10.8 87.0

S13 36 30 6 72 6.3 8.8 85.9

S14 38 29 6 73 7.6 10.4 85.9

S15 39 30 6 75 6.6 8.8 87.2

S16 38 30 6 74 6.5 8.8 86.8

S17 37 27 6 70 5.9 8.4 85.8

S18 37 30 6 73 6.0 8.2 86.1

S19 37 25 6 68 5.8 8.5 85.7

S20 36 27 6 69 6.1 8.9 86.9

S21 38 30 6 74 6.2 8.3 85.7

S22 37 26 6 69 5.5 7.9 83.6

S23 42 30 6 78 10.5 13.5 88.1

S24 39 26 6 71 4.7 6.7 84.0

S25 37 30 6 73 8.6 11.7 88.5

S26 39 26 6 71 5.9 8.3 86.1

S27 37 29 6 72 8.0 11.2 87.8

S28 37 28 6 71 7.7 10.9 86.7

S29 38 26 6 70 5.0 7.2 85.3

S30 38 29 6 73 7.1 9.7 86.4
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In the case of the ICU, the majority of patients stayed for only one day,

and the occupancy level on Sundays was usually low. Whereas, in the case of

the Neurosurgery unit, many patients stayed multiple nights. Therefore, it was

possible to utilise the resources more efficiently by optimising patient arrival

times.

4.7 Conclusion

In this chapter, we have developed an SSMIP model to optimise the MSS. It

is challenging to model a real-life process with all of its complexities. However,

making unrealistic simplifying assumptions makes a model less useful. In this

work, we have attempted to model the patient flow process without making

many assumptions.

Our mathematical contribution is a novel approach used in our stochastic

MIP model for optimising the MSS in which we used deterministic optimisation

on different sequences of randomly-generated LoS realisations. By conducting

various experiments, we demonstrated that our approach was useful for devel-

oping a robust MSS without optimising the process over a large number of LoS

realisations. Moreover, we proved that the results (the number of cancellations

and the occupancy level) we obtained from the optimisation model were the

same as the results obtained by using the simulation model. We also proved

that the most frequently optimal MSS was the robust MSS and not the rounded

SAA.

By using simulation studies, we demonstrated that the model was useful

for optimising the MSS of all elective surgery patients. We presented here the

optimal MSS for the patients who needed an ICU bed after surgery and for the

Neurosurgery patients. It can be used for optimising patient flow in any surgical

ward. It can be argued that the optimal solution obtained by optimising the

patient flow independently in each ward may not be a feasible solution for a

given surgical suite. However, they can provide us with a sound understand-



Chapter 4. A SSMIP Model For Scheduling Elective Operations 135

ing of the process. Moreover, the model can also be extended to optimise the

whole surgical suite by increasing the number of patient groups and modelling

constraints for each group independently.

The model we have presented in this chapter is useful for strategic or tactical

patient flow management which includes long term decisions. In real life, we also

need to make many decisions to manage daily patient flow. For example, we need

to cancel overbooked patients’ operations according to resource unavailability.

We can make these decisions on the day of surgery, but that is inconvenient for

patients. In the next chapter, we develop a model for operational (day to day)

patient flow management. This model will help us make cancellation decisions

before the day of surgery according to the current resource status.



Chapter 5

A Conceptual Methodology to Predict

the Probability of a Healthcare Facility

Exceeding Capacity

In this chapter, we develop a conceptual methodology to predict the proba-

bility of a healthcare facility exceeding capacity on day t + 1 as a function of

the number of occupants in the facility, their resource user groups, and their

elapsed lengths of stay on day t. We use the fitted length of stay distributions

from Chapter 3 to compute the hazard function of each patient group. Then

we model the patient flow in the healthcare facility as a stochastic process that

enables us to compute the next day capacity shortage probability from the cur-

rent day state variables.

We also develop a discrete event simulation (DES) model of the patient flow

process in which we utilise random length of stay (LoS) realisations sampled

from the fitted distributions. We obtain a record of cancellation data and state

variable data on each day by simulating the patient flow process. Then we use

the state variable data obtained from the simulation as an input for our method-

ology, and solve the model analytically to compute the theoretical probabilities

of capacity shortage the next day.

We use the receiver operating characteristics (ROC) curve and the area

136
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under the receiver operating characteristics curve (AUC) to evaluate the per-

formance of the model, and illustrate the computation of the optimal threshold

probability by using cost-benefit analysis. We demonstrate the results for the

patient flow process in the intensive care unit and the Neurosurgery unit of the

partner hospital. The results indicate that the methodology performs very well

in predicting cancellation probabilities.

5.1 Introduction

Resource planning and control is required to ensure that hospitals can offer qual-

ity care in a timely fashion. Recall from Chapter 1 that resource planning in the

healthcare industry is performed at the strategic, tactical, and operational level.

In Chapter 4, we developed a stochastic sequential mixed-integer programming

(MIP) model for tactical master surgery scheduling which will assist the hos-

pital management with better resource planning at the tactical level. We also

observed that capacity shortage incidences were unavoidable unless the hospital

management keep a high enough buffer capacity in order to absorb disruptions

in daily patient flow caused by the uncertainty in the care delivery process.

However, an ever-growing demand for services is compelling hospital man-

agement to lower the buffer capacity, and it is difficult to achieve a smooth

operational patient flow at lower buffer. Consequently, the hospital is facing

frequent overcrowding and capacity shortage incidences system-wide. Further-

more, the option of expanding capacity is difficult because of a lack of structural,

financial, and human resources. Expanding capacity also increases the cost of

services and diminishes the affordability of the system. We aim to develop

mathematical tools to assist the hospital management to have better resource

planning at the operational level and manage daily patient flow efficiently.

In this chapter, we develop a conceptual methodology to predict capacity

shortage incidences in a healthcare facility. We also develop a discrete event

simulation model to evaluate the methodology and help decision-makers decide



Chapter 5. Predicting Probability of a Healthcare Unit Exceeding Capacity 138

an optimal cut-off probability for taking action according to a capacity shortage

probability prediction. We calibrate the classifier using a cost-benefit analysis

technique and evaluate its performance using the AUC.

The chapter is structured as follows. In Section 5.2, we present a review

of the literature on capacity shortage prediction models and bed management.

In Section 5.3, we describe the problem in detail. We discuss our approach

thoroughly in Section 5.4, and the conceptual methodology is presented in sub-

section 5.4.3. We present a DES model to evaluate the methodology in Section

5.5. We discuss the approach we use to evaluate the methodology in Section

5.6, and the optimal cut-off probability computation in Section 5.7. Next, we

present our results in Section 5.8, and conclude the chapter in Section 5.9.

5.2 Literature review

Optimising the surgery schedule helps us minimise the overflow or the number of

capacity shortage incidences, but it cannot eliminate the possibility of capacity

shortage amidst uncertainty in LoS. Since it is difficult to eliminate the risk of a

healthcare facility exceeding capacity, a prediction model can provide an early

warning, and managers can prepare a mitigation plan accordingly. We are not

aware of much literature on forecasting the occupancy of a healthcare facility by

using predictive modelling in order to manage daily patient flow. However, we

found some literature where researchers have used various techniques to predict

or manage overflow. For example, Teow et al. [64] used a data mining approach

to identify the covariates that can predict bed overflow incidences, and they de-

veloped various models using machine learning techniques to predict overflow in

the emergency department (ED). Au et al. [9] modelled the patient flow process

from the ED to the wards as a continuous-time Markov chain and predicted the

probability of the ED reaching a designated capacity within time t given the

current time and the number of patients waiting.

Cochran and Roche [22] developed a queueing theory based capacity plan-
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ning tool in which they used financial and billing data to assess the bed demand.

Kolesar [44] suggested a Markovian decision model to schedule hospital admis-

sions in which the objective was to maximise the average occupancy with an

overflow constraint. Mathews and Long [51] used a simulation model to demon-

strate that reallocating all the beds from the step-down unit to the ICU resulted

in increased bed occupancy and reduced waiting times.

In this chapter, we develop a conceptual methodology to predict the proba-

bility of a healthcare facility exceeding capacity. We solve the model analytically

and evaluate its performance rigorously. We also illustrate a cost-benefit analy-

sis technique to convert a capacity shortage probability into a prediction stating

whether there will be a capacity shortage the next day. In the next section, we

discuss the problem in detail.

5.3 Problem description

Healthcare resource availability is unpredictable which adds another layer of

complexity to the patient flow management process and makes it challenging

to manage the day to day patient flow. Our partner hospital has a vast pool

of patients, and the hospital management maintains waiting lists for elective

surgery patients in all the surgical units. The need to manage ever-growing

waiting lists motivates hospital management to manage the hospital at a lower

buffer capacity, whereas the unpredictable resource availability makes it diffi-

cult to schedule patients’ arrival times according to resource availability. As a

result of the mismatch in resource demand and availability, capacity shortage

incidences occur frequently.

In Chapter 4, we developed an efficient tactical master surgery schedule to

reduce the risk of capacity shortage incidences while maintaining efficient utili-

sation of resources. We observed that the variability in LoS caused a trade-off

between resource utilisation and the number of cancellations. If we aimed to

utilise resources more efficiently, we were required to turn patients away fre-
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quently. Therefore, we were unable to avoid capacity shortage incidences alto-

gether unless a very low occupancy is maintained.

Since capacity shortage incidences are unavoidable, we need a strategy to

mitigate the adverse effects of those incidences on the patient flow process. The

two adverse effects of capacity shortage are surgery postponement on the day of

surgery and allocation of a recently operated on patient to an undedicated or a

non-home surgical ward which is referred to as a misplacement. Surgery post-

ponement on the day of surgery causes unnecessary inconvenience to patients

and a financial penalty to hospitals. Similarly, misplacements cause poor patient

outcomes and longer LoSs. Therefore, our motivation is to improve operational

patient flow management and subsequently ensure better patient outcomes and

patient satisfaction.

If we can predict the capacity shortage incidences, we can mitigate their

adverse effects. For example, we can avoid the day of surgery cancellations

by rescheduling some patients’ operations according to capacity shortage pre-

dictions. Similarly, we can manage the capacity shortage incidences by shifting

some less vulnerable patients from the wards which are at risk of capacity short-

age to other wards. Capacity shortage predictions also help us synchronise the

reallocations and the new admissions. Therefore, in order to assist the hospital

management to manage the operational patient flow efficiently, we aim to de-

velop a prediction model to forecast capacity shortage incidences. In the next

section, we discuss our methodology.

5.4 Method

The methodology we develop predicts the probability of a capacity shortage

incidence in a healthcare facility as a function of the number of inpatients and

the next day scheduled patients, their resource user groups, and their elapsed

LoS. We refer to these inputs as state variables and will discuss in detail in

subsection 5.4.3. In order to obtain the distribution of the state variables, we
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simulate the patient flow process in the healthcare facility for a long time hori-

zon using a DES model. The required inputs for the DES model are the number

of beds in the healthcare facility, the master surgery schedule (MSS), and the

LoS distribution of each patient group.

5.4.1 The MSS utilised in the patient flow simulation

We use the MSSs we developed in Chapter 4 in order to optimise the flow in

the ICU and the Neurosurgery unit and refer to them by MSSI and MSSN ,

respectively. Recall that our MSS is a four-week timetable which repeats for

several months or a year, and it tells us how many patients from each resource

user group are scheduled every day. In other words, an MSS is a ng×28 matrix

G where ng is the number of patient groups. The entry Gid is the numbers of

patients from group i scheduled on day d of each scheduling period, and G∗d

is column d of G. We refer to day d of a scheduling period as schedule day d.

For the purpose of input to our model, we order the entries of each column of

G according to ascending values of i. In the various experiments we perform in

Section 5.8, the expected and observed capacity shortage incidences in the ICU

and the Neurosurgery unit are obtained by implementing MSSI and MSSN ,

respectively.

5.4.2 LoS distributions utilised in the methodology

We used the patient classifications and LoS distributions we fitted in Chapter 3

for the ICU and Neurosurgery patients in order to compute the hazard function

hg(·) of each patient group g, and utilised them in computing the immediate

discharge probabilities. Recall that in Chapter 3, we adjusted those patients’

LoS who were discharged early because of capacity shortage incidences. In this

work, we used modified patients’ LoS to reflect the actual load on the system

instead of their observed LoS. Furthermore, we only used the predictor variables

that were available in the electronic patient database while classifying patients

into lower variability resource user groups. Next, we develop a methodology to

predict the capacity shortage probability of a healthcare facility.
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5.4.3 A conceptual methodology to predict capacity short-

age incidences

We model the elective patient flow in the ICU or a surgical ward as a stochastic

process in which patients’ admissions and discharges are modelled as events.

Patients’ admission times are scheduled according to the given MSS, whereas

discharges occur randomly according to each patient’s LoS where the LoS is

sampled randomly from the fitted distribution. In this Section, we define the

concept of state on day t that enables us to calculate the distribution of the

number of patients in the ward on day t + 1. In Chapter 3, we observed that

a majority of discharges occurred in the morning and a majority of elective

patients were admitted in surgical wards in the afternoon or evening. As a

consequence, the capacity shortage incidences mainly occurred because of the

patients who could not be discharged in the day. Therefore, we discretised time

in days and computed the capacity shortage probability on a daily basis. In

general, healthcare LoS distributions do not have the memoryless property, and

the evolution of the patient flow process in the future depends on how the pro-

cess has evolved in the past. However, including the ELoS of each patient in

our state variables enables us to predict the behaviour of the system the next

day by using the system’s state on day t.

In our model, we define the system as the healthcare facility in which we

are required to model the patient flow, such as the ICU or a recovery ward

and the facility can accommodate up to C patients. The required number of

beds on day t + 1 can be at most nt+1 (= ct + st+1), where ct is the number

of current occupants on day t and st+1 is the number of patients scheduled for

the next day. In order to access the next day schedule, we keep a record of

the schedule day dt, where dt ∈ {1, 2, . . . , 28}. Furthermore, we define the state

of the system St = (ct, dt, (g1, g2, . . . , gct), (EL1, EL2, . . . , ELct)), where gi is

the resource user group and ELi is the ELoS of patient i for i = 1, 2, . . . , ct.

Therefore, our state variables include the number of patients in the system, the

schedule day, occupants’ resource user groups, and their ELoS.
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The current state contains all the information about the evolution of the

process in the past necessary to predict the future. Since we discretise time

into days, our time-step is equal to one day. Furthermore, in order to label the

patients in the system unambiguously, we sort the patients according to their

ELoS in increasing order and label them from 1 to nt+1, and accordingly, we

relabel their ELoS and their resource user groups, each day. If I is the set of

patients in the facility on day t and O is the set of patients scheduled for day

t + 1 then we refer to P = I ∪ O as the set of patients in the system on day

t. Let S denotes the subset of patients discharged on day t + 1. Note that the

required number of beds on day t + 1 can be more than the capacity of the

healthcare facility. However, if the bed demand exceeds the facility’s capacity,

the last scheduled patients are cancelled. Recall that the MSS is ordered accord-

ing to patients’ resource user groups. Therefore, the patients who arrive after

the healthcare facility reaches capacity leave the system without being admitted.

As the process evolves, the system makes a transition from one state to

another with some probability. The system’s state changes every day even if

there are no new admissions or discharges because the ELoS of the occupants

from the previous day will increase by one. For example, assume that we have

three patients in the healthcare facility on day t, and their resource user groups

and ELoS are (1, 3, 1) and (2, 4, 9), respectively. Furthermore, since the elective

patients’ admission times are scheduled, say that the day t+ 1’s schedule day is

17 and the corresponding schedule is G∗17 = (0, 2, 1) which means the resource

user groups of the next day scheduled patients are (2, 2, 3). The discharge time

of all the six patients in the system is uncertain, and accordingly, the system

can make a transition to one of 26 = 64 possible states. Considering the possi-

bility that only the second patient from the inpatients will be discharged, the

state of system on day (t+ 1) will be St+1 = (5, 17, (2, 2, 3, 1, 1), (0, 0, 0, 3, 10)).

However, if the healthcare facility has only four (say) beds, then the last sched-

uled patient will not be admitted, and the remaining four patients will become

inpatients to decide possible states of the system on day t+ 2. Moreover, since

inpatients’ ELoS increase every day, the system has a state transition every day.
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Our system comprises a number of patients, and the system makes a tran-

sition to a particular state according to whether each individual increases their

ELoS or is discharged. Therefore, we first compute the probability of discharge

of each occupant using their hazard function given that we know their ELoS.

The discharge probability on day t+ 1 given that the ELoS on day t is EL and

the same day discharge probability are given by

P (Discharge on day t+ 1 |ELoS = EL) = hg(EL+ 1) ∀ EL ≥ 1 (5.1)

and

P (Same day discharge) = fg(EL = 0), (5.2)

respectively. Here, hg(·) and fg(·) are the hazard function and the probabil-

ity mass function of patient group g, respectively. Similarly, the conditional

probability of having LoS more than EL is given by

P (LoS ≥ EL+ 1 |ELoS = EL) = 1− hg(EL+ 1) ∀ EL ≥ 1. (5.3)

Next, we use the fact that each patient’s stay or discharge is indepen-

dent of the others in order to compute the probability of a certain pattern

of discharges on day t + 1 given the state on day t. For example, if St =

(ct, dt, (g1, g2, . . . , gct), (EL1, EL2, . . . , ELct)), then the probability that the pa-

tients in the set S (which include inpatients and the same day patients) are

discharged and the others stay the next day is given by

P (Only the patients in set S are discharged the next day ) =∏
i∈I\S

(1− hi(ELi + 1))
∏
i∈O\S

(1− fi(0))
∏
j∈S∩I

hj(ELj + 1)
∏

j∈S∩O
fj(0). (5.4)

Recall that I and O are the set of inpatients and the next day scheduled patients

on day t, the patients in subset S are discharged on day t+ 1, and all the other
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patients increase their ELoS by one.

There is a large number of possible states because each possible pattern of

discharges on day t + 1 creates a new state of the system. However, many

transitions result in exactly the same number of patients in the system. Since

we are interested in computing the probability of capacity shortage incidences,

the quantities of interest are the probabilities of having more than C patients in

the system. We compute this probability as follows. Let P denote the set of all

patients in the system, and D denotes the set of all size k subsets of P, where

|P| = n and n ≥ k. Then the probability of having k patients the next day is

given by

P (#Patients = k) =
∑
S∈D

( ∏
i∈I\S

(1− hi(ELi + 1))
∏
i∈O\S

(1− fi(0))

∏
j∈S∩I

hj(ELj + 1)
∏

j∈S∩O
fj(0)

)
. (5.5)

Furthermore, the probability of capacity shortage in the healthcare facility

is given by

P (Capacity shortage) =
∑
k>C

P (#Patients = k). (5.6)

If the healthcare facility reaches capacity, the patients who arrive after the fa-

cility reaches capacity leave the system without being admitted.

To evaluate the expression in Equation (5.6), we need to compute expressions

of the form

∏
i∈I\S

(1− hi(ELi + 1))
∏
i∈O\S

(1− fi(0))
∏
j∈S∩I

hj(ELj + 1)
∏

j∈S∩O
fj(0), (5.7)

for all the size k subsets S of P, ∀ C < k ≤ n. If we use the brute force approach,

the algorithm will have exponential complexity.
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When we ran the simulation, we evaluated the expression as many times as

there were the number of days in the planning horizon. In order to make the

simulation run quickly, we used a recursive algorithm to evaluate the expres-

sion in quadratic time. Assume that we have only three patients with ELoS

(e1 − 1, e2 − 1, e3 − 1), and we want to compute the probability of having two

or more patients in the facility the next day. We need to compute
∏
i∈L\j

(1 −

hi(ei))hj(ej) for j = 1, 2, 3, and
∏
i∈L

(1− hi(ei)), where L = {1, 2, 3}. If we com-

pute
∏
i∈M

1− hi(ei)
hi(ei)

for the elements of setM = {{1, 2}, {2, 3}, {3, 1}, {1, 2, 3}}

and multiply it by
∏
i∈L

hi(ei), we will obtained the desired expressions.

Therefore, we developed a recursive algorithm that computes the sum of

the element products of all the size k subsets of P, ∀ C < k ≤ n, recursively.

Assume that Pp = {p1, p2, p3} is a set of probabilities, and we want to obtain a

set Pr = {1, p1 + p2 + p3, p1p2 + p1p3 + p2p3, p1p2p3}. The algorithm is given in

Algorithm 1.

Algorithm 1 An algorithm to compute the sum of the subset products of the

same sized subsets of a power set

1: procedure CompSumOfSubsetProd(Pp)

2: S← [1]

3: for i ∈ Pp do

4: S = [x+ y ∗ i for x, y ∈ izip([S, 0], [0,S])]

5: end for

6: Return(S)

7: end procedure

In the algorithm, [S, 0] denotes the set S after appending it with a zero at

the end, and izip(·, ·) is a function in Python that zips multiple arrays in order

to map the index of these arrays. Therefore, we can access the elements of all

the arrays at a given index as a single entity. The set S after each iteration

of the for loop is given by S0 = [1], S1 = [1, p1], S2 = [1, p1 + p2, p1p2], and

S3 = [1, p1 + p2 + p3, p1p2 + p2p3 + p1p3, p1p2p3], respectively.
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In the next section, we develop a DES model of the patient flow process in a

healthcare facility in order to obtain the cancellations data and the distribution

of state variables that enable us to evaluate the methodology and calibrate the

threshold probability for decision making.

5.5 A discrete event simulation model to cali-

brate the conceptual methodology

To calibrate and evaluate the methodology we developed in the previous sec-

tion, we modelled the patient flow in the healthcare facility with a DES model.

We used the Python package SimPy to generate our model. In the model, ad-

missions and discharges were modelled as events, and the healthcare facility

was modelled as a resource centre with the number of resources equal to the

number of beds. We used an unbounded list of patients in each resource user

group where every patient had a unique identification number and their arrival

times were scheduled according to the robust MSS as discussed in subsection

5.4.1. A patient arrived according to his or her schedule and requested a bed

for a random LoS where the LoS was sampled from the fitted DPH distribution

corresponding to his or her resource user group. If a bed was available, the

patient was admitted; otherwise, he or she was rejected. We kept a record of

the number of rejections or cancellations each day.

Recall that we defined a state as the number of current occupants, the sched-

ule day, current occupants’ resource user groups, and their ELoS. We recorded

the values of the state variables every midnight and used our methodology to

compute the theoretical capacity shortage probability the next day by using the

state variables and Equations (5.5) and (5.6).
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5.6 Model evaluation

The predictions can go wrong either because of an imperfect model or as a

consequence of the variability in the process. If there is an irremovable vari-

ability in the physical process, even a perfect model cannot predict with 100%

accuracy. However, a perfect model can measure the best performance we can

achieve amidst uncertainty in the process. To evaluate our methodology, we

simulated the state variables which we used as inputs to compute the capacity

shortage probability predictions and obtained the actual observations of capac-

ity shortage using the same simulation model. This means that we had a perfect

prediction model, and its performance evaluation would determine the best we

can achieve in predicting the capacity shortage incidences.

If we have a good-fit distribution of the patients’ LoS, we should be able

to achieve the same performance of the methodology in predicting the capacity

shortage probability of the healthcare facility as we obtained using the sim-

ulation. However, in a physical process, there can be some other sources of

variability which could limit the actual performance of the methodology. For

example, some emergency patients are admitted to the recovery wards, and they

share resources with the elective patients. Since the emergency admissions are

unscheduled, they bring additional variability in the system.

In an ideal situation, we should have evaluated the performance of the model

and validated it using historical data. We should have collected the state vari-

ables data in the ICU or the Neurosurgery unit and computed the probability of

a capacity shortage the next day using Equations (5.5) and (5.6). We should also

have verified whether there was a capacity shortage the next day and recorded

it against the capacity shortage probability prediction. This would have helped

us in assessing the performance of the model in the physical process. However,

we were not able to do so because we could not obtain historical master surgery

schedules and a record of the capacity shortage incidences. Therefore, we used

simulation to obtain the required data and evaluate the model.

We simulated the patient flow process over a long time horizon and for the
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state of the system we observed at the end of each day over the simulation, we

• computed the theoretical probability of a capacity shortage incidence us-

ing the values of the state variables obtained from the DES model and

Equations (5.5) and (5.6).

• recorded an actual observation of whether there was a capacity shortage

the next day by stepping ahead in the simulation.

This left us with a predicted probability of a capacity shortage incidence that

can assume any value between 0 and 1, and an observation confirming whether

there was a capacity shortage incidence for each day over the simulation time

horizon. Next, we were required to convert the predicted class membership

probability into a prediction stating whether there will be a capacity shortage

the next day. We did so using a cut-off probability f∗p that groups a predicted

probability fp into one of the two classes that is fp ≥ f∗p means a capacity

shortage prediction and vice versa. To evaluate the model using the receiver

operator characteristics ROC curve (see subsection 2.6.5), we needed to compute

the predicted and observed number of days with and without capacity shortage

at various f∗p values. We selected 21 cut-off probabilities where the first cut-off

probability was zero and the remaining cut-off probabilities spread uniformly

between zero and one, and they were enough to approximate the ROC curve

reasonably well.

Next, we calculated the proportion of correct classifications, true positives

(TP ) and true negatives (TN), and wrong classifications, false positives (FP )

and false negatives (FN) at the cut-off probabilities. In our context, a TP was

the observation when the predicted capacity shortage probability was above the

cut-off probability, and the healthcare facility exceeded capacity, a TN was the

observation when the predicted capacity shortage probability was below the cut-

off, and the healthcare facility did not exceed capacity, and so on. We matched

predictions with the actual observations from the DES model and counted the

number of TP , FP , TN , and FN predictions. Then we calculated the true

positive rate (TPR) and the false positive rate (FPR), and plotted the ROC

curve.
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Recall that the area under the ROC curve (AUC) is a quantitative mea-

sure of the performance of the model. The AUC of a classifier is equal to the

probability that the model will assign a higher class C membership probability

to a uniformly selected member of class C than a uniformly selected member

of other classes. Therefore, the higher the AUC of a classification model, the

better the model will perform. We present ROC curves and the AUC values of

the prediction models for the patient flow in the ICU and the Neurosurgery unit

in Section 5.8. We also validated our model using the Hosmer and Lemeshow

goodness of fit test (see subsection 2.6.6). For the interested readers, the ob-

served and expected capacity shortage frequency tables obtained for the patient

flow process in the ICU and the two models of the Neurosurgery unit and the

corresponding Hosmer and Lemeshow goodness of fit test results are given in

Appendix D.

5.7 Computing the threshold probability for man-

agement action

While the AUC value gives us an overview of the model’s performance across all

cut-off probabilities, we still need to determine an optimal cut-off probability

referred to as the threshold probability for decision making. For example, if

the methodology predicts a cancellation probability of 0.3, the decision makers

need to decide whether to act on this prediction or ignore it. We calibrate the

classifier using a cost-benefit analysis technique in which we decide an optimal

cut-off probability f∗p that groups a predicted probability fp into two classes to

maximise the economic benefit obtained by the model. We assess the economic

cost associated to each outcome, such as the cost of a false positive prediction

(CFP ), a false negative prediction (CFN ), a true positive prediction (−CTP ),

and a true negative prediction (−CTN ), and computed the average cost

Cav =
CTPTP + CTNTN + CFPFP + CFNFN

TP + TN + FP + FN
, (5.8)
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across various values of f∗p . Then the f∗p that minimised Cav is referred to as

the optimal cut-off probability or the threshold probability.

Zweig and Campbell [69] derived an equivalent expression in which they

maximised the average benefit

Bav =
TP

TP + FN
− FP

TP + FN
× CFP − CTN
CFN − CTP

, (5.9)

and they proved that the threshold value that maximised Bav was the same as

the one that minimised Cav.

Another criterion to select the threshold value is the one that maximises the

summation of sensitivity and specificity. However, this criterion ignores the cost

associated with each type of prediction, and it also assumes an equal prevalence

of exceeding capacity and not exceeding capacity. In hospitals, exceeding capac-

ity is less prevalent than not exceeding capacity which indicates that a higher

cut-off value might be more appropriate. However, a false negative prediction is

generally more costly than a false positive prediction which suggests that a lower

threshold might be more economical. Therefore, in order to obtain the threshold

value, we recommend that managers use the threshold value that minimises Cav.

In order to illustrate how to select the threshold value, we computed the Cav

value by using −CTP = CFN = 2 and −CTN = CFP = 1. We assigned a higher

cost to FN and TP predictions than the cost of others because TP and FN

are critical predictions. We obtained the other quantities required to compute

Cav by using simulation. We provide the optimal cut-off values of the prediction

models for the patient flow in the ICU and the Neurosurgery unit in Section 5.8.

Decision makers can assign an appropriate cost corresponding to each quantity

and select an optimal cut-off value accordingly. In the next section, we discuss

the model evaluation results for the ICU and the Neurosurgery unit.
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5.8 Results and discussion

In order to obtain the stationary distribution of the system’s state space, we

ran the simulation using the parameters appropriate to the ICU and the Neu-

rosurgery unit for a time horizon of 5, 232 weeks and used the first 32 weeks

as a warm-up period during which no data was collected. In the simulation,

we scheduled patients’ arrival times according to the robust MSS and sampled

their LoS from the fitted DPH distributions as discussed in Section 5.5. We

recorded the system’s state St = (ct, dt, (g1, g2, . . . , gct), (EL1, EL2, . . . , ELct))

on each day. From the simulation, we only used as much information to com-

pute the probability of capacity shortage as available in real life. From the same

simulation, in order to match the observed capacity shortage incidences with

their computed probabilities, we recorded the days when the capacity shortage

incidences occurred.

We converted capacity shortage probabilities into predictions according to

each cut-off probability and counted the number of TP , FP , TN , and FN pre-

dictions as discussed in Section 5.6. Next, we computed the TPR, FPR, and

the average cost Cav at various cut-off probabilities in order to help decision-

makers decide threshold probability as discussed in Section 5.7. We plotted the

ROC curves and computed their AUC values to evaluate our models. We also

assessed the effect of classifying patients on the probability predictions.

As discussed in subsection 2.6.5, we removed the obvious predictions of a

zero probability of a capacity shortage when computing the TPR, FPR, and

the average cost Cav. For the interested readers, the summaries of computed

TPR, FPR, and Cav at various cut-off probabilities without removing the ob-

servations with a zero probability of a capacity shortage incidence obtained for

the patient flow process in the ICU and the two models of the Neurosurgery

unit, and the corresponding AUC values are given in Appendix D.
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5.8.1 Model evaluation results for patient flow in the ICU

We simulated the elective patient flow in an ICU with seven beds. A total of

88, 400 patients were scheduled, and 9, 338 patients were cancelled over a time

horizon of 5200 weeks. On average, the achieved occupancy level for the ICU

was 77.61%. A summary of computed TPR, FPR, and Cav at various cut-off

probabilities is given in Table 5.1.

Table 5.1: A summary of TPR, FPR, and Cav of the ICU capacity shortage pre-

diction model where the row containing the threshold probability is highlighted

Cutoff TP FP TN FN TPR FPR Cav

0.00 6669 15342 0 0 1.000 1.000 0.091

0.05 6619 13236 2106 50 0.993 0.863 -0.091

0.10 6487 11424 3918 182 0.973 0.745 -0.232

0.15 6257 9899 5443 412 0.938 0.645 -0.329

0.20 5911 8394 6948 758 0.886 0.547 -0.403

0.25 5493 6938 8404 1176 0.824 0.452 -0.459

0.30 4984 5493 9849 1685 0.747 0.358 -0.498

0.35 4359 4214 11128 2310 0.654 0.275 -0.500

0.40 3675 3009 12333 2994 0.551 0.196 -0.485

0.45 2997 2058 13284 3672 0.449 0.134 -0.449

0.50 2426 1372 13970 4243 0.364 0.089 -0.407

0.55 1916 907 14435 4753 0.287 0.059 -0.357

0.60 1543 611 14731 5126 0.231 0.040 -0.316

0.65 1140 340 15002 5529 0.171 0.022 -0.267

0.70 897 223 15119 5772 0.135 0.015 -0.234

0.75 651 132 15210 6018 0.098 0.009 -0.197

0.80 431 62 15280 6238 0.065 0.004 -0.164

0.85 285 34 15308 6384 0.043 0.002 -0.140

0.90 133 12 15330 6536 0.020 0.001 -0.114

0.95 46 2 15340 6623 0.007 0.000 -0.099

1.00 0 0 15342 6669 0.000 0.000 -0.091
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Furthermore, the ROC curve of the ICU capacity shortage prediction model

is given in Figure 5.1. The AUC of the obtained ICU capacity shortage predic-

tion model was 0.768 which indicates that the model performs reasonably well

in predicting the ICU’s capacity shortage probabilities. Since we had a per-

fect prediction model, this is the best we can achieve in predicting the capacity

shortage incidences because the randomness in the process is significantly high.

The obtained AUC value informs us that the model will assign a higher prob-

ability of capacity shortage to a randomly selected day with capacity shortage

when compared to a day without capacity shortage with a probability of 0.768.

Figure 5.1: The ROC curve of the ICU capacity shortage prediction model
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5.8.2 The threshold probability for the patient flow in the

ICU

Table 5.1 shows that Cav attains its minimum at a cut-off probability of f∗p =

0.35. This means that if we set the threshold probability at 0.35, we will be able

to achieve maximum economic benefit from the model. That is, we consider a

probability prediction of ≥ 0.35 to be equivalent to a prediction that there will

be a capacity shortage the next day and vice versa.
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The threshold probability when computed from Table D.4 in Appendix D

stays the same as before. This is because including the TN observations cor-

responding to the zero probability prediction reduces Cav across all the cut-off

values proportionally. Note that Equation (5.8) can be re-written as

Cav =
TP + FP + FN

TP + FP + TN + FN

(CTPTP + CFPFP + CFNFN

TP + FP + FN
+

CTNTN

TP + FP + FN

)
,

(5.10)

and in Equation (5.10) only the number of TN is changing by a constant across

all cut-off values. Therefore, the threshold probability stays the same before and

after removing the observations corresponding to the zero probability prediction.

The AUC is used to evaluate the performance of the model across all the

cut-off probabilities, whereas the sensitivity and specificity of the model is as-

sessed corresponding to the threshold value. The sensitivity (TPR) of the model

is 0.654 which means that the model will predict 65.4% of capacity shortage in-

cidences accurately. The specificity (1-FPR) of the model shows its ability to

predict days without capacity shortage incidences. In this case, the specificity

of the model is 0.725 which is higher than the sensitivity, and so, the model can

predict days without capacity shortage incidences with higher accuracy than the

days with a capacity shortage. However, note that the observed performance of

the model is according to the cost of correct and incorrect decisions we assumed

in Section 5.7. The actual performance of the model should be assessed after

assigning an appropriate cost of each decision.

5.8.3 Model evaluation results for the patient flow in the

Neurosurgery unit

Next, we simulated the patient flow process in the Neurosurgery unit to illus-

trate the generalisation capability of the methodology with a different patient

flow process and LoS distributions. We simulated a surgical ward with fifteen

beds allocated to elective surgery patients. A total of 94, 900 patients were

scheduled, and 9, 074 patients were cancelled over a time horizon of 100 years.
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On average, the achieved occupancy level for the Neurosurgery unit was 85.52%.

A summary of the computed TPR, FPR, and Cav at various cut-off probabilities

are given in Table 5.2.

Table 5.2: A summary of TPR, FPR, and Cav of the ward capacity shortage

prediction model where the row containing a threshold probability is highlighted

Cutoff TP FP TN FN TPR FPR Cav

0.00 5714 12360 0 0 1.000 1.000 0.052

0.05 5678 10926 1434 36 0.994 0.884 -0.099

0.10 5518 8662 3698 196 0.966 0.701 -0.314

0.15 5356 7391 4969 358 0.937 0.598 -0.419

0.20 5157 6444 5916 557 0.903 0.521 -0.480

0.25 4835 5408 6952 879 0.846 0.438 -0.523

0.30 4373 4219 8141 1341 0.765 0.341 -0.553

0.35 3822 3100 9260 1892 0.669 0.251 -0.554

0.40 3310 2234 10126 2404 0.579 0.181 -0.537

0.45 2858 1616 10744 2856 0.500 0.131 -0.505

0.50 2430 1183 11177 3284 0.425 0.096 -0.458

0.55 2051 868 11492 3663 0.359 0.070 -0.409

0.60 1733 656 11704 3981 0.303 0.053 -0.363

0.65 1443 467 11893 4271 0.253 0.038 -0.319

0.70 1058 324 12036 4656 0.185 0.026 -0.250

0.75 635 164 12196 5079 0.111 0.013 -0.174

0.80 270 61 12299 5444 0.047 0.005 -0.105

0.85 77 11 12349 5637 0.013 0.001 -0.067

0.90 7 0 12360 5707 0.001 0.000 -0.053

0.95 0 0 12360 5714 0.000 0.000 -0.052

1 0 0 12360 5714 0.000 0.000 -0.052

The obtained AUC of the model was 0.791 which indicates that the model

performs even better in predicting the Neurosurgery unit’s capacity shortage
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probabilities when compared to that of the ICU. The Cav attains its minimum

at a cut-off probability of 0.35, and therefore, the economically most beneficial

threshold probability according to the cost of correct and incorrect decisions we

assumed in Section 5.7 is 0.35. The corresponding sensitivity and specificity of

the model were 0.669 and 0.749, respectively.

5.8.4 The effect of not clustering patients into groups on

the probability predictions

Next, we performed another experiment to understand the effect of not cluster-

ing patients into lower variability resource user groups on the capacity shortage

probability predictions. We used the Neurosurgery unit’s LoS data for this ex-

periment. We modelled a recovery ward with fifteen beds allocated to elective

surgery patients and the patients’ arrival times precisely in the same manner

as in the previous subsection. However, in this experiment, we used the fitted

DPH distribution of the aggregate LoS data in the Neurosurgery unit instead

of the DPH distributions of each patient group. As a result, we only had one

patient group and one LoS distribution.

The histograms of the predicted capacity shortage probabilities for the model

without classifying patients into groups and for the model after classifying pa-

tients are given in Figures 5.2 and 5.3, respectively. Here, the histograms do not

include the observations having a zero capacity shortage probability predictions.

We refer to the model without classifying patients as Model-1, and the model

in which we classified patients as Model-2.

The histogram in Figure 5.2 indicates that there are high probability masses

in some particular cells and low masses in others. In particular, there is an

almost negligible number of observations in the cells ranging from 0.75 to 1.0.

However, the probability density has fewer fluctuations in the spread in Figure

5.3. There are some observations in the cells ranging from 0.75 to 1.0 which help

us have more confidence in our predictions. The concentrated probability mass

we observe in cells ranging from 0.50 to 0.65 in Figure 5.2 spreads to the lower
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probability range cells. This caused the performance of the model to deteriorate.

Figure 5.2: The histogram of predicted capacity shortage probabilities for the

model without classifying patients into groups.
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Figure 5.3: The histogram of predicted capacity shortage probabilities for the

model after classifying patients into groups.Histogram of the probabilities of the Neurosurgery unit reaching capacity
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In our view, Model-2 would have performed better if we could obtain non-
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overlapping clusters of the LoS data. Since the LoS clusters we obtained had

overlapping ranges of LoS values, the performance of Model-2 was not much

better than that of Model-1. A summary of the computed TPR, FPR, and

Cav at various cut-off probabilities for Model-1 are given in Table 5.3. Com-

paring the Cav values of the two models from Tables 5.2 and 5.3 indicates that

Model-1 (Cav = −0.583) provides slightly higher economic benefits than Model-

2 (Cav = −0.554).

Table 5.3: A summary of TPR, FPR, and Cav for the ward capacity shortage

prediction model where the row containing a threshold probability is highlighted

Cutoff TP FP TN FN TPR FPR Cav

0.00 6244 11066 0 0 1.000 0.367 -0.082

0.05 6157 9514 1552 87 0.986 0.315 -0.241

0.10 6033 7842 3224 211 0.966 0.260 -0.406

0.15 5992 7557 3509 252 0.960 0.251 -0.429

0.20 5636 5963 5103 608 0.903 0.198 -0.531

0.25 5389 5087 5979 855 0.863 0.169 -0.575

0.30 5326 4898 6168 918 0.853 0.162 -0.583

0.35 5131 4515 6551 1113 0.822 0.150 -0.582

0.40 4628 3663 7403 1616 0.741 0.121 -0.564

0.45 4244 3103 7963 2000 0.680 0.103 -0.540

0.50 3885 2750 8316 2359 0.622 0.091 -0.498

0.55 2867 1912 9154 3377 0.459 0.063 -0.359

0.60 1390 784 10282 4854 0.223 0.026 -0.148

0.65 370 177 10889 5874 0.059 0.006 0.017

0.70 61 26 11040 6183 0.010 0.001 0.071

0.75 6 4 11062 6238 0.001 0.000 0.081

0.80 0 3 11063 6244 0.000 0.000 0.082

0.85 0 0 11066 6244 0.000 0.000 0.082

0.90 0 0 11066 6244 0.000 0.000 0.082

0.95 0 0 11066 6244 0.000 0.000 0.082

1.00 0 0 11066 6244 0.000 0.000 0.082
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We also plotted the ROC curves of the two models in Figure 5.4 and com-

puted the AUCs of both models. In Figure 5.4, the green curve belongs to

Model-1 and the red curve to Model-2. The AUC for Model-1 is 0.76, whereas

the AUC for Model-2 is 0.79 which indicates that Model-2 is slightly better than

Model-1.

Figure 5.4: A comparison of ROC curves of the Neurosurgery unit capacity

shortage prediction models
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Recall that Model-1 (Cav = −0.583) provided slightly higher economic ben-

efits than Model-2 (Cav = −0.554). The average economic benefit is a function

of the number of capacity shortage incidences and there were 6244−5714 = 530

more capacity shortage incidences observed while simulating Model-1 than the

capacity shortage incidences observed while simulating Model-2 over a span of

5200 weeks because we utilised two independent LoS realisations when simulat-

ing the two models. As a result, the computed economic benefits for the two

models were different. Therefore, the performance of the two models was almost

indifferent.
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5.9 Conclusion and future work

In this chapter, we have developed a conceptual methodology to compute the

probability of a healthcare facility exceeding capacity the next day according to

the number of occupants, their resource user groups, and their ELoS. We used

simulation studies to demonstrate that our method was useful for predicting the

probability of capacity shortage. We evaluated the methodology rigorously by

using the ROC curve and the AUC, and we illustrated the computation of the

threshold probability using cost-benefit analysis. We also evaluated our method

for two utterly different patient flow processes, one in the ICU, the other in the

Neurosurgery unit. We found that the method was useful for predicting the

capacity shortage probabilities in both facilities.

The obtained AUC values of 0.768 and 0.791 for the ICU and Neurosurgery

unit indicated that the methodology performed reasonably well. Although we

implemented the method for the elective patient flow, it is easily extendible to

take into account the emergency patient flow. Since each ward reaches capacity

independently of the others, the capacity shortage predictions could be used as

an early warning to reallocate patients from the vulnerable wards (those wards

that have a high risk of capacity shortage) to other wards.

The method we have developed can also be used for computing the expected

occupancy of a healthcare facility. If we sum the next day stay probability of

each occupant and the probability of at least a one-day stay for each sched-

uled arrival for the next day, we obtain the expected occupancy of a healthcare

facility. This expected occupancy can be used for the assessment of possible

vacancies and the expected number of cancellations in each ward. In future,

we will use the expected occupancy of each ward to develop a bed reallocation

algorithm which reallocates patients from the vulnerable wards to the wards

with vacant beds.

The performance of our methodology is dependent on a good fitting LoS

distribution model to predict the probability of capacity shortage. In the fu-

ture, we will develop a tool based on some machine learning techniques such
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as neural networks which can be trained by the state variables of the system

and the observed cancellations dataset. After training, we will assess the model

accuracy with test data. We will compare the performance of the method with

that of our methodology. In the next chapter, we will discuss future work and

provide some recommendations for our partner hospital.



Chapter 6

Conclusion and Discussion

6.1 Introduction

This chapter is intended to conclude the thesis and provide recommendations

for the partner hospital. In this project, we aimed to develop novel methods

and techniques to smooth elective patient flow in a surgical suite by utilising op-

erations research techniques and statistical analysis. We observed and analysed

the patient flow process in the surgical suite of the partner hospital, and learned

that it is often difficult to understand the dynamics of real-world systems, such

as the healthcare system, because of complex interactions among its elements.

We also observed that the uncertainty in the process increased the complexity

of the system because we needed to know about the evolution of the processes in

the past and the characteristics of all the random variables involved in order to

predict the future behaviour of the system. Throughout this thesis, we demon-

strated that utilising operations research (OR) and statistical tools helped us

understand the system’s complexity and develop algorithmic techniques for the

intelligent management of the system’s operation.

The chapter is structured as follows. In Section 6.2, we summarise the

strategies and solutions we developed in this thesis. The recommendations for

the partner hospital in particular and other hospitals, in general, are given in

Section 6.3, and directions for future research are given in Section 6.4.

163
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6.2 Results and discussion

In this research project, we studied six dimensions of quality in the healthcare

industry, and defined a research problem after interviewing the hospital man-

agement and caregivers, and observing the patient flow process in the surgical

suite. We utilised OR and statistical tools in order to understand and analyse

the process. An extensive analysis of the process revealed that the random-

ness in resource demand and availability affects the efficiency of the system and

increases its complexity. Furthermore, patients’ timestamp data analysis indi-

cated that the observed lengths of stay (LoS) underestimated the actual load

patients brought to the system. Therefore, in the first stage of the project, we

used statistical analysis techniques and a discrete event simulation model to

analyse the patient flow process in a surgical suite, and unfolded the underlying

complexity in the system.

A differentiation between the artificial variability and the intrinsic variability

of the process was required to improve the efficiency of the system. Further-

more, in order to assess the capacity of the system, we were required to estimate

the load patients brought to the system, and remove the artificial variability in

the process. In Chapter 3, we suggested some adjustments to the timestamp

data, and discretised it into days in order to estimate the load on the system.

Next, we utilised machine-learning techniques to classify patients into lower

variability resource user groups, and found that some patient attributes, such

as the principle prescribed procedure code, age, and the urgency category, were

able to explain the variability in patients’ LoS. Therefore, in the second stage,

we used machine-learning techniques to classify patients into lower variability

resource user groups and subsequently minimised the impact of uncertainty in

patient resource requirements on the efficiency of the system. We also observed

that the random forest method performed best in terms of the cross-validation

error, whereas the classification and regression tree analysis method explained

marginally less variability but was the more informative method because we

could also obtain patient classification.

Since we needed to discretise time in our mixed-integer programming (MIP)



Chapter 6. Conclusion and Discussion 165

and discrete event simulation (DES) modelling approaches, we fitted discrete

Coxian distributions to the LoS data in order to obtain LoS realisations. Af-

ter characterising the load each patient group brought to the system, we gen-

erated random LoS realisations and utilised them in our MIP approach for

master surgery scheduling. In Chapter 4, we developed a stochastic sequen-

tial MIP model for tactical master surgery scheduling in which the patient flow

process was optimised for multiple LoS realisations, and the LoS realisations

were utilised in a chronologically sequential manner, not in parallel. Schedul-

ing decisions were modelled by the first-stage decision variables, whereas the

second-stage decision variables modelled recourse actions. Furthermore, the

non-anticipative feature of the model was enhanced by exploiting the random-

ness in the sample path of LoS realisations. Therefore, the third stage of the

project involved utilising the MIP technique to develop an optimal MSS that

can minimise the capacity shortage incidences in the downstream facilities and

ensure a reasonable patient throughput.

We performed a range of experiments in Chapter 4 with which we demon-

strated that our approach modelled the system’s stochasticity better than other

existing stochastic modelling approaches, and the schedules obtained were more

practical and promising. When evaluated using a DES model, the developed

schedules performed well, and the number of cancellations and the occupancy

level obtained by simulation in the evaluation phase were quite close to the

values obtained from the MIP model. Furthermore, we demonstrated that the

most frequently optimal schedule obtained by solving multiple instances with

a small number of LoS realisations was the same as the schedule obtained by

solving an instance with a large number of LoS realisations. Therefore, by using

our approach, it was possible to obtain a robust schedule without optimising

the process for a large number of LoS realisations.

Although we were able to reduce the number of capacity shortage incidences

by implementing robust surgery schedules, it was difficult to avoid them entirely

amidst uncertainty. In Chapter 5, we modelled the patient flow as a stochastic

process in order to streamline decision-making at operational level. We com-
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puted a patient’s immediate discharge probability using the hazard functions

of the LoS distributions we fitted in Chapter 3. We used the model to pre-

dict the probability of a healthcare facility exceeding capacity, and evaluated its

performance using the area under the receiver operating characteristics curve.

Moreover, we utilised a cost-benefit analysis approach in order to help the hos-

pital management make decisions according to the computed probability of a

capacity shortage incidence the next day. Therefore, in the last stage of the

project, we developed a methodology to predict capacity shortage incidences

in a healthcare facility. The methodology could be used by decision makers to

make evidence based informed decisions to manage day to day patient flow.

We conducted an extensive review of the literature on techniques to improve

the healthcare delivery process throughout the thesis. In particular, we reviewed

the literature on healthcare LoS prediction models and characterising the load

each patient brought to the system in Section 3.2. We investigated the literature

on elective surgery scheduling in Section 4.2, and on capacity shortage predic-

tion models and bed management in Sections 5.2. After a rigorous investigation

of the literature, we found that the researchers aimed to solve each problem in

isolation of the other problems, and there was a lack of a consolidated approach

to smooth patient flow. For example, the researchers who developed the LoS

prediction models did not suggest how to utilise them in tactical planning. Since

LoS prediction models either provide a mean value or a confidence interval of

LoS, it is difficult to use them in stochastic optimisation models for resource

allocation. Similarly, the researchers who developed elective surgery scheduling

models either considered the LoS as deterministic or were unable to implement

the uncertainty in the model to the same extent as it existed in the real-life pro-

cess. Therefore, there was a lack of an approach that can help decision makers

make informed decisions and mange patient flow efficiently at each step.

In this thesis, we developed a consolidated approach for healthcare resource

planning and management. We commenced by analysing the patient flow pro-

cess and identified the artificial sources of variability, and subsequently, we de-

veloped a strategic patient flow management scheme or a resource planning
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scheme at the strategic level. We finished our work by developing a prediction

model which will assist resource managers in managing patient flow at opera-

tional level. The thesis aimed to develop innovative methods and techniques

for intelligent management of elective surgery patient flow. Throughout this

thesis, we unfolded the complexities involved in the patient flow management

and developed techniques to manage them. In the next section, we will provide

recommendations for efficient patient flow management.

6.3 Recommendations for the hospital staff

A thorough analysis of the patient flow process in the surgical suite and data

analysis helped us develop an understanding of the healthcare delivery process.

We also developed a range of strategies and solutions for better patient flow

management. Therefore, we recommend that the hospital management should

consider utilising the algorithms and techniques we have developed in order to

improve the patient flow process in the surgical suite. A brief list of recommen-

dations is as follows.

1. Data analysis indicated that patients’ observed LoS underestimated the

load each patient brought to the system. Hospital staff should consider

making adjustments to timestamp data, such as adding another column,

in order to reflect the accurate load each patient brings to the system

which will help decision makers in the accurate assessment of load and

estimation of true resource demand.

2. Clustering patients into groups according to the recovery ward they share

introduces artificial variability in patients’ resource demand, and subse-

quently diminishes the efficiency of the system. Hospital staff should take

advantage of the patient classification scheme we developed in Chapter 3

and make a better estimation of patients’ resource demands.

3. The patient flow in the surgical suite is a complex process with a range

of uncertainties. In order to optimise the flow, the hospital management
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should use robust tactical MSS that can handle the day to day variability.

The stochastic sequential MIP model for tactical MSS we developed in

Chapter 4 can help achieve a better patient flow in the surgical suite. In

Chapter 4, we also developed robust schedules to optimise the patient flow

in the intensive care unit.

4. Finally, the hospital management should implement the conceptual method-

ology we have developed in Chapter 5 in each surgical unit. The prediction

model will help them identify the recovery wards at risk of capacity short-

age the next day, and the ward managers can develop a mitigation plan

in order to avoid misplacement of recently operated on patients.

6.4 Scope for further research

In this thesis, we developed strategies and algorithms and evaluated them rigor-

ously. There is enormous scope to convert these algorithms and techniques into

tools in order to assist decision-makers to make informed decisions. After im-

plementing these tools, a regular follow up is required in order to customise and

improve them. In this project, our focus was to understand, analyse, and opti-

mise the process for elective surgery patients. In real life, elective patients share

resources with emergency patients who are the source of additional variability

into the system. For example, emergency patients are generally prioritised over

elective patients and they may cause cancellation of elective patients’ operations

if the number of emergency operations exceeds the number of slots booked for

emergency operations. There is further scope to extend our work in order to

take into account the extra variability brought by the emergency patients into

the system. We can extend our MIP model to optimise the MSS while taking

into account emergency arrivals and also decide the number of emergency slots

required each day.

Furthermore, there is scope to develop a MIP model for distributing oper-

ating theatre time into various surgical specialities. In Chapter 4, we developed

a model in which we considered capacity constraints at downstream facilities in

order to assess the capacity and optimise flow in recovery wards. By performing



Chapter 6. Conclusion and Discussion 169

capacity analysis at each recovery unit, we can obtain an upper limit on the

number of operations that can be performed every day for each surgery type.

We can then utilise these limits as an input parameter in the MIP model and

develop a surgery schedule that respects recovery wards’ capacity constraints.

However, the obtained surgery schedule might not be optimal because we ob-

tained the upper-limits by optimising each recovery ward in isolation. Further

investigation is required to explore various strategies and develop an appropri-

ate method.

In this project, we utilised the electronic patient database in order to classify

patients into lower variability resource user groups. There is a range of other co-

variates, such as the co-morbidities, diet, caregivers at home, and the occurrence

of adverse events during an admission episode, which were not available in the

electronic patient database and may explain further the variability in patients’

resource requirements. According to field experts, multiple co-morbidities and

adverse events might cause poorer patient outcomes and increased LoS, see

AIHW [5]. An adverse event is defined as an incident where a patient is affected

by the unfortunate outcomes of the care delivery services, such as the adverse

effects of drugs, injuries that occur during care, infections, or bleeding after the

procedure, see AIHW [5]. Since these are unexpected events, we cannot know

about them until they have occurred. However, in our prediction model, we

can use this information to improve our predictions. In the future, there might

be some scope to improve the patient classification scheme and predictions of

capacity shortage incidences by including these covariates into the analysis.
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Regression Tree and Boxplot Diagrams

Figure A.1: The fitted regression tree model for the LoS in vascular surgery

unit
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Figure A.2: The boxplot of clustered patients’ LoS in vascular surgery unit
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Figure A.3: The fitted regression tree model for the LoS in upper gastroentrol-

ogy unit
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Figure A.4: The boxplot of clustered patients’ LoS in upper gastroentrology unit
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Figure A.5: The fitted regression tree model for the LoS in gastroentrology unit
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Figure A.6: The boxplot of clustered patients’ LoS in gastroentrology unit
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Figure A.7: The fitted regression tree model for the LoS in cardiothoracic

surgery unit
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Figure A.8: The boxplot of clustered patients’ LoS in cardiothoracic surgery unit
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Appendix B

DPH Distribution Parameters

The parameters of the three-phase Coxian distribution fitted to short-stay ICU

patients’ LoS data are given by

α = (1, 0, 0),

and

T =


0.2165 0.7662 0.0000

0.0000 0.0000 0.2130

0.0000 0.0000 0.5292

 .

The parameters of the three-phase Coxian distribution fitted to medium-stay

ICU patients’ LoS data are given by

α = (1, 0, 0),

and

T =


0.5219 0.4720 0.0000

0.0000 0.0493 0.0503

0.0000 0.0000 0.8070

 .

The parameters of the three-phase Coxian distribution fitted to long-stay

ICU patients’ LoS data are given by

α = (1, 0, 0),
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and

T =


0.3076 0.6863 0.0000

0.0000 0.7611 0.0200

0.0000 0.0000 0.9467

 .

The parameters of the four-phase Coxian distribution fitted to all ICU pa-

tients’ LoS data are given by

α = (1, 0, 0, 0),

and

T =


0.5069 0.4824 0.0000 0.0000

0.0000 0.0000 0.0471 0.0000

0.0000 0.0000 0.0211 0.9789

0.0000 0.0000 0.0000 0.8769

 .

The parameters of the six-phase Coxian distribution fitted to short-stay Neu-

rosurgery patients’ LoS data are given by

α = (1, 0, 0, 0, 0, 0),

and

T =



0.1901 0.7688 0.0000 0.0000 0.0000 0.0000

0.0000 0.1901 0.5801 0.0000 0.0000 0.0000

0.0000 0.0000 0.1902 0.3286 0.0000 0.0000

0.0000 0.0000 0.0000 0.6520 0.3436 0.0000

0.0000 0.0000 0.0000 0.0000 0.2042 0.0273

0.0000 0.0000 0.0000 0.0000 0.0000 0.9444


.

The parameters of the five-phase Coxian distribution fitted to medium-stay

Neurosurgery patients’ LoS data are given by

α = (1, 0, 0, 0, 0),
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and

T =



0.5599 0.4389 0.0000 0.0000 0.0000

0.0000 0.2919 0.6634 0.0000 0.0000

0.0000 0.0000 0.3720 0.4565 0.0000

0.0000 0.0000 0.0000 0.2929 0.0953

0.0000 0.0000 0.0000 0.0000 0.9017


.

The parameters of the four-phase Coxian distribution fitted to long-stay

Neurosurgery patients’ LoS data are given by

α = (1, 0, 0, 0),

and

T =


0.1757 0.7647 0.0000 0.0000

0.0000 0.8561 0.1439 0.0000

0.0000 0.0000 0.5912 0.0973

0.0000 0.0000 0.000070.9499

 .

The parameters of the five-phase Coxian distribution fitted to all Neuro-

surgery patients’ LoS data are given by

α = (1, 0, 0, 0, 0),

and

T =



0.4290 0.4426 0.0000 0.0000 0.0000

0.0000 0.6870 0.1908 0.0000 0.0000

0.0000 0.0000 0.0001 0.1873 0.0000

0.0000 0.0000 0.0000 0.6060 0.1981

0.0000 0.0000 0.0000 0.0000 0.9373


.



Appendix C

SSMIP Model’s Parameters

g = The number of patient groups.

n = The maximum number of patients allowed to be scheduled in each schedul-

ing period.

m = The number of scheduling periods.

n1, n2, ..., ng = The number of patients in each patient group.

k1, k2, ..., kg = The maximum number of patients in each group that can be

operated on a given day.

beds = The number of beds available in the downstream facility.

Patients : The set of all patients = {1, 2, ..., n}.

Groupk : The set of patients in LoS group k = {(n1+..+nk−1), .., (n1+..+nk)}.

timeblocks : The set of scheduling periods = {1, 2, ...,m}.

days : The set of days in a scheduling period = {1, 2, ..., 27, 28}.

weekdays : The set of weekdays in a scheduling period =

{1, 2, 3, 4, 5, 8, 9, 10, 11, 12, 15, 16, 17, 18, 19, 22, 23, 24, 25, 26}.

weekends : The set of weekends or holidays in a scheduling period = {6, 7, 13, 14, 20, 21, 27, 28}.

Available beddays : Total number of beddays available = 28×m× beds.

LoSt,p = Patient p’s LoS in timeblock t.

f : The penalty factor for cancelling a scheduled operations.

PlannedSurgeries = Total number of planned operations.

CancelledSurgeries = Total number of cancelled operations.
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Used beddays = Total number of bed days used by patients.



Appendix D

Observed and Expected Capacity

Shortage Frequency Tables

Figure D.1: The histogram of the predicted capacity shortage probabilities of

the ICU exceeding capacity
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Table D.1: Observed and expected frequencies of the ICU exceeding capacity,

and the test statistics and p-value of the Hosmer and Lemeshow test

Bink Nk Ok p̄k Ek = Nkp̄
(Ok−Ek)

2

Ek

≤ 0.0001 14389 0 0 0 0

.0001-0.05 2156 50 0.03 64.076 3.092

0.05-0.10 1944 132 0.077 149.713 2.096

0.10-0.15 1755 230 0.124 217.849 0.678

0.15-0.20 1851 346 0.177 327.645 1.028

0.20-0.25 1874 418 0.226 423.009 0.059

0.25-0.30 1954 509 0.272 531.258 0.933

0.30-0.35 1904 625 0.325 618.852 0.061

0.35-0.40 1889 684 0.372 702.552 0.49

0.40-0.45 1629 678 0.424 690.75 0.235

0.45-0.50 1257 571 0.473 594.798 0.952

0.50-0.55 975 510 0.524 510.654 0.001

0.55-0.60 669 373 0.574 384.206 0.327

0.60-0.65 674 403 0.622 419.045 0.614

0.65-0.70 360 243 0.673 242.112 0.003

0.70-0.75 337 246 0.724 244.024 0.016

0.75-0.80 290 220 0.773 224.053 0.073

0.80-0.85 174 146 0.823 143.173 0.056

0.85-0.90 174 152 0.872 151.808 0

0.90-0.95 97 87 0.923 89.576 0.074

0.95-1.00 48 46 0.967 46.395 0.003

Hosmer and Lemeshow test’s p-value = 0.9515 G2 = 10.79



Appendix D. Observed and Expected Capacity Shortage Frequency Tables 182

Table D.2: Observed and expected frequencies of the ward exceeding capacity,

and the test statistics and p-value of the Hosmer and Lemeshow test

Bink Nk Ok p̄k Ek =

Nkp̄

(Ok−Ek)
2

Ek

≤0.0001 18326 0 0 0 0

.0001-0.05 1470 36 0.036 52.95 5.424

0.05-0.10 2424 160 0.074 178.34 1.887

0.10-0.15 1433 162 0.123 175.83 1.088

0.15-0.20 1146 199 0.174 199.92 0.004

0.20-0.25 1358 322 0.227 308.03 0.634

0.25-0.30 1651 462 0.276 454.97 0.108

0.30-0.35 1670 551 0.324 541.33 0.173

0.35-0.40 1378 512 0.374 514.86 0.016

0.40-0.45 1070 452 0.424 453.63 0.006

0.45-0.50 861 428 0.475 408.56 0.925

0.50-0.55 694 379 0.524 363.54 0.658

0.55-0.60 530 318 0.575 304.52 0.596

0.60-0.65 479 290 0.625 299.43 0.297

0.65-0.70 528 385 0.676 357 2.196

0.70-0.75 583 423 0.725 422.49 0.001

0.75-0.80 468 365 0.773 361.7 0.03

0.80-0.85 243 193 0.821 199.5 0.212

0.85-0.90 81 70 0.868 70.34 0.002

0.90-0.95 7 7 0.917 6.42 0.053

0.95-1.00 0 0 0.975 0 0

Hosmer and Lemeshow test’s p-value = 0.8145 G2 = 14.31
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Table D.3: Comparison of the observed and expected frequencies of the ward

exceeding capacity when patients are not clustered into groups, and the test

statistics and p-value of the Hosmer and Lemeshow test

Bink Nk Ok p̄k Ek = Nkp̄
(Ok−Ek)

2

Ek

≤0.0001 19090 0 0 0 0

.0001-0.05 1639 87 0.042 68.18 5.192

0.05-0.10 1796 124 0.062 110.75 1.585

0.10-0.15 326 41 0.133 43.27 0.119

0.15-0.20 1950 356 0.178 346.86 0.241

0.20-0.25 1123 247 0.219 245.86 0.005

0.25-0.30 252 63 0.271 68.19 0.395

0.30-0.35 578 195 0.333 192.38 0.036

0.35-0.40 1355 503 0.376 509.43 0.081

0.40-0.45 944 384 0.422 398.03 0.495

0.45-0.50 712 359 0.478 340.03 1.058

0.50-0.55 1856 1018 0.529 981.36 1.368

0.55-0.60 2605 1477 0.574 1496.32 0.249

0.60-0.65 1627 1020 0.621 1010.67 0.086

0.65-0.70 460 309 0.67 308.12 0.003

0.70-0.75 77 55 0.716 55.14 0

0.75-0.80 7 6 0.762 5.33 0.083

0.80-0.85 3 0 0.804 0 0

0.85-0.90 0 0 0.875 0 0

0.90-0.95 0 0 0.925 0 0

0.95-1.00 0 0 0.975 0 0

Hosmer and Lemeshow test’s p-value = 0.9465 G2 = 10.99



Appendix D. Observed and Expected Capacity Shortage Frequency Tables 184

Table D.4: A summary of TPR, FPR, and Cav of the ICU capacity shortage

prediction model without removing the zero capacity shortage predictions where

the row containing the threshold probability is highlighted

Cutoff TP FP TN FN TPR FPR Cav

0.00 6669 15342 14389 0 1.000 0.516 -0.340

0.05 6619 13236 16495 50 0.993 0.445 -0.450

0.10 6487 11424 18307 182 0.973 0.384 -0.536

0.15 6257 9899 19832 412 0.938 0.333 -0.594

0.20 5911 8394 21337 758 0.886 0.282 -0.639

0.25 5493 6938 22793 1176 0.824 0.233 -0.673

0.30 4984 5493 24238 1685 0.747 0.185 -0.696

0.35 4359 4214 25517 2310 0.654 0.142 -0.698

0.40 3675 3009 26722 2994 0.551 0.101 -0.689

0.45 2997 2058 27673 3672 0.449 0.069 -0.667

0.50 2426 1372 28359 4243 0.364 0.046 -0.642

0.55 1916 907 28824 4753 0.287 0.031 -0.611

0.60 1543 611 29120 5126 0.231 0.021 -0.586

0.65 1140 340 29391 5529 0.171 0.011 -0.557

0.70 897 223 29508 5772 0.135 0.008 -0.537

0.75 651 132 29599 6018 0.098 0.004 -0.515

0.80 431 62 29669 6238 0.065 0.002 -0.494

0.85 285 34 29697 6384 0.043 0.001 -0.480

0.90 133 12 29719 6536 0.020 0.000 -0.464

0.95 46 2 29729 6623 0.007 0.000 -0.455

1.00 0 0 29731 6669 0.000 0.000 -0.450

AUC = 0.88
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Table D.5: A summary of TPR, FPR, and Cav of the ward capacity shortage

prediction model without removing the zero capacity shortage predictions where

the row containing a threshold probability is highlighted

Cutoff TP FP TN FN TPR FPR Cav

0.00 5714 12360 18326 0 1.000 0.403 -0.478

0.05 5678 10926 19760 36 0.994 0.356 -0.553

0.10 5518 8662 22024 196 0.966 0.282 -0.660

0.15 5356 7391 23295 358 0.937 0.241 -0.712

0.20 5157 6444 24242 557 0.903 0.21 -0.742

0.25 4835 5408 25278 879 0.846 0.176 -0.763

0.30 4373 4219 26467 1341 0.765 0.137 -0.778

0.35 3822 3100 27586 1892 0.669 0.101 -0.779

0.40 3310 2234 28452 2404 0.579 0.073 -0.770

0.45 2858 1616 29070 2856 0.500 0.053 -0.754

0.50 2430 1183 29503 3284 0.425 0.039 -0.731

0.55 2051 868 29818 3663 0.359 0.028 -0.707

0.60 1733 656 30030 3981 0.303 0.021 -0.683

0.65 1443 467 30219 4271 0.253 0.015 -0.662

0.70 1058 324 30362 4656 0.185 0.011 -0.628

0.75 635 164 30522 5079 0.111 0.005 -0.590

0.80 270 61 30625 5444 0.047 0.002 -0.555

0.85 77 11 30675 5637 0.013 0 -0.537

0.90 7 0 30686 5707 0.001 0 -0.530

0.95 0 0 30686 5714 0 0 -0.529

1 0 0 30686 5714 0 0 -0.529

AUC = 0.916
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Table D.6: A summary of TPR, FPR, and Cav for the ward capacity shortage

prediction model without clustering patients into groups and before removing

the zero capacity shortage predictions where the row containing a threshold

probability is highlighted

Cutoff TP FP TN FN TPR FPR Cav

0.00 6244 11066 19090 0 1.000 0.367 -0.564

0.05 6157 9514 20642 87 0.986 0.315 -0.639

0.10 6033 7842 22314 211 0.966 0.260 -0.717

0.15 5992 7557 22599 252 0.960 0.251 -0.729

0.20 5636 5963 24193 608 0.903 0.198 -0.777

0.25 5389 5087 25069 855 0.863 0.169 -0.798

0.30 5326 4898 25258 918 0.853 0.162 -0.802

0.35 5131 4515 25641 1113 0.822 0.150 -0.801

0.40 4628 3663 26493 1616 0.741 0.121 -0.793

0.45 4244 3103 27053 2000 0.680 0.103 -0.781

0.50 3885 2750 27406 2359 0.622 0.091 -0.761

0.55 2867 1912 28244 3377 0.459 0.063 -0.695

0.60 1390 784 29372 4854 0.223 0.026 -0.595

0.65 370 177 29979 5874 0.059 0.006 -0.516

0.70 61 26 30130 6183 0.010 0.001 -0.491

0.75 6 4 30152 6238 0.001 0.000 -0.486

0.80 0 3 30153 6244 0.000 0.000 -0.485

0.85 0 0 30156 6244 0.000 0.000 -0.485

0.90 0 0 30156 6244 0.000 0.000 -0.485

0.95 0 0 30156 6244 0.000 0.000 -0.485

1.00 0 0 30156 6244 0.000 0.000 -0.485

AUC = 0.912



Bibliography

[1] ACCD: Australian Consortium for Classification Development . https:

//www.accd.net.au/icd10.aspx#. “[Online; accessed 20-July-2018]”.

[2] Chasm: Six aims for changing the health care system.

http://www.ihi.org/resources/Pages/ImprovementStories/

AcrosstheChasmSixAimsforChangingtheHealthCareSystem.aspx.

“[Online; accessed 9-Feburary-2019]”.

[3] Abdi, H. Holm’s sequential bonferroni procedure. Encyclopedia of research

design 1, 8 (2010), 1–8.

[4] Adan, I., Bekkers, J., Dellaert, N., Vissers, J., and Yu, X. Patient

mix optimisation and stochastic resource requirements: A case study in

cardiothoracic surgery planning. Health Care Management Science 12, 2

(Jun 2009), 129–141.

[5] AIHW. Australia’s health series no. 15. Cat. no. AUS 199. Canberra:

AIHW (2016). “[Online; accessed 20-January-2018]”.

[6] Akaikei, H. Information theory and an extension of maximum likelihood

principle. In Petrov, B. N., & Csaki, F., Eds., Proceedings of the 2nd Inter-

national Symposium on Information Theory (1973), Budapest: Akademiai

Kiado, pp. 267–281.

[7] Alemayehu, B., and Warner, K. E. The lifetime distribution of health

care costs. Health Services Research 39, 3 (2004), 627–642.

[8] Asmussen, S., Nerman, O., and Olsson, M. Fitting phase-type distri-

butions via the EM algorithm. Scandinavian Journal of Statistics (1996),

419–441.

187

https://www.accd.net.au/icd10.aspx#
https://www.accd.net.au/icd10.aspx#
http://www.ihi.org/resources/Pages/ImprovementStories/AcrosstheChasmSixAimsforChangingtheHealthCareSystem.aspx
http://www.ihi.org/resources/Pages/ImprovementStories/AcrosstheChasmSixAimsforChangingtheHealthCareSystem.aspx


Bibliography 188

[9] Au, L., Byrnes, G. B., Bain, C. A., Fackrell, M., Brand, C.,

Campbell, D. A., and Taylor, P. G. Predicting overflow in an emer-

gency department. IMA Journal of Management Mathematics 20, 1 (2009),

39–49.
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