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Abstract

Characterising receptive fields (RFs) in the primary visual cortex (V1) is

central to understanding how neurons and neural circuits process visual in-

formation. The goal of this thesis is to systemically compare the two most

robust RF characterisation techniques available. The best performing tech-

nique will then be used to correlate spatial RFs to two fundamental neuronal

properties in V1: cell classification (using extracellular spike identification);

and contrast adaptation.

I recorded (extracellularly) and estimated the RFs of anaesthetised cat V1

neurons in response to white-Gaussian noise (WGN) using 32-channel array

probes. Single units were characterised using the generalised quadratic model

(GQM), which is based on prior knowledge and assumptions about cortical

processing, and the nonlinear input model (NIM), which is a more physiolog-

ically based parametric modelling framework. Qualitatively, the variability

between the two models increased as the number of required filters increased.

I also compared the performance of the two models quantitatively and found

that it is better to use the more parametric framework of the NIM for RF

characterisation than the GQM, though those advantages depend somewhat

on the availability of spiking data.

In the next part of my thesis, I extracted the extracellular spikes of V1

neurons and correlated their shapes to their spatial RFs extracted using the

NIM. Extracellular spike waveforms from recordings in V1 have tradition-

ally consisted of negative first phases. I identified these spike types in my

data, but I show that there are also distinct classes of spikes with positive

first phases. The RFs and spiking characteristics of these different spike

waveform types were examined, and I found that the negative spiking units

showed characteristics typical of cortical cells (i.e. simple and complex cell

types) and the positive first phase spiking units showed characteristics typical

of thalamic cells, which provide the input to cortex. To further investigate

this theory, I recorded from V1 before and after cortical silencing, and found
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that only positive first phase spikes remained. This provides strong evidence

in support of the theory that the positive first phase spikes are derived from

the thalamic input fibres to the cortex.

For the final part of the project I recovered the RFs (using NIM) of neu-

rons during adaptation to drifting gratings (i.e. contrast adaptation). There

were no consistent changes in the spatial RFs following contrast adaptation

for either simple or complex cells. I also observed that the responses to WGN

images of adapted units were significantly slower than the control units (i.e.

response latency was increased). However, there were several limitations that

arose from this project, which are discussed in detail.

The results of my work have demonstrated three aspects of V1 processing:

(1) the NIM is better than the GQM for RF characterisation; (2) some

extracellular positive first phase spiking units may correspond to recordings

from thalamic axons projecting to V1; and (3) contrast adaptation has no

effect on the spatial RFs, but it does have an effect on the temporal RFs of

cortical V1 neurons.
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Preface

This thesis consists of experimental work from cat cortex performed in Profes-

sor Michael Ibbotson’s laboratory at the National Vision Research Institute

(NVRI). I conducted and was responsible for the collection of electrophysi-

ological data, the writing of analysis software, and the analysis of data. In

detail, the contributions were:

• designing experimental protocols including the stimuli and analysis,

• conducting the experiments including the surgery, in which I was trained

during my studies. These experiments were conducted with the assis-

tance of my colleagues at the NVRI as each experiment continued for

72 hours of non-stop recordings,

• implementation of a spike-sorting program (KiloSort) for high-density

electrodes that is now being used by my colleagues at the NVRI,

• analysis of the data featured in this thesis. The coding for the receptive

field analysis was developed by a team at the NVRI within which I had

a central role. I incorporated the full analysis system into my thesis

work and applied it to my collected data,

• assisting with the care and maintenance of the research animals at the

NVRI.

For the first year of my PhD I worked on a different project, which I did not

continue due to delays in obtaining ethical approval. Therefore, I rapidly

changed to a new project at the onset of year 2 and completed the work

presented here within the remaining allowable time of 2.5 years.

The publications based on the chapters of this are currently under prepara-

tion.
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Chapter 1

Background

The visual system constructs an interpretable representation of the surround-

ing environment from visible light. An essential goal in neuroscience is to

understand the underlying intricate details of the neural processing that al-

lows the brain to achieve this astonishing accomplishment. After detecting

light in the retina and doing basic image analysis in both the retinal and

geniculate neural networks, the first visual cortical processing stage is the

primary visual cortex. In this chapter, I will begin with a simplified review

of the early visual pathway with a strong emphasis on the primary visual

cortex. To improve the flow of the Introduction, detailed background infor-

mation related to each of my specific projects will be at the beginning of each

experimental chapter, rather than in this chapter.

The experimental animal used throughout this thesis is the cat (Felis

catus), which has a primary visual cortex that has many similarities to that

of the human visual cortex (DeYoe et al., 1996; Payne & Peters, 2002). Unless

stated otherwise, descriptions of neural processing will refer to the cat visual

system.
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CHAPTER 1. BACKGROUND

1.1 Early visual pathway

The way the brain processes light from the outside world into useful infor-

mation is a step by step process that involves a hierarchy of brain areas. The

first step of this process starts in the retina, which is found at the back of the

eye. Figure 1.1 illustrates the early visual pathway and the layered neural

processing at each of these stages. In the retina (top inset), photoreceptor

cells detect the light coming through the lens and convert the light into elec-

trical neural signals. There are two types of photoreceptor cell: rods which

are highly sensitive light detectors that are optimal for operation in very low

light levels; and cones which provide the signals that make it possible to see

during the day and generate colour vision (Kolb & Famigilietti, 1974; Kolb

et al., 1981). Photoreceptors transmit their electrical signals to bipolar cells,

which then send information to retinal ganglion cells (RGC). At each of these

retinal synaptic stages, there are lateral connecting horizontal and amacrine

cells that provide lateral inhibition.

1.1. EARLY VISUAL PATHWAY 2



CHAPTER 1. BACKGROUND

Figure 1.1: The early visual pathway from the retina to the primary visual
cortex. Light is detected by the retina, which projects the transmitted electrical
signals to the lateral geniculate nucleus (LGN), which relays its information to the
primary visual cortex. On the right, simplified illustrations of the layered neural
processing within the retina (top inset), lateral geniculate nucleus (middle inset),
and primary visual cortex (bottom inset). Source: visual pathway image from
open source under Creative Commons license; retinal image from Jeffries et al.
(2014); LGN and primary visual cortex images from Alonso (2002).
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CHAPTER 1. BACKGROUND

The axons of RGCs form the optic nerve and transmit the visual infor-

mation from the retina to different visual processing areas in the brain. The

main output of the retina in cats, monkeys and humans is to the dorsal lateral

geniculate nucleus (LGN). In the cat, the LGN is organized in three main

layers: A; A1; and C (middle inset in Figure 1.1). The majority of cells in

the LGN are X cells (coloured in red) and Y cells (coloured in black), with

a low proportion of W cells in the smaller layers (coloured in blue, C1, C2,

C3) (Alonso, 2002). The medial interlaminar nucleus of the thalamus (MIN),

shown on the left in Figure 1.1, contains X and Y cells. The responses and

receptive fields (RFs) of X, Y and W cells differ in several ways: X cells have

relatively small receptive field sizes and linear spatial summation; Y cells

have the largest receptive field sizes and nonlinear spatial summation; and

W cells have large receptive field sizes and either linear or nonlinear spatial

summation (Sherman & Guillery, 2001; Alonso, 2002). The three cells of

the LGN then project to different areas of the cortex. X cells project to

the primary visual cortex (area 17), Y cells project to both areas 17 and 18,

and W cells project mainly to area 19 (Alonso, 2002). It is important to

note that some authors consider area 17 and area 18 as part of the primary

visual cortex because both areas receive input from the LGN (Payne & Pe-

ters, 2002). In my project we recorded from the most dorsal region of the

primary visual cortex in cats, which was almost always area 17. However, on

occasion, electrodes were moved further forward and may have entered the

border regions of area 18. For simplicity, throughout the rest of this thesis I

refer to the area from which I recorded as V1, meaning the first visual area

of the cortical pathway. When I use the term V1 in this context the primary

input is likely to have arisen from thalamic X-cells.

The spatial RFs of neurons in the retina (RGCs) and LGN (X, Y, and

W) are circular with an antagonist centre-surround organisation, and are

categorized into two types (Figure 1.2): ON-centre, which means that the

central regions responds selectively to brightness increments and an OFF

surround (responding to brightness decrements); and OFF-centre, which de-

scribes a centre responding to OFF and a surround responding to ON. This

1.1. EARLY VISUAL PATHWAY 4
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specific receptive field organisation detects local luminance contrast in the

visual environment (i.e. transitions from light to dark, as occur at edges).

Figure 1.2: Typical spatial RFs of neurons in the retina and LGN. They are
circular with an antagonist centre-surround organisation. Left is an ON-centre
RF and right is an OFF-centre RF. Red shows ON and blue shows OFF.

Situated at the posterior aspect of the human brain (superior in cats),

is the primary visual cortex, which receives signals from the LGN (see in-

depth review below). Visual information from the primary visual cortex then

sends outputs to different areas of the brain in two main streams: the ventral

and dorsal streams. The ventral stream (also known as the “what” pathway)

travels to the inferior temporal lobe and is involved with object identification

and recognition. The dorsal stream (also known as the “where” pathway)

travels to the parietal cortex and is involved with object spatial location

(Mishkin et al., 1983).

1.2 Primary visual cortex

Anatomical structure

The primary visual cortex (also known as V1 and area 17), based on cell

body stains, consists of six functionally distinct layers that are parallel to

the cortical surface (bottom inset in Fig. 1.1 and left side in Fig. 1.3).

Through its axons, LGN cells relay the majority of the retinal information

to different layers in the primary visual cortex (bottom inset in Figure 1.1).

1.2. PRIMARY VISUAL CORTEX 5



CHAPTER 1. BACKGROUND

X cell axons that travel to the primary visual cortex are mostly concentrated

in layer 4 with a small proportion to layer 6, Y cell axons travel mostly

to the top of layer 4 with weaker projections to layer 6, and W cell axons

travel to layer 1 and the borders of layer 4. Layers 4 and 6 are known as the

thalamorecipient (or geniculorecipient) layers. Neurons within the primary

visual cortex also project vertically between layers. The feedforward vertical

projections start from Layer 4, the main thalamorecipient layer, to layers

2 and 3, then to layer 5, and then to layer 6 (green arrows in Figure 1.3).

There are also several feedback connections, e.g. layers 2+3 and layer 4

receive feedback projections from the deep cortical layers (orange arrows in

Figure 1.3) (Grieve & Sillito, 1991).

1.2. PRIMARY VISUAL CORTEX 6
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Figure 1.3: Cartoon illustration of the simplified anatomical organisation of pri-
mary visual cortical neurons. On the left are the inputs from X (red), Y (black)
and W (blue) cells from the LGN. Middle are vertical feedforward (FF, green) and
feedback (FB, orange) connections. Right are single neuron types based on cellu-
lar reconstructions: pyramidal (Py) and spiny stellate (SS), which are excitatory
(teal); and basket (Ba) and chandelier (Ch) cells, which are inhibitory (yellow).
Cellular reconstructions also recovered the X and Y axons from the LGN (Th).
Note that this is just a simplified view and not all information on all of the layers
is presented (for example, connections within layers, other cell types, axon projec-
tions, projection strength, etc.). The figure is self-drawn but influenced by Alonso
(2002) and Binzegger et al. (2004).

Each layer of the primary visual cortex also contains different cell types

based on morphology and neuronal type (i.e. excitatory or inhibitory). Fig-

ure 1.3 (right side) shows four main cell types found in the cat primary visual

cortex based on cellular reconstruction: pyramidal cells (Py) which lie within

layers 2-6; spiny stellate cells (SS) which lie within layers 1 and 4; basket cells

(Ba) which lie within layers 2-5; and chandelier cells (Ch) which lie within

layer 2+3 (Binzegger et al., 2004). Note that there are also double bou-

1.2. PRIMARY VISUAL CORTEX 7
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quet cells (L2+3), Martinotti cells (outside L2+3), and Cajal-Retzius cells.

Cellular reconstructions have also recovered axonal arbours originating from

the LGN in layer 4 (Th in Figure 1.3). Pyramidal and spiny stellate cells

are putative excitatory neurons due to their release of glutamate (mostly),

and basket and chandelier cells are putative inhibitory neurons due to their

release of GABA. Through immunohistochemistry, the distribution of exci-

tatory and inhibitory neurons in the primary visual cortex is around 80%

excitatory and 20% inhibitory (Gabbott & Somogyi, 1986). Excitatory and

inhibitory neurons can be classified based on their physiological properties:

the action potentials (spikes) of inhibitory neurons are known to be relatively

fast compared to excitatory neurons (Nowak et al., 2003).

Functional structure

Neurons in the primary visual cortex can also be organized based on several

functional criteria. One functional architecture is the systemic mapping be-

tween the retina and V1, also known as the retinotopic map, where spatial

regions of RGCs within the retina correspond to spatial sections of primary

visual cortical neurons. As illustrated in Figure 1.4A, central vision (de-

tected by the fovea) corresponds to the lateral end of the primary visual

cortex while neurons detecting peripheral vision terminate in the medial side

of the primary visual cortex (Tusa et al., 1978). There is also a partial segre-

gation of inputs from the two eyes. The eye-dominant regions are known as

ocular dominance (OD) patches and contain neurons that prefer input from

a particular eye. The OD regions are arranged in alternate stripes across

the surface of the primary visual cortex and mostly span layer 4 in cat (as

shown in Figure 1.4B as ‘L’ and ‘R’) (Shatz & Stryker, 1978). Perpendic-

ular to these ocular dominance stripes, neurons are organized in geometric

columns spanning the whole thickness of the primary visual cortex based on

their orientation tuning (discussed later). These are referred to as orientation

columns (Singer, 1981). Close to the cortical surface, orientation columns can

be visualised with the use of optical imaging (coloured in Figure 1.4B), and

the convergence of multiple orientation columns results in “pinwheel centres”
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(Bonhoeffer & Grinvald, 1991). With regard to colour, cytochrome-oxidase

(CO) staining in primate cortex reveals patchy patterns mostly in the supra-

granular layers of the primary visual cortex, known as blobs. Neurons within

blobs tend to be more colour sensitive, less binocular, and less selective to

orientation. The columnar organisation of response properties is a distinct

functional architecture in many higher mammals, e.g. orientation and ocu-

lar dominance columns are seen in monkey and cat, but not in the mouse

primary visual cortex (Schuett et al., 2002).
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Figure 1.4: Cartoon illustrations of the functional organisation of primary visual
cortical neurons. (A) Retinotopic representation with neurons detecting central
vision (fovea) represented in the lateral end of the primary visual cortex and neu-
rons detecting peripheral vision represented in the medial end. (B) Illustrations
of three different functional maps in primate cortex: orientation columns shown in
colour; ocular dominance represented as ‘L’ and ‘R’; and blobs as circles. Source:
A open source under Creative Commons license, and B from Milleret & Bui Quoc
(2018).

Physiological classification

First recognized by Hubel & Wiesel (1959) in the cat, the primary visual cor-

tex consists of two distinct cell types: simple and complex cells. These cells

(along with other sensory neurons) have receptive fields (RF) that are tuned
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to particular characteristics of the environment. In vision, a receptive field is

the region of visual space to which a neuron responds to light (ON) or dark

(OFF) deviations from the mean luminance. Hubel and Wiesel discovered

that primary visual cortical neurons responded well to elongated bars with a

preferred orientation at a specific location. This meant the responses of V1

neurons are tuned to stimulus location, lines or edges with a particular slope

(orientation tuning; also mentioned in orientation columns section), and to

regions of different textures (spatial frequency tuning). This specific recep-

tive field organisation functions as a network of edge detectors (e.g. an edge

is a line that divides two regions with different luminance).

Simple cells: Hubel & Wiesel (1959) categorized the receptive fields of corti-

cal simple cells using three precedents: (1) ON and OFF regions are spatially

distinct; (2) the responses of the ON and OFF regions are summed linearly;

and (3) there is antagonism between the ON and OFF regions. A typical

spatial receptive field of a simple cell comprises two neighbouring elongated,

narrow ON or OFF regions. For some simple cells there may be 3 or more

neighbouring regions with the ON and OFF zones alternating. This can

be described mathematically using a Gabor function (Marĉelja, 1980) - an

example of a simple cell is shown in Figure 1.5. The example also shows

the simple cell’s response to a bar of light (yellow), where an orientation

covering the ON region of the receptive field produces a vigorous response

(second row), and a different orientation covering both ON and OFF regions

produces a lesser response (fourth row). The cell does not respond when the

bar of light moves to the OFF region (third row), but it would vigorously

respond if the bar of light was changed to a dark object (not shown in the

figure).
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Figure 1.5: Illustration showing an example simple cell responding to a bar of
light (yellow). On the left is the receptive field denoting ON as red and OFF as
blue, and the various stimulus orientations and positions on the receptive field.
The yellow stimulus line at the bottom indicates when the light bar is turned on.
The black vertical lines are spikes. First row: no response from the cell due to
no stimulus. Second row: the bar of light projected inside the ON region elicits a
vigorous response. Third row: the bar of light moves to the OFF region eliciting no
response. Fourth row: the bar of light at a different orientation projected partially
onto both ON and OFF regions elicits a weak response.

First introduced by Hubel & Wiesel (1962), a common hypothesis to

explain the spatial structure of simple cell receptive fields consists of an

alignment of several LGN circular centre-surround receptive fields. That is,

simple cells receive input from multiple LGN neurons whose circular receptive

fields align to form an elongated and oriented receptive field (Figure 1.6).
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Figure 1.6: Illustration of a simple cell receptive field formed by a convergence
of multiple LGN receptive fields, as hypothesized by Hubel & Wiesel (1962).

Complex cells: If a cell did not have the three properties described above

by Hubel & Wiesel (1959), for example the ON and OFF regions overlapped

with each other and nonlinear summation occurred, it was automatically de-

fined as a complex cell. Complex cells are similar to simple cells in responding

to oriented edges, but the main difference is tuning to stimulus location (or

phase): i.e. they respond to oriented bars but lack the distinct ON and OFF

subregions. For example, a complex cell with the same orientation tuning

as the simple cell in Figure 1.5 would respond vigorously to both the second

and third rows, where the optimal bar of light covers two different locations.

Just as with the formation of simple cells, Hubel & Wiesel (1962) hy-

pothesized that complex cells are hierarchically above simple cells. In this

view, complex cell receptive fields are formed by a convergence of similarly

oriented simple cell receptive fields. Figure 1.7B illustrates an example com-

plex cell receptive field formed by the convergence of two simple cell receptive

fields. The spatial phase invariance is also illustrated in Figure 1.7B, as the

receptive field responds vigorously to two different spatial locations of the

oriented bar of light. Experiments by Movshon et al. (1978) confirmed that

the receptive fields of complex cells are a convergence of several filters, also

known as “subunits”, from their response characteristics to two oriented bars

(ON and OFF).

Quantitative distinction of simple and complex cells: Hubel and Wiesel’s cri-

teria described above only qualitatively classified simple and complex cells.
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Today, a quantitative distinction is used based the disparity between simple

and complex cell responses to sinusoidal drifting gratings (Movshon et al.,

1978), where simple cell responses depend on the spatial phase (location) of

the stimulus and complex cell responses have a degree of spatial phase invari-

ance (less dependent on location). Movshon’s method uses Fourier analysis of

responses to drifting sinusoidal gratings to indirectly judge each cell’s spatial

summation characteristics, as outlined in Hubel and Wiesel’s first principle

paper (1962). Fourier analysis reveals the amplitude of the cell’s response at

the fundamental temporal frequency of the sinusoidal grating (F1), and the

cell’s mean response throughout the duration of the drifting grating (F0).

A ratio is then taken between these two parameters, known as the F1/F0

ratio. A ratio above unity (F1/F0 ¡ 1) classifies a cell as simple (i.e. the

oscillation is larger than the mean response), and a ratio below unity (F1/F0

  1) classifies the cell as complex (i.e. the mean response is larger than the

response oscillation) (Skottun et al., 1991).

Models of simple and complex cells: The spiking responses of simple and

complex cells are generally described using a cascaded multi-stage structure.

Known as the linear-nonlinear Poisson model (LNP), the process from vi-

sual stimulus to response in simple cells is described in three stages (Figure

1.7): (1) the visual stimulus is first passed through a linear filter, which

does a weighted spatial summation of the input (i.e. it assesses the simi-

larity between the stimulus and the spatial filter); (2) the signals are then

passed through a static nonlinearity that converts the signals into firing rates;

and (3) the computed firing rates are randomised using a Poisson process

(Chichilnisky, 2001; Carandini et al., 2005). These models are driven in a

physiological manner. For example, step 1 describes the cell’s integration

of the stimulus over space and time (as described above), the nonlinearity

in step 2 accounts for the polarity sensitivity of the cell, the spike thresh-

old of the neuron and its response saturation, and step 3 accounts for the

randomness of the spiking responses (Chichilnisky, 2001). Complex cells are

modelled using a similar approach. The common model for complex cells

is the energy model (Adelson & Bergen, 1985), which describes a pair of
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filters that process the stimulus input in parallel and pass each through a

quadratic nonlinearity. The outputs are summed and randomised with a

Poisson process. The quadratic nonlinearities and the quadrature phase re-

lationship between the filter pair provide the complex cells with spatial phase

invariance. It is important to note that the models do not provide a complete

representation of simple and complex cells as other nonlinear aspects, such as

refractoriness caused by Na+ channels in cell membranes, are not considered.

Figure 1.7: General models of a simple cell (A) and a complex cell (B). The
complex cell is based on the energy model by Adelson & Bergen (1985). Source:
(Almasi, 2017).

Receptive field characterisation: The first step in the model (spatial filter-

ing) has been well characterised over the past several decades. As mentioned

above, receptive fields were classically characterised by stimulating neurons

with moving bars (Hubel & Wiesel, 1962) or drifting gratings (Movshon et al.,

1978). In recent times, scientists have used reverse correlation techniques to

analyse responses to various arbitrary and prolonged stimuli, such as white-

Gaussian noise or natural images, to uncover a sensory neuron’s receptive
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field structure (Simoncelli & Paninski, 2004). Specifically, when a neuron

is shown a specific set of stimuli, reverse correlation looks at the particu-

lar features of the stimulus that the neuron responds to or is inhibited by,

such that the spatial structure of the receptive field can be recovered. The

various models and characterisation techniques are quite extensive, and an

in-depth revision will be given at the beginning of Chapter 2. Suffice it to

say that these techniques offer a far more objective method for estimating

the receptive field structures of neurons than the often subjective techniques

used previously.

Adaptation

The phenomenon of adaptation is known to be a fundamental process in the

early sensory system that greatly influences visual perception. For example,

in response to a reduced mean luminance environment, the visual system

adjusts the gain of its photoreceptors to maintain the near-optimal ability

to process incoming light signals. Often, during the adjustment phase, vi-

sual perception is temporarily disrupted. Intensive studies have shown that

sensory systems perform several operations to adjust to prolonged stimulus

presentations (adaptation). Neurons are only able to represent a limited

range of signals with their membrane potentials and spiking capacities, and

through adaptation, sensory systems adjust neural activity based on recent

stimulus statistics (Wark et al., 2007). This adaptive processing has been

seen in several sensory systems, including audition (Schweinberger et al.,

2008), somatosensation (Garcia-Lazaro et al., 2007; Maravall et al., 2007),

and vision (Clifford et al., 2007; Kohn, 2007).

In the visual system, the effect of adaptation has been reported in all

of the early stages: retina (Shapley & Enroth-Cugell, 1984); LGN (Solomon

et al., 2004); and primary visual cortex (Carandini, 2000). In V1, two main

things happen when neurons are exposed to prolonged stimulation. The

first is the response amplitudes of neurons significantly change based on the

strength of the stimuli compared with the non-adapted condition (Carandini
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& Ferster, 1997), which is partly due to neural fatigue. The second is that the

neuronal selectivity shifts away from the recently viewed stimuli (Movshon

& Lennie, 1979), which is a specific alteration in stimulus processing. Re-

pulsive shifts, the second adaptation effect, have been observed in several

tuning profiles, including contrast (Ohzawa et al., 1985), spatial frequency

(Saul & Cynader, 1989a), orientation (Dragoi et al., 2000; Jeyabalaratnam

et al., 2013), temporal frequency (Saul & Cynader, 1989b; Ibbotson, 2005),

and spatial location (Dhruv & Carandini, 2014). Furthermore, cat V1 studies

using white noise and natural images have observed that simple cell recep-

tive fields adaptively change with the visual input to enhance the information

transmitted in the neural response (Sharpee et al., 2006).

Even though studies on adaptation have progressed rapidly in the past

several decades, there is still a plethora of neural adaptation that needs to be

understood. Further studies on adaptation (especially contrast adaptation)

will be reviewed at the beginning of Chapter 4.
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1.3 Outline

In general, this thesis is concerned with the characterisation of visual recep-

tive fields in cat primary visual cortical neurons with the intention of better

understanding visual processing. The first chapter provides a brief descrip-

tion of the early visual pathway and a revision of the anatomy and physi-

ology of the primary visual cortex. In Chapter 2, I systematically compare

two of the most robust receptive field characterisation techniques currently

available: the generalised quadratic model (GQM) and the nonlinear input

model (NIM). The two models will be used to characterise neurons in re-

sponse to white-Gaussian noise stimulation, and the techniques used in this

chapter set a precedent for the next two chapters. In Chapter 3 I extract the

electrical output of neurons (extracellular spikes) and assess if there are any

correlations to their preferred visual input (spatial receptive fields). Chapter

4 investigates how prolonged exposure to drifting gratings (contrast adap-

tation) influences the spatial receptive fields of cortical neurons. Finally,

Chapter 5 summarises the results from this thesis and offers suggestions for

possible future directions.

Specifically, my research is designed to address the following:

1. Does the analysis technique used influence the recovered receptive fields

of cortical neurons? To test this, I compare the GQM and the NIM

techniques for V1 neurons when stimulated with white-Gaussian noise.

2. Do classes of extracellular spike waveform have certain types of spatial

receptive field?

3. What affect does adaptation have on a neuron’s spatial receptive field,

as measured using the NIM analysis?

Note that this Introductory chapter did not revise receptive field character-

isation, extracellular spikes, or contrast adaptation. Instead, the beginning

of Chapters 2-4 will cover this material in depth.
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Chapter 2

Comparison between the

Generalized Quadratic Model

and the Nonlinear Input Model

2.1 Introduction and Background

Visual perception depends on the processing of visual input through multi-

ple stages of the cortex. An essential technique in understanding the visual

processing at each of these stages is the characterisation of neuronal recep-

tive fields (RF), which code the neural representation of the visual input.

The first stage of cortical visual processing occurs in the primary visual cor-

tex (V1), where the RFs of simple and complex cells have been extensively

studied over the last several decades. As mentioned in Chapter 1, the orig-

inal characterisation of V1 spatial receptive fields used simple stimuli such

as bright and dark oriented bars (Hubel & Wiesel, 1962). These studies re-

vealed the clear ON-sensitive and OFF-sensitive regions of simple cell RFs,

and the locations and overall sizes of complex RFs. It was not possible to

characterise the ON and OFF regions of complex cells because of their non-

linear spatial summation mechanisms. Shortly after these studies, research

investigated cortical responses to sinusoidal gratings and found several re-

ceptive field properties including spatial frequency, spatial summation, and
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the existence of receptive field subunits (Movshon et al., 1978).

Spike-triggered analysis

More recently, characterisation techniques began to use large ensembles of

stochastic or complex stimuli to recover cortical spatial receptive fields. The

first of these techniques is a type of reverse correlation called spike-triggered

analysis. The objective of spike-triggered analysis is to work backwards by

analysing the collection of stimuli associated with particular spikes (Schwartz

et al., 2006): i.e. a spike-triggered ensemble (Figure 2.1). In perspective, the

distribution and content of the spike-triggered stimulus ensemble indicates

which features of the stimulus space is more likely (or less likely) to elicit

a spike. The analysis searches for any deviation between the raw (original

stimuli) and spike-triggered ensembles in the first and second moments: i.e.

the average (spike-triggered average, STA) and covariance (spike-triggered

covariance STC), respectively. The STA has been used to recover the linear

filters of simple cells, and the STC recovers the nonlinear filters of complex

cells (Touryan et al., 2002; Chen et al., 2007; Rust et al., 2005; Touryan et al.,

2005). It is important to note that for spike-triggered analysis to provide an

unbiased estimate, the raw stimulus distribution has to be spherically sym-

metric in the case of STA (e.g. white-Gaussian noise) and more stringently

must be white-Gaussian noise in the case of STC (Paninski, 2003).
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Figure 2.1: Example of a spike-triggered ensemble. White-Gaussian noise images
corresponding to spikes (blue) are placed into a separate ensemble.

Spike-triggered average: The STA estimates the linear term in the Taylor-

polynomial series expansion of the system response function. It provides an

accurate characterization of the response including the RF in truly linear

systems and the RF in the linear-nonlinear model (Paninski, 2003). Formally,

the STA is represented as:

k̂STA �
1

Nsp

Nsp¸
t�1

sptq (2.1)

where kSTA is the STA filter, Nsp is the total number of pooled spikes, and

sptq is the stimulus preceding the tth spike. For nonlinear neurons that are

symmetric in their response to stimuli of opposite contrast polarity, for ex-

ample ideal complex cells, then limiting the analysis to only the first term

of the polynomial series will not reveal any linear receptive field filter. This

is because if the nonlinear model has a response function which responds

equally to contrast increments and decrements, the mean between the raw

and spike-triggered ensemble will not differ, and thus the analysis would fail
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to provide an estimate of the filters.

Spike-triggered covariance: The STC finds change in variance between the

spike-triggered and raw stimulus distributions. While the STA can only

recover a single filter, which corresponds to only a single direction in the

stimulus space, the STC can recover multiple filters in multiple directions

in stimulus space. This is achieved by computing the covariance matrix

(ĈSTC) of the spike-triggered ensemble, where the outer products of the

spike-triggered ensemble are summed and the STA subtracted (Simoncelli &

Paninski, 2004), defined as:

ĈSTC �
1

Nsp � 1

Nsp¸
t�1

rsptq � k̂STAsrs
ptq � k̂STAs

T (2.2)

After the computation of the covariance matrix (ĈSTC) it is necessary to

conduct an eigenvector analysis on that matrix, which generates eigenvectors

that are sorted by the magnitude of their eigenvalues to identify directions

of large and small variance. The eigenvector analysis estimates the nonlinear

filters that correspond to directions in the stimulus space for which there is

a change in variance between the raw and spike-triggered stimulus.

Semi-parametric modelling

However, as we know, neurons cannot be completely characterised by their

spatial receptive field alone, as there are other parameters governing the spik-

ing mechanism. Recent characterisation techniques have included paramet-

ric models to capture a more physiological representation of the stimulus-

response relationship of simple and complex cells. Similar to the models

shown in Figure 1.7 (Chapter 1), parametric modelling characterises RFs

by fitting the elicited neural data in response to the stimuli followed by a

nonlinear and probabilistic spiking stage to account for the variability in the

neuronal response (Simoncelli & Paninski, 2004; Paninski, 2004).

Linear-nonlinear Poisson model: The parametric model for simple cells in

2.1. INTRODUCTION AND BACKGROUND 22



CHAPTER 2. COMPARISON BETWEEN THE GQM AND THE NIM

V1 is commonly described using the linear-nonlinear Poisson model (LNP),

which is essentially a probabilistic generalisation of spike-triggered analysis.

The LNP is also referred to in Chapter 1 (Fig. 1.7A), where the three-stage

cascade can be described using an homogeneous Poisson process of response

r given a stimulus s:

ppr|sq � Poissonpηq,

η � F
�
xk, sy

�
,

ppr|s; ηq �
ηr expp�ηq

r!

(2.3)

where η represents the firing rate in response to s and x�y denotes the in-

ner product. The visual input passes through a spatial filter k, the static

nonlinearity F converts the signal into firing rate, and the Poisson process

(indicated in the last line of Equation 2.3) converts the firing rate signal into

spike times. These steps represent the three stages of the LNP cascade, re-

spectively. The model parameters (k, F ) are then estimated by maximising

the log-likelihood (LL) given the neural data as:

LLpk, F |r, sq �
Ņ

t�1

�
rptqlogpηq � η

�
(2.4)

where N are mutually independent instances of the stimuli whose responses

are tr1, ..., rNu, i.e. spike counts. To ensure that the algorithm successfully

located the global maximum, Paninski (2004) provided the following set of

conditions on the nonlinearity: F p�q is convex; and logF p�q is concave. This

concavity of the LL prevents the existence of any local optima contained on

the LL surface. Note that the term �lnpr!q is omitted in Equation 2.4 be-

cause it is a constant and does not depend on the model parameters.

Generalised quadratic model and nonlinear input model: Due to their non-

linearities and multiple subunits, models of V1 complex cells are multi-

dimensional versions of the LNP that incorporate additional aspects of neu-

ronal processing into the characterisation framework: an additional nonlinear

transformation for each spatial filter (referred to as the input nonlinearity
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from here), which accounts for the polarity sensitivity of the cell; and a sum-

mation of inputs before the spiking nonlinearity. This modelling framework

is described by the following cascade (illustrated in Figure 2.2): (1) the visual

stimulus is processed in several parallel streams (depending on the number of

subunits) by separate spatial filters; (2) the signals are then fed into separate

input nonlinearities; (3) the parallel streams are combined via summation

into a generator signal; (4) the spiking nonlinearity turns the signal into a

firing rate; and (5) the spikes are generated randomly by a Poisson process

that produces the neuronal response.

Figure 2.2: Schematic illustrating the GQM and the NIM based on physiological
processes. In parallel streams, each spatial filter (ki) processes the visual stimulus
(s) resulting in the feature contrast (ci), which are then fed into the input nonlin-
earity (fi, fixed in the GQM and parametric in the NIM). These parallel streams
combine together to produce the generator signal (G), processed by the spiking
nonlinearity (F rGs), and are finally randomised by a Poisson process to produce
a response (r) for the neuron.

One popular version of this multi-dimensional model is the generalised

quadratic model (GQM). Guided by prior knowledge about the neuron (Fitzger-

ald et al., 2011; Park et al., 2013), the GQM has the input nonlinearities

predefined based on the results of previous studies that described the nonlin-

earities of complex cells as perfect squaring functions (i.e. the energy model:

Adelson & Bergen 1985). When compared to the more conventional tech-
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niques, Almasi (2017) found that, with WGN stimulation in anaesthetised

cats, complex cell RF filters estimated using the GQM required less data

than estimations with the STC. This indicates that the modelling frame-

work of the GQM provides a more efficient spatial RF characterisation of

V1 complex cells than spike-triggered analysis techniques. Almasi also found

a substantial proportion of complex cells that do not follow the traditional

energy model, but rather a combination of a linear filter and one or more

quadratic filters (classified as mixed complex cells). Moreover, these mixed

complex cells were suggested to not be purely quadratic. This provides an

issue with the GQM, which assumes a perfect squaring function of filter out-

puts, as it may not be entirely appropriate for characterising these cells.

The nonlinear input model (NIM) rectifies this issue by making the non-

linear input functions completely general, rather than fixed (McFarland et al.,

2013). The modelling framework assumes that the input nonlinearities can be

approximated given the neural data, thus providing the most physiologically

plausible modelling framework available to date. A more formal representa-

tion of the GQM and the NIM will be detailed in the Methods section of this

Chapter.

Chapter overview

In this chapter, I will characterise the spatial RFs of primary visual cor-

tical neurons in anaesthetised cats using the GQM and the NIM: the two

most robust RF characterisation techniques available. Both techniques will

characterise RFs using the same neural data obtained using stimulation with

pixelated white-Gaussian noise (WGN), and the resulting RFs will be sys-

temically compared. This project is designed to address the following two

questions: What are the qualitative differences in characterisation between

the GQM and the NIM and which is quantitatively better? To answer the

first question, I will compare the disparity between the models in the number

of filters they estimate, their respective subspaces, and their input nonlin-

earities. More emphasis will be placed onto the nonlinearities to see how V1
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neurons encode invariance as estimated by the NIM compared to the classical

simple and complex definitions used by the GQM. For the second question,

a performance analysis based on the log-likelihood will be applied to each

RF characterisation and compared between models. I will then attempt to

find the determining factor for the differences in performance between the

GQM and the NIM. Overall, I aim to demonstrate if the physiologically based

parametric nonlinear transformation of the NIM provides a better RF charac-

terisation than the straightforward fixed nonlinear transformation framework

of the GQM.
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2.2 Methods

2.2.1 Experimental procedures

In vivo procedures

Recordings were made from nine adult cats (2-6 kg). The animals were main-

tained in the facility at the National Vision Research Institute (NVRI) and

used in accordance with the National Health and Medical Research Council’s

Australian Code of Practice for the Care and Use of Animals for Scientific

Purposes. All experimental procedures were approved by the Animal Care

Ethics Committee at the University of Melbourne.

For surgery, animals were anaesthetised with an intramuscular injection

of ketamine hydrochloride (10 mg/kg) and medetomidine (15 µg/kg). As

soon as the animal was deeply anaesthetised (absence of corneal and toe

withdrawal reflexes), the animal’s temperature was maintained at around

37�C with an electric blanket under feedback control. Anaesthesia was then

maintained using gaseous isofluorane (1.0 – 1.5 % in O2). The cephalic vein

was cannulated for delivery of fluids and intravenous drugs. The animal was

then transferred to a stereotaxic frame. The head was fixed using ear bars,

a bite bar and a screw placed on the skull at the mid-line 30 mm anterior to

inter-aural zero. A craniotomy (10 mm � 15 mm; A4 to P6) was made span-

ning the mid-line to expose the primary visual cortex in one hemisphere. To

prevent eye movements during recording, a continuous infusion was given of

a neuro-muscular blocker; vecuronium bromide (0.1 mg/kg/h). For fluid re-

placement, the animal received a constant intravenous infusion of Hartmann’s

solution (50% by volume) and 5% glucose in 0.9% NaCl solution (50% by

volume) at a rate of 2.5 ml/kg/h. The animal also received daily injections of

atropine (0.05 mg/kg/; s.c) to reduce salivation, dexamethasone phosphate

(1.5 mg/kg/; i.m) to reduce cerebral oedema, and a broad-spectrum antibi-

otic (Clavulox; 0.2 ml/kg; i.m) to reduce the chances of infection. Neutral

power rigid gas-permeable contact lenses were fitted onto the corneas to pre-

vent the eyes from dehydrating. Refractive errors were assessed by reverse
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ophthalmoscopy and corrected using spherical lenses placed in front of the

eyes. Eye drops (1% atropine sulphate; 10% phenylephrine hydrochloride)

were administered daily to dilate the pupils and retract the nictitating mem-

branes.

At the end of the recording, the animal was killed with an intravenous

injection of barbiturate (sodium pentobarbital; 150 mg/kg). Animals were

immediately perfused intracardially with 0.9% saline followed by 10% for-

mol saline. The brain was extracted for later histological reconstruction of

recording track locations.

Visual stimuli

Visual stimuli were presented with a ViSaGe visual stimulus generator (Cam-

bridge Research System, Cambridge, UK) on a gamma corrected LED mon-

itor (ASUS VG248QE, 1920 x 1080 pixels, refresh rate up to 144Hz, 1ms re-

sponse time) at a viewing distance of 57cm. Gamma correction was achieved

by measuring the RGB luminance of the monitor (with a photodiode) and

then applying an inverse transformation was applied to each stimulus pre-

sented via the ViSaGe. The monitor’s refresh rate for all stimuli was at 60

Hz. White Gaussian noise (WGN) stimuli were used to estimate the spa-

tial receptive fields of visual cortical neurons, and were generated through

MatlabTM with a mean value equal to the mean luminance of the display

monitor (i.e. grey colour with intensity of 0.5, with 0 and 1 representing the

lowest and highest luminance of the monitor, respectively). Dimensions of

WGN images ranged from 45 x 45 to 90 x 90 pixels (with 15 pixel incre-

ments) and were created in blocks of 12,000. Pixel dimensions depended on

the size of the receptive field and were kept the same for the duration of each

penetration. WGN stimuli were presented over 30� of the visual field at 30

Hz with an OFF period (blank screen, i.e. 1/30 second WGN ON and 1/30

second WGN OFF) after each image to allow the response profile of neurons

to reset, minimising any temporal correlation in the response. The standard

deviation of each noise block was set to have 90% of all pixels with a value
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between 0 and 1. The pixel intensities were then clipped, resulting in a 10%

saturation rate of the generated noise block. Noise stimuli have been used

extensively in estimating receptive field structures (rodents: Niell & Stryker

2008: cat: Suematsu et al. 2012).

It is hard to predetermine how many WGN images would be needed

to recover receptive fields. During electrophysiological experiments, WGN

stimulus blocks were continuously presented, and online analysis was used to

recover receptive fields from multi-unit activity. Presentations of ensembles

stopped once there was little change in the size, shape and resolution of these

estimated receptive fields.

Data recording

Neural responses were recorded using a 32 channel multi-electrode array from

NeuroNexus (Fig. 2.3A). Two types of array were used: a single linear probe

with 32 sites (1 x 32) spaced at 100 µm intervals to span across multiple layers

of the visual cortex; or four probes with 8 recording sites on each probe (4 x

8) spaced at 100 µm intervals to span across multiple orientation columns.

Only one multi-electrode array was used for each recording session. Arrays

were inserted into the cortex by a piezoelectric drive (Burleigh inchworm and

6000 controller, Burleigh Instruments, Rochester, NY). Extracellular signals

to the array were acquired by a CerePlex acquisition system and Central

software (Blackrock Microsystems, Salt Lake City, Utah) sampled at 30 kHz.
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Figure 2.3: Illustration of experimental and analytical methods. (A) Neuronexus
probe with 32 electrode sites inserted into the anaesthetised cat brain. White dots
on the probe indicate the locations of recording sites. White Gaussian noise images
were used to recover spatial receptive fields of visual cortical cells. (B) Receptive
fields estimated with WGN visual images. Spike count (r) is calculated by counting
the spikes at the optimum latency (td) within a window with a width of 1/30 of a
second (tON ) for each WGN image presented (x).
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Spike-sorting

Extracellular recordings with multiple recording sites provide several prob-

lems because neurons may cause spikes on multiple channels. Further there

may be overlapping spikes from neurons firing simultaneously (temporal).

To sort these signals, I used an automatic spike-sorting program designed for

dense arrays called Kilosort (Pachitariu et al., 2016) to rectify the spatial-

temporal issues from my recordings followed by a manual curation process

for confirmation of single units (SU).

First, Kilosort high-pass filtered each channel of the raw data at 300 Hz

to remove any local field potentials (LFP). The median of the signal was

then subtracted at each time point across all channels to reduce the effect of

artifacts. To remove correlated noise from neurons far from the probe, the

data was then whitened across channels. The whitening is a transformation

that transforms a vector into a new set of variables whose covariance is un-

correlated and which each have a variance of 1 (i.e. the identity matrix).

Whitening was done by estimating the whitened matrix, from a version of

data in which any putative spikes above a threshold criterion were removed.

This matrix was then applied to the original data containing spikes by mul-

tiplication. Every spike in the filtered signal was assigned to a private prin-

cipal component, which results in spatial denoising and ignoring unnecessary

channels, and also lowers the dimensionality of the spikes to speed up the

algorithm. This was done with a three-dimensional singular value decompo-

sition (SVD) of the spike’s spatio-temporal waveform. These representations

are referred to as templates.

Templates were initialized by detecting spikes using a threshold crite-

rion (6 standard deviations), and these were used throughout the recording

to identify a running subset of similar spikes (clusters). Templates were

obtained by the running average waveform using an SVD. In an iterative

process, the algorithm then found spike times from the raw data that were

similar to the predefined template waveform (template matching). On the
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final iteration, template matching was performed repeatedly after subtract-

ing the matched spikes to find spatiotemporally overlapping spikes.

Single units (SU) were determined from the presence of a refractory period

(¡1.5ms) in the inter-spike interval histograms and the complete isolation of

clusters in the feature space.

2.2.2 Model estimation

For model estimation, the neural data consisted of spikes pooled at the opti-

mum response latency (detailed below) within a 1/30th of a second window

for each presented WGN image (Fig. 2.3B). Both models that will be de-

scribed below, the NIM and the GQM, use the exact same neural data and

the same region of interest (spatial region that covers the RF). Since the

GQM is a subclass of the NIM with more built-in assumptions, I will de-

scribe the NIM first followed by the GQM.

Response latency: The optimum response latency of a single unit was calcu-

lated by observing the time when neurons start to spike following a stimulus

presentation. This was done by calculating the post stimulus time histogram

(PSTH, Fig. 2.4A) from time 0 ms (start of stimulus presentation) to 66.67

ms (1/15 ms; length of stimulus ON and OFF). The PSTH is smoothed by

applying a running average over a sliding window of length 5 ms (or five

bins in the PSTH; Fig. 2.4B). Latency is then calculated by finding the

point in time when the spike rate is ¥15% above the minimum ongoing spike

rate, where 0% is the minimum spike rate and 100% is the maximum spike

rate between 0 ms and 66.67 ms of the PSTH (as shown in Fig. 2.4B).

Normally a criterion significantly above baseline would be used (without the

peak response). However, this would not be appropriate with rapid stimulus

presentations. This latency was also used for pooling spikes in receptive field

estimation.
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Figure 2.4: (A) Example post stimulus time histogram (PSTH) from a single unit
with bins of 1 ms. Time at 0 is when the stimulus image turns on. (B) Running
average applied on the PSTH of A. The red dashed lines are the minimum (0%)
and maximum (100%) spike rates. The time after the minimum when the first bin
crosses 15% threshold is deemed as the latency for that unit. The latency of this
unit is 30 ms. The x and y axes represent time in ms and spike rate, respectively.

Nonlinear input model

As described in the Introduction and Figure 2.2, there are five processing

stages to the NIM: (1) the stimulus is processed by the spatial filters; (2)

passed through the corresponding nonlinearity; (3) combined into a generator
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signal; (4) a spiking nonlinearity is applied to produce a spike rate; and (5)

the firing rate is used to randomly generate spike according to a Poisson

process. This model is described by the response r given the visual stimulus

s is:
ppr|sq � Poissonpηq,

η � F
� m̧

i�1

fi
�
xki, sy

�	
,

ppr|s; ηq �
ηr expp�ηq

r!

(2.5)

where η represents the firing rate in response to s and m is the total number

of filters. ki represents the spatial filters that processes the stimulus to pro-

duce feature contrast (step 1), defined as their inner product ci � xki, sy.

fi is the arbitrary input nonlinearity that processes the feature contrast

(step 2). The input signals are then combined to form a generator signal

(G �
°m
i�1wifi

�
xki, sy

�
, step 3), F p�q is the spiking nonlinearity that con-

verts the generator signal to firing rate η (step 4), and then the Poisson

process that converts firing rate into spike times (step 5; last line in Equa-

tion 2.5).

One major difference between the NIM used in this project and the one

used by McFarland et al. (2013) is that we do not have a weight parameter

(wi P t�1,�1u) of the inputs to indicate an excitatory or inhibitory contri-

bution. This is because McFarland et al. (2013) typically assumed that fi is a

monotone increasing function, while our model does not have this constraint.

The NIM in the current study represents an excitatory contribution if the in-

put nonlinearity is increasing monotonically, and an inhibitory contribution

if the input nonlinearity is decreasing monotonically.

The estimation of the parameters for the NIM (filters ki, input nonlinearity

fi, and spiking nonlinearity F p�q) was done by maximising the log-likelihood

given the neural data. The log-likelihood (LL) of the NIM model parameters
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given the neural data is:

LLpki, fi, F |r, sq �
Ņ

t�1

�
rptqlogpηq � η

�
(2.6)

where N are mutually independent instances of the stimuli whose responses

are trp1q, ..., rpNqu, i.e. spike counts. Note that the term �lnpr!q is omitted in

the Equation 2.6 because it is a constant and does not depend on the model

parameters.

Filter ki representation: Before estimation of the filters, the white Gaussian

noise stimuli were converted from a pixel representation into a set of Fourier

components that permitted only a limited low-passband (discussed further

below). This conversion creates a lower-dimensional stimulus subspace and

eliminates high frequency noise from the fitting process, which gave a more

superior fit in most cases (as seen in Almasi et al. 2019) and greatly sped

up the optimization. Therefore, the spatial filters were represented with the

same Fourier basis as:

kipx, yq �
A̧

a,q�1

ξiaqBaqpx, yq,

Bnmpx, yq � zsinp2πψ0pnx�myq � ϕnmq

(2.7)

where (x, y) are the pixel locations in the horizontal and vertical plane, a and

q are integers of t�A,�A�1, ..., A�1, Au and ξiaq the filter coefficients. Baq

is a two-dimensional Fourier basis where ψ0 is the base spatial frequency, z is

a normalisation factor, and ϕaq is a phase to be either sine (ϕaq � 0 if q ¡ 0,

or q � 0 & a ¡ 0) or cosine (ϕaq � π{2 if q   0, or q � 0 & a ¤ 0). All units

characterised were given A � 5, which gives a total number of basis functions

of 11� 11 � 121. This means that the spatial filters were represented below

a spatial frequency of Aψ0, that was calibrated to approximately match the

upper cut-off spatial frequency of the neuron, and they cover 2.3 octaves of

the spatial frequency below the cut-off. All spatial regions of interest (regions

that enclose the RF) were square so that they covered a single cycle of the
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lowest spatial frequency of the Fourier bases.

For every RF, filters were visualised using seven different base spatial

frequencies (ψ0 = 0.05, 0.071, 0.1, 0.14, 0.2, 0.25, 0.3; cycles per degree),

and the optimum base spatial frequency was chosen qualitatively. Figure 2.5

shows an example of how the base spatial frequency was chosen. ψ0 � 0.05

(left) created aliasing (two extra small subregions), ψ0 � 0.1 (right) was

qualitatively noisy, and therefore ψ0 � 0.05 was chosen. The optimum base

spatial frequency is also proportional to the receptive field size, which helped

with the approximation. The same optimum base spatial frequency was used

for both the NIM and the GQM.

Figure 2.5: Same filter but visualised with three different base spatial frequencies
(left to right: 0.05, 0.071 and 0.01 cycles per degree). The filter with the red border
was chosen, qualitatively. This technique is used for both the NIM and the GQM,
and the spatial RFs shown in this figure are from the GQM.

Each individual RF was manually assigned a spatial window (or region of

interest). This was done by obtaining the spatial RF from spike-triggered av-

eraging (due to its low computational demand), and then manually drawing

a window around the spatial RF. For consistency, the steps that I followed

for the RF’s spatial window were: 1. The centre of the RF is at the centre

of the spatial window; and 2. The spatial RF covers approximately a 1/4 of

the area of the total window area (this is so that it is easy to compare the

spatial RF to the background noise).

Input nonlinearity function fi representation: The input nonlinearities fi
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for each filter were estimated in a nonparametric manner: as piecewise lin-

ear functions of the feature contrast with a linear combination of tent basis

functions represented as:

fipciq �
Ļ

l�0

γilΛlpciq

Λpcq �

$''''''''''&
''''''''''%

c� c̄l�1

c̄l � c̄l�1

if c P rc̄l�1, c̄ls

c̄l�1 � c

c̄l�1 � c̄l
if c P rc̄l, c̄l�1s

0 otherwise

,//////////.
//////////-

.

(2.8)

where ci is the feature contrast defined above and γil the coefficients. L � 7

was chosen due to its equally spaced intervals rc̄l, c̄l�1s to cover the 2.5% -

95.5% interval in the distribution of ci. After the initial fitting, the input

functions with L � 25 was estimated by fixing all other model parameters

for a smoother version.

Spiking nonlinearity function F p�q representation: The spiking nonlinearity

maps the output of the generator signal G to firing rate, which is represented

as a log-exponential function:

F pGq � α log
�
1 � exp

�G� θ

α

	�
� d (2.9)

with scale and shape α, offset/threshold θ, and spontaneous spike rate d.

When the generator signal G is significantly below the threshold θ, the func-

tion is at a constant spontaneous spike rate of d (i.e. F pGq � d when

G � θ ! 0; shown as the dotted grey line in Figure 2.6). The function then

transitions to a supralinearly-increasing function until the generator signal

is significantly above the threshold, in which it then becomes a linearly in-

creasing function (i.e. F pGq � pG � θq � d when G � θ " 0; shown as the

dotted red line in Figure 2.6). Note that the parameter α is in two places
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of the spiking function (as opposed to one place in McFarland et al. 2013)

because it avoids degeneracy through the parameter θ.

Figure 2.6: Illustration of the spiking nonlinearity function described in Equation
2.9. The dotted grey line shows the constant spontaneous spike rate of d. The red
dotted line shows the supralinearly-increasing function of pG� θq � d. The black
and blue line plots are of the same function but with different values of α (the blue
line has a lower α value).

Estimating the optimal set of parameters: The optimal set of parameters is

that for which the likelihood function reaches its global maximum over all

possible sets of parameters. The parameters of the NIM are associated with

the filters ki, the input nonlinearities fi, and spiking function F p�q. In McFar-

land et al. (2013) these parameters were optimized sequentially in that order

while holding the other two parameters fixed at each stage. Specifically, ki

was estimated first with a set of initial default values for fi and F p�q. fi was
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then estimated with the ki value estimated before and the default value of

F p�q, and then F p�q estimated with the ki and fi values. However, as Almasi

et al. (2019) found, this sequential optimisation tended to preserve the type

of input nonlinearities that were chosen to initialise the model, which can

be viewed as an arbitrary choice that does not generally reflect the optimum

over all parameters simultaneously.

It was also found that a high proportion of neurons had multiple local

optima, and the sequential optimisation described above did not necessarily

find the global optimum. Empirically it was found that the multiple local

maxima that were identified all sat in the same low dimensional subspace

(1-5 dimensional). It therefore becomes feasible to do a brute force search

over the low dimensional space to find the global optimum. A simultane-

ous optimisation was performed over the set of all parameters. Since this

optimisation problem is not necessarily convex, there is a chance of the opti-

misation routine getting trapped in local maxima, depending on the starting

point in the parameter space, and terminating prematurely without finding

the global maximum. To let the optimisation algorithm sufficiently and thor-

oughly search over the full space of the parameters, we performed a brute

force simultaneous optimisation using different starting points for the NIM

parameter space. The optimal set of parameters (filters ξinm, input functions

γil, and spiking function α, θ, d) were then chosen as those that resulted in

the highest LL, over all the initial sets. For units with more than one filter,

the low dimension feature subspace was initialised as linear combinations of

the basis filters:

U0
j �

Ķ

i�1

oiju
b
i (2.10)

where U0
j is the initialised filter, and ubi are the sets of filters spanning the

feature subspace of the neuron obtained from sequential optimisation. The

oij � roi1, ..., oiKs are the parameters sampled from the upper hyper-sphere

to preserve the unit norm of the U0
j . Sampling in the upper hyper-sphere

avoids any degenerate initialisations (avoiding choices that are just opposite

in sign). Note that before initialisation, the initialised filter was normalised
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||U0
j || � 1. Models with two filters (K � 2) were sampled by polar coordi-

nates oi1 � cos θi, oi2 � sin θi with θi P
mπ
M
|m � 0, ...,M � 1 where M is an

arbitrary number and θ2 ¡ θ1 is used to avoid degeneracy. The value M � 5

was used for our optimisation. Models with more than two filters (K ¡ 2),

oi1 � 1 and oij P t�1,�1u were used for sampling in the upper hyper-sphere

of the K-dimensional feature space. As the number of filters increased, the

number of initial sets of filters grew exponentially. Models with three filters

(K � 3) had 16 different combinations of filter directions. Models with more

than three filters had too many initial filter sets, which made it too compu-

tationally demanding. Instead, 30 initial filter sets were randomly chosen for

models with four filters, and 40 initial filter sets randomly chosen for models

with five filters. The model parameters are fit simultaneously once they are

restricted to the subspace to avoid obtaining the same original input nonlin-

earity. All initial filters were normalized. For models with only one filter,

the optimisation was performed while the parameters of the spiking function

were held fixed [(α, θ, d) = (1, 0, 0)]. This was to avoid any degeneracy as

the spiking nonlinearity can be fully absorbed in the input function in the

one-dimensional case, and therefore they can be described with one function.

Avoiding model degeneracy: Degeneracy occurs when different variables in

the model perform the same function or yield the same output. To avoid

degeneracy of the NIM, two conditions were implemented in the code: (1)

all filters were normalised ‖ki‖ � 1, which prevents degeneracy caused by

the changes in the filters’ norms that can be accounted for by the changes

in the scale of the input domain of the input functions; and (2) the input

functions were forced through the origin fip0q � 0, which prevents the de-

generacy caused by any shifts in the output of the input functions that can

be explained by the additive shift parameter θ of the spiking function.

Input nonlinearity characterisation: characterisation of the input nonlinear-

ities was based on symmetry around zero feature-contrast. The symmetry
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index (SI) is given by:

SIrgs �
‖ge‖2 � ‖go‖2

‖ge‖2 � ‖go‖2

gepxq �
1

2

�
gpxq � gp�xq

�
,

gopxq �
1

2

�
gpxq � gp�xq

�
(2.11)

where ‖�‖ is the norm of the input function in Hilbert space, and ge and go

are the even and odd components of the function such that g � ge � go. An

even symmetric function (SIrgs � 1) corresponds to gp�xq � gpxq, and an

odd symmetric function (SIrgs � �1) corresponds to gp�xq � �gpxq.

Generalized quadratic model

Just like NIM, we assumed a probability distribution with a homogeneous

Poisson process, and the response r given the visual stimulus s is described

as:
ppr|sq � Poissonpηq,

η � F
�
xk0, sy � sTHs

�
,

ppr|s; ηq �
ηr expp�ηq

r!

(2.12)

where η represents the firing rate in response to stimulus s, k0 is the linear

filter, H is a matrix representing the quadratic transformation. It can be

shown (via eigenvalue diagonalisation of the matrix H) that the GQM is a

subclass of the NIM where the input nonlinearities (fi) are fixed to be either

linear or squared functions which now gives:

η � F
�
xk0, sy �

m̧

i�1

wi
�
xki, sy

�2	
(2.13)

where ki is a quadratic filter, m is the total number of quadratic filters, and

wi P t�1,�1u is each filter’s inhibitory or excitatory contribution to the

overall response. Note that in practice we absorbed the eigenvalue into the

overall norm of ki during fitting, but then normalised ki afterward, and ob-
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tained the eigenvalue as the norm. Compared to Equation 2.12, the matrix

of the quadratic transformation, H, is replaced with the weighted sum of

squares of the projections of the stimulus onto the eigenvectors of H (� ki).

The spiking nonlinearity F for the GQM model was chosen as the same log-

exponential function as in the NIM model (Equation 2.9).

Just like the NIM, the estimation of the model parameters for the GQM

was done by maximising the log-likelihood of the parameters given the neural

and stimulus data. This time the parameters for estimation are the filters ki

and spiking nonlinearity F , since the input nonlinearities are fixed functions.

Similar to equation 2.6 for the NIM, the log-likelihood function of the GQM

parameters is:

LLpki, F |r, sq �
Ņ

t�1

�
rptqlogpηq � η

�
(2.14)

Estimation of parameters was done sequentially. The filters ki were esti-

mated first by optimising the log-likelihood, and then the spiking nonlinear-

ity F was estimated using the ki value estimated beforehand, which was held

fixed. Note that the term �lnpr!q is omitted in the Equation 2.14 because it

is a constant and does not depend on the model parameters.

Filter ki estimation: Filters estimated for the GQM model used the same

stimulus dimension reduction as for the NIM model: the WGN stimuli were

converted into a low-dimensional stimulus subspace by converting pixels into

the Fourier basis representation (Equation 2.7). Due to there being no or-

thogonality constraint in optimization, the quadratic filters estimated may

not be orthogonal to each other in the feature subspace. This can lead to

degeneracy in the model in which precisely the same model is represented by

a different sets of filters, that span a common subspace. To give a unique

representation of the quadratic features, they were found as the principal

components of this subspace. Eigenvector decomposition can provide a solu-

tion to principal component analysis. The quadratic subspace is determined
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by the matrix H with the quadratic filters as its columns:

H � KΛKT (2.15)

where K is a matrix of quadratic filters K � rki, ...,kms, and Λ is a diago-

nal matrix with the diagonal entries rλ1, ..., λms
T in the main diagonal. The

new set of quadratic filters hi were then computed as the eigenvectors of the

matrix H, and their corresponding eigenvalues λ characterises the filter as

excitatory (λ ¡ 0) or inhibitory (λ   0). hi were also ordered in the magni-

tude of their eigenvalues (|λ|) from largest to smallest.

Additionally, the linear filter obtained from fitting can be degenerate as

it may contain linear contributions from quadratic filters in addition to a

filter that is strictly orthogonal to the quadratic subspace. To avoid this,

the linear filter k0 was separated into two components: one that lies in the

quadratic subspace (ζ) and one that is orthogonal to the quadratic subspace

(h̃0, which will be referred to as the residual filter). This decomposition is

given by:

k0 � ζ � h̃0,

ζ �
m̧

i�1

xk0,hiyhi,
(2.16)

Figure 2.7 shows an example receptive field with the quadratic filters

projected out of the linear term (Fig. 2.7A) to produce a new linear residual

filter (Fig. 2.7B). The new residual filter is now not significantly different

to noise as determined by cross-validation (described below). The model

has changed from one linear and two quadratic filters (LQ2) to just the two

quadratic filters (Q2). This new residual term is used as the linear filter from

this point in the thesis.
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Figure 2.7: Example of the linear residual. (A) RF characterised with the GQM
that contains one linear and two quadratic filters (LQ2). (B) The same RF as A
but the quadratic filters are projected out of the linear filter to produce the linear
residual. The new linear filter is not significantly different to noise, and the model
now consists of just two quadratic filters (Q2).

Altogether, the firing rate η based on the GQM model with the replace-

ment of k0 with the new linear filter h̃0, and pki, wq with the new quadratic

filters phi, λiq is:

η � F
�
λ0xh0, sy �

m̧

i�1

λi
�
pxhi, sy � µiq

2 � µ2
i

�	
(2.17)

where λ0 � ||h̃0||2 is the weight of the linear filter, h0 �
h̃0

λ0
is the normalized

residual filter, and µi � � λ0
2λi
xk0,hiy is an offset term if any new quadratic

filter hi is not orthogonal to the original linear filter k0. The constant term°m
i�1 λiµ

2
i can be absorbed into the θ parameter of F p�q.

Determining number of filters and avoiding overfitting

The number of spatial filters for each unit with both the NIM and GQM

models was determined using cross-validation. This was done by varying
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the number of filters (and combination of linear and quadratic filters for the

GQM) and evaluating the statistical significance of the variation using boot-

strapping. Bootstrapping has been used previously in RF model evaluation

(Rust et al., 2004; Touryan et al., 2005), and the procedure I will be de-

scribing has been used by Almasi (2017). Specifically, 4/5th of the neural

data was used to estimate the filters: up to five filters for the NIM, and 9

different combinations of filters for the GQM [one linear (L) to one linear

and four quadratics (LQ4), and one quadratic (Q1) to four quadratics (Q4)].

The remaining 1/5th of the data was bootstrapped (random re-sampling with

replacement) to evaluate the performance of the models with different num-

bers of filters by calculating the log-likelihood of the filters on the remain-

ing one-fifth of the data. This bootstrapping performance evaluation was

repeated 500 times, which created a distribution for the log-likelihood for

each model with different filter numbers (and combination for the GQM).

To determine the optimal combination of filters to use, the simplest com-

bination of filters (one filter) was used as a starting point. Then, a filter

was added if the new filter significantly improved the log-likelihood (Z-score

¡ 2). Filters were incremented until there was no significant improvement in

the log-likelihood. Since the GQM model has two combinations with a single

filter (L or Q1), then the one with the highest log-likelihood was used as the

starting point. Furthermore, the combination of filters was compared against

a control model, which had the filters replaced with noise (white Gaussian

noise with unit variance). If the optimum model was not significantly better

than the noise model, then the receptive field could not be estimated for that

unit. I have gone with the approach of choosing the simplest model just like

in the studies of Almasi (2017) and Liu et al. (2016). Generally, there are

more issues with models of higher complexity; there is inevitably a compro-

mise between complexity and accuracy (Hastie et al., 2009).

A similar cross-validation process to that described above was also used

to prevent the input functions from overfitting to the data. We employed

a regularization term to penalize the second order derivative to get smooth

functions. The penalization factor was determined using a cross-validation
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process as described above. Input functions were fitted using a combination

of smoothing values (i.e. how tight to fit the function) with 4/5th of the neural

data. Then, the performance was evaluated by calculating the log-likelihood

of the fitted models with different smoothing values on the remaining 1/5th of

the data, which was repeated 500 times. The smoothing factor that produced

the largest mean log-likelihood was chosen for that unit.
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2.3 Results

We recorded from 196 isolated single units (SUs) in Area 17 from nine anaes-

thetized adult cats that were responsive to WGN and had their spatial recep-

tive fields recovered. The spatial receptive fields were estimated using two

methods: (a) using the generalized quadratic method (GQM), which uses a

static nonlinearity; and (b) using the nonlinear input model (NIM), which

is the same as the GQM but employs a parametric representation for the

nonlinearity. The GQM comprised of up to one linear filter and up to seven

quadratic filters (five excitatory and 2 inhibitory), and the NIM up to five

filters. For all RFs characterised using the GQM and the NIM, no SUs had

significant inhibitory filters. The optimum combination and number of filters

for both models were distinguished by a significance test as described in the

Methods section.

Figure 2.8 shows an example SU with its RF characterised with two dif-

ferent models: the GQM (Fig. 2.8A) and the NIM (Fig. 2.8B). The spatial

filters are shown on the left and respective input nonlinearities on the right.

The RF characterised by the GQM consisted of one linear filter and one

quadratic filter, and the RF characterised by the NIM had two filters (la-

belled as Filter 1 and Filter 2). The filters from the NIM are ordered in

no particular order (i.e. filter 1 does not necessarily explain more of the

response than filter 2). Regions in the spatial filters are represented as red

(ON response, i.e. responding to brightness increments of light), blue (OFF

response, i.e. responding to brightness decrements of light) and white (no

response). Note that the polarity of the quadratic GQM filters does not mat-

ter due to the even symmetric function. The lines on the edge of the borders

indicate 2 degrees in visual space (indicated by the black bar). The input

nonlinearities presented besides the spatial filters describe the unit’s response

(in spike rate) over the feature contrast (arbitrary units: au). The feature

contrast is in arbitrary units because it is normalised to the filter. No units

were given because it is the shape of the input function that we are interested

in. The grey lines indicate the origin (x � 0 and y � 0). The nonlinearities
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in Figure 2.8 show the fixed input nonlinearity used for the GQM and the

general but fitted input nonlinearity used for the NIM, which is the main

difference in form between the two models. Analysis of the nonlinearity will

be discussed in a later section. This example RF and the description given

provides a template for all RFs visualised in the rest of this Chapter.

Figure 2.8: Example RFs of one SU with two spatial filters characterised by the
GQM (A) and the NIM (B). The GQM filters here are labelled as linear and
quadratic 1 (LQ1), and the NIM filters here are labelled filter 1 and filter 2. The
filter subregions are represented in red (ON response) and blue (OFF response),
with the x and y axes representing spatial space in the x and y coordinates. The
distance between the ticks on the borders indicates 2� in visual space (indicated by
the bar). On the right of the spatial filters, are their respective input nonlinearites
plotted as response (spike-rate, y-axis) over feature contrast (arbitrary units, x-
axis), and the grey lines are x = 0 and y = 0. In the top left of the input
nonlinearities is the symmetry index (SI).

2.3.1 Classification of RFs

The classification of RF types was based on the type and number of filters

that comprised the RF. As mentioned in Figure 2.8, the linear filter of the

GQM RF is labelled as ‘Linear’ (L) and the quadratic filters are labelled

as ‘Quadratic N ’ (QN) where N is the N th quadratic filter. Filters char-
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acterised by the NIM were not labelled as ‘linear’ or ‘quadratic’ because of

the NIM’s general representation of the input nonlinearity, and instead were

labelled as ‘Filter N ’ (FN) where N is the Nth filter of the NIM RF.

Figure 2.9 shows 20 example units with all the RF types characterised by

the GQM (left) and the corresponding RFs characterised by the NIM (right).

Example units are presented in rows and labelled from 1-20. All RFs shown

are in the same template as Figure 2.8. In columns are the filter types as

described above: linear (L) and quadratic 1 - 3 (Q1 - Q3) for GQM RFs; and

filter 1 - 4 (F1 - F4) for NIM RFs. In the first set of examples (Fig. 2.9a),

units #1-3 are of GQM RFs with only one linear filter and no quadratic fil-

ters, and the NIM RFs with only one filter. Units #4-7 are examples of GQM

RFs with one linear filter and one quadratic filter (LQ1). The corresponding

NIM RFs had the same number of filters (nGQM = 2, nNIM = 2) for units

#4 and #5, however, units #6 and #7 produced a different number of filters

by NIM (nGQM = 1, nNIM = 3). Units #8-10 are examples of GQM RFs

with a linear filter and two quadratic filters (LQ2), and two of those have a

different number of filters for the corresponding NIM filters (unit #8: nGQM

= 3, nNIM = 4; and unit #10: nGQM = 3, nNIM = 2). Unit #11 is the

only GQM RF with a linear filter and three quadratic filters (LQ3), and the

corresponding NIM RF has three filters (unit #11: nGQM = 4, nNIM = 3).

The second set (Fig. 2.9b) presents examples of units with characterised

GQM RFs as only quadratics and no linear filter. The linear filters of the

GQM RFs units #12-20 show no distinct structures in their linear filters,

and therefore do not have a linear filter (which was objectively quantified

as not significantly different to noise from the significance testing). Units

#12-15 are examples of GQM RFs with only one quadratic filter (Q1). The

corresponding NIM RFs for those units characterised the same number of

filters for units #12-14 (nGQM = 1, nNIM = 1), but unit #15 produced an

extra filter from NIM (nGQM = 1, nNIM = 2). Units #16-20 are examples

of GQM RFs with two quadratic filters (Q2), and two of those have a differ-

ent number of filters for the corresponding NIM filters (unit #19: nGQM =
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2, nNIM = 1; and unit #20: nGQM = 2, nNIM = 3).

In summary, the classification of GQM RF types found in the data were:

linear (L), which were composed of a single linear filter; quadratic (Q1 and

Q2), which composed of only quadratic filters; and linear-quadratic (LQ1,

LQ2 and LQ3), which were composed of one linear filter and one or more

quadratic filters. These GQM RFs correspond to a set of NIM RFs that

may have a different number of filters and are labelled as filter 1 to filter 4

(F1-F4).
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(a) First set of RFs of 11 SUs (rows, #1-11) that are all linear (L: #1-3) or linear-quadratic
(LQ1: #4-7; LQ2: #8-10; LQ3: #11).
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(b) Second set of RFs of 9 SUs (rows, #12-20) that are all purely quadratic (Q1: #12-15;
LQ2: #16-20).

Figure 2.9: Spatial RFs from 20 SUs characterised by both the GQM (left) and
the NIM (right). In rows are the RFs characterised for each unit. In columns
are the filter type: for the GQM these are linear (L) and quadratic (Q1, Q2 and
Q3), and for the NIM they are filters (F1, F2, F3 and F4). All spatial filters are
visualized in the same way as the example in Figure 2.8.
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2.3.2 Population statistics

As seen in the previous section, RFs vary in their number of filters. Figure

2.10A presents a summary of the data population based on the number of

filters characterised using the GQM (white bars) and the NIM (black bars).

Overall, the GQM produced fewer units with one filter (GQM: n = 140; NIM:

n = 147), more units with two filters (GQM: n = 45; NIM: n = 39), similar

numbers of units with three filters (GQM: n = 10; NIM: n = 9), and the

same low number of units with four filters (GQM: n = 1; NIM: n = 1). The

two GQM and NIM RFs with four filters are shown in Figure 2.9a unit #11

and #8, respectively. Note that the number of filters can be associated with

multiple GQM RF types, where one filter corresponds to RFs with one linear

filter (L) or RFs with one quadratic filter (Q1), and two filters correspond to

RFs with one linear and one quadratic (LQ1) or FS with two quadratics (Q2).

Figure 2.10B further categorizes the GQM RFs into their combination of

filter types: linear (L, n = 117), linear and one quadratic (LQ1, n = 26), linear

and two quadratics (LQ2, n = 10), linear and three quadratics (LQ3, n = 1),

one quadratic (Q1, n = 23), and two quadratics (Q2, n = 19). From here, the

term linear will refer to GQM RFs with only a linear filter, linear-quadratic

will refer to GQM RFs with both linear and quadratic filters, and quadratic

will refer to GQM RFs with only quadratic RFs. Linear RFs are classically

associated with simple cells in the primary visual cortex, where they are best

modelled with a linear filter. Complex cells are classically defined as not

simple, which is best described by the quadratic RFs. The linear-quadratic

RFs are likely a sub-class of complex cells that have a mixture of simple

and complex properties, as mentioned by Almasi (2017). Therefore, the

distribution of cell types in my data corresponds to 60% (117/196) simple

cells and 40% (79/196) complex cells, as classified by the GQM. From here,

comparison analyses will be in referenced to the GQM RF types (L, Q1, Q2,

LQ1, LQ2 and LQ3) with their corresponding NIM RF.
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Figure 2.10: (A) Bar graph showing the number of filters from the 196 SUs
obtained from GQM (white) and NIM (black). The number of filters (x-axis)
ranges from 1 to 4. (B) A bar graph showing the number units for each RF type
from the GQM. The x-axis represents RF type: L (linear) were units characterised
with only one linear filter; LQ (linear-quadratic) were units with one linear filter
and one or more quadratic filters; and Q (quadratic) were units with only quadratic
filters.
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2.3.3 Differences in numbers of filters

The first comparison between RFs characterised by the GQM and the NIM

will relate to differences in the number of filters. As seen in Figure 2.9a,

several units produced different numbers of filters when the RF was char-

acterised by the GQM versus when characterised by the NIM (nGQM �

nNIM). For example, the RF of unit #6 had two filters when characterised

by the GQM (nGQM = 2) and only one filter when characterised by the

NIM (nNIM = 1). Table 2.1 presents a summary of filter differences over

the total population and over the RF types. Out of all units, 15% (30/196)

produced different numbers of filters when analysed with the GQM and the

NIM. When looking at each of the RF types, all the GQM linear RFs had

the same number of filters as their corresponding NIM filters, 31% (13/42)

of the GQM quadratic RFs had a different number of filters compared to

their corresponding NIM filters, and linear-quadratic RFs had the largest

difference out of them all with 46% (17/37).

RF Type Difference (n/all) Difference (%)
All 30/196 15
Linear (L) 0/117 0
Linear-quadratic (LQ) 17/37 46
Quadratic (Q) 13/42 31

Table 2.1: Number of SUs that had a difference in the number of filters between
RF characterisation by the GQM and the NIM (nGQM � nNIM).

The bar graph in Figure 2.11 shows a more detailed analysis, where the

number of units with different numbers of filters is plotted as a percentage

against each GQM RF type. The �s above the bars represent the number

of units with different numbers of filters for each GQM RF type (nGQM �

nNIM, similar to Table 2.1): 0% (0/117) of L GQM RFs were different to

their corresponding NIM RFs; 26% (6/23) of Q1 GQM RFs were different to

their corresponding NIM RFs; 35% (9/26) of LQ1 GQM RFs were different

to their corresponding NIM RFs; 37% (7/19) of Q2 GQM RFs were different

to their corresponding NIM RFs; and 70% (7/10) of LQ2 GQM RFs were
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different to their corresponding NIM RFs. The GQM RF types were also

ordered by the number of filters (L and Q1 have one filter; LQ1 and Q2 have

two filters; and LQ3 has three filters). This is represented as the dashed black

line in the Figure, which shows an incremental increase in the proportion of

units with a different number of filters as the number of GQM filters increases.

Next, I wanted to see to what the filter differences between the two models

could be attributed: i.e., how many of the units had the GQM producing

more filters and how many units had the NIM producing more filters. The

proportion of units where the GQM had more filters (nGQM ¡ nNIM) is

represented as the red bars, and the proportion of units where the NIM had

more filters (nGQM   nNIM) is represented as the blue bars. All of Q1 RF

differences were attributed to the NIM having more filters than the GQM

(nGQM   nNIM = 6/6), which is expected since nGQM = 1; differences of

LQ1 RFs were attributed to eight units having more GQM filters (nGQM ¡

nNIM = 8/9) and one unit having more NIM filters (nGQM   nNIM = 1/9);

differences of Q2 RFs were attributed to five units having more GQM filters

(nGQM ¡ nNIM = 5/7) and two units having more NIM filters (nGQM

  nNIM = 2/7); and differences of LQ2 RFs were attributed to six units

having more GQM filters (nGQM ¡ nNIM = 6/7) and one unit having more

NIM filters (nGQM   nNIM = 1/7). Note that the one unit with a LQ3

GQM RF was not shown in the figure. This unit had one less filter when

characterised by the NIM (as shown in Fig. 2.9a unit #11). In summary, the

GQM characterised more filters than the NIM (all units: nGQM ¡ nNIM =

20/30 = 67%), which consisted of GQM RF types with more than one filter

(LQ1, Q2, LQ2 and LQ3: n = 20/24 = 83%).
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Figure 2.11: Bar plot showing a more detailed analysis of filter differences as
shown in Table 2.1. The �s represent the number of units (in percentage, y-axis)
that produced different numbers of filters (nGQM � nNIM) when characterised
by the GQM and the NIM for each different GQM RF type (x-axis). The GQM
RF types are ordered from lowest number of filters to highest number of filters.
The numbers above the �s indicate n over all. The differences in numbers of filters
were then subdivided based on whether there were more GQM than NIM filters
(nGQM ¡ nNIM) indicated by the red bars, or if the GQM filters were less than
the NIM filters (nGQM   nNIM) indicated by the blue bars.

2.3.4 Comparison of subspaces

The next comparison between the two models is the difference in RF sub-

spaces characterised by the GQM and the NIM. The difference in the two

subspaces can be quantified with the dihedral angle, which is the angle be-
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tween two intersecting planes (or two hyperplanes for higher dimensions and

two vectors for one-dimensional subspaces). Figure 2.12B illustrates the two

planes formed by the RF subspaces characterised by the GQM (blue) and the

NIM (green). The example GQM and NIM subspaces are of two-dimensions

(two filters), and the dihedral angle (pink) is the angle between these two

subspaces. The dihedral angle represents the similarity between the sub-

spaces of the two models. A low dihedral angle indicates a similar subpace

characterisation. Figure 2.12A shows the distribution of dihedral angles for

all units from experimental data (black) and control data (grey). The control

data was created with the same dimensional subspace as the experimental

data that was randomised with a Gaussian distribution. The control rep-

resents what the dihedral angle would be if the subspaces were completely

random. The majority of units had a dihedral angle of less than 30� (88%,

n = 174/197), and a small proportion of units had a dihedral angle of more

than 70� (2%, 4/197). The dihedral angle was also compared within each

GQM RF type (Fig. 2.12). The distribution of the L RF type had a signif-

icantly lower (t-test, p   0.01) dihedral angle than Q1, Q2 and LQ1, while

similar to the distribution of the LQ2 RF type (mean � SEM: L = 12.5�1.1�;

Q1 = 21.1 � 3.1�; Q2 = 22.7 � 3.5�; LQ1 = 20.1 � 3.6�; LQ2 = 13.8 � 1.8�;

LQ3 = 22.4�). This shows that units of L RF type are the most similar in

terms of subspace characterisation between the NIM and the GQM due to

having significantly lowest dihedral angle.
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Figure 2.12: Comparison of the RF subspaces characterised by the GQM and the
NIM described by the dihedral angle. (A) Histogram describing the distribution of
the number of units and their dihedral angle (degrees) in 10� bins. The experimen-
tal data is illustrated as black bars and control data as grey bars. (B) Example
illustrating that the dihedral angle is the angular difference (pink) between the
two hyperplanes of the GQM (blue) and the NIM (green). In this example, both
the GQM and the NIM have two filters. (C) Bar plot showing the mean dihedral
angle categorized into GQM RF type. The red error bars represent the SEM.
There is no error bar for LQ3 because n = 1. *, ** and *** represents p   0.05,
p   0.01 and p   0.001 (t-test), respectively.
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2.3.5 Nonlinearities

The main difference between the GQM and the NIM is the constraints on

their input nonlinearities. The NIM has no constraint on the input nonlin-

earities, while the input nonlinearities of the GQM are fixed to be either

linear or quadratic. The symmetry index (SI; Equation 2.11) was used to

describe the similarity between the positive and negative feature contrasts of

the curve. A linear filter describes a monotonically increasing input function

with opposite responses to opposite feature contrasts (odd symmetric; SI =

-1), typical of a simple cell. Quadratic nonlinearities were in a form of a

squaring function that responds equally to opposing feature contrasts (even

symmetric; SI = 1), typical of a classical complex cell (in accordance to the

energy model). Note that an SI of 0 is exemplified by a threshold-linear func-

tion, which describes a response to only one feature contrast (also typical of

a simple cell).

Figure 2.13 plots the spatial structure and nonlinearity of the RF from

two SUs from the GQM (left) and the NIM (right). Input nonlinearities are

plotted as spike rate (y-axis) over feature contrast (x-axis) with the SI value

in the top left of the plot, just like the example nonlinearities shown in the

beginning (Fig. 2.8). The RF in Figure 2.13A is a linear RF as classified by

the GQM (SI = -1). When the input function is estimated by the NIM, the

input function is similar to the assumed input function of the GQM (SI = -

0.85). The RF in Figure 2.13B is a RF with two quadratic filters as classified

by the GQM (SI = 1), which is the classical definition of complex cells.

However, when estimated with the NIM, the input functions are now more

asymmetric (SI = -0.08 and 0.22). 23/42 of the complex cells (Q1/(Q1+Q2))

are not phase invariant according to the GQM. Out of the Quadratic pair RF

types (Q2), 42% of units (n = 8/19) had more asymmetric input functions

as estimated by the NIM (SI   0.5; arbitrary boundary chosen between

threshold linear and quadratic). This shows that 42% of classical complex

RFs in the current study are not completely phase invariant, but rather have

a limited range of spatial phases according to the NIM.
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Figure 2.13: Two example SUs with their spatial RFs and corresponding input
nonlinearities from the GQM (left) and the NIM (right). The plots and layout
are the same as Figure 2.8. (A) The RF from the GQM is linear with an odd
symmetric input nonlinearity (SI = -1), and the NIM estimated a similar input
function (SI = -0.85). (B) The RF from the GQM consists of two filters with even
symmetric input nonlinearity (SI = 1), while the NIM estimated two filters that
are not symmetric (SI = -0.08 and 0.22).

Figure 2.14 plots the average input nonlinearities for the GQM and the

NIM. NIM filters were also re-ordered so that the filter with the lowest SI

was classified as Filter 1. Figure 2.14A shows the static input nonlinearities

used for the GQM filters. Figure 2.14B shows the average input nonlinear-

ities from the NIM (the output from the global optimisation), which were

categorised into the GQM RF types. The shaded areas around the input
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nonlinearities are the standard deviation (SD). The numbers above the in-

put nonlinearities is the mean SI � the SD. The numbers below the input

functions represent the number of NIM units (n) for that filter and RF type.

On average, NIM filters corresponding to L GQM RF type units also de-

scribe a linear function (�0.63 � 0.43). Units with Q1 RF types produced

six units with extra NIM filter/s (as presented in Fig. 2.11), and two out

of the three NIM filters correspond well with a function close to quadratic

(Filter 2= �0.83 � 0.29, Filter 3 = 0.75 � 0.28) while one is somewhat in

between a quadratic and threshold-linear (Filter 1: 0.57� 0.44). NIM filters

of Q2 show a very similar result with one mixed and two quadratic functions

(Filter 1 = �0.53�0.39, Filter 2 = �0.87�0.2, Filter 3 = 0.9�0.1). For the

linear-quadratics, the first NIM filter corresponds well with a linear function

(Filter 1; LQ1 = �0.4 � 0.51, LQ2 = �0.13 � 0.69), while the other NIM

filters were hard to determine due to their high variation and low numbers

(LQ1: F2 = 0.26�0.54, F3 = 0.56; LQ2: F2 = 0.49�0.73, F3 = �0.07�0.8,

F4 = 0.01; LQ3: F1 = �0.86, F2 = 1, F3 = 0.13).

Now we know that the input nonlinearities between the GQM and the

NIM vary considerably, Figure 2.15 plots the mean difference in SI of nonlin-

earities between the two models. The SI difference describes how different (in

percentage) the nonlinearities of the NIM filters are from the nonlinearities

of the GQM filters (i.e. Difference = siGQM - siNIM). The SI of the GQM

linear filters is -1 (siGQM = -1 for L and the first filters of LQ1-3), and the

SI of the GQM quadratic filters is 1 (siGQM = 1 for Q1-2 and quadratic

components of LQ1-3). For example, if a NIM RF has two filters and the

corresponding GQM RF is of the type LQ1, then the mean SI difference is:

((-1 - siNIM1) + (1 - siNIM2))/2. The SI is then converted into a percentage

and categorised into a GQM RF type as shown in Figure 2.15. The figure

shows that there is a significantly higher divergence (t-test, p   0.01) of input

nonlinearities between the GQM and the NIM for RF types of LQ1 and LQ2

than the other RF types (mean � SEM: L = 18.5� 2.0; Q1 = 17.5� 3.8; Q2

= 17.9 � 4.0; LQ1 = 33.0 � 3.8; LQ2 = 38.5 � 4.7; LQ3 = 16.8).
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Figure 2.14: Grid showing the input nonlinearities. (A) The input nonlinear-
ities used for the GQM filters (fixed parameter): linear, quadratic 1, quadratic
2, and quadratic 3. (B) The average input nonlinearities from the NIM (output
from the global optimisation) categorized into the GQM RF types. The shaded
area around the nonlinearity are the standard deviations (SD). For all plots, the
numbers above the nonlinearities indicate the symmetry index (SI) � SD, and the
grid lines represent y = 0 and x = 0. Nonlinearities are plotted as spike rate over
feature contrast.
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Figure 2.15: Bar plot showing difference in SI between the nonlinearities of the
GQM and the NIM (Difference = siGQM - siNIM; in percentage) for each RF type.
The red error bars represent the SEM. ** represents p   0.01 (t-test). There is
no error bar for LQ3 because n = 1.

2.3.6 Performance comparison

To compare the performance of the GQM to the NIM, I used the log-

likelihoods of the cross-validation sets obtained from the significance testing

(“Determining the number of filters” section in the Methods). The cross-

validation obtains a model using a training set (using four-fifths of the data),

and then the performance was evaluated with a test set (remaining one-fifth

of the data) that was re-sampled 500 times. An example of performance eval-

uation using cross-validation (500 sets) for one unit can be seen in the box

plot of Figure 2.16A. The performance of the GQM and the NIM were mea-

sured by the log-likelihood (y-axis). The scale is negative since probability

is measured between 0 and 1, and the log of 0-1 is negative. In this example,

the NIM performed significantly better than the GQM (t-test, p   0.001).

The red-lines indicate the performance of six cross-validated sets (two chosen

as minimum and maximum of GQM, and the other four chosen at random)

across the two models, which shows an increase in performance from the NIM.

The number of units that had a model with a significantly better perfor-

mance (t-test, p   0.05) were counted. Altogether, in 65% (n = 128/196) of

units the NIM performed better, in 30% (n = 59/196) the GQM performed
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better, and in 5% (n = 9/196) of units both models performed equally. The

number of units were plotted against each GQM RF type as shown in the

bar graph of Figure 2.16B. Units with the GQM outperforming the NIM are

shown as white bars and units with the NIM outperforming the GQM are

shown as black bars. When all of the GQM RF types were considered, there

were more units with the NIM outperforming the GQM. Q1 had the highest

proportion of units with the NIM outperforming the GQM (GQM: 9%, NIM:

91%; n = 21, 2); Q2 had the highest proportion of units with the GQM out-

performing the NIM (GQM: 42%, NIM: 58%; n = 8, 11); and L (GQM: 32%,

NIM: 62%; n = 38, 73), LQ1 (GQM: 31%, NIM: 62%; n = 8, 16), and LQ2

(GQM: 30%, NIM: 60%; n = 3, 6) in between. The performance of the one

unit with LQ3 RF type had the NIM outperforming the GQM. These data

show that the performance of the NIM is overall better for all the GQM RF

types.

As mentioned in previous sections, the GQM and the NIM vary in the

numbers of filters and input nonlinearities. The bar graph in Figure 2.16B

shows no correlation between the number of filters and the model that per-

forms better since all RF types have more units with the NIM outperforming

the GQM. Figure 2.16C plots the mean difference in SI for units with the

GQM outperforming the NIM (white) and units with the NIM outperform-

ing the GQM (black). The SI difference describes how different the nonlin-

earities of the NIM filter are from the nonlinearities of the GQM filter, as

described in the previous section. The idea is that if the nonlinearities of the

GQM and the NIM were close (i.e. SI difference is close to 0%), then the

GQM would perform better due to its more straightforward model estimation

(fewer parameters). Again, there is no correlation between performance and

the difference in SI, as the difference in units with the GQM outperforming

the NIM is not significantly different from units with the NIM outperform-

ing the GQM (t-test, p = 0.91; mean � SEM: GQM = 30.5 � 3.3, NIM =

31.0 � 2.6). Model performance may correlate to how much neural data is

available. Figure 2.16D plots the mean spike rate that was calculated when

the stimulus was ON with the mean spontaneous spike rate subtracted (i.e.
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the spike rate during a blank screen). On average, units that had the GQM

outperforming the NIM was lower (but not significant; t-test, p = 0.055)

than the units with the NIM outperforming the GQM (mean � SEM: GQM

= 2.2 � 0.4, NIM = 3.3 � 0.3).
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.

Figure 2.16: (Caption next page.)
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Figure 2.16: (Previous page.) Performance comparison between the GQM and
the NIM, as measured by their cross-validated log-likelihood (described in the
Methods). (A) Box plot measuring the cross-validated log-likelihood for one ex-
ample unit (n = 500 cross-validation sets). The NIM performed significantly better
than the GQM (t-test, p   0.001). The red-lines indicate the performance across
models for six cross-validation sets. (B) Bar plot showing the proportion of units
(%) where the performance of the GQM was significantly higher (white) and when
the performance of the NIM was significantly higher (black) (t-test, p   0.05), for
each GQM RF type. All GQM RF types had more units with better performance
from the NIM (L: 62%, Q1: 91%, LQ1: 62%, Q2: 58%, LQ2: 60%; n = 73, 21, 16,
11, 6) than from the GQM (L: 32%, Q1: 9%, LQ1: 31%, Q2: 42%, LQ2: 30%; n
= 38, 2, 8, 8, 3). (C-D) Bar plots showing mean symmetry index difference (A)
and mean spike rate (D) for units where the GQM outperformed the NIM (white,
n = 59) and the NIM outperformed the GQM (black, n = 128). The red error bars
represent the SEM. The two distributions were not significantly different (t-test,
p = 0.055).

2.4 Discussion

2.4.1 Receptive fields and classification

The classification of RFs characterised by the GQM was based on the num-

ber and type of filters that were produced, and the NIM RF classification

was based only on the number of filters. Throughout the Results section, I

chose to analyse the RFs of the two models with reference to the GQM’s RF

classification of linear or quadratic (L, Q1-Q2, LQ1-LQ3) instead of using

the NIM’s RF classification (one filter to four filters) because it provided a

more informative analysis. For example, a NIM RF with one filter could

correspond to either a RF with one linear filter or a RF with one quadratic

filter, which are typically defined as two different cells in the primary visual

cortex. The classifications from the GQM are also the formal classifications

used in the literature (i.e. linear summation of simple cells and energy model

of complex cells). In my view, these classifications made the most sense as

they allow a direct comparison with the existing literature. Ideally, it would

have been beneficial to use both types of classification as reference. Future

work that incorporates the NIM could classify the NIM RFs based on their

input nonlinearities by using clustering techniques with the symmetry index
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to separate RFs characterised by the NIM into RF type (linear, quadratic or

linear-quadratic).

No units characterised by the GQM or the NIM in this study had any

inhibitory filters. Even though inhibitory effects have been reported to exist

(Priebe & Ferster, 2005), inhibitory spatial filters have not been identified

before in the primary visual cortex of anaesthetised cats (STC: Touryan

et al. 2002, 2005, GQM: Almasi 2017). The ability to identify inhibitory

filters likely depends on the animal species as they have been identified in

the monkey cortex but not in cat cortex (for monkeys, STC anaesthetized:

Rust et al. 2005, awake: Chen et al. 2007). Furthermore, the species also has

an influence on the number of filters characterised: the maximum number of

filters from cat V1 studies (up to four-five excitatory filters: this study and

Touryan et al. 2005, 2002) is substantially lower than the numbers identified

in monkey V1 studies (up to eight excitatory filters: Rust et al. 2005; Chen

et al. 2007). The lack of inhibitory filters and the low number of filters could

also be attributed to the differences in stimulus, the type of anaesthesia used,

or the amount of spiking data that was available, all of which are likely linked.

Although this study was performed with WGN, previous studies have

used natural stimuli to characterise the spatial RFs of neurons in the primary

visual cortex (Touryan et al., 2005). The argument for the use of natural

stimuli is that the visual system develops in the natural environment, which

leads to a more efficient RF characterisation (as seen in the complex cells in

Touryan et al. 2005). However, simulated experiments have shown that even

though the quadratic functions from the GQM provide a good estimate of

the response function with stimuli of heavy-tailed stimulus distributions of

the power spectrum (e.g. natural stimuli), the approximation is less robust

compared to NIM’s approximation of the same data set (McFarland et al.,

2013). Therefore, using WGN reduces any possible methodological bias for

the comparison between the GQM and the NIM, as compared to using nat-

ural stimuli.
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RFs characterised with a single spatial filter followed by a linear input

function are typically associated with the RFs of simple cells, as seen in

117 of my units. Contrastingly, RFs of complex cells in the primary visual

cortex were originally rather vaguely defined as those that are not simple

(Hubel & Wiesel, 1962). Complex cells have been classically modelled as a

pair of spatial filters followed by nonlinear (quadratic, Q2) input functions,

also known as the energy model (Adelson & Bergen, 1985) and identified in

previous cat V1 studies (Touryan et al., 2002, 2005). Only a small proportion

of units recorded here had a RF of this description (10%, n = 19; or 21%, n

= 42 if Q1 is included). The rest of the data consisted of RFs with one linear

filter and one or more quadratic filters, which have been described as a sub-

class of complex cells (mixed complex: Almasi 2017) and identified before by

other laboratories (monkey: Rust et al. 2005, cat: McFarland et al. 2013).

Altogether, the distribution of cell types recorded is 60% (117/196) simple

cells and 40% (79/196) complex cells, which is very similar to the proportions

reported in the literature (Skottun et al., 1991; Mechler & Ringach, 2002).

Note that all RF types mentioned here refer to classification using the GQM.

2.4.2 GQM versus NIM

Both the GQM and the NIM are recent probabilistic frameworks based on

the LNP model in which several parameters can be efficiently estimated by

using neural data collected in response to a known stimulus sequence. The

difference between the two is that the GQM assumes a fixed input nonlinear-

ity while the NIM estimates the parametric input nonlinearity. Introduced by

McFarland et al. (2013), the NIM provides a more flexible modelling frame-

work than the GQM because of its physiologically motivated model structure,

rather than a more formal mathematical structure. Similar to my project,

McFarland et al. (2013) compared the RFs and performance of the GQM and

the NIM with simulated and experimental data. However, it is important to

note that the NIM framework that I used is different to that of McFarland’s.

The first difference is that McFarland only modelled using two real V1 neu-

rons (one from monkey and one from cat) while I modelled the RFs from a
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population of V1 neurons (n = 197). Secondly, the NIM that I used had the

parameters optimised sequentially and then simultaneously rather than just

sequentially. The extra simultaneous parameter optimisation step diagnoses

the presence of undesirable local maxima and identifies the global maximum

of the log-likelihood function (as introduced by Almasi 2017). There are no

studies in the current literature that compare the RF characterisation of the

GQM and the NIM from a neural population, and my work is the first to do

so.

Number of spatial filters

McFarland et al. (2013) showed that there is a disparity in the number of

filters between RFs characterised by the GQM and the NIM. Their RFs ob-

tained with simulated and experimental data characterised by the NIM had

more filters than the GQM RF, which was closer to the true model (simu-

lated data: Figure 6 in their study). My data had 15% of units with different

numbers of spatial filters from characterisation by the GQM and the NIM

(Table 2.1). When splitting the data into RF types, none of the L GQM RFs

had a difference, the LQ RF types had the largest disparity in the number of

filters (nearly half: 46%), and Q RF types had 31% difference. This indicates

that the variation in the number of filters produced between the two models

affects LQ and Q RFs the most while L RFs seem to remain the same. This

variation in the number of filters also increases as the number of GQM filters

increases (Fig. 2.11), indicating that the two models become more dissimilar

as the number of characterised filters increases.

For models with more than one filter (LQ1, Q2 and LQ2), the disparity

between the number of filters is due to there being more filters in the GQM

characterisation (nGQM ¡ nNIM: 83%, n = 20/24). Within this population,

I found that seven of the LQ GQM RFs had a linear filter that looked similar

to noise (even though it was classified as significant by cross-validation), e.g.

the Linear column in Figure 2.9b. These RFs may actually be quadratic RFs

that had been misclassified as linear-quadratic RFs. Two RFs looked very
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noisy as it was difficult to see the RF structure. For the rest of the GQM

RFs that had one more filter than the NIM RFs, three were non-Gabor like

(example shown in Fig. 2.9a Unit #3), which may have caused issues in the

RF characterisation. The possible misclassification of RFs could be due to an

issue in the significance testing and/or from the modelling framework. With

regard to the first point, the threshold for significance was chosen arbitrarily

(Z-score ¡ 2) and perhaps a stricter significance test may be needed for fu-

ture studies. Nonetheless, the linear residual from the GQM seems to cause

additional issues that can be avoided by using the NIM. For the second point,

which could be due to the modelling framework, the increase in the number

of filters from the GQM could result from the fixed input nonlinearity that

the GQM forces onto the model. If the fixed input function from the GQM

is dissimilar to the true nonlinearity of the neuron, then the model may add

extra features to compensate for the lack of parameters.

Additionally, 33% (n = 10/30) of the units with different numbers of

filters (or 5% over the total population) had the NIM characterising more

filters than the GQM, indicating that the NIM is able to identify additional

spatial features from the neural responses. Of course, this could also be true

for the GQM in cases where the efficiency of the fixed input nonlinearities is

able to identify additional spatial features of the neural response.

Nonlinearity

The biggest difference between the frameworks of the GQM and the NIM

is in their input nonlinearities. The GQM assumes its input functions to

be either linear or quadratic, which is a combination of the classical defini-

tions of simple (LNP model; Carandini et al. 2005) and complex cells (energy

model; Adelson & Bergen 1985). The linear and quadratic functions have

been the dominant descriptions of the spatial summation response properties

of V1 cells for the previous 30 years. The issue here is that nobody has mea-

sured what the input functions truly are. This is where the NIM provides

an advantage over the GQM, where the NIM is able to estimate the nonlin-

2.4. DISCUSSION 72



CHAPTER 2. COMPARISON BETWEEN THE GQM AND THE NIM

earities while the GQM does not. The current study showed that there is a

small disparity in nonlinearity between the GQM and the NIM for linear RF

types (Fig. 2.14). Even though there was a �18% difference in SI for linear

RF types between the two models, the nonlinearities estimated by the NIM

were still linear (i.e. from linear to threshold-linear). Contrarily, there was

a large disparity in nonlinearities for Quadratic RF types (Q1 and Q2). The

example in Figure 2.13B showed a classical complex RF with two squaring

nonlinearities from the GQM, but when estimated by the NIM, the nonlin-

earities showed that the neuron was sensitive to only one feature contrast.

A total of 42% of the Quadratic pair RF types (Q2) had this asymmetric

nonlinearity (SI   0.5) when estimated by the NIM. Therefore, a proportion

of the classical complex cells in the current study were not completely phase

invariant, at least according to the NIM.

Furthermore, there were also a high proportion of complex cells that did

not follow the classical definition, but rather consisted of a linear and one or

more quadratic nonlinearities. Since the NIM provides a more physiological

interpretation of the neuron over the GQM (McFarland et al., 2013), then

Figure 2.14 shows that the nonlinearities of most of these mixed complex cells

do not follow a perfect linear or quadratic function. This disparity between

models is also evident in the input nonlinearities where the biggest deviation

between the GQM and the NIM is from the linear-quadratic RF types (Fig.

2.15). It is likely that the fixed nonlinearities of the GQM may not be able

to represent the RFs of mixed complex cells (linear-quadratics) as well as the

parametric framework of the NIM.

Therefore, the difference between the two frameworks provides the biggest

advantage of the NIM over the GQM. The NIM is able to characterise the

nonlinearities of V1 neurons: the current study has shown that there is a

high proportion of complex cells (Q and LQ RFs) that do not follow the

classical perfect squaring functions in their nonlinearity. The importance

of this is that we can better understand the visual system’s ability for fea-

ture extraction as well as invariance. For example, we are able to recognise
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complete objects (e.g. a real human hand), as well as incomplete or altered

objects (e.g. a cartoon hand that has only three fingers). This observation

shows that invariance is built into our visual processing pathways. This in-

variance is a crucial aspect of object recognition along the temporal pathway,

and variations in nonlinearities in V1 may assist in building invariance into

the system from an early stage. Future work can use the NIM to diagnose

invariance in visual processing by characterising the nonlinearities in early

visual areas, which can then be used to distinguish the level of invariance for

several of the cell’s response properties (e.g. phase, orientation, spatial and

temporal frequencies).

Quantitative performance

It is important to note that the analysis discussed above (number of filters

and symmetry index) does not determine whether the GQM and the NIM

are better than each other. Rather it shows the disparity in their RF char-

acterisation. As in the study by McFarland et al. (2013), I calculated and

compared the performance of the two models based on the distribution of log-

likelihoods from cross-validation. RFs characterised by the NIM performed

significantly better in 65% of the units recorded than the models charac-

terised by the GQM (Fig. 2.16). This means that in the great majority of

cases, the identification of the nonlinearities associated with each filter indi-

vidually allows the NIM to identify additional aspects of the neural response

function that significantly improves the model, as compared to the fixed non-

linearities of the GQM. The better quantitative performance of the NIM also

confirms that the NIM results in a more physiological interpretation of the

neuron’s behaviour over the GQM, as stated by McFarland et al. (2013).

However, this is not true for all cases. The GQM is able to outperform the

NIM in 30% of units, which indicates that the GQM is able to identify a

better set of filters, probably due to the reduced number of parameters, and

thus a more straightforward estimation procedure.

Analysis of the difference in the number of filters, subspace, and input
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nonlinearities imply that the results from the two models deviate as the num-

ber of filters increases. For example, the characterisation of Linear RFs from

the GQM and the NIM had the least deviation between models: no differ-

ences in the number of filters (Fig. 2.11); significantly lowest dihedral angle

(Fig. 2.12C); and lowest SI difference (Fig. 2.15). The performance analysis

in Figure 2.16B indicates that there is no relation between the performance

of the model and the number of filters or the RF type, as the number of

units in which the NIM outperformed the GQM is similar for all RF types.

Perhaps the relation in model performance lies within the input nonlinear-

ities. If the similarity between the GQM’s fixed and the NIM’s parametric

input nonlinearities are close, then it is likely that the GQM would perform

better than the NIM due to its simpler estimation procedure. However, this

is not the case as the distribution of SI difference for units with the GQM

outperforming the NIM is not significantly different to units with the NIM

outperforming the GQM (Fig. 2.16C). The disparity in performance could

be due to the difference in spike rate. As seen in Figure 2.16D, the average

spike rate of units with the GQM outperforming the NIM is lower. Even

though the distribution of spike rate is not significantly lower, the p-value

(t-test, p = 0.055) is on the border of significance. If we were to treat the

difference in spike rate as significant, then according to the quantitative per-

formance of the log-likelihood, it indicates that characterisation of RFs with

the GQM is more reliable for units that have lower spike rates. This is likely

due to the reduced number of parameters of the GQM compared to the NIM,

which allows for a better estimation when there is less neural data. On the

other hand, more complicated models require more data for parameter opti-

misation, and the small amount of data may provide a poor estimation for

the extra parameters of the NIM. A similar result was reported by Almasi

(2017) where the GQM provided a more efficient characterisation than the

STC for V1 complex cell RFs. However, this result is likely due to the two

completely different modelling frameworks rather than the fixed nonlineari-

ties of the GQM. Furthermore, ‘low data’ and ‘high data’ conditions are not

distinguished in this study, and future work could develop this boundary.
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2.5 Conclusion

My results show that the disparity between the GQM and the NIM were

qualitatively more noticeable as the number of RF filters increased. Linear

type RFs produced the same number of filters, lowest difference in the angu-

lar subspaces, and lowest SI. Conversely, linear-quadratic type RFs produced

the highest disparity in the number of filters, angular subspaces, and SI. A

quantitative performance comparison shows that the NIM outperforms the

GQM for 65% of units. The correlation between performance and charac-

terisation models was not found in the RF type or number of filters, but

rather the amount of neuronal activity. This reveals a strong indication that

the GQM is better for data sets with small spike counts due to its simpler

modelling framework, and the NIM is better for units with higher spike rates

and linear-quadratic RFs (i.e, mixed complex cells) due to the NIM’s more

physiologically plausible parametric framework.
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Chapter 3

Correlating Extracellular Spike

Waveforms to Spatial

Receptive Fields

3.1 Introduction and Background

Since the beginning of electrophysiology studies, extracellular spikes have

been an important tool in determining the integral properties of individual

neurons and how they communicate in a network. Early extracellular elec-

trophysiology studies provided only one type of information on a recorded

neuron: when it spiked (Figure 3.2A). This allowed Hubel and Wiesel to

characterise simple and complex receptive fields in cat visual cortical neu-

rons based on spike frequencies (i.e. number of spikes within a fixed time

period) in their famous studies (Hubel & Wiesel, 1959, 1962). In vivo studies

from other cortical areas noticed a variability in extracellular spike shapes

and differentiated cortical cells into two categories: action potentials exhibit-

ing narrow spike widths; and action potentials exhibiting broad spike widths

(somatosensory cortex, monkey: Mountcastle et al. 1969; rat: Simons 1978).
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Biophysics of a spike

Before I continue with the history of extracellular spikes, I would like to

describe the biophysics of a spike (or action potential). A spike is typi-

cally described with the following four time courses (Figure 3.1): (1) resting

membrane potential ; (2) depolarisation due to Na+ channels opening and

subsequent Na+ ions entering the cell; (3) repolarisation due to Na+ chan-

nels closing and K+ channels opening with subsequent K+ ions exiting the

cell; and (4) hyperpolarisation due to the relatively slow closing of K+ chan-

nels. These phases are also associated with the extracellular spike (Figure 3.1

right) (Henze et al., 2000). Note that the extracellular waveform is essentially

flipped due to the recording site being outside of the cell.

Figure 3.1: Phases of a typical intracellular spike (red) and extracellular spike
(blue): (1) resting membrane potential; (2) depolarisation; (3) repolarisation; and
(4) hyperpolarisation. Source: intracellular spike from open source under Creative
Commons license.

Correlation with intracellular studies

Intracellular studies were widely used providing several advantages over ex-

tracellular spikes. Intracellular recordings also obtained thin (fast spiking

cells) and broad (regular spiking cells) action potentials, which when com-

bined with labelling techniques, revealed the morphology of regular spiking

cells as pyramidal or spiny stellate cells (i.e. excitatory), while fast spik-

ing cells showed morphological features of inhibitory neurons (Ahmed et al.,

1998; Azouz et al., 1997). These intracellular studies were highly beneficial
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for extracellular studies as the correlation between the two made it possible

to gain knowledge about the intrinsic properties of neurons from their extra-

cellular spike waveform shapes (Henze et al., 2000): inhibitory neurons are

associated with narrower spike waveforms and excitatory neurons are associ-

ated with wider spike waveforms (Figure 3.2B). Inhibition has been theorised

in V1 to provide an important role in shaping the orientation and direction

selectivity of V1 neurons (Hirsch, 2003; Cardin et al., 2007; Nowak et al.,

2008; Li et al., 2008). However, the association with spike width and mor-

phological cell class may not be as distinct. Vigneswaran et al. (2011) have

shown that in the monkey cortex, there are inhibitory neurons that have wide

spikes as well as excitatory neurons that have thin spikes. A recent study

in monkey V1 has also shown narrow-waveform spikes that resemble the ex-

citatory “chattering” neurons from intracellular cat V1 recordings (Onorato

et al., 2019).

Subsequent studies used the added advantage from intracellular record-

ings of identifying the anatomical properties of neurons, such as detailing the

anatomical organisation of V1 neurons (Binzegger et al., 2004) (see Figure

1.3 in Chapter 1 for review). Martinez et al. (2005) used this advantage to

correlate V1 receptive fields to their anatomical and morphological proper-

ties. They found that simple cells are confined to the thalamorecipient layers

(layers 4 and 6), complex cells are found throughout all layers, and there are

no correlations between receptive field structure and morphological classes of

neurons. Knowledge about the intrinsic properties of cortical neurons is im-

portant in not only identifying the neurons, but to understand how cortical

neurons communicate with each other.
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Figure 3.2: Illustration of the brief history of extracellular spikes. (A) Extra-
cellular spikes in the 1950s represented one type of information: when the neuron
spikes. (B) Intracellular studies with labelling techniques allowed for morphologi-
cal associations: inhibitory neurons are associated with narrower spike waveforms
(orange) and excitatory neurons are associated with wider spike waveforms (blue).
(C) Schematic of a neuron (black) illustrating that different spatial locations rela-
tive to the cell body can reflect different extracellular spike waveforms. The spike
amplitude (represented in colour) decreases rapidly with distance from the cell
body, resulting in a relative increase of the initial positive phase. The use of very
dense arrays also allows temporal tracking of a propagating spike. The example
here shows a backpropagating spike as it goes from the axon up to the dendrites.
Source: image of neuron from open source under Creative Commons license.

Extracellular spike profiling from technological advancements

The disadvantage of intracellular studies is that they can only record from

a single cell at a time. Recent technological development of very dense elec-
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trode arrays allows extracellular recordings to sample large portions of the

neural network at the same time, thus granting highly detailed identifica-

tions of the extracellular spike waveform properties. Gold et al. (2006) used

modelling and experimental data to determine the remaining variability in

extracellular spikes that could not be explained by intracellular studies. They

found that the shape of extracellular spikes depends on the spatial locations

of the recording site; the spike amplitude decreases rapidly with distance

from the cell body, which results in a relative increase in the amplitude of

the initial positive phase (Figure 3.2C) (also seen in other electrophysiology

studies in cat: Gold et al. 2009; and rat: Robbins et al. 2013). This allows

studies to predict the recording location based on the size of the initial pos-

itive peak relative to the dominant negative peak (i.e. the larger the initial

peak, the further away the recording site is from the soma). It is important

to note that the initial positive phase is not associated with intracellular

spikes and is thought to be due to a mixed-ion capacitive current that is

due to distal fibres having slow Na+ channel activation (Gold et al., 2006,

2007). Models of current sources and sinks also predict the initial positive

peaks of spikes in an isolated axon (Heinricher, 2004; Barry, 2015). Inter-

estingly, Gold et al. (2009) reported an abundance of extracellular spikes in

the cat visual cortex with a large initial positive peak (similar to the blue

spike in Figure 3.2), which could not be explained by compartmental models.

Furthermore, very dense arrays give researchers the ability to temporally

track propagating spikes in the neural fibres. Jia et al. (2018) tracked the

spatiotemporal profiles of propagating extracellular spikes. They uncovered

a subclass of regular spiking cells in the visual cortex (and hippocampus)

that had unidirectional backpropagating action potentials (i.e. spikes that

travelled from axon to cell body and to dendrites; example illustrated in

Figure 3.2C).
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Chapter overview

In a span of 60 years, we have moved on from extracellular spikes provid-

ing only one type of information about a given neuron to identifying several

of the neuron’s intrinsic properties. Yet despite the widespread research in

this field, there remain several aspects of extracellular spikes that are poorly

understood (e.g. positive spikes). The most abundant assessment of in vivo

neuronal activity is via extracellular recordings. Ultimately, more studies ex-

ploring the intrinsic properties of neurons based on extracellular spikes will

help future research to identify the roles of recorded neurons just by looking

at the spike waveform shape. This profiling of extracellular spikes also allows

studies using high-density arrays to better comprehend the underlying cir-

cuitry in the sensory brain, thus helping to understand more about sensory

perception. In a broader scope, the profiling is related to and can assist in un-

derstanding cognitive processes, such as decision-making (Wong et al., 2016),

and in understanding brain dysfunctions, such as epileptic seizure (Steriade

et al., 1998; Timofeev et al., 2002).

The present study aims to correlate the extracellular spike waveform

shapes with their associated spatial receptive fields, as estimated using the

NIM (described in Chapter 2) in the primary visual cortex of anaesthetised

cats. I extracted the extracellular spike waveforms of all single units and

categorized them based on their average waveform shapes using several pa-

rameters commonly used in the literature. Spatial receptive fields were also

categorized based on their selectiveness to orientation. My finding is that

certain spike waveform classes correspond to certain classes of spatial recep-

tive field. The response characteristics of some of these waveform classes

(e.g. spike rate and burst) suggest that they may be recording the activities

of axons from cells that originate outside of the visual cortex. To confirm this

hypothesis, I also recorded from the visual cortex before and after silencing

it with the GABA agonist muscimol. It was found that the class of spike

waveforms that were thought to originate from outside the cortex mostly

remained after silencing the cortical networks.
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3.2 Methods

3.2.1 Waveform Analysis

Waveform Extraction

Identified waveforms were observed on one or multiple electrode channels.

For each single unit, 10,000 random spike waveforms were collected from

the channel with the highest amplitude from the raw data. Waveforms were

collected in the period from 1 ms before to 2 ms after the spike time (i.e.

waveforms were extracted in a window of -30 to 60 samples with 0 being

the minimum trough). If a single unit produced less than 10,000 spikes,

then the maximum number of spikes was used (this only occurred on 10%

of occasions: minimum = 1684 spikes). Collected spike waveforms were

averaged and then the baseline was subtracted so that the new baseline was

0. The baseline was calculated as the mean of the first and last 10 samples

of the extracted waveform. An example of an extracted waveform can be

seen in Figure 3.3. The major negative deflection of the extracellular spike

(labelled as Trough) represents depolarisation of the cell membrane and the

positive deflection (labelled as Peak) represents hyperpolarisation of the cell

membrane (Henze et al., 2000). Note that this convention is the reverse of

the case for intracellular recordings.

Waveform Features

Spike waveforms were classified based on five features as shown in Figure

3.3: amplitude, peak-trough ratio, end-slope, duration, and 1st peak-trough

ratio. Amplitude is useful in separating spikes into positive and negative

waveforms (Gold et al., 2009) while peak-trough ratio, end-slope, and dura-

tion are common features in classifying negative waveforms into regular and

fast spikes (Niell & Stryker, 2008; Jia et al., 2018; Chen et al., 2015; Robbins

et al., 2013). The calculations to extract each feature are described below.

It is important to note that filtering applied during data acquisition (or

offline) influences the spike waveform shape (Nelson et al., 2008). For exam-
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ple, filters with low filtering frequencies produce phase distortions in spike

waveforms, which is a result of under-sampling (Molden et al., 2013; Yael &

Bar-Gad, 2017). As mentioned in Chapter 2, data in my thesis were sampled

at 30 kHz and low pass filtered at 14.5 kHz, which is similar (or even higher)

than previous extracellular spike waveform studies (Gold et al., 2009; Molden

et al., 2013).

Amplitude is the signed difference between either the maximum peak or min-

imum trough and the baseline of the waveform, depending on which is larger

in magnitude. An example is shown in red in Figure 3.3. The amplitude

for this waveform is the distance from the baseline (grey dotted line) to the

minimum trough. The minimum trough is used here because it is larger than

both of the two positive peaks. If either of the positive peaks were larger,

then the highest positive peak would have been used.

Peak-trough ratio is the ratio between the unsigned amplitudes of the mini-

mum trough and the following peak. This is shown in Figure 3.3 (purple) as

the amplitude of the peak divided by the amplitude of the trough.

End-slope is the gradient of the slope at time X after the minimum trough

(Fig. 3.3, orange). In a previous extracellular waveform study, Niell &

Stryker (2008) calculated the end-slope at a defined point 0.5 ms after the

minimum trough. Data from Niell & Stryker (2008) was from mice and the

end-slope point for cat data had not been defined prior to this study. In my

study, I calculate the end-slope value at a range of post-trough times from

0.267 ms to 0.6 ms in 0.033 ms increments (i.e. from 8-18 samples in 1 sample

increments). To obtain the optimum end-slope time for cat spike waveforms,

the data was normalized (using standardized z-scores) and clustered using

k-means. Then the sum of distances of within-cluster points was calculated

to obtain the distance between cluster centres. These two calculations pro-

vide information of how tight the points are within their clusters and how

separated each cluster is from other clusters. Note that all spike waveforms

were normalised to the smallest amplitude waveform prior to end-slope cal-
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culations.

Duration is the time between the minimum trough and the subsequent peak

(Fig. 3.3, blue).

1st Peak-trough ratio is the ratio between the amplitudes of the minimum

trough and previous peak. This is shown in Figure 3.3 (green) as the am-

plitude of the 1st peak divided by the amplitude of the trough. We used

this feature for classification because it has proved to be a useful tool in

determining the origin of the spike (Gold et al., 2006; Robbins et al., 2013).
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Figure 3.3: Example spike waveform extracted by averaging 10,000 random
spikes from the raw data. The 10,000 spikes were aligned by the minimum trough.
There are three major deflections in this waveform: 1st Peak, Trough, and Peak.
Baseline is shown as the dotted line. Spikes are classified based on five features:
Amplitude (red) is the difference between the maximum peak (trough in this case)
and baseline; Peak-trough ratio (purple) is the ratio between the amplitudes of the
Peak and the Trough; 1st Peak-trough (green) is the ratio between the amplitudes
of the 1st Peak and the Trough; Duration (blue) is the time between the Trough
and the Peak; and End-slope (orange) is the gradient at time x after the trough.
The optimum value for time x is calculated in the Results section.

Signal to noise ratio

The signal to noise ratio (SNR) was computed as the ratio of the mean

waveform to the standard deviation (SD) of waveform noise. This is the

same method used by Kelly et al. (2007). The SNR of a spike waveform is
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described as:

W �

�
���
v1pt1q v1pt2q . . . v1ptnq

...
...

. . .
...

vkpt1q vkpt2q . . . vkptnq

�
��� ,

ε � W �

�
���
W̄
...

W̄

�
��� ,

SNR �
maxpW̄ q �minpW̄ q

2 � SDε

(3.1)

where W is the collection of k waveforms with n samples, W̄ represents the

mean spike waveform, ε is the matrix of noise values and SDε is the SD of

all entries in ε.

3.2.2 Receptive Fields

Receptive Field Estimation

Receptive fields were estimated using the Nonlinear Input Model (NIM) as

described in Chapter 2.

Orientation Bandwidth

Orientation bandwidth (OB) was obtained by transforming the receptive

field filter into the 2D Fourier spectrum. This transforms a space represen-

tation to a frequency representation for the filter: i.e. the radial and angular

coordinates of the Fourier domain represent the spatial and orientation fre-

quency, respectively. The 2D Fourier spectrum was then sampled at the

preferred spatial frequency which generated the amplitude spectrum. The

OB was then defined as half-width at half-maximum of the peak amplitude

spectrum.
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3.2.3 Spiking-properties

Spike rate: The spike rate of single units was calculated by subtracting the

spike rate when the stimulus was off (spontaneous activity) from when the

stimulus was on (response).

Burst Index: I used two types of burst index calculations. The first is adapted

from Wang et al. (2006) and is used to calculate the burstiness of thalamic

neurons. This burst index (Burst Index Thalamic) is the ratio of burst fre-

quency over the mean frequency for all spikes (nBurst/nAll). Spikes are

defined as bursting when the inter-spike interval before the first spike was

greater than 100 ms (i.e. a preceding silent period of at least 100 ms), and

subsequent spikes were within an inter-spike interval of less than 4 ms. The

second index is used to calculate the burstiness of cortical neurons (Royer

et al., 2012). Burst Index Cortical was calculated using the spike autocor-

relogram (example shown in Fig. 3.4). It is the difference between the peak

(maximum value between 0 and 10 ms) and the baseline (average between 40

and 50 ms), and then divided by the peak to get a normalized value between

0 and 1.

Refractory period: Each single unit’s refractory period was measured on the

spike autocorrelogram with bins of 0.1 ms. The refractory period is defined

as the time from 0 to the maximum bin (shown in Figure 3.4).
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Figure 3.4: Example autocorrelogram used to measure the refractory period of
a single unit. Spikes are counted in bins of 0.1 ms. The autocorrelogram is the
correlation of the unit’s spike train with a delayed copy of itself. The refractory
period is the time from 0 to peak, which is a measure of the time period during
which another spike cannot occur for biophysical reasons. The x and y axes indicate
time in milliseconds and number of spikes.

Depth: Depth refers to the position on the multi-electrode array of the sin-

gle unit’s maximum amplitude (1-32 with 32 being the surface). For each

electrode penetration, the single unit’s electrode position is relative to the

uppermost channel with a recorded single unit. For example, if the highest

channel with a single unit is 26 (out of 32) then channel position 26 is as-

sumed to be the surface and all channels are shifted up by 6. This means that

all penetrations will have the same relative surface position (i.e. position 32).

Channel span: Channel span describes the number of channels that a spike

with a well-defined waveform can be observed on multiple electrodes in the

array. Firstly, each single unit had their spike waveforms for each channel

collected and averaged (as described in Waveform Extraction), and then the

running average was applied to smooth the signal. The peak amplitude of

each channel’s signal was calculated, and then the channel span is the number

of channels that had a waveform peak amplitude greater than 5% of the peak

amplitude of the largest waveform in the array (e.g. if the largest waveform
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peak amplitude was 100µV , then the channel span was all the channels with

a waveform peak amplitude greater than 5µV ).

Muscimol application

For one experimental track penetration, 74 µL of muscimol (50 mM) was

applied topically over the exposed cortical surface and then another applica-

tion an hour later. This was done after receptive fields were recovered with

white-Gaussian noise while the array was still in the cortex. Essentially, the

steps involved were: (1) record activity in the cortex using the linear array

and WGN stimulus; (2) apply muscimol with array still in the cortex; (3)

continue to record with WGN; (4) apply muscimol again 1 hour after the

first application; (5) continue to record with WGN. Recording was continu-

ous to see the effects of muscimol on the extracellular spike waveforms. The

period of recording for both pre- and post-muscimol was approximately 3

hours each.

3.3 Results

3.3.1 Extracellular spike waveform classes

837 isolated single units (SUs) were recorded in V1 from nine anaesthetized

adult cats. Of these units, 231 were responsive to WGN and had their recep-

tive fields recovered. Five distinct classes distinguished by the unit’s extra-

cellular spike waveform shape were identified as indicated in the decision tree

(Fig. 3.5): regular spiking (RS, blue), fast spiking (FS, orange), triphasic

spiking (TS, grey), compound spiking (CS, green), and positive spiking (PS,

black). PS units were all units that had a positive peak larger than their neg-

ative trough, remaining units were classified as TS if the spike waveform had

an initial positive peak 10% of the following negative trough, CS units were

TS units but with a longer waveform, and RS and FS units were separated

using clustering techniques from the remaining spike waveforms. Further de-

tails on how each were classified will be mentioned later. Individual mean

spike waveforms for all units and units with characterised RFs are shown in
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the rows of Figure 3.6. From top to bottom: RS (blue), FS (orange), TS

(grey), CS (green), and PS (black). Spike waveforms for all units are shown

on the left and spike waveforms for units with recovered receptive fields are

shown on the right. The average for all units within each class is indicated

by the darker line.

Figure 3.5: Decision tree used in classifying extracellular spike waveforms. Pos-
itive spiking (PS, black) units were all units that had a positive peak larger than
their negative trough, remaining units were sorted into triphasic spiking (TS, grey)
units if they had an initial positive peak 10% of the following negative trough, com-
pound spiking (CS, green) units were TS units but with a longer waveform, and
regular spiking (RS, blue) and fast spiking (FS, orange) units were separated us-
ing clustering techniques from the remaining spike waveforms. Further details of
classification will be mentioned below.
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Figure 3.6: Spike waveforms separated by classification for all collected single
units (left) and a subset population in which the receptive fields were recovered
(right). Darker lines indicate the mean waveform for all spike waveforms in each
particular group. Regular spiking (RS; blue), fast spiking (FS; orange), triphasic
spiking (TS; grey), and compound spiking unit (CS; green) waveforms are aligned
and normalized to the average minimum trough. Positive spiking units (PS; black)
are aligned and normalized relative to the average maximum peak. The X axes
represent time in milliseconds and range from -1 ms to 1.5 ms in ticks of 0.2 ms
(horizontal scale bar) for all plots. The Y axes represent microvolts in ticks of 40
µV (vertical scale bar) for all plots.
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3.3.2 Population

All units: From the population of all units (Fig. 3.7A), the majority con-

sisted of RS (n = 432, 51%) and FS units (n = 185, 22%). The ratio of RS

units to FS units (51/22 = 2.32) is similar to that found in other extracellu-

lar cortical studies (cat: Chen et al. 2015, mice: Niell & Stryker 2008) and

similar to the excitatory to inhibitory cell ratio identified from intracellular

cortical studies (cat: Baranyi et al. 1993, monkey: Hendry et al. 1987, rat:

Gulyás et al. 1999). The next largest group was PS units (n = 118, 15%),

which were found in similar proportions to the positive spikes found in cat

visual cortex, but much smaller in magnitude (21%; Gold et al. 2009). Out

of all classes, TS and CS units were the rarest (n = 74, 9%; n = 27, 3%;

respectively).

Units with characterised RFs: The spike waveform classification of the pop-

ulation of SUs from which we recovered receptive fields is shown in Figure

3.7B. Similar to the population for all units, the majority of units with re-

covered RFs were either RS (n = 77, 33%) or FS units (n = 74, 32%). Unlike

the total population, RS and FS units were found in almost equal propor-

tions (77/74 = 1.04) PS units were the next largest (n = 45, 20%), and

TS and CS units the rarest (n = 26, 11%; n = 9, 4%, respectively). When

compared to the population of all units, there is a different representation of

the waveform classes within the RF-population. This is especially noticeable

for RS units as they were heavily under-represented in the RF population

when compared with all units; dropping from 52% overall to 33% overall,

i.e. only 18% of the total RS units had their receptive fields recovered (Fig.

3.7C). FS and PS units were over-represented in the RF population with an

increase from 22% to 32% (40% of total FS units recovered) and from 14%

to 20% (38% of total PS units recovered), respectively. TS and CS units had

similar proportions (9% to 11% and 3% to 4%, respectively). The change in

proportions of waveform classes between the total population and those that

had their RFs recovered could be due to the complexity of the RFs and how

active each waveform class was in response to WGN. Further reasons will
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be considered in the Discussion. In the following, all numbers and statistics

in this waveform section will be based on the total population unless stated

otherwise.
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Figure 3.7: Population statistics for all units (A), units with recovered RFs
(B), and a comparison between both populations (C). Bars indicate the number
of units for each waveform class: regular spiking (RS; blue; All n = 432, RF n =
77), fast spiking (FS; orange; All n = 185, RF n = 74), triphasic spiking (TS; grey;
All n = 74, RF n = 26), compound spiking (CS; green; All n = 27, RF n = 9), and
positive spiking units (PS; black; All n = 118, RF n = 45). The percentages of each
population are indicated above the bars in A and B. For C, the lighter coloured
bars indicate all units and the darker bars indicate the units with recovered RFs.
Percentages inside the bars in C indicate the population within each waveform
class for the units with recovered RFs. For example, 18% of all RS units had their
receptive fields recovered, while 40% of FS units had their RFs recovered.
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3.3.3 Waveform Classes

Regular and Fast spiking units

Regular spiking units (RS, blue, n = 432, 52%) and fast spiking units (FS,

orange, n = 185, 22%) are both biphasic, i.e. a dominant negative trough

followed by a smaller positive peak. Relative to baseline, FS units had a

significantly higher mean peak amplitude (t-test, p   0.001) for the negative

trough (mean � SEM: 132 � 5µV ) compared to RS units (mean � SEM:

92 � 2µV , Fig. 3.11). RS and FS units were separated using two parame-

ters: end-slope and peak-trough ratio. Peak-trough ratio is defined without

ambiguity, however, end-slope involves a choice of sampling time.

Determining end-slope: The end-slope parameter was used to classify RS

and FS units previously in mouse visual cortex (Niell & Stryker, 2008) where

the end-slope was defined as the gradient of the post-spike waveform 0.5 ms

after the minimum trough. However, the appropriate post-trough gradient

might differ between species. For this reason, I decided to investigate a range

of post-trough times to optimise the cluster separation between units, rather

than simply adopting the 0.5 ms based on the mouse study. Figures 3.8a and

3.8b look at the unit clustering that was derived by calculating the end-slope

at a range of different post-trough times, from 0.267 ms up to 0.6 ms with

0.033 ms increments. Scatter plots (left), heat maps (middle), and trough-

peak duration histograms (right) were plotted to show the distributions of RS

and FS units. RS and FS units were always separated by using an end-slope

of zero (red-lines in all of the scatter plots): i.e. spikes with an ascending

slope at the chosen end-slope time (end-slope ¡ 0) were classified as RS and

spikes with a descending slope at the chosen end-slope time (end-slope   0)

were classified as FS. No units had an end-slope of zero. I used end-slope

= 0 as a border between RS and FS units because it provided a consistent

separation for all of the different post-trough times (as seen in the heat maps

of Figure 3.9). To identify the optimum post-trough time, k-means cluster-

ing was applied to the z-scores (to normalize the data) of end-slope values

and peak-trough ratio for each of the post-trough times. The total sum-of-
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distances of points within-cluster to the cluster’s centre was calculated, as

well as the distance between the centres of the two clusters. The post-trough

time of 0.33 ms provided one of the smallest sum-of-distances (indicating

tight points within clusters) and one of the largest distances between cluster

centres (indicating high separation between clusters). This post-trough time

also have the ratio of RS to FS units that was closest to the excitatory to

inhibitory ratio measured using intracellular recording (Gabbott & Somogyi,

1986).
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(a) First set of plots to determine optimum post-trough time for end-slope calculations.
A second set of plots and a detailed description are on the next page.
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(b) Second set of plots to determine optimum post-trough time for end-slope calculations.

Figure 3.8: (Caption next page.)
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Figure 3.8: (Previous page.) Plots to determine optimum post-trough time
for end-slope calculations. Left column: scatter plots with different end-slope
calculations (0.267 ms to 0.6 ms). The number above the scatter plots indicate
the time at which the end-slope calculation was conducted. Regular (blue) and
Fast (orange) spiking units were separated using an end-slope = 0 (red-line). The x
and y axes represent Peak-trough ratio and end-slope, respectively. Middle column:
heat maps of the scatter plots on the left. Yellow indicates dense areas and blue
indicates sparse areas. The red-line indicates the separation line at end-slope = 0.
Right column: histogram plots of the duration from trough to subsequent peak.
Regular (blue) and fast (orange) spiking units were separated based on the scatter
plots. Bins are in 0.1 ms. The Y axis represents the number of units.

Separation of RS and FS units based on end-slope at the post-trough

time of 0.33 ms for the total population and for the subset of units for which

we have RFs is shown in Figure 3.9A and B. For the total population, there

is a clear separation between the RS and FS clusters as shown in the heat

map (Fig. 3.9C): i.e. there are two distinct populations, one above and one

below the 0 end-slope line. The RF-population shows a similar pattern in

general, but the separation between the RS and FS units is not as distinct

(Fig. 3.9B and D).

RS units when compared to FS units have a smaller trough-to-peak ratio

(mean � SEM; RS: 0.202� 0.004; FS: 0.343� 0.010; t-test p   0.001). This

means that the positive phase after the negative trough is relatively small

for RS units. I also looked at the trough-peak duration (Fig. 3.9E and F)

as used previously in cats (Chen et al., 2015). This measure proved very

robust. When plotted, RS units (from my analysis) were on one side of the

distribution (¡ 0.4 ms; mean � SEM = 0.56 � 0.02 ms) and FS units were

predominantly on the other side (  0.3 ms; mean � SEM = 0.26� 0.01 ms).

Therefore, the clustering method I used produced a clear binary distribution

that is very similar to that reported by Chen et al. 2015.
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Figure 3.9: Separation of regular and fast spiking waveforms from all units (left
column) and units with recovered RFs (right column). (A, B) Scatter plots of
peak-trough ratio (X-axis) against end-slope (Y-axis). End-slope is measured in
µV per sample. Regular (blue) and fast (orange) spiking units were separated
at 0 end-slope. (C, D) Heat maps of the scatter plots. The red-lines indicate
the separation at end-slope = 0. Yellow indicates dense areas and blue indicates
sparse areas. (E, F) Histogram of trough-peak duration (time from minimum
trough to the subsequent peak) in milliseconds with the regular and fast spiking
classification from A. The number of units (Y-axis) is reported in 0.1 ms bins.
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Triphasic spiking units

Triphasic spiking units (TS, grey, n = 74, 9%) have an initial positive peak

(¡10% of the minimum trough), followed by a significant negative trough and

then another small positive peak. The initial positive peak (mean = 48µV ,

46% of minimum trough) gives them a distinct triphasic shape compared to

RS and FS units. Without the initial peak, TS units would look most similar

to FS units in terms of trough-to-peak ratio (mean � SEM: 0.42� 0.06) and

trough-peak duration (mean � SEM: 0.30 � 0.05 ms). However, TS units

had significantly smaller peak amplitudes than FS units (mean � SEM; TS

= 102 � 7µV ; FS = 132 � 5µV ; Fig. 3.11B).

Compound spiking units

Compound spiking units (CS, green, n = 27, 3%) were also triphasic: an

initial positive phase, followed by a significant negative trough, and then a

slight positive peak. The difference between TS and CS units is that CS

units had significantly longer waveforms (peak-to-peak time mean � SEM:

CS = 1.7 � 0.08 ms; TS = 0.4 � 0.02 ms; t-test, p   0.01). From all of the

waveform classes, CS units had the smallest mean peak amplitude (mean �

SEM: �62� 5µV , Fig. 3.11B), smallest trough-to-peak ratio (mean � SEM:

0.09�0.02), and longest trough-peak duration (mean � SEM: 1.1�0.05 ms).

Positive spiking units

Waveforms where the maximum peak was larger than the minimum trough

were considered positive spiking units (PS, black, n = 118, 14%). The mean

peak amplitude of PS units was 98� 4µV (mean � SEM, Fig. 3.7B). Wave-

form shapes of PS units varied considerably (as seen in Fig. 3.6). To show

the variability, I categorized PS units into five groups based on the number

of phases/peaks. The majority had biphasic waveforms (n = 72, 61%), which

had a maximum positive peak (mean = 94µV ) followed by a slight negative

trough. On average, the ratio between the negative peak to positive peak for

biphasic PS units was 1:5 (20%) and peak to subsequent trough duration was

0.23 ms (Fig. 3.10A). 33% of PS units were triphasic (n = 39) in which there
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were two significant positive peaks with a small trough in between (i.e. they

are M shaped, mean peak-to-peak duration of 0.27 ms; Fig. 3.10B). The

mean maximum peak of the M-waveforms was 108µV . In addition to the

positive spike waveforms described above, we obtained a very small number

of other waveforms: a very small sample of PS units had ¡3 phases in their

waveform (n = 4, 3%, Fig. 3.10C), two had waveforms similar in shape to

RS/FS units but with a large positive phase (n = 2, 2%, Fig. 3.10D), and

one unit had a clear double spike (Fig. 3.10E). Extracellular positive spikes

have not yet been described by many papers and because of this I grouped

all five sub-categories of positive spikes together into one class for further

analyses.
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Figure 3.10: PS units categorised into five classes. (A) Biphasic PS units (n =
72, 61%) with a large positive peak followed by a small negative trough. They are
aligned and normalized by the maximum peak. (B) Triphasic PS units (n = 39,
33%) with two large positive peaks and a small negative peak in between: aligned
and normalized by the first peak. (C) PS units with more than 3 phases (n =
4, 3%). (D) PS units that had similar shapes to RS and FS units (n = 2, 2%).
(E) One PS unit that looks like a double spike. For all plots, individual units are
drawn in grey and the mean of all units in black. The x and y axes represent time
in milliseconds and voltage, respectively.
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3.3.4 Amplitude

Figure 3.11 shows the amplitude of all units. The amplitude was used to

separate negative spikes (RS, FS, TS, and CS units) from positive spikes (PS

units). Summarized in Figure 3.11A, negative spikes are spikes with a nega-

tive peak amplitude (amplitude   0, left of red line) and positive spikes are

spikes with a positive peak amplitude (amplitude ¡ 0). The majority (72%)

of negative spikes had amplitudes between -200 µV and -50 µV . This pro-

portion is similar to other recordings made in cat (74% in Gold et al. 2009).

Mean peak amplitude for negative and positive spikes was �102 � 2µV and

101 � 4µV , respectively (mean � SEM). Figures 3.11B and 3.11C are bar

plots of mean absolute amplitudes for each waveform class (the polarity of

RS, FS, TS, and CS was flipped). For all units, FS units had the signifi-

cantly highest (one-way ANOVA and then pairwise comparisons, p   0.001)

absolute amplitudes (mean � SD: 132 � 67µV ); RS, TS and PS units had

similar absolute amplitudes (mean � SD; RS: 92 � 51µV ; TS: 102 � 60µV ;

PS: 98 � 41µV ); and CS units were significantly smaller (t-test, p   0.05)

than all other unit types (mean � SD: 62 � 25µV ).
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Figure 3.11: (A) Histogram plot describing the distribution of recorded peak
amplitudes in 25 µV bins. Red line denotes amplitude = 0. This line was used
to separate negative spikes (amplitude   0) from positive spikes (amplitude ¡ 0).
The mean amplitude for all negative spikes was �102 � 59µV (mean � SD) and
for all positive spikes was 101 � 41µV (mean � SD). The x and y axes represent
amplitude in µV and number of units, respectively. (B, C) Bar plots representing
absolute mean amplitudes of all units (B) and units with characterised RFs (C)
for each waveform class: regular (blue, mean � SD: All = 92 � 51µV ; RF =
107 � 49µV ), fast (orange, mean � SD: All = 132 � 67µV ; RF = 150 � 66µV ),
triphasic (grey, mean � SD: All = 102 � 60µV ; RF = 100 � 70µV ), compound
(green, mean � SD: All = 62� 25µV ; RF = 54� 9µV ), and positive (black, mean
� SD: All = 98 � 25µV ; RF = 98 � 44µV ). Red error bars represent SD. *, **
and *** represents p   0.05, p   0.01 and p   0.001 (one-way ANOVA and then
pairwise comparisons), respectively.
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Signal to noise

I also computed the signal to noise ratio for each spike waveform class (Figure

3.12), calculated as the ratio of the mean waveform to the SD of the waveform

noise (Kelly et al., 2007) and describes the level of the spike signal to the

level of background noise. Similar to the amplitude, the population of FS

units had the significantly highest SNR (t-test, p   0.001; mean � SD =

2.5 � 1.1); CS units were significantly smallest (t-test, p   0.001; mean �

SD = 1.3 � 0.5); and RS, TS and PS units were in the middle with similar

SNRs (mean � SD; RS: 1.9 � 0.8; TS: 2.0 � 0.9; PS: 2.0 � 0.9).

Figure 3.12: Signal to noise ratios for each waveform class: RS (blue, mean �
SD: 1.9� 0.8µV ), FS (orange, mean � SD = 2.5� 1.1µV ), TS (grey, mean � SD
= 2.0�0.9µV ), CS (green, mean � SD = 1.3�0.5µV ), and PS units (black, mean
� SD = 2.0� 0.9µV ). Red error bars represent SD. *, ** and *** represents p  
0.05, p   0.01 and p   0.001 (t-test), respectively.
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3.3.5 Characterisation of spatial RF filters

Generally, spatial receptive fields recovered from the subpopulation of single

units outlined in the previous section fell into two categories. The first had

one or more RF filters that were oriented and elongated, while the second

had a single non-oriented, circular filter. In some units, the non-oriented

filters had a weak surround of opposite polarity. Figures 3.13A and 3.13B

show example receptive fields estimated using NIM from these two RF pop-

ulations. Red and blue represent ON (responds to brightness increments)

and OFF (responds to brightness decrements) regions of the receptive field,

respectively. We quantitatively divided the units into oriented and non-

oriented types based on each receptive field’s orientation bandwidth (OB),

which measures how tightly tuned the unit’s filter is to its preferred orienta-

tion. The OB was obtained by transforming the receptive field filter into the

two-dimensional (2D) Fourier domain (Fig. 3.13C and 3.13D). The radial

and angular coordinates of the Fourier domain represent the spatial and ori-

entation frequency, respectively. The orientation tuning curve is measured by

sampling the transform along the circular contour (green circle in 3.13C and

3.13D) corresponding to all orientations at the filter’s preferred spatial fre-

quencies (blue dotted line in 3.13C and 3.13D). From the orientation tuning

curve, the OB is obtained by halving the total length above the half maxi-

mum. For units with one or more filters, only the minimum OB of all the

filters were used. Low values of OB refer to oriented and elongated receptive

field filters while large values of OB refer to receptive field filters with a more

circular shape (with 180� being completely circular). This is demonstrated

in Fig. 3.13E and 3.13F, the OB of these two example receptive fields are

30� and 180�, respectively.

Qualitatively, each unit’s receptive field was labelled as either oriented or

non-oriented (RFs judged by eye). These unit types are shown as a histogram

plot (Fig. 3.13G), where pink indicates receptive fields judged as oriented

and blue indicates receptive fields judged as non-oriented. This created a

distribution with all oriented units on one side (OB   90�, n = 160), all
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non-oriented on the other side (OB ¡ 110�, n = 53), and a mixture of the

two in the middle (OB = 90-110�, n = 18). Receptive fields between 90-110�

OB produced an arbitrary group. Examples of the receptive fields of the

arbitrary group include a slightly elongated subregion (Fig. 3.13H), an in-

complete centre surround (Fig. 3.13I), two circular subregions (Fig. 3.13J),

or a noisy RF (Fig. 3.13K). I wanted a binary population distribution, so

the middle group of units were excluded (only 7% of RF units) from further

receptive field analyses. Mean OB for all oriented units was 45� � 1� (mean

� SEM) and mean OB for all non-oriented units was 168��3� (mean � SEM).

Oriented receptive fields in the primary visual cortex have been classically

categorized into simple (linear spatial summation, 1 filter) and complex (non-

linear spatial summation, ¡ 1 filters) (Martinez & Alonso, 2003). Therefore,

I further divided our oriented units (OB   90�) into simple when there was

only one filter, and complex when there were ¡ 1 filters. This puts our pop-

ulation of receptive fields into three groups in total: simple receptive fields

that have a single oriented filter (SRF, n = 104/213 = 49%); complex recep-

tive fields that have multiple oriented filters (CRF, n = 56/213 = 26%); and

non-oriented receptive fields (NORF, n = 53/213 = 25%). The proportions

of SRFs and CRFs are close to the normal ratios reported for simple and

complex cells in the literature (Skottun et al., 1991; Martinez et al., 2005).
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Figure 3.13: (Caption next page.)
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Figure 3.13: (Previous page.) (A-B) Example receptive fields from two neu-
rons that were classified into either oriented (A) or non-oriented (B). Red indi-
cates ON (responds to brightness increments) and blue indicates OFF (responds
to brightness decrements), as indicated by the bar to the right of the plot. (C-D)
Amplitude spectrum computed and frequency shifted so that the spatial frequency
components are symmetrical about the origin (magnitude is part of the 2D Fourier
Transform of the receptive fields). The X and Y axes denote spatial frequency in
cycles per degree. The green circle indicates the preferred spatial frequency of
the filter. The blue line indicates the preferred orientation of the filter. (E-F)
Orientation tuning plots of the filter (blue) obtained by sampling the amplitude
spectrum at the preferred spatial frequency (green circle from C and D). The red
line inside the tuning curve indicates the half-maximum. Orientation bandwidth
is calculated by halving the total length that is above the half-maximum (range
0-180�). (G) Histogram of orientation bandwidths of units with measured RFs.
Each bin shows the number of units with OB in steps of 5�. Pink indicates those
units with oriented receptive fields and blue indicates those with non-oriented re-
ceptive fields which were judged qualitatively (indicated in the legend above). The
bins of the histogram are stacked on top of each other. (H-K) Example RFs with
orientation bandwidths between 90-110�. For the binary population distribution,
we did not include these units for further analysis.

3.3.6 Correlating spike waveforms with receptive field

structure

Waveform shape and RF type

Having established our classes of spike waveform and our classes of receptive

field, next we wanted to see if the different spike waveform groups were

associated with specific receptive field types. As mentioned in the previous

section, units with OB 90-110� were omitted from the analysis. Figure 3.14

is a histogram showing the proportion of RF types for each spike waveform

type. The three coloured bars indicate the three receptive field types: SRFs

(dark blue), CRFs (light blue), and NORFs (yellow). RS and FS units have

mainly orientation-selective receptive fields (RS: 63% SRFs, 32% CRFs, 6%

NORFs; FS: 68% SRFs, 31% CRFs, 1% NORFs). TS units contain a mixture

of both oriented and non-oriented receptive fields but NORFs constitute more

than half of the filter types (16% SRFs, 28% CRFs, 56% NORFs). CS units

are mostly non-oriented receptive fields (12.5% SRFs, 12.5% CRFs, 75%
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NORFs). PS units are also mostly non-oriented receptive fields (14% SRFs,

8% CRFs, 78% NORFs). These data suggest that each spike waveform class

is most closely associated with specific RF filter types. In general, RS and

FS units most closely align with the most commonly reported proportions

of oriented simple and complex units. The other three waveform classes are

dominated by non-oriented filter types. PS units have very few filters with

complex-like properties.

3.3. RESULTS 112



CHAPTER 3. CORRELATING EXTRACELLULAR SPIKE WAVEFORMS TO RFS

Figure 3.14: Bar plot showing the population of waveform types and their re-
ceptive field filter types as percentages. The legend above shows the receptive
field types: simple receptive fields (SRFs, dark blue) contain one oriented filter;
complex receptive fields (CRFs, light blue) contain more than one oriented filter;
and non-oriented RFs (NORFs, yellow). Oriented is of bandwidth   85� and non-
oriented is of bandwidth ¡ 110�. The X-axis represents the different waveform
types. Regular and fast spikes are mainly oriented (RS: 63%, SRFs, 32% CRFs,
6% NORFs; n = 45, 23, 4; FS: 68% SRFs, 31% CRFs, 1% NORFs; n = 49, 22, 1),
triphasic spikes contain a mixture (16% SRFs, 28% CRFs, 56% NORFs; n = 4,
7, 14), compound spikes are mainly non-oriented (12.5% SRFs, 12.5% CRFs, 75%
NORFs; n = 1, 1, 6), and positive spikes are mainly non-oriented (14% SRFs, 8%
CRFs, 78% NORFs; n = 5, 3, 28).

Correlating spike waveforms with orientation bandwidth

Figure 3.15 plots the mean orientation bandwidth for each waveform class, as

obtained in the previous section. The mean (� SEM) orientation bandwidth
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of TS (115��12�), CS (135��21�) and PS units (135��7�) were significantly

higher (t-test, p   0.001) than RS (51� � 4�) and FS units (50� � 3�). Since

OB is an indication of how oriented a receptive field is, Figure 3.15 confirms

that the receptive fields of TS, CS and PS units are more circular in shape

compared to RS and FS units, as suggested in the bar plots of Figure 3.14.

The superimposed circles depict the OB of individual units for each spike

waveform class to illustrate the distribution of orientation tuning bandwidth

for each spike waveform class.

Cells not tuned to orientation are not commonly found in the cat visual

cortex (intracellular: Martinez et al. 2005, extracellular: Touryan et al. 2002,

2005), indicating that units with NORFs could have originated from outside

of the visual cortex. The NORFs are similar to the spatial structure of centre-

surround receptive fields in the thalamus (Cai et al., 1997; Martinez et al.,

2005). Thus, units with a high proportion of NORFs (TS, CS and PS units)

may correspond to recordings of thalamic axons projecting to the visual

cortex. In the sections below, I will be reporting the results in relation to

this hypothesis. The results described below is extensive, so brief summaries

that reinforces the main findings related to this hypothesis will be at the end

of every few sections.
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Figure 3.15: Bar plot showing mean orientation bandwidth (OB) obtained from
the receptive field characterisation in Figure 3.13. The different bars represent
different spike waveform classes: regular (RS, blue); fast (FS, orange); triphasic
(TS, grey); compound (CS, green); and positive (PS, black). The Y-axis represents
orientation bandwidth in degrees with the images beside the axis giving a visual
representation of the OB. The superimposed circles represent the OB of individual
neurons (points are randomly distributed along the x-axis for spread). Error bars
in red represent the SEM. *, ** and *** represents p   0.05, p   0.01 and p  
0.001 (t-test), respectively.
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3.3.7 Spiking characteristics

To further distinguish each waveform group, other response characteristics to

the WGN stimuli were examined: spike rate, burst index, response latency

and refractory period (Fig. 3.16A-D). These properties were chosen because

they are differential response characteristics between visual cortical cells and

thalamic cells. If units with NORFs were thalamic in origin, then they should

provide thalamic-like response characteristics. Only the population of units

with characterised RFs was analysed in this section unless stated otherwise.

Spike rate: Figures 3.16A and B describes the average spike rate when the re-

sponse to WGN was subtracted from spontaneous spiking activity. For units

with measured RFs (Fig. 3.16A), PS units had the highest average spike rate

of all waveform classes (mean � SEM: 4.5� 0.8 spks/sec). Their spike rates

were significantly higher than FS (mean � SEM: 2.1 � 0.2 spks/sec, t-test:

p   0.001) and RS units (mean � SEM: 2.6� 0.3 spks/sec, t-test: p   0.05)

but not significantly higher than TS (mean � SEM: 2.7�0.6 spks/sec, t-test:

p � 0.1) and CS units (mean � SEM: 2.3 � 0.3 spks/sec, t-test: p � 0.2).

When considering the spike rate of all units (Fig. 3.16B), PS units also had

the highest rate (mean � SEM: 2.2 � 0.4 spks/sec): i.e. they were signifi-

cantly higher than FS (mean � SEM: 0.9� 0.1 spks/sec, t-test: p   0.001),

RS (mean � SEM: 0.8� 0.1 spks/sec, t-test: p   0.001) and TS units (mean

� SEM: 1.2�0.3 spks/sec, t-test, p   0.05) but not significantly higher than

CS units (mean � SEM: 0.9 � 0.2 spks/sec, t-test, p � 0.1). The higher

response spike rate corresponds well with the high spike frequency reported

in the thalamus (Redies et al., 1986). The main difference between the spike

rates of the entire population compared to those with RFs was that the mean

of FS units was slightly higher than for RS units. The opposite relationship

was the case for RS and FS units that had measured RFs.

Burst index: The burst index gives an indicator of how short the intervals

were between the unit’s spikes, and thalamic cells are known to spike in

bursts more frequently as compared to cortical cells (cat: Guido & Weyand
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1995, monkey:Ramcharan et al. 2000). A unit’s burst index ranges from 0

(low burst: x number of spikes with long inter-spike intervals) to 1 (high

burst: the same number of spikes but with short inter-spike intervals). Two

different burst calculations were used here. Figure 3.16C describes the av-

erage burst index used previously for thalamic cells (Wang et al., 2006),

which is the ratio of burst spikes over all spikes (spikes with inter-spike in-

terval   4 ms and no spike 100 ms before the first spike). PS units had

the highest proportion of bursting spikes for the thalamic method (mean �

SEM: 0.25 � 0.03), which were significantly higher than RS (mean � SEM:

0.068 � 0.006, t-test: p   0.001) FS (mean � SEM: 0.12 � 0.01, t-test: p  

0.001) and TS units (mean � SEM: 0.16 � 0.03, t-test: p   0.05), and not

significantly higher than CS units (mean � SEM: 0.14 � 0.03, t-test: p �

0.08). A burst index has also been developed for cortical cells (burst index

cortical, Fig. 3.16D) (Royer et al., 2012). This measure calculates the index

from the unit’s spike autocorrelogram. The index is calculated as the ratio

of the autocorrelogram’s peak from baseline over the maximum response.

PS and CS units had the highest cortical burst index (mean � SEM; PS:

0.90�0.02; CS: 0.90�0.04) with PS units significantly more bursty than FS

units (mean � SEM FS: 0.80 � 0.02, t-test: p   0.01). In the middle were

TS units (mean: 0.81 � 0.04). Just like with the thalamic burst index, RS

units were significantly the least bursty (mean � SEM: 0.63� 0.03; t-test, p

  0.001).

Response latency: Figure 3.16C shows the average latency from stimulus to

response onset. Latency for each unit was calculated based on the post-

stimulus time histogram (bin width 1 ms). The time of the first bin that

crosses 15% of the maximum peak from the baseline of the PSTH is con-

sidered the response latency of the unit (as described in Figure 2.4 in the

Methods of Chapter 2). PS, CS and TS units had the lowest average laten-

cies (mean � SEM; TS: 25.8� 1.3 ms; CS: 24.0� 4.3 ms; PS: 25.3� 1.6 ms)

but were only significantly lower than FS units (mean � SEM FS: 28.6� 0.6

ms, t-test: p   0.05) and not RS units (mean � SEM RS: 27.8 � 0.9 ms).

One possible suggestion from this data is that the units with lower latencies
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might be earlier in the visual pathway. The �2 ms difference corresponds

well to the monosynaptic connections between thalamic cell and cortical cells

in cats (Clay Reid & Alonso, 1995; Usrey et al., 2000; Alonso et al., 2001).

Refractory period: The average refractory period is shown in Figure 3.16D,

which describes the optimum time for another spike to occur given that

a spike has already occurred. This was calculated using the unit’s spike

autocorrelogram. The time to the autocorrelogram’s peak was the unit’s

refractory period. FS, CS and PS units (mean � SEM; FS: 2.7 � 0.3 ms;

CS: 2.3 � 0.1 ms; PS: 2.8 � 0.4 ms) had the lowest mean refractory period

compared to RS and TS units (mean � SEM; RS: 4.9� 0.6 ms; TS: 5.2� 1.1

ms). However, only FS and PS units were significantly lower than RS and

TS units (t-test, p   0.05 and p   0.01, respectively).

To summarise the findings described up to now, the spatial receptive fields

of RS and FS units, which correspond to cortical RFs, are more selective

to orientation than TS, CS and PS units, which are similar to thalamic

RFs. Relative to RS and FS units, PS units also differ in several response

characteristics (similar to thalamic cells): more frequent spiking activity;

more burst frequency; and shorter response latencies. For TS and CS units,

the evidence is not as strong in terms of response characteristics: both have

slightly higher burst and shorter response latency, but similar spike rates

than RS and FS units.
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Figure 3.16: (Caption next page.)
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Figure 3.16: (Previous page.) Bar plots of unit spiking characteristics for each
class of waveforms (RS: blue, FS: orange, TS: grey, CS: green, PS: black). (A)
Mean spike rate of units with measured RFs. (B) Mean spike rate of all units.
Spike rates of A and B were calculated by subtracting the spike rate when the
stimulus was off (spontaneous activity) from when the stimulus was on. (C) Mean
burst index thalamic: calculated by the ratio between burst spikes and all spikes.
Spikes are bursty when there is another spike less than 4 ms away and no spike 100
ms preceding the first. (D) Mean burst index cortical: calculated using the spike
autocorrelogram. (E) Mean latency; calculated by setting a 15% threshold from
baseline to peak of the unit’s corresponding PSTH. (F) Mean refractory period
calculated by obtaining the peak time of the unit’s spike autocorrelation. Error
bars in red represent the SEM. *, ** and *** represents p   0.05, p   0.01 and p
  0.001 (t-test), respectively.

3.3.8 Correlated connections

In this section, I have examined if there are correlated connections between

spike waveform classes with characterised receptive fields. Similar to the

studies analysing the connectivity between thalamic and simple cells in cat

(Clay Reid & Alonso, 1995; Usrey et al., 2000; Alonso et al., 2001), cross-

correlograms between all units within a penetration track were calculated.

Figure 3.17A shows an example crosscorrelogram between a PS unit (Fig.

3.17B) and a FS unit (Fig. 3.17C). Receptive fields are shown below (not

in the same spatial scale). To detect a correlated connection between the

two units, the ratio between the sum of spikes 7.5 ms after 0 and 7.5 ms

before 0 of the crosscorrelogram was calculated. The crosscorrelogram win-

dow was chosen based on previous studies on network interactions Barthó

et al. (2004); Mendoza et al. (2016). A ratio above 1 indicates a positive

correlation and a ratio below 1 indicates a negative correlation. In respect,

a positive correlation indicates an indirect or direct connection. The ratio

of 2.0 in Figure 3.17A indicates that the PS unit had a positive correlated

connection to the FS unit.
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Figure 3.17: Example of a positive correlation connection between two units.
(A) Crosscorrelogram with spikes collected in 0.5 ms bins in a 100 ms window.
Red line represents time at 0. The ratio is the number of spikes 7.5 ms after
0 and 7.5 ms before 0. The X and Y axes represent time and number of spikes,
respectively. (B) and (C), Spike waveform (above) and its corresponding receptive
field (below; not in the same spatial scale). The ratio of this example is 2.0, which
represents a positive correlation (i.e. unit B feeding into unit C).

Figure 3.18 describes the number of positive connections between spike

waveform classes. Determining what ratio is a positive correlation is arbi-

trary, so I counted the connections with four different thresholds used (Fig.

3.18A: 10%; B: 15%; C: 20%; D: 25%). Each bar in Figure 3.18 is the percent-

age of the number of positive correlated connections over the total number

of connections to the other spike waveform classes (i.e. I do not count any

3.3. RESULTS 121



CHAPTER 3. CORRELATING EXTRACELLULAR SPIKE WAVEFORMS TO RFS

correlations that are with its own spike waveform class). For all thresholds

used, PS units had the highest proportion of positive correlations (¡ 26%),

RS and FS units the lowest proportion of correlations (¡ 2% and ¡ 3%,

respectively), and TS and CS units in the middle (¡ 13% and ¡ 6%, respec-

tively). Similar to the response latency, this shows that PS units generally

spike before the other spike classes.

The numbers below each bar plot represent which waveform classes con-

tribute to that positive correlation as a percentage. For example, out of the

41 PS units in Figure 3.18C that had a positive correlation (ratio ¡ thresh-

old), 26.8% were into RS units, 51.2% were into FS units, 22% were into TS

units and 0% were into CS units. The percentages were similar for all of

the thresholds used. This shows that the majority of PS units had positive

correlations to FS units, then equally to RS and TS units, and no positive

correlations to CS units. For the other classes, most of the RS units had pos-

itive correlations to FS units (71-81%) and then to TS units (16-25%); FS

units had positive correlations to RS units (71-77%) and then to TS units

(18-24%); TS units had positive correlations equally to RS and FS units

(37-39% and 43-48%, respectively); and CS units mostly had positive corre-

lations to FS units (46-80%) and then to RS units (13-44%). These results

also show that there is a very low proportion of units that have a positive

correlation to PS units. Represented in the last row of each table, RS units

had a positive correlation to PS units   3.6% for all thresholds, FS units  

1.4%, TS units   7% and CS units 0%. This shows that PS units received a

very low proportion of connections from other spike waveform classes, similar

to the connections between thalamic and cortical cells (Clay Reid & Alonso,

1995; Usrey et al., 2000; Alonso et al., 2001).
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Figure 3.18: Bar plots showing the proportion of positive correlations (%) for
each spike waveform type to the other spike waveform types (units with correlation
to its own spike class were not counted): RS (blue), FS (orange), TS (grey), CS
(green), and PS units (black). Positive correlation was counted when the ratio
was above 10% (A), 15% (B), 20% (C), and 25% (D). Numbers above each
bar represent each positive correlation count to other waveform classes out of all
possible correlations. The numbers below each bar plot corresponds to which of
the other waveform classes contribute to the positive correlation (%). For example
in C, 51.2% of PS units had a positive correlation to FS units.
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3.3.9 Depth Analysis

Analysis of depth position on the multi-electrode array (MEA) for each wave-

form class is shown in Figure 3.19. Figure 3.19A illustrates a schematic of

the 32-channel single shank MEA that was used during electrophysiology

and describes two different types of depth analyses: depth of a SU, which is

the position of the channel that recorded the maximum amplitude spike; and

channel span, which is the number of channels that recorded a spike for that

SU. For all penetrations, channel positions were referenced to the channel

closest to the surface that recorded spikes during the penetration (i.e. the

first/superficial spiking channel is the surface).

Channel depth: As shown in Figure 3.19B, PS units had the highest average

depth position out of all the waveforms (mean � SEM: 18.5�1.0), which was

significantly greater than RS (mean � SEM: 13.4 � 0.9, t-test: p   0.001)

and FS units (mean � SEM: 13.4 � 0.9, t-test: p   0.001), and a similar

depth position to TS (mean � SEM: 16.8 � 1.5, t-test: p � 0.26) and CS

units (mean � SEM: 16.2 � 2.7, t-test: p � 0.30).

This is also represented in the distribution of depth for each waveform

class in Figure 3.20. When considering all units (Fig. 3.20A), all waveform

classes were distributed around the middle of the array (depth 12-24). Wave-

form classes for units with measured RFs had a different depth distribution

(Fig. 3.20B upper). RS, FS and TS units were more concentrated around

the bottom third (depth 4-12) and top third (depth 16-24) of the array while

PS units were concentrated at depths of 20-24. Each RF class also had dif-

ferent depth distributions (Fig. 3.20B lower). Units with an SRF had an

even distribution with a peak between depth 8-12; units with a CRF had

a binary distribution around the top third (depth 16-23) and bottom third

(depth 0-12); and units with a NORF were concentrated around the middle

(depth 12-24).

Channel span: The channel span assists in determining the spatial profile of
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the spiking propagation. A low channel span can indicate that the source of

the extracellular spike is localised (e.g. from a cell body), and a high channel

span can indicate that the spike is propagating in a large spatial area (e.g.

in a large dendritic field or axon). Figure 3.19C plots the average number of

channels on which each spike waveform class was recorded. The channel span

is the number of channels in the array that had a waveform peak amplitude

of at least 5% that of the peak amplitude of the largest waveform in the

array. CS and TS units had spikes that spanned the most channels (mean �

SEM; CS: 10.3� 1.5 channels; TS: 6.8� 1.2 channels). The spikes of RS and

FS units spanned a significantly lower number of channels (t-test: p   0.01,

mean � SEM; RS: 3.7 � 0.4 channels; FS: 3.7 � 0.2 channels) and PS units

were intermediate (mean � SEM: 5.0 � 0.6 channels).

Summarising the findings again: when compared to the RS and FS units,

PS units are less orientation selective, higher spike rate, more frequently

burst, shorter response latency, higher proportion of positive correlation con-

nections, situated closer to the surface (depth), and slightly more channel

span; all providing evidence that PS units were recordings from thalamic

axonal afferents. TS and CS units have properties similar to RS/FS units

(spike rate, burst), while also having similar properties to PS units (orienta-

tion selective, response latency, positive correlation connections). Though,

TS and CS units have more spatially broad spike propagation due to their

significantly higher channel span than the other waveform types.
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Figure 3.19: Analysis of spike position on the array. (A) Visual representation
of the 32-channel single shank multi-electrode array (MEA). Depth refers to the
channel position of the highest amplitude waveform with 1 being the deepest and
32 at the surface. All array penetrations were normalized so that the uppermost
channel with an isolated unit was referred as the surface. The scale bar represents
1 mm (i.e. 0.1 mm vertical spacing between channels). (B) Mean depth position
for each waveform class. (C) Mean channel span for each waveform class. Channel
span is the number of channels that the spike traverses (as shown in A). Waveform
classes shown are: regular (RS, blue); fast (FS, orange); triphasic (TS, grey);
compound (CS, green); and positive (PS, black). Error bars in red represent
the SEM. *, ** and *** represents p   0.05, p   0.01 and p   0.001 (t-test),
respectively.
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Figure 3.20: (Caption next page.)
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Figure 3.20: (Previous page.) Distribution of recorded depth position as de-
scribed in Figure 3.19. Each bin shows the number of units in steps of 4 channels.
(A) Depth of all 837 units categorized into regular (blue), fast (orange), triphasic
(grey), compound (green), and positive (black) units. (B) Upper: depth of units
with measured RFs categorized into waveform classes as in A. Lower: depth of
units with measured RFs categorized into filter classes: units with an SRF (dark
blue); units with a CRF (light blue); and units with a NORF (yellow). The scale
bar on the bottom right represents 0.4 mm (i.e. 0.1 mm vertical spacing between
channels), which applies for all plots in this figure.

3.3.10 Nonlinearity

Figure 3.21 plots the input function together with the spiking function to

obtain a combined non-linear function (CNF). The CNF is the combined in-

put function and spiking nonlinearity from the NIM and describes the unit’s

overall nonlinearity as response (in spike rate) over the feature contrast (po-

larity). Every unit’s CNF were averaged over their respective spike waveform

class: RS, blue; FS, orange; TS, grey; CS, green; PS, black (Fig. 3.21A). The

non-linearity can be quantified by calculating a symmetry index (SI), which

describes the similarity between the positive and negative feature contrasts

of the curve (i.e. around x = 0). Functions that show opposite response

profiles to both polarities (SI = -1) or responses to only one polarity (SI =

0) are associated with a linear unit, while functions that show similar re-

sponse profiles to both polarities (quadratic-like, SI = 1) are associated with

a non-linear unit. The bar graph in Figure 3.21B shows the mean SI for each

waveform class. On average, PS units had the significantly the lowest SI out

of all other classes (mean � SEM PS: -0.33 � 0.03; t-test, p   0.001). RS

units (mean � SEM: 0.19 � 0.06) significantly the highest (p   0.05) except

for CS units (p � 0.3). While FS, TS and CS units were intermediate (mean

� SEM; FS: 0.05 � 0.04; TS: -0.08 � 0.07; CS: 0.03 � 0.12). This result

suggests that PS units have the most linear summation properties out of all

the waveform classes, in accordance with the linear summation properties of

the thalamus (Enroth-Cugell & Robson, 1966; Hochstein & Shapley, 1976).
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Figure 3.21: (A) Average combined non-linear functions (CNF) obtained from
NIM for each class of waveforms: RS units (blue); FS units (orange); TS units
(grey); CS units (green); and PS units (black). The shaded area indicates the
SEM. The X and Y axes represent feature contrast and spike rate (spikes/second),
respectively. The soft grey lines plot x = 0. (B) Bar graph representing mean sym-
metry indices (SI) for each waveform class. The red error bars represent the SEM.
*, ** and *** represents p   0.05, p   0.01 and p   0.001 (t-test), respectively.

As mentioned in Chapter 2, a unit’s CNF varies depending on its receptive

field type. The CNF for the three RF types in Figure 3.22A: SRF in dark

blue; CRF in light blue; and NORF in yellow. The mean symmetry index for

each of the RF type CNFs are plotted in Figure 3.22B. All three receptive

fields types are significantly different from each other (t-test, p   0.001).
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CRFs are most complex as they have the highest SI (mean � SEM: 0.36 �

0.04); SRFs have SIs describing a more linear unit (mean � SEM: -0.02 �

0.04); and NORFs have the most linear units (mean � SEM: -0.23 � 0.04).
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Figure 3.22: (A) Average CNFs obtained from NIM for each receptive field
type. In rows are: units with SRFs (dark blue, top); units with CRFs (light blue,
middle); and units with NORFs (yellow, bottom). The shaded area around the
curves represent the SEM. The X and Y axes represent feature contrast and spike
rate (spikes/second) for all plots, respectively. The soft grey line plots x = 0. (B)
Bar graph representing mean symmetry indices (SI) for the three RF classes. The
red error bars represent the SEM. *, ** and *** represents p   0.05, p   0.01 and
p   0.001 (t-test), respectively.
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3.3.11 Cortical silencing using muscimol

As described in the methods, muscimol was applied on one penetration track.

Muscimol is a GABA agonist and it is used to silence neurons in the cortex

(cat: Vidyasagar et al. 2015; Jin et al. 2008, ferret: Chapman et al. 1991),

and it was used in this project to distinguish if any of the spike waveform

classes were spikes that originated from cell bodies outside the cortex. If

PS units are axonal outputs from the LGN, then it would expect that they

would be unaffected by the muscimol as their soma bodies are not located in

the cortex. On the other hand, it would be expected that RS and FS units

might disappear after the application of muscimol as they are likely to be

excitatory and inhibitory cells residing in the visual cortex.

A total of 41 SUs were recorded from one penetration track in V1 with

this protocol and 14 of those units had characterised RFs. These units were

not included in the 837 SUs in the sections before - they are treated as a

separate set of data. Figure 3.23 shows the population of these units for each

waveform class. For all units (Fig. 3.23 left): 49% were RS units (n = 20);

12% were FS units (n = 5); 24% were TS units (n = 10%); 2% were CS units

(n = 1); and 29% were PS units (n = 5). While for units with characterised

RFs (Fig. 3.23 right): TS had the most (n = 8); PS units slightly less (n =

4); and RS (n = 1), FS (n = 1) and CS units (n = 0) the least.
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Figure 3.23: Population statistics for all units recorded throughout the muscimol
protocol. Data for all units are in the left-hand plot and units with recovered RFs
are in the right-hand plot. Bars indicate the number of units for each waveform
class: RS (blue; All n = 20, RF n = 1), FS (orange; All n = 5, RF n = 1), TS
(grey; All n = 10, RF n = 8), CS (green; All n = 1, RF n = 0), and PS units
(black; All n = 5, RF n = 4). The percentages of each population are indicated
numerically.

Effect of Muscimol on spike waveform classes

Figure 3.24 is a visual representation of the effect of muscimol application

to all SUs recorded throughout the protocol. Estimation of RFs with WGN

stimuli started at time 0 (i.e. before muscimol), muscimol was then applied

at approximately 180 minutes (first dotted red line), WGN stimuli started

again 30 minutes later (dotted blue line) for the second set of RF character-

isation (i.e. after muscimol), and then the second application of muscimol

was delivered half an hour after that (second dotted red line). Each row

represents each SU’s spike times as a scatter plot. All spikes in RS (blue),

FS (orange), TS (grey), CS (green), and PS units (black) were plotted as

amplitude over time (minutes). The Figure shows that after the application

of muscimol, only PS and TS units are remaining on the right side of the

plot (indicated by the red arrows). The units that remain (n = 5) show a

reduction in response after both muscimol applications, and slowly recover

after 20-60 minutes. Two of these units (#5 and #26) had consistent activity

before and after cortical silencing, while the other three (#7, #9 and #32)
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responded in patches. Two units out of the 41 appeared after the application

of muscimol but were not there before: units #4 and #22 (indicated by the

purple arrows; Figure 3.24). They were TS units that only responded after

the second application of muscimol. These two units could have appeared

through natural brain movement or might represent examples of disinhibi-

tion.
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Figure 3.24: (Caption next page.)
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Figure 3.24: (Previous page.) Scatter plot of amplitude versus time for each
SU recorded from the muscimol protocol of one cortical penetration. Each SU
is represented in each row of the plot. Within each row are the spikes of the
SU displayed as a scatter plot of amplitude (normalized) against time (minutes).
Blue, orange, green, grey and black represents RS, FS, CS, TS and PS units,
respectively (represented in the legend at the bottom). The two dotted red lines
represent the two applications of muscimol. Time 0 to the first application of
muscimol represents the response before muscimol, and from the dotted blue line
approximately 30 minutes after the first muscimol application to the end represents
the response after muscimol application. The red arrows indicate the units with
activity before and after cortical silencing, and the purple arrows indicate the two
units that only had activity after silencing. Units are also organized in depth (top
is closest to surface).

Population before and after muscimol: As mentioned before, only TS and

PS units remained after application of muscimol. Figure 3.25 shows the

population numbers and percentages before muscimol was applied (left) and

the population remaining after muscimol was applied (right; i.e. after dotted

blue line in Fig. 3.24). Note that the overall population is now 39 units

because the two units that appeared after application were not included in

this figure (as they have no ‘prior’ response). The percentages inside the bars

in the after muscimol figure indicates the percentage of units remaining after

the application of muscimol. Overall, the majority of PS units remained

(60% from before), some TS units remained (25% from before), and none

of RS, FS and TS units remained (0% from before). This fits well with

the hypothesis that at least some PS units are axonal recordings originating

outside of the cortex, RS and FS units are recordings from cortical somas,

and TS units are a mixture of the two.
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Figure 3.25: Population statistics for units before muscimol (left) and units
remaining after muscimol (right). Bars indicate the number of units for each
waveform class: RS (blue; Before n = 20, After n = 0), FS (orange; Before n = 5,
After n = 0), TS (grey; Before n = 8, After n = 2), CS (green; Before n = 1, After
n = 0), and PS units (black; Before n = 5, After n = 3). For the before-muscimol
plot, population percentages for each waveform class are indicated above. For
the after-muscimol plot, the lighter bars represent units before muscimol, and the
darker bars represent the units remaining after muscimol. Percentages above the
darker bars indicate the proportion of units remaining after muscimol application.

Depth: Figure 3.26 plots spikes recorded throughout the muscimol protocol

plotted as depth over time for each waveform class. Depth 1 refers to the

deepest channel and depth 32 the closest to the surface. These plots show

the spatial effect of muscimol. The surface channels of RS and FS units have

their responses disappear immediately after the first muscimol application,

while the time for disappearance for the deeper channels gradually increased.

This shows the effect of muscimol as it progresses down into the deeper layers

of the cortex. The maximum disappearance time for the deep layers of RS

and FS units was approximately 20 minutes after the first application of

muscimol, which is before the start of the second set of RF characterisation

(dotted blue line). The TS units that remained after muscimol (including the

ones disinhibited) were all recorded in the deeper channels (3-11), and the

TS units that were silenced by muscimol were mostly at the surface channels.
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As mentioned before, 3 out of 5 of PS units still responded after application

of muscimol, and these units spanned all cortical depths. One of two units

that stopped responding was near the surface (depth = 25). This PS unit

had a disappearance time greater than all other units and did not have the

same characteristic of an immediate stop like the other units at its depth.
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Figure 3.26: Spike times for each SU recorded throughout the muscimol protocol
plotted against depth for each waveform class. Top row: RS (blue), FS (orange)
and TS units (grey). Bottom row: CS (green) and PS units (black). Each row
represents each channel depth on the 32-channel array with spike times plotted.
Depth 1 represents the deepest channel and depth 32 represents the channel closest
to the surface. Spike times are plotted with a random jitter. Two dotted red lines
indicate when muscimol was applied, and the dotted blue line indicates when the
second set of RF characterisation started. Red bars beside depth indicate multiple
SUs within that depth. The X-axes for all plots represent time in minutes.
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Receptive fields

A total of 14 SUs with characterised RFs were recorded with the muscimol

protocol. Two of these units only showed responses after muscimol (disinhi-

bition), and 12 of these units responded before muscimol. Figure 3.27 shows

the population numbers of the 12 units with characterised RFs (left) and the

units remaining after muscimol (right). Before muscimol (top row), there

was one RS unit with a characterised RF, one FS unit, six TS units, no CS

units, and four PS units. Of those units, only some of the TS units remained

(33%) and most of the PS units remained (75%) after muscimol. The bot-

tom row of Figure 3.27 is the same as the top row, but the bars are now

subdivided into RF type. The one RS unit was characterised as an oriented

RF (black, OB   85�), the FS unit had an unclassified RF (grey, 85�   OB

  110�), TS units had three oriented and three nonoriented RFs (NORFs,

white, OB ¡ 110�), and PS units had four NORFs. After muscimol, only

NORFs remained (5/7 = 71%; TS n = 2 and PS n = 3). The two units

showing disinhibition were also only NORFs.
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Figure 3.27: Population statistics for units with characterised RFs before mus-
cimol (left) and remaining after muscimol (right). Bars indicate the number of
units for each waveform class: RS (blue; Before n = 1, After n = 0), FS (orange;
Before n = 1, After n = 0), TS (grey; Before n = 6, After n = 2), CS (green;
Before n = 1, After n = 0), and PS units (black; Before n = 4, After n = 3). Top
row: the before-muscimol plot, population percentages for each waveform class
are indicated above. For the after-muscimol plot, the lighter bars represent units
before muscimol, and the darker bars represent the units remaining after muscimol
application. Percentages above the darker bars indicate the proportion of units
remaining after muscimol application. Bottom row: same as the top row of plots
but subdivided into RF type: units with oriented RFs (black, OB   85�); units
with unclassified RFs (grey, 85�   OB   110�); and units with nonoriented RFs
(NORFs, white, OB ¡ 110�).

Below are figures of the different units with characterised RFs as described

above: units with oriented RFs, unclassified RFs, and NORFs. The figures
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include the time course throughout the muscimol protocol (amplitude over

time, top row) and the before and after (bottom rows) muscimol application:

spike waveform shape with its SNR, spatial receptive fields and post-stimulus

time histograms (PSTHs) in response to the WGN stimuli. As in previous

sections, before-muscimol refers from time 0 to the first application of musci-

mol (first dotted red line), and after-muscimol refers to the period 30 minutes

after the first muscimol (dotted blue line) to the end.

Oriented RFs: Out of the 14 units with characterised RFs, four had oriented

RFs where the OB was less than 85�. Figure 3.28 shows an example of an

RS unit with an oriented RF. Before muscimol, there was a clear response to

the WGN stimuli (as indicated in the PSTH), which produced an oriented

RF (OB = 53.1�). After muscimol, there was an abrupt disappearance in

activity following the first application of muscimol as evident in the ampli-

tude time course and PSTHs, which is why the after-muscimol spatial RF is

noisy. Additionally, the sharp fluctuations in the waveform shape and dra-

matic reduction in SNR (from 2.40 to 0.88) indicates that these spikes after

muscimol are likely to be noise. All four oriented RF units obtained with

this protocol showed the same abrupt disappearance of spiking activity.
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Figure 3.28: Example unit with a characterised oriented RF. Top: time course of
the unit throughout the protocol (amplitude over time in minutes). The dotted red
lines indicate the two applications of muscimol and the dotted blue line indicates
30 minutes after the first dotted red line. Before: responses from time 0 to the
first dotted red line. After: responses from the dotted blue line to the end. For
both before and afters, spike waveform shape and its SNR is shown above. This
unit was classified as an RS unit. On the bottom are the spatial receptive fields and
post-stimulus time histograms (PSTH, spikes per second over time in milliseconds).
The spatial RF is characterised as oriented as indicated by its OB (OB = 53.1�).
Red and blue in the RFs indicate ON and OFF, respectively. Spaces between grid
lines represent 3� of visual space.

Unclassified RFs: The one unit with an unclassified RF is shown in Figure

3.29. The OB of this RF is 86.4�, which just fits inside the unclassified range

(85�   OB   110�). This unit was classified as an FS unit and it stopped

spiking after the first application of muscimol as shown in the amplitude time

course, PSTHs, and reduction in SNR (from 4.01 to 1.29).
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Figure 3.29: Example unit with an unclassified RF. The plots and layout are
the same as Figure 3.28. This unit was classified as an FS unit and the OB of
its spatial RF is 86.4�. No RF is shown in the after plot because of insufficient
number of spikes.

Non-oriented RFs: A total of nine units were characterised with a NORF

(OB ¡ 110�). Two only had responses before muscimol, five had responses

throughout the protocol, and two only had responses after muscimol. An

example of a unit with a characterised NORF is shown in Figure 3.30 that

spiked before and after muscimol. The strong similarities in spike waveform

shape with similar SNRs (SNR before = 2.74, after = 2.72) and the same

response profile to WGN in the PSTHs show that the same unit was being

recorded before and after muscimol. The spatial RFs shows a movement in

location approximately 2� left in visual space. However, all five units with

before and after RFs showed the same 2� movement, which means it is likely

due to a movement in the eye (non-perfect paralysis).
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Figure 3.30: Example unit characterised as a NORF. The plots and layout are
the same as Figure 3.28. This unit was classified as a PS unit and the OB of its
spatial RF for both before and after is 180�.

Disinhibited RFs: Out of all the units recorded, two units started re-

sponding only after the second application of muscimol. Both units were

classified as a TS unit and both were characterised with a NORF (OB =

164.7� and 180�). An example of one cell is shown in Figure 3.31. There are

no before plots because there were no spikes before muscimol.
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Figure 3.31: Example of a cell that only fired spikes after muscimol application.
The plots and layout are the same as Figure 3.28. There are no before-muscimol
plots because there were no spikes before muscimol. This unit was classified as a
TS unit and characterised with a NORF (OB � 164.7�).

3.4 Discussion

3.4.1 Biophysics of extracellular spike waveform classes

My spike waveform separation produced five distinct extracellular spike wave-

form classes, which may map onto distinct anatomical cell classes. Below, I

will be discussing the biophysical properties that might lead to the distinct

waveform shapes, the proximity of the spike to the cell body as reported from

previous studies, and any other distinctions and possible limitations.

Regular and Fast spiking units

Biophysical properties: RS and FS units are both biphasic: the response

starts with a robust depolarisation (extracellular trough) followed by a smaller
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and more prolonged hyperpolarisation (extracellular peak). The biphasic

waveform is generated by sodium (Na+) flowing into the cell (i.e. leaving the

extracellular space) and then potassium (K+) flowing out of the cell (i.e. en-

tering the extracellular space), which have been correlated with intracellular

studies (Henze et al., 2000). The difference between unit types is attributed

to the difference in Na+ and K+ channels, which affect the re-uptake speed

of ions (Gold et al., 2007; Erisir et al., 1999). This is evident in Figure 3.16F

as FS units had a significantly lower refractory period and were significantly

more bursty than RS units, which provides some additional evidence to sup-

port the idea that FS and RS units were two distinct classes.

Proximity to cell body: The shape of an extracellular spike waveform can give

insight into the origin of the spike. The biphasic shape of RS and FS shape

with a dominant negative trough (i.e. lack of an initial positive capacitive

current) suggests that RS and FS units were recordings close to the cell body

(Gold et al., 2006). This is also evident in the channel span (Fig. 3.19C) as

the significantly lower channel spans for RS and FS units suggest that the

spikes were localised.

Excitatory and Inhibitory : Regular and fast extracellular spikes in the pri-

mary visual cortex have been extensively reported in the literature. The

longer discharge of regular-spiking units is associated with pyramidal and

spiny stellate neurons, which are putative excitatory neurons, while the

shorter waveforms of fast-spiking units are associated with basket and chan-

delier interneurons, which are putative GABAergic inhibitory neurons (Barthó

et al., 2004). Excitatory neurons (regular-spikes) and inhibitory interneurons

(fast-spikes) in the visual cortex, as reported in the literature, have distinct

response properties. Firstly, excitatory neurons fire less robustly (cat: Bruno

& Simons 2002; monkey Mendoza et al. 2016), which is also evident in my own

work (Fig. 3.16B; however, not significant). Secondly, inhibitory interneu-

rons in cat A17 are reported to be slightly less selective to orientation than

their counterparts due to their role in the fine tuning of orientation selectivity

(Bruno & Simons, 2002; Hirsch, 2003; Cardin et al., 2007; Nowak et al., 2008;
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Li et al., 2008). On face value, this is not evident in the current study as,

on average, the FS and RS units had similar OBs (Fig. 3.15). However, the

difference could be because my study also reports non-oriented units while

the other studies mentioned do not. When NORFs and unclassified RFs were

removed from the analysis, the OBs of RS units became significantly lower

than FS units (t-test: p   0.01; mean OB: RS = 40 � 2�; FS = 47 � 2�).

Another reason could be because the current study recorded from all lay-

ers of A17 while others (Bruno & Simons, 2002; Hirsch, 2003; Cardin et al.,

2007; Nowak et al., 2008) only recorded from layer IV. A note of caution

is needed here, a recent study in monkey V1 have shown narrow-waveform

spikes that resemble the excitatory “chattering” neurons from intracellular

cat V1 recordings (Onorato et al., 2019), which could indicate that the as-

sociation with spike width and morphological cell class may not be as distinct.

Clustering: Even though I have used similar separation methods as previous

studies (rodents: Niell & Stryker 2008; cats: Chen et al. 2015), the classifi-

cation of RS and FS units may not be an exact representation of excitatory

and inhibitory neurons due to other factors that could affect the width of

the depolarisation phase. For example, the distance from the recording site

can influence the width of the action potential (Gold et al., 2006). Distance

from the recording site also negatively correlates with the amplitude of the

action potential, which may be the reason why RS units had lower mean

peak amplitudes than FS units (Fig. 3.11). Furthermore, it has been re-

ported that axon size (López-Jury et al., 2018), as well as a different class

of excitatory units (thin spikes in monkey cortex: Vigneswaran et al. 2011,

backpropagating spikes in rat cortex: Jia et al. 2018) could also affect clus-

tering classifications.

Spike waveforms are quite fast in cats (Chen et al., 2015) in contrast to

mice (Niell & Stryker, 2008), in which the clustering method originated. Due

to this, I did not use the same post-trough time as Niell & Stryker (2008) and

instead re-calculated a post-trough time that was considered more suitable

for cat data. I also did not use k-means clustering like Niell & Stryker (2008)
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because I wanted to have a clear definition of the separation between FS and

RS units (i.e. at end-slope = 0). This clear definition helped with the sepa-

ration of units that had characterised RFs, where their low numbers did not

produce a clear separation of clusters (Fig. 3.9). Other clustering methods

such as width of the two phases (Bruno & Simons, 2002), repolarization slope

(Jia et al., 2018) and half-peak width (Mendoza et al., 2016) were not used

because they did not provide good separation. In future work, a higher di-

mensional clustering that incorporates all of these parameters could be used

as in Jia et al. (2018).

Triphasic spiking units

Biophysical properties: Similar to RS and FS units, the significant depolar-

isation (2nd phase) followed by a small hyperpolarisation (1st phase) of TS

units is likely due to the uptake and release of Na+ and K+ ions, respec-

tively. The only difference is the initial positive peak which gives the distinct

triphasic shape. The initial positive peak is reported to be due to a mixed-

ion capacitive current (Gold et al., 2006).

Proximity to cell body: Triphasic shaped spike waveforms have an initial

positive phase compared to regular and fast spikes because distal fibres away

from the soma body have a slower Na+ activation, leading to lower Na+ con-

ductance density, and resulting in a positive capacitive current (Gold et al.,

2006). This means that triphasic spiking waveforms are likely from record-

ings made distal from the cell body: either dendritic action potentials and/or

axonal action potentials. In the literature, spikes with three phases were re-

ported in dendrites using high-density electrodes (rat cortex: Henze et al.

2000; Jia et al. 2018, cat cortex: Gold et al. 2009, monkey retina: Petrusca

et al. 2007). You can see in all of the studies mentioned that as electrodes

are placed more distal from the soma and close to the dendrites, the spike

waveform had a more profound initial positive phase with a reduced negative

phase. The triphasic waveform shape is also strongly linked to axonal ac-

tion potentials (rat cortex: Robbins et al. 2013; Raastad & Shepherd 2003,
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cultured rat cortical cells: Bakkum et al. 2013; Lewandowska et al. 2015,

monkey retina: Petrusca et al. 2007). Models of current sources and sinks

predict that extracellular recordings produce a triphasic waveform from ac-

tion potentials that propagate through an isolated axon (Heinricher, 2004;

Barry, 2015). The study by Robbins et al. (2013) is especially interesting as

they used a GABA agonist (Muscimol) to silence the cortex while simultane-

ously recording extracellular activity. They found that their short-duration

waveforms (triphasic in shape) persisted while Muscimol inactivated the so-

matic spike waveforms, indicating that triphasic waveforms represent action

potentials along axons projecting from more distal somas.

Limitations: Dendritic and axonal spikes are supposed to have a reduced

negative amplitude due to their distance from the soma (Gold et al., 2006).

This is not seen in my study as TS units have similar negative amplitudes

to RS units (Fig. 3.11). A possible explanation could be that these were

recordings from large axons/dendrites (Gold et al., 2009) or axons with a

long axon initial segment (López-Jury et al., 2018), which produce larger

amplitude spikes. This poses a limitation of array recordings, as the array

cannot be moved to check for cell isolations.

Compound spiking units

Biophysical properties: The CS units reported in this study are quite inter-

esting. These spikes only contribute to 4% of the overall spiking population

and could be outliers. They are triphasic with an extremely long wave-

form. Extracellular spike waveforms of peak-to-trough around 1 ms have not

previously been reported in the literature, and therefore I cannot say, with

confidence, the biophysical properties that produce this slow waveform.

Proximity to cell body: Even though they are rare, significantly slow action

potentials are theoretically possible. It has been suggested that slow spikes

occur when the distance between the recording site and the soma is large.

The long distance allows increased contribution from distal sources to the
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action potential. For example, the distant electrode could be recording from

the action potential initiated from the soma and the backpropagating action

potential travelling into the dendrites (Heinricher, 2004; Gold et al., 2006).

This might explain the significantly lower amplitudes of CS units (Fig. 3.11),

suggesting that the recording could be further away than normal. Addition-

ally, Lewandowska et al. (2015) recorded from long waveforms in cultured rat

cortical cells that resulted from the axons and dendrites wrapping around

the array. This may explain why CS units had the highest channel span

(i.e. a broad source, Fig. 3.19) as CS spikes could be recordings along a

dendritic/axonal field that covered a large area of the cortex.

Positive spiking units

Biophysical properties: Positive spiking waveforms recorded extracellularly

have been reported previously in the cat visual cortex (Blanche et al., 2005;

Gold et al., 2009). In a similar way to the first positive peak in tripha-

sic waveforms, the significant positive peak of positive spiking waveforms is

thought to arise from a capacitive current and the small depolarisation phase

is due to the weaker Na+ currents (Gold et al., 2009). Triphasic PS units

have an additional hyperpolarising state, possibly due to K+ currents (Gold

et al., 2009). However, the hyperpolarising state from some of the triphasic

PS units is larger than the depolarising state (negative trough), which cannot

just be explained by K+ currents and is likely to be from an additional source.

Proximity to cell body: Extracellular recordings with positive spike wave-

forms have been recorded in several studies. They have been strongly linked

to recordings from dendritic fibres (cat visual cortex: Gold et al. 2009, mon-

key visual cortex: Gur et al. 1999, monkey retina Petrusca et al. 2007).

However, the latter had very small dendritic signals (�20 µV ) unlike the PS

units in this study (�100 µV ). Positive waveforms have also been seen in

axonal recordings: signals consisting of a large positive peak, a large negative

peak, and sometimes a second, small positive peak (cat: Blanche et al. 2005,
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rat culture cells: Lewandowska et al. 2015; Bakkum et al. 2013; Pan et al.

2014). Just like TS units, this may be attributed to current sources and sinks

produced from action potentials propagating along axons.

Comparison to HAPS: My PS units are similar to those seen in Gold et al.

(2009), where they recorded positive spiking units in the cat visual cortex.

However, it is evident that the positive spikes reported here are not the same

because in their data nearly half of the positive spikes consisted of “high

amplitude positive spikes (HAPS)”, which are greater than 500µV in ampli-

tude. The present data does not contain any HAPS as none of the PS units

exceeded 250µV . Additionally, HAPS were described to be highly orienta-

tion selective, which is not the case for most of the PS units reported here

(mean OB = 124�, 78% NORFs).

Classification: Regarding the classification of PS units into five categories, I

classified PS units into these groups simply because these were the five dis-

tinct shapes that I noticed. This does not mean that there are five classes of

positive spike. The last three groups (¡3 phases, normal and double spike)

have incredibly small population numbers and are probably outliers due to

errors in the recording/sorting. Even within the main two subpopulations,

PS units vary considerably in shape as seen in the individual traces in Fig-

ure 3.10A and B: e.g., the variations in the depolarisation phase for biphasic

PS units, or the variation of peak-to-peak ratios in triphasic PS units. Fu-

ture studies could investigate the classification of positive-going extracellular

waveforms in the same way as was done for regular and fast spiking units.

It is possible that triphasic PS units could be seen as a double counting of

the biphasic PS units. However, this is unlikely as these units have a clear

refractory period in their autocorrelation, indicating a well isolated unit.

Our understanding of positive spikes is very limited, so I ultimately grouped

classes together in this analysis.
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Population differences

The cell distributions between all units and units with characterised RFs

were different for specific waveform classes (Fig. 3.7). RS units were under-

represented, while FS and PS units were over-represented in the population

with characterised RFs. There are two possible explanations for this discrep-

ancy: numbers of spikes and the types of receptive field being characterised.

The difficulty of RFs being characterised depends on these two parameters

(Paninski, 2003; Rust et al., 2005). PS units had the highest spike rate out

of all classes and the simplest receptive fields, i.e. they tend to have linear

summation (as seen in their nonlinearities in Fig. 3.21) This means that PS

units have the highest chance for their RFs to be characterised. On the other

end, RS units had the lowest spike rates of all classes and the largest pro-

portion of complex receptive fields (most quadratic nonlinearities), resulting

in an under-representation in their RF population. Inevitably, it takes far

longer to extract a comprehensive receptive field from a complex cell than it

does from simple blob-like receptive field.

3.4.2 Non-oriented receptive fields

Comparison with previous studies

Receptive fields from the visual cortex have classically been defined to be

multiple oriented ON and OFF bands with two general classes: simple and

complex. My study recorded another class of units that had little or no

selectivity to orientation. Units with low orientation selectivity have been

reported before in the cat visual cortex and resemble those of the centre-

surround receptive fields of LGN units (Hirsch, 2003; Martinez et al., 2005;

Kremkow et al., 2016; Talebi & Baker, 2016; Gharat & Baker, 2017; Almasi,

2017). The non-oriented RFs reported in earlier studies (Hirsch, 2003; Mar-

tinez et al., 2005) were most likely not non-oriented RFs, but rather complex

RFs. Techniques in RF characterisation were limited in previous eras, where

the multiple filters in complex RFs could not be separated. Instead, the non-

oriented RFs shown in early studies were likely the recovery of overlapping
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complex RF filters.

More recently, the study by Talebi & Baker (2016) recorded from units

with characterised non-oriented RFs. Their study found a higher abundance

of units with non-oriented receptive fields (�50% of simple cells from Fig.

12 in their paper) as compared to the present study (53/157 = 34% NORFs

out of all units with single filters; or 53/171 = 31% including unclassified

RFs). The large difference in prevalence could be the result of several fac-

tors. Firstly, they used natural images (NI) for recovering spatial receptive

fields which are statistically different and may be more efficient in recover-

ing non-oriented receptive fields compared to WGN images. This is unlikely

as I (and others from my lab; Almasi 2017) found that the WGN was very

proficient at recovering the NORFs compared to recovering SRFs and CRFs.

Talebi & Baker (2016) also used a different method to separate oriented and

non-oriented RF units - they used the orientation bias and nonlinear power

exponent of units. Lastly, they recorded in A18 from cat visual cortex where

the proportion of non-oriented RFs might be different to A17. Interestingly,

the spike waveform shapes of units producing these RFs in Talebi & Baker

(2016) were reported as biphasic and negative-going, which does not match

the units with NORFs in the current study as they were predominantly

positive and triphasic shaped. The discrepancy between the present study

and that of Talebi & Baker (2016) cannot be explained by the difference in

recording devices as we both used 1x32 NeuroNexus probes. It could be due

to the differences in spike-sorting algorithms where Talebi & Baker (2016)

used Plexon, which uses principle components analysis (PCA) to sort spikes,

while we used KiloSort which models template waveforms instead of using

PCA. A methodological explanation also seems unlikely as another study

(Gharat & Baker, 2017) reported A18 neurons not selective to orientation

with positive shaped units using the same spike-sorting algorithms and the

same MEA as used here.

As mentioned before, Gharat & Baker (2017) reported a significant pro-

portion of A18 neurons not selective to orientation (40% compared to my
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23%) with properties similar to LGN Y cells (i.e. nonlinear responses to

contrast-reversing gratings). Since A18 receives a majority of its LGN input

from the Y-pathway, Gharat & Baker (2017) suggests that the A18 neurons

that are not selective to orientation act as an intermediate processing stage

between LGN afferents and cortical orientation-selective cells. A17 receives

input from both X and Y pathways (Usrey & Alitto, 2015), which means that

units with NORFs from the current study could be an intermediate stage be-

tween LGN and A17. Gharat & Baker (2017) reports that their oriented and

non-oriented receptive fields were a mixture of all spike types, i.e. units with

negative (like my RS and FS units), triphasic (like my TS units) and positive

shaped (like my PS units) extracellular spike waveforms (Fig. 1D in their

paper). However, I cannot make a comparison to my study as a distinction

between the types of receptive field and the types of spike waveform were not

reported by Gharat & Baker (2017).

Why the sudden abundance of non-oriented units in the visual

cortex?

In previous studies in the cat visual cortex, almost all units reported were

orientation selective (Cardin et al., 2007; Van Hooser, 2007; Nowak et al.,

2008). Talebi & Baker (2016) and Gharat & Baker (2017) made a very inter-

esting hypothesis to explain why so many non-oriented receptive fields were

being observed in their work compared to previous studies in cat visual cor-

tex, which we have also noticed in our lab. The most probable reason is the

recent increase in the use of MEAs. Previous studies used single electrodes

and ‘subjectively searched’ for receptive fields with oriented bars or edges as

an initial assessment, producing a biased sampling of receptive fields. MEAs

are inserted into the cortex ‘blindly’ without the need to search for recep-

tive fields and thus simply report whatever is present without human-derived

selection bias. In our hands, as well as from previous studies using arrays

(Talebi & Baker, 2016; Gharat & Baker, 2017; Almasi, 2017), this objective

sampling technique uncovers a higher than normal number of non-oriented

receptive fields.
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Another possibility is the technological advancement in spike-sorting. Re-

cent spike-sorting techniques have become better at extracting spikes and

more automatic, which reduces the bias from human intervention (Pachi-

tariu et al., 2016). Therefore, the increase in the abundance of non-oriented

receptive fields in the literature could be due to the reduced sampling bias

from MEAs and/or sophisticated spike-sorting techniques.

An interesting observation from the literature is that all studies with

a significant number of non-orientation selective units in cat visual cortex

were only from extracellular studies. This could mean that non-orientation

selective units are not accessible to intracellular techniques where mainly cell

somas were targeted. Extracellular techniques, which are more commonly

used now due to the advancement of arrays and spike-sorting algorithms, are

able to record from other areas in the neural network such as dendrites and

axons (Gold et al., 2006, 2007; Jia et al., 2018). The difference in accessibility

between the two techniques may also be a reason why recent studies are

reporting non-orientation selective units in the cat visual cortex, as the source

of these units may not be from cell bodies. It is possible that these units with

RFs not selective to orientation originated from outside the cortex. This idea

will be further discussed in later sections.

3.4.3 Depth

The units with characterised NORFs and PS units were clustered around

10 channels below the surface (i.e. 1 mm from the surface, Fig. 3.20),

which most likely corresponds to layer 4 based on anatomical investigations

(O’Leary, 1941). Layer 4 represents the first level of processing in the cortex

as it is the terminal field of thalamic afferents (Gilbert & Wiesel, 1979). The

depth approximation suggests that I am predominantly recording close to the

terminals of thalamic axons, which fits well with the hypothesis that units

with characterised NORFs were recordings from outside of the cortex.
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The units with characterised SRFs were recorded in all channels of the

arrays with a main cluster around 20 channels below the surface (i.e. 2 mm

below the surface). Intracellular studies suggest that the majority of simple

cells are found in layers 4 and upper 6 (thalamorecipient layers) in cat V1

(Martinez et al., 2005). The cluster of SRFs in my study most likely corre-

sponds with the upper strata of layer 6, as supported by anatomical studies

(O’Leary, 1941).

Complex cells are found in all cortical depths (Martinez et al., 2005). The

units with characterised CRFs in my study are clustered around channels 14

and 26 (i.e. 1.4 - 2.6 mm below the surface). Layers 2+3, 5 and lower 6 cor-

respond to layers that do not receive input from the thalamus (Hirsch, 2003).

If it is assumed that Layer 4 straddles channel 10, then the two clusters of

units with characterised CRFs is likely to correspond to either layers 4 or 5

(possibly both) and Layer 6.

It is essential to keep in mind that the depth analysis used in this study

was only an approximation based on the recording position in the array and

does not represent an exact representation of cortical depth. Factors such as

the array not being positioned perfectly perpendicular to the cortical surface

or placing the array beside a sulcus can affect this depth approximation.

3.4.4 Nonlinearities

The combined nonlinear functions (CNFs) obtained from NIM in Figures

3.21 help describe the unit responses to feature-contrast. The CNFs were

described with a symmetry index (SI), where a higher SI refers to a higher

degree of nonlinearity summation properties. On average, PS units had the

most linear response to all feature-contrasts, similar to those found in simple

cells and LGN X-like cells (Enroth-Cugell & Robson, 1966; Hochstein &

Shapley, 1976). RS units had the most nonlinear summation properties.

This suggests that even with similar proportions of RF types in RS and FS

units, RS units were generally more complex than FS units.
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3.4.5 Muscimol and predictions on the origin of each

spike class

Muscimol is commonly used to silence the activity of cortical neurons (cat:

Vidyasagar et al. 2015; Jin et al. 2008, ferret: Chapman et al. 1991), and was

used in this experiment to see which classes of unit would remain after cor-

tical inactivation. Only one experiment using the Muscimol was conducted

because of three limiting factors: one is the difficulty of the experiment (i.e.

recording from a full data set, silencing, and then recording a full data set

again); receptive field analysis is time consuming for both of the data sets

(the NIM uses immense computational power); and the other is from the

time restrictions of my study. All units with characterised oriented RFs

disappeared following muscimol, while the majority of units with NORFs re-

mained after muscimol (71%). As muscimol targets the cell bodies of cortical

cells, this suggests that the origin of units with oriented RFs is in the cortex,

and the origin of units with NORFs is not in the cortex and may even be the

LGN. With this information, I will be making predictions on the origin of

each spike waveform based on the results from this study and the discussion

points made previously.

RS and FS units are likely recordings from cortical cell bodies

From the localised biphasic spike waveforms and the classically defined re-

ceptive fields (oriented elongated filters: 94% and 99%, respectively), it is

highly likely that the RS and FS units obtained in this study were record-

ings from somas in the primary visual cortex. This is evident in the units

obtained from the muscimol protocol as the muscimol completely eradicated

the RS and FS units (Fig. 3.25). Therefore, the slower waveform and more

nonlinear RFs of RS units suggest that they are from excitatory pyramidal

cells, and the faster waveforms and linear RFs of FS units suggest that they

are from inhibitory basket and chandelier interneurons.
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TS units are likely from a mixture of cortical and thalamic cells

TS units are a mixture of cortical RFs (oriented, 44%) and thalamic-like RFs

(non-oriented, 56%). This result is similar to Blanche et al. (2005), as they

showed that triphasic signals from the cat visual cortex have non-oriented

RFs. As discussed previously, TS units are likely dendritic and axonal record-

ings that originated from a mixture of cortical dendrites and thalamic axons.

The former is likely to produce oriented receptive fields, while the latter tha-

lamic afferents would exhibit non-oriented receptive fields. Oriented receptive

fields have been theorized as convergent input from multiple LGN receptive

fields (Mel et al., 1998; Martinez & Alonso, 2003; Vidyasagar & Eysel, 2015),

meaning that the TS units producing NORFs may be part of the conversion

between non-oriented and oriented RFs. This is evident in Figure 3.16 where

TS units on average have spike rates and burst indices slightly above the RS

and FS units (the latter assumed to be cortical units). The lower latency

(Fig. 3.16E) and higher number of positive correlations (Fig. 3.18) of TS

units corresponds with earlier stages of information processing, which also

supports the idea that TS units could arise from thalamic axons. This theory

is also supported for the TS units when using muscimol. Out of the TS units

with characterised RFs (50% oriented and 50% non-oriented), a third of TS

units remained after muscimol, which were all non-oriented RFs.

Furthermore, there were two TS units that only appeared after cortical

silencing. These two units had characterised NORFs which could be ex-

plained as the result of a thalamic circuit, as follows. (1) The muscimol

could silence excitatory cortical cells in layer 6 that feed back to the thala-

mus. (2) If these excitatory cortical cells drive inhibitory interneurons in the

LGN, the drive would stop after muscimol. (3) As a result, there might be

disinhibition of thalamic neurons destined for the cortex, which would then

start sending spikes. These potentially disinhibited units were recorded on

channel depths 11 and 3, which would equate to 2100 mm from the surface

and 2900 mm from the surface, respectively, placing those recordings in the

thalamorecipient layers of 5/6. Of course, this is just a hypothesis and we
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only have low numbers that show this phenomenon. It is also possible that

through brain movement these cells were simply acquired after the muscimol

was applied. However, the timing is quite closely related to the muscimol

application, which suggests that the simple brain movement concept would

be quite a coincidence.

CS units are a mystery

I cannot say with confidence what CS units are or where they came from

due to their very low numbers (3%) and odd spike waveform shape. Earlier,

I gave evidence suggesting that they could be from large dendrites/axons

distal from the recording site. Their high proportion of NORF (75%), low

latency and high burstiness (Fig. 3.16) suggest that they originate from the

thalamus. Unfortunately, there is little confirmation of this theory from the

muscimol protocol because only one CS unit was obtained: that single unit

disappeared after muscimol, arguing against a thalamic origin.

PS units are likely recordings of thalamic cells

Receptive fields of PS units are mostly non-oriented (78%). This link be-

tween positive spikes and non-orientation selective cells has been made be-

fore in macaque visual cortex (Gur et al., 1999) where they recorded small-

amplitude positive spikes that were slightly less tuned to orientation (mean

OB = 79�) than the negative spikes (mean OB = 40�), but more selective to

orientation than LGN cells and our PS units. Knowing PS units could be

from axonal or dendritic signals (as discussed previously), and that NORFs

are similar to LGN receptive fields, PS units may be recordings of thalamic

afferent terminals, i.e. recordings direct from thalamic axons or from the

cortical dendrites that receive those signals.

When comparing the spiking characteristics of PS units (which we be-

lieve to be recordings from thalamic afferents) to RS and FS units (which

we believe to be recordings from visual cortical somas), there is an overall

trend that supports the possibility that PS units are recordings from thala-
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mic afferents. For example, thalamic cells tend to have high spike frequencies

which are seen in our PS units (Fig. 3.16A). Not only do thalamic cells have

higher spiking rates, they also spike in short intervals which corresponds well

with the high burst indices of PS units (Fig. 3.16C and D). The latency of

a cell can indicate a general mechanism of hierarchical processing (Raiguel

et al., 1989; Mormann et al., 2008): PS units had lower latencies than those

of RS and FS units on average (however, only significantly lower than FS

units), corresponding with earlier stages of information processing. These

short-latency PS units may represent processing that is taking place before

the visual cortex, e.g. in the LGN.

The strongest evidence that supports PS units originating from the LGN

is from the muscimol protocol. After the silencing of the cortex, the majority

(60%) of PS units still remained. This shows that PS units originate from

outside of the cortex, and as evidence suggests, PS units are likely to be

axonal recordings from thalamic afferents.

3.5 Conclusion

Extracellular spike waveforms in cat V1 were categorized into five categories

based on their shapes. RS units are biphasic, have a dominant negative peak,

and a slow declining slope. FS units are biphasic, have a dominant negative

peak, and a fast declining slope. TS units have an additional positive first

phase, giving them a triphasic waveform shape. CS units are also triphasic

but with a significantly slower waveform. PS units have a dominant positive

peak. When correlating the spike waveforms to their spatial RFs, RS and FS

units had mostly oriented RFs, while TS, CS and PS units had mostly non-

oriented RFs. The former are similar to the centre-surround RFs reported

in the LGN, which suggests that they may be recordings from thalamic af-

ferents. Several response characteristics were calculated to statistically dis-

tinguish between cortical and thalamic neural populations: spike-rate, burst,

and response latency. PS units had significantly higher spike-rate, signifi-

cantly higher burst, and significantly shorter response latency to RS and FS
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units. To further confirm the origin of the spike, muscimol was introduced

with most of the PS units, only some of the TS units, and no RS, FS or CS

remained after cortical silencing.

These results suggest that the five spike waveform categories can be

mapped onto anatomical cell classes. PS units correspond to recordings from

thalamic axons projecting to the visual cortex, RS and FS units correspond

to cortical neurons, TS units are a mixture of thalamic axons and cortical

neurons, and CS units could not be classified. This would allow cortically

implanted electrodes to record activity from thalamus and cortex simultane-

ously.

3.5. CONCLUSION 162



Chapter 4

Characterising Adapted and

Non-Adapted Receptive Fields

in V1

4.1 Introduction and Background

The visual system operates over a wide range of environmental visual factors

even though neurons within the visual system can only represent a limited

range of signals due to the limitations in neural processing. To compensate

for these limitations, the visual system is able to adapt to the visual envi-

ronment. For example, following a decrease in average light intensity the

visual system adapts by adjusting the radius of the pupil, by altering the

gain of phototransduction, reducing the sizes of retinal ganglion cell recep-

tive fields, and by changing cortical processing (Shapley & Enroth-Cugell,

1984). All of these adjustments help maintain visual performance in spite of

limited dynamic range and changes in the visual environment. Adaptation

is also extensively used in perceptual studies and human functional imaging

as a means to probe the function of the brain. As such, these fields require

a comprehensive understanding of the consequences of visual adaptation on

individual neurons in the visual system.
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When V1 neurons are exposed to prolonged stimulation, two main things

are known to happen: spiking rates of neurons significantly change based

on the strength of the stimuli compared with the non-adapted condition

(Carandini & Ferster, 1997); and neuronal selectivity shifts away from the

recently viewed stimuli (Movshon & Lennie, 1979). The reduction in response

could be attributed to neural fatigue (though some may argue that response

reduction is purely functional), and the changes in RF profile could also be

due to neural fatigue and/or a specific alterations in stimulus processing.

As soon as the stimulus exposure ends, neurons gradually recover to their

unadapted state.

Contrast adaptation

In V1, neurons are able to adapt to a range of fluctuations in the local

luminance between neighbouring areas (contrast). This is called contrast

adaptation and is a fundamental process in vision that allows neurons to

respond with high sensitivity to a large range of sensory inputs. Ohzawa

et al. (1985) proposed one function of contrast adaptation as contrast gain

control, where cells would adjust their sensitivity to the range of contrasts

based on recent stimulus experience. They measured the contrast response

functions (CRF) of cat V1 cells while adapting them to different contrast

levels. In the unadapted state, a cell’s CRF was found to be sigmoidal

when spike rate was plotted at a function of log-contrast (Figure 4.1A).

When cells were exposed for prolonged periods to high contrast gratings,

two main things happened to the CRFs (Figure 4.1B): one is a rightward

shift along the contrast axis (contrast gain control, blue); and the second

is a compression along the response axis (response gain control, orange).

The opposite is also true, where exposure to prolonged low contrast gratings

shifted the CRFs to the left along the contrast axis and expanded the CRFs

along the response axis. This sensitivity readjustment shifts the neurons’

dynamic range towards the adapting contrast (the recent average stimulus

contrast; Durant et al. 2007). This effect has also been reported in monkey

(Sclar et al., 1989) and rodent V1 (Stroud et al., 2012). The shift in contrast
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gain control is quantified by the difference in the semisaturation value (C50),

which is defined as the contrast generating half of the maximum response

above background (Figure 4.1A). It is important to note that the majority

of cells in the study by Ohzawa et al. (1985) showed significant contrast gain

control and few cells showed significant response gain control. Ohzawa et al.

(1985) also noted that there was no correlation between contrast adaptation

to cell classification (simple and complex cells) or to laminar distribution.
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Figure 4.1: An example sigmoidal contrast response function from a V1 neuron.
(A) Rmax is the maximum response above background response (b), and C50
is the semisaturation value, i.e. the contrast value at 1/2 Rmax + b. (B) Two
kinds of gain control occur after prolonged high contrast stimulation: contrast gain
control (blue) which shifts the response function rightward along the contrast axis,
resulting in a C50 shift (as shown); and response gain control which compresses the
response function along the response axis. For prolonged low contrast stimulation,
the effects are reversed.
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Interestingly, one adaptation study showed that through prolonged ex-

posure to moving gratings, V1 neurons in cat alter their spatial summation

properties following adaptation (Crowder et al., 2007). In some cases, non-

adapted neurons that were defined as complex cells changed their classifica-

tion to simple cells following contrast adaptation. This observation suggests

that the spatial structure of the classical receptive fields of some complex

cells after contrast adaptation might more closely resemble the spatial struc-

ture of simple cells. The current study was aimed to understand more about

this observation (continued later).

Classical studies observed little or no contrast gain control for cells in

the LGN of cat (Movshon & Lennie, 1979; Ohzawa et al., 1985) or monkey

(Derrington et al., 1984), which suggested that contrast gain control might

be solely a cortical mechanism. However, recent studies have provided evi-

dence of contrast adaptation for specific cells in the LGN (X and Y cells in

cat: Li et al. 2011, though more profound in Y cells; and M-cells in monkey:

Solomon et al. 2004). Li et al. (2011) observed, through V1 inactivation,

that contrast adaptation in the LGN had little influence from corticotha-

lamic feedback, as the C50 shift was similar in activated and inactivated

states. In fact, contrast adaptation has also been observed in some retinal

cells (bipolar and amacrine in monkey: Chander & Chichilnisky 2001; and

salamander: Baccus & Meister 2002). This suggests that perhaps the mech-

anism for contrast adaptation is at every stage of the visual pathway, which

maintains the sensitivity of cells to small inputs while avoiding saturation,

or at every synapse (Baccus & Meister, 2004).

The time course of contrast adaptation varies considerably from cell to

cell, and also depends on the strength of the adapter. For example, studies

have reported weak changes in neural response properties from brief adapta-

tion (tens of milliseconds: Bonds 1991) and stronger effects after prolonged

adaptation (80 seconds: Ohzawa et al. 1985). The time constant of recovery

from adaptation also varies considerably. Ohzawa et al. (1985) reported an

average time constant for recovery of 6 seconds with a 30 second adapter,
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while other adaptive tuning shifts in V1 have reported the effects lasting as

long as several minutes (orientation: Dragoi et al. 2000).

The cellular mechanisms of contrast adaptation in the cortex have been

partially explained with a strong somatic afterhyperpolarisation. That is,

intracellular recordings by Carandini & Ferster (1997) have shown that adap-

tation results in a large (5-10 mV), long-lasting (10-20 s) hyperpolarisation,

which results in a downward shift in the membrane potential and a right-

ward shift in the CRF. Sanchez-Vives et al. (2000a,b) reported that this

adaptation-induced afterhyperpolarisation is associated with the activation

of Na+-gated K+ channels, triggered by the influx of Na+ from synaptic

inputs. Another mechanism of contrast adaptation could be synaptic de-

pression, where in vitro studies observed significant vesicle depletion at the

presynaptic terminal during repetitive afferent stimulation (Finlayson & Cy-

nader, 1995; Abbott et al., 1997).

However, the underlying mechanisms regarding how V1 neurons achieve

the process of contrast adaptation still remain a topic of interest. It has been

reported that adapting to different levels of contrast alters the threshold re-

quired to evoke a given response (Movshon & Lennie, 1979). Others have

theorized that adaptation is a form of efficient coding (Barlow, 1989) or is a

form of optimal information transmission (Wainwright, 1999; Sharpee et al.,

2006). Perceptually, the purpose of adaptation has been theorised to en-

hance differential sensitivity around the adapting contrast and thus increase

the dynamic range of neurons (Greenlee & Heitger, 1988). Even though the

functionality of contrast adaptation has been well defined, the actual mech-

anisms underlying contrast adaptation in the primary visual cortex remain

elusive.

Chapter overview

The phenomenon of contrast adaptation is a fundamental process in the early

sensory brain that greatly influences visual perception. Even though it allows
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the visual system to adjust to fluctuations in luminance, adaptation is also

strongly linked to other aspects of vision; e.g. colour (Webster & Mollon,

1994) and saccadic suppression (Gu et al., 2014). Greater knowledge of the

principles and mechanisms of contrast adaptation will help to better under-

stand the operation of the visual system. That is, we can further comprehend

how neurons in the sensory brain are able to adapt to changes in visual stim-

uli and thus understand more about visual perception. In a broader scope,

it can also help with visual implants (e.g. bionic eyes; Jensen & Rizzo III

2007; Freeman et al. 2011; Meng et al. 2018) as the proposed research may

provide ways to efficiently adjust to changes in visual input.

The present study is an expansion of the previous work of Crowder et al.

(2007), where complex cells were shown to become more simple-like follow-

ing contrast adaptation. I will use the NIM (as described in the previous

Chapters) to characterise the spatial and nonlinear features of the receptive

fields of V1 neurons in their adapted and non-adapted states. The aim is to

observe any changes in the receptive fields of visual cortical neurons following

adaptation. The stimuli used in this procedure consist of moving gratings to

generate contrast adaptation interspersed with white-Gaussian noise images

to recover the receptive fields of the neurons.

4.2 Methods

4.2.1 Experimental procedures

All experimental procedures are the same as described in previous Chapters

except for a modification in the stimulus protocol that allowed the cells to

be placed into a steady state of adaptation.

Visual stimuli

Two visual stimulus protocols were used: the white-Gaussian noise stimulus

for RF characterisation, as described in Chapter 2, which acted as the con-

trol; and a contrast adaptation stimulus protocol, which effectively recovered

4.2. METHODS 169



CHAPTER 4. CHARACTERISING ADAPTED AND NON-ADAPTED RFS

RFs using WGN while the cells were exposed to contrast adaptation.

Contrast adaptation protocol : Before the adaptation stimulus was created,

a custom MatlabTMprogram was used to characterise the orientation tuning

properties of multi-unit data. This was done with stimuli consisting of lumi-

nance defined oriented sine wave gratings presented within a circular aperture

on an isoluminant grey background matched to the mean luminance of the

gratings. Orientation tuning properties were obtained by recording responses

to presentations of high contrast gratings at orientations of 0� to 337.5� in

22.5� increments (16 different orientations in total). The orientation tuning

from this was used for the adapting stimulus. Note that even though we are

recording from multi-unit data, the orientation tuning of most recorded cells

should be the same due to the columnar structure of V1. The spatial and

temporal frequency tuning properties were obtained in a similar way to the

orientation tuning described above. High contrast gratings were presented at

seven different spatial (0.05 cyc/deg, 0.1 cyc/deg, 0.2 cyc/deg, 0.4 cyc/deg,

0.8 cyc/deg, 1.6 cyc/deg, 3.2 cyc/deg) and temporal frequencies (0.25 Hz,

0.5 Hz, 1 Hz, 2 Hz, 4 Hz, 8 Hz, 16 Hz). The spatial and temporal frequency

tunings from this were used for the adapting stimulus described next. The

adaptation stimulus consists of three different steps (Figure 4.2A): (1) an ini-

tial long presentation of an optimally oriented drifting grating interspersed

at regular intervals by short periods of (2) WGN images and (3) drifting

gratings.

1. The first, long drifting grating period generated robust contrast adap-

tation in neurons (indicated by declining spike rates in response to the

gratings). The drifting gratings were presented at 60 Hz for one minute,

and were optimized to the tuning of the cells (i.e. optimal orientation,

spatial frequency and temporal frequency; Figure 4.2B).

2. Short periods of WGN images were presented at 30 Hz for five seconds.

No gratings were present during this 5s period. The WGN images

presented were the same as in the control condition, and were used to

recover the spatial RFs of neurons (Figure 4.2C).
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3. Drifting gratings were then presented for five seconds as an adaptation

top-up. Top-ups were used to maintain the desired adapting levels

while receptive fields were being recovered. The adaptation top-ups

used were similar to previous adaptation projects (Movshon & Lennie,

1979; Crowder et al., 2007).

Note that all of the drifting gratings mentioned had the orientation tun-

ing derived from the multi-unit data from the custom MatlabTMprogram

described above. Drifting gratings for adaptation were presented within a

square aperture on an isoluminant grey background that covered the whole

screen (Figure 4.2B). The contrast used for the adapting stimulus was 15%

to 100% depending on the responsiveness of particular units. For example, a

low contrast would be used if the spike rates of units were low (�2 spikes/s

above baseline), a medium contrast (�50%) used for moderate spike rates

(�5 spikes/s above baseline), and a high contrast used for high spike rates

(�10 spikes/s above baseline). For each block of the adaptation stimulus, the

interchanging of steps (2) and (3) of the protocol were repeated 160 times,

for a total of 6000 WGN images.

For three of the experiments, the overall stimulus protocol went in the

order of: blocks of control; blocks of adaptation; and then blocks of control

again in an attempt to recover the original RF. This was a very long protocol,

and I decided for the last two experiments to do the overall protocol by

interweaving the control and adaptation stimuli; i.e. one block of control,

two blocks of adaptation (to equal the total number of control WGN images),

one block of control, etc.
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Figure 4.2: Overview of the adaptation stimulus. (A) The adaptation protocol
consisted of an initial 60 s presentation of a drifting grating, followed by inter-
changing 5 seconds of white Gaussian noise (W) and 5 seconds of drifting gratings
(G). (B) An example of a grating. Tuning properties and position of the grating
were optimized to each cell’s tuning properties (which were predetermined). (C)
An example of a WGN image.

4.2.2 RF estimation

RFs were estimated using the Nonlinear Input Model (NIM) as described

in Chapter 2. The same region of interest was used for characterising the

control and adapted RFs.

4.3 Results

4.3.1 Population

A total of 77 single units were recorded in V1 from five anaesthetized adult

cats that were responsive to WGN and had their spatial RFs recovered. All

77 of these SUs had their RFs recovered during control experiments (WGN

only), but only 44 of them had their RFs recovered by the adaptation proto-
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col (as described in the Methods). The 44 SUs that had characterised RFs

in both the control and adaptation protocols will be analysed here. As men-

tioned in the Methods section of Chapter 2, spatial RFs and nonlinearities

were characterised using the NIM, and the optimum number of filters were

distinguished using significance tests.

Table 4.1 summarizes the RF population obtained from the control and

adaptation protocols. Both protocols had the same number of simple and

complex RFs (control units: simple RFs = 37, complex RFs = 7; adapted

units: simple RFs = 37, complex RFs = 7). Simple and complex RFs refer

to RFs with one filter and more than one filter, respectively. The maximum

number of filters from the RFs of the control data is four (n = 1), and the

maximum number of filters from the RFs of the adaptation data is three

(n = 2). Seven units had RFs with different numbers of filters when using

the control and adaptation protocols: three of these units had more filters

in the control RFs; and four units had more filters in the adapted RFs.

Furthermore, 31/44 (70%) units exhibited higher spike rates in the control

condition compared to the adaptation protocol.

Control RFs (n) Adaptation RFs (n)
1 Filter 37 37
2 Filters 4 5
3 Filters 2 2
4 Filters 1 0

More filters 3 4
More spikes 31 13

Table 4.1: Population statistics of control RFs and adapted RFs (columns).
In rows are the numbers of units with one to four filters, the stimulus protocol
characterising more filters in the unit RF (if the control data or adaptation data
characterised more filters), and the number of units producing larger numbers of
spikes.

Figure 4.3 shows an example SU with its RF characterised in the con-

trol condition (upper) and adapted condition (lower). The spatial RFs are

illustrated on the left with the red and blue regions indicating ON and OFF,
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x and y axes representing spatial space in the x and y coordinates, and the

spaces between the gridded lines indicating 3� in visual space. The combined

nonlinear functions (CNFs, also used in Chapter 3) are drawn on the right of

the spatial RFs, which plots of spike rate over feature contrast. The shape

of the CNFs is quantified using the symmetry index (SI) indicated in the

top left corner of the CNF plots, which describes the similarities between

the negative and positive feature contrasts of the curves around a feature

contrast of zero. The number on the far left of the plots indicate the unit #

(unit #1 for this example), which is used as a reference. This example RF

and the description given provides a template for all RFs visualised for the

rest of this Chapter.
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Figure 4.3: Characterised RF of a single unit. This example provides a template
for all RFs illustrated in this Chapter. Upper plots are from the control condition
and lower plots from the adapted condition. Left plots are the spatial filter for each
condition with x and y axes representing spatial space in the x and y coordinates,
the subregions represented in red (ON response) and blue (OFF response), and
the spaces between the gridded lines indicating 3� in visual space. On the right of
the spatial filters are their respective CNF plotted as response (spike-rate, y-axis)
over feature contrast (x-axis), and the grey line plots x = 0. In the top left of
the CNFs is the symmetry index (SI). The filter and CNF for each condition are
labelled as Filter 1. The unit # example is on the far left (this example is unit
#1).

Figure 4.4 shows 15 example characterised RFs in the control and adapted

conditions, and use the same conventions as the template in Figure 4.3.

Figure 4.4a shows example units that produced the same number of filters

between the two protocols: units #1-6 are RFs with only one filter (simple

RFs); and units #7-8 are RFs with more than one filter (complex RFs).

Figure 4.4b shows the seven units that produced different numbers of filters

between the two protocols: units #9-11 are RFs with the control data having

more filters; and units #12-15 are RFs with the adaptation data having more

4.3. RESULTS 175



CHAPTER 4. CHARACTERISING ADAPTED AND NON-ADAPTED RFS

filters.
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(a) First set of RFs for 8 SUs (unit #1-8) that have the same number of filters for both
the control and adaptation data. Units #1-6 are all simple RFs with one filter, and units
#7-8 are all complex RFs with more than one filter.
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(b) Second set for RFs of 7 SUs (unit #9-15) that have a different number of filters for
the control and adaptation data. Units #9-11 are RFs with the control data producing
more filters, and units #12-15 are RFs with the adaptation data producing more filters.

Figure 4.4: Caption next page.
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Figure 4.4: (Previous page.) Example RFs from 15 SUs characterised by the
NIM. Each example unit is labelled from #1-15 on the left of the RFs. RFs
above the unit labels are the control RFs and RFs below the unit label are the
adapted RFs. Insets on the left side are the spatial filters and the right side are the
corresponding combined nonlinear functions (CNFs). Spacing between the gridded
lines in the spatial filters indicate distance in visual space: 2� = unit #2, #6, #7,
#14; 3� = unit #1, #5, #8, #10-13, #15; and 5� = unit #3, #4, #9. The CNFs
are plotted as response (spike-rate, y-axis) against feature contrast (x-axis) with
the grey line illustrating zero feature contrast. The number on the top-left of the
CNF plots is the symmetry index. The spatial filters and corresponding CNFs are
labelled as filter 1 to filter 4 (F1-F4).

Qualitatively, the only obvious difference in the control and adapted spa-

tial RFs characterised with the same number of filters (units #1-8: Fig.

4.4a) was the amount of noise. Gridded lines were used to clearly mark the

location in visual space to better illustrate if there were any changes in the

spatial position tuning due to adaptation, which has been reported before in

mice (Dhruv & Carandini, 2014). The spatial locations and structures of the

RF subregions were almost identical in the control and adapted cases, and

no consistent changes were observed.

For the units that had different numbers of filters in the control and

adapted protocols (units #9-15: Fig. 4.4b), several qualitative changes be-

tween control and adapted RFs can be observed. The control and adapted

RFs of units #10-13 differ in the number of filter subregions: control RFs of

#10-11 have extra subregions and adapted RFs of #12-13 have extra subre-

gions. The extra subregions in the RFs of units #10-14 also seem to produce

a difference in their orientation tuning. The rest of the units (#9, #14 and

#15) are very similar with the exception of additional filters. Even though

there are observed qualitative changes in the control and adapted spatial RFs

with different numbers of filters, there was a lack of consistency. Further-

more, RF characterisation depends on how much data is available (i.e. the

number of spikes) and the additional number of filters characterised might

be due to a difference in the number of spikes produced between the two

protocols. Table 4.2 shows the number of spikes produced from the control
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and adaptation protocols for each of the units that characterised a different

number of filters in their control and adapted RFs. Six out of the seven

RFs that had additional filters had more data than their counterpart: i.e.

control RFs of units #9-11 and adapted RFs of units #12, #13 and #15.

Only one unit (#14) had a RF (adapted) producing more filters than their

counterpart with fewer spikes. To see if the number of spikes causes a change

in the number of filters in the RFs, RFs were re-characterised using the same

number of spikes for both control and adapted conditions (Fig. 4.5). The

top two rows are RFs of the control using only the first and last x number of

spikes, where x is the number of spikes from the adaptation data. This shows

that by making the number of spikes equal, the number of filters between

the control and adapted RFs matched.

Unit # Control data (spikes) Adaptation data (spikes)
9 2789 2405
10 8978 3914
11 38005 1113
12 9651 15323
13 6469 9416
14 29000 24932
15 22181 23059

Table 4.2: Number of spikes for the units producing different numbers of filters
from the control protocol and adaptation protocol when the WGN images were
on. Units #9-11 had the control RF with additional filters, and #12-15 had the
adapted RF with additional filters.
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Figure 4.5: Unit #9-11 (units with more control RF filters than adapted RF
filters) re-characterised with the NIM but reducing the number of spikes from the
control to equal the number of spikes of the adaptation protocol. The first row are
RFs of the control using only the first x number of spikes, where x is the number of
spikes from the adaptation data. The second row are RFs of the control using only
the last x number of spikes, where x is the number of spikes from the adaptation
data. The third row is the adapted RFs.

4.3.2 Nonlinearities

Even though there were no consistent changes in the spatial structures be-

tween control and adapted RFs, the changes may lie in the nonlinearity of

the RF. The NIM characterises the nonlinearity of RFs in the form of an

input nonlinearity for each filter and then a spiking nonlinearity. The in-

put and spiking nonlinearities together form a combined nonlinear function

(CNF) that describes a unit’s estimated nonlinearity as a response (spike

rate) over the feature contrast. CNFs were plotted in Figure 4.4 on the right

of the spatial RFs (also used in Chapter 3), which show large variations in

the nonlinearities between control and adapted RFs. The example units with

characterised simple RFs (#1-6) all show a threshold-linear function (sym-

metry index around zero) that stay threshold-linear after adaptation. The

example units with characterised complex RFs (#7-8) show dramatic changes

in nonlinearities with Filter 2 of unit #7 changing from threshold-linear to

quadratic, and Filter 1 of unit #8 changing from quadratic to threshold-
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linear. This shows an increase and decrease in nonlinearity following adap-

tation for these two cases, respectively.

Figure 4.6A plots the average CNFs for all units (left, n = 44), units with

characterised simple RFs (middle, n = 34), and units with characterised com-

plex RFs (right, n = 7). The simple and complex RFs are associated with

the control RFs. The blue and red plots represent control data and adapted

data, respectively. The dashed lines indicate the C50 of their respective con-

trast response functions, which is the half-way point between the maximum

and minimum response after zero feature contrast. The nonlinearities were

quantified by the symmetry index (SI), as plotted in the CNFs of Figure 4.4.

A more positive SI indicates a more nonlinear function, and a more negative

SI indicates a more linear function. The bar graph of Figure 4.6B plots the

mean SI for control data (blue) and adapted data (red). The results show

that there is no significant difference in the SI between control and adapted

RFs for all units (mean � SEM: control = 0.31 � 0.04; adapted = 0.30 �

0.04; t-test, p = 0.85), units with simple RFs (mean � SEM: control = 0.31

� 0.05; adapted = 0.29 � 0.04; t-test, p = 0.67), and units with complex

RFs (mean � SEM: control = 0.31 � 0.09; adapted = 0.39 � 0.10; t-test,

p = 0.60). One theory was that RFs of units would become more linear in

the adapted state (Crowder et al., 2007), which is not evident based on these

results.

Additionally, I wanted to see if the CNF can detect a shift in contrast

response gain caused by adaptation since the CNF is essentially a contrast

response function. The C50 is the semisaturation contrast commonly used to

describe shifts in the contrast response functions (Scholl et al., 2012), and it is

the contrast at 50% between the maximum and minimum response after zero

feature contrast (i.e. right side of CNF). The dashed lines in the average CNF

plots (Figure 4.6A) indicates the C50 value for those corresponding functions.

Mean C50s for control and adapted RFs are shown in Figure 4.6. There is

no significant difference in the C50 between control and adapted RFs for all

units (mean � SEM: control = 66.1 � 1.6; adapted = 66.2 � 1.5; t-test, p =
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0.97), units with simple RFs (mean � SEM: control = 66.6 � 1.8; adapted

= 66.6 � 1.7; t-test, p = 0.98), and units with complex RFs (mean � SEM:

control = 63.6 � 3.7; adapted = 64.4 � 2.9; t-test, p = 0.86). Note that the

C50s shown in Figure 4.6 are the C50s of the mean CNF curves, and do not

necessarily represent the overall population.
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Figure 4.6: (A) Average combined nonlinear functions (CNF) characterised by
NIM from the control data (blue) and adaptation data (red). From left to right,
the plots are from all units, simple RF units, and complex RF units. The shaded
area indicates the SEM. The X and Y axes represent feature contrast and spike
rate (spikes/second), respectively. The soft grey line plots x = 0. (B) Bar graph
representing mean symmetry index (SI) for the CNFs of control RFs (blue) and
adapted RFs (red). (C) Bar graph representing the mean C50 of the control RF
(blue) and adapted RF (red). For both B and C, the red error bars represent the
SEM with the p-values (t-test) indicated above.
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4.3.3 Spiking characteristics

Contrast adaptation is known to reduce the spike rate of primary visual cor-

tical neurons. Figure 4.7A plots the mean spike rate (spikes/second) for the

control (blue) and adaptation (red) protocols, with the spike rate values for

individual units plotted in the scatter plot on the right. The spike rate of a

unit was calculated by subtracting the spontaneous rate (no stimulus) from

the mean spike rate when the WGN image was on. Even though the adap-

tation protocol induced a reduction in the mean spike rate (mean � SEM;

control units = 4.35�0.58; adapted units = 3.40�0.46), the reduction is not

significant (t-test, p = 0.2). The scatter plot on the right shows that most

units had a higher spike rate in the non-adapted state than the adapted state

(n = 31). Though, when comparing the distribution of spike rates in response

to each image (i.e. spike rates corresponding to each image is binned into

a distribution), 30/44 individual units (68%) showed a significant reduction

(t-test, p   0.05) in spike rate.

An observed response characteristic that was common within the data was

that the response latency of units to WGN increased in the adapted state.

This is shown in Figure 4.7B, where the mean response latency (milliseconds)

is plotted as bars on the left, and a scatter plot representing individual re-

sponse latency values on the right. The response latency is the time between

stimulus presentation and the point when the unit starts to respond, and is

calculated as described in the Methods of Chapter 2. Overall, the average

response latency across all cells from the adaptation protocol is significantly

larger (t-test, p   0.001) than the control protocol (mean � SEM; control

units = 28.1 � 1.0; adapted units = 42.0 � 0.8), and the scatter plot on the

right clearly shows that all units had a slower response latency to the WGN

images in the adapted state than the non-adapted state. The mean � SD

difference in latencies between the two is 13.9 � 3.3 milliseconds, which is a

49.6% increase from the non-adapted to the adapted condition. These spik-

ing characteristics show that not only is there a slight reduction in the mean

spike rate for units in the adapted state, they also respond later in time to
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WGN compared to the non-adapted state.

Figure 4.7: Plots for the spike rate (A) and response latency (B) in response
to the WGN images. Blue indicates control data and red indicates the data from
the adaptation protocol. Left: bar plots showing the mean and the red error bars
representing the SEM. P-values are displayed above the bars where *** represents p
  0.001 (t-test). Right: scatter plot of the individual response characteristic value.
Control and adaptation data are represented in the x-axis and y-axis, respectively.
The red reference line plots y = x.
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4.3.4 Long-term adaptation

As an additional analysis, I wanted to see if there was a long-term contrast

adaptation effect on the control units. Adaptation in the visual cortex is gen-

erally brief (milliseconds to seconds), but studies have shown that repeated

adaptation can lead to adaptation-induced changes that last up to 10-20

minutes (Dragoi et al., 2000, 2001). For two of the experiments conducted,

the control and adaptation protocols were interleaved with each other, i.e.

continuous repetition of one control block (�13 minutes) followed by two

adaptation blocks (�30 minutes), which means that the contrast adaptation

could have had a lingering after-effect on the control blocks.

Therefore, to see if there were any long-term adaptation effects, I used

the control data from the adaptation project that had used an interleaved

adaptation protocol (n = 34, red plots in Figure 4.8). These units were com-

pared with a control that was made up of all the control units recorded that

did not have a preceding adaptation stimulus. This control data corresponds

to the remaining three experiments from this adaptation project, as well as

the units obtained from the previous two Chapters (n = 124, blue plots in

Figure 4.8). Note that the control and adapted data used in this section

do not come from the same units, unlike the previous sections. The average

CNFs of these two populations were plotted in Figure 4.8A for all units (left),

units with characterised simple RFs (middle; control simple n = 71, adapted

simple n = 23), and units with characterised complex RFs (right; control

complex n = 53, adapted complex n = 11). The nonlinearity of the CNFs

was quantified by the SI as shown in Figure 4.8B. For all units, the long-term

adapted RFs were significantly more linear (t-test, p   0.001) than the RFs

from the control data (mean � SEM: control all units = 0.12�0.04; adapted

all units = �0.15 � 0.06). When splitting the populations into units with

characterised simple and complex RFs, the CNFs of the adapted simple units

were significantly more linear (t-test, p   0.01) than the threshold-linear-like

shapes of the control simple units CNF (mean � SEM: control simple units =

�0.06�0.04; adapted simple units = �0.29�0.06). Likewise, the threshold-
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linear-like shapes of the adapted units with complex RFs were significantly

more linear (t-test, p   0.05) than the quadratic-like shapes of the control

units with complex RFs (mean � SEM: control complex units = 0.37� 0.04;

adapted simple units = 0.12 � 0.08). This indicates that the population of

units that had their RFs recovered following an adaptation protocol were,

overall, significantly more linear than units that had their RFs recovered with

only a continuous run of WGN stimuli.
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Figure 4.8: (A) Average combined nonlinear functions (CNF) characterised by
NIM from the control data (blue) and adaptation data (red). From left to right,
the plots are from all units, simple RF units, and complex RF units. The shaded
area indicates the SEM. The X and Y axes represent feature contrast and spike
rate (spikes/second), respectively. The soft grey line plots x = 0. (B) Bar graph
representing mean symmetry index (SI) for the CNFs of control data (blue) and
adaptation data (red). The red error bars represent the SEM. *, ** and ***
represents p   0.05, p   0.01 and p   0.001 (t-test), respectively.
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4.4 Discussion

The effect of adaptation on the RFs of cortical neurons

Crowder et al. (2007) and subsequent papers on cat, mouse and primate cor-

tex (Cloherty & Ibbotson, 2015; Meffin et al., 2015; Yunzab et al., 2019) have

shown that as stimulus contrast declines, the phase sensitivity of complex

cells in the visual cortex increases. In all these experiments, phase sensi-

tivity was measured by stimulating each cell’s RF with optimized drifting

sinusoidal gratings. From the responses the amplitudes of the F1 response

components were extracted using Fourier analysis and reported as fractions

of the mean response (F0), thus creating an F1/F0 ratio. If the F1/F0 ratio

was high it meant that the cell had large F1 components and was relatively

phase sensitive, while if the F1/F0 ratio was low it showed that the cell was

relatively phase insensitive. Formally an F1/F0 ratio ¡1 classifies a neuron

as a simple cell, while a value  1 classifies it as a complex cell. In the papers

outlined above, many complex cells showed significant increases in F1/F0 ra-

tios as contrast was reduced, some even increasing their phase sensitivity to

the point where they became reclassified as simple cells at low contrast. Im-

portantly, not all complex cells showed contrast-dependent changes in phase

sensitivity. In Monkey cortex about 44% of complex cells showed signifi-

cant increases in F1/F0 ratios at low contrast. In cats it was around 30%

of complex cells that showed the dependence. In mouse cortex only around

20% of complex cells showed the effect. It is noteworthy that in no species

did simple cells show a dependence of their F1/F0 ratios on stimulus contrast.

In addition to the investigations with stimulus contrast, Crowder et al.

(2007) conducted a set of experiments in which they measured the F1/F0

ratios of complex cells in the unadapted and adapted states. They used the

same top-up adaptation protocol as I used in my experiments. They showed

that contrast adaptation influenced the complex cells in the same way as oc-

curred when contrast was reduced, i.e. after adaptation the phase sensitivity

(F1/F0 ratios) of the complex cells increased.
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The grating experiments outlined above might come about because of

contrast-dependent and adaptation-dependent changes in the RF structures

of complex cells. Specifically, it is possible that the number of filters that

make up a given complex cell’s RF might change. However, from the 44 sin-

gle units recorded in the present study that had characterised RFs in both

the control and adaptation protocols, there were no consistent changes in

the spatial structure of the RFs as characterised by the NIM. One possibility

was that the number of filters from non-adapted complex RFs would reduce

in the adapted state, thus making the cells more simple-like. For example,

a cell with two filters in the control state might have only one filter in the

adaptation state. Even though this reduction in the number of RF filters did

occur in the adapted state for a handful of units (n = 4), a similar number of

units also increased the number of observed filters during adaptation (n = 3).

Furthermore, the quality and number of filters from the RF characterisation

depended on the amount of data collected (Paninski, 2003; Rust et al., 2005),

and I showed that the difference in the number of filters between control and

adapted RFs is likely due to the differences in the number of spikes collected.

This was verified in Figure 4.5, where by making the number of spikes equal

for the control and adaptation data sets, the number of filters showed no

changes. Note that this verification was only conducted on units that had

more filters in the control RFs due to time constraints. My data also had

no RFs that changed in spatial location due to adaptation, which has been

observed before in the LGN and V1 of mice using vertical bars (Dhruv &

Carandini, 2014).

Overall, my data does not support the idea that contrast adaptation

leads to changes in the number of filters that make up the RF structures of

complex cells. However, some caution is needed before drawing too concrete

a conclusion. The first issue is that not all complex cells (when studied using

drifting gratings) show increases in phase sensitivity after adaptation. In

fact, it is a minority of complex cells in cat cortex (�30%) that show this

effect. Unfortunately, my data sample for complex cells was small. This small

sample was largely the result of bad luck and time restraints. In general,
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we have found that some electrode tracks yield mainly simple cells while

others yield mainly complex cells. For practical reasons we were only able

to dedicate 5 cats to the adaptation protocol during the experimental phase

of my PhD and unfortunately, the tracks in those cats produced mainly

simple cells. Moreover, it requires more spikes and more time to get robust

complex cell RFs due to their nonlinear natures, as compared to simple cells.

Therefore, even from the complex cells that were recorded, it proved difficult

to get statistically reliable data from many of the complex cells that were

identified. The only solution to this is to conduct many more cat experiments

and this was not plausible within the time restrictions of my project.

The effect of adaptation on response latency

While it was not possible to definitely make conclusions about how adap-

tation influenced RF spatial filters, an interesting and very clear result was

revealed by my analysis. Adaptation led to a significant increase in response

latency in the adapted state when using WGN images. The increase, on av-

erage, was 14 ms (�50% increase) compared to the non-adapted state. The

relationship between contrast adaptation and response latency in the visual

cortex has been reported before in cat A17 (Saul, 1995). Similar stimulus-

strength-dependent relationships have been reported in other areas such as

whisker movement in the somatosensory cortex (POm), where latencies in-

creased and spike count decreased as a function of stimulus frequency (Sosnik

et al., 2001). However, adaptation in the somatosensory cortex occurs via a

different method than in the visual cortex (Chung et al., 2002).

Even though there is a lack of evidence comparing contrast adaptation

and response latency, it is well-established that neurons along the visual path-

way increase their response latencies as stimulus contrast is reduced. The

opposite is also true where response latency decreases as stimulus contrast

increases. This effect has been measured in RGCs (Shapley & Victor, 1978,

1981), LGN cells (Sclar, 1987; Saul & Humphrey, 1990), and V1 cells (cat:

Reid et al. 1992; Albrecht et al. 2002, and monkey: Reich et al. 2001) to
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grating stimuli at varying contrasts. A V1 ferret study also observed that

the shift in response to latency is significantly greater in the cortex than in

the LGN (Alitto & Usrey, 2004). Modelling studies suggest that the shift

could result from synaptic depression and/or nonlinear cellular mechanisms

(e.g. spike rate adaptation, spike-threshold, changes in cellular conductance)

(Kayser et al., 2001). There are also possible associations from a network

perspective. Decreases in contrast stimuli have been shown to correspond

to decreases in spike synchrony (timing of spikes between nearby neurons)

(Kohn & Smith, 2005), and to increases in lateral connections and reduced

feed-forward connections (Nauhaus et al., 2009). This suggests that at lower

contrasts, the neural network needs more time for the spatial integration of

signals, resulting in an increase in response latency.

The significant increase in response latency in my data could be explained

as follows. It is well-established that response latency increases as stimulus

contrast declines (see above). The theory behind this observation is that

the summation of sufficient post-synaptic potentials takes longer at low con-

trasts, particularly at very low contrasts that are close to threshold (Singer,

1999; Kayser et al., 2001). As adaptation leads to lower spike rates for

responses to any given stimulus contrast, it is reasonable to suggest that

post-adaptation responses are the equivalent of stimulating at low contrast.

Indeed, in the psychophysics literature (Georgeson, 1985; Webster & Miya-

hara, 1997), contrast-matching after adaptation is a common tool used to

probe visual processing mechanisms in the brain. For example, a contrast

detection threshold might be measured in the unadapted situation. Then

the subject is exposed to a certain level of contrast adaptation and the de-

tection threshold reassessed. Normally, the contrast required for detection

after adaptation is far higher, showing that perceptual adaptation leads to

reduced contrast sensitivity. Here, it was found that response latencies of

cortical neurons after adaptation were longer, which suggests that the “ef-

fective” contrast of the WGN after adaptation may have been lower than in

the control condition. Of course, the above is just speculation, and it would

be interesting to see if the increase in latency is proportional to the strength
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of contrast adaptation.

My observation of the changes in response latency suggest that contrast

adaptation changes the temporal aspect of the spatiotemporal RF, where

the increase in response latency is associated with a decrease in temporal

frequency tuning. If we assume the above theory to be true, i.e. that the

“effective” contrast of WGN is reduced by adaptation, then this agrees with

previous studies that observed a decrease in the temporal frequency tuning

following a decrease in stimulus contrast (cat V1: Albrecht 1995, ferret V1:

Alitto & Usrey 2004). Perhaps the shifts in the temporal frequency tuning

are a result of motion adaptation altering the temporal properties of cortical

RFs, as evident in previous studies (Saul & Cynader, 1989b; Ibbotson, 2005).

The above is only speculative, and future research can further investigate the

temporal aspect of adapted RFs in V1.

Whatever the mechanism, the disparity in latencies exhibited by my data

provides a robust confirmation that the adaptation protocol is successfully

adapting the recorded neurons in some way. That is important because all

other parameters remained remarkably stable after adaptation.

The effect of adaptation on the nonlinearity

I have already shown that contrast adaptation does not appear to lead to

any obvious changes in the number of RF filters. However, as the NIM is

able to assess the nonlinear characteristics of the RFs, do we see any obvious

changes in the nonlinearities? The shapes of the combined nonlinear func-

tions as described by the symmetry index indicate that there is no change

in nonlinearity between the non-adapted and adapted RFs (Fig. 4.6). The

mean SI for the complex RFs even slightly increased (not significant) in the

adapted state, which contradicts the expectation, which was that cells would

become more linear after adaptation (Crowder et al., 2007). It is important

to keep in mind that there were only seven complex RFs characterised using

the control and adaptation protocols. There were also no significant shifts
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detected in the CNFs using the semisaturation contrast, C50. This shows

that either the CNFs were not able to identify shifts in contrast response

functions due to contrast adaptation, and/or the adaptation protocol may

not have adapted the units sufficiently to cause a detectable shift. The first

point may be due to the differences in stimuli used to produce the contrast

response functions. Previous studies used gratings with varied levels of con-

trast (0-100%) to produce contrast response functions (Ohzawa et al., 1985;

King et al., 2016), while the CNFs only described the feature contrast rel-

evant to the WGN used. The CNFs are likely not able to produce the full

range of contrast levels, which is also revealed by the lack of saturation in

the CNF curves (Fig. 4.6A). The second point, which relates to a method-

ological error, could be the lack of contrast adaptation. This is unlikely as

my adaptation protocol is closely related to protocols used previously in cat

V1 (Movshon & Lennie, 1979; Crowder et al., 2007): i.e. 60 seconds of initial

adaptation followed by repeated 5 seconds of adaptation, which is sufficient

to generate strong contrast adaptation.

My results also show a possible long-term adaptation effect from the drift-

ing gratings. Adaptation takes around 7-10 seconds to each a maximum level

in V1 cells (Vautin & Berkley, 1977; Maddess et al., 1988). It has been re-

ported that cells appear to recover to pre-adaptation levels well within 40

seconds (Ohzawa et al., 1985). However, other studies have reported that

adaptation-induced changes from drifting gratings can last up to 20 minutes

in cat V1 (Dragoi et al., 2000, 2001). In my first adaptation experiments

we had fully segregated adaptation and control conditions. In these cases

the controls were not contaminated by any adaptation (except to the WGN

stimuli themselves). Certainly, there was no contamination from exposure to

drifting gratings. Conversely, for the later sets of adaptation experiments I

interleaved adaptation and control conditions. I noticed that in these exper-

iments, the “control” showed more linear-like RF structures. It is very likely

that these “controls” were contaminated by residual adaptation effects.
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Experimental limitations

These experiments were pushing the limits of what is possible using WGN

stimuli and NIM analysis. It is always good practice to interleave experi-

mental conditions but collecting data for NIM also requires long stimulus

exposures. I chose to try two experimental techniques. The first provided a

very clear segregation between control and adapted conditions but had the

disadvantage that recording quality in the control and adapted experiments

might change due to the long recording periods required for both procedures

(�20 hours). The normal protocol was to conduct a control experiment that

took several hours, then a separate adaptation experiment, which also took

several hours. If the recording remained healthy and stable, we would then

try a second control protocol to try and prove that the control condition had

not altered from the first trial, which had typically begun many hours before.

In this protocol, the risk of residual adaptation was small but the ability to

collect reliable data from large numbers of cells was also extremely limited.

In the second protocol we interleaved the control and adaptation trials. This

reduced the problem of variations in recording quality but presented us with

a clear residual adaptation effect. Neither approach was ideal but a great

deal was learned that can be used in future experiments.

The major issue from this project was the availability of complex RFs.

Only 16% of total units (n = 7/44) had a characterised complex RF, which

is dramatically lower than my previously described projects from this thesis

(Chapter 2: 40%; Chapter 3: 26%). The very low proportion and number of

units with characterised complex RF recordings did not provide a meaningful

distribution of the neuronal population. Of course, this can also be said of

the overall population where only 44 units had characterised RFs from five

experiments. This very low success rate is likely attributed to a combination

of low spike rate (Fig. 4.7A) and long stimulus protocols. Normally, we

present 10-20 blocks of WGN (approximately 3-6 hours) to fully characterise

simple and complex RFs. With the introduction of the adaptation protocol

an equal number of blocks was required, along with top-up moving gratings
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to keep the unit adapted, which increased the number of blocks to 20-40

(approximately 6-12 hours). Having the adaptation protocol in addition to

the control protocol tripled the time needed to hold neurons in a single pene-

tration (9-18 hours total time needed). Moreover, the reduced spike rate due

to adaptation (Fig. 4.7A) makes it even harder for RF characterisation, and

more stimulus blocks were needed to compensate. Despite these realities, it

was not uncommon to hold neurons within a single penetration for 20 hours

or more. As already mentioned above, another limiting factor during these

experiments was luck. Previous experiments in our lab have had no issues

in holding neurons for extended periods of time, however, we were unable to

achieve this for the five experiments with the added adaptation protocol. I

found that the neurons being recorded from in this project were extremely

hard to maintain throughout the length of the protocols, and it’s not clear if

this was because of the adapting stimulus or just bad luck.

Additionally, not all V1 neurons exhibit contrast adaptation to moving

gratings (Ohzawa et al., 1985; Crowder et al., 2006), which means that the

number of adapted units overall in cortex may be low. This is further af-

fected by the idea that certain units being recorded in V1 could be from

axonal recordings originating from the LGN (suggested in Chapter 3). Early

physiological studies found no adaptation effects from prolonged exposure

to contrast in the LGN of cats (Movshon & Lennie, 1979; Ohzawa et al.,

1985). However, recent recordings provide evidence that specific classes of

LGN neurons do exhibit contrast adaptation: X and Y-cells in cat (Li et al.,

2011); and M cells in monkey (Gaudry & Reinagel, 2007). My data contains

approximately eleven units with non-oriented receptive fields (25%; judged

qualitatively), and if these are LGN units, then I may need to divide the

two populations apart due to the different strengths of adaptation effects

between the LGN and V1 (Li et al., 2011), and ultimately further reduce my

prospective V1 population.

Perhaps using natural images instead of WGN would be a more efficient

tool in characterising complex RFs, as suggested in previous work (Touryan
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et al., 2005). The problem with natural images is that they induce adap-

tation in the visual system. Sharpee et al. (2006) characterised the RFs of

simple cells in cat V1 using both WGN and natural images, and found that

the filters adaptively change with the input statistics to enhance information

transmission. Contrastingly, intracellular recordings in cat V1 revealed that

the same RF characterised by dense noise stimuli (blocks of black, white or

grey) was more simple-like than occurred with characterisation using sparse

noise and Gabor noise (Fournier et al., 2011). Even though dense noise is

not exactly the same as WGN, it is possible that my control data were also

inducing units to adapt and become more simple-like. However, I persisted

with WGN because my other projects (previous two Chapters) sufficiently

characterised the RFs of V1 units using WGN stimulation.

If I were to continue this project in the future, I would make two major

changes. The first is to select only the interleaving stimulus protocol. Even

if there were long-term adaptation effects, they would likely be minor and

it would be useful to document any lingering effects of contrast adaptation.

The second change would be to invest some time into defining the contrast

response functions of units by presenting moving gratings at different levels

of contrast. The moving gratings with varying contrasts would be embedded

in the control and adaptation blocks (possibly towards the beginning and

end). There may be issues with time (as mentioned before), as a total of 100

seconds is needed to produce contrast response functions: 10 contrasts for 1

second each repeated 10 times (Crowder et al., 2007). This would confirm if

the units were successfully adapted by observing the horizontal (contrast gain

control) and vertical (response gain control) shifts in the contrast response

functions, which would also be beneficial in confirming if the CNFs can also

detect the shift. The degree of horizontal shift differs between V1 neurons

(Ohzawa et al., 1985; Crowder et al., 2006), and it can also be useful to

correlate this degree of shift with the characterised RF changes observed.
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4.5 Conclusion

Despite the low population numbers, the differences in non-adapted and

adapted RF states observed by Crowder et al. (2007) are not evident in

the spatial structure and nonlinearities of RFs as characterised here by the

NIM. For the spiking characteristics, there is a notable decrease in spike-rate

and a significant increase in the response latency for adapted RFs. A possible

long-term adaptation was also observed between experiments that used dif-

ferent protocols (interleaved versus separate control and adaptation blocks),

which appeared to influence the results. Unfortunately, the small cell sample

and challenges with the experimental procedures leave the question of how

adaptation influences the spatial RFs of cells somewhat open. However, a

great deal was learned and a continuation of this project, using modified and

improved protocols, is likely to be more productive in the future.
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Chapter 5

Summary

Chapter 1 established the merit of studying receptive fields in cat V1. In

Chapter 2, I compared two of the most robust RF characterisation techniques

currently available to analyse the RFs of anaesthetised cat V1 cells. Chapter

3 used the best performing characterisation method (NIM) to demonstrate

the relationship between RF types and the extracellular spike waveforms.

Chapter 4 studies the influence of contrast adaptation on complex cell RFs.

Below, I will briefly summarise the key findings from Chapters 2, 3 and 4,

then outline any limitations and potential directions for future research, and

finished with a section detailing what I think how this study will impact the

current understandings of visual processing.

5.1 Summary of Findings

5.1.1 Comparison between the GQM and the NIM

Work in Chapter 2 compared RF characterisation using the parametric non-

linear framework of the NIM to the more straightforward, fixed nonlinear

transformation framework of the GQM. Comparisons between the NIM and

the GQM have occurred previously (McFarland et al., 2013), but mine is the

first with a neural population study. Single unit recordings were from anaes-

thetised cat V1 in response to WGN, and their RFs were characterised using

the NIM and the GQM. The number of filters, dihedral angle between the
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two subspaces, and the nonlinearities were computed to examine the variabil-

ity between the two models. The differences between the two models were

small for cells with linear-type RFs (as classified by the GQM), but increased

as the number of required filters increased. The linear-quadratic RF types,

which have been previously classified as mixed-complex cells (Almasi, 2017),

produced the largest disparity between the GQM and the NIM.

Additionally, through a quantitative performance measure (cross valida-

tion), the NIM exhibited a higher proportion of units that performed sig-

nificantly better than the GQM. It was observed that the difference in per-

formance could be due to neural activity (though this did not prove to be

significant), where the GQM is better for data with relatively few spikes due

to its simpler modelling framework, and the NIM is better for data with

plentiful spike numbers and for mixed complex cells due to the NIM’s more

physiologically plausible parametric framework. This implies that future re-

search that uses RF characterisation can substitute between the two models,

depending on the amount of neural activity. However, there is no obvious

boundary between low or high spike rates. Future studies can investigate the

threshold that is most appropriate in deciding which type of model to use.

Overall, it is better to use the physiologically plausible parametric frame-

work of the NIM for RF characterisation, as seen in the majority of my data.

Of course, another very important reason for using the NIM is that it fully

characterises the nonlinearities present in the cell, which is not possible with

the GQM.

5.1.2 Correlating extracellular spike waveforms with

spatial RFs

In Chapter 3, I classified 837 single units (SUs) in the cat visual cortex into

five categories by the shape of their spike waveforms. Regular spiking units

(RS, 52%) are biphasic, have a dominant negative peak, and a slow declining

slope at the end of the waveform. Fast spiking units (FS, 22%) are biphasic,

have a dominant negative peak, and a fast declining slope at the end of the
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waveform. Triphasic spiking units (TS, 9%) have a positive first peak that

is ¡10% of the negative peak, followed by a large negative peak and then a

smaller positive peak. Compound spiking units (CS, 3%) are also triphasic

but have a significantly longer waveform. Positive spiking units (PS, 14%)

have a positive peak that has an amplitude greater than the negative peak.

Of the 837 SUs, 231 had their spatial RFs estimated by the NIM in re-

sponse to WGN and classified as either oriented and Gabor-like (orientation

bandwidth   90�) or non-oriented and blob-like (orientation bandwidth ¡

110�). Why did so few cells (�28%) exhibit RFs when using NIM? (1) Many

of the cells did not respond well to the WGN. Therefore, it was difficult to

get enough spikes for the NIM analysis (and indeed the GQM) to produce

reliable RFs. During experiments we regularly had to re-scale the pixel sizes

to get the units to respond (using pixel sizes between 45 to 90 depending on

the RF size; as stated in the methods of Chapter 2). We tended to re-scale

to optimize the number of channels on the electrode that produced RFs.

The problem was that when we re-scaled to optimize for certain channels,

this became non-optimal for other channels. Unfortunately, even with multi-

electrode arrays, a certain amount of subjectivity from the experimenters was

required when deciding on the pixel-scale to use. This is also true for the

temporal aspect of the stimulus. Even though the default WGN presenta-

tion time of 1/30 s ON and 1/30 s OFF worked well for the majority of units

recorded, it is likely that this presentation time was non-optimal for other

units. (2) Complex cells need more data to extract RFs than other cell types,

due to the complexities of their RFs. There is no doubt that the WGN made

this reality even more of a problem. We used WGN because it is the most

general stimulus possible but, of course, it has few high contrasts and many

low contrasts. It is probably wise to use natural images in future as they have

a higher proportion of contrasts that drive responses, thus making it easier

to extract RFs. (3) The recovery of extracellular spike waveforms was far

easier than recovering the receptive fields. This is because extracellular spike

waveforms can be extracted with a response to any stimulus (e.g. drifting

gratings which can better drive some neurons than WGN stimuli), or even
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when there is no stimulus if the spontaneous activity is high enough. On the

other hand, the recovery of receptive fields exclusively depended on the neu-

ron’s responsiveness to WGN stimuli for extensive periods of time (see point

1 above). (4) Some cats yielded very low proportions of units with charac-

terised RFs. For example, one experiment had a 6% yield (3/49) and three

other experiments had a combined yield of 17% (29/171). I found that the

neurons being recorded during these experiments had low driven responses to

WGN, were extremely hard to maintain throughout the length of the char-

acterisation protocol, and/or had high spontaneous activities. Whether this

was due to the physiological condition of the animals, variable influences of

anaesthetics on the primary visual cortex or bad luck is difficult to determine.

From the units that did have RFs extracted, it was found that RS and

FS units had mostly oriented RFs, while TS, CS and PS units had mostly

non-oriented RFs. These non-oriented RFs are very similar to the centre-

surround RFs reported in the lateral geniculate nucleus, which suggests that

TS, CS, and PS units could be recordings from thalamic axons.

To confirm the origin of the spikes, I calculated several response proper-

ties that are statistically distinguishable between cortical and thalamic neu-

ral populations: spike-rate, burstiness, and response latency. PS units had

significantly higher spike-rates, a significantly higher proportion of bursty

spikes, and significantly shorter response latencies compared to RS and FS

units. Additionally, for a single experiment, muscimol was used to silence

cortical activity. The majority of PS units (60%), some TS units (25%), and

no RS, FS or CS units (0%) remained after cortical silencing. A result that I

did not anticipate was the appearance of TS units (n = 2) after the applica-

tion of muscimol that was not there before muscimol. These two units might

represent examples of thalamic neurons destined for the cortex that were dis-

inhibited by cortical silencing. While this is an exciting possibility, I cannot

discount the rather less interesting possibility that brain movements led to

us isolating two new units after Muscimol application. However, even if this

is the reason for the appearance of the new units, those new units were able
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to spike, suggesting that they were axonal recordings from cells originating

outside the cortex. The fact that both had non-oriented receptive fields is

encouraging.

In summary, the results of this Chapter suggest that PS units correspond

to recordings from thalamic axons projecting to the visual cortex, RS and FS

units correspond to cortical neurons, TS units are likely a mixture of thalamic

axons and cortical neurons, and CS units remain difficult to classify.

5.1.3 Characterising contrast adapted RFs

Chapter 4 built on the earlier work of Crowder et al. (2007), which showed

that the spatial summation properties of complex cells changed after adap-

tation, i.e. phase sensitivity increased after cells were exposed to drifting

gratings. However, that work was based on responses to drifting gratings and

could not directly measure the spatial structures of the RFs. The present

study uses the NIM to characterise the spatial and nonlinear aspects of the

RFs of V1 neurons in cat during adaptation to drifting gratings. For the seven

complex cells tested, the spatial and nonlinear aspects of the RFs showed

no consistent changes in spatial structure or nonlinear properties following

contrast adaptation. However, I did observe that the response to WGN of

adapted units was significantly slower than control units (i.e. latency was

increased). I also compared unit RFs between experiments and found that

units from experiments with the interleaved adaptation protocol had units

that had significantly more linear RFs than units from experiments with

no adaptation. This suggests a possible long-term adaptation that provides

some indirect support for Crowder’s study.
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5.2 Implications, limitations and future work

5.2.1 GQM and NIM

A comparison between the NIM and the GQM has occurred previously (Mc-

Farland et al., 2013), but mine is the first with a neural population study. I

observed that the NIM outperformed the GQM in terms of RF analysis for

data with many spikes but that the GQM outperformed the NIM for data

with few spikes. This implies that future research that uses RF characteri-

sation can substitute between the two models, depending on the amount of

neural activity. However, there is no quantitative threshold for the number of

spikes available that allows you to choose the best option. Future studies can

investigate the threshold that should be used to decide when to use either a

model with fixed input nonlinearities (GQM) or when to use a model with

parametric input nonlinearities (NIM).

One downside of the NIM is that it does not provide a RF type classi-

fication like the GQM, due to its parametric framework. Future work can

look at the distinction of filter types characterised by the NIM (i.e. linear or

quadratic); possibly using clustering algorithms to tease apart RF features,

such as the symmetry index. Furthermore, as others have also pointed out,

perhaps the RFs in the visual cortex do not follow the classical simple and

complex dichotomy. Simple cells are generally modelled using a linear filter

followed by a rectified-type nonlinearity, and complex cells are described by

using a quadrature pair of filters followed by a squaring function nonlinearity

(e.g. the energy model). The experimentally measured RFs in my study did

find these two classically described RF types, but also an additional class of

complex cells that were described with a combination of linear and quadratic

filters. Additional studies are required to fully describe these non-standard

complex cell types.
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5.2.2 Extracellular spike waveforms

Classical extracellular studies using single electrodes generally recorded one

spike waveform per electrode. Recent extracellular studies using dense ar-

rays have been able to extract information on each spike’s spatial distance

between the soma and the electrode (Gold et al., 2006), direction of propaga-

tion (Jia et al., 2018), and now the cellular origins of the spikes. In the latter

case, it has proved possible to quantitatively and reliably distinguish between

pyramidal cells and interneurons based on the widths of the spikes. It has

also been possible to record from axons as well as cell bodies. These findings

mean that extracellular research can now potentially identify axonal record-

ings from neurons that originate outside of the target region. Ultimately, this

makes it plausible to conduct simultaneous recordings from different regions

in the neural processing hierarchy with a single electrode array. In my study,

the evidence points toward the probability that I simultaneously recorded

from cells that originated in the thalamus and cortex. Future projects could

identify if this phenomenon occurs in different areas of the brain for different

neural processing cascades. The shape of classical extracellular spike wave-

forms was mainly identified based on a dominant negative peak. My study,

in accordance with Gold et al. (2009), shows that a significant proportion of

units have a dominant positive peak. This may also affect spike-sorting algo-

rithms that focus around classically defined spikes. For example, algorithms

that have a negative thresholding for spike detection now also need to take

into consideration the possibility of positive spikes.

My finding that spikes with positive going waveforms tend to have mostly

non-oriented RFs also answers the gap introduced by Talebi & Baker (2016).

They noticed a sudden abundance of non-oriented RFs in the literature after

the introduction of multi-electrode arrays. Talebi & Baker (2016) suggested

that the large number of non-oriented RFs found when recording with multi-

channel arrays was because the recordings obtained were objective. In con-

trast, when people searched with single electrodes they probably tended to

select oriented RFs. We agree with Talebi & Baker (2016) that we find far
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more non-oriented RFs when using multi-electrode arrays. We also expand

this observation by noting that a high proportion of the non-oriented RFs

have positive spike waveforms, which may indicate that we are recording

from the axons of LGN units.

There is a large gap in the literature regarding positive-going extracellu-

lar spikes. PS units with a large positive peak followed by a smaller negative

trough are likely generated by capacitive current followed by a sodium cur-

rent phase (Gold et al., 2006, 2007). However, my study found several other

types of positive spikes (e.g. triphasic spikes with two large positive peaks).

There are also high-amplitude positive spikes recorded in cat V1 that could

not be validated using compartmental models (Gold et al., 2009). I believe

that this lack of information on positive spikes should lead to future work

that objectively characterises the biophysics of positive-going spikes.

In regard to methodology, there are areas of my study that could be

improved in future projects. The first is the spike waveform classification

method. As mentioned in the Discussion of Chapter 3, a sophisticated clus-

tering technique that incorporates multiple parameters of the spike waveform

shape should be used (e.g. Jia et al. 2018). The high dimensional cluster-

ing can then be visualised into a 2-dimensional space using t-Distributed

Stochastic Neighbor Embedding (t-SNE): a nonlinear dimensionality reduc-

tion for the visualization of high-dimensional datasets (Jia et al., 2018). The

second methodological improvement would be to do additional experiments

with cortical silencing. Units from one experiment, as reported here, are not

enough for an appropriate population distribution, and I (and other members

from the NVRI) are currently working on adding more units to the data set.

5.2.3 Contrast adaptation

The reason for conducting the experiments reported in Chapter 4 was to un-

derstand the mechanisms behind contrast-dependent and adaptation-dependent

changes in the phase sensitivities of complex cells (Crowder et al., 2007). The

5.2. IMPLICATIONS, LIMITATIONS AND FUTURE WORK 207



CHAPTER 5. SUMMARY

theory was rather simple. It has been shown that complex cells in V1 become

more phase sensitive as contrast is reduced and following a period of contrast

adaptation. One theory behind these changes is that as contrast is reduced

or following adaptation some of the filters that are combined to create the

final output of a cortical cell’s RF might drop out. As such, given that NIM

is good at identifying the constituent filters in a RF, it was thought that we

might see the number of filters decrease following adaptation.

Unfortunately, after 5 dedicated adaptation experiments only 7 reliable

complex cell responses with the full protocol were identified. This proved

to be a very small cell sample and so it is impossible to make clear conclu-

sions about the structure of the filters in the RFs before and after contrast

adaptation. Sadly, only more work can solve this problem and that was not

possible within the time restrictions of my study.

However, while it was not possible to comment in any conclusive way on

the core theory that led to this study, a highly repeatable observation was

made. I found that the latencies of the responses to the WGN stimuli were

significantly expanded (by about 50%) compared to controls. This highly sig-

nificant result indicates that the adaptation protocol could have a significant

effect on the temporal processing of visual information. This result is partic-

ularly interesting because, while there was a change in a temporal aspect, the

spatial structure of the RFs remained completely unchanged. Putting these

results together suggests that adaptation could have its primary effect on

temporal rather than spatial RF characteristics. This observation may prove

very important in future adaptation studies using WGN stimuli and NIM,

which should put an emphasis on understanding the temporal changes that

occur within the RFs. Temporal aspects from contrast adaptation have also

been shown in Crowder et al. (2008), where dynamic increases and decreases

in contrast generate stronger contrast gain control than several minutes ex-

posure to a stimulus of constant contrast. On the other hand, it is also

important to note that the change in response latency does not necessarily

mean a change in temporal RF property (i.e. neurons could respond the same
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way but only delayed by some amount). Nonetheless, my findings suggest

that the temporal aspects of contrast adaptation are critical.
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