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Abstract

Optimisation algorithms require careful tuning and analysis to perform well in prac-

tice. Their performance is strongly affected by algorithm parameter choices, soft-

ware, and hardware and must be analysed empirically. To conduct such analysis,

researchers and developers require high-quality libraries of test instances. Improving

the diversity of these test sets is essential to driving the development of well-tested

algorithms.

This thesis is focused on producing synthetic test sets for Mixed Integer Pro-

gramming (MIP) solvers. Synthetic data should be carefully designed to be unbiased,

diverse with respect to measurable features of instances, have tunable properties to

replicate real-world problems, and challenge the vast array of algorithms available.

This thesis outlines a framework, methods and algorithms developed to ensure these

requirements can be met with synthetically generated data for a given problem.

Over many years of development, MIP solvers have become increasingly complex.

Their overall performance depends on the interactions of many different components.

To cope with this complexity, we propose several extensions over existing approaches

to generating optimisation test cases. First, we develop alternative encodings for

problem instances which restrict consideration to relevant instances. This approach

provides more control over instance features and reduces the computational effort

required when we have to resort to search-based generation approaches. Second, we

consider more detailed performance metrics for MIP solvers in order to produce test

cases which are not only challenging but from which useful insights can be gained.

This work makes several key contributions:

1. Performance metrics are identified which are relevant to component algorithms

in MIP solvers. This helps to define a more comprehensive performance metric

space which looks beyond benchmarking statistics such as CPU time required
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to solve a problem. Using these more detailed performance metrics we aim

to produce explainable and insightful predictions of algorithm performance in

terms of instance features.

2. A framework is developed for encoding problem instances to support the de-

sign of new instance generators. The concepts of completeness and correctness

defined in this framework guide the design process and ensure all problem in-

stances of potential interest are captured in the scheme. Instance encodings

can be generalised to develop search algorithms in problem space with the

same guarantees as the generator.

3. Using this framework new generators are defined for LP and MIP instances

which control feasibility and boundedness of the LP relaxation, and integer

feasibility of the resulting MIP. Key features of the LP relaxation solution,

which are directly controlled by the generator, are shown to affect problem

difficulty in our analysis of the results. The encodings used to control these

properties are extended into problem space search operators to generate further

instances which discriminate between solver configurations.

This work represents the early stages of an iterative methodology required to

generate diverse test sets which continue to challenge the state of the art. The

framework, algorithms and codes developed in this thesis are intended to support

continuing development in this area.
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CHAPTER1
Introduction

Mixed integer (linear) programming (MIP) is a mathematical language with which

many real-world optimisation models can be described. An optimisation model cap-

tures the objective and constraints of a real-world decision making problem. The

objective may be to maximise output or minimise cost, while constraints can de-

scribe work that must be completed or limits placed on available resources. MIP

allows problems of this type to be specified declaratively. These formulated mod-

els can then be solved using generic algorithms, without further knowledge of the

real-world context of the problem.

Common algorithms for solving MIPs are based on linear programming, which

provides the underlying formulation of linear constraints. Some classical examples of

problems which can be formulated as linear programs include maximum flow, which

maximises throughput in a network given the capacities of individual links, and trans-

portation problems, which minimises the cost of distributing products from suppliers

to customers. Combinatorial optimisation and integer programming, by contrast,

solve optimisation problems over discrete decision spaces. Some classical examples

here include the knapsack problem, which selects from a collection of possible items

to maximise value under capacity constraints, and graph colouring, which groups

items while respecting a list of conflicting choices.

MIP allows for both continuous and discrete variables in optimisation models,

making it a powerful tool to describe real-world optimisation problems. An illustra-
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CHAPTER 1. INTRODUCTION

tive example is the unit commitment problem, which minimises the cost of production

and distribution of power to customers in an electricity network. This problem incor-

porates continuous quantities, such as customer demand and fuel costs, and binary

decisions which incur discrete costs, such as changing the operating conditions of

generators. Such a complex model cannot be described purely using continuous or

discrete variables. Both aspects are required to fully describe the real-world problem,

and integrated techniques are required to find a solution.

MIP is most commonly applied in commercial and industrial settings through

a model-and-solve paradigm. Users of MIP software formulate their problems in the

language, and a generic algorithm finds an optimal (or near-optimal) solution. Thus

two major lines of inquiry are important: how to translate a real-world problem

into the required form, and how to solve the resulting formulation efficiently. This

thesis concerns the latter – specifically, advancing our insights into the performance

of modern MIP solvers by developing improved sets of test problems.

1.1 Complexity and Benchmarking

MIP is in the class of NP-complete problems described in computational complexity

theory (Garey and Johnson, 1979). Such problems are considered to be computa-

tionally intractable in general. This means that in the worst case, the time required

to solve a MIP is expected to grow exponentially in terms of the size of the problem.

However, many real MIP models can be efficiently solved in practice, and our ca-

pability to solve these problems, at larger and larger scales and incorporating more

and more real-world complexity, is rapidly advancing as algorithms and technology

continue to develop (Bixby, 2012).

A study of improvements to the CPLEX solver released over two decades showed

a pure algorithmic speedup of over 55,000 times (see Figure 1.1) in terms of the mean

time required to solve instances in a fixed benchmark set. Combining this machine-

independent result with acceleration of computer hardware over the same period, the

study estimated that OR practitioners in 2009 could solve MIPs around 100 million

times faster than they could in 1991 (Koch et al., 2011b). To put that advancement

into perspective, a problem which takes less than a minute to solve today might have

taken over a century to solve using the algorithms and hardware available in the 90s.

The most efficient approach to solving such a problem at that time might have been

to wait a few decades and try again today1.

1Thanks Dr Alysson Costa for this very neat example.

2



CHAPTER 1. INTRODUCTION

Figure 1.1: Cumulative algorithmic (machine-independent) speedup of the CPLEX solver over 20
years (Koch et al., 2011b).

While an impressive result, this view of progress in terms of mean performance

over a collected set of test problems is not particularly informative. Given the enor-

mous range of problems which may be solved using MIP models, it is important

to assess whether we are advancing equally on all fronts. Within this 100 million-

fold improvement in performance, are some problems being left behind? Where do

the current challenges lie for state of the art algorithms? Such questions cannot be

answered through this broad-strokes view of progress; they require more insightful

analysis to answer.

1.2 The Algorithm Selection Problem

The Algorithm Selection Problem (Rice, 1976) defines a framework for empirical

investigation of algorithm performance across a general problem space. An algorithm

selector aims to choose, for a given instance of a problem, the most efficient or

effective algorithm from a portfolio of options. The motivation for this problem

is rooted in the “No Free Lunch” theorems (Wolpert and Macready, 1997), which

posit that all optimisation algorithms have identical performance on average across

all problems. The theorems may not generalise to different instances of the same

problem, however they suggest there are gains to be made by choosing from a broad

portfolio of algorithms.
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Figure 1.2: The algorithm selection framework.

As outlined in Figure 1.2, algorithm selection aims to build a mapping from the

problem space P to algorithm space A which maximises overall performance accord-

ing to some chosen metric y. In practical terms this requires building a predictive

model, based on a set of existing instances I ⊂ P to predict the best algorithm for

an unseen instance x. The model is built by first extracting features f(x) from an

instance in order to represent it as a data point in a high-dimensional feature space

F . The selection mapping S(f(x)) is then learned using a classification model which

chooses the best algorithm a ∈ A for the instance x according to the chosen perfor-

mance metric y. This mapping, based on the set of known instances I, is then used

to predict the ideal algorithm α∗ for a previously unseen instance.

The components P , F , A, Y , and I defined in the algorithm selection problem

summarise the metadata used in developing selection models. While Rice originally

posed this learning problem as a simple selector between unique algorithms in a

portfolio – choosing the winning algorithm for a given instance – the same metadata

can be used in alternative analytical methods and algorithm developments. In this

thesis, we consider the related problems of algorithm performance prediction (Smith-

Miles et al., 2013; Hutter et al., 2014), adaptive algorithms (Eiben et al., 1999),

automated configuration (Hutter et al., 2009; López-Ibáñez et al., 2016), and instance

space analysis (Smith-Miles et al., 2014), which are all studied using similar metadata

specifications.

1.2.1 An Illustrative Example

To illustrate the potential impact of the algorithm selection methodology we first con-

sider a more basic problem with comparatively fast running time: sorting. Sorting

is an efficient procedure by comparison with optimisation algorithms; optimal algo-

rithms have only log-linear growth rates as opposed to the exponential growth orders

4



CHAPTER 1. INTRODUCTION

expected for NP-complete problems. Despite this lower level of difficulty, sorting is so

ubiquitous in computing that a small improvement in performance on large data sets

can have a significant practical impact. As a result sorting algorithms have been the

focus of significant study and careful tuning. In the context of algorithm selection,

the problem space P is any dataset that has a defined ordering. The performance

metric y is computation time required to put the dataset in order.

There are a wide range of algorithms used for sorting in practice (quick, heap,

shell, merge, bubble, and insertion, among others). In this example we consider two

of the most fundamental: insertion sort and merge sort. Insertion sort steps through

the data, checking the relative size of adjacent elements and moving them into their

correct place one at a time. Merge sort operates recursively. At its lowest level, merge

sort compares two adjacent elements and swaps them if required. Adjacent sets of

elements, each of which is internally sorted, are then merged into a total ordering

in a single pass. Insertion and merge sort are two of the most fundamental sorting

algorithms and are used as the building blocks for more complex methods. These

two algorithms make up our algorithm portfolio A; the task of algorithm selection is

to choose the fastest approach for a given problem.

To develop some informative features, we consider what characteristics of the

data might affect performance. Insertion sort has, on average, quadratic time com-

plexity, requiring up to N complete passes through a dataset to complete. However,

its best case performance, when data is already sorted or partially sorted, has linear

time complexity. The degree of pre-orderedness of the data is therefore likely to have

an impact on our choice of algorithm. Merge sort is a more consistent performer, with

log-linear complexity in best, worst and average case. It also has a higher overhead,

since it requires copying data in contrast to the in-place operation of insertion sort.

This means size of the data is important. Although the growth factors are better

for merge sort, the higher overhead means that it may not gain this competitive

advantage on small datasets. A useful feature space F is likely composed of these

two features: size and some measure of order.

Sorting operations are used on varying-sized data sets, dependent on the appli-

cation. It has been observed that the average case presented to a sorting algorithm

in practice is not that of randomly ordered data. In reality, most data that needs

to be sorted actually contains a lot of ‘runs’: short or long segments of data which

are partially or entirely ordered (McIlroy, 1993). Our instance set I needs to be

representative of this; it should present varying sizes and levels of order for testing.
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These features do turn out to have practical impact. Empirical measurements

show that insertion sort is typically faster on small data sets of 10 elements or less.

Since merge sort is recursive, this insight can easily be applied in practice: runtime is

improved by 10-15% by switching to insertion for small subsets of the data (Sedgewick

and Wayne, 2007). A more formal algorithm selection study conducted on sorting

showed decision trees could be used to successfully predict the winner from a large

portfolio of sorting algorithms with 98.4% accuracy (Guo, 2003). This prediction is

made on the basis of size and the number of runs in the data.

The current state of the art in stable sorting is the TimSort algorithm (Peters,

2002) which provides further advances over the above insights. It is currently used as

the main sorting algorithm in the Python and Java programming languages (Dalke

and Hettinger, 2019; de Gouw et al., 2015). TimSort is an adaptive algorithm which

combines insertion- and merge-based strategies, selecting between the two approaches

on-the-fly based on the structure it observes in the data. Parameters controlling this

adaptivity are tuned on the basis of a representative dataset; one which contains

some degree of order, just like real instances.

The development of sorting algorithms shows the potential for improvements in

algorithm design using algorithm selection and adaptive processes based on measured

features. The state of the art combines insights into both the characteristics of

algorithms, used to develop insightful and informative features, and observations of

those features in the real-world, used to develop an applicable test dataset for tuning.

This information is built into an adaptive procedure which plays to the strengths of

each component algorithm in the portfolio.

Despite the low complexity of sorting as an algorithmic problem, there are still

efficiencies to be gained by measuring characteristics of the input data to decide on the

best strategy. One can imagine the scope for such adaptive methods is significantly

larger in MIP, where worst case complexity is exponential and the resulting runtime

variation is much larger.

1.2.2 Supervised Learning Models

In practice the algorithm selection problem is tackled using supervised meta-learning

techniques (Smith-Miles, 2008). Supervised machine learning algorithms use existing

observations with known inputs and outputs to develop generalisable predictions.

They are widely applied in business (e.g. customer behaviour and response), medicine

(e.g. automated diagnosis) and engineering (e.g. adaptive control). A range of these
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algorithms have so far been applied to algorithm selection problems, including (among

others) Bayesian networks, decisions trees, k-nearest neighbours, random forests,

support vector machines and multilayer perceptrons (Pihera and Musliu, 2014); cost-

sensitive learning methods (Bischl and Preuss, 2012); and sparse multinomial logistic

regression (Xu et al., 2008).

Many examples of the original classification form of the algorithm selection prob-

lem can be found in the optimisation literature and across other fields. These classi-

fication models are offline learning methods: based on a training set and properties

of a new problem the selector chooses one algorithm from a portfolio to run. These

methods have been applied with significant results to satisfiability (Xu et al., 2008),

graph colouring (Musliu and Schwengerer, 2013), travelling salesman problem (Pihera

and Musliu, 2014) constraint programming, planning, Max-SAT, quantified boolean

formulas and answer set programming (Bischl et al., 2016).

MIP solvers consist of integrated algorithmic frameworks with large numbers of

tunable parameters, as opposed to discrete algorithm portfolios. The latest version

(6.0.2) of the SCIP solver (Gleixner et al., 2018a) has over 2000 configurable parame-

ters. This space is therefore amenable to automatic configuration, a generalisation of

algorithm selection. Automated configuration has been applied successfully to com-

mercial MIP solvers (Hutter, 2009; Xu et al., 2011) and in a more general optimisation

setting (Hutter et al., 2007; Kadioglu et al., 2010; Malitsky et al., 2013).

Extending beyond offline configuration studies, online learning methods have

been applied to MIP solvers to infer instance specific configurations as the solve pro-

gresses. These methods have been applied to node selection strategies (He et al.,

2014) and branch variable selection (Liberto et al., 2016; Khalil et al., 2016). Online

learning approaches have also been applied to the field of genetic algorithms, select-

ing dynamically between crossover operators depending on the fitness landscape of

difference search topologies (Consoli et al., 2016).

Critical to the success of each study mentioned above is the training of super-

vised machine learning models to predict the effect of instance features on algorithm

performance. The accuracy and generalisability of such models is limited by the

diversity of training data. We cannot expect a classifier or automatic configuration

algorithm to correctly predict an algorithm behaviour it has never observed. Nor

can we expect generalisable predictions to be achieved over inputs not present in

the training data. An effective learned response requires that the algorithm has ex-

perienced something similar in the past. Therefore, diversity of problem instance
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Figure 1.3: Alternative views of algorithm performance; (a) benchmarking gives a summary statistic
which allows us to rank different solver approaches, whereas (b) meta-learning approaches using
algorithm selection allow for insights into the reasons behind algorithm performance variation.

characteristics and algorithm responses is paramount to ensuring generalisability of

the resulting models.

1.2.3 Diversity in Features and Performance

In the context of algorithm selection we view algorithm performance measurement

as a mapping from feature space to performance metric space. This provides a more

insightful picture of algorithm performance than that provided by benchmarking.

Benchmarking typically compares algorithms across a large test bed of real-world

instances, measuring simple statistics based on performance metrics relevant to the

end-user, such as solve time or solution quality. Algorithm selection aims to produce

detailed models which we can explain based on insightful feature measurements (see

Figure 1.3).

Our picture of the diversity of the instance data is therefore dependent on our

choice of features and performance metrics. Performance metrics are chosen to be

more detailed than those which the end-user is concerned with, for example, the

number of function evaluations or iterations of a particularly expensive computation.

Features are developed based on expert knowledge of the characteristics of instances

which might affect those performance metrics. From the perspective of training su-

pervised machine learning models, feature variation is critical to ensuring the model

is generalisable: effective predictions cannot be made based on inputs never previ-

ously observed. Performance variation is critical to ensuring the model is stable: we

cannot make effective predictions if no examples exist which are challenging for a

particular algorithm in the portfolio.
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To achieve this diversity, we are not limited to real problems. Synthetic instances

can still be considered as relevant data for training algorithm selectors and developing

insights into algorithm performance. In addition, generated data may help to predict

algorithm performance on future optimisation problems that are yet to be attempted

in real applications.

1.3 Instance Generation

Training an algorithm selector or gaining useful insights using the algorithm selec-

tion methodology requires sufficient instance data. Without a diverse collection of

test instances, we cannot be confident that our empirical assessment of algorithm

performance is unbiased. Furthermore, we may find that a new unseen instance is

not similar enough to the training set for the results to be meaningfully applied.

The utility of commonly studied real-world instance sets for this purpose, such

as those used for performance benchmarks, may be limited (Hooker, 1995). Such

data sets may be biased to demonstrate the good performance of a given algorithm

in the literature, and may not have been sourced or generated with diversity in mind.

Algorithm development in the field may also become over-tuned towards such data

sets and we may not be able to collect a sufficient number of instances to counter this

bias. In such a situation, how can we be confident that our assessment of algorithm

performance is both fair and applicable?

Instance generation provides a method to augment data sets collected from real-

world applications. Synthetic data should be carefully designed to be unbiased,

diverse with respect to measured features of instances, have tunable properties to

replicate real-world instances where required, and challenge the vast array of algo-

rithms available (Hall and Posner, 2001). Randomly generated test instances may

lack diversity and not resemble real-world instances, and may therefore be of limited

utility. Hence we need a general methodology to extend both real-world and simple

synthetic data sets.

We do not propose instance generation as a replacement for real instances. Such

a method should provide a means to compare generated data with real-world data,

to augment it with similar instances, and to identify where and how to generate

new instances to ensure an algorithm is tried under previously untested conditions.

The resulting augmented instance data allows us to assess whether an algorithm is

over-tuned to real-world instances in the literature (does it perform well on similar
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but not identical instances?) and whether its capabilities extend outside the region

of well-studied problems (does it perform well on new instances?).

1.4 Aims of This Thesis

This work aims to augment sets of MIP test cases that can be gathered from real-

world applications by developing methods for controllable instance generation. This

thesis outlines a framework, methods and algorithms developed to ensure our re-

quirements of instance diversity can be met with synthetically generated data for a

given problem space.

The specific goals of this work are to:

• Define objectives for instance diversity in problem feature space and algorithm

performance space for MIP.

• Develop a framework for the design of controllable instance generators and

problem space search algorithms that control desired instance properties.

• Implement generators and search algorithms using this framework for linear

and mixed integer programming instances.

• Apply these generators to develop instance sets that are diverse in measurable

features and discriminating of algorithm performance.

Our goals for instance generation are exploratory, as opposed to replacing bench-

mark sets. To this end, we follow an iterative procedure to produce instance sets with

diverse characteristics. Through instance generation we first attempt to improve di-

versity in feature space. The resulting picture of algorithm performance can then be

stress-tested by generating more performance-discriminating instances. By identify-

ing new critical features and repeating these steps, our broader aims of identifying

strengths and weaknesses of algorithms on practical problems can be achieved.

1.5 Outline

Chapter 2 provides background on MIP and summarises metadata available for algo-

rithm selection in this space. A review of MIP solver techniques and computational

studies shows a rich space of performance metrics to explore beyond solution quality

produced by heuristics or CPU time required to prove optimality. MIP solvers in-

clude cutting plane generators, primal heuristics and branching rules within the core

branch-and-bound algorithm. Runtime of each of these components contributes to
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the overall computational effort required to solve an instance, and the effectiveness of

each component can be analysed at a more fine-grained level. This chapter reviews

features measured for MIP instances in the literature and suggests avenues for further

feature development.

Chapter 3 reviews problem-independent methods for instance generation. These

approaches treat instance generation as a black-box optimisation problem that searches

in problem space to find instances with target characteristics. The search may aim

to find instances with specific feature values, or which elicit particular performance

characteristics from an algorithm. We give a review of genetic algorithms which is

the most common method applied in the literature to instance generation. Particular

focus is given to methods used to encode problem instances and strategies for paral-

lelisation of fitness computation. The chapter concludes by proposing a new hybrid

parallel genetic algorithm which is applicable to instance generation problems.

Chapter 4 illustrates the general methodology used to search problem space for

novel test cases, using graph colouring as a case study. We first present the footprint

of existing graph colouring test instances in a projected feature space. This projection

was selected in previous work to best separate easy and hard instances. By mapping

the theoretical boundary of the space, we show that a dataset previously thought to

be diverse only spans a small region of feature space. We then use an evolutionary

algorithm to generate new instances in parts of the space not previously explored.

The new data may lead us to different conclusions regarding relative algorithm per-

formance to those derived from the original data set. The results suggest the need for

an iterative methodology where new instances are generated to stress-test our view

of algorithm performance.

Chapter 5 outlines a generic framework for implementing instance generators

and defining instance space search problems. This framework extends previous work

on instance generation by restricting generators to a specific sub-class of the general

problem space. Implementation of the framework requires developing an alternative

encoding for instance data which helps prove a generator to be correct, in that it only

generates instances with the desired property, and complete, in that any instance of

the required class can be generated. This methodology allows for more focused

instance generation efforts and more efficient traversal of problem space using search

algorithms.

Chapter 6 applies this framework to generating linear programming instances to

explore the performance characteristics of the simplex method. Controlled random

generation and search are performed to produce a collection of instances that are
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diverse in feature space and challenging for the algorithm portfolio. In particular,

we use the framework to define generators for linear programs that produce only

feasible, bounded instances.

Chapter 7 extends the implemented linear programming generators to the space

of general MIP models to study the performance of branch and bound methods.

We develop two generator encodings; one which guarantees feasible and bounded

linear relaxations, and one which further guarantees integer feasibility of the resulting

models. Performance characteristics of the generated instances are evaluated using

the SCIP solver and comparisons made with existing data sets.

Chapter 8 gives general conclusions and suggests avenues for further work.
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CHAPTER2
Features and Algorithm Performance

Metrics for MIP Instances

The focus of this thesis is the generation of test instances for mixed integer pro-

gramming. This chapter covers basic definitions of these problems and the range

of algorithms employed by modern optimisation software to solve them. The re-

view identifies performance metrics relevant to different components of LP and MIP

solvers, going beyond solution quality or execution time. We then explore potential

features of instances which may impact those metrics. Later chapters in this thesis

will develop instance generation methods which aim to improve diversity with respect

to measured features and discriminating power with respect to performance metrics.

Section 2.1 formally defines linear and mixed integer programming models. Sec-

tions 2.2 and 2.3 review the key components of algorithms used to solve these prob-

lems. Section 2.4 identifies performance metrics used to benchmark these individual

components. Section 2.5 reviews instance features for mixed integer programming

previously used in performance prediction and automated configuration literature,

and identifies further avenues for feature development. Section 2.6 considers cur-

rently available instance datasets and existing methods for instance generation.
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(a) (b)

Figure 2.1: The feasible regions of LP and IP instances on two non-negative variables with three
inequality constraints; (a) shows the continuous feasible space of the LP, (b) highlights the feasible
points of the IP.

2.1 Mixed Integer Programming Models

A Linear Program (LP) consists of a set of real-valued variables, a set of linear con-

straints, and a linear objective function. The feasible region of an LP is a polyhedron

defined by the intersection of hyperplanes specified by each linear constraint (see

Figure 2.1a). The optimal solution to an LP is a point in this feasible region which

maximises (or minimises) the value of the objective function.

A linear program is given in the form

max cTx

s.t. Ax ≤ b

l ≤ x ≤ u

x ∈ Rn

(2.1)

where A ∈ Rm×n, b ∈ Rm, and c ∈ Rn. Linear constraints may be given as ≤, ≥,

or =, depending on the problem context, however such constraints can always be

transformed to the form given in Formulation (2.1).

An LP is infeasible if no vector x satisfies both the bounds on the variables and

the general linear constraints. An LP is unbounded if there is no limit on the value of

the objective function for feasible values of x. If an LP is both feasible and bounded

it has at least one optimal solution.

Mixed Integer Programming (MIP) extends linear programming through the

addition of integrality constraints on a subset of the problem variables. A MIP is
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(a) (b)

Figure 2.2: Graphical interpretation of simplex and interior point algorithms for linear programming.

defined over a set of integer variables I and continuous variables C in the form

max cTx

s.t. Ax ≤ b

l ≤ x ≤ u

xi ∈ R i ∈ C
xi ∈ Z i ∈ I

(2.2)

The integrality constraints given in MIP further constrain the set of feasible points

(see Figure 2.1b) and significantly increase the complexity of the problem. Formula-

tion (2.1) is defined as the linear relaxation of Formulation (2.2).

Exact solution techniques for MIP leverage this relationship to LP by first solving

the linear relaxation. The feasible region is then iteratively refined through the

addition of linear constraints in order to converge on solutions which also satisfy

the integrality constraints. A MIP is LP-feasible if its relaxation is feasible, and

integer-feasible if integer solutions exist.

2.2 Linear Programming Algorithms

The simplex algorithm (Dantzig et al., 1955) solves a linear program by traversing

points on the exterior of the feasible region. Progress of the simplex algorithm has a

simple graphical interpretation as a hill-climber over the boundary of the polyhedron,

as shown in Figure 2.2a. By contrast, interior point methods (Karmarkar, 1984) solve

linear programs by moving between points in the interior of the feasible region as

defined by inequality constraints (see Figure 2.2b).
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The convexity of the feasible region of an LP allows both algorithms to take

steps in the direction of increasing objective value until no improving step can be

found. This mode of operation guarantees convergence to the optimal point. While

the simplex method has exponential time complexity in terms of the problem size,

interior point methods solve LP in polynomial time. However, both methods can

function efficiently in practice (Bixby, 2002).

2.2.1 Simplex Algorithm

The simplex algorithm examines feasible extreme points of the linear programming

problem in standard equality form with non-negative variables

min cTx

s.t. Ax = b

x ≥ 0

(2.3)

where A ∈ Rm×n, b ∈ Rm and c ∈ Rn. In this form, linear programs are under-

constrained (typically satisfying m < n), and an extreme point can be specified by

the selection of a basis. A basis B selects m variables in the problem which may take

on nonzero values in the associated basic solution. All non-basic variables (defined

by the set N) are fixed at zero in the basic solution, and the resultant linear system is

solved to assign values of basic variables which satisfy the equality constraints. The

basis corresponds to a basic feasible solution if all the basic variables additionally

satisfy the non-negativity constraints.

Given a chosen index set B for the basis, the linear program is decomposed into

basic and non-basic variables to give the form

min z = cTBxB + cTNxN

s.t. ABxB + ANxN = b

xB, xN ≥ 0

where AB is an m × m matrix formed using the columns indexed by B, AN is the

matrix of remaining columns, and cB, cN are objective function coefficients corre-

sponding to the basic variables xN and non-basic variables xB, respectively. In this

form the values of the basic variables can be calculated as

xB = A−1
B b− A−1

B ANxN .
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Since all non-basic variable values are zero (xN = 0), the basis B defines a basic

feasible solution if AB is invertible and A−1
B b is a non-negative vector.

Given an initial basic feasible solution, at each step the algorithm tries to increase

the value of the objective function by moving to a neighbouring feasible extreme

point. Neighbouring points are defined as those feasible solutions which can be

reached by exchanging a single pair of variables between the basic and non-basic

sets. The exchanged variables are referred to as leaving and entering variables from

the basic and non-basic sets respectively.

In order to determine neighbouring points which improve the objective value the

above problem is further reformulated. Substituting the values of the basic variables

gives the form

min z = cTBA
−1
B b+ (cTN − cTBA−1

B AN)xN

s.t. xB = A−1
B b− A−1

B ANxN

xB, xN ≥ 0.

(2.4)

This form defines the objective function in terms of the values of non-basic variables.

In particular it produces the reduced costs cTN − cTBA−1
B AN , which indicate the rate

of change in the value of the objective function as the value of a non-basic variable

increases from zero. The simplex algorithm chooses an entering variable from among

those with negative reduced costs. In other words, the entering variable is chosen

from among the non-basic variables which will decrease the objective function value

if they are added into the basis. If all reduced cost values are positive, none of the

non-basic variables are capable of improving the objective, and the current basis is

optimal.

Once an entering variable is chosen, a leaving variable is selected by examination

of the constraints in Formulation (2.4). To maintain feasibility it is required that all

variables are non-negative. Given these constraints, we require the updated value of

xN to satisfy

xB = A−1
B b− A−1

B ANxN ≥ 0.

More explicitly, since only the entering variable xj will take on a non-zero value, we

require that

xB = A−1
B b− A−1

B Ajxj ≥ 0

where Aj is the jth column of the constraint matrix, corresponding to the entering

variable xj.

To complete the simplex step, the above constraint is used to select a leaving

variable. The value of xj is increased until one of the current basic variables reaches
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zero, giving the maximum possible improvement in the objective for the selected

entering variable. This restriction can be given as

xj ≤ min{ b̄i
āi
| i = 1, . . . ,m; āi > 0}

where ā = A−1
B Aj, the rates of change of basic variables with respect to xj; and

b̄ = A−1
B b, the values of the basic variables in the current solution.

In the next basic solution, xj takes on the given value, and xi = 0 for the selected

leaving variable. Hence variables i and j may be swapped between the basic and non-

basic sets, and a new extreme point is reached with an improved (or same) objective

value. If no leaving variable can be chosen, or equivalently there is no upper bound

on the value of the entering variable xj, then the objective value can be improved

infinitely without violating the constraints. This indicates that the linear program is

unbounded.

Variable Selection Rules

At each simplex step, the reduced costs given in Formulation (2.4) define the set

of possible entering variables. Any of these variables may be selected in order to

improve the objective function at the next step. Initial implementations chose the

variable with most-negative reduced cost. However it was later shown that steep-

est edge algorithms, which choose entering variables such that the direction of the

edge traversed is most closely aligned with the objective function, required fewer

iterations in general (Forrest and Goldfarb, 1992). Efficient implementations of ap-

proximate steepest edge (Harris, 1973) and exact steepest edge (Goldfarb and Reid,

1977) resulted in significant speed improvements.

These rules do not consider the size of the change which can be made to the

entering variable before the non-negativity constraints are violated. Hence they do

not guarantee the largest possible change in objective value for the simplex step. The

selection of entering variable may result in no change at all, leading the algorithm to

remain at the same solution despite a change in basis. Existence of these degenerate

solutions (feasible solutions to the linear program which correspond to multiple basis

choices) can have a significant impact on performance of the simplex method. Näıve

implementations can cycle through a sequence of entering and leaving variables and

never reach the optimal point. In cases where the cycling is possible, variable selection

rules such as Bland’s rule guarantee termination of the simplex algorithm (Dantzig

and Thapa, 2003).
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Finding an Initial Solution

The simplex algorithm provides a method to improve on existing feasible solutions

to a linear program. However, LP formulations frequently do not present an obvious

feasible solution from which to begin. To find an initial basic feasible solution, an

auxiliary problem is formulated which allows a feasible solution to be easily con-

structed.

The auxiliary problem of Formulation (2.3) is referred to as infeasibility form

(Dantzig and Thapa, 1997) and is given as

min 1Tv

s.t. Ax+ v = b

x ≥ 0, v ≥ 0.

(2.5)

The augmented linear constraints in this formulation allow for a measurable degree of

violation of the original linear constraints. The objective function aims to minimise

these infeasibilities. Note that an initial feasible solution to this problem can be

easily constructed as x = 0, v = b. Solving such an auxiliary problem using the

simplex algorithm is referred to as Phase I, while solving the original problem from

the provided starting points is referred to as Phase II.

If the optimal solution to Formulation (2.5) has an objective value of zero, then

all variables v have been removed from the basis. The basis corresponding to the

solution of the auxiliary problem satisfies Ax = b and can be used as an initial basic

feasible solution for the original problem. If, on the other hand, the optimal solution

has a non-zero objective value, the constraints Ax = b cannot be satisfied and the

original problem is determined to be infeasible.

Since an auxiliary problem must be solved in Phase I to find a feasible solution

to start Phase II, the difficulty of this problem may have a large impact on the time

required to solve the original LP. Secondly, if a feasible basis is already known, re-

optimisation is relatively cheap (Bixby, 2002). This is advantageous in applications

where multiple closely related models need to be solved.

2.2.2 Duality in Linear Programming

Duality theory relates the solutions of pairs of linear programs and provides an al-

ternative route to their solution. For any primal linear program (P ) there exists a

corresponding dual program (D). When the primal program is expressed in canonical
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form as
max cTx

(P ) s.t. Ax ≤ b

x ≥ 0

the dual program is given as

min bTy

(D) s.t. ATy ≥ c

y ≥ 0.

Weak duality specifies the relationship between the objective values of feasible so-

lutions to the primal and dual problems. Strong duality specifies the relationship

between the objective values of optimal solutions to these problems.

Theorem 1 (Weak Duality). If x̄ is a feasible solution to (P ) and ȳ is a feasible

solution to (D) then cT x̄ ≤ bT ȳ.

Theorem 2 (Strong Duality). (P ) is bounded and feasible if and only if (D) is

bounded and feasible. There exist optimal solutions x̂ to (P ) and ŷ to (D) such that

cT x̂ = bT ŷ.

The complementary slackness theorem gives conditions for optimality of solu-

tions to the primal and dual problems. This allows the optimal solution of a linear

program to be verified simply by constructing the complementary solution and testing

feasibility to the dual program.

Theorem 3 (Complementary Slackness). Let (P ) be a primal problem with n vari-

ables and m constraints and (D) be its dual. Furthermore let both (P ) and (D) be

feasible. By weak duality, both problems are therefore bounded, so optimal solutions

to (P ) and (D) exist. Consider the standard form of (P )

max cTx

s.t. Ax+ Ims = b

x ≥ 0, s ≥ 0

and the corresponding standard form of (D)

min bTy

s.t. ATy − Inr = c

y ≥ 0, r ≥ 0
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resulting from the introduction of slack variables s and r. Then the pair of basic

solutions (x̄, s̄) feasible to (P ) and (ȳ, r̄) feasible to (D) are optimal if and only if

r̄ix̄i = 0 for all i = 1 . . . n

s̄j ȳj = 0 for all j = 1 . . .m

Dual Simplex Algorithm

Given the theorems defined above, in particular complementary slackness, we can see

that solving the dual problem naturally leads to a solution to the primal problem.

In actual implementations, dual simplex functions as an alternative selection rule for

entering and leaving variables (Vanderbei, 2013). The key distinction from primal

simplex is the space of solutions being traversed. Primal simplex steps (starting from

a feasible solution) improve the objective until the optimality condition is reached.

By strong duality this condition equates to dual feasibility. Dual simplex does the

opposite: primal infeasibility is reduced at each iteration until it is eliminated entirely.

Since dual feasibility is maintained at each step, the resulting solution is optimal to

the primal problem by strong duality.

Simplex algorithms move from one feasible basis to another. As previously men-

tioned, reoptimisation starting from a basis which is already feasible can be done

efficiently. Changing the objective function has no impact on primal feasibility, so

primal simplex is able to quickly find the new optimal point. Changes to the con-

straints of the primal problem may make the current basis infeasible to the primal,

however it remains feasible (although suboptimal) to the dual. Hence the dual sim-

plex algorithm can restart effectively and find the new optimal solution. Dual simplex

is therefore able to efficiently solve families of LP models that differ by only a few

constraints.

2.2.3 Interior Point Algorithms

Interior point algorithms are in general faster and more effectively parallelised than

simplex methods, but have limited capability to re-solve after minor changes are

made to the problem (Bixby, 2002). This topic deserves a much longer discussion in

the context of LP, however, interior point methods are not so tightly integrated into

the solution of MIPs. While using a faster algorithm to solve the initial relaxed LP
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does lead to performance improvements, most MIP algorithms make regular use of

reoptimisation in LP, which requires the simplex algorithm after this initial effort.

Barrier methods search in the interior of the feasible polyhedron in the direction

of increasing objective function. A logarithmic penalty function is introduced which

increases rapidly to infinity as the boundary of the feasible set is approached. This

transformation turns the constrained linear program into an unconstrained non-linear

program, which can be solved using gradient descent methods. While shown to

terminate in polynomial time, initial attempts at implementation using Newton’s

method lead to numerical difficulties which weren’t resolved until Karmarkar (1984)

developed a stable and efficient barrier implementation.

2.3 Mixed Integer Programming Algorithms

The following sections describe the core components of MIP algorithms. Section 2.3.1

introduces the branch and bound method, which finds solutions by systematic sub-

division of the feasible space. Section 2.3.2 describes cutting plane generation, which

strengthens formulations by generating new linear constraints implied by integral-

ity restrictions. Section 2.3.3 describes primal heuristic methods implemented to

find high-quality feasible solutions outside of the normal progression of branch and

bound. Section 2.3.4 describes the integration of these core techniques into complete

software packages used for solving MIP models in practice.

2.3.1 Branch and Bound

Enumerative branching strategies for optimisation problems subdivide the original

problem into two or more subproblems. This is carried out in such a way that any

solution to the original problem is a solution to exactly one of the subproblems.

The process of subdivision is applied recursively, producing a tree of child problems

with ever more restricted search spaces. Branches are terminated where an optimal

solution to the current subproblem, or a proof of its infeasibility, is found. The set of

all such terminal nodes of the search tree enumerates all potential optimal solutions

to the original problem. Alternatively, if all terminal nodes are found to be infeasible,

the original problem is proven infeasible.

The first such tree search algorithm for MIP was proposed by Land and Doig

(1960). Their method chose an integer variable which took on a fractional value at the

LP optimal point and fixed it to an integer value in its domain. As such it explored
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Figure 2.3: Illustration of variable branching used to subdivide a problem in MIP branch and bound.
The shaded area indicates the feasible region of the relaxed problem as defined by the set of linear
constraints. Integer points in the two dimensional space are shown in blue. The feasible region is
subdivided by alternately considering the subproblem with the branch variable constrained from
above (left) and below (right).

the set of potential integer values of the variables as an n-ary tree. Dakin (1965)

proposed an alternative approach which developed into the binary tree structure

which is more commonly used today.

Branch and bound for MIP is carried out by applying additional linear con-

straints to eliminate parts of the relaxed LP feasible region containing fractional

solutions. First the relaxed LP is solved, giving an optimal solution x̂ which satisfies

all linear constraints. This solution may not satisfy the integrality constraints of the

MIP. The branching candidates at the current step are those integer variables in the

problem which take on fractional values in the relaxation solution. One such can-

didate xi is selected for branching, and two subproblems are created which further

constrain its feasible values. In one problem, the constraint x <= bx̂ic is added, in

the other, the constraint x >= dx̂ie.
Subdividing the problem eliminates part of the relaxed LP feasible region as

shown in Figure 2.3. Since the interval bx̂ic < xi < dx̂ie contains only fractional

values of the variable xi, any integer-feasible solution to the original problem must

be a solution to one of these two sub-problems. The LP relaxation of each child

problem is then solved, and the process continues recursively.

Solving the LP relaxations of subproblems is relatively efficient and does not

require solving each one from scratch. The solution to the LP defined at the parent
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Figure 2.4: Progression of the optimality MIP gap while searching the branch and bound tree.
For a minimisation problem, the primal bound decreases as improving solutions are found, while
exploring subproblems increases the dual bound. Search continues until the MIP gap is reduced
below the required tolerance.

node is infeasible to the child problem due to the changed variable bound. However,

the solution remains feasible (although sub-optimal) to the dual LP. As mentioned

briefly in Section 2.2.2 the problem can typically be re-optimised efficiently, requiring

a relatively small number of iterations of the dual simplex algorithm.

A terminal node is reached when the relaxed LP optimum solution satisfies all

integrality constraints or the resulting LP is infeasible. The integral solution with

best objective value found at completion of the tree search is then an optimal solution

to the original MIP. This process is guaranteed to terminate eventually, but due to

its recursive nature, the search tree can be exponentially-sized.

Primal and Dual Bounds

The branch and bound method maintains bounds on the objective value of potential

optimal solutions to the MIP as it proceeds. The primal bound is the objective value

of the current best known integer-feasible solution, referred to as the incumbent.

The dual bound is the best possible objective value of a feasible solution which could

potentially be found by further searching the tree. This is calculated as the best

relaxation objective value of all open nodes in the tree.
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During tree exploration, if the relaxation optimum objective value of the current

subproblem is worse than the objective value of the incumbent, the subproblem can

be discarded. This is referred to as branch pruning. Pruning is possible because the

optimal objective function value of the LP relaxation is always a best-case bound on

the objective of any integer feasible solutions for that subproblem. There is therefore

no reason to further explore the current subproblem because any solutions found by

continued branching are guaranteed to have poorer objective function values than

the incumbent.

Branch and bound must continue until tree search is complete in order to prove

optimality. Complete search requires that there be no remaining open nodes in the

tree: all subproblems have either reached integer-feasible LP optima, been found LP-

infeasible, or have been pruned based on their objective function value. In practice

MIP solvers compute the MIP gap and terminate when this gap is sufficiently small.

The MIP gap is the difference between the current primal and dual bounds, indicating

how much improvement in the objective function may potentially be found through

continued search.

Figure 2.4 shows the progression of primal and dual bounds as the branch and

bound algorithm progresses. The figure shows a minimisation problem. Initially,

there is no primal (upper) bound on the optimal solution as a feasible solution is

yet to be found. As higher quality solutions are found during the search, the primal

bound decreases. The dual (lower) bound, which defines the best possible objective

of feasible solutions obtained from any of the open nodes, increases as more branch

and bound nodes are explored. Once the bounds converge (or the MIP gap becomes

acceptably low), the search is terminated and the best available solution is returned.

Branch Variable Selection

The strategy used to select a fractional variable to branch on from among the cur-

rent branching candidates has a significant impact on the size of the tree which must

be explored to complete the search. Early branch and bound implementations used

simple strategies based on the fractional values of candidate variables. For exam-

ple, the most-infeasible and least-infeasible variable strategies select the branching

candidates furthest and closest to an integer value, respectively. In practice these

strategies are found to be no better than random selection (Achterberg et al., 2005).

The global aim of a branching strategy is to minimise the size of the tree which

must to be explored to prove optimality. Intuitively, a good branching strategy is
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one which increases the dual bound as fast as possible in order to close the gap to the

optimal solution. This selection must be made using some local measure of success.

Strong branching focuses explicitly on this change in dual bound. After solv-

ing the LP relaxation at the current node, strong branching considers each branching

candidate in turn and solves the upper and lower subproblems resulting from branch-

ing on that variable. The resulting bounds q− and q+ are used to rank the branching

candidates (Achterberg et al., 2005) on the basis of a linear score function

score(q−, q+) = (1− µ) min{(q−, q+)}+ µ max{(q−, q+)}.

Strong branching typically produces the smallest tree sizes, however it requires

an expensive computation at each node. This overhead can be reduced by restricting

the candidate set on which strong branching is carried out, or by imposing a maximum

budget of simplex iterations (Achterberg, 2008) for the evaluation of variable scores.

In this case the computed scores are estimates, but can still be used in branch variable

selection.

An alternative, less computationally intensive method for branching is pseudo-

cost branching (Bénichou et al., 1971). Pseudocost methods maintain a history of

dual bound changes per unit change in each problem variable as a result of branching.

This allows for an approximate computation of the strong branching scoring function

which is significantly faster to evaluate on the basis of the size of the change in that

variable if it were branched on.

The effectiveness of pseudocost branching, as an approximation to strong branch-

ing, depends on the accuracy of its estimates, which feed into the variable scoring

function. In the early stages of solving (near the root of the tree), pseudocost values

are in an under-initialised state; limited information about the relationship between

variable value change and dual bound change has been collected. Thus at this stage

pseudocost branching may fare little better than random choice among the branching

candidates (Achterberg et al., 2005).

Hybrid strong-pseudocost branching addresses this issue by using strong branch-

ing early in the search, up to a given depth in the search tree. Beyond that point,

pseudocost values are considered to be suitably initialised, and branching at deeper

levels continues using the pseudocost method. This method is likely to be effective

because branching decisions near the top of the tree have the highest impact on

overall progress (Linderoth and Savelsbergh, 1999). Hence those decisions are made
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using the strongest rule, while node processing speed in lower parts of the tree can

be accelerated with a less costly approximation.

Reliability branching, also referred to as strong branching initialisation or reli-

able pseudocosts, adopts a dynamic criteria to decide when strong branching should

be discontinued in favour of pseudocost estimates. Strong branching is used ini-

tially, with limits imposed on the number of simplex iterations performed. However

the method also reverts to strong branching whenever the algorithm’s confidence

in pseudocost scores for a given variable is considered to be too low. This method

provides a compromise between the costly per-node evaluation resulting from strong

branching and the speed of pseudocosts. While it does not perform as well as full

strong branching in terms of the final tree size required, in general this rule is a

significant improvement over uninitialised pseudocosts and reduces overall solve time

when compared with strong branching (Achterberg et al., 2005).

Node Selection and Tree Traversal Order

While branch variable selection determines the structure of the branch and bound

tree, node selection determines the order in which subproblems are evaluated. Traver-

sal order impacts the amount of redundant work done during tree exploration. A poor

selection strategy may lead to the evaluation of subproblems which would otherwise

be pruned if a good primal bound were known.

Best-first search pursues the current open subproblem with best relaxation ob-

jective value. Since the dual bound is given by the best objective value of all open

nodes, this strategy improves the dual bound as quickly as possible. Furthermore,

it is likely to explore few nodes which lead to poor quality solutions, as the optimal

solution will be found late in, or at the end of, the search process. The best-first

strategy tends to result in the minimum number of nodes explored in the search (Fox

et al., 1978), however if the search is terminated early it is likely that no feasible

solutions have been found.

By contrast, depth-first search ‘dives’ in the tree, reaching a leaf node before

considering any of the other child branches created along the way. This naturally

leads to searching sub-optimal branches which would not be considered by a best-

first approach. However, since feasible solutions are typically found deep in the

tree (when following a pure branching approach), this strategy is more likely to find

integer-feasible solutions early.
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There is additional benefit to depth-first search in that a child node is always

pursued immediately after its parent. The child problem is thus solved after changing

a single variable bound, and LP-reoptimisation is relatively cheap. In contrast, best-

first search backtracks up the tree and back down another branch, requiring re-solving

after significantly more modifications to the LP. The resulting context switches may

result in longer node processing times. In practice, hybrid strategies are commonly

employed which balance pursuing high-quality nodes and nodes closer to reaching

integrality (Achterberg, 2008).

2.3.2 Cutting Plane Generation

Exact solution techniques for MIP leverage its relationship to LP by first solving the

relaxed problem, then augmenting the problem with additional linear constraints to

drive the solution towards one which satisfies all the integrality requirements. In the

case of branch and bound, parts of the LP-feasible region which violate an integrality

constraint on a single variable are eliminated. Such a region cannot be removed by

simply adding linear constraints to the original problem, hence the creation of two

sub-problems and the subsequent tree expansion.

Cutting plane algorithms (Dantzig et al., 1954; Markowitz and Manne, 1957) are

an alternative approach which add linear constraints to cut off parts of the LP-feasible

region containing only fractional solutions, without requiring any sub-division of the

feasible space. These constraints are alternatively referred to as valid inequalities

or separators. Cutting plane generation aims to add constraints which make the

current LP optima infeasible, converging to a point where the augmented LP has

an integer-feasible optima. The strongest possible cutting planes are those which

minimally define the convex hull of integer-feasible solutions. These cuts are referred

to as facet defining inequalities.

As with branch and bound, solving an initial LP relaxation yields an optimal

relaxation solution x̂. If this solution satisfies all the integrality constraints of the

problem, it is optimal. Otherwise a new linear inequality is derived which satisfies

the following conditions:

1. x̂ is not feasible to the new constraint (the relaxation optimum is cut off from

the region to be explored), and

2. all integer-feasible points of the MIP are feasible to the new constraint (the

new inequality is valid).
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Figure 2.5: Illustration of cutting planes generated to bound the convex hull of integer solutions.
The light grey region shows the region of real-valued solutions to the linear constraint set, while the
darker region shows the convex hull of all integer points feasible to these constraints. Starting at
the marked solution to the linear relaxation, Gomory’s algorithm generates an implied inequality
(dotted line) which is then tightened by rounding to produce the cutting plane (dashed line). In
this case the new inequality is facet-defining.

After introducing a cut, the relaxation of the augmented problem is reoptimised and

the process is repeated.

In general, cutting planes are exact algorithms for MIP: given the addition of

enough cuts, the augmented LP converges to the convex hull of feasible solutions

to the MIP. However, finding valid inequalities can be computationally intensive,

and the number of cuts required to prove an optimal solution may be exponential

in relation to the problem size (Gomory, 1963). The resulting increase in size of the

augmented LP further adds to computational cost of reoptimisation. Furthermore,

cutting plane methods do not allow for early termination with a feasible solution; no

integer-feasible solution is found until the cuts converge.

Gomory Mixed Integer Cuts

Initial efforts at cutting plane construction were problem specific, requiring some

structural knowledge of the problem at hand to generate new inequalities, and, sub-

sequently, to prove their validity. Gomory (1958) extended this line of work by de-

vising an ‘automatic’ method, not requiring the ‘ingenuity’ of previous approaches.

The algorithm constructs linear combinations of inequalities of the original problem

to derive new implied inequalities as a result of the integrality restrictions. As a

simple example, consider the pair of linear constraints

3x+ 2y ≤ 8

2x+ 3y ≤ 9
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on positive integer variables x and y. Addition of the linear expressions derives the

implied inequality

5x+ 5y ≤ 17 ⇒ x+ y ≤ 17

5

which is satisfied by any real values of x and y which satisfy the two original inequal-

ities. Considering that both variables are integer, the right hand side of this derived

constraint can be tightened by rounding down to the nearest integer. In this case,

the algorithm method identifies the inequality

x+ y ≤ 3

which is implied by the original two linear inequalities and the integrality constraints.

Figure 2.5 shows the graphical derivation of this new relation.

Given a general integer program, a large number of these implied inequalities

may be generated to tighten the linear formulation, by constructing linear combina-

tions of the existing constraints. The method generates these cuts iteratively, solving

the current LP relaxation and using the simplex table to identify a new cutting plane

which cuts off the current LP solution. The LP is resolved and the procedure is

repeated. The sequence of generated cuts converge on a precise description of the

convex hull of integer points, at which point solving the augmented LP gives an

integral solution (Gomory, 1963). Families of similar methods (Cornuéjols, 2007)

have since been developed which produce general implied inequalities, building on

the development of Gomory-Chvátal cuts as well as intersection cuts (Balas, 1971)

and disjunctive programming methods (Balas, 1979).

Cuts in Binary Programming

Binary programming problems make up a large portion of studied problems in MIP

(Koch et al., 2011b). Families of cuts specific to binary problems have been developed,

without which many binary problems would not be tractable through exhaustive

search.

Clique cuts (Johnson and Padberg, 1982) are intended to strengthen formula-

tions containing logical conjunctions (AND relations) of two variables. Consider the
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following problem:

max x1 + x2 + x3

s.t. x1 + x2 ≤ 1

x1 + x3 ≤ 1

x2 + x3 ≤ 1

x1, x2, x3 binary.

(2.6)

It is easy to see that only one of x1, x2, x3 can take on the value 1 as a result of

these constraints. This is found in practice by inspecting the implication graph. The

implication graph is constructed such that binary variables are represented by nodes,

and constraints which represent an exclusivity (such as x1 + x2 ≤ 1) are represented

by an edge between the corresponding nodes.

Identification of this clique indicates that setting any of the variables in the

clique to 1 implies that the remaining binary variables must be zero. This can be

expressed by the constraint x1 + x2 + x3 ≤ 1, which is added to the problem as a

cutting plane. This new inequality is implied by the combination of the pairwise

linear constraints and the integrality constraints on the variables.

The cut x1 + x2 + x3 ≤ 1 strengthens the relaxation of the MIP; part of the LP-

feasible region is removed without invalidating any integer feasible solutions. Specif-

ically, we see that the solution (0.5, 0.5, 0.5), which is optimal to the original relax-

ation, is cut off by this new constraint.

For a large problem, deriving clique cuts for all cliques found in the implication

graph is impractical. Furthermore, it is not clear which subset of the possible clique

cuts that could be added will most effectively bound the subset of integer feasible

solutions. This is a common issue with cutting plane algorithms: a heuristic decision

must be made regarding when to terminate the process of cut generation in favour of

branching, on the basis of dual bound reduction achieved and the resulting increase

in the size of the problem.

Cover cuts (Crowder et al., 1983) handle packing-related constraints from the

knapsack problem. Consider the following problem which contains a knapsack con-

straint:
max x1 + x2 + x3

s.t. 4x1 + 5x2 + 3x3 ≤ 10

x1, x2, x3 binary.

(2.7)

The cut x1 +x2 +x3 ≤ 2 is derived on the basis of the coefficients and right hand side

of the constraint. Since the sum of coefficients is greater than the right hand side, at
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least one variable must have the value 0 in any solution feasible to this constraint. The

new constraint cuts off LP-feasible solutions such as (1, 1, 1
3
), (1, 3

5
, 1) and (1

2
, 1, 1).

In generating these cuts, solvers search for minimal covers ; a subset of the

variables in the original knapsack inequality which cannot all be set to one without

violating the inequality. Consider a constraint involving a few more variables:

x1 + 2x2 + 3x3 + 4x4 + 5x5 ≤ 8.

By inspection we can see that multiple minimal covers can be inferred from this

constraint:
x1 + x2 + x3 + x4 + x5 ≤ 4

x2 + x3 + x4 + x5 ≤ 3

x4 + x5 ≤ 1.

(2.8)

When there are significantly more variables involved, a large number of potential

minimal covers may be generated for a given knapsack constraint. The choice of

which covers to include must balance the time required to enumerate them, the

corresponding increase in size of the LP relaxation, and the ultimate effect on the

size of the branch and bound tree if the cuts are insufficient to solve the problem in

isolation.

2.3.3 Primal Heuristics

The branch-and-cut methods discussed up to this point are focused on finding and

proving optimal solutions to MIPs. Since there is no guarantee that the procedure

will terminate in a reasonable amount of time, it is advantageous to invest some time

finding high-quality feasible solutions outside the normal progression of branch and

bound. Use of these primal heuristics improves the general utility of MIP solvers,

since early termination of the solver (before proof of optimality, due to exceeding

some computational budget) can still provide the user with reasonable solutions.

The use of primal heuristics to find MIP-feasible solutions improves the current

upper bound in the branch and bound process. In addition to making this solution

available in the case of early termination, a tighter upper bound allows the solver to

prune sub-optimal branches more aggressively. Since large branch and bound trees

are typically not explored in a best-first ordering, a high-quality solution allows the

solver to terminate exploration of a branch once it is clear no improved solution can

be found below the current node. This may reduce the size of the final search tree

explored by avoiding expansion of unnecessary branches.

32



CHAPTER 2. MIP FEATURES AND ALGORITHMS

Primal heuristics are incomplete algorithms. While they aim to find high-quality

feasible solutions, they are not guaranteed to be successful in finding feasible solu-

tions at all. Heuristics can be applied at the root node, using the original problem

constraints, or anywhere within the tree, using the additional constraints imposed

by the state of the solver at the current node.

Diving and Rounding Heuristics

Diving heuristics perform partial searches of the enumeration tree by fixing or bound-

ing the values of integer variables to drive an LP solution to integer feasibility. In

general, a diving heuristic takes the solution of the LP relaxation at the current node

and either bounds or fixes an integer variable which takes on a fractional value in the

solution. The LP is resolved using the added restriction and the process is repeated

until an integer-feasible solution is found, the sequence of assignments results in LP-

infeasibility, or some iteration limit is reached. Classes of diving heuristics differ by

the strategy chosen to select variable which should be fixed.

Feasible roundings can be determined by examination of the constraint matrix.

Consider a MIP of the form

min cTx+ dTy

s.t. Ax+ Cy ≤ b

x, y ≥ 0

x ∈ I.

We first examine column Ai of the matrix, corresponding to the coefficients of the

integer variable xi in all constraints in the problem. A positive coefficient in Ai is

referred to as an up-lock, while a negative coefficient is referred to as a down-lock. An

up-lock for the variable xi indicates that rounding the value of xi up may violate the

constraint corresponding to that lock. Conversely, any down-rounding of the value of

xi cannot result in violation of the constraint. Therefore, a variable which has only

up-locks (down-locks) can be rounded down (up) without resulting in LP-infeasibility.

Such a variable is termed trivially roundable.

The simple rounding heuristic examines the up- and down-locks of integer vari-

ables which take on fractional values at the current node. If all variables in violation

of their integrality constraints are trivially roundable, then the heuristic succeeds in

finding a feasible solution (Achterberg, 2009). Simple rounding is a cheap heuristic

to execute so can be used frequently while exploring the branch and bound tree to
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find feasible solutions (it either finds a solution or terminates quickly as soon as a

non-trivially-roundable variable is detected).

Simple rounding requires that all fractional variables are trivially roundable to

succeed, so may only find feasible solutions deeper in the tree where many branching

constraints have been applied. A more general coefficient diving heuristic (Berthold,

2006) chooses a non-trivially-roundable variable with the minimum number of up- or

down-locks. Rounding this variable may violate some constraints, but this choice of

variable should result in the minimal number of potential violations. The heuristic

attempts to recover from any infeasibilities introduced by selecting another variable

and rounding it in a direction which reduces the infeasibility. If the heuristic manages

to maintain feasibility and reach a point where only trivially-roundable variables are

left with fractional values, simple rounding can take over to produce a feasible solution

to the MIP.

The ZI Round heuristic (Wallace, 2010) shifts fractional values incrementally

instead of immediately rounding a selected variable to an integer value. It acts as

a superset of simple rounding, in that if a trivially roundable variable is selected,

it is shifted to an integer value. For non-trivially roundable variables, values are

shifted only as far as the constraints allow. LP-feasibility is therefore maintained

throughout the algorithm; the heuristic maintains a sum of the total violation of

integrality constraints and attempts shifting of fractional variables in sequence until

the total violation is reduced to zero.

Relaxation Enforced Neighbourhood Search (RENS) (Berthold, 2014) is a more

expensive rounding heuristic which takes account of the objective function to produce

higher quality rounded solutions. A new MIP is defined where current integer-valued

variables are fixed to their current values, and the bounds of fractional variables are

tightened to their nearest integral values. This produces a binary program (BP)

which searches a significantly reduced solution space to find the optimal solution of

all potential roundings of the unfixed fractional variables. Binary programs are in

general easier to solve since more specific cutting plane techniques and heuristics

are available to search the feasible space of the problem. Furthermore, any feasible

solution of the RENS problem is a feasible solution of the original problem, so the

sub-problem can be run with an emphasis on feasibility and terminated early.

Feasibility Pump

Feasibility pump heuristics start with two candidate solutions: one which is integer-

feasible but LP-infeasible, and one which is LP-feasible by integer-infeasible. The
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algorithm attempts to find a solution by iteratively rounding the LP-feasible can-

didate (updating the integer-feasible candidate), then solving a new LP to find an

LP-feasible solution as close as possible to the rounded values. This process of itera-

tive refinement reduces the distance between the candidates over time (Glover, 2007).

It is repeated until solving the LP produces a candidate satisfying both requirements,

which is therefore feasible to the original MIP.

The original implementation of the feasibility pump discarded the objective func-

tion and simply aimed for feasibility (Fischetti et al., 2005). This algorithm was

effective only on binary programs; Bertacco et al. (2007) extended the work to gen-

eral MIPs. The objective feasibility pump (Achterberg and Berthold, 2007) further

developed the method, including a weighting between the feasibility criterion and the

original problem objective. This weighting increases the emphasis of the feasibility

objective over solution quality as the algorithm progresses, and may produce higher

quality solutions as a result. Further development in this area includes using smarter

rounding methods when updating the integer-feasible candidate solution to improve

convergence (Fischetti and Salvagnin, 2009) and line search improvement to obtain

higher quality solutions (Boland et al., 2014).

Further Heuristics

Propagation heuristics use a combination of fixing and domain propagation to con-

verge on integer feasible solutions. These algorithms are not necessarily based on the

initial LP feasible solution, and therefore may be used before the root node of the

branch and bound tree has been solved. Shift-and-Propagate (Berthold and Hendel,

2014) extends MIP presolving techniques by fixing variable values and propagating

variable bounds until feasibility is achieved. The heuristic starts with an infeasible

solution where each variable is at one of its bounds. Shifting of variables to integer

values is carried out sequentially, prioritising variables which reduce violations of the

constraints. Once a variable is fixed to an integral value, domain propagation is

carried out to tighten the bounds of the remaining variables, reducing the range of

values to be explored by shifting.

Improvement heuristics use existing feasible solutions to the MIP and attempt

to construct improved feasible solutions according to the objective function. Oneopt

shifts variable values one at a time in order to improve the objective while maintain-

ing feasibility. A twoopt method alters pairs of variables simultaneously, improving

the objective by shifting one variable while maintaining feasibility by shifting an-

other (Achterberg, 2008). Local branching (Fischetti and Lodi, 2003), constructs a
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restricted neighbourhood around a current feasible solution and searches it (similarly

to RENS). The search itself can be performed heuristically or exhaustively. Local

branching extensions include variable neighbourhood search (Hansen et al., 2006)

and large neighbourhood search (Nikolić et al., 2016).

In addition to the generic heuristics described here, it is common in MIP to

implement heuristics which take advantage of problem structure not captured by the

MIP model. For example, in travelling salesman problems, improvement heuristics

(Lin and Kernighan, 1973) or simple constructive heuristics may be used to construct

integer feasible solutions. Such solutions are typically cheaper to arrive at via problem

specific algorithms than branch and bound tree search, and can provide good initial

primal bounds for the generic solver to improve upon.

2.3.4 Branch-and-Cut Framework

Modern MIP solvers implement branch and bound with cutting plane algorithms

included to strengthen the formulation (Linderoth and Lodi, 2011). This general

framework is referred to as branch and cut, or branch, cut and bound. As discussed in

Section 2.3.2, many available algorithms can be applied to generate valid inequalities,

and in some cases the optimal solution can be found purely through such methods.

Branch-and-cut generates cutting planes, where they can be efficiently found,

before branching is carried out on a sub-problem. Significant computational effort is

invested in generating cutting planes at the root node before the branching process is

begun. Cutting planes are employed less frequently in lower nodes in the tree, largely

due to the cost of maintaining a large set of cuts and tracking the sub-problems to

which they apply.

Primal heuristics are executed at various points to accelerate the search for high-

quality feasible solutions. Commonly, users of MIP solvers will apply time limits to

the solution process, and are less concerned with completing the search than they are

with obtaining a relatively high-quality final solution. Hence primal heuristics are a

core capability of MIP solvers implementing this framework, as they allow for early

termination with good results.

Due to the large number of component algorithms incorporated into MIP solver

packages, the decisions made about which algorithm to pursue, when, and how much

effort to expend is a heuristic one (Lodi, 2013). MIP solvers provide configurable

options, to set the emphasis of the search (optimality or feasibility), the level of

‘aggression’ with which cuts and heuristics are applied, and so on. Thus there exists
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significant opportunity to tune parameters of a MIP solver in order to apply the most

appropriate algorithms for a given problem structure.

The branch, cut and bound framework is implemented in commercial soft-

ware packages such as Gurobi (www.gurobi.com), CPLEX (www.ibm.com), XPRESS

(www.fico.com), and open-source academic solvers including SCIP (scip.zib.de) and

CBC (coin-or.org). In addition to their black-box model solving capabilities, MIP

solver packages provide the capability for extensions of common components such as

primal heuristics or cutting planes, or customisation of the solving process through

callbacks. User implementations of these components provide the opportunity to

leverage information about the problem not adequately captured in the flat MIP

model to improve solver performance.

Presolving Techniques

Presolving techniques are applied to the initial problem to tighten variable bounds, fix

trivial variables, remove redundant constraints, and identify infeasibilities (Brearley

et al., 1975). Significant time is invested in these strategies before beginning the

main phase of branch and cut. Some methods require only trivial analysis to be

successful, however others require solving auxiliary problems of similar size to the

original (Savelsbergh, 1994). The effectiveness of these techniques is dependent on

how efficiently these problems can be solved. The resulting transformations made to

the original problem may reduce the problem size and the resulting search space of

solutions.

Cheaper presolving techniques are also applied at deeper levels in the branch

and bound tree. Algorithms such as domain propagation can be applied to find

tightened bounds of variables implied by those bound changes made by branching

(Bixby et al., 2004). Similar pre-processing techniques from SAT solving are now

implemented in MIP solvers to improve performance on binary and constraint pro-

gramming problems. Many of these generalised techniques are implemented in the

SCIP solver which combines ideas from both domains (Achterberg, 2008).

Parallelisation

Recent plateauing of Moore’s Law (Moore, 1965) means that single-core processor

speed and efficiency is unlikely to continue increasing at the same rate as past years.

Parallelisation, either across multiple cores on a single machine or distributed ma-

chines on a network, is therefore critical to continuing the pace of development of MIP
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algorithms. Here we consider three key approaches for parallelisation implemented

in branch and cut algorithms.

The first is parallelisation of the underlying LP algorithms which operate through-

out the branch and bound tree. Interior point algorithms more effectively parallelised

than simplex algorithms (Bixby, 2002), however they are unable to reoptimise effi-

ciently when constraints are added, so their parallel operation only has an impact at

the root node. Recent improvements in parallelisation of the dual revised simplex

algorithm (Huangfu and Hall, 2018), which is used throughout the branch and bound

tree, may lead to significant speedups.

The second approach is the use of concurrent racing solvers. The Gurobi solver

uses a racing approach to solve the root LP. Primal simplex, dual simplex and the

barrier algorithm are all run in parallel to solve the root node problem. The solution

returned by the first solver to finish is used to begin branch and bound tree search.

Similarly, multiple configurations of complete MIP solvers, each of which explores its

own tree, can be run concurrently and terminated once the first solver finds an optimal

solution. These racing approaches are advantageous in cases where parallelisation of a

single algorithm has diminishing returns with scale. Running different configurations

concurrently hedges against poor choices in solution strategy.

Finally, multiple workers can be used to search a single branch and bound tree in

parallel (Gendron and Crainic, 1994). These methods are particularly challenging to

implement as achieving work balance across nodes may destroy a good search order

in the tree (Hoffmann et al., 2018). Additionally, difficulties in transmitting cuts

and primal bounds between workers may lead to work duplication. The efficiency

of parallelisation is measured by the relative speedup in solve time as a fraction of

increase in parallel scale. Recent experiments at large scales, across several thousand

cores, showed around 80% efficiency1 compared with a smaller scale system (Eckstein

et al., 2015).

Decomposition Techniques

For the sake of completeness, we briefly mention decomposition techniques applied to

solve MIP problems. Benders decomposition breaks a problem into an integer master

problem and linear sub-problem (Benders, 1962). The smaller sub-problem is easier

to solve than the full relaxed LP, and feeds information used to generate cuts back to

the master problem to strengthen the LP formulation. Dantzig-Wolfe reformulation

1This measure indicates that a 100-fold increase in parallel scale leads to an 80-fold improvement
in solve time.

38



CHAPTER 2. MIP FEATURES AND ALGORITHMS

(Dantzig and Wolfe, 1960) (or delayed column generation) allows simplex to start

with a partial formulation and include additional variables on the fly. This is useful

for large problems where many variables are likely to be zero in the optimal basis. The

integer programming extension, branch and price (Barnhart et al., 1998), generalises

this method to allow dynamic addition of variables throughout the branch and bound

tree for general MIP problems.

Successful use of decomposition techniques typically requires the user to tailor

the method to the structure of the problem at hand. Although recent advances

have shown that automated reformulations may be effective (Bergner et al., 2015),

implementation in solvers, through tools such as GCG and BendersSCIP (Gleixner

et al., 2018a) is still in its early phases. As such, this review considers generic

algorithms, operating on flat formulations, which do not require knowledge of special

structure added through decomposition.

2.4 Performance Metrics

Performance of a mixed integer optimiser is typically assessed by reporting the time

required to find and prove the optimal solution to a given problem. This measure of

wall clock solve time is the most applicable metric of solver performance in practice,

since users of optimisation software will be primarily concerned with the time taken

to find a high-quality solution.

Total wall clock time is an aggregation of the performance of the various com-

ponents of a MIP solver as outlined in Section 2.3. This includes the size of the

branch and bound tree explored, as impacted by variable and node selection; effi-

ciency and effectiveness of primal heuristics in finding high-quality solutions; impact

of presolving methods and cutting plane generation in tightening the LP formulation;

and parallelisation of the search.

Interactions between the effects of these processes may make it challenging to

identify the causes of poor performance by analysing wall clock solve time in isolation.

This work proposes building instance data sets which aim for variation in performance

of particular core feature of MIP solvers in order to gain more insightful results.

2.4.1 Cutting Planes

There are competing concerns to manage between cutting and branching in the gen-

eral branch-and-cut algorithm. The addition of cutting planes may drive relaxation
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solutions to integrality. More significantly, the addition of cuts tightens the dual

bound before branching begins, leaving less work to be done in closing the MIP gap

by expansion of the branch and bound tree.

The addition of cutting planes increases the size of the LP relaxation, and there-

fore the likely number of iterations required to reoptimise it to solve each of the

sub-problems in branch and bound. The reduction in tree size resulting from the

addition of cuts is a trade-off to be balanced with the increase in formulation size

and node processing time. Therefore, key performance metrics to consider for cutting

plane algorithms are the improvement in the dual bound and the number of integer

variables which take on integer values after the cut is added.

2.4.2 Branching Strategies

While the key metric for success of a branch and bound enumeration is CPU solve

time, typically when assessing the global performance of a branch variable selection

method we try to isolate the effect of the strategy on tree size. Ultimately, compu-

tation time for a branching procedure is influenced by tree size and node evaluation

time. While variable and node selection strategies in general aim to reduce the final

tree size, there is a trade-off to be made in node evaluation time as a result of the

strategy.

To point out a specific case, full strong branching is known to usually produce

the smallest tree sizes, but is so computationally intensive that the resulting tree

exploration takes longer than exploring a larger tree with a less expensive selection

method. In benchmarking branching strategies on the basis of tree size, we compare

the performance of approximation strategies to this standard, while avoiding high

per-node computation costs.

In studies of branch variable selection rules, several conventions are adopted to

emphasise the effect of the branching rule on tree size (Linderoth and Savelsbergh,

1999). Methods which transform the relaxed LP (such as cutting planes and propa-

gation techniques) are applied only at the root node, so that tree exploration is driven

by the branching rule. The optimal solution is provided to the solver in advance;

this reduces the effect of node selection during tree search. Poor node selection may

explore redundant parts of the tree which are later pruned; providing the optimal so-

lution ensures that redundant nodes are not explored and the effect of node selection

on performance is eliminated.
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These conventions emphasise the effects of branch variable selection in explo-

ration of the tree, providing a meaningful comparison of the resulting branch and

bound tree size. Measuring the final tree size evaluates the global effectiveness of

branch and bound rules which use local strategies. The time required to expand

nodes in the tree is a secondary measure; ultimately this provides a way to deter-

mine whether the reduction in tree size achieved by more sophisticated rules are

worth their increased computational expense.

2.4.3 Primal Heuristics

As with branch variable selection rules and cutting planes, the use of primal heuristics

is a trade-off between required execution time and the quality of solutions obtained.

The performance of primal heuristics on a given problem is generally benchmarked

using one of the following measures: time taken to find the first feasible solution,

time taken to find the optimal solution, and the primal integral.

Results by Achterberg et al. (2012); Berthold (2013) indicate that while heuris-

tics provide a moderate improvement in tree size and overall solve time, their major

impact is observed in an improvement in the average quality of the incumbent during

the search process. In particular, Berthold (2013) notes that time to feasibility and

time to optimality may not be ideal performance measures for comparison of primal

heuristics.

Time to optimality biases against cases where heuristics provide high-quality

solutions early, and a lot of time is expended in proving the optimal solution. In

practice, time required to explore the tree to completion is more a function of cutting

plane and branch variable selector performance. Time to first feasible solution ignores

the quality of the solution found. This measure may rank trivial heuristics which

quickly find poor quality solutions more highly than expensive procedures which find

high-quality solutions deeper in the tree.

In contrast, the primal integral measures average solution quality relative to the

dual bound over the course of the search. In other words, the estimated quality of

solution obtained if the algorithm is terminated early. The primal integral rewards

algorithms which find good solutions early in the process, and is not significantly

affected by ‘long-tail’ solves where significant effort is required to close the gap to the

heuristic solution. This measure was introduced by Berthold (2013) and is calculated

by integrating the primal gap function of the branch and bound solution process over

the duration of the run.
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Algorithm Metric

Simplex Algorithm Total iterations
Iterations to reoptimise sub-problem

Node Selection Redundant nodes explored
Branch Variable Selection Tree nodes explored

Per-node evaluation time
Cutting Plane Generation Dual bound improvement

Fractional values eliminated
Presolving Variables and constraints removed

Number of bounds tightened
Primal Heuristics Time to first solution

Solution quality at time t
Primal integral

Parallelisation Efficiency (speedup relative to scale)

Overall Algorithm Time to solve to optimality
Solution quality (early termination)

Table 2.1: Components of MIP solvers and relevant performance metrics.

Since the branch and bound process itself can find solutions, this does not mea-

sure the performance of the heuristic in isolation. However, by switching heuristics

on and off in separate runs on the same test problem, the resulting difference in the

primal integral gives a relative measure of their success.

2.5 Instance Features

In this thesis we are concerned with features of MIP instances in the flat formu-

lated sense, without knowledge of structural information specific to the problem

domain. While features from other optimisation problems commonly formulated as

MIPs could be used to augment feature sets for specific cases – such as those out-

lined by Smith-Miles and Lopes (2012) – here we consider only features which can

be evaluated on formulated MIPs. By way of example, we note that for instances of

the euclidean travelling salesman problem, clustering information can be an effective

predictor of algorithm performance (van Hemert and Urquhart, 2004). However, it

is unlikely that the clustering feature could be recovered after transformation to a

flat formulation such as Formulation (2.2), so we would not consider it as a general

MIP feature.
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Previous work in runtime prediction for the CPLEX solver (Hutter et al., 2014)

and in automated configuration in the Hydra-MIP solver (Xu et al., 2011) proposed

the following categories of instance features:

• problem size and constraint matrix density;

• distribution of variable types;

• variable- and constraint-node degree statistics;

• objective, right-hand-side and constraint coefficient statistics;

• violation of integral constraints in the relaxation LP solution; and

• probing features based on presolve and cutting plane performance in short runs

of a MIP solver.

The most recent update of the MIPLIB test library used a data driven approach to im-

prove diversity and balancedness of the library across a number of measured features

(Gleixner et al., 2019). In addition to the above list, this study adds features measur-

ing block structure found by decomposition and proportion of constraints falling into

a number of problem-specific classifications2. The following sections identify further

avenues for feature development in MIP. A full description of features used in this

work is given in Chapter 7.

2.5.1 Linear and Integer Feasibility

Hutter et al. (2014) measure the degree of violation of integrality constraints at the

LP optimum using a Manhattan distance measure. This feature could be extended

by testing integer points obtained through simple rounding or diving methods for

feasibility to the linear constraints in the problem. Such features may be useful

predictors of the performance of primal heuristics and characterise the interaction

between linear and integrality constraints in the problem instance.

2.5.2 Polyhedral Flatness

Previous work has shown that measures of polyhedral flatness can be exploited to

improve branch variable selection in MIP branch and bound (Derpich and Vera,

2006). This study identifies the direction of minimum integer lattice width in order to

define priorities for branch variables. The ideal metric suggested is hard to compute;

2MIPLIB 2017 classifications are: empty, free, singleton, aggregation, precedence, variable
bound, set partitioning/packing/covering, cardinality, invariant/equality/binary/integer knapsack,
bin packing, mixed-binary and general linear.
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however an approximation based on the Dikin ellipse is suggested as a cheaper but

still effective proxy.

In later (unpublished) work Derpich and Herrera (2013) use polyhedral flatness

as an explanatory measure for the number of nodes explored in the branch and bound

tree. They show that this measure is an improved predictor of the complexity of an

instance compared to previous bit-complexity measures which only consider problem

size.

A further alternative to consider in estimating the width of the polyhedron in

various directions is optimisation-based bound tightening (Gleixner et al., 2017). This

process uses repeated relaxed LP resolves to identify the extent of the polyhedron in

each variable axis.

2.5.3 Symmetry Groups

Integer linear programs containing large symmetry groups have been identified as dif-

ficult to solve using traditional branching methods (Margot, 2010). This may be due

to the need to search and eliminate multiple symmetric variants of the same solution

in a branch and bound tree (Puget, 2005). Identification of this hardness feature

has lead to the development of methods for automated detection and reformulation

(Liberti, 2012) and generation of symmetry breaking cuts (Focacci and Milano, 2001)

to improve solve time. Features based on counting symmetry groups may be useful

in identifying on which instances these techniques succeed or fail. Further features

of the variable-constraint graph or implication graphs may be useful in identifying

and measuring symmetry for algorithm selection.

2.5.4 Condition Number and Sparsity

Poorly conditioned constraint matrices are common in large MIP formulations. This

frequently occurs due to the use of big-M constraints which allow for some linear

constraints to be relaxed according to the value of a binary variable (Belotti et al.,

2016). Due to the role of matrix inverses in the implementation of simplex algorithms,

and factorisations in the implementation of barrier algorithms, numerical instabilities

can be challenging to overcome. Renegar (1995) incorporates measures of numerical

condition into an alternative complexity model for linear programming, indicating

that conditioning measures may serve as useful predictors of performance.
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Sparsity measures, including constraint matrix density and degree of variables

and constraints, are briefly mentioned above in previous feature development work.

Development of the revised simplex algorithms greatly improve handling of sparse and

hyper-sparse linear programs (Hall and McKinnon, 2005). Real-world problems often

have sparse block structures which may be measured and exploited by decomposition

techniques and matrix factoring algorithms.

2.6 Sources of Test Instances

So far in this chapter we have reviewed the range of algorithms utilised in solving

LP and MIP instances and suggested features of instances which may explain their

performance in practice. Since the algorithm selection framework requires learning

a mapping from feature space to performance or algorithm space, we need to collect

instance data to build a comprehensive picture of performance. This collected data

should meet our requirements of applicability, diversity and discriminating power.

The following sections review existing sources of collected test instances and existing

approaches used to generate new test instances from other optimisation domains.

2.6.1 Collected Instances and Benchmark Sets

The MIPLIB test set collects real-world instances from various academic and com-

mercial applications. The current library, MIPLIB 2017 (Gleixner et al., 2018b)

builds on previous iterations by Bixby et al. (1992), Bixby et al. (1998), Achter-

berg et al. (2006), and Koch et al. (2011b). Gleixner et al. (2019) quote an average

speed-up of the ‘virtual best’ commercial solver of 2.70x since the previous update

of the library in 2010, purely in terms of improvements to algorithms. Paired with

improvements in hardware, this improvement renders much of the MIPLIB2010 set

obsolete. At the release of the MIPLIB 2010 test set, the 361 published instances

of the test set were classified 185 easy, 42 hard, and 134 open (Koch et al., 2011b)3.

Solver development since then has resulted in a significant shift, with the instances

now classified as 237 easy, 54 hard, and 70 open (Koch et al., 2011a). This rapid

pace of development necessitates continuous updates of benchmark sets to continue

challenging state-of-the-art algorithms.

3‘Easy’ instances can be solved in 1 hour using default settings of a commercial solver, ‘hard’
instances take longer or require specialised techniques, and ‘open’ instances do not yet have a known
solution

45



CHAPTER 2. MIP FEATURES AND ALGORITHMS

1% 10% 50% Max Mean

Variables 112 624 7350 3.77× 107 1.96× 105

Constraints 55 424 4923 9.05× 106 1.05× 105

Nonzeros 707 4302 72965 1.83× 108 1.60× 106

Table 2.2: Distribution of sizes of the MIPLIB2010 instance set, showing quantiles, mean and
maximum sizes.

The MIPLIB test sets aim to present a diverse and challenging proving ground for

solvers. MIPLIB 2010 contained subsets aimed at current challenges in MIP, includ-

ing large tree enumeration, proving infeasibility, handling poor numerical condition,

and challenging linear relaxations. MIPLIB 2017 extended this array of instance

characteristics using a data-driven approach to diversify the collection on the basis

of instance features. The final set contains a benchmark set of 240 solvable instances,

and a larger collection set of 1065 instances, of which 671 are easy, 108 are hard, and

286 are open (Gleixner et al., 2018b) at the time of this writing.

While the latest MIPLIB data set is designed to be diverse across the features

measured (constraint classifications, block structure and coefficient statistics) the

compilation is a focused on very large models. Table 2.2 shows the distribution of

instance size in the MIPLIB 2010 set. The largest instances have many millions

of variables and constraints. Furthermore, very few small instances are included:

only one instance in the set has less than 100 variables, and only 7 have less than

100 constraints. As such it not clear whether these benchmark sets are challenging

because they present structural difficulties to solvers, or simply because they present

enormous search spaces.

Beyond pure MIP compilations, ORLIB (Beasley, 1990) contains collections of

problems from various fields in combinatorial optimisation. Further compilations

such as TSPLIB (Reinelt, 1991) for the travelling salesman problem and QPLIB

(Furini et al., 2019) for quadratic programming (among others) collect optimisation

problems for the purpose of solver benchmarking in specific domains. Many of the

problem classes represented in these test sets can be formulated as mixed integer

programs, and are commonly used in benchmarking studies testing the performance

of various model translations to MIP.

2.6.2 Problem Specific Generators

Extending on collected sets of real world test problems, instance generators provide

an alternative source of test data. Synthetic instances may be generated from a pa-
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rameterised random distribution or tuned to focus on a particular property. There

has been significant study of instance generation procedures in combinatorial opti-

misation and decision problems in particular. This section explores the key themes

found in the literature.

Randomly generated problems frequently appear as objects of theoretical study.

Random instances are used in particular to define average-case algorithm performance

in NP-complete problem domains (Schuler and Watanabe, 1995). Using random

instances for performance benchmarking is usually not preferred, as they are typically

not very diverse (Smith-Miles et al., 2014). One exception is random SAT problems,

which still make up a significant component of SAT solver benchmarks (Kautz and

Selman, 2007).

The identification of phase transitions is often associated with random instances.

Cheeseman et al. (1991) demonstrated that a single order parameter can be identified

which summarises a certain characteristics of an NP-complete problem. Despite many

typical cases of these problems being easy to solve in practice, the identification of

phase transitions showed that hard-to-solve instances generally occur at or near a

critical value of this order parameter.

SAT is a key example here. Random SAT problems have a well-defined phase

transition in terms of the ratio of variables to clauses (Nudelman et al., 2004). It

is shown that the more challenging instances for complete search are found near

this transition; in fact, such instances have exponential complexity for tree-search

algorithms (Xu et al., 2005, 2007). Since the existence of the phase transition leads

to highly predictable properties of instances (given the clause-variable ratio we can

predict satisfiability with high accuracy), related work was conducted to generate in-

stances while ensuring satisfiability or unsatisfiability (Asahiro et al., 1996; Achlioptas

et al., 2000). This work has ties to the concepts of security and invulnerability of

generators in cryptography (Abadi et al., 1990). Specifically, a secure generator can

reliably generate satisfiable and unsatisfiable instances on either side of the phase

transition to counteract the guessable nature of this property for random instances.

In optimisation problems (as opposed to decision making problems like SAT),

generation of instances with known, proven optimal solutions has been a key area

of research. Pilcher and Rardin (1992) generate instances of the travelling sales-

man problems along with a set of valid cuts sufficient to prove the optimality of a

prescribed solution. Other studies in quadratic assignment (Palubeckis, 1999) and

MAXSAT (Motoki, 2001, 2005; Yamamoto, 2003) focus on generating instances with

known optima. Such cases are particularly useful when evaluating heuristic methods.
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Knowledge of the optimal solution provides an absolute measure of performance as

opposed to one which is relative to the portfolio of available heuristics.

To move beyond purely random generation approaches, techniques have been de-

veloped to tune test problem generators towards hardness or real-world-ness through

measurement of structural features. Hill et al. (2011) develop a generator which varies

the cost-weight correlation in knapsack problems which is known to be correlated

with difficulty. Knowles and Corne (2003) similarly vary inter-objective correlations

in multi-objective quadratic assignment problems with the same goal in mind. Slater

(2002) generate realistic SAT problems by controlling ‘modularity’; an important

characteristic present in real SAT problems. Lopes and Smith-Miles (2013) tune a

generator for university curriculum timetabling instances to produce more applicable

instances; those which bear a closer resemblance (in terms of measured features) to

instances from real-world applications. Malitsky et al. (2016) develop a generator

for SAT instances which mimics the structural features found in test sets of real life

instances.

To produce particularly challenging test instances, some knowledge of the prob-

lem at hand can be leveraged to ‘mislead’ an algorithm as it follows a search path.

Culberson et al. (1995) and Culberson (2001) approach graph generation from the

perspective of challenging graph vertex colouring algorithms. Their generators in-

troduce a hidden colouring which cannot be located by following typical ‘tell-tales’

used by the heuristics being tested. Jia et al. (2007) apply a similar approach to

generating constraint satisfaction instances by hiding a solution such that typical

complete search rules cannot effectively choose the correct path early in the search.

The range of instance generation literature discussed here highlights key charac-

teristics which are valuable in a generator. The ability to tune generators to produce

real-world-like instances has applications in augmenting existing benchmark sets.

A generator with control over the feasibility of instances is valuable in testing of

heuristics since in such studies infeasible instances cannot be discriminating of in-

complete search performance. Generation with known solutions provides an absolute

benchmark of quality, obviating the need to rely on measures relative to the rest of

the algorithm portfolio. In general terms, controlled variation in features related to

problem difficulty or real-world structure is an important component of generator

design.
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2.6.3 Generic Methods

The work discussed in Section 2.6.2 covers problem-specific methods used to gener-

ate instances. These generators apply knowledge of structural characteristics which

make test instances hard in that particular setting. Controlling such properties may

be particularly challenging in some domains. For example, properties such as the

density of graphs or the variable-clause ratio of SAT instances are easy to control,

but connectivity and clustering may not be. Therefore it is important to consider

generic methods for instance generation problems.

Alternative instance generation methods treat feature calculation and algorithm

performance assessment as black box objectives and use heuristic search techniques

to find instances with target properties. Applying these methods to a new problem

domain requires defining search operators and measuring an objective function re-

lated to the desired instance characteristic. Chapter 3 investigates these approaches

in detail, providing background on metaheuristic search (focusing on genetic algo-

rithms in particular) and summarising their use in existing test instance generation

literature.

2.7 Summary

This chapter reviews instance features and algorithm performance metrics relevant

to linear and mixed integer programming. Modern MIP solvers are made up of

many interacting components, and over time heuristic rules have been developed to

direct the application of computing effort towards different strategies and algorithms

(Lodi, 2013). To gain insights into the underlying causes of performance variation in

these algorithms, extremely heterogeneous test sets are required in order to achieve

variation in performance of each component.

Existing sources of test instances are geared towards benchmarking applications

and advancing the state of the art. Benchmark sets typically contain large problems,

valuable for their real-world applications as a proving ground for solvers. However,

these test sets may provide limited opportunity to analyse the performance of the

various strategies employed in modern codes. The remainder of this thesis concerns

the use of instance generation techniques to explore the feature and performance

metric spaces identified in this chapter.
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CHAPTER3
Searching Problem Space with Black

Box Methods

Chapter 2 reviewed MIP algorithms and instance properties to define feature and

performance metrics. Existing instance sets may not contain enough variation in

terms of these measures. Problem-specific methods for instance construction may

not generalise effectively to flat formulations used in LP and MIP.

This chapter covers problem-independent methods which treat instance genera-

tion as a black box search problem with a target instance characteristic in mind. It

is applied when features are hard to control directly or when we need to design an

instance which elicits a particular performance characteristic from an algorithm. We

broadly group these methods under the banner of searching in problem space. Search

operators are applied to problem instances and the objective function is defined so

as to drive the search towards instances with the desired characteristics.

Black box optimisation problems cannot be solved with exact methods, so we

focus on metaheuristics. Metaheuristics are general algorithms which do not require

structural information about the problem or gradient information from the fitness

landscape to improve on existing solutions (Boussäıd et al., 2013). A wide range of

metaheuristics are used across a variety of optimisation disciplines. Core methods are

local search based approaches such as simulated annealing (Kirkpatrick et al., 1983)

and tabu search (Glover, 1977, 1986), agent based models such as ant colony opti-
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misation (Dorigo, 1992), and evolutionary algorithms (Holland, 1975). Evolutionary

algorithms are the most commonly applied metaheuristic used to search problem

space in existing literature.

Section 3.1 reviews the core concepts of genetic algorithms, while Section 3.2

covers existing applications of GAs to instance generation problems. Since prob-

lem space search frequently requires computation of expensive fitness functions, Sec-

tion 3.3 gives an overview of considerations required for parallelisation to accelerate

evolutionary search. Section 3.4 presents a new hybrid parallel strategy (Bowly,

2019) which aims to improve performance of parallel GAs when fitness computa-

tion is expensive. Section 3.5 summarises findings in this chapter and suggests key

considerations required to implement a genetic algorithm for problem space search.

3.1 Genetic Algorithms

Genetic Algorithms (GAs) are employed to solve optimisation problems by evolving

a population of candidate solutions (Holland, 1975). GAs are inspired by biologi-

cal systems in which the fit survive based on competition in their environment and

produce offspring which inherit some of their survival characteristics. These bio-

logical characteristics are emulated in a GA through the processes of selection and

inheritance.

GAs encompass a broad class of algorithms all of which have the following fea-

tures in common (De Jong, 2006):

• a population of individuals,

• a notion of fitness,

• a birth and death cycle biased by fitness, and

• a notion of inheritance.

The population of individuals is stored as a series of genotypes. The genotype, or

genetic code of the individual, is the store of information that defines its charac-

teristics. Based on its genotype, an individual expresses a phenotype: its outward

appearance and characteristics from which its fitness can be calculated. A selection

procedure, biased by fitness, determines which individuals will be passed on to the

next generation. Random crossover and mutation processes operate on the genotypes

of selected individuals to produce new children.

Good genes tend to express themselves as fitter individuals and fitter individuals

have a higher probability of survival. As a result, individual genes which tend to
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lead to highly fit individuals have a higher likelihood of appearing in subsequent

generations.

3.1.1 Selection, Crossover, and Building Blocks

Selectorecombinative GAs consist of three key steps. First, fitness is calculated for

each individual in the population. Second, a selection process chooses pairs of parents,

such that fitter individuals have a higher chance of selection. Finally, parent pairs

are combined using crossover to produce a new population of children. This sequence

is repeated until the population converges, a suitably good solution is found, or the

computation budget is exceeded.

The process of selection controls which solutions progress from one generation to

the next. Common selection schemes used are fitness-proportional selection, ranking

selection, tournament selection, and steady-state selection (Goldberg and Deb, 1991).

The first three are generational; selection is conducted on an entire population to

produce a set of parents. Steady-state, by contrast, is a sequential method, where

new individuals are generated one at a time and take the place of the worst individual

in the population at each step.

A selection scheme can be defined as a transformation on a fitness distribution

to produce a new distribution (Blickle and Thiele, 1996). The transformation is

characterised by its selection pressure. Selection pressure defines the increased likeli-

hood that highly-fit individuals will be propagated from one generation to the next.

Too low selection pressure and the algorithm fails to propagate good genes through

recombination. Too high selection pressure leads to premature convergence to a sub-

optimal solution. Tournament selection, which chooses a small random subset of

the population and selects the best of that subset, is the most commonly utilised

since it provides a single parameter to vary selection pressure which is influenced by

rank rather than relative fitness. Rank-based selection methods are generally pre-

ferred since fitness-proportional selection tends to be overly influenced by outliers

and result in excessive selection pressure (Blickle and Thiele, 1996).

The cumulative effect of selection and crossover is quantified in the building

block theorem (Holland, 1975). The building block theorem specifies that the selec-

torecombinative method applied by a genetic algorithm will converge on good quality

solutions if it is likely that a combination of good genes produces a strong individual.

In other words, given two highly-fit individuals, we should expect a random process
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of crossover and selection to identify the core genes driving their fitness and produce

a solution incorporating the best characteristics of both parents.

To see the building block theorem in action, consider the most basic example for

genetic algorithms: the one-max problem. The goal is simple: individuals are fixed

length bit strings, for example 0111001001. Instances are ranked by the number of

ones in their genotype so the optimal solution in this case (for length 10 strings) is

1111111111.

Given an initial population of random solutions, selection is performed to choose

pairs of parents. Offspring are then produced from a pair of parents using uniform one

point crossover. This process breaks the two parent genes at the same random point

and recombines the two halves. The algorithm progresses from one generation to

the next by evaluating the current generation then repeating selection and crossover

until a new generation of individuals is produced.

Repeated application of selection and crossover to the population means that

short sections of the genetic string are more likely to be retained than long strings.

Given that the fitness function counts the number of ones in a string, short strings of

ones are most likely to be propagated. The relative representation of short strings of

ones in the population should therefore increase as the algorithm progresses. We can

therefore anticipate convergence to the optimal solution: a complete string of ones.

The building block theorem applies where an optimisation problem can be de-

composed into smaller subproblems. Selectorecombinative GEAs solve the decom-

posed sub-problems in parallel. Good building blocks found in the sub-problems are

exchanged between individuals through crossover to develop a highly fit individual

overall. The building block theorem implies that it is important to choose a genotype

encoding which breaks down instances into their critical components. Furthermore,

it is more important to seed the population with a diverse range of these components

than it is to use an initial population of particularly fit individuals in their own right

(Goldberg, 2002).

Optimisation problems are easy for selectorecombinative GAs if the objective

can be decomposed into smaller sub-problems which can be independently solved.

In general, we don’t expect the cost function of an optimisation problem to be fully

decomposable. If it were, the optimal solution could be easily found by combining

partial solutions. However, a GA with appropriate operators can discover partial

structures even within a poorly structured optimisation problem.
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3.1.2 Further Genetic Operators

The previous section is focused on the selection and crossover operators, which pro-

duce new child individuals from the genotypes of selected fit parents. The other

basic operator commonly used in GA implementations is mutation. Mutation pro-

duces random changes to the genotypes of new children. Its function is to offset the

loss of diversity in the population caused by selection pressure. By making random

changes to the genotype, mutation can recover genes lost due to excessive selection

pressure, allowing for further improvements to already fit solutions.

Mutation is most commonly carried out by making random changes with a

given probability to the genotypes of newly generated children after crossover. Some

algorithms instead implement mutation by introducing completely new random in-

dividuals into the population in place of the least fit instances (Deb et al., 2002).

Additionally, whole classes of mutation-only GAs search purely by producing single-

parent children (De Jong, 2006).

Elitism keeps the set of highest fitness individuals unchanged from generation to

generation to preserve the best known solution. Typically the remaining individuals

are produced through random selection and crossover across the whole population,

however implementations vary for different classes of evolutionary algorithms. Biased

random key genetic algorithms (Gonçalves and Resende, 2011) additionally use the

elite set to bias the crossover operation. Each new child is produced by combination

of an elite instance and a non-elite instance. NSGA-II (Kukkonen and Deb, 2006)

performs selection entirely using elitism; at each generation, only the best individuals

are carried forward. This approach would likely result in excessive selection pressure

for single-objective methods; however NSGA-II maintains a Pareto frontier across

multiple objectives which ensures population diversity is maintained.

The inversion operator chooses two random points in a chromosome and switches

their locations, reversing the intervening string. Inversion counters the action of

crossover, which tends to preserve only short sequences of alleles. If a pair of highly

interactive genes are placed far apart in the string by the initial encoding, they are

unlikely to be preserved and passed on together. By reordering the string, inversion

can help bring strong alleles closer together in the genotype, allowing crossover to

better propagate good groups of genes. Inversion requires that genes are position-

independent; that their meaning in terms of the phenotype is retained regardless of

their position in the genotype.
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Inversion operators fall into two main categories. Continuous inversion applies

inversion with probability p to new individuals as they are created, using different

positions to invert each individual. Mass inversion applies inversion globally across

a population. After a new generation is created, inversion is applied to half the pop-

ulation, using the same set of randomly selected points for all individuals (Holland,

1975).

3.1.3 Representation Theory

Representation theory for genetic algorithms considers the scheme used to encode

solution candidates for an optimisation problem in an evolutionary scheme. Goldberg

(1989) showed that representations influence the behaviour and performance of GAs,

in particular that specific representations cause hard problems to become easy (and

vice-versa). The choice of representation defines the behaviour of the crossover and

mutation operators in phenotype space. To put this another way, it defines which

solution candidates are considered to be neighbours of one another, and by extension,

the shape of the fitness landscape being explored by the GA.

The choice of a proper representation is crucial for the success of GAs (Rothlauf,

2002). There are a number of standard representation methods which are commonly

used. A major advantage of using standard representation formats and defining the

genotype-phenotype mapping specific for the application is that standard crossover

and mutation methods can be applied.

In a binary encoding a string of 0/1 alleles is used to encode the genotype. This

is among the most common representations for selectorecombinative GAs. These

algorithms use crossover as their dominant search operator mutation to maintain

diversity. Binary-encoded GAs are an important class of algorithms as they take

advantage of subproblem structure to combine schemata and leverage the building

block hypothesis. The onemax problem is the canonical example of a binary encoding,

which demonstrates the effectiveness of GAs on problems where the objective function

is purely additively decomposable.

A real-valued encoding allows each allele to be an unrestricted numeric value,

which can therefore contain significant information about the solution. Mutation

based GAs are often preferred for this representation. When using crossover based

GAs, real-valued problems may be encoded using binary representations, where the

chromosome length specifies the level of numeric precision.
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A key example in this space is the Biased Random Key Genetic Algorithm

(Bean, 1994; Gonçalves and Resende, 2011). This algorithm requires only that the

user specify a transformation function (a decoder) to convert a real-valued string into

a solution (Toso and Resende, 2015). The internal mechanics of selection, crossover

and mutation are pre-defined. While this makes the algorithm easy to implement

on a new problem, a potential downside to this approach is that the relationship to

schemata and building blocks is less clear; it may be obscured by an overly complex

decoder.

In a direct encoding the phenotype is the same as the corresponding genotype.

If such a representation does not conform to one of the above types, then specialised

crossover and mutation operators must be defined. It can be difficult to verify in these

cases whether building blocks are appropriately handled. Crossover implementations

should therefore be carefully tested to ensure that the algorithm can search the

solution space adequately.

Further representation types include messy genetic algorithms (Goldberg et al.,

1989), which allow for variable-length encodings so that solution complexity can

be adjusted as required, and tree representations, which form a specialised class of

genetic algorithms referred to as genetic programming methods (Soule and Foster,

1998; Langdon and Poli, 2006). Genetic programming utilises tree representations to

evolve the structure of logic based programs.

Encoding Redundancy

Encodings should be analysed for redundancy, which measures the degree to which

multiple genotypes can represent the same phenotype, and locality, which represents

the phenotypical (and fitness) similarity of neighbouring genotypes (Rothlauf, 2002).

Representations are redundant if the number of genotypes exceeds the number of

phenotypes (Rothlauf and Goldberg, 2003). Representations are synonymously re-

dundant if the genotypes that represent the same phenotype are similar to each other.

In a practical sense, this means that different representations of the same phenotype

should reachable through mutation.

Uniformly redundant encodings have the same number of genotypes per pheno-

type. Non-uniformly redundant representations can only be used advantageously if

a-priori information exists regarding the optimal solution structure. If the optimal

solution (or its building blocks) may be overrepresented in the population through

use of a non-uniformly redundant encoding, then convergence will be faster.
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In comparison to non-redundant representations, synonymously redundant rep-

resentations do not change the performance of selectorecombinative GAs as long as

all phenotypes are represented on average by the same number of different genotypes.

If representations are uniform and synonymous, search behaviour is unchanged, al-

though the population size or number of generations required to converge may be

larger.

3.1.4 Multi-Objective Evolutionary Algorithms

Early GA implementation focused on single-objective applications. In these cases the

population acts as a pool of solution candidates intended to assemble a single optimal

solution. In multi-objective GAs, the entire population represents an approximate

Pareto frontier capturing the trade-off between objectives. Over time the evolution

extends this frontier in objective space.

There are two main classes of multi-objective GAs. Niching genetic algorithms

(Miller and Shaw, 1996; Glibovets and Gulayeva, 2013) encourage small sub-populations

to form with varying strengths and weaknesses in terms of the different objectives.

Non-dominated sorting methods perform rank selection based on the Pareto efficiency

of individuals in the objective space. The current state of the art, NSGA-II (Deb

et al., 2002; Kukkonen and Deb, 2006), combines a fast calculation of Pareto rank

with an elitism strategy and crowding distance calculation which preserves a good

spread of instances across the Pareto frontier.

3.1.5 Hybrid Methods

Hybrid GAs (Renders and Flasse, 1996) were developed to improve the performance

of conventional GAs by incorporating other heuristic search strategies. One class

of hybridisations concerns the combination of an evolutionary strategy with a local

search process applied to individuals as they are generated. This is carried out using

one of two methods: either the GA searches a space of initial ‘guess’ solutions, but

evaluates fitness based on a local search improvement from that guess (Renders and

Flasse, 1996), or a local search heuristic is applied to new individuals as they are

generated and that individual is replaced by the ‘enhanced’ individual (Preux and

Talbi, 1999). These parallel synchronous hybridisations balance the global search

properties of crossover-based GA search with local neighbourhood searches which

effectively find nearby local minima.
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Relay hybrid algorithms (Talbi, 2002) carry out crossover and hill-climbing lo-

cal search phases in sequence. The GA runs until convergence is detected, at which

point local search is used to make further improvements to the best known solu-

tion if possible. This method does not alter the progression of the GA in the first

phase. Teamwork hybridisations run multiple algorithms concurrently, either in the

same search space or disjoint search spaces (Talbi, 2002). The algorithms proceed

independently and solutions are shared between the search processes periodically.

3.2 Evolving Instances

The original application of evolutionary algorithms to searching problem space for

algorithm performance analysis was carried out by Cotta and Moscato (2003). Their

method extended work by Chakraborty and Choudhury (2000) which developed sta-

tistical lower bounds on algorithm complexity through random generation by apply-

ing a GA to be ‘adversarial’ to solvers. The resulting instances produced an improved

picture of worst-case complexity of sorting algorithms through example instances of

worst-case behaviour.

Van Hemert and Urquhart (2004) applied this method to combinatorial opti-

misation, generating instances of the Euclidean Travelling Salesman Problem (TSP)

with locations clustered in a similar manner to real-world problems. Further work ex-

tended these results to challenge Lin-Kernighan heuristics (Lin and Kernighan, 1973)

for TSP, exact algorithms for binary constraint satisfaction (van Hemert, 2003), and

exact algorithms for boolean satisfiability (van Hemert, 2006). Analysis of these in-

stances proved useful in determining the characteristics which made TSP instances

hard for heuristic algorithms, and in improving predictions of the ideal solver for a

given instance (Smith-Miles et al., 2010; Smith-Miles and van Hemert, 2011).

Further work evolved instances based on their fitness landscape characteristics

in order to challenge general metaheuristics (Langdon and Poli, 2007). Evolution-

ary generation has also been applied to produce new hard instances for algorithms

for quadratic knapsack (Julstrom, 2009), binary constraint satisfaction (Moreno-

Scott et al., 2012), and unconstrained binary quadratic programming (Porta and

Julstrom, 2012). Jiang et al. (2014) extended this work to challenge heuristic algo-

rithms for TSP by incorporating measures of both efficiency and effectiveness in a

multi-objective search.

More recently, genetic algorithms have been applied to search problem space with

the aim of improving feature diversity of an instance set, rather than to challenge
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specific algorithms. Smith-Miles and Bowly (2015) used distance to target point in

a projected instance space to generate graph colouring instances with novel feature

values. Gao et al. (2016) use a population based approach to improve the diversity

of an instance data set in feature space, improving the spread of feature values across

the population by measuring the contribution to diversity of individual instances.

Muñoz and Smith-Miles (2019) used genetic programming to construct continuous

test functions for black-box optimisation, again by targeting missing points in a

projected space based on landscape analysis features.

Throughout the evolutionary instance generation literature for optimisation prob-

lems a variety of genetic algorithm implementations are used. The vast majority use

a generational algorithm which evaluates the fitness of the entire population and pro-

ceeds to selection and crossover to produce new offspring, however mutation-based

algorithms are also applied in this context. For each application different crossover

and mutation schemes are devised based on some knowledge of problem characteris-

tics and encoding options. In general it is easy to see that the chosen search operators

will allow the evolutionary algorithm to explore the entire space of possible instances.

These studies focus on objects with a fairly simple representation, for example TSP

may be represented by a set of points in space, graphs by a set of connections between

nodes, and 2- and 3-SAT, respectively, by a set of pairs and triplets of variables. Ex-

tending beyond combinatorial optimisation, evolving MIP instances seems to be a

more complex task with a larger search space.

Within a problem space search framework, we may wish to restrict consideration

to a subset of possible instances, having a certain property or characteristic. Van

Hemert (2006) notes in his study on the evolution of 3-SAT problems that although

the aim of the experiment is to evolve satisfiable instances, the design of the search

operators used does not control for that property. This is instead handled in the

fitness function, which ranks satisfiable instances above their unsatisfiable counter-

parts. While this approach effectively finds the desired type of instances during the

search, its effect on the search landscape of the problem space is not known. On this

basis, instance representation and operator design are important considerations in

the design of problem space search algorithms.

Finally, we consider the unique challenges involved in applying evolutionary

search where the fitness function incorporates performance metrics of exact algo-

rithms for NP-complete problems. Most existing applications (except those men-

tioned above) of GAs to problem space search consider low-complexity problems

such as sorting or heuristic algorithms for optimisation. In these cases evaluation
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time is relatively short and consistent. To apply these ideas to generation of MIP

instances we must consider the effect of long and variable fitness computation times.

3.3 Parallelisation

GAs can require a large number of solutions to be evaluated at each generation,

or require a significant amount of time to evaluate a single individual. Due to this

computationally intensive nature parallelisation of GAs is a key area of research.

The fitness of each individual in the current population is generally independent of

any other individual, so computational work can be distributed easily across parallel

computing architectures (Fogarty and Huang, 1990). If evaluation of each individual

requires equal computation time, this method can scale effectively, even up to the

same number of parallel processing units as the population size. However, in practice

this is not usually the case, either due to heterogeneity of the computing architecture

or variation in computational effort required to evaluate the fitness function for each

individual. Hence the challenge in some applications lies in maintaining progress of

the algorithm while effectively utilising available computing resources.

The simplest model of distributed evaluation is synchronous master-slave (Nowostawski

and Poli, 1999b), alternatively referred to as global parallelisation. Synchronous

refers to the sequential approach employed in progression of the population. The

current population is evaluated, results are collated once all instances in the current

generation have been evaluated, then a new population is produced using the core op-

erators of the GA. This method does not differ in its generational progression from a

non-parallel GA; parallelisation has no impact on convergence or behaviour in terms

of the number of generations processed. Although simple to analyse, synchronous

implementations suffer from bottlenecking while waiting for slower evaluations to

complete (Nowostawski and Poli, 1999b), particularly if fitness evaluation is expen-

sive and required time to evaluate fitness of different candidates is highly variable.

This bottlenecking effect results in inefficient use of parallel computing resources.

The asynchronous master-slave model corrects issues with the synchronous model

by using available fitness data to carry out parent selection before the entire pop-

ulation evaluation is complete. These methods demonstrate behaviour similar to

steady-state (sequential) genetic algorithms. A single pair of offspring is created at

each iteration, and these new individuals replace the least-fit instances in the pop-

ulation. Asynchronous parallel GAs generate new populations before the evaluation

of a generation is complete (when bottlenecking starts to become an issue) using
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individual fitnesses which have been evaluated up to that point. Early results are

used to produce the next generation, while individuals with delayed evaluations are

incorporated into the selection and crossover process for later generations as they

become available.

Asynchronous parallel GAs favour utilising results from early-finishing evalua-

tions to carry out selection, rather than waiting for long-running fitness evaluations

to complete. While this approach results in higher utilisation of parallel resources,

there is potential for a selection bias towards easy-to-evaluate instances to occur

(Scott and De Jong, 2016). In the case of generating hard instances, where hardness

is measured by evaluation time, this bias specifically affects the most fit instances in

the population. An asynchronous genetic algorithm may therefore converge prema-

turely before these difficult instances have a chance to proceed to parent selection

and influence the direction of search. This parallelisation strategy changes the dy-

namics of the GA and makes the algorithm harder to analyse (Nowostawski and Poli,

1999b).

On larger scale computing architectures, multi-population models such as the

dynamic demes algorithm (Nowostawski and Poli, 1999a) are commonly used. These

methods run multiple independent GAs on different workers, each of which can be

evaluated sequentially to improve utilisation. Solutions are periodically shared be-

tween workers through a process of migration. Variations of this strategy are im-

plemented with different rates of migration and level of overlap between the search

spaces of different sub-populations. These parameters depend on the size of the

search space and the communication overhead between parallel computing units.

3.3.1 Impact of Variable Evaluation Times

GAs are frequently used to solve problems where evaluation of a single individual

requires significant computation time. This domain of expensive optimisation is of

particular interest in engineering applications, and shares some parallels with the

black-box nature of searching in problem space. Evolving optimal control param-

eters in robotics requires simulations to be run to determine fitness (Currie et al.,

2008). Searching design spaces for engineering applications requires candidate designs

to be evaluated using computational fluid or structural dynamics analysis software

(Foli et al., 2006). While surrogate fitness models (Morosan and Poli, 2017) and

use of partial results (Branke et al., 2017) can assist in reducing search effort, fitness

evaluation time remains the main contributor to overall computational cost, and may

vary significantly by candidate solution. Effectively utilising parallel computing ar-
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Figure 3.1: Simulated allocation of tasks to cores for evaluation of a population of 20 solutions on
4 workers with log-normally distributed evaluation times, for 5 generations. Evaluation of different
instances is delineated by shade. Empty space indicates an underutilised parallel worker.

chitectures to distribute fitness evaluation is critical to obtaining high-quality results

in reasonable time for these application domains.

Where evolutionary algorithms are used to generate instances with increased

difficulty for a target algorithm, the fitness function may be the CPU time or number

of iterations required for the algorithm to complete. We therefore expect to see

average evaluation times for individuals in the population increase as the search

progresses. Easy instances are still likely to appear in later generations as a result

of crossover or mutation based search, leading to highly variable evaluation times.

Critically in these cases, the time required to evaluate an instance is highly correlated

with its fitness. This variability significantly hampers a parallel genetic algorithm’s

ability to effectively utilise of large scale multi-processor architectures.

Synchronous parallelisation methods for GAs tend to suffer from poor utilisation

of the parallel system while waiting for long-running evaluation tasks to complete.

Figure 3.1 shows a contrived example of the detrimental effect variable solve times

can have on the effectiveness of synchronous evaluation. In this case, we simulate a

population-based algorithm with 20 individuals, each requiring a log-normally dis-

tributed random time to evaluate. Evaluation times are random and unpredictable,

so we cannot make use of a scheduling algorithm to balance computational work
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across parallel cores in advance. We are only allowed to deal out the tasks from a

queue to workers as they become available. These tasks are queued centrally and

allocated in sequence to the first available worker.

In the synchronous simulation, the solve times of generation N + 1 are not

generated and allocated until all workers have completed their tasks for generation

N . This accurately reflects a real synchronous implementation; all results must be

gathered at the end of the generation before proceeding to the next. This model

assumes fitness computation time accounts for almost all of the total run-time. Time

required for selection and crossover operations after evaluation completes is therefore

ignored in the simulation.

In most cases, a long-running task from the population delays completion of

evaluation of the generation, reducing load across the 4-worker system while idle

workers wait for the final task to complete. In this specific example, the system

spends a significant amount of time running at one quarter of its total capacity,

waiting for the last individual of a generation to be evaluated. The resulting total

utilisation across all workers for this example is 87%. Synchronous parallelisation

leads to rapidly diminishing returns as the number of workers increases. We need

to investigate alternative approaches to synchronous evaluation when solve times are

highly variable, in order to effectively utilise spare system capacity.

3.3.2 Shared Worker Pools

One relatively simple approach to utilising spare capacity is to run multiple indepen-

dent genetic algorithms simultaneously, each queueing their fitness evaluation tasks

on the same pool of parallel workers. While this execution model is asynchronous in

its implementation, each independent genetic algorithm behaves synchronously. This

is similar to a multi-population genetic algorithm (Nowostawski and Poli, 1999a),

however there is no migration between populations; the intention is to run multiple

experiments with varying parameters or fitness functions on a parallel architecture.

In the case of two parallel runs, execution proceeds as follows:

1. Each independent experiment submits their initial population to the worker

queue (experiment 1 tasks are queued first).

2. When all experiment 1 tasks are complete, the results are returned so that the

managing thread can proceed to selection and crossover steps. Worker idling

is avoided since the queue of tasks provided by experiment 2 is still available

63



CHAPTER 3. SEARCHING IN PROBLEM SPACE

0 20 40 60 80
Time

CPU1

CPU2

CPU3

CPU4

Figure 3.2: Simulated allocation of tasks to cores for parallel evaluation of two populations of 20
solutions with log-normally distributed evaluation times. Evaluation tasks issued by population 1
are shown in blue, and population 2 in orange.

when experiment 1 tasks have been completed (workers have something to do

as soon as they become idle).

3. Experiment 1, after producing its subsequent population, submits new work to

the queue.

Figure 3.2 shows a simulated result of this behaviour. We can see that the

workers begin executing tasks for the initial generation of experiment 2 as they are

available, utilising their idle capacity. In this case (again, simulated with log-normally

distributed solve times) the utilisation improves from the previous 87% to 93% for

the same distribution of task completion times.

After several generations, we observe that the third generation for experiment 2

(in orange, at 40 seconds) cannot begin until the long-tail execution of its previous

generation is complete. Similar behaviour occurs between the third and fourth gener-

ation of experiment 1. The work queue is exhausted at t = 37s because both parallel

populations are stuck waiting for abnormally long evaluation tasks to complete. In-

creasing the number of parallel experiments could alleviate this problem to some

extent, but the issue cannot be entirely eliminated until the number of experiments

equals the number of workers, at which point no advantage has been achieved.

This simulation illustrates the basic requirement of a solution to the parallelisa-

tion issue: to maintain worker utilisation, the task queue for the workers must never

be exhausted. This goal can be achieved by simply increasing the number of parallel

experiments, but this approach suffers from diminishing returns, as evaluating many
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runs in parallel reverts behaviour back to sequential evaluation. This simplistic ap-

proach is only of practical use in parametric tuning studies; the following section

proposes an alternative approach which leverages spare worker capacity to accelerate

the GA through hybridisation.

3.4 A New Hybridisation Scheme for Parallel GAs

This section describes a new GA hybridisation framework proposed in a conference

paper presented at GECCO 2019 (Bowly, 2019). The goal of this work is to develop

GA parallelisation methods which maximise utilisation of available parallel comput-

ing power without compromising the performance characteristics of the evolutionary

search component. This is achieved through hybridisation, specifically Local Search

(LS) hybrids, which integrate local neighbours of solutions found by the GA into the

search process.

The algorithm is targeted at solving expensive optimisation problems with small-

scale parallelisation. The design puts parallel performance first; aiming to best utilise

available parallel computing resources. A master-slave model with a queue of re-

quired fitness evaluations is used to guarantee 100% utilisation of available function

evaluation workers. The parameterised algorithm developed here contains both local

search and a conventional synchronous genetic algorithm as special cases. In the gen-

eral case, allocation of computing resources is balanced between candidate solutions

produced by the GA and LS operators.

Typical combinations of GA and local search use LS at the evaluation stage.

These approaches require multiple fitness evaluations per individual. In cases where

evaluation time is highly variable, and synchronous parallelisation is used, bottleneck-

ing issues are likely to be compounded by extended evaluation times. In asynchronous

parallelisation, highly-fit instances are likely to be delayed from parent selection while

the local search is completed. Instead, we propose a hybridisation which evaluates

the GA synchronously, and uses spare parallel computational resources (made avail-

able due to the slow-finisher problem) to evaluate neighbours of instances in the

current pool of best candidates. These solutions can be opportunistically added to

the population. Meanwhile the GA progression is not disrupted by asynchronous

evaluation.

The proposed method could be classified as a high-level teamwork hybrid (HTH)

as described by Talbi (2002). In this case the genetic algorithm remains the domi-

nant component; local search is performed where possible and the results added to

65



CHAPTER 3. SEARCHING IN PROBLEM SPACE

the current GA population. The algorithm maintains a priority queue which ensures

individual fitnesses required to progress the GA to the next generation are evalu-

ated as early as possible, while promising local search candidates are retained to be

evaluated when the work queue becomes empty. The following sections give a de-

tailed description of the proposed algorithm and analyses its performance through

simulation.

3.4.1 Algorithm Description

Evaluation of candidate solutions by workers is handled using a master-slave model.

The master process distributes solutions to parallel workers as soon as they become

idle. Workers evaluate the fitness of the given solution and return it to the master.

The master maintains a work queue which, given appropriate parameters, is never

exhausted, so the pool of available workers is kept occupied until the termination

condition is reached.

A work queue QG is maintained for the set of candidate solutions in the current

generation of the GA. The GA component of the algorithm proceeds synchronously:

all candidates in the current generation will be evaluated before any new solutions

are generated. The order of evaluation of candidates in this queue is therefore unim-

portant. QG will be emptied before being re-populated with solutions generated by

the selection, elitism and crossover operators of the GA.

A priority queue QL is maintained for candidate solutions generated by local

search. Solutions in this queue are generated by a random neighbourhood operator

N from previously evaluated solutions. An entry in QL is a tuple (x̄, f̄ , x), where x

is the unevaluated solution, x̄ is a previously evaluated solution such that x = N(x̄),

and f̄ is the fitness of x̄. The queuing priority of this entry in the queue is given

by f̄ . In practice this means that generated local search neighbours of the current

best solution will be evaluated first. The source solution x̄ is included in the queue

to allow the search to backtrack. If x is a poor-quality solution then a different

neighbour of the source will be generated for the next evaluation.

The dispatch of tasks from these two queues is controlled by a parameter p

called the GA priority. As the algorithm progresses, nG and nL record the number of

dispatched tasks from the queues QG and QL respectively. The task allocation ratio

(r = nG

nG+nL
) measures the fraction of GA tasks issued so far. When a task needs to

be dispatched, the master sends a task from QG if r < p. Otherwise it sends the
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Figure 3.3: Queueing rules used to prioritise GA and local search evaluation.

highest priority task from QL. If the selected queue is empty a task is dispatched

from the other queue. This state is called failover.

This process is summarised as the GetTask() function in Figure 3.3. The queue

decision rule described here has the effect of maintaining r ≈ p over the course of the

algorithm. This condition can be maintained as long as the failover rate is low. To

maintain 100% utilisation of parallel workers, it is required that both queues are not

simultaneously empty.

The worker evaluates the given candidate x dispatched from the queue and

returns the calculated fitness f to the master. Completed evaluation of a candidate

from QG triggers the creation of a neighbour N(x) which is pushed to QL. If all

required results from the current generation of the GA have been returned, a new

generation is created using crossover to refresh the empty queue QG. Figure 3.4a

describes the sequence of queue updates performed when a GA result is returned.

The method used to create the new generation is considered to be a problem-specific

detail; a combination of selection, crossover, mutation and elitism using the current

best solutions may be used.

Completion of a local search evaluation also triggers the creation of a new neigh-

bour on QL as described in Figure 3.4b. Since the source x̄ of the newly evaluated

candidate, and its fitness f̄ , is kept when x is evaluated, the master decides whether

to push a different neighbour N(x̄) onto QL or to accept x as an improved solution
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Figure 3.4: Pushing new results to queues when fitness function evaluation is completed on an
individual.

and push N(x) to the queue. Here the local search mechanism operates as a hill

climber; a neighbour of x is created only if x was an improvement, otherwise another

neighbour of x̄ is queued for evaluation.

To maintain high utilisation of available workers it is required that the task

dispatch process in Figure 3.3 always returns immediately. That is, if one queue

is empty, failover to the other queue always succeeds. It is therefore a necessary

condition that both queues cannot be empty at the same time. The algorithm starts

with an initial population of n random solutions in GQ. Where there are w workers,

as long as n ≥ w, there is enough work to distribute initially. Thereafter, per the

processes in Figures 3.4a and 3.4b, every solution evaluation triggers the creation of

a new task on QL, so this queue will never be exhausted. Poor solutions in the queue

which are never likely to be reached can be periodically pruned if necessary.

Finally, in this implementation, the queue update operations may not interleave.

Specifically, it is not possible for a worker to request a new task while the queue is

in the process of being updated. One important implication to consider is that if

GAResult requires that a new generation of candidates be produced, this is carried

out before GetTask is called again to dispatch new tasks from the queue. In the

domain of expensive optimisation we assume that the process of creating a new

generation is fast relative to solution evaluations, and therefore worker progress will

not be stalled significantly by the update process.
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Algorithm 1 Process followed by each parallel worker.

while Computation budget not exceeded do
Get next task by queue priority rule
if Task is from GA queue then

x← Unevaluated solution
Evaluate fitness of x
if Current GA generation completed then

Create new generation by crossover
end if
Create a neighbour of x, push to LS queue

else
x← Unevaluated solution
x̄← Previous solution
Evaluate fitness of x
if x improves on x̄ then

Create a neighbour of x, push to LS queue
else

Create a neighbour of x̄, push to LS queue
end if

end if
end while

The parallel sequence of task dispatch, worker evaluation and queue update

continues until the budget for computation is exhausted. This may be defined by a

given number of function evaluations, number of generations, or a wall clock time

limit. The complete process followed by each independent worker, operating on the

shared queues, is given in Algorithm 1.

3.4.2 Algorithm Parameters

This section summarises the key parameters controlling the parallelisation and hy-

bridisation characteristics of the algorithm. These parameters are required in addi-

tion to the definitions of the standard GA operators and LS neighbourhood operator

for the target problem.

• GA priority (p); the ratio of fitness function evaluations which should be ex-

pended on GA evaluation tasks.

• Population size (n); the number of GA individuals maintained from generation

to generation.

• Number of workers (w); the number of parallel function evaluators.

69



CHAPTER 3. SEARCHING IN PROBLEM SPACE

Specific choices of these parameters produce a number of special cases including

conventional local search and a sequential GA. The operation of these cases is given

in detail below.

• p = 0, n = 1, w = 1 runs sequential greedy local search. Since n = 1, a single

random solution is placed on QG to initialise the algorithm. The single worker

(w = 1) is issued this solution to evaluate and returns the result, triggering a

neighbour to be placed on QL. Since p = 0, only QL is used to issue tasks from

then on. Random neighbours are created according to the rule in Figure 3.4b,

leading to a local search algorithm which only accepts an improved solution at

each step.

• p = 0, n = N, w = N runs N parallel local searches from different starting

solutions placed in QG by generation of the initial population. With N workers

using the priority queue QL, the current N best solutions will be pursued

simultaneously at each step.

• p = 1, n = N, w = 1 runs a conventional crossover-based genetic algorithm us-

ing a population size N . Evaluations are performed sequentially on the single

available worker (w = 1). Since p = 1, GQ is always selected for dispatch-

ing evaluation tasks (without failover), so no local search iterations will be

performed.

• p = 1, n = N, w = W runs a conventional crossover-based genetic algorithm

with population size N , where solutions are evaluated in parallel by W work-

ers. Idle workers evaluate local search neighbours opportunistically when QG

becomes empty while waiting for all results in the current generation to be re-

turned. At least W − 1 local search iterations will be completed per generation

of the GA, as W − 1 workers will request new work while the W th worker is

completing work on the final GA candidate in the current generation.

The general case uses the parameter p to balance worker evaluation effort between

exploratory GA tasks and exploitative LS tasks until the termination condition is

reached.

3.4.3 Simulation Results

The performance characteristics of the algorithm described in the previous section are

explored using a simulated expensive optimisation problem. The problem instance

used is a knapsack problem with 40 available items. The item weights and values are

uniformly distributed between 1 and 10, and the knapsack has capacity 20. Candidate
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solutions are represented as binary strings, where 1 at position i indicates that item i

is included, 0 otherwise. The fitness function measures the total value of the selected

items, unless capacity is exceeded, in which case the fitness is given as zero.

In reality, evaluating the fitness function of this problem is inexpensive and

takes approximately constant time. In order to investigate the parallel execution

characteristics of the algorithm, we simulate an expensive optimisation problem by

introducing a random wait time in the worker process when it evaluates a solution.

The key requirement here for the test problem is to vary the distribution of fitness

evaluation times, rather than the structure of the combinatorial problem itself. Wait

times are drawn from a log-normal distribution (X = eµ+σZ) with µ = −9. This

gives suitably long evaluation times to simulate worker execution without blocking,

but short enough to conduct repeated simulation runs. The low fitness evaluation

time variability case is simulated using σ = 0.01 while the high variability case uses

σ = 1.5.

The initial population of n solutions is generated as random binary strings with

density 0.1. This ensures mostly feasible individuals are created. At each generation,

the genetic algorithm applies elitism to carry over n
10

of the best individuals found

so far, introduces n
10

new random instances in place of mutation, and generates the

remainder of the population using 2-tournament selection and uniform crossover.

Neighbouring solutions for local search are generated by inserting a single randomly

selected item into the knapsack which is not already selected in the current solution.

The simulation is implemented using the asyncio library in Python 3.7. This

provides a simple way to define the queuing operations such that they do not in-

terleave and to simulate variable task times for parallel workers using asynchronous

sleep commands. The test results shown in this section use a population size of 50

and computation budget of 2000 function evaluations.

It is expected that the performance of the parallel hybrid GA is dependent on

two key factors. The fitness landscape of the optimisation function determines the

effectiveness of GA and LS operators in finding good solutions in terms of number

of fitness function evaluations. Variability in time required to evaluate an individual

determines how frequently local search is applied according to the queue selection

rules.

The simulation results focus on the second factor: investigating the impact of

variable evaluation time, number of parallel workers and GA priority on algorithm

behaviour and performance. Thus for the same knapsack problem instance, in the
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Figure 3.5: Proportion of worker effort allocated towards progression of the genetic algorithm for
(a) low evaluation time variability and (b) high evaluation time variability.

simulation we alter the level of solve time variability to explore its effect on the

algorithm.

Effect of Evaluation Time Variability and Parallel Architecture on Worker

Allocation

This section considers the effect of parallelisation and evaluation time variability on

the search characteristics of the algorithm. Specifically we show the effect of the

input parameters GA priority (p) and number of workers (w) on the task allocation

ratio (r = nG

nG+nL
).

The queue decision rule aims to allocate work such that r ≈ p. When the

algorithm runs with only one worker, there is never a need to wait for long-running

tasks to complete, so this can always be achieved. In a multiple-worker environment,

QG may become empty, and failover causes a local search task to be dispatched when

a GA task was preferred.

Figure 3.5a shows the simulation results where the variability in fitness evalua-

tion time is low. With a large number of workers, it becomes impossible to achieve

target values of r above a certain point due to the occurrence of failover. However,

below this threshold value any target GA priority will be met by the decision rule.

Because the algorithm enforces a zero wait time for workers requesting new tasks,

even with low variability failover is likely to occur towards the end of each generation

of the synchronous GA.
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Figure 3.6: Solution quality achieved after 2000 function evaluations, shown in terms of the task
allocation ratio; (a) shows median performance and interquartile range across all runs, while (b)
breaks performance down further by number of parallel workers.

Figure 3.5b shows the effect of higher evaluation time variability. In this case, the

workers may be issued multiple local search tasks while waiting for the GA generation

evaluation to be completed. Therefore the maximum achievable task allocation ratio

is lower when there are more workers. In these cases, the algorithm is using local

search opportunistically as a result of the queue failover mechanism which maintains

worker utilisation by issuing additional local search evaluation tasks.

The effectiveness of the hybrid algorithm in exploring the fitness landscape of

the problem is expected to be a function of the task allocation ratio rather than its

specific input parameters. Figure 3.5 shows which values of this ratio can be achieved

given a parallel architecture and degree of variability in fitness evaluation time. The

range of achievable r values only depends on required fitness evaluation time and

number of workers. This characteristic is independent of the fitness landscape of the

problem.

Effect of Worker Allocation on Solution Quality

Figure 3.6a shows the mean performance of the algorithm in terms of the task alloca-

tion ratio for a fixed number of function evaluations. A pure local search algorithm

(r = 0) is clearly ineffective for this problem, since local search alone is likely to

become stuck in local optima. Similarly, a conventional GA (r = 1, only achieved

using one worker) tends to converge to a suboptimal point.
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Allocating more computation to local search in this algorithm improves the

overall result, with a reduction in r value yielding increased performance. Investment

in local search reduces the number of generations completed by the GA component,

but also accelerates convergence. For this particular problem the ideal condition is

in the range of 10-30% of total effort spent on local search.

This simulation using a contrived problem does not suggest that the algorithm

parameters used here are ideal in general. However, observing that the best perfor-

mance of this algorithm is achieved with r ≈ p ∼ 0.8 illustrates the utility of the

hybridisation. As outlined in the algorithm description, p = 0 results in distributed

local search while p = 1 produces a conventional GA. Neither parameter is optimal;

for this combinatorial optimisation problem a balance of computation time spent on

global search through GA progression and local search through neighbour generation

is beneficial.

Figure 3.6b breaks down algorithm performance further by the number of paral-

lel workers used. As shown previously in Figure 3.5, for a larger number of workers it

is not always possible to achieve the target task allocation ratio (for example, there

are no results above r = 0.8 for the 16 worker case). However, the performance of

the different parallel architectures is similar for the same number of fitness function

evaluations when the search effort is focused on GA progression. Each case achieves

its best average performance in the region around r = 0.8, while performance dete-

riorates at higher r values where too little effort is spent on local search.

There is significant variation in performance of the different architectures at low

r values. In these cases, a parallel local search is conducted, as explained in Sec-

tion 3.4.2. After evaluating the initial population, local search begins from the best

available individual. Multiple neighbours of this individual are pursued in parallel.

The resulting performance is expected to be better than that of a single worker,

which follows a simple hill-climbing path.

3.5 Summary

Genetic algorithms are ideally suited to the task of searching problem space through

black box optimisation. The choice of encoding and search operators is likely to

be critical in ensuring instances with a given target characteristic can be generated.

Most applications of GAs to instance generation in the literature utilise a direct

encoding. There may be potential to design improved encoded representations which

allow for control over instance features.
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Fitness function computation for instance generation problems is likely to be

expensive, since many cases will require solving a generated MIP model to optimality,

which can take significant time. Therefore, effective parallel computation techniques

will be required to accelerate fitness computation for large populations. The new

hybrid parallelisation strategy presented in this chapter combines existing approaches

with opportunistic local search that aims to use spare worker capacity to improve

overall search performance.
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CHAPTER4
Searching for Diverse Instances in

Problem Space

This chapter applies the extended algorithm selection methodology (Smith-Miles

et al., 2014) to identify insufficiencies in available metadata, using graph colouring

as a case study. This methodology extends algorithm selection (Rice, 1976) by con-

structing a two dimensional projection of the higher dimensional feature space for

test instances. This projection aims to preserve higher dimensional feature variation

and separate regions of good and bad performance of algorithms in the portfolio.

Using results from existing literature we define a boundary for the projected

space, showing the possible extent of feature values and highlighting regions where

no existing instances were found. Evolutionary algorithms are then applied to search

problem space for new instances which fill these gaps. In addition an evolutionary al-

gorithm is used to generate instances which discriminate between the top-performing

algorithms in the portfolio. We demonstrate that the additional data gained through

instance generation may change our conclusions about the relative power of different

heuristic algorithms and the feature set which best predicts their performance.

Sections 4.1 and 4.2 give an overview of the extended algorithm selection method-

ology and the projected feature space constructed for graph colouring instances in

previous work (Smith-Miles et al., 2014). Section 4.3 defines the boundary of the

instance space, develops operators used to search the problem space of graph colour-

76



CHAPTER 4. SEARCHING FOR DIVERSE INSTANCES

x ∈ I ⊂ P
Sub-space

of Instances

f(x) ∈ F
Feature
Space

Feature
extraction

α ∈ A
Algorithm

SpaceLearn selection
mapping

from features

α∗ = S(f(x))

y ∈ Y
Performance

Space

y(α, x)
Apply algorithm
α to instance x

Select α∗ to
maximise ||y||

z ∈ P
Problem

Space

Instance
selection or
generation

g(f(x)) ∈ R2

2-d Instance
Space

Dimension
reduction and
visualisation

α∗ = S(g(f(x)))

Footprints in
Instance Space

Define algorithm
footprints φ(y(I, x))

Infer algorithm
performance
on all z ∈ P

Figure 4.1: Extended Algorithm Selection framework including projection to two dimensional space
for performance prediction (Smith-Miles et al., 2014) based on Rice (1976).

ing instances, and defines fitness functions which are applied to generate new diverse

instances which fill the gaps identified in the space (Smith-Miles and Bowly, 2015).

Section 4.4 extends these published results by re-assessing the performance of the

original algorithm portfolio and generating further performance-discriminating in-

stances.

4.1 Instance Spaces

The key components of the algorithm selection framework (Rice, 1976) aid us in

defining metadata requirements for learning and insight. The problem space P de-

fines the scope for our analysis. Algorithm space A defines a portfolio of distinct

algorithms, or configurations of algorithms, from which we aim to make an optimal

choice. A key performance metric y provides a point of comparison for algorithms to

decide on a winner for a given instance. The feature set F provides a more compact
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and insightful representation of the characteristics of an instance than the complete

problem data. Given these definitions, we can determine the sufficiency of an in-

stance set I for building an effective selection model. One method for making this

assessment is to visualise the available data in instance space.

Instance space analysis (Smith-Miles et al., 2014) extends algorithm selection

by constructing such visualisations and analysing the performance footprints of al-

gorithms on a projected feature space. This two dimensional projection is chosen in

order to provide separability of regions of good and bad performance of a portfolio

of algorithms while capturing as much variance as possible in the higher dimensional

feature space. The key steps in the methodology (summarised in Figure 4.1) are as

follows:

1. Dimensionality of the feature space is first reduced by choosing the set of most

powerful/predictive features with respect to the algorithm portfolio.

2. The resulting feature data is projected to a two-dimensional space which max-

imises the retained higher-dimensional variance.

3. A new selection mapping is built using machine learning techniques to map an

instance (represented as a point in this 2D space) to its ideal algorithm.

This approach introduces an effective visualisation of algorithm performance

in terms of the area of the projected instance space over which a given algorithm

produces acceptably good results. The region of strong performance of an algorithm

is referred to as its performance footprint.

The results produced by this methodology are highly dependent on the selected

feature set. Our assessment of sufficiency of the instance set using this framework

is therefore potentially biased to those features. This issue will be revisited after a

first stage of instance generation, which is targeted to the space produced by the

extended algorithm selection approach.

Conclusions drawn about the relative strengths and weaknesses of algorithms

in this feature space are heavily dependent on the available test instances. Since we

measure algorithmic power in this context based on the relative area of instance space

in which an algorithm is the predicted winner, a key requirement for our instance

data set is to have test instances covering as much of the projected 2D space as

possible. The remainder of this chapter deals with assessing the diversity of available

instances using the instance space and implementing search algorithms in problem

space to generate new instances which fill the gaps.
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4.2 Graph Colouring Case Study

Many problems in combinatorial optimisation are defined on graphs. In this work we

consider graphs as challenges for vertex colouring algorithms. The vertex colouring

problem for graphs is stated as follows: given a graph, we aim to find an assignment

of colours to vertices, such that no two vertices connected by an edge have the same

colour, and the total number of colours used is minimised.

Many exact and heuristic approaches have been devised for graph colouring:

greedy colourings, degree saturation, maximal independent set, and meta-heuristics

incorporating these strategies into more complex search algorithms (Lewis, 2015).

Graph colouring can also be formulated as a binary linear program to be solved

exactly using the branch and bound method or specialised cutting planes.

Graph colouring is an area of optimisation where the study of algorithms on

synthetic graphs is often of more interest than ‘real-world’ examples. Culberson

et al. (1995) devised a number of graph generators intended to support empirical

research into the performance of graph colouring algorithms in a variety of scenarios.

The various generator codes control for graph features such as degree, girth, edge

distributions, and hidden colourings to provide a varied test set (Culberson, 2010).

This section reviews the application of instance space analysis to assess how much of

the possible variation in algorithm performance on graphs can be explored using the

datasets and generation algorithms we currently have at our disposal.

4.2.1 Meta-Data

The initial instance space for graph colouring is built using the set of graph instances,

features and algorithms reported in previous work (Smith-Miles et al., 2014). In terms

of the key components of the algorithm selection framework, this meta-data is defined

as follows:

• The problem space P consists of all undirected graphs without self-loops. The

vertex colouring problem may be defined on any such graph.

• The instance space I comprises 6948 graphs, ranging in size from 11 to 2419

nodes, across 12 generated classes:

– Randomly generated bipartite graphs with random edges added (class B)

– Joe Culberson’s graph generators (Culberson, 2010) - cycle-driven, geo-

metric, girth and degree inhibited, IID and weight-based graphs (classes

C1 - C5 respectively)
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– DIMACS competition graphs (Johnson and Trick, 1996) (class D)

– Real-world graphs from social networking, sports scheduling and exam

timetabling (classes E, F and G respectively)

– Flat graphs generated by Lewis et al. (2012). These are constructed by

partitioning the vertices into K almost equally sized sets. Edges are then

added with probability p only between pairs of vertices in different sets,

making the resulting graphs K-colourable at worst (class H).

– Random graphs generated by Lewis et al. (2012). Each pair of vertices

in a set V has an equal probability p of being joined by an edge (Erdos-

Renyi model). Twenty fix instances are generated for each subset of |V | ∈
250, 500, 1000 and values of p between 0.05 and 0.95 in increments of 0.05

(class I).

• The feature space F measures 18 features of graph instances:

1. The number of vertices |V |
2. The number of edges |E|
3. The density of a graph: the ratio of graph edges to the maximum number

of possible edges in an undirected graph of the same size ρ = 2||E|/|V |(|V |−
1)

4. Mean vertex degree

5. Standard deviation of vertex degrees

6. Average path length: mean value of shortest paths calculated between

each pair of vertices.

7. Diameter: longest of all shortest paths between pairs of vertices.

8. Girth: the length of the shortest cycle.

9. Mean betweenness centrality

10. Standard deviation of betweenness centrality

11. Clustering coefficient

12. Szeged index (Pisanski and Randić, 2010)

13. Beta bipartivity: the proportion of even closed walks to all closed walks

(Estrada and Rodŕıguez-Velázquez, 2005)

14. Energy: the mean of the absolute values of the eigenvalues of the adjacency

matrix of the graph.

15. Standard deviation of eigenvalues of the adjacency matrix

16. Algebraic connectivity: the second smallest eigenvalue of the Laplacian

matrix of the graph.

17. Mean eigenvector centrality
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18. Standard deviation of eigenvector centrality

• The algorithm portfolio A includes eight graph colouring heuristics. The algo-

rithm implementations were developed by Lewis et al. (2012) in their compre-

hensive study of graph colouring heuristic performance1.

1. DSATUR: Brélaz (1979) greedy algorithm, which is exact for bipartite

graphs

2. RandGr: greedy colouring with a random permutation of nodes

3. Bktr: a backtracking implementation of DSATUR

4. HillClimb: a hill-climbing improvement on an initial solution from DSATUR

5. HEA: hybrid evolutionary algorithm (Galinier and Hao, 1999)

6. TabuCol: tabu search algorithm

7. PartCol: tabu search algorithm admitting infeasible solutions

8. AntCol: ant colony meta-heuristic

• The performance metric y measures the number of colours required by an al-

gorithm for a given instance. Each heuristic is run with a fixed computational

budget, defined in terms of the total number of constraint checks, of 5 × 1010

to provide a fair comparison on the basis of solution quality.

4.2.2 Instance Space for Graphs

Given a subset of the 18 features considered, the resulting high dimensional vectors

are log-normalised, scaled by their respective standard deviations and shifted such

that each has a mean of zero. The resulting features are projected to two dimensions

using Principal Component Analysis (PCA). PCA preserves the maximum possible

variation between instances in the space when the projection is taken. The separa-

bility of the resulting space is measured by using a Näıve Bayes classifier to predict

whether test instances are easy or hard for each algorithm. An instance is considered

easy for a given algorithm if the number of colours required is within ε% of the best

result achieved by any algorithm in the portfolio, and hard otherwise. This effectively

ranks each feature subset based on the separability of the corresponding projected

space. The optimal instance space minimises the classification error of instances into

easy/hard groups for each algorithm. Such a space is identified by using a genetic

algorithm to search among the space of 218 possible feature subsets.

The minimum average error was found for a set of 3 features: density, algebraic

connectivity and energy. Projection of these features onto the two principal axes

1Source code for these algorithms is available from rhydlewis.eu
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Figure 4.2: Projected graph feature space showing the locations of each of the 12 graph subsets
(Smith-Miles et al., 2014).

retains 98.4% of the variation in the data. The principal axes are described by the

following rotation and projection:

[
v1

v2

]
=

[
0.559 0.614 0.557

−0.702 −0.007 0.712

] density

algebraic connectivity

energy

 . (4.1)

v1 and v2 represent the coordinate axes of the instance space, and Equation (4.1)

provides a transformation from the feature vector of an instance to a coordinate in

2D space.

Figure 4.2 shows the locations of each subset of instances described in Sec-

tion 4.2.1 within this projected space. We observe that the Culberson generated

graphs (classes C1 - C5) provide the majority of variation in this space, while the

real-world (classes E, F and G) and random instance sets (classes G and I) are rel-

atively uniform. This should not come as a surprise, since the Culberson generators

provide significantly more control parameters than simple random generation meth-
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(a) Ant Colony (b) Bktr DSAT (c) DSATUR (d) Hill Climber

(e) Hybrid EA (f) Partial Col (g) Greedy (h) Tabu Col

Figure 4.3: Regions of good (blue) and bad (red) performance of graph colouring heuristics in
instance space.

(a) Density (b) Alg. Connectivity (c) Energy

Figure 4.4: Feature distributions in instance space.

ods, and the real-world data sets are relatively small. We also observe that the

Culberson generators in most cases could be used to produce instances which are

co-located in feature space to real world graphs.

Finally, it is encouraging to see that the DIMACS competition graphs (class D)

are relatively diverse. As a competition data set, its goal should be to stress test

algorithms by providing as diverse a range of graph structures as possible, avoiding

giving advantage to any one specific algorithm. This ensures development is not

stymied by providing an overly homogeneous test set which encourages tailoring of

algorithms towards problems of a certain structure.
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4.2.3 Algorithm Footprints

In the generated instance space, a prediction of the best-performing algorithm for

each instance is made using a Support Vector Machine (SVM) classifier. The classi-

fier takes the two dimensional projected representation (v1, v2) of each instance and

selects the heuristic which is expected to require the smallest set of colours to produce

a feasible vertex colouring. Figure 4.3 shows the resulting performance footprints.

The generated model has a 90% prediction accuracy based on a 50/50 partitioning

of the instance data into testing and training sets.

The area of the performance footprint of an algorithm gives a measure of its

relative power. On this basis the Hybrid EA is the most powerful algorithm in general.

It has the strongest performance across a diverse range of instances. However, we

can identify a particular region of where its performance is weak, in the top right

corner of the space. This region contains graphs with high energy (see Figure 4.4)

and the projected view identifies that the Tabu Col and Ant Colony heuristics are

likely to outperform Hybrid EA in this region. This highlights the key advantage

of studying algorithm performance across instance space, rather than on average, to

support greater insights into their relative strengths and weaknesses.

Given this instance space, the natural question to ask is whether the diversity

of the collected instance data is sufficient to claim superiority of a given algorithm.

Is the shape of the instance space (in terms of the area covered by existing instance

data) a good picture of the theoretical bounds of the space, or are there regions

where we are missing data? If we produce data in missing regions, could we come to

a different conclusion about which algorithm is the most powerful?

4.3 Generating New Instances

Section 4.2 establishes the state of existing meta-data for graph colouring already

produced in the literature (Lewis et al., 2012; Smith-Miles et al., 2014). This section

identifies gaps in the projected instance space developed using this data by first

defining the theoretical boundary of measured feature values of graphs. We then

develop an evolutionary algorithm to produce more diverse instance data by searching

in problem space.
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4.3.1 Valid Points in Instance Space

The instance space shown in Figure 4.3 provides a good picture of algorithm per-

formance across the current set of test instances. However, in order to assess the

diversity of instance data, both in feature and performance space, there are a num-

ber of additional considerations. First, the collected instance data varies in size as

well as structure. To assess the structural diversity of these instances we should look

to normalise features by size or restrict consideration to a fixed graph size. Second,

we do not yet have a picture of the boundary of the region where instances can theo-

retically exist in this projected instance space. Once these two points are addressed,

we can use the resulting information to target our efforts in instance generation.

The original instance space shown in Figure 4.2 was a projection of a three

dimensional point in feature space defined by the graph properties density (ρ), al-

gebraic connectivity (c) and energy (e). In order to define and visualise the area of

potential data points in this projected instance space, we need to consider the range

of valid values of these features. In this 3-dimensional feature space, we define the

valid interior as the set of vectors (ρ, c, e) for which a graph can potentially exist.

The boundaries of this set of points can be defined for each of the features relative

to one another from inequalities in the literature. The projection of the set of valid

interior points in the high-dimensional feature space onto the two dimensional in-

stance space defines the set of valid points in instance space. In general the range of

a feature need not be bounded, however both lower and upper bounds can be defined

for each of the features included in this projection.

Firstly, given an undirected graph G(V,E), defined by a set of vertices V and

edges E the maximum number of edges possible is (|V |(|V | − 1))/2 for a fully con-

nected graph. Graph density is thereby bounded in the range [0, 1]. Bounds for

algebraic connectivity and graph energy can be found in the literature.

McClelland (1971) derived the first upper bound for the energy of a graph,

showing that e ≤
√

2|V ||E|. This can be simplified to an upper bound on mean

energy (energy normalised by number of vertices) as a function of density and graph

size, expressed as

ē =
e

|V | ≤
√
ρ
√
|V | − 1. (4.2)

Koolen and Moulton (2003) provide an alternative upper bound on e, independent

of density, which gives

ē ≤ 1

2
(1 +

√
|V |). (4.3)
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(a) (b)

Figure 4.5: Upper and lower bounds of normalised mean energy (a) and algebraic connectivity
(b) relative to graph density. Location of existing graphs within these boundaries is shown, with
random graphs shown in red (Smith-Miles and Bowly, 2015).

An upper bound for graph energy is given by Yu et al. (2005) as e ≥ 2
√
|E|, which

can be expressed as

ē ≥
√

2ρ(|V | − 1)

|V | . (4.4)

Further bounds on graph energy are provide in these articles, however inequali-

ties (4.2) to (4.4) are the only ones which give bounds on energy purely as a function

of density and graph size. These results for graph energy give the resulting greatest

lower and least upper bounds as√
2ρ(|V | − 1)

|V | ≤ ē ≤ min
(√

ρ(|V | − 1),
1 +

√
|V |

2

)
. (4.5)

De Abreu (2007) provides an upper bound on algebraic connectivity as 2|E|/(|V |−
1). This can be simplified in terms of density to give the following bounds on nor-

malised algebraic connectivity c̄ = c/|V |:

0 ≤ c̄ ≤ ρ. (4.6)

We now construct a normalised feature space given the size-independent fea-

tures (ρ, ē, c̄). The resulting graph feature data is shown in Figure 4.5. Normalised

algebraic connectivity and energy are both shown relative to density, with lower and

upper bounds indicated for each feature per Equations (4.5) and (4.6). These figures
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(a) (b)

Figure 4.6: Projected instance space based on normalised features for the original graph data set.
Random graphs are shown in red, Culberson generated graphs in green (Smith-Miles and Bowly,
2015). (a) shows all graphs, (b) shows only 100 node graphs. The black line shows the theoretical
boundary.

include all graph instances used to create the original instance space, with additional

random graphs shown for comparison. We observe in this figure that random graphs

have predictable properties in terms of their density; there is limited ability to vary

structural properties using this generation method.

The resulting PCA projection for normalised features is shown in Figure 4.6a.

As with the previous instance space, feature values are log-normalised and scaled

to the range [0, 1] for the available instance data. The resulting projection which

maximises preserved variance in the instance data is

[
v1

v2

]
=

[
0.638 0.604 0.478

−0.211 −0.460 0.862

] ρ

c|V |
e/
√
|V | − 1

 . (4.7)

This projected 2D space retains 95% of the variance in the 3 dimensional feature

data. The boundary of this space is derived by projecting a wire-frame boundary

derived from Equations (4.5) and (4.6) into the two dimensional space.

Finally, even though we have normalised each of the features used here by some

function of the number of vertices |V | in the graph, there is still dependency of

the feature bounds on graph size. Furthermore, we observe that random graphs of

different sizes do not necessarily occupy the same narrow band of instance space.

Therefore in our instance generation experiments we restrict attention to graphs
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of 100 nodes, to ensure variation in feature data is solely the result of structural

differences in the graph instances.

When we restrict the available instance data to graphs of 100 nodes and project

them into the instance space given in Equation (4.7), we see that even less of the

theoretical instance space is covered (see Figure 4.6b). To improve on this data set,

we generate additional 100-node instances using the Culberson generators (instance

sets C1-C5) which showed the most feature variation in the original data. There is a

significant amount of the instance space still to be covered; and we have essentially

exhausted the ability of our current generation techniques to produce instances in

these empty regions. In this view we see that random graphs, generated graphs and

our original data set can produce only a small fraction of the possible theoretical

variation in these features. A new methodology is required to improve the diversity

of this data set.

4.3.2 Evolving New Instances

The problem of generating instances with desired features, when ‘direct’ generators

such as the Culberson algorithms fail to do so, can be treated as a black-box opti-

misation problem. The objective can be easily measured by calculating features of a

given instance and measuring the discrepancy from the desired values, but it cannot

be easily expressed in a structured way which might be leveraged by mathematical

programming techniques to find an exact solution. Solving this problem therefore re-

quires the use of heuristic algorithms. In this work we apply evolutionary algorithms

(EAs) to this problem. For detailed explanation of the operation of evolutionary

algorithms the reader is referred to Chapter 3.

Instance Encoding and Search Mechanisms

As described in Chapter 3, representation and crossover of individuals in a genetic

algorithm should be designed so that the key genes can be propagated. Here we

consider this problem in the context of graph colouring algorithms.

Chromatic number is bounded below by the largest clique present in the graph.

The DSATUR (degree saturation) heuristic begins by finding a large clique to assign

an initial set of colours. Such an algorithm is likely to be influenced by the presence of

cliques in the graph. We should therefore consider in our algorithm design a method

of representation and crossover which tends to preserve subgraphs. If a clique is
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Figure 4.7: Crossover operator applied to the edge sets of two parent graphs to produce two offspring
graphs (Smith-Miles and Bowly, 2015).

present, and contributes to the value of an instance, it will be propagated through

the generations with high probability.

Similarly, independent vertex sets (the members of which can all be assigned one

colour) have an influence on colourability. The MAXIS (maximal independent set)

heuristic searches for such sets in order to build a colouring sequentially by assigning

colours one at a time to independent vertex sets. Again, a method which propagates

the characteristics of subgraphs is likely to be useful.

Finally we should consider the features we measure for graphs. In this work we

consider density, algebraic connectivity and energy. Density can be easily controlled;

if the graph is encoded as a set of edges, then increasing or decreasing the number of

edges over time behaves similarly to the onemax problem. Controlling connectivity

and graph spectra requires that graph structures are propagated through generations,

implying that the crossover operator must consider more than just the string of edges.

The essential function of the GA is to balance the survival of building blocks

with their contribution to fitness of individual instances over the lifetime of the

algorithm. Of course, if maximising the fitness function was simply a matter of

choosing the best components and combining them, the problem would be easy to

solve by decomposition. Instead, the GA should leverage its ability to propagate

good genes in order to find the best interactions between components.

For example, we know from previous work on graph generators (Culberson et al.,

1995) that clique hiding is an effective strategy to challenge graph colouring algo-

rithms. In such graphs, the clique is hidden by its interaction with another subgraph.

When applying an evolutionary algorithm approach to this problem, we are not re-

quired to design a specific strategy for clique hiding. We simply give the GA the
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ability, through crossover, to propagate cliques and leave it to generate its own strat-

egy for hiding them from a target algorithm.

The above reasoning leads us to develop the crossover algorithm for graphs

shown in Figure 4.7. This is based on a direct representation of instances where the

graph is stored as a list of nodes. An index on this list is selected at which to split

the graph into node sets A and B. One child graph is formed by combining the two

subgraphs A and B from one parent, overlaid with the bipartite graph composed of

the interconnecting edges between A and B from the other parent. The second child

is formed by reversing the parent roles in this scenario.

Splitting the graph once, as above, can be described as a one-point crossover

method. It is implemented simply by splitting the adjacency matrices of two graphs

at the same point and exchanging components. The algorithm could be further gen-

eralised to an n-point crossover method which splits graphs into smaller components

before recombination. The key criteria is that graphs are decomposed into subgraphs

and bipartite interconnection components.

Fitness Functions for Feature Diversity

Generating instances with a variety of properties in feature and performance space

using search requires us to define different objective functions. These objectives can

be applied to target missing instance characteristics in our data set. Applications

of this method in the literature are generally focused on single-objective implemen-

tations used to evolve instances which are hard or easy for a target algorithm. For

example, Van Hemert (2006) measures number of constraint checks required combi-

natorial optimisation algorithms, while Julstrom (2009) considers the ratio between

the objective function value found by a heuristic and the known optimal solution.

To generate new instances which improve diversity in feature space, we first ap-

ply single-objective optimisation. Starting with an initial population sourced from

existing instances, we found that genetic algorithms in general converged to a sub-

optimal point (i.e. do not reach the intended target) when the initial distance to the

target point was too large. We therefore implemented a number of different overar-

ching strategies, consisting of multiple restarts of the algorithm, to ensure we covered

the space. These strategies are:

1. Custom fitness function which rewards instances which are furthest from exist-

ing instances.
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2. Generate a grid of target points across the instance space, and reward instances

which are closer to the target point for a given GA run.

3. Generate target points distributed on the theoretical boundary.

4. Generate target points which are arbitrarily close to the boundary of existing

instances.

Multiple runs of the GA are carried out using the above methods. In each case

crossover is implemented as shown in Figure 4.7. Mutation is performed to maintain

diversity by randomly flipping up to 3% of elements in the adjacency matrix of an

individual graph (i.e. adding and removing random edges). Elitism is applied by

carrying the top 10% of instances unchanged between generations.

At the end of each run, the 20 fittest graphs found (the elite group) are saved

to the final instance set, and the next run of the algorithm may use some of these

instances in the initial population. In particular for strategy 4, this allows the target

points to be updated, so that the required progression of instances across the space

in a single GA run is fairly low. This method of multiple restarts prevents premature

convergence which would otherwise stall progress.

Fitness Functions for Performance Diversity

Evolutionary generation can be applied to produce instances which are more dis-

criminating of algorithm performance than those currently in the test set. A com-

mon approach is to use single-objective optimisation to maximise the performance

difference between two algorithms. In the case of graph colouring we would use

fitness = ncoloursA − ncoloursB, such that maximising fitness generates instances

which are challenging for algorithm A.

If there is already some relationship observed in the instance data between fea-

tures and performance difference, the single objective approach is likely to take the

easy win and gravitate towards the region in feature space where hard instances are

already found. The resulting data may simply serve to reinforce our existing pic-

ture of algorithm behaviour. Our aim should instead be to ‘stress-test’ the current

instance space by generating counter-examples: finding hard instances in regions so

far observed to only contain easy problems.

This can be considered as a problem with competing objectives: evolve hard in-

stances while steering away from regions of the space where hard instances are found.

The problem is therefore suitable for a multi-objective approach. The performance

difference between algorithms serves as one of the objectives, while the second ob-
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Figure 4.8: Locations of new instances generated by evolving towards target points in empty space.

jective is a feature measure as discussed previously. The resulting evolved set should

contain instances which capture the trade-off between the two objectives, progressing

towards discriminating instances with the desired feature values, if they exist.

Multi-objective genetic algorithms maintain the population as an approxima-

tion of the Pareto frontier of the multi-objective space (see Section 3.1.4). We use

the NSGA-II algorithm (Deb et al., 2002) for this instance generation method, since

it maintains the extreme values of the Pareto frontier and prunes overly-similar in-

stances from the population to maintain diversity.

4.4 Results

Using the feature-diversity approach described, a set of 8278 new 100-node graphs

were generated through repeated runs of the genetic algorithm. These new graphs are

shown in Figure 4.8 in the normalised instance space, in comparison with the 100-node

random and Culberson generated data sets. By evolving new instances we are able

to achieve much greater coverage of the area which can be theoretically occupied by

100-node graphs. The new instances push us much closer to the theoretical boundary

for graphs of these size, however we were not able to exactly reach the target points

generated on these boundaries. This may indicate that there is scope to find improved
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upper and lower bounds on these features, if indeed graphs cannot exist outside the

region covered by the new instances we have generated.

The most effective strategy for generating new instances was strategy 4. This

method chose target points which were a small distance from existing instances in

the data set and included these already ‘fit’ instances in the initial population. As a

result the evolutionary algorithm was able to converge on the target point relatively

quickly. In contrast, when using strategies 2 & 3, the target points often proved

to be too distant from the instances in the starting population. These runs tended

to converge prematurely without making as much progress towards a target point.

Instead, sequential runs using strategy 4 and updating the instance set gave us the

best chance of covering the space.

Strategy 1 was thought to be a more general approach which would over time

favour instances which were generally ‘novel’ by their position in instance space.

However, in practice, the fitness function tended to favour easy wins, i.e. instances

in a small gap between known data points, rather than extending the boundary.

This fitness function also ranked equally instances which were in separated regions,

with both considered equally ‘novel’, and as a result crossover tended not to produce

instances which extended the boundary. This method did not turn out to be as

effective as a target-point approach where the whole population aims to step towards

a single point.

4.4.1 Updated Instance Space Projection

Using the new set of test instances, the instance space projection is updated based on

measured algorithm performance. Since the generated 100 node graphs are smaller

than those in the original test set, the limit of constraint checks for each algorithm is

reduced to 108. New easy/hard labels are assigned: an instance is considered easy for

a given algorithm if that algorithm achieves equal best performance on the instance.

A new projection is generated to best separate easy and hard instance classes for

each algorithm in 2D space using the MATILDA algorithm2. The updated projection

is given by [
v1

v2

]
=

[
−0.2256 0.2538 0.3682

−0.2023 0.2746 −0.2344

]βe
ρ

 . (4.8)

2The projection matrix is generated using the online MATILDA tool at matilda.unimelb.edu.au
(Smith-Miles et al., 2014; Muñoz et al., 2018).
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(a) Ant Colony (b) Bktr DSAT (c) DSATUR (d) Hill Climber

(e) Hybrid EA (f) Partial Col (g) Greedy (h) Tabu Col

Figure 4.9: Regions of good (blue) and bad (red) performance of graph colouring heuristics in the
updated instance space (a) Ant Colony (b) Backtracking DSATUR (c) DSATUR (d) Hill Climber
(e) Hybrid EA (f) Partial Col (g) Random Greedy (h) Tabu Col.

This projection uses the original features as opposed to their size-normalised variants.

Scaling is unnecessary since the dataset contains uniformly sized graphs. Note that

Equation (4.8) is a reflection in the x-axis of the actual projection generated by

MATILDA. This reflection gives a closer match with the direction of variation in

each feature in the original feature space (compare Figures 4.4 and 4.10) to facilitate

comparisons.

Two of the three original features, density and energy, are still selected in the

optimal projection. However in this case feature selection selects the beta feature,

which measures the degree of bipartivity of a graph, instead of algebraic connec-

tivity. This choice makes sense considering that three of the algorithms, DSATUR

and its two extensions Bktr DSAT and Hill Climber, are exact for bipartite graphs.

Bktr DSAT extends DSATUR by backtracking over the heuristic choices made by

DSATUR, while Hill Climber attempts local improvements over DSATUR’s solu-

tions. The updated performance footprints shown in Figure 4.9 indicate that both

algorithms improve on the region of good performance of DSATUR in the direction

of decreasing bipartivity.
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(a) Density (b) Alg. Connectivity (c) Energy (d) Beta

Figure 4.10: Feature distributions in the updated instance space projection.

Given a large enough budget for constraint checking, Bktr DSAT will enumerate

the complete search tree through backtracking and find the optimal colouring. On

6069 of the 8278 graphs in this test set, backtracking is able to perform this com-

plete search (the algorithm terminates with less than 108 checks). The Ant Colony

heuristic, and to a lesser extent Tabu Col, which appeared to be strong performers

in the original instance space, are outperformed by backtracking across large areas of

the updated space. Given that the constraint check limit is large enough to perform

complete tree enumeration, these heuristics appear to become trapped in the same

regions of the search space, repeatedly checking the same solution. It appears that

the search patterns which worked well for these heuristics on large graphs may not

translate to smaller instances.

High energy graphs are still seen to be the most challenging of all instances in the

space. However the central region of the space does not contain any instances which

distinguish between the top-performing algorithms, Partial Col and Hybrid EA, both

of which perform strongly across the board and only begin to fail in the region of

high energy and connectivity. Based on the measure of bipartivity, we should not

expect to find any hard instances in the lower left corner of the space (since simple

algorithms such as DSATUR are exact), but it may be possible to generate new

discriminating instances in the central region.

4.4.2 Evolving Discriminating Instances

Figure 4.9 shows Hybrid EA and Partial Col to be the strongest algorithms overall

on this new instance space. They are only seen to perform poorly on a narrow

band of high energy graphs. More generally, this high-energy region is the only area
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(a) Partial Col (b) Hybrid EA

Figure 4.11: New instances evolved to discriminate between Partial Col and Hybrid EA at low
values of graph energy. Points shown in green in (a) are new instances which are hard for Partial
Col. Green points in (b) are new instances which are hard for Hybrid EA.

which discriminates between the performance of the top 5 algorithms. By evolving

new instances in performance space we aim to determine whether discriminating

instances can be found in regions of the feature space that, based on our current

data set, appear to contain only easy to colour graphs.

We apply a multi-objective evolutionary algorithm to this task. The target

region of feature space contains graphs with low energy, so one objective is to minimise

energy. The second objective is to maximise difference in algorithm performance.

We generate two data sets: one where the performance objective is ncoloursHEA −
ncoloursPARTCOL, producing hard instances for Hybrid EA; and one with objective

ncoloursPARTCOL − ncoloursHEA, producing hard instances for Partial Col.

The instances produced are shown in Figure 4.11. Although the evolution fails to

find new hard instances at new locations for Hybrid EA, new graphs are successfully

generated at lower energy values which are hard for Partial Col. This result points

to deficiencies in the feature set; new instances can be generated which have differing

performance to all other instances at or near the same location in feature space. An

additional feature dimension is likely required to separate the two instance sets more

effectively.

The results of evolutionary instance generation in feature and performance space

indicate that the inclusion of new instance data into our analysis may result in dif-

fering conclusions than those we arrived at by analysing the original data set. This
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is not to say that the new data set is necessarily representative of the environment

in which these algorithms will be deployed. It simply serves to illustrate that with-

out generating additional diverse instances, we may miss critical information when

judging the relative performance of algorithms or producing an algorithm selector.

4.5 Summary

This work demonstrates a methodology for augmenting instance data by considering

diversity in feature space. Given a projected space generated using extended algo-

rithm selection, an evolutionary algorithm is employed to generate instances in re-

gions not covered by existing instance data collected from real world sources or other

instance generators. The new test instances improve diversity in the target feature

space and identify a new projection which may be more informative of algorithm

performance. This new projection shows further gaps to be filled and may change

our conclusions about the strengths and weaknesses of algorithms being tested.

Additional instances are evolved using a multi-objective algorithm to improve

discriminating power in part of the feature space where all instances appear to be

easy to solve. The new data shows that easy and hard instances for a given algorithm

can be located at the same point in 2D space, indicating insufficiencies in the selected

feature set. It seems more features are required to effectively separate regions of good

and bad performance.

These results suggest the need for an iterative methodology to provide deeper

insights into algorithm performance. First diverse instances are generated to fill

gaps in the feature space. Second, discriminating instances are generated to test

separability of regions of good and bad performance of algorithms in the portfolio.

Any failures in successful prediction indicate the need to update the feature set and

iterate until a satisfactorily stable picture of algorithm performance is achieved.
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CHAPTER5
A New Framework for Instance Gen-

eration

This chapter presents a general framework for parameterised generation and problem

space search in a restricted instance space. The motivation behind this framework

is to improve our ability to develop generators which control the features of test

instances. To that end, we outline a method used to ensure a generator produces

instances with a required property, then give an iterative procedure to update a gen-

erated instance set with new diverse instances found through problem space search.

We use the travelling salesman problem (TSP) as a running example to highlight

the problem-specific components which need to be developed to apply the framework

to a new problem domain. The TSP is chosen as an illustrative example in this

section for two reasons: firstly for its simplicity as a problem to enable the framework

detail to be presented clearly; and secondly to show the broader applicability of the

framework beyond its use in defining LP and MIP generators in this thesis. A TSP

instance is a weighted undirected graph where edge weights represent the distance

between connected pairs of locations. An instance is feasible if its graph has at least

one Hamiltonian cycle. We demonstrate the application of the framework by showing

the steps required to develop a generator for feasible TSP instances.
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5.1 Problem Space

Given the space of all instances of a general problem Π, let the problem space P
be the subset of instances of Π over which we are interested in studying algorithm

performance. Concretely, the outcome of a decision problem splits Π into the set P
and its complement P̄ .

For the TSP example, we are interested in studying algorithm performance when

solving feasible instances. Π is the set of all possible TSP instances. A TSP instance

x ∈ Π is represented as a weighted undirected graph with N vertices, or more pre-

cisely, a list of entries (i, j, w) each defining an edge between vertices i and j with

positive weight w. P is the set of all feasible TSP instances. Determining whether an

instance x is in P is a hard decision problem. The outcome of this decision problem

is not clear from inspection of the problem data in this typical form.

5.2 Generator Requirements

A generator GΠ for the general problem space Π is an algorithm which produces in-

stances at random in Π but cannot specify in advance whether a particular generated

instance belongs to P or P̄ . We refer to such a generator as näıve. By contrast, a

controllable generator GP for the problem space P is an algorithm which produces

instances at random which are guaranteed to lie in P . GP must be correct in that it

produces instances only of P , not of P̄ , and complete in that it is capable of producing

any instance in P .

An example of a näıve generator GΠ for general TSP instances would be an

algorithm which chooses edges uniformly at random with probability p, and chooses

weights from some distribution of strictly positive values. While p influences the

likelihood that a given TSP instance has a Hamiltonian cycle, whether such a cycle

exists cannot be specified as a strict condition. Defining a controllable generator GP ,

which guarantees that the resulting graph has a Hamiltonian cycle, and furthermore

which can produce any possible graph with such a cycle, is clearly a more challenging

task. Randomly generating weighted edges to build the typical representation of a

TSP instance is unlikely to achieve this goal.
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5.3 Encoding

To aid in developing a correct and complete generator for P , we define an encoding

E which admits only instances in P . An encoded form e ∈ E is an alternative

representation of the problem data of instance x. Every valid encoded form must

represent an instance of P (correctness), and every member of P must have a valid

encoded form (completeness). As a consequence of this requirement, all instances in

P̄ do not have a valid encoded form. The constructor CP is an algorithm which builds

the original problem data representation from the encoded form, so that x = CP(e).

A generator GE for the encoding E produces encoded forms e at random. It must

be possible for any encoded form e ∈ E to be produced by this generator.

One possible encoded form E for TSP instances with a feasible tour is the

following:

• an ordering of the N vertices (defining a Hamiltonian cycle),

• a list of N weights on the edges in this cycle, and

• a list of additional weighted edges.

The constructor produces a typical TSP representation (a list of edges) by creating

N edges from the cycle ordering and weights and taking the union with the list of

additional edges.

It is easy to show that this encoding is correct and complete. The first step of the

constructor always includes a feasible tour in the resulting instance. Furthermore,

a Hamiltonian cycle can be extracted from any TSP instance with a feasible tour,

which defines the ordering of N vertices in an encoded form of the instance. Since

every encoded form produces a valid instance of P , and a valid encoded form can be

defined for every instance of P , this encoding is correct and complete.

A random generator GE for encoded form TSP instances would, for a given

problem size N , produce a random ordering of the vertices v1 . . . vN and a random

set of additional edges. The first phase of the algorithm is just a random shuffle of

1 . . . N to define an ordering. The second phase generates weights for the cycle edges

from a non-negative distribution. The final phase can proceed to choose weighted

edges with probability p as with the generator for the general problem. This algorithm

is clearly correct and complete with respect to the encoding E.

The encoding discussed above is redundant: problem instances have multiple

encoded representations. Edges of the generated graph can be defined either as

part of the cycle definition or as one of the additional edges. This means that
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an instance with multiple Hamiltonian cycles may be represented by multiple valid

encoded forms, possibly resulting in bias towards such instances in the controllable

generator. Although it may be possible to further develop the encoding the avoid

this issue, encoding redundancy does not impact the definitions of correctness and

completeness.

Defining an encoding splits the instance generation task into a two stage process:

GE and CP . By showing that both stages are correct and complete, the resulting

generator GP is clearly correct and complete with respect to the target problem space

P .

5.4 Neighbourhood Operators

While a correct and complete generator is theoretically capable of producing any

instance in the defined search space, we cannot infer from this that all instance classes

are equally likely to occur. In particular, it may not always be possible to control the

values of specific features, or the difficulty of an instance for a particular algorithm.

As a result a generated test set will likely not be balanced across all feature ranges.

Some feature values may be missing entirely as they appear with low probability.

Problem space search may be advantageous in addressing such deficiencies.

Developing a search algorithm requires that we define neighbourhood operators

for the problem space. As with the initial generator design, manipulating instances

in P in their typical form does not guarantee that the resulting neighbour is also in

P . Instead we implement neighbourhood operators in the encoding space. A general

form for these operators can be defined by replacing part of an encoded form with

new data produced by the generator GE. The resulting encoded form is passed to

the constructor to produce a neighbouring instance.

To illustrate this, first note that given a TSP instance, we can produce a new

instance simply by adding and removing edges with a given probability. However,

operating directly on the graph representation of the instance could break an existing

Hamiltonian cycle, resulting in a neighbour which is in P̄ . Avoiding this requires a

repair heuristic in order to keep this neighbour in the space P . While this would

guarantee membership of P , it would be hard to verify that the search space is

entirely connected by such an operator, and therefore whether a target instance can

be reached over many steps of a search algorithm.
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General Problem
Π

Problem Space
P

Encoding
E

Constructor
CP

Mapped
Search

Figure 5.1: The constructor shifts an instance generation and search problem to a different space
by means of an encoded representation of instance data.

Instead, we define a neighbourhood operator in the encoding space which uses

GE to generate new data for the instance. For TSP, this operator would alter the

encoded form by:

1. reshuffling part of the cycle ordering,

2. generating new weights for some cycle elements, and

3. adding or removing additional edges with a given probability.

A new TSP instance is produced by construction from this encoded form. Given that

GE is complete and correct, it is easy to verify that a finite number of applications of

this operator can progress between any pair of encoded forms. This neighbourhood

operator could be applied as a local search operator for greedy algorithms or simulated

annealing, or as a mutation operator in an evolutionary algorithm.

5.5 Search Objectives

For a given experiment or exploratory study, one may define measures for the suf-

ficiency of the instance set in terms of algorithm performance and feature diversity.

A search algorithm, using neighbourhood operators as explained above, optimises

these sufficiency metrics by generating new instances. For an instance set which does

not cover the full feature range the objective should favour instances which increase

feature diversity. For an instance set which does not contain enough hard instances,

or enough instances which are discriminating of algorithm performance, the objective

function may be based on performance metrics.
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Generate
instance set
GP → I ⊂ P

Γ(I) sufficient
over P?

Search F
max Γ(I)
s.t. I ⊂ P

Λ(I) sufficient
over P?

Search Y
max Λ(I)
s.t. I ⊂ P

Set I is diverse

NO

YES

NO

YES

Figure 5.2: The initial generated instance set is updated with new instances produced by search in
problem space. This search may be performed in feature space F or algorithm performance space
Y.

To formalise these search objectives, we define functions which produce a di-

versity metric from an instance set. We then define Γ(I) and Λ(I) which map an

instance set I ⊂ P to a diversity measure for feature values or performance metrics,

respectively. For example, given two functions f1 and f2 which calculate features for

an instance x, and target values g1 and g2 for those features, we may define

Γ(I) = min{ (f1(x)− g1)2 + (f2(x)− g2)2 | x ∈ I ⊂ P}.

This diversity measure calculates the distance to the target point of the closest in-

stance in the set. A search algorithm minimises this metric to produce new instances,

continuing until a given threshold of sufficiency is met.

By defining objectives in performance space, search aims to generate harder

instances. One example for the TSP is to maximise the number of k-opt iterations

(Lin and Kernighan, 1973) required to generate a good heuristic solution for a given

instance. We may define the function

Λ(I) = max{LK(x) | x ∈ I ⊂ P},

where LK(x) returns the number of iterations required for a Lin-Kernighan heuristic

to reach a local optimum, to be maximised using problem space search in order

to achieve this goal. More complex functions may be defined which consider, for

example, the difference in performance between two algorithms, or the variance of

values in feature space. In our investigations of problem space search, we consider

the metrics defined here: minimisation of distance to a target point in feature space

and maximisation of difficulty for a target algorithm.
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5.6 Summary

We are given the task of implementing a generator which controls a target property

of generated instances. We first define the properties of correctness and completeness

with respect to a problem space P ⊂ Π, which capture the ability of a generator to

produce any instance in a target class. Designing such a generator, and proving that

it is correct and complete, is simplified by shifting the instance generation process to

an alternative encoding of instance data.

Figure 5.1 summarises this process: we define the constructor CP such that the

image of the encoding E is the target problem space P ⊂ Π. Instance generation

and problem space search using the encoded form is then unrestricted. Figure 5.2

summarises the process for updating the instance set with new instances found by

searching feature and performance space until the sufficiency requirements are met.

Application of this framework to a new problem space requires the user to de-

velop:

• an encoding admitting only instances of the target problem space,

• a construction algorithm to produce instances from the encoded forms, and

• generators and search operators in the space of encoded instances.

Verifying the properties of completeness and correctness then guarantee that gen-

erators and search algorithms implemented using this framework cover the required

problem space.
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CHAPTER6
Generating Linear Programming In-

stances

In this chapter we implement the domain specific components of the instance gen-

eration framework required to generate feasible and bounded linear programs. The

general problem space Π is the set of all linear programming instances, and P is

the set of all feasible, bounded linear programs. Instances are represented as a tuple

(A, b, c) which defines the canonical form of the primal problem.

Determining whether a given instance x is in the target set P requires an algo-

rithm to solve the corresponding linear programs. If such an algorithm terminates

at an optimal point, or otherwise establishes both primal and dual feasibility, then

x ∈ P . If the result is a proof of infeasibility or unboundedness, then x ∈ P̄ . The

result of this decision problem cannot otherwise be determined from the problem

data in canonical form.

In Section 6.1 we define the encoding used, a generator for encoded instances,

and a näıve generator for comparison. Section 6.2 analyses the properties of these

instances in terms of measured features and difficulty for LP algorithms. Section 6.3

improves the diversity of these instances by searching in problem space. The perfor-

mance of local search algorithms using näıve operators and operators on the encoded

forms is compared. Results in this chapter are published in Mathematical Program-

ming Computation (Bowly et al., 2019).
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6.1 Instance Generators

Our aims for LP instance generation are to vary the following features of instances

described in Section 2.5:

• variable and constraint degrees sequences,

• statistics of right-hand side and objective coefficients,

• constraint matrix density, and

• solution properties, specifically the number of binding constraints and nonzero

primal variables at the optimal point.

In Section 6.1.1 we implement a näıve generator GΠ for general LP instances.

This section implements a constraint matrix generator which varies relevant features,

but cannot guarantee that instances are feasible and bounded or control properties

of the optimal solution. In Section 6.1.2 we define an encoding E which admits

only feasible bounded LP instances, and a constructor to build instances from the

encoded data. We show that this encoding is correct and complete by the definitions

in Chapter 5. In Section 6.1.3 we define a generator GE for encoded forms e ∈ E

of feasible, bounded linear programs, and show that it is correct and complete. The

resulting controllable generator produces only feasible, bounded problem instances

and can control features of the optimal solution.

6.1.1 Näıve Generator

A näıve generator GΠ for linear programs generates the canonical form (A, b, c) of

the instance. In this case, constraint right hand side values b and objective function

coefficients c are drawn from normal distributions. For a given instance the means

and standard deviations of these distributions are chosen randomly from indepen-

dent uniform distributions. Values ci and bj are then drawn from the corresponding

distributions.

The generator varies connectivity properties of the constraint matrix A by vary-

ing the variable and constraint degree sequences and distribution of coefficients. A

degree sequence for both the variable and constraint nodes is first generated. Each

degree sequence must sum to the same total number of edges (determined by den-

sity) in order to be valid. Algorithm 2 constructs degree sequences by increasing the

degree of one variable and one constraint node at each step. The next node is chosen

based on the current degree sequence, where weighting parameters (pv, pc) alter the

choice from completely random (producing uniform degree) to highest degree prior-
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ity (producing maximum degree of one node before moving on to others). Once the

input degree sequences are constructed, edges are assigned with probability given by

their respective end nodes to achieve the required sequences.

Edges are added indirectly via this method because the arbitrary sequences may

not be satisfiable, and it is computationally costly to find a graph with these exact

sequences. This method is suitable for our purposes as it varies the required statistical

features of variables and constraint degree and is relatively efficient. Any unconnected

nodes remaining after this process are connected to prevent the algorithm producing

empty constraints or unbounded variables. Nonzero values in the constraint matrix

are then drawn from a normal distribution.

Algorithm 2 Constraint generator.

Require: n ∈ [1,∞], m ∈ [1,∞], ρ ∈ (0, 1], x̂, ŷ, pv ∈ [0, 1], pc ∈ [0, 1], µA ∈
(−∞,∞) σA ∈ (0,∞)

Ensure: Constraint matrix A ∈ Qm×n.
1: Set target variable degree d(ui) = 1 for randomly selected i, 0 for all others
2: Set target constraint degree d(vj) = 1 for randomly selected j, 0 for all others
3: e← 1
4: while e < ρmn do
5: s← draw n values from U(0, 1)
6: t← draw m values from U(0, 1)

7: Increment the degree of variable node i with maximum pv
d(ui)
e

+ si

8: Increment the degree of constraint node j with maximum pc
d(vj)

e
+ tj

9: e← e+ 1
10: end while
11: for i = 1, . . . , n do
12: for j = 1, . . . ,m do
13: r ← draw from U(0, 1)

14: if r <
d(ui)d(vj)

e
then

15: Add edge (i, j) to V C
16: end if
17: end for
18: end for
19: while min(d(ui), d(vj)) = 0 do
20: Choose i from {i | d(ui) = 0}, or randomly if all d(ui) > 0
21: Choose j from {i | d(vj) = 0}, or randomly if all d(vj) > 0
22: Add edge (i, j) to V C
23: end while
24: for (i, j) ∈ E(V C) do
25: aji := N(µA, σA)
26: end for
27: return A
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6.1.2 Encoding and Construction

The näıve generation routine described in Section 6.1.1 is clearly not sufficient to

define a controllable generator GP which is complete and correct. Instead we define

an encoding for linear programming instances which stores the constraint matrix

A along with a complete optimal solution (x̂, ŷ, r̂, ŝ). The constructor produces a

feasible and bounded linear program from this encoded form. Construction uses a

similar approach to previous methods used to produce degenerate LPs (Todd, 1991)

and TSP instances with known optima (Pilcher and Rardin, 1992). However, these

approaches do not consider variation in features of the optimal solution.

To design an encoding for this problem, first consider the key characteristic

of instances x ∈ P . The primal problem (P ) and dual problem (D) must both be

feasible. Therefore, if the encoding stores at least one solution to each problem, it can

be guaranteed to represent a feasible, bounded linear program. The constructor CP

enforces that only those primal problem variables in B, and dual problem variables in

N are non-zero, ensuring the complementary slackness conditions are always satisfied.

Ensuring feasibility of the given solution is then the only requirement to design an

instance for which these solutions are optimal.

The domain of the encoding E is all tuples (n,m,A, α, β) which satisfy

n,m ∈N

A ∈ Qm×n

α ∈ Qm+n αi ≥ 0

β ∈ {0, 1}m+n
∑
βi = m.

(6.1)

Given an input in E, the constructor must return a feasible, bounded linear program

with n variables and m constraints in canonical form (A, b, c). The constructor is

defined in Algorithm 3.
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Algorithm 3 Constructor for feasible bounded linear programs.

Require: Encoded form (n,m,A, α, β) ∈ E
Ensure: Linear program in canonical form (A, b, c)

1: for i = 1, . . . , n do
2: x̂i ← βiαi
3: r̂i ← (1− βi)αi
4: end for
5: for j = 1, . . . ,m do
6: ŷj ← (1− βj+n)αj+n
7: ŝj ← βj+nαj+n
8: end for
9: b← Ax̂+ Imŝ

10: c← AT ŷ − Inr̂
11: return (A, b, c)

Proposition 1. Given any encoded form e ∈ E, the constructor produces a feasible,

bounded linear program. Moreover , the vectors x̂, ŝ, ŷ and r̂ provide optimal

solutions to the LP and its dual problem.

Proof. Let vectors x̂, ŝ, ŷ and r̂ be constructed as in Algorithm 3 for a given encoded

form e ∈ E. Due to the definitions of b and c in this algorithm, and non-negativity of

α as required by the encoding, x̂ and ŷ are feasible solutions to the linear programming

problems (P ) and (D), respectively. It follows from weak duality that both problems

are also bounded.

Furthermore, (x̂, ŝ) and (ŷ, r̂) satisfy the complementary slackness conditions,

since

x̂ir̂i = βi(1− βi)α2
i = 0 ∀ i = 1, . . . , n

ŝj ŷj = βj+n(1− βj+n)α2
j+n = 0 ∀ j = 1, . . . ,m.

By the complementary slackness theorem, x̂ and ŷ are optimal solutions to (P ) and

(D) respectively.

Proposition 2. Any feasible, bounded linear program has at least one encoded form

e ∈ E.

Proof. Consider any feasible and bounded linear program (P ). Without loss of gen-

erality, we may assume that (P ) is given in canonical form and defined by (A, b, c).

Then, the dual linear program (D) of (P ) must also be feasible and bounded. Fur-

thermore, linear programs (P ) and (D) in standard forms must have basic optimal

solutions. Let (x̄, s̄) and (ȳ, r̄) be basic optimal solutions of (P ) and its dual (D) in
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standard forms, respectively, where s̄ and r̄ are the corresponding slack values of the

constraints. Let us consider vectors p = (x̄ s̄) and d = (r̄ ȳ). The vectors p and d

must be non-negative vectors and have at most m and n positive entries, respectively.

Moreover, pidi = 0 ∀ i ∈ {1, . . . , n+m}.
Consider vectors α and β constructed in the following way:

S ← ∅
for i = 1, . . . ,m+ n do

if di > 0 then

βi ← 0 ; αi ← di

else

if pi > 0 then

βi ← 1 ; αi ← pi

else

βi ← 0 ; αi ← 0

Add i to the set S

end if

end if

end for.

Then, by our construction, we have∑
i

βi + |S| ≥ m

since d has at most n positive entries and∑
i

βi ≤ m

since p has at most m positive entries. Moreover, for any i ∈ S we have di = pi = 0.

In order to satisfy the encoding requirement that
∑

i βi = m we take any subset

S ′ ⊂ S with |S ′| = m−∑n+m
i=1 βi and set βi = 1 for all i ∈ S ′.

To complete the proof we show that (n,m,A, α, β) is encoded form of (P). Let

(x̂, ŝ) and (ŷ, r̂) be vectors constructed in Algorithm 3 for (n,m,A, α, β). Then, by

our construction of α and β, we have

(x̂, ŝ) = (x̄, s̄) (ŷ, r̂) = (ȳ, r̄).
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Consequently, Algorithm 3 returns the same right hand side and objective coefficients

b and c.

Proposition 1 implies that the encoding is correct, since Algorithm 3 will produce

a feasible, bounded linear program for all valid encoded forms. Proposition 2 implies

that the encoding is complete since for any feasible bounded linear program x there

exists an encoded form e for which x = CP(e). Following the methodology in Chapter

5, we now only need to define a correct and complete generator GE for encoded forms.

Clearly, it is significantly easier to develop a generator for encoded forms satisfying

Equation (6.1) than to attempt to extend the näıve generator to produce only feasible

bounded instances.

The constructor is guaranteed to produce a unique output instance for a given

encoded input. However, the mapping from encoded forms is not one-to-one with re-

spect to the set of feasible, bounded LPs encoded in the form (A, b, c). Any instance

with multiple optimal bases for the primal or dual problem will have multiple encod-

ings. This can occur when there exist feasible entering and leaving variables from

the optimal basis, or when the solution basis specified in the encoding corresponds

to a singular submatrix of constraints. As a result a generation algorithm which pro-

duces random encoded instances may favour instances with multiple representations.

Proposition 3 gives sufficient conditions for encoding uniqueness.

Proposition 3. If the submatrix corresponding to the selected primal optimal solu-

tion is non-singular and α > 0, the encoding is unique.

Proof. Let M ∈ Qm×(m+n) be the standard form matrix constructed as [A | Im] from

the original canonical form (P ) of the linear program. Let B be the set of m indices

{i ∈ {1, . . . ,m+ n} | βi = 1}. If the submatrix MB selected by these indices is non-

singular, then the optimal solution defined by the constructor is a basic solution.

If α > 0, there are no leaving variables which would maintain dual feasibility, and

this basic solution is unique (non-degenerate). Since the encoding is recovered by

processing an optimal solution, uniqueness of the solution corresponds to uniqueness

of the encoding.

6.1.3 Controllable Generator

The generator GE produces encoded forms (n,m,A, α, β) ∈ E. Since the constraint

matrix A is passed unchanged through the constructor, GE uses Algorithm 2 for
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its first stage. As described in Section 6.1.1, this process controls features of the

constraint matrix.

The second stage generates the optimal solution for the constructed instance,

including primal and dual solution values, primal constraint slack values and dual

constraint surplus values. The generator produces vectors α and β which define a

complete primal-dual solution in the form required by the constructor. Algorithm 4

constructs a basic variable set for the optimal solution containing the required number

of primal and slack variables. Nonzero values of the optimal solution are drawn from

log-normal distributions, such that α is non-negative as required by the encoding.

Algorithm 4 Solution generator.

Require: Generator parameters n ∈ [1,∞], m ∈ [1,∞], γ ∈ [0, 1], µp ∈ (−∞,∞),
σp ∈ (0,∞), µs ∈ (−∞,∞), σs ∈ (0,∞)

Ensure: Encoded solution (α, β)
1: k ← [γ min(n,m)]
2: Popt ← Choose k indices from {1 . . . n} without replacement.
3: Sopt ← Choose m− k indices from {1 . . .m} without replacement.
4: for i = 1 . . . n do
5: αi ← draw from LogNormal(µp, σp)
6: if i ∈ Popt then βi := 1 else βi := 0 end if
7: end for
8: for j = 1 . . .m do
9: αn+j ← draw from LogNormal(µs, σs).

10: if i ∈ Sopt then βn+j := 1 else βn+j := 0 end if
11: end for
12: return (α, β)

Given the choice of primal and slack variable indices in Algorithm 4, where

k = [γ min(n,m)], we have 0 ≤ k ≤ n and 0 ≤ m − k ≤ m as 0 ≤ k ≤ m, so

choice without replacement is valid. Furthermore, given the binary choice of values

in β, β ∈ Bn+m and
∑n+m

i=1 βi = |Popt| + |Sopt| = k + (m − k) = m as required by

Equation (6.1). Including the constraint matrix generated by Algorithm 2, gives a

string (A,α, β) ∈ E, so the generator algorithm is correct.

6.2 Generated Instances

This section compares properties of instances generated using the controllable gen-

erator with näıvely generated instances. Variation of optimal solution characteris-

tics, constraint matrix degree sequences, constraint right-hand side and objective
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Parameter Value/Distribution

Variables n 50
Constraints m 50

Density ρ U(0.1, 1)
High degree variables pv U(0, 1)

High degree constraints pc U(0, 1)
Coefficient Mean µA U(−2, 2)
Coefficient StDev σA U(0.1, 10)

Primal vs slack basis γ U(0, 1)

Table 6.1: Parameter distributions for the controllable generator.

coefficients are compared for each generator. In addition, the performance of pri-

mal simplex, dual simplex and barrier algorithms are compared on each generated

dataset.

We demonstrate the application of the generator by producing a diverse set of

instances where feature values are independently varied across their maximum ranges.

In particular, we vary the number of binding constraints at the optimal point, density

of the constraint matrix, variable and constraint degree statistics, and distribution

of constraint coefficient values. We investigate fixed size instances of 50 variables

and 50 constraints. The remaining generator parameters are independent of instance

size, and the distributions used for each one are given in Table 6.1. These parameter

ranges are chosen to demonstrate the relative feature variation which can be achieved

using these generation algorithms.

For each instance, parameter values are sampled from the distributions given

in Table 6.1 and passed to the generator algorithm. After specifying the problem

size, the remaining parameters are size-independent, intended to capture instance

structure. The generated data set consists of 1000 instances from the controllable

generator and 3000 instances from the näıve generator. The larger sample size is

required for the näıve generator to produce as many feasible bounded instances as

the controllable generator since only 37.5% of instances generated using the näıve

method satisfy this property.

Generation and search is implemented in Python 3.6.3, with a C++ extension

using the Coin LP callable library to facilitate feature computation and generation of

MPS files to be read by solvers for performance measurements. The pseudo-random

number generator included with the NumPy library (version 1.14.2) for Python is

used for all random number generation. Generation, feature space search and per-

formance space search results are reproducible for a given 32 bit seed value for the
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Figure 6.1: Shows the relationship between generator input parameters and variable/constraint de-
gree in generated matrices A: (a) number of constraint matrix nonzero values (max. 2500) produced
based on the density input parameter ρ; and (b) variability of constraint degree as controlled by
parameters ρ and pc.

NumPy random generator. Coin LP 1.16.11 is used to test primal simplex, dual sim-

plex and barrier solvers on generated instances. The CLP algorithms are run using

their respective default settings (for simplex, CLP uses steepest edge as its pivot

rule). Computations are run on an Ubuntu 17.10 virtual machine with 16 virtual

cores and 60GB virtual memory. The code required to reproduce the experiments in

this section is available via the Zenodo repository (Bowly, 2018).

6.2.1 Constraint Matrix Features

This section covers features related to constraint matrix structure of generated in-

stances. Constraint matrices A are generated by Algorithm 2, which is common to

both the näıve and controllable generators. Hence these distributions apply to in-

stances generated using either method. Parameters ρ, pc and pv control the number

of nonzero coefficients, variability in degree of constraints, and variability in degree

of variables, respectively.

Figure 6.1a shows measured values of constraint matrix density as a function of

the density input parameter ρ. We observe some discrepancy from the target density

value for generated instances. This occurs due to the additional generator parameters

which control the extreme values of degree sequences for each variable and constraint.

These extremes necessarily limit the range of achievable density values and introduce

additional noise. For example, setting a high target degree for a subset of constraints

necessarily places a lower bound on constraint matrix density.
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Figure 6.2: Variability of variable and constraint maximum degree values relative to each other and
constraint matrix density.

Figure 6.1b shows the effect of parameters controlling the distribution of variable

and constraint degree values. When density is very low or very high, only limited

variation is possible. When density is given a mid-range value, the parameters pc

(and, correspondingly, pv for variable degree) can produce either uniform or highly

varied degree values. Furthermore, variability of variable and constraint degree is

controlled independently by these two parameters.

Varying these constraint structure parameters produces the feature output shown

in Figure 6.2. We can see from Figure 6.2a that variability in degree for variables

and constraints are controlled independently through the construction of degree se-

quences. Maximum degree values of variables and constraints can be varied inde-

pendently within the maximum ranges allowed by the constraint matrix density, as

shown in Figure 6.2b. In contrast to a uniform random approach, which would pro-

duce approximately uniform degree in most cases, the generator is able to produce

significant variation in these features.

6.2.2 LP Solution Features

Figure 6.3a shows the distribution of the number of binding constraints at the optimal

point for instances produced by each generator. This demonstrates the key additional

parameters available to the controllable generator; it can explicitly set the primal,

dual, slack and reduced cost values. By contrast, the näıve generator occupies a

narrow band of values of this feature. More importantly, the parameters of this
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Figure 6.3: (a) Distribution of number of binding constraints at the optimal point for instances
produced by each generator (b) Proportion of instances with the given number of non-zero entries
in the constraint matrix for which the solution found by the simplex algorithm differs from the
designed optimal solution.

generator have no bearing on these features, so it is not possible to alter the input

parameter distributions in order to achieve more variation.

The controllable generator does not produce a uniform distribution as intended.

The input parameter γ uniformly varies the number of constraints which are binding

at the optimal point in solutions generated by Algorithm 4. However, the effects of

solution degeneracy result in a mismatch between our expected feature distribution

(from the parameters used) and the actual distribution. While the constructor guar-

antees (by Proposition 1) that the solution specified in the encoded form is optimal,

it does not guarantee that it is unique. Therefore when the number of binding con-

straints are calculated by solving the generated LP from scratch, a different optimal

point may be used, and the measured feature value may differ from the design value.

The effect of solution degeneracy is highlighted in Figure 6.3b, which indicates

the likelihood that the solution found using simplex differs from the design solution.

An instance produced by the constructor will have degenerate optimal solutions if

the selected primal variables in the design solution x̂ correspond to a singular sub-

matrix of the constraint matrix A. Overall this occurs 32.5% of the time in instances

produced by the controllable generator. Figure 6.3b shows that there is a higher

likelihood of degeneracy where the constraint matrix is low-density. As the number

of nonzero entries tends towards a maximum (2500 entries for the 50 × 50 matrices

generated here), the likelihood of selecting a degenerate submatrix tends to zero.

This is consistent with the likelihood that a matrix with random entries is singular.
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Figure 6.4: Phase transition in feasibility/boundedness of LP instances by objective and right hand
side coefficient statistics.

6.2.3 Feasibility Phase Transition

Figure 6.4a shows the joint distribution of mean values of the objective coefficients ci

and constraint upper bounds bj. This figure shows only feasible bounded instances

produces by each generator. The set of all näıvely generated instances is indepen-

dently uniformly distributed in the two dimensions shown in Figure 6.4a. The näıve

generator achieves more diversity in this feature space; it produces instances in the

second quadrant while the controllable generator is more restrictive.

The controllable generator can also be used to produce feasible bounded in-

stances in the second quadrant, however, examination of the constructor algorithm

shows that such instances are not likely to be useful in algorithm testing. Recall that

the constructor calculates ci and bj from the encoded form as

ci = ATi y − ri
bj = Ajx+ sj

where ri, sj ≥ 0. It is then easy to see that instances could be generated in the lower

right corner of Figure 6.4a by simply choosing large values for the reduced cost and

slack variables at the optimal point. However, this would produce uninteresting in-

stances, where many of the primal and dual constraints are inactive near the optimal
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point. Constraints with such large slack values may be entirely redundant in the

formulation, resulting in an easy to solve instance.

The näıve generator was used to generate instances uniformly across the space

shown in Figure 6.4a. However, the näıve generator has no control over the feasibility

and boundedness of the instances it generates. Only 37.5% of instances generated

using the näıve method were found to be feasible and bounded. Figure 6.4b shows a

density plot illustrating the relative probability that a näıvely generated instances at

a given location is feasible and bounded. The phase transition observed here may not

necessarily apply to all linear programs; it is specific to the parameter distribution

and generator algorithm we have applied.

As an intuition for why we observe this phase transition, observe that if bj > 0

for all constraint indices j, then the trivial solution (x = 0̄, the zero vector) is feasible

to the primal program (P ). Similarly, if ci < 0 for all variable indices i, then the

solution y = 0̄ is feasible to the dual program (D). This scenario becomes more

likely as the mean values of these coefficients are increased relative to their standard

deviation. Therefore we expect instances in the second quadrant of Figure 6.4a to

be more likely to be feasible and bounded. Furthermore, such instances are likely to

be uninteresting as the trivial solution is likely to be optimal, resulting in an easily

solvable linear program. This is consistent with our previous observations of how to

generate instances in this region using the controllable generator.

By construction of b and c in Algorithm 3, there is a strong correlation between

the two vectors, which explains the footprint of the controllable generator in Fig-

ure 6.4a. The generated instances occupy the phase transition region of the näıve

generator. Instances where the zero solution is optimal (such as in the lower right

quadrant) are not produced by this generator as the solution structure has been con-

trolled such that trivial solutions are avoided. The controllable generator still does

not produce instances in the upper left region of this feature space. It seems that such

instances are difficult to produce by generating random entries of the solution and

constraint matrix. However, it may be possible to design such instances by searching

in problem space.

6.2.4 Instance Hardness

Figure 6.5 compares hardness of generated instances in terms of the number of dual

simplex iterations required to find their optimal solutions. Instances near the bound-

ary of the feasibility phase transition discussed earlier are found to be the hardest
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Figure 6.5: Variation in number of iterations required for the dual simplex algorithm to solve
instances around the phase transition region for the two generators; (a) shows instances produced
using the näıve generator, (b) shows instances produced using the controllable generator.
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Figure 6.6: Comparison of the two generators in terms of instance difficulty for the dual simplex
algorithm. The controllable generator produces harder instances because it is able to directly vary
the number of binding constraints at the optimal point.

to solve. This makes intuitive sense since, as discussed above, the trivial solution

is more likely to be infeasible for such instances, potentially leading to difficulties

finding an initial solution. Since the controllable generator produces instances al-

most exclusively in this transitional region, it results in harder to solve instances on

average. By comparison, the näıve generator produces a large block of easy instances

(in the second quadrant) which are solved to optimality in a small number of simplex

iterations.

The disparity in difficulty between the instances produced by the two generators

may also be explained by the ability of the controllable generator to set the number

of binding constraints at the optimal point. Figure 6.6 shows a strong correlation
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between the number of binding constraints in the optimal solution of an instance and

the number of dual simplex iterations required to solve it. This may be explained

by difficulties related to cycling when many constraints are active (and perhaps re-

dundant) in the optimal basis. The näıve random generator is not able to control

this property; the resulting instances have less than 60% of constraints active at the

optimal point (per Figure 6.6) and many are trivial to solve as a result. It is clearly

advantageous to be able to control properties of the optimal solution when generating

instances to challenge simplex algorithms.

6.3 Local Search in Problem Space

Qualitative assessment of generated instances in the previous section shows that

the controllable generator produces greater variation of features of interest (some of

which are correlated with difficulty), and as a result, more challenging instances on

average. However, the generated test set still lacks some diversity. In particular there

are regions in feature space which are missing completely from our test set, and it is

not clear whether the generated instances can be made more challenging to solve. In

this section we explore problem space search algorithms to produce further variation

in instance properties.

6.3.1 Search Operators

The generators defined in Section 6.1 can be used to define neighbourhood operators

which function by replacing part of the instance data. First consider the näıve gen-

erator GΠ. Given an instance with m rows and n columns, generate a new instance

using GΠ with one row and n columns. The generated data replaces a single row of

the constraint matrix A, and the corresponding value bj from the right hand side. A

second neighbourhood operator can be defined which generates a new instance with

m rows and one column, replacing a column of A and an objective coefficient ci.

Starting from a feasible bounded instance, these näıve operators may generate

a neighbour which is infeasible or unbounded. Local search in the target instance

set P will therefore require neighbours to be rejected at some steps, which impacts

search progress, or a repair heuristic to be applied, which may introduce bias.

Alternatively, neighbourhood operators can be defined in the encoding space.

Given an encoded form with m rows and n columns, generate a new instance using

GP with one row and n columns. This generates a new row of A as above, and corre-
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sponding values αi and βi. A new encoded form is produced by replacing a randomly

chosen row of A and the corresponding elements of α and β with the new values. A

second operator can be defined by replacing a single column of A and corresponding

encoded solution values. The constructor builds a new instance from the encoded

form which is guaranteed to be feasible and bounded. This neighbourhood operator

is therefore correct with respect to P .

To verify that neighbourhood operators in the encoded space are also complete,

we first observe that the generator GE is complete with respect to the encoding E.

Any two encoded forms e, e′ ∈ E can both be produced by GE, therefore all of their

rows can be produced by the neighbourhood operator. We can therefore produce e′

from e by a finite number of applications of the neighbourhood operator. Since the

constructor maps E to P this operator connects the search space and is therefore

complete.

6.3.2 Results

Our search efforts in feature space focus on the missing region in Figure 6.4a. The

generators used in Section 6.2 did not produce feasible bounded instances in the

fourth quadrant. A local search algorithm can be applied to generate new instances

in this space.

These results compare performance of a local search algorithm using operators

based on the näıve and controllable generators, where the objective is to minimise

distance to the target point (−100, 100). For each search run, an initial instance is

selected by randomly sampling 20 instances from the existing data set and choosing

the one which is closest to the target point. This ensures searches are started from

varied, but still reasonably ‘good’, instances. At each step, the algorithm generates

a single neighbour, accepting it as the incumbent if it is feasible and bounded and

improves on the objective. Each process runs for 10000 search steps, and we repeat

each run 100 times to assess the average rate of improvement.

Figure 6.7a shows the original data set (from which starting instances are drawn)

and sampled points for each search run at step 1000. Figure 6.7b shows the progres-

sion in the objective over the course of the search. Numerical results are given in

Table 6.2. Local search using the controllable neighbourhood operator clearly con-

verges more quickly on the target point than those using the näıve operator. This

is likely due to the high rejection rate of neighbours in the näıve process. 40-50% of
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Distance to Target Point
Median Min

Method Step

Controllable Search 0 129.686 107.561
100 96.957 0.380
1000 3.479 0.022
10000 0.009 0.000

Näıve Search 0 129.476 107.561
100 118.289 96.888
1000 52.075 36.016
10000 7.688 0.001

Table 6.2: Feature space search results. Shows the distance to target point achieved by local search
at a given step. Results are aggregated over 100 trials for each neighbourhood operator.

Primal Simplex Dual Simplex Barrier Method
Q1 Q2 Q3 Q1 Q2 Q3 Q1 Q2 Q3

Method Step

Controllable Generator - 27 51 66 24 48 64 13 15 17
Controllable Search 0 87 91 95 84 89 95 25 27 33

200 105 121 131 101 108 119 37 44 52
500 113 127 143 106 118 129 43 52 67
1000 114 135 153 112 120 134 48 59 79

Naive Generator - 0 4 20 0 2 19 7 9 12
Naive Search 0 87 92 95 84 89 95 25 27 33

200 102 111 123 98 107 118 29 35 41
500 105 122 136 105 114 132 35 42 50
1000 114 129 143 110 120 140 37 46 56

Table 6.3: Performance space search results, showing the number of iterations required by a target
algorithm to solve the current LP instance at a given local search step. The table gives median, upper
and lower quartiles aggregated over 100 search runs for each neighbourhood operator and target
algorithm. Statistics for randomly generated instances (without search) are shown for comparison.

neighbouring instances produced using the näıve operator are infeasible or unbounded

and thus immediately rejected.

Figures 6.7c and 6.7d show that no new instances were found which were harder

to solve than those in the original generated data sets. However, for both primal and

dual simplex, the number of simplex iterations required on average to solve instances

generated by this target-point construction is higher than that of distributions of

randomly generated instances. Following from discussion of the feasibility phase

transition in Section 6.2.3, it is unlikely that trivial solutions exist for instances near

the target point. As a result, focusing on this region of the feature space by using

target-point search yields a more challenging distribution of instances.

The presence of a significant number of difficult outliers in the distribution gen-

erated by the näıve generator, as shown in Figures 6.7c and 6.7d, indicates that while

hard instances may still be produced by random search, this is not the norm. The in-

stances produced by the controllable generator and target point search processes have

more consistent difficulty, while the näıve generator ‘stumbles upon’ hard instances.
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Figure 6.7: Local search results in feature space. Figure 6.7a shows original generated instances
and results of local search after 1000 steps. Figure 6.7b shows progress by instance space search
towards the target point in feature space. The central line shows the median distance to target
point at the given iteration, while the shaded regions show upper and lower quartiles. Figures 6.7c
and 6.7d compare instance hardness for the result sets, showing extreme values and quartile ranges
for the näıve and controllable generators and the results of local search.

Figure 6.8 shows search progression using the näıve and controllable operators

where the objective is to increase the number of iterations required to solve the in-

stance using primal simplex, dual simplex and barrier algorithms. The algorithm

proceeds in the same manner as feature space search, accepting new instances which

increase the difficulty metric for the target algorithm. Each run of local search is ter-

minated after 1000 steps. Numerical results are given in Table 6.3. The controllable

search operator in general produces hard instances more effectively than the näıve

operator. However, the difference in performance between the two methods is not as

pronounced as in feature space search.

The results of performance space search demonstrate the benefits of local search

in instance space. The initial test set produced by the controllable generator results
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Figure 6.8: Progression of local search runs which aim to generate harder instances. Figure 6.8a
shows primal simplex, Figure 6.8b shows dual simplex iterations. In each run a local search algorithm
attempts to increase the required number of iterations at each step. The central line in each figure
represents the median progression of search runs for a given method, and the shaded region indicates
the upper and lower quartiles. The darkened region indicates the overlap in interquartile range
between methods. Ranges are calculated based on a series of 100 runs with 1000 local search steps
for each performance metric.

in, at best, instances which take 102 iterations to solve with the primal simplex al-

gorithm. In general, instances are much easier, with a median value of 51. Local

search, which maximises difficulty for the primal simplex algorithm, produces in-

stances which take more iterations to solve, with a median of 135 and maximum

of 217. In each case (randomly generated test set and a single search run), a total

of 1000 instances must be evaluated using the target algorithm. These procedures

therefore require approximately the same amount of computational effort, but lo-

cal search is able to produce much harder instances. This result demonstrates that

a guided generation process can be an effective method to generate instances with

characteristics which occur rarely in the generated data sets.

6.4 Summary

In this chapter the framework developed in Chapter 5 is applied to generate linear

programming instances. The encoding we develop admits only feasible bounded linear

programs, allowing both controlled generation and local neighbourhood search to be

restricted to instances with this property. The controllable generator implemented

using this encoding produces instances which are more challenging to solve than those

produced by a näıve generator. We leave the development of generators for infeasible

or unbounded LPs to future work. Our ultimate goal is to generate MIP test cases,
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and if instances are found to be LP-infeasible or unbounded, the core algorithms

implemented in branch and cut will not be tested.

Infeasible or unbounded instances may still be of interest in testing pure LP

solvers, and such generators could be implemented using the generation framework.

One option, using a similar approach to the feasible bounded generator which exploits

complementarity, is to encode an instance by an extreme point and an unbounded ray

from that point in the direction of the objective function. Any unbounded instance

has such a property so this encoding could be shown to be complete and correct.

To generate infeasible instances, consider the infeasibility form given by Formulation

(2.5). Using the feasible bounded encoding we can guarantee an optimal solution to

this problem with a nonzero objective value, which renders the constraints of the orig-

inal problem infeasible. Since, by weak duality, the dual of an unbounded instance is

infeasible (and vice versa), either of the suggested encodings can be applied to gen-

erate both infeasible and unbounded instances. The appropriate choice of encoding

will depend on which features of these generated problems should be controlled.
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CHAPTER7
Generating Mixed Integer Program-

ming Instances

This chapter extends the linear programming instance generator developed so far to

produce general mixed integer programming instances. Two generators are developed

with different goals in mind. The first uses the encoding developed in Chapter 6 and

generates instances with controlled variation in features of the LP relaxation solution.

The second uses a modified encoding to generate integer-feasible MIP instances.

New MIP instance features are developed which extend those in existing liter-

ature, following the discussion in Chapter 2. An algorithm performance case study

is presented to assess the utility of the generated instances. This study compares

the performance of strong branching and pseudocost methods for branch variable

selection, as implemented in the SCIP solver. Further instances are generated using

a genetic algorithm to improve the discriminating power of instances in comparisons

of the different branching rules.

7.1 Features

This section describes existing features from the literature used in this work and

develops an extended feature set. The complete categorised feature set is given in
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Table 7.1 and refers to the relevant sections of this work or existing literature as

appropriate.

The features used by Hutter (2009) in performance prediction for CPLEX are

included in our feature set. This set comprises measures of problem size; statistical

features of constraint left-hand side coefficients, constraint right-hand side bounds

and linear objective function coefficients; and statistical features of the degree of

each variable and constraint in the problem. This set additionally uses ‘probing’

features which we exclude here since they are specific to performance prediction for

the CPLEX solver.

This section also identifies relationships between features, in particular cases

where the value of one feature bounds the value of another. This allows scaled

versions of features to be defined which are size-independent. We can use these

scaled features to construct bounded feature spaces.

7.1.1 Variable-Constraint Graph

The variable-constraint graph (V C) is defined as an undirected bipartite graph with

a node corresponding to each variable and each constraint in the problem instance.

For each nonzero entry aij in the constraint matrix, an edge is included in the graph

between the corresponding variable node, labelled vi, and the constraint node, la-

belled vj+n. The resulting graph (with n+m vertices) captures connectivity between

variables and constraints. This connectivity pattern may help to characterise the

impact of a change in a single variable on the linear feasibility of the solution.

Hutter et al. (2014) use the variable-constraint graph to define statistical features

of variable and constraint degree sequences. We extend this set of features by evalu-

ating the graph features used by Smith-Miles et al. (2014) to explore graph colouring

algorithm performance. These features are explained in detail Section 4.2.1. Several

of the features described here are not relevant since the variable-constraint graph is bi-

partite by definition. We exclude the revised Szeged index, since for bipartite graphs

it is equal to the Szeged index (Pisanski and Randić, 2010). In addition, we exclude

the beta bipartivity measure (the proportion of even closed walks to all closed walks)

since it is always equal to 1 for bipartite graphs (Estrada and Rodŕıguez-Velázquez,

2005). The remaining 12 features are included in Table 7.1.
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7.1.2 Relaxation Optimum Solution

Let x̂ and ŝ be the values of the primal variables and constraint slacks, respectively, of

the optimal solution of the relaxed LP given in canonical form. These values are not

uniquely defined for all instances. In the case of instances with multiple alternative

optimal solutions, the features described in this section are not unique1. Features

described in this section are calculated on the basis of an optimal solution (x̂, ŝ)

produced by the simplex algorithm. Hence the set of possible solutions on which

these features may be evaluated is at least restricted to the set of basic optimal

solutions of the relaxed LP.

BindingConstraints measures the number of linear inequalities which are binding

at the optimal point. The number of binding constraints is calculated from the

optimal solution values as

BindingConstraints = |j ∈ C : ŝj = 0| . (7.1)

The remaining features characterise the integrality of the optimal solution to the

relaxed LP. They are intended to measure the degree of conflict between the linear

constraints and the integrality constraints of the problem.

RelaxationIntegerViolations counts the number of integer variables in the prob-

lem instance which take on fractional values in the optimal solution. RelaxationTotal-

Fractionality measures the Manhattan distance from the relaxation optimal solution

to the nearest simply rounded point. The nearest simply rounded point x′ is calcu-

lated by rounding any fractional values taken on by integer variables in the primal

optimal solution to the nearest integer. This point need not be feasible to the linear

constraints of the problem. The vector x̂−x′ is referred to as the integer slack vector

in the CPLEX runtime prediction work of Hutter (2009). We term the L1 norm of

this vector the total fractionality of the relaxation solution.

The above features are formally defined as follows. Let VI be the set of variables

which are integer constrained. Then let VF = {i ∈ VI s.t. x̂i 6∈ Z+} be the set of

integer variables which take on fractional values in the relaxation optimal solution.

Then

RelaxationIntegerViolations = |VF | (7.2)

1That being said, MIP solvers start their branch and bound process from a single LP solution, so
on-the-fly calculation of this feature may be used to predict the performance of subsequent solution
phases.
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(a) (b)

Figure 7.1: Shows rounding methods for fractional solutions as used to evaluate features; (a) shows
singly rounded solutions (in red), which are exhaustively checked, (b) shows simply rounded solu-
tions, which are sampled to estimate their probability of feasibility.

and

RelaxationTotalFractionality =
∑
i∈VF

min(x̂i − bx̂ic , dx̂ie − x̂i). (7.3)

In addition to these features we develop additional measures which consider the

linear feasibility of rounded points near the relaxation optimum. Alongside simply

rounded points mentioned above, we define a singly rounded point as one in which

a single fractional variable i ∈ VF is rounded up or down in order to satisfy its

associated integrality constraint. The components of a singly-up-rounded solution

are defined given some k ∈ VF as

x̂k+
i = dx̂ie if i = k otherwise x̂i (7.4)

while for a singly-down-rounded solution they are defined as

x̂k−i = bx̂ic if i = k otherwise x̂i. (7.5)

Figure 7.1 shows examples of simply and singly rounded points relative to the LP-

optimum.

The features FeasibleRoundUps, FeasibleRoundDowns and FeasibleRoundEither

count the number of fractional variables in the relaxation optimum which can be

singly rounded while maintaining linear feasibility. Respectively, they are defined as

FeasibleRoundUps =
∣∣k ∈ VF s.t. Ax̂k+ ≤ b

∣∣ , (7.6)
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FeasibleRoundDowns =
∣∣k ∈ VF s.t. Ax̂k− ≤ b

∣∣ , (7.7)

and

FeasibleRoundEither =
∣∣k ∈ VF s.t. (Ax̂k+ ≤ b) ∧ (Ax̂k− ≤ b)

∣∣ . (7.8)

Finally, the feature ProbFeasibleRounding considers all simply rounded points

near the LP optimal value. These points, which are feasible to all integrality con-

straints, are randomly sampled to estimate the probability that simple rounding

maintains linear feasibility. There are 2|VF | possible simply rounded solutions, so for

suitably small VF this probability can be calculated exactly. Our implementation

of this feature samples 210 rounded solutions, so if |VF | ≤ 10 the sample space can

instead be checked exhaustively.

We can define upper bounds for features as follows. Clearly we have

RelaxationIntegerViolations ≤ IntegerVariables . (7.9)

Since we are restricted to basic optimal solutions obtained via the simplex method,

the potential number of nonzero primal and slack values is limited by the number of

constraints. So we have

BindingConstraints + RelaxationIntegerViolations ≤ Constraints . (7.10)

Total distance from a point to any simply rounded point is limited by

RelaxationTotalFractionality ≤ RelaxationIntegerViolations

2
. (7.11)

Finally, the number of feasible singly rounded points is limited by

FeasibleRoundUps ≤ RelaxationIntegerViolations , (7.12)

FeasibleRoundDowns ≤ RelaxationIntegerViolations , (7.13)

and

FeasibleRoundEither ≤ min(FeasibleRoundUps ,FeasibleRoundDowns). (7.14)

The limits given in eqs. (7.9) to (7.14) can be used to scale the features defined in

this section such that each is bounded between 0 and 1. We do not refer to these as
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separate features, but may use the scaled versions when comparing feature values for

varying instance sizes.

7.1.3 Polyhedral Flatness

In this section we define polyhedral flatness metrics. These measures characterise the

relative extent of the largest and smallest dimensions of the polyhedron defined by

the linear constraints of a MIP instance. Derpich and Vera (2006) use a polyhedral

flatness measure as the basis of a branch variable selection rule. Their metric fits a

Dikin ellipse (Nesterov and Nemirovskii, 1994) to the interior of the polyhedron and

selects the ‘flattest’ direction as a candidate for branching. We define the feature

EllipsoidalFlatness, in terms of the lengths of the axes of this ellipse, as

EllipsoidalFlatness =
minor axis length

major axis length
. (7.15)

In addition we develop two new features, LatticeFlatness and IntegerLatticeFlat-

ness, which measure the relative extent of the polyhedron in the direction of each

coordinate axis. To calculate these features we solve the following auxiliary problems

for each primal variable index i:

w+
i = max xi

s.t. Ax ≤ b

x ≥ 0

(7.16)

and
w−i = min xi

s.t. Ax ≤ b

x ≥ 0.

(7.17)

Formulations 7.16 and 7.17 are relaxations – any integrality constraints from the

original problem are dropped. The lattice width vector is then defined from the

solutions to these problems as w = {(w+
i − w−i ) ∀ i ∈ 1 . . . n}. The integer lattice

width vector modifies this definition by rounding each integer point, such that w′i =⌊
w+
i

⌋
−
⌈
w−i
⌉

for all i ∈ VF . Lattice flatness features are then computed as

LatticeFlatness =
minwi
maxwi

(7.18)
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(a) (b)

(c) (d)

Figure 7.2: Lattice flatness feature for various shapes; (a,b) indicate the fitted ellipse, while (c, d)
indicate lattice width measurements.

and

IntegerLatticeFlatness =
minw′i
maxw′i

. (7.19)

The relative values of these two features estimate the variation in flatness between

the relaxed polyhedron and the convex hull of integer points.

These features are potentially expensive to compute given that they require

solving 2N linear programs. However, by hot-starting the search using the feasible

basis found when solving the initial LP relaxation, reoptimisation using the simplex

algorithm allows these bounds to be computed efficiently. Similar methods are used

in optimisation based bound tightening, where many auxiliary LPs are solved and

the resulting information used to tighten variable bounds (Gleixner et al., 2017).

Figure 7.2 gives a graphical comparison of the ellipsoidal and lattice flatness

measures. Comparing Figures 7.2a and 7.2c we can see that both measures would

describe the given polyhedron as ‘flat’, returning small values of their respective ratio

calculations. By contrast, the slanted polyhedron shown in Figures 7.2b and 7.2d
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Problem Size Variables Constraints
ContinuousVariables IntegerVariables
BinaryVariables

LHS Structure Nonzeros
Refer to Hutter et al. (2014) VariableDegreeMin VariableDegreeMax

VariableDegreeMean VariableDegreeStdev
ConstraintDegreeMin ConstraintDegreeMax
ConstraintDegreeMean ConstraintDegreeStDev

Coefficient Statistics ObjectiveMin ObjectiveMax
Refer to Hutter et al. (2014) ObjectiveMean ObjectiveStDev

RhsMin RhsMax
RhsMean RhsStdev
RhsCoefficientMin RhsCoefficientMax
RhsCoefficientMean RhsCoefficientStDev

Variable-Constraint Graph VCAveragePathLength VCDiameter
See Section 7.1.1 VCGirth VCClusteringCoefficient

VCBetweennessCentralityMean VCBetweennessCentralityStDev
VCSzegedIndex VCEnergy
VCAdjacencyEigenvalueStDev VCAlgebraicConnectivity
VCEigenvectorCentralityMean VCEigenvectorCentralityStDev

Relaxation Optimum Solution RelaxationIntegerViolations RelaxationTotalFractionality
See Section 7.1.2 FeasibleRoundUps FeasibleRoundDowns

FeasibleRoundEither ProbFeasibleRounding
BindingConstraints

Polyhedral Shape LatticeFlatness IntegerLatticeFlatness
See Section 7.1.3 EllipsoidalFlatness

Numerical Condition SvdSmallest SvdLargest
See Section 7.1.4 SvdCondition CplexKappa

Table 7.1: Features of MIP instances.

is ‘flat’ by the ellipsoidal measure but ‘square’ by the lattice measure. The relative

values of these features may characterise whether the flat axis is aligned with the

coordinate axes.

7.1.4 Numerical Condition

The SvdSmallest and SvdLargest features capture the range of singular values of the

constraint matrix A determined by singular value decomposition. We then define the

numerical conditioning feature

SvdCondition =
SvdLargest

SvdSmallest
. (7.20)

In addition, we use CPLEX to solve the LP relaxation and extract conditioning

information from the kappastats module. kappastats reports the condition number

of the scaled basis at the LP optimum, which we use as the feature CplexKappa.
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7.2 Instance Generators

This section defines instance generators for MIP. In light of the review in Chapter 2

of methods implemented within the general branch and cut framework it is critical

that generated instances are able to stress-test these different components. As a first

basic requirement, instances must be LP feasible and bounded. While LP-infeasible

or unbounded instances may still be worthwhile generating in order to investigate

performance of LP algorithms, a general MIP solver will not require additional cuts,

presolving, or application of branch and bound to solve the problem. Therefore, such

instances cannot effectively stress-test relevant parts of the solver.

While linear -infeasible instances are considered uninteresting from this perspec-

tive, integer -infeasible instances are still relevant. Such instances are common in

applications of MIP and are often challenging to solve because parts of the LP poly-

hedron must be exhaustively searched for feasible integer points. Indeed, MIPLIB

2017 (Gleixner et al., 2018b) includes a large set of integer infeasible instances for

benchmarking purposes.

So, our aims for instance generation are to generate instances with controllable

• linear feasibility;

• integer feasibility;

• difficulty, per the metrics defined in Section 2.4; and

• features, per the definitions in Sections 2.5 and 7.1.

In the definitions of these generators we consider MIPs in canonical form:

min cTx

s.t. Ax ≤ b

x ≥ 0

xi integral ∀i ∈ VI

(7.21)

Hence we represent an instance using the tuple (A, b, c, VI). Upper bounds on vari-

ables in this form can be represented by additional linear constraints.

For the purpose of comparison we briefly describe a näıve generator for MIP

instances in this form. This requires only a minor extension over the näıve generator

used for linear programming, namely, generation of the set VI by uniform random

selection. Results in Chapter 6 indicate that this approach generates a large pro-

portion of infeasible or unbounded LP instances, neither of which will be useful for

benchmarking MIP solvers. In addition, many of the feasible bounded instances pro-
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duced by this LP generator were trivial to solve. This approach is likely to generate

trivially solvable MIP instances, many of which do not require exploration beyond

the root node.

7.2.1 Relaxation Encoding

The relaxation encoding for MIP instances extends the optimality encoding devel-

oped for linear programs in the previous chapter. The key advantage of the encoding

is that it guarantees feasibility and boundedness of the relaxed LP. As with the

näıve generator, this requires only a minor extension, introducing integrality con-

straints on a subset of variables. The domain of the encoding E is then all tuples

(n,m,A, α, β, VI) which satisfy

n,m ∈N

A ∈ Qm×n

α ∈ Qm+n αi ≥ 0

β ∈ {0, 1}m+n
∑
βi = m

VI ⊆ {1 . . . n}.

(7.22)

Given that the relaxation optimum solution can be set by this construction, the

generator given in Algorithm 4 is extended as follows. A subset of integer primal

variables (which are in the optimal basis) are chosen to take on fractional values

at the optimum. For each of these, a value in [0, 1] is subtracted from the integral

value. These fractional components are drawn from a parameterised symmetric beta

distribution to control the distance from the optimal point to its simply rounded

point. The complete algorithm is given in Algorithm 5.

135



CHAPTER 7. GENERATING MIP INSTANCES

Algorithm 5 Solution generator.

Require: Generator parameters n ∈ [1,∞], m ∈ [1,∞], γ ∈ [0, 1], λ ∈ [0, 1], a ∈
(0,∞), µp ∈ (−∞,∞), σp ∈ (0,∞), µs ∈ (−∞,∞), σs ∈ (0,∞)

Ensure: Encoded solution (α, β)
1: k ← [γ min(n,m)]
2: Popt ← Choose k indices from {1, . . . , n} without replacement.
3: Sopt ← Choose m− k indices from {1, . . . ,m} without replacement.
4: Pfrac ← Choose [λn] indices from {1, . . . , n} without replacement.
5: for i = 1, . . . , n do
6: X1 ← draw from LogNormal(µs, σs)
7: X2 ← draw from Beta(a, a),
8: if i ∈ Popt then βi := 1 else βi := 0 end if
9: if i ∈ Pfrac then αi := dX1e −X2 else αi := dX1e end if

10: end for
11: for j = 1, . . . ,m do
12: X3 ← draw from LogNormal(µs, σs).
13: if i ∈ Sopt then βn+j := 1 else βn+j := 0 end if
14: αn+j := X3

15: end for
16: return (α, β)

The solution generator given in Algorithm 5, along with the constructor defined

in the previous chapter, allow the relaxation fractionality features given in Table 7.1

to be controlled. First, we have |Popt| = [γ min(n,m)] and |Sopt| = m−[γ min(n,m)].

All non-basic primal variables are zero, so fractional primal (optimal) variables are

the subset of basic variables for which αi is fractional. This is controlled by the

parameter λ, so |Pfrac| = [λ |Popt|].
Fractional components for each fractional primal variable are drawn from a sym-

metric beta distribution. The beta distribution is ideal for our purposes as it is dis-

tributed on (0, 1). Once an integral value is chosen for the solution variables, the

parameters p and q of this distribution control the distance to the nearest integer

point. We use a symmetric distribution (a := p = q) so that values are equally likely

to occur in (0, 0.5) and (0.5, 1). The combined parameter a must be non-negative.

The resulting symmetric beta distribution is uniform for a = 1, centrally skewed for

a > 1, and edge-skewed for a < 1.

This gives the algorithm control over the total fractionality feature: central skew

results in fractional primal values which maximise this feature; edge skew minimises

this feature. As such the degree of rounding required from the optimal point to the

nearest integer solution is controlled by this skew parameter.
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Fractional values are subtracted from the base integer values, so calculating the

average fractional component requires splitting the distribution in half (since F is

the Manhattan distance to the simply rounded point). The distribution is symmetric

about 0.5, so

E [|αi − [αi]|] = E [x ∼ Beta(a, a) | x < 0.5] .

Using the probability density function of the beta distribution, f(x; p, q), and

the definition of the partial beta function, the mean fractionality as a function of

the parameter a for the symmetric beta distribution is calculated using the partial

integral:

E [|αi − [αi]|] =
1

B(p, q)

1

0.5

∫ 0.5

0

x f(x; p, q) dx

=
2

B(a, a)

∫ 0.5

0

xa(1− x)a−1 dx

= 2
B(0.5; a+ 1, a)

B(a, a)

Finally, we can calculate the expected value of total fractionality F as:

E [F ] = |Pfrac| E [|αi − [αi]|]
= 2[λγ min(n,m)]

B(0.5; a+ 1, a)

B(a, a)

where B(p, q) is the beta function and B(x; p, q) is the incomplete beta function.

With each of these features altered by the generator input parameters, the gen-

erator has some capability to produce a given distribution of features by distributing

parameter values appropriately in the generation scheme. The relations derived in

this section are useful for this purpose. For example, density and basis ratio are

linearly dependent on relevant generator parameters. Therefore a uniform generator

would produce instances by selecting those parameters from uniformly independent

distributions in the given ranges. The number of fractional variables is the combined

result of basis ratio and integrality violations, so has joint quadratic dependence

on input parameters. The mean fractionality feature has a more complex variation,

however approximately uniform variation can be achieved experimentally by selecting

parameter values from a log-normal distribution.

The overall process for generating an MIP instance using the algorithms defined

here is the following:

1. generate the left-hand side constraint matrix using Algorithm 2,

2. select a subset of variables VI uniformly at random with probability pI ,
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3. generate encoded solution components (α, β) using Algorithm 5, then

4. construct the instance using Algorithm 3.

While this generator partially satisfies our requirements, it does not provide control-

lable integer feasibility. The generator is guaranteed to be complete and correct with

respect to the space of possible MIP instances with feasible, bounded relaxations,

but we cannot predict the integer feasibility of the generated instances.

7.2.2 Feasibility Encoding

In this section we develop an encoding for integer-feasible, bounded MIP instances.

The domain of the encoding E is all tuples (n,m, T,A, xI , sI , y, r) which satisfy

n,m ∈N

A ∈ Qm×n

xIi integer ∀i ∈ VI
xI , sI , y, r ≥ 0.

(7.23)

Given an input in E, the constructor must return a feasible, bounded linear pro-

gram with n variables and m constraints in canonical form (A, b, c). An instance is

constructed from this encoded form by calculating

b = AxI + sI

c = ATy − r.

Proposition 4. For any valid input (n,m, T,A, xI , sI , y, r) ∈ E, the constructor

returns an integer-feasible, bounded MIP instance.

Proof. By construction we have AxI ≤ AxI + sI = b since both xI and sI are non-

negative vectors. By definition of the encoding, xI satisfies all integrality constraints

defined by the subset VI . Therefore the problem has at least one integer-feasible

solution. Furthermore, by construction of the objective vector we have ATy ≥ ATy−
r = c since both y and r are non-negative vectors. Therefore the dual problem of

the relaxed LP is feasible, and, by weak duality, the primal relaxed LP is bounded.

Therefore the constructed instance is integer-feasible and bounded as required.

Proposition 5. Any integer-feasible, bounded MIP has a valid encoding in E.

Proof. Let (PMIP ) be an integer-feasible, bounded MIP instance and (P ) be its linear

relaxation. Let (ŷ, r̂) be the dual variable values and reduced costs associated with
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a feasible solution to the dual program (D) of (P ). Such a solution is guaranteed to

exist since (P ) is bounded, and by weak duality, (D) is feasible. Let xI be an integer

solution to (PMIP ), with associated constraint slacks sI . Such a solution is guaranteed

to exist since (PMIP ) is integer-feasible. Given the non-negativity constraints of (P )

and (D), (xI , sI , y, r) are all positive vectors. This solution set (xI , sI , y, r), along

with the constraint matrix A, form a valid encoded form e ∈ E for the instance

(PMIP ).

Proposition 4 implies that this encoding is correct, since the constructor will

always produce integer-feasible, bounded MIP instances. Proposition 5 implies that

this encoding is complete, since any integer-feasible, bounded MIP instance has a

representation in the encoded space. The construction follows a similar approach to

the optimality encoding developed for feasible, bounded linear programs, however

there are two key differences in their properties.

First, this encoding shows significantly more redundancy in representation of

instances. Any integer-feasible solution of an instance can be chosen as xI to define

an encoded form. Furthermore, any feasible solution to the dual relaxed LP can be

used to guarantee boundedness in the construction. Imposing the weaker condition

of feasibility as opposed to optimality, for solutions stored in the encoded form leads

to this redundancy. Note that this encoding also does not have the ability to control

features of the relaxation optimal point.

Secondly, the solutions (xI , sI) and (r, y) are not required to satisfy the com-

plementary slackness conditions. If the primal and dual solutions satisfy the com-

plementary slackness conditions, then the result of Proposition 1 implies that the

integer-feasible solution xI is optimal to the relaxed LP. Therefore, in general, we

require that the complementary slackness conditions not be satisfied when generating

instances using this encoding. Otherwise we risk generating uninformative instance

sets where the MIP instance may be solved to optimality by an LP algorithm.

The solution generator given in Algorithm 5 is therefore modified and used in

a simplified form for this encoding. The primal and dual solutions are generated

independently, rather than via the (α, β) construction which guarantees complemen-

tarity. The only requirement to be met by such a generator is that the primal solution

components xIi take integer values for all i ∈ VI .
This encoding could be generalised to support the specification of multiple

integer-feasible solutions to the MIP instance. First let there be a series of solu-

tions xI1 , . . . , xIk which satisfy the integrality requirements of the problem variables.
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Let sIi be an associated constraint slack vector for each solution. Then define

b1 = AxI1 + sI1

. . .

bk = AxIk + sIk .

Finally, construct the constraint right hand side values as b = max(b1
I , . . . , b

k
I ), and

the objective coefficient values from a chosen dual solution (y, r). By this construction

all the given solutions are feasible to the generated instance. In this work we restrict

consideration to the single-solution form of the encoding.

7.2.3 Infeasible MIPs

For linear programming, the optimality encoding defines a complete and correct

generator for the problem space of feasible, bounded linear programs. The encoded

representation is efficient since strong duality permits a compact representation of the

optimality conditions for LP. Specifically, for any instance, the proof can be checked

in linear time. At the end of Chapter 6 we suggest methods for generating infeasible

or unbounded instances which use similarly compact representations.

The integer feasible encoding defined in this chapter for MIPs is not so easily ex-

tended. Guaranteeing infeasibility in an encoding likely requires the specification of a

complete search tree, showing that no integer-feasible solutions exist, or a collection

of valid inequalities which cut off all integer points in the convex hull of constraints.

The cutting plane approach is considered by Pilcher and Rardin (1992) to gener-

ate TSP polyhedra with known optimal solutions. Unfortunately these methods are

problem-specific, given the structural information exploited by cutting plane genera-

tors, and computationally expensive, since the number of cuts required in the general

case may be very large.

7.3 Generated Instances

This section analyses the properties of instances generated using the algorithms de-

scribed in Section 7.2. Test instances are generated with 30 variables and 30 con-

straints. Size-independent parameters used for the feasible-bounded generator are

drawn from the distributions given in Table 7.2. The distributions chosen in the

generator algorithm are selected in order to produce independent uniform variation
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Parameter Value/Distribution

Integer Variables pI U(0.5, 1)
Density ρ U(0.1, 1)

High degree variables pv U(0, 1)
High degree constraints pc U(0, 1)

Coefficient Mean µA U(−2, 2)
Coefficient StDev σA U(0.1, 10)

Primal vs slack basis γ U(0, 1)
Fractional primals λ U(0.1, 1.0)
Beta fractionality a LN(−0.2, 1.8)

Table 7.2: Parameter distributions for the feasible-bounded generator.

LP Infeasible LP Unbounded LP Feasible
MIP Infeasible MIP Feasible

Naive Random 753 495 - 750
Feasible Bounded 1 1 27 1869
Integer Feasible - - - 1841

Table 7.3: Feasibility properties of generated instances.

in feature values. Depending on the application, a different choice of distribution

may be appropriate. For the integer-feasible generator, the input primal and dual

solutions (xI , sI , y, r) are drawn from log-normal distributions with a mean of 0 and

standard deviation of 1.

Table 7.3 summarises linear and integer feasibility of generated instances. As

designed, the feasible-bounded and integer-feasible generators produce instances with

feasible, bounded LP relaxations. Two instances are produced by this generator

which do not satisfy this property. This may occur due to numerical rounding errors

in construction. Only a fraction of näıvely generated instances have feasible bounded

relaxations (this result was explored in detail in Chapter 6). Of those generated

instances which do have optimal solutions to the relaxed LP, a very small percentage

are integer infeasible. The integer-feasible generator always produces feasible MIPs,

as designed.

mean q75 q90
Generator MIP Status

Naive Random Optimal 0.099 0.06 0.194
Integer Feasible Optimal 1.604 0.88 3.340
Feasible Bounded Optimal 0.956 0.42 1.551

Infeasible 0.017 0.00 0.010

Table 7.4: Time required (seconds) to solve generated instances using SCIP with default settings.
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Table 7.4 summarises the time required to solve each set of generated instances

using SCIP 6.0.2 with default settings. All generators produce a large number of

trivially solvable instances. This is expected, since a wide range of generator param-

eter values are used in the generation process. For example, the parameters chosen

for the feasible-bounded generator give a relatively high probability that a generated

instance has an integer-feasible solution to its linear relaxation. This can be corrected

by tuning the integrality violations parameter λ to avoid such cases. Furthermore,

we know that 70% of instances produced by the näıve generator are LP infeasible or

unbounded. Such instances are trivial cases for MIP solvers, so they are expected to

be easy relative to instances which require branch and bound tree search.

The näıve generator produces very few challenging instances. The integer-

feasible and feasible-bounded generators are able to produce harder instances, how-

ever we still observe that the majority of instance take less than one second to solve

in each case. As above, given the wide parameter sweeps used, it is possible to tune

these generators based on feature analysis to focus on harder regions of the space.

The integer-feasible generator produces the most challenging instances on average.

7.3.1 Branching Rule Performance

This section compares the relative performance of branch variable selection rules

using generated instances. For all tests, primal heuristics in SCIP have been disabled,

and the test instance is first solved using SCIP with default settings. The optimal

solution obtained from this solver run is provided to the configured solver in the

branching rule benchmark run. These measures emphasise the effect of the branching

rule, as opposed to the node selection strategy or primal heuristics (Linderoth and

Savelsbergh, 1999).

In these benchmark runs the following base configurations of SCIP are used:

• full: SCIP is configured with default settings, with primal heuristics disabled;

• onlyroot: SCIP is configured to only run propagators and separators at the

root node, never deeper in the tree; and

• basic: propagators, separators and advanced constraint handlers are also dis-

abled at the root node.

The following branching rules are compared:

• fullstrong: strong branching strategy which evaluates every potential branch-

ing sub-problem at the current node;

• pscost - uninitialised pseudocost estimations; and

142



CHAPTER 7. GENERATING MIP INSTANCES

(a) (b)

Figure 7.3: Shows the impact on tree size of switching base configurations in SCIP; (a) from basic

to onlyroot, (b) from onlyroot to full with the relpscost branching rule.

Mean Tree Size Solved at Root Node

basic 22065 -
onlyroot 19270 3.5%
relpscost 8411 3.5%

Table 7.5: Mean tree size and percentage of instances solved at the root node with relpscost

strategy. Only instances requiring more than 28 nodes by the basic configuration are included.

• relpscost - reliable pseudocosts i.e. pscost with strong branching initialisa-

tion.

Each base configuration is combined with each branching rule choice by applying the

base settings and prioritising the required branching rule at all depths in the tree.

Full details of these configurations of SCIP are given in Appendix B.

Figure 7.3 shows the impact of changing the base configuration. For generated

instances which are non-trivially solvable using the basic strategy (more than 28

nodes) adding presolve and cuts at the root node has a minimal impact on the

majority of instances. As shown in Table 7.5, there is a moderate overall impact

on tree size (12% reduction) as a result of root node processing. This is lower than

would be expected for real problems, and most likely occurs because the generated

problems do not have specially structured constraint matrices. A small percentage

of instances are now solved at the root node by these techniques. Enabling further

cut generation and domain propagation during tree traversal has the largest impact,

reducing average tree size by a further 50%.
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pscost / relpscost relpscost / fullstrong
mean 50% 75% max mean 50% 75% max

source

feasible-bounded 28.27 1.14 1.34 15867.67 1.04 1.0 1.03 11.27
integer-feasible 1.24 1.11 1.30 9.98 1.02 1.0 1.01 2.75
naive-random 1.09 1.04 1.13 1.78 1.01 1.0 1.00 1.21

Table 7.6: Distribution of relative tree sizes between the different branching rules using the onlyroot
base configuration.

basic onlyroot
pscost relpscost fullstrong pscost relpscost fullstrong

IntegerViolations 0.89 0.86 0.86 0.84 0.81 0.82
TotalFractionality 0.79 0.78 0.78 0.75 0.73 0.74
FeasibleRoundups 0.44 0.42 0.42 0.41 0.39 0.39
ObjectiveStdev 0.41 0.41 0.41 0.42 0.42 0.42

Table 7.7: Strongest correlations between feature and tree size of resulting from different configu-
rations.

Despite generating some challenging instances which require large branch and

bound trees to solve to optimality, the generated instances are not discriminating

of branching rule performance. Table 7.6 summarises the relative performance of

the three branching rules based on the onlyroot configuration. Instances are found

which discriminate between pscost and relpscost. Although the integer-feasible gen-

erator produces the most challenging instances of this set, it is the feasible-bounded

generator which produces instances that best discriminate between branching rules.

Very few of the generated instances are able to effectively discriminate between

performance of the relpscost and fullstrong strategies. Although the relpscost strat-

egy is meant to approximate fullstrong branching, we should expect poor performance

on some instances in the set.

7.3.2 Predictive Features

To determine features from the current set which may be indicative of branching rule

performance, we first analyse correlation of each feature with each of the 9 configu-

rations (3 base configurations with the 3 branching rules). Only the RelaxationIn-

tegerViolations and RelaxationTotalFractionality features have a strong correlation

across the generated instance set. Correlations for the remaining features drop off

sharply. Table 7.7 shows the four strongest measured correlations with each config-

uration.

The strongest correlations between feature values and performance metrics are

found between the relaxation solution features and the basic configurations. Features
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(a) Näıve Random (b) Feasible Bounded

(c) Integer Feasible (d) MIPLIB

Figure 7.4: Diversity of instances produced by each generator in terms of relaxation solution frac-
tionality features. RelaxationTotalFractionality is scaled by RelaxationIntegerViolations and Relax-
ationIntegerViolations is normalised by IntegerVariables.

have the most predictive power when presolve does not transform the root node

problem. This indicates that we should measure features after transformations are

performed. The authors of MIPLIB 2017 make a similar suggestion in their paper

assessing the diversity of the collection set (Gleixner et al., 2019). An alternative

approah is to consider generated instances as if they were post-presolve instances.

This may allow the effect of instance features on branch and bound to be more clearly

characterised. Insights gained from such analysis can be combined with analysis of

the effects of presolve on measured features to produce a more comprehensive picture

of the interactions between these components of MIP solvers.

145



CHAPTER 7. GENERATING MIP INSTANCES

(a) (b)

Figure 7.5: Diversity of instances produced by each generator in terms of rounding features. Feasi-
bleRoundUps and FeasibleRoundDowns are normalised by RelaxationIntegerViolations.

The feature-performance correlations considered above indicate that features

of the LP optimum solution are the strongest predictors of branching performance.

Figures 7.4 and 7.5 show the variation in features of the relaxed LP optimal solution

achieved by each generator. The näıve generator produces the least diversity. This

is particularly notable for the rounding features shown in Figure 7.5. Most instances

could be defined in two classes: those where up-rounding is possible, and those where

down-rounding is possible.

The feasible-bounded generator produces the most significant variation in these

features, since as outlined in Section 7.2.1, there is a direct relationship between

the parameters of this generator and the features RelaxationIntegerVariables and

RelaxationTotalFractionality. This is also the only generator which is able to produce

instances with higher values of FeasibleRoundUps than FeasibleRoundDowns. The

insufficiency of the näıve generator is most clearly highlighted here. As observed in

Figure 7.5, this method produces instances where all variables are either up-roundable

or down-roundable.

Figure 7.4d shows the location of small instances (those with less than 1000

variables) from the MIPLIB 2017 library in this two dimensional feature space for

comparison. The MIPLIB instances are narrowly distributed in the fractionality

space and do not take on large values of these fractionality features. The footprint of

these instances in feature space is covered by the feasible-bounded generator. Hence

the features of generated instances can be tuned to be more real-world-like by altering

the parameter distributions used in Table 7.2.
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Figure 7.6: Effect of LP relaxation solution features on branch and bound tree size for the
basic-pscost configuration. Size of the branch and bound tree is indicated by colour for each
instance (log2 scaled).

Figure 7.6 shows that the correlation of tree size with fractionality features is not

purely due to behaviour at the root node. There is a consistent increase in tree size

with an increasing number of integrality violations at the root node. This suggests

that violated constraints persist after the root node, and instances with few root

node violations are quickly fixed to integer values.

7.4 Evolving Discriminating Instances

In this section we generate new discriminating instances which expose performance

variation between the relpscost and fullstrong branching strategies. The evolu-

tion aims to increase the difference in tree size required to solve an instance using the

configurations onlyroot-fullstrong and onlyroot-relpscost. Each fitness func-

tion evaluation requires three solver runs. First, SCIP is run with default parameters

to find the optimal solution, then with the two configurations to be compared (the

optimal solution is provided in each case).

Initial populations are selected from the pool of instances generated by the

feasible-bounded generator. The crossover operator exchanges constraint rows uni-

formly at random between instances in encoded form. Mutation introduces new

randomly generated rows with associated slack values. Separate runs of the GA are

conducted to find hard instances for each configuration. In each case the multi-

objective algorithm (NSGA-II) aims to increase tree size produced by one selection

rule while decreasing tree size produced by the other. The resulting Pareto fron-
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Figure 7.7: Results of evolution runs to maximise/minimize reliable pseudocost branching perfor-
mance relative to full strong branching, showing (a) relative tree size, and (b) relative solve time.
Each plot shows the initial generated population, and instances evolved to be harder for each rule
(indicated by the legend). The dotted line in (b) indicates equal solve time between branching rules.

tiers produce a range of instances which emphasise performance differences between

strategies while maintaining variation in overall difficulty.

Performance assessment of the hybrid parallel GA used is left to Appendix C.

Here we focus on properties of the generated instances, but note that this method

of generating performance-diverse instances is extremely computationally intensive.

Since each fitness function evaluation requires 3 complete solution runs, and those

runs may be time consuming using basic SCIP configurations, this approach is likely

to become prohibitively expensive for large instances even when fitness evaluation

is parallelised. We therefore suggest its use on small instances to identify potential

driving features of performance differences (as we do here). A continuation of this

study would attempt to improve variation of the identified feature for larger scale

instances in order to generate further challenging examples.

7.4.1 Separating Evolved Classes

Figure 7.7 shows the improvement in discriminating power achieved by the genetic

algorithm. In general, strong branching produces much smaller trees. This is ex-

pected, however in general we expect pseudocost methods to be faster in overall

solve time due to the lower cost of evaluating each node. Figure 7.7b shows that

efforts to produce harder instances for relpscost in terms of tree size can produce in-
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Figure 7.8: Shows separation of two classes of evolved performance-discriminating instances in
feature space. The legend indicates which algorithm is targeted by the evolution (the relpscost set
is evolved to be hard for reliable pseudocosts relative to strong branching).

stances which take longer to solve than strong branching. These results are example

problems where reliable pseudocosts fail to estimate the required parameters to effec-

tively mimic strong branching. The existence of such cases indicates that there may

be further potential to tune this branching strategy to use more information from full

strong branching in certain cases – its estimates of variable scores are insufficiently

accurate on these new instances.

Figure 7.8 shows that the two sets of evolved instances can be separated using

measured features. Two key features which allow this separation are TotalFraction-

ality and LatticeFlatness. We know from our previous analysis that TotalFraction-

ality is one of the strongest indicators of tree size. Further separability provided by

measures of polyhedral flatness indicate that this information may be exploited by

branching rules.

In general, strong branching is expected to be the best performer in terms of tree

size, since it uses an exact calculation of dual bound improvement for each fractional

variable at each branching step. Pseudocost methods aim to learn to what extent

the dual bounds change for each branching variable choice, without the additional

overhead of reoptimising the LP with each bound change. Finding features which

separate the two hard classes of instances may indicate instance characteristics that

affect the accuracy of this approximation.
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Figure 7.9: Ratio of tree size produced by the relpscost and fullstrong branching rules. Colour
indicates the increased size of branch and bound tree required for reliable pseudocosts to solve a
given instance relative to full strong branching.

Figure 7.9 shows that relpscost performs poorly on instances with moderate

values of the LatticeFlatness feature. A value close to zero indicates a ‘flat’ instance,

with a dominant narrow direction, while a value close to one indicates a ‘square’

instance where the extent of the polyhedron in all directions is similar. This plot

indicates that instances at the extreme values of this feature are less discriminating;

pseudocosts provide a good estimation of the ideal branch variable direction in these

cases.

A possible interpretation of this result is that ‘flatter’ instances tend to have

a clearer choice of branch variable. In general a branching rule should select the

fractional variable which corresponds to the direction of narrowest lattice width.

This gives the best possibility of improving the dual bound; adding a linear constraint

perpendicular to the shortest lattice width should cut off the largest portion of the

feasible space with a single subdivision. The discriminating power of instances with

moderate values of this feature indicate that the choice of this ideal branching variable

is difficult to determined using pseudocosts, and suggests that reliable pseudocost

methods should pursue strong branching deeper in the tree when solving instances

with this characteristic.
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7.5 Summary

This chapter develops and compares three generation strategies for general MIP

instances: näıve, feasible-bounded and integer-feasible. As with our previous work

on LP generation, the näıve method produces instances which are neither diverse nor

difficult to solve. In comparisons of branching strategies using these instances, we

show that the integer-feasible generation strategy produces the most challenging test

cases. However, these instances are not discriminating of the performance of different

branching rules.

Feature analysis identifies that the number of integer constraint violations at the

root node is the dominant feature characterising the size of the branch and bound

tree. Producing further instances using evolutionary generation to discriminate be-

tween branching rules identifies that polyhedral flatness information may also be a

good predictor of relative branching rule performance. However, this same feature

correlation is not found across the generated dataset as a whole. Further feature

development may be required to develop strong algorithm selection hypotheses in

this area.
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Conclusion

This thesis focuses on the problem of generating diverse test cases to gain insights

into the performance of MIP solvers. Diversity is assessed using the metadata re-

quirements of the algorithm selection framework. Instances should show variation

in measured features and should discriminate between good and bad performance of

different algorithms and configurations.

MIP presents unique challenges for algorithm selection and configuration. The

problem space encompasses formulations of a wide range of applied OR problems.

Features relevant to these varied problem types may not generalise to flat formula-

tions. Solvers are comprised of many interacting component algorithms with thou-

sands of tunable parameters. This presents complications for curating benchmark sets

to ensure the range of component algorithms and configurations are stress tested. We

need diverse data to do so – the instance generation methods described in this thesis

are intended to fill that requirement.

Our work makes several key contributions:

• We identify performance metrics for component algorithms in MIP solvers to

define a more comprehensive performance metric space. These metrics are

intended to go beyond benchmarking statistics such as CPU time required

to solve a problem. Using these more detailed performance metrics we aim

to produce explainable and insightful predictions of algorithm performance in

terms of instance features.
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• We develop a framework for encoding problem instances which supports the

design of new instance generators. The concepts of completeness and correct-

ness defined in this framework guide that design process and ensure all problem

instances of potential interest are captured in the scheme. Instance encodings

can be generalised to develop search algorithms in problem space with the same

guarantees as the generator.

• Using this framework we define new generators for LP and MIP instances which

control feasibility and boundedness of the LP relaxation, and integer feasibility

of the resulting MIP. Key features of the LP relaxation solution, which are

directly controlled by the generator, are shown to affect problem difficulty in

our analysis of the results.

• We further extend current applications of evolving instances by developing a

new parallel hybrid GA search heuristic which aims to better handle GAs with

computationally expensive fitness functions. Evolutionary search using the

developed encodings and local search hybridisations are applied to generate

instances which better discriminate between solver configurations.

In our analysis, we assess the generated instances with particular reference to

the performance of branch and bound tree search algorithms and the effect of branch

variable selection rules. Several key features are shown to be correlated with instance

difficulty. However, a set of features that lead to an accurate prediction of algorithm

performance cannot yet be identified. The generated instances discriminate between

the performance of a simplistic branching strategy and a more complex one, but not

between two advanced methods.

The discriminating power of generated instances can be improved using evolu-

tionary generation. New instances are generated by searching in performance space

for instances that expose the strengths and weaknesses of the different branching

rules. Analysis of the instances generated by this process suggest features that may

drive this difference. However, this correlation is not found on a more general data

set.

This work represents the early stages of an iterative procedure required to pro-

duce explainable algorithm selection hypotheses. We have shown that new generators

and problem space search algorithms have the potential to improve diversity in fea-

tures and performance metrics of MIP instances. However, further work is needed to

identify features which are strong predictors of algorithm performance in general.

To extend this work we suggest narrowing the focus of instance generation efforts

by developing new instance encodings. Our framework for generator design allows
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new encodings to be developed which, by means of the concepts of completeness

and correctness, can be shown to control required properties. For example, the

encodings used in this work could be extended to produce constraint matrices with a

specific structure matching a real-world problem, or constraints derived from classical

combinatorial problems such as knapsack or set covering. Restricting the generator

to specific classes in this way may help define more manageable algorithm selection

spaces from which generalisable insights may be gained.

The rapid development and increasing complexity of MIP solvers highlight the

need for continuing development of test instances. Collected benchmark sets such as

MIPLIB are updated periodically to remain relevant and challenging. Equivalently,

for synthetic instance generation, tools need to be developed to enable fast generation

of new test cases which continue to push the state of the art and can be tuned to

identify strengths and weaknesses in new approaches. The framework, algorithms,

and codes developed in this thesis are a step towards that goal.
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APPENDIXA
Developed Software

This appendix details software built to:

• generate MIP instances using the algorithms defined in this thesis,

• hold models of problem instances and provide neighbourhood/crossover opera-

tors,

• configure and run SCIP and extract detailed performance metrics from logs,

and

• orchestrate instance space search using the above components in Python’s asyn-

cio programming framework.

The latest version of the code is available at https://github.com/simonbowly/mip-

generators. This appendix gives a brief overview of the code; more detailed docu-

mentation is given in the repository.

A.1 mip generators package – MIP Model Core

The mip generators package provides a central API for working with MIP instances.

from mip_generators import (

instances, # Containers for instance representations.

generators, # Various random generation schemes.

formats, # Read/write instances to files.

operators) # Neighbours, crossover, etc
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instance module – Instance Containers

Container classes for instances allow conversion between encodings and manipulation

using search operators. The functions lhs(), rhs(), obj() allow the canonical

representation to be extracted from any instance. Member functions .solution(),

.alpha() and .beta() return the components of the feasible bounded encoding, and

will raise ValueError if called on an instance where the relaxation is not feasible and

bounded. Such instances do not have a representation in the encoded form.

Internally, instances may be stored using either encoding – alternative repre-

sentations are constructed on demand when called for. This allows non-encoded

instances to be loaded and treated as encoded instances, and vice versa, which is

required to apply search operators based on the different encodings. The following

abstract base class defines the available properties of an instance object:

class MIPInstance(ABC):

@abstractproperty variables

@abstractproperty constraints

@abstractproperty variable_types

# Canonical components.

lhs()

rhs()

objective()

# Encoded components.

solution()

alpha()

beta()

Helper methods instances . construct canonical, instances .construct feasible bounded

and instances . construct integer feasible are provided to construct instances from the

required components for each encoding.

writers module – Model Read/Write

This module defines compressed file formats which capture either the canonical form

or the encoded form of the instance. The formats are interchangeable as long as

the instances can be succesfully converted between formats (i.e. an instance can be

written in the encoded form as long as it is feasible and bounded). Otherwise the

code throws an error when attempting the conversion. Instances can also be written

to MPS format for input to solvers.
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formats.write_canonical(instance, "encoded.mip") # (A,b,c) format

formats.read_canonical("encoded.mip")

formats.write_encoded(instance, "encoded.mipenc") # (A,x,r,y,s) format

formats.read_encoded("encoded.mipenc")

formats.write_mps(instance, "instance.mps.gz") # Solver-readable format

generators and operators modules

These modules provide methods for random generation of instance components, and

search operators for manipulation of defined instances.

• Generate a constraint matrix using Algorithm 2:

lhs = generators.generate_lhs(...)

• Generate relaxation solution components using Algorithm 5:

alpha = generators.generate_alpha(...)

beta = generators.generate_beta(...)

• Manipulate instances as part of GA or local search processes.

child1, child2 = operators.canonical_uniform_row_crossover(

random_state, instance, encoded_instance)

child1, child2 = operators.feasible_bounded_uniform_row_crossover(

random_state, instance, encoded_instance)

A.2 scip runner package – Evaluate SCIP

The scip runner module uses asyncio coroutines to execute the solver. The instances

module is not set up to communicate directly with solvers in memory. Performance

measurements are carried out by writing the instance to MPS format and execut-

ing the solver from the shell. Although most experiments conducted are done with

SCIP, evaluating benchmark runs via MPS files is intended to allow the code to

be used more generally. scip runner provides asynchronous execution of SCIP, en-

abling simple process-level parallelisation with asyncio, and log parsing functions to

collect evaluation statistics.

High Level Evaluation Functions

performance.compare branching initially solves the problem using default configu-

ration and writes the solution file. It then runs each of the requested configurations,
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with the optimal solution provided to reduce the impact of tree search order, and

returns the resulting tree size and total simplex iterations used.

from scip_runner import performance

configs = {

"fullstrong": "branch_fullstrong.set",

"relpscost": "branch_relpscost.set",

}

with utils.temporary_mps_file(instance) as model_file:

results, logs = await performance.compare_branching(

model_file, configs, time_limit=30)

performance.compare heuristics solves the problem using each provided con-

figuration and returns the primal dual integral value.

configs = {

"feaspump": "heur_feaspump.set",

"shifting": "heur_shifting.set",

}

with utils.temporary_mps_file(instance) as model_file:

results, logs = await performance.compare_heuristics(

model_file, configs, time_limit=30)

A.3 search algorithms package – Searching in Prob-

lem Space

Evolutionary search algorithms in this package are built to use asyncio coroutines

to parallelise fitness evaluation. The three algorithms provided are nsga2, async ga

and hybrid ga, and all use a similar API.

from mip_algorithms.operators import feasible_bounded_uniform_row_crossover

from search_algorithms import hybrid_ga, common

queue = asyncio.run(

hybrid_ga.run(

log_seconds=1,

population=[create_random() for _ in range(100)],

rstate=rstate,

evaluate=evaluate,

neighbour=create_neighbour,

next_population=functools.partial(

common.new_population,
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select=functools.partial(

common.select_tournament,

tournament_size=2,

),

crossover=feasible_bounded_uniform_row_crossover,

create_random=create_random,

),

workers=8,

ga_priority=0.9,

task_limit=2000,

)

)

A.4 Example Generator Codes

Generators are specified through the generator and constructor functions provided.

This layout is meant to self-document the distribution of instances: the random

number generator selects input parameters from a distribution, parameters feed into

generators, and constructors assemble the generated components of an encoded in-

stance. The resulting function can then be used with seed values to sample from the

specified distribution of instances.
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MIP Instances with Feasible Bounded Relaxations

from numpy.random import RandomState

from mip_generators import instances, generators

def generate(seed):

random_state = RandomState(seed)

common_params = dict(

variables=50,

constraints=100,

random_state=random_state

)

return instances.construct_feasible_bounded(

variable_types=generators.generate_variable_types(

**common_params,

prob_integer=random_state.uniform(0.5, 1.0)

),

lhs=generators.generate_lhs(

**common_params,

density=random_state.uniform(low=0.1, high=1.0),

pv=random_state.uniform(low=0.0, high=1.0),

pc=random_state.uniform(low=0.0, high=1.0),

coeff_loc=random_state.uniform(low=-2.0, high=2.0),

coeff_scale=random_state.uniform(low=0.1, high=1.0),

**lhs_params

),

alpha=generators.generate_alpha(

**common_params,

frac_violations=random_state.uniform(low=0.1, high=1.0),

beta_param=random_state.lognormal(mean=-0.2, sigma=1.8),

mean_primal=0,

std_primal=1,

mean_dual=0,

std_dual=1

),

beta=generators.generate_beta(

**common_params,

basis_split=random_state.uniform(low=0.0, high=1.0)

),

)
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Integer Feasible MIPs

from numpy.random import RandomState

from mip_generators import instances, generators

def generate(seed):

random_state = RandomState(seed)

common_params = dict(variables=50, constraints=100, random_state=random_state)

lhs_params = dict()

variable_types = generators.generate_variable_types(

**common_params,

prob_integer=random_state.uniform(0.5, 1.0)

)

return instances.construct_integer_feasible(

variable_types=variable_types,

A=generators.generate_lhs(

**common_params,

density=random_state.uniform(low=0.0, high=1.0),

pv=random_state.uniform(low=0.0, high=1.0),

pc=random_state.uniform(low=0.0, high=1.0),

coeff_loc=random_state.uniform(low=-2.0, high=2.0),

coeff_scale=random_state.uniform(low=0.1, high=1.0)

),

x=generate_integer_feasible_solution(

random_state=random_state,

variable_types=variable_types,

mean=0,

sigma=1

),

y=random_state.lognormal(mean=0, sigma=1, size=constraints),

r=random_state.lognormal(mean=0, sigma=1, size=variables),

s=random_state.lognormal(mean=0, sigma=1, size=constraints),

)
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Configuring the SCIP Solver

This appendix defines configurations used for the SCIP 6.0.2 MIP solver to explore

performance of branching rules and primal heuristics. Complete configuration files

for each experiment are included and documented in the code repository.

B.1 Comparing Branching Rules

Isolating the comparing the effect of different branching rules requires disabling trans-

formations to the LP after initial root node pre-processing. To allow domain propaga-

tion only at the root node, limits are set on propagation rounds and each propagator

<prop> is assigned a frequency of zero, disabling it at larger depths in the tree.

propagat ing /maxrounds = 0

propagat ing /maxroundsroot = 1000

propagat ing/<prop>/f r e q = 0

. . .

Similarly for separation of cutting planes in the LP, each separator <sep> is disabled

at non-zero tree depths.

s epa ra t ing /maxrounds = 0

sepa ra t ing /maxroundsroot = −1

s epa ra t ing / p o o l f r e q = 0

sepa ra t ing/<sep>/f r e q = 0

. . .
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In branching rule evaluation, the optimal solution is provided at the start of the solve

process, to determine tree size required to close the MIP gap. Each primal heuristic

<heur> is disabled at all depths in the tree.

h e u r i s t i c s /<heur>/f r e q = −1

. . .

The default node selector is used; its priority is set higher than all other selectors

<sel>. This is not a critical setting; since the optimal solution is provided in advance,

the tree size is not expected to vary with the order of processing of branch and bound

tree nodes.

n o d e s e l e c t i o n / es t imate / s t d p r i o r i t y = 1000

n o d e s e l e c t i o n/<s e l >/ s t d p r i o r i t y = 0

. . .

Default settings for the branch rule scoring function are used (product rule with

5 : 1 weighting). The target branching rule <rule> is set at higher priority than all

remaining rules <alt>.

branching / s co r e func = p

branching / s c o r e f a c = 0.167

branching/<ru le>/ p r i o r i t y = 1

branching/<a l t>/ p r i o r i t y = 0

. . .

B.2 Comparing Primal Heuristics

The effect of primal heuristics is evaluated with a single heuristic enabled, and other

SCIP settings set to defaults. All heuristics <heur> except for the target algorithm

are disabled with frequency -1.

misc / c a l c i n t e g r a l = TRUE

h e u r i s t i c s /<heur>/f r e q = −1
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Further Results

C.1 Hybrid GA Performance

Figure C.1 compares the performance of the parallel hybrid genetic algorithm devel-

oped in Chapter 3 with an asynchronous parallel GA. The asynchronous algorithm

is chosen as a comparison since it also maintains 100% utilisation of parallel workers.

The hybrid algorithm conducts local search to utilise spare capacity inherent in a

synchronous parallelisation, while the asynchronous algorithm produces a new popu-

lation (using only instances evaluated so far) when any parallel worker becomes idle.

These single-objective runs aim to maximise the difference in tree size between two

branching strategies (reliable pseudocosts and full strong branching) using uniform

row-based crossover of general MIP instances.

In terms of number of function evaluations, the hybrid GA, with a low emphasis

on local search, is the most effective. Performance deteriorates if the GA priority

parameter p is set too high. In this case it is likely that the global search charac-

teristics of the GA are under-emphasised and performance deteriorates as a result.

In runs which evolve instances with 15 variables and constraints, the asynchronous

algorithm outperforms the hybrid EA early in the search, but converges prematurely.

This is likely due to the bias against hard instances resulting from the early-selection

strategy. Instances which are highly fit have large branch and bound trees requiring

significant time to solve. Such instances are more likely to be delayed from entering
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(a) 10 Variables/Constraints (b) 15 Variables/Constraints

Figure C.1: Performance comparison between an asynchronous genetic algorithm and parallel hybrid
algorithm (Bowly, 2019). Shows mean performance across 10 runs of each algorithm with a limit of
2000 evaluations. The fitness function aims to increase the difference in tree size between relpscost

and fullstrong branching strategies. The value in brackets in the legend indicates the ga priority

parameter for the hybrid GA.

the population; the population then converges to sub-optimal regions of the solution

space.

C.2 Evolving and Perturbing Real Instances

This section briefly discusses results presented at the 2016 MIP Workshop. Given

an initial set of 80 test instances selection from MIPLIB2, MIPLIB3, MIPLIB2003,

MIPLIB2010, an extended set was generated by creating 90 perturbations of each

instance. This consists of 10 different random seeds for each of 9 perturbation types:

• randomly shuffle variable order

• randomly shuffle constraint order

• swap n variables in order

• swap m constraints in order

• change n variables types

• change m constraint senses

• change n objective coefficients

• change m right-hand values

• change n×m constraint coefficients

where the original problems haveN variables andM constraints, and n = d0.005Ne ,m =

d0.005Me. The updated set of 7280 instances were solved with SCIP with all ad-
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Figure C.2: Increased instance difficulty (for basic SCIP) for perturbed and evolved instance sets
based on misc05, flugpl and rgn instances from MIPLIB. A line of best fit is shown relating instance
size and solve time to delineate easy and hard instances at various sizes.

vanced features disabled. Additionally, for several small test problems, evolutionary

generation is applied to increase the required solve time.

Figure C.2 shows the results of these perturbed and evolved MIPLIB instances.

For large problem sizes perturbing MIPLIB instances is enough to increase difficulty,

however smaller perturbed problems were often solved very quickly. Evolutionary

generation extends the perturbations, producing challenging instances at small sizes

despite starting from initially easy problems.
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Puchert, C., Rehfeldt, D., Schlösser, F., Schubert, C., Serrano, F., Shinano, Y., Viernickel,
J. M., Walter, M., Wegscheider, F., Witt, J. T., and Witzig, J. (2018a). The SCIP Opti-
mization Suite 6.0. Technical Report, Optimization Online Preprint. http://www.optimization-
online.org/DB HTML/2018/07/6692.html.

Gleixner, A., Hendel, G., Gamrath, G., Achterberg, T., Bastubbe, M., Berthold, T., Christophel,
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Ralphs, T. K., Salvagnin, D., and Shinano, Y. (2019). MIPLIB 2017: Data-Driven Compila-
tion of the 6th Mixed-Integer Programming Library. Technical report, Zuse Institute Berlin.
http://www.optimization-online.org/DB HTML/2019/07/7285.html.

172



BIBLIOGRAPHY

Gleixner, A. M., Berthold, T., Müller, B., and Weltge, S. (2017). Three enhancements for
optimization-based bound tightening. Journal of Global Optimization, 67(4):731–757.

Glibovets, N. N. and Gulayeva, N. M. (2013). A review of niching genetic algorithms for multimodal
function optimization. Cybernetics and Systems Analysis, 49(6):815–820.

Glover, F. (1977). Heuristics for integer programming using surrogate constraints. Decision Sciences,
8(1):156–166.

Glover, F. (1986). Future paths for integer programming and links to artificial intelligence. Com-
puters & Operations Research, 13(5):533–549.

Glover, F. (2007). Infeasible/feasible search trajectories and directional rounding in integer pro-
gramming. Journal of Heuristics, 13(6):505–541.

Goldberg, D. E. (1989). Genetic algorithms in search, optimization and machine learning. Addison-
Wesley.

Goldberg, D. E. (2002). The Design of Innovation, volume 7 of Genetic Algorithms and Evolutionary
Computation. Springer US, Boston, MA.

Goldberg, D. E. and Deb, K. (1991). A comparative analysis of selection schemes used in genetic
algorithms. Foundations of genetic algorithms, 1:69–93.

Goldberg, D. E., Korb, B., and Kalyanmoy, D. (1989). Messy genetic algorithms: motivation,
analysis, and first results. Complex Systems, 3(5):493–530.

Goldfarb, D. and Reid, J. K. (1977). A practicable steepest-edge simplex algorithm. Mathematical
Programming, 12(1):361–371.

Gomory, R. E. (1958). Outline of an algorithm for integer solutions to linear programs. Bulletin of
the American Mathematical Society, 64(5):275–278.

Gomory, R. E. (1963). An algorithm for integer solutions to linear programs. Recent advances in
mathematical programming, 64(260-302):14.
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