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Abstract

The rapidly growing location-based social networks allow web users to check-in at point-

of-interests (POIs) and share their check-ins with the public. The large amount of web

breadcrumbs left by users has enabled researchers to investigate human mobility pat-

terns, which opens new research opportunities for incorporating better personalization

into location-based services. In general, two types of recommendation tasks have been

extensively investigated. The first type is POI recommendation which aims to provide a

ranking list of POIs according to their attractiveness to a user. The second type is trip

recommendation which aims to suggest an itinerary, i.e., an ordered sequence of POIs,

for users.

Developing recommendation models for POIs is challenging mainly due to three reasons.

First, the observed POI visits of an individual user are limited in quantity. Second, users’

preferences over POIs are usually influenced by various contextual factors. Examples of

these contextual factors include sequential contexts (i.e., the influence of a user’s recent

POI visits on her next visit), temporal contexts (i.e., the influence of the visiting time

on a user’s preference over POIs), and geographical contexts (i.e., the influence of a

user’s geographical location on her preference over POIs). Finally, another reason that

makes the development of POI recommendation models challenging is that the valuable

information (e.g., the temporal contexts, the reviews left by users, and the geo-tagged

photos post by users), which is useful to enhance the recommendation accuracy, has

heterogeneous forms (e.g., the numerical, textual, and visual forms).

In this thesis, we aim to address the following questions in the domain of POI recom-

mendations:

1. How can we capture the complex interactions between users’ preferences and the

contextual factors effectively and efficiently?
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2. How can we model the temporal dynamics in users’ preferences over POIs given

the limited observations of users’ historical POI visits?

3. How can we utilize the online reviews generated by users to improve the accuracy

of POI recommendations?

4. How to generate personalized trip itineraries for users effectively and efficiently?

To address the first research question, we propose a Gaussian process factorization model

for POI recommendation. To further improve the scalability of the proposed model,

we propose a query-aware Bayesian committee machine (QBCM) for scalable Gaussian

progress regression. We show that the proposed QBCM model improves the prediction

accuracy in Gaussian process regression by up to 23.3% comparing with state-of-the-art

GP approximation models.

To address the second research question, we propose time-modulated self-attentive net-

work for time-aware next POI recommendation. The proposed model learns the rele-

vance between users’ historical POI visits and their next POI visits via the self-attention

mechanism, where the relevance is modulated by the impact of the temporal contexts.

We show that the proposed model improves the recommendation accuracy by up to

17.1% while maintaining high training efficiency.

To address the third research question, we propose a distillation framework for POI

recommendation leveraging user reviews. The framework first uses a teacher model to

extract the fine-grained sentiment orientations of the textual reviews left by users. Then

the extracted information is fed into a light-weight student recommendation model via

knowledge distillation. We show that the proposed model achieves competitive results

compared with state-of-the-art review-based recommendation models. In particular, it

can improve the accuracy in rating prediction by up to 10.1%.

To address the final research question, we propose a unified trip recommendation frame-

work which jointly considers the impact of three factors over the probability of a POI

being visited in a trip, namely POI popularities, users’ personal preferences, and POI

co-occurring probabilities. We show that the proposed trip recommendation framework
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consistently outperforms state-of-the-art algorithms, with an advantage of up to 43% in

F1-score.
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Chapter 1

Introduction

The pervasive use of mobile devices and location-based services in the world has enabled

the rapid development of location-based social networks (LBSNs) such as Foursquare1,

Yelp2, Facebook Places3, and Flickr4. The LBSNs have attracted an increasing number

of users, allowing them to share their footprints (referred as “point-of-interest (POI)

check-ins”), explore nearby venues, leave comments towards POIs, and connect with

friends. By the end of 2019, Foursquare has more than 50 million active users on a

monthly basis and it accumulates more than 3 billion global check-ins monthly. Flickr

has 90 million unique mobile users per month and more than 500 million photos shared

under a creative commons license. The development of LBSNs have contributed substan-

tially to both user and business side. On the user side, the LBSNs have greatly enhanced

people’s urban experiences. A recent survey [3] shows that 45% of customers are likely

to check Yelp reviews before visiting a business. Moreover, an infographic conducted

by Skyhook shows that 83% percent of mobile users believes that the location-based

services are important to their mobile experiences. On the business side, LBSN compa-

nies have experienced a remarkable growth in their revenue. For example, Foursquare

has seen a 50% revenue growth for three years in a row between 2015 and 2017. Such

1https://www.foursquare.com/
2https://www.yelp.com/
3https://www.facebook.com/places/
4https://www.flickr.com/

1
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Figure 1.1: Information structure of a location-based social network (LBSN).

rapid growth of LBSNs has led to the availability of location-related data left by the

millions of online users. The data consists of rich information about people’s geograph-

ical trajectories and the social friendships of users, providing both opportunities and

challenges for researchers to investigate users’ mobile patterns in spatial, temporal and

social aspects [4–9].

A common architecture of LBSNs is the “3+1” structure as shown in Figure 1.1 [10].

It consists of three layers: a geographical layer, a social layer, and a content layer.

The geographical layer stores the location information of POIs (e.g., the latitude and

longitude of a POI). The social layer stores the social network graph of the LBSN users,

where the nodes represent users and the edges represent their social connections. The

content layer stores the details of the location-related information, e.g., POI check-ins,

travel tips, and geo-tagged photos, posted by users. Finally, it contains a timeline which

records the timestamps of the user activities, e.g, the check-in time.
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Figure 1.2: An example of POI recommendation problem.

Figure 1.3: An example of trip recommendation problem.

1.1 Recommendation Models for Location-Based Social Net-

works.

In order to further improve user experience, recommender systems for LBSNs have at-

tracted extensive research attentions. In general, two types of recommendation tasks

have been studied. The first type is POI recommendation which aims to suggest indi-

vidual venues for users to visit. The second type is trip recommendation which aims

to design an itinerary consisting of a sequence of venues for users to visit. We illus-

trate the typical problem setting of POI recommendation and trip recommendation in
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Fig. 1.2 and Fig. 1.3, respectively. POI recommendation aims to infer a user’s personal

interest given her previous POI check-ins (e.g., the check-in at coffee shop) and predict

the next POI that might attract the user most. Trip recommendation infers the user’s

personal interests based on her previous trips. It aims to design a personalized itinerary

for the user that maximizes the user’s satisfactory. Thus, the problem setting of POI

recommendation and trip recommendation differ in several aspects. First, each history

user “transaction” is different: each transaction in POI recommendation is a individual

POI while each transaction in trip recommendation is a sequence of POIs. Second, the

prediction target is different: the prediction target of POI recommendation is an indi-

vidual POI while the prediction target of trip recommendation is a sequence of POIs

and therefore, trip recommendation needs to consider the transportation cost between

POIs and schedule each POI visit in order to achieve maximized satisfaction. Finally,

trip recommendation needs to consider user-specified constraints, e.g., time budget of

the trip.

Developing recommendation models for LBSNs is non-trivial. LBSNs provide data con-

sisting of both geographical information and social networks. Compared to traditional

data used by traditional recommendation tasks such as book recommendation and movie

recommendation, the properties of location-based social network data are different in

several aspects.

• Data sparsity. The sparseness of the observed data is a general problem of all rec-

ommendation tasks [11–13]. However, this problem is even more serious in LBSN

datasets. For example, the density of datasets used for POI/trip recommendation

such as Foursquare dataset is usually around 0.1%, while the density of Netflix

data for movie recommendations is 1.2% [14].

• Contextual influence. Compared with the user activities in other recommenda-

tion tasks, people’s check-in activities are more influenced by the contexts within

which the activities occur [15–18]. Multiple contextual factors that need to be
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considered. First, check-in activities are significantly influenced by temporal con-

texts [19–21]. Users’ preference over POIs are usually dependent on time. For

example, restaurants receive more guests during lunch/dinner time. However, ac-

tivities such as book reading considered by the book recommendation is much

less influenced by time. Another crucial contextual factor is the geographical

neighbourhood of users [2, 22]. Geographical clusters are observed from people’s

check-in data, which shows that users tend to visit nearby POIs of their frequent

activity regions.

• Heterogeneous information. The data provided by LBSNs has various forms.

Besides typical data such as check-in records and the geographical information

of POIs, LBSN also provides graphical information of users’ social connections

and textual information of POI reviews left by users. The heterogeneous informa-

tion depicts the user activity from different aspects. Although such information

is useful, it is challenging to fuse the heterogeneous information into a unified

recommendation framework.

Various recommendation models have been proposed for LBSNs. Although location

recommendation is a branch of general recommendation systems, directly borrowing

ideas from the fields of traditional recommendation is not sufficient to obtain satisfac-

tory performances. One of the most important factors which need to be incorporated

into location recommendation is the transit probabilities between POIs. The impact of

transit patterns is more significant in location recommendation due to the geographical

limitations between POIs and the strong correlation between POI visits and people’s

day-to-day life. Early studies use Markov models to capture the transit patterns [23–

25]. Later on, deep learning-based models are adapted for modeling transit patterns

such as Word2Vec [26, 27], recurrent neural networks (RNNs) [28–30].

Besides the impact of transit patterns, another most distinct feature of location rec-

ommendation is that each item dealt by the task has a unique geographical position.

Many studies have shown that people’s check-in patterns exhibit significant clustering
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phenomenon, showing that peoples tend to visit POIs within their familiar neighbour-

hood [31–35]. To capture such patterns, some studies propose to use spatial regular-

ization terms assuming that POIs in close geographical proximity share similar user

preferences [36–38]. Another group of studies models the geographical influence as a

function of the transition probability between a pair of POIs given their geographical

distance [2, 33, 39].

Temporal contexts also have significant influence on people’s check-in behaviours. It

is observed that periodical (e.g., monthly, weekly, and hourly) changes exist in users’

preferences. Existing studies that capture temporal dynamics in user preferences can

be categorized into two groups. The first group adds a time dimension into factoriza-

tion models and then use tensor factorization to solve the problem [1]. Another group

of studies propose to augment traditional RNN networks for time-aware recommenda-

tion [30].

1.2 Research Questions and Objectives

Our statistical analysis on real-world dataset shows that users’ preferences over POIs

are deeply influenced by their surrounding context, e.g., the temporal context, the geo-

graphical location of users, and their previous POI visits. Thus, in this thesis, we aim

to improve the recommendation accuracy of the state-of-the-art recommendation mod-

els for POIs by taking into consideration of the impact of contextual factors on users’

preferences over POIs. We investigate the possibility of more effective modelling of

contextual factors in POI recommendation by (1) allowing nonlinear interaction among

users, POIs and various contextual factors; (2) adapting self-attention models to capture

both long- and short-term contextual dynamics; (3) leveraging user-generated reviews to

infer the hidden contextual factors behind user-POI interactions; and (4) considering the

joint context within a POI sequence when recommending personalized trips for users.

The four aspects have formed the four research questions (RQs) in this thesis. In what

follows, we detail the four research questions and their corresponding objectives.
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• RQ1: How can we capture the complex interactions between users’ preferences and

the contextual factors effectively and efficiently?

- Collaborative Filtering methods predict the preferences of users based on their

collective past interactions with POIs. To capture the impacts of contextual factors

on the user-POI interactions, many context-aware recommendation models have

been proposed, such as tensor factorization and factorization machine. However,

these models restrict the interplay between user preferences and the contextual

factors to be linear, which limits their capability to capture the many possible

complex relationships. To this end, we aim to extend the context-aware recom-

mendation models to a non-linear probabilistic model based on Gaussian process.

• RQ2: How can we model the temporal dynamics in users’ preferences over POIs

given the limited observations of users’ historical POI visits?

- Modeling temporal dynamics in users’ preferences is nontrivial because the pre-

diction space (possible timestamps) is huge and even infinite. It is even more

challenging in the context of LBSNs since the data acquired from LBSNs is espe-

cially sparse. Unlike traditional cell phone data which is automatically collected

by the telecommunication tower, the check-in process is user-driven. Thus, only

a small proportion of users’ actual visits are post publicly. We aim to design a

learning model that captures the dependency of users’ check-ins on the temporal

contexts effectively and efficiently.

• RQ3: How can we utilize the online reviews generated by users for POI recom-

mendations?

- Online reviews post by users are important feedback from users. Compared with

the other feedback types such as the implicit feedback (only the number of in-

teractions between users and POIs is provided) and rating feedback (the rating

score of each interaction between users and POIs is provided), online reviews pro-

vide much more detailed information about each user-POI interaction. First, we

may infer finer-grained rating score of an interaction from the sentiment polarity
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of the corresponding review. Second, we may infer the detailed reasons behind

the rating scores. Therefore, we aim to extract these valuable information from

the reviews generated by users about their historical POI visits, and utilize the

extracted information to enhance the effectiveness of POI recommendations.

• RQ4: In trip recommendations, how can we infer the satisfaction score of a user

over a recommended trip effectively, and how can we identify the trip that may be

mostly satisfied by the user efficiently?

- An important difference of trip recommendation task compared with POI rec-

ommendation task lies in that trip recommendation aims to suggest a sequence

POIs rather than an individual POI for a user. Thus, the score of user satisfac-

tion given a recommendation result is determined not only by the attractiveness

of each POI that is included in the recommended trip. The score of user satis-

faction also depends on whether all the POIs included in the recommended trip

forms an attractive package. That is, the decision of including a certain POI in a

recommendation result is not only dependent on the user, but also all the other

POIs that are already included. Thus, we aim to propose a learning model that

captures such contextual dependency among POIs in a recommended trip. More-

over, finding the optimal trip given user-specified constraints is nontrivial. The

process of identifying the optimum trip can be viewed as a variant of orienteering

problem, which has been shown to be NP-hard [40]. We aim to propose efficient

trip generation algorithms to reduce the time cost of the trip generation process.

1.3 Contributions of the Thesis

In this thesis, we make the following contributions:

• To answer RQ 1, we propose a collaborative filtering method for preference learning

leveraging Gaussian process. In order to address the prohibit computational cost

of the model, we propose a query-aware Bayesian committee machine (QBCM)
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model for scalable Gaussian process regression. The proposed model divides the

entire training dataset into several subsets using clustering methods such as K-

means. Given a testing point for prediction, the proposed model first generates a

set of independent prediction based on each subset, then it aggregates these predic-

tions to generate a final prediction. To improve the aggregation accuracy, QBCM

introduces a query-oriented mechanism, which alleviates two problems in state-

of-the-art aggregation models: (1) over-confident prediction when testing point

is tightly enclosed by training data; and (2) over-conservative estimation when

testing point leaves the training data area. We conduct empirical experiments on

both synthetic and real datasets. The results confirm that the proposed model

consistently outperforms the baseline models by up-to 23.3%.

• To answer RQ2, we propose a time-modulated self-attentive network, i.e., Time-

SAN, to incorporate temporal influence into POI recommendation. The proposed

model treats a user’s history POI visits as an input sequence and aims to pre-

dict future POIs of the input sequence. It utilizes the self-attentive network to

learn the dependence between the POIs in the input sequence and next POI visits.

It further uses a time-modulated self-attentive module to capture the influence

of temporal contexts. We further propose a time-encoding method which allows

TimeSAN to learn the features of temporal contexts more effectively. We first use

a numerical example to illustrate the effectiveness of the proposed time-modulated

self-attention module in capturing temporal dynamics. Then we conduct exten-

sive experiments on real-world check-in datasets. The experimental results show

that the proposed model outperforms state-of-the-art recommendation models by

up-to 17%. The results also show that the proposed model achieves high training

efficiency, compared with other deep learning based recommendation models.

• To answer RQ3, we propose a distillation framework which leverages user reviews

for POI recommendation. The proposed model consists of a teacher and a stu-

dent model. The teacher model is a personalized sentiment analysis model which
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predicts the rating based on user-left reviews. The student model is a recom-

mendation model which predicts the rating based on users’ historical interactions

with POIs. We extract review-aware information from the teacher model, and

then use the information to supervise the training of the recommendation. As a

result, we end up in a light-weight recommendation model, but with much higher

accuracy. We conduct experiments on five real-world dataset. The experimental

results confirm that (1) the distillation process is able to significantly improve the

predicting accuracy of the student model; and (2) the proposed distillation model

is able provide competitive performances compared with state-of-the-art review-

based recommendation models. Specifically, the proposed model can improve the

predicting accuracy by up-to 10.1%.

• To answer RQ4, we propose a context-aware POI embedding model to jointly learn

the impact of POI popularities, co-occurring POIs, and user preferences on POI

visits. Specifically, we treat each user as a “document, each of the user’s history

trips as a “sentence” in the document, and each POI visit in a trip as a “word”

in the sentence. Inspired by the Word2Vec model, we propose to embed POIs

and users into a latent space, where the proximity of a user and a POI captures

the user’s preference of the POI and the proximity between a POI pair captures

the co-occurring probabilities of the two corresponding POIs. To generate trip

itineraries based on the learned latent space, we propose two algorithms C-ILP and

C-ALNS to generate trip recommendations. The first algorithm formulates a trip

generation problem as an integer linear programming problem and provides exact

optimal itineraries based on the context-aware embedding model. The second

algorithm leverages the adaptive large neighborhood search (ALNS) framework

and provides heuristically optimal trips but with significant improvement in time

efficiency. We conduct extensive experiments on real-world datasets. The results

show that the proposed algorithm improves the recommendation accuracy by up-

to 43%. Moreover, the C-ALNS trip generation algorithm reduces the time cost

of trip generation by up-to 99.4%.
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1.4 Thesis Outline

The rest of the thesis is structured as follows:

• Chapter 2 presents a comprehensive literature review of existing studies in recom-

mendation models for LBSNs. We start with a discussion of models for general

recommendation. Then we discuss existing studies which aim to incorporate three

types of contextual factors into location recommendations, namely the sequential

contexts, the temporal contexts, and the geographical contexts.

• Chapter 3 discusses recommendation models based on Gaussian process. We

present a collaborative filtering method for preference learning leveraging Gaussian

process. Furthermore, we propose a query-aware Bayesian Committee Machine

model which effectively approximates Gaussian Process while significantly reduces

the computational time cost. Given a large set of training data points, the pro-

posed model uses a set of submodels, each of which is allocated with a subset of the

training points. Then given a testing point, we first use each submodel to generate

a candidate prediction solely based on its allocated data points. Then we aggre-

gate the all candidate predictions to form a final prediction using a query-aware

Baysian approach. This chapter is derived from the following publication:

- Jiayuan He, Jianzhong Qi, and Ramamohanarao Kotagiri. Query-aware Bayesian

Committee Machine for Scalable Gaussian Process Regression. In Proceedings of

the 2019 SIAM International Conference on Data Mining (SDM’19). May 2019.

• Chapter 4 presents a time-modulated self-attentive network for time-aware POI

recommendations. We treat the task of POI recommendations as a sequence-

to-sequence learning task, which aims to translate a user’s sequence of history

check-ins to future check-ins. To incorporate temporal contextual influence into

the translation, we propose a self-attentive module, which replaces the original

self-attention with a novel time-modulated self-attention. This chapter is derived

from the following publication:
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- Jiayuan He, Jianzhong Qi, and Ramamohanarao Kotagiri. TimeSAN: A Time-

Modulated Self-Attentive Network for Next Point-of-Interest Recommendation. In

Proceedings of the International Joint Conference on Neural Networks. (IJCNN’20).

• Chapter 5 presents a distillation framework which utilizes user reviews to enhance

the accuracy of POI recommendation. The framework bridges two review-based

tasks: (1) sentiment analysis which predicts the resultant rating of each review;

and (2) personalized recommendation which predicts the rating based on users’

historical transactions. We use two models to address the two tasks, but allows

the distilled knowledge from the first model to supervise the training of the second

(recommendation) model. Our experimental results show that the distilled training

can significantly improve the performance of the recommendation model. We also

show that the proposed framework outperforms several baseline models on various

real-world datasets.

• Chapter 6 presents a context-aware POI learning model for personalized trip rec-

ommendations. It is a unified model which jointly learns POI co-occurring prob-

abilities, user preference over POIs, and POI popularities. Based on the learning

model, we further propose two trip generation algorithms which automatically gen-

erate personalized trip itineraries given user-specified constraints. This chapter is

derived from the following publication:

- Jiayuan He, Jianzhong Qi, and Ramamohanarao Kotagiri. A Joint Context-

Aware Embedding for Trip Recommendations. In Proceedings of the 35th IEEE

International Conference on Data Engineering (ICDE’19). April 2019.

• Chapter 7 concludes this thesis by summarizing our key contributions and high-

lighting directions for future work.
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Literature review

Recommendations for LBSNs have received lots of research attention during the past a

few years. Many works have been proposed, and they differ in their problem settings,

learning models, and the considered contextual factors. Based on the recommendation

goal, the existing works can be grouped into two categories: (1) POI recommendation

which aim to predict an individual POI for a user; and (2) trip recommendation which

aim to design an itinerary, i.e., a sequence of POIs for a user. Based on the learning

models, the existing works can be grouped into three categories: (1) memory-based

collaborative filtering (CF); (2) model-based CF; and (3) deep neural networks-based

models. The existing studies also consider various contextual factors, including sequen-

tial factors, temporal factors, and geographical factors. In this chapter, we present a

comprehensive review over these studies. In Section 2.1, we review the general learning

models that are designed for all recommendation tasks without considering the special

properties of POI recommendation. Then in Section 2.2, we review the studies that

improve the recommendation accuracy via incorporating various contextual factors. Fi-

nally, we review the studies for generating trip recommendations in Section 2.3.

13
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2.1 General Recommendation Models

Collaborative filtering (CF) is shown to be an effective strategy to overcome the sparsity

problem, which is a common problem in recommendation tasks. Thus, most learning

models proposed by far leverage this technique in either explicit or implicit forms. The

main idea of CF is to make prediction for one user/item (filtering) using the history

information of multiple users/items (collaborative). The intuition behind is that if two

users u and u′ are shown to have similar preferences (e.g., similar ratings over a large set

of items), then the items liked by u are more probably to be liked by u′, compared with

the items liked by another random user. Similarly, this intuition applies to similar items:

the items with similar ratings in the history will receive similar ratings in the future.

The advantage of CF is that even when the observed history of one user/item is limited,

it still can utilize the histories of similar users/items to enhance the recommendation

performance.

A crucial component of CF is to effectively compute the similarities between users and

POIs. Based on the methods of similarity computation, the existing learning models

can be divided into three groups: (1) memory-based CF; (2) model-based CF; and (3)

deep neural networks-based methods. In the rest of this section, we review these groups

of studies respectively.

2.1.1 Memory-Based CF

Memory-based CF approaches compute the similarities between users and items directly

using the observed user ratings. Sarwar et al. [41] propose an item-based CF model

for recommendation. Given an item v, they compute a vector representations of v

using all the observed ratings for v. Let |U| be the total number of users. The vector

representation of an item is a |U|-dimensional vector, where each dimension represents

the rating of v given by a different user. For example, the j-th item can be represented

as vj = [r1,j , r2,j , . . . , r|U|,j ], where ri,j represents the rating of vj given by ui. In the
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scenario where explicit ratings are not available, the value of i-th dimension is set as 1

if ui has interacted (e.g., rated, bought, and checked-in) with vi and 0 otherwise. Let vj

and vk be the vector representations of vj and vk, respectively. The similarity between

vj and vk is computed as the cosine similarity of vj and vk:

sim(vj , vk) =
vj · vk
‖vj‖ · ‖vk‖

(2.1)

Since different users may have different rating scales/preferences, Sarwar et al. propose

to compute the similarity of two items using the adjusted cosine similarity :

sim(vj , vk) =

∑
ui∈U (ri,j − ri)(ri,k − ri)√∑

ui∈U (ri,j − ri)2
√∑

ui∈U (ri,k − ri)2
(2.2)

Here, ri represents the average of all ratings given by ui. To predict the rating of a user

ui given on item vj , the item-based CF model computes a weighted sum of the ratings

of ui on the top-K similar items to vj :

r̂i,j =

∑
vk∈S sim(vj , vk) · rui,vk∑

vk∈S sim(vj , vk)
(2.3)

Here, the set S represents the top-K items rated by ui that are most similar to item vj .

When generating recommendations for a user ui, the item-based CF model computes

the ratings of ui with all items that have not been rated by ui and returns the item with

the highest rating as the result.

There also exists another stream of works which adopt user-based CF strategy [42, 43].

To predict the rating of user ui on item vj , unlike item-based CF models which make

recommendation by finding a set S of similar items with vj , user-based CF methods try

to find a set S but consists of similar users of ui, and then make recommendations by

returning the items that are mostly liked by users in S. There are also methods that

try to unify user-based CF and item-based CF [44]. To keep the discussion concise, we

do not cover the details of these methods in this review.
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2.1.2 Model-Based CF

When the user-item rating matrix is extremely sparse, the similarities between users and

items may be inaccurate based on the limited observations, making the memory-based

CF methods ineffective. Thus, many model-based CF approaches have been proposed

to enhance the effectiveness of CF by transforming the original user-item rating matrix

into a lower-dimensional latent space.

Matrix Factorization (MF). Koren et al. propose the matrix factorization model

for personalized recommendation [45]. The model assumes that the interaction between

users and items are characterized by a size-m set of invisible features. Usually, it is

assumed that the number of these invisible features is much less than the number of users

or items, i.e., m � |U| and m � |V|. Thus, the model represents each user/item as an

m-dimensional vector in a latent space Rm. Let ui and vj be the latent representation

of a user ui and an item vj , respectively. The model predicts the rating of ui on vj as

the dot product of their latent representations:

r̂i,j = u>i vj (2.4)

MF uses stochastic gradient descent (SGD) [46–48] to learn the latent representations

of all users and items. The algorithm first initializes the parameters to be learned with

random values. Then it repeatedly updates the parameters to minimize the regularized

squared error of the set of observed ratings:

Θ = argmin
Θ

∑

ui∈U

∑

vj∈V
Ii,j(ri,j − r̂i,j)2 + λ(‖Θ‖2) (2.5)

Here, Θ represents the union of all parameters to be learned, λ is a hyperparameter

which controls the weight of the regularization term, and Ii,j is an indicator which

equals 1 if the rating of vj given by ui is observed and equals 0 otherwise. the set of

user-item pairs whose ratings are observed.
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Specifically, the algorithm takes one observed training instance 〈ui, vj , ri,j〉 during each

iteration. Let ∆ = ri,j − r̂i,j be the error difference between the observed rating ri,j

and predicted rating r̂i,j computed based on the current values of user and item repre-

sentations, the algorithm update the latent representations of users and items using as

follows:

ut+1
i ← uti + η(∆ · vtj − λuti) (2.6)

vt+1
j ← vtj + η(∆ · uti − λvtj) (2.7)

Here, η represents the learning rate. Eq. 2.4 assumes that a rating of user ui on item

vj is only dependent on the interaction of the user and item latent features. However,

real-world ratings can be impacted by factors that are independent of the interaction.

For example, some users tend to be more generous of giving high ratings regardless of

the characteristics of the items. Similarly, some high-quality items may consistently

receive high ratings from users with different preferences. Thus, the model adds bias

terms to user and item representations to capture such factors. The model also adds a

global bias term to capture the global tendency in rating. Given a user ui and an item

vj , the rating ri,j is represented as:

r̂u,i = u>i vj + bi + bj + µ (2.8)

Here, bi represents the bias value of user ui, bj represents the bias value of item vj , and µ

represents the global bias term, respectively. Note that we abuse the notation a bit here

using b to represent both user and item bias terms, and only differentiate them with the

subscripts i and j. Plugging the function Eq. 2.8 into Eq. 2.5, all the bias terms and

the latent representations can be learned.

Probabilistic Matrix Factorization (PMF). Salakhutdinov and Mnih propose a

probabilistic matrix factorization model [49] for recommendation, which integrates the

matrix factorization model with the framework of Bayesian inference. PMF assumes that

each observed rating in the training dataset (e.g., ri,j) is normally distributed around
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the inner product of the corresponding user and item representations (e.g., u>i vj) with a

common variance. Thus, the likelihood of all observed ratings can be written as follows:

p(r|U ,V , σ2) =

|U|∏

i=1

|V|∏

j=1

[N(rij |u>i vj , σ2)]Ii,j (2.9)

Here, r represents the user-item rating matrix, U represents the latent matrix where the

i-th row equals the latent representation of ui, V represents the latent matrix where the

j-th row equals the latent representation of vj , and σ2 represents the assumed common

variance.

PMF also assumes zero-mean Gaussian priors of the user and item latent representations:

p(U |σ2
u) =

|U|∏

i=1

N(ui|0, σ2
uI) (2.10)

p(V |σ2
v) =

|V|∏

j=1

N(vj |0, σ2
vI) (2.11)

Given the prior distributions in Eq. 2.10 and Eq. 2.11 and the likelihood distribution in

Eq. 2.9, the posterior distribution of U and V can be computed as:

p(U ,V |r, σ2, σ2
u, σ

2
v) ∝ p(r|U ,V , σ2)p(U |σ2

u)p(V |σ2
v) (2.12)

Maximizing the above posterior in Eq. 2.12 is equivalent to maximizing the log posterior,

which can be computed as:

log p(U ,V |r, σ2, σ2
u, σ

2
v) ∝ −

1

2σ2

|U|∑

i=1

|V|∑

j=1

Ii,j(ri,j−u>i vj)2− 1

2σ2
u

|U|∑

i=1

u>i ui−
1

2σ2
v

|V|∑

j=1

v>j vj

(2.13)
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Thus, we can use SGD to learn U and V where the objective is to minimize the following

loss function:

L =
1

2σ2

|U|∑

i=1

|V|∑

j=1

Ii,j(ri,j − u>i vj)2 +
1

2σ2
u

‖U‖2 +
1

2σ2
v

‖V ‖2 (2.14)

From Eq. 2.14, we see that PMF balances the trade-off between goodness of fit and

regularization by tuning the prior variance σ2, σ2
u, and σ2

v . These parameters can be

chosen using cross validation or with a Bayesian approach by placing priors on these

hyerparameters. We also see that maximizing the log posterior is equivalent to the

regularized optimization approach considered in MF. Therefore with the correct choice

of priors, PMF is a generalized form of standard optimization techniques in MF.

MF through Latent Dirichlet Allocation (LDA). MF-based models are agnostic

to the features of users and items and learn user/item representations solely based on

the observed ratings. Agarwal and Chen propose a matrix factorization Latent Dirichlet

Allocation (fLDA) model for scenarios where items can be represented in a “bag-of-

words” fashion (e.g., leveraging key words of item descriptions). The model assumes

that the bag of words associated with each item forms the “document” of the item,

the generation process of which can be modeled using LDA. Specifically, the model

assumes that each word of an item is associated with a discrete latent feature which

often referred as a “topic” in LDA. Then the model computes the representation of each

item as a weight vector over the set of latent topics by averaging the words associated

with the item. Similarly, each user is represented as an affinity vector over the set of

latent topics. Finally, the rating of an item given by a user is computed using their

topical vectors.

Figure 2.1 illustrates the graphical representation of the fLDA model. Specifically, each

user is represented using a user bias term α and a user topical vector s. The prior

distribution of these parameters are assumed to be zero-mean Gaussian. Given a user
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Figure 2.1: The graphical diagram of fLDA.

ui, its corresponding bias term and topical vector are represented as follows:

αi = εαi (2.15)

si = εsi (2.16)

Here, εαi ∼ N(0, σ2
α) and εsi ∼ N(0,σ2

s). In the case where certain features of users

are known, the values of these features can be integrated into user representations by

enhancing the above two equations as follows:

αi = g0xi + εαi (2.17)

si = Hxi + εsi (2.18)

Here, g0 is a regression weight vector on user features, and H is a regression weight

matrix on these features. The bias of item is also modeled in the same way:

βj = d0xj + εβj (2.19)

Here, d0 represents the regression weight vector on item features, and εβj ∼ N(0, σ2
β). The

latent topical vectors of items are computed through modelling the generation process

of the words associated with items. The model assumes that each item is a “document”,

the content of which follows a multinomial distribution over a set of topics. Further,
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each topic can be represented as a multinomial distribution over a set of words. Then the

generation of an item document can be seen as follows: (1) from the topical distribution

θj of the document, draw a topic zjn; (2) from the word distribution Φzjn of the chosen

topic, draw a word wjn; (3) repeat the previous two steps to generate all words in the

document. To regularize the multinomial probabilities associated with high dimensional

data, the models assumes θj ∼ Dirichlet(λ) and Φ ∼ Dirichlet(η). Letting zjn be the

vector representing the allocated topic for the n-th word of the j-th item and Wj be the

total number of words associated with the j-th item, the topical vector of the item is

computed as:

zj =
∑

n

zjn
Wj

(2.20)

Finally, the rating of an item given by a user is computed as a Gaussian distribution

rij = N(µij , σ
2), where the mean value µij is computed as:

µij = αi + βj + s>i zj (2.21)

In the case where certain features related to the interaction of user and item are known

(e.g., the number of times a user buy an item), these features can into the above equation:

µij = bxij + αi + βj + s>i zj (2.22)

Here, b represents the regression matrix on the features xij . The EM algorithm [50] is

utilized to train the model. To keep the discussion concise, we omit the details of the

training process in this review.

Bayesian Pairwise Ranking (BPR). Rendle et al. propose an optimization criterion,

named Bayesian Pairwise Ranking (BPR), for scenarios where only implicit feedback is

available. Given a user u, BPR aims to provide the user with a personalized total ranking

>u∈ V2 of all items in V, where >u has to meet the properties of a total order:

• Totality: ∀j, j′ : j 6= j′ ⇒ vj >u vj′ ∨ vj′ >u vj
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• Antisymmetry: (vj >u vj′) ∧ 9(vj′ >u vj)⇒ j = j′

• Transitivity: ∀j, j′, j′′ : (vj >u vj′) ∧ (vj′ >u vj′′)⇒ vj >u vj′′

With Bayesian rule, finding the correct ranking of all items is equivalent of maximizing

the posterior of Θ:

p(Θ| >u) ∝ p(>u| Θ)p(Θ) (2.23)

Here, >u represents the desired and latent structure for user u. Assuming that the item

ranking for each user is independent on the order of each pair of items, the likelihood of

the ranking for each user given all latent parameters can be written as:

p(>u| Θ) =
∏

(u,vj ,vj′ )

p(vj >u vj′ | Θ) (2.24)

Here, (u, vj , vj′) represents an observed ranking instance in the training data. Specifi-

cally, BPR assumes that if a user u has interacted with an item vj and has not interacted

with another item vj′ , then vj should rank higher than vj′ for user u. To fullfill the three

properties of the desired ranking, BPR assumes that the probability of p(vj >u vj′ | Θ)

as:

p(vj >u vj′ | Θ) := σ(xu,j,j′) (2.25)

Here, σ(·) is the sigmoid function:

σ(x) =
1

1 + e−x
(2.26)

Here, the score of xu,j,j′ can be computed using a recommendation model. For example,

if MF is used, xu,j,j′ can be computed as the pairwise distance between vj and vj′ in the

latent space: xu,j,j′ = u>(vj − vj′).

Finally, the training of BPR equals maximizing the log posterior function in Eq. 2.23:

Θ = argmaxΘ

∑

(u,j,j′)

log p(vj >u vj′ | Θ) (2.27)
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Using Eq. 2.25, the above objective function can be rewritten as:

Θ = argmaxΘ

∑

(u,j,j′)

log σ(xu,j,j′)− λ‖Θ‖2 (2.28)

Here, λ is a hyperparameter which controls the regularization weight of the model.

2.1.3 Models Based on Deep Neural Networks

Recent years have seen great success of deep learning models (DNNs) and their ap-

plication to various research fields. The state-of-the-art models have shown powerful

capabilities in learning complex non-linear functions. There also exist studies which

leverage deep learning techniques to develop recommender systems.

Neural collaborative filtering (NCF). Most existing studies use “dot-product” of

user and item representations to capture the interaction between users and items. He et

al. [51] propose a neural collaborative filtering (NCF) model, which replaces the “dot-

product” using deep neural network. Figure 2.2 illustrates the architecture of the NCF

model. The model assigns a user (e.g., ui ) with two vectors: an MF vector (e.g., uGi )

and an MLP vector (e.g., uMi ). Similarly, each item (e.g., vj ) is assigned with two

vectors: an MF vector (e.g., vGj ) and an MLP vector (e.g., vMj ). The model replaces the

component of “dot-product” in two ways: (1) generalized matrix factorization (GMF)

which is shown in the left part of Fig. 2.2; and (2) multiple layers of perceptron (MLP)

which is shown in the right part of Fig. 2.2.

Specifically, given a user ui and an item vj , the GMF layer takes the MF vectors uGi

and vGj as input and computes the interest score of vj given by ui as follows:

r̂Gi,j = aout(h
>(uGi � vGj )) (2.29)

Here, aout represents an activation function chosen according to the real applications, h

represents a linear projection vector, and � represents the element-wise multiplication
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Figure 2.2: Illustration of the architecture of Neural Collaborative Filtering.

of two vectors. We see that the “dot-product” operator is a special form of a GMF layer

where aout is chosen as an identity function and h is chosen as an uniform vector of all

1s.

The MLP part generalizes the dot-product interaction in a different way. Given a user

ui and an item vj , the MLP component first computes the concatenation z1 of the MLP

vectors uMi and vMj . Then it passes the concatenated representation through multiple

hidden layers. Each layer is fully connected layer which compresses the input vector into

a lower-dimensional latent representation. The output of the l-th layer can be computed

as follows:

zl = al(W
>
l zl−1 + bl) (2.30)

Here, al is the activation function chosen for l-th layer, Wl is a learnable linear projection

matrix, and bl is a learnable bias vector of the l-th layer. With MLP, the interest score

of vj given by ui is computed as follows:

r̂Mi,j = σ(h>zl) (2.31)
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Both the GMF and MLP component are a generalized form of tradition collaborative

filtering, and they can work independently. The can also be combined as a fused frame-

work to further improve the recommendation accuracy. Specifically, let ψG = uGi � vGj
be the latent representation produced by the GMF layer and ψM = zl be the latent rep-

resentation produced by the MLP layers. The NCF framework fuses the two components

and computes the final interest score of a user ui w.r.t. an item vj as follows:

r̂i,j = σ(h>


ψ

G

ψM


) (2.32)

2.1.4 Context-Aware Models

Gaussian process factorization machine (GPFM). Nguyen et al. [52] propose a

Gaussian process factorization machine (GPFM) for context-aware recommendations.

For each user-item interaction, GPFM extract a set of contextual features, e.g., the time

of the interaction and the purpose of the interaction. Then each interaction is represented

as a tuple: (u, v, c1, . . . , cm, r), where u represents the user, v represents the item, c1 to

cm represent the contextual features of the interaction, and r represents the result of the

interaction (e.g., rating). The model represents each item and contextual factor using a

d-dimensional latent embedding. Let v, c1, . . . , cm represent the embeddings of v and

c1 to cm, respectively. GPFM represents the interaction x as the concatenation of these

embeddings and assumes that the observed rating r is generated with an underlying

transformation f over x. Specifically, GPFM places an independent GP prior for the

transformation function fi of each user ui, i.e., fi(x) ∼ GP(0, k(x,x′)). Here, the

covariance between two interactions of the user, e.g., x and x′, is computed as:

k(x,x′) = RBF (v,v′)
m∏

p=1

RBF (cp, c
′
p) (2.33)
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where the covariance between two vectors is computed using the popular radial basis

function (RBF) kernel:

RBF (z, z′) = s2exp[− 1

2l2
(z − z′)>(z − z′))] (2.34)

where s and l are two hyperparameters to be learned. Let Ni be the number of observed

interactions associated of user ui, the complete GP for user ui is defined as:

p(fi) = N (fi; 0,Ki) (2.35)

where fi is an Ni-dimensional vector, Ki represents the Ni×Ni covariance matrix of ui

with element Ki(z, z
′) on the z-row and z′-th column equals k(xz, xz′). Assuming the

presence of Gaussian noise in the observed ratings, the likelihood of the observed ratings

is computed as:

p(r1, . . . , r|U| |X,f1, . . . ,f|U|,σ) =

|U|∏

i=1

N (ri;fi, σiI) (2.36)

where σi represents the variance of the noise of user ui’s GP, σ = {σi}|U|i=1, and I

represents the identity matrix.

Stochastic gradient descend is used to get the hyperparameters of each user. To predict

the rating of a user u∗ for an item v∗ given a set of contexts c∗, GPFM computes the

posterior distribution of the unseen rating using GP regression:

p(f∗(x∗) |Xi, ri) = N (µ∗, σ∗) (2.37)

where µ∗ and σ∗ represents the mean and variance of the posterior distribution and are

computed as:

µ∗ = (Ki + σiI)−1k(x∗,X)ri (2.38)

σ∗ = k(x∗,x∗)− k(x∗,X)(Ki + σiI)−1k(x∗,X)> (2.39)
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2.2 POI Recommendation Models

In the previous section, we review the existing studies on general recommendation mod-

els, which make predictions solely based on the interactions between users and items, but

ignore the contextual factors of the observed interactions. However, in POI recommen-

dation, the various contexts of the user-item interactions carry rich information about

the reasons behind users’ decision making. For example, given a certain POI, a user’s

interest in the POI may be time-varying, e.g., a cafe is usually busier in the morning

than in the night while a bar is more popular during the night. Another example is that

the geographical locations of POIs to a user may influence the user’s interest in these

POIs. Thus, various POI recommendation models have been proposed to incorporate

these contextual factors. We mainly discuss studies focusing on three types of contextual

factors that are especially important to POI recommendations: (1) sequential contexts;

(2) temporal contexts; (3) geographical contexts.

2.2.1 Incorporating Sequential Contexts

It has been shown that users’ POI visits are more influenced by their most recent POI

visits than those visits that occurred long time ago [53–56]. Thus, a user’s recent POI

visits, i.e., sequential contexts, are more representative than other historical visits when

inferring the user’s current preference. Capturing sequential contexts is important when

predicting users’ POI visits in the future. In this section, we discuss existing learning

models which capture the sequential contexts.

Factorized Personalized Markov Chain (FPMC). Rendle et al. [24] propose a

model, named factorized personalized Markov Chain (FPMC), to capture user long-term

preferences and sequential information in users’ histories jointly.

FPMC models the sequential information as the transition probabilities between items.

Given an item vj and vj′ , the transition probability from vj to vj′ is computed as the
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conditional probability of oberving vj′ given vj :

p(vj′ | vj) =
N〈vj′ ,vj〉
N〈vj〉

(2.40)

Here, N〈vj ,vj′ 〉 represents the times of vj and vj′ appear subsequently, andN〈vj〉 represents

the times of vj appears. To incorporate personalization into the model, a different set

of transition probabilities is computed for each user, which transforms the transition

probability matrix into a personalized transition probability cube. Directly computing

all transition probabilities may result in |U||I|2 number of independent parameters.

Thus, FPMC proposes to factorize the transition cube into a lower-dimensional latent

space RK so as to break the independence of the parameters and probabilities. Given a

user ui, it assigns a latent vector ui. Given an item vj , the model assigns three vectors.

The first vector vuj represents its features in terms of the interaction with users. The

second vector vfromj represents its features in terms of transition probability from item

vj to other items. The third vector vtoj represents its features in terms of transition

probability from other items to item vj . Thus, the probability of oberving vj′ given vj

and user ui is factorized as:

p(vj′ | vj , ui) = u>i vj′ + u>i vj + (vfromj )>vtoj′ (2.41)

The above equation shows that FPMC shares similar spirit with MF in terms of solving

data sparsity problem. MF factorizes the user-item rating matrix to allow each observed

rating to be shared among similar users and items. FPMC factorizes the user-item-item

transition cube to allow each observed transitions to be shared among similar users and

transition pairs.

Convolutional Sequence Embedding Recommendation (Caser). Tang and

Wang [57] propose a convolutional sequence embedding recommendation Model (Caser)

which provides a unified network structure for capturing both general preferences and

sequential patterns. Given a user’s past interacted items (e.g., visited POIs), Caser forms
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an item sequence for this user based on the chronological order of these interactions,

embeds the sequence of items into an “image” in the time and latent spaces, and learns

the sequential patterns as local features of the image using convolutional filters. We

illustrate the model architecture of Caser in Fig. 2.3.

Figure 2.3: Illustration of the architecture of the Caser model.

Caser consists of three layers: (1) an embedding layer which embed user sequences

into a latent space; (2) a convolutional layers which extracts the latent features of

the user sequences; and (3) a fully-connected layer which unifies the sequential in-

formation with personalization information and produces the final rating score. Let

Su = {Su1 , Su2 , . . . , SuN} be the sequence items that the user has interacted most recently.

Here, N is a systems parameter controlling the maximum number of items allowed in a se-

quence. Caser maintain two embedding matrices: a user embedding matrix Eu ∈ R|U|×d

where the i-th row represents the latent representation of ui and an item embedding

matrix Ev ∈ R|V|×d where j-th row represents the latent representation of vj . Then

the embedding S of the input sequence su can be computed as the concatenation of

the latent representations of all items in su. The embedding u of the input user can be

computed by looking up its corresponding representation in Eu.

Then Caser treats the embedding S as an image, and then pass the image through

two types of convolutional layers to capture the features of the embedding. The first

type of convolution layer performs horizontal convolution. Let F ∈ Rh×d represent a
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horizontal convolutional filter, where h represents the height of the filter and d represents

the width. The filter slide from the top of the embedding to the bottom. Let Si be the

item embedding aligned with the start of the F after sliding, the result of convolution

is computed as:

ci = ψc(Ei:i+h−1>F ) (2.42)

Here, ψc represents a chosen activation function. The convolution result of filter F is

then computed as:

c =
[
c1 c2 . . . cN−h+1

]
(2.43)

Caser uses a size-K set of horizontal filters. Let ck represents the convolution result of

filter F k, k ∈ [1,K]. The result of all filters are combined as:

o = {max(c1),max(c2), . . . ,max(cK)} (2.44)

Caser also performs a vertical convolution over S. Let F̃ ∈ RN×1 be a vertical filter.

The filter will interact with the columns of S by sliding d times from left to right. The

result of convolution equals performing a weighted sum of the embedding of each item:

c̃ =

N∑

n=1

F̃n · Sn (2.45)

Here, F̃n represents the n-th row of the filter F̃ . Using a set of different K ′ vertical

filters, the result of vertical convolution is the concatenation of the result of each filter:

õ =
[
c̃1 c̃2 . . . c̃K

′
]

(2.46)

Caser uses two fully-connected layers to combine the result o of horizontal convolution,

õ of vertical convolution, and the user embedding u. The first layer combines the two

convolution results:

z = ψ1(W


o

õ


 + b1) (2.47)
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where W , b, and ψ(·) are the linear projection matrix, bias, and activation function of

the layer, respectively. Then Caser combines z with the user embedding u with a linear

fully-connected layer:

ri,j = W2


z

ũ


 + b2 (2.48)

where W2 and b2 represent the linear projection matrix and the bias of this layer. The

layer will produce ri,j , each dimension of which represents the probability of user u

interact with item i in the next time step.

Self-Attentive Sequential Recommendation (SASRec). Kang et al. propose

a self-attentive recommendation (SASRec) model for sequential recommendation [58]

utilizing the multi-head self-attention mechanism [59]. We illustrate its architecture

in Fig. 2.4. The SASRec treats the recommendation task as a sequence-to-sequence

learning task that translates an input sequence (e.g., s1 → s2, . . . ,→ sN ) to a target

sequence (e.g., s2 → s3, . . . ,→ sN+1) where the input is shifted by one element. Given a

user check-in sequence Su, SASRec first converts it into a sequence of length N , where N

is a hyperparameter controlling the maximum number of check-ins allowed in the model.

The fixed-length sequences are then fed into a self-attentive model, which consists of four

layers: (1) an embedding layer; (2) a self-attention layer; (3) a point-wise feed forward

layer; and (4) a prediction layer.

The model maintains two embedding matrices: a POI embedding matrix L ∈ R|L|×d and

a positional encoding matrix P ∈ R|N |×d, where d represents the latent dimensionality

of the model. The latent representation of the i-th check-in si in a sequence is computed

as Ei = L(si) + P(i), where L(si) represents the embedding vector of POI si and P(i)

represents the positional encoding of the i-th element. The final embedding of the input

sequence is computed as the row-wise concatenation of the latent representations of all

check-ins: E = [E1; E2; . . . ; EN ], which is then fed into a self-attention layer.

The self-attention layer captures the pairwise dependency of check-ins via the self-

attention mechanism.
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Figure 2.4: The architecture of SASRec.

The model first computes three linear projections of E, yielding a query Q, a key K,

and a value V representation of the check-in sequence, respectively. The three represen-

tations are computed as: Q = EWQ, K = EWK , and V = EWV , where WQ ∈ Rd×d,

WK ∈ Rd×d, and WV ∈ Rd×d represent three learnable projection matrices. Then, the

model computes a self-attention SA(E) of the input sequence via the scaled dot-product

attention as illustrated in Fig. 2.5:

SA(E) = softmax(
Q ·K>√

d
) ·V (2.49)

The model also allows multi-head attention that adopts h attention heads in parallel.

The final representation produced by multi-head attention is computed as the concate-

nation of the attention computed by each head:

SA(E)multihead = [SA(E)1,SA(E)2, ...,SA(E)h]Wo (2.50)

Here, Wo ∈ Rd×d is another learnable matrix. The attention SA(E)i of head i is com-

puted using its own query WQ
i ∈ Rd×d/h, key WK

i ∈ Rd×d/h, and value WV
i ∈ Rd×d/h

projection matrices. For ease of representation, we use SA(E) instead of SA(E)multihead

in what follows and in Fig. 2.4.
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Figure 2.5: Illustration of the scaled dot-product attention mechanism.

The computed self-attention SA(E) is fed into a two-layer point-wise feed forward net-

work. Let SAi be the output on i-th position after the self-attention layer, the output

on i-th position after the point-wise feed forward network is computed as:

Fi = ReLU(SAi ·W1 + b1)W2 + b2 (2.51)

Here, W1 ∈ Rd×d and W2 ∈ Rd×d represent two learnable projection matrices, and

b1 ∈ Rd×1 and b2 ∈ Rd×1 represent the biases of the first and second feed forward

layers, respectively.

The self-attention layer and point-wise feed forward layer together form a self-attentive

block. SASRec allows stacking multiple such blocks to capture deeper semantics among

input check-ins. We use SAm
i and Fm

i to represent the output of the self-attention layer

and the point-wise feed forward layer of the m-th block in Fig. 2.4, respectively.

Let FM
i be the output at the i-th position after M blocks. SASRec computes the ranking

score for a POI being recommended as the i-th element in the output sequence using
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the dot-product of their latent representations:

r(l, i) = L(l) · FM
i (2.52)

Here, L(l) represents the embedding of POI l, which is shared with the embedding layer.

2.2.2 Incorporating Temporal Contexts

Temporal contexts are especially important to POI recommendation, as a contrast with

other types of recommendation tasks such as book recommendation and music recom-

mendation. A main reason is that people’s mobility patterns usually change with time

while activities like reading books or listening to music are not as much sensitive to time

as POI visits. The influence of temporal contexts on user preferences can be categorized

into two types. The first type of influence is the dependency of users’ preferences on

the exact check-in time. For example, the number of check-ins at transportation POIs

reaches the peak during commute hours while the number of check-ins at entertainment

POIs is usually higher during holidays (e.g., weekends). Zhao et al. perform an analysis

on this type of temporal influence on two real-world datasets, namely Foursquare and

Gowalla. The number of accumulated number of check-ins in different time slots (e.g.,

hour of a day and day of a week) in Fig. 2.6 and 2.7. We see that Saturday and Sunday

check-in patterns are more similar compared with weekday check-in patterns on both

datasets.

The second type of temporal influence is the dependency of the sequential patterns on

the time difference between two consecutive check-in. Intuitively, if two check-ins occur

within a short time period, then they are more likely to influence each other. However,

if two check-ins are far away in terms of check-in time, then the sequential dependency

between them should be much less significant. The two types of temporal influences are

both important to POI recommendation and various approaches have been proposed to

capture the influences.
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Figure 2.6: Accumulated number of check-ins in Foursquare dataset [1].

Figure 2.7: Accumulated number of check-ins in Gowalla dataset [1].

Time-Aware Collaborative filtering. Yuan et al. [60] propose a time-aware CF

model for POI recommendation using user-based collaborative filtering method. They

split the time into twenty-four time slots, where each time slot represent an hour of a

day. Then given a time (in hour) t and a user ui, the proposed time-aware CF model

aims to predict the next POI that ui might be interested in. Recall that a user-based CF

model predict the next POI visit of a user ui with two steps: (1) computing the pairwise

similarities between users; and (2) utilizing the observed check-ins of users that are

similar to ui to make prediction. Yuan et al. propose to consider the temporal influence
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by restricting that each of the above steps is computed only based on the check-ins in

the recommendation time slot t. Therefore, the user similarities are computed for each

time slot, and only the observed check-ins in time slot t are used in the second step.

Specifically, the similarity between two users ui and ui′ is computed as:

sim(ui, ui′) =

∑T
t=1 u

>
i,tui′,t

(
∑T

t=1 ‖ui,t‖)(
∑T

t=1 ‖ui′,t‖)
(2.53)

where T represents the total number of time slots, and ui,t and ui′,t are L-dimensional

vectors. A vector represents the check-in history of a user in the time slot t, where each

dimension of the vector is set to 1 if the corresponding POI is checked-in in the time slot

t and 0 otherwise. Given a POI lj and time t, the recommendation score r̂i,j,t given by

user ui is computed by aggregating the number of check-ins at lj by all users weighted

by the user similarities:

r̂i,j,t =

∑K
k=1 sim(ui, uk)u

j
k,t∑K

k=1 sim(ui, uk)
(2.54)

where ujk,t represents the value on j-dimension of the vector uk,t. However, one prob-

lem of the above extension is that the observed check-ins in each time slot is limited.

Thus, Yuan et al. propose to smooth the user-location-time check-in cube, and let the

information flow through similar time slots. Let ρt,t′ represents the similarity between

two time slots t and t′, the model computes the check-in vector of a user ui in time slot

t by aggregating observed check-ins in all time slots:

ũi,t =
T∑

t′=1

ρt,t′∑T
t′′=1 ρt,t′′

ui,t′ (2.55)

The similarity between two users ui and ui′ is computed based on the observed check-ins

in all time slots:

sim(ui, ui′) =

∑T
t=1 ũ

>
i,tũi′,t

(
∑T

t=1 ‖ũi,t‖)(
∑T

t=1 ‖ũi′,t‖)
(2.56)
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The recommendation score of a user ui for POI lj at time t is also enhanced by the

observations in the similar time slots of t:

r̂i,j,t =

∑K
k=1 sim(ui, uk)

∑T
t′=1 ρt,t′u

j
k,t′∑K

k=1 sim(ui, uk)
(2.57)

Stellar. Zhao et al. propose a spatial-temporal latent ranking (STELLAR) method for

POI recommendation. The model converts the timestamp of each check-in into a time

ID out of a set of predefined IDs. The model considers three temporal and periodical

changes in people’s mobility patterns: (1) the monthly changes; (2) the preference shift

in weekdays and weekends; and (3) the hourly changes. Therefore, the converted time

IDs are also designed to reflect the three types of characteristics of timestamps. Let

t = 〈tm, tw, th〉 be a timestamp where tm, tw, th represents its corresponding month of

a year, day of a week, and hour of a day. The model converts it to a seven-bit binary

representation. The first four bits equals the value of tm. The next bit is determined

as 0 if tw is a weekday and 1 otherwise. The final two bits represent which session of a

day th belongs to. The model divide a day into four sessions: (1) the morning session

from 6:00 a.m. to 10:59 a.m., the afternoon and night session from 0:00 a.m. to 2:59

a.m. and 3:00 p.m. to 11:59 p.m., two transitive sessions that range from 3:00 a.m. to

5:59 a.m. and 11:00 a.m. to 2:59 p.m.. To determine the value of the last two bits, the

model first identifies which session th belongs to, and then set the value of the last two

bits as the index of the session.

The model maps the observed check-in data into a four-dimensional tensor χ ∈ U ×L×

L × T . For each observed check-in in the tensor, the first dimension equals the index

of the user who performs the check-in, the second dimension equals the last visited POI

prior to this check-in, the third dimension represents the POI at which the check-in

occurred, and the fourth-dimension represents the time ID of the check-in. Then the

recommendation score of a user ui visiting lj at time ID tq given that ui has just visited
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lj′ can be computed by simply factorizing the tensor:

r̂i,j,j′,t = u>i l
1
j + (l2j′)

>l2j + (l3j )
>tq (2.58)

where ui is the latent representation of ui which captures the features of user-item in-

teraction, tq is the latent representation of the time ID which captures the features

of temporal influence. For each POI (e.g., lj), three independent representations are

assigned to the POI (e.g., l1j , l
2
j , l

3
j ) which captures its characteristics in user-item in-

teraction, the transitional influence from/to other POIs, and item-time dependency,

respectively.

As discussed above, the transitional influence between POIs are also dependent on the

time difference between consecutive check-ins (the second type of temporal influence).

Stellar introduces a decaying parameter w to weigh the importance of the transitional

influence in Eq. 2.58. The value of w is computed as:

w =





0.5 + 2
∆T ∆T > s

1 otherwise

(2.59)

where ∆T is the time difference between the check-ins at lj′ and lj (in the unit of hours)

and s represents a threshold. To learn the representations of users, items and time IDs,

BPR [61] is used to train the model.

Time-LSTM. Zhu et al. propose a time-lstm model for time-aware recommenda-

tion. The model focuses on the second type of the temporal influence, which aims to

learn a more comprehensive representation of a user that takes into consideration the

time intervals between consecutive check-ins of the user. Given a user’s sequence of N

most recent check-ins: Su = {〈l1, t1〉, 〈l2, t2〉, . . . , 〈lN , tN 〉}, Time-LSTM first converts

the sequence to Su = {〈l1, t2 − t1〉, 〈l2, t3 − t2〉, . . . , 〈lN , tq − tN 〉}, where tq is the rec-

ommendation time. Then the model uses the long- and short-term memory (LSTM)

network to predict the status of the user’s preference by considering each check-in in
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the sequence Su. Specifically, Time-LSTM maintain two states, i.e., a cell state and a

hidden state. It run through the sequence sequentially. Each time, it takes one input

xm = 〈lm, tm+1− tm〉 (m ∈ [1, N ]) as the input, and update the cell cm and hidden state

hm. After finishing all the check-ins in the sequence, the final hidden state hN is used

as the representation of the user. The traditional structure of an LSTM does not take

contextual information, i.e, tm+1 − tm, as input. Thus, Zhu et al. propose to introduce

two time gates that transit the contextual influence to the cell and hidden states. We

illustrate the structure of the proposed Time-LSTM cell in Figure. 2.8.

Figure 2.8: The structure of a time-LSTM cell.

In the figure, we use ∆tm to represent the temporal context (tm+1−tm) of the m-th input

for ease of representation. Before introducing Time-LSTM, we first briefly review the

structure of a traditional LSTM [62]. A traditional LSTM cell consists of four gates: an

input gate, a forget gate, a cell gate and a output gate. Given an input xm at processing

step m (m ∈ [1, N ]), the four gates process the input xm and update the cell and hidden

state as follows:

im = σi(xmWx,i + hm−1Wh,i +wc,i � cm−1 + bi) (2.60)
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fm = σf (xmWx,f + hm−1Wh,f +wc,f � cm−1 + bf ) (2.61)

cm = fm � cm−1 + im � σc(xmWx,c + hm−1Wh,c + bc) (2.62)

om = σo(xmWx,o + hm−1Wh,o +wc,o � cm + bo) (2.63)

hm = om � σh(cm) (2.64)

where im, fm, cm, om represent the output of the input, forget, cell, and output gate,

bi, bf , bc, bo represent the bias of the corresponding gate output, W∗,# represents the

learnable coupling matrix between gate ∗ and #, σ∗ represents the activation function

of the gate ∗. Typically, σi, σf , and σo are chosen as the sigmoid function while σc

and σh are chosen as tanh. Time-LSTM adds two time gates to an LSTM cell, where

the first time gate captures the influence of the previously visited POIs on the current

POI visit, and the second time gate maintains the input time intervals to learn a more

comprehensive representation of users’ long-term interest. Specifically, the output of the

two time gates are computed as follows:

T1m = σT1(xmWx,T1 + σ∆t(∆tmWT1) + bT1), s.t. WT1 6 0 (2.65)

T2m = σT2(xmWx,T2 + σ∆t(∆tmWT2) + bT2) (2.66)

Time-LSTM restricts the term WT1 to be less than 0, since it aims to control the

sequential influence according to the magnitude of ∆tm. If ∆tm is smaller, then the

magnitude of T1m will increase and further, the sequential influence of the last visited

POI on the current POI will also increase. Then Eq. 2.62 to 2.64 are rewritten as:

c̃m = fm � cm−1 + im � T1m � σc(xmWx,c + hm−1Wh,c + bc) (2.67)

cm = fm � cm−1 + im � T2mσc � (xmWx,c + hm−1Wh,c + bc) (2.68)

hm = om � σh(c̃m) (2.69)
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where � represents the element-wise multiplication. To reduce the number of free pa-

rameters and in the meantime make full use of the observed check-in data, Time-LSTM

removes the forget gate. Thus, Eq. 2.67 and 2.68 are rewritten as:

c̃m = (1− im � T1m)� cm−1 + im � T1m � σc(xmWx,c + hm−1Wh,c + bc) (2.70)

cm = (1− im)� cm−1 + im � T2m � σc(xmWx,c + hm−1Wh,c + bc) (2.71)

The final structure of Time-LSTM is illustrated in Fig. 2.8.

Attention-Based Spatio-Temporal LSTM (ATST-LSTM). Huang et al. propose

an attention-based spatio-temporal LSTM (ATST-LSTM) model for next POI recom-

mendation [63]. The model augments an attention layer to LSTM, which aggregates

the hidden states of the LSTM at all processing steps. The attention layer alleviates an

important problem of traditional LSTM in learning the dependency between distance in-

puts in a sequence, by allowing the model to attend different parts of the input sequence

when producing the final input.

Figure 2.9: The architecture of the ATST-LSTM model.

We illustrate the architecture of ATST-LSTM in Fig. 2.9. The input of the model is a
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user’s check-in sequence that consists of her N most recent check-ins. The i-th check-in

is represented as a three-tuple 〈li, gi, ti〉, where li, gi, ti represent the embeddings of the

POI, geographical location, check-in time of the i-th check-in in the user’s sequence.

Then the hidden state of the LSTM cell at processing step i is computed as follows:

hi = LSTM (Wlli +Wggi +Wtti) (2.72)

2.2.3 Incorporating Geographical Contexts

In POI recommendation, the geographical proximity between POIs significantly affects

the check-in behaviours of users on the POIs [33, 64–67]. First, people are more likely

to visit POIs that are close to their activity regions (e.g., their homes and offices), since

they are more familiar with such regions. Meanwhile, users’ check-in patterns may also

be influenced by the locations of their previous check-ins on their decision making in

next check-ins. For example, when people are visiting a famous garden, they are more

likely to visit a restaurant in the vicinity of the garden, compared to another random

restaurant.

Ye et al. perform a spatial analysis to illustrate the significance of geographical im-

pact on real datasets of user check-in activities collected from two popular LBSNs, i.e.,

Foursquare and Whrrl. In order to analyze the impact of geographical distance on user

check-in patterns, they extract POI pairs that are visited by a same user in the dataset

(i.e., both adjacent and non-adjacent pairs of POIs that a user has checked-in) and

record the counts of appearances of the extracted POI pairs. Then for each observed

POI pair, they compute the geographical distance of the POIs in the POI pair. The

they approximate the probability distribution of users’ check-in over the geographical

distance of a POI pair by grouping POI pairs with similar geographical distance together.

The approximated distributions for Foursquare and Whrrl are shown in Figure 2.10 and

Figure 2.11, respectively. We see that the check-in probability of POI pairs becomes

lower as the physical distance of a POI pair becomes larger. It confirms the impact of
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geographical locations on users’ check-in patters since a large percentage of POIs pairs

checked in by a same user is observed to be within short distance. This indicates that a

geographical clustering phenomenon in user check-in activities, which may be attributed

to the geographical influence.

Figure 2.10: Geographical influence probability distribution of Foursquare dataset [2].

Figure 2.11: Geographical influence probability distribution of Whrrl dataset [2].

Geographical for Collaborative POI Recommendation. Ye et al. propose to

model the above observation by using a power-law function to fit the check-in probability

of users over the distance between POIs. Specifically, a power-law function can be defined

as:

y(x) = a× xb (2.73)

where x represents the input (e.g., distance between POIs) and y represents the output

(e.g., the user check-in probability), and a and b are two parameters controlling the
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shape of the power-law distribution. Letting y′ = log y, x′ = log x, w0 = log a and

w1 = b the above equation can be rewritten as:

y′(x′,w) = w0 + w1 × x′ (2.74)

where w = [w0, w1] represents the set of parameters of the probability distribution.

These parameters can be easily learned using linear regression:

L(w) =
1

2

N∑

n=1

(y′(x′,w)− tn)2 +
λ

2
‖w‖2 (2.75)

where λ is a hyperparameter used to control the weight of the regularization term so as

to avoid overfitting, L is the loss function to be minimized.

To fuse the geographical influence with the recommendation system, Ye et al. compute

the score of a user ui visiting a POI lj as follows:

ri,j = αrui,j + (1− α)rgi,j (2.76)

where rui,j represents the score computed using collaborative filtering, and rgi,j represents

the score computed based on the geographical influence. Specifically, the score of rgi,j

equals the likelihood probability of user ui visiting lj , which is computed based on the

distance between lj and all her previously visited POIs:

Pr(lj | ui) =
∏

lk∈Li

Pr(d(lj , lk)) (2.77)

where Li represents the set of POIs user ui has visited, and Pr(d(lj , lk)) = y(d(lj , lk))

represents the probability of ui visiting lj and lk, which computed using the above

power-law distribution.

FPMC-LR. Cheng et al. propose an FPMC-LR model for next POI recommenda-

tion [25]. The model incorporates geographical influence into the FPMC model (dis-

cussed in Section. 2.1). Recall that FPMC builds a tensor χ ∈ [0, 1]|U|×|L|×|L| based
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on the observed POI transitions (consecutive check-ins) in the dataset, where the first

dimension represents the user that performs the POI transition, the second dimension

represents the POI that is transited from, and the third dimension represents the POI

that is transited to. Cheng et al. propose to introduce a localized region constraint

to the model, which limits the POIs that can be “transisted to” to the nearby POIs.

Specifically, they divide the earth into a set of grid cells, the size length of which are no

longer than d km. Then for each POI, its nearby POIs (Ld) are defined as the set of

POIs that fall into the nine adjacent cells. Thus, the original tensor in FPMC is reduced

to χ ∈ [0, 1]|U|×|L|×|Ld|. FPMC-LR also uses Tucker decomposition to decompose the

tensor into a lower-dimensional latent space. However, note that since |Ld| is found

to be less than 0.7% in the experimental datasets in the paper, the model FPMC-LR

is able to largely reduce the computation cost while maintaining high recommendation

accuracy.

POI2Vec. Feng et al. propose a recommendation model named POI2Vec for predicting

future users based on the word2vec framework [68]. Although the problem definition of

their work slightly differs from most works in this review, that is, they aim to predict

users for each item whereas most other works aim to predict items for each user, the

proposed learning models in all these works are similar: they aim to learn the affinity

between users and items and thus, the proposed learning models can be easily adapted

to solve both problems. Feng et al. propose to fuse the geographical influence into the

hierarchical softmax layer of word2vec, i.e., a Huffman tree, to predict the next POI for

a given user [38].

POI2Vec is inspired by the continuous bag of words (CBOW) architecture to capture

the sequential patterns in users’ check-in behaviour. It embeds POIs into a latent space,

where the proximity of the locations of two POIs in the latent space reflects the co-

occurrence probability of the two POIs. Let the latent space Rd, each POI (e.g., lj) is

represented as a POI vector (e.g., lj) and each user (e.g., ui) is represented as a user

vector (e.g., ui). Given a user ui, the current POI lj , the context C(lj) of the current
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POI visit is defined as the set of POIs that visited by ui within a the time period of

[t(lj) − τ, t(lj)], where t(lj) represents the check-in time at lj . Then the probability of

ui visiting lj given the context C(lj) is computed as softmax:

Pr(lj | ui, C(lj)) =
el
>
j (ui+agg(C(lj)))

∑
lk∈L e

l>k (ui+agg(C(lj))
(2.78)

where agg(·) is an aggregation function which produces an overall representation of all

contextual POIs in C(lj). Exemplary aggregation function can be dimension-wise sum

of the latent representations of all POIs in C(lj). Eq. 2.78 can be viewed as a softmax

layer over the the proximity from each POI to the recommendation context ui + C(lj)

in the latent space. One problem with the CBOW architecture is that to computed

the probability of observing a POI visit, it needs to iterate over all POIs in L, which

is especially inefficient in the model training. Mikolov et al. [68] propose to address

the problem by introducing a hierarchical softmax layer, which reduces the computation

cost of Eq. 2.78 from O(L) to O(log (L)). The hierarchical layer is essentially a Huffman

tree where each leaf node represents an item (e.g., an POI). The POI2Vec model builds

the Huffman tree based on the geographical locations of POIs.

Figure 2.12: Illustration of the hierarchical structure of binary regions in POI2Vec.

We illustrate how POI2Vec builds the Huffman tree using an example shown in Fig. 2.12.

Given the overall region covered by all POIs, POI2Vec recursively split the region into

two equi-sized subregions until one edge of the split subregion is smaller than a predefined
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threshold 2× θ. In Fig. 2.12, the original region R is first split into {R0,R1}. Then the

two subregions are further split into {R00,R01,R10,R11}. A straightforward approach

for building a tree of the POIs is to assign each POI to the subregion that encloses

it. However, such an approach violates the symmetry of geographical influence, since

nearby POIs may be assigned to different subregions. For example, both l5 and l2 are

close to l1. But only l5 belongs to the subregion R01 of l1. To address this problem,

POI2Vec computes an influence region (shown as dashed squares in the figure) for each

POI as a square of θ × θ centered at the POI. Each POI (e.g., l1) is assigned to all

subregions (e.g., R01 and R11), as long as the area of a subregion overlaps with the area

of the influence region of the POI. The resulted binary tree generated by POI2Vec is

shown in Fig. 2.13. We see that there are two copies of l1: one as a leaf node in the

right subtree of the node R01 and another as a child leaf node of R11.

POI2Vec assign each node in the tree with latent representation in Rd. Then the prob-

ability of observing a POI lj via a certain path path in the tree is computed as:

Pr(lj | ui, C(lj), path) =
∏

pi∈path
σ(agg(C(lj))

>pi) (2.79)

where σ represents the sigmoid function, pi represents a node covered by path, and pi

represents each latent representations. The check-in probability of user ui on POI lj

given the context C(lj) is computed as:

Pr(lj | ui, C(lj)) =
∏

path∈P
Pr(path)× Pr(lj | ui, C(l), path) (2.80)

where P represents the set of paths in the generated tree which lead to lj , Pr(path)

represents the probability of lj belonging to path. In particular, letting Rlj be the

influence region of lj and Rlj∩parent(lj) be the overlapped region of Rlj with the subregion

in path that encloses lj , the probability of lj belongs to path is computed as Pr(path) =

Rlj∩parent(lj)/Rlj .

GeoIE. The above models assume the geographical influence to be symmetric, i.e.,
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Figure 2.13: The generated binary tree from Fig. 2.12

two POIs have identical influence on each other. Wang et al. propose a model, named

GeoIE, which considers the geographical influence as asymmetric [39]. GeoIE considers

two types of geographical influence: (1) Geo-influence which captures the probability of

a POI bringing visitors to its surrounding POIs; (2) Geo-susceptibility which captures

the probability of a POI receiving visitors from its surrounding POIs. The intuition

behind the asymmetric geographical influence is that POIs like train stations and bus

stops tend to bring crowds to different regions, while other POIs like restaurants and

bars tend to attract local crowds. Moreover, GeoIE assumes the geographical influence

for each POI is different. GeoIE embeds POIs into two latent spaces G ∈ Rd and H ∈ Rd,

where G captures the Geo-influence and H captures the Geo-susceptibility of all POIs.

Given a POI lj , its Geo-influence and Geo-susceptibility capabilities are captured by gj

and hj , respectively. Then the geographical influence from lj to lk is computed as:

Inf (lj , lk) = g>j hk × f(d(lj , lk)) (2.81)

where d(lj , lk) represents the distance between lj and lk, and f(·) represents a function

over the input distance. Wang et al. propose the usage of four functions as candidates

f(·), which can be chosen according to the data in real applications: (1) pre-trained

power-law function; (2) power-law function that is jointly learned with other parameters;

(3) exponential function; and (4) hyperbolic function.
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Let Li represent the set of POIs visited by user ui. Then probability of ui visiting lj

after visiting all POIs in Li is computed as:

Pr(lj | Li) =
1

|Li|
∑

lk∈Li

g>j hk × f(d(lj , lk)) (2.82)

Combining the geographical influence with traditional collaborative filtering, the interest

score of ui in lj is computed as:

Pr(lj | Li, ui) = u>i lj +
1

|Li|
∑

lk∈Li

g>j hk × f(d(lj , lk)) (2.83)

Self-Attentive Encoder and Neighbour-Aware Decoder (SAE-NAD). Ma et

al. [69] propose a self-attentive encoder and neighbour-aware decoder (SAE-NAD) for

POI recommendation. The model adopts the classical encoder-decoder architecture,

which first embeds a user’s POI sequence into a lower-dimensional latent representation

and then reconstruct the hidden representation to a prediction space.

Figure 2.14: An illustration of the architecture of SAE-NAD.

We illustrate the architecture of SAE-NAD in Fig. 2.14. As shown in the figure, it

consists of three layers: (1) an embedding layer which constructs a numerical represen-

tation of the input user’s POI sequence; (2) a self-attentive encoder which utilizes the
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self-attention mechanism to encode the input POI sequence into a lower-dimensional

feature space; and (3) a neighbour-aware decoder which combines the output of the

previous layer with geographical influence and produces the prediction for the input

user. Given a user u, the embedding layer takes N most recent POI check-ins of user

u: Su = {Su1 , . . . , SuN} and computes the representation W (1)[Su] ∈ RN×d by looking

up the embeddings of these POIs, where [·] denotes the look-up operator, d represents

the number of latent dimensions in the embedding, and W (1) ∈ R|L|×d represents the

POI embedding matrix. The W (1)[Su] can be viewed as a representation of the user

u by aggregating all the POIs u has visited. However, one intuition is that each POI

visit is not equally representative as u’s preference profile, i.e., some POI visits are more

important while other POI visits are much less representative. Thus SAE-NAD utilizes

the self-attention mechanism to computed a more sophisticated representation of u by

learning the importance of each POI visit. SAE-NAD computes an importance score

matrix Au as follows:

Au = softmax(tanh(Wa ·W (1)[Su])) (2.84)

where da represents the number of attention aspects and Au ∈ Rda×N represents the im-

portance matrix. With the importance score matrix Au, the self-attetive representation

of u is computed as:

Z(1)
u = Zu(W (1)[Su])> (2.85)

Then the representation of user u is computed by aggregating Z
(1)
u over each attention

aspects:

z(1)
u = at((Z

(1)
u )>wt + bt) (2.86)

where z(1)u is the aggregated representation of u, and at(·), wt, and bt represent the

activation function, linear projection matrix, and bias of the aggregation layer, respec-

tively.
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The self-attentive representation z
(1)
u is further encoded to a lower-dimensional hidden

representation:

z(2)
u = a2(W (2)z(1)

u + b(2)) (2.87)

where a2(·), W (2), and b(2) represent the activation function, linear projection matrix,

and bias of the encoding layer. So far, the hidden representation z
(2)
u encodes the user

preference by capturing various importance of previous POI visits of user u over different

aspects. Then the model decodes the representation to a prediction space so as to make

prediction for u. First, it utilizes a fully connected layer to decode z
(2)
u to a higher-

dimensional space:

z(3)
u = a3(W (3)z(2)

u + b(3)) (2.88)

where a3(·), W (3), and b(3) represent the activation function, linear projection matrix,

and bias of the encoding layer. To incorporate geographical influence between POIs into

the decoded representation, SAE-NAD assumes that the geographical influence can be

interpreted as the influence exerted by the POIs visited by u on the other POIs that the

user has not visited yet. Moreover, the influence determined as the latent properties of

POI pairs. Thus, the model uses a learnable projection matrix W (4) to represent the

latent properties and the geographical influence Pu of the input POIs exerted on other

POIs is represented as:

Pu = W (4) ·W (1)[Su]�K[Su] (2.89)

where � represents element-wise multiplication, K[Su] represents the Gaussian RBF

kernel. The intuition of using the kernel is that the geographical influence decays when

the distance between two POIs increases. Thus, the term K[Su] allows the exerted

influence to have more impact on POIs that are close with the visited POIs of u. The

final geographical influence is computed by the summation of the geographical influence

of all the input POIs:

pu =
N∑

i=1

Pu,i (2.90)
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The model finally fuses the geographical influence with z(3)u with a fully-connected

layer:

r̂u = a4(W (4)z(3)
u + pu + b(4)) (2.91)

where r̂u is a L-dimensional vector where each dimension of the vector r̂u equals the

interest score of u in the corresponding POI.

2.3 Trip Recommendation Models

We divide the related works to trip recommendation in two categories according to the

problem settings of these works: (1) trip generation models that are agnostic to user

preferences; (2) trip recommendation models that focus on making personalized recom-

mendations. Next, we discuss the existing works of the above two types respectively.

2.3.1 Preference-Agnostic Trip Planning

TripPlanner. Chen et al. [70] propose the TripPlanner that leverages a combination of

location-based social network (LBSN) and taxi GPS digital footprints to achieve traffic-

aware trip planning. They assume that each POI in the POI graph is associated with five

attributes, i.e., operation time, POI category, location, popularity, and stay time. The

first three attributes are extracted from Foursquare while the last attribute is specified

by user. Given a POI i, the popularity of i is computed as

Pop(i) =
2 tvs(i)c1

tcs(i)
c2

tvs(i)
c1

+ tcs(i)
c2

(2.92)

To model the edges in the POI graph, Chen et al. use a real-world taxi GPS dataset

to estimate the travel time cost between POIs. They first cluster the colocated nodes
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among which they assume that walking is the best way to get around. The the within-

cluster transit time is computed using the average walking speed. The inter-cluster

transit time is estimated based on the driving speed at the specific time slot.

Upon receiving a query request, the proposed algorithm compute the result using two

phases. In the first phase, it generates candidate trip routes based on user-specified POIs.

In the second phase, it adds user’s preferred POIs to the candidate routes iteratively,

with the objective of maximizing the route score while satisfying both the POI visiting

time and total travel time constraints. In each iteration, the POI with the best gravity

score is added to the candidate route. Here, the gravity score is a metric considering

both the nearness of the POI to the route and the popularity of the POI.

CLIP. Bolzoni and Andritsos propose [71] formulate the trip recommendation problem

as an orienteering problem with maximum point categories (OPMPC), which extends

the traditional orienteering problem by augmenting the constraint that the number of

POIs from the same category cannot exceed a user specified integer n. They propose an

algorithm named CLIP which construct feasible itineraries using two stages. In the first

stage, the algorithm groups the POIs into k clusters. Here, k is a parameter to be tuned.

Based on the k clusters, the algorithm computes feasible cluster paths. Given a user

specified starting POI s, destination POI e and a time budget B, a feasible cluster path

is a path that starts from s, ends at e, passes a set of cluster medoids, and costs time

less than B. The travel time between clusters is computed as the travel time between

the medoids of the clusters.

In the second stage, the algorithm selects a subset of POIs from the clusters in each

feasible cluster path to form the final itineraries. They assume that the the travel

cost within each cluster is ignorable. Given the set of POIs from the clusters in a

feasible cluster path O = {o1, . . . , on}, the OPMPC can be regarded as an integer linear

programming (ILP) problem as follows:

maximize

n∑

i=1

Pop(pi)δ(pi)
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subject to
n∑

i=1

vipi 6 b and
n∑

i=1

δ(pi, cj) 6 mj

where vi represent the visit time at pi, Pop(i) represents the popularity of pi, δ(pi) is

a boolean function that returns 1 if pi is chosen and 0 otherwise, δ(pi, cj) is a boolean

function that returns 1 if pi is chosen and pi belongs to the category cj , mj is the user

specified maximum number of POIs to visit in category cj , and b represents the time

budget B subtracting the travel cost between the clusters. Note that the algorithm

assumes that the travel cost within the clusters is ignorable.

Three algorithms are proposed to solve the formulated ILP problem. The first algorithm

finds the exact solution using the GNU Linear Programming Kit (GLPK). The second

one relax the ILP to a linear programming problem (LP), allowing any value in the

range of [0, 1] for δ(pi). It adopts the approach described by [72]. The third algorithm

is a a greedy-based algorithm that picks a POI with the best utility. Here, the utility of

POI pi is an aggregated score of the popularity of pi, the constraint on its categories m

and the visit duration at pi:

Util(pi) =
pi

1
mi

vi
b

(2.93)

TripRec. Gionis et al. [73] focus on the algorithm efficiency for trip recommendation.

They require the user to provide a sequence of categories π = {T1, . . . , Tk} which is the

visit order desired by the user during her trip. Here, Ti(i ∈ [1, k]) represents a category

and k is the number of user specified categories. They further require the user to specify

two integers Li and Ui as the minimum and maximum number of POIs with category

Ti that the user wants to visit. Given a distance budget D, a starting POI s and a

destination POI e, they aim to find the route that starts from s, ends at e, and collects

the most profits within the distance D. Note that they do not focus on personalization,

thus the profit Pop(i) of a POI i is considered same for all users.

They first tackle the case where the user only wants to visit one POI per category in

π, i.e., Li = Ui = 1. They solve the case using dynamic programming. Specifically,

they create a table B(i, d) to denote the maximum value that one can achieve with the
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constraint π, which starts from s, ends at v and travels at most distance of d. Given

the number of total POIs N and distance budget D, the size the of table is N ×D. To

fill in the table, they first sort the POIs according to the visit order π. Then for every

POI i ∈ Tk, B(i, d) can be computed as:

B(i, d) = maxi′∈Tk−1
{B(i′, d−Dist(i, i′)) + Pop(i)} (2.94)

where Dist(i, i′) is a function that returns the distance between i and i′. By doing

so, they achieve a time cost of O(N2D) for query processing. They further extend the

algorithm to solve the case where Ui > 1, i.e., user allow to visit multiple POIs of the

same category sequentially. They use a same table B(i, d), whereas they modify the

recursion function for computing the table as follows:

B(i, d) = maxi′∈Tk−1,d′6d{B(i′, d− d′) + Path(i′, i, d− d′))} (2.95)

Here, Path(i′, i, s) is the path that collects the most profits, starts from i′, ends at i,

covers the most distance x and visits the required number of places in Tk.

2.3.2 Personalized Trip Recommendations

TripBuilder. Brilhante et al. [74] extracts travel itineraries from uses’ check-in se-

quences from Flickr. Then they model the trip recommendation problem as an instance

of the Generalized Maximum Coverage problem. Specifically, they assume that a POI

i is associated with a relevance vector
−→
iv which measures the normalized relevance of i

w.r.t. a set of predefined categories. Similarly, a user u is associated with a preference

vector −→uv w.r.t. the categories set which can either be user specified or learned from

users’ travel history. Then the user-poi interest is measured as

Int(u, i) = α · sim(
−→
iv ,
−→uv) + (1− α)Pop(i)
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where sim() is a function of the cosine similarity between two vectors. The function

Pop(i) represents the POI popularity.

Brilhante et al. mine the itineraries by cutting the user travel history sequences where

the time interval between two subsequent check-ins is greater than a given threshold.

The time difference between two check-ins is used to estimate the travel cost between

POIs. Given a set S = {s1, s2, . . . , sM} of mined sequences and a user u with a time

budget B, the trip recommendation problem is modelled as a generalized maximum

coverage (GMC) problem which aims to find a subset from S that has the most sum

of user-poi interests constrained by the time budget B. Then they use the algorithm

proposed by [75] to solve the GMC problem.

PersTour. Lim et al. [76] propose a time-based user interest for personalized trip

recommendation. In their model, each POI is labelled with one category. Then a user

u’s interest in a POI category c is computed based on the visit time that u spends at

POIs in category c:

Int(u, c) =
∑

i∈Su
c

(tui )

V (i)
(2.96)

where Suc represents the set of POIs visited by u belonging to c, tui is the visit duration

of u at POI i, and V (i) represents the average visit duration at i. Then they compute

the personalized visit duration for a user u at POI i as:

T (u, i) = Int(u, c) · V (i) (2.97)

where c is the category of i. Given a user u, a starting POI s, a destination POI e,

a time budget B, they formulate the trip recommendation problem as an orienteering

problem looking for a path from s to e that maximizes the collected rewards from POIs

within the time budget B. Here, the reward that user u can collect from a POI i is

defined as a weighed sum of the user’s interest in the POI and the popularity of POI,

i.e., ηInt(u, icat) + (1 − η)Pop(i). Here, icat represents the category of i and Pop(i) is

a static value computed based on the number of times that i has been visited. The
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travel cost is considered as the sum of time cost between POIs and the visit time at

each POI. They assume walking is preferred transportation mode and compute the time

cost between POIs as the distance between POIs over an average walking speed. Based

on this problem definition, they solve the trip recommendation problem as an integer

programming problem. They use the lpsolve linear programming package [77] to process

user queries.

PersCT. Wang et al. focus on recommending trips that avoid the most crowded time

of the POIs [78]. They use a real-life pedestrian sensor dataset to estimate the time-

varying crowdedness of POIs. Given a POI i, a time point t, the crowdedness cr(i, t) of

i at t is computed as:

Crd(i, t) =
U(i, t)

max(U(i, t ∈ T ))
(2.98)

where U(i, t) represents the pedestrian volume of i at t and T is the observation period.

Then the profit a user u can collect at POI i is computed as

pr(u, i, t) =
(Pop(i) + Int(u, i))γ

Crd(i, t)

where t is the visit time, Pop(i) is the popularity of i and Int(u, i) is a personalized score

of user u’s interest in i. To model the users’ personal interests over POIs, they adopt the

user-based collaborative filtering (UBCF). They create a user-POI matrix by counting

the number of times a user has visited a POI. The ratings a user u gives to a POI is

computed as an aggregation of the score given to the POI by the k most similar users

of u. To compute the popularity of POI i, they count the number of users’ check-ins at

i and normalize the count to [0, 1]:

Pop(i) =
N(i)

max(N(i, i ∈ V ))
(2.99)

where N(i) is the number of user check-ins at i and V is the set of all POIs.

Given a user u with an starting POI s, a destination e and a time budget B, the PersCT

algorithm aims to find a path that collects the most profits. Since the profit is time
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varying, they extend the Ant Colony Optimization Meta-heuristic (ACO) to solve the

multi-objective time-varying optimization problem.

The City Trip Planner. Vansteenwegen et al. introduce a system for personalized

trip recommendation, named City Trip Planner that allows planning routes for five cities

in Belgium [79]. They assume that each POI i is associated with one type ti, a set of

POI categories Ci, the opening and close time, and additional keywords as description

of the POIs. A user u is required to specify her level of interest in POI types, POI

categories, which are denoted as integers. The higher the integer, the higher level of

interest the user has in the category/type. Users are also allowed to add keywords

to describe their travel interests. Then the user-poi interest for user u and POI i is

computed as the aggregate score of her interest in the type and categories of i and the

keyword search score. Here, the keyword search score is computed using the Vector

Space Model [80]. Given the user specified constraints, i.e., starting and end POIs,

starting and end time of the trip, Vansteenwegen et al. formulate the problem as an

team orienteering problem with time windows (TOPTW). They proposed an algorithm

based on Greedy Randomised Adaptive Search Procedure (GRASP). This meta-heuristic

was first introduced by Feo and Resende [81] and extended to team orienteering problem

by Vansteenwegen et al. [82]. Specifically, the algorithm performs a number of iterations

until the stopping criterion is met. Each iteration starts by drawing a new greediness

value from a uniform distribution. This greediness parameter, which lies between 0 and

1, prescribes a precise ratio between greediness and randomness. Next, a list of possible

visits is generated from an initial solution which contains only the start and end POIs

of each tour, resulting in a list of possible visits, referred to as the Candidate List (CL)

in the GRASP terminology. For each possible visit a heuristic value is calculated. A

threshold is computed by multiplying the difference between the maximum and minimum

heuristic values of the CL by means of the greediness parameter. The original CL is

filtered and only members with a heuristic value that exceeds the threshold are collected

into the restricted CL. A random visit from this restricted CL is selected and applied

to the current solution. Finally, a new CL is generated, based on the new solution. An
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iteration is terminated when none of the generated visits is valid, implying an empty

CL. The algorithm keeps track of the best solution found. Note that the heuristic value

is computed as:

hi = |Int(u, i)2

Shift(i)
| (2.100)

Here, Int(u, i) is the interest score of user u for POI i, Shift(i) is the time consumption

of inserting the POI i.

PTR. Lu et al. [83] propose a framework named Personalized Trip Recommendation

(PTR) that recommends personalized trips with two steps. PTR first performs attraction

scoring which computes a fused score of user-based attraction score and temporal-based

attraction score:

AS (u, i, t) = αTS (i, t) + (1− α)US (u, i) (2.101)

where AS (u, a, t) is the attraction score of user u w.r.t. POI i at time t, TS (i, t) is the

temporal-based score of i at t, US (u, i) is the user-based score of u w.r.t. i and α is a

weighting parameter. In the second step, the PTR extends the Trip-Mine Algorithm for

query processing. Since the attraction score is a time-dependent value, different visit

order of POIs results in different satisfaction score. For query processing, the algorithm

first enumerate all the size-1 candidate set and keeps the set which satisfies the time

and money budget. Based on the size-1 candidate sets, the algorithm permutes all the

size-2 candidate sets and their feasibility in terms of time and money cost. The feasible

candidate sets are further checked by exchanging the visit order of POIs and the sequence

with the best score is kept. Similar procedure is repeated until no feasible sets can be

found. The algorithm keeps track of the best sequence. Further, Lu et al. propose

a parallel Trip-Mine algorithm that take advantage of parallel processing. Specifically,

the algorithm takes each POI as prefix and generate candidate sets based on prefix

attraction. With the characteristic of parallel computing, the processes of permutation

and pruning can be executed simultaneously.
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2.4 Summary

In the chapter, we have provided a comprehensive review of the literature in the field

of recommendation models based on LBSNs. We first review general recommendation

models in Section 2.1. These models can be adapted for the purpose of POI recommen-

dations, however they usually suffer in low recommendation accuracy since they overlook

the crucial contextual factors of user check-ins. Then we review the existing POI recom-

mendation models in Section 2.2, which enhance the POI recommendation accuracy by

considering multiple contextual factors including sequential context, temporal context

and geographical context. Finally, we review the existing trip recommendation models

in Section 2.3.

We summarize the discussed studies on POI recommendations using Table 2.1, where

we compare the discussed studies w.r.t. the type of their learning models and the

contextual factors that they have incorporated. We have also included the discussed

models for general POI recommendations since these models can be adapted for POI

recommendations straightforwardly.

Although the task of POI recommendation has been extensively studies, we find that

these existing studies are limited in several aspects. First, although recommendation

models based on Gaussian process have shown to be effective for incorporating side

information (prior knowledge) about users and POIs into the modelling of user prefer-

ences, they suffer from expensive computational cost, especially if the numbers of users

and items are large.

Second, only two types of time-aware recommendation models exist. The first type is

factorization-based models which are either ineffective when handling extremely sparse

data. The second type is RNN-based models which are inefficient in training and testing

due to their inherent recurrent structure.
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Third, existing recommendation models that leverage user reviews are not able to utilize

the sentiment polarity of the reviews post by users. Furthermore, they are cumbersome

in the model size as they need to handle the textual inputs of users.

Table 2.1: Summary of all discussed studies on POI recommendations.

Algorithm Model type Seq. context Temp. context Geo. context

Item-Based CF memory-based no no no

MF model-based no no no

PMF model-based no no no

LDA model-based no no no

GPFM model-based no yes yes

NCF DNN-based no no no

FPMC model-based yes no no

Caser DNN-based yes no no

SASRec DNN-based yes no no

Time-Aware CF memory-based no yes no

Stellar model-based yes yes no

Time-LSTM DNN-based yes yes no

ATST-LSTM DNN-based yes yes yes

Geo-CF memory-based no no yes

FPMC-LR model-based yes no yes

POI2VEC DNN-based yes no yes

GeoIE DNN-based yes no yes

SAE-NAD DNN-based yes no yes

We summarize the discussed trip recommendation models in Table 2.2, where we com-

pare all models in whether they have considered POI popularity, user preference, the

sequential context, and user-specified constraints. Note that since all existing studies

have considered the user-specified time budget, we treat the time budget as a default

constraint and do not specify it in the table. We find that even though many models

have been proposed for trip recommendation, few of them have considered sequential
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context in generating trips. However, we argue that the sequential context is very impor-

tant in recommendation trips, since the users’ satisfaction score is not only dependent

on the attractiveness of each recommended POI but also the attractiveness of the entire

package. Thus, in this thesis, we aim to propose a unified model which jointly considers

the sequential context, POI popularities, and user preferences.

Table 2.2: Summary of all discussed studies on trip recommendations.

Algorithm Popularity Preference Seq. context User constraints

TripPlanner yes no no no

CLIP yes no no POI category

TripRec yes no no POI category

TripBuilder yes yes no no

PersTour yes yes no start/end POI

PersCT yes yes no start/end POI

The City Planner no partial no start/end POI

PTR yes yes no no
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Context-Aware Collaborative

Filtering Leveraging Gaussian

Process

In this chapter, we detail our study on the research question: “How can we capture the

complex interactions between users’ preferences and the contextual factors effectively and

efficiently”.

3.1 Introduction

Background: In general, users’ preferences over POIs are not constant but vary with

their surrounding contexts. Examples of contexts of a user include the time when the

user is using the recommendation service, the activity that she is participating, and the

friends that she is accompanied by. All these contextual factors may influence a user’s

preference, and thus, it is essential to consider the recommendation context of the query

user in order to improve the quality and accuracy of our recommendations.

63



Chapter 3 64

Context-aware recommendations (CARs) have been extensively studied and many mod-

els have been proposed which are able to make more accurate recommendations com-

pared with the conventional recommendations that are solely based on user-item inter-

actions [84–88]. One of the most popular approaches in CARs models the interaction

between users, items, and contextual factors as a certain transformation over a set of

latent features of them. In particular, the state-of-the-art models can be categorized

into two types that are originated from the two classical models: the tensor factoriza-

tion model [86, 89] and the factorization machines (FMs) [87, 90]. However, most of

these models represent the interactions between users, items, and contextual factors as

a function which is linear to their latent features, which does not allow them to capture

complex (e.g., nonlinear) relationships among users, items and contextual factors.

Motivation: Gaussian process (GP) is one of the most widely used stochastic processes.

It is a classical, powerful, and non-parametric model for capturing complex relationships

among data. GP offers flexible choices of covariance functions and thus, can learn

complex nonlinear dependency functions without the restriction of linearity. In the

meantime, GP is non-parametric model which does not have any hyperparameters and

saves time in the model tuning. Finally, the prediction result of a GP regression is not

just a scalar value. It provides the entire probability distribution over the possible values

of the target [91], which is more informative since the distribution can be interpreted

as a “confidence score” of the prediction. These properties of GP make it an attractive

solution of modelling the nonlinear dependencies among the entities (e.g., user, items,

and contextual factors) in personalized recommendations.

Several GP-based models have been proposed [52, 92, 93]. Gaussian process factorization

machine (GPFM) is one of the most successful models that consider contextual factors

when making recommendations. GPFM represents each user-POI interaction as a tuple:

〈user, POI, context 1, . . . , context m, rating〉. For example, the interactions of “Alice

has visited Miss Marple’s Cafe in the morning and gives a rating of 4” is represented as

〈Alice, Miss Marple’s, morning, 4〉. Given a set of interactions of users U with POIs L,

GPFM embeds all items and contexts into d-dimensional latent vectors. Then GPFM
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represents each observed interaction as a matrix x by concatenating the latent vectors of

the corresponding item and contexts. Let ri be the set of observed ratings given by user

ui, Xi be the set of representations of the corresponding interactions, GPFM assumes

that these observed ratings are generated by the same underlying nonlinear function fi,

transforming each x ∈ Xi to the corresponding y ∈ yi. It places a GP prior for the

function fi: fi(x) ∼ GP(0, k(x,x′)). Here, the covariance between two interactions of

the user, e.g., x and x′, is computed as:

k(x,x′) = RBF (v,v′)
m∏

p=1

RBF (cp, c
′
p) (3.1)

where the covariance between two vectors is computed using the popular radial basis

function (RBF) kernel [94]. Let Ni be the number of observed interactions of user ui,

the complete GP for user ui is defined as:

p(fi) = N (fi; 0,Ki) (3.2)

where fi is an Ni-dimensional vector, Ki represents the Ni × Ni covariance matrix of

ui with element Ki(z, z
′) on the z-row and z′-th column equals k(xz, xz′). Then the

likelihood of all observed ratings of all users is computed as:

p(r1, . . . , r|U| |X,f1, . . . ,f|U|,σ) =

|U|∏

i=1

N (ri;fi, σiI) (3.3)

where σi represents the variance of the noise of user ui’s GP, σ = {σi}|U|i=1, and I repre-

sents the identity matrix. GPFM uses Gaussian process regression to make predictions.

Given a user u∗, a POI v∗ and a set of contexts c∗, GPFM predicts the distribution of

the rating r∗ as:

p(r∗ |Xi, ri) = N (µ∗, σ∗) (3.4)

where µ∗ and σ∗ represents the mean and variance of the posterior distribution and are

computed as:

µ∗ = (Ki + σiI)−1k(x∗,X)ri (3.5)
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σ∗ = k(x∗,x∗)− k(x∗,X)(Ki + σiI)−1k(x∗,X)> (3.6)

Although GPFM has shown to be able to outperform bench mark models including

factorization machine and matrix factorization [52], it suffers from high computational

cost in training and predicting. As shown in Eq. 3.5 and 3.6, the computation of the

predictive distribution in Gaussian process needs to perform a matrix inverse which

has a time cost of O(N3
i ) for each user, where Ni represents the number of observed

interactions of user ui. It claims that if each user has the same number of interactions, the

computation cost will be O(B×N2
i ) where B represents the total number of interactions

of all users. However, this is only true if the dataset is strictly balanced in terms of users.

If some users have a large number of observations, the computation cost of GPFM will

increase rapidly. In what follows, we perform two set of experiments which verify the

effectiveness of GPFM first, and then investigate the computational cost of GPFM,

which raises the motivation of our work in this chapter.

Effectiveness of GPFM: We compare GPFM with two benchmark algorithms,

namely factorization machines (FM) [87] and matrix factorization (MF) [45]. We per-

form experiments on three datasets, Sushi [95], Comoda [96], and Yelp [97]. Sushi is a

bench mark dataset that contains the ratings of 5,000 users over 100 different sushi types.

The dataset Comoda contains the ratings of 121 users over 1,232 movies. The dataset

Yelp contains the ratings of Yelp users over all restaurants on Yelp within the year of

2016. Since the number of users in the Yelp dataset is very large, we follow [12, 56]

and filter users with less than 30 check-ins, which results in 17,575 users and 148,253

POIs. Since the computational cost of GPFM is large, we randomly sample 500 users

to perform experiments on the effectiveness of GPFM in this section. In next section,

we will use the original Yelp dataset to investigate the efficiency of GPFM. In terms of

contextual factors, the datasets Sushi, Comoda, and Yelp provide 7, 12, and 2 contextual

factors for each user-item interaction. Specifically, Sushi uses the following 7 contextual

factors: style of the sushi, major group (seafood/non-seafood), minor group (12 minor

groups available), heaviness/oiliness of the sushi, popularity, price, and their availability
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in restaurants. The dataset Comoda uses 12 contextual factors: time of a day, day type

(working day, weekend, holiday), season, location, weather, social-connection (compan-

ion watchers), ending and dominant emotions of the movies, mood of users, physical

condition of users, how the movie is discovered by a user, and contextual interaction(s).

Yelp uses 2 contextual factors: time of a day and month of a year. We summarize the

statistics of the three datasets in Table 3.1.

Table 3.1: Summary of the datasets Sushi, Comoda, and Yelp.

Dataset Sushi Comoda Yelp

Number of users 5,000 121 500

Number of items 100 1,232 8,523

Number of interactions 50,000 2,296 2,126

Number of contexts 7 12 2

We follow [52] and split each dataset into 5 folds, where one fold is used as the test set

and the rest of 4 folds as the training set. For FM and MF, we optimize the model

hyperparameters using one of the 5 folds as the validation set. Then we run all exper-

iments 10 times and record the average results. We evaluate the performances of all

compared methods by investigating their capability of correctly predicting users’ ratings

over POIs. Specifically, we use two metrics to evaluate the predicting accuracy of all

compared methods, namely mean absolute error (MAE) and root mean squared error

(RMSE). For all compared methods, we use the default settings as described in the pa-

pers. We run the experiments on a desktop with Intel 1.70GHz i5-8400 CPU and 8GB

memory. We summarize the performances of all compared methods in Table 3.2, where

the best results on each dataset are highlighted in bold.

From Table 3.2, we find that GPFM outperforms factorization machine and matrix

factorization on both dataset Comoda and Yelp. Specifically, GPFM outperforms the

state-of-the-art model, factorization machine (FM), by 10.4% and 14.1% on Comoda

dataset in MAE and RMSE, respectively. On dataset Yelp, GPFM also outperforms

FM by 10.9% and 10.7% in MAE and RMSE, respectively. On dataset Sushi, the
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Table 3.2: Performances of all compared methods on the datasets Sushi, Comoda,
and Yelp.

Sushi Comoda Yelp

Algorithm MAE RMSE MAE RMSE MAE RMSE

Factorization machine 0.9130 1.1984 0.7851 1.0262 0.9788 1.2564

Matrix factorization 0.9118 1.1912 0.8351 1.0347 0.9901 1.2731

GPFM 0.9121 1.1940 0.7031 0.8814 0.8715 1.1220

Figure 3.1: Training time vs. number of users in the training data.

performances of all three models are very similar, and GPFM is only slightly worse than

matrix factorization. The results confirm the benefits of using contextual information

in recommendations.

Scalability of GPFM: We use the Yelp dataset to investigate the scalability of

GPFM. In this experiment, we randomly sample 6 subsets from the original Yelp dataset,

where the numbers of users in the 6 samples are restricted as 100, 200, 500, 800, 1000,

and 1200, respectively. For each sample, we set the number of training epochs as 20 (as

in the default setting of GPFM) and record the training time of GPFM. We repeat the

above procedures for 10 times and report the average training time on different sizes of

training data in Fig. 3.1, respectively.

We see that the training time of GPFM increases rapidly with the increase of size of the
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training dataset. Specifically, the training time for a dataset of 100 users is only 12.5252

s but it increases to 1005.7 s for a dataset of 1,000 users. This result shows that it is

infeasible to apply GPFM to large-scale datasets, which restricts its usage in real-world

recommendation tasks.

Query-Aware Bayesian Committee Machine: As shown in the above experi-

ments, although Gaussian process is able to effectively capture the complex interactions

between users, items, and contextual factors. However, the application of Gaussian pro-

cess based models to recommendation tasks is restricted by the high computation cost

of GP in training and prediction. Therefore, in this chapter, we aim to develop an ap-

proximation algorithm for Gaussian process, which improves the scalability of Gaussian

process and maintain high accuracy.

To scale GP to large-scale datasets, various approximation methods have been pro-

posed [98–101]. There exist three groups of studies on approximation methods for

Gaussian process. The first group replaces the original co-variance matrix (computed

based on the entire n input data points) with the co-variance matrix of a size-m set of

pseudo-input data points [100], where the number of pseudo-input data points is much

smaller than that of the original input data points, i.e., m � n. However, these ap-

proaches implicitly reduce the full GP to a degenerate model where only m independent

functions are considered. The second group exploits the existing structure of the in-

put data points, and is only applicable to the data with certain special structures (e.g.,

grid-structure in the input space).

Our proposed model belongs to the third group of studies, i.e., aggregation models.

Aggregation models employ a set of submodels, each of which is allocated with a subset

of the original data points. When making predictions, aggregation models first use each

submodel to generate an independent prediction based on the data points allocated to

the submodel. These predictions are then merged according to the aggregation criterion

to generate the final prediction.
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The key to the accuracy of aggregation models is the aggregation criteria. The state-of-

the-art aggregation criteria are based on the framework of Bayesian committee machine

(BCM). Given a testing point, a prior distribution of the testing point is assumed and the

prediction of each submodel is used to update the prior distribution. In this chapter,

we propose a query-aware Bayesian committee machine (QBCM) model to improve

the aggregation accuracy of BCM models, and hence achieves better recommendation

accuracy while increasing the scalability of GP-based context-aware recommendation

models.

We first conduct theoretical analysis on the impact of prior on the accuracy of ag-

gregation models for scalable GP. Based on the findings from the theoretical analysis,

we propose a QBCM model that improves the prediction accuracy. Specifically, given a

testing point, the proposed QBCM model uses the submodel that provides the most con-

fident prediction as the prior, which is then updated by other submodels. We propose

a query-aware Bayesian committee machine (QBCM) that provides a more accurate

approximation than the state-of-the-art aggregation models. We detail the proposed

QBCM model in Section 3.2.

We conduct extensive experiments on real datasets. We conduct experiments on three

real datasets: KIN8NM [102, 103] (8 dimensions, 8,192 data points), KIN40K [104, 105]

(8 dimensions, 1 × 104 training points, and 3 × 104 testing points), POL [105] (26

dimensions, 1× 104 training points, and 5× 103 testing points). For dataset KIN8NM,

we use random sampling to split the dataset into two partitions for training and testing,

respectively. For all other datasets, we use the original split of the datasets.

We compare the proposed QBCM model with three groups of models: (1) the state-of-

the-art aggregation models; (2) fully independent training conditional (FITC) which is

the state-of-the-art point-inducing method [99]; and (3) full GP which does not employ

any approximations. We follow [104] and set the number of induced points of FITC as

10% of the total training points on all datasets. We adopt two metrics to evaluate the

performance of all methods compared, namely standardized mean square error (SMSE)
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and mean standardized log loss (MSLL) [106], which represent the accuracy of mean

prediction and the accuracy of variance prediction, respectively.

Table 3.3: Comparison in SMSE and MSLL

Dataset KIN40K POL

Model SMSE MSLL SMSE MSLL

full GP 0.0117 -2.3557 0.0121 -2.5228

QBCM 0.0169 -2.1458 0.0125 -2.4209

GRBCM [104] 0.0191 -2.0586 0.0163 -2.2846

NPAE [107] 0.0224 -2.0093 0.0182 -2.1002

FITC [99] 0.0543 -1.575 0.0319 -2.1452

In this table, we show the results of aggregation models where the numbers of submodels

are set as 16 on KIN40K and POL. The results in Table 3.3 confirm that QBCM out-

performs all baseline models in the approximation of full GP. On all datasets, QBCM

consistently outperform all baseline models in both SMSE and MSLL. In particular,

compared to GRBCM, QBCM reduces SMSE by 11.5%, and 23.3%. In terms of vari-

ance prediction, QBCM outperforms GRBCM by 4.3%, and 6%.

To confirm the efficiency and effectiveness of the proposed in recommendation tasks, we

further apply the proposed QBCM model to the context-aware recommendation task.

We conduct experiments on datasets in Table 3.1. We present the recommendation

performances of QBCM with the baseline models factorization machine, matrix factor-

ization, and GPFM. In this set of experiments, we set the number of submodels as 10.

We see that the predicting accuracy of QBCM is only slightly worse than GPFM. Com-

pared with factorization machine and matrix factorization, the proposed QBCM model

is much more accurate, especially on the datasets Comoda and Yelp.

We further evaluate the efficiency of the proposed QBCM model. We compare the

training time of two models: GPFM (without QBCM) and GPFM with QBCM. We set

the number of submodels as 10. We present the training times of the two models vs.
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Table 3.4: Performances of all compared methods on the datasets Sushi, Comoda,
and Yelp. The best results are in bold and the second best results are in italic.

Sushi Comoda Yelp

Algorithm MAE RMSE MAE RMSE MAE RMSE

Factorization machine 0.9130 1.1984 0.7851 1.0262 0.9788 1.2564

Matrix factorization 0.9118 1.1912 0.8351 1.0347 0.9901 1.2731

GPFM 0.9121 1.1940 0.7031 0.8814 0.8715 1.1220

QBCM 0.9125 0.1940 0.7235 0.8899 0.9004 1.1312

Figure 3.2: Comparison of GPFM and QBCM in their training times.

the number of users in Yelp dataset in Fig. 3.2. We see that QBCM can reduce the

computation cost of GPFM significantly.

Chapter Outline: In this chapter, we propose a query-aware Bayesian committee

machine (QBCM) that uses a query-aware prior to improve the prediction accuracy. We

first perform a theoretical analysis on the choice of prior distribution on the accuracy of

aggregation criteria. Then we propose to use query-aware prior based on the Bayesian

committee machine framework for scalable Gaussian process regression. Finally, we con-

duct extensive experiments on both synthetic and real-world datasets. The experimental

results confirm the effectiveness and the efficiency of our proposed model. The rest of

the chapter is derived from the following manuscript:

Jiayuan He, Jianzhong Qi, and Ramamohanarao Kotagiri. Query-aware Bayesian
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Committee Machine for Scalable Gaussian Process Regression. In Proceedings of the

2019 SIAM International Conference on Data Mining (SDM’19).

Conclusions: In this chapter, we proposed to use Gaussian process to capture the

complex interactions between users, items, and the contexts of interactions. We con-

ducted experiments on real-world datasets. The experimental results confirmed the

effectiveness of Gaussian process based models, but reveals the problem of high compu-

tational complexity of Gaussian process based models. This motivates us to develop a

scalable algorithm for efficient Gaussian process regression. Specifically, we proposed a

query-aware Bayesian committee machine for scalable Gaussian process regression. The

proposed model improves the aggregation accuracy compared with the existing BCM

models by using a query-aware estimation approach. We performed extensive experi-

ments on both synthetic and real datasets. The results confirm that the proposed model

outperforms the state-of-the-art approximation models consistently and significantly.
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Process Regression
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Abstract

The Gaussian process (GP) model is a powerful tool for
regression problems. However, the high computational
costs of the GP model has constrained its applications
over large-scale data sets. To overcome this limitation,
aggregation models employ distributed GP submodels
(experts) for parallel training and predicting, and then
merge the predictions of all submodels to produce an
approximated result. The state-of-the-art aggregation
models are based on Bayesian committee machines,
where a prior is assumed at the start and then updated
by each submodel. In this paper, we investigate the
impact of the prior on the accuracy of aggregations.
We propose a query-aware Bayesian committee machine
(QBCM). The QBCM model partitions the testing data
(i.e., queries) into subsets, and incorporates a query-
aware prior when merging the predictions of submodels.
This model improves the prediction accuracy, while
retaining the advantages of aggregation models, i.e.,
closed-form inference and parallelizability. We conduct
both theoretical analysis and empirical experiments on
real data. The results confirm the effectiveness and
efficiency of the proposed model QBCM.

Keywords Gaussian process, Aggregation meth-
ods, Bayesian committee machine

1 Introduction.

The Gaussian process (GP) [1, 2] is an important and
powerful non-parametric learning model. This model
has shown strong capability in various applications,
e.g., regression [3], classification [4], optimization [5, 6],
time-series data modelling [7], anomaly detection [8,
9], and visualization [10]. However, the standard
GP model needs to compute a covariance matrix over
the input data set of n data points. This leads to
high computational and memory costs, i.e., O(n3) and
O(n2), respectively. These high costs have hindered the
applicability of GP to large-scale datasets.

To scale GP to large-scale datasets, approxima-
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†Corresponding author: jianzhong.qi@unimelb.edu.au

tion methods have been proposed [11, 12, 13, 14].
One stream of approximation methods are the in-
ducing points methods which replace the full covari-
ance matrix with a size-m (m � n) set of induced
points [12, 13]. The computational complexity is then
reduced to O(nm2) for training and O(nm) for predict-
ing. However, the inducing points methods reduce the
full GP (i.e., performing GP based on the full covariance
matrix over n data points) to a degenerate model where
only m linearly independent functions are assumed. An-
other stream of methods exploit the existing structure
of the covariance matrix for fast training and predict-
ing [15]. Although efficient, these methods usually re-
quire the input of GP to conform a special distribution
(e.g., grid structure), making them inapplicable for most
real-world datasets.

This paper focuses on a third stream of GP approx-
imation methods, i.e., aggregation models [16, 17, 18].
Such models provide a practical and parallelizable solu-
tion to scalable GP. Aggregation models partition the
input dataset into subsets and allocate them to a set of
submodels. When predicting, each submodel provides
an independent prediction, which is then merged with
the predictions of other submodels to form a final pre-
diction. The aggregation criteria used in merging pre-
dictions is crucial to the accuracy of aggregation mod-
els. The state-of-the-art aggregation criteria are based
on Bayesian committee machines (BCM) [17, 19, 20].
BCM uses a typical Bayesian framework, which assumes
a prior distribution at the start, and then updates the
posterior using the prediction of each submodel. Differ-
ent priors have been used in the literature. For example,
Tresp et al. [17] and Deisenroth et al. [19] use the orig-
inal prior of testing points as the prior; Liu et al. [20]
use the posterior of one submodel as the prior. These
studies use the same prior for all testing points.

In this paper, we show that (i) using different prior
for different testing points significantly improves the ac-
curacy of the aggregation; and (ii) the best prior is query
dependent. Then, we propose a efficient Query-aware
BCM (QBCM) that improves the aggregation accuracy
via incorporating a query-aware prior. Specifically, the
proposed QBCM partition the testing points into dis-
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joint clusters. Then for each cluster of testing points,
it uses the submodel that provides the most confident
prediction as the prior, which is then updated by other
submodels. The contributions of this paper are three-
folds.

1. We perform a theoretical analysis on the impact
of prior on the accuracy of aggregation models for
scalable GP.

2. We propose a novel query-aware Bayesian commit-
tee machine (QBCM) that provides a more accu-
rate approximation than the state-of-the-art aggre-
gation models.

3. We conduct extensive experiments on both syn-
thetic and real datasets. Experimental results show
that our proposed QBCM model improves the pre-
diction accuracy by up to 23.3% comparing with
the state-of-the-art GP approximation models and
is more robust to the growth in the number of sub-
models.

2 Preliminaries and related work.

We start with a brief review over Gaussian process re-
gression and existing aggregation models for approxi-
mate Gaussian process.

2.1 Gaussian process. A Gaussian process is a col-
lection of random variables such that any finite subset
of these variables conform a joint Gaussian distribution.
Let D be a dataset that consists of input feature vectors
X = {x1, . . . ,xn} and its corresponding real-valued
targets y = {y1, . . . , yn}. Without loss of generality, we
assume zero mean of the GP, then we can model a distri-
bution over functions f(x) ∼ GP(0, k(x,x′)), where any
set of function values forms a joint Gaussian distribu-
tion characterized by the covariance mapping function
k(·, ·). One of the most well-known covariance functions
is the squared exponential (SE) covariance function:

(2.1) k(x,x′) = λ2 exp(−1

2

d∑

i=1

(xi − x′i)2
l2i

)

where λ is the output scale amplitude, li is an input
length-scale along the i-th dimension and d is data
dimensionality. Assuming noisy observation y(x) =
f(x) + ε where the i.i.d. noise follows ε ∼ N (0, σ2

ε ),
the predictive distribution for a testing point x∗ condi-
tioned on the dataset D, i.e., p(y∗|D,x∗), conforms the
Gaussian distribution N (µ(x∗), σ2(x∗)), where

(2.2) µ(x∗) = k>f∗[Kff + σ2
εI]−1yf

(2.3) σ2(x∗) = σ2
∗∗ − k>f∗[Kff + σ2

εI]−1kf∗ + σ2
ε

Here, we use σ2
∗∗ to present k(x∗,x∗), yf to represent

the full input target, kf∗ to denote k(x∗,X), and Kff

to denote k(X,X) for simplicity.

2.2 Aggregation models. The aggregation models
form an important family of approximate methods for
scalable GP [16, 17, 19, 20, 21, 22]. In general, such
models employ a set of submodels (GP experts), each of
which is trained on a subset of the full training dataset.
For a testing point to be inferred, an aggregation
model produces the final prediction by aggregating the
predictions from all submodels according to certain
criterion.

Most aggregation models share the same training
process, named factorized training. Assuming m sub-
models, an aggregation model divides the complete
dataset D into m disjoint subsets, D1, . . . ,Dm. Let
Di = {Xi,yi} be the subset allocated to submodel
Mi. The marginal likelihood of Di, p(yi|θ,Xi) =
N (0,Kii + σ2

εIi). Here, Kii represents the covariance
matrix of Xi, Ii the order-ni identity matrix, and ni
the number of instances in Di, respectively. The fac-
torized training process assumes independence between
submodels (zero covariance between the subsets). The
exact marginal likelihood of D can be approximated by
the product of the marginal likelihood of all submodels:

(2.4) p(yf |θ,Xf ) ≈
m∏

i=i

p(yi|θ,Xi)

where yf and Xf represent the original input y and X
in full GP. Thus, the factorized training approximates
the training process as maximizing the summation of
the log-likelihood functions of all submodels, where
the hyperparameters θ for all submodels are assumed
to be the same. Assuming equal partition of D,
the complexity of the training process is reduced to
O(m( nm )3), which can be significantly lower than that
of the full GP (i.e., O(n3)) in practice.

To make predictions, aggregation models first use
each submodel to generate a prediction based on its
training dataset. Let Mi be a submodel and x∗
be a testing point to be inferred. The predicted
distribution of x∗ produced by Mi has p(y∗|Di,x∗) =
N (µi(x∗), σ2

i (x∗)) where

(2.5) µi(x∗) = k>i∗[Kii + σ2
εIi]

−1yi

(2.6) σ2
i (x∗) = σ2

∗∗ − k>i∗[Kii + σ2
εIi]

−1ki∗ + σ2
ε

Here, ki∗ represents the covariance vector of x∗ and
Xi. The main difference among existing aggregation
models lies in their criteria for combining the predictions
provided by all submodels.

Next, we briefly discuss six state-of-the-art aggre-
gation models: Product-of-Experts (PoE) [16] and its
generalized form (GPoE) [21], Bayesian committee ma-
chine (BCM) [17], robust Bayesian committee machine
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(RBCM) and its generalized form (GRBCM) [20], and
nested pointwise aggregation of experts (NPAE) [22].

PoE models. PoE assumes that the final prediction
of a testing point x∗ is the product of the predictions of
x∗ provided by each submodel:

(2.7) p(y∗|D,x∗) ≈
m∏

i=1

pβi(y∗|Di,x∗)

Thus, the aggregated predicted mean and variance can
be written as follows.

(2.8) µpoe(x∗) = σ2
poe(x∗)

m∑

i=1

βiσ
−2
i (x∗)µi(x∗)

(2.9) σ−2poe(x∗) =

m∑

i=1

βiσ
−2
i (x∗)

The original model PoE assumes βi = 1,∀i ∈ [1,m].
The generalized model GPoE introduces a varing βi
so as to weigh the importance of different submodels
in aggregation. The weight βi for submodel Mi is
computed as the difference in the differential entropy
between the prior of x∗ and the posterior of x∗ given
Di, i.e., βi = 0.5(log σ2

∗∗ − log σ2
i (x∗)). Thus, the

more informative submodel contributes more to the final
prediction, while a distant submodel contributes little
(βi → 0 as σ2

i → σ2
∗∗). PoE becomes over-confident (too

small variance) if the number of submodels increases,
e.g., σ2(x∗) → 0 as m → ∞. For GPoE, if x∗ is far
away from all submodels (σ2

i (x∗) → 0), the prediction
variance will not converge to its prior (σ2(x∗) → ∞).
As such, it has been suggested that βi = 1/m yields the
best prediction result.

BCM models. Based on the Bayesian inference
framework, BCM models incorporate the prior of x∗ in
its aggregation criteria. The original BCM model [17]
assumes conditional independence of any two submodels
given the target value of x∗. Thus, the closed-form
aggregated distribution p(y∗|D,x∗) can be written as:

(2.10) p(y∗|D,x∗) ≈
∏m
i=1 p

βi(y∗|Di,x∗)
p
∑

i βi−1(y∗|x∗)

The original BCM model assumes βi = 1 for all submod-
els, whereas its variant, RBCM [19], varies βi to weigh
the importance of submodels. However, both models
have been shown to produce over-confident predictions
when the data area is dense (n → ∞) [20]. To address
this issue, Liu et al. [20] proposes GRBCM. GRBCM
uses a global submodel (prior submodel) Mg and then
enhances each other submodel (Mi) by combining Di
and Dg. The predictions of these enhanced submodels
are then merged assuming conditional independence of
the non-global submodels given Mg and y∗. Thus, the

aggregated distribution of x∗ in GRBCM can be written
as:

(2.11) p(y∗|D,x∗) ≈
∏m−1
i=1 pβi(y∗|Di,Dg,x∗)
p
∑

i βi−1(y∗|Dg,x∗)

NPAE model. Rullière et al. [22] propose a nested
pointwise aggregation experts (NPAE) model, which ex-
ploits a hierarchical structure. In NPAE, each node ag-
gregates the predictions of its child nodes, and the root
node makes the final prediction. Suppose v1, . . . , vk are
the k child nodes of vp. To aggregate the predictions
of child nodes, vp treats their predictions as well as
the testing point x∗ as random variables that conform
a nested GP. Although NPAE incorporates the depen-
dency among the submodels when producing the final
prediction, it requires a different GP for every testing
point, leading to expensive prediction costs. Assuming
a two-layer structure with

√
n submodels and n′ testing

points, its time complexity for prediction is O(n2n′).

3 Query-aware Bayesian committee machine.

The key advantage of BCM models over PoE models is
the incorporation of prior knowledge of testing points
into the aggregation process. In this section, we first
investigate how the prediction accuracy of BCM models
is affected by the choice of priors (Section 3.1). Then,
we introduce our query-aware BCM (QBCM) model
(Section 3.2).

3.1 Impact of prior. We use the relative entropy
(Kullback-Leibler divergence) as the metric to analyze
the deviation of an aggregation model from the full GP.
Given two probability distributions p1(x) and p2(x), the
relative entropy of p1 w.r.t. p2 is formulated as:

(3.12) DKL = −
∫

x

p2(x) log
p1(x)

p2(x)
dx

Usually, DKL → 0 if p1(x) and p2(x) have very similar
distributions, while DKL → ∞ if p1(x) and p2(x)
behave in such a different manner that the expectation
given p1(x) becomes zero. Note that DKL > 0 for any
two distributions.

Let x∗ be a testing point, an effective aggrega-
tion model should yield a posterior distribution of x∗
that has small deviation from the posterior of full GP
(DKL → 0). In what follows, we measure the approxi-
mation effectiveness of an aggregation model using the
relative entropy of its predicted posterior distribution
for x∗ w.r.t. the posterior distribution produced by a
full GP.

Let D be a training dataset that is partitioned into
m submodels. Based on Eqs. 2.11 and 3.12, the relative
entropy of a GRBCM model can be formulated as:
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(3.13)

DKL =−
∫

y∗

p(y∗|D,x∗)

log

∏m
i=1 p

βi(y∗|Di,Dg,x∗)
p(y∗|D,x∗)p

∑
i βi−1(y∗|Dg,x∗)

dy∗

where p(y∗|D,x∗) is the posterior distribution of
full GP. Submodel Dg is the global submodel (prior
submodel) that is used to enhance other submodels.
The above equation can be rewritten as:
(3.14)

DKL =−
∫

y∗

p(y∗|D,x∗) log
( p

∑
i βi−1(y∗|D,x∗)

p
∑

i βi−1(y∗|Dg,x∗)

·
m∏

i=1

pβi(y∗|Di,Dg,x∗)
pβi(y∗|D,x∗)

)
dy∗

Expanding the logarithmic term with the product
rule, the above equation becomes:

(3.15) DKL =

m∑

i=1

βiD
Mi,g

KL + (1−
m∑

i=1

βi)D
Mg

KL

where D
Mg

KL represents the relative entropy of the
prediction produced by submodel of Mg w.r.t. that of

full GP and D
Mi,g

KL represents the relative entropy of
the posterior distribution conditioned on Di ∩Dg w.r.t.
that of full GP. For ease of manipulation, we rewrite the
above equation as:

(3.16) DKL =

m∑

i=1

βi(D
Mi,g

KL −D
Mg

KL ) + D
Mg

KL

One important characteristic of GP is that if the
data allocated withMi is a subset of the data withMj

(Di ⊂ Dj), then Mj is a more informative submodel
than Mi. This leads to a more accurate prediction of

Mj than Mi (D
Mj

KL < DMi

KL), and in the meantime, a
more confident prediction of Mj than Mi (σ2

j < σ2
i ).

Here, σ2
j represents the predicted variance of x∗ byMj .

Thus, in the above equation, we have D
Mi,g

KL −D
Mg

KL < 0,
since Mi,g is trained on Di ∩ Dg. Next, we show how
the global submodel Mg affects the accuracy of the
aggregation model. Specifically, we assume two cases:
(i) Among all submodels, at least one submodel (e.g.,
M1) is sufficiently close to x∗ such that DM1

KL → 0; and
(ii) All submodels are a weaker model than the full GP
such that DMi

KL > 0,∀i ∈ [1,M ].
In Case (i), consider two aggregation models, Model

1 and Model 2. Model 1 uses M1 as the global
submodel, i.e., Mg = M1. Model 2 uses a weaker

submodel (e.g., M2 such that DM2

KL > 0) as the global

submodel, i.e., Mg = M2. We formulate the relative
entropies of the two models, D1

KL and D2
KL, as follows.

(3.17) D1
KL =

∑

i 6=1

βi,1(D
Mi,1

KL −DM1

KL ) + DM1

KL

(3.18) D2
KL =

∑

i 6=2

βi,2(D
Mi,2

KL −DM2

KL ) + DM2

KL

We use βi,1 and βi,2 to differentiate the values of
βi when M1 and M2 are used as global submodel,
respectively. Since Mi,1 is more informative than M1,

we have D
Mi,1

KL → 0 as DM1

KL → 0. Based on Eq. 3.17,
we have D1

KL → 0, which means that Model 1 is as
accurate as full GP.

For Model 2, we have D
M1,2

KL → 0, since DM1

KL → 0.
Thus, Eq. 3.18 can be rewritten as:

(3.19) D2
KL =

m∑

i=3

βi,2(D
Mi,2

KL −DM2

KL )+(1−β1,2)DM2

KL

Since βi,2 = 0.5(log σ2
2 − log σ2

i,2) and σ2
2 > σ2

i,2,
we have βi,2 > 0, where the equality only holds when

σ2
2 = σ2

i,2. Meanwhile, we have D
Mi,2

KL 6 DM2

KL since
submodel Mi,2 is a more informative submodel than
M2. Therefore, the first term of Eq. 3.19 is always
no larger than 0. Next, we consider two scenarios: (1)
β1,2 > 1; and (2) β1,2 6 1. The first scenario represents
that M2 is a much weaker model than M1 (β1,2 =
log σ2

σ1,2
> 1), while the second scenario represents that

M2 is only slightly weaker than M1 (β1,2 = log σ2

σ1,2
6

1). In the first scenario, since DM2

KL > 0, we have
D2
KL < 0. In the second scenario, a prerequisite for

D2
KL = 0 is at least one of the two following conditions

is satisfied: (1) β1,2 = 1, which means σ2 = 2 · σ1,2;

and (2) DM2

KL = 1
β1,2−1 [

∑m
i=3 βi,2(D

Mi,2

KL − DM2

KL )].

Both conditions are very hard to be satisfied in real
applications.

The above analysis proves that Model 1 is supe-
rior to Model 2. One important observation is that
the relative entropy of Model 2 goes negative given
β1,2 > 1. Although the relative entropy for any two
distributions is presumed to be non-negative, here we
are investigating the relative entropy of an aggregation
of multiple distributions to the predicted distribution
of full GP. In fact, this negativity reflects that Model
2 makes too aggressive aggregation in such scenario,
i.e., over-estimating the contributions (e.g., β1,2 > 1)

of informative submodels (e.g., DM1

KL = 0), when the

prior submodel is imperfect (e.g., DM2

KL > 0). This
finding is a generalized form of that in [20]. In [20],
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Liu et al. show that when all submodels make per-
fect predictions (∀i ∈ [1,m], σ2

i → σ2
f ), the predicted

variance of (R)BCM becomes zero (σ2
(r)bcm → 0) even

if σ2
f > 0, where σ2

f represents the predicted variance
of full GP. Here, we prove that if there is at least one
submodel that makes approximately perfect prediction
(∃i ∈ [1,m], σ2

i → σ2
f ) and if the global submodel that

serves as the prior submodel is a much weaker submodel
(e.g., β1,2 > 1), BCM models produce over-confident
predictions (σ2

(gr)bcm < σ2
f ).

In Case (ii) where each submodel is a weaker model
than the full GP, no submodel is able to make perfect
prediction solely on its own. Thus, BCM models need
to combine the information provided by more than one
submodels to make accurate predictions. BCM mod-
els assume conditional independence of submodels given
the global submodel and the test input. This assump-
tion, on one hand, reduces the overall computation cost,
while on the other hand, incurs error as it does not con-
sider the conditional covariance of non-global submod-
els. Next, we examine how this assumption impact the
result prediction, based on which, we propose a low-cost
solution to reduce the impact.

Let Xg be the input of the global submodel and
Xg′ be [Xg,x∗]. The covariance matrix for Xg′ can be
written as:

(3.20) Kg′g′ =

[
K11 k1∗
k>1∗ k∗∗

]

The covariance of two non-global submodels Mi

and Mj given y∗ and Mg can be written as:

(3.21) cov(Mi,Mj |Mg, y∗) = Kij − kig′K
−1
g′g′k

>
jg′

The conditional independence assumption ofMi ⊥
Mj |Mg,y∗ results in cov(Mi,Mj |Mg, y∗) = 0. This
further leads to Kij = kig′K

−1
g′g′k

>
jg′ . Without loss of

generality, let M1 be the global submodel and M2 to
Mm be the set of non-global submodels, we have

(3.22) K ′ff = Kff + ∆

where Kff represents the original covariance ma-
trix for all training data and K ′ff represents the co-
variance matrix with the conditional independence as-
sumption. Term ∆ represents the change in covariance
matrix:

(3.23) ∆ =




∆1,1 · · · ∆1,m

...
. . .

...
∆m,1 · · · ∆m,m




where

Figure 1: Illustration of QBCM model

(3.24)

∆i,j =

{
0 i = j or i = 1 or j = 1

kig′K
−1
g′g′k

>
jg′ −Kij otherwise

Here, ∆i,j = 0 if i = j, since the internal covariance
is captured by each submodel. Similarly, ∆i,j = 0 if
i = 1 or j = 1, since the external covariances of the
global submodel with every non-global submodel are
captured in GRBCM. Finally, the predicted mean and
variance for x∗ can be given as:

(3.25) µ(x∗) = k>f∗[Kff + ∆ + σ2
ε I]−1yf

(3.26) σ2(x∗) = σ2
∗∗ − k>f∗[Kff + ∆ + σ2

ε I]−1kf∗

Comparing Eqs. 3.25 and 3.26 with Eqs. 2.2 and 2.3,
we can see that error induced by the conditional inde-
pendence assumption is proportional to (1) the actual
external covariance between two non-global submodels
(differences in predicted mean and variance increases
as |∆i,j | increases); and (2) the covariance between x∗
and the non-global submodels (differences in predicted
mean and variance increases as |ki∗| increases). Based
on these two findings, we propose to reduce the error
induced by the conditional independence assumption
by: (1) using locality-aware clustering (e.g., kmeans)
to partition the training dataset so as to reduce the
external covariances between submodels; and (2) using
the submodel with the highest covariance with x∗ as the
global submodel so as to reduce the covariances of x∗
with non-global submodels.

3.2 QBCM model. The above discussions show
that (i) BCM models make over-confident predictions
if one submodel is able to make an accurate prediction;
and (ii) if each submodel is a significantly weaker model
than full GP, using the submodel with the most confi-
dent prediction as the prior submodel improves the ag-
gregation accuracy. Both findings show that the prior
submodel, which yields the best aggregation accuracy,
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is the submodel that provides the most confident predic-
tion for the testing point among all submodels. Thus,
we propose a query-aware BCM model, which chooses
the best prior submodel for testing points adaptively.

We depict the QBCM model in Fig. 1. To construct
the submodels, we partition the training data into
equisized subsets and allocate each submodel (e.g.,
M1 to M8 in the figure) with a subset (the space
enclosed by dashed circles). The partition is done using
a locality-aware clustering algorithm (e.g., kmeans).
We then store the geometric centers of all submodels
in c. We also add these centres to all submodels.
The training process of QBCM follows the factorized
training adopted by all aggregation models as discussed
in Section 2.2. In the stage of prediction, let X∗ be the
set of testing points. We first allocate the testing points
into different clusters: each testing point is allocated
to its nearest submodel. This can be completed by
comparing each testing point with each geometric center
stored in c. Suppose X1

∗ is a cluster of testing points
allocated to M1. To make predictions of X1

∗ , we
send the allocated training data in M1 (i.e., D1) to
all the other submodels. Then, each submodel (e.g.,
M8) provides an independent prediction based on its
allocated data and the prior dataset: M1 ∩M8. The
predicted results from each submodel (e.g., µ8,1 and
σ2
8,1) are sent back to M1 for aggregation. Based on

Bayesian committee machine, we assume conditional
independence of the submodels given y∗i and Mi. Let
x∗ be a testing point in X1

∗ , we get the final prediction
for x∗ as:

(3.27) p(y∗|D,x∗) ≈
∏
j 6=1 p

βj,1(y∗|D1,Dj ,x∗)
p
∑

j 6=1 βj,1−1(y∗|D1,x∗)

In section 3.1, we have shown that QBCM is able
to provide more accurate result with the query-aware
prior selection. Next, we show that QBCM will also
outperform PoE and GPoE for completeness. Based on
Eq. 2.7, we can write the relative entropy of (G)PoE as
(3.28)

Dpoe
KL = −

∫

y∗

p(y∗|D,x∗) log

∏m
i=1 p

βi(y∗|Di,x∗)
p(y∗|D,x∗)

dy∗

The above equation can be further written as
(3.29)

Dpoe
KL =−

∫

y∗

p(y∗|D,x∗) log
(
p
∑

i βi−1(y∗|Di,x∗)
∏m
i=1 p

βi(y∗|Di,x∗)
p
∑

i βi(y∗|D,x∗)
)
dy∗

Expanding the logarithmic expression, the relative
entropy of (G)PoE can be rewritten as

(3.30) Dpoe
KL =

m∑

i=1

βiD
Mi

KL + (

m∑

i=1

βi − 1)H(y∗|D)

where H(y∗|D) represents the information entropy of
y∗ given the entire dataset D. Since H(y∗|D) > 0 and
DMi

KL > 0, PoE is unable to make correct predictions
since it assumes βi = 1,∀i ∈ [1,m]. GPoE assumes βi =
1/m which cancels H(y∗|D) in Eq. 3.30. However, it can
only make correct predictions when every submodel is
perfect, i.e., DMi

KL = 0,∀i ∈ [1,m]. Thus, QBCM is a
more accurate model than both PoE and GPoE.

3.3 Complexity analysis. Suppose a QBCM model
with n input training points, n′ testing points, and
m submodels. Assuming equisized partition of the
training points, let s (s = dn/me) be the number of
training points on each submodel. The training process
of QBCM requires O(ns2) time and O(ns) memory.
When making predictions, QBCM first clusters the
testing points, which requires O(n′m). The process for
all submodels to make predictions requires O(8ns2 −
7s3) (one inverse of the prior submodel requires O(s3)
and (m − 1) inverses of the other submodels requires
O(8(m− 1)s3)). We assume that the testing points are
equally partitioned into k subsets. Then, the process
of aggregating predictions for one cluster of testing
points requires O((4ns − 3s2)n′/k). Thus, the overall
predicting cost is O(k(8ns2 − 7s3) + (4ns − 3s2)n′).
Note that the proposed QBCM model allows parallel
computation which can further reduce the response
time. If each submodel is assigned to a distributed
machine, the training cost per machine can be reduced
to O(s3). The predicting cost per machine can be
reduced to O(8ks2 + 4n′s2). Compared to BCM,
RBCM, and GRBCM, QBCM has equal training cost
and slightly higher predicting cost. Compared to NPAE,
QBCM has equal training cost but is much more efficient
as NPAE needs to perform a nested GP for each testing
point.

3.4 A numerical example. We use a one-
dimensional example to show the characteristics of the
aggregation models, where

(3.31) f(x) = 5x3 + ε

where the i.i.d noise ε ∼ N (0, 0.36). We generate
2 × 103 training points within the range of [0, 1], and
5 × 103 testing points within the range of [0, 1.5],
respectively. We compare the proposed model, QBCM,
with aggregation models discussed in Section 2.2. For
all compared models except GRBCM, we partition the
training dataset into 16 subsets using the k-means
algorithm. In GRBCM, we obtain the global subset
using random sampling and the remaining subsets using
k-means [20]. We follow previous studies [19] and [20]
to set βi in GPoE as 1/m where m = 16.
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(a) GPoE (b) BCM

(c) RBCM (d) GRBCM

(e) NPAE (f) QBCM (proposed)

Figure 2: A numerical example of aggregation models.

4 Experiments and results.

In this section, we first use an example to illustrate the
characteristics of the aggregation models discussed and
the proposed model. Then we conduct experiments on
real datasets to evaluate the accuracy and efficiency of
the proposed model. We implement all codes in Matlab
and perform the experiments on a workstation with
27 Intel (R) Xeon (R) E5-2697 2.60 GHz CPUs. We
implement the submodels using the GPML toolbox 1

with the SE kernel as shown in Eq. 2.1. We optimize the
hyperparameters using the conjugate gradients code,
where the maximum iterations is 100.

We present the results in Fig. 2. We use the coral-
colored circles to represent the training data points, the
black solid lines and the grey regions to represent the
mean predictions and 95% confidence intervals of full
GP, the green solid lines and the green dashed lines
to represent the mean predictions and 95% confidence
intervals of aggregation models. For clarity of presen-
tation, we downsample the training data by 20 times.
Due to the page limit, we omit the result of PoE in this
figure since GPoE has been shown to outperform PoE.

1http://www.gaussianprocess.org/gpml/code/matlab/doc/

In terms of variance prediction, GPoE makes conserva-
tive predictions (too large variance) all the time. BCM
and RBCM make over-confident predictions (too small
variance) compared with full GP. GRBCM, NPAE, and
QBCM are all able to make correct variance prediction
when the testing data is tightly enclosed by training
data. However, GRBCM and NPAE make conservative
predictions as soon as the testing data leaves the train-
ing data area. In terms of mean prediction, GPoE has
the worst performance. All BCM models and NPAE
can predict the correct mean values in the training
data area. However, when the testing data leaves the
training data area, the mean predictions of BCM and
RBCM fall quickly to the prior of the model. GRBCM
and NPAE are slightly better, but are still significantly
outperformed by QBCM. In particular, the predicted
mean values for testing point at x = 1.5 produced by
GRBCM, NPAE, and QBCM are 3.17, 2.82, and 9.22,
respectively. This confirms that the proposed model
QBCM can make more accurate predictions even if no
submodel makes perfect prediction.

4.1 Experiments on real datasets. We conduct
experiments on three real datasets: KIN8NM [23, 24]
(8 dimensions, 8,192 data points), KIN40K [20, 18] (8
dimensions, 1 × 104 training points, and 3 × 104 test-
ing points), POL [18] (26 dimensions, 1 × 104 train-
ing points, and 5 × 103 testing points). For dataset
KIN8NM, we use random sampling to split the dataset
into two partitions for training and testing, respectively.
For all other datasets, we use the original split of the
datasets. We compare the proposed model QBCM with
aggregation models discussed in Section 2.2 and full GP.
In addition, we compare the proposed model with the
state-of-the-art inducing points method: fully indepen-
dent training conditional (FITC) approximation [12].
We follow [20] and set the number of induced points of
FITC as 10% of the total training points in all three
datasets. For aggregation models, we set the number of
submodels as 16, 32, and 64 on KIN40K, 4, 8, and 16 on
KIN8NM, and 16, 32, and 64 on POL, repsectively. To
evaluate the accuracy of the compared models, we adopt
two metrics, namely standardized mean square error
(SMSE) and mean standardized log loss (MSLL) [1],
which represent the accuracy of mean prediction and the
accuracy of variance prediction, respectively. To evalu-
ate the efficiency of the models, we record their run time
for training and predicting, respectively. We present
the results of QBCM, GRBCM, NPAE and FITC on
KIN40K and POL in Table 1, where the best result
is highlighted in bold. We put the result of full GP
on the first line as reference. In this table, we show
the results of aggregation models where the numbers of
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submodels are set as 16 on KIN40K and POL. Results
of these models with different numbers of submodels
are shown in Fig. 3(a)- 4(b). The complete experiment
results are provided in supplementary information, in-
cluding all the results (G)PoE and (R)BCM and the
results on dataset KIN8NM. The results in Table 1 con-
firm that QBCM is able to provide better approximation
of full GP compared to the state-of-the-art models. On
all datasets, QBCM consistently outperform all baseline
models in both SMSE and MSLL. In particular, com-
pared to GRBCM, QBCM reduces SMSE by 11.5%, and
23.3%. In terms of variance prediction, QBCM outper-
forms GRBCM by 4.3%, and 6%.

Table 1: Comparison in SMSE and MSLL

Dataset KIN40K POL

Model SMSE MSLL SMSE MSLL

full GP 0.0117 -2.3557 0.0121 -2.5228

QBCM 0.0169 -2.1458 0.0125 -2.4209

GRBCM [20] 0.0191 -2.0586 0.0163 -2.2846

NPAE [22] 0.0224 -2.0093 0.0182 -2.1002

FITC [12] 0.0543 -1.575 0.0319 -2.1452
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Figure 3: Comparison of accuracy by varying number
of clusters on KIN40K
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Figure 4: Comparison of accuracy by varying number
of clusters on POL

We compare the robustness of the aggregation mod-
els by increasing the number of clusters in Fig. 3 and 4.
The results on both datasets show that QBCM is the
most robust than all baseline models. The accuracy de-
grades very slowly with the increase in the number of
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Figure 5: Comparison of training and predicting time
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Figure 6: Comparison of predicting time by varying
number of clusters

clusters. NPAE and GRBCM are very close in their
accuracies, while NPAE is slightly more robust than
GRBCM. BCM has the worst performance, due to its
constant βi in its aggregation process.

We compare the time cost for training and predict-
ing between aggregation models, FITC, and full GP
in Fig. 5, where QB, GB, NP, FG and FT represent
QBCM, GRBCM, NPAE, Full GP and FITC, respec-
tively. In terms of training cost, full GP and FT have
much higher time cost than aggregation models, note
the log scale of the figure. Benefiting from factorized
training, all aggregation models require much less train-
ing time. In terms of predicting cost, NPAE is most
expensive. QBCM requires much less time than NPAE
in predicting, but has slightly more cost than GRBCM.
FITC is most efficient in predicting. However, this is
at the cost of much more expensive training. Overall,
QBCM strikes a good balance in training and predict-
ing costs, compared to NPAE and FITC. It has slightly
higher cost than GRBCM, however, it provides more ac-
curate prediction than GRBCM, as shown in the above
results.

Finally, we vary the number of clusters and compare
the time cost for predicting between aggregation models
in Fig. 6. We do not compare the training time
cost as all aggregation models use factorized training,
leading to almost the same time costs. The results
show that the predicting times of all aggregation models
increase when the number of clusters increases. RBCM
is most efficient in predicting, at the cost of poor
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prediction accuracy. GRBCM has slightly higher time
cost. NPAE is most expensive in predicting, since it
has to do a nested GP for each testing point. QBCM
has slightly higher cost than GRBCM but is much more
efficient than NPAE. In the meantime, QBCM is able
to provide more accurate prediction than both NPAE
and GRBCM.

5 Conclusion

In this paper, we propose a query-aware Bayesian com-
mittee machine for scalable Gaussian process regression.
The proposed model introduces a query-oriented sub-
model, which improves the aggregation process of BCM
models by (i) alleviating over-confident prediction when
testing point is tightly enclosed by training data; and
(ii) improving the accuracy of submodels when testing
point leaves the training data area. We perform empir-
ical experiments on both synthetic and real datasets.
The results confirm that the proposed model consis-
tently outperforms the state-of-the-art approximation
models for GP.
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1 Results of (G)PoE and (R)BCM on
KIN40K

We compare the proposed model (QBCM) with
RBCM, BCM, GPoE, and PoE on dataset KIN40K
in Table 1 and 2, respectively. The results show that
QBCM consistently and significantly outperform all
baseline models. Moreover, QBCM is a much more
robust model as the error rate only increases slightly
when the number of clusters increases.

Table 1: Performance comparison in SMSE on
KIN40K

#clusters 16 32 64

QBCM 0.0169 0.0187 0.0227

RBCM 0.0241 0.0317 0.041

BCM 0.0313 0.0521 0.0859

GPoE 0.0539 0.1094 0.2362

PoE 0.0539 0.1094 0.2362

Table 2: Performance comparison in MSLL on
KIN40K

#clusters 16 32 64

QBCM -2.1458 -2.0944 -1.9898

RBCM -1.649 -0.9728 -0.3174

BCM -1.6716 -0.941 0.1941

GPoE -1.2742 -0.9728 -0.6482

PoE -0.7265 2.1023 10.8588

2 Results of (G)PoE and (R)BCM on POL

In this section, we compare the proposed model
(QBCM) with RBCM, BCM, GPoE, and PoE on
dataset POL. In Table 3, we present the comparison
in terms of SMSE. In Table 4, we present the compar-
ison in terms of MSLL. Again, QBCM outperforms
the baseline models significantly.

Table 3: Performance comparison in SMSE on POL

#clusters 16 32 64

QBCM 0.0125 0.0125 0.0126

RBCM 0.0277 0.028 0.0292

BCM 0.0356 0.0369 0.0444

GPoE 0.0832 0.1176 0.1804

PoE 0.0832 0.1176 0.1804

Table 4: Performance comparison in MSLL on POL

#clusters 16 32 64

QBCM -2.4209 -2.3999 -2.3375

RBCM -0.7876 -0.6859 -0.33

BCM 0.552 0.7208 1.1142

GPoE -1.2836 -1.1181 -0.8348

PoE 8.0226 18.3936 45.1803

3 Results of KIN8NM

In this section, we compare the proposed model
(QBCM) with RBCM, BCM, GPoE, PoE and FITC
on dataset KIN8NM. We first present the comparison
of QBCM with FITC in Table 5. Then we present
the comparison of QBCM with discussed aggrega-
tion models in terms of SMSE in Table 6. Finally,
we present the comparison of the aggregation mod-
els in terms of MSLL in Table 7. The results show
that when comparing with FITC, QBCM consistently
outperforms FITC when the number clusters are set
as 4, 8, and 16. When compared with other aggre-
gation models, QBCM still outperforms all baselines
except that when number of clusters is 16, QBCM
has slightly worse MSLL than NPAE.
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Table 5: Performance comparison of QBCM and
FITC in SMSE and MSLL on KIN8NM, where the
number of clusters is 4 in QBCM

Model SMSE MSLL

Full GP 0.0758 -1.307

QBCM 0.0818 -1.2738

FITC 0.1072 -1.1439

Table 6: Performance comparison of aggregation
models in SMSE on KIN8NM

#clusters 4 8 16

QBCM 0.0818 0.0879 0.091

GRBCM 0.0896 0.0971 0.1009

NPAE 0.0831 0.0887 0.0887

RBCM 0.0904 0.0958 0.1032

BCM 0.1042 0.1096 0.1352

GPoE 0.1076 0.1329 0.1829

PoE 0.1076 0.1329 0.1829

Table 7: Performance comparison of aggregation
models in MSLL on KIN8NM

#clusters 4 8 16

QBCM -1.2738 -1.2339 -1.2214

GRBCM -1.221 -1.1763 -1.163

NPAE -1.2622 -1.2312 -1.2334

RBCM -1.0747 -0.9365 -0.8355

BCM -0.9989 -0.7572 -0.252

GPoE -1.0804 -0.9507 -0.7748

PoE -0.8989 -0.1841 1.4727
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Chapter 4

Time-Aware Next POI

Recommendation

In this chapter, we detail our study on the research question: “How can we model the

temporal dynamics in users’ preferences over POIs given the people’s sparse history POI

visits?”.

4.1 Introduction

Background: In the previous chapter, we discuss POI recommendation models based

on Gaussian process. Our investigations have shown that the main bottleneck of applying

Gaussian process to recommendation tasks is the inherently high computational cost

of performing Gaussian process. However, real-world check-in datasets are usually in

very large scale, considering the large number of users and POIs in LBSNs. Thus,

the scalability of GP-based recommendation models has limited their applications to

real-world recommendation tasks. In this chapter, we investigate how to improve the

accuracy of POI recommendation models while maintaining high efficiency in model

training. In particular, we consider the recommendation task of time-aware next POI
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recommendation, which considers the temporal dynamics in users’ preference over POIs

when making recommendations.

Motivation: Many studies have shown that users’ mobility patterns are significantly

influenced by the temporal contexts [60, 108]. To further confirm the existence of tem-

poral changes in users’ preferences over POIs, we perform an empirical analysis on

real-world check-in records.

We perform the empirical analysis on two publicly available large-scale LBSN check-in

datasets, Foursquare and Gowalla. The Foursquare dataset [109] contains check-ins in

Tokyo from April 2012 to February 2013. The Gowalla dataset [110] contains check-ins

from March 2009 to October 2010. We follow previous studies [27, 63] and remove users

who have less than 20 check-ins. We summarize the statistics of the two datasets after

preprocessing in Table 4.1.

Table 4.1: Summary of the dataset Foursquare and Gowalla.

Dataset Foursquare Gowalla

Number of users 2,293 21,809

Number of POIs 61,858 34,140

Number of check-ins 573,703 1,757,997

Average number of check-ins per user 250.2 80.6

To verify the dependence of POI check-ins on the temporal contextual factors, we con-

duct statistical tests on both datasets. We consider four types of periodic temporal

changes, namely hour of day, day of week, day of month, and month of year. For each

POI l, we compute four frequency distributions w.r.t. the four considered time granular-

ity. Given a time granularity, we compute an ω-dimensional distribution for l, where ω

is the number of unique time slots in this time granularity. For example, the computed

frequency distribution of l w.r.t. hour of a day is a 24-dimensional distribution.

Next, we investigate the dependency between POI check-ins and temporal contexts using

the computed distributions. For each frequency distribution, we perform a chi-squared

test. Specifically, given a frequency distribution of l w.r.t. a time granularity, we set the
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null hypothesis as “The observed frequency distribution conforms uniform distribution”.

This hypothesis means that there is no significant temporal change in the number of

check-ins at l on the corresponding time granularity, and the temporal contexts w.r.t.

the time granularity does not provide more information about users’ preferences over l.

The resultant p-value of the chi-squared test represents the statistical importance that

the null hypothesis holds true. If a p-value is significantly small (e.g., below 0.05), it

can be deduced that the alternative hypothesis holds.

We record the resultant p-values of all chi-squared tests and visualize the p-value distri-

bution all POIs in a dataset w.r.t. a time granularity in Fig. 4.1. In the figure, the y-axis

represents the probability of a POI to have the corresponding p-value on the x-axis. As

we can see from the figure, all the p-value distributions have a peak density around

0. This means that for each granularity considered, the check-in patterns of a large

proportion of POIs are influenced by the cooresponding temporal contexts. Specifically,

the peak values for Hour, Month, Week, and Day are 2.8× 10−3, 2.7× 10−3, 9.6× 10−3,

and 2.11× 10−2 on the Foursquare dataset, and 6.0× 10−5, 2.0× 10−3, 1.7× 10−2, and

2.5× 10−2 on the Gowalla dataset, respectively. These near-zero peak p-values confirm

that the influences of temporal contexts are significant. Meanwhile, we also see that the

impacts of different time granularity on POI check-ins are different. Both POI check-in

datasets are most influenced by the hour of day, and much less influenced by the day of

month. This suggests that assuming equal contributions from different time granularity

(e.g., in factorization-based methods) cannot effectively capture the temporal changes.

To further illustrate the impact of temporal contexts on real-world POI check-ins, we

select eight POI categories in Four-square with most user check-ins, namely “Train

Station”, “Subway”, “Office”, “Noodle House”, “Coffee Shop”, “Bus Station”, “Bar”,

and “Park”. We compute the numbers of check-ins in these POI categories at different

hours, and visualize the check-in probability of these POI categories vs. hour of day

in Fig. 4.2. We observe different check-in probability distributions across different POI

categories. For example, more user check-ins at “Office” are observed in the morning,

while the peak check-in hour at “Bar” is after 20:00 pm. “Noodle House” is more busy
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(a) Foursquare (b) Gowalla

Figure 4.1: Analysis of temporal impact on real-world checkins (best viewed in color).

Figure 4.2: Numbers of check-ins at POIs of eight most frequent categories in
Foursquare vs. hour of day. A darker color means more check-ins.

during the lunch (13:00) and dinner (20:00) time. We also observe that similar POI

categories tend to have similar distributions. For example, “Train Station”, “Subway”,

and “Bus Station” are all busy during the peak traffic hours, such as 9:00 and 21:00.

The above results confirm the impact of the temporal contextual factor on users’ pref-

erences over POIs. Thus, it is of great importance for a POI recommendation model to

capture this temporal impact. However, modelling users’ temporal changes is nontrivial.

First, the set of all possible timestamps that need to be considered is extremely large
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while the observed data is very sparse. As discussed in Chapter 1, many users in the

Foursquare dataset have only checked-in at less than 0.1% of all POIs, and thus, it is very

difficult to infer the time-varying preferences for these users. Second, we aim to develop

a time-aware POI recommendation model that is not only accurate, but also efficient

in training and predicting. There exist approaches that utilize RNNs for time-aware

POI recommendation. These approaches are inefficient in training, since the recurrent

architecture of RNN cells cannot fully utilize the parallel computation capabilities of

GPU.

Chapter Contribution: To address the above challenges, we introduce a time-

modulated self-attentive network, TimeSAN, for time-aware next POI recommendation.

Self-attention mechanisms have been shown to be effective in various tasks including

sentiment classification [111] and image captioning [112]. There are several advantages

of the self-attention mechanism. First, self-attention allows the learning of dependencies

between distant elements in the inputs, making it more effective in extracting knowledge

from long sequences. Second, self-attention increases the explanability of neural models.

Finally, self-attention makes more efficient use of the parallel computational capability,

and thus, is more efficient in training and predicting. Inspired by the state-of-the-

art self-attentive recommendation model SASRec [58], we propose a time-modulated

self-attentive network for time-aware next POI recommendation. The model converts

the temporal contexts in user check-ins using a multi-scale periodic embedding method.

The encoded temporal contexts are then fed into a time-modulated self-attention module

which is designed to learn the impact of temporal contexts on users’ preferences. Thanks

to the inherited self-attention architecture, TimeSAN retains the state-of-the-art training

speed, and is more than one magnitude faster compared with RNN-based methods.

We have conducted a numerical example to demonstrate the capability of TimeSAN in

capturing temporal dynamics in the input sequences. We consider a simple regression

task. Given a sequence S = {〈y1, x1〉, . . . , 〈yN , xN 〉} where yi represents the observation

value of the i-th element and xi represents the context value, we aim to predict the

target yN+1 given its context xN+1. To illustrate how the time-modulated self-attention
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Figure 4.3: Visualization of attention weights.

module capture the temporal contextual influence, we present the attention weights

learned by the TimeSAN model after training in this task. We feed a simple input

sequence into the trained model, where the contextual values of the input sequence is a

set of equidistant time points within the range of [0, 103] (i.e., the resultant contextual

values are {0, 4, 8, . . . , 103}). We use a simple periodic underlying function to generate

the observation values:

yi = sin(2π · xi/100) + ε (4.1)

We visualize the attention weights computed by the trained model for this input sequence

using a heatmap in Fig. 4.3. Each cell in Fig. 4.3 represents the learned attention weight

of a position in the output to a position in the output. For example, to predict the last

element in the output sequence, TimeSAN pays attention to the first 249 elements with

the attention weights on each element is computed as shown in the bottom row in

Fig. 4.3. Note that the upper triangle of the figure is 0 due to the usage of positional

mask. We observe that there exists a periodic pattern in the attention weights. For

example, there exist ten periodic cycles in the learned weights in the last row. Recall

that we generate the contextual values within the range of [0, 103]. Thus, the length of

each periodic cycle is 100, which agrees well with the wavelength in Eq. 4.1.
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We conduct experiments on two real-world datasets. The statistics of the two datasets

are summarized in Table 4.2.

Table 4.2: Summarization of dataset statistics.

Dataset # user # POI # check-in avg. # check-in/user

Foursquare 2,293 61,858 573,703 250.2

Gowalla 21,809 34,140 1,757,997 80.6

The experimental results are summarized in detail in Section 4.2. These results confirm

that the proposed TimeSAN model outperforms the state-of-the-art recommendation

models significantly and consistently. In particular, TimeSAN improves the recommen-

dation accuracy by up-to 17.1%, compared with baseline models. Meanwhile, TimeSAN

retains high training efficiency, and is faster than RNN-based models by more than one

magnitude.

Chapter Outline: In this chapter, we propose a self-attentive network for time-aware

next POI recommendation. Inspired by the state-of-the-art self-attentive recommen-

dation model SASRec [58], the proposed model makes use of the self-attention mech-

anism [59] to model users’ preferences over POIs. Our proposed model differs from

SASRec in three ways: (1) the model replaces the vanilla self-attention mechanism with

a time-modulated self-attention module, which allows the attention between check-in

timestamps to modulate the self-attention of a check-in sequence. (2) the model in-

troduces a timestamp encoding method that first extracts features (e.g., w.r.t. various

granularity) from a timestamp, and then maps the extracted features to a multi-scale

periodic representation. The proposed encoding method can be viewed as a soft map-

ping of timestamps, and can capture the characteristics of timestamps much more ef-

fectively. (3) the model uses explicit user embedding and fuses the time-independent

and time-dependent interest via a soft fusion gate, leading to a more stable learning of

users’ long-time interests. Finally, thanks to the inherited self-attention architecture, the

model retains the state-of-the-art training speed, which is more than an order of mag-

nitude faster than RNN-based methods. The contents of this chapter are reproduced
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from the following manuscript:

Jiayuan He, Jianzhong Qi, and Ramamohanarao Kotagiri. TimeSAN: A Time-Modulated

Self-Attentive Network for Next Point-of-Interest Recommendation. In Proceedings of

the International Joint Conference on Neural Networks. (IJCNN’20)

Conclusions: In this chapter, we proposed a time-modulated self-attentive network,

i.e., TimeSAN, for time-aware next POI recommendation. TimeSAN learns the rele-

vance between users’ history records and next POI visits via the self-attention mecha-

nism, and modulates the relevance with the temporal contexts. Further, we proposed a

time-encoding method which allows TimeSAN to learn the impact of temporal contexts

more effectively. Finally, we proposed a fusion mechanism that enables more effective

learning of the users’ long-term interests that are independent of time. We demonstrated

that the proposed time-modulated self-attention module can effectively capture the in-

fluence of temporal contexts using a numerical example. We also conducted extensive

experiments on real-world check-in datasets. The experimental results show that our

proposed TimeSAN model outperforms state-of-the-art recommendation models consis-

tently and significantly in recommendation accuracy, while retaining a high training

efficiency.
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Abstract—Next Point-of-Interest (POI) recommendation aims
to rank a list of POIs by their attractiveness to users based on the
users’ historical records of POI visits. This task is challenging,
because user preferences may be influenced by various contextual
factors. In this paper, we consider the temporal contextual
factor, i.e., the time of users’ POI visits. Previous attempts for
modelling the impact of temporal contexts can be categorized into
two groups: factorization based methods and recurrent neural
network based methods. The first group adds a time dimension
to their latent recommendation spaces, which may suffer from
the data sparsity problem due to the additional dimension. The
second group uses time-aware contextual gates to update the
hidden and cell states in RNNs, which may have limited capability
in capturing long-range temporal dynamics. In this paper, we
propose a time-modulated self-attentive network (TimeSAN) for
next POI recommendation. This model learns the relevance
between a user’s next POI visit and her historical visits via
the self-attention mechanism, where the relevance is modulated
by the temporal contextual influence. The learned time-aware
relevance is further fused with users’ long-term interests to
provide final recommendations. We conduct extensive experi-
ments on real-world datasets. The results confirm that TimeSAN
outperforms previous methods consistently and significantly in
recommendation accuracy, while attaining a high model training
efficiency.

I. INTRODUCTION

The rapid growth of location-based social networks (LB-
SNs), such as Foursquare1 and Yelp2, has enabled researchers
to incorporate better personalization in location-based recom-
mendation tasks. A widely studied location-based task is the
next Point-of-Interest (POI) recommendation, which aims to
rank a list of POIs by their attractiveness to users, based on
the users’ historical records of POI visits (e.g., check-ins).

Temporal contexts of users’ POI visits are crucial to POI
recommendations. We use Fig. 1 to illustrate how users’ check-
ins are influenced by the temporal contexts. We present an
example of three users’ check-ins within a day. We observe
that the preferences of the three users change with the time:
they prefer to visit “refreshing” POIs (e.g., Cafe) in the
morning and “relaxation” POIs (e.g., Bar) at night. Suppose
that we need to make a recommendation for User 3 at
20:00. Models that are solely based similarity but agnostic to
temporal contexts may suggest “Pool” for User 3, since User 2
and 3 are more similar according to their previous check-ins.

*Primary contact
1https://foursquare.com/
2https://www.yelp.com/

Fig. 1: An example of three users’ check-ins within a day.

However, if we take the recommendation time “20:00” into
consideration, “Bar” is a more preferable choice for User 3.

Capturing the temporal influence is nontrivial, mainly for
two reasons. First, real-world check-in datasets are sparse,
making it difficult to infer a complete time-varying profile for
each user. Secondly, the number of possible timestamps that
are need to be considered is large and even infinite, which
calls for a recommendation model that utilizes the impact of
timestamps collaboratively and effectively.

Existing studies that consider the temporal contexts can
be categorized into two groups. The first group is developed
based on factorization. The entire set of possible timestamps
is mapped into a finite set of time slots, assuming that the
timestamps within the same time slot have the same influence
on user check-ins [21]. Then a low-dimensional latent space is
used to capture the features of the time slots, which are further
combined with users’ other types of preferences. However, it
is difficult to determine which time granularity to be used for
time slot mapping. If certain time granularity has significant
impact on users’ preferences but is not incorporated, the model
may not be able to make accurate recommendations. On the
other hand, if a model considers all possible time granularity,
the user-POI check-in matrix within each time slot will be too
sparse, which will also deteriorate the model performance.

The second group is built based on recurrent neural net-
works (RNNs). RNN cells are used to process users’ historical
check-ins sequentially and predict users’ next POI visits. To
incorporate the temporal influences, various time-aware cell
structures are proposed [5, 23]. However, RNNs may not
effectively capture long-range temporal dynamics, since the
historical records are represented only by the cell and hidden
states with limited dimensions. Moreover, RNN models are
inefficient in training, since the intrinsic recurrent structure
cannot fully utilize parallel computation.
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To address the above limitations, we introduce a time-
modulated self-attentive network, TimeSAN, for time-aware
next POI recommendation. TimeSAN treats the POI recom-
mendation as a sequence-to-sequence translation task, which
aims to translate the sequence consisting of a user’s historical
check-ins to the sequence consisting of the user’s future check-
ins. TimeSAN adapts the the multi-head self-attention mech-
anism [16] for the translation between check-in sequences.
To consider the influence of temporal contexts, TimeSAN
enhances the vanilla self-attention mechanism with a time-
modulated self-attention module, which allows the attention
among the temporal contexts to modulate the self-attention of
the input check-in sequence. Further, TimeSAN introduces a
temporal encoding method which maps timestamps to their
multi-scale periodic representations. The proposed encoding
method is shown to be more effective in capturing the features
of temporal information compared with existing encoding
methods. Finally, thanks to the inherited self-attention archi-
tecture, TimeSAN retains the state-of-the-art training speed,
and is more than one order of magnitude faster compared with
the RNN-based methods.

To summarize, the contributions of this paper are as follows.
• We propose a time-modulated self-attentive network for

time-aware next POI recommendation. The model uti-
lizes a proposed time-modulated self-attention module
to capture the influence of temporal contexts on users’
preferences. Moreover, we propose a multi-scale periodic
encoding for temporal contexts which facilitates capturing
temporal dynamics in user preferences.

• We conduct an extensive evaluation on the learning
capability of the proposed model using synthetic data.
The results confirm that TimeSAN can capture the impact
of temporal contexts effectively. The results also confirm
that, compared with existing time encoding methods, the
proposed method provides a more effective representation
of the temporal contexts.

• We conduct extensive experiments on real-world datasets.
The experimental results confirm that the proposed model
outperforms the state-of-the-art recommendation models
significantly and consistently. In particular, TimeSAN
improves the recommendation accuracy by up-to 17.1%.
Meanwhile, TimeSAN retains high training efficiency,
and is faster than RNN-based models by more than one
order of magnitude.

II. RELATED WORK

We review three groups of related studies: (1) time-agnostic
POI recommendations; (2) time-aware POI recommendations;
and (3) attention mechanisms.

A. Time-Agnostic POI Recommendations

Many models have been proposed for POI recommen-
dations, such as user-based collaborative filtering (CF) [2]
and matrix factorization (MF) [9]. To enhance the prediction
accuracy, several contextual factors have also been studied
and incorporated, e.g., geographical locations of POIs [9], and

social connections of users [3]. Recently, sequential patterns in
users’ check-ins have attracted lots of interests. Many models
for capturing sequential patterns have been proposed, e.g,
Markov-chain models which capture the patterns using the
transition probabilities between POIs [11] and recurrent-neural
network models [5] which utilize RNNs to model the long-
and short-term dynamics in users’ check-ins.

B. Time-Aware POI Recommendations

There exist two categories of studies on time-aware POI
recommendations. The first category is based on factorization.
Gao et al. [4] propose a recommendation model based on
matrix factorization. They split the time axis into hourly slots,
which result in 24 sub-matrices from the original user-POI
check-in matrix. To overcome the data sparsity, they propose a
smoothing method that jointly factorizes the sub-matrices and
estimates users’ hourly preferences. Liu et al. [10] embed users
and POIs into a low-dimensional latent space. To incorporate
temporal contexts, they consider 168 time slots (24 hours per
day × 7 days per week), which are embedded into the same
latent space, where the proximity between a time slot and a
POI captures the characteristics of their interaction.

The second category of studies seek to use RNNs to model
the temporal impact. Zhu et al. [23] propose the Time-LSTM,
a variant of long- and short-term memory (LSTM), for time-
aware recommendation. Specifically, they introduce a time
gate into a LSTM cell. At each step, a Time-LSTM cell takes
two inputs: an input POI (check-in) and an input timestamp.
It uses the input POI to update the current hidden and cell
states, where the update mechanism is controlled by time gate
using the input timestamp. Huang et al. [6] also use RNN
for time-aware POI recommendation. They propose the ATST-
LSTM network that aggregates the latent features of each
check-in and the associated temporal context at each step.
To enhance the learning of long-range temporal dependencies,
ATST-LSTM augments the RNN network with an attention
layer on top. However, due to the recurrent structure of RNNs,
these models cannot fully utilize parallel acceleration.

C. Attention Mechanisms

Attention mechanisms have attracted extensive interests due
to its effectiveness in a wide range of tasks including machine
translation, acoustic modelling, and image captioning. There
exist some studies on recommendations using attention mech-
anisms. Chen et al. [1] augment Bayesian pairwise ranking
(BPR) with an attention layer that simultaneously capture two
types of attentions: the user-item level attention and the user-
feature level attention. Self-Attentive sequential recommender
(SASRec) [7] is a recent recommendation system that is
based on self-attention mechanism. This model is the most
related work to ours since it’s also a model solely based on
self-attention, without relying on other deep neural networks
such as RNNs and CNNs. However, it differs from our work
because it does not consider the temporal contextual influences
on user preferences.
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Fig. 2: The architecture of TimeSAN.

III. PROBLEM DEFINITION

Let U be a set of users, L be a set of POIs, and S be
a set of check-ins post by users in U . The check-ins of a
user u form a chronologically ordered check-in sequence:
Su = (〈su1 , tu1 〉, 〈su2 , tu2 〉, . . . , 〈su|Su|, t

u
|Su|〉). The tuple 〈sui , tui 〉,

i ∈ [1, |Su|] represents the i-th check-in of user u, where sui
represents the POI ID, and tui represents the timestamp of the
check-in. Given a recommendation time trec, the task of time-
aware POI recommendation is to recommend a POI li ∈ L,
such that r(li|u, Su, trec) > r(lj |u, Su, trec), ∀lj ∈ L, j 6= i.
Here, r(li|u, Su, trec) represents the ranking score of POI li
for user u at time trec.

IV. MODEL ARCHITECTURE

Our proposed model, TimeSAN, treats the task of time-
aware next POI recommendation as a sequence-to-sequence
translation task which aims to convert an input sequence
(s1, . . . , sN ) to a target sequence (s2, . . . , sN+1). When
making a recommendation for user u, the input sequence
(s1, . . . , sN ) will be constructed from u’s N most recent
check-ins, and sN+1 in the output sequence will be the
recommendation for u. We illustrate the architecture of our
proposed TimeSAN model in Figs. 2. Next, we detail the
structure of the proposed model.

A. Embedding Layer

1) Embedding of a POI sequence: TimeSAN maintains two
embedding matrices: a POI embedding matrix L ∈ R|L|×d and
a positional encoding matrix P ∈ R|N |×d, where d represents
the latent dimensions of the model. Given an input sequence
S = (s1, . . . , sN ), the latent embedding of the i-th check-in is
computed as Ei = L(si) + P(i), where L(si) represents the
embedding vector of POI si and P(i) represents the positional
encoding of the index i. Then the embedding of S is computed
as the concatenation of the latent embeddings of the N check-
ins: E = [E1; E2; . . . ; EN ].

2) Embedding of temporal context: In addition to the
input and target check-in POI sequences, we also extract two
sequences of temporal contexts: Tpre = {t1, . . . , tN} and
Tpost = {t2, . . . , tN+1}. Note that we follow previous studies

and assume that the recommendation time tN+1 is known
for the time-aware recommendation purpose [19, 22]. In real
applications, the actual recommendation time can be used as
tN+1.

We embed Tpre and Tpost into a latent space as follows.
Given a timestamp t, we first map t to a multi-dimensional
feature vector, where the features can be chosen based on the
temporal characteristics of users’ check-ins. In this work, we
map a timestamp t to a four-dimensional feature vector:

f(t) = [fm, fd, fw, fh] (1)

Here, fm, fd, fw, fh represent the “month of a year”, “day
of a month”, “day of a week”, and “hour of a day” of t.
For instance, the timestamp “2019-Mar-12 Friday 10:10:56”
is mapped to vector [3, 12, 5, 10]. This vector forms an original
feature vector of the timestamp.

The mapping in Eq. 1 is a straightforward way to represent
timestamps. However, we find that it is not easy for neural
networks to learn the relative distance between timestamps
using such representations. A main reason is that the similarity
of timestamps is computed as their dot-products, which do not
directly reflect the relative distances between vectors. Inspired
by previous studies [16], we propose a multi-scale periodic
time encoding that maps the feature vector of a timestamp
with a set of sin and cos functions at different frequencies.
In particular, we expand each feature (e.g., fm) in f(t) to a
multi-dimensional vector (e.g., fm), where the i-th dimension
(e.g., fm(fm, i)) is computed through a sin/cos function:

fx(fx, 2i) = sin(fx/w
2i/df
x ) (2)

fx(fx, 2i+ 1) = cos(fx/w
2i/df
x ) (3)

Here, x ∈ {m, d,w, h} represents a feature from the feature
set, df represents the latent dimensionality of each feature, and
wx represents the width of value range of the corresponding
feature (e.g., wm = 12). The final time encoding of timestamp
t is computed as a 4df -dimensional vector f(t) by concate-
nating the expanded vectors of all features:

f(t) = [fm, fd, fw, fh] (4)

As shown by the evaluation conducted later in Section V, the
proposed multi-scale time encoding in Eq. 4 is more effective
in capturing the features of temporal contexts compared with
the encoding in Eq. 1. This is because the proposed time
encoding is much more sensitive to the relative distance, since
it allows the neural networks to examine the difference of
these timestamps at different periodic scales. With Eq. 4, we
compute the embeddings for the temporal contexts Tpre and
Tpost as follows:

Tpre = [f(t1); f(t2); . . . ; f(tN )] (5)
Tpost = [f(t2); f(t3); . . . ; f(tN+1)] (6)

B. Time-Modulated Self-Attention

We propose a time-aware self-attention module to capture
the temporal dynamics in the inputs. It computes the attention
among temporal contexts first, and then let the temporal
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(a) Self-attention in [16] (b) Time-modulated self-attention

Fig. 3: Comparison of self-attention in [16] and time-
modulated attention in TimeSAN.

attention modulate the self-attention of the input sequence.
We illustrate the comparison of the self-attention in [16] and
the time-modulated attention in TimeSAN in Fig. 3.

Specifically, we compute three linear projections of E,
yielding a query Q, a key K, and a value V representation of
the check-in sequence, respectively. The three representations
are computed as: Q = EWQ, K = EWK , and V = EWV ,
where WQ ∈ Rd×d, WK ∈ Rd×d, and WV ∈ Rd×d
represent three learnable projection matrices. We also compute
a query representation QT and a key representation KT, from
Tpost and Tpre, respectively:

QT = Tpost ·WQ
T (7)

KT = Tpre ·WK
T (8)

where WQ
T ∈ R4df×dt and WK

T ∈ R4df×dt are two linear
projection matrices. Then the time-modulated self-attention
SA(E) of the input sequence is computed as:

SA(E) = softmax
(mod(Q ·K>,QT ·K>T )√

d

)
·V (9)

The choice of the modulate function mod(·, ·) depends on the
characteristics of datasets. We use element-wise multiplication
wrapped with a softsign activation function, since it yields best
results in our empirical experiments:

mod(X1,X2) = softsign(X1 �X2) (10)

Here, � represents element-wise multiplication of matrices,
X1 and X2 represent the input matrices of the function.
We compare the proposed time-modulated self-attention with
the self-attention in [16] in Fig. 3. The intuition behind the
time-modulation mechanism is that we not only consider the
positional attention (Q·K>), but also the attention between the
target and history temporal context (QT and KT ). For exam-
ple, if the target temporal context is Saturday, the modulation
mechanism allows increasing (or decreasing) the contribution
of a Friday (or Wednesday) check-in to the output, since the
temporal context Friday (or Wednesday) is close (or far) from
Saturday.

In real applications, the check-ins (si+1, . . . , sN ) in the
input should not be known when predicting si+1. Note that
si+1 is the i-th element in the target sequence since the target
sequence is the input sequence left-shifted by one. Thus, we
disable the attention links between the i-th output and the
(i+1)- to N -th input check-ins by applying a positional mask
Λ. The mask value Λij for the attention between the i-th
output and the j-th input is set as 0 if j > i and 1 otherwise.
Note that since the query temporal sequence Tpost is the
key temporal sequence Tpre left-shifted by one, the temporal
context at the recommendation time is still incorporated after
applying Λ to achieve time-aware recommendation.

C. Point-Wise feed forward layer

Let SAi be the output on i-th position of the time-aware
attention layer, the output on i-th position after the point-wise
feed forward (PFF) layer is computed as:

Fi = ReLU(SAi ·W1 + b1)W2 + b2 (11)

where W1 ∈ Rd×d, W2 ∈ Rd×d represent two learnable
projection matrices, and b1 ∈ Rd×1, and b2 ∈ Rd×1 represent
the biases of the first and second feed forward layer. The self-
attention layer and PFF layer together form a self-attentive
block. We allow stacking multiple blocks to capture deeper
semantics in the input sequence. We use SAm

i and Fmi to
represent the output of the attention layer, and PFF layer of
the m-th block in Fig. 2.

D. Incorporating Long-Term Interest

Although self-attention mechanisms can effectively capture
the semantic dependencies among input check-ins, the calcula-
tion of similarity between query and key is merely controlled
by the trained parameter matrices WQ and WK . Thus, it
is difficult for self-attentive networks to capture the global
features [17]. Thus, we propose a soft fusion mechanism to
incorporate users’ global (long-term) interest into the proposed
model. Specifically, given a user check-in sequence Su, we
utilize a user embedding u. Intuitively, this user embedding
can be seen as a global bias of the sequence. We fuse this
global features with the sequence representation after the M -
th PFF layer to generate the output O of the model. Following
Shaw et al. [14], we capture the global context via addition:

O = λ� FM + (1− λ)� u (12)

where FM is the output of the PFF layer of the M -th block.
The weight matrix λ controls the importance of each element
in the final output. To ensure a soft and smooth fusion, we
learn the values in λ as follows:

λ = sigmoid(W(λ1)FM + W(λ2)u + bλ) (13)

Here, W(λ1) ∈ Rd×d and W(λ2) ∈ Rd×d are two learnable
projection matrices, and bλ ∈ Rd represents the bias vector.
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E. Model training

The final output O ∈ RN×d is a latent representation of
the predicted sequence. Let Oi (i ∈ [1, N ]) be the i-th vector
in O and lj be a POI in L, we compute the ranking score
r(lj |u, Su1:i, ti) of lj being recommended given user u, the
user’s previous check-ins Su1:i, and the recommendation time
ti, as follows:

r(lj |u, Su1:i, ti) = Oi · L(lj) (14)

To train the model, we first take the most recent N +1 check-
ins of each user to form a training sequence S̃. If a user
has less than N + 1 check-ins, we pad a dummy check-in
to the sequence until it reaches N + 1. For each constructed
sequence, we generate a training instance, where the input
sequence S̃in = S̃1:N , and the target sequence S̃pos = S̃2:N+1.
We adopt negative sampling to accelerate the training process.
Specifically, for each POI in the target sequence, we generate
a negative POI. These sampled POIs form a negative sequence
S̃neg . We adopt the binary cross-entropy loss as the objective
function of the training process:

−
∑

S̃∈S

∑

i∈[1,N ]

δ(S̃, i)
(

log
(
σ(rpos,i)

)
+ log(1− σ

(
rneg,i)

))

(15)
Here, rpos,i represents the ranking score of the i-th POI in
S̃pos, and rneg,i represents the ranking score of the i-th POI
in S̃neg , and δ(S̃, i) is an indicator which equals to 0 if s̃i
is a dummy check-in. The model is trained using Stochastic
Gradient Descend (SGD).

V. EVALUATION USING SYNTHETIC DATA

In this section, we use synthetic data to study the capability
of capturing temporal dynamics of TimeSAN. Consider a
simple sequential prediction task. Given a sequence S =
{〈y1, x1〉, . . . , 〈yN , xN 〉} where yi represents the observation
value and xi represents the context value of the i-th element,
we aim to predict the target yN+1 given its context xN+1.
We require that x1 < x2 < ... < xN+1 to keep the
context sequence ordered. We use a simple periodic function
to generate the observation data:

yi = sin(2π · xi/100) + ε (16)

Here, ε represents random noise which conforms Gaussian
distribution: ε ∼ N (0, 0.01). We generate 1,280 random
sequences, where we first generate context values by draw-
ing random samples from [0, 103] and then compute the
corresponding observation values using Eq. 16. We set the
number of elements in each sequence as 250. We treat the
last element in each sequence as testing data, the second last
element as validation data, and use the rest of the elements
as training data. We use the mean square error (MSE) as the
loss function, and record the MSE of all tested models. In
this experiment, we consider three methods: (1) the proposed
TimeSAN model; (2) the proposed TimeSAN model without
using the proposed multi-scale time encoding; and (3) vanilla
self-attention in [16]. We set the attention dimensionality d as

Fig. 4: Predicting accuracy vs. number of training epochs.

10 for all methods, the feature dimensionality df as 10, the
time dimensionality dt as 1 for method (1).

For all methods, we present their MSEs vs. number of
training epochs in Fig. 4. The results confirm that TimeSAN is
able to capture the temporal contexts effectively. Specifically,
its MSE is much lower than that of vanilla self-attention. It also
converges most quickly. Method (2) can reach almost the same
accuracy as TimeSAN, but it converges much slower than
TimeSAN: it reaches similar accuracy with that of TimeSAN
after 500 epochs of training. This confirms that the proposed
time encoding method can help the networks to capture the
features of temporal contexts more effectively.

VI. EXPERIMENTS

We evaluate the effectiveness and the efficiency of the
proposed algorithms empirically in this section.

A. Datasets and Evaluation Protocols

1) Datasets: We conduct experiments using two publicly
available large-scale LBSN checkin datasets, Foursquare and
Gowalla, to show the general applicability of the proposed
algorithms across different LBSN platforms. The Foursquare
dataset [18] contains checkins in Tokyo from April 2012 to
February 2013. The Gowalla dataset [3] contains checkins
from March 2009 to October 2010. We follow previous
studies [22] and remove users who have less than 20 check-ins.
Table I summarizes the statistics of the two datasets. We split
the check-in sequence Su for each user u into three parts: (1)
the most recent check-in Su|Su| for testing, (2) the second most
recent check-in Su|Su|−1 for validation, and (3) all remaining
check-ins for training.

TABLE I: Summarization of dataset statistics.

Dataset # user # POI # check-in avg. # check-in/user

Foursquare 2,293 61,858 573,703 250.2
Gowalla 21,809 34,140 1,757,997 80.6

2) Evaluation protocols: We report the performances of
all models in two popular top-N metrics, namely HR (Hit
Ratio) and NDCG (Normalized Discounted Cumulative Gain).
Specifically, HR@K equals the percentage of the “hitted”
cases in which the ground-truth POI is included in the top
K recommendations. NDCG@K is a position-aware metric
that penalizes if the ground-truth POI is hitted but ranks low
in the top K recommendations.
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B. Baselines
We compare our proposed TimeSAN model with three

groups of baseline models: (1) factorization based models; (2)
RNN based models; and (3) self-attention based models. We
summarize the baseline models as follows:

1) Factorization based models: The first group contains
models based on factorization:
Bayesian Pairwise Ranking (BPR). BPR is a classical model
for learning personalized rankings from implicit feedback [12].
Factorized Personalized Markov Chain (FPMC). FPMC
is a ranking-based pairwise tensor factorization framework,
which jointly considers the first-order Markov Chain transition
probabilities between POIs, and users’ long-term interest [13].
Spatial-Temporal Latent Ranking (STELLAR). STELLAR
is also based on tensor factorization. In addition to users’ long-
term interests and POI-to-POI transition probabilities, it also
considers the influence of temporal contexts [22]. The model
proposes a binary encoding for timestamps, and then learns
the latent representations of the encoded timestamps to make
recommendations.

2) RNN based models: The second group contains models
based on RNN.
Vanilla RNN (RNN). RNN is a traditional recurrent model,
which only considers the chronological order of user check-
ins, but ignores temporal information associated with the
check-ins [20].
Time-LSTM (TLSTM).3 Time-LSTM is based on Long-Short
Term Memory (LSTM). The model uses time gates to control
the influences of the historical check-ins on users’ future
check-ins [23].
Attention-Based Spatiotemporal LSTM (ASLSTM).4
ASLSTM extends LSTM models with the attention mecha-
nism, making LSTM to focus on relevant historical check-in
records selectively. The model also incorporates spatial and
temporal contextual information [6].

3) Self-Attention based models: The final group contains
models based on self-attention.
Self-Attentive Sequential Recommender (SASRec). SAS-
Rec5 is a sequential recommender that captures the se-
quential patterns in user preferences using multi-head self-
attention [16].

C. Implementation Details

We set the maximum sequence length N as 250 and
150 in Foursquare and Gowalla, respectively. We use Adam
optimizer [8] for training. We optimize the performance of
TimeSAN and SASRec by varying the number of blocks
from {1, 2, 3}, the number of attention heads from {1, 2, 3},
dropout rate from {0, 0.1, 0.2, 0.5}. For all models, we op-
timize their performances, varying the latent dimensionality
d from {10, 20, 50, 80, 100}, learning rate from {10−1, 10−2,
10−3, 10−4}. We fix the batch size as 128 for all models to

3https://github.com/ZJULearning/time lstm
4https://github.com/drhuangliwei/An-Attention-based-Spatiotemporal-

LSTM-Network-for-Next-POI-Recommendation
5https://github.com/kang205/SASRec

ensure fair comparison. We run each set of experiments for
10 times, and record the average performance of each model.

D. Experimental Results

1) Overall recommendation accuracy: We summarize the
overall recommendation accuracy of all models in Table II.
For each metric, we highlight the best result in bold, and
underline the second best result. The experimental results
show that the proposed TimeSAN model outperforms all
baselines consistently and significantly. Specifically, TimeSAN
achieves up to 17.9% and 12.2% improvement over SASRec,
on Foursquare and Gowalla respectively. In addition, we find
that models which incorporate temporal dynamics (e.g., Stella,
TLSTM, ASLSTM) have higher recommendation accuracy,
compared with the other models within the same group. This
confirms the importance of learning the influence of temporal
contexts. Finally, we observe that factorization based methods
tend to perform better compared with RNN based methods.
This is consistent with the findings in previous studies [7, 15].
A main reason is that real-world check-in datasets are usually
very sparse, which make RNN based methods ineffective due
to overfitting.

2) Ablation study: Table III summarizes the results of ab-
lation study on TimeSAN. In the default setting of TimeSAN,
we set the number of blocks as 2 (M = 2). We do not use
positional encoding (PE) in the default setting of TimeSAN,
because the time-modulated attention module already consid-
ers the chronological information of the check-in sequences.
We see that adding positional encoding to TimeSAN degrades
the overall performance slightly. This is because TimeSAN
utilizes a time-modulation attention module and does not
rely on the positional encoding to capture the chronological
information about the inputs. This also confirms that the
proposed time-modulation attention module is effective in
capturing time dynamics in the input check-in sequences. The
components of user embedding (cf. Section IV-D) and time-
modulation (cf. Section IV-B) both contribute positively to the
overall performance. The contribution of user embedding on
Foursquare is more significant compared with that on Gowalla.
This is because Foursquare is denser than Gowalla, where each
user has a longer check-in sequence. Therefore, it is more
important to use a user embedding to capture the long-term
context in the input sequence. When varying the number of
time-modulated self-attention blocks of TimeSAN, we observe
a significant degradation in performance if no self-attention
block is used (M = 0). This is because when M = 0,
TimeSAN will make prediction solely based on users’ most
recent check-in and the user’s embedding which represents
user’s long-term interest, ignoring the contextual information
carried by non-neighboring check-ins. When we set M > 0,
we find that the performance on both datasets degrades when
M = 3 due to overfitting. On Foursquare dataset, the optimum
value of M is 2 (as in default M = 2), while the optimum
value of M is 1 in Gowalla. This is because if the dataset is
dense, deep neural structure is needed to capture the complex
interaction.
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TABLE II: Overall recommendation accuracy of all baseline models and TimeSAN (proposed).

Dataset Metric
(1) Factorization-based (2) RNN-based (3) Self-attention-based Improv. Improv. Improv.

BPR FPMC Stellar RNN TLSTM ASLSTM SASRec TimeSAN over (1) over (2) over (3)

Foursquare

HR@5 0.1801 0.2268 0.2700 0.2157 0.2396 0.2166 0.2686 0.3144 16.4% 31.2% 17.1%

NDCG@5 0.1245 0.1788 0.2006 0.1543 0.1631 0.1471 0.1837 0.2165 7.9% 32.7% 17.9%

HR@10 0.2673 0.2787 0.3341 0.2934 0.3281 0.3238 0.3689 0.4091 22.4% 26.3% 10.9%

NDCG@10 0.1526 0.1804 0.2214 0.1794 0.1918 0.1819 0.2160 0.2465 11.3% 28.5% 14.1%

HR@20 0.3567 0.3450 0.4091 0.3602 0.4145 0.4288 0.4387 0.4784 16.9% 11.6% 9.0%

NDCG@20 0.1751 0.1971 0.2404 0.1963 0.2129 0.2085 0.2337 0.2641 9.9% 24.0% 13.0%

Gowalla

HR@5 0.4121 0.4323 0.4345 0.3607 0.3737 0.3997 0.4242 0.4629 6.5% 15.8% 9.1%

NDCG@5 0.3136 0.3324 0.3362 0.2784 0.2913 0.3003 0.3267 0.3664 9.0% 22.0% 12.2%

HR@10 0.4837 0.5070 0.5101 0.4373 0.4630 0.5115 0.5040 0.5382 5.5% 5.2% 6.8%

NDCG@10 0.3367 0.3566 0.3607 0.3032 0.3347 0.3499 0.3522 0.3908 8.3% 11.7% 11.0%

HR@20 0.5497 0.5751 0.5832 0.5159 0.5395 0.5684 0.5833 0.6061 3.9% 6.6% 3.9%

NDCG@20 0.3534 0.3739 0.3792 0.3230 0.3477 0.3601 0.3722 0.4079 7.6% 13.3% 9.6%

TABLE III: Ablation study of TimeSAN. With PE: add posi-
tional encoding; w/o user: remove user embedding; w/o time:
remove time-modulation. Performance improvement is high-
lighted in bold. Significant performance degradation (more
than 10%) is marked with ↓.

setting
Foursquare Gowalla

HR@10 NDCG@10 HR@10 NDCG@10

default
0.4091 0.2465 0.5382 0.3908

(M = 2)

with PE 0.3977 0.2414 0.5314 0.3854

w/o user 0.3947 0.2393 0.5322 0.3816

w/o time 0.3803 0.2317 0.5183 0.3726

M = 0 0.3650↓ 0.2187↓ 0.4778↓ 0.3373↓
M = 1 0.3951 0.2374 0.5427 0.3913
M = 3 0.3929 0.2408 0.5216 0.3673

3) Impact of time dimensionality dt: We vary the value
of dt for TimeSAN from [1, 10, 20, 50, 100] and show the
corresponding HR@10 and NDCG@10 in Fig. 5. In this
set of experiments, we fix the latent dimensionality d at
100, and the number of self-attentive blocks M at 2. The
other settings are as described in Section VI-C. As shown
in the figure, TimeSAN reaches the highest recommendation
accuracy when dt = 20. The recommendation accuracy of
the model becomes lower when the value of dt decreases
from 20 to 1, because the time-modulation module is not
able to capture the complex temporal dynamics with limited
dimensions. When dt increases beyond 20, there is also a
slight fluctuation in recommendation accuracy, but overall, the
recommenation accuracy remains stable and does not increase
with dt anymore.

TABLE IV: Training speed of all models (sec/epoch).

TimeSAN TimeSAN
SASRec TLSTM ASLSTM RNN

(M=1) (M=2)
0.57 0.91 0.44 5.9 5.8 3.6

(a) Foursquare (b) Gowalla

Fig. 5: Varying the latent dimensionality dt.

Fig. 6: Performances (HR@10) of all deep neural network
based models on Foursquare dataset.

4) Training efficiency: We evaluate the training efficiency
of the proposed model and all baseline models that are
based on deep neural networks, i.e., Groups (2) and (3). We
illustrate the HR@10 on Foursquare dataset of these models
as a function of training time in Fig. 6. For TimeSAN,
we present the results where the number of blocks are set
as 1 and 2, namely TimeSAN (M = 1) and TimeSAN
(M = 2), respectively. For SASRec, we fix the number of
blocks as 1 (M = 1), since the performance of SASRec
decreases on Foursquare dataset if we increase M beyond
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1. The results confirm that the proposed model retains high
training efficiency compared with the baseline models that
are also based on deep neural networks. Specifically, the
training speeds (sec/epoch) of TimeSAN (M = 1), TimeSAN
(M = 2), SASRec, TLSTM, ASLSTM, and RNN are 0.57,
0.91, 0.44, 5.9, 5.8, and 3.6, respectively. TimeSAN (M = 1)
has a very close training speed to SASRec, and is only
slightly slower due to additional parameters introduced by
the time-modulation module. TimeSAN (M = 2) is slightly
more slower since it has two blocks, and is doubled in the
model size. Compared with RNN based methods, TimeSAN
has much higher training speed. In particular, compared with
the two models TLSTM and ASLSTM, which also capture
temporal contexts, TimeSAN (M = 1) is faster by an order
of magnitude. In addition to training speed, TimeSAN also
converges much faster compared with RNN based models.

VII. CONCLUSIONS

We proposed a time-modulated self-attention network,
TimeSAN, for time-aware next POI recommendation. Time-
SAN uses a time-modulated self-attention module to effec-
tively learn the temporal dynamics in users’ interests. Specif-
ically, TimeSAN learns the relevance between users’ history
records and next POI visits via the self-attention mechanism,
and modulates the relevance with the temporal contexts. Fur-
ther, we propose a fusion mechanism to enable more effective
learning of users’ long-term interests. We demonstrate that the
proposed time-modulated self-attention module can effectively
capture the influence of temporal contexts using synthetic
data. We also conduct extensive experiments on real-world
check-in datasets. The experimental results show that the
proposed TimeSAN model outperforms the state-of-the-art
recommendation models consistently and significantly in rec-
ommendation accuracy, while retains high training efficiency.
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Chapter 5

POI Recommendation Leveraging

User Reviews

In this chapter, we detail our study on the research question: “How can we utilize the

online reviews generated by users for POI recommendations”.

5.1 Introduction

When developing recommendation models, the feedback from users is crucial as they

reflect detailed information about user experiences [113–115]. Common types of feedback

include implicit feedback (only the interactions between users and POIs are given),

rating feedback (a numerical rating is given by users for each interaction), and textual

feedback (a detailed textual review is given for each interaction). As shown in Fig. 5.1,

Yelp allows users to share their POI check-ins publicly, along with two types of feedback

(i.e., a numerical rating from 1 to 5 and a textual review).

These textual reviews left by users are valuable for developing recommendation models.

First, they provide a finer-grained of users’ likeness of POIs. Take the two reviews

in Fig. 5.1 as an example. Both User 1 and 2 have rated the Italian restaurant with 4
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Figure 5.1: A snapshot of two user reviews on the same Italian restaurant on Yelp
(users are anonymized).

stars. However, the textual reviews reveal that User 1 is more satisfied by the restaurant

compared with User 2. User 1 has used the descriptions like “super delicious” and “you

REALLY should try this place!!”, while User 2 described the restaurant saying “there

are probably better places you could try”. Second, the user reviews provide detailed

reasons behind the user ratings, which can be used to learn more comprehensive and

accurate representations of users. For example, the review of User 2 has explained that

User 2 like the restaurant because the price is “reasonable”, and the location and the

service of the restaurant “makes it a convenient choice”.

Many recommendation works have attempted to incorporate user reviews in their rec-

ommendation models [113, 116–120]. They consider reviews in different ways. One way

of using user reviews is to learn semantic-aware representations of users and items based

on the reviews they post/receive [121, 122]. Another popular way is to use topical mod-

els to discover the underlying topics covered by the reviews and represent each user by

their opinions about various aspects of the rated items [123, 124].

However, there are two disadvantages with the above existing studies. First, most

of the existing works do not consider the sentiment orientation of the user reviews.
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Second, these models need to take the lengthy textual reviews as the input and thus, are

cumbersome in the model size. In this chapter, we aim to address these two problems.

We propose a knowledge distillation framework for recommendation models using user

reviews. It consists of a teacher model and a student model. The teacher model performs

a personalized sentiment analysis over the user reviews and learns more comprehensive

representations of users and items. The student model is a light-weight NCF model [51]

which predicts the rating of an item given by a user based on their representations. We

utilize knowledge distillation [125, 126] to transfer the knowledge of the teacher model

to the student model, leading to a student model, which is small in the model size but

endowed with the rich knowledge of the teacher model.

5.2 Our Proposed Model

Let U be a set of users, L be a set of POIs and C be a set of observed check-ins of

users in U at POIs in L. We represent each observed check-in in C as a four-tuple:

c = 〈u, l, ru,l,W 〉, where u is the ID of the user, l is the ID of the POI, ri,l is the

observed rating, and W = {w1, w2, . . . , wn} is the set of words in the corresponding

review.

Teacher model. The teacher model is a personalized sentiment analysis model that

takes the user ID, the POI ID, and the textual reviews of a check-in, and aims to pre-

dict the rating associated with the check-in. Given a check-in c = 〈u, l, ru,l,W 〉, we

first embed the user, item, and the textual review into a latent feature space. Specifi-

cally, we maintain three embeddings: a user embedding U t ∈ R|U|×d, a POI embedding

Lt ∈ R|L|×d, and a word embedding W t ∈ R|W|×d. Here, the superscript t is used to

differentiate from the user and item embeddings in the student model, which will be

discussed later. We denote the embedding of user u as ut and the embedding of POI

l as lt. To compute the latent embeddings of the textual reviews, we first transform

the input sequence of words to a fixed length sequence, where the sequence length is

n. If the input sequence has more than n words, we use the first n words as the input.
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Figure 5.2: Illustration of the proposed distillation framework for review-based rec-
ommendation model.

Otherwise if the length is longer than n, we pad dummy words (e.g., using index 0 to

represent a dummy word) until the length is n. Instead of training the word embedding

W from scratch, we use existed word embeddings as a starting point and then fine tune

the word embeddings during the training, to achieve better performance of the teacher

model. The Bert model has demonstrated powerful capabilities in a wide range of nat-

ural language processing (NLP) tasks, since it can compute a context-aware embedding

of the input sequence [127]. Thus, we utilize Bert in our teacher model to process the

textual reviews. Since we focus on how to integrate reviews into our personalized rec-

ommendations instead of textual processing, we omit the details of the architecture of

Bert here.

Given the input W , we first compute the embedding of W , i.e., {w1,w2, . . . ,wn}, by

looking up in the embedding matrix W . Let o1,o2, . . . ,on represent the output of the

Bert model. We feed the output into a max pooling layer [128] to get the representation
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of the review:

O = max(o1, . . . ,on) (5.1)

We find that even similar textual reviews may result in different ratings. For example,

the word “good” may represent different levels of satisfaction when used by different

users. Some users are more conservative and only use “good” to describe a POI when

they are very happy about their experiences. However, some other users may be more

generous in giving compliments, and the word “good” may only represent mediocre

experiences. This also applies to different POIs. Thus, to capture the influences of users

and POIs on the sentiment orientations of the textual reviews, we compute incorporate

personalization into the latent representation of the textual reviews:

r = ut � o+ lt � o+ o (5.2)

where � represents the element-wise multiplication of two vectors. Then we compute

the rating score ru,l by feeding r into a fully-connected layer:

r̂u,l = f(w>r + br) (5.3)

where w and br represent the weight and bias of the layer, respectively, and f(x) =

1 + m−1
1+exp(−x) is a function that squeezes the input into the range of [1,m].

Student model. Any non-review based recommendation model can be used as the

student model in our proposed distillation framework. In this study, we use the neural

collaborative filtering (NCF) model as the student model. The model takes a user and

a POI as the input, and predict the rating of the POI by the user. Given a user u and

a POI l, we compute two embeddings for u and l respectively, i.e., two GMF vectors

usg and lsg and two MLP vectors usm and lsm. Then we feed the GMF vectors into the

generalized matrix factorization (GMF) layer and the MLP vectors into the multiple

layers of perceptron (MLP), respectively. The structure of the student model is shown

in Fig. 5.2.
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The GMF layer captures the interaction between u and l using the GMF vectors as

follows:

zg = usg � lsg (5.4)

The MLP layer first computes the concatenation z1 of the MLP vectors usm and lsm. Then

it feeds z1 through cascaded hidden layers, which compresses the number of dimensions

of z1 to extract the most representation information from the input. In particular, the

output of the l-th layer can be computed as follows:

zl = al(W
>
l zl−1 + bl) (5.5)

where al, Wl, and bl represents the activation function, the linear projection matrix,

and the bias vector of the l-th layer. The outputs of the GMF and MLP layers are then

combined to generate the final rating:

r̂u,l = f(h>



zg

zL


) (5.6)

where zL is the output of the L-th layer (final layer) of the MLP layer. The function

f(·) is the same as the function in Eq. 5.3.

Model training. The teacher model is first trained independently from the student

model. We aim to optimize the teacher model, minimizing the differences between the

predicted ratings and ground-truth ratings. We use the mean squared error as the

objective function:

O =
∑

c∈C
(ru,l − r̂u,l)2 + λ‖Θt‖2 (5.7)

where c is a check-in from the check-in dataset C, ru,l is the ground-truth rating of c,

r̂u,l is the predicted rating, and Θt represents all the learnable parameters of the teacher

model.
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We then train the student model under the supervision of the teacher model. Traditional

training of the student model is to merely minimize the differences between the predicted

ratings and the ground-truth ratings. In order to distill the knowledge from the teacher

model to the student model, we use the logits of the teacher model to supervise the

training of the student model. Here, the logit of a teacher/student model is the prediction

of the model before being squeezed by the function f(·). Letting σt and σs being the

logits of the teacher and student model, the overall objective function can be written as:

O = α
∑

c∈C
(ru,l − r̂u,l)2 + (1− α)

∑

c∈C
(σtu,l − σsu,l)2 + λ‖Θs‖2 (5.8)

where α represents the weight of the traditional training, and Θs represents all the

parameters of the student model. Note that when training the student model, the

teacher model is fixed.

5.3 Experiments and Results

We conduct experiments on five datasets: a dataset from the Yelp challenge 2016 and

four datasets from Amazon. We summarize the statistics of the datasets in Table. 5.1.

We split the each dataset into three sets for training, validation, and testing by randomly

sampling 80%, 10%, and 10% of the interactions of each user, respectively. We then

tune the hyperparameters on the validation set, and evaluate the performances of all

compared models using the mean squared error (MSE) on the test set, which compares

the differences between the predicted ratings and the golden truth.

5.3.1 Baseline Models

We compare the proposed model with four baseline models: PMF [49], DeepCoNN [121],

TransNet [116], and Carp [129]. We summarize these baseline models briefly as follows.
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• PMF. Probabilistic matrix factorization (PMF) model that models the interac-

tions between users and items as the inner-product of their latent representa-

tions [49].

• DeepCoNN. DeepCoNN [121] represents each user/item using the textual reviews

associated with the user/item. It uses two parallel convolutional neural networks

to learn the user/item latent representations from the textual reviews. Given a pair

of a user and an item, their latent representations are coupled in a factorization

machine layer, which predicts the rating of the item by the user.

• TransNet. TransNet [116] introduces an additional attention layer to DeepCoNN,

allowing the model to put more emphasis on the reviews that are more relevant to

the target user and item.

• Carp. Carp is a review-based recommendation model based on the capsule

network [130]. It extracts viewpoints and aspects from the reviews of users and

items using convolutional operations, and then computes a set of logic units to

capture the pairwise interactions of the extracted viewpoints. Finally, a capsule

network is used to choose the informative logic units and generate the predictions.

Table 5.1: Summary of the datasets Yelp, Musical Instruments, Digital Music, Office
Products and Video Games.

Dataset #users #items #interactions

Yelp 17,575 148,253 1,670,532

Musical Instruments 1,429 900 10,261

Digital Music 4,905 2,420 53,228

Office Products 5,540 3,568 64,666

Video Games 24,303 10,672 231,577

5.3.2 Results.

Ablation study. We compare the rating prediction accuracy of the teacher model

(alone), student model(alone), and the distilled student model which is the proposed
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Figure 5.3: Ablation study of the proposed review-based recommendation model.

model. We present the MSE in rating prediction of the three models on the four datasets

in Fig. 5.3. First of all, we see that the teacher model is the most accurate model with

the lowest MSE on all datasets. These results confirm the effectiveness of the proposed

personalized sentiment analysis model. Please note that although the teacher model

is very accurate, we cannot use it for recommendation because the test reviews are

unseen in real-life applications. And this is exactly the motivation of this work: we

aim to transfer the valuable information learned by the teacher model from the training

reviews to the student model. And thus, we end in a more accurate student model

which, at the same time, can be used for recommendation since the student model only

takes the user and item index as the input. We see that the student model has the worst

accuracy on all datasets. However, after distillation, the performances of the student

model is significantly improved, especially on the Yelp dataset. These results confirm

that the student model can benefit significantly from the teacher model.

Overall performances. We present the overall performances of all compared methods

in Table 5.4. We see that the proposed model has competitive performance in recom-

mendation accuracy compared with the state-of-the-art methods. The improvement of
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Figure 5.4: Overall performances of all compared methods.

the proposed model on the dataset Digital Music is especially significant, reaching ap-

proximately 10.1% of improvement compared with the second best algorithm Carp. On

the dataset Yelp, the performance of the proposed model is slightly worse but is still

very close to that of Carp.

5.4 Conclusions

In this chapter, we proposed a distillation framework for review-based personalized rec-

ommendations. The proposed framework bridges two different tasks on user reviews

together: the sentiment analysis task that aims to infer the sentiment orientation of

user reviews; and the recommendation task that aims to infer the user preferences over

items leveraging the reviews posted by her. A teacher model is used to address the

first task. Then we distill the knowledge of the teacher model and use it to supervise

the training of the student model, which is a light-weight recommendation model for

the second task. We showed that the distillation can effectively improve the perfor-

mance of the student model. Specifically, the performance of the student model can

be boosted by more than 6.2% by the teacher model. Comparing with the state-of-art
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review-based recommendation models, we showed that our proposed model is able to

provide competitive results, reaching up to 10.1% in predicting accuracy.



Chapter 6

Context-Aware Trip

Recommendations

In this chapter, we detail our study on the research question: “In trip recommendations,

how can we infer the satisfaction score of a user over a recommended trip effectively,

and how can we identify the trip that may be mostly satisfied by the user efficiently”.

6.1 Introduction

Background: In previous chapters, we discuss how we incorporate contextual factors

into POI recommendation models. In this chapter, we focus on a different type of

location recommendation tasks, namely trip recommendation. Instead of suggesting

individual POIs for users, the task of trip recommendation aims to suggest an itinerary,

i.e., an ordered sequence of POIs for users. A major difference between the two tasks

is the way of determining the satisfaction score of a user over a given recommendation

result. In POI recommendation, the satisfaction score is straightforward: the score solely

depends on the recommended POI. However, in trip recommendation, the satisfaction

score is dependent on a POI package, where not only the attractiveness of each POI

112



Chapter 6 113

needs to be considered, but also the contextual relationships between POIs (POI co-

occurrence probabilities) need to be incorporated. For example, recommending a famous

museum may be appropriate for users who are interested in arts and culture. However,

including two museums in a row within the same itinerary may deteriorate the quality

of user experiences. Thus, in this chapter, we discuss how we achieve personalized trip

recommendation by optimizing the overall quality of the recommended trips.

Motivation: A recent survey shows that the tourism activity has involved more than

1.4 billion international overnight tourists who have stayed for multiple days at their

holiday destination in the year of 2018 [131]. With the increasing number of travelers,

the tourism industry has become a significant part in worldwide economy, contributing

to both GDP and employment. As shown in Fig. 6.1, the direct contribution of the

tourism industry has seen a solid growth from 2009 to 2018. In particular, the tourism

industry sector has contributed 3.2% of global GDP (USD 2,750.7 billion) within the

year of 2018. Moreover, the industry sector has wide impact on related economic sectors

such as transportation, telecommunication and retail, which leads to a total contribution

including the direct and indirect contributions of USD 8,811.0 billion in 2018, as shown

in Fig. 6.2.

Figure 6.1: The direct contribution of the tourism industry to global GDP (in USD)
per year from 2009 to 2018, with an estimated value for 2019 and 2029. Source: World

Travel & Tourism Council (WTTC).
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Figure 6.2: The overall contribution of the tourism industry to global GDP (in USD),
with an estimated value for 2019 and 2029. Source: World Travel & Tourism Council

(WTTC).

Despite the popularity of the tourism activity, an important challenge for sustaining

and even boosting the growth of the tourism industry is outsourcing the task of trip

planning. However, designing a trip is challenging and time-consuming mainly due to

several reasons. First, tourists are usually not familiar with their destinations, making

it difficult for them to choose attractive POIs among the vast number of available POIs

based on their own preferences. Moreover, they need to consider their own specific

travel conditions (trip constraints) such as starting/ending in the vicinity of a particular

location (e.g., the tourist’s hotel) and restricting the overall time cost within a certain

amount of time. Finally, although a tourist is able to engage the services of tour agencies,

these tour agencies typically offer standard package tours, which may not cater to the

interest preferences of all tourists.

To this end, the work in chapter aims to design a personalized trip recommendation

model that automatically generates itineraries for users based on their previous travel

histories. The model consists of two components: (1) an inference model which jointly

learns the POI popularities, user preferences, and POI co-occurrence probabilities; (2)

a trip generation model which efficiently generates personalized trips considering the

overall quality of each trip. Designing such a trip recommendation model is challenging
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mainly due to two reasons. In the inference stage, the observed data is extremely sparse,

that is, most users have only visited a small proportion of the POIs among all POIs.

In the trip generation stage, finding the exact optimal trip given a user’s preferences

and trip constraints can be formulated as a variant of orienteering problems [40] (as

shown in this chapter later), which has expensive time cost. We aim to address these

two challenges in this chapter.

Chapter Outline: In this chapter, we propose a unified framework for trip recom-

mendation that jointly considers the impacts of three factors on users’ satisfaction score

over a trip: POI popularities, users’ personal preferences, and POI co-occurrence prob-

abilities. Inspired by Word2Vec [132], we treat a user’s entire historical travel records

as a “document”, each of her historical trip as a “sentence”, and each POI visit in the

trips as a “word”. We propose to embed users and items into a low-dimensional la-

tent space, which captures the above three factors jointly and effectively. To generate

high-quality trips, we propose two algorithms for trip generation. The first algorithm

formulates the trip generation problem as an integer linear programming problem. The

second algorithm is a meta-heuristic algorithm finds a heuristically optimal solution via

adaptive large neighbourhood search. The contents of this chapter are reproduced from

the following manuscript: Jiayuan He, Jianzhong Qi, and Ramamohanarao Kotagiri.

A Joint Context-Aware Embedding for Trip Recommendations. In Proceedings of the

35th IEEE International Conference on Data Engineering (ICDE’19). April 2019.

Conclusions: In this chapter, we proposed a trip recommendation model that aims to

provide personalized trip itineraries for users. The proposed model enhances the quality

of trip recommendation results by jointly considering three aspects of a recommended

trip: the overall popularity of POIs that are included in the trip; the co-occurrence

probabilities of POI pairs that are included in the trip; and how each POI included in

the trip fits a user’s personal preference. We proposed to project users and POIs into a

latent embedding space, where the proximity between a user and a POI represents the

attractiveness of the POI to the user, the proximity between a pair of POIs represents
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the co-occurrence probability of the two POIs, and the bias of each POI represents the

popularity of the POI.

To showcase the effectiveness of our proposed model, we applied it to solving a trip

recommendation task, named TripRec [76]. Given a user, her desired starting and

ending POIs, and her time budget, the task of TripRec aims to find a trip that starts

and ends at the desired POIs, spends time less than the user’s time budget, and provides

the highest satisfaction score for the user. We proposed two algorithms for TripRec

leveraging the learned embeddings of users and POIs in the latent space. The first

algorithm converts the TripRec task to an integer linear programming problem and

finds the exact solution that provides the highest satisfaction score for the user. The

second algorithm finds a heuristically optimal trip but with a much higher efficiency

based on the adaptive large neighborhood search technique. We performed extensive

experiments on real datasets. The results showed that the proposed algorithms using

our context-aware POI embeddings consistently outperform state-of-the-art algorithms

in trip recommendation quality, and the advantage is up to 43%in F1-score. C-ALNS

reduces the running time for trip recommendation by 99.4%comparing with C-ILP while

retaining almost the same trip recommendation quality, i.e., only 0.2% lower in F1-score.
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Abstract—Trip recommendation is an important
location-based service that helps relieve users from the
time and efforts for trip planning. It aims to recommend a
sequence of places of interest (POIs) for a user to visit that
maximizes the user’s satisfaction. When adding a POI to a
recommended trip, it is essential to understand the context
of the recommendation, including the POI popularity,
other POIs co-occurring in the trip, and the preferences of
the user. These contextual factors are learned separately
in existing studies, while in reality, they jointly impact on
a user’s choice of POI visits. In this study, we propose
a POI embedding model to jointly learn the impact
of these contextual factors. We call the learned POI
embedding a context-aware POI embedding. To showcase
the effectiveness of this embedding, we apply it to generate
trip recommendations given a user and a time budget.
We propose two trip recommendation algorithms based
on our context-aware POI embedding. The first algorithm
finds the exact optimal trip by transforming and solving
the trip recommendation problem as an integer linear
programming problem. To achieve a high computation
efficiency, the second algorithm finds a heuristically
optimal trip based on adaptive large neighborhood
search. We perform extensive experiments on real
datasets. The results show that our proposed algorithms
consistently outperform state-of-the-art algorithms in trip
recommendation quality, with an advantage of up to 43%
in F1-score.

I. INTRODUCTION

Tourism is one of the most profitable and fast-growing
economic sectors in the world. In 2017, the tourism
industry contributed more than 8.27 trillion U.S. dollars
to global economy. The massive scale of the tourism
industry calls for more intelligent services to improve
user experiences and reduce labor costs of the industry.
Trip recommendation is one of such services. Trip rec-
ommendation aims to recommend a sequence of places
of interest (POIs) for a user to vist to maximize the user’s
satisfaction. Such a service benefits users by relieving
them from the time and efforts for trip planning, which
in return further boosts the tourism industry.

*Primary contact

ST Kilda Beach

Luna Park

Claypots Seafood Bar

ST Kilda Botanic Garden

Republica ST Kilda

Esplanade Market

Fig. 1: Impact of co-occurring POIs

Most existing studies on trip recommendations con-
sider POI popularities or user preferences towards the
POIs when making recommendations [4], [14]. Several
recent studies [3], [20] consider the last POI visit when
recommending the next POI to visit. These studies do not
model the following two characteristics that we observe
from real-world user trips (detailed in Section III). (i)
A POI to be recommended is impacted not only by the
last POI visit but also all other POIs co-occurring in the
same trip. For example, in Fig. 1, a user has just visited
“ST Kilda Beach” and “Esplanade Market”. She may be
tired after the long walk along the beach and the market.
Thus, compared with “Luna Park” which is a theme park
nearby, the user may prefer a restaurant (e.g., “Republica
ST Kilda” or “Claypots Seafood Bar”) to get some food
and rest. The user plans to visit “Botanic Garden” later
on. Thus, she decides to visit “Claypots Seafood Bar”
since it is on the way from the beach to the garden. Here,
the visit to “Claypots Seafood Bar” is impacted by the
visits of not only “Esplanade Market” but also “ST Kilda
Beach” and “Botanic Garden.” (ii) POI popularities, user
preferences, and co-occurring POIs together impact the
POIs to be recommended in a trip. In the example above,
there can be many restaurants on the way to “Botanic
Garden.” The choice of “Claypots Seafood Bar” can be
impacted by not only “Botanic Garden” but also the
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fact that the user is a seafood lover and that “Claypots
Seafood Bar” is highly rated. Most existing models [16],
[20] learn the impact of each factor separately and simply
combine them by linear summation, which may not
reflect the joint impact accurately.

In this study, we model the two observations above
with a context-aware POI embedding model to jointly
learn the impact of POI popularities, user preferences,
and co-occurring POIs. We start with modeling the
impact of co-occurring POIs. Existing studies model the
impact of the last POI visit with a first-order Markov
model [3], [12], [20]. Such a model requires a large
volume of data to learn the impact between every pair
of POIs. However, real-world POI visits are sparse and
highly skewed. There are not enough observations to
learn a Markov model accurately. We address the above
data sparsity limitation by embedding the POIs into a
space where POIs that co-occur frequently are close to
each other. This is done based on our observation that
a trip can be seen as a “sentence” where each POI
visit is a “word.” The occurrence of a POI in a trip
is determined by all the co-occurring words (POIs) in
the same sentence (trip). This enables us to learn a POI
embedding similar to the Word2Vec model [18] that
embeds words with a similar context close to each other.

To further incorporate the impact of user preferences
into the embedding, we project users into the same latent
space of the POIs, where the preferences of each user
is modeled by the proximity between the user and the
POIs. We also extend the embedding of each POI by
adding a dimension (a bias term) to represent the POI
popularity. We jointly learn the embeddings of users and
POIs via Bayesian Pairwise Ranking [21].

To showcase the effectiveness of our proposed
context-aware POI embedding, we apply it to a trip
recommendation problem name TripRec where a user
and her time budget is given. We propose two algorithms
for the problem. The first algorithm, C-ILP, models
the trip recommendation problem as an integer linear
programming problem. It solves the problem with an
integer linear programming technique [1]. C-ILP offers
exact optimal trips, but it may be less efficient for large
time budgets. To achieve a higher efficiency, we further
propose a heuristic algorithm named C-ALNS based
on the adaptive large neighborhood search (ALNS)
technique [22]. C-ALNS starts with a set of initial trips
and optimizes them iteratively by replacing POIs in the
trips with unvisited POIs that do not break the user time
budget. We use the POI-user proximity computed by our
context-aware POI embedding to guide the optimization
process of C-ALNS. This leads to high-quality trips with
low computational costs.

This paper makes the following contributions:
1) We analyze real-world POI check-in data to show

the impact of co-occurring POIs and the joint
impact of contextual factors on users’ POI visits.

2) We propose a novel model to learn the impact of
co-occurring POIs. We further propose a context-
aware POI embedding model to jointly learn the
impact of POI popularities, co-occurring POIs, and
user preferences on POI visits.

3) We propose two algorithms C-ILP and C-ALNS
to generate trip recommendations based on our
context-aware POI embedding model. C-ILP trans-
forms trip recommendation to an integer linear
programming problem and provides exact optimal
trips. C-ALNS adapts the approximate large neigh-
borhood search technique and provides heuristi-
cally optimal trips close to the exact optimal trips
with a high efficiency.

4) We conduct extensive experiments on real datasets.
The results show that our proposed algorithms out-
perform state-of-the-art algorithms consistently in
the quality of the trips recommended as measured
by the F1-score. Further, our heuristic algorithm C-
ALNS produces trip recommendations that differ
in accuracy from those of C-ILP by only 0.2%
while reducing the running time by 99.4%.

The rest of this paper is structured as follows. Sec-
tion II reviews related studies. Section III presents an em-
pirical analysis on real-world check-in datasets to show
the factors impacting POI visits. Section IV formulates
the problem studied. Section V and VI detail our POI
embedding model, and trip recommendation algorithms
based on the model. Section VII reports experiment
results. Section VIII concludes the paper.

II. RELATED WORK

We compute POI embeddings to enable predicting
POI sequences (trips) to be recommended to users. We
review inference models for predicting a POI to be
recommended in Section II-A. We review trip generation
algorithms based on these models in Section II-B.

A. POI Inference Model

Most existing inference models for trip recommenda-
tions assume independence between recommended POIs,
i.e., the probability of recommending a POI is indepen-
dent from that of any other POI [2], [7], [14], [26],
[27]. Such an independence assumption loses the POI
co-occurrence relationships. We do not discuss studies
based on this assumption further.

Three existing models incorporate POI dependency in
their inferences. Kurashima et al. [12] adopt Markov

118



model that represents the dependence of a POI li+1 on
its preceding POI li in a trip by the transit probability
from li to li+1. Rakesh et al. [20] also assume that each
POI visit depends on its preceding POI. They unify such
dependency with other factors (e.g., POI popularities)
into a latent topic model, where the topical distribution
of the next POI visit depends on its preceding POI.
These two studies suffer from the data sparsity problem
since the real-world check-in dataset is too sparse to
learn the pairwise POI transit probabilities accurately.
Chen et al. [3] overcome the data sparsity problem by
factorizing the transit probability between two POIs as
the product of the pairwise transit probabilities w.r.t. five
pre-defined features: POI category, neighborhood (geo-
graphical POI cluster membership), popularity (number
of distinct visitors), visit counts (total number of check-
ins), and average visit duration. These five features can
be considered as an embedding of a POI. However, such
an embedding is manually designed and may not reflect
the salient features of a POI.

POI dependency is also considered in POI recommen-
dations [5], [6], which aim to recommend an individual
POI instead of a POI sequence. Such studies do not
consider the dependence among POIs in a trip. Liu et
al. [16] also use a latent space for POI recommendations.
They first learn the latent vectors of POIs to capture
the dependence between POIs. Then, they fix the POI
vectors and learn the latent vectors of users from the
user-POI interactions. These studies differ from ours
in three aspects: (i) Their models learn the impact of
POIs and the impact of user preferences independently,
while our model learns the impact of the two factors
jointly, which better captures the data characteristics
and leads to an improved trip recommendation quality
as shown in our experiments. (ii) Their models focus
on user preferences and do not consider the impact of
POI popularities, while ours considers both factors. (iii)
These studies do not consider constraints such as time
budgets while ours does.

B. Trip Generation

Trip recommendation aims to generate a trip, i.e.,
a sequence of POIs, that meets user constraints and
maximizes user satisfaction. Different user constraints
and user satisfaction formulation lead to different trip
generation algorithms. Due to the page limit, we only
discuss the studies that consider POI dependencies.
Hsieh et al. [11] and Rakesh et al. [20] assume a given
starting POI ls, a given time budget tq , and a given
time buffer b. They generate a trip recommendation by
starting from ls and progressively adding more POIs
to the trip until the trip time reaches tq − b. They

repeatedly add the unvisited POI that has the highest
transit probability from the last POI in the trip. As
discussed earlier, their transit probabilities depend only
on the last POI but not any other co-occurring POIs.
Chen et al. [3] assume given starting and ending POIs
and a time budget. They formulate trip recommendation
as an orienteering problem in a directed graph, where
every vertex represents a POI and the weight of an edge
represents the transit probability from its source vertex to
its end vertex. Our trip recommendation problem shares
similar settings. However, Chen et al.’s algorithm does
not apply to our problem as we not only consider the
transit probabilities between adjacent POIs but also the
impact of all POIs in a trip.

III. OBSERVATIONS ON POI CHECK-INS

We start with an empirical study on real-world POI
check-in data to observe users’ check-in patterns. We
aim to answer the following three questions: (1) Are
users’ check-ins at a POI impacted by other POIs co-
occurring in the same trip? (2) Are users’ check-ins at a
POI impacted by (other users’) historical check-ins at the
POI, i.e., the popularity of the POI? (3) Are the impact
of co-occurring POIs and the impact of POI popularity
independent from each other?

We analyze four datasets [3], [14], extracted from
the Yahoo!Flickr Creative Commons 100M dataset [24].
They contain check-ins in the cities of Edinburgh, Glas-
gow, Osaka, and Toronto respectively. Table I summa-
rizes the statistics of the four datasets.

TABLE I: Dataset Statistics
Dataset #users #POI visits #trips POIs/trip

Edinburgh 82,060 33,944 5,028 6.75

Glasgow 29,019 11,434 2,227 5.13

Osaka 392,420 7,747 1,115 6.95

Toronto 157,505 39,419 6,057 6.51

Impact of co-occurring POIs. Directly investigating
the impact of co-occurring POIs on one POI is non-
trivial due to the large number of possible permutations
of co-occurring POIs. Thus, we investigate this impact
by its symmetric form: the impact of one POI on its
co-occurring POIs. Thus, for each dataset, we perform a
hypothesis test as follows. We randomly sample 50% of
the trips. From the sampled dataset, we compute an |L|-
dimensional distribution named the global occurrence
distribution, where L is the set of all POIs in the dataset,
and dimension i represents the normalized frequency of
POI li occurring in the sampled trips. Then for each
POI l, we compute an (|L|−1)-dimensional distribution
named the conditional occurrence distribution, where
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dimension i represents the normalized frequency of POI
li occurring together with l in the same trip. For each
POI l, we perform a chi-square two sample test between
its conditional occurrence distribution and the global
occurrence distribution, where the null hypothesis is that
“the conditional occurrence distribution conforms the
same underlying distribution with the global occurrence
distribution” and the significance level is 0.05. Note that
we remove the dimension corresponding to the occur-
rence frequency of l in the global occurrence distribution.
If the hypothesis is rejected, we say that POI l is an
influential POI (has influence on its co-occurring POIs).
We generate 100 sample datasets and report the ratio of
influential POIs among all POIs in each run. Figure 2a
shows the result, where the rectangles denote the 25
percentile, median, and 75 percentile of the result ratios.
On average, influential POIs take up as least 70.3%
(Glasgow) and up to 87.5% (Toronto) of all POIs, which
confirms the impact of co-occurring POIs.
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Fig. 2: Observations on POI check-ins

Impact of POI popularity. For each city, we ran-
domly split its dataset into two subsets, each of which
consists of the POI visits of half of the users. We use
one of the subsets as a historical dataset and the other
subset as a testing dataset. Let |L| be the number of
POIs. We compute two |L|-dimensional distributions,
named historical occurrence distribution and testing oc-
currence distribution, from the two datasets respectively.
Dimension i of the two distributions represents the
occurring frequency of POI li in historical dataset and
testing dataset, respectively. We compute the Kendall-
rank correlation of the two distributions. A higher cor-
relation value indicates that the POI-ranks in the two
datasets are more similar, which means that more popular
POIs in the historical dataset are more likely to be
visited in the testing dataset. We report the Kendall-
rank correlation value of the two distributions in 100
runs of the procedure above (with random selection for
dataset splitting). As Fig. 2b shows, all datasets have
Kendall correlations beyond 0.7, which demonstrates the
importance of POI popularity.

TABLE II: Frequently Used Symbols
Symbol Description

R a set of check-in records

L a set of POIs

U a set of users

l a POI

u a user

su a trip of user u

l the latent vector of l

u the latent vector of u

c(l) the latent vector of the co-occurring POIs of l

Joint impact of co-occurring POIs and POI popu-
larity. The empirical study above confirms the impact of
co-occurring POIs and the impact of POI popularity. A
side observation when comparing Fig. 2a and Fig. 2b
is that these factors have a joint impact rather than
independent one. In general, for the cities where co-
occurring POIs have a greater impact, POI popularity
has a less impact (e.g., Edinburgh), and vice versa (e.g.,
Osaka). This brings a challenge on designing a model
that can learn the impact of the factors jointly and
can adapt to the different levels of joint impact across
different datasets.

IV. PROBLEM FORMULATION

We aim to learn a context-aware POI embedding such
that POIs co-occurring more frequently are closer in
the embedded space. We map POIs and users to this
embedded space and make trip recommendations based
on their closeness in the embedded space.

To learn such an embedding, we use a POI check-
in dataset R (e.g., the datasets summarized in Table I).
Each check-in record r ∈ R is a 3-tuple 〈u, l, t〉, where
u denotes the check-in user, l denotes the POI, and t
denotes the check-in time.

POI visit. Let U be the set of all users and L be the set
of all POIs in the check-in records inR. We merge a user
u’s consecutive check-ins at the same POI l into a POI
visit vu = 〈u, l, ta, td〉, where ta and td represent the
times of the first and the last (consecutive) check-ins at
l by u. With a slight abuse of terminology, we use a POI
visit vu and the corresponding POI l interchangeably as
long as the context is clear.

User profile and preferences. POI visits of user u
within a certain time period (e.g., a day) form a historical
trip of u, denoted as su = 〈vu1 , vu2 , . . . , vu|su|〉. All
historical trips of user u form the profile of u, denoted
as Su = {su1 , su2 , . . . , su|Su|}. We learn the POI and user
embeddings from the set S of all historical trips of all
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users in U , i.e., S = Su1 ∪Su2 ∪ . . .∪Su|U| , and use the
learned user embedding to represent user preferences.

TripRec query. To showcase the effectiveness of our
POI embedding, we apply it to a trip recommendation
problem [14]. Given a query user uq , this problem aims
to recommend a trip tr formed by an ordered sequence of
POIs: tr = 〈l1, l2, . . . , l|tr|〉, such that the value of a user
satisfaction function is maximized. We propose a novel
user satisfaction function denoted by S(uq, tr) which is
detailed in Section VI. Intuitively, each recommended
POI makes a contribution to S(uq, tr), and the contribu-
tion is larger when the POI suits uq’s preference better.
We use a time budget tq to cap the number of POIs in tr.
The time cost of tr, denoted by tc(tr), must not exceed
tq . The time cost tc(tr) is the sum of the visiting time
at every POI li ∈ tr, denoted as tcv(li), and the transit
time between every two consecutive POIs li, li+1 ∈ tr,
denoted as tct(li, li+1):

tc(tr) =

|tr|∑

i=1

tcv(li) +

|tr|−1∑

i=1

tct(li, li+1) (1)

We derive the visiting time tcv(li) as the average
time of POI visits at li. The transit time tct(li, li+1)
depends on the transportation mode (e.g., by walk or
car), which is orthogonal to our study. Without loss of
generality and following previous studies [8], [14], [26],
we assume transit by walk and derive tct(li, li+1) as the
road network shortest path distance between li and li+1

divided by an average walking speed of 4 km/h. Other
transit time models can also be used. Following [3], [14],
[26], we also require l1 and l|tr| to be at a given starting
POI ls and a given ending POI le. We call such a trip
recommendation problem the TripRec query:

Definition 1 (TripRec Query): A TripRec query q is
represented by a 4-tuple q = 〈uq, tq, ls, le〉. Given a
query user uq , a query time budget tq , a starting POI
ls, and an ending POI le, the TripRec query finds a
trip tr = 〈l1, l2, ..., l|tr|〉 that maximizes S(uq, tr) and
satisfies: (i) tc(tr) 6 tq , (ii) l1 = ls, and (iii) l|r| = le.

V. LEARNING A CONTEXT-AWARE POI EMBEDDING

Consider a POI li, a user u, and a historical trip s of u
that contains li. The popularity of li, the user u, and the
other POIs co-occurring in s together form a context of
li. Our POI embedding is computed from such contexts,
and hence is named a context-aware POI embedding.
We first discuss how to learn a POI embedding such
that POIs co-occurring more frequently are closer in the
embedded space in Section V-A. We further incorporate
user preferences and POI popularities into the embedding
in Sections V-B and V-C. We present an algorithm for
model parameter learning in Section V-D,

A. Learning POI Co-Occurrences
Given a POI li, we call another POI lj a co-occurring

POI of li, if lj appears in the same trip as li. The
conditional probability p(li|lj), i.e., the probability of
a trip containing li given that lj is in the trip, models
the co-occurrence relationship of li over lj .

The Markov model is a straightforward solution to
learn p(li|lj). This model assumes that the transit prob-
ability of each POI pair is independent from any other
POIs, leading to a total |L|2 probabilities to be learned.
However, the real-world POI check-in datasets are too
sparse to learn these probabilities accurately. Some POI
transistions may be rare or not observed at all. To
overcome the data sparsity problem and capture the co-
occurrence relationships POIs, we propose a model to
learn p(li|c(li)) instead of p(li|lj), where c(li) represents
the set of co-occurring POIs of li. Our model is inspired
by the Word2vec model [18]. The Word2vec model
embeds words into a vector space where each word is
placed in close proximity with its context words. Given
an occurrence of word w in a large text corpus, each
word that occurs within a pre-defined distance to w
is regarded as a context word of w. This pre-defined
distance forms a context window around a word. In our
problem, we can view a POI as a “word”, a historical
trip as a “context window”, the historical trips of a user
as a “document”, and all historical trips of all the users
as a “text corpus”. Then, we can learn a POI embedding
based on the probability distribution of the co-occurring
POIs.

Specifically, we use the architecture of continuous
bag-of-words (CBOW) [17], which predicts the target
word given its context, to compute the POI embed-
ding. The computation works as follows. Given a POI
li ∈ L, we map li into a latent d-dimensional real
space Rd where d is a system parameter, d� |L|. The
mapped POI, i.e., the POI embedding, is a d-dimensional
vector li. When computing the embeddings, we treat
each historical trip as a context window: given li in a
historical trip s, we treat li as the target POI and all
other POIs in s as its co-occurring POIs c(li|s), i.e.,
c(li|s) = {l|l ∈ s \ {li}}. In the rest of the paper, we
abbreviate c(li|s) as c(li) as long as the context is clear.

Let sim(li, lj) be the co-occurrence similarity be-
tween two POIs li and lj . We compute sim(li, lj) as
the dot product of the embeddings of li and lj :

sim(li, lj) = li · lj (2)

Similarly, the co-occurrence similarity between a POI
li and its set of co-occurring POIs c(li), denoted as
sim(li, c(li)), is computed as:

sim(li, c(li)) = li · c(li) (3)
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Here, c(li) is computed as an aggregate vector of
the embeddings of the POIs in c(li). We follow Henry
et al. [10] and aggregate the embeddings by summing
them up in each dimension independently. Other ag-
gregate functions (e.g., [25]) can also be used. Then,
the probability of observing li given c(li) is derived
by applying the softmax function on the co-occurrence
similarity sim(li, c(li)):

p(li|c(li)) =
esim(li,c(li))

Z(c(li))
=

eli·c(li)

Z(c(li))
(4)

Here, Z(c(li)) =
∑
l∈L e

l·c(li) is a normalization
term.

B. Incorporating User Preferences

Next, we incorporate user preferences into our model.
We model a user’s preferences towards the POIs as her
“co-occurrence” with the POIs, i.e., a user uj is also
projected to a d-dimensional embedding space where
she is closer to the POIs that she is more likely to
visit (i.e., “co-occur”). Specifically, the co-occurrence
similarity between a POI li and a user uj is computed
as:

sim(li, uj) = li · uj (5)

Thus, the preference of uj over li can be seen as the
probability p(li|uj) of observing li given uj in the space.
After applying the softmax function over sim(li, uj),
p(li|uj) can be computed as:

p(li|uj) =
eli·uj

Z(uj)
(6)

Here, Z(uj) =
∑
l∈L e

l·uj is a normalization term.
To integrate user preferences with POI co-occurrence

relationships, we unify the POI embedding space and the
user embedding space into a single embedding space.
In this unified embedding space, the POI-POI proximity
reflects POI co-occurrence relationships and the user-
POI proximity reflects user preferences. Intuitively, we
treat each user uj as a “pseudo-POI”. If user uj visits
POI li, then uj (a pseudo-POI) serves as a co-occurring
POI of li. Thus, the joint impact of user preferences and
POI co-occurrences can be modeled by combining the
pseudo POI and the actual co-occurring POIs. Given a set
of co-occurring POIs c(li) and a user uj , the probability
of observing li can be written as:

p(li|c(li), uj) =
eli·(uj+c(li))

Z(uj + c(li))
(7)

Here, vectors uj and c(li) are summed up in each
dimension, while Z(uj + c(li)) =

∑
l∈L e

l·(uj+c(li)) is
a normalization term.

C. Incorporating POI Popularity

We further derive p(li) which represents the popularity
of li. Existing studies represent the popularity of a POI
as the normalized visit frequency at the POI [8], [14],
[15]. This simple approach relies on a strong assumption
that POI popularity is linearly proportional to the number
of POI visits, which may not hold since popularity may
not be the only reason for visiting a POI.

Instead of counting POI visit frequency, we propose
to learn the POI popularity jointly with the impact of
co-occurring POIs and user preferences. Specifically, we
add a dimension to the unified POI and user embedding
space, i.e., we embed the POIs to an Rd+1 space. This
extra dimension represents the latent popularity of a POI,
and the embedding learned for this space is our context-
aware POI embedding.

For a POI li, its embedding now becomes li ⊕ li.p
where ⊕ is a concatenation operator and li.p is the latent
popularity. The probability p(li) is computed by applying
the softmax function over li.p:

p(li) =
eli.p∑
l∈L e

l.p
(8)

Integrating with the POI contextual relationships and
user preferences, the final probability of oberving li
given uj and c(li) can be represented as:

p(li|c(li), uj) =
eli·(uj+c(li))+li.p

Z(uj + c(li) + li.p)
(9)

Here, Z(uj + c(li) + li.p) =
∑
l∈L e

l·(uj+c(li))+l.p is a
normalization term.

D. Parameter Learning
We adopt the Bayesian Pairwise Ranking (BPR) ap-

proach [21] to learn the embeddings of POIs and users.
The learning process aims to maximize the posterior of
the observations:

Θ = argmax
Θ

∏

u∈U

∏

su∈Hu

∏

l∈su

∏

l′ /∈su
P (>u,c(l) |Θ)p(Θ) (10)

Here, Θ represents the system parameters to be learned
(i.e., user and POI vectors) and P (>u,c(l) |Θ) represents
the pairwise margin between the probabilities of observ-
ing l and observing l′ given u and c(l). Maximizing the
above objective function equals to maximizing its log-
likelihood function. In addition, we add a regularization
term to avoid overfitting. Thus, the above equation can
be rewritten as follows:

Θ = argmax
Θ

∑

u∈U

∑

su∈Hu

∑

l∈su

∑

l′ /∈su
log σ

(
l · c(l) + l · u + l.p

− l′ · c(l)− l′ · u− l′.p
)
− λ||Θ||2 (11)

Here, σ(·) is the sigmoid function and σ(z) = 1
1+e−z .

We use stochastic gradient descent (SGD) to solve the
optimization problem. Given a trip su of user u, we
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obtain |su| observations in the form of 〈u, su, l, c(l)〉,
where l ∈ su. For each observation, let l′ be a POI that
does not appear in su. Then, we update Θ along the
ascending gradient direction:

Θ← Θ + η
∂

∂Θ
(log σ(z)− λ||Θ||2) (12)

Here, η represents the learning rate and z = l · c(l) + l ·
u + l.p − l′ · c(l) − l′ · u − l′.p represents the distance
between the observed POI and a non-observed POI l′.

VI. TRIP RECOMMENDATION

To showcase the capability of our context-aware POI
embedding to capture the latent POI features, we apply
it to the TripRec query as defined in Section IV. Let
T be the set of feasible trips that satisfy the query
hard constraints. The problem then becomes selecting
the trip tr ∈ T that is most preferred by uq . The
strategy that guides trip selection plays a critical role in
recommendation quality. We propose the context-aware
trip quality (CTQ) score to guide trip selection. Then,
we reduce TripRec to an optimization problem of finding
the feasible trip with the highest CTQ score.

Context-aware trip quality score. Given a trip tr,
we derive its CTQ score, denoted as S(uq, tr), as a joint
score of the closeness of tr w.r.t. two types of contexts:
(1) a fixed context that is defined by the query hard
constraints; and (2) a dynamic context that is defined
by the recommended POIs in tr.

To compute the closeness between tr and the fixed
context of query q, we derive the latent representation q
of q as an aggregation (e.g., summation) of the vectors
uq, ls, and le. The closeness between q and a POI l,
denoted as clo(q, l), is computed as the probability of
observing l given q:

clo(q, l) =
el·q∑

l′∈L e
l′·q (13)

Then closeness between q and tr, denoted as clo(q, tr),
is the sum of clo(q, l) for every l ∈ tr.

The closeness of tr w.r.t. the dynamic context is
computed as the sum of the pairwise normalized co-
occurrence similarity between any two POIs li and lj
in tr, denoted as nsim(li, lj):

nsim(li, lj) = eli·lj/
∑

l

∑

l′:l′ 6=l

el·l
′

(14)

Overall, the CTQ score S(uq, tr) is computed as:

S(uq, tr) =

|tr|−1∑

i=2

eq·li∑
l e

q·l +

|tr|−2∑

i=2

|tr|−1∑

j=i+1

eli·lj∑
l

∑
l′:l′ 6=l e

l·l′

(15)
Here, we have omitted l1 and l|tr|. This is because all
feasible trips share the same l1 and l|tr| which are the
given starting and ending POIs ls and le in the query.

Problem reduction. We construct a directed graph
G = (V,E), where each vertex vi ∈ V represents POI
li ∈ L and each edge −→eij ∈ E represents the transit from
vi to vj . We assign profits to the vertices and edges. The
profit of vertex vi, denoted as f(vi), is computed as
f(vi) = clo(q, li). The profit of an edge −→eij , denoted
as f(−→eij), is computed as f(−→eij) = nsim(li, lj). For
ease of discussion, we use v1 and v|V | to represent the
query starting and ending POIs ls and le, respectively.
We set the profits of v1 and v|V | as zero, since they are
included in every feasible trip. We further add costs to
the edges to represent the trip cost. The cost of edge−→eij , denoted as tc(−→eij), is the sum of the transit time
cost between li and lj and the visiting time cost of lj ,
i.e., tc(−→eij) = tcv(lj) + tct(li, lj).

Based on the formulation above, recommending a trip
for query q can be seen as a variant of the orienteering
problem [9] which finds a path that collects the most
profits in G while costs no more than a given budget tq .
We thus reduce the TripRec problem to the following
constrained optimization problem:

max
|V |∑

i=1

|V |∑

j=1

xij · f(vj) +

|V |−2∑

i=2

|V |−1∑

j=i+1

xi · xj · f(−→eij)

s.t. (a)
|V |∑

i=1

x1i = x1 = 1, (b)
|V |∑

i=1

xi|V | = x|V | = 1

(c) tcv(v1) +

|V |−1∑

i=1

|V |∑

j=2

xij · tc(−→eij) 6 tq

(d) 2 6 pi 6 |V |, ∀i ∈ [2, |V |]
(e) pi − pj + 1 6 (|V | − 1)(1− xij), ∀i, j ∈ [2, |V |]

(f)
|V |∑

j=1

xij =

|V |∑

k=1

xki = xi 6 1, ∀i ∈ [2, |V | − 1]

(16)
Here, xij and xi are boolean indicators: xij = 1 if
edge −→eij is selected, and xi = 1 if vertex vi is selected.
Conditions (a) and (b) restrict the trip to start from v1

and end at v|V |. Condition (c) denotes the time budget
constraint. Conditions (d) and (e) are adapted from [19],
where pi denotes the position of vi in the trip. They
ensure no cycles in the trip. Condition (f) restricts to
visit any selected POI once.

A. The C-ILP Algorithm
A common approach for the orienteering problems is

the integer linear programming (ILP) algorithm [3], [14].
However, ILP does not apply directly to our problem.
This is because the second term in our objective function
in Equation 16, i.e.,

∑|V |−1
i=2

∑|V |−1
j=i+1 xi · xj · f(−→eij), is

nonlinear. In what follows, we transform Equation 16 to
a linear form such that the ILP algorithm [3], [14] can
be applied to solve our problem. Such an algorithm finds
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the exact optimal trip for TripRec. We denote it as the
C-ILP algorithm for ease of discussion.

Our transformation replaces the vertex indicators xi
and xj in Equation 16 with a new indicator x′ij , where
x′ij = 1 if both vi and vj are selected (not necessarily
adjacent). We further impose i < j in x′ij to reduce the
total number of such indicators by half. This does not
affect the correctness of the optimization since x′ij = x′ji.
Then, Equation 16 is rewritten as follows.

max
∑|V |

i=1

∑|V |
j=1 xij · f(vj) +

∑|V |−2
i=2

∑|V |−1
j=i+1 x

′
ij · f(−→eij)

s.t. (a)
|V |∑

i=1

x1i = 1, (b)
|V |∑

i=1

xi|V | = 1

(f)
|V |∑

j=1

xij =

|V |∑

k=1

xki 6 1, ∀i ∈ [2, |V | − 1]

(g) x′ij =

|V |∑

k=1

|V |∑

m=1

xik · xjm, ∀i, j ∈ [2, |V | − 1], i < j

(17)
Here, Conditions (c) to (e) are listed in Equation 16
(omitted due to the page limit). Conditions (a), (b), and
(f) are the same as those of Equation 16 except that the
vertex indicators (xi) are removed. Condition (g) defines
the relationships between xij and x′ij : if a trip includes
a vertex vi, it must contain an edge starting from vi (or
an edge ending at vi if vi = v|V |). Thus, for any two
vertices vi and vj , x′ij equals to 1 if the solution trip
contains one edge starting from vi and another from vj .

Using x′ij , we transform our objective function into a
linear form. Condition (g) is still non-linear (note xik ·
xjm). We replace it with three linear constraints:

x′ij 6
|V |∑

k=1

xik,∀i, j ∈ [2, |V | − 1], i < j

x′ij 6
|V |∑

k=1

xjk,∀i, j ∈ [2, |V | − 1], i < j

x′ij >
|V |∑

k=1

|V |∑

m=1

(xik + xjm)− 1,∀i, j ∈ [2, |V | − 1], i < j

(18)
To show the correctness of the above transformation,

assume two vertices vi and vj . We consider two cases:
(i) At least one vertex (e.g., vi) is not included in the
optimal trip; and (ii) Both vertices are in the optimal
trip. Condition (g) in Equation 17 ensures that x′ij = 0
in Case (i) and x′ij = 1 in Case (ii). We next show that
this is also guaranteed by Equation 18. For Case (i), we
have

∑|V |
k=1 xik = 0, which leads to x′ij 6 0 according

to the first constraint in Equation 18. Since x′ij ∈ [0, 1],
we have x′ij = 0. For Case (ii), we have

∑|V |
k=1 xik = 1

and
∑|V |
m=1 xjm = 1. According to the third constraint

in Equation 18, we have x′ij > 1. Since x′ij ∈ [0, 1],
we have x′ij = 1. Combining the two cases, we show

that the above transformation retains the constraints of
Condition (g).

Algorithm complexity. There are 2 · |E| boolean
variables in C-ILP, where |E| represents the number
of edges in G. To compute the solution, the lpsolve
algorithm [1] first finds a trip without considering the
integer constraints, which can be done in O(|E|) time.
Then it refines the trip to find the optimal integral
solution. The algorithm uses branch-and-bound to guide
the search process. It may need to explore all possible
combinations in the worst case, which leads to a worst-
case time complexity of O(2|E|).

B. The C-ALNS Algorithm

The C-ILP algorithm finds the trip with the highest
CTQ score. However, the underlying integer linear pro-
gram algorithm may incur a non-trivial running time as
shown by the complexity analysis above.

To avoid the high running time of C-ILP, we propose
a heuristic algorithm named C-ALNS based on adaptive
large neighborhood search (ALNS) [22]. ALNS is a
meta-algorithm to generate heuristic solutions. It starts
with an initial solution (a trip in our problem) and then
improves the solution iteratively by applying a destroy
and a build operator in each iteration. The destroy oper-
ator randomly removes a subset of the elements (POIs)
from the current solution. The build operator inserts
new elements into the solution to form a new solution.
Different destroy/build operators use different heuristics
to select the elements to remove/insert. Executing a pair
of destroy and build operators can be viewed as a move
to explore a neighborhood of the current solution. The
aim of the exploration is to find a solution with a higher
objective function value.

As summarized in Algorithm 1, our C-ALNS algo-
rithm adapts the ALNS framework as follows: (i) C-
ALNS consists of multiple (runm) ALNS runs (Lines 3).
The best trip of all runs and its CTQ score are stored as
tropt and S(uq, tropt). The best trip within a single run is
stored as trr opt. The algorithm initializes a solution pool
P (detailed in Section VI-B1) before running ALNS,
where a trip from the solution pool is randomly selected
to serve as the initial solution of each run of ALNS
. (ii) C-ALNS uses multiple pairs of destroy operators
D and build operators B to enable random selections
of the operators to be used ALNS (detailed in Sec-
tion VI-B2). (iii) C-ALNS uses a Simulated Annealing
(SA) strategy to avoid falling in local optimum (detailed
in Section VI-B3).

1) The Solution Pool: We maintain a subset of feasi-
ble trips in the solution pool P , where each trip tri is
stored with its CTQ score as a tuple: 〈tri, S(uq, tri)〉. At
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Algorithm 1: C-ALNS
input : POI Graph G, Query q = 〈uq , ls, le, tq〉
output: Optimal trip tropt

1 tropt ← ∅, S(uq , tropt)← −∞, run← 0;
2 initialize the solution pool P;
3 while run ≤ runm do
4 tr ← RandomSelect(P);
5 trr opt ← tr;
6 temp← τ ;
7 initialize the weights D and B;
8 itr ← 0;
9 while itr ≤ itrm do

10 {d, b} ← RandSelect(D,B);
11 tr′ ← Apply(tr, d);
12 tr′ ← Apply(tr, b);
13 if S(uq , tr′) > S(uq , tr) or xU(0,1) <

exp(
S(uq,tr

′)−S(uq,tr))

temp
) then

14 tr ← tr′;
15 if S(uq , trr opt) < S(uq , tr) then
16 trr opt ← tr;

17 temp← temp× θ;
18 update the weights of D and B;

19 if S(uq , tropt) < S(uq , trr opt) then
20 tropt ← trr opt;

21 update P;

22 return tropt

the beginning of each ALNS run, we select a trip from
the solution pool P and use it as the initial trip for the
run. The probability of selecting a trip tri is computed
as p(tri) = S(uq, tri)/

∑
tr∈P S(uq, tr). At the end of

each run, we insert the tuple 〈trr opt, S(uq, trr opt)〉 into
P , where trr opt is the best trip accepted in this run.

We initialize the solution pool with three initial trips
generated by a low-cost heuristic based algorithm. This
algorithm first creates a trip with two vertices v1 and
v|V | corresponding to the starting and ending POIs ls
and le of the query. Then, it iteratively inserts a new
vertex into the trip until the time budge is reached. To
choose the next vertex to be added, we use the following
three different strategies, yielding the three initial trips:
• Choose the vertex v that adds the highest profit to

maximize f+
∆(v) = S(uq, tr

′)−S(uq, tr), where tr
is the current trip and tr′ is the trip after adding v.

• Choose the vertex v that adds the least time cost to
minimize tc+∆(v), where t+∆(v) = tc(tr′)− tc(tr).

• Choose the most cost-effective vertex v that maxi-
mizes f+

∆(v)/t+∆(v).
2) The Destroy and Build Operators: We maintain a

set of destroy and build operators as follow.
Destroy operator. Given a trip tr and a removal

fraction parameter ρ ∈ [0, 1], a destroy operator removes
dρ · (|tr| − 2)e vertices from tr. We use four destroy
operators with different removal strategies:

Random. This operator randomly selects dρ·(|tr|−2)e
vertices to be removed.

Least profit reduction. This operator selects dρ ·(|tr|−
2)e vertices with the least profit reduction: f−∆ (v) =
S(uq, tr) − S(uq, tr

′), where tr′ represents the trip
after v is removed from tr. We add randomness to
this operator. Given the list of vertices in tr sorted in
ascending order of their profits, we compute the next
vertex to be removed as (xU(0,1))ψ·ρ(|tr|−2). Here, x is
a random value generated from the Uniform distribution
U(0, 1) and the parameter ψ is a system parameter that
represents the extent of randomness imposed on this
operator. A larger value of ψ leads to less randomness.

Most cost reduction. This operator selects dρ · (|tr| −
2)e vertices with the largest cost reduction: t−∆(v). We
also randomize this operator in the same way as the least
profit reduction operator.

Shaw removal. This operator implements the Shaw
removal [22]. It randomly selects a vertex v in tr
and removes dρ · (|tr| − 2)e vertices with the smallest
distances to v. We also randomize this operator as we
do above.

Build operator. The build operator adds vertices to
tr until the time budget is reached. We use four build
operators as follows.

Most profit increment. This operator iteratively inserts
an unvisited vertex that adds the most profit.

Least cost increment. This operator iteratively inserts
an unvisited vertex that adds the least time cost.

Most POI similarity. This operator randomly selects a
vertex vi in tr. Then, it sorts the unvisited vertices by
their distances to vi in our POI embedding space. The
unvisited vertices nearest to vi are added to tr.

Highest potential. This operator iteratively inserts an
unvisited vertex vi that, together with another unvisited
vertex vj , adds the most profit while the two vertices do
not exceed the time budget.

Operator choosing. We use a roulette-wheel scheme
to select the operators to be applied. Specifically, we
associate a weight w to each destroy or build operator,
which represents its performance in previous iterations
to increase the CTQ score. The probability of selecting
an operator oi equals to its normalized weight (e.g.,
oi.w/

∑
o∈D o.w if oi is a destroy operator). At the

beginning of each ALNS run, we initialize the weight of
each operator to be 1. After each iteration in a run, we
score the applied operators based on their performances.
We consider four scenarios: (i) a new global best trip
tropt is found; (ii) a new local best trip within the run
is found; (iii) a local best trip within the run is found
but it is not new; and (iv) the new trip is worse than
the previous trip but is accepted by the Simulated An-
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nealing scheme. We assign different scores for different
scenarios. The operator scoring scheme is represented
as a vector π = 〈π1, π2, π3, π4, π5〉, where each element
corresponds to a scenario, e.g., π1 represents the score
for Scenario (i), and π5 corresponds to any scenario not
listed above. We require π1 > π2 > π3 > π4 > π5.
Given an operator oi, its current weight oi.w and its
score oi.π, we update the weight of oi as oi.w ←
κ · oi.w + (1− κ) · oi.w. Here, κ is a system parameter
controlling the weight of the scoring action.

3) Simulated Annealing: We adapt the simulated an-
nealing (SA) technique to avoid local optima. Specifi-
cally, at the beginning of each ALNS run, we initialize
a temperature temp to a pre-defined value τ . After
every iteration, a new trip tr′ is generated from a
previous trip tr. If S(uq, tr

′) < S(uq, tr), we do not
discard tr′ immediately. Instead, we further test whether
S(uq, tr

′) − S(uq, tr) > −temp × log x where x is a
random value generated from the Uniform distribution
U(0, 1) (Algorithm 1, Line 13). If yes, we still replace tr
with tr′. We gradually reduce the possibility of keeping
a worse new trip by decreasing the value of temp
after each iteration by a pre-defined cooling factor θ
(Algorithm 1, Line 17).

Algorithm complexity. C-ALNS has runm ALNS
runs, where each run applies itrm pairs of destroy-
build operators. To apply a detroy operator, the algo-
rithm needs to perform |travg| comparisons to choose
the vertices to remove. To apply a build operator, the
algorithm needs to perform |V | comparisons to choose
the vertices to add. Here, |travg| represents the average
length of feasible trips and |V | represents the number of
vertices in G. Thus, the time complexity of C-ALNS is
O(runm · itrm · (|travg|+ |V |)).

VII. EXPERIMENTS

We evaluate the effectiveness and efficiency of the
proposed algorithms empirically in this section. We im-
plement the algorithms in Java. We run the experiments
on a 64-bit Windows machine with 24 GB memory and
a 3.4 GHz Intel Core i7-4770 CPU.

A. Settings
We use four real-world POI check-in datasets from

Flickr (cf. Section III). We perform leave-one-out cross-
validation on the datasets. In particular, we use a trip of a
user u with at least three POIs as a testing trip tr∗. We
use u as the query user, the starting and ending POIs
of tr∗ as the query starting and ending POIs, and the
time cost of tr∗ as the query time budget. We use all
the other trips in the dataset for training to obtain the
context-aware embeddings for the POIs and users.

Let tr be a trip recommended by an algorithm and
tr∗ be the ground truth. We evaluate the algorithms with
three metrics: (i) Recall – the percentage of the POIs in
tr∗ that are also in tr, (ii) Precision – the percentage
of the POIs in tr that are also in tr∗, (iii) F1-score –
the harmonic mean of Precision and Recall. We exclude
the starting and ending POIs when computing these
three metrics. To keep consistency with two baseline
algorithms [3], [14], we further report three metrics
denoted as Recall∗, Precision∗, and F∗1-score. These
metrics are counterparts of Recall, Precision, and F1-
score, but they include the starting and ending POIs in
the computation.

We test both our algorithms C-ILP (Section VI-A) and
C-ALNS (Section VI-B). They use the same context-
aware POI embeddings as described in Section V. We
learn a 13-dimensional embedding with a learning rate η
of 0.0005 and a regularization term parameter λ of 0.02.
For C-ALNS, we set the removal fraction ρ as 0.2, the
operator scoring vector π as 〈10, 5, 3, 1, 0〉, the SA initial
temperature as 0.3, and the cooling factor as 0.9995.

Baseline algorithms. We compare with six base-
line algorithms, namely Random, Pop, MF, PersTour,
POIRank and its variant M-POIRank. Random, Pop,
and MF use the same trip generation procedure: they
repeatedly add an unvisited POI to the recommended
trip until the query time budget exhausts. However, they
use different strategies to choose the next POI to visit.
Random chooses the next POI randomly. Pop chooses
the next POI with the highest popularity (computed by
normalized visit frequency) among all unvisited POIs.
MF chooses the next POI with the highest preference
score (computed by matrix factorization [23]). Pers-
Tour [14] recommends the trip that meets the time budget
and has the highest sum of POI scores. The POI score of
a POI l is the weighted sum of its popularity and user
interest score, where the popularity is computed with
the same method as in Pop, and the user interest score is
derived from the query user’s previous visiting durations
at POIs with the same category as l. We use a weight of
0.5, which is reported to be optimal [14]. POIRank [3]
resembles PersTour but differs in how the POI score is
computed. It represents each POI as a feature vector of
five dimensions: POI category, neighborhood, popularity,
visit counts, and visit duration (cf. Section II-B). It
computes the POI score of each POI using rankSVM
with linear kernel and L2 loss [13]. We further test its
variant M-POIRank where a weighted transition score
is added to the POI score. Given a pair of POIs, their
transition score is modeled using the Markov model that
factorizes the transit probability between the two POIs
as the product of the transit probabilities between the
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TABLE III: Performance Comparison in Recall, Precision, and F1-score
City Edin. Glas. Osak. Toro.
Algorithm Rec. Pre. F1 Rec. Pre. F1 Rec. Pre. F1 Rec. Pre. F1

Random 0.052 0.079 0.060 0.071 0.092 0.078 0.057 0.074 0.063 0.045 0.060 0.050
Pop 0.195 0.238 0.209 0.104 0.128 0.112 0.110 0.138 0.121 0.114 0.148 0.125
MF 0.242 0.229 0.233 0.310 0.308 0.307 0.195 0.173 0.181 0.408 0.410 0.407
PersTour 0.455 0.418 0.430 0.589 0.571 0.577 0.406 0.384 0.392 0.431 0.422 0.425
POIRank 0.326 0.326 0.326 0.408 0.408 0.408 0.367 0.367 0.367 0.389 0.389 0.389
M-POIRank 0.318 0.318 0.318 0.387 0.387 0.387 0.328 0.328 0.328 0.379 0.379 0.379
C-ILP (proposed) 0.555 0.527 0.538 0.659 0.646 0.651 0.497 0.492 0.494 0.618 0.601 0.608
C-ALNS (proposed) 0.554 0.527 0.537 0.657 0.645 0.649 0.496 0.491 0.493 0.616 0.598 0.607

TABLE IV: Performance Comparison in Recall∗, Precision∗, and F∗1-score
City Edin. Glas. Osak. Toro.
Algorithm Rec∗. Pre∗. F∗1 Rec∗. Pre∗. F∗1 Rec∗. Pre∗. F∗1 Rec∗. Pre∗. F∗1
PersTour 0.740 0.633 0.671 0.826 0.782 0.798 0.759 0.662 0.699 0.779 0.706 0.732
POIRank 0.700 0.700 0.700 0.768 0.768 0.768 0.745 0.745 0.745 0.754 0.754 0.754
M-POIRank 0.697 0.697 0.697 0.762 0.762 0.762 0.732 0.732 0.732 0.751 0.751 0.751
C-ILP (proposed) 0.792 0.754 0.769 0.864 0.844 0.853 0.793 0.740 0.763 0.842 0.800 0.818
C-ALNS (proposed) 0.792 0.752 0.768 0.862 0.843 0.852 0.792 0.739 0.762 0.841 0.798 0.815

five POI features of the two POIs.
Overall performance. We summarize the results in

Tables III and IV (Random, Pop, and MF are uncom-
petitive and are omitted in Table IV due to space limit).
We highlight the best result in bold and the second
best result in italics. We see that both C-ILP and C-
ALNS consistently outperform the baseline algorithms.
C-ILP outperforms PersTour, the baseline with the best
performance, by 25%, 13%, 26%, and 43% in F1-score
on the datasets Edinburgh, Glasgow, Osaka, and Toronto,
respectively. C-ALNS has slightly lower scores than
those of C-ILP, but the difference is very small (0.002
on average). This confirms the capability of our heuristic
algorithm C-ALNS to generate high quality trips.

We compare the running times of C-ILP and C-ALNS
in Figure 3a. For completeness, we also include the
running times of Random, Pop, and PersTour, but omit
those of MF and POIRank as they resemble that of
PersTour. C-ALNS outperforms C-ILP and PersTour by
orders of magnitude (note the logarithmic scale). The
average running times of C-ILP and PersTour are 104 ms
and 2.5 × 103 ms, respectively, while that of C-ALNS
is only around 300 ms, 600 ms, 60 ms, and 100 ms
for the four datasets, respectively. Compared with C-
ILP, C-ALNS reaches almost the same F1-score while
reducing the running time by up to 99.4%. Compared
with PersTour, C-ALNS obtains up to 43% improvement
in F1-score while reducing the running time by up to
97.6%. Random and Pop have the smallest running times
but also very low trip quality as shown in Table III.

B. Results

Impact of different factors. To investigate the con-
tributions of POI popularities, user preferences, and
co-occurring POIs in our embeddings, we implement
two variants of C-ILP, namely, C-ILP-Pop and C-ILP-
Pref. These two variants use POI embeddings that only
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learns POI popularities and jointly learns POI popular-
ities and user preferences, respectively. Fig. 3b shows
a comparison among C-ILP-Pop, C-ILP-Pref, and C-
ILP. We see that the F1-score increases as the POI
embeddings incorporate more factors. This confirms the
impact of the three factors. Moreover, we see that on
the Edinburgh and Toronto datasets where POIs have
more diverse POI co-occurrences (cf. Section III), the
improvement of C-ILP (with co-occurring POIs in the
embeddings) over C-ILP-Pref is more significant. This
demonstrates the effectiveness of our model to learn the
POI co-occurrences. We also implement an algorithm
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that separately learns the impact of POI popularities,
user preferences, and co-occurring POIs, denoted as C-
ILP-Sep. The algorithm considers equal contribution of
the three factors to recommend trips. We see that C-ILP
outperforms C-ILP-Sep consistently. This confirms the
superiority of joint learning in our algorithm.

Impact of model learning capability. To further show
that our proposed POI embedding model has a better
learning capability, we compare C-ILP-Pop with Pop in
Fig. 4a, since these two algorithms only consider POI
popularity. Similarly, we compare C-ILP-Pref with the
baseline algorithms that considers user preferences, i.e.,
MF and PersTour, in Fig. 4b. In both figures, our models
produce trips with higher F1-scores, which confirms the
higher learning capability of our models.

VIII. CONCLUSIONS

We proposed a context-aware model for POI em-
bedding. This model jointly learns the impact of POI
popularities, co-occurring POIs, and user preferences
over the probability of a POI being visited in a trip.
To showcase the effectiveness of this model, we applied
it to a trip recommendation problem named TripRec.
We proposed two algorithms for TripRec based on the
learned embeddings. The first algorithm, C-ILP, finds the
exact optimal trip by solving TripRec as an integer linear
programming problem. The second algorithm, C-ALNS,
finds a heuristically optimal trip but with a much higher
efficiency based on the adaptive large neighborhood
search technique. We performed extensive experiments
on real datasets. The results showed that the proposed
algorithms using our context-aware POI embeddings
consistently outperform state-of-the-art algorithms in trip
recommendation quality, and the advantage is up to 43%
in F1-score. C-ALNS reduces the running time for trip
recommendation by 99.4% comparing with C-ILP while
retaining almost the same trip recommendation quality,
i.e., only 0.2% lower in F1-score.
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Chapter 7

Conclusions and Future

Directions

This chapter concludes the thesis by summarizing our main contributions in the domain

of POI recommendations in Section 7.1. We also highlight some interesting directions for

future work in POI recommendations and other related research domains in Section 7.2.

7.1 Summary of Contributions

In this thesis, we made contributions to the field of POI recommendations, and more

generally to the related fields of optimization and data mining. A summary of our

contributions are as follows:

• In Chapter 2, we performed a comprehensive survey over the literature related to

POI recommendation research. Specifically, we discussed three groups of studies:

(1) general recommendation algorithms; (2) POI recommendation algorithms; and

(3) trip recommendation algorithms.

• In Chapter 3, we investigated POI recommendation algorithms that are based

on Gaussian process regression. Gaussian process regression provides a powerful
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and non-parametric solution for POI recommendation, but its inherent expensive

training and predicting cost has limited its application to real-world datasets which

is usually large in scale. To address this limitation, we proposed an approximate

yet efficient algorithm algorithm, named query-aware Bayesian committee machine

(QBCM) for scalable Gaussian process regression. The proposed model employs

a set of submodels, each of which is allocated with a subset of the training data

points. To make prediction for a testing data point, the model use each submodel

to generate an independent prediction first, and then aggregate all predictions

via a query-oriented aggregation method. In particular, the proposed aggregation

method improves the aggregation accuracy of BCM models by (i) alleviating the

problem of over-confident prediction when the testing point is enclosed by dense

training data points; and (ii) improving the prediction accuracy when the testing

point falls into sparse regions of training data points. We performed empirical

experiments on both synthetic and real datasets. The results confirmed that the

proposed model consistently outperforms the state-of-the-art approximation mod-

els for GP.

• In Chapter 4, we investigated the recommendation task of time-aware next POI

recommendation. Existing studies on the task can be divided into two categories:

factorization-based and RNN-based. The first category suffers data sparsity since

it needs to add an additional time dimension into the latent recommendation space.

The second category is in efficient in both training and predicting due to its recur-

rent neural structure. To this end, we proposed a time-modulated self-attentive

network, named TimeSAN, for time-aware next POI recommendation. The pro-

posed network predicts a user’s next POI visit by attending and aggregating the

user’s history POI visits. The aggregation weight for each history POI visit is

learned via the self-attention mechanism, where the relevancy is further modu-

lated by the attention among the temporal contexts. To further facilitate extract-

ing the features of temporal contexts, we proposed a multi-scale periodic encoding

method for temporal contexts. Finally, we proposed a soft fusion mechanism that
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enables more effective learning of the users’ long-term and time-independent in-

terests. We presented a numerical simulation, which confirmed the effectiveness

of the proposed time-modulated self-attention module in learning the influence of

temporal contexts. We conducted extensive experiments on real-world datasets.

The experimental results showed that our proposed TimeSAN model outperforms

state-of-the-art recommendation models consistently and significantly in recom-

mendation accuracy, while retaining a high training efficiency.

• In Chapter 5, we proposed to enhance the performance of POI recommendation

models by leveraging the reviews/comments left by users. Although user reviews

provide detailed reasons behind user ratings, we found that directly incorporating

reviews into POI recommendations is faced with two problems. First, user reviews

are only available for the history POI visits, i.e., the visits in the training set.

For the testing set, user reviews are not available because those POI visits are

unseen in real-world applications. Second, users may have different language habits

and thus, similar reviews written by different users may reflect different polarities

in sentiment. We proposed a teacher-student distillation framework to address

the two issues. The proposed framed consists of a teacher model and a student

model, where the teacher model is exposed to both ratings and reviews while

the student model only utilizes ratings for POI recommendations. The training

process of the student model is supervised by the teacher model and thus, results

in a more effective and accurate student model which can be used independently

for testing. We conducted experiments on real-world datasets. The experimental

results showed that the proposed framework can consistently outperform state-of-

the-art recommendation models.

• In Chapter 6, we proposed a unified trip recommendation framework which jointly

considers the impact of three factors over the probability of a POI being visited in

a trip, namely POI popularities, users’ personal preferences, and POI co-occurring

probabilities. To address the data sparsity problem, we proposed a context-aware

embedding method, which embeds users and items into a lower-dimensional latent
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space which jointly captures the above three factors. We applied the proposed em-

bedding method to a trip recommendation problem named TripRec. Given a query

user, her desired starting and ending POIs, and her maximum allowed time bud-

get, TripRec aims to recommend a trip that satisfies the starting and ending POI

constraints, spends less than the maximum budget, and is mostly satisfied by the

user. We proposed two algorithms for TripRec based on the learned embeddings.

The first algorithm, named C-ILP, finds the exact optimal trip by reducing the

TripRec query as an integer linear programming problem. The second algorithm,

C-ALNS, finds a heuristically optimal trip but with a much higher efficiency based

on the adaptive large neighborhood search technique. We performed extensive ex-

periments on real datasets. The results showed that the proposed algorithms using

our context-aware POI embeddings consistently outperform state-of-the-art algo-

rithms in trip recommendation quality, and the advantage is up to 43% in F1-score.

C-ALNS reduces the running time for trip recommendation by 99.4% comparing

with C-ILP while retaining almost the same trip recommendation quality, i.e., only

0.2% lower in F1-score.

7.2 Future Directions

There are many interesting directions for future work. In this section, we discuss some

of them as follows:

• Trade-off between computation cost and recommendation accuracy. In

Chapter 4, we proposed a time-modulated self-attentive network for POI recom-

mendation. The model converts each user’s check-in sequence into fixed-length

and is shown to be more efficient in training since it can fully utilize the parallel

computational capability of GPU. This also raises an interesting question of how to

balance between computation cost and recommendation accuracy: increasing the

allowed sequence length of the model will increase the recommendation accuracy
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but at the same time, it may result in expensive computation cost. Therefore, it

is important to decide a cost-effective value of the sequence length of the model.

Moreover, users’ history check-in sequences may vary significantly in length. Thus,

it is also important for a recommendation model to handle both long- and short-

length user sequences efficiently.

• Contexts of user reviews. In Chapter 5, we proposed a review-based recom-

mendation model for POI recommendation. We find that the various contexts

associated with the user reviews also carry important information about users’

preferences. For example, the reviews that are written long time ago may be less

important than those that are written recently. Similarly, to predict the rating of a

POI given by a user, the reviews written for similar POIs may be more important

than those written for random POIs. Incorporating these contexts of reviews into

POI recommendation may potential lead to better performances.

• POI recommendation leveraging heterogeneous information. Multiple

types of information may be available for developing POI recommendations in-

cluding numerical information such as ratings, textual information such as reviews

left by users, and image-typed information such as geo-tagged photos. All of these

types of information can provide valuable information about user preferences and

may contribute to enhance the accuracy of POI recommendation models. There-

fore, it will be useful to develop a unified framework which can jointly consider

these heterogeneous information.

• Adversarial training for POI recommendation. Generative adversarial net-

works has shown to be powerful in training a robust and effective model. It may

also be leveraged to improve the performance of POI recommendations. Specifi-

cally, one possible research direction is how to incorporate the contextual influence

such as temporal and geographical influences into adversarial training.

• Explicit feedback in trip recommendation. One possible future enhance-

ment to trip recommendation systems is to incorporate a mechanism for explicit
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tourist feedback at the completion of a tour. This feedback can then be used to im-

prove the tour recommendation system in various ways, namely: (i) as an explicit

evaluation metric to measure how well a recommended tour itinerary satisfies a

tourist; (ii) to build an interest profile for returning tourists, who use the system

multiple times, based on their feedback on specific POIs in an itinerary; and (iii)

to improve future tour itinerary recommendations by avoiding POIs with negative

feedback and including POIs with favourable feedback.

• Traffic-Aware trip recommendation. To further enhance user experiences,

a trip recommendation model may explicitly consider the real-time road traffic

and the available transportation means between POIs. For example, some POIs

are far in Euclidean distance on the map but maybe convenient to transit inter-

between since there are express buses available. To give another example, some

POIs may look very close but may cost a lot of time to transit due to traffic

jam. Thus, it will be useful to develop trip recommendation model which not only

recommends a sequence of POIs, but also provides users with a detailed itinerary

including the transportation means between POI transitions, the availability of

the recommended transportation, time arrangement and travel time costs between

POIs.

• Group recommendation. Visiting a POI or going on a trip can be group

activities sometimes. Therefore, it will be interesting to design recommendation

models that can jointly consider the preferences of multiple users and make a

recommendations that maximizes the overall satisfaction for all users. Given a

group of users, we can learn a group file based on the preferences of each individual

participant and the weights of their potential contributions to the group file.
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