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Abstract

The genesis of mobile cloud computing technology is one of the most significant

technical advents of the last decade which can be seen as a marriage between cloud

computing and mobile computing technologies. This technical paradigm brings mo-

bile users, telecommunication network operators, and cloud service providers to a

common playground, thus providing business opportunities for network operators

and cloud service providers. The extension of this facility towards access networks

by aggregation of edge-intelligence nodes like cloudlets is one more step forward.

A cloudlet is a “data centre in a box” with enhanced mobility support to bring

the cloud closer to mobile users and uses virtual machine abstraction for dynamic

resource allocation to trusted mobile users, isolate untrusted mobile users, and sup-

port a wide variety of applications without being limited by their process structures,

programming languages, or operating systems. To fulfil the ravenous demand for

computational resources entangled with the crisp latency requirements of various

computationally intensive and mission-critical applications related to augmented re-

ality, autonomous transport, cognitive assistance, and Tactile Internet, installation

of cloudlets near access seems to be a very promising solution because of its support

for wide geographical network distribution, low latency, mobility and heterogeneity.

Finding the optimal cost of cloudlet deployment over urban, suburban, and ru-

ral deployment areas with an existing access network, essentially implies finding the

optimal placement locations of the cloudlets over the entire deployment area and the

optimal amount of computational and storage resources per cloudlet. Technically,

this research question leads to an assignment problem, where we need to find the

optimal interconnections between mobile devices and cloudlets. In this research,

we propose a hybrid cost-optimal cloudlet placement framework over existing fibre-

wireless access networks based on mixed-integer non-linear programming. We pri-

marily focus on static cloudlet network planning and placement, i.e., identification of

exact optimal cloudlet placement locations over urban, suburban and rural deploy-

ment scenarios to provide guidance on the installation cost and assess the workload

distribution among different cloudlets and the percentage of incremental energy aris-

ing from the presence of cloudlets in the fibre-wireless access networks. Howbeit, we

observed that mixed-integer programming based frameworks suffer from scalability

issues with large networks and become completely useless when the network data

is unavailable. Thus, to overcome this issue, we design analytical frameworks that
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can provide a quick first-hand estimation of cloudlet deployment cost depending on

mobile user density, network architecture, and QoS requirements. We verify that

the results produced by this method can be considered as tight lower bounds to that

produced by integer programming based frameworks for most practical scenarios.

We further perform a parametric analysis to understand the dependence of cloudlet

deployment cost on various network parameters.

However, depending on the mobility pattern and dynamically varying computa-

tional requirements of associated mobile devices, cloudlets at different parts of the

network become either overloaded or under-loaded. Thus, we propose an economic

and non-cooperative load balancing game for low-latency applications among neigh-

bouring cloudlets, from same as well as different service providers. While addressing

load balancing problems, most authors usually stress on minimising the end-to-end

latency and do not consider the heterogeneity of neighbouring cloudlets. Nonethe-

less, in practice, if the job requests are processed within their requested QoS latency

target, mobile users should be satisfied. Therefore, instead of formulating a con-

ventional latency minimisation game, we propose a novel utility maximisation game

to capture the multi-party economic interaction among heterogeneous neighbour-

ing cloudlets. In this load balancing game, the participating cloudlets achieve their

maximum utility when the end-to-end latency is equal to the QoS latency target.

With this game formulation, each cloudlet is always interested in receiving some

extra job requests and the associated incentives from their neighbouring cloudlets

to push their utility towards the maximum point. To implement this game-theoretic

load balancing framework, firstly, we propose a centralised mechanism where all

the competing cloudlets send their predicted job request arrival rates to a neutral

mediator. The mediator computes the Nash equilibrium load balancing strategies

for the cloudlets and broadcasts to them before the actual job request arrival. This

centralised mechanism also ensures that competing cloudlets are truthful while re-

vealing private information e.g., total incoming job requests. Secondly, we propose a

continuous-action reinforcement learning automata-based scheme, which allows each

cloudlet to independently compute the Nash equilibrium in a completely distributed

network setting. We critically study the convergence properties of the designed

learning algorithm, scaffolding our understanding of the underlying load balancing

game for faster convergence, and study the impacts of exploration and exploitation

on learning accuracy.

After investigating the cloudlet placement and load balancing problems, we in-

vestigate the role of edge-intelligence servers like cloudlets in deploying low-latency
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human-to-machine applications like teleoperation, immersive virtual/augmented re-

ality, and industrial automotive control over long-distance access networks. Such

applications are being realised through Tactile Internet that allows users to control

remote things and involve the bi-directional transmission of video, audio, and haptic

data. However, the end-to-end propagation latency presents a stubborn bottleneck,

which can be alleviated by using various artificial intelligence-based application layer

and network layer prediction algorithms, e.g., forecasting and preempting haptic

feedback transmission. To gain proper insights, we study the experimental data

on traffic characteristics of control signals and haptic feedback samples obtained

through virtual reality-based human-to-machine teleoperation. Moreover, we pro-

pose the installation of edge-intelligence servers between master and slave devices

to implement the preemption of haptic feedback from control signals. Harnessing

virtual reality-based teleoperation experiments, we further propose a two-stage ar-

tificial intelligence-based module for forecasting haptic feedback samples. The first-

stage unit is a supervised binary classifier that detects if haptic sample forecasting

is necessary and the second-stage unit is a guided reinforcement learning unit that

ensures haptic feedback samples are forecasted accurately when different types of

material are present. Furthermore, by evaluating analytical expressions, we show

the feasibility of deploying remote human-to-machine teleoperation over fibre back-

haul by using our proposed artificial intelligence-based module, even under heavy

traffic intensity.
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Preface

“I do not think there is any thrill that can go through the human

heart like that felt by the inventor as he sees some creation of the brain

unfolding to success... such emotions make a man forget food, sleep,

friends, love, everything.” — Nikola Tesla

This thesis comprises only my original work (100%), which I conducted with the su-

pervision of Prof. Elaine Wong (The University of Melbourne) and A/Prof. Goutam

Das (Indian Institute of Technology Kharagpur) under Melbourne India Postgradu-

ate Program (MIPP). This thesis has not been submitted for any other qualification.

All the work towards the thesis was carried out after the enrolment in the degree. No

third party editorial assistance was provided in the preparation of the thesis. Finan-

cial support for this undertaking was provided by the Australian Government and

the University of Melbourne through the Melbourne Research Scholarship (MRS).

All the work in this thesis was conducted by the author of this thesis at the

University of Melbourne, including problem formulation, mathematical analysis, im-

plementation of the simulation environments, generation and analysis of the results

and manuscript writing, which contributed about 80% to the work. Both the su-

pervisors provided insightful technical comments and discussions which jointly con-

tributed about 20% to the work. The publications arising from this thesis are listed

in Chapter 1 Section 1.4. All of the journal and conference publications listed under

Chapter 3 to Chapter 6, contain only the original work of the author of the thesis,

including analytical models, computer simulations, and manuscript writing. Prof.

Elaine Wong and A/Prof. Goutam Das provided helpful discussions and important

feedback.

The 1st and 4th conference publications from Chapter 3 are based on the high-

level research overview and written by Prof. Elaine Wong, where the author con-

tributed about 70% to each publication. In the 1st conference paper from Chapter 6,

the author contributed around 80%. Lihua Ruan helped in collecting experimental

data and Prof. Elaine Wong helped with the manuscript preparation. Part of the

research work for the 1st journal paper from Chapter 6 was carried out in Charles III

University of Madrid in January 2020 and the author’s total contributions for this

paper is around 70%. Rest of the authors i.e., Lihua Ruan, Martin Maier, David

Larrabeiti, Goutam Das, and Elaine Wong helped in discussing insightful research

ideas and organising the manuscript.
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Chapter 1

Introduction

“Begin at the beginning,” the King said, very gravely,

“and go on till you come to the end; then stop.”

Lewis Carroll, Alice in Wonderland

1.1 Cloudlet Computing Networks

The smart mobile devices of the present time e.g., smart-phones, smart-glasses,

tablets, and Internet of Thing (IoT) devices, to name a few, have almost become

an integral part of everyone’s life and have merged into it almost indistinguishably.

In his seminal paper [1], Weiser had shared his vision of ubiquitous computing in

21st century and looking around at the fact that we are able to execute all our

communication and computational tasks while moving across various places, we can

hardly have any doubt on that. In this wireless communication era, users all over

the world expect to communicate “anytime, anywhere, with anyone”. In smart

cities and smart homes, almost every object around us is expected to have some

computational capability and connectivity to the internet. Gartner predicts that,

when IoT becomes completely commercialised along with the standardisation of 5G

technologies, nearly 20 billion devices will connect to the Internet by 2020 [2]. In

conjunction with this, so far mobile data traffic has increased by 63% till 2016 and

by 2021, this is expected to increase by seven folds further [3].

1



Chapter 1

The mobile computing technology provides distributed computation facilities on

battery-powered, portable and mobile devices which are interconnected via mobile

communication standards and protocols. Formally, mobile computing is defined as

“a human-computer interaction by which a computer is expected to be transported

during normal usage, which allows for the transmission of data, voice and video.

Mobile computing involves mobile communication, mobile hardware, and mobile

software”. Communication issues include ad-hoc networks and infrastructure net-

works as well as communication properties, protocols, data formats and concrete

technologies. Hardware includes mobile devices or device components. Mobile soft-

ware deals with the characteristics and requirements of mobile applications [4]. In

other words, this is just the convergence of wireless telephony and computational

technologies. Hence, this provides the scope of executing miscellaneous useful ap-

plications on a single device to the users. A few well-known applications are the

transmission of data, voice and video on the fly.

However, along with several fancy advantages, there exist some crucial limi-

tations in mobile computing, e.g., resource constraints on battery, degradation of

Quality of Service (QoS), limited bandwidth and connection latency. Some typical

smart applications related to augmented reality, autonomous transport, cognitive

assistance, and Tactile Internet applications like real-time patient monitoring that

demand a network latency of 1-100 ms. However, mobile devices are designed to be

lightweight and portable, which makes them poor in computational resources and

memory and hence, very often the mobile devices become incapable of executing

these applications over a long duration. Thus, to improve the performance of mo-

bile devices, offloading the major computation components to remote cloud servers

appeared to be a better solution [5].

The perception of cloud computing varies from person to person. Some think it

as accessing software and storing data on the internet and use the associated ser-

vices, whereas, some others think this as just a modernisation of the time-shared

computational model deployed in the 1960s. Many authorities have defined cloud

computing from their own perspective in recent past, e.g, the authors of [6] defined

cloud computing as cloud computing is a model for enabling convenient, on-demand
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Table 1.1: Comparison among fog, multi-access edge, and cloudlet servers

Fog computing MEC Cloudlet computing

Device type
Routers, switches,
access points, gateways

Servers running in base
stations

Data centre in a box

Network location
Varying between end
devices and cloud

Radio network controller/
macro base station

Local/outdoor
installation

Software characteristics
Fog abstraction layer
based

Mobile orchestrator
based

Cloudlet agent based

Context awareness Medium High Low
Proximity One or multiple hops One hop One hop

Access network
Bluetooth, WiFi,
mobile networks

Mobile networks WiFi

Node-to-node communication Supported Partial Partial

network access to a shared pool of configurable and reliable computing resources

(e.g., networks, servers, storage, applications, services) that can be rapidly provi-

sioned and released with minimal consumer management effort or service provider

interaction.

Researchers started to explore the integration of cloud and mobile computing,

also known as mobile-cloud computing (MCC) so that mobile devices can offload

some of their computationally intensive and high memory consuming tasks to the

remote cloud server. However, cloud servers located in the remote core network loca-

tions, which are usually very far from the edge and fail to meet the stringent latency

requirements of low-latency applications. To overcome this hurdle, researchers from

both industry and academia proposed edge computing solutions like multi-access

edge computing (MEC), fog computing, and cloudlet computing [7]. A brief com-

parison of all these technical paradigms is summarised in Table 1.1. Nonetheless, it

must be noted that the edge computing solutions cannot completely replace legacy

cloud technology because clouds have several significant advantages, most notably

network security and the scope for massive data storage and data processing power.

When cloud and cloudlets coexist in the network, the combination can, however,

improve end-user experience due to reduced latency.

The term “cloudlet” is commonly referred to as “data centre in a box” that

“brings the cloud closer”. Defined as a trusted, resource-rich computer or cluster of

computers that are well-connected to the Internet and available for use by nearby

mobile devices [8], cloudlets have several advantages and opportunities to improve

network latency. Cloudlets can be installed over wireless as well as fibre-wireless
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(FiWi) access networks in the closest vicinity of a group of mobile devices. This

creates a three-tier network architecture, i.e., cloud-cloudlet-mobile edge devices,

as shown in Fig 1.1. Thus, a cloudlet becomes a single-hop node from the mobile

devices and can provide computational services much faster than a remote cloud.

Cloudlets use virtual machines (VMs) to serve the job requests originating from

mobile devices. Moreover, a cloudlet can work independently and without context-

awareness, which makes it a very robust solution even in hostile environments [9].

1.2 Focus of the Thesis

Cloudlet servers are computers or clusters of computers installed in the proximity

of mobile device users and are distributed across access networks. It is essential to

place them optimally over access networks so that the maximum number of mobile

devices in its proximity are connected. However, different wireless, optical, or FiWi

access network technologies are associated with different network topologies. Hence,

the placement of cloudlets at a strategic location such that the maximum number of

mobile devices are connected poses an important research challenge. Therefore, this

thesis explores efficient cloudlet placement frameworks over FiWi access networks

subject to computational capacity, network connectivity, and latency constraints.

Figure 1.1: A simplified three-tier network architecture with cloud servers,
cloudlet servers, and mobile edge devices.
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The first objective of this thesis is to design cost-optimal cloudlet placement frame-

works that can identify exact optimal cloudlet placement locations with any given

instance of network data. Nonetheless, a critical issue arises when there is no ex-

isting network infrastructure or network data, i.e., the network topology between

mobile devices and the cloudlets is unavailable. Thus, in addition to this, analyti-

cal frameworks are also designed in this thesis that can provide a quick first-hand

estimation of cloudlet deployment cost depending on mobile user density, network

architecture, and QoS requirements, even when the network data is unavailable.

As cloudlet computing systems are essentially distributed computing systems,

hence, job request allocation and load balancing among neighbouring cloudlets prob-

lems appear to be the next important research challenges. Although job allocation

frameworks allocate job requests to the most favourable cloudlets, due to the dy-

namic nature of the job request arrival process, cloudlets at different parts of the net-

work become overloaded and under-loaded at different times. Therefore, the second

objective of this thesis is to explore efficient load balancing methods among neigh-

bouring cloudlets. Firstly, centralised frameworks are designed where a controller

node decides the load balancing strategies for the neighbouring cloudlets. Secondly,

distributed frameworks are designed where the neighbouring cloudlets find their load

balancing strategies independently without exchanging extensive control messages

among themselves.

It is interesting to note that the state-of-the-art access networks are still inca-

pable of meeting the stringent low-latency requirements of various applications, es-

pecially with latest Tactile Internet applications like teleoperation, immersive virtu-

al/augmented reality, and haptic communications where multi-modal bi-directional

communication is involved. This latency bottleneck arises mainly from the stubborn

propagation latency in a network. To solve such issues, the presence of distributed

edge-intelligence nodes like cloudlets across access networks can be very much help-

ful in reducing the round-trip network latency. Usually, the reverse direction traffic

follows the forward direction traffic and typically is bursty in nature as it depends
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on the type of task is being performed. Thus, the cloudlets can decouple this bi-

directional traffic by employing artificial intelligence that can predict various statis-

tical properties of the haptic feedback traffic. Therefore, this thesis also investigates

the performance of various machine learning and reinforcement learning algorithms

with cloudlets that can help in reducing the round-trip network latency.

1.3 Outline and Contributions of the Thesis

This thesis consists of a total eight chapters including the current chapter. In the

current Chapter 1 (Introduction), we discuss the primary motivation, objectives,

outline, and the original contributions of the thesis. In Chapter 2, we introduce

cloudlet computing as an edge computing paradigm for low-latency applications, re-

view relevant research works, and discuss the recent progress in the field of cloudlet

computing over wireless and FiWi access networks. We present the research work

carried out for this thesis in detail from Chapter 3 to Chapter 6. Finally, we sum-

marise the primary achievements of the thesis in Chapter 7 and identify some poten-

tial future research directions. A brief outline of the rest of the chapters and their

originals contributions are presented in the following subsections.

Chapter 2: Cloudlet Networks for Low-latency Applications

This chapter provides a discussion on recent research works carried out on vari-

ous aspects of edge computing solutions like cloudlets over wireless and FiWi net-

works. At first, it provides a brief overview of both the state-of-the-art wireless

and time-division multiplexed passive optical network (TDM-PON) based FiWi net-

works. Along with the wireless networks, the FiWi networks are also considered for

cloudlet deployment due to their wide network coverage, low cost per bit, very high

data transmission bandwidth, and immense potential for back/front-hauling of fu-

ture generation wireless access networks. Followed by, we start to discuss the role of

cloudlet computing in saving scarce computational, memory, and energy resources

of mobile devices for computation-intensive and low-latency applications. Next, we

review some of the recent cloudlet placement and job request allocation frameworks
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over the state-of-the-art wireless and FiWi access networks. In particular, we criti-

cally discuss the performance of various frameworks that optimise either of the cost

of installation, energy consumption, and end-to-end latency, subject to others as con-

straints. Next, we survey some recently proposed load balancing frameworks among

neighbouring cloudlets and discuss the merits and demerits of different approaches

taken in designing these frameworks. Finally, we review the recent research works

that investigated various machine learning algorithms for reducing the round-trip

network latency of applications with bi-directional communication.

Chapter 3: Exact Cost-optimisation Frameworks for Cloud-

let Placement over Fibre-Wireless Access Networks

In this chapter, we address the static network planning problem to obtain a first-hand

estimation of the cloudlet deployment cost without considering any user mobility and

complex system models. From our studies, we realised the necessity of a new network

architecture for cloudlet placement over FiWi access networks that efficiently use the

salient features of the underlying TDM-PON. Hence, we took the liberty of proposing

an end-to-end hybrid cloudlet placement architecture over FiWi access networks that

considers cloudlet placement in the field, at the central office (CO), and remote note

(RN) locations. Moreover, we use mathematical optimisation techniques to find

the exact cost-optimal cloudlet placement locations with a given instance of access

network data. In particular, we design a mixed-integer non-linear programming

(MINLP) based framework that can identify an optimal set of cloudlet placement

locations with minimal installation cost subject to computational capacity, network

connectivity, and latency constraints. We evaluate the performance of the proposed

framework over urban, suburban, and rural population areas against very low end-

to-end QoS latency requirements of 1 ms, 10 ms, and 100 ms. Furthermore, we make

a comparative study between the hybrid cloudlet placement framework and the field

cloudlet placement framework.
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Original contributions of Chapter 3

• Proposed an end-to-end hybrid cloudlet placement architecture based on FiWi

access networks with TDM-PON as back/fronthaul support.

• Formulated an MINLP problem to identify optimal cloudlet placement loca-

tions with hybrid cloudlet placement architecture over a given instance of FiWi

access network data.

• Derived the MINLP formulation for the field cloudlet placement framework as

a sub-problem of the MINLP formulation with the hybrid cloudlet placement

architecture.

• Showed that the formulated MINLP frameworks with hybrid cloudlet place-

ment architecture achieve a very low end-to-end latency e.g., 1 ms, 10 ms, and

100 ms.

• Linearised the objective function of the MINLP formulation by using some

additional linear constraints to reduce the computational complexity of our

design tool towards convergence to the optimal solution.

• Used the proposed MINLP framework against urban, suburban and rural sce-

narios to present a comparative study between field and hybrid cloudlet place-

ment frameworks on deployment cost, workload distribution among various

cloudlets, and the average number of processors per cloudlet.

• Demonstrated that the percentage of the incremental energy budget of the

fibre-wireless access networks due to cloudlet installation in an urban, subur-

ban and rural scenario is under 18%.

Chapter 4: Analytical Cost-optimisation Frameworks for Cloudlet

Placement over Fibre-Wireless Access Networks

Through our exercises in Chapter 3, we realised that the MINLP based framework

is capable of providing us with the exact cloudlet placement locations, but we do
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not gain any general insight about cost-optimal cloudlet deployment strategies, de-

pending on the underlying network scenario. Moreover, this framework suffers from

scalability issues with large data and becomes completely useless when the network

data is unavailable. Thus, in this chapter, we propose a method to find lower-bounds

of integer programming based cost optimisation frameworks with hybrid cloudlet

placement architecture. We use the network homogeneity assumption to perform

an average cloudlet installation cost analysis with a few network parameters e.g.,

TDM-PON split-ratio, mobile device user density, available bandwidth, and QoS

latency requirements. We apply commonly used techniques to solve convex optimi-

sation problems that resolve the scalability issues arising from integer programming

based frameworks, thus providing a first-hand estimation of the cloudlet deploy-

ment cost against any deployment scenario. We verify that the results produced by

this method can be considered as tight lower bounds to that produced by integer

programming based frameworks for most practical scenarios. We further perform a

parametric analysis to understand the dependence of cloudlet deployment cost on

various network parameters.

Original contributions of Chapter 4

• Developed a technique to reduce the total network deployment into a smaller

network unit to formulate a simple optimisation problem with a single TDM-

PON based FiWi branch using the network homogeneity assumption.

• Formulated a convex optimisation problem to minimise cloudlet installation

cost and showed that the primary latency constraint in the problem formula-

tion is non-convex but quasi-convex.

• Solved the formulated optimisation problems by applying the KKT conditions

on the Lagrangian functions and derive closed-form expressions for the cloudlet

deployment cost under some cases.

• Used some numerical techniques for other cases but proved that the results still

provide tight lower bounds on the optimal cost. In general, we derived lower

9



Chapter 1

bounds of the overall cloudlet deployment cost corresponding to the actual

network in a scalable manner.

• Validated our proposed method with extensive simulation and compared the

performance with the MINLP based framework proposed in Chapter 3 over

urban deployment area against 1 ms, 10 ms, and 100 ms target latency values

with split-ratio 1 : N , N ∈ {4, 8, 16}.

• Performed a detailed parametric analysis without any scalability issues and

illustrated the impact of different network parameters e.g., split ratio of TDM-

PON, population density and target QoS latency on the cloudlet deployment

cost over FiWi networks.

Chapter 5: Centralised and Decentralised Non-Cooperative

Load-Balancing Games among Neighboring Cloudlets

In this chapter, we investigate the load balancing problem among neighbouring

cloudlets. In a real deployment scenario, cloudlets from multiple service providers

coexist, and this creates a heterogeneous cloudlet environment, where cloudlet ser-

vice providers compete with each other over the same customer base. Thus, we for-

mulate the load balancing problem as economic and non-cooperative games among

multiple competitive cloudlets from same as well as different service providers under

the supervision of a neutral mediator. With this game formulation, each competing

cloudlet aims to maximise their utilities while achieving similar overall end-to-end la-

tency. In addition, this game formulation ensures the truthful revelation of private

information from the cloudlets through an incentive-compatible mechanism. Fur-

thermore, we propose a continuous-action reinforcement learning automata-based

algorithm, which allows each cloudlet to independently compute the Nash equi-

librium (NE) in a completely distributed cloudlet network. We critically study

the general convergence properties of the designed learning algorithm, scaffolding

our understanding of the underlying load balancing game for faster convergence.

Through extensive simulations, we study the impacts of exploration and exploita-

tion on learning accuracy.
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Original contributions of Chapter 5

• Formulated the load balancing problem among cloudlets from multiple service

providers as a novel economic and non-cooperative game and ensured that

each neighbouring cloudlet gets a scope to maximise its utility while meeting

the QoS latency requirements of mobile device users.

• Showed that the formulated load balancing game can enforce the competing

cloudlets to truthfully reveal their private information to a neutral mediator

through an incentive-compatible mechanism.

• Demonstrated that both overloaded and under-loaded cloudlets achieve a util-

ity greater than or equal to the utility without participating in the market

competition by participating in the market competition and strategically of-

floading a fraction of their total incoming job requests to their neighbouring

cloudlets according to the proposed NE strategy.

• Designed a distributed continuous-action reinforcement learning automata-

based algorithm such that neighbouring cloudlets can independently compute

the NE load balancing strategy, without exchanging any mutual control infor-

mation. In turn, improved the convergence rate of reinforcement learning by

scaffolding the properties of the underlying load balancing game.

Chapter 6: Edge-Artificial Intelligence for Human-to-Machine

Applications over Fibre-Wireless Access Networks

The recent research trends for achieving ultra-reliable and low-latency communica-

tion networks are largely driven by smart manufacturing and industrial Internet-of-

Things applications. Such applications are being realised through Tactile Internet

that allows users to control remote things and involve the bidirectional transmission

of video, audio, and haptic data. The term “haptics” refers to both “kinesthetic

perception”, i.e., forces, torques, position, and velocity experienced by the muscles,

joints, and tendons of the body and “tactile perception”, i.e., surface texture and

friction sensed by different types of mechanoreceptors in the skin [10]. However,
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the end-to-end propagation latency presents a stubborn bottleneck, which can be

alleviated by using various artificial intelligence-based application layer and network

layer prediction algorithms, e.g., forecasting and preempting haptic feedback trans-

mission. In this chapter, we study the experimental data on traffic characteristics of

control signals and haptic feedback samples obtained through virtual reality-based

human-to-machine teleoperation. Moreover, we propose the installation of edge-

intelligence servers between master and slave devices to implement the preemption

of haptic feedback from control signals. Harnessing virtual reality-based teleoper-

ation experiments, we further propose a two-stage artificial intelligence (AI)-based

module for forecasting haptic feedback samples. The first-stage unit is a super-

vised binary classifier that detects if haptic sample forecasting is necessary and the

second-stage unit is a reinforcement learning (RL) unit that ensures haptic feedback

samples are forecasted accurately when different types of material are present. Fur-

thermore, by evaluating analytical expressions, we show the feasibility of deploying

remote human-to-machine teleoperation over fibre backhaul by using our proposed

AI-based module, even under heavy traffic intensity.

Original contributions of Chapter 6

• Firstly, we study various statistical characteristics of the control and haptic

feedback data obtained from our virtual reality teleoperation experiments. We

create histograms for various test scenarios from the packet arrival timestamps

and successfully fit them with generalised Pareto distribution with optimal

parameters.

• Secondly, we propose a two-stage AI-based haptic sample forecast unit, known

as Event-driven HAptic feedback SAmple Forecast (EHASAF) unit. The first-

stage uses ANN to implement a supervised learning algorithm on control sig-

nals from virtual reality gloves to detect if forecasting of haptic feedback sam-

ples is necessary. We show that our designed artificial neural network-based

supervised learning algorithm can detect haptic feedback forecasting events

from our experimental control signal data with ∼ 99% accuracy.
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• Thirdly, we propose a second-stage RL unit that uses a linear reward-inaction

algorithm for run-time prediction of proper haptic feedback samples at every

iteration. Through numerical evaluation, we perform a sensitivity analysis of

the RL unit and investigate the impact of exploration and exploitation on the

accuracy of the RL unit. Our results indicate ∼ 92% accuracy for four different

haptic materials with 90% mutual correlation in haptic feedback samples.

• Finally, we present the closed-loop latency for data transmission between mas-

ter and slave devices over an optical fibre backhaul network against the overall

network traffic intensity. In this context, we show that the deployment of re-

mote human-to-machine teleoperation is infeasible for a 40 km master-slave

closed-loop network with more than 65% overall traffic intensity. However,

such deployment is possible by using our proposed EHASAF module with an

intermediate human-to-machine server.

Chapter 7: Conclusions and Future Directions

In this chapter, we make the concluding remarks with a summary of the research

works reported. Furthermore, in this chapter, we discuss potential future directions

of our research on cloudlet networks over FiWi access networks.

1.4 Publications

This section presents the journal and conference publications arising from the tech-

nical contributions described in the following chapters.

Publications arising from Chapter 3 of Thesis

Journals

• Sourav Mondal, Goutam Das, and Elaine Wong, “Cost-optimal Cloudlet

Placement Frameworks over Fibre-Wireless Access Networks for Low-latency

Applications,” Journal of Network and Computer Applications, vol. 138, pp.

27-38, 2019.
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Conferences

• Elaine Wong, Sourav Mondal, and Goutam Das, “Latency-aware Optimisa-

tion Framework for Cloudlet Placement,” in 2017 19th International Confer-

ence on Transparent Optical Networks (ICTON), Girona, July 2017.

• Sourav Mondal, Goutam Das, and Elaine Wong, “A Novel Cost optimization

Framework for Multi-Cloudlet Environment over Optical Access Networks,”

in 2017 IEEE Global Communications Conference (GLOBECOM), Singapore,

December 2017.

• Sourav Mondal, Goutam Das, and Elaine Wong, “CCOMPASSION: A Hy-

brid Cloudlet Placement Framework over Passive Optical Access Network,” in

IEEE Conference on Computer Communications (INFOCOM), Honolulu, HI,

USA, April 2018.

• Sourav Mondal, Goutam Das, and Elaine Wong, “Support of Low Latency

Applications through Hybrid Cost-Optimised Cloudlet Placement,” in 2018

20th International Conference on Transparent Optical Networks (ICTON),

Bucharest, July 2018.

Publications arising from Chapter 4 of Thesis

Journals

• Sourav Mondal, Goutam Das, and Elaine Wong, “An Analytical Cost-

Optimal Cloudlet Placement Framework over Fibre-Wireless Networks with

Quasi-Convex Latency Constraint.” Electronics, vol. 8, no. 4, 404, 2019.

• Sourav Mondal, Goutam Das, and Elaine Wong, “Efficient Cost-optimization

Frameworks for Hybrid Cloudlet Placement over Fibre-Wireless Networks,”

IEEE/OSA Journal of Optical Communications and Networking, vol. 11, no.

8, pp. 437-451, August 2019.
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Publications arising from Chapter 5 of Thesis

Journals

• Sourav Mondal, Goutam Das, and Elaine Wong, “Computation Offloading

in Optical Access Cloudlet Networks: A Game-Theoretic Approach,” IEEE

Communications Letters, vol. 22, no. 8, pp. 1564-1567, August 2018.

• Sourav Mondal, Goutam Das, and Elaine Wong, “A Game-Theoretic Ap-

proach for Non-cooperative Load Balancing among Competing Cloudlets,”

IEEE Open Journal of the Communications Society, vol. 1, pp. 226-241,

2020.

• Sourav Mondal, Goutam Das, and Elaine Wong, “Centralized and Decentral-

ized Non-Cooperative Load-Balancing Games among Competing Cloudlets,”

IEEE/ACM Transactions on Networking, April 2020. (under review)

Publications arising from Chapter 6 of Thesis

Journals

• Sourav Mondal, Lihua Ruan, Martin Maier, David Larrabeiti, Goutam Das,

and Elaine Wong, “Enabling Remote Human-to-Machine Applications with

AI-Enhanced Servers over Access Networks,” IEEE Open Journal of the Com-

munications Society, vol. 1, pp. 889-899, 2020.

Conferences

• Sourav Mondal, Lihua Ruan, and Elaine Wong, “Remote Human-to-Machine

Distance Emulation through AI-Enhanced Servers for Tactile Internet Appli-

cations,” in The Optical Networking and Communication Conference & Exhi-

bition (OFC), March 2020.

• Elaine Wong, Sourav Mondal, and Lihua Ruan, “Alleviating the Master-

Slave Distance Limitation in H2M Communications through Remote Environ-

ment Emulation,” in International Conference on Optical Network Design and

Modeling (ONDM), May 2020.

15



Chapter 1

Other related Publications

Conferences

• Lihua Ruan, Sourav Mondal, and Elaine Wong, “Machine Learning based

Bandwidth Prediction in Tactile Heterogeneous Access Networks,” in IEEE

INFOCOM 2018-IEEE Conference on Computer Communications Workshops

(INFOCOM WKSHPS), Honolulu, HI, USA, April 2018, pp. 1-2.

• Lihua Ruan, Sourav Mondal, and Elaine Wong, “Low-Latency Federated

Reinforcement Learning-Based Resource Allocation in Converged Access Net-

works,” in The Optical Networking and Communication Conference & Exhibi-

tion (OFC), March 2020.

16



Chapter 2

Literature Review

“Research is to see what everybody else has seen, and to think

what nobody else has thought.”

Albert Szent-Gyorgyi

2.1 Introduction

Over the past few years, the focus of Internet technologies has started to shift from

storage and distribution of large-scale data to ultra-low system latency with support

for context-awareness and mobility. This shift is motivated by the massive growth

of application-based service demands of smart mobile devices e.g., augmented re-

ality, on-line gaming, real-time environmental monitoring and Tactile Internet (TI)

applications. The TI finds enormous potential applications in the fields of the au-

tomation industry, autonomous driving, robotics and healthcare, just to name a few

[11]. These applications require end-to-end latency of the order of 1-100 ms or less,

extremely reliable telecommunication infrastructure for prompt exchange of control

messages and perseverance of security and privacy of the data [12].

However, it is observed that to execute such applications, lot of computational,

storage and battery resources are required, and mobile devices suffer from resource

poverty due to limited capacity for such resources. With mobile cloud computing,

mobile devices can offload their computational jobs to remote cloud servers to com-

pensate for computational resources as well as extend battery life, known as “cyber
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foraging” [13]. It is defined as a mechanism to augment the computational, stor-

age, and energy capabilities of mobile devices through the opportunistic discovery

of servers in the environment. However, there is a trade-off between the amount

of required computation and transmission latency. If the computation is large and

transmission time is reasonable, then the best decision for the mobile devices is to

offload, whereas if the computation amount is less and transmission time is more,

then it is better not to offload. For intermediate conditions, an optimal decision

needs to be taken depending on bandwidth and other network constraints [5]. In

the presence of IoT and other mobile devices, quick allocation of bandwidth re-

sources and prompt to-and-fro response time between edge devices and cloud server

will become highly essential. However, most often the round-trip-time (RTT) from

cloud servers becomes a bottleneck due to large geographic separation between the

edge devices in the access and cloud servers situated beyond core networks, which

leads to degradation of QoS and Quality of Experience (QoE). To overcome this hur-

dle, a new edge computing (EC) layer, sandwiched between access layer and cloud

computing layer is introduced and examples of a few recent such implementations

are the fog computing, the multi-access edge computing and the cloudlet computing

[14].

Mobile devices can access the cloudlet computing nodes through wireless access

technologies like long term evolution-advanced (LTE-A), wireless fidelity, millimetre

wave (mmWave), 5G new radio (NR), to name a few. Besides, popular optical access

technologies like TDM-PON and wavelength-division multiplexed passive optical

network (WDM-PON) and converged FiWi technologies like radio over fibre (RoF)

and radio and fibre (R&F), cloud radio access network (C-RAN) are also useful due

to their wide deployment coverage, low cost per bit, very high data transmission

bandwidth, efficient network virtualisation and network scalability [15]. The primary

topics reviewed in this chapter, that are relevant to this thesis, are summarised in Fig.

2.1. We firstly review some of the latest optical, wireless, and fibre-wireless access

technology standards. We then discuss the importance of cloudlets towards the

feasibility of low-latency applications. We also identify some of the primary research

problems with cloudlets and discuss some of the recent works done to address these
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Figure 2.1: An overview of the relevant topics reviewed in this chapter.

problems. Moreover, we discuss the characteristics and networking challenges of

recently evolved ultra-reliable and low-latency immersive TI applications.

The rest of this chapter is organised as follows. In Section 2.2, we discuss state-

of-the-art broadband access technologies and their key features. In Section 2.3, the

role of cloudlets in the practical deployment of low-latency applications. In Section

2.4, we briefly discuss some of the recent works done to address various research

challenges related to cloudlet deployment. In Section 2.5, we discuss the charac-

teristics of immersive TI applications, networking challenges and recent progress to

deploy such applications over the Internet.

2.2 State-of-the-Art Broadband Access Networks

The last mile user access networks can be broadly categorised into wired and wireless

access networks. In this section, we discuss the state-of-the-art wired and wireless

access technologies and their primary features. The digital subscriber line (DSL)

[16] and cable modem [17] are some of the very first generation wired broadband

access network technologies. In many countries, asymmetric DSL (ADSL) [18] and

very-high-speed DSL (VDSL) [19] are still being used to provide broadband access in

residential areas. Nonetheless, after the introduction of optical fibre communication

in the access network, the popularity of PON started to grow as it can provide a
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very high data rate and a much longer reach. In addition to this, wireless broadband

access technologies also came across a long way in the past few decades in terms of

their bandwidth efficiency. Furthermore, wireless technologies are able to support

the mobility of end-users and provide broadband access to remote areas where wired

access technologies are infeasible.

2.2.1 Passive Optical Access Networks

Any state-of-the-art PON architecture primarily consists of an optical line terminal

(OLT) at the service provider’s CO and several optical network units (ONUs) near

end users [20]. Any active element is not used in the optical path between the

CO and its corresponding OLTs. A typical architecture of a TDM-PON is shown

in Fig. 2.2. An OLT aggregates all optical signals from different service providers

subscribed by the ONUs into a single multiplexed wavelength. It acts as an interface

between PON and the backbone network. On the other hand, ONUs connect end-

user devices to the TDM-PON and provides optical to electrical signal conversion.

A passive splitter situated at the remote node (RN) splits the feeder fibre emanating

from OLT into several distribution fibre paths that terminate at an ONU placed near

customer premises. A standard splitter usually has a split ratio of 1:4, 1:8, 1:16,

1:32, 1:64, and so on. The number of ONUs connected to the OLT is dependent

on this ratio. The split-ratio of passive splitters indicates the bandwidth available

to each ONU and a higher split-ratio indicates lower bandwidth per ONU because

the same channel bandwidth is shared amongst more number of ONUs. Usually,

downlink signals follow a broadcast protocol, and encryption techniques are used

to prevent eavesdropping. Uplink signals from multiple ONUs are combined using

TDM access protocol such that each ONU transmits uplink data in its timeslot

and any data collision is avoided. Through dynamic bandwidth allocation (DBA)

protocols, the throughput of TDM-PONs can be further increased several times by

exploiting statistical multiplexing [21].

Based on the location of the optical end terminals, the fibre-based passive access

networks are termed as fibre-to-the-x (FTTx) architectures, e.g., FTTC, FTTB, and
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Figure 2.2: The basic network architecture of a TDM-PON.

FTTH, if the fibre is terminated at a curb, at a building, or house premises, respec-

tively. Thus far, many variations of PON such as TDM-PON, wavelength division

multiplexing (WDM) PON, orthogonal frequency division multiplexing (OFDM)

PON, sub-carrier multiplexing (SCM), and code division multiplexing (CDM) PON

are introduced [22]. Although TDM-PON and WDM-PON are equally suitable

for practical deployment [23], TDM-PON gained became more popular to service

providers due to its cost-effectiveness and ability to support higher bandwidth [24].

Therefore, we primarily consider TDM-PON for our work in this thesis. For up-

link and downlink data transmissions in a TDM-PON, two distinct wavelengths are

used. The currently deployed TDM-PON standards include ATM-PON (APON),

Broadband PON (BPON), Ethernet PON (EPON), Gigabit PON (GPON), 10G-

EPON, and Next-generation PON (NG-PON) that provide different data rates, e.g.,

asymmetric 10G-PON (XG-PON1) has 10 Gbps downlink and 2.5 Gbps uplink, but

symmetric 10G-PON (XG-PON2) has both 10 Gbps downlink and uplink. The net-

work architectures of APON/BPON, GPON, and NG-PON were standardised by

the Full Service Access Network (FSAN), an affiliation of network operators and

telecom vendors [25]. The EPON and 10G-EPON are standardised by the Institute

of Electrical and Electronics Engineers (IEEE) 802 study group [26].
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2.2.2 Wireless Access Networks

Till date, various wireless access technologies are also developed by IEEE and the

Third Generation Partnership Project (3GPP). A typical wireless access network

architecture is shown in Fig. 2.3. Wireless device users connect to the access net-

work through the wireless base stations (BSs), which are connected to the wireless

core network through a backhaul or fronthaul network. The wireless core network

can provide connectivity with other networks through gateways. It also consists of

management entities that are responsible for managing wireless users connected to

the network. Next, we briefly discuss the key features of some recent state-of-the-art

wireless broadband access network technologies.

Long Term Evolution (LTE) and LTE-Advanced (LTE-A)

LTE was first proposed by NTT-Docomo Japan in 2004 and it is an all-IP based

network [27]. The core network of LTE is known as the evolved packet core (EPC),

which is designed to replace the GPRS Core Network, consists of packet gateways

and a mobility management entity. The wireless devices to access the network is

known as user equipment (UE) and the BSs are known as evolved-nodeBs (eNBs)

[28]. The eNBs allocate radio resources for the UEs and grant them access to the

core network. The eNBs and the EPC are also connected through an interface known

as S1 interface. Moreover, the neighbouring eNBs are connected via a new interface

Figure 2.3: The basic network architecture of a wireless access network.
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known as X2. The OFDM multiple access technology is used in the downlink and

the single-carrier frequency division multiple access (SC-FDMA) technology is used

in the uplink of the LTE network [29]. The LTE networks are expected to provide a

downlink peak rate of 300 Mbps, an uplink peak rate of 75 Mbps, and QoS provisions

that permit a transfer latency of less than 5 ms. In addition to this, LTE can

manage fast-moving mobile devices with seamless handovers for both voice and

data, supports scalable carrier bandwidth within 1.4 MHz to 20 MHz, and supports

both frequency division duplexing and time-division duplexing [30].

Nonetheless, LTE could not successfully meet all the requirements of 4G stan-

dard such as a peak data rate of 1 Gbps and hence, was called 3.9G (beyond 3G

but pre-4G). Therefore, an evolved standard known as LTE-A is proposed that

supports coordinated multi-point (CoMP) data transmission and reception, 2 × 2

MIMO, scalable bandwidth from 20 MHz to 100 MHz, carrier aggregation (CA) of

the contiguous and non-contiguous spectrum, hybrid OFDMA and SC-FDMA in the

uplink, cognitive radio, to name a few. The CA functionality helps to make better

use of existing multi-antenna techniques (MIMO) and support for relay nodes [31].

This advanced standard is expected to provide a downlink peak rate of 1 Gbps, an

uplink peak rate of 500 Mbps, and at least 3 times greater spectrum efficiency than

LTE. With the CA functionality, many service providers that do not have sufficient

contiguous spectrum to support the required bandwidths for the very high data

rates can utilise multiple channels from either in the same bands or different areas

of the spectrum. Another functionality is LTE relaying, that enables signals to be

forwarded by remote stations from the main base station for coverage improvement.

The CoMP functionality introduces several techniques for dynamic coordination of

data transmission and reception between a UE and a variety of different base stations

to increase the overall utilisation of the network. Furthermore, LTE device-to-device

(D2D) functionality is also introduced, particularly for the enabling fast swift direct

communication for emergency services [32].
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Wireless Fidelity (WiFi)

WiFi is a very popular wireless local area network (WLAN) technology from the

IEEE 802.11 family of standards. Initially, WiFi was introduced to facilitate wireless

access only in private environments, e.g., in a house or an office. However, now it is

also being used in many public places to provide broadband access [33]. Note that

these WiFi nodes are needed to be supported by wired or wireless backhaul/fronthaul

networks. It is interesting to note that despite a shorter reach of the WiFi network

compared to LTE and LTE-A networks, it is identified as a very cost-efficient solution

to provide high bandwidth support to end-users [34]. Usually, an indoor WiFi access

point (or hotspot) has a range of about 20 metres, whereas some modern access

points that are used for outdoors, are capable of covering up to 150-metre. The

classical 802.11 protocol was designed to support a maximum data rate of 2 Mbps for

2.4 GHz WiFi with frequency-hopping spread spectrum (FHSS) and direct sequence

spread spectrum (DSSS) modulation techniques. Followed by 802.11a and 802.11b

standards are published that operate on 5 GHz and 2.4 GHz bands, respectively.

Note that 802.11a protocol is OFDM based with 54 Mbps maximum data rate

and 802.11b provides 11 Mbps maximum data rate. Finally, in 802.11g protocol

is published that has similar functionality as 802.11a but operates at 2.4 GHz band

[35]. Nonetheless, along with several advantages, one major disadvantage of WiFi

is that it is potentially more vulnerable to cyber-attacks than wired networks. The

reason behind this is that any malicious user within range of a WiFi can attempt to

access the network with a wireless network interface controller [36].

Millimeter Wave (mmWave)

Currently, the 4G network spectrum is spanned from 600 MHz to 3 GHz, but studies

show that this spectrum is insufficient to meet the 5G QoS requirements. Therefore,

millimetre wave (mmWave) bands ranging from 30 to 300 GHz, started to gain sig-

nificant research interest recently because of extremely wide available bandwidths

[37]. However, this entire band is not equally useful, because severe signal attenua-

tion is observed in the 60 GHz, 120 GHz, 180 GHz bands. Only a few special bands
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like 35 GHz, 94 GHz, 140 GHz, and 220 GHz are most commonly chosen as they ex-

perience lesser attenuation [38]. The mmWave technology facilitates large antenna

arrays to be packed in small physical dimension due to their short wavelengths and

narrow beams. Recently IEEE designed 802.11ad protocol at the 60 GHz carrier fre-

quency band. It can support a maximum data rate of 4.6-7 Gbps, depending on the

data modulation format used [39]. This protocol can stream high definition audio

and video data but within a much shorter range than WiFi. Furthermore, mmWave

channels of 28 GHz, 38 GHz, 60 GHz, and 73 GHz with line-of-sight (LOS) and

non-line-of-sight (NLOS) transmissions are designed for both indoor and outdoor

environments [40].

5G New Radio (NR)

Some of the latest usage scenarios defined for 5G wireless systems are Enhanced Mo-

bile Broadband (eMBB), Ultra-Reliable Low Latency Communications (uRLLC),

and Massive Machine Type Communications (mMTC) [41]. The eMBB in 5G can

be considered as an evolution from 4G LTE standard, with faster connections, higher

throughput, and more capacity. The uRLLC is proposed to support mission-critical

applications that require seamless, reliable, and robust data exchange over the net-

work. The mMTC is designed to connect a large number of low power, low-cost

devices to the Internet for high scalability and increased battery lifetime over a wide

area. Recently, 3GPP has standardised several latency-reducing and reliability-

enhancing features especially to address uRLLC services through 5G New Radio

(NR) radio interface [42]. Similar to 3GPP LTE standard, OFDM waveform is used

in NR system also, but NR provides more flexible numerology as different sub-carrier

spacings are used for signal generation, thus leading to OFDM symbols of different

lengths. In LTE, the OFDM sub-carrier spacing is 15 kHz whereas a sub-carrier

spacing of 120 kHz is used in NR. Thus, a 14-symbol transmission slot is very easily

reduced from 1 ms to 125 µs. Moreover, mini-slots are introduced for uRLLC traffic

to use even shorter time slots and preemption of other ongoing traffic is also allowed

for uRLLC traffic to reduce queueing latency at the transmitter. It is also observed
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Figure 2.4: The basic network architecture of a fibre-wireless access network.

that depending on the user configuration, the lowest achievable one-way transmis-

sion latencies that can be guaranteed with high reliability over the NR radio access

network range from sub-millisecond level to a few milliseconds [11]. Different NR

configurations also lead to different spectral efficiencies and coverage levels of the

access network [43]. The NR usually includes lower frequencies (FR1), below 6 GHz,

as well as higher frequencies (FR2), above 24 GHz.

2.2.3 Fibre-Wireless Converged Access Networks

FiWi networks combine the capacity of optical fibre networks with the ubiquity

and mobility of wireless networks to provide a diverse platform for emerging future

network applications [44]. A typical fibre-wireless access network architecture is

shown in Fig. 2.4. In RoF networks, optical fibre is used as an analog transmission

medium between a CO and wireless access points (WAPs) associated with ONUs,

and a central BS controls the access to both optical and wireless channels. The pri-

mary advantages of using fibre optical links over all-electrical signal transmission are

lower transmission losses and lower noise and electromagnetic interference. On the

other hand, in R&F networks, access to optical and wireless channels are controlled

separately at their interface. We provide a brief review on the recent developments

of RoF and R&F technology standards as follows.
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Radio over fibre (RoF) Networks

In RoF networks, mainly two types of data transmission systems are used, e.g., radio

frequency (RF)-over-fibre and intermediate frequency (IF)-over-fibre, depending on

the range of frequency of the radio signals. In RF-over-fibre systems, the high RF

signals are directly generated in the optical domain for distribution to BSs, where

optical-to-electrical conversion is performed. Therefore, frequency up-down conver-

sions at wireless BSs are avoided and simple, cost-effective implementation is possible

[45]. However, in IF-over-fibre systems, IF radio signals are used for modulating op-

tical signals for transmission through optical links and converted to electrical signals

at the BS for radio transmission. Modulation of the optical signals are performed by

techniques like four-wave mixing in a highly nonlinear dispersion-shifted fibre (HNL-

DSF), cross-phase modulation in a nonlinear optical loop mirror in conjunction with

a straight pass in HNL-DSF, or all-optical up-conversion employing cross-absorption

modulation in an electro-absorption modulator [46]. Nonetheless, external intensity

and phase modulation schemes are the most practical solutions due to low cost,

simplicity, and long-distance transmission performance.

Radio and fibre (R&F) Networks

In R&F based FiWi networks, cascaded TDM IEEE 802.3ah EPON, IEEE 802.3av

10G-EPON or WDM-PON are used for backhaul and IEEE 802.11 a/b/g/n/s WLAN

mesh frontend is used [47]. In the optical network segment, directly modulated ex-

ternal cavity lasers, multi-section distributed feedback (DFB)/ distributed Bragg

reflector (DBR) lasers, and tunable vertical-cavity surface-emitting laser (VCSEL)

is used for data transmission units. Tunable receivers are realised by using a tunable

optical filter and a broadband photo-diode. Moreover, colourless ONUs based on

reflective semiconductor optical amplifiers (RSOAs), which remotely modulate cen-

tralised optical signals, burst-mode laser drivers and burst-mode receivers are also

used with high sensitivity, wide dynamic range, and fast time response to arriving

data bursts.
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Cloud-Radio Access Network (C-RAN)

The C-RAN was first introduced by China Mobile Research Institute in April 2010,

which is a centralised, cloud computing-based wireless network architecture that

supports 2G, 3G, 4G and all future wireless communication standards [48]. C-RAN

has an evolved network architecture that takes advantages from several recently

developed wireless, optical, and IT communication systems, e.g., mmWave, coarse

or dense wavelength-division multiplexing (CWDM/DWDM) technology, to name

a few. It also integrates the latest data centre technologies to facilitate a low cost,

high reliability, low latency and high bandwidth interconnected network with the

base-band unit (BBU) pool. In C-RAN, several remote radio heads (RRHs) are

connected to a centralised BBU pool and the maximum allowed distance is 20 km

in fibre link for 4G (LTE/LTE-A), and (40 km 80 km) for 3G wideband code di-

vision multiple access or time division synchronous code division multiple access

(WCDMA/TD-SCDMA) and 2G global system for mobile communication or code

division multiple access (GSM/CDMA) standards. Neighbouring BBUs can com-

municate with each other with a very high data rate (≥ 10 Gbps) and low latency

(∼ 10 µs) communication link [49]. This is a very important advantage of C-RAN

as it can implement LTE-Advanced features such as CoMP with very low latency

among multiple RRHs. It is also interesting to note that C-RAN utilises open plat-

forms and real-time virtualisation with the aid of cloud/edge computing to achieve

dynamic shared resource allocation for supporting a multi-vendor environment [50].

2.3 Cloudlets for Low-latency Applications

A cloudlet is expected to provide all the basic functionalities provided by a cloud

server. The cloud computing paradigm can be summarised as a layered “everything

as a service” (XaaS) architecture, consisting of the following layers: (a) Software as

a Service (SaaS): The end-users can run all applications directly on a cloud server

by using this layer, (b) Platform as a Service (PaaS): The PaaS layer provides an

application or development platform on which end-users can create SaaS applica-

tions/services, (c) Infrastructure as a Service (IaaS): The underlying resource on
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which PaaS/SaaS rely on, i.e. storage, computing and networking, are provided by

this lowest level. The five essential characteristics of the cloud computing are viz.,

on-demand self-service, broad network access, resource pooling, rapid elasticity and

measured service; the service models are SaaS, PaaS and IaaS; and the deployment

models are private cloud, community cloud, public cloud and hybrid cloud [6].

Recently, Akamai launched five cloudlet solutions which are located at the net-

work edge and are capable of executing different function modules [51]. The edge

redirector cloudlet provided services enable redirecting uniform resource locator

(URL) requests so that these requests need not access the origin data centre ev-

ery time to retrieve the new uniform resource locator URL, which saves the RTT to

a great extent. The visitor prioritisation cloudlet enables the cloudlets to maintain

a visitor prioritisation. All the visitors are routed to the application server directly

when the visitor traffic to the application server is normal. The image converter

cloudlet enables the service provider to append application programming interface

(API) commands to image URLs. The images can be dynamically manipulated on

the cloudlet through the API commands. The Forward Rewrite Cloudlet helps the

service providers to improve the user experience by showing the desired URL in the

visitors address bars while delivering the web content from the original URL. With

IP/geo access cloudlet, access control service is provided to cloudlet for easy-to-

manage white-list and black-list according to the IP address or geographic location.

In the next subsections, we briefly discuss the system requirements for low-latency

applications and the role of cloudlets in their deployment.

2.3.1 Cloudlets to Overcome Latency Bottlenecks

Long before the proposal of cloudlets by a team of researchers led by M. Satya-

narayanan, researchers were studying the impact of distance on end-user experience

latency-sensitive applications. The authors of [52] made such studies with transient

display applications. Both remote cloud and single-hop cloudlets were used to of-

fload computational tasks in their experiment. A typical cloudlet can be imagined as

a commercial personal computer or workstation on which a customised virtual ma-

chine (VM) is running. Through experimental results, the authors of [53] confirmed
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through quantitative evidence that execution of the offloaded task by a nearby com-

puter is always more latency efficient over a distant server for five example applica-

tions, e.g., face recognition (FACE), speech recognition (SPEECH), object and pose

identification (OBJECT), mobile augmented reality (AUGREAL), physical simula-

tion and rendering (FLUID). Amazon EC2 service provided data centres located in

Virginia, Oregon, Ireland and Singapore were used. A cloudlet equivalent machine

“1-WiFi” was installed at their university campus in Pittsburgh, PA and purpose-

fully a machine, relatively slower than Amazon data centres were installed. Still,

they observed a better latency-efficient performance from 1-WiFi in most of the

cases, e.g., an augmented reality application when executed on a nearby cloudlet,

experiences a response time up to 100 ms while the same application experiences

800 ms when running on a distant Amazon EC2 server. Such experiments motivated

researchers in concretising the idea of edge computing servers like cloudlets that can

facilitate low-latency applications over the Internet by overcoming the latency bot-

tleneck.

In addition, the performance of cloudlets can be improved in several ways by

studying and improving different metrics. The authors of [54] examined the cloudlet

access probability, task success rate and task execution speed to evaluate their im-

pact on the performances of mobile users. The authors of [55] focused on improving

the overall performance of cloudlet systems by the accelerating the “dynamic VM

synthesis” process on cloudlets. They proposed a novel just-in-time method that

provisions a cloudlet with a non-trivial VM image in 10 seconds. The basic ap-

proach for dynamic VM synthesis is explained as follows:

• The VM image used for offloading is referred to as a “launch VM” and it is

created by installing the relevant software into a “base VM”.

• The compressed binary difference between the base VM image and the launch

VM image is known as a “VM overlay”. This idea of the binary difference

between VM images is used to reduce storage and network transfer costs.
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• During execution, dynamic VM synthesis reverses the process of overlay cre-

ation. Typically a mobile device offloads the VM overlay to a cloudlet that

already contains the corresponding base VM.

• The cloudlet decompresses the overlay and by applying it to the base VM,

derives the launch VM to create a VM instance from it.

• After this, the mobile device can start periodic offloading operations on this in-

stance. When the session ends, the instance is also destroyed, but the cloudlet

can preserve the launch VM for future use.

It is interesting to note that the cloudlet and mobile device can have different

hardware architectures and no restrictions are imposed on a guest operating system

of the base VM, i.e., they can work with both Linux and Windows. The authors of

[56] presented a new concept “offload shaping” that reduces the offloaded workload

for the mobile devices. This technique helps to reduce the resource demand of mobile

devices very much significantly, without losing any application-level fidelity. The

authors of [57] further demonstrated that by adopting efficient VM provisioning

algorithms viz., optimised VM synthesis, application virtualisation, cached VM,

cloudlet push and on-demand VM provisioning, the computation latency can be

reduced to a great extent for tactile applications.

2.4 Research Challenges with Cloudlets

Note that cloudlet computing systems are essentially distributed computing systems,

and in any distributed computational networked system, placement of computational

nodes over a network, job request allocation from end-user devices to computational

nodes, and load balancing among neighbouring computational nodes are fundamen-

tal research problems. Primarily, centralised and decentralised control models are

used in the existing literature to address these problems [58]. A common objective

function and a series of constraints are formulated in centralised optimisation method

based models to determine the optimal solution. These models can provide quick

and efficient solutions to the problem, but they are hard to implement over a large
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Figure 2.5: Primary research problems with cloudlet computing networks.

geographically spanned or heterogeneous network. On the contrary, in decentralised

control models, all distributed nodes exchange their local control information among

themselves and determine the optimal solution without any central controller node.

Although for large networks such models are more robust, they cause inefficient

sharing of control messages and computational burden on the network. In Fig. 2.5,

we summarise the research problems related to cloudlet computing networks and in

the following subsections, we briefly review some recent works done on networking

problems with cloudlets.

2.4.1 Cloudlet Placement over Access Networks

The authors of [59–61] proposed computation offloading frameworks for energy sav-

ing in edge devices, assuming that cloudlets are already deployed over access net-

works. However, usually, the user distribution under a typical wireless network de-

ployment is very complicated. Also, in crowded areas cloudlets can be accessed by a

large number of mobile users, whereas in sparsely populated areas only a few users

will intend to access cloudlets. Thus, optimal placement of cloudlets over wireless ac-

cess networks and placement of an optimal number of VMs in cloudlets appeared to

be essential research problems to several researchers, because these aspects improve

the cloudlet resource utilisation significantly [62]. The authors of [63, 64] proposed

an edge-cloud network design framework that determines where to install cloudlet

facilities among available sites. In [65–67], the authors studied the cloudlet place-

ment problem over a large-scale wireless metropolitan area network (WMAN) with
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many wireless access points and formulated an integer linear programming (ILP).

The authors also proposed heuristic algorithms with guaranteed approximation ratio

to solve the ILP. The authors of [68] proposed an optimisation framework, known as

the Cost Aware cloudlet PlAcement in moBiLe Edge computing strategy (CAPA-

BLE), to minimise the cloudlet deployment cost against the end-to-end latency. In

[69], the authors proposed a profit maximisation framework, PRofIt Maximisation

Avatar pLacement (PRIMAL), that minimises the cost of VM avatar migration sub-

ject to the migration gain, i.e., reduction of the end-to-end latency. In addition, the

authors of [70, 71] identified that optical access networks can be useful in the next

few decades to support edge computing technologies. In [72], the authors studied

the performance of centralised and decentralised bandwidth allocation algorithms in

a long-reach optical access network to investigate the feasibility of computation of-

floading to edge-computing servers and develop an analytical framework to validate

against simulated results.

2.4.2 Job Request Allocation to Cloudlets

Note that cloudlets are placed over an access network, depending on the average

or maximum mobile user density. However, due to the mobility of mobile devices,

cloudlets at different parts of the network become overloaded and under-loaded at

different times. Thus, assigning job requests to the most suitable cloudlets is the

next important research challenge. In addition to the heuristic for cloudlet place-

ment ILP, the authors of [65, 66] devised online algorithms to dynamically allocate

job requests from mobile devices to different cloudlets. The authors of [63, 64] also

proposed heuristics to assign sets of access points to cloudlets that supports VM

orchestration as well as satisfies service-level agreements. The authors [68] designed

a job allocation scheme for minimising the end-to-end latency of user requests by

assigning the job requests from each region to suitable cloudlets. The authors of

[73] proposed a linear programming solution for computation offloading by consid-

ering the QoS requirements of mobile users while maximising the revenue of service

providers. In [74, 75], the authors developed non-cooperative game-theoretic models

for computation offloading among mobile devices to mobile cloudlet servers, proved
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the existence of the Nash equilibrium (NE) of the formulated games, and provided

polynomial-time algorithms for computing NE solutions. Moreover, the authors of

[76] proposed another computation offloading non-cooperative game among multiple

mobile users and computed the NE of the game by showing it as an exact potential

game. They further proposed a reinforcement learning-based algorithm to compute

the NE solution. The authors of [77] proposed a price-based distributed computa-

tion offloading framework, formulating a Stackelberg game to model the interaction

among edge cloud and mobile users. In this game formulation, the edge cloud de-

mands a price to maximise its revenue subject to its computational resources.

2.4.3 Load Balancing Among Cloudlets

Load balancing among edge computing nodes such as cloudlets is a major research

issue and some researchers recently proposed load balancing models based on opti-

misation and game-theoretical methods. The authors of [78] compared the latency

performance of three load balancing systems through closed-form expressions, i.e., no

sharing, random sharing, and less loaded sharing with different degrees of coopera-

tion between neighbouring cloudlets. A centralised problem of latency minimisation

is formulated by the authors of [79] and proposed a network-flow based heuristic algo-

rithm for solving it. Recently, there is a growing interest in applying cooperative and

non-cooperative game-theoretical models to various network-related issues, as game

theory offers many effective tools for evaluating and researching the relationship

between distributed agents in conflict and cooperation [80]. Furthermore, reinforce-

ment learning algorithms also seem to be a valuable approach to solving load balance

problems but can present different complexity and convergence issues in real-time

[81]. The authors of [82] proposed a cooperative load balancing scheme where under-

loaded cloudlets coordinate with their neighbouring overloaded cloudlets to reduce

their blocking probability and processing latency. The authors of [83] proposed a

distributed non-cooperative load balancing game in small cell networks among the

neighbouring cloudlets, and compared its findings with a centralised load balancing

system that leverage the Lyapunov-drift technique to maximise the long-term sys-

tem performance. By identifying the estimated latency as the dis-utility function of
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every cloudlet, the authors of [84] devised a non-cooperative load balancing game

where cloudlets try to minimise its disutility and proposed an iterative proximal

algorithm to compute the NE solution. In this framework, none of the cloudlets is

allowed to offload until their incoming job requests reach a certain threshold.

2.5 Edge-Intelligence for Ultra-reliable and Low-

latency Communications

The recent advent of the Tactile Internet (TI) [11], with an intention to provide ultra-

low latency and ultra-high reliability communications, has shifted the traditional

content-oriented communication to control-oriented communication. In general, the

low-latency applications demand much more stringent end-to-end latency and more

network bandwidth than conventional audio and video applications [85]. For some of

the typical low-latency applications, an end-to-end latency of 1 ms with a packet loss

rate of ≤ 10−2 is required [11]. In factory automation applications, where real-time

control of machines are involved, a highly reliable communication link with end-to-

end latency between 0.25 ms to 10 ms with a packet loss rate of 10−9 is required

[86]. In intelligent transportation systems (ITS), different services like autonomous

driving, road safety, and traffic efficiency services are involved with different latency

requirements. Overall, an end-to-end latency of 10 ms to 100 ms is required with a

packet loss rate of 10−3 to 10−5 [87]. In future, for handling several dangerous areas

in construction and maintenance sectors, remote-controlled robots and telepresence

Table 2.1: Typical end-to-end latency and data rate requirements of some
recent low-latency applications

Application Latency Data rate
Factory automation 0.25-10 ms 1 Mbps
Intelligent transportation systems 10-100 ms 10-700 Mbps
Robotics and Telepresence 1 ms 100 Mbps
Virtual/Augmented Reality 1 ms 1 Gbps
Health care 1 ms 100 Mbps
Online gaming 1 ms 1 Gbps
Education 5-10 ms 1 Gbps
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applications will be highly useful with a real-time synchronous visual-haptic feedback

mechanism. However, to facilitate such applications, a high reliability/availability

communication system is required that guarantees a system response time less than

a few milliseconds including all network latencies [88]. Similarly, for virtual real-

ity (VR) and augmented reality (AR) applications, where remote manipulation of

objects in virtual or users field of view environments are performed, an end-to-end

latency of 1 ms is required [89]. Recently, in the health care sector, applications

like telediagnosis, telesurgery, and telerehabilitation started gaining popularity that

requires an RTT latency of 1-10 ms and a highly-reliable data transmission link

[11]. For immersive online gaming experience also, an end-to-end latency of 1 ms is

required and latency of more than 30-50 ms usually results in cyber-sickness to users

[85]. These low-latency applications are also very much useful in the education sec-

tor where remote training and interactive teaching is possible through multi-modal

human-machine interfaces that perceive visual, auditory, and haptic information. A

summary of end-to-end latency and data rate requirements of the above mentioned

low-latency applications is outlined in Table 2.1.

2.5.1 Haptic Communications for Tactile Internet

In addition to delivering human intelligence, the human-to-machine (H2M) appli-

cations pave the path for the remote distribution of human expertise digitally, thus

inaugurating “Internet of skills” [90]. For the realisation of such latency-sensitive

and mission-critical H2M applications, TI appears to be highly relevant which in-

volves a tight integration of control mechanisms with communication systems [91].

According to the H2M paradigm, human multi-sensory information must be shared

for contact and connectivity with the remote world. A haptic communication sys-

tem provides this platform for the H2M applications, by exchanging kinesthetic and

tactile information, and the possibility of transmitting distant physical experiences

globally. The human haptic feedback system actively processes both kinesthetic and

tactile sensations. These two haptic sub-modalities are interpreted through different

sensing pathways [92]. The feedback to the haptic codecs may be generated in one

mode or the other, or both, depending on the situation for Tactile Internet use or
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the device scenario. Note that these two modalities are also regarded separately

concerning haptic technologies because separate principles of sensing and actuation

apply. Nevertheless, for a human user, all forms of information are combined into

a joint touch impression. In the following, we discuss the importance of kinesthetic

and tactile information exchange in a few H2M applications.

(i) Kinesthetic feedback in bi-lateral teleoperation: Bilateral teleoperation

with kinesthetic feedback is a classical example that involves the exchange of

kinesthetic information, e.g., telemaintenance and telesurgery. In these ap-

plications, a human user is usually connected to a kinesthetic input/output

device. A remote teleoperator is a robotic arm at a distant or dangerous envi-

ronment with force sensors, a video camera, a microphone and some operating

tools. It is observed that instead of considering the kinesthetic sub-modality

only, better user experience can be obtained through the combination of kines-

thetic and tactile feedback [93]. Furthermore, object surface properties can be

remotely perceived better by a combination of low-frequency kinesthetic force

feedback, high-frequency tactile signals, and thermal feedback [94].

(ii) Tactile feedback in e-commerce: Presenting object surface properties on

touch screens helps innovative online-shopping implementations, which is called

T-Commerce. Nonetheless, a high-fidelity T-Commerce scenario involves extra

efforts in the collection, delivery, and display of product data. To provide users

with high quality and detailed remote touch experience, there should be a full

description of the entity that contains all applicable kinesthetic and tactile

properties. Ideally, users should not be able to distinguish between feeling the

actual object physically and through the online interface offered [95].

(iii) Tactile feedback in telepresence: Telepresence technologies of today (e.g.,

video conferencing or video chat) share high quality audio and video between

two or more users. Although these devices satisfy, at least partly, the goal of

immersing a user into a distant space and creating a certain degree of pres-

ence, they lack the opportunity to share contact sensations during interactions.
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Therefore, if the consumers are fitted with tactile actuators, tactile feedback

sensations like vibro-tactile stimuli can also be given [95].

(iv) Kinesthetic and Tactile feedback enhanced virtual reality: During the

initial stages of deployment, VR systems only displayed users’ visual and au-

ditory information. However, the most natural reaction of users in a VR is an

attempt to grasp and interact with objects. In recent years a significant num-

ber of wearable haptic technologies have introduced to facilitate such features

[96]. Although, such systems to incorporate kinesthetic and tactile feedback

typically lack the compatibility with a lightweight device.

2.5.1.1 Characteristics of Human Tactile Perception

The authors of [97] and [98] described six different types of exploration patters that

humans typically use to identify unknown objects. After the encounter with objects,

its enclosure and contour reveal spatial information regarding the shape of the object

and its coarse contour characteristics. Moreover, to measure the weight of objects,

humans lift items. A static contact is used by the bare finger to define the thermal

conductance. Pressing on the content exposes details about its rigidity. Finally,

random sliding motions require the perception of the fine roughness and the friction

properties of the surface of the material, often referred to as haptic texture.

The authors in [99] have defined five main tactile dimensions, based on the as-

sessment of the adjectives used to define tactile information in previous studies.

During sliding movements, friction between a bare finger and a surface causes the

person to apply a specific lateral force [100]. Components of the friction models

are usually the surface-specific force to break the adhesion with it, or the resis-

tance needed to slip the bare finger [101]. Hardness perception results from specific

exploration patterns such as tapping on an object surface, pinching an object, or

pressing on the surface [102]. The thermal receptors in the human skin sense tem-

perature conductivity [98]. The balance of ambient temperature and a material’s

thermal conductivity defines whether is experienced as warm or cold to the direct

touch [95]. The thermal receptor response range lies between 5-45 oC. The duplex

nature of roughness [95], consisting of microscopic and macroscopic roughness, has
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been described and confirmed in works like [98] and is based on the presence of

different mechanoreceptors in the human skin. Microscopic roughness, also known

as fine roughness, results from high-frequency vibrations during active surface-tool

or surface-finger sliding motions. Vibrations between 40 and 400 Hz are perceived

by the Pacinian corpuscles, also known as FA2 receptors [95].

2.5.1.2 Collection and Presentation of Tactile Information

The first step toward the realisation of TI applications is to collect appropriate

tactile information. With each of the five main tactile dimensions, we list potential

sensing and actuation rules in the following.

(i) Friction involves normal and tangential contact forces (Coulomb friction model)

[103] and is typically measured by using 3 degree-of-freedom (DoF) force sen-

sors, or by the motor current needed to drag a linear stage [101], or as a

combination of force-sensitive resistors [104].

(ii) Hardness is commonly defined as spring stiffness following Hooke’s law [105]

and can be expressed using force sensor values divided by the indentation

depth measurements. Besides, it was found that acceleration signals help to

reflect hardness as high-frequency components of tappings [106]. The authors

of [107] have verified that these high-frequency tapping transients reported by

the accelerometer can accurately reflect the dynamic portion of the material

hardness and can be used for haptic display using vibrotactile actuators as

well.

(iii) Warmth can be measured using thermistors [101] or non-destructive thermal

camera-based infrared images [108, 109]. Note that thermal sensing of any

system requires pre-heating of the object’s surface, e.g. using a laser, to deter-

mine the temporal dissipation of thermal energy [108]. If a fluid is part of the

sensing system, the thermal conductivity can be determined directly without

the surface heating beforehand [101].

(iv) The research in [104, 110, 111] on macroscopic roughness used a laser scan-

ner or an infrared reflective sensor to detect objects’ surface texture during
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non-contact scans. Height profiles are then produced to simulate the coarsely

structural detail. Most recently, authors of [112] proposed stereoscopy-based

approaches to the assessment of material surface structures.

(v) To capture microscopic roughness, conventional haptic rendering algorithms

and tools can not produce high-fidelity reproductions of finger-surface inter-

actions [113]. The motor drive circuitry as well as the device’s inertia and

stability, hinder their ability to accurately replicate high-frequency vibrations.

As a result, the simulated surface projection also does not have haptic feed-

back, and instead feels flat and slick. Although collecting gradually shifting

data, such as temperature and pressure, is often simple, accurate monitoring

of high-frequency vibrations is a more difficult challenge as such signals are

highly dependent on scanning force and scan speed [114].

It is possible to use multiple tactile interface systems to convey tactile informa-

tion to human users and three major emerging developments are focused on vibro-

tactile, ultrasonic and electrostatic actuation. Vibro-tactile actuators, available in

different design modes such as voice coil actuators, eccentric mass motors, piezo-

ceramic actuators or [115, 116] tactile pattern displays. Voice coil actuators are

most commonly used to replicate high-frequency mechanical sounds within a range

of 50 Hz to 1 kHz. During the surface activity, different tips of 3D printed steel

tools can be used to capture vibrotactile data. The recorded signals are processed

for further use, e.g. for implementation of compression systems, and then presented

on the attached vibrotactile actuator for subjective assessment of the reported data

trail, or objective test measurements using another acceleration sensor [95].

2.5.2 Challenges for Haptic Communication over Internet

In TI applications like teleoperation, telemanipulation, and telesurgery with haptic

communication systems, visual and audio feedback are also required to be provided

to the master subsystem from the slave subsystem. Thus, a very high packet rate is

needed for making these applications feasible over the Internet. Therefore, Packet

loss and variable latency present major challenges related to the management and

synchronisation of the data streams as summarised below:
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Demand for large network bandwidth

Haptic sensor readings from kinesthetic devices are normally sampled, packed and

transmitted at a rate of 1 kHz or higher to maintain system reliability and trans-

parency [117]. In order to demonstrate the balance between the sampling rate, the

overall stiffening rate is seen and the damping of a system, the authors of [118–120]

performed stability analysis. A working teleoperation device with lower levels of

sampling may somehow continue to work and an operator can somehow do a job.

However, the average stiffness shown is lower than that of the higher sampled rate,

but it retains system stability, so that the device may need more damping to stabilise

hard contact. Kinesthetic information processing for teleoperation systems involves

the transfer from a master to a slave of a thousand or more haptic data packets

per second. This high volume of packets would result in vast quantities of network

capacity being used in tandem with the transmission of audio and video data, re-

sulting in inefficient data communication. Haptic data reduction or a reduction in

packet rate is therefore required in teleoperation systems.

Guarantee of System Stability

Teleoperation systems are particularly vulnerable to data loss and latency, meaning

that the master and the slave devices must send and receive a packet every millisec-

ond in order to guarantee the reliability of a haptic communication system [117].

In that context, the system latency and the quantity of data loss a computer can

tolerate are essential questions. The authors of [121] showed that almost 90% data

reduction is possible, whereas the stability of a bilateral teleoperation network can

be disturbed with only a little latency. Teleoperation systems may display stabil-

ity issues, which could lead to a degradation of teleoperation efficiency and mission

performance, even with a small delay in communication or packet loss rate. This

problem becomes unavoidable as the Internet becomes implemented across mobile

networks. A key objective of telemanipulation systems is, therefore, to ensure sys-

tem reliability and enhance QoS and QoE performance [122]. The task performance

quality provides the quality of task and is typically quantified by a simple calcu-

lation of the completion time of the task. Certain efficiency metrics include the
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number of squared forces, maximum forces, error/failure rate of the mission, the

trajectory of a haptic system, movement range and speed [123]. At the other hand,

the network infrastructure itself must be capable of ensuring sufficient resources

and communication efficiency to best QoE and decrease the dependency at altering

haptic information, if it is enhanced to the degree that all needs are met.

To address these issues, researchers identify three main solution spaces that

can improve haptic communication systems, e.g., (i) the communication networks,

that covers all network dimensions and mobile/wireless communication allowing the

TI, (ii) data processing solutions for reducing data transmission using perceptual

thresholds or methods of prediction to account for the latency induced by long-

distance communication, and (iii) stability control solutions for reducing the effect of

extra latency and maintaining the reliability of the control loop. Currently, research

and development are being done to improve all the above-mentioned solution spaces

of haptic communication.

Nonetheless, in this thesis, we keep our research focus only on communication

networks to reduce the closed-loop latency between master and slave devices. En-

hancement of the distance between the master and slave devices is a very important

research challenge and provides a very stubborn bottleneck due to the propagation

latency of data. Decoupling of haptic feedback from the control signal and fore-

casting of the haptic feedback samples from an intermediate server showing a great

promise. However, the generation of proper contents of the haptic feedback samples

need a thorough understanding of the type of application and haptic materials are

involved. In the previous subsections, we have discussed some of the typical charac-

teristics of the haptic materials, based on which we shall attempt to propose various

haptic feedback sample, forecasting models.

2.5.3 Recent Progress on Realisation of Tactile Internet

Recently, some technical advances are made towards the realisation of low-latency

and TI applications with the latest Internet technologies. Key technologies that

facilitate this are software-defined networking (SDN), network function virtualisation

(NFV), and edge computing, to name a few.
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• The SDN is expected to be an important feature of 5G networks that decouples

the control and data planes and provides locally centralised control to network

elements. In a centralised control network, the management of traffic within a

network becomes easier and mobility can be managed more efficiently [124] and

with less latency while taking advantage of abstraction [125]. Also, software-

based nature and programmability allow QoS to be delivered in accordance

with granular and flow-based policies [126].

• With NFV, virtualisation and softwarisation of network functions are possible

that reduce the dependency on hardware, which in turn, increases the scalabil-

ity and reliability of the network. The NVF also simplifies sharing of resources

among various network functions and transferring of network functions across

the network to maximise the latency performance of a service [127].

• The authors of [128] showed that the decoupling of uplink control signals and

downlink haptic feedback connections will provide extra reliability in heteroge-

neous networks. Edge-intelligence nodes like cloudlets can play an important

role to deploy such schemes where haptic communications can be offloaded

from the remote teleoperator [129]. By using the aforementioned NFV and

cloudlets, “intelligence” can be efficiently distributed across network edges.

• The new radio standard supports services with diverse latency requirements.

LTE standards currently offer 10 ms to 20 ms RTT between air interfaces only.

Nevertheless, 5G standards require an end-to-end latency of less than 1 ms for

the user plane [130]. Moreover, the implementation of massive MIMO would

ensure that the bit error rate for reliable low latency communication is kept

at minimum [131].

TI is undoubtedly an ever-evolving area which mainly combines robotics, telecom-

munications and data processing. According to [132], Tactile Internet systems need

modern and updated technology. The next steps of the research work will help to

improve the user experience and the teleoperation systems’ effectiveness. Various

control and communication techniques were developed to overcome the difficulties

of haptic communication for time-delayed TI, as discussed in the previous sections.
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Nonetheless, the facets of control and communication have been researched largely

separately and through abstracting or neglecting essential properties of the under-

lying network. Therefore, a more holistic approach is needed to incorporate TI

systems using practical networking facilities, whether wired or wireless IP networks.

To achieve a reliable, consistent and effective system architecture, the implementa-

tion of real-world packet-switched networks involves a mutual analysis of the control

and communication aspects. The state-of-the-art systems often vary in their robust-

ness against various QoS network parameters and artefacts that are implemented

into the device [133]. In general, there is no common understanding of the optimal

architecture for certain QoS parameters, nor universally applicable effects on the

necessary QoS parameters to achieve a certain level of TI system performance.
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Exact Cost-optimisation

Frameworks for Cloudlet

Placement over Fibre-Wireless

Access Networks

“Most practical questions can be reduced to problems of largest

and smallest magnitudes ... and it is only by solving these

problems that we can satisfy the requirements of practice which

always seeks the best, the most convenient.”

Pafnuty Lvovich Chebyshev

3.1 Introduction

Cloudlet is defined as a trusted, resource-rich computer or cluster of computers that

is well-connected to the Internet and available for use by nearby mobile devices [8].

A cloudlet can work independently as well, which makes it a very robust solution

even in hostile environments [9]. Mobile devices can offload their computational

tasks to meet several objectives. The most common objective is to reduce execution

latency for energy-saving. When multiple objectives arise, one of them can be cho-

sen as the objective and the rest as constraints. Computation offloading frameworks
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like MAUI, CloneCloud, and COMET help offloading devices to make optimal deci-

sions on “whether” and “when” to offload such that overall system performance is

maximised based on the real-time network conditions, such as latency, bandwidth,

and packet loss [134].

The authors of [53] showed that the system performance in terms of latency

for the requested jobs from a single-hop cloudlet server is always better than a

distant cloud server for low-latency applications. Thus, the optimal placement of

cloudlets over wireless access networks seemed to be an important research problem

to enhance system performance. Along with the wireless access networks, researchers

started to focus on optical and FiWi access networks for edge-computing solutions

deployment due to their wide deployment coverage, low cost per bit, very high data

transmission bandwidth, efficient network virtualisation and network scalability [15].

The TDM-PON has also been considered as a front/back-haul support for wireless

access network, i.e., access technologies like Radio-over-fibre (RoF), WiFi, LTE-A

and 5G can be integrated with ONUs for a higher user coverage.

In this chapter, we address the “static network planning” problem as it pro-

vides a first-hand estimation for the cloudlet deployment cost without considering

any user mobility and complex system models. We observe that existing literature

mainly focuses on the traditional placement problem that is concerned mostly about

“where” to place the cloudlets over wireless access networks. However, answering

“how much” computational resources to be placed per cloudlet is also important

in any cost optimisation framework as this prevents resources to be under or over-

utilised. Moreover, the optimised design and planning of the hybrid placement of

cloudlets based on TDM-PON supported FiWi architecture is yet to be addressed,

i.e., the cloudlets are allowed to be placed in the field, RN and CO locations. The hy-

brid cloudlet placement architecture provides improved flexibility in where to place

cloudlets over the field-based architectures, because depending on the deployment

scenario and end-user QoS and QoE requirements, cloudlets can be placed in the

field, RN or CO.

These gaps in existing literature motivate us to propose a hybrid cloudlet place-

ment architecture and capital expenditure minimisation framework over existing
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10G-PON infrastructure, subject to the cloudlet computational capacity and desired

QoS latency constraints. Our proposed optimisation framework identifies optimal

cloudlet placement locations as well as the average computational resources in each

cloudlet. We use mixed-integer non-linear programming (MINLP) as a mathemat-

ical design tool for this framework. Through our framework evaluation, we show

that the maximum percentage of incremental cost due to cloudlets with field archi-

tecture is around 12% for a 5 km × 5 km area, whereas percentages at 10% or lower

are achievable with hybrid architectures. We also show that higher computational

resources are required in the field or RN with stringent QoS latency requirements,

e.g., 1 ms or 10 ms, but with a less stringent QoS requirement like 100 ms, more re-

sources can be placed in CO cloudlets. Moreover, we show that the percentage of the

incremental energy budget of the network with both field and hybrid architectures

lie below 18%.

The rest of this chapter is organised as follows. In Section 3.2, we briefly review

some of the key concepts of MINLP. In Section 3.3, the FiWi over TDM-PON based

field and hybrid cloudlet placement network architectures are described in detail. In

Section 3.4, the system model and the general MINLP formulation are presented.

In Section 3.5, the simulation results are presented and their insights are discussed.

Finally, in Section 3.6 the key achievements and observations from this entire work

are summarised.

3.2 Background on Mixed-Integer Non-linear Pro-

gramming

A large set of real-world optimisation problems are formulated as integer program-

ming problems and MINLP is a special subset of this class of problems. In such prob-

lems, some of the variables are restricted to take only integer values and the feasible

region is defined by a set of non-linear functions. Integer variables are very much

useful in the modeling of problems that deal with logical relationships, fixed charges,

indivisible objects, disjunctive constraints, or piece-wise linear functions. Moreover,
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to accurately reflect physical properties, covariance, and large-scale economies, non-

linear functions appear to be appropriate. Due to these characteristics, MINLPs

belong to a large class of challenging optimisation problems, because they mix the

complexity of optimising over integer variables while managing nonlinear functions.

If we limit our model to include only linear functions, then MINLP reduces to a

mixed-integer linear program (MILP), an NP-Hard problem [135]. Again, if we

limit our model to have no integer variable but allow for general nonlinear functions

in the objective or constraints, then MINLP reduces to a nonlinear program (NLP),

which is also considered to be NP-Hard [136]. Nonetheless, the combination of in-

tegrality and non-linearity sometimes may lead to undecidable examples of MINLP

as well [137]. A general MINLP problem can be formulated as follows:

min f(x, y)

subject to gi(x, y) ≤ 0, i = 1, . . . , q,

hi(x, y) = 0, i = 1, . . . , l,

x ∈ X ⊆ Rn, y ∈ Y ⊆ Zm,

where f : X × Y → R, gi : X × Y → R (i = 1, . . . , q), hi : X × Y → R (i = 1, . . . , l)

and Zm denotes the set of integer vectors in Rm. Moreover, we assume that X is

a nonempty convex set in Rn and Y is a finite integer set in Zm [138]. Due to the

integrality of some of the variables, the feasible region of a general MINLP problem

is not connected. This issue can be fixed by relaxing the integrality of the integer

variables such that the MINLP becomes a continuous problem over a convex feasible

region. It is one of the basic strategies adopted among various solution methods

for solving MINLP problems. Another basic idea behind the solution methods for

MINLP is to isolate the non-linearity from the mixed-integer model so that the main

problem can be reduced to sub-problems that are comparatively easier to solve using

well-known solution methods. If the integrality restriction on y is relaxed, then a

non-linear programming sub-problem can be derived that contains only continuous

variables (x, y) and can provide a lower-bound to the MINLP. If a suitable value for

the integer variable y is fixed, then an NLP sub-problem of continuous variable x can
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be derived that provides an upper bound to MINLP. Furthermore, a MILP or convex

program for proving a lower-bound MINLP can be formulated by constructing linear

or convex underestimation of f or gi at certain known points. All these solution

techniques are adopted in some of the recently proposed algorithms like branch-

and-bound (BB) method, generalised Benders decomposition (GBD) method, and

outer approximation (OA) method [138]. In this chapter, we use a spatial branch-

and-bound algorithm to solve our proposed MINLP formulation, because they are

efficient in handling non-convex terms by replacing them with their convex envelopes

and forming a convex MINLP.

3.3 Cloudlet Placement Architectures

In this section, we first describe the proposed end-to-end physical network infras-

tructure of hybrid cloudlet support network with TDM-PON based FiWi access

networks, as illustrated in Fig. 3.1. With a tree-and-branch network topology of

TDM-PON, the ONUs are connected to optical passive splitters with split-ratio

1 : N , where N ∈ {4, 8, 16}, depending on QoS requirements [20]. Furthermore, we

discuss how the field cloudlet placement architecture can be derived as a subset of

the hybrid architecture.

3.3.1 Hybrid Cloudlet Placement Architecture

In a hybrid cloudlet placement scheme, for the sake of proximity with the end-users,

we choose cloudlets to be installed either in the field, RN or CO locations. We plan

and design the network such that a majority of the job requests from end-users are

processed at cloudlets to achieve the low-latency QoS and QoE requirements. Under

overload conditions, cloudlets can offload excess job requests to the remote cloud

server. A detailed network architecture for hybrid cloudlet placement is presented

in Fig. 3.1.

Field Cloudlets: The field cloudlets are connected with ONUs with point-to-

point fibre links (brown links). Ideally, cloudlet should be connected to the Internet

as well and hence, additional point-to-point fibre links between each cloudlet and
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Figure 3.1: The hybrid cloudlet placement framework showing cloudlet
placement locations in the field, RN and CO with a single FiWi branch.

the nearest COs (green links) are also installed. Due to the point-to-point fibre links

from ONUs to cloudlets, ONUs can take advantage of the dedicated bandwidth.

RN Cloudlets: In the hybrid architecture, cloudlets are allowed to be installed

at RN locations with passive splitters, as shown in Fig. 3.1. In this scheme, the

ONUs can re-use the existing TDM-PON distribution fibres for communication with

the cloudlets using new wavelengths. Either a single wavelength can be time-shared

by multiple ONUs or a different wavelength can be used by each ONU, depending

on the budget of network vendor.

CO Cloudlets: The idea of installing a cloudlet at the CO is advantageous over

field and RN cloudlets in terms of new infrastructure setup, because the existing

feeder and distribution fibres can be reused for cloudlets. However, the transmission

latency from the ONUs to CO cloudlets is higher compared to cloudlets in the field

and RN cloudlets due to increased geographic separation. Moreover, ONUs are

expected to use around 70% and 50% of the default downlink and uplink channel

bandwidths respectively, for regular data communication [139] and the rest of the

bandwidth can be used for communications with cloudlets placed at the CO.

Note that whenever an ONU is connected to a field or RN cloudlet, a new set

of transceivers will be required to be installed and should be accounted for in the

incremental expenditure of cloudlet deployment. The reason behind this is that

the default uplink and downlink channels connect ONUs directly to the CO nodes
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only. Moreover, in a general cloudlet deployment scenario, any ONU can connect

to multiple cloudlets, but in this work, we consider that each ONU is connected

to one and only one cloudlet, as we assume that cloudlets are being deployed by a

single service provider and can install multiple processors to handle all incoming job

requests. This implies that if an ONU is connected to an RN cloudlet, it cannot be

connected to either a field or a CO cloudlet.

3.3.2 Field Cloudlet Placement Architecture

Based on the field cloudlet placement architecture, initially explored by the authors

of [140], we propose a cost-optimisation framework for the field cloudlet architecture

over existing TDM-PON based FiWi networks. In the field cloudlet placement ar-

chitecture, cloudlets are installed only in the field locations and ONUs are connected

with them by using point-to-point fibres. Moreover, instead of placing the cloudlets

at field locations, we can install cloudlets in some of the ONUs and create new fibre

connections with other ONUs that share the cloudlets. If the ONUs were already

connected by PON protection fibres, then this additional cost of new fibre instal-

lation can be avoided. Interestingly, if the options of placing cloudlets in RN and

CO locations are not allowed, then the hybrid architecture can be easily reduced to

the field cloudlet placement architecture. Note that in the field cloudlet placement

architecture, the split ratio of the passive splitters does not play any role as new

point-to-point fibre connections are created among ONUs and cloudlets.

3.4 System Model and Problem Formulation

In this section, we define the cloudlet network planning problem and present the

system model with MINLP formulation.

3.4.1 Static Cloudlet Network Planning Problem

The static cloudlet placement framework considers the network status as static in

time, i.e., it neither takes user mobility nor VM mobility into account and identifies

optimal cloudlet locations over an existing access network infrastructure. This is
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essential to a cost-optimal network design framework for cloudlet placement and

assignment of ONUs to cloudlets [63].

3.4.2 Network optimisation Parameters

We assume that each cloudlet contains a finite set of processors, e.g., m ∈ K = Z+

processors with an average service rate of µ for each processor. We model the cloudlet

system by assuming that the service process of each job request is independent of

each other and are exponentially distributed with a service rate of µ. We also assume

that all job requests are homogeneously parallel processed by all the processors

present in the cloudlet. The job requests the arrival process to any cloudlet from

the connected ONUs are assumed to be independent and Poisson distributed with an

arrival rate of λ. Based on these considerations, we model the cloudlets as M/M/1

queueing systems similar to [141]. This model is the most appropriate when we are

just looking for a first-hand impression of a system’s performance as it provides the

upper bound on processing latency of a cloudlet when the aggregated processing

rate of all the processors are considered. In general, a cloudlet service provider

usually executes the static planning framework only at the initial stage of cloudlet

deployment. Hence, by adopting the M/M/1 queueing model, we ensure that all

the incoming job requests are processed within DQ. The number of processors m

may vary from cloudlet to cloudlet, depending on the number of ONUs they are

connected to. If a cloudlet location (either in the field or RN or CO) is not chosen,

then the total number of processors should also be zero for that particular location.

The total incoming job request rate to a cloudlet is calculated by adding all the

job requests arriving from all ONUs connected to that cloudlet. The operational

cloudlets may choose either to process the total incoming job request all by itself

or offload some fraction to the remote cloud while meeting the latency constraints.

Offloading incoming jobs to the remote cloud is a cost minimising the opportunity

for cloudlets, but meeting the latency requirements becomes challenging due to very

high end-to-end latency from a remote cloud server. When a cloudlet chooses to

process the total incoming job request all by itself, the average processing time for

any cloudlet in the field, RN or CO location z ∈ {a, b, c} is expressed by [142]:
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Table 3.1: Hybrid Cloudlet Network optimisation Parameters

Symbol Definition

A Set of possible field cloudlet locations
B Set of possible RN cloudlet locations
C Set of possible CO cloudlet locations
D Set of locations of existing ONUs in the TDM-PON network
K Set of number of processors in a cloudlet location
α Cost of installing a single processor cloudlet at field, RN or CO
ξa New infrastructure installation cost at field location a ∈ A
ξb New infrastructure installation cost at RN location b ∈ B
ξc New infrastructure installation cost at CO location c ∈ C
η Cost of installing new optical fibre per kilometer

Lmax
Maximum allowed fibre length between field cloudlet
a ∈ A and ONU d ∈ D (km)

Lzd
Actual optical fibre length between a cloudlet at z ∈ {a, b, c}
and ONU d ∈ D (km)

Lac
Actual optical fibre length between a field cloudlet at a ∈ A
and the nearest CO c ∈ C (km)

xadjbd
Element of adjacency matrix denoting connectivity between
ONUs d ∈ D and RNs b ∈ B

xadjcd
Element of adjacency matrix denoting connectivity between
ONUs d ∈ D and COs c ∈ C

BWdz
Bandwidth of the optical fibre link between cloudlet at
z ∈ {a, b, c} and ONU d ∈ D in the uplink direction

BWzd
Bandwidth of the optical fibre link between cloudlet at
z ∈ {a, b, c} and ONU d ∈ D in the downlink direction

Dzd
Total end-to-end propagation latency between cloudlet at
z ∈ a, b, c and ONU at d ∈ D

DQoS Maximum allowed latency to maintain desired QoS
µ Average service rate of each processor in a cloudlet (jobs/s)

λz
Total job arrival rate at cloudlet at z ∈ {a, b, c},
from all d ∈ DONUs connected to it (jobs/s)

λd Job arrival rate from a single ONU at d ∈ D (jobs/s)

µz
Total service rate of a cloudlet at z ∈ {a, b, c} containing
m ∈ K processors (jobs/s)

Λ
The round-trip-time to offload a job request to
remote cloud server

σul
Average number of bits an ONU d ∈ D sends
to cloudlet z ∈ {a, b, c} for processing

σdl
Average number of bits an ONU d ∈ D receives
from cloudlet z ∈ {a, b, c} after processing

nλ
Number of wavelengths shared by ONUs to
communicate to the corresponding RN cloudlet

βdl Background load in the downlink of the considered TDM PON
βul Background load in the uplink of the considered TDM PON
δzd Polling cycle latency between cloudlet at z ∈ {a, b, c} and ONU d ∈ D
vλ Velocity of light within optical fibre (2× 108 m/s)
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τ cloudletz =
1

(µz − λz)
,∀z ∈ {a, b, c}. (3.1)

The core cloud servers are usually over-provisioned and possess huge computa-

tional and storage resources. Hence can be assumed as an M/M/∞ queuing system

[143]. The total latency for a job request, when offloaded to cloud, can be expressed

as follows [143]:

τ cloud = Λ +
1

µ
. (3.2)

A summary of network optimisation parameters with their definitions are pre-

sented in Table 3.1 for convenience.

3.4.3 The Decision Variables

To formulate the objective function and constraints of our MINLP problem, we

choose a set of binary and fractional decision variables as follows. The variables xa,

xb and xc are binary variables, indicating the decision whether to install a cloudlet

at a field site a ∈ A, at an RN site b ∈ B, and at a CO site c ∈ C, respectively.

xa =


1; if a cloudlet is installed

in the field location a ∈ A

0; otherwise

xb =


1; if a cloudlet is installed

at RN location b ∈ B

0; otherwise

xc =


1; if a cloudlet is installed

at CO location c ∈ C

0; otherwise

The variables nam, nbm and ncm are binary variables to indicate whether m

number of processors are chosen to be placed in cloudlet location a ∈ A, b ∈ B and
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c ∈ C, respectively.

nam =


1; if the cloudlet in a ∈ A

contains m processors

0; otherwise

nbm =


1; if the cloudlet in b ∈ B

contains m processors

0; otherwise

ncm =


1; if the cloudlet in c ∈ C

contains m processors

0; otherwise

We define the following binary variables as the product of some particular com-

binations of the aforementioned binary variables, i.e., xa = xanam, xb = xbnbm, and

xc = xcncm.

The variables xad, xbd and xcd are binary variables to indicate whether the con-

nectivity between an ONU at d ∈ D and a cloudlet at a ∈ A, b ∈ B and c ∈ C

respectively, is created or not.

xad =


1; if ONU d ∈ D is connected

to field cloudlet a ∈ A

0; otherwise

xbd =


1; if ONU d ∈ D is connected

to RN cloudlet b ∈ B

0; otherwise
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xcd =


1; if ONU d ∈ D is connected

to CO cloudlet c ∈ C

0; otherwise

The variables ϕa, ϕb, and ϕc ∈ [0, 1] indicate the fraction of the total incoming

job requests a cloudlet at a ∈ A, b ∈ B and c ∈ C chooses to process by itself and

offloads the rest of the workloads, i.e., (1 − ϕa), (1 − ϕb), and (1 − ϕc) to remote

cloud server.

3.4.4 Objective Function and Constraints

We formulate the objective function to minimise the overall cloudlet installation

expenditures as follows:

min

{∑
a∈A

∑
m∈K

(mα)xa +
∑
b∈B

∑
m∈K

(mα)xb +
∑
c∈C

∑
m∈K

(mα)xc

+
∑
a∈A

∑
d∈D

ηLadxad +
∑
a∈A

(ξa + ηLac)xa +
∑
b∈B

ξbxb +
∑
c∈C

ξcxc

}
.

(3.3)

The above expression includes cost components arising from multiple sectors.

The first, second and third terms denote the total cost of processors installed in the

field, the RN and the CO cloudlet locations, respectively. The fourth term denotes

the total cost of installing new fibre connections among ONUs and field cloudlets.

Finally, the fifth, sixth and seventh terms denote the additional infrastructure setup

costs in the field, the RN and the CO cloudlet locations, respectively. The fifth

term also contain the cost of additional point-to-point fibre links between each field

cloudlet and nearest CO. Note that in this problem formulation, we consider only

the cloudlet installation cost and this is a one-time expense. The operational ex-

penditures of cloudlet deployment are not included in this formulation because it

involves an implicit time component and should be minimised separately through

dynamic resource allocation problems.

Actually the first three terms of the objective function (3.3) are quadratic in

nature due to xa = xanam, xb = xbnbm and xc = xcncm, but we linearise them using
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three linear inequalities for each of them, as shown in (3.4)-(3.6) [144].

xa ≤ nam, xa ≤ xa, xa ≥ nam + xa − 1,∀a ∈ A,m ∈ K, (3.4)

xb ≤ nbm, xb ≤ xb, xb ≥ nbm + xb − 1,∀b ∈ B,m ∈ K, (3.5)

xc ≤ ncm, xc ≤ xc, xc ≥ ncm + xc − 1,∀c ∈ C,m ∈ K. (3.6)

The set of constraints (3.7)-(3.9) are the capacity constraints and are used to

ensure that only one value of m (the number of processors in a particular cloudlet)

is chosen. If a particular cloudlet is not chosen to be activated at either of field, RN

or CO location, then no processors are placed at that location.

xa ≤
∑
m∈K

nam and
∑
m∈K

nam ≤ 1,∀a ∈ A,m ∈ K, (3.7)

xb ≤
∑
m∈K

nbm and
∑
m∈K

nbm ≤ 1,∀b ∈ B,m ∈ K, (3.8)

xc ≤
∑
m∈K

ncm and
∑
m∈K

ncm ≤ 1,∀c ∈ C,m ∈ K. (3.9)

Constraints described next are connectivity constraints. Constraint (3.10) de-

notes that any ONU can be chosen to be connected to a field cloudlet, only if their

Euclidean separation is ≤ Lmax. Constraint (3.11) denotes that a field cloudlet will

be activated if there exists at least one connected ONU.

xad ≤ max

[
0,

(
Lad − Lmax
|Lad − Lmax|

)]
,∀a ∈ A, d ∈ D, (3.10)

xa ≥ xad,∀a ∈ A, d ∈ D. (3.11)

In a TDM-PON, any arbitrary ONU cannot be connected to any RN cloudlet,

rather only those ONUs can be connected which already has an existing fibre con-

nection to a particular RN and the same condition applies for connectivity between

ONU and CO as well. These conditions are enforced by constraints (3.12)-(3.13).

Furthermore, constraints (3.14)-(3.15) imply that a cloudlet in the RN and in the
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CO can be activated if there is at least one ONU connected to it, respectively.

xbd ≤ xadjbd ,∀b ∈ B, d ∈ D, (3.12)

xcd ≤ xadjcd ,∀c ∈ C, d ∈ D, (3.13)

xb ≥ xbd,∀b ∈ B, d ∈ D, (3.14)

xc ≥ xcd, ∀c ∈ C, d ∈ D. (3.15)

The constraint in (3.16) ensures that every ONU is connected to one and only

one cloudlet, ∑
a∈A

xad +
∑
b∈B

xbd +
∑
c∈C

xcd = 1, ∀d ∈ D. (3.16)

Finally, the most important constraint, i.e., the QoS latency constraint that

provides the upper limit of total allowed latency for each ONU, is described in

(3.17),

xad

[
ϕa

{
1

µa − λaϕa
+Dad +

σul
BWda

+
σdl

BWad

}
+(1− ϕa)

(
Λ +

1

µ

)]
+xbd

[
ϕb

{
1

µb − λbϕb
+Dbd +

σul
∑

d∈D xbd

nλBWdb

+
σdl
∑

d∈D xbd

nλBWbd

}
+(1− ϕb)

(
Λ +

1

µ

)]
+xcd

[
ϕc

{
1

µc − λcϕc
+Dcd +

σul
∑

d∈D xcd

BWdc − βul
+
σdl
∑

d∈D xcd

BWcd − βdl

}
+(1− ϕc)

(
Λ +

1

µ

)]
≤ DQoS,∀a ∈ A, b ∈ B, c ∈ C, d ∈ D. (3.17)

Note that, the total job arrival rate to any cloudlet, depending on connectivity

among ONUs and cloudlets, and the total service rate of any cloudlet is computed

as follows:

λz =
∑
d∈D

xzdλd, and µz =
∑
m∈K

mnzmµ, ∀z ∈ {a, b, c}. (3.18)

Total end-to-end propagation latency between cloudlet at z ∈ {a, b, c} and ONU

at d ∈ D is defined as Dzd =
(

2Lzd
vλ

+ δzd
2

)
,∀z ∈ {a, b, c}. We assume that the

job request packets from the ONUs and the job response packets from cloudlets
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Algorithm 3.1 Spatial Branch-and-Bound Algorithm of COUENNE

1: Input: The MINLP problem with objective (3.3) and constraints (3.4)-(3.17).
Denote this problem by P .

2: Output: The optimal value z∗ of the MINLP problem P .
3: Define: Set L of subproblems; let L← {P}
4: Define: zu as an upper-bound for P ; let zu ← +∞
5: while L 6= ∅ do
6: Choose Pk ∈ L;
7: L← {Pk};
8: Apply bounds tightening to Pk;
9: if bounds tightening did not prove Pk infeasible then

10: Generate a linear relaxation LPk of Pk;
11: repeat
12: Solve LPk;
13: Let x∗k be an optimum and z∗k its objective value;
14: Refine linearisation LPk;
15: until x∗k is feasible for Pk or z∗k does not improve sufficiently;

16: if x∗k is feasible for Pk then
17: Let zu ← min{zu, z∗k};
18: (Optional) find a local optimum z′k of Pk;
19: zu ← min{zu, z′k};
20: if z∗k ≤ zu − ε then
21: Choose a variable xi;
22: Choose a branching point xbi;
23: Create sub-problems:
24: Pk− with xi ≤ xbi;
25: Pk+ with xi ≥ xbi;
26: L← L ∪ {Pk−,Pk+};
27: Output z∗ := zu;

are interleaved with background traffic to be cleared within one polling cycle of the

considered TDM-PON.

The constraint (3.17) consists of three terms of the weighted sum of total laten-

cies when the incoming jobs are either executed in the field or RN or CO cloudlets.

However, due to (3.16) each ONU can connect to only one cloudlet. Each of these

three weighted latency terms consists of four components. The first component de-

notes the processing latency, the second component denotes the propagation latency,

the third component denotes the transmission latency to offload total bits for the

job by ONU to cloudlet and the fourth component denotes the transmission latency

to receive total bits post-processing by ONU from cloudlet.
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3.5 Framework Evaluation

We implemented the MINLP model described in Section 3.4 with the A Modeling

Language for Mathematical Programming (AMPL) platform and used the open-

source solver COUENNE package for MINLPs to solve the problem [145]. Any

MINLP problem is NP-Hard in general and in our optimisation problem formula-

tion, the underlying decision problem is equivalent to a multidimensional assignment

problem as we try to assign each ONU to a cloudlet installed either in the field, at

RN, and at CO cloudlets, such that the desired QoS latency is met at the minimum

cost. This problem is an NP-complete problem [146] and may take several hours to

days to compute the optimal solution [147]. Note that static planning frameworks

are evaluated in the pre-deployment stage and hence this computation time can

be tolerated. COUENNE aims to find the global optima of non-convex MINLPs

by implementing linearisation, bound reduction, and branching methods within a

branch-and-bound framework. Thus, the underlying spatial branch-and-bound algo-

rithm is summarised in Algorithm 3.1. A detailed complexity analysis of the spatial

branch-and-bound algorithm used in COUENNE is done by the authors of [148].

3.5.1 Random Dataset Generation

To test the designed framework, we use stochastically-generated hypothetical 5 km

× 5 km standard city/towns to represent urban, suburban and rural deployment

scenarios. Following the guidelines provided in [149] we consider the population

densities of 4000, 2500 and 1500 per square kilometre (km2) for urban, suburban

and rural areas, respectively. Here we assume that each ONU can serve around

1000 users by wireless connection and hence we divide population density by 1000

to calculate the average number of ONUs/km2, e.g., an average 4 ONUs/km2 in

the urban area. We use the Poisson-point process to distribute the total population

across the considered area to identify the ONU locations. We then use a k-means

clustering algorithm to identify potential field cloudlet placement locations [150].

The value of k needs to be sufficiently large to maintain the feasibility of the optimal

solution. In this work, we arbitrarily choose k = 20. The ONUs are supported by the

standard 10G-PON infrastructure with 1:N , N ∈ {4, 8, 16} split ratio and 10 Gbps
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Figure 3.2: Randomly generated urban, suburban and rural areas for
cloudlet deployment with existing TDM-PON network infrastructure with
1:4 split ratio. The blue links from CO to RN locations represent the feeder
fibres. Distribution fibres from RN to each ONU are not shown.

Figure 3.3: Optimal hybrid cloudlet placement locations over the considered
urban, suburban and rural areas for 1 ms latency constraint. In this solution,
cloudlets are installed at darkened face RNs and all COs.

datarate in both downlink and uplink directions. The normalised costs of installing

new point-to-point fibre per kilometre (η) are 50, 35 and 20 for urban, suburban

and rural, respectively [139]. The datarate of these new point-to-point fibre links

are considered to be BWad = BWda = 1 Gbps and the maximum allowed distance

among field cloudlets and ONUs is Lmax = 4 km, such that feasibility of optimal

solution is maintained. We consider that nλ = 1 wavelength (where a maximum

10 Gbps datarate is shared among ONUs) to communicate with the cloudlet at

their corresponding RN location and hence BWbd = BWdb = 10 Gbps. As ONUs

are allowed to use the default uplink and downlink channels to communicate with

cloudlets at their corresponding CO, therefore BWcd = BWdc = 10 Gbps.
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Figure 3.4: Optimal field cloudlet placement locations over the considered
urban, suburban and rural areas for 1 ms latency constraint. In this solution,
cloudlets are installed only in the field.

3.5.2 Values of Network Parameters

We consider the approximate downlink and uplink background loads as βdl = 7 Gbps

and βul = 5 Gbps, respectively[139]. The normalised cost of installing one processor

is considered as α = 1 [151]. We also consider the normalised costs of installing new

cloudlet infrastructure in the field locations is ξa = 8 and at RN locations is ξb = 6,

and at CO locations, i.e., ξc = 4 [151]. These parameters implicitly include the costs

of the associated cooling and maintenance units. Due to our assumption that each

ONU can serve a maximum of 1000 users the maximum job arrival rate from each

ONU d ∈ D is λd = 1000 jobs/s. The average job request and response sizes of some

commonly used low-latency applications considered are σul = 100 KB and σdl = 100

B [53]. Here, we assume that each VM is serving job requests from only one user,

but this can be very easily extended to one VM serving job requests from multiple

users [63]. We consider the service rate of each processor in cloud or cloudlet is µ =

2500 jobs/s [151]. We consider δad = 0 as point-to-point fibre connections are used

between ONUs and field cloudlets, and δbd = δcd = 0.5 msec [152]. The round-trip-

time to offload a job to a cloud server (Λ) is relatively large due to large geographic

separation, jitter buffer, and queueing latencies of the intermediate routers and hence

is considered to be 500 ms [153].
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3.5.3 Results and Discussions

In this subsection, we present a comparative study between the field and hybrid

cloudlet placement architectures over 5 km × 5 km urban, suburban and rural

deployment scenarios for DQoS values of 1 ms, 10 ms and 100 ms. Fig. 3.2 shows an

instance of a randomly generated dataset considered for our framework evaluation.

The small blue dots indicate the ONU locations that are generated using Poisson-

point process. The light-green corner points indicate the CO locations and cyan

squares denote the RN locations. The red asterisks denote the possible field cloudlet

placement locations, which are identified by applying k-means clustering algorithm

on the ONU locations. The thick blue lines indicate the feeder fibre of the TDM-

PONs, connecting the RNs and their respective COs. The distribution fibres are not

shown to avoid unnecessary overcrowding. With this dataset shown in Fig. 3.2, the

hybrid cloudlet placement framework yields the final cloudlet deployment locations

and their corresponding coverage areas for DQoS = 1 ms as shown in Fig. 3.3 and

the same with the field cloudlet placement framework as shown in Fig. 3.4. The

green borders indicate the coverage areas of each cloudlet, i.e., the ONUs served by

each cloudlet.

Fig. 3.5 illustrates the percentage of incremental cost over existing TDM-PON

with field and hybrid cloudlet placement architectures in urban, suburban and rural

scenarios against DQoS = 1 ms, 10 ms, and 100 ms. Fig. 3.5a shows the percentage

of incremental cost over the existing TDM-PONs for field cloudlet architecture,

whereas Figs. 3.5b, 3.5c, and 3.5d show the same for hybrid cloudlet architecture

with 1 : N , N ∈ {4, 8, 16} split ratios, respectively. The total incremental cost is

calculated by the addition of the cost of processors, the cost of newly installed

fibre, the cost of newly installed additional optical transceivers and the cost of

new infrastructure setup [139]. The results indicate that with the hybrid cloudlet

placement architecture, the incremental cost of cloudlet is higher for split-ratio 1:4

than that with split-ratio 1:8 and 1:16, as more number of cloudlets are required to

be installed. Moreover, the incremental cost of installing cloudlets is highest in the

urban scenario and least in the rural scenario with all split ratios. This is primarily

because more cloudlets are required in the urban and suburban scenarios compared
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(a) (b)

(c) (d)

Figure 3.5: Comparison of workload distribution between field and hybrid
cloudlet placement architectures in urban, suburban and rural scenarios
against DQoS = 1 ms, 10 ms, and 100 ms.

to the rural scenario to meet latency requirements. Note that the incremental cost of

cloudlet installation is relatively higher with field cloudlet architecture than that of

the hybrid cloudlet architecture, primarily due to the cost of new fibre installation,

which is unavoidable with field cloudlet architecture.

Although we considered the scope of offloading some job requests to the remote

cloud server, we observed from the optimal solution that to meet the target QoS

64



Chapter 3

(a) (b)

(c) (d)

Figure 3.6: Comparison of workload distribution between field and hybrid
cloudlet placement architectures in urban, suburban and rural scenarios
against DQoS = 1 ms, 10 ms, and 100 ms.

latency in the range 1-100 ms, no job requests were offloaded to the remote cloud

server. Rather, 100% of the job requests were serviced by field, RN and CO cloudlets.

In Fig. 3.6 we show the distribution of workload amongst the cloudlets installed in

the field, RN or CO for urban, suburban and rural scenarios with 1:N , N ∈ {4, 8, 16}

split ratios, for the all three DQoS values of 1 ms, 10 ms and 100 ms. With the field
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(a) (b)

(c) (d)

Figure 3.7: Comparison of average number of racks/cloudlets between field
and hybrid cloudlet placement architectures in urban, suburban and rural
scenarios against DQoS = 1 ms, 10 ms, and 100 ms.

cloudlet architecture, the entire load is handled by the cloudlets installed in the

field, as shown in Fig. 3.6a. The hybrid cloudlet placement framework assigns the

majority of the job requests to the RN cloudlets, as depicted by Figs. 3.6b to 3.6d

for all deployment scenarios against a stringent DQoS = 1 ms requirement. However,

against relatively relaxed DQoS = 10 ms and 100 ms, a higher percentage of workload

is assigned to the CO cloudlets. Therefore, when the QoS latency requirement is
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(a) (b)

(c) (d)

Figure 3.8: Comparison of incremental energy consumption over existing
TDM-PON between field and hybrid cloudlet placement architectures in
urban, suburban and rural scenarios against DQoS = 1 ms, 10 ms, and 100
ms.

stringent, installation of field or RN cloudlets are preferred despite higher additional

installation expenses, whereas installation of CO cloudlets are preferred against a

less stringent QoS latency requirement.

Fig. 3.7 shows the average amount of computational resources, i.e., the average

number of processors required per cloudlet, against the urban, suburban and rural
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scenarios. Fig. 3.7a presents the average number of processors required per cloudlet

with the field cloudlet framework, which tries to install a lower number of cloudlet

sites and place an optimal number of processors in them. Figs. 3.7b, 3.7c and 3.7d

show the same with the hybrid cloudlet framework with 1 : N , N ∈ {4, 8, 16} split

ratios against DQoS values of 1 ms, 10 ms and 100 ms. It is evident from these figures

that for DQoS = 1 ms, a higher number of processors/cloudlet are required, whereas

when DQoS = 10 ms or 100 ms, a relatively lower number of processors/cloudlet can

handle the same amount of job requests.

In Fig. 3.8, we present the percentage of increase in energy consumption for the

urban, suburban and rural scenarios with field cloudlet architecture (Fig. 3.8a) and

hybrid cloudlet architectures with 1:N , N ∈ {4, 8, 16} split ratios against DQoS val-

ues of 1 ms, 10 ms and 100 ms (Figs. 3.8b, 3.8c and 3.8d). The total energy budget of

the deployed 10G-PON is already known, which includes the energy consumption of

COs, ONUs, wireless transceivers integrated with ONUs, and all-optical transceivers

[139]. The energy budget of the optimally installed cloudlets is computed from the

technical specifications of Lenovo ThinkStation P900 [151]. Note that, these results

provide an upper bound of the incremental energy consumption as we assume that

all devices are always functional. However, for all considered 5 km × 5 km urban,

suburban and rural scenarios with all 1 : N , N ∈ {4, 8, 16} split ratios, the percent-

age of incremental energy budget arising from cloudlet infrastructure installation is

less than 18%.

3.6 Conclusions

In this chapter, we have proposed a FiWi over TDM-PON based hybrid cloudlet

placement framework, where cloudlets can be optimally placed in the field, RN

or CO locations. In this framework, an MINLP model was developed to evaluate

the optimal cost of cloudlet placement. We have evaluated both field and hybrid

frameworks with 1:N , N ∈ {4, 8, 16} split ratios over hypothetical urban, suburban

and rural deployment scenarios against latency constraints of 1 ms, 10 ms and 100

ms and have made a comparative study among them. We have shown that the

installation of more RN and CO cloudlets provides improved cost-optimal solution
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than the installation of field cloudlets alone. We have shown that the field cloudlet

framework can be derived as a subset of the hybrid cloudlet placement framework.

In general, the results help us to understand that “cost-optimal cloudlet placement

locations” and “computational resources per cloudlet” are scenario dependent, i.e.,

user density, network architecture, TDM-PON split-ratio and QoS requirements

primarily dictate the optimal cloudlet placement. We have also shown that the

percentage of the incremental energy budget of the access networks due to active

cloudlet installation is reasonably small. These fundamental insights provide a first

account of guiding network providers in making suitable cloudlet placement choices

for future cloudlet based network designing and planning.
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Analytical Cost-optimisation

Frameworks for Cloudlet

Placement over Fibre-Wireless

Access Networks

“Our life is frittered away by detail ... Simplify, simplify. Instead

of three meals a day, if it be necessary eat but one; instead of a

hundred dishes, five; and reduce other things in proportion”.

Henry David Thoreau, Walden

4.1 Introduction

In Chapter 3 we focused on cost-optimal cloudlet placement problem and proposed

frameworks that provide a first-hand cost estimation without considering any user

mobility at the initial network deployment stage. To the best of our knowledge, for

the very first time, we proposed a cost-optimisation framework for hybrid cloudlet

placement, where cloudlets are allowed to be installed in the field, RN and at CO

locations subject to the capacity and latency constraints. We gathered several fun-

damental insights on optimal cloudlet placement through numerical evaluation of

our proposed framework. When QoS latency requirement is very stringent and user
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density is high, cloudlets need to be placed in the field and RN locations (close

to mobile users), whereas when the QoS latency requirement is relaxed and user

density is low or moderate, cloudlets can be placed at CO or even metro/core net-

work nodes (relatively far from mobile users). Nonetheless, with this numerical

evaluation, we realised that this framework is capable of providing us with the ex-

act cloudlet placement locations, but it does not provide any general insight about

cost-optimal cloudlet deployment strategies, depending on the underlying network

scenario. Moreover, the solution algorithm does not scale very well with large data

sets.

In addition, while reviewing some of the recent works on cloudlet placement

in Chapter 2, we observed that the authors mainly proposed integer/mixed-integer

linear/non-linear programming based frameworks. In such problem formulations,

some of the decision variables are restricted to be only integers and some variables

are free to take any numerical value. In practice, most of the times these problems

display NP-hardness and hence, it is not known how quickly and accurately to find

a solution for these problems, although solutions can be checked within a polyno-

mial time when given. Thus, the authors designed heuristic algorithms for their

proposed framework evaluation. Although some heuristic algorithms can be used to

solve NP-hard optimisation problems very fast converging and scalable, optimality,

precision, and accuracy are sacrificed. Some commonly adopted heuristic algorithms

are swarm intelligence, tabu search, simulated annealing, genetic algorithms, and ar-

tificial neural networks, to name a few. Therefore, the results shown by the authors

may often have a serious scalability issue and a very strong bias on the dataset used

for their framework evaluation. Another critical issue arises when there is no existing

network infrastructure and some service provider intends to install cloudlet servers

while deploying green-field fibres. A greenfield implementation includes building up

and setting up a network in the case of telecommunication networks, where there

was no network previously. On the other hand, an update or extension to the exist-

ing network and using some obsolete components is a brownfield implementation. In

such a scenario, due to the lack of knowledge on the underlying access network, most

of the existing frameworks fail to provide any estimation of cloudlet deployment cost
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or insight on optimal cloudlet deployment strategy.

This gap in the existing literature forbids us from estimating the total cost for

the cloudlet deployment in a simple way considering only the key network param-

eters such as user density, TDM-PON split ratio, uplink-downlink bandwidth, to

name a few. This intriguing research challenge motivates us to design a method

that can provide a tight lower bound on the optimal deployment cost for the cost-

optimisation frameworks on a hybrid cloudlet placement architecture. Here we make

a fundamental assumption that the network is “homogeneous”, which means that

each TDM-PON has same split ratio and each ONU serves the same number of users.

This assumption appears to be very much useful for any analysis in the average sense.

Furthermore, we assume that the distances between all ONUs and the field, RN, and

CO cloudlets are equal to their respective average distances. These assumptions aid

us to perform an average cost analysis of a network. Our assumptions also help us to

reduce the analysis of the entire volume of a network to a fundamental network unit,

i.e., just a single TDM-PON based FiWi branch, and to derive a lower bound of the

actual cloudlet deployment cost depending on a few system variables, e.g., where to

place cloudlets and how much computational resources per cloudlet. These variables

play a major role in determining the total cost of hybrid cloudlet deployment.

The rest of this chapter is organised as follows. In Section 4.2, we briefly review

some of the key concepts of convex optimisation theory. In Section 4.3, the static

cloudlet placement problem is formulated as a two-stage convex optimisation prob-

lem that provides lower bounds on optimal solutions from MINLP frameworks. In

Section 4.4, the proposed method to find lower bounds on optimal solutions from

MINLP frameworks is validated. In Section 4.5, a parametric analysis is presented

and the importance of primary network parameters on cloudlet deployment cost are

discussed. Finally, in Section 4.6 concluding remarks are made, summarising the

primary findings from this entire work.
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4.2 Background on Convex optimisation Theory

In this section, at first, we review some basic terminologies related to optimisation

theory and followed by review the necessary and sufficient conditions of optimal-

ity. For detailed discussions on these topics, please refer to [154, 155]. Constrained

optimisation problems are generally represented by a constraint set X and a cost/ob-

jective function f that maps elements of X into real numbers. The set X consists

of the available decision variables x and the scalar cost function f(x) measures the

undesirability of choosing a decision x. When we want to find an optimal solution,

we want to find a x∗ ∈ X such that,

f(x∗) ≤ f(x), ∀x ∈ X.

Vector Sequence, Set Topology, and Convex Sets

We denote a vector sequence as {xk} ⊂ R and proceed to define the following:

• A sequence is “bounded” when for some scalar C, we have, ||xk|| ≤ C, ∀k.

• A sequence “converges to a vector” x̃ ∈ Rn, when limk→∞ ||xk − x̃|| = 0.

• A vector y is an “accumulation point of the sequence” when there exists a

sub-sequence {xki} such that {xki} → y as i→∞.

• Bolzano Theorem: A bounded sequence {xk} ⊂ R has at least one limit

point.

We consider that X is a subset of Rn and proceed to define the following:

• A vector x is an “accumulation point” or a “limit point” of the set X if there

exists a sequence {xk} ⊂ X such that xk → x.

• The set X is a “closed set” if it contains all its accumulation points.

• The set X is a “open set” if its complement set Xc = {x ∈ Rn|x /∈ X} is a

closed set.

• The set X is a “bounded set” if for some arbitrary C, ||x|| ≤ C, ∀x ∈ X.
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• The set X is a “compact set” if it is both closed and bounded.

Furthermore, we define some commonly occurring examples of special and convex

sets. We consider X as:

• subspace: if αx+ βy ∈ X for all x, y ∈ X and any arbitrary α, β ∈ R,

• affine: if it is a translated subspace, i.e., X = x + S for an x ∈ X and a

subspace S,

• cone: if x ∈ X for every λ ≥ 0 and every x ∈ X,

• convex: if αx+ (1− α)y ∈ X for any x, y ∈ X and α ∈ [0, 1].

Mappings, Special Mappings and Functions

We consider X ⊆ Rn as before and denote F : X → Rm as a “mapping” F from the

set X to Rm. Now, we can define the following:

• F is referred to as a “function” when F : X → R (m = 1).

• X is referred to as the “domain” of the mapping F .

• The “image of X under mapping F” is denoted by the following set: F (X) =

{y ∈ Rm|y = F (x)} for some x ∈ X.

• The “inverse image of Y ⊆ Rm under mapping F” is denoted by the following

set: F−1(Y ) = {x ∈ X|F (x) ∈ Y }.

Note that a mapping F : X → Rm with X ⊆ Rn is considered as:

• affine: if F (x) = Ax+ b, for all x ∈ X, a matrix A and a vector b ∈ Rm,

• linear: if F (x) = Ax, for all x ∈ X and a matrix A.

Moreover, a function f : Rn → R is considered as:

• quadratic: if f(x) = xTQx + aTx + b, for all x, a matrix Q, and vectors

a ∈ Rn and b ∈ Rm,

• affine: if f(x) = aTx+ b, for all x, vectors a ∈ Rn and b ∈ Rm,

• linear: f(x) = aTx for a vector a ∈ Rn.
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Convex/Quasi-convex Functions and Optimality Conditions

A function f is a “convex function” if dom(f) is a convex set and the following

condition holds:

f(αx+ (1− α)y) ≤ αf(x) + (1− α)f(y),

for all x, y ∈ dom(f) and α ∈ [0, 1]. The function f is a “strictly convex function”

for all x, y ∈ dom(f) and α ∈ (0, 1). Moreover, f is a “concave function” is −f is a

convex function and a “strictly concave function” is −f is a strictly convex function.

In addition, the function f is called “quasi-convex function” if f(αx + (1− α)y) ≤

max{f(x), f(y)} and “quasi-concave function” if f(αx+(1−α)y) ≥ min{f(x), f(y)},

for all x, y ∈ dom(f) and α ∈ [0, 1]. The function f is called “strictly quasi-

convex function” if f(αx+(1−α)y) < max{f(x), f(y)}, and “strictly quasi-concave

function” if f(αx+(1−α)y) > min{f(x), f(y)}, for all x, y ∈ dom(f) and α ∈ (0, 1).

We assume that f is a “twice differentiable” function over its domain dom(f).

Therefore, the “gradient of f” at each point x ∈ dom(f) is defined as,

∇f(x) =

(
∂f(x)

∂x1

,
∂f(x)

∂x2

, . . . ,
∂f(x)

∂xn

)
.

The “Hessian of f” is a symmetric n×n matrix whose elements are the second-

order partial derivatives of f at each x ∈ dom(f),

[
∇2f(x)

]
ij

=
∂2f(x)

∂xi∂xj
,∀i, j = 1, . . . , n.

The “rth order bordered Hessian of f” for r = 1, . . . , n at each x ∈ dom(f) is

defined as,

HB =


0 ∂f(x)

∂x1
. . . ∂f(x)

∂xr

∂f(x)
∂x1

∂2f(x)

∂x21
. . . ∂2f(x)

∂x1∂xr
...

...
. . .

...

∂f(x)
∂xr

∂2f(x)
∂xr∂x1

. . . ∂2f(x)
∂x2r

 .
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First-Order Condition for Convexity

The function f is a convex function if and only if dom(f) is a convex set and

f(x) +∇f(x)T (z − x) ≤ f(z),∀x, z ∈ dom(f).

Second-Order Condition for Convexity

The function f is a convex function if and only if dom(f) is a convex set and

∇2f(x) � 0,∀x ∈ dom(f).

Moreover, f is a strictly convex function if dom(f) is a convex set and

∇2f(x) � 0,∀x ∈ dom(f).

Conditions for Quasi-convexity and Quasi-concavity

We denote the determinant of r-th order bordered Hessian matrix by Dr.

• If f is a “quasi-concave function” then D1(x) ≤ 0, D2(x) ≥ 0, . . . , Dr(x) ≤ 0,

i.e., Dn(x) ≤ 0 when n is odd andDn(x) ≥ 0 when n is even, for all x ∈ dom(f).

• If f is a “quasi-convex function” then D1(x) ≤ 0, D2(x) ≤ 0, . . . , Dr(x) ≤ 0,

r = 1, . . . , n, for all x ∈ dom(f).

• If D1(x) < 0, D2(x) > 0, . . . , Dr(x) < 0, i.e., Dn(x) < 0 when n is odd and

Dn(x) > 0 when n is even, for all x ∈ dom(f), then f is a “strictly quasi-

concave function”.

• If D1(x) < 0, D2(x) < 0, . . . , Dr(x) < 0, r = 1, . . . , n, for all x ∈ dom(f), then

f is a “strictly quasi-convex function”.
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Necessary Conditions for Constrained optimisation

We consider a continuous constrained optimisation problem as follows:

P : min f(x)

subject to gi(x) ≤ 0, i = 1, . . . , p,

hi(x) = 0, i = 1, . . . ,m,

where f , gi, and hi are continuously differentiable functions over Rn. The set

X = {x ∈ Rn|gi(x) ≤ 0, hi(x) = 0} is defined as the “feasible set” for the above

constrained optimisation problem. For a given “feasible vector” x ∈ X, an “active

set of (inequality) constraints” is denoted by A(x) = {i|gi(x) = 0}. If i /∈ A(x), we

consider the i-th constraint to be “inactive” at x. Moreover, we consider a vector

x to be “regular” if the gradients ∇h1(x), . . . ,∇hm(x) and ∇gi(x) for i ∈ A(x) are

linearly independent [156].

Theorem 4.1. (Weierstrass Theorem)

Let X be a nonempty compact subset of a finite dimensional Euclidean space and let

f : X → R be a continuous function. Then there exists an optimal solution to the

optimisation problem P.

The Lagrangian function L(x, λ, µ) associated with the convex optimisation

problem P is defined by,

L(x, λ, µ) = f(x) +
m∑
i=1

λihi(x) +

p∑
i=1

µigi(x),

where λi ∈ R for all i = 1, . . . ,m, and µi ∈ R+ for all i = 1, . . . , p. Now, we

summarise the first-order and second order Karush-Kuhn-Tucker (KKT) necessary

conditions below [156].

Theorem 4.2. (First-Order KKT Necessary Conditions)

Let x∗ be a local minimum of the equality/inequality constrained problem P. Also,

assume that x∗ is regular. Then, there exist unique multipliers λ∗ and µ∗ such that,

• ∇xL(x∗, λ∗, µ∗) = 0, [L is the Lagrangian function]
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• µ∗ ≥ 0 for all i = 1, . . . , p,

• µ∗ = 0 for all i /∈ A(x). [complementary slackness conditions]

Theorem 4.3. (Second-Order KKT Necessary Conditions)

Let x∗ be a local minimum of the equality/inequality constrained problem P. Also,

assume that x∗ is regular and that f , hi, gi are twice continuously differentiable.

Then, there exist unique multipliers λ∗ and µ∗ such that,

• ∇xL(x∗, λ∗, µ∗) = 0,

• µ∗ ≥ 0 for all i = 1, . . . , p,

• µ∗ = 0 for all i /∈ A(x),

• for any vector y such that ∇hi(x∗)Ty = 0 for all i and ∇gi(x∗)Ty = 0 for all

i ∈ A(x), the following relation holds:

yT∇2
xxL(x∗, λ∗, µ∗)y ≥ 0.

4.3 Optimal Cloudlet Placement Problem

In this section, we present the system model and optimisation problem formula-

tions. As we focus mainly on low-latency applications (1-100 ms), we can ignore

the possibility of offloading job requests from mobile users to remote cloud servers.

In contrast to the cloud servers, the cloudlets only contain a finite number of pro-

cessors with parallel processing enabled. From the Google cluster-usage traces, it

can be shown that job request arrival and their service times follow exponential

distributions, and hence can be considered as Poisson processes [157]. Therefore,

we model the cloudlets as M/M/1 queueing systems [143] because it is simple and

useful if we just want to achieve a first-cut estimation of a system’s performance.

With an average service rate µc and average job request arrival rate λc, the average

processing latency of any cloudlet is given by, τcloudlet = 1
(µc−λc) [142].

In the static cloudlet placement problem, we consider that the network status is

static in time, i.e., we ignore both the user mobility and VM mobility and identify
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Table 4.1: Network optimisation Parameters

Symbol Definition

α Cost of installing a single processor in a cloudlet
ϕ Average number of jobs a single processor can simultaneously process
ξz New infrastructure installation cost at location z ∈ {f, r, o}
η Cost of installing new optical fibre per kilometer
Lz Average length between cloudlet at z ∈ {f, r, o} and ONUs
δz Polling cycle latency between cloudlet at z ∈ {f, r, o} and ONUs

BWz
Bandwidth of the optical fibre link between cloudlets at
z ∈ {f, r, o} and ONUs for both uplink and downlink

nλ
Number of wavelengths shared by ONUs to communicate to
their corresponding RN cloudlet

Dz Transmission latency between cloudlet at z ∈ {f, r, o} and ONUs
DQoS Maximum value of allowed QoS latency requirement
p Number of end-users served by each ONU
N Split-ratio of the passive splitter of the TDM-PON branches

σul
Average number of bits an ONU sends to cloudlet at z ∈ {f, r, o}
for processing

σdl
Average number of bits an ONU receives from cloudlet
at z ∈ {f, r, o} after processing

βul Background load in the uplink of the considered TDM PON
βdl Background load in the downlink of the considered TDM PON

optimal cloudlet locations over an existing access network infrastructure. This is

justified for a cost-optimal cloudlet placement framework and assignment of ONUs

to cloudlets [64]. We consider just one TDM-PON based FiWi branch and cloudlets

can be installed in the field, RN and CO locations, as shown in Fig. 3.1. In Table 4.1,

we briefly define the required network parameters. As this problem is formulated at

the network planning stage without considering the user and VM mobility, it is best

to design the system for the maximum workload, i.e., all the users supported by all

the ONUs send job requests to the cloudlets. Thus, the total job request arrival rate

is λmax = pN (jobs/s). The total transmission latency between a cloudlet and ONU

is computed as the sum of to-and-fro data transmission latency and average polling

cycle latency, i.e., Dz =
(

2Lz
vc

+ δz
2

)
,∀z ∈ {f, r, o}, where vc denotes the velocity of

light. The job request packets from ONUs and job response packets from cloudlets

are interleaved with background traffic to be cleared within one polling cycle of the

considered TDM-PON.

As we assume that the network is “homogeneous” hence, each TDM-PON has
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the same split ratio, each ONU serves the same number of users, and the distances

between all ONUs and the field, RN, and CO cloudlets are equal to their respective

average distances. We define the decision variables as follows: xf := the fraction of

total incoming workload assigned to the field cloudlets, xr := the fraction of total

incoming workload assigned to the RN cloudlets, xo := the fraction of total incoming

workload assigned to the CO cloudlets, bf := (binary variable) takes the value of 1 if

a field cloudlet is installed, and µ := total service rate of all the processors installed

in the field, at the RN and the CO (jobs/s). For this problem setup, all the variables

are non-negative i.e., ≥ 0. The objective function to minimise the overall cloudlet

installation expenditure is given below:

min
µ,xf ,xr,xo,bf

(
α

ϕ
µ+ ηLfNbf + ξfxf + ξrxr + ξoxo

)
(4.1)

In the above expression, the first component denotes the cost of processors, the

second component denotes the cost of new point-to-point fibre installation cost, and

the third, fourth and fifth components denote the cloudlet installation costs in the

field, at RN, and CO locations, respectively and are scaled according to the workload

assigned. However, the cost of new fibre installation for supporting field cloudlet

installation needs to be associated with a binary variable bf , as it cannot be associate

with the fractional variable xf . In (4.1), the binary variable bf follows the boundary

constraint xf ≤ bf ≤ (xf +0.999), which implies that cost of new fibre installation is

included in the objective function only when some workload is assigned to the field

cloudlets. This makes the problem a mixed-integer programming problem and hence,

cannot be solved by using common convex optimisation techniques. To overcome

this issue, we reformulate this problem into a two-stage convex optimisation problem.

In our first-stage problem formulation, we do not consider the scope of field cloudlet

installation and use the variables xr, xo, and µ only. In other words, we consider the

presence of RN and CO cloudlets, only. In the second-stage problem formulation,

we consider that the field cloudlets are installed along with RN and CO cloudlets.

Therefore, we include the cost of new fibre installation directly in the objective

function.
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4.3.1 First-Stage optimisation Problem Formulation

The modified objective function to minimise the overall cloudlet installation expen-

ditures is:

min
µ,xr,xo

(
α

ϕ
µ+ ξrxr + ξoxo

)
(4.2)

The following constraint ensures that all the ONUs are served either by RN or

CO cloudlet. Moreover, this constraint helps to reduce one decision variable as well.

xr + xo = 1 or, xo = 1− xr (4.3)

The non-negativity constraints on the decision variables are given as follows:

(µ− pN) ≥ 0 and 0 ≤ xr ≤ 1 (4.4)

The latency constraint that ensures that the overall system latency is not greater

than DQoS is given below:

xr

{
1

µxr − pNxr
+Dr +

Nσul
nλBWr

+
Nσdl
nλBWr

}
+ xo

{
1

µxo − pNxo
+Do +

Nσul
BWo − βul

+
Nσdl

BWo − βdl

}
≤ DQoS (4.5)

In (4.5), each factor multiplied with xr and xo consists of four terms, i.e., pro-

cessing latency of the cloudlet, the transmission latency, the latency to offload total

bits for the job request from ONU to cloudlet, and the latency to receive total bits

post-processing by ONU from cloudlet, respectively.

Now, using the constraint (4.3), moving denominator terms to numerator and

rearranging all terms, we rewrite (4.5) as below:

2 + {(A−B)xr + (B −DQoS)}(µ− pN) ≤ 0 (4.6)
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where,

A = Dr +
Nσul
nλBWr

+
Nσdl
nλBWr

B = Do +
Nσul

BWo − βul
+

Nσdl
BWo − βdl

Proposition 4.4. The function f(xr, µ) = 2 + {(A−B)xr + (B −DQoS)}(µ− pN)

is non-convex but quasi-convex in nature.

Proof. The first-order partial derivatives of f(xr, µ) with respect to xr and µ are

given below:

∂f

∂xr
= (A−B)(µ− pN)

∂f

∂µ
= {(A−B)xr + (B −DQoS)}

To prove the first part of the statement, let us evaluate the Hessian matrix [158]

for the function f(xr, µ) as follows:

H =

 ∂2f
∂x2r

∂2f
∂xr∂µ

∂2f
∂µ∂xr

∂2f
∂µ2

 =

 0 (A−B)

(A−B) 0

 (4.7)

det(H) = −(B − A)2

Clearly, H is not positive semi-definite as det(H) < 0 and hence, f(xr, µ) is

a non-convex function [158]. Now, to prove the second part of the statement, we

evaluate the bordered Hessian matrix [158] for the function f(xr, µ) as follows:

HB =


0 ∂f

∂xr

∂f
∂µ

∂f
∂xr

∂2f
∂x2r

∂2f
∂xr∂µ

∂f
∂µ

∂2f
∂µ∂xr

∂2f
∂µ2

 (4.8)

det(HB) = −2(B − A)2(µ− pN){(B − A)xr − (B −DQoS)}

It can be shown that when constraint (4.6) holds, then det(HB) ≤ 0. There-

fore, as the determinants of both the first-order and second-order bordered Hessian

matrices are negative, we can consider f(xr, µ) as a quasi-convex function [158].
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We observe that the objective function (4.2) and the constraint (4.4) are lin-

ear. Moreover, the Proposition 4.4 proves that the constraint (4.6) is quasi-convex.

Therefore, in the optimisation problem with objective function (4.2) and constraints

(4.4) and (4.6), if at least one of the Lagrange multipliers that satisfy KKT con-

ditions exist, then any local optimum of this problem is also the global optimum.

Hence, the first-order KKT (necessary) conditions are also sufficient conditions for

optimality [158]. Now, we write the Lagrangian function for the objective function

(4.2) and constraints (4.4) and (4.6) as follows:

L(xr, µ;λ) =
α

ϕ
µ+ ξrxr + ξo(1− xr)− λ1xr − λ2(1− xr)

− λ3(µ− pN) + λ4[2 + {(A−B)xr + (B −DQoS)}(µ− pN)] (4.9)

We obtain the first-order KKT conditions for optimality from the Lagrangian

function (4.9) as follows:

∂L
∂µ

=
α

ϕ
− λ3 + λ4{(A−B)xr + (B −DQoS)} = 0 (4.10)

∂L
∂xr

= ξr − ξo − λ1 + λ2 + λ4(A−B)(µ− pN) = 0 (4.11)

∂L
∂λ1

= −xr [∵ xr 6= 0,∴ λ1 = 0] (4.12)

∂L
∂λ2

= −(1− xr) [∵ (1− xr) 6= 0,∴ λ2 = 0] (4.13)

∂L
∂λ3

= −(µ− pN) [∵ (µ− pN) 6= 0,∴ λ3 = 0] (4.14)

∂L
∂λ4

= 2 + {(A−B)xr + (B −DQoS)}(µ− pN) = 0 (4.15)

As (4.12)-(4.14) indicate that λ1 = 0, λ2 = 0, and λ3 = 0 respectively, hence by

eliminating λ4 from (4.10)-(4.11), we obtain the expression for (µ− pN), as shown

below:

µ− pN =
ϕ(ξr − ξo){(A−B)xr + (B −DQoS)}

α(A−B)
(4.16)
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Again, rearranging the different terms in (4.15), we obtain another expression

for (µ− pN) as below:

µ− pN =
−2

(A−B)xr +B −DQoS

(4.17)

Eliminating (µ−pN) from (4.16) and (4.17), we obtain the closed form expression

for xr as shown below:

xr =
1

(B − A)

[
(B −DQoS)∓

√
2α(B − A)

ϕ(ξr − ξo)

]
(4.18)

Putting the above expression for xr in (4.18) and (4.11), we obtain the closed

form expressions for µ and λ4, respectively as shown below:

µ =

[
pN ∓ 2

√
ϕ(ξr − ξo)
2α(B − A)

]
(4.19)

λ4 = ∓α
ϕ

√
ϕ(ξr − ξo)
2α(B − A)

(4.20)

Now, we evaluate the bordered Hessian matrix for the Lagrangian function (4.9)

as follows:

H′B =


0 ∂2L

∂xr∂λ4
∂2L
∂µ∂λ4

∂2L
∂xr∂λ4

∂2L
∂x2r

∂2L
∂xr∂µ

∂2L
∂µ∂λ4

∂2L
∂µ∂xr

∂2L
∂µ2

 (4.21)

where,

∂2L
∂x2

r

=
∂2L
∂µ2

= 0

∂2L
∂xr∂µ

=
∂2L
∂µ∂xr

= λ4(A−B)

∂2L
∂xr∂λ4

= (A−B)(µ− pN)

∂2L
∂µ∂λ4

= {(A−B)xr + (B −DQoS)}

85



Chapter 4

det(H′B) = −2λ4(B − A)2(µ− pN){(B − A)xr − (B −DQoS)} (4.22)

Clearly, with the conditions (B − A)2 > 0, ξr > ξo, and for the following set of

values, det(H′B) < 0:

x∗r =
1

(B − A)

[
(B −DQoS) +

√
2α(B − A)

ϕ(ξr − ξo)

]
x∗o = 1− x∗r

µ∗ =

[
pN + 2

√
ϕ(ξr − ξo)
2α(B − A)

]

λ∗4 =
α

ϕ

√
ϕ(ξr − ξo)
2α(B − A)

det(H′B) = −4α

ϕ
(B − A)2

√
ϕ(ξr − ξo)
2α(B − A)

< 0 (4.23)

Therefore, the minima of the optimisation problem with objective function (4.2)

and constraints (4.4) and (4.6) exists at (x∗r, µ
∗, λ∗4) and the corresponding minimal

cost value is given as follows:

C1 =
α

ϕ

[
pN + 2

√
ϕ(ξr − ξo)
2α(B − A)

]

+
(ξr − ξo)
(B − A)

[
(B −DQoS) +

√
2α(B − A)

ϕ(ξr − ξo)

]
+ ξo (4.24)

Instead of choosing RN and CO cloudlets, we can select field and CO cloudlets

and solving the problem in a similar method as above, we obtain the minimal cost

value as follows:

C̃1 =
α

ϕ

[
pN + 2

√
ϕ(ξf − ξo)
2α(B − C)

]
+ ηLfN

+
(ξf − ξo)
(B − C)

[
(B −DQoS) +

√
2α(B − C)

ϕ(ξf − ξo)

]
+ ξo (4.25)
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where,

C = Df +
σul
BWf

+
σdl
BWf

However, in most practical scenarios installation of RN and CO cloudlets are

preferred more than the field and CO cloudlets as installation of field cloudlets in-

cludes additional installation cost of point-to-point fibres and new transceiver pairs.

Therefore, in general C1 < C̃1 holds and hence, C1 is chosen over C̃1. Similar conclu-

sion is also valid for the field and RN cloudlet combination. Note that, in the above

solution we considered that λ1 = 0, λ2 = 0, and λ3 = 0 from the complementary-

slackness conditions (4.12)-(4.14). Nonetheless, there may be instances when the

cost optimisation framework decides not to install any RN cloudlet. In such a case,

we need to enforce xr = 0 such that λ1 6= 0, λ2 = 0 and xo = 1− xr = 1. However,

as the framework tries to keep the processing time finite and below DQoS, (4.14)

is valid always. Therefore, this situation arises when the following condition gets

satisfied:

B −

√
2α(B − A)

ϕ(ξr − ξo)
≤ DQoS (4.26)

In this situation, the above solution (x∗r, µ
∗, λ∗4) is no longer valid and we need

to reduce the problem with just one variable µ. The modified objective function is

given below:

min
µ

(
α

ϕ
µ+ ξo

)
(4.27)

Also, the modified constraints are given as follows:

(µ− pN) ≥ 0 (4.28){
1

µ− pN
+Do +

Nσul
BWo − βul

+
Nσdl

BWo − βdl

}
≤ DQoS (4.29)
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The constraint (4.29) is a linear constraint and we can rewrite the above con-

straint as follows:

1− (DQoS −B)(µ− pN) ≤ 0 (4.30)

The Lagrange function for this reduced form of problem is given below:

L′(µ;ν) =
α

ϕ
µ+ ξo − ν1(µ− pN)

+ ν2[1− (DQoS −B)(µ− pN)] (4.31)

Therefore, the first-order KKT conditions are given as follows:

∂L′

∂µ
=
α

ϕ
− ν1 − ν2(DQoS −B) = 0 (4.32)

∂L′

∂ν1

= −(µ− pN) [∵ (µ− pN) 6= 0,∴ ν1 = 0] (4.33)

∂L′

∂ν2

= 1− (DQoS −B)(µ− pN) = 0 (4.34)

By using the conditions (4.32)-(4.34), we obtain the optimal solution and to

avoid ambiguity, we denote the optimal solution by (µ̄∗, ν∗2) as follows:

µ̄∗ = pN +
1

DQoS −B
(4.35)

ν∗2 =
α

ϕ(DQoS −B)
(4.36)

With these latest values of the variables, the cost function (4.27) yields the

corresponding optimal cost value as follows:

C2 =
α

ϕ

[
pN +

1

DQoS −B

]
+ ξo (4.37)

If we want to install only RN cloudlets, then we need to enforce xr = 1 such that

λ1 = 0, λ2 6= 0 and xo = 1− xr = 0. Formulating a similar optimisation problem as
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above, we find the optimal value of µ (denoted by ¯̄µ∗) and optimal cost as follows:

¯̄µ∗ = pN +
1

DQoS − A
(4.38)

C3 =
α

ϕ

[
pN +

1

DQoS − A

]
+ ξr (4.39)

Nonetheless, when installation RN and CO cloudlets are no more sufficient to

meet the QoS requirements, we need to install additional field cloudlets and proceed

to the second stage optimisation problem formulation. This situation arises when

the following condition holds:

A−

√
2α(B − A)

ϕ(ξr − ξo)
≥ DQoS (4.40)

4.3.2 Second-Stage optimisation Problem Formulation

In the second-stage of optimisation problem formulation, we assume that all of the

field, RN, and CO cloudlets are installed and hence we use the variables xf , xr, xo,

and µ. We assume that all N ONUs are connected to the field cloudlet and hence

N new point-to-point fibres are installed, each with a dedicated bandwidth BWf .

Thus the corresponding objective function to minimise the overall CAPEX is given

below:

min
µ,xf ,xr,xo

(
α

ϕ
µ+ ηLfN + ξfxf + ξrxr + ξoxo

)
(4.41)

Note that, in the above cost function, the binary variable bf is no longer included.

To ensures that all cloudlets are served either by field, RN or CO cloudlet we write

the following constraint and one decision variable as follows:

xf + xr + xo = 1 or, xo = 1− xf − xr (4.42)

As the variables can take only non-negative values, we write the following con-

straints on the parameters:

(µ− pN) ≥ 0 and 0 ≤ xf ≤ 1 and 0 ≤ xr ≤ 1 (4.43)

89



Chapter 4

The new latency constraint ensuring that the overall system latency is not ex-

ceeding DQoS is given below:

xf

{
1

µxf − pNxf
+Df +

Nσul
NBWf

+
Nσdl
NBWf

}
+ xr

{
1

µxr − pNxr
+Dr +

Nσul
nλBWr

+
Nσdl
nλBWr

}
+ xo

{
1

µxo − pNxo
+Do +

Nσul
BWo − βul

+
Nσdl

BWo − βdl

}
≤ DQoS (4.44)

The factors multiplied with each of xf , xr, and xo contain terms similar to

that in (4.5). Thus, by using (4.44) and adjusting the terms from denominator to

numerator, we obtain the following:

3 + {(C −B)xf + (A−B)xr + (B −DQoS)}(µ− pN) ≤ 0 (4.45)

Proposition 4.5. The function g(xf , xr, µ) = 3 + {(C −B)xf + (A−B)xr + (B −

DQoS)}(µ− pN) is neither convex nor quasi-convex/concave in nature.

Proof. The first-order partial derivatives of g(xf , xr, µ) with respect to xf , xr, and

µ are given below:

∂g

∂xf
= (C −B)(µ− pN)

∂g

∂xr
= (A−B)(µ− pN)

∂g

∂µ
= {(C −B)xf + (A−B)xr + (B −DQoS)}

The Hessian matrix for the function g(xf , xr, µ) is evaluated as follows:

H′′ =


∂2g
∂µ2

∂2g
∂µ∂xf

∂2g
∂µ∂xr

∂2g
∂xf∂µ

∂2g
∂x2f

∂2g
∂xf∂xr

∂2g
∂xr∂xf

∂2g
∂xr∂µ

∂2g
∂x2r

 =


0 (C −B) (A−B)

(C −B) 0 0

(A−B) 0 0

 (4.46)

Clearly, det(H′′) = 0. Therefore, H′′ is not positive semi-definite and hence

g(xf , xr, µ) is neither a convex nor a concave function [158]. This completes the first

part of the proof. Now to prove the second part of the statement, we evaluate the
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bordered Hessian matrix as follows:

H′′B =


0 ∂g

∂µ
∂g
∂xf

∂g
∂xr

∂g
∂µ

∂2g
∂µ2

∂2g
∂µ∂xf

∂2g
∂µ∂xr

∂g
∂xf

∂2g
∂xf∂µ

∂2g
∂x2f

∂2g
∂xf∂xr

∂g
∂xr

∂2g
∂xr∂xf

∂2g
∂xr∂µ

∂2g
∂x2r

 (4.47)

Putting in the values of all the elements in the above matrix (4.47), we find

that det(H′′B) = 0. Hence, the function g(xf , xr, µ) cannot be considered as a quasi-

convex/concave function [158]. This completes the proof.

Due to Proposition 4.5, we cannot apply KKT conditions on the Lagrangian

function for objective function (4.41) and constraints (4.43) and (4.45). If we apply

the KKT conditions forcefully on this optimisation problem, then it will lead to a

saddle point and we will not be able to find any optima [158]. This intractability

compels us to reformulate our second-stage optimisation problem similar to the

first-stage problem with some numerical techniques to find the optimal solution. We

define a new variable, xro := the fraction of total incoming workload assigned to the

RN and CO cloudlet together and the weighted average of the cloudlet installation

cost is ξro = ξrε+ ξo(1− ε), where ε ∈ [0, 1], but its value is unknown at this stage.

Thus, the reformulated objective function is given below:

min
µ,xf ,xro

(
α

ϕ
µ+ ηLfN + ξfxf + ξroxro

)
(4.48)

Moreover, the reformulated constraints are given as follows:

xf + xro = 1 or, xro = 1− xf (4.49)

(µ− pN) ≥ 0 and 0 ≤ xf ≤ 1 (4.50)
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xf

{
1

µxf − pNxf
+Df +

Nσul
NBWf

+
Nσdl
NBWf

}
+ xroε

{
1

µxroε− pNxroε
+Dr +

Nσul
nλBWr

+
Nσdl
nλBWr

}
+ xro(1− ε)

{
1

µxro(1− ε)− pNxro(1− ε)

+Do +
Nσul

BWo − βul
+

Nσdl
BWo − βdl

}
≤ DQoS (4.51)

Using (4.49) and readjusting terms from denominator to numerator, we can

rewrite the constraint (4.51) as follows:

3 + {(C −Q)xf + (Q−DQoS)}(µ− pN) ≤ 0 (4.52)

where,

Q = ε

(
Dr +

Nσul
nλBWr

+
Nσdl
nλBWr

)
+ (1− ε)

(
Do +

Nσul
BWo − βul

+
Nσdl

BWo − βdl

)

The function h(xf , µ) = 3 + {(C − Q)xf + (Q − DQoS)}(µ − pN) is similar to

f(xr, µ) and hence is non-convex but quasi-convex in nature. Therefore, we can

apply KKT conditions on the Lagrangian function of this newly formulated second-

stage problem to find optimal solution, and write the Lagrangian function as follows:

L′′(µ, xf ;γ) =
α

ϕ
µ+ ηLfN + ξfxf + ξro(1− xf )− γ1xf

− γ2(1− xf )− γ3(µ− pN)

+ γ4[3 + {(C −Q)xf + (Q−DQoS)}(µ− pN)] (4.53)

Thus, we derive the first-order KKT conditions from the Lagrangian function

(4.53) as shown below:

∂L′′

∂µ
=
α

ϕ
− γ3 + γ4{(C −Q)xf + (Q−DQoS)} = 0 (4.54)

∂L′′

∂xf
= ξf − ξro − γ1 + γ2 − γ4(C −Q)(µ− pN) = 0 (4.55)
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∂L′′

∂γ1

= −xf [∵ xf 6= 0,∴ γ1 = 0] (4.56)

∂L′′

∂γ2

= −(1− xf ) [∵ (1− xf ) 6= 0,∴ γ2 = 0] (4.57)

∂L′′

∂γ3

= −(µ− pN) [∵ (µ− pN) 6= 0,∴ γ3 = 0] (4.58)

∂L′′

∂γ4

= 3 + {(C −Q)xf + (Q−DQoS)}(µ− pN) = 0 (4.59)

From the conditions (4.56)-(4.58), we find that γ1 = 0, γ2 = 0, and γ3 = 0. Thus

we evaluate (µ− pN) by eliminating γ4 from (4.54)-(4.55) as follows:

µ− pN =
(ξf − ξro)ϕ{(C −Q)xf + (Q−DQoS)}

α(C −Q)
(4.60)

From (4.55) we obtain another expression for (µ− pN) as below:

µ− pN =
−3

(C −Q)xf + (Q−DQoS)
(4.61)

Comparing (4.60) and (4.61), we eliminate (µ − pN) to obtain the closed form

expression for xf as shown below:

xf =
1

(Q− C)

[
(Q−DQoS)∓

√
3α(Q− C)

ϕ(ξf − ξro)

]
(4.62)

By using the above expression for xf in (4.62), we obtain the closed form ex-

pressions for µ and γ4, respectively as shown below:

µ =

[
pN ∓ 3

√
ϕ(ξf − ξro)
3α(Q− C)

]
(4.63)

γ4 = ∓α
ϕ

√
ϕ(ξf − ξro)
3α(Q− C)

(4.64)

By observing the similarity of the reformulated second-stage problem with the

first-stage problem, we can consider that the minima of this problem exist at the

following points, with conditions (Q − C)2 > 0 and ξf > ξro. To avoid ambiguity,

we denote the optimal number of processors after second-stage problem by µ̂∗, the

optimal fraction of total workload handled by RN cloudlet by x̄∗r, and the optimal
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fraction of total workload handled by CO cloudlet by x̄∗o.

x∗f =
1

(Q− C)

[
(Q−DQoS) +

√
3α(Q− C)

ϕ(ξf − ξro)

]
(4.65)

x̄∗r = (1− x∗f )ε∗, x̄∗o = (1− x∗f )(1− ε∗) (4.66)

µ̂∗ =

[
pN + 3

√
ϕ(ξf − ξro)
3α(Q− C)

]
(4.67)

γ∗4 =
α

ϕ

√
ϕ(ξf − ξro)
3α(Q− C)

(4.68)

However, we cannot use the above expressions yet as ε is unknown to us, but

we can use our first-stage optimisation problem to solve this issue. We observe from

(4.59) that the latency constraint is active at the boundary and hence equality holds.

Moreover, field cloudlets handle pNx∗f amount of workload and only pN(1 − x∗f )

amount of workload is handled by RN and CO cloudlets. Therefore, we can use the

modified parameters N ′ = N(1−x∗f ) and D′QoS = DQoS−x∗f
{

1/(µ̂∗x∗f − pNx∗f ) + C
}

on our first-stage optimisation problem formulation. This allows us to compute the

modified network parameters A′ = A(1−x∗f ) and B′ = B(1−x∗f ). As ε is equivalent

to xr in the first-stage problem, we can write an expression for ε∗ by using (4.18) as

follows:

ε∗ =
1

(B′ − A′)

[
(B′ −D′QoS) +

√
2α(B′ − A′)
ϕ(ξr − ξo)

]
(4.69)

Now, we can numerically solve the system of non-linear equations consisting of

(4.65) and (4.69) to find the final values of x∗f and ε∗. Followed by we can compute

the expressions in (4.66)-(4.68). The following theorem shows that the optimal

solution obtained from the reformulated problem is equal to the optimal solution of

the actual problem.

Theorem 4.6. The optimal solution of the actual second-stage optimisation problem

with objective function (4.41) and constraints (4.42)-(4.44) is identical to that of the

reformulated second-stage optimisation problem with objective function (4.48) and

constraints (4.49)-(4.51) and (4.69).
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Proof. We consider µ̆∗, x̆∗f , x̆
∗
r, and x̆∗o as the optimal values from the actual second-

stage problem and can safely assume that x̆∗f , x̆
∗
r, x̆
∗
o 6= 0. Although we showed that

this problem cannot be solved analytically, but by simple inspection we observe that

the objective function (4.41) is linear. Hence the optimal solution must exist at the

boundary of the solution space. Equality can not hold for (4.43), hence it must hold

for (4.44) at the optima. The optimal cost is
(
α
ϕ
µ̆∗ + ηLfN + ξf x̆∗f + ξrx̆∗r + ξox̆∗o

)
and the latency constraint is as follows:

x̆∗r

{
1

µ̆∗x̆∗r − pNx̆∗r
+ A

}
+x̆∗o

{
1

µ̆∗x̆∗o − pNx̆∗o
+B

}
+ x̆∗f

{
1

µ̆∗x̆∗f − pNx̆∗f
+ C

}
= DQoS (4.70)

In the reformulated second-stage optimisation problem, the optimal values are

µ̂∗, x∗f , x
∗
ro, x̄

∗
r, x̄
∗
o and ε∗. Therefore, the optimal value of the objective function is

α

ϕ
µ̂∗ + ηLfN + ξfx

∗
f + ξrox

∗
ro

=
α

ϕ
µ̂∗ + ηLfN + ξfx

∗
f + ξrx̄∗r + ξox̄∗o (4.71)

As the objective values of both the actual and reformulated problems are similar,

therefore, the optimal values µ̂∗, x∗f , x̄
∗
r = ε∗x∗ro, and x̄∗o = (1 − ε∗)x∗ro from the

reformulated problem are also similar to the optimal values µ̆∗, x̆∗f , x̆
∗
r, and x̆∗o from

the actual problem.

Now, from the KKT condition (4.59), we see that equality holds for the latency

constraint in this problem and hence, from (4.51),

x̄∗r

{
1

µ̂∗x̄∗r − pNx̄∗r
+ A

}
+ x̄∗o

{
1

µ̂∗x̄∗o − pNx̄∗o
+B

}
+ x∗f

{
1

µ̂∗x∗f − pNx∗f
+ C

}
= DQoS (4.72)

As we use our first-stage problem with modified parameters N ′, A′, B′ and D′QoS

to find ε∗ and x∗f , therefore with some algebraic manipulation on (4.5) and by using

x̄∗r = ε∗(1− x∗f ), and x̄∗o = (1− ε∗)(1− x∗f ), we again find (4.72).
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Clearly, (4.70) and (4.72) appear to be similar constraints. Therefore, both the

actual and reformulated optimisation problems have similar objective functions and

solution spaces. Moreover, we can show that the first order derivatives,
dxf
dε
≥ 0

from (4.65) and dε
dxf
≥ 0 from (4.69), when the conditions 0 ≤ ε ≤ 1, 0 ≤ xf ≤ 1,

(Q − C) ≥ 0, and (B − A) ≥ 0 hold. Therefore, both ε and xf are monotonically

increasing with respect to each other and hence, the solution of non-linear system

of equations consisting of (4.65) and (4.69) is unique. Also, this solution is optimal

when computed by any numerical technique. Thus, the optimal solution of the

actual problem is equal to the optimal solution of the reformulated problem.

Therefore, we evaluate the minimal cost value of the optimisation problem with

objective function (4.48) and constraints (4.50) and (4.52) at (x∗f , µ̂
∗, γ∗4) as shown

below:

C4 =
α

ϕ

[
pN + 3

√
ϕ(ξf − ξro)
3α(Q− C)

]
+ ηLfN

+
(ξf − ξro)
(Q− C)

[
(Q−DQoS) +

√
3α(Q− C)

ϕ(ξf − ξro)

]
+ ξro (4.73)

Again, similar to the first-stage problem, there may arise situations when we

have to enforce xf = 0 and correspondingly γ1 6= 0 in (4.56). Hence, x̄r
∗ = x∗r and

x̄o
∗ = x∗o. Intuitively, in this situation, the second-stage problem reduces to the

first-stage problem and this situation arises under the following condition:

Q−

√
3α(Q− C)

ϕ(ξf − ξro)
≤ DQoS (4.74)

However, in the situations when xf = 1 and xr = 0, xo = 0 are needed to be

enforced, then γ2 6= 0 in (4.57). This is similar to the field cloudlet placement model

discussed in Chapter 3. In this situation, the following condition is satisfied:

C −

√
3α(Q− C)

ϕ(ξf − ξro)
≥ DQoS (4.75)

Clearly, we can formulate a reduced optimisation problem similar to the case of

xr = 0, xo = 1 in the first-stage problem and we find the optimal value of µ (denoted
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by µ̃∗) and optimal cost as follows:

µ̃∗ = pN +
1

DQoS − C
(4.76)

C5 =
α

ϕ

[
pN +

1

DQoS − C

]
+ ξf (4.77)

Note that, if we observe x∗r = 0 and x∗o = 1 after solving the first-stage problem,

then solving the second-stage problem becomes unnecessary, because it seems less

likely that the cost minimisation framework decides to install more expensive field

cloudlets without installing the RN cloudlets. In general, while solving both the first-

stage and second-stage problems, we can figure out the most appropriate formula

for cloudlet deployment cost amongst C1, C2, C3, C4 and C5 and accordingly can

decide whether to install cloudlets in the field, at RN or CO. Table 4.2 provides a

summary of the cost formulas used against different network conditions:

4.4 Framework Validation

In this section, we validate the lower bounds on static cloudlet deployment cost

derived in Section 4.3. To achieve this goal, we proceed in two steps. Firstly, we

stochastically generate multiple instances of network data over a circular deploy-

ment area, i.e., ONU locations, RN locations, and CO location. We evaluate the

MINLP based framework designed in Chapter 3 on these data and obtain an empir-

ical average of the results. Secondly, we derive a theoretical model for the circular

Table 4.2: Summary of Cost Formula Usage

Formula Cloudlet Locations Network Conditions

C1 RN, CO Q−
√

3α(Q−C)
ϕ(ξf−ξro)

≤ DQoS

C̃1 CO, Field (C1 ≥ C̃1) C −
√

3α(Q−C)
ϕ(ξf−ξro)

≤ DQoS

C2 CO B −
√

2α(B−A)
ϕ(ξr−ξo) ≤ DQoS

C3 RN B −
√

2α(B−A)
ϕ(ξr−ξo) ≥ DQoS

C4 RN, CO, Field A−
√

2α(B−A)
ϕ(ξr−ξo) ≥ DQoS

C5 Field C −
√

3α(Q−C)
ϕ(ξf−ξro)

≥ DQoS
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network deployment area such that the circular area can be reduced to the smallest

circular wedge under the network homogeneity assumption. We apply the suitable

expressions derived in Section 4.3 on this circular wedge and scale up the results to

obtain similar results as obtained from the first step.

4.4.1 Random Dataset Generation and Evaluation with Hy-

brid MINLP Framework

We use the Poisson-point process [150] to generate random ONU locations over a

circular area of diameter 4 km, as shown in Fig. 4.1(a). We consider that each

ONU has associated wireless access points to serve around 1000 users and hence we

divide population density by 1000 to calculate the average number of ONUs/km2,

e.g., in a typical Australian urban area, the standard population density is 4000

persons/km2 [149], thus on an average of 4 ONUs/km2. To identify potential field

cloudlet placement locations, we use k-means clustering algorithm [150] with k =

12, such that the feasibility of the MINLP framework designed in Chapter 3 is

maintained. We consider that the ONUs are supported by 10G-PONs and hence

enjoy a total of 10 Gbps datarate in both uplink and downlink directions. The

split-ratio is 1 : N , N ∈ {4, 8, 16, . . . }, but for this framework validation purpose,

we consider N ∈ {4, 8, 16}. Any field cloudlet can be connected to ONUs belonging

to different PON branches, but the RN and CO cloudlets can be connected to the

ONUs that belong to that particular PON branch. We consider that the CO for all

the PON branches is located at the centre of the circular area.

We implement the MINLP model designed in Chapter 3 with the A Modeling

Language for Mathematical Programming (AMPL) platform and the open-source

solver COUENNE package for MINLPs [145] to evaluate the model on the chosen

dataset. We generate random instances of network deployment data with split-ratio

1 : N , N ∈ {4, 8, 16}, i.e., ONU locations, RN locations, and potential field cloudlet

locations, over the circular area with diameter 4 km and find the average cost of

cloudlet deployment over this area against DQoS latency values 1 ms, 10 ms, and

100 ms. Fig. 4.1(b) shows the optimal cloudlet placement locations in the field, RN
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Figure 4.1: (a) An instance of the stochastically generated ONU locations
(blue dots), RN locations (cyan-faced squares), CO locations (pink-faced
squares) and potential field cloudlet locations (red asterisks) with split-ratio
1:8 of an urban population area with density 4000 people/km2; (b) optimally
chosen field, RN and CO cloudlet placements and their respective coverage
areas (green borders) using MINLP framework; (c) equivalent field, RN and
CO cloudlet placement locations under homogeneous network assumption
(Only the feeder fibres are shown in all figures).

and CO along with the corresponding coverage areas for split-ratio 1:8 and DQoS =

1 ms.

4.4.2 Reduction of Circular Area to Circular Wedge for De-

riving Lower Bounds

For the average analysis, we assume that the network deployment is homogeneous.

Therefore, with Γ ONUs/km2 there are a total dΓπR2e number of ONUs in a circular

area with radius R and hence, Ω = dΓπR2/Ne TDM-PONs of split-ratio N can serve

all the ONUs. Thus, we can consider the entire circular area as a combination of

Ω identical circular wedges inscribing a central angle, say, 2θ = 2π/Ω. Fig. 4.1(c)

shows the example case where for Γ = 4 ONUs/km2, R = 2 km, and N = 8, there

are Ω = 7 identical circular wedges with 2θ = 2π/7.

Due to our initial assumption that the ONUs are homogeneously distributed over

the entire area of the circular wedge, we can further consider that the RN is located

at the centroid. Note that, ideally the field cloudlet location should also be the same

as RN, i.e., the centroid of the circular wedge. The coordinates of the centroid of

a circular wedge with radius R and spanned from −θ to θ are (x̄, ȳ) =
(

2R
3θ

sin θ, 0
)
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[159]. Thus the distance between CO and RN is, Lcr = Lf = (2R
3θ

sin θ) km. We

consider (x, y) to be the coordinates of any random point within the circular wedge.

Therefore, we compute the average distance of (x, y) from the centroid (x̄, ȳ) as

follows:

Lro =
1

θR2

θ∫
−θ

R∫
0

|x− x̄| r dr dθ

=
1

θR2

 θ∫
−θ

x̄∫
0

(x̄− x) r dr dθ +

θ∫
−θ

R∫
x̄

(x− x̄) r dr dθ

 (4.78)

Evaluating the double integrals in (4.78) by putting x = r cos θ and x̄ = 2R sin θ/3θ,

we obtain the final expression as follows:

Lro =
16R

27θ3
sin3 θ

(
1− 2

3θ
sin θ

)
(4.79)

According to the tree-and-branch topology of TDM-PON architecture [20], the

total length between an ONU and CO is the sum of the distances from CO to RN

and RN to ONU. Therefore, in the present context, the average distance between

an ONU and CO (Lco) is the sum of the distance from the origin to the centroid

(Lcr) and the average distance of any random point from the centroid (Lro) within

the circular wedge, i.e., Lco = Lcr + Lro.

With this geometrical setup, we can use the lower bound of cloudlet deployment

cost expressions derived in Section 4.3 to calculate the empirical average cloudlet

deployment cost with just one TDM-PON based FiWi branch over the smallest

circular wedge area, we then scale up the results by multiplying with factor Ω to

calculate the total cloudlet deployment cost over the entire circular area.

4.4.3 Comparison of Cloudlet Deployment Costs and Lower

Bounds

While evaluating either of the expressions for cost values C1, C2, C3, C4 and C5, as

required, we need to validate that our two-stage optimisation problem formulation
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produces an equivalent result to that of the primary optimisation problem formula-

tion with objective function (4.1) and constraints (4.42)-(4.44). Hence, we evaluate

both these problem formulations over a single TDM-PON based FiWi branch and

scale up the results for the entire dataset. In addition to this, we need to show that

the scaled up results are close enough to the results obtained by using the MINLP

framework proposed in Chapter 3 on the complete dataset and hence, we compare

these cost values with the empirical average of cost values obtained by evaluating the

MINLP framework on multiple instances of randomly generated complete datasets.

The values of all the network parameters are considered such that consistency is

maintained with the MINLP framework designed in Chapter 3, e.g., the normalised

cost of installing a processor is α = 1 [151], the normalised costs of installing a

cloudlet in the field is ξf = 8, at RN is ξr = 6 and at CO is ξo = 5 [151], the nor-

malised cost of installing new point-to-point fibre per kilometer is η = 20 [139], data

rate of each new point-to-point fibre links is BWf = 1 Gbps, nλ = 1 wavelength(s)

of datarate BWr = 10 Gbps is shared among all N ONUs to communicate with

RN cloudlet, the datarate of default communication link between ONU and CO is

BWo = 10 Gbps, the approximate downlink and uplink background loads are βdl =

7 Gbps and βul = 5 Gbps, respectively [139], each ONU serves p = 1000 users, each

cloudlet processor supports ϕ = 2500 jobs [63], average number of bits an ONU

sends to a cloudlet as job requests in uplink σul = 1 MB and average number of

bits an ONU receives from a cloudlet as response of the job requests in downlink

σdl = 50 KB [53]. We consider δf = 0 as point-to-point fibre connections are used

between ONUs and field cloudlets, and δr = δo = 0.5 ms [152].

Fig. 4.2 presents a comparison of the normalised cloudlet deployment cost/100

users over a circular area of diameter 4 km dense urban deployment scenario (pop-

ulation density = 4000 persons/km2). We consider split-ratio 1 : N , N ∈ {4, 8, 16}

and DQoS values of 1 ms, 10 ms, and 100 ms. Note that, we indicate the optimal

solutions of the MINLP framework proposed in Chapter 3, the optimal solution

of the primary optimisation problem formulation with objective function (4.1) and

constraints (4.42)-(4.44), and the optimal solution of the two-stage problem for-

mulation by the labels “MINLP-complete”, “Primary problem”, and “Two-stage”,
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Figure 4.2: Comparison of normalised cloudlet deployment cost/100 users
over dense urban deployment scenario obtained from the complete MINLP
framework, primary optimisation problem with a single TDM-PON FiWi
branch, and the corresponding two-stage problem formulation against DQoS

values of 1 ms, 10 ms, and 100 ms with (a) split-ratio 1:4, (b) split-ratio 1:8,
and (c) split-ratio 1:16.

respectively. The optimal cost values obtained by scaling up the results from the

primary optimisation problem and appropriate cost formula derived from the two-

stage optimisation problem formulation are equal. This justifies all our assumptions

and validates the two-stage optimisation problem formulation. Moreover, both of

these cost values are in agreement with the empirical average cost value obtained

by evaluating the MINLP framework on the entire network in all the test scenarios.

Thus, our derived cloudlet deployment cost expressions provide a tight lower bound

to the cost value obtained using the MINLP framework. Hence, we can use the

expressions derived in Section 4.3 to draw various insightful conclusions on cloudlet

deployment strategies using TDM-PON based FiWi access network.

4.5 Results and Discussions

In this section, we show the variation of cloudlet deployment cost over 10G-PON

based FiWi network depending on various network parameters, i.e., a parametric

analysis. Fig. 4.3 shows the workload distribution among the field, RN and CO

cloudlets against TDM-PON split-ratio for a circular area with diameter = 4 km,

population density = 4000 people/km2, and DQoS = 1 ms. With smaller split-ratio

values e.g., 1:4 and 1:8, CO cloudlet alone is capable to handle the total workload,
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Figure 4.3: Workload distribution among field, RN and CO cloudlets against
TDM-PON split ratio for a circular area with diameter = 4 km, population
density = 4000 people/km2, and DQoS = 1 ms.

hence xo = 1, xr = 0 and xf = 0. This follows from the network condition (4.26).

However, for higher split-ratio values, the installation of RN and field cloudlets

becomes essential. With split-ratio 1:16, the total workload is shared between RN

and CO cloudlets following from the network condition (4.74), and with split-ratio

1:32, the total workload is shared amongst the field, RN and CO cloudlets following

from the network condition (4.40). With a TDM-PON split-ratio 1 : N where

N ∈ {4, 8, 16}, the first-stage optimisation problem is sufficient, but for a split-ratio

of 1:32 or higher, we need to solve the second-stage problem as well. In this case,

the curve of xo is monotonically decreasing, xf is monotonically increasing, and xr

is increasing first and then decreases again. Note that, it is easy to show from the

analytical expressions that this trend of variation of values of xf , xr, and xo against

split-ratio is generic with given values of all other network parameters. Initially

xo = 1, xr = 0 and xf = 0; as N increases xo decreases monotonically and xr

increases monotonically with xf = 0. For a further higher value of N , xf starts

to monotonically increase, xr starts to monotonically decrease, and xo decreases

monotonically as earlier. As we change the values of different network parameters,

these critical points of N also change, but the trend of variation of xf , xr, and xo

remains the same. It is interesting to note that in all the cases xf + xr + xo = 1

should hold as per our optimisation problem design constraint.
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Figure 4.4: Variation of normalised cloudlet deployment cost/100 users
against TDM-PON split-ratio 1 : N for a circular area with diameter =
4 km and DQoS = 1 ms. Population density is varied from 1000 to 4000
people/km2.

Next, Fig. 4.4 shows the variation of normalised cloudlet deployment cost/100

users against TDM-PON split-ratio 1 : N where N ∈ {4, 8, 16, 32} with DQoS = 1

ms. We plot multiple such graphs while varying the population density from 1000 to

4000 people/km2. From these plots, we primarily observe that the normalised cost

decreases as we increase the TDM-PON split-ratio from 1:4 to 1:8, because a lower

number of TDM-PON branches are present in the network and only CO cloudlets

are capable of handling the total workload. However, the normalised cost slightly

increases for the split-ratio of 1:16 because RN cloudlets are required to be installed

in this scenario. With split-ratio 1:32 we observe a sudden jump in the normalised

cost. This is due to the installation of field cloudlets which incurs an additional cost

of new point-to-point fibre installation. Moreover, for N ∈ {4, 8, 16}, normalised

cost is higher for lower population density, e.g., with split-ratio 1:4, normalised cost

for 1000 people/km2 is higher than that of 4000 people/km2. However, the situation

is reversed for higher split-ratio like 1:32. In general, from these results, we can

deduce that for a stringent QoS requirement of DQoS = 1 ms, cloudlet installation

becomes highly expensive with a TDM-PON split-ratio 1:32 or higher.

In Fig. 4.5, we show the variation of normalised cloudlet deployment cost/100

users against population density of the considered area while varying the TDM-PON
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Figure 4.5: Variation of normalised cloudlet deployment cost/100 users
against population density of the cloudlet deployment circular area with di-
ameter = 4 km and DQoS = 1 ms. The value of N in TDM-PON split-ratio
1 : N is varied from 4 to 32.

split-ratio 1 : N where N ∈ {4, 8, 16, 32} with DQoS = 1 ms. As population density

increases, the overall cloudlet installation cost also increases, but the normalised

cost/100 users slowly decrease for a particular split-ratio. For split-ratio 1 : N where

N ∈ {4, 8, 16}, the normalised cost is minimum with split-ratio 1:8 and maximum

with split-ratio 1:4. However, for the split-ratio 1:32, the normalised cost becomes

abruptly higher due to the installation of expensive field cloudlets.

Fig. 4.6 shows the variation of normalised cloudlet deployment cost/100 users

with population density 4000 people/km2 against TDM-PON split-ratio 1 : N where

N ∈ {4, 8, 16, 32} while varying DQoS. The plots show similar patterns as in Fig.

4.4, i.e., the normalised cost decreases from split-ratio 1:4 to 1:8, then it slightly

increases for the split-ratio 1:16, and then abruptly increases for the split-ratio 1:32.

However, the normalised costs are slightly higher for a stringent QoS requirement of

DQoS = 1 ms and gradually become lower as the QoS requirement is made lenient

to DQoS = 100 ms. This primarily happens due to the reason that we require lower

computational resources, i.e., processors per cloudlet for a lenient DQoS = 100 ms

than that of a stringent DQoS = 1 ms.

In Fig. 4.7, we show the variation of normalised cloudlet deployment cost/100

users with population density 4000 people/km2 and DQoS = 1 ms against TDM-PON
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Figure 4.6: Variation of normalised cloudlet deployment cost/100 users
against TDM-PON split-ratio 1 : N for a circular area with diameter =
4 km and population density = 4000 people/km2. The QoS latency require-
ment DQoS is varied from 1 to 100 ms.

split-ratio 1 : N where N ∈ {4, 8, 16, 32} while varying the data rate of TDM-PON.

We considered 10G-PON in all the previous results which have 10 Gbps data rate

in both uplink and downlink and observed that the cost of cloudlet deployment first

decreases with split-ratio 1:8 from 1:4, then gradually increases with split-ratio 1:16

and 1:32. However, as we use higher data rate PONs over the same user database,

Figure 4.7: Variation of normalised cloudlet deployment cost/100 users
against TDM-PON split-ratio 1 : N for a circular area with diameter =
4 km and population density = 4000 people/km2. The uplink and downlink
datarate of TDM-PON is varied from 10 Gbps to 100 Gbps.
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Figure 4.8: Comparison of normalised cloudlet deployment cost/100 users
with homogeneous and non-homogeneous network over a circular area with
diameter = 4 km, population density = 4000 people/km2, and DQoS = 1 ms.

e.g., 20G-PON, 40G-PON, and 100G-PON that have 20 Gbps, 40 Gbps, and 100

Gbps data rates, respectively, the cloudlet deployment cost decreases. The cloudlet

deployment cost first decreases as usual with split-ratio 1:8 from 1:4, but it does not

increase much with split-ratio 1:16 and 1:32. This happens because with higher data

rate PONs, each ONU gets more bandwidth over the default uplink and downlink

channels and hence, CO cloudlets get to execute a major share of the total workload.

Finally, in Fig. 4.8, we show a comparison of normalised cloudlet deployment

cost/100 users against DQoS = 1 ms with homogeneous and non-homogeneous net-

work deployment. We choose the same circular area with a diameter of 4 km and

population density 4000 people/km2. To simulate non-homogeneity, we choose a

bunch of TDM-PONs and randomly vary their split-ratios such that their mean is

equal to the corresponding homogeneous split-ratio 1 : N where N ∈ {4, 8, 16}. For

example, for a homogeneous split-ratio of 1:8, we uniformly choose split-ratios of

the TDM-PONs from the interval [6, 10] such that their mean is 8, and so on. We

observe from our simulated results that the performance of the non-homogeneous

framework is not worse than 5% of that with the homogeneous framework.
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4.6 Conclusions

In this chapter, we have proposed a novel method to find lower bound of integer pro-

gramming based cost optimisation frameworks for TDM-PON based hybrid cloudlet

placement architecture, where cloudlets are allowed to be optimally placed in the

field, at RN or CO locations. This technique very easily resolves the scalability

issues in our previously designed MINLP based frameworks. To solve the cloudlet

placement problem, we have used KKT conditions and numerical techniques for

system of nonlinear equations, and no other heuristic algorithms. We have used

MINLP frameworks on multiple instances of similar datasets e.g., a circular area of

diameter 4 km with population density 4000 people/km2 and have compared their

empirical average with the corresponding lower bound derived. We have observed

that the lower bounds obtained by using our proposed method lie within 10% of the

solutions obtained by using the MINLP framework. We have also performed a para-

metric analysis and observed the dependency of cloudlet deployment cost on network

parameters e.g., user density, network architecture, TDM-PON split-ratio and QoS

requirements. Cloudlet deployment cost decreases for increasing split-ratio from 1:4

to 1:8 as only CO cloudlets are sufficient to handle the total workload, but starts to

increase again for higher split-ratios like 1:16 and 1:32 as relatively expensive RN

and field cloudlets are required to be installed. Moreover, the cloudlet deployment

cost is higher for a stringent QoS requirement of 1 ms, but becomes relatively lower

for lenient QoS requirements of 10 ms or 100 ms, because more processors are re-

quired for DQoS = 1 ms than that of DQoS = 10 ms or 100 ms. Therefore, in the

network planning stage, this method to find a lower bound of integer programming

based cost optimisation frameworks appears to be a very much user-friendly tool to

the cloudlet service providers for developing fundamental insights on the cloudlet

deployment and making an approximate estimate for the total cost.
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Centralised and Decentralised

Non-Cooperative Load-Balancing

Games among Neighbouring

Cloudlets

“When you have balance in your life, work becomes an entirely

different experience. There is a passion that moves you to a whole

new level of fulfillment and gratitude, and that’s when you can do

your best... for yourself and for others.”

Cara Delevingne

5.1 Introduction

Edge computing servers like cloudlets are essentially a computer or cluster of com-

puters installed in the proximity of mobile device users and distributed across ac-

cess networks [8]. Thus, the authors of [63, 66, 140, 143, 160–162] proposed ef-

ficient cloudlet placement frameworks over wireless and fibre-wireless access net-

works. As cloudlet computing systems are essentially distributed computing sys-

tems, the authors of [74–77, 163–166] addresses the optimal job request allocation
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problem from mobile devices to cloudlets while meeting computation and communi-

cation constraints. Although job allocation frameworks allocate job requests to the

most favourable cloudlets, due to the dynamic nature of job request arrival process,

cloudlets at different parts of a large network become overloaded and under-loaded at

different times. Thus, the authors of [78, 79, 82–84] designed efficient load balancing

frameworks among neighbouring cloudlets.

In this chapter, we mainly focus on the load balancing problem among neigh-

bouring cloudlets. We critically observe that most of the existing works on load

balancing among cloudlets stress on the minimisation of end-to-end latency of the

cloudlets. However, if the job requests are processed within their requested quality-

of-service (QoS) latency target, the users are satisfied in practice. Therefore, min-

imising latency beyond the QoS latency target is not always a desired objective for

the cloudlets. Nonetheless, failing to meet the QoS latency target should incur a

significant penalty on the cloudlets, especially for low-latency applications. This

realisation motivated us to design a novel game-theoretic objective function that

yields the maximum utility for cloudlets when the end-to-end latency is equal to

the QoS latency target. In turn, this objective function makes each cloudlet in-

terested in receiving some extra job requests from their neighbouring cloudlets and

gain some economic benefit, whenever the respective cloudlet is meeting the desired

QoS latency target.

For load balancing among neighbouring cloudlets from the same service provider,

network optimisation-based frameworks proposed in [78, 79, 82–84] perform very ef-

ficiently. Nonetheless, in a real heterogeneous deployment scenario, usually multiple

cloud service providers install cloudlets over the same customer base and a game-

theoretic framework is required as different service providers are non-cooperative

in general. Thus, to capture this multi-party economic interaction among heteroge-

neous neighbouring cloudlets, our problem formulation acts as an optimisation prob-

lem among cloudlets from the same service provider and acts like a non-cooperative

game among cloudlets from different service providers. Moreover, as the existing load

balancing frameworks make the load balancing decisions after the actual job request

arrival to cloudlets, the overhead time of the load balancing algorithms makes these
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frameworks highly unfit, especially for low-latency applications. To deal with such

scenarios, we make the cloudlets predict the job request arrival rates and make the

load balancing decisions beforehand so that immediate processing after actual job

request arrival is possible.

To compute the Nash equilibrium (NE) load balancing strategies of the cloudlets,

firstly we propose a centralised framework where all the competing cloudlets send

their predicted job request arrival rates to a neutral mediator. In practice, a common

network infrastructure provider can act as a mediator among the competing cloudlets

who can be considered as the tenants of that network. The mediator computes the

NE load balancing strategies for the cloudlets and broadcasts to them before the

actual job request arrival. It is important to note that competing cloudlets are not

always necessarily truthful while revealing private information e.g., total incoming

job requests, and may adopt strategies to gain some additional economic benefit

from the market. Thus, we propose a scheme where the neutral mediator is present

in the system to impose efficient incentive mechanisms such that the revelation of

truthful information is ensured [167].

Secondly, we propose a distributed framework to compute NE load balancing

strategies among competing cloudlets, which is independent of the truthfulness of

cloudlets. Although, distributed frameworks are more robust than centralised frame-

works, all the cloudlets need to exchange extensive control information among them-

selves [58]. If we design an iterative algorithm, then all cloudlets need to exchange

several control messages at every iteration within every timeslot with its neighbours

until convergence to Nash equilibrium is achieved. This may not pose any network

problem for a regular load balancing framework, but a network bottleneck may

appear when the timeslots are very small (a few milliseconds). This issue can be

resolved by using various artificial intelligence-based schemes to learn network con-

ditions and make load balancing decisions. However, due to the randomness of job

request arrival process, designing complex supervised learning models like artificial

neural networks based on historical data to make load balancing decisions will prove

to be highly inefficient, especially in a dynamic network scenario where there is a low

correlation between the trained data and real-time data. Therefore, we propose a
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reinforcement learning automata-based algorithm such that quick convergence is en-

sured. This empowers the cloudlets to make load balancing decisions independently,

without exchanging any control information among themselves [168].

The rest of this chapter is organised as follows. Section 5.2 provides a brief back-

ground review on non-cooperative game theory and reinforcement learning automata

theory. In Section 5.3, the details of the system model are presented. In Section

5.4, a non-cooperative game-theoretic problem among competing cloudlets for com-

putation offloading is formulated. In Section 5.5, a dominant strategy incentive

compatible mechanism is designed. In Section 5.6, a distributed continuous-action

reinforcement learning automata-based algorithm is proposed. In Section 5.7, the

proposed load balancing framework is evaluated and compared with a few other

existing frameworks. Finally, in Section 5.8, our primary observations and achieve-

ments by using the game-theoretic framework are summarised.

5.2 Background on Non-cooperative Game The-

ory and Reinforcement Learning Automata

Non-cooperative Game Theory

The notion of strategic (or normal) form proves to be one of the most common

manifestations when describing a static or dynamic non-cooperative game [169]. In

general, strategic (or normal) non-cooperative “pure strategy game” game has three

components: the set of players, their strategies, and the payoffs or utilities. Formally,

we define a strategic game as follows:

Definition 5.1. A non-cooperative game in strategic (or normal) form can be rep-

resented by a touple G = 〈N , (Ai)i∈N , (Ui(ai,a−i))i∈N 〉, where:

• N = {1, 2, . . . , N} represents a finite set of players;

• Ai represents the set of available actions of player i ∈ N ;

• Ui : A → R represents the utility (payoff) function of player i, with A =

A1 × A2 × · · · × AN (complete set of joint actions of all the players).
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Note that utility of each player i depends on the action ai ∈ Ai of the agent i as

well as on the joint action a−i = (a1, . . . , ai−1, ai+1, . . . , aN) of all other agents, i.e.,

Ui(a) = Ui(ai,a−i) = Ui(a1, . . . , ai, . . . , aN). Nonetheless, if players choose actions

according to some independent probability distributions or “mix” their strategies,

then such a game is called a “mixed strategy game”. We use the notation G̃ =

〈N , (Σi(Ai))i∈N , (Ũi)i∈N 〉 as a mixed strategy extension of the pure strategy game

G = 〈N , (Ai)i∈N , (Ui)i∈N 〉, where Σi(Ai) is the set of probability distributions defined

on the set Ai and Ũi is the mathematical expectation of Ui with the joint distribution

σ from the set Σ(A) = Σ1(A1)× Σ2(A2)× · · · × ΣN(AN). Therefore, for a discrete

action pure strategy game G, the utility function of the ith player in the corresponding

mixed strategy game G̃ is,

Ũi(ai,a−i)) = Ũi(σ1, σ2, . . . , σN) =
∑
a∈A

Ui(a)σ1(a1) . . . σN(aN),

where, σj ∈ Σj(Aj) is a mixed strategy of the jth player. Similarly, if we consider a

continuous action game in pure strategies, then the utility functions Ũi are expressed

by the Lebesgue integrals as follows,

Ũi(σ) =

∫
A

Ui(x)dσ(x),

where σ(x) is the players joint distribution of the mixed strategies [169]. If players

in a pure or mixed strategy game are selfish and make independent choices, the game

will have a stable outcome where every player chooses their best response against

the strategies of all other players.

Definition 5.2. (Best response) In a pure strategy game G = 〈N , (Ai)i∈N , (Ui)i∈N 〉

or a mixed strategy game G = 〈N , (Ai)i∈N , (Ui)i∈N 〉, an action a∗i ∈ Ai or mixed

strategy σ∗i ∈ Σi(Ai) is a best response for the player i ∈ N against the joint action

of other players a−i or joint mixed strategy of other players σ−i, if

Ui(a
∗
i ,a−i) = max

ai∈Ai
Ui(ai,a−i), Ũi(σ

∗
i ,σ−i) = max

σi∈Σi
Ũ(σi,σ−i).

Definition 5.3. (Nash equilibrium) A joint action a∗ ∈ A or joint mixed strategy
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σ∗ ∈ σ(A) is a pure strategy or a mixed strategy Nash equilibrium, if the action a∗i

or the mixed strategy σ∗i is a best response to the joint action of other players a∗−i

or joint mixed strategy of other players σ∗−i for each player i ∈ N , i.e.,

Ui(a
∗
i ,a

∗
−i) ≥ Ui(ai,a

∗
−i),∀ai ∈ Ai, Ũi(σ

∗
i ,σ

∗
−i) ≥ Ũi(σi,σ

∗
−i),∀σi ∈ Σi(Ai).

From the concept of best-response function, we can consider a Nash equilibrium

as the intersection of the best response functions of all the players and derive an

alternative definition of a pure-strategy Nash equilibrium as follows [170]:

Definition 5.4. A pure strategy profile a∗ ∈ A or a mixed strategy profile σ∗ ∈

Σ(A) is a Nash equilibrium of a non-cooperative game if and only if every players

strategy is a best response (bi(a−i) or bi(σ−i)) against the strategies of other players,

i.e., a∗i ∈ bi(a∗−i) or σ∗i ∈ bi(σ∗−i), for each player i.

In practice, it is a very challenging task to prove the existence of pure-strategy

Nash equilibrium and find this equilibrium in a generic non-cooperative game. For

this purpose, there exist some theorems to investigate whether a Nash equilibrium in

pure strategies exists in a given game, especially for continuous-kernel games. Some

of the most commonly used theorems to prove the existence of Nash equilibrium are

as follows [170]:

Theorem 5.5. (Debreu, Glicksberg, Fan theorem) If in a non-cooperative

game in strategic form G = 〈N , (Ai)i∈N , (Ui)i∈N 〉, if ∀i ∈ N , every strategy set Ai is

compact and convex, Ui(ai,a−i) is a continuous function in the profile of strategies

a ∈ A and quasi-concave in ai, then the game has at least one pure-strategy Nash

equilibrium.

Theorem 5.6. In a strategic game G = 〈N , (Ai)i∈N , (Ui)i∈N 〉, if each Ai are non-

empty compact metric spaces and each Ui(ai,a−i), ∀i ∈ N are continuous functions,

then the game has a mixed-strategy Nash equilibrium.

Reinforcement Learning Automaton

A learning automaton is defined as an adaptive decision-making unit, which learns

the optimal action against a random environment through repeated interactions with
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Figure 5.1: Working principle of a reinforcement learning automaton.

the environment. The interaction with the environment and the evolution of the

action probabilities in all automated models proceed in discreet time steps. At

each time instant, n, n = 0, 1, 2, . . . , the automaton randomly chooses an action,

α(n), based on its current probability distribution over the action space. This ac-

tion is an input into the environment that responds to reactions or reinforcements,

β(n). Again, this “environmental reaction” or “reinforcement”, i.e., a “reward” or

a “penalty” is the input to the automaton. The automaton updates its distribution

of the probability of action and the process of a random choice of action, eliciting

reinforcement and updating of probabilities of action, repeats. In Fig. 5.1, a general

block diagram of an automaton that works in a random setting is shown [171].

Finite Action Learning Automaton

We can describe a finite action learning automaton by the quadruple (A, B, T ,p(n)),

where A = {α1, α2, . . . , αN}, is the finite set of actions, B is the set of all possible

inputs or reinforcements to the automaton, T is the learning algorithm for updating

action probabilities and p(n) is the action probability vector at instant n given by

p(n) = [p
(n)
1 , p

(n)
2 , . . . , p

(n)
N ]T . We have p

(n)
i ≥ 0,∀i, n and

∑N
i=1 p

(n)
i = 1,∀n, n =

0, 1, 2, . . . . Here p
(n)
i is the probability with which action αi is chosen at time instant

n, i.e.,

p
(n)
i = Prob[α(n) = αi|p(n)], i = 1, 2, . . . , N.

The objective of a learning automaton is to find the optimal action although
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it does not know the random reinforcement distribution in response to various ac-

tions. The automaton gradually updates the action probability distribution based

on the reinforcement received through a learning algorithm. A variety of learning

algorithms can be used to achieve this objective. The “linear reward-inaction” algo-

rithm is one of the earliest finite action learning automaton algorithms [171], where

the action probabilities are updated as described below.

Let α(n) = αi. Then the action probability vector p(n) is updated as:

p
(n+1)
i = p

(n)
i + λβ(n)(1− p(n)

i ),

p
(n+1)
j = p

(n)
j − λβ(n)p

(n)
j ,∀j 6= i,

where λ is the learning rate (or step-size) parameter that satisfies 0 < λ < 1.

Continuous Action Learning Automaton

In this case, we consider the action space A to be continuous and define f as

a non-parametric probability density function over A. The learning automaton

initially starts with the uniform distribution over the whole action space A and after

exploring action α(n) ∈ A at time-step n, the probability distribution is updated as:

f (n+1)(α) =


γ(n)

(
f (n)(α) + β(n)(α)ν exp

{
−1

2

(
α−α(n)

ω

)2
})

, ∀α ∈ A,

0, ∀α /∈ A,

where, ν and ω are referred to as learning and spreading rate parameters, respec-

tively [172]. The first parameter ν indicates exploration of new observations, and

the second parameter ω determines the spread of the information from a given obser-

vation to the neighbouring actions. Finally, γ can be considered as a normalisation

factor so that
∫ +∞
−∞ f

(n+1)dz = 1.

5.3 System Model for Load Balancing Game

In this section, we discuss the considered system model and the primary assumptions

made. We consider a general heterogeneous deployment scenario for cloudlets, where
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the neighbouring cloudlets may belong to same as well as different service providers.

We denote the total number of competing cloudlets in the network by N and the

set of cloudlets is denoted by C = {1, 2, . . . , N} where N ≥ 2. The set of competing

cloudlets C in a network is “common knowledge” [173].

(a) Job Request Service Process: We assume that the number of processors

in each of the cloudlets is finite. Furthermore, we assume that each unit processor

present in the network has similar job processing capabilities. If we assume that the

ith cloudlet has a single processor then the average service rate is µi (jobs/s) depend-

ing on the incoming job requests. Therefore, µi indicates a parametric description

of the job requests arrived at the ith cloudlet. We further assume that incoming

job requests from mobile devices are maximally parallelised by cloudlets. By using

Google cluster-usage traces, the authors of [157] showed that job request arrival and

their service times follow exponential distributions, and hence can be considered

as Poisson processes. Therefore, we model the cloudlets as M/M/1 queuing sys-

tems while considering the aggregated processing rate of all processors [83]. If the

ith cloudlet has ni number of processors with complete parallel processing enabled,

then the required service rate for supporting the total CPU cycles of all the job

requests received within a time-slot rate can be determined as µii = niµi. Moreover,

when ith cloudlet offloads some job requests to its neighbouring jth cloudlet, then the

corresponding service rate for the respective job requests is defined as µij = njµi.

(b) Job Request Arrival Process: We denote the average job request ar-

rival rate from all the corresponding mobile devices to a cloudlet i ∈ C by λi.

We presume that the network has enough bandwidth and by counting the num-

ber of incoming packets over each time-slot, the job request arrival rate λi can be

calculated. Each cloudlet prioritises the processing of the incoming job requests

internally or offloads to a neighbouring cloudlet through some internal scheduling

algorithm (beyond the scope of this paper). As the average job request arrival

varies from time instance to time instance, we assume that each λi is independently

and uniformly distributed over the support Λi = [0, λmaxi ], ∀i ∈ C. Therefore, the

computation job request profile or true type of all the competing cloudlets is rep-

resented as λ = (λ1, λ2, . . . , λN) ∈ Λ = (Λ1 × Λ2 × · · · × ΛN). In general, the job
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request arrival process to cloudlets is a non-stationary process, but it possesses some

pseudo-stationary characteristics such that the mean job request arrival rate varies

gradually. This facilitates the cloudlets to predict the incoming job request arrival

rate by employing efficient traffic prediction algorithms like auto-regressive and mov-

ing average (ARMA) algorithm [174]. Each cloudlet also estimates the transmission

latency of the incoming job requests from the mobile devices and the intermediate

transmission latencies with its neighbouring cloudlets [175]. Nonetheless, the design

of load-predictive algorithms is beyond the scope of this paper.

(c) QoS Latency Requirements of Job Requests: The individual job re-

quests from mobile devices demand a certain number of CPU cycles to process the

jobs within a predefined QoS latency target DQ [76]. However, in this paper, rather

than individual job requests, we are considering a batch of incoming job requests

to cloudlets. Thus, we denote the computational and latency requirements of all

the incoming job requests to ith cloudlet by the consolidated tuple (µi, λi, DQ). We

assume that all job requests belong to a similar type of low-latency applications

and hence, the value of DQ is same for all the neighbouring cloudlets. This implies

that the duration of each timeslot is also equal to DQ and if any highly overloaded

cloudlet cannot process some of its total incoming job requests within DQ, it needs

to drop those job request and pay a penalty for that. We consider a more gener-

alised model with multiple classes of job requests with heterogeneous DQ values as

our future work, where we shall use suitable processor slicing models. Note that,

M/M/1 queue provides the upper bound of processing latency of a cloudlet when the

aggregated processing rate of all the processors are considered, i.e., the worst-case

processing latency of the cloudlets is considered. This ensures that when the average

latency of each cloudlet meets the QoS latency target DQ, then all the incoming job

requests are processed within DQ.

(d) User Mobility Model: We assume that the mobile users cannot move

beyond the coverage area of a cloudlet within 1-10 ms, thus consider the quasi-static

mobility model for mobile users. This means that mobile users can be considered

almost stationary to the corresponding cloudlets during computation offloading pe-

riod, but may move on later [76]. The cloudlets either start processing the job
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requests received from corresponding mobile devices or strategically offload a frac-

tion of them to their neighbouring cloudlets to satisfy the QoS latency target DQ.

If any cloudlet becomes highly overloaded to process all the incoming job requests

over a certain timeslot and satisfy DQ, we consider that it needs to pay a penalty

as well as clear the pending job requests before starting to process the jobs requests

for the next timeslot.

5.4 Economic and Non-cooperative Load Balanc-

ing Game among Cloudlets

In this section, we formulate the load balancing problem among N ≥ 2 neighbour-

ing cloudlets from same as well as different service providers, under the supervision

of a neutral mediator or government body, as a continuous-kernel non-cooperative

game. In a practical deployment scenario, overloaded cloudlets intend to offload

a fraction of its job requests to its under-loaded neighbouring cloudlets and the

under-loaded cloudlets intend to receive some additional job requests from its over-

loaded neighbouring cloudlets. The complete job request offloading strategy space

of all cloudlets is defined as a matrix Φ = (ΦT
1 ,Φ

T
2 , . . . ,Φ

T
N)T ⊂ RN×N , where ϕi =

(ϕi1, ϕi2, . . . , ϕiN) ∈ Φi ⊂ RN , ϕij ∈ Φij = [0, 1] ⊂ R, and
∑N

j=1 ϕij = 1,∀i ∈ C.

Each ϕij denotes the fraction of job requests ith cloudlet offloads to its jth neigh-

bouring cloudlet. In a stable market scenario, all the service providers tend to install

cloudlets with similar processing capabilities (i.e., ni = nj,∀i, j) to maintain the fea-

sibility of the non-cooperative load balancing competition over the same customer

base and the corresponding service rate request of arrived jobs at each cloudlet tends

to become equal as they arrive from the almost similar locality and customer base

(i.e., µi = µj,∀i, j). Thus, we consider that the processors of all the neighbouring

cloudlets have similar service rates for the incoming job requests from their associ-

ated mobile devices (please refer to Appendix A for analysis with different service

rates), and the overall processing and queuing latency of the job requests at ith
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cloudlet can be derived as follows:

Ti(ϕi,ϕ−i) =
1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ϕjiλj
. (5.1)

5.4.1 Economic and Non-cooperative Game Formulation

In this work, we consider the most commonly used pricing schemes e.g., pay-as-

you-go policy, where users pay a fixed price per job request without any long-term

commitments [176]. Note that, each cloudlet receives a linearly proportional price

per workload (Ω1) for the total amount of incoming job requests from all the con-

nected mobile devices. Each cloudlet pays a linearly proportional price per workload

(Ω2) for offloading job requests to a neighbouring cloudlet from a different service

provider and also, receives a linearly proportional price for executing its neighbour’s

offloaded jobs. We define a parameter γij to distinguish the price for offloading a

job request to neighbouring cloudlets as follows:

γij =



1; if a cloudlet offloads job requests to a cloudlet

from a different service provider

0; if a cloudlet offloads job requests to a cloudlet

that shares the same service provider

This implies that every ith cloudlet needs to pay a price to jth cloudlet for of-

floading any job requests only when it belongs to a different service provider, i.e.,

γij = 1. Nonetheless, the cost parameter Ω2 can also be considered as strategy

of cloudlets that leads to a cooperative game-theoretic model, which is part of our

future work. In addition to these, each cloudlet pays a penalty price with a propor-

tionality cost factor (Ω3) for exceeding the QoS target latency DQ. In this work,

we consider a linear penalty price similar to the linear latency cost designed in [83].

Therefore, all the competing cloudlets with a utility function UNi (ϕi,ϕ−i),∀i ∈ C,

where ϕ−i = (ϕ1, . . . ,ϕi−1,ϕi+1, . . . ,ϕN), in the load balancing game intend to

solve the maximisation problem as follows:

120



Chapter 5

max
ϕi∈Φi

UNi (ϕi,ϕ−i) = Ω1
λi
µii

+ Ω2

N∑
j=1,j 6=i

γjiϕji
λj
µii
− Ω2

N∑
j=1,j 6=i

γijϕij
λi
µjj

− Ω3

[(
1−

N∑
j=1,j 6=i

ϕij

)
λi
µii

max

{
0,

(
tui +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ϕjiλj
−DQ

)}

+
N∑

j=1,j 6=i

ϕji
λj
µii

max

{
0,

(
tuj +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ϕjiλj
+ tji −DQ

)}]
(5.2)

subject to 0 ≤ ϕij ≤ 1,
N∑
j=1

ϕij = 1. (5.3)

The first term in (5.2) denotes the total payment received by the cloudlet from

mobile users and is linearly proportional to the average workload. The second term

denotes the payment ith cloudlet receives from jth cloudlet to execute its offloaded job

requests and the third term denotes the payment ith cloudlet makes to jth cloudlet

for offloading job requests. Note that these terms are essential to distinguish pay-

ments for offloading job requests among heterogeneous cloudlets from same as well as

different service providers. Finally, the fourth and fifth terms denote the penalty ith

cloudlet pays for overall latency (sum of transmission, processing, and queueing la-

tencies) if it exceedsDQ against the total incoming job requests, otherwise no penalty

is applied. Note that we consider the utility function only under the condition of

stable operation, i.e.,
[
µii −

(
1−

∑
j 6=i ϕij

)
λi −

∑
j 6=i ϕjiλj

]
≥ 0,∀i, j 6= i ∈ C. We

denote the average round-trip data transmission latency among mobile devices and

the corresponding ith cloudlet by tui. Also, we denote the inter-cloudlet round-trip

data transmission latency by tij,∀i, j 6= i ∈ C.

Note that the utility of each cloudlet in this load balancing game is an affine

function when the total latency is within DQ, otherwise, it becomes a non-linear

function whose maxima is achieved when the total latency is equal to DQ. Hence,

the cloudlets are always interested in gaining some economic benefits by receiv-

ing some extra job requests from neighbouring cloudlets as long as the QoS la-

tency requirement DQ is met. The maximum utility is achieved at the point where
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Figure 5.2: A sample utility function of ith cloudlet against job request
offload fraction of neighbouring jth cloudlet.

the total end-to-end latency is equal to DQ and the utility starts to decrease be-

yond this point. Moreover, the individual rationality of each competing cloudlet is

maintained, because under all network conditions a default utility, U0
i = Ω1

λi
µii
−

Ω3
λi
µii

max
{

0,
(
tui + 1

µii−λi −DQ

)}
,∀i ∈ C is ensured.

It is interesting to note that in this load balancing game, each competing cloudlet

is interested in maximizing their individual utilities rather than strictly minimizing

the average end-to-end latency as most of the existing works. Hence, the cloudlets

are always interested in receiving some job requests from neighbouring cloudlets as

long as the QoS latency requirement DQ is met and some extra incentive is gained.

Fig. 5.2 shows that with a sufficient amount of job requests and a set of properly

chosen parameters Ω1, Ω2, and Ω3, the utility function ith cloudlet monotonically

increases as more job requests are offloaded by the neighbouring jth cloudlet until

the total end-to-end latency is equal to the target QoS latency value DQ. The

maximum utility is achieved at the point where the total end-to-end latency is equal

to DQ and the utility starts to decrease beyond this point. Therefore, the fraction

of incoming job requests offloaded by an overloaded cloudlet is controlled by the

overloaded cloudlet itself as well as its under-loaded neighbouring cloudlets.
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Furthermore, note that due to the utility function (5.2) and constraint (5.3),

which does not provide an explicit latency bound on the participating cloudlets,

even highly over-loaded cloudlets can participate in the game and can offload some

of the job requests to the relatively under-loaded neighbouring cloudlets. This makes

their utility higher than the utility by not participating in the game. Nonetheless,

under such conditions the game formulation in [83] that has explicit delay bound

on participating cloudlets becomes infeasible and hence, a valid NE solution can

not be obtained. We prefer to investigate the NE of the game Γ, because none

of the competing cloudlets find it beneficial to deviate unilaterally from the NE

computational offload strategy ϕ∗ = (ϕ∗T1 ,ϕ∗T2 , . . . ,ϕ∗TN ).

Lemma 5.7. The utility functions UNi (ϕi,ϕ−i),∀i ∈ C are quasi-concave functions

of ϕi.

Proof. Please refer to Appendix B.

Theorem 5.8. For the game Γ = 〈C, (Φi)i∈C , (UNi (ϕi,ϕ−i))i∈C〉, there exists at least

one pure strategy NE.

Proof. In the game Γ, the strategy spaces of all the competing cloudlets Φi are

compact and convex in nature. The utility functions UNi (ϕi,ϕ−i),∀i ∈ C are con-

tinuous functions of (ϕi,ϕ−i) with the condition of stable operation, [µii − (1 −∑
j 6=i ϕij)λi −

∑
j 6=i ϕjiλj] ≥ 0,∀i, j 6= i ∈ C. Moreover, we showed in Lemma 5.7

that UNi (ϕi,ϕ−i),∀i ∈ C are quasi-concave functions of ϕi. These are the sufficient

conditions to ensure the existence of a pure strategy NE for the non-cooperative

load balancing game Γ.

5.4.2 Computation of the Pure-Strategy Nash Equilibrium

As the utility functions UNi (ϕi,ϕ−i),∀i ∈ C are non-differentiable in nature, we can-

not derive the “best response functions” of the cloudlets by directly differentiating

the utility functions. Therefore, we use the necessary conditions, i.e., the first-order

KKT conditions to compute the pure-strategy NE [177]. To derive analytical closed

form expressions for NE of the load balancing game, at first we consider only two
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cloudlets and followed by we extend this analysis to a multi-cloudlet game. The

utility function of each ith cloudlet is defined as follows:

U2
i (ϕi,ϕ−i) = Ω1

λi
µii

+ Ω2γjiϕji
λj
µii
− Ω2γijϕij

λi
µjj

− Ω3

[
(1− ϕij)

λi
µii

max

{
0,

(
tui +

1

µii − (1− ϕij)λi − ϕjiλj
−DQ

)}
+ϕji

λj
µii

max

{
0,

(
tuj +

1

µii − (1− ϕij)λi − ϕjiλj
+ tji −DQ

)}]
. (5.4)

Note that this utility definition (5.4) takes two different forms depending on ith

cloudlet meets or exceeds the QoS latency target DQ. Therefore, the objective of an

under-loaded cloudlet is interpreted as follows:

Pu : max
ϕi∈Φi

U2
i (ϕi,ϕ−i) = Ω1

λi
µii

+ Ω2γjiϕji
λj
µii
− Ω2γijϕij

λi
µjj

subject to 0 ≤ ϕij ≤ 1,(
tuj +

1

µii − (1− ϕij)λi − ϕjiλj
+ tji −DQ

)
≤ 0.

Similarly, the objective of an overloaded cloudlet is interpreted as follows:

Po : max
ϕi∈Φi

U2
i (ϕi,ϕ−i) = Ω1

λi
µii

+ Ω2γjiϕji
λj
µii
− Ω2γijϕij

λi
µjj

−Ω3

[
(1− ϕij)

λi
µii

(
tui +

1

µii − (1− ϕij)λi − ϕjiλj
−DQ

)
+ϕji

λj
µii

(
tuj +

1

µii − (1− ϕij)λi − ϕjiλj
+ tji −DQ

)]

subject to 0 ≤ ϕij ≤ 1,(
tui +

1

µii − (1− ϕij)λi − ϕjiλj
−DQ

)
≥ 0.

Therefore, to show the uniqueness of NE of the game Γ, we need to derive

the NE under different network conditions, e.g., all cloudlets are under-loaded, all

cloudlets are overloaded, or some cloudlets are under-loaded and some cloudlets are
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overloaded.

Case-1:
[(
tui + 1

µii−λi

)
< DQ,

(
tuj + 1

µjj−λj

)
< DQ

]
In this case, both the cloudlets are under-loaded and their Lagrangian function

can be written from Pu as follows:

Lui = Ω1
λi
µii

+ Ω2γjiϕji
λj
µii
− Ω2γijϕij

λi
µjj

+ αiϕij + βi(1− ϕij)

− ξi
(
tuj +

1

µii − (1− ϕij)λi − ϕjiλj
+ tji −DQ

)
, (5.5)

where αi, βi, ξi ≥ 0 are Lagrange multipliers corresponding to the respective con-

straints. Thus, the necessary first-order KKT conditions (FOC) ∀i, j 6= i ∈ C are

derived as follows:

∂Lui
∂ϕij

= −Ω2γij
λi
µjj

+ αi − βi + ξi

[
λi

(µii − (1− ϕij)λi − ϕjiλj)2

]
= 0. (5.6)

In addition to this, the complementary slackness conditions (CSC) ∀i, j 6= i ∈ C

are written as follows:

αiϕij = 0, (5.7)

βi(1− ϕij) = 0, (5.8)

ξi

(
tuj +

1

µii − (1− ϕij)λi − ϕjiλj
+ tji −DQ

)
= 0. (5.9)

In this case, both the cloudlets have sufficient computational resources to meet

the QoS latency target and hence, (tuj+
1

µii−(1−ϕij)λi−ϕjiλj +tji−DQ) < 0. Therefore,

from (5.9) we get ξ∗i = ξ∗j = 0 and it is easy to show that the unique NE solution

is ϕ∗ij = ϕ∗ji = 0. Intuitively, this implies that none of the cloudlets offload any

job requests to each other and from FOC (5.6) and CSC (5.7)-(5.9), we get the

corresponding values of Lagrange multipliers α∗i = Ω2γij
λi
µjj

, β∗i = 0, α∗j = Ω2γji
λj
µii

,

and β∗j = 0. A more detailed analysis is shown in Appendix C.

Case-2:
[(
tui + 1

µii−λi

)
≥ DQ,

(
tuj + 1

µjj−λj

)
≥ DQ

]
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In this case, both the cloudlets are overloaded and hence, the corresponding

Lagrangian function from Po:

Loi = Ω1
λi
µii

+ Ω2γjiϕji
λj
µii
− Ω2γijϕij

λi
µjj

− Ω3

[
(1− ϕij)

λi
µii

(
tui +

1

µii − (1− ϕij)λi − ϕjiλj
−DQ

)
+ϕji

λj
µii

(
tuj +

1

µii − (1− ϕij)λi − ϕjiλj
+ tji −DQ

)]
+ αiϕij + βi(1− ϕij)

+ ξi

(
tui +

1

µii − (1− ϕij)λi − ϕjiλj
−DQ

)
. (5.10)

Again, the necessary FOC and CSC ∀i, j 6= i ∈ C are derived as follows:

∂Loi
∂ϕij

= −Ω2γij
λi
µjj

+ Ω3
λi
µii

[
tui +

µii
(µii − (1− ϕij)λi − ϕjiλj)2

−DQ

]
+ αi − βi − ξi

[
λi

(µii − (1− ϕij)λi − ϕjiλj)2

]
= 0, (5.11)

αiϕij = 0, (5.12)

βi(1− ϕij) = 0, (5.13)

ξi

(
tui +

1

µii − (1− ϕij)λi − ϕjiλj
−DQ

)
= 0. (5.14)

As both the cloudlets are overloaded, therefore, in this case, (tui+
1

µii−(1−ϕij)λi−ϕjiλj−

DQ) > 0 and (5.14) yields ξ∗i = ξ∗j = 0. In this case also, it is obvious that the unique

NE strategy for both the cloudlets is not to offload any job requests to each other, i.e.,

ϕ∗ij = ϕ∗ji = 0. Along with this, from FOC (5.11) and CSC (5.12)-(5.14), we get the

corresponding values of Lagrange multipliers α∗i = Ω2γij
λi
µjj
− Ω3

λi
µii

[
tui + µii

(µii−λi)2

]
,

β∗i = 0, α∗j = Ω2γji
λj
µii
− Ω3

λj
µjj

[
tuj +

µjj
(µjj−λj)2

]
, and β∗j = 0.

Case-3:
[(
tui + 1

µii−λi

)
≥ DQ,

(
tuj + 1

µjj−λj

)
< DQ

]
In this case, we consider that ith cloudlet is overloaded but jth cloudlet is under-

loaded. Thus, ith cloudlet needs to offload some job requests to jth cloudlet to meet

the QoS target latency DQ, as long as jth cloudlet does not exceed DQ. This implies
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that 0 < ϕ∗ij < 1 and ϕ∗ji = 0. Moreover, we get (tui + 1
µii−(1−ϕij)λi−ϕjiλj −DQ) = 0,

ξ∗i > 0 and (tuj + 1
µii−(1−ϕij)λi−ϕjiλj + tji − DQ) ≤ 0, ξ∗j = 0. Considering the FOC

(5.11) and CSC (5.12)-(5.14) for ith cloudlet and FOC (5.6) and CSC (5.7)-(5.9) for

jth cloudlet, we get the following unique NE solution:

ϕ∗ij = 1− 1

λi

[
µii −

1

DQ − tui

]
≤ 1

λi

[
µjj − λj −

1

DQ − tui − tij

]
. (5.15)

Along with this, we get the Lagrange multiplier values α∗i = 0, β∗i = 0, α∗j = 0,

and β∗j = 0. It is interesting to note from (5.15) that for the overloaded ith cloudlet,

the computation offloading decision is not entirely controlled by itself. As long as the

under-loaded jth cloudlet can process the entire extra load from ith cloudlet, ϕ∗ij =

1 − 1
λi

[
µii − 1

DQ−tui

]
is acceptable. However, when jth cloudlet cannot process the

entire extra load, then the offload fraction is not allowed to exceed the upper-bound,

and hence, ϕ∗ij = 1
λi

[
µjj − λj − 1

DQ−tui−tij

]
. Therefore, from the above analysis we

showed that we can compute a unique NE for our proposed load balancing game

among competing cloudlets.

Now, we extend the NE solution for a general N ≥ 2 cloudlet load balancing

scenario. From the above analysis, it is evident that when all the cloudlets are under-

loaded or overloaded, then the NE is not to offload any job requests to each other, i.e.,

ϕ∗i = 0. However, when some cloudlets are under-loaded and some are overloaded,

we need to propose a general solution method. As in Case-3 we observed that the NE

load balancing strategies are not entirely controlled by the overloaded cloudlets but

also the under-loaded cloudlets, hence we introduce a new set of decision variables for

each ith cloudlet denoting the fraction of job requests received from all jth cloudlets

i.e., ψi = (ψ1i, ψ2i, . . . , ψNi) with the equality constraints, ϕji = ψji,∀i, j 6= i ∈

C. We can mark the Nu under-loaded cloudlets and No overloaded cloudlets by

observing λi such that Nu + No = N . Moreover, the latency constraints and FOC
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for under-loaded cloudlets respectively are written as follows:(
tuj +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ψjiλj
+ tji −DQ

)
≤ 0,∀i ∈ C, (5.16)

∇ϕiUNi +∇ϕi

[
αTi ϕi + βTi (1−ϕi)

−ξTi

(
tuj +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ψjiλj
+ tji −DQ

)]
= 0. (5.17)

Similarly, the latency constraints and FOC for the overloaded cloudlets respec-

tively are written as follows:(
tui +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ψjiλj
−DQ

)
≥ 0,∀i ∈ C, (5.18)

∇ϕiUNi +∇ϕi

[
αTi ϕi + βTi (1−ϕi)

+ξTi

(
tui +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ψjiλj
−DQ

)]
= 0. (5.19)

Theorem 5.9. The constrained optimisation problem P is equivalent to the game

Γ = 〈C, (Φi)i∈C , (UNi (ϕi,ϕ−i))i∈C〉.

P : Minimise
N∑
i=1

[
αTi ϕi + βTi (1−ϕi)

]
−

Nu∑
i=1

ξTi

(
tuj +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ψjiλj
+ tji −DQ

)

+
No∑
i=1

ξTi

(
tui +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ψjiλj
−DQ

)

subject to αi,βi, ξi � 0, ∀i ∈ C,

0 ≤ ϕij ≤ 1,
N∑
j=1

ϕij = 1,∀i, j 6= i ∈ C,

ϕji = ψji,∀i, j 6= i ∈ C,

constraints (5.16)-(5.19),∀i ∈ C.
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Proof. We observe that the objective of the problem P is non-negative with any

feasible solution. If we can find a vector ϕ∗ ∈ Φ as an NE point of the game Γ, then

there exist a set of non-negative values of the variables α∗i ∈ RN−1, β∗i ∈ RN−1, and

ξ∗i ∈ RN−1 such that all the necessary FOC and CSC conditions of Γ are satisfied.

Clearly, with these values of the variables, the objective function of P becomes 0

and hence, the non-negative optimal value is reached. On the other hand, due to

the concavity of the constraint functions, the KKT conditions are sufficient for ϕ∗i

to be the maxima of utilities of each cloudlet UNi (ϕi,ϕ−i).

Nonetheless, it is noteworthy that the problem P is not a convex optimisation

problem because of the equality constraints (5.17) and (5.19). The feasible set of P

is created by the intersection of all the inequality and equality constraints, which

becomes non-convex in general. Hence, we can reformulate the problem as a convex

optimisation problem by adding the squares of left-hand sides of (5.17) and (5.19) to

the objective [178]. With this modification, the objective is a convex function as it

is a sum of a few convex functions and the feasible set is also convex as it is created

by the intersection of convex inequality constraints only. This problem now can

be solved by using a “gradient-projection algorithm” or any commercially available

solver package. An algorithm to solve the game Γ is summarised in Algorithm 5.1.

5.5 Centralised Load Balancing Framework

Private information of a cloudlet is defined as the information that is known only

to that cloudlet and no other entity in the network [179]. The competing cloudlets

are non-cooperative and rational utility maximisers, whereas a neutral mediator, on

the other hand does not have any utility associated with the incoming job requests.

The mediator acts like a supervisor that ensures fair participation of all the com-

peting cloudlets in the market competition and installs a computational facility in

the proximity of the competing cloudlets to compute the NE for all the cloudlets

over that period by using a centralised algorithm and inform the cloudlets, as shown

in Fig. 5.3. In a centralised framework, the mediator firstly addresses the “prefer-

ence elicitation problem” to elicit truthful information from competing cloudlets by
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Algorithm 5.1 Projection Algorithm with Constant Step Size

1: Input: Network parameters µii, λi, tui, tij,∀i, j 6= i ∈ C.
2: Output: The pure-strategy NE of the non-cooperative load balancing game.
3: Initialisation: Choose any Lagrange multipliers α(0), β(0), ξ(0) ≥ 0, step size
ω > 0, and tolerance limit ε > 0. Set the index t = 0.

4: if all cloudlets are under-loaded, i.e., (tui + 1
µii−λi ) < DQ, or all cloudlets are

overloaded, i.e., (tui+
1

µii−λi ) ≥ DQ then choose not to offload, i.e., set ϕ∗ = IN :
STOP;

5: else identify the FOC of the under-loaded cloudlets as (5.16)-(5.17) and the
FOC of the overloaded cloudlets as (5.18)-(5.19). Use the corresponding CSC
to formulate the objective function of P .

6: if ϕ(t)(χ(t)), α(t)(χ(t)), β(t)(χ(t)), ξ(t)(χ(t)) satisfies the desirable tolerance limit
ε then STOP;

7: With given χ(t), compute ϕ(t)(χ(t)), α(t)(χ(t)), β(t)(χ(t)), ξ(t)(χ(t)) as the solu-
tion of convexified optimisation problem P ;

8: Update the Lagrange multipliers χ corresponding to the constraints of P by
gradient projection as follows:

χ(t+1) = [χ(t) + ωΘ(χ(t))]+,

where Θ is the feasible set of P .
9: Set t← t+ 1; go to Step 6.

imposing efficient mechanisms on the cloudlets who periodically reveal their private

information about incoming job requests. We represent the “revealed type profile”

of the competing cloudlets as λ̂ = (λ̂1, λ̂2, . . . , λ̂N) ∈ Λ. However, we assume that

cloudlets usually truthfully reveal other network parameters like µii, tui, and tij,

because µii is dependent on the type of job requests and usually do not change fre-

quently, and tui, tij can be cross-verified as they are reported by multiple cloudlets.

This mechanism provides us rules/guidelines on how the cloudlets and the mediator

should communicate with each other. Secondly, the mediator addresses the “pref-

erence aggregation problem” to compute the NE load balancing strategies for each

cloudlet based on the communicated information, to induce the desired strategic

behavior from the cloudlets [179]. The fundamental stages of the overall control

design are shown in Fig. 5.4 and are summarised below:

(a) Each cloudlet periodically executes a load-predictive learning algorithm at every

nth time-slot by using the information from (n − 1)th time-slot and the data
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Figure 5.3: A simplified schematic diagram showing the interaction among
N competing cloudlets supervised by a neutral mediator.

available regarding the job arrival history to predict the incoming job request

arrival rate of the (n+ 1)th time-slot.

(b) Along with job request arrival rate, each cloudlet also estimates the transmission

latency of the incoming job requests from the mobile devices by using the given

stochastic parameters of the interface between mobile devices and cloudlets, as

well as, estimates the intermediate transmission latencies with its neighbouring

cloudlets.

(c) After learning all this information, each cloudlet communicates the estimated

incoming job request arrival rate and the transmission latencies to the compu-

tational facility installed by the mediator.

(d) The mediator computes the NE computation offloading strategy by employing

a centralised algorithm and broadcasts to all the competing cloudlets before the

(n+ 1)th time-slot.
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Figure 5.4: A timing diagram illustrating the overall control design for in-
teractions among N competing cloudlets, supervised by a neutral mediator.

(e) Accordingly, the cloudlets offload some fraction of their total incoming job re-

quests to their neighbouring cloudlets when the (n+ 1)th time-slot arrives.

5.5.1 Incentive Compatible Mechanism Design

In this section, we show that our proposed load balancing game is incentive compat-

ible and ensures the truthful revelation of private information from the competing

cloudlets. To take advantage of the analytical closed-form expressions derived in

Section 5.4, at first we consider the load balancing game between two cloudlets and

show that truthful revelation of private information to the mediator is a weakly-

dominated strategy for ith cloudlet irrespective of the information shared by jth

cloudlet. Recall that the true types of the cloudlets are (λi, λj) and their revealed

types to the mediator are (λ̂i, λ̂j). With the revealed type information, the mediator

solves the load balancing game and broadcasts the NE load balancing strategies ϕ̂∗ij

and ϕ̂∗ji to the competing cloudlets. The utility of each cloudlet based on its true

type is U2
i and the utility computed by each cloudlet based on their revealed type is

denoted by Û2
i . The incentive mechanism design is truthful if (Û2

i −U2
i ) ≤ 0 always

holds true.
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Case-1: [Both cloudlets are under-loaded]

In this case, (tui + 1
µii−λi ) < DQ, (tuj + 1

µjj−λ̂j
) < DQ. Now, if the revealed type

λ̂i < λi or, λ̂i ≥ λi such that (tui +
1

µii−λ̂i
) < DQ, then the NE does not change from

the true NE, i.e., ϕ̂∗ij = 0 and ϕ̂∗ji = 0. Hence, the utility of ith cloudlet does not

improve, because (Û2
i − U2

i ) = Ω1
λi
µii
− Ω1

λi
µii

= 0. Intuitively, a truly under-loaded

cloudlet cannot improve its utility by revealing a job request arrival rate such that

it is still under-loaded. Note that the payment received from mobile users in Û2
i

always remains same as in U2
i .

However, if λ̂i ≥ λi such that (tui + 1

µii−λ̂i
) ≥ DQ, then the ith cloudlet needs

to offload ϕ̂∗ijλ̂i job requests to the jth cloudlet. The NE solution with the revealed

information is ϕ̂∗ij = 1 − 1

λ̂i

[
µii − 1

DQ−tui

]
≤ 1

λ̂i

[
µjj − λ̂j − 1

DQ−tui−tij

]
and ϕ̂∗ji =

0. Clearly, the utility of the ith cloudlet decreases because (Û2
i − U2

i ) = Ω1
λi
µii
−

Ω2γijϕ̂
∗
ij
λ̂i
µjj
−Ω1

λi
µii

= −Ω2γijϕ̂
∗
ij
λ̂i
µjj

< 0. In other words, the utility of a truly under-

loaded cloudlet decreases if it reveals itself as overloaded when the neighbouring

cloudlet is under-loaded.

Case-2: [One overloaded and one under-loaded cloudlet]

Firstly we consider (tui + 1
µii−λi ) ≥ DQ, (tuj + 1

µjj−λ̂j
) < DQ, i.e., the ith cloudlet

is overloaded and the jth cloudlet is under-loaded. If λ̂i ≥ λi, then ith cloudlet

offloads more or same amount of job requests, depending on λ̂j, i.e., ϕ̂∗ijλ̂i ≥ ϕ∗ijλi

and ϕ̂∗ij, ϕ
∗
ij can be computed from (5.15) with ϕ̂∗ji = 0. Thus, the utility of the ith

cloudlet decreases because (Û2
i − U2

i ) = Ω1
λi
µii
− Ω2γijϕ̂

∗
ij
λ̂i
µjj
− Ω1

λi
µii

+ Ω2γijϕ
∗
ij
λi
µjj

=

−Ω2
γij
µjj

(ϕ̂∗ijλ̂i − ϕ∗ijλi) < 0. Therefore, an overloaded cloudlet revealing itself as

more overloaded, needs to offload more than actually needed to meet the QoS target

latency, and hence the utility decreases.

On the other hand, if λ̂i < λi but (tui + 1

µii−λ̂i
) ≥ DQ, then ith cloudlet offloads

less than that required to meet the QoS target latency, i.e., ϕ̂∗ijλ̂i ≤ ϕ∗ijλi and ϕ̂∗ij, ϕ
∗
ij

can be computed from (5.15) with ϕ̂∗ji = 0. This implies that ith cloudlet needs to

pay lesser incentives than before but the penalty for latency decreases its utility

133



Chapter 5

value as follows:

(Û2
i −U2

i ) = −Ω2
γij
µjj

(ϕ̂∗ijλ̂i − ϕ∗ijλi)

− Ω3

(
λi − ϕ̂∗ijλ̂i

µii

)[
tui +

1

µii − (λi − ϕ̂∗ijλ̂i)
−DQ

]
. (5.20)

We shall soon derive a necessary condition between Ω2 and Ω3 that ensured that

(Û2
i −U2

i ) ≤ 0 for expressions like (5.20). Again, if λ̂i < λi such that (tui +
1

µii−λ̂i
) <

DQ, then ith cloudlet is revealed as under-loaded and hence it is not allowed to

offload any job requests. Hence, the NE solution with the revealed information is

ϕ̂∗ij = 0, ϕ̂∗ji = 0 and the utility of ith cloudlet decreases due to the latency penalty

as follows:

(Û2
i − U2

i ) = Ω2γijϕ
∗
ij

λi
µjj
− Ω3

λi
µii

[
tui +

1

µii − λi
−DQ

]
. (5.21)

Therefore, in this case, an overloaded cloudlet cannot achieve a better utility by

revealing false information. Now, we consider (tui+
1

µii−λi ) < DQ, (tuj+
1

µjj−λ̂j
) ≥ DQ,

i.e., the ith cloudlet is under-loaded and the jth cloudlet is overloaded. In this

case, if λ̂i < λi or, λ̂i ≥ λi such that (tui + 1

µii−λ̂i
) < DQ and can process the

entire job request offload requests ϕ̂∗jiλ̂j from the jth cloudlet, then the NE solution

is ϕ̂∗ij = 0 and ϕ̂∗ji = 1 − 1

λ̂j

[
µjj − 1

DQ−tuj

]
≤ 1

λ̂j

[
µii − λ̂i − 1

DQ−tuj−tji

]
. Thus,

the utility of the ith cloudlet remains unchanged because the same amount of job

requests are offloaded irrespective of the falsely revealed information and hence,

(Û2
i − U2

i ) = Ω1
λi
µii

+ Ω2γjiϕ̂
∗
ji
λ̂j
µii
− Ω1

λi
µii
− Ω2γjiϕ̂

∗
ji
λ̂j
µii

= 0.

Again, if λ̂i ≥ λi such that (tui + 1

µii−λ̂i
) < DQ but cannot process the entire

job request offload requests ϕ̂∗jiλ̂j from the jth cloudlet, then lesser amount of job

requests are offloaded, i.e., ϕ̂∗jiλ̂j ≤ ϕ∗jiλ̂j and ϕ̂∗ji, ϕ
∗
ji can be computed from (5.15)

with ϕ̂∗ij = 0. This implies that the utility of the ith cloudlet decreases because

(Û2
i − U2

i ) = Ω1
λi
µii

+ Ω2γjiϕ̂
∗
ji
λ̂j
µii
− Ω1

λi
µii

+ Ω2γjiϕ
∗
ji
λ̂j
µii

= −Ω2
γji
µii

(ϕ∗jiλ̂j − ϕ̂∗jiλ̂j) < 0.

Therefore, in this case, an under-loaded cannot achieve a better utility by revealing

a higher amount of job requests than the true value with an overloaded neighbouring

cloudlet.
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Finally, if λ̂i < λi but actually ith cloudlet cannot process the entire extra load

from jth cloudlet, then ϕ̂∗jiλ̂j ≥ ϕ∗jiλ̂j and ϕ̂∗ji, ϕ
∗
ji can be computed from (5.15)

with ϕ̂∗ij = 0. However, the ith cloudlet fails to meet the QoS latency target and

the latency penalty decreases the utility in spite of getting some extra incentives as

follows:

(Û2
i − U2

i ) = Ω2γjiϕ̂
∗
ji

λ̂j
µii
− Ω2γjiϕ

∗
ji

λ̂j
µii

− Ω3
λi
µii

[
tui +

1

µii − λi − ϕ̂∗jiλ̂j
−DQ

]

− Ω3

ϕ̂∗jiλ̂j

µii

[
tuj +

1

µii − λi − ϕ̂∗jiλ̂j
+ tji −DQ

]
. (5.22)

Therefore, we also verified that in this case, any under-loaded cloudlet also

cannot achieve a better utility by revealing lower amount of job requests than the

true value when the neighbouring cloudlet is overloaded.

Case-3: [Both cloudlets are overloaded]

In this case, (tui + 1
µii−λi ) ≥ DQ, (tuj + 1

µjj−λ̂j
) ≥ DQ. Now, λ̂i ≥ λi or, λ̂i < λi

such that (tui + 1

µii−λ̂i
) ≥ DQ, then the NE is same as the true NE, i.e., ϕ̂∗ij = 0 and

ϕ̂∗ji = 0. Hence, the utility of ith cloudlet does not improve, because (Û2
i − U2

i ) =

Ω1
λi
µii
−Ω3

λi
µii

[
tui + 1

µii−λi −DQ

]
−Ω1

λi
µii

+ Ω3
λi
µii

[
tui + 1

µii−λi −DQ

]
= 0. Therefore,

a truly overloaded cloudlet cannot improve its utility by revealing itself as more

overloaded.

Again, if λ̂i < λi such that (tui + 1

µii−λ̂i
) < DQ, then the ith cloudlet is con-

sidered as under-loaded and jth cloudlet offloads some job requests to it. The NE

based on the revealed information is ϕ̂∗ij = 0 and ϕ̂∗ji = 1 − 1

λ̂j

[
µjj − 1

DQ−tuj

]
≤
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1

λ̂j

[
µii − λ̂i − 1

DQ−tuj−tji

]
. This may help the ith cloudlet to earn some extra incen-

tives but the latency penalty decreases the utility as follows:

(Û2
i − U2

i ) = Ω2γjiϕ̂
∗
ji

λ̂j
µii

+ Ω3
λi
µii

[
tui +

1

µii − λi
−DQ

]
− Ω3

λi
µii

[
tui +

1

µii − λi − ϕ̂∗jiλ̂j
−DQ

]

− Ω3

ϕ̂∗jiλ̂j

µii

[
tuj +

1

µii − λi − ϕ̂∗jiλ̂j
+ tji −DQ

]
. (5.23)

Clearly, the above analysis clearly shows that we ensured that any cloudlet can-

not achieve a better utility by revealing a higher or lower job request arrival rates

than the actual job request. Therefore, truthful revelation of all the cloudlets is

a weakly-dominated strategy, irrespective of the information shared by the neigh-

bouring cloudlets. Note that the load balancing game among N ≥ 2 cloudlets is a

direct linear extension from the game between two cloudlets. Thus, all the proper-

ties of the NE solution remain consistent and the incentive mechanism design is also

applicable.

Proposition 5.10. For the successful implementation of the proposed incentive

mechanism with our non-cooperative load balancing game among competing cloudlets,

Ω2 ≥ Ω3

[
max{tui}+ 1

max{µii} + max{tij} −DQ

]
, ∀i, j 6= i ∈ C is a necessary condi-

tion.

Proof. From the NE solution of the proposed non-cooperative load balancing game,

we know that any overloaded cloudlet offloads only a small fraction of its total job

request arrival rate, i.e., ϕ∗ij ≈ 0, ϕ∗ijλi � λi. Now, for the proposed incentive mech-

anism to work perfectly, we need to find a common relation among the primary net-

works parameters such that (ÛNi −UNi ) ≤ 0 holds for all the expressions (5.20)-(5.23).

By inspection, we can conclude that Ω2 ≥ Ω3

[
max{tui}+ 1

max{µii} + max{tij} −DQ

]
,

∀i, j 6= i ∈ C is one such relation and hence, it is a necessary condition for the suc-

cessful implementation of the incentive mechanism.
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5.6 Decentralised Load Balancing Framework

In a distributed cloudlet network, the incoming job request arrival rate λi to each

cloudlet i ∈ C is known only to that cloudlet and no other entity in the network. We

still assume that the competing cloudlets are non-cooperative and rational utility

maximisers and hence, they do not share this “private information”. Therefore, a re-

inforcement learning automata-based algorithm helps the cloudlets to independently

make load balancing decisions only from their private information and to aid this

decision-making process, we formulate an economic and non-cooperative game with

a unique NE at both overloaded and under-loaded network conditions. Moreover,

some particular characteristics of the underlying game formulation help to reduce

the search space of the reinforcement learning algorithm and improve the conver-

gence rate of the algorithm to a great extent. The fundamental stages of the overall

control design are summarised below:

(a) Each cloudlet periodically executes a load-predictive learning algorithm at every

nth time-slot by the data available regarding the job arrival history to predict

the incoming job request arrival rate of the (n+ 1)th time-slot.

(b) Along with job request arrival rate, each cloudlet also estimates the transmission

latency of the incoming job requests from the mobile devices by using the given

stochastic parameters of the interface between mobile devices and cloudlets, as

well as, estimates the intermediate transmission latencies with its neighbouring

cloudlets.

(c) After learning all this information, each cloudlet shares a random amount of its

job requests to the neighbouring cloudlets, depending on the latest probability

distribution over its strategy space and observes the utility and rewards received.

Based on the reward values received at nth and (n−1)th time-slots, each cloudlet

updates the probability distribution over its strategy space for (n+1)th time-slot.

5.6.1 Distributed Reinforcement Learning Algorithm

In this subsection, we design a continuous-action reinforcement learning automata-

based algorithm for learning the NE of the continuous-kernel non-cooperative load
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Figure 5.5: A closed loop action-reward diagram of the proposed load bal-
ancing reinforcement learning automaton.

balancing game formulated in Section 5.4. At first, we define the “mixed-strategy”

of each ith cloudlet as continuous probability density function (PDF) fi(ϕi) over its

pure-strategy space Φi. Therefore, the probability of randomly choosing an action

within a close neighbourhood of ϕij by ith cloudlet can be determined from the

corresponding PDF fij(ϕij). The complete mixed-strategy of all the cloudlets is

defined as F := f1 × ...× fN over the complete pure-strategy space Φ. When each

ith cloudlet chooses an action ϕij, i.e., offloads ϕijλi job requests to neighbouring jth

cloudlets, then the environment responds with a random reward Ri(ϕi,ϕ−i) ∈ [0, 1],

which is defined as:

Ri(ϕi,ϕ−i) =
UNi (λ,ϕi,ϕ−i)

max{Ω1,Ω2,Ω3}
. (5.24)

In the load balancing game, with a continuous-action reinforcement learning

automata-based algorithm, each ith cloudlet starts with uniform probability distri-

butions as their mixed-strategies over their individual pure-strategy action spaces

and keeps on updating the PDFs based on the received rewards in the following

time-slots to ultimately find their pure-strategy NE, as shown in Fig. 5.5 [172].

After exploring an action ϕ
(n)
i ∈ Φi during nth time-slot, the PDFs are updated for
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(n+ 1)th time-slot by the following update rule:

f
(n+1)
i (ϕi) = χ(n)

f (n)
i (ϕi) + Θ(n)

(
R(n)
i −R

(n−1)
i

)
exp

−1

2

(
ϕi −ϕ(n)

i

σ(n)

)2

 ,

(5.25)

where, Θ is the “learning rate parameter”, σ is the “spreading rate parameter” and

χ is a “normalisation factor” so that
∫ +∞
−∞ f (n+1)dz = 1, for any z. Note that, our

proposed reinforcement learning automata algorithm (5.25) is essentially a “gradient

bandit” algorithm, based on the idea of “stochastic gradient ascent” algorithms [180].

Moreover, the term (R(n)
i −R

(n−1)
i ) used in this model makes this algorithm highly

robust in tracking a non-stationary job request arrival process. The PDFs are con-

tinuously updated by the cloudlets based on their private information and rewards

received at every time-slot to learn the pure-strategy NE of the non-cooperative load

balancing game [181].

Theorem 5.11. The continuous-action reinforcement learning automata-based al-

gorithm with update rule (5.25) converges to the pure-strategy Nash equilibrium of

the non-cooperative load balancing game.

Proof. We considered that the strategy space Φi is a compact set in the load bal-

ancing game Γ and the stochastic reward values are normalised, i.e., Ri : R →

[0, 1],∀i ∈ C. The authors of [172] showed that with such conditions, a continuous

action reinforcement learning automata-based PDF update rule like (5.25) can be

guaranteed to converge to a local optimal NE if the following necessary restrictions

are imposed:

(i) We choose a sufficiently small value of Θ such that each ith cloudlet can match

their expected strategy through iterations.

(ii) We choose a value of σ such that the equilibrium point of fi(ϕi) has an upper

bound 1
σ
√

2π
.

Thus, if the above restrictions are satisfied, then the continuous action reinforce-

ment learning automata-based algorithm will converge to at least one of the existing
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Algorithm 5.2 Distributed Reinforcement Learning Automata-based Algorithm
for learning NE of the Load Balancing Game

1: Initialisation: Set the iteration index n = 0 and f
(n)
ij (ϕij) =

uniform(Φij),∀i, j ∈ C.
2: Output: The pure-strategy NE of the non-cooperative load balancing game.
3: if ith cloudlet is under-loaded, i.e., (tui+

1
µi−λi ) < DQ then choose not to offload,

i.e., ϕ
(n)
i = 0;

4: else ith cloudlet randomly choose an action ϕ
(n)
i based on its latest mixed-

strategy f
(n)
i (ϕi).

5: if jth cloudlet is overloaded or partially processes the jobs received from all
ith cloudlets then indicate all ith cloudlets that only ψ̂ijλi jobs are processed

(0 ≤ ψ̂ij < ϕij), where ψ̂ijλi are chosen according to the ratio of ϕijλi.

6: At the end of nth time-slot, each ith cloudlet receives a reward R(n)
i from the

environment.
7: Each ith cloudlet update their mixed-strategy f

(n+1)
i (ϕi) by the reinforcement

learning automata for ϕ
(n)
i ∈ Φi:

f
(n+1)
i (ϕi) = χ(n)

f (n)
i (ϕi) + Θ(n)

(
R(n)
i −R

(n−1)
i

)
exp

−1

2

(
ϕi −ϕ(n)

i

σ(n)

)2



8: Set n← n+ 1; go to Step 3.

NE of the underlying continuous-kernel game. However, we computed a unique

pure-strategy NE under both overloaded and under-loaded network conditions in

Section 5.4. Therefore, our proposed algorithm with update rule (5.25) will always

converge to the pure-strategy Nash equilibrium of the underlying non-cooperative

load balancing game.

Although, it is ensured that our proposed algorithm converges to the NE of the

load balancing game for all competing cloudlets in both overloaded and under-loaded

conditions, but we can speed up the convergence rate of the algorithm several times

more by scaffolding our understanding about the underlying load balancing game.

We observe that whenever some cloudlet is in under-loaded condition, i.e., (tui +

1
µii−λi ) < DQ, its NE strategy is not to offload any job requests to its neighbouring

cloudlets. Thus, all cloudlets can update their PDFs accordingly without exploring

many job request offloading strategies as long as the under-load condition persists.

In addition to this, during overload condition, i.e., (tui+
1

µii−λi ) ≥ DQ, each cloudlet

will offload only a portion of the received job requests and try to shift the peak of
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the PDF fij(ϕij) around the pure strategy NE solution ϕ∗ij = 1− 1
λi

[
µii − 1

DQ−tui

]
,

such that it can meet DQ with the rest of the job requests by itself. Hence, the

corresponding search spaces can be reduced accordingly. However, as each cloudlet

is unaware about the load condition of its neighbouring cloudlets, an occasional

feedback mechanism is required from the neighbouring cloudlets to indicate that

whenever a cloudlet is completely or partially unable to process the job requests

received from its neighbours. This implies that when ith cloudlet offloads ϕijλi

job requests to jth cloudlet, it indicates that only ψ̂ijλi jobs are processed, where

0 ≤ ψ̂ij < ϕij. Therefore, in such cases, the ith cloudlet updates the PDF by using ψ̂ij

in (5.25) instead of ϕij. Furthermore, when ith cloudlet is under-loaded and receives

job requests from multiple cloudlets but can partially process the job requests i.e.,

(tui+
1

µii−λi ) < DQ but (tuj+
1

µii−λi−
∑
i 6=j ϕjiλj

+tji) ≥ DQ the remaining job processing

capacity of the ith cloudlet, (µii − λi − 1
DQ−tuj−tji

) is distributed according to the

ratio of ϕjiλj. The proposed algorithm is summarised in Algorithm 5.2.

5.7 Results and Discussions

In this section, we investigate various behavioural aspects of the proposed load

balancing strategy through numerical evaluations. For this purpose, we consider a

set of 10 neighbouring cloudlets from same as well as different service providers. In

this work, we consider average processing rate µii varies within 1000-1500 jobs/s

and incoming job request to each cloudlet λi varies within 0-15000 jobs/s. The QoS

latency target considered is DQ = 10 msec. Due to the wireless and TDM-PON

interfaces between mobile users and cloudlets, we consider the average value of tui

as 2 msec. The intermediate transmission latency between neighbouring cloudlets

tij varies within 0.5-1 msec. The optimal values of proportionality price factors

Ω1, Ω2, and Ω3 can be determined by studying the market equilibrium conditions

for providing cloud-based services [182]. In actual practice, sometimes the proper

price factors are also determined by applying the “multiple criteria decision-making

theory” [183]. However, in this work we arbitrarily choose Ω1 = 5 × 103, Ω2 =

8 × 102, and Ω3 = 1 × 104, such that our necessary game design condition Ω2 ≥
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(a) µii = 1000 jobs/s and λi variance =
0-400 jobs/s, ∀i ∈ C.

0 100 200 300 400 500 600 700 800 900 1000
0

5

10

15

20

25

30

35

40

45

(b) µii = 1000 jobs/s and λi variance =
0-400 jobs/s, ∀i ∈ C.

Figure 5.6: Comparison of end-to-end latency and utility values of competing
cloudlets with high variance (0-400 jobs/s) in incoming job request arrival
rates among neighbouring cloudlets with our proposed game and other base-
line games.

Ω3

[
max{tui}+ 1

max{µii} + max{tij} −DQ

]
,∀i, j 6= i ∈ C is satisfied. Moreover, for

our gradient projection algorithm to compute NE of the load balancing game, we

choose a step size ω = 0.1, and a tolerance limit ε = 10−4.

In Fig. 5.6a, we compare average end-to-end latency of all the participating

cloudlets against job request arrival rate with our currently proposed game and

games proposed in [83] (labelled as “ref. game-1”) and [84] (labelled as “ref. game-

2”), respectively. In this case, we consider a high variance in job request arrival

rates among under and overloaded cloudlets (within 0-400 jobs/s) and the service

rates of all the cloudlets are µii = 1000 jobs/s. We see that the ref. game-1 performs

best when the load condition is low or moderate as it always tries to minimise end-

to-end latency. Under these conditions, our proposed game as well as ref. game-2

performs slightly poorer as these models do not require the cloudlets to offload

anything. However, ref. game-2 allows the cloudlets to offload job requests after

reaching a certain threshold in incoming job requests and their latency performance

begins to improve. Nonetheless, under high load condition, when all the cloudlets

become sufficiently overloaded, our game also allows the cloudlets to strategically

offload some job requests and latency performance becomes relatively better than

ref. game-1 and ref. game-2. This is because it is ensured in our game that all the
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(a) µii = 1000 jobs/s and λi variance =
0-200 jobs/s, ∀i ∈ C.

0 100 200 300 400 500 600 700 800 900 1000
0

5

10

15

20

25

30

35

40

45

(b) µii = 1000 jobs/s and λi variance =
0-200 jobs/s, ∀i ∈ C.

Figure 5.7: Comparison of end-to-end latency and utility values of competing
cloudlets with moderate variance (0-200 jobs/s) in incoming job request
arrival rates among neighbouring cloudlets with our proposed game and
other baseline games.

under-loaded cloudlets meet the QoS latency target DQ. The over-loaded cloudlets

may exceed DQ, but they are allowed to offload job requests to the maximum extent

possible. On the contrary, ref. game-1 becomes infeasible in high load condition as

some of the cloudlets start to violate explicit latency constraints and ref. game-2

appears to overload the under-loaded cloudlets by uncontrolled offloading of the job

request. Next, Fig. 5.6b shows a comparison among average utility values of all the

participating cloudlets against job request arrival rate with our game, ref. game-1,

and ref. game-2. It is clear that with our game, the average economic utility values

of the cloudlets are relatively better than both ref. game-1 and ref. game-2 under

all the network scenario.

Similarly, Fig. 5.7a shows a comparison between average end-to-end latency

performance and Fig. 5.7b shows a comparison among average utility values of all

the participating cloudlets against job request arrival rate with our game, ref. game-

1, and ref. game-2. In this case, we consider a moderate variance in job request

arrival rates (within 0-200 jobs/s) among under-loaded and overloaded cloudlets and

the service rates of all the cloudlets are µii = 1000 jobs/s. Note that both the plots

show similar behaviour as in Fig. 5.6a and Fig. 5.6b. However, since the difference

between under-loaded and overloaded cloudlets in job request arrival rates is lower
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Figure 5.8: Computation offload decision of cloudlets versus (parallel up-
date) iterations achieved using Algorithm 5.1. We consider three cloudlets
with µii = 1000 jobs/s and λ1 = 970 jobs/s, λ2 = 820 jobs/s, and λ3 = 700
jobs/s.

than the previous case, the scope for overloaded cloudlets to offload job requests is

also lower. Hence, the average end-to-end latency overshoots to a relatively higher

value in an overload condition and the average utility gained are also lower.

In Fig. 5.8, we present the convergence rate of Algorithm 5.1 with three neigh-

bouring cloudlets (for not making the figure unnecessarily overcrowded). We con-

sider an average processing rate µii = 1000 jobs/s for each cloudlet and their re-

spective incoming job requests are λ1 = 970 jobs/s, λ2 = 820 jobs/s, and λ3 =

700 jobs/s. In this case, Cloudlet-1 is overloaded but Cloudlet-2 and Cloudlet-3

are under-loaded. Hence, Cloudlet-1 offloads certain fraction of its total incoming

job requests to the under-loaded cloudlets, i.e., ϕ12 = 0.0219 and ϕ13 = 0.0569.

As Cloudlet-2 is the more loaded than Cloudlet-3, the computation offload fraction

from Cloudlet-1 to Cloudlet-3 is more than that of Cloudlet-2.

In Fig. 5.9, we observe the convergence properties of the proposed reinforce-

ment learning algorithm. We consider two neighbouring cloudlets, Cloudlet-1 and

Cloudlet-2 with intermediate transmission latency tij = 1 msec, trying to meet a
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QoS requirement of DQ = 10 msec. We also consider that µ11 = µ22 = 1000 job-

s/s and λ1 = 970 jobs/s, λ2 = 800 jobs/s, such that Cloudlet-1 is overloaded, but

Cloudlet-2 is under-loaded. Therefore, to meet a QoS latency of DQ = 10 msec,

Cloudlet-1 needs to offload 0.098× λ1 job requests to Cloudlet-2, whereas Cloudlet-

2 does not need to offload anything (from analytical solution). From the PDFs of

both the cloudlets also, we observe that the most preferable decision for Cloudlet-2

is not to offload and Cloudlet-1 prefers to offload around 8-9% of its total incoming

job requests. As we choose the learning and spreading parameters as Θ = 0.9 and

σ = 0.01, respectively, we see that Algorithm 5.2 converges to the expected utility

and reward values for both the cloudlets in nearly 1000 iterations. Note that, instead

of searching over the whole strategy space, we considered only the most likely strate-

gies that the cloudlets should possibly consider by using our understanding from the

underlying load balancing game. Moreover, by using these techniques, Algorithm

5.2 can perform 100% accurately when all cloudlets are under-loaded without much

exploration.

It is interesting to note that in the previously considered scenario, even faster

convergence to NE is possible by increasing the value of learning rate parameter Θ,
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Figure 5.9: Independently learning NE of the non-cooperative load balancing
game with Algorithm 5.2 by two cloudlets with µ11 = µ22 = 1000 jobs/s, λ1

= 970 jobs/s, λ2 = 800 jobs/s, and Θ = 0.9, σ = 0.01.
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Figure 5.10: Average NE learning accuracy of Algorithm 5.2 over 1000 time-
slots of duration 10 ms against variation of learning rate parameter Θ and
spreading rate parameter σ.

but the learning process may become unstable. Therefore, to study the performance

of Algorithm 5.2, we plot the average learning accuracy within 1000 iterations in

Fig. 5.10 against variation of Θ and σ. As we consider 1000 iterations, i.e., 1000

time-slots of duration 10 msec (same as DQ), hence it is expected that received job

request rates remain stationary at least for 10 seconds. From this plot, we observe

that the NE learning accuracy increases with Θ, but if we simultaneously increase σ

also, then accuracy performance starts to slightly decrease as exploration increases.

Now, we consider a scenario where three competing cloudlets are present with

µ11 = µ22 = µ33 = 1000 jobs/s and intermediate transmission latencies t12 = t21 =

0.5 msec, t23 = t32 = 0.7 msec, and t31 = t13 = 0.9 msec. Moreover, the job request

arrival rates λi to each of these cloudlets randomly change every 30 sec and hence,

the utilities of each ith cloudlet UNi changes accordingly. Firstly, Fig. 5.11a presents

a comparison between the learned utilities and actual utilities (by solving P) with a

small learning rate Θ = 0.9 and big spreading rate σ = 0.03. Thus, we can observe

that Algorithm 5.2 takes some time to learn the actual utility values after the λi

values change and some oscillation persists due to more exploration. Secondly, Fig.

5.11b presents another comparison between the learned utilities and actual utilities
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with a big learning rate Θ = 4.0 and small spreading rate σ = 0.01. With these

parameters, we see that Algorithm 5.2 learns the actual utility values relatively faster

after λi values change, but there is less oscillation afterwards.

From the previous results, we found that it is essential to choose the learning

rate and spreading rate parameters in such a way so that a proper balance between

exploration and exploitation is maintained against the stationarity time of job re-

quest arrival rates. Thus, in Fig. 5.12 we plot the average NE learning accuracy

against the stationarity time of the job request arrival rate. We vary the stationarity

time from 5 sec to 150 sec and also tune Θ from 0.5 to 3 with σ = 0.01 in Fig. 5.12a,

and tune σ from 0.009 to 0.030 with Θ = 0.9 in Fig. 5.12b. We observe in general,

that the performance of our proposed Algorithm 5.2 increases as the stationarity of

the job request arrival rate increases because the algorithm is given more time-slots

to exploit and explore the search space.

5.8 Conclusions

In this chapter, we have proposed a novel economic and non-cooperative game-

theoretic model for low-latency applications among multiple competitive cloudlets
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(a) Average NE learning accuracy with
Θ = 0.9 and σ = 0.03.
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(b) Average NE learning accuracy with
Θ = 4.0 and σ = 0.01.

Figure 5.11: Average NE learning accuracy of Algorithm 5.2 for load bal-
ancing game among three cloudlets with 30 second stationarity time of job
request arrival rates (λi) to all cloudlets.
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(a) Average NE learning accuracy with
σ = 0.01.
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(b) Average NE learning accuracy with
Θ = 0.9.

Figure 5.12: Average NE learning accuracy of Algorithm 5.2 against station-
arity time of job request arrival rates (λi) to all cloudlets with variations of
learning rate Θ and spreading rate σ.

from same as well as different service providers. We have designed a very efficient

method to solve the game and have proposed a very fast-converging gradient projec-

tion algorithm to compute the pure-strategy NE computation offload strategy among

multiple cloudlets. Moreover, we have proposed a centralised incentive mechanism

that computes the unique NE load balancing strategies of the cloudlets under the

supervision of a neutral mediator. This mechanism ensures that the truthful revela-

tion of private information to the mediator is a weakly-dominant strategy for both

the under-loaded and overloaded cloudlets. We have also shown that our proposed

game allows the cloudlets to maximise their utilities better than some recently pro-

posed game-theoretic load balancing frameworks. Followed by we have designed

a distributed continuous-action reinforcement learning automata-based algorithm

to facilitate the competing cloudlets to learn their NE job request offload strate-

gies independently, without exchanging any control information with neighbouring

cloudlets. We have improved the convergence rate of the proposed reinforcement

learning algorithm by adapting the basic characteristics of the underlying game.

Through extensive simulation, we have shown the dependency of NE learning ac-

curacy of our proposed algorithm on learning rate and spreading rate parameters,

i.e., exploration and exploitation and derived various seminal insights on the perfor-

mance and adaptability of our proposed reinforcement algorithm for non-cooperative
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load balancing against dynamic job request arrival process in both overloaded and

under-loaded network conditions.

5.9 Appendices

5.9.1 Appendix A

Load Balancing Problem among N ≥ 2 Cloudlets

The complete job request offloading strategy space of all cloudlets is defined as a

matrix Φ = (ΦT
1 ,Φ

T
2 , . . . ,Φ

T
N)T ⊂ RN×N , where ϕi = (ϕi1, ϕi2, . . . , ϕiN) ∈ Φi ⊂ RN ,

ϕij ∈ Φij = [0, 1] ⊂ R, and
∑N

j=1 ϕij = 1,∀i ∈ C. Each ϕij denotes the fraction

of job requests ith cloudlet offloads to its jth neighbouring cloudlet. Due to the

non-homogeneous service rates of the neighbouring cloudlets, all the received job

requests at each ith cloudlet are served with different service rates, e.g., ϕiiλi =

(1−
∑

j 6=i ϕij)λi jobs/s are served with service rate µii job/s and
∑

j 6=i ϕjiλj jobs/s

are served with service rate µji jobs/s. Therefore, to compute the overall processing

and queuing latency of the received job requests at each cloudlet, we need to use

a multi-dimensional Markov chain for M/M/1 queues [184]. For this analysis, we

make the following assumptions:

• Each ith cloudlet is in state (mi1,mi2, . . . ,miN) at each time-slot, where mij

denotes the independent job requests received from jth cloudlet.

• The detailed balance equations for each ith cloudlet hold for all the pairs of

adjacent states (mi1, . . . ,mij, . . . ,miN) and (mi1, . . . ,mij + 1, . . . ,miN),

ϕjiλjPi(mi1, . . . ,mij, . . . ,miN)

= µjiPi(mi1, . . . ,mij + 1, . . . ,miN),∀i, j ∈ C.

• The stationary state probability distribution of each ith cloudlet can be ex-

pressed in the following product form,

Pi(mi1,mi2, . . . ,miN) = Pi1(mi1)Pi2(mi2) . . .PiN(miN).
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• The number of job requests received from jth neighbouring cloudlet by each

ith cloudlet follows the geometric distribution, Pi(mij) = ρ
mij
ji (1 − ρji), where

ρji =
ϕjiλj
µji

.

With the above mentioned assumptions, we derive the following closed form

expression for average number of job requests served by each ith cloudlet:

Mi =
∞∑

mi1=0

∞∑
mi2=0

· · ·
∞∑

miN=0

{
(mi1 + · · ·+miN)

N∏
j=1

ρ
mij
ji (1− ρji)

}

=

∑N
j=1

{
ρji
∏N

k=1,k 6=j(1− ρki)
}

∏N
j=1(1− ρji)

. (5.26)

Therefore, by using Little’s theorem [184] and (5.26), we get the overall process-

ing and queuing latency of the job requests at ith cloudlet as follows:

Ti(ϕi,ϕ−i) =
1

ϕiiλi +
∑

j 6=i ϕjiλj

∑N
j=1

{
ρji
∏N

k=1,k 6=j(1− ρki)
}

∏N
j=1(1− ρij)


=

1

ϕiiλi +
∑

j 6=i ϕjiλj

∑N
j=1

{
ϕjiλj

∏N
k=1,k 6=j(µki − ϕkiλk)

}
∏N

j=1(µji − ϕijλj)

 . (5.27)

Now, we present a comparison between the average end-to-end latency perfor-

mance in Fig. 5.13a and comparison among average utility values of all the partic-

ipating cloudlets in Fig. 5.13b with our game, ref. game-1, and ref. game-2. In

this case, we keep the job request arrival rates of all the cloudlets equal but vary

their service rates. Thus, to calculate the processing latency of each cloudlet, we

need to use the expression in (5.27) and this creates a very general load balancing

scenario. At first, we consider a high variance (1000-1500 jobs/s) of service rates

among neighbouring cloudlets and observe similar patterns of the graphs as before,

but the end-to-end latency and utility values are relatively better as the service

rates of some cloudlets are much higher than the average job request arrival rate.

We present similar graphs in Fig. 5.14a and in Fig. 5.14b, but we consider a moder-

ate variance (1000-1200 jobs/s) of service rates among neighbouring cloudlets. As a

consequence, the latency and utility performance is slightly poorer than the previous
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(a) µii variance = 1000-1500 jobs/s and
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(b) µii variance = 1000-1500 jobs/s and
λi is same ∀i ∈ C.

Figure 5.13: Comparison of end-to-end latency and utility values of compet-
ing cloudlets with high variance (1000-1500 jobs/s) in service rates among
neighbouring cloudlets and same job request arrival rates with our proposed
game and other baseline games.
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(a) µii variance = 1000-1200 jobs/s and
λi is same ∀i ∈ C.
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(b) µii variance = 1000-1200 jobs/s and
λi is same ∀i ∈ C.

Figure 5.14: Comparison of end-to-end latency and utility values of com-
peting cloudlets with moderate variance (1000-1200 jobs/s) in service rates
among neighbouring cloudlets and same job request arrival rates with our
proposed game and other baseline games.

graphs as the under-loaded cloudlets have lesser room to receive job requests from

overloaded cloudlets.
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5.9.2 Appendix B

A Detailed Proof of Lemma 4.1

Proof. Recall that in the game Γ, the utility function of each ith cloudlet is denoted

by UNi (ϕi,ϕ−i),∀i ∈ C is defined as follows:

UNi (ϕi,ϕ−i) = Ω1
λi
µii

+ Ω2

N∑
j=1,j 6=i

γjiϕji
λj
µii
− Ω2

N∑
j=1,j 6=i

γijϕij
λi
µjj

− Ω3

[(
1−

N∑
j=1,j 6=i

ϕij

)
λi
µii

max

{
0,

(
tui +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ϕjiλj
−DQ

)}

+
N∑

j=1,j 6=i

ϕji
λj
µii

max

{
0,

(
tuj +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ϕjiλj
+ tji −DQ

)}]
.

(5.28)

From this definition, we can observe that when ith cloudlet is able to meet the

QoS target latency DQ, or (tuj + 1
µii−(1−

∑
j 6=i ϕij)λi−

∑
j 6=i ϕjiλj

+ tji−DQ) ≤ 0, then the

utility function can be interpreted as an affine function as follows:

UNi (ϕi,ϕ−i) = Ω1
λi
µii

+ Ω2

N∑
j=1,j 6=i

γjiϕji
λj
µii
− Ω2

N∑
j=1,j 6=i

γijϕij
λi
µjj

. (5.29)

Nonetheless, when ith cloudlet is unable to satisfy the QoS target latency DQ,

or (tui + 1
µii−(1−

∑
j 6=i ϕij)λi−

∑
j 6=i ϕjiλj

− DQ) ≥ 0, then the utility function should be

interpreted as a non-linear function as follows:

UNi (ϕi,ϕ−i) = Ω1
λi
µii

+ Ω2

N∑
j=1,j 6=i

γjiϕji
λj
µii
− Ω2

N∑
j=1,j 6=i

γijϕij
λi
µjj

− Ω3

[(
1−

N∑
j=1,j 6=i

ϕij

)
λi
µii

{
tui +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ϕjiλj
−DQ

}

+
N∑

j=1,j 6=i

ϕji
λj
µii

{
tuj +

1

µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ϕjiλj
+ tji −DQ

}]
. (5.30)

If (5.30) represents a concave function, then the sufficient condition is that its

Hessian matrix should be a positive semi-definite matrix [154]. However, we find that

both the diagonal and non-diagonal elements of this matrix are equal, as summarised
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below with i 6= j, k ∈ C:

∂2UNi
∂ϕ2

ij

=
∂2UNi

∂ϕij∂ϕik
=

−2Ω3λ
2
i

(µii − (1−
∑

j 6=i ϕij)λi −
∑

j 6=i ϕjiλj)
3
≤ 0. (5.31)

Clearly, this implies that the Hessian matrix of (5.29) is not a semi-definite

matrix and we need to extend our analysis by evaluating the bordered Hessian matrix

[158]. Note that the rth order bordered Hessian matrix of UNi (ϕi,ϕ−i),∀i ∈ C, where

r = 1, 2, . . . , N is written as follows:

HB =


0

∂UNi
∂ϕi1

. . .
∂UNi
∂ϕir

∂UNi
∂ϕi1

∂2UNi
∂ϕ2

i1
. . .

∂2UNi
∂ϕi1∂ϕir

...
...

. . .
...

∂UNi
∂ϕir

∂2UNi
∂ϕir∂ϕi1

. . .
∂2UNi
∂ϕ2

ir

 , (5.32)

whose the bordered elements are written as follows:

∂UNi
∂ϕij

= −Ω2γij
λi
µjj

+ Ω3
λi
µii

[
tui +

µii
(µii − (1−

∑
j 6=i ϕij)λi −

∑
j 6=i ϕjiλj)

2
−DQ

]
.

(5.33)

Now, we observe that the determinant values of the bordered Hessian matrix

(5.32), denoted by Dr, are negative when r is odd and are positive when r is even,

∀r = 1, 2, . . . , N , as follows:

D1 = 0−
(
∂UNi
∂ϕi1

)2

= −
(
∂UNi
∂ϕi1

)2

≤ 0, (5.34)

D2 = 0−
(
∂UNi
∂ϕi1

)[(
∂UNi
∂ϕi1

)(
∂2UNi
∂ϕ2

i2

)
−
(

∂2UNi
∂ϕi1∂ϕi2

)(
∂UNi
∂ϕi2

)]
+

(
∂UNi
∂ϕi2

)[(
∂UNi
∂ϕi1

)(
∂2UNi

∂ϕi2∂ϕi1

)
−
(
∂2UNi
∂ϕ2

i1

)(
∂UNi
∂ϕi2

)]
= −

(
∂2UNi

∂ϕi1∂ϕi2

)[(
∂UNi
∂ϕi1

)
−
(
∂UNi
∂ϕi2

)]2

≥ 0, (5.35)

and so on. Note that, the inequalities in (5.34)-(5.35) hold true, because
(
∂2UNi
∂ϕ2

i1

)
=(

∂2UNi
∂ϕ2

i2

)
=
(

∂2UNi
∂ϕi1∂ϕi2

)
=
(

∂2UNi
∂ϕi2∂ϕi1

)
(from (5.31)) and [µii − (1 −

∑
j 6=i ϕij)λi −
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∑
j 6=i ϕjiλj] ≥ 0,∀i, j 6= i ∈ C. Therefore, we can conclude that (5.30) is a “quasi-

concave function” of ϕi [158], and in general, we can conclude that the utility func-

tions of each ith cloudlet UNi (ϕi,ϕ−i),∀i ∈ C are quasi-concave functions of ϕi.

Hence proved.

5.9.3 Appendix C

Detailed Calculations to Find the Unique NE of the Non-cooperative

Load Balancing Game

In this section, we show detailed calculations for finding the NE of the non-cooperative

load balancing game against different network load conditions.

Case-1:
[(
tui + 1

µii−λi

)
< DQ,

(
tuj + 1

µjj−λj

)
< DQ

]
In this case, both the cloudlets are under-loaded and their Lagrangian function

can be written from Pu as follows:

Lui = Ω1
λi
µii

+ Ω2γjiϕji
λj
µii
− Ω2γijϕij

λi
µjj

+ αiϕij + βi(1− ϕij)

− ξi
(
tuj +

1

µii − (1− ϕij)λi − ϕjiλj
+ tji −DQ

)
, (5.36)

where αi, βi, ξi ≥ 0 are Lagrange multipliers corresponding to the respective con-

straints. Thus, the necessary first-order KKT conditions (FOC) ∀i, j 6= i ∈ C are

derived as follows:

∂Lui
∂ϕij

= −Ω2γij
λi
µjj

+ αi − βi + ξi

[
λi

(µii − (1− ϕij)λi − ϕjiλj)2

]
= 0. (5.37)

In addition to this, the complementary slackness conditions (CSC) ∀i, j 6= i ∈ C

are written as follows:

αiϕij = 0, (5.38)

βi(1− ϕij) = 0, (5.39)

ξi

(
tuj +

1

µii − (1− ϕij)λi − ϕjiλj
+ tji −DQ

)
= 0. (5.40)

154



Chapter 5

Note that both the cloudlets have sufficient computational resources to meet the

QoS latency target and hence, (tuj + 1
µii−(1−ϕij)λi−ϕjiλj + tji −DQ) < 0. Therefore,

from (5.40) we get ξ∗i = ξ∗j = 0. At first, we consider that 0 < ϕij < 1, 0 < ϕij < 1

and hence, αi = βi = αj = βj = 0 from (5.38)-(5.39). However, with these values of

Lagrange multipliers, we cannot solve the equations from (5.37) and find any values

for ϕij and ϕji. Thus, our initial considerations cannot lead to a valid NE solution.

Again, if we consider ϕij = ϕji = 1, then αi = αj = 0 and βi > 0, βj > 0

from (5.38)-(5.39). With these values, solve the equations from (5.37) and find that

βi = −Ω2γij
λi
µjj

, βj = −Ω2γji
λj
µii

. Clearly, both of these values are negative and

hence, ϕij = ϕji = 1 cannot be a valid NE solution.

Next, we consider ϕij = 1, ϕji = 0 such that αi = 0, βi > 0 and αj > 0, βj = 0

from (5.38)-(5.39). With these values, we solve the equations from (5.37) and find

that βi = −Ω2γij
λi
µjj

and αj = Ω2γji
λj
µii

. As βi is negative, hence ϕij = 1, ϕji = 0

cannot be a valid NE solution. Similarly, if we consider ϕij = 0, ϕji = 1, then we

obtain αi = Ω2γij
λi
µjj

, βi = 0, αj = 0, and βj = −Ω2γji
λj
µii

. This is also not a valid

NE solution as βj is a negative number.

Finally, we consider ϕij = ϕji = 0 such that αi > 0, βi = 0 and αj > 0, βj = 0

from (5.38)-(5.39). Solving the equations from (5.37) with these values, we find that

αi = Ω2γij
λi
µjj

and αj = Ω2γji
λj
µii

. Therefore, none of the Lagrange multipliers are

negative and the “unique NE solution” corresponding to this case is ϕ∗ij = ϕ∗ji = 0.

Intuitively, this implies that the cloudlets do not offload any job requests.

Case-2:
[(
tui + 1

µii−λi

)
≥ DQ,

(
tuj + 1

µjj−λj

)
≥ DQ

]
In this case, both the cloudlets are overloaded and hence, the corresponding

Lagrangian function from Po:

Loi = Ω1
λi
µii

+ Ω2γjiϕji
λj
µii
− Ω2γijϕij

λi
µjj

− Ω3

[
(1− ϕij)

λi
µii

(
tui +

1

µii − (1− ϕij)λi − ϕjiλj
−DQ

)
+ϕji

λj
µii

(
tuj +

1

µii − (1− ϕij)λi − ϕjiλj
+ tji −DQ

)]
+ αiϕij + βi(1− ϕij) + ξi

(
tui +

1

µii − (1− ϕij)λi − ϕjiλj
−DQ

)
. (5.41)
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Again, the necessary FOC and CSC ∀i, j 6= i ∈ C are derived as follows:

∂Loi
∂ϕij

= −Ω2γij
λi
µjj

+ Ω3
λi
µii

[
tui +

µii
(µii − (1− ϕij)λi − ϕjiλj)2

−DQ

]
+ αi − βi − ξi

[
λi

(µii − (1− ϕij)λi − ϕjiλj)2

]
= 0, (5.42)

αiϕij = 0, (5.43)

βi(1− ϕij) = 0, (5.44)

ξi

(
tui +

1

µii − (1− ϕij)λi − ϕjiλj
−DQ

)
= 0. (5.45)

As both the cloudlets are overloaded, therefore, in this case, (tui+
1

µii−(1−ϕij)λi−ϕjiλj−

DQ) > 0 and (5.45) yields ξ∗i = ξ∗j = 0. At first, we consider that 0 < ϕij < 1,

0 < ϕij < 1 and hence, αi = βi = αj = βj = 0 from (5.43)-(5.44). With these values

of Lagrange multipliers, we find a system of non-linear equation as follows:

−Ω2γij
λi
µjj

+ Ω3
λi
µii

[
tui +

µii
(µii − (1− ϕij)λi − ϕjiλj)2

−DQ

]
= 0, (5.46)

−Ω2γji
λj
µii

+ Ω3
λj
µjj

[
tuj +

µjj
(µjj − (1− ϕji)λj − ϕijλi)2

−DQ

]
= 0. (5.47)

However, this is an inconsistent system of equations that does not have any

solution and hence, we cannot find any valid NE solution. Again, if we consider

ϕij = ϕji = 1, then αi = αj = 0 and βi > 0, βj > 0 from (5.38)-(5.39). With these

values, solve the equations from (5.37) and find that,

βi = −Ω2γij
λi
µjj

+ Ω3
λi
µii

[
tui +

µii
(µii − λj)2

−DQ

]
, (5.48)

βj = −Ω2γji
λj
µii

+ Ω3
λj
µjj

[
tuj +

µjj
(µjj − λi)2

−DQ

]
. (5.49)

We observe that both of these values are negative based on the necessary game

design condition Ω2 ≥ Ω3

[
max{tui}+ 1

max{µii} + max{tij} −DQ

]
,∀i, j 6= i ∈ C

mentioned in Proposition 5.1. Therefore, ϕij = ϕji = 1 cannot be a valid NE

solution.
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Next, we consider ϕij = 1, ϕji = 0 such that αi = 0, βi > 0 and αj > 0, βj = 0

from (5.38)-(5.39). With these values, we solve the equations from (5.37) and find

that,

βi = −Ω2γij
λi
µjj

+ Ω3
λi
µii

[
tui +

µii
(µii − λj)2

−DQ

]
, (5.50)

αj = Ω2γji
λj
µii
− Ω3

λj
µjj

[
tuj +

µjj
(µjj − λi)2

−DQ

]
. (5.51)

Although αj is positive, but βi is negative and hence, ϕij = 1, ϕji = 0 cannot

be a valid NE solution. Similarly, if we consider ϕij = 0, ϕji = 1, then we obtain

the following:

αi = Ω2γij
λi
µjj
− Ω3

λi
µii

[
tui +

µii
(µii − λj)2

−DQ

]
, (5.52)

βj = −Ω2γji
λj
µii

+ Ω3
λj
µjj

[
tuj +

µjj
(µjj − λi)2

−DQ

]
. (5.53)

This implies that ϕij = 0, ϕji = 1 is also not a valid NE solution as βj is a

negative number. Finally, we consider ϕij = ϕji = 0 such that αi > 0, βi = 0 and

αj > 0, βj = 0 from (5.38)-(5.39). Solving the equations from (5.37) with these

values, we find the following:

αi = Ω2γij
λi
µjj
− Ω3

λi
µii

[
tui +

µii
(µii − λj)2

−DQ

]
, (5.54)

αj = Ω2γji
λj
µii
− Ω3

λj
µjj

[
tuj +

µjj
(µjj − λi)2

−DQ

]
. (5.55)

Clearly, both the Lagrange multipliers are positive and hence, the “unique NE

solution” corresponding to this case is ϕ∗ij = ϕ∗ji = 0, which implies that both the

cloudlets do not to offload any job requests to each other.

Case-3:
[(
tui + 1

µii−λi

)
≥ DQ,

(
tuj + 1

µjj−λj

)
< DQ

]
In this case, we consider that ith cloudlet is overloaded but jth cloudlet is under-

loaded. Thus, ith cloudlet needs to offload some job requests to jth cloudlet to meet

the QoS target latency DQ, as long as jth cloudlet does not exceed DQ. This implies

that 0 < ϕ∗ij < 1 and ϕ∗ji = 0. Moreover, we get (tui + 1
µii−(1−ϕij)λi−ϕjiλj −DQ) = 0,

ξ∗i > 0 and (tuj + 1
µii−(1−ϕij)λi−ϕjiλj + tji − DQ) ≤ 0, ξ∗j = 0. Considering the FOC
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(5.42) and CSC (5.43)-(5.45) for ith cloudlet and FOC (5.37) and CSC (5.38)-(5.40)

for jth cloudlet, we get the following unique NE solution:

ϕ∗ij = 1− 1

λi

[
µii −

1

DQ − tui

]
≤ 1

λi

[
µjj − λj −

1

DQ − tui − tij

]
. (5.56)

Along with this, we get the Lagrange multiplier values α∗i = 0, β∗i = 0, α∗j = 0,

and β∗j = 0. It is interesting to note from (5.56) that for the overloaded ith cloudlet,

the computation offloading decision is not entirely controlled by itself. As long as the

under-loaded jth cloudlet can process the entire extra load from ith cloudlet, ϕ∗ij =

1 − 1
λi

[
µii − 1

DQ−tui

]
is acceptable. However, when jth cloudlet cannot process the

entire extra load, then the offload fraction is not allowed to exceed the upper-bound,

and hence, ϕ∗ij = 1
λi

[
µjj − λj − 1

DQ−tui−tij

]
. Therefore, from the above analysis we

showed that we can compute a unique NE for our proposed load balancing game

among competing cloudlets.
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Edge-Artificial Intelligence for

Human-to-Machine Applications

over Fibre-Wireless Access

Networks

“We’ve all heard that we have to learn from our mistakes, but I

think it’s more important to learn from successes. If you learn

only from your mistakes, you are inclined to learn only errors.”

Norman Vincent Peale

6.1 Introduction

The Tactile Internet (TI) envisions a telecommunication network that supports and

empowers human users to immersively control and manipulate both real and virtual

remote things or machines [88]. Within the next few decades, the Internet-of-Things

(IoT) will play an essential role in our daily lives as well as in industrial manufac-

turing (Industry 4.0). In this technical evolution process of IoT, enabling the in-

teraction among machines and humans over the Internet appears as a fundamental

requirement. Recently, the IEEE P1918.1 standards working group is created for
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Figure 6.1: A schematic diagram of bidirectional haptic communication sys-
tem with a human operator at the master teleoperation interface and a
teleoperator robot at the slave teleoperation interface.

standardisation of TI and some primary use cases considered are teleoperation, im-

mersive virtual/augmented reality, and industrial automotive control. The authors

of [15] indicated that there is an overlap in the concepts and technologies related to

IoT, 5G and TI, such as ultra-low-latency (1-10 ms) and high-reliability (99.999%)

communication channels, high-bandwidth, and secure network infrastructure with

integrated edge-computing intelligence. Most of these applications involve remote

immersion that is achieved through bilateral exchange of multi-modal information,

e.g., a combination of audio, video, and haptic information over the Internet with

reaction latencies of 100 ms, 10 ms, and 1 ms, respectively [88].

The latency requirements of haptic communications are dependent on the inten-

sity of control dynamics involved in the application scenario. For applications with

“low dynamics” like remote surgery and “intermediate dynamics” like a collabora-

tion of users in virtual or real environments, it is possible to involve human users

in a closed global control loop between the human users and the teleoperators, thus

leading to human-to-machine (H2M) applications [185]. A typical H2M communi-

cation system consists of a “master” and a “slave” subsystem that interact over a

network, as shown in Fig. 6.1. A human operator at the master subsystem end gen-

erates and transmits control signals i.e., position and velocity data through motion

sensors, over a communication channel. In return, the slave subsystem receives that

data and response back with force reflection/feedback of the remote environment,

in the form of kinesthetic or vibrotactile force feedback data [186].

Note that the ultra-low latency communication between local master-slave pairs

residing within the same wireless coverage area can be easily supported by advanced

wireless technology such as 5G, WiFi, or Bluetooth. Nonetheless, data between
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remote master-slave pairs need to traverse through the optical front/back-haul seg-

ments [187]. Thus, it becomes challenging to meet the stringent latency requirements

of H2M applications without being limited by the master-slave distance. This chal-

lenge can be overcome by preempting the haptic feedback from slave devices [128]

and transmit this feedback from an intermediate artificial intelligence (AI)-enhanced

H2M server. The AI-enhanced H2M server forecasts the haptic samples much before

the control signals reach to the slave device, which reduces the end-to-end closed-loop

latency to a great extent. Therefore, With this approach, the master receives the

haptic feedback samples much quicker than the round-trip time of the master-slave

pair and thus, remote H2M communications that meet stringent latency require-

ments can be deployed without being limited by the master-slave distance.

Recently, the authors of [133] proposed an edge sample forecast module that

relies on historical data to forecast haptic feedback to the master. However, with

this model, user experience can be significantly impacted by dynamic H2M appli-

cations where a certain diversity is present among various haptic feedback samples.

Thus, in this paper, we propose an Event-based HAptic feedback SAmple Forecast

(EHASAF) module that exploits a two-stage AI model consisting of an artificial neu-

ral network (ANN) unit followed by a reinforcement learning (RL) unit to forecast

haptic feedback to the master. The ANN-based supervised learning unit decides

when the master controller should start receiving haptic feedback samples and the

RL unit ensures that the proper values of the haptic feedback samples are delivered.

Thus, the master controller device receives proper haptic feedback samples within

the expected quality of experience (QoE) time (DQ). Moreover, the transmission of

redundant haptic feedback samples is also reduced to a great extent.

The rest of this chapter is organised as follows. Section 6.2 provides a background

review on supervised machine learning and artificial neural network. In Section 6.3,

we discuss our considered network architecture to facilitate remote H2M applica-

tions. In Section 6.4, the details of our experimental setup, the ANN-based binary

classifier unit and the RL unit are presented. In Section 6.5, the performance of the

proposed EHASAF module is evaluated. Finally, in Section 6.6, our primary obser-

vations and achievements by using the proposed EHASAF module are summarised.
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6.2 Background on Classification by Supervised

Machine Learning Methods

Classification is a supervised learning method in machine learning and statistics, in

which a set of given data is used as input for training or learning and new obser-

vations are classified with this learning. The objective of a classifier is to learn a

mapping from a set of given inputs x to outputs y, where y ∈ {1, 2, . . . , C}, with

C being the number of classes [188]. The input space is thus divided into decision

regions, the frontiers of which are referred to as decision boundaries or decision sur-

faces. If C = 2, then we call it “binary classification” (in this case, we can consider

y ∈ {0, 1}) and if C > 2, then we call it “multi-class classification”. Some common

examples of classification problems are e-mail spam filtering, speech recognition,

handwriting recognition, biometric identification, document classification, to name

a few. Next, we briefly discuss a few commonly used classification methods.

Naive Bayes Classifier

This is a classification method based on Bayes’s theorem, which assumes that pre-

dictors have independence. In a nutshell, the existence of a specific feature in a

class is considered to be unrelated to any other feature. Also if these features are

mutually related or contingent on other features, all of these properties contribute to

the likelihood independently. The model of Naive Bayes is simple to construct and

particularly useful for large sets of data. Naive Bayes is known for its efficiency along

with the simplicity, which sometimes outperforms highly sophisticated classification

methods.

Nearest Neighbor

The k-nearest-neighbors algorithm is a non-parametric supervised classification al-

gorithm. A set of labelled points are given as inputs to the classifier, which uses

them to learn how to label other points. For any new point, the classifier checks

other points that are labelled nearest to this new point (the nearest neighbours)
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and is classified by assigning the most frequent label among the k training samples

nearest to this point.

Logistic Regression

It is a statistical approach in which one or more independent variables are used

to evaluate a data set to derive a conclusion. The outcome is calculated by a di-

chotomous variable (with only two possible outcomes). Logistic regression aims to

determine the most suitable model for describing the relation between the dichoto-

mous interest feature and a set of independent (predictor or explanatory) variables.

This is better than other classifications such as the nearest neighbour, as the factors

which lead to classification are also quantitatively clarified.

Decision Tree

Decision tree builds a tree structure in the context of classification or regression

models. This splits the data set into smaller and smaller subsets while simultaneously

creating a related decision tree. The final result is a tree with leaf nodes and decision

nodes. There are two or more branches of a decision node and a leaf node is a division

or decision. The highest decision node in a tree or the best predictor is known as

the root node. All categorical and numerical data can be treated by decision trees.

Artificial Neural Networks

A neural network is made up of layered units (neurons) that transform an input

vector into a specific output, as shown in Fig. 6.2. Every unit receives an input,

applied a function to it (sometimes not linear) and transferred the output to the next

layer. Networks are commonly described as feed-forward (a unit feeds its output to

all units on the next layer), but input on the previous level is not available. Signals

from one unit to another are weighted, and these weightings are adjusted during the

training stage to adjust the neural network to the specific problem [189].

In this case, the problem of learning is formulated as a f loss index minimisation.

In general, the loss index consists of an error and regularisation terms. The error
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Figure 6.2: A schematic diagram of artificial neural networks.

term determines how the data set relates to the neural network. By controlling

the effective complexity of the neural network, the regularisation concept is used

to avoid over-fitting. The loss function depends on the adaptive parameters of the

neural network (biases and synaptic weights). We can combine all these variables

into a single n-dimensional weight vector of w and the loss function f is minimum

at w∗. We can compute the first and second-order derivatives of the loss function

at any arbitrary point in the search space. The first-order derivatives are grouped

into the gradient vector which can be written as,

∇if(w) =
∂f

∂wi

,∀i = 1, . . . , n.

Similarly, the second-order derivatives of the loss function can be grouped together

in the Hessian matrix,

Hi,jf(w) =
∂2f

∂wi∂wj
,∀i, j = 1, . . . , n.

In general, the loss function is a nonlinear function of the parameters. As a result,
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closed training algorithms for the minima can not be found. Instead, we consider

a search through the space parameter consisting of a succession of steps. At each

step, the loss will decrease by adjusting the parameters of the neural network. In this

way, to train a neural network, we start with a vector parameter (often randomly

chosen). Then we generate a sequence of parameters so that each iteration of the

algorithm reduces the loss function. The training algorithm will stop when a required

condition, or criteria for stopping, is met. Some commonly used algorithms to train

neural networks are gradient descent, Newton method, conjugate gradient algorithm,

Quasi-Newton method, and Levenberg-Marquardt algorithm, to name a few [189].

6.3 Human-to-Machine Network Architecture

Fig. 6.3 illustrates an example of network architecture where different combinations

of local and remote H2M master-slave pairs are connected over FiWi access networks.

The wireless access points (WAP) are integrated with optical network units (ONUs)

of a time division multiplexed (TDM) or wavelength division multiplexed (WDM)

passive optical network (PON) as fibre backhaul network. The ONUs in a typical

PON is situated at a distance of 10-20 km from the central office (CO) and the

distance is nearly 100 km for long-reach PON. For local H2M teleoperation (shown

by the purple circle), the intermediate distance between master and slave devices is

very short, usually, a few metres and hence, wireless technologies like 5G new radio,

WiFi, or Bluetooth can support them. However, when we consider remote H2M

teleoperation scenarios like intra-PON master-slave devices (shown by the green

circle) and inter-PON master-slave devices (shown by the pink circle), then relying

on optical front/back-haul segments becomes essential [190].

It is important to note that the end-to-end propagation latency still presents

a bottleneck for remote H2M teleoperation scenarios as light cannot travel faster

than 2 × 108 m/s within an optical fibre. If each of the master and slave devices

is connected to an ONU of a 100 km long-reach PON, then only the end-to-end

propagation latency becomes 1 ms. Nonetheless, such remote H2M teleoperations

can be made feasible with various AI-enhanced edge-computing servers to predict

bandwidth demands or forecast haptic samples, indicated as “H2M server” in Fig.
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Figure 6.3: Local and remote teleoperation master-slave pairs using H2M
servers over TDM or WDM-PON based FiWi networks.

6.3. These H2M servers can be installed at the network edge to support a group

of ONUs, or at the remote node or CO, depending on given cost, bandwidth, and

latency constraints.

6.4 System Model

In this section, we briefly describe our virtual reality (VR) based H2M experimen-

tal setup and the statistical characteristics of control and haptic feedback signals.

Then we discuss the EHASAF module consisting of a supervised learning algorithm

implemented by an ANN unit to predict if haptic feedback samples required to be

forecasted, followed by an RL algorithm to forecast proper haptic feedback samples

to the master device.

6.4.1 Experimental Setup and Network Statistics

In any H2M experimental setup, the hardware design parameters like sampling fre-

quency, the number and type of sensors and actuators determine the volume of input
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Figure 6.4: The hardware and software components of master, network in-
terface, and slave domains for virtual reality based experimental setup.

and output data [191]. The slave haptic subsystem can either be a physical device

interacting with a remote physical environment or a virtual pointer like a virtual

hand, operating in a virtual environment. A key difference between physical and vir-

tual environments is that the laws governing a physical environment are continuous,

while a virtual one is discrete. Although it is not possible to reproduce a physi-

cal environment completely, simulated worlds have the only advantage of allowing

connectivity with multiple users to communicate with each other in a hassle-free

virtual space over a local network or the Internet in some situations. To study the

characteristics of the control signals from a master device and the corresponding

haptic signals from a slave device, we created a VR based H2M experimental setup.

Various hardware and software components of this experimental setup are shown in

Fig. 6.4. The master domain consists of VR gloves and VR google. Various wireless

dongles like VR dongles, control signals dongle, haptic feedback dongle, and infrared

base stations are the primary elements of the network domain. The slave domain is

a desktop computer where the VR teleoperation application is executed.

In Fig. 6.5a, we show an instance of performing the VR based teleoperation

experiment. Each of the VR gloves in the master domain has two orientation sen-

sors on the thumb and wrist with 9 degrees-of-freedom, and five flexible sensors

on five fingers for tracking movements and applied forces [192]. The sensor sam-

pling rate is 200 Hz and the control signals are transmitted over a wireless interface

to the computer where a VR application for touching a virtual ball (the slave de-

vice) is run. The wireless interface is a customised Bluetooth interface that can

support a maximum master-slave distance of 30 metres [192]. Quaternion and Eu-

ler’s angles are used to record the thumb, wrist, and finger joints orientation data

[193]. Moreover, two flex sensors per finger record the normalised tension on each
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(a) Various components of VR based H2M teleoperation experimental setup.

(b) Haptic feedback samples for different types of material.

Figure 6.5: Different components of VR based H2M experimental setup and
haptic feedback samples corresponding to different types of material.

finger. Hence, each instance of control signal from either hand contains a total of

(4× 2) + (5× 5× 3) + (5× 2) = 93 elements. When any finger touches the virtual

ball and depending on the type of material of the ball, e.g., metal, foam, wood, or

plastic, the VR application sends different haptic feedback samples to the haptic

actuators of the corresponding finger. The haptic feedback samples, with amplitude

values that lie within 0 to 255, as shown in Fig. 6.5b, are transmitted to the master
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(a) Control signals for grab a ball, a cube, and a circular cube, respectively.

(b) Haptic feedback for grab a ball, a cube, and a circular cube, respectively.

Figure 6.6: Distribution fitting corresponding to empirical histograms of
timestamps of control signals and haptic feedback from different tests.

device within 100 ms. The signal latency of the haptic feedback is 10 ms and the

maximum force felt is 0.9 gram-force [192].

To characterise the traffic pattern of control signals and haptic feedback of VR

based H2M teleoperation, we perform three different test scenarios in our experi-

mental setup, e.g., grabbing a virtual ball, grabbing a virtual cube, and grabbing

a virtual circular cube (cube with circular facets). The histograms obtained from

the timestamps of control signals for all three test scenarios are shown in Fig. 6.6a.

Similarly, the histograms obtained from the timestamps of haptic feedback for all

three test scenarios are shown in Fig. 6.6b. Note that we scaled these histograms
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from a mean of 10 ms to 1 ms for compatibility with standard H2M teleoperation

QoE requirements. We observe that all these distributions well fit a generalised

Pareto distribution [194]. Recall that the probability density function fX(·) of a

generalized Pareto distribution X with shape parameter k 6= 0, scale parameter σ,

and threshold parameter θ is given by:

fX(x|k, σ, θ) =

(
1

σ

)(
1 + k

(x− θ)
σ

)−1− 1
k

, (6.1)

for θ < x, if k > 0, or for θ < x < (θ − σ
k
) if k < 0. For k = 0, the density becomes

an exponential distribution as follows:

fX(x|0, σ, θ) =

(
1

σ

)
exp

(
−(x− θ)

σ

)
, (6.2)

for θ < x. The optimal distribution parameter values in terms of goodness-of-fit,

empirical and fitted means and variances are summarized in Table 6.1. We also

ensure through Chi-square goodness-of-fit (GoF) test that the distribution fittings

are accurate with a 5% significance level.

6.4.2 AI-based Haptic Feedback Sample Forecast Module

We consider the case in which H2M server is situated between the master and slave

devices and hence, the network is divided into two logical segments, i.e., master-

H2M server (MH) and H2M server-slave (HS), as shown in Fig. 6.7. We denote the

latency between master and H2M server as tMH and the latency between the H2M

server and slave as tHS. Hence, the total end-to-end latency between control signal

generation at the master device and reception of the corresponding haptic signal is

DMS = 2× (tMH + tHS). However, if DMS > DQ, then the user experience degrades.

To overcome this issue, we install the proposed EHASAF module in the H2M server

that acts as a proxy of the slave device.

(a) EHASAF - ANN unit: The first stage of the EHASAF module is an

ANN unit corresponding to each of the thumb, index, middle, ring, and baby fingers

of both hands (as shown in Fig. 6.8) and detects each fingers actions, i.e., whether

it is going to touch the virtual object or not. A typical ANN can be viewed as
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Figure 6.7: Logical links between master, H2M server, and slave devices.

a universal approximator, which can approximate any linear/non-linear function to

any arbitrary degree of accuracy [195]. Therefore, an ANN can be used for func-

tion approximation, regression analysis, and data classification. Usually, there are

multiple hidden layers in an ANN, consisting of a network of artificial neurons to

represent a linear combination of certain parameterized nonlinear functions. During

the training phase, the weights of the interconnections among the neurons are deter-

mined based on the trained data. Once the network is fully trained, the ANN can be

used for producing a suitable output based on any input data. From our VR based

H2M experiments, the wrist and thumb coordinates and the rotation and tension of

each finger are considered as inputs to the ANN. The ANN corresponding to each

finger uses supervised learning algorithms to act as a binary classifier. These ANNs

try to minimize the mean-squared error (MSE) in the classification [196] and the

outputs of each ANN are “touch” or “no-touch.” Thus, the training data for each

ANN corresponding to each finger can be considered a vector of (5 × 3) + 2 = 17

elements and we denote it by x. The output of the classifier is denoted by a variable

y ∈ {touch, no-touch} and w denotes the weight parameter vector. Therefore, for

a set of input vectors {xn}, where n = 1, . . . , N and a corresponding set of labels

{tn}, we minimize the MSE function as follows:

E(w) =
1

2

N∑
n=1

{y(xn,w)− tn}2 . (6.3)

As our multi-layer ANN uses forward-propagation and backward-propagation
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methods to implement this binary classifier, the time-complexity is given byO(n0n1+

n1n2 + · · ·+ nini+1 + . . . ), where ni is the number of neurons in the ith layer [197].

This complexity can be further improved by some specialized training algorithms

like the Levenberg-Marquardt algorithm, which does not compute the exact Hessian

matrix but, computes the gradient vector and the Jacobian matrix [198]. With a

cost function like MSE, that has the form of a sum of squares, the Hessian matrix

can be approximated as H = JTJ and the gradient can be computed as g = JT e,

where J is the Jacobian matrix that contains first derivatives of the network errors

with respect to the weights and biases, and e is a vector of network errors. With this

approximation of the Hessian matrix, the Levenberg-Marquardt algorithm reduces

to the following Newton-like update rule:

x(k+1) = x(k) − [JTJ + µI]−1JT e. (6.4)

When the scalar µ is equal to zero, then (6.4) is the same as Newtons method but,

when µ > 0, then (6.4) reduces to a gradient descent algorithm with a small step size.

As Newtons method is very fast and highly accurate near an error minimum, we aim

to shift towards Newtons method as soon as possible. To achieve this, we decrease µ

after each successful step and increase after a step if there is an increase in the MSE

cost function. In this way, the MSE cost function is always reduced at each iteration

of the algorithm. Note that, this complexity is applicable only for the training or

calibration phase and does not affect the run-time complexity of the system. If it is

a no-touch event, then no immediate haptic feedback is required to be transmitted

to the master. However, when any finger touches the object, the EHASAF module

starts to generate haptic samples every (DQ − tMH) interval. Therefore, the master

device receives a haptic feedback sample after every DQ interval, satisfying both

user experience and network latency constraints.

(b) EHASAF - RL unit: If there are different types of material involved, it is

important to correctly forecast the corresponding haptic feedback samples. Hence,

we implement an RL unit that uses a customized linear reward-inaction algorithm

for this purpose [199]. When a finger touch is detected by the ANN at ith time-

slot, the RL units randomly chooses a material (m
(i)
k ), where k ∈ {1, . . . , K}, and
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Figure 6.8: AI-based EHASAF module with cascaded ANN and RL units.

forecasts the first haptic feedback sample. To forecast the haptic feedback sample

correctly, initially, the RL unit uses its prior knowledge of haptic feedback profiles

of all the materials. After every (tMH + 2 × tHS) interval, the H2M server receives

the actual haptic feedback sample from the slave device and computes the reward

(r(i)), which is then normalized error in haptic sample forecasting. With this reward

value, the RL unit updates its probability distribution for choosing a haptic material

in the (i + 1)th timeslot. When (2×DQ − tMH) ≥ (tMH + 2× tHS), then the H2M

server receives the haptic feedback sample before generating the next haptic sample

and the RL unit works at its best; otherwise, the RL unit takes more time to

detect the actual material and the user experience consequently degrades. As we

are forecasting haptic feedback samples, hence we are gaining an additional time

buffer of DQ interval. A summary of the working principle of the RL unit, if a touch

event is detected by ANN at the ith time-slot, is given in the following:

(i) The RL unit randomly chooses a material (m
(i)
k ) from all possible K materials.
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Figure 6.9: (a) Actual haptic feedback samples and (b) RL unit forecasted
haptic feedback samples.

(ii) We denote the haptic feedback sample chosen by the RN unit at ith time-

slot by h
(i)
HM and the actual haptic sample generated at the slave device by

h
(i)
SM . Thus, we define the value of the reward received at the H2M server as

r(i) = |h(i)
SM − h

(i)
HM |/255, such that 0 ≤ r(i) ≤ 1.

(iii) The probability distribution of the RL unit for choosing a material in (i+ 1)th

timeslot is updated according to the following update rule:

p(i+1)
m = p(i)

m + αr(i)(e
(i)
k − p

(i)
m ), (6.5)

where 0 ≤ α ≤ 1 is the learning rate parameter and e
(i)
k is an indicator vector

with unity at the kth index.

Note that (6.5) is a linear reward-inaction automaton and this algorithm shows

very strong convergence properties in practice. As it is an RL-based algorithm, it

relies on commonly used exploration and exploitation mechanisms [199]. A smaller

value of α indicates more weight on exploration whereas a larger value of α indicates

more weight on exploitation. As an example case, we consider the four haptic

feedback profiles shown in Fig. 6.5b that has nearly 75% degree of similarity based

on the mutual correlation among themselves. Fig. 6.9a shows the actual haptic

feedback samples generated by the slave devices. If we choose α = 1, i.e., aggressive
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Figure 6.10: Logical links between master, H2M server, and slave devices for
the bi-directional haptic control and feedback samples forecasting scheme.

exploitation and less exploration, then an instance of the RL unit forecasted haptic

feedback samples are shown in Fig. 6.9b. In this case, the forecasted samples are

92.59% accurate to the actual haptic feedback samples.

6.4.3 Bi-directional Haptic Control and Feedback Samples

Forecasting

To further reduce the end-to-end closed-loop latency between the master and slave

devices, we extend the idea of our EHASAF module to a bi-directional haptic control

and feedback samples forecasting module. Fig. 6.10 shows a logical interconnection

between master, H2M server, and slave devices, where the H2M server acts as a

proxy of the master for the slave device as well as a proxy of the slave for the master

device. The master device sends the control signals to H2M server only, instead of all

the way long to the slave device. When the first-stage ANN of the EHASAF module

detects a touch, it uses the second-stage RL unit to forecast the haptic feedback

samples to the master device as earlier. In addition, it also starts to forecast control

signal samples to the slave device. Clearly, with this scheme, the H2M server receives

the haptic feedback samples much earlier, i.e., at an interval of 2× tHS. Hence, H2M

teleoperation applications can be deployed over a much longer distance because as

long as (2×DQ− tMH) ≥ 2× tHS, each haptic feedback sample is properly received

from the slave device by the H2M server before generating the next haptic feedback

sample and the best performance is obtained from the RL unit.
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6.5 Performance Evaluation

In this section, we evaluate the performance of our proposed EHASAF module.

From our experimental setup, we collected several instances of both control signal

and haptic feedback data of all the experiments i.e., grabbing a virtual ball, a vir-

tual cube, and a circular cube of different materials with both hands. The training

data for each ANN corresponding to each finger contains (5 × 3) + 2 = 17 vectors.

We implemented an ANN in MATLAB that contains 2 hidden layers with 10 and 5

nodes, respectively, and used the Levenberg-Marquardt training method for training

because of its faster convergence rate as compared to conventional gradient descent

algorithms [198]. In Fig. 6.11, we show the space and time consumed by various

standard training algorithms while training the proposed ANN with our experimen-

tal dataset. The computer contains a 64 bit Intel core i7-6600U CPU with 2.60

GHz clock frequency and 16 GB RAM. We considered Levenberg-Marquardt, BFGS

quasi-Newton, resilient backpropagation, scaled conjugate gradient, conjugate gra-

dient with Powell/Beale restarts, one step secant, variable learning rate gradient

descent algorithms.

Next, Fig. 6.12 shows the accuracy of the binary classification performed by

the ANN with the control data from 800 instances of “grabbing a virtual ball” test
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Figure 6.11: Space and time consumed while training our ANN with various
training algorithms.
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Figure 6.12: Accuracy of binary classification implemented by ANN.

scenario. The mean square error decreases gradually with the number of epochs.

We used 70% of the data for training, 15% data for validation, and 15% for testing

to achieve a prediction accuracy of ∼ 99%. A similar degree of accuracy was also

observed in the other test scenarios.

When the ANN detects a finger touching the virtual ball, the EHASAF module

starts to generate and forecast haptic feedback samples. With only one material in-

volved in the testing, the feedback is 100% correct, but if there are multiple materials

to choose, then the accuracy of the forecasted haptic feedback samples decreases. In
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Figure 6.13: RL forecasted haptic feedback accuracy vs. parameter α.
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Figure 6.14: RL forecasted haptic feedback accuracy vs. frame delay.

Fig. 6.13, we consider that the learning rate parameter (α) varies from 0.1 to 1.0

and four sets of data that have an average degree of similarity in terms of average

mutual correlation coefficient 0.25, 0.50, 0.75, and 0.90, respectively. The total du-

ration of each haptic feedback burst is 100 ms and consequent samples are forecast

after every 1 ms interval. We observe that the average haptic feedback sample fore-

casting accuracy increases as the degree of similarity increases. It is also interesting

to observe that, when the degree of similarity is lower, more exploration provides

relatively better accuracy, whereas when the degree of similarity is higher, then a

better accuracy is achieved through more exploitation.

In order to extract the best performance from the RL unit, at every iteration,

each actual haptic feedback sample from the slave device must reach the H2M server

before the generation of the next haptic feedback sample. If we can ensure that

(DQ − tHM) ≥ (tMH + 2 × tHS), then the H2M server receives the haptic feedback

samples before generating the next haptic sample and the RL unit works at its best;

otherwise, the RL unit takes more time to detect the actual material and the user

experience consequently degrades. Thus, in Fig. 6.14 we observe the impact of delay

in receiving haptic feedback samples from the slave device to H2M server, where

each number of delayed frames implies 1 ms delay. Nonetheless, we observe that the

accuracy of the RL unit does not degrade very drastically, rather gradually. This

implies that the EHASAF module is quite robust in terms of handling delay in packet
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Figure 6.15: End-to-end network latency over fibre backhaul vs. overall
traffic intensity of a 20 km 1G-EPON with 16 ONUs.

arrivals. Even when the network is overloaded and the master-slave packet delay is

significant, the EHASAF module still ensures that the master receives reasonably

accurate haptic feedback samples within every DQ interval.

To investigate the end-to-end latency between master and slave devices over a

TDM-PON based fibre backhaul, we consider a 20 km 1G-EPON with 16 ONUs. We

consider that a master device is directly connected to an ONU and a slave device

is connected to another ONU. The remaining 14 ONUs are transmitting Poisson

distributed background traffic. We use optimal distribution fitting parameter values

from Section 6.4 to characterise the control signal and haptic feedback traffics. The

master device transmits only control signals with a packet size of 100 B and a

bandwidth of 16 Mbps is required for both the gloves. On the other hand, the

slave device transmits 360◦ video and audio data along with haptic feedback [200].

The video data has a packet size of 1.5 kB and requires a bandwidth of 30 Mbps

(average) to 60 Mbps (maximum). The audio data has a packet size of 100 B and

requires a bandwidth of 512 Kbps. The haptic feedback data has a packet size of 80

B and requires a bandwidth of 1.28 Mbps. With this configuration, the intermediate

distance between the master and slave devices is 20 + 20 = 40 km and the end-to-

end propagation latency is 0.2 ms. We consider that the H2M server is situated

at the CO and hence, its distance from both the master and slave is 20 km with

a propagation latency of 0.1 ms. For computing the average uplink and downlink

network latency of the fibre backhaul, we refer to the analytical expressions derived
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Figure 6.16: Comparison of closed-loop master-slave network latency vs.
master-slave-H2M server latencies over fibre backhaul.

in [201] and whereby the authors previously verified the accuracy of these expressions

through network simulations.

In Fig. 6.15, we show the average uplink and downlink latencies of all the ONUs.

We also show the one-way latencies of the master-slave and slave-master paths in

this figure. The results indicate that when the overall network traffic intensity,

i.e., background plus H2M traffic intensity is more than 80%, then the slave to

master latency exceeds 1 ms. Furthermore, in Fig. 6.16 we compare the closed-loop

master-slave latency with the latency of master to slave and slave to H2M server.

We observe that the closed-loop master-slave latency exceeds 1 ms when the overall

network traffic intensity is higher than 65%. In this case, remote H2M teleoperation

can not be implemented because the haptic feedback samples from the slave device

will reach later than 1 ms to the master device. However, the latency between the

H2M server and the master device remains below 0.5 ms even with 90% overall

network traffic intensity. Therefore, our results indicate that we can still implement

remote H2M teleoperation by using our proposed EHASAF module in the H2M

server at the CO.

6.6 Conclusions

In this chapter, we have fitted generalised Pareto distribution with optimal pa-

rameter values to the histograms obtained from the timestamps of control signals
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and haptic feedback from three different VR based H2M teleoperation test scenar-

ios. To deploy remote H2M teleoperation, we have proposed the idea of installing

AI-enhanced H2M server between master and slave devices that supports the pre-

emption of haptic feedback from control signals. Moreover, we have proposed a

two-stage AI-based EHASAF module to forecast haptic feedback samples from the

H2M server to the master device. The first stage of the EHASAF module is a super-

vised learning unit that implements a binary classifier by using an ANN to detect

if haptic sample forecasting is necessary with ∼ 99% accuracy. The second stage

of the EHASAF module is a reinforcement learning unit that ensures ∼ 90% accu-

racy in the forecasted haptic feedback samples with four different types of material

and average mutual correlation coefficient of 0.9. We have also ensured that the

EHASAF module is robust in terms of delayed packet arrivals. Finally, by using

analytical expressions for fibre backhaul latency, we have shown the feasibility of de-

ploying remote H2M teleoperation over a 20 km 1G-EPON with 16 ONUs by using

our proposed EHASAF module in an intermediate H2M server, even under heavy

traffic intensity.
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Conclusions and Future Directions

“Reasoning draws a conclusion, but does not make the conclusion

certain, unless the mind discovers it by the path of experience.”

Roger Bacon

7.1 Introduction

The key factor behind the successful implementation of the three emerging dimen-

sions of modern-day Internet viz., nomadicity, embeddedness, and ubiquity is the

deployment of distributed intelligence across the global infrastructure [202]. The

very foundation of this is mobile cloud computing technology that facilitated the

usage of communication and computation-intensive applications in mobile devices

by compensating their limitations in the battery, memory, and computational re-

sources. Companies like Amazon, Microsoft, Google, IBM, Unisys, to name a few,

started to offer cloud services as a utility like water, electricity, and gas, which inau-

gurated an entirely new business model. It is with the proliferation of low-latency

applications such as augmented reality, online gaming, and tactile internet requiring

an end-to-end latency constraint of 1-100 ms that the evolution of edge-computing

solution like cloudlets was expedited [14]. The research interests of this thesis lie

in the analysis and modelling of latency-sensitive networking protocols and systems

with sub-millisecond latency requirements while using optimisation theory, game

theory, and artificial intelligence like machine learning and reinforcement learning.
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7.2 Summary of Contributions

In Chapter 1, we discussed the genesis of “cloudlet computing” technology from

its precursor mobile cloud computing technology and its relevance for low-latency

applications. We also summarised our research objectives and novel contributions

and provided a brief outline of the thesis in this chapter. In Chapter 2, firstly

we reviewed some of the state-of-the-art optical, wireless, and fibre-wireless access

network technology standards. We thoroughly explored the networking features of

TDM-PON, WDM-PON, LTE-A, WiFi, mmWave, 5G NR, R&F, RoF, and C-RAN

standards. Secondly, we discussed the importance of cloudlets for the deployment of

low-latency TI applications. Next, we identified some of the primary research prob-

lems in cloudlet computing networks e.g., cloudlet placement over existing access

network infrastructures, job request assignment from mobile devices to cloudlets,

and load balancing among neighbouring cloudlets. In this regard, we also discussed

some of the recently published research works to address these problems. Further-

more, we discussed the characteristics and networking challenges of recently evolved

ultra-reliable and low-latency immersive TI applications.

In Chapter 3, we proposed a FiWi over TDM-PON based hybrid cloudlet place-

ment framework, where cloudlets can be optimally placed in the field, RN or CO

locations. In this framework, an MINLP model was developed to evaluate the op-

timal cost of cloudlet placement. We showed that the installation of more RN and

CO cloudlets provides improved cost-optimal solution than the installation of field

cloudlets alone. We showed that the field cloudlet framework can be derived as a

subset of the hybrid cloudlet placement framework. In general, the results help us

to understand that “cost-optimal cloudlet placement locations” and “computational

resources per cloudlet” are scenario dependent, i.e., user density, network architec-

ture, TDM-PON split-ratio and QoS requirements primarily dictate the optimal

cloudlet placement. We also showed that the percentage of the incremental energy

budget of the access networks due to active cloudlet installation is reasonably small.

In Chapter 4, we proposed a novel method to find lower bound of integer pro-

gramming based cost optimisation frameworks for TDM-PON based hybrid cloudlet

placement architecture, where cloudlets are allowed to be optimally placed in the
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field, at RN or CO locations. This technique very easily resolves the scalability

issues in our previously designed MINLP based frameworks. To solve the cloudlet

placement problem, we used KKT conditions and numerical techniques for system

of nonlinear equations, and no other heuristic algorithms. We also performed a

parametric analysis and observed the dependency of cloudlet deployment cost on

network parameters e.g., user density, network architecture, TDM-PON split-ratio

and QoS requirements. At the network planning stage, this method to find a lower

bound of integer programming based cost optimisation frameworks appears to be a

very much user-friendly tool to the cloudlet service providers for developing funda-

mental insights on the cloudlet deployment and making a first-hand estimate for the

total cost.

In Chapter 5, we proposed a novel economic and non-cooperative game-theoretic

model for low-latency applications among multiple competitive cloudlets from same

as well as different service providers. We designed a very efficient method to solve the

game and proposed a very fast-converging gradient projection algorithm to compute

the pure-strategy NE computation offload strategy among multiple cloudlets. More-

over, we propose a centralised incentive mechanism that computes the unique NE

load balancing strategies of the cloudlets under the supervision of a neutral media-

tor. Followed by we designed a distributed continuous-action reinforcement learning

automata-based algorithm to facilitate the competing cloudlets to learn their NE

job request offload strategies independently, without exchanging any control infor-

mation with neighbouring cloudlets. Through extensive simulation, we showed the

dependency of NE learning accuracy of our proposed algorithm on learning rate and

spreading rate parameters, i.e., exploration and exploitation and derived various

seminal insights on the performance and adaptability of our proposed reinforcement

algorithm for non-cooperative load balancing against dynamic job request arrival

process in both overloaded and under-loaded network conditions.

In Chapter 6, we fitted generalised Pareto distribution with optimal parameter

values to the histograms obtained from the timestamps of control signals and haptic

feedback from three different VR based H2M teleoperation test scenarios. To de-

ploy remote H2M teleoperation, we proposed the idea of installing AI-enhanced H2M
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server between master and slave devices that supports the preemption of haptic feed-

back from control signals. Moreover, we proposed a two-stage AI-based EHASAF

module to forecast haptic feedback samples from the H2M server to the master

device. We also ensured that the EHASAF module is robust in terms of delayed

packet arrivals. Finally, by using analytical expressions for fibre backhaul latency,

we showed the feasibility of deploying remote H2M teleoperation over a 20 km 1G-

EPON with 16 ONUs by using our proposed EHASAF module in an intermediate

H2M server, even under heavy traffic intensity.

7.3 Future Research Directions

In this section, we discuss some of the potential future research directions, that we

can extend from the works done in this thesis.

7.3.1 Dynamic Job Request Assignment from Mobile De-

vices to Cloudlets and Related Problems

In Chapter 3 we proposed an MINLP based framework for cloudlet placement and

in Chapter 4 we proposed analytical frameworks to obtain generalised insights on

cloudlet deployment strategies. However, after the cloudlets are placed and mobile

users start to offload job requests, it is very important to efficiently allocate job

requests from mobile devices to cloudlets so that the QoS requirements of the mo-

bile users are satisfied. This problem can be addressed in several ways, either by

using some state-of-art job request assignment algorithms or by designing some op-

timisation or game-theoretic framework. As we are mainly considering low-latency

applications, we must ensure that the proposed algorithms converge sufficiently fast.

Therefore, some heuristic algorithms can be designed to solve the formulated job re-

quest assignment problem. In addition, there are scopes to formulate some related

problems while considering network economics aspects. If different users are sub-

scribed to different types of subscription plans, then the dynamic allocation of com-

putational resources among mobile users leads to an interesting research problem

where auction-based approaches can prove to be highly useful. It is also important
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to note that in general, communication network and cloudlet service providers are

different. Hence, the economic interaction among the communication network and

cloudlet service providers leads to many interesting research problems.

7.3.2 Cooperative Game-Theoretic Load Balancing among

Cloudlets

In Chapter 5, we proposed economic and non-cooperative game-theoretic frame-

works for load balancing among neighbouring cloudlets from same as well different

service providers. However, sometimes different cloudlet service providers may wish

to cooperate and share computation load among each other. In such frameworks,

different cloudlets are allowed to bargain among themselves to decide a price for

offloading job request and the NE computation offloading are strategies will depend

on these prices. In this context, we can also explore various polynomial-time algo-

rithms that can be implemented very efficiently for faster convergence. For example,

a group of under-loaded and over-loaded cloudlets can be categorised as two differ-

ent class of nodes in a bipartite graph and a suitable matching algorithm can be

adapted to make the load balancing decisions.

7.3.3 Advanced AI-based approaches for Low-Latency Ap-

plications

We studied some experimental data obtained from VR based H2M teleoperation

experiments in Chapter 6. However, we observed that the intensities of control

signals and haptic feedback are largely dependent on the type of actions performed,

e.g., for very delicate actions like cutting a soft tissue with a knife, the volume of

traffic generated is larger compared to regular actions like grabbing or punching

some object. Therefore, an extensive experimental study is required against various

use cases and model the respective network traffic characteristics. Along with this,

we need to design more sophisticated classification models for identifying various

complex gestures from the control signals and haptic feedback data and predict user

actions. Furthermore, we observed that state-of-the-art H2M applications can not
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be deployed beyond more than 40 km, even with optical networks. Hence, we need

to explore various predictive models by using machine learning and reinforcement

learning techniques to enhance the range beyond this limit.

7.3.4 Theoretical Analysis of Low-Latency Networks using

Network Calculus

Network calculus is a recently developed mathematical tool to theoretically analyse

the performance guarantees in digital electronic and computer communication net-

works [203]. This tool is very much useful for theoretically modelling vital constraints

in communication networks like link capacity, congestion control, background traffic,

to name a few. Moreover, various traffic arrival and departure processes can also

be modelled by using network calculus. Therefore, we can use this efficient theo-

retical tool to propose some suitable models for understanding the characteristics

of network traffic generated from low-latency TI and H2M applications. As these

characteristics are mostly unknown to researchers, these theoretical models can be

cross-validated through the experimental results.

7.4 Conclusions

In this thesis, we proposed a hybrid cost-optimal cloudlet placement framework over

existing fibre-wireless access networks based on mixed-integer non-linear program-

ming. In addition, we designed an analytical framework with some closed-form ex-

pressions that can provide a quick first-hand estimation of cloudlet deployment cost

depending on mobile user density, network architecture, and latency requirements.

To address the load balancing problem among neighbouring cloudlets, we proposed

an economic and non-cooperative load balancing game for low-latency applications.

In this context, firstly we proposed a centralised incentive mechanism for elicita-

tion of truthful information from the competing cloudlets by a central mediator

to compute the unique Nash equilibrium load balancing strategies of the cloudlets.

Secondly, we proposed a continuous-action reinforcement learning automata-based
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algorithm, which allows each cloudlet to independently compute the Nash equilib-

rium in a completely distributed network setting. Furthermore, we studied exper-

imental data on traffic characteristics of control signals and haptic feedback from

a virtual reality-based human-to-machine teleoperation and proposed a two-stage

AI module (artificial neural network-based binary classifier unit and reinforcement

learning unit) for pre-empting and forecasting haptic feedback samples to the hu-

man operator before the actual haptic feedback arising from the slave teleoperator

device.
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