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Abstract

The accurate estimation of outstanding liabilities of an insurance company is an essential task. This is
to meet regulatory requirements, but also to achieve efficient internal capital management. Over the recent
years, there has been increasing interest in the utilisation of insurance data at a more granular level, and to
model claims using stochastic processes. So far, this so-called ‘micro-level reserving’ approach has mainly
focused on the Poisson process.

In this paper, we propose and apply a Cox process approach to model the arrival process and reporting
pattern of insurance claims. This allows for over-dispersion and serial dependency in claim counts, which are
typical features in real data. We explicitly consider risk exposure and reporting delays, and show how to use
our model to predict the numbers of Incurred-But-Not-Reported (IBNR) claims. The model is calibrated
and illustrated using real data from the AUSI data set.
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1. Introduction

The financial liability of insurers due to outstanding claims typically represents more than half of the
company’s total liabilities, and a factor of its economic capital. Its accurate estimation is thus of paramount
importance. Some of the complexity of this reserving problem is due to reporting delays, leading to claims
that have occurred, but have not been reported yet (“IBNR”). In this paper, we are interested in estimating
the number of IBNR claims using micro-level data.

Nowadays, insurers record detailed information for each individual claim, which may include, for example,
arrival and reporting dates of a claim, as well as the date and amount of each transaction. This is what we
call a micro-level data set. If, on the other hand, information is aggregated over a (small) number of (long)
discrete time periods, then data is qualified as ‘macro-level’. This is the case, for instance, of loss reserving
triangles. A vast majority of the literature on modelling insurance claims is based on macro-level claims
data, including the Mack’s chain-ladder model (Mack, 1993), where a typical choice is to use a random
variable to model each data point of aggregated observations. For more examples, one can refer to Taylor
(2000) and Wüthrich and Merz (2008).

A micro-level approach can arguably present advantages over a macro-level approach. Firstly, the aggre-
gation of information may lead to the disappearance of useful, perhaps material information. For example,
information of the arrival and reporting time of each individual claim (and their trends) may be critical for
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the quality of a model. Secondly, parameter uncertainty of a macro-level model can be high due to a small
number of observations (England and Verrall, 2002), resulting in less predictive power. Some of the early
theoretical work in modelling micro-level claims arrival and development can be traced back to Arjas (1989)
and Norberg (1993, 1999, who adopted a marked Poisson process approach). In recent years, Antonio and
Plat (2014) and Larsen (2007) have further implemented Norberg’s framework with real data sets. More-
over, Pigeon et al. (2013) and Pigeon et al. (2014) develop a discrete time framework, whereby numbers of
claims follow Poisson distributions. Besides the papers that study the overall micro-level claims modelling,
Jewell (1989), Zhao et al. (2009), Zhao and Zhou (2010) have focused on the issue of modelling the claims
arrival with a Poisson process as well as the reporting delay distribution, while Taylor et al. (2008) model
individual claims development using case estimates as additional information.

The natural choice of methodology to model micro-level data is to use a continuous stochastic process.
The classical model for claims processes is the Poisson process (see, e.g., Mikosch, 2006), under which the
average number of claims per time unit is a constant λ.

An alternative and more general approach is to adopt a deterministic function λ(t) instead to model
the claim intensity, which results in an inhomogeneous Poisson process. The increased flexibility permits
an approach that more accurately represents the nature of claim frequencies in practice where the intensity
is not stationary. However, it still does not capture overdispersion, which is frequently observed in claim
counts data (for example, see Section 2.9 of de Jong and Heller, 2008) and such a deterministic intensity
does not allow for serial dependency of claims counts (see Denuit et al., 2007).

The issues mentioned above can be solved by modelling the intensity as a non-negative stochastic process.
This results in a doubly stochastic Poisson process, or Cox process (see, for example Cox, 1955; Lando, 1998).
Doubly stochastic Poisson processes have been widely applied in varying research areas, such as finance
(Frey and Runggaldier, 2001), credit risk modelling (Lando, 1998), risk theory (Björk and Grandell, 1988;
Albrecher and Asmussen, 2006), mortality modelling (Biffis, 2005; Schrager, 2006), catastrophe modelling
(Dassios and Jang, 2003; Jang and Fu, 2012), insurance claim modelling (Avanzi et al., 2016; Badescu et al.,
2015, 2016), reinsurance pricing (Dassios and Jang, 2005) and operational risk modelling (Jang and Fu,
2008).

There are a number of possible choices for the intensity process under the Cox process approach, for
example, a diffusion process (Frey and Runggaldier, 2001; Schrager, 2006), a continuous time Markov chain
(Frey and Runggaldier, 2001), a discrete time process with state-dependent (Erlang) intensities (Badescu
et al., 2015, 2016), a jump-diffusion process (Biffis, 2005) or a shot noise process (Dassios and Jang, 2003,
2005; Albrecher and Asmussen, 2006). In this paper, we focus our illustration using the shot noise process,
which processes a number of attractive behaviours such as tractability and mean reverting intensity.

A complication arising from the use of a Cox process lies in its estimation. When a (homogeneous) Poisson
process is assumed, standard likelihood techniques are available (see, for example Mikosch, 2006). However,
the maximum likelihood estimation approach is in general not directly applicable to a Cox process. This
is because the arrivals of insurance claims are not independent under the shot noise assumption. Secondly,
although the complete likelihood of observing both the Cox process and the shot noise process is simple to
derive, the likelihood of observing the Cox process unconditionally on the shot noise process involves a high
dimensional integral, which is not computationally efficient to calculate. Furthermore, the prediction of the
IBNR counts under a Cox process model also requires the estimation of the unobservable intensity. For all
those reasons, the development of a filtering algorithm is necessary.

In the case of a shot noise intensity, two filtering methods have been proposed in the literature. One
method is to use a Kalman filter, which involves Gaussian approximation and is suitable in the case with
high frequency but low impact shots (Dassios and Jang, 2005). The other method is to use a Reversible
Jump Markov Chain Monte Carlo (“RJMCMC”) filter (Centanni and Minozzo, 2006a,b), which is based on
RJMCMC simulations of the shot noise trajectory. A comparison of these two methods can be found in
Avanzi et al. (2016). However, the actual implementation of the model to insurance data is not straight-
forward, and is generally not discussed in the existing actuarial literature. In particular, the frequency of
claims is subject to exposure and reporting delays. These require non trivial model extensions. The filtering
algorithm must also be modified in order to allow for such features. In this paper, we address these issues
in the model construction and estimation.
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This paper is structured as follows. The model assumptions along with some of the main theoretical
properties are introduced in Section 2. We consider estimation methods in detail in Section 3, and extend
the existing methodology to allow for varying risk exposure, and for reporting delays. We illustrate the
procedures and performance of the estimation and prediction algorithms with a simulated dataset in Section
4. Furthermore, we calibrate our model to the AUSI (real) insurance data set in Section 5, and provide
prediction results.

For convenience, a table with notation used throughout the paper is provided in Appendix D.

2. A shot noise Cox process with exposure and reporting delays

In this section, we develop the shot noise Cox model that is considered in this paper. Section 2.1 reviews
the stationary shot noise Cox model without reporting delays. Section 2.2 defines an appropriate non-
stationary version in order to allow for exposure changes over time, and Section 2.3 explains how reporting
delays can be incorporated.

2.1. A stationary shot noise Cox process model

Model assumption 2.1.1. (Cox process) (Grandell, 1976) Denote by N(t) the number of claims up to
time t. We assume that {N(t), t ≥ 0} is a Cox process, that is, there exists a non-negative stochastic process
{Λ(t), t ≥ 0} and a homogeneous Poisson process with intensity rate 1, {Ñ(t), t ≥ 0}, such that {N(t), t ≥ 0}
has the same distribution as Ñ ◦

(∫ t
0

Λ(s)ds
)

.

A Cox process (Model assumption 2.1.1) can be interpreted as an extension of a Poisson process, where
the intensity process {Λ(t), t ≥ 0} is stochastic. In particular, we assume that the stochastic intensity, Λ(t),
is a shot noise process (see, for example, Jang, 2004; Centanni and Minozzo, 2006a,b).

Model assumption 2.1.2. (Homogeneous shot noise intensity process) The stochastic intensity Λ(t) is a
stationary shot noise process if

Λ(t) = Λ(0)e−kt +

J(t)∑
j=1

Xje
−k(t−τj), t ≥ 0, (2.1)

where τj represents the arrival time of the shots resulting from a homogeneous Poisson process J(t) with a
deterministic intensity ρ, and the shots Xj’s are independent and identically distributed random variables
with a density function fX (on the positive domain with finite mean). Furthermore, we assume that Λ(0),
the initial level of Λ(t), follows the stationary distribution of the shot noise process. This is a convenient
assumption and ensures that the shot noise process is stationary from t = 0.

Remark 2.1. In this paper, we follow the literature (see, for example, Dassios and Jang, 2003; Jang, 2004;
Dassios and Jang, 2005; Centanni and Minozzo, 2006a,b; Avanzi et al., 2016) and consider an exponential
decay function. However, it should be noted that alternative decay functions can be considered, at a slight
loss of mathematical convenience (see, Schmidt, 2014, for details) .

A possible interpretation of the shot is an external economic and environmental event which causes a
sudden increase in claim intensity (e.g., rainy weather). The frequency of these shots reflects how often the
external events occur while the sizes of these shot reflect the impact of the events on claim intensity (that
is, the likelihood of a claim occurring). As time progresses, the event will have a diminished impact on
claim intensity, as shown by the exponential decay of the claim intensity from the shot. In the following, we
present an example of the shot noise process with exponentially distributed sizes.

Example 1. (exponentially distributed shots) Suppose that

fX(x) = ηe−ηx, x > 0, (2.2)
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Such a shot noise process presents attractive features, such as non-negativity, tractability, auto-correlation.
In particular, its stationary distribution is a Gamma random variable (see Centanni and Minozzo, 2006a;
Jang, 2004). Furthermore, the shot noise process is mean-reverting, with a mean-reverting level of ρ/(ηk)
and a mean-reversion rate of k (see, for details, Avanzi et al., 2016). Such a process is not new in the
actuarial literature; see Dassios and Jang (2003); Jang (2004); Dassios and Jang (2005); Albrecher and
Asmussen (2006). One can refer to Avanzi et al. (2016) for the statistical properties of a shot noise process
and a shot noise Cox process. In particular, the mean and variance of N(t)−N(s) (t > s > 0) can be shown
to be

E[N(t)−N(s)] =
ρ(t− s)
ηk

; (2.3)

Var(N(t)−N(s)) =
2ρ

η2k2

(
t− s− 1− e−k(t−s)

k

)
+
ρ(t− s)
ηk

; (2.4)

which illustrates in particular that a shot noise Cox process allows for over-dispersion as opposed to a Poisson
process. The autocovariance function γ(h) of N(t)−N(t−∆) for h = 1, 2, 3, ..., ∆ > 0 is

γ(h) = Cov(N(t+ h)−N(t−∆ + h), N(t)−N(t−∆)) =
ρe−kh

(
e

k∆
2 − e− k∆

2

)2

η2k3
. (2.5)

One can generalise this example to allow for a mixture of exponential shots in (2.2). Such a model could be
justified by the existence of multiple (different) sources of risk. The stationary distribution of such a shot
noise is a mixed Gamma random variable (the proof of which is a straightforward extension of that for the
special case (where n = 2) considered by Jang, 2004). In this case, moments in (2.3)-(2.5) are mixed in the
same way as the exponentials for the shots density fX .

In Example 1, the shot noise Cox process presents a number of advantages when compared to the
Poisson process. Firstly, despite having stationary increments, the shot noise Cox process does not have
independent increments. Secondly, the autocovariance function (and hence the autocorrelation function) of
N(t)−N(t−∆) (where ∆ > 0) is always positive for lags greater than zero and exponentially decays as h
increases, where k is the measure of how quickly the autocovariance decays with h. Hence, a possible heuristic
test to verify the validity of using a Cox process on claims data is to check whether the autocorrelations
of the increments are positive and exponentially decreasing at increasing lags. Table 1 summarises the
comparison between a Poisson process, a mixed Poisson process (see Section 2.3 Mikosch, 2006) and a shot
noise Cox process.

a Poisson process a mixed Poisson process a shot noise Cox process with
exponential shots

over-dispersion no yes yes

auto-correlation no yes, constant regardless of lags yes, positive and exponentially
decaying auto-correlation

Table 1: Comparison between the claim counts of a Poisson process, a mixed Poisson process process, and a shot noise Cox
process with exponential shots

2.2. Risk exposure

In this section, we discuss alternative ways to extend the shot noise process to allow for exposure. This
requires a non-stationary process. Werner and Modlin (2010, Chapter 4) define exposure as “the basic unit
that measures a policy’s exposure to loss”. One primary criterion for choosing an exposure base is that it
“should be directly proportional to expected loss”. In our case, we will assume that it directly affects the
likelihood of a claim to occur - the intensity of the process. We further assume that it is an exogenous,
deterministic quantity, denoted Ω(t), that can be determined for the timeframe of an existing data set.
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Varying exposure means that we need to deal with an inhomogeneous intensity. In practice, the choice of
Ω(t) depends on the nature of the line of business. Some traditional measures of exposure include the number
of policyholders, total sum insured, or average weekly earnings. Model 2.1.2 above assumes a stationary
arrival of claims, which is only suitable if the exposure of the business is homogeneous through time.

We extend Model 2.1.2 by using Model 2.2.1. Here we assume that the exposure scales the whole intensity
process. For example, suppose that all the policyholders of a housing and contents insurance product live
in the same area, and hence experience the same exposure conditions that drive the likelihood of insurance
claims. An increasing number of policyholders of that particular kind will simply scale up the magnitude of
the likelihood of claims.

Model assumption 2.2.1. (Exposure scaling of the shot noise process) There exists a stationary shot noise
process, Λ′(t), such that

Λ(t) = Ω(t)Λ′(t). (2.6)

Suppose that Ω(t) is a continuously differentiable function with dΩ(t) = Ωt(t) dt. One should notice that
Λ′(t) is a semi-martingale (Schmidt, 2014) and by using the Itō formula for semi-martingales (Proposition
8.19, Cont and Tankov, 2004) we have

dΛ(t) = −
(
k − Ωt(t)

Ω(t)

)
Λ(t)dt+ Ω(t)dK(t), where K(t) =

J(t)∑
i=1

Xj (2.7)

and therefore Λ(t) is an inhomogeneous shot noise process with time-dependent parameters.

Example 2. Suppose that Λ′(t) follows the assumptions in Example 1 with parameters (ρ, η, k). Then Λ(t)
is a non-stationary shot noise process of exponential shots with parameters (ρinh(t), ηinh(t), kinh(t)) such
that

ρinh(t) = ρ,

ηinh(t) = η/Ω(t),

kinh(t) = k − Ωt(t)/Ω(t).

(2.8)

One can interpret Equation (2.8) in the following way. The exposure will not affect the frequency of shots,
however it will affect both the severity and decay effect of shots. Firstly, the higher the exposure, the larger
the shots tend to be. Furthermore, an increasing exposure (that is, Ωt(t) > 0) will to some extent cancel the
effect of the decay. This is because the exposure modifies the intensity process, not just the compound Poisson
process of shots arrival. Therefore the decayed effect from previous shots will be amplified if the exposure
increases, which is equivalent to weakening the decaying effect. If the exposure increases fast enough, the
intensity may even increase without any shot arrival.

Besides its physical interpretation, Model 2.2.1 also has a nice property of one-to-one correspondence
between Λ(t) and Λ′(t). This means one only needs to estimate the homogeneous shot noise process (that
is, Λ′(t)), in order to estimate the stochastic intensity (that is, Λ(t)). In the following section, one can see
that estimating Λ′(t) involves a modification of the existing RJMCMC algorithm of Centanni and Minozzo
(2006a,b). Furthermore, under Model 2.2.1, one can change the unit of Ω(t) and the resulting data can still
be fitted to a shot noise Cox process (see Appendix A.1 for more details).

Remark 2.2. There are alternative ways to allow for exposure in the intensity, and this is not a trivial
choice. For example, suppose that the shot noise process follows Example 1. We could assume that exposure
only affects the frequency parameter—write ρ(t) instead of ρ—while both η and k remain constant, such that

ρ(t) = ρΩ(t), η(t) = η, k(t) = k. (2.9)

This assumption is valid if any two fractions of exposure are independent (for example, the claims from any
two policyholders are independent), both of which contribute to the claims arrival likelihood in an identical
and additive way. Therefore, an increasing level of exposure will lead to a proportionally increasing frequency
of shots.
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Remark 2.3. One can extend the definition of risk exposure to allow for seasonality. For instance, one
possible extension is to define a risk exposure Ω(t) such that

Ω(t) = f(t)× a traditional measure of exposure,

f(t) = ai if t is in the ith season, i = 1, . . . , s,

where as = 1 and s > 1.

(2.10)

2.3. Reporting delays

Modelling the distribution of the reporting delay between the occurrence date (also called ‘accident date’)
and (subsequent) reporting date of an insured event is essential in the insurance context (see, for instance,
Jewell, 1989). This is because the historical data can only record claims that have been reported, therefore
one needs to consider the fact that the numbers of observed claims are not necessarily the same as the actual
number of claims arrivals (especially for recent periods). Reported claims may develop further into higher
numbers. This creates complications, as explained in the next section.

The distribution of reporting delays may vary across different lines of business, where some lines may
see a longer-tailed delay distribution while others have shorter-tailed delays. A typical observation is that a
significant portion of claims are reported within one month or even one week, which motivates the separation
of this range from longer delays. Denote by R the reporting delay, a random variable whose distribution is
defined in Model assumption 2.3.1.

Model assumption 2.3.1. (Reporting delay) Denote by FR(x) = Pr(R ≤ x) the distribution function of
reporting delays, where x is expressed in an appopriate unit of time. Denote by FY a continuous distribution
function over the range [0,∞) and u a threshold value. Denote by β the vector of parameters. We assume
that

FR(x;u, α,β) =


0 ∀ x < 0

α ∀ 0 ≤ x ≤ u
α+ (1− α)FY (x− u;β) ∀x > u.

(2.11)

Model assumption 2.3.1 assumes that there is a mass of probability α at 0 corresponding to delays of up
to u units of time (e.g., days or weeks). The (conditional) distribution of delays (given they exceed threshold
u) is modelled separately according to FY . In practice, the choice of u will depend on the characteristics of
the data. Moreover, one should consider the horizon of forecasting in choosing the value of u since one does
not model in details the distribution between [0, u]. For example, if the forecasting is over a one-year horizon,
then a threshold u of 30 days may be adequate. On the contrary, if the forecasting is over a one-quarter
horizon, a shorter term threshold may be required.

3. Parameter estimation and prediction

In this section, we extend the Monte Carlo Expectation Maximisation (“MCEM”) with RJMCMC algo-
rithm developed by Centanni and Minozzo (2006a,b) (see also Avanzi et al., 2016) to allow for a general shot
noise process model with non-constant exposure and reporting delays. Specifically, the RJMCMC filtering
algorithm developed in Section 3.3 is valid for any distribution of shots within the framework of Definition
2.1.2. For completeness and convenience, we present the whole RJMCMC algorithm. In the next section, we
introduce some notations, before developing the estimation and prediction algorithms in the later sections.

3.1. Notation

Suppose that the overall observation period is [0, T ], which is partitioned into a number of L sub-periods
with equal lengths ∆ (where T = L×∆). In a real world scenario, one can only observe in which sub-period
a claim arrives or is reported (e.g. day), rather than the exact arrival or reporting time (e.g. 2:51pm). Let
Ni be the ultimate number of claims from accident period i (that is, the total number of claims that arrive
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between time (i − 1)∆ and i∆) and define N = {Ni, i = 1, . . . , L}. Please note that N is not observable
due to the existence of the reporting delay distribution.

Denote by Nij the number of claims that arrive during the ith sub-period and are reported to the insurer
in the (i+ j−1)th sub-period. We say that Nij is the number of claims that occur in the ith accident period
and are reported in the jth reporting period. Since all the claims will be reported eventually

Ni =

∞∑
j=1

Nij . (3.1)

At the end of the observation period T , we only observe {Nij : i ≥ 1, j ≥ 1, i + j ≤ L + 1}, denoted
by ND, where the subscript D indicates that this is a collection of claims counts with the information of
reporting delays. It is, in a sense, a micro-level incremental triangle of claim counts. Its rows have sums

NiR :=

L−i+1∑
j=1

Nij , (3.2)

which represent the number of claims that occur during the ith accident period that have been reported by
time T . We will write NR = {NiR, i = 1, . . . , L}. Note that NiR/Ni represents the proportion of claims
from accident period i that have been reported by time T . In the reserving practice, this is often referred
to as operational time, and is often plotted as a time series for diagnostic purposes.

Finally, we denote by n the number of shots, and we characterise the intensity process by θ = {Λ0, τ1, . . . , τn,
X1, . . . , Xn}. Furthermore, denote by

Mi =

∫ i∆

(i−1)∆

Λ(s) ds (3.3)

the integrated intensity process in the ith sub-period. Conditional on Mi, Ni is a Poisson random variable
with intensity Mi (1 ≤ i ≤ L).

Table 2 summarises our notation.

symbol definition mathematical relationship

unobservable

Nij the number of claims that occur in the ith

accident period and are reported in the jth

reporting period
Ni the ultimate number of claims from acci-

dent period i
Ni =

∑∞
j=1Nij i ≥ 1

N the collection of Ni N = {Ni; i ≥ 1}
θ the collection of the initial value of the shot

noise process, arrival times and sizes of the
shots

θ = {Λ0, τ1, . . . , τn, X1, . . . , Xn}

observable
ND the subset of {Nij , 1 ≤ i ≤ L, 1 ≤ j ≤ L}

that is observed by time T
{Nij : i ≥ 1, j ≥ 1, i+ j ≤ L+ 1}

NiR the number of claims that occur during the
ith accident period that have been reported
by time T

NiR =
L−i+1∑
j=1

Nij 1 ≤ i ≤ L

NR the collection of NiR NR = {NiR; 1 ≤ i ≤ L}

Table 2: Notation related to the data structure

3.2. Initial parameters

In this section, we develop two methods to obtain initial estimates of the parameters of a homogeneous
shot noise process defined in Example 1. The same idea applies to other assumptions. The first method is
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based on moment matching. One can derive the theoretical mean, variance and auto-covariance at lag h
(where h ∈ {1, 2, . . .}) for N based on Equations (2.3), (2.4), and (2.5). By matching 3 empirical moments
and the corresponding theoretical moments, one can obtain initial guesses of the parameters. Denote by m1,
m2 and m3 the empirical mean, variance and auto-correlation at lag h and ρ0, η0 and k0 the initial guesses.
We have

2m2m3

m2 −m1
=

exp(−kh)(exp(k∆/2)− exp(−k∆/2))2

k∆− 1 + exp(−k∆)
, (3.4)

η0 =

2m1

(
∆− 1− exp(−k0∆)

k0

)
(m2 −m1)∆k0

, (3.5)

ρ0 =

2m2
1

(
∆− 1− exp(−k0∆)

k0

)
(m2 −m1)∆2

, (3.6)

where k0 can be found first by solving (3.4) numerically, and then used to calculate ρ0 and η0. One may
also want to use other combinations of moments, for example, one could consider higher moments. Since we
do not observe N , we choose to use the observed claims counts, NR, to approximate the ultimate claims
counts, N . There are two conditions to ensure a satisfactory level of approximation. Firstly, one should
choose a subset of the data where the exposure is relatively constant. Therefore the homogeneity assumption
implied by moment matching can be tolerated. Secondly, one should exclude the observations where the
accident periods are close to the end of observations. This is to ensure that the proportion of unreported
claims in the ultimate claims is not material. The length of observation period to be excluded depends on
the reporting delay distribution. In practice, one can choose to exclude only a small portion of data if the
observed reporting delays tend to be small.

The second method is based on a negative binomial approximation (see also Avanzi, Liu, and Wong,
2016). Based on the definition of a Cox process, we know that there exists a Poisson process Ñ such that

N(t+ ∆)−N(t)
d
= Ñ

(∫ t+∆

t

Λ(t) dt

)
≈ Ñ (Λ(t)∆) . (3.7)

Furthermore, at a given time t, the random variable Λ(t) follows the stationary distribution of the shot noise
process, which is known to be a gamma random variable (Centanni and Minozzo, 2006b). Then one can
show (for example, by considering the moment generating function) that Λ(t)∆ is also a Gamma random
variable but with parameters ρ/k and η/∆. Now we consider the random variable Ñ(Λ(t)∆). It is a well
known result that a mixed Poisson random variable with a gamma prior follows in fact a negative binomial
distribution (for example, see section 6.3 of Klugman et al., 2012). In particular, the parameters of the
negative binomial distribution in this case are r = ρ/k and p = η/(η + ∆).

Therefore, one can fit N to a negative binomial (r, p) distribution. Just as in the case of the first method,
we use NR instead N since the latter is not observable and the same two conditions apply. Using a method
of moments yields

ρ0

k0
= r̂ and η0 =

p̂

1− p̂
∆, (3.8)

which provides us with two equations to solve for three parameters. One can use (3.4) as the third equation
for an estimate of k.

3.3. A RJMCMC filtering algorithm

The unobservable intensity, Λ(t), can be characterised by θ, representing the collection of the initial
value of the shot noise process, as well as the arrival times and sizes of the shots. This is because there is a
bijective relationship between Λ(t) and Λ′(t), where the latter is characterised by θ. Therefore the filtering
of Λ(t) is equivalent to estimation of θ given the observed claim count ND. This can be considered as
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similar to a Bayesian problem and solved by MCMC. In particular, θ is a random vector whose length is
unknown since the number of shots (n, a Poisson distributed quantity) is random. Therefore, one needs to
use a RJMCMC filter, which extends the Metropolis-Hastings algorithm to allow for dimension changing.
Centanni and Minozzo (2006a,b) have considered the situation where there is no reporting delay or non-
constant risk exposure (that is, the estimation of θ given N with Ω(t) = 1). Here we extend the literature
by allowing for such features in a real insurance dataset.

We start by presenting the general procedures of the RJMCMC algorithm, then proceed by deriving the
required likelihood functions. For more details of the RJMCMC algorithm, one can refer to Green (1995)
and Gelman et al. (2011). There are four steps of a RJMCMC filter:

— with a probability of p(r|n), generate a move type r with a probability given the current estimate of
(n,θ)

— given the move type r and (n,θ), generate a random vector u with a density function q(u|r, n,θ)

— propose a new state of the Markov Chain (n′,θ′) such that

(θ′,u′) = fr,n,n′(θ,u) (3.9)

where u′ is the random quantity in the reverse move (that is, to transfer θ′ back to θ)

— the proposed Markov Chain is accepted with probability αr(θ,θ
′), where

αr(θ,θ
′) = min

1,
L(ND|n′,θ′; k)

L(ND|n,θ; k)︸ ︷︷ ︸
likelihood ratio

× p(n′,θ′)

p(n,θ)︸ ︷︷ ︸
prior ratio

× p(r′|n′)
p(r|n)

q(u′|r′, n′,θ′)
q(u|r, n,θ)︸ ︷︷ ︸

proposal ratio

×
∣∣∣∣∂fr,n(θ,u)

∂(θ,u)

∣∣∣∣︸ ︷︷ ︸
Jacobian

 . (3.10)

One can decompose (3.10) into the multiplication of likelihood ratio, prior ratio, proposal ratio and
Jacobian.

There are five move types (see Table 3) and we generate all possible moves with equal probabilities.
These are arbitrary, non-informative choices (see also Centanni and Minozzo, 2006b). Note that there are
two possible sets of probabilities for generating move types. This is because that, given a current estimate
of zero shot, one cannot generate a move of changing the height of a shot, changing the position of a shot
or deleting a shot. In this case, one can only generate a new shot or modify the height of the initial value.

move type (‘r’) proposal of the next state p(r|n)

s modifying the initial value of Λ′(t) by drawing Λ′new(0) from the sta-
tionary distribution with density function fS

0.5 (n = 0), 0.2 (n > 0)

b generating a new shot by drawing a new position τ∗ uniformly from
(0, t] and drawing a new jump height X∗ from the shot size distribution
fX

0.5 (n = 0), 0.2 (n > 0)

h changing the height of a shot by drawing j from the discrete uniform
distribution over {1, . . . , n} and drawing X ′j from the shot size distri-
bution fX to replace Xj

0 (n = 0), 0.2 (n > 0)

p changing the position of a shot by drawing j from the discrete uniform
distribution over {1, . . . , n} and drawing a new position, τ ′j , uniformly
over (τj−1, τj+1) (where τ0 = 0 and τn+1 = t)

0 (n = 0), 0.2 (n > 0)

d deleting a shot by drawing j from the discrete uniform distribution over
{1, . . . , n} and deleting the jth shot

0 (n = 0), 0.2 (n > 0)

Table 3: types of moves

The prior ratio, proposal ratio and Jacobian of each move type are summarised in Table 4. Observe that
the Jacobian for a move that does not involve a dimension change (that is, moves s, h and p in our case) is
always 1; the Jacobians for the dimensional changing moves (that is, moves b and d in our case) is 1 in our
case, but will not be 1 in general
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move type prior ratio proposal ratio Jacobian

s fS(λ′new(0))/fS(λ′(0)) fS(λ′(0))/fS(λ′new(0)) 1

b ρfX(X ′j)
p(d|n+ 1)

p(b|n)

(n+ 1)−1

t−1fX(X ′j)
1

h fX(X ′j)/fX(Xj) fX(Xj)/fX(X ′j) 1

p 1 1 1

d (ρfX(Xj))
−1 p(b|n− 1)

p(d|n)

t−1fX(Xj)

n−1
1

Table 4: the RJMCMC filtering algorithm

The conditional likelihood function of ND given θ is

L(ND|θ; k, α,β) =

L∏
i=1

∞∑
m=NiR

A(m,Mi; k)B(i,m)C(i,m;α,β) (3.11)

where

A(m,Mi; k) =
e−MiMm

i

m!
, (3.12)

B(i,m) =
m!∏L−i+1

j=1 Nij !× (m−NiR)!
, (3.13)

and

C(i,m;α,β) =
L−i+1∏
j=1

Pr(a claim is reported in reporting period j)Nij × (1− FR((L− i+ 0.5)∆))m−NiR .

(3.14)
The index i refers to an accident period and m refers to the number of ultimate claims. The term

A(m,Mi; k) is the likelihood of having a number m of ultimate claims from accident period i. The term
B(i,m)C(i,m;β) is the likelihood of a multinomial distribution, which allocates the count of ultimate claims
into each reporting delay period. Here B(i,m) calculates the number of combinations of the order of the
reporting delays in each reporting period; and C(i,m;β) calculates the probability of a particular order of
reporting delays (where there is a reporting bin for unreported claims). In calculating the probability of the
reporting delay, we assume that the arrival time is the middle of the arrival period. For an unreported claim
that arrives from the ith accident period, the likelihood of its reporting delay is approximated by being at
least (L− i+ 0.5)∆, where the arrival time is approximated to be at the middle of the accident period. In
particular, a number of (m−NiR) IBNR claims from accident period i are reported in the (future) period
that is between the end of T and ∞.

For the allowance of changing exposure over time, we assume for simplicity that Ω(t) is a piece-wise
constant function, where Ω(t) = Ωi if t is in the ith accident period. The integrated intensity for subperiod
i is then

Mi =

∫ i∆

(i−1)∆

Ω(t)Λ′(t)dt = Ωi
∫ i∆

(i−1)∆

Λ′(t)dt (3.15)
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where Λ′(t) is defined in Model assumption 2.1.2. The piece-wise constant assumption simplifies the issue
of calculating Mi.

The log-likelihood simplifies to

logL(ND|θ; k, α,β) =−
L∑
i=1

Mi +

L∑
i=1

NiR logMi +

L∑
i=1

Mi(1− FR((L− i+ 0.5)∆))

+

L∑
j=1

[(
L−j+1∑
i=1

Nij

)
log(Pr(a claim is reported in reporting period j))

]
+ constant,

(3.16)
where the constant term is a function of observations only.

Remark 3.1. For consistency, in model calibration, one should take case in the preparation of the reporting
delay data such that all the small delays (given the subjective choice of u) are merged into the first reporting
delay period. Moreover, one should exclude the reporting delay periods during which the probability that a
claim is reported is 0. Including these periods will result in calculating log(0) and lead to unsatisfactory results
in numerical implementation. Furthermore, the mixture nature of Model 2.3.1 requires care in numerical
calculation of the likelihood of reporting delays. Firstly, in the case that the reporting delay falls in the
continuous range of the distribution, one can use the continuous density function evaluated at the middle
point of the possible range. Secondly, in a case where a claim is reported in the arrival period, this probability
should be the sum of α (that is, the initial mass at 0) and any mass from the continuous part of the
distribution (approximated by the density at the middle point of the possible range).

Remark 3.2. There are alternative approaches to derive the conditional likelihood function to allow for the
micro-level structure of the data. Firstly, conditional on its intensity, the likelihood of a Cox process is in
fact the same as that of a Poisson process, where the latter has been developed in the literature. For example,
Antonio and Plat (2014) utilised exact observations of the reporting time and arrival time of an individual
claim. In practice, data might not be recorded in a such minute manner (e.g. to the second) for the exact
inter-arrival times to be observed. Instead, typically it is recorded to the date of an event (for example,
claim occurrence and notification). Even in a case where the exact time of a claim arrival is recorded, the
small inter-arrival time may create computational difficulty (such as 0 likelihood as a result of rounding)
and additional adjustment may be involved in such a nano structure (for example, incorporating the fact
that claims arrive at different frequencies during the days and nights). Therefore we extend the literature by
allowing for the discrete nature of the data.

Alternatively, one can also derive the likelihood function based on the discrete observation of reported
claims of each accident period, as opposed to taking a probability-weighted average of possible outcomes of
IBNR counts. Although the reported claims of accident periods are simply independent Poisson random vari-
ables (conditionally, given the intensity), the intensity of each Poisson distribution involves a convolution of
the intensity and the reporting delay distribution. Calculating such a likelihood involves more approximation
than (3.11), and hence is not preferred.

Remark 3.3. It is worth mentioning that one should not use multiplication of independent and identical
distribution reporting delay likelihoods to replace the multinomial distribution component in (3.11). This
results from the fact that the likelihood of reporting delays is derived conditionally on the ultimate number
of claims; hence they are not independent.

Remark 3.4. In the insurance context, while the exposure data is typically continuously changing, it is
recorded at discrete time points only. It is then natural to model Ω(t) as a piece-wise constant function. Al-
ternative approaches (such as fitting splines through observations) are also possible if the piece-wise constant
approximation is likely to lead to material distorsions.

3.4. The full MCEM-RJMCMC algorithm

The E-M algorithm is an iterative algorithm that updates the parameters in the presence of unobservable
components—θ in our case. Let us illustrate the steps of an E-M algorithm (refer to Rydén, 1996, for more
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details). Let φ = (ρ, η, k) be the vector of parameters we want to estimate. The E-M algorithm involves
two steps, the first of which is the Expectation (E) step, where one determines the conditional expectation
(given current parameter estimates φk in the (k + 1)th iteration)

Q(φ,φk) = Eφk [logLc(ND,θ;φ)|ND]. (3.17)

The second step is the Maximisation (M) step, whereby the estimate is updated from φk to φk+1 by
maximising the condition expectation

φk+1 = arg max
φ

Q(φ,φk) (3.18)

A complication arises in the computation of the expectation in the E-step, which requires finding the condi-
tional density function of θ given N , which cannot be computed directly. However, this can approximated
by using an (RJ)MCMC algorithm (hence resuling an MCEM algorithm).

A full MCEM-RJMCMC algorithm that estimates all the parameters simultaneously includes the fol-
lowing steps:

— in the kth iteration, generating a large number of RJMCMC iterations given φk (where φ0 refer to the
initial estimates);

— approximating the conditional expectation Q(φ,φk) as an average of the conditional likelihoods given
the RJMCMC simulations;

— updating the parameters to φk+1 by maximising the approximated conditional expectation term.

3.5. A partial MCEM-RJMCMC algorithm

For computational ease, one can alternatively opt to perform a partial MCEM-RJMCMC algorithm
to separate the calibration of the reporting delay model from that of the arrival process. This includes
estimation of the reporting delay parameters by maximising the term

L∑
j=1

[(
L−j+1∑
i=1

Nij

)
log(Pr(a claim is reported in reporting period j))

]
, (3.19)

which is equivalent to maximising the likelihood of independent observation, before proceeding to the MCEM
algorithm with fixed reporting delay parameters. In this case, the conditional likelihood function can be
further simplified into

L(ND|θ; k, α,β)

=−
L∑
i=1

Mi +

L∑
i=1

NiR logMi +

L∑
i=1

Mi(1− FR((L− i+ 0.5)∆)) + constant,
(3.20)

which only depends on ND through NiR. With this partial algorithm, an implicit approximation is that
FR((L− i+ 0.5)∆) ≈ 1. This approximation is acceptable if the reporting delay distribution has a relatively
short tail such that FR((L− i+ 0.5)∆) is close to 1 for most of the accident periods.

The partial MCEM-RJMCMC algorithm is expected to result in less computational time. However,
the independent estimation of the arrival process and reporting distribution may provide unsatisfactory
results, which we illustrate numerically in the next section. In our work, we will use a partial MCEM-
RJMCMC algorithm as an intermediate step in order to arrive at a better starting values for the full
MCEM-RJMCMC fitting. Such an approach can potentially improve the computation speed and efficiency
of the fitting procedure, and is akin to the Inference Functions of Margins (‘IFM’) approach used in copula
fitting (see Chapter 10 of Joe, 1997).

Remark 3.5. In both the full MCEM-RJMCMC and partial MCEM-RJMCMC algorithms, {NiR, i =

1, . . . ,  L} and {
∑L−j+1
i=1 Nij , j = 1, . . . , L} (that is, the row sums and column sums in the view of a micro-

level count triangle) are sufficient for the estimation of θ, and subsequently one doesn’t need the whole dataset
of ND in the estimation. This can be seem from the conditional log-likelihood functions 3.16 and 3.20.
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3.6. Prediction of IBNR counts

This prediction problem is equivalent to deriving the distribution of (N −NR|ND), that is, the dis-
tribution of the difference between the ultimate counts and observed claims counts given the observations.
Here we have

Pr
(
N −NR =

(
nIBNR

1 , . . . , nIBNR
L

)
|ND

)
=EΛ(t)|ND

(
Pr
(
N −NR =

(
nIBNR

1 , . . . , nIBNR
L

)
|ND,Λ(t)

))
=EΛ(t)|ND

(
Pr
(
N −NR = (nIBNR

1 , . . . , nIBNR
L )|Λ(t)

))
=EΛ(t)|ND

(
L∏
i=1

Pr(Ni −NiR = nIBNR
i |Mi)

)
,

(3.21)

where (Ni − NiR|Mi) is a Poisson random variable with an intensity Mi(1 − FR((L − i + 0 + 5)∆)). The
last equality results from the conditional independence property of a Cox process given the intensity. The
expectation operation with respect to the conditional distribution of Λ(t) given ND can be numerically
evaluated via simulation (using the RJMCMC algorithm. Suppose that there is a number of H (H ≥ 1)
RJMCMC simulations, and denote by M̂(i, h) the integrated intensity of the hth filtering outcome over the
ith accident period, then

Pr(Ni −NiR = nIBNR
i |ND) ≈ 1

H

H∑
i=1

Pr(Ni −NiR = nIBNR
i |M̂(i, h)). (3.22)

Therefore, the conditional distribution of a predicted IBNR count (given ND) is in fact a mixture of H
Poisson distributions (see, for example, Mikosch, 2006, for definition of misture distribution). In particular,
one can derive the first two moments and the probability mass function of the IBNR prediction,

E(Ni −NiR|ND) =
1

H

H∑
i=1

Z(i, h),

V ar(Ni −NiR|ND) =
1

H

H∑
i=1

Z(i, h) +
1

H

H∑
i=1

Z2(i, h)− 1

H2

(
H∑
i=1

Z(i, h)

)2

,

Pr(Ni −NiR = x|ND) =
1

H

H∑
i=1

e−Z(i,h)Z(i, h)x

x!
.

(3.23)

where
Z(i, h) = M̂(i, h)FR((L− i+ 0.5)∆). (3.24)

Furthermore, one can calculate the distribution of the IBNR count, which is an average of the distribu-
tions of the H individual Poisson distribution. This allows one to numerically evaluate the quantile function
and hence construct a prediction interval of the IBNR count.

4. Fitting illustration

In this section, we illustrate the performance of the RJMCMC filter with simulated data. Here and in
the following section, we adopt the parametric assumptions of Example 1, where the size of each shot is
exponentially distributed. Because the intensity cannot be observed, and in absence of further evidence
about its exact dynamics, we feel that a parsimonious approach must be followed.

Appendix B describes the simulation algorithm. The assumptions and parameters in the simulation are
inspired by a domestic motor line of the AUSI data set; see Appendix C for a description of the dataset.
Following are the details of our simulated dataset:
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Figure 1: Simulated shot noise trajectory

— we simulate weekly data of ten years (that is, T = 520 weeks, L = 520 and ∆ = 1 week);

— the risk exposure, Ω(t), is a constant 1;

— the reporting delay distribution is modelled by Assumption 2.3.1 with a threshold of u = 4 weeks. There
is a mass of α = 0.4164 at 0 with a generalised Pareto tail of parameters (β1 = 0.5564, β2 = 12.9427);

— the parameters of the stationary shot noise, Λ′(t), are ρ = 5.9995, η = 0.0216 and k = 0.2176. Figure 1
shows the simulated shot noise trajectory.

One needs to estimate the parameters of two components: parameters from the shot noise process (that
is, ρ, η and k) and parameters from the reporting delay component (that is, α and two Pareto parameters,
namely β1 and β2). To start with, we obtain the initial estimates of the reporting delay parameters by
maximum likelihood estimation. Furthermore, we obtain the initial guesses of the shot noise parameters by
matching the theoretical and empirical values of mean, variance and autocorrelation at lag 1 of the weekly
claims counts In particular, we choose to remove the last few data points for initial estimation such that
more than 95% of the claims are reported (given the estimated reporting delay parameters). This leads to
the removal of 58 data points in obtaining the initial estimates (only).

We re-parametrise the shot noise process such that we estimate parameters (ρ, η, ρ/k) directly. This is
motivated by the observations that the estimates of ρ and k tend to move in the same direction, although
the ratio seems to be relatively stable. This can be explained by the fact that if ρ is over-estimated, then
there tends to be more jumps in the shot noise trajectory. Therefore a higher k is required to compensate
that. By adopting such a re-parametrisation, one can improve the numerical efficiency in the M-step, where
the parameter ρ/k is considered to move relatively independently from ρ.

Given the initial estimates, we use a two-step MCEM algorithm to update the parameters. In the first
step, we fix the reporting delay parameters and only update the shot noise parameters. Since the reporting
delay parameters are not updated, one can use the conditional likelihood function in (3.20); see Section 3.5.
Then we update all parameters simultaneously with a full MCEM-RJMCMC algorithm with conditional
likelihood in (3.16). We consider 70,000 RJMCMC simulations in each iteration. The first half are used as
the “burn-in” period and 100 simulations of the second half are used in the M step. Figure 2 shows that
the estimated integrated process (grey dots) follows closely to the simulated one (dark dots).

The final results of parameter estimates of the shot noise process are shown in Table 5. The initial
estimation of the reporting delay parameters is not satisfactory, which is significantly improved in Step 2
where we perform a full MCEM algorithm. This shows the importance of a joint estimation of all parameters.
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Figure 2: Filtering result

shot noise parameters shot noise moments reporting delay parameters
ρ η ρ/k mean variance autocor α β1 β2

true value 5.9995 0.0216 27.571 1276.4 56308 0.8476 0.4164 0.5564 12.9427
Initial 6.4005 0.0214 27.721 1297.0 57572 0.8405 0.4520 0.4068 13.0041
Step 1 (partial
MCEM)

7.0881 0.0241 30.670 1272.7 50244 0.8380

Step 2 (full
MCEM)

6.4261 0.0219 28.075 1284.2 55793 0.8412 0.4165 0.5485 13.0675

Table 5: Results of parameter estimation

Furthermore, the estimation of the shot noise parameters also shows improvement in Step 2 compared to that
from Step 1. We also notice that the moment matching algorithm is able to provide nice initial estimates.
Moreover, the theoretical mean and auto-correlation at lag 1 implied by our final estimate are close to those
implied by the true values, although the variance is slightly under-estimated.

We use the RJMCMC simulations in the last step of the MCEM algorithm as the estimate of the
underlying shot noise process. This allows us to compute the estimate of the integrated intensity, conditional
on which a claim count is a Poisson random variable. Furthermore, this also enables us to predict the counts
of IBNR claims; see Section 3.6. In Table 6, we display the lower-left corner of the quarter count triangle.
The upper triangle corresponds to observed data and the lower one corresponds to the expected values of
the future IBNR counts. Please note that we aggregate the claim counts into quarterly intervals to reduce
the size of the dataset and improve readability. The diagonal (that is, the most recent calendar period)
of a full quarterly triangle involves future observations, hence we treat this whole diagonal as unobserved
(note the last accident quarter is 39 instead of 40). Furthermore, the proportion of motor insurance claims
that are reported beyond two years is quite small and therefore presenting only the first two reporting years
already covers the majority of the data. The rest of the reporting periods are aggregated together. We have
also included a column to display the total INBR counts for each accident quarter, and showed the relative
error, that is, the ratio of the difference between the prediction and the true value (from the simulated
sample path) over the latter. The small errors in Table 6 show that our algorithm is able to achieve good
predictions. In fact, the aggregate prediction value (20466) is very close to the true IBNR count (20600).

Figure 3 shows the results of parameter estimation via MCEM iterations in Step 2. In each plot, the
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reporting quarter relative
accident
quarter

1 2 3 4 5 6 7 8 ≥ 9 IBNR error

32 13097 3166 1296 728 386 242 183 138 490.74 490.74 -0.10
33 11173 2622 1144 573 332 232 168 110.51 493.05 603.56 -0.01
34 11390 2594 1087 566 341 202 155.14 111.03 514.60 780.77 0.02
35 11778 2720 1104 639 374 236.73 161.92 115.88 461.86 976.40 -0.05
36 10464 2498 1082 567 329.73 212.47 145.32 104.00 364.32 1155.84 -0.06
37 8281 1960 840 438.17 260.09 167.60 114.63 82.04 431.97 1494.50 0.05
38 9910 2258 987.50 519.54 308.39 198.72 135.92 97.27 407.63 2654.97 -0.01
39 9352 2154.16 931.84 490.26 291.01 187.52 128.26 91.79 390.43 4665.27 0.01

Table 6: Simulated sample path (upper left triangle) and corresponding expected future claim counts (lower right triangle),
aggregated into quarterly intervals. The relative error has been computed with respect to the simulated sample path of the
lower right triangle (which we assumed was unobserved when calibrating the model).

value at 0 refers to the initial estimate. The results show nice convergence of all parameters. In particular,
the initial estimates of the reporting delay parameters underestimate the distribution, which are corrected
in Step 2. The under-estimation of the reporting delay distribution at the initial step results from the fact
that the reporting delay model is calibrated independently from the arrival process. This assumes complete
observations and ignores the existence of unreported claims, where the IBNR claims have longer reporting
delays than those of the reported claims in the same accident periods.
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Figure 3: Parameter update via MCEM iterations

Overall, our estimation algorithm is able to filter out the underlying intensity process and estimate the
parameters accurately. Furtheremore, we are able to provide a close (point) prediction of the IBNR count
and estimate the stochastic distribution of the IBNR count.

Remark 4.1. The initial shot noise trajectory we use for a new MCEM iteration (after the first one) is the
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last RJMCMC simulation in the previous MCEM iteration. Therefore, once the parameter estimates have
achieved reasonable convergence, the starting point of the RJMCMC simulation should belong to a suitable
range of the stationary distribution of the shot noise trajectory. In such a case, a “burn-in” period may not
be necessary. In this research, we do not investigate into the benefit a “burn-in” can bring considering the
extra cost of computation. Here, we follow the same approach as Centanni and Minozzo (2006a,b) where a
“burn-in” period is adopted.

Remark 4.2. The number of RJMCMC simulation required in the “burn-in” period is chosen in the following
way. Firstly, this number should be proportional to the number of shots in the shot noise trajectory, where
the expected number of shots is ρT . Given a relatively good initial estimate of the trajectory, the expected
number of simulations one needs to update each shot by changing its position and height once is 5.5 (given
that we have 20% chance of choosing each particular move). Furthermore, one should consider that the
estimate of ρ may not be accurate and other move types may be involved. Therefore we make a subjective
choice of using at least 10ρT (where the actual number can be larger for convenience) RJMCMC simulations
in the “burn-in” period.

5. Analysis of the AUSI data set

In this section, we illustrate our algorithm with a real insurance dataset. The dataset, which is part
of the AUSI dataset (refer to Appendix C), corresponds to the Building and Contents business of a major
Australian general insurer. Here we have observations of insurance claims and policies information from
01/July/2013 to 04/January/2015. We choose to use the number of policyholders as a measure of exposure
for claim counts. Catastrophe claims are flagged in the dataset and have been excluded from our analysis.
For confidentiality reasons, we only consider a random sample (a subset chosen randomly) of the claim
observations and scale the risk exposure to an arbitrary number.

We start by examining the autocorrelation structure of the claim counts per unit exposure. The auto-
correlation of the daily data, presented in Figure 4a, shows that there is a weekly cycle indicated by local
peaks of autocorrelations lags at 7 and 14. A shot noise Cox process, whose autocovariance (as well as
autocorrelation) is an exponential decay function of the lag (see Equation 2.5), may not provide nice fit in
such a case. To overcome this, one can add covariates in the exposure term (see Remark 2.3) corresponding
to weekly effects. However, this adds more parameters in the model and may lead to higher parameter
uncertainty. Here, we adopt an alternative solution where we consider the weekly data. The autocorrelation
of the claim counts per unit exposure (see Figure 4b) behaves more closely to that of a shot noise Cox
process. In the rest of the analysis, we use weekly data instead of daily data. Figure 5 presents the observed
weekly claim counts NiR (dark dots) and risk exposure Ωi (grey dots) for week i. Note that exposure is
increasing over the period considered.
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Figure 4: Sample autocorrelation in the AUSI data set
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Figure 5: Observed claims counts NiR (dark dots) and non-constant risk exposure Ωi (grey dots) for week i

We obtain the initial guesses of the shot noise parameters by taking an average of the results of mo-
ment matching (where we consider the mean, variance and autocorrelation at lag 1) and negative binomial
approximation. The reporting delay data is fitted to several candidate distributions, and the log-normal
distribution leads to the highest likelihood. For illustration purpose, we assume that the reporting delay
distribution is stationary. We follow the same two-step procedure as that for the simulated dataset. There
are 50 and 1000 MCEM iterations in Steps 1 and 2 respectively, with 4600 RJMCMC in each iteration.
Only 100 RJMCMC simulations from the second half of each iteration are used in the E step of the MCEM
algorithm. The parameter estimation results are summarised in Table 7 and Figure 9 presents the parameter
updates in each MCEM iterations in Step 2.

shot noise parameters shot noise moments reporting delay parameters
ρ η ρ/k mean variance autocor α β1 β2

Initial 2.9065 0.0211 7.3914 350.7465 15012 0.7579 0.8918 0.9283 1.5612
Step 1 (partial
MCEM)

3.7661 0.0267 9.3098 348.9316 11828 0.7479

Step 2 (full
MCEM)

8.7231 0.0372 13.3547 358.8643 8205.1 0.6337 0.8578 1.5801 1.9376

Table 7: Results of parameter estimation

The convergence of the parameters is satisfactory (see Figure 9). Similarly to the observations from the
simulated dataset, the reporting delay distribution is under-estimated in Step 1 and the parameter estimates
quickly converge to stable levels in Step 2. Figure 6 presents the estimated integrated intensity (grey dots)
compared to the observed claims counts (dark dots), together with the IBNR counts (dotted line). We
observe that the estimated integrated intensity follows closed to the observed counts for most of the period.
The difference between these two grows larger at the end of the observation period, which is caused by
higher numbers of IBNR counts. We have also plotted the relative residuals of claim counts (see Figure 7),
where we compare expected numbers of claim counts from our filter to the actual observations. 40 out of 79
of the residuals are positive. This further shows that our filtering algorithm is able to capture the movement
of the claim frequencies.

We present the counts triangle in Table 8. The upper triangle corresponds to observed counts and the
lower triangle consists of the estimated IBNR counts. To improve readability, we aggregate the results
into quarterly intervals. This requires the removal of the observations in the last quarter (which involves
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Figure 6: Filtering result

aggregating future observations). Furthermore, we have ignored the first accident week so we have exactly
5 accident quarters. We also notice that the proportion of unreported claims after the maximum reporting
delay (as a result of the triangle shape) is material. This is because of a small sample size where the count
triangle is not fully developed yet. In this case, our model is able to allow for the IBNR counts beyond the
restriction of a fixed size triangle. Figure 8 shows the prediction of the total IBNR count. The expected
value of the total IBNR count is 1109.1.

reporting quarter
accident
quarter

1 2 3 4 5 ≥ 6 IBNR

2013-Q3 2039 70 37 12 5 29.86 29.86
2013-Q4 3884 153 50 24 13.85 57.83 71.68
2013-Q1 5931 147 47 32.03 20.46 85.41 137.91
2013-Q2 5196 121 51.15 28.25 18.05 75.34 172.79
2013-Q3 4808 118.95 47.21 26.08 16.66 69.54 278.43

Table 8: The count triangle (aggregated into quarterly intervals)

In conclusion, our filtering results suggest that our shot noise Cox model is adequate for the modelling
of the data set we consider. The model allows for an easy prediction of the IBNR counts.
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A. Proofs

A.1. Scaling the exposure under Model 2.2.1

Recall Model 2.2.1 and suppose that there exists a homogeneous shot noise process Λ′(t) with parameters
(ρ, η, k) such that

Λ′(t) = Λ′(0)e−kt +

J(t)∑
j=1

Xje
−k(t−τj), t ≥ 0, (A.1)

where all the notations have the same meaning as in Model 2.1.2 and the intensity process is

Λ(t) = Ω(t)Λ′(t). (A.2)

Define a new exposure process Ω′(t) = aΩ(t), which scales Ω(t) by a constant, then

Λ(t) = Ω(t)Λ′(t) = Ω′(t)
Λ′(t)

a
(A.3)

with

Λ′(t)

a
=

Λ′(0)

a
e−kt +

J(t)∑
j=1

Xj

a
e−k(t−τj), t ≥ 0. (A.4)

Now the characteristic function of Xj/a is

E(e
Xj
a t) = E(eXj

t
a ) =

η

η − t/a
=

aη

aη − t
, (A.5)

which suggests an exponential random variable with parameter η. Furthermore, the characteristic function

of Λ′(0)
a is

E(e
Λ′(0)

a t) = E(eΛ′(0) t
a ) = (

η

η − t/a
)ρ/k = (

aη

aη − t
)ρ/k, (A.6)
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which suggests a Gamma random variable with parameter (ρ/k, aη). Therefore Λ′(t)/a is still a shot noise
process but with parameters (ρ, aη, k).

B. Simulation algorithm

We extend the algorithm developed in Avanzi et al. (2016) to simulate the trajectory of a shot noise
process. In this section, we will present the algorithm to generate discrete observations of claims count in
the presence of reporting delays. We use the same notations as in Section 3. For the ith (i = 1, 2, . . . , L)
accident period,

— calculate the integrated intensity, Mi with Equation (3.15);

— simulate the ultimate claim count as a Poisson random variable with intensity Mi;

— allocate the ultimate claims into reporting bins (where we treat the unreported claims as falling into a
special reporting bin) with a multinomial distribution. The probability of allocating a claim to the jth

reporting period is

pi(j) =

{
FR(0.5∆) j = 1

FR((j − 0.5)∆)− FR((j − 1.5)∆) j > 1,
(B.1)

and the probability of a claim reporting after T (that is, it is an IBNR claim) is

pIBNR
i = 1− FR((L− i+ 0.5)∆). (B.2)

One can show that
∑L−i+1
j=1 pi(j) + pIBNR

i = 1, that is, a claim is either reported in one of the reporting
periods or being an IBNR claim.

Remark B.1. Our simulation algorithm is consistent with the likelihood function we use in our estimation
algorithm (see Section 3). As discussed in Remark 3.2, one may adopt a different estimation algorithm and
this may require a corresponding simulation method. For example, one can refer to Centanni and Minozzo
(2006b) and Avanzi et al. (2016) for algorithms of simulating continuous observations of a homogeneous
shot noise Cox process.
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Figure 9: Parameter estimates via EM iterations

C. The AUSI dataset

The dataset was developed as part of a Linkage Project grant awarded by the Australian Research Council
(ARC) until 2016 for a project titled Modelling claim dependencies for the general insurance industry with
economic capital in view: an innovative approach with stochastic processes. It is referred to as the AUSI
data set, an acronym of the names of the project partners (Allianz Australia Insurance Ltd, UNSW
Australia, Suncorp Metway Ltd, and Insurance Australia Group Ltd).

The data set currently includes data from two insurers. LoBs covered comprise two property and two
casualty lines, as follows, referred to initially in Australian nomenclature, and then US:

— Home (Homeowners), including both Buildings and Contents coverages;

— Private Motor (Private Auto Property Damage);

— Compulsory Third Party (“CTP”) (Auto Bodily Injury);

— Public Liability.

Data are provided in respect of a defined period (“investigation period”) in essentially the standard
format, consisting of:

— A policy file, containing detail of each policy underwritten during the investigation period, e.g. dates
of inception and expiry, sum insured, etc.;

— A claim header file, containing static information on each claim notified during the investigation
period, e.g. dates of claim occurrence and notification, finalisation date (if finalised), claim state, etc.;

— A claim transaction file, containing detail of each claim transaction occurring during the investigation
period, e.g. transaction date, type of transaction (claim payment or case estimate adjustment), amount
of transaction, payment type (e.g. peril or head of damage under which payment is made), claim status
(open/closed) after the transaction, etc.
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D. Table of notations

symbol definition
N(t) insurance claims count process
Ω(t) risk exposure at time t
Λ(t) stochastic intensity of claim arrival
Mi(t) integral of the stochastic intensity over the ith sub-period
Λ′(t) stationary shot noise process (Λ(t) = Ω(t)Λ′(t))
(ρ, η, k) frequency, severity and decay parameters of the shot noise process where the

expected shot size is 1/η
(ρ0, η0, k0) initial estimates of (ρ, η, k)
J(t) arrival process of shots in the shot noise intensity
τj arrival time of the jth shot
Xj severity of the jth shot
R reporting delay of a claim
u threshold parameter of the reporting delay distribution
α mass of reporting delays at 0
β vector of parameters of the continuous reporting delay distribution above u
n number of shots in a shot noise trajectory
φ parameter vector to be estimated (e.g. φ = (ρ, η, k) in the case of a shot noise

process with exponentially distributed shots)
fX(·) probability density function of a random variable X
FX(·) cumulative distribution function of a random variable X
∆ length of each sub-period
L number of sub-periods
T length of the data observation period (T = L×∆)

Table A: Notation used in the paper
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