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Abstract  

This dissertation examines two major issues in psychological research: formal sample size 

planning and reporting biases. It is organized into three main parts. The first part examines the 

history of formal sample size planning and reporting biases in the psychology research 

literature, outlining the history of the dominant approach to statistical analysis (Chapter 2), 

demonstrating the implications of low statistical power and reporting biases on research 

literatures (Chapter 3), and examining the history of statistical power analysis as represented in 

the psychology research literature (Chapter 4). 

The second part of this dissertation examines psychologists’ research and publication 

practices. Chapter 5 presents a meta-analysis of previous power surveys and finds that the 

average statistical power of psychology research at Cohen’s small and medium effect size 

benchmarks was lower than typical goal levels and that this value remained approximately 

constant from the 1960s to 2014. Chapter 6 presents an analysis of more than 130,000 effect 

size estimates from over 9,000 articles published in 5 APA journals from 1985 to 2013 and finds 

that the average effect size reported in this body of psychological research decreased over 

time. Together Chapters 5 and 6 suggest that the average statistical power of psychological 

research remained stable or may even have decreased over time. In order to investigate why 

this is the case, Chapter 7 presents the results of a survey of researchers from across fields of 

psychological research about their research planning practices. This survey highlights the most 

important barriers that prevent researchers from using formal sample size planning during the 

design phase of their research and shows that while most researchers believe statistical power 

is important for their research purposes, practical constraints act to limit achieved sample sizes 

in most studies. 

The final part of this thesis examines the implications of low statistical power and 

reporting biases on scientific research and provides suggestions on how research planning 

methods could be improved. Bringing together all of the previous large-scale replication 

projects that have been conducted in the behavioral sciences, Chapter 8 shows that effect sizes 

in replication studies are, on average, considerably lower than those reported in original 

studies, and quantifies the substantial heterogeneity in this value across replication projects. 
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Finally, Chapter 9 examines sample size planning efforts reported in recent Psychological 

Science articles and uses this to illustrate a guide to effect size selection for formal sample size 

planning. 

Together, this dissertation shows that low statistical power and reporting biases remain 

serious problems for the behavioral sciences research literature. Contrasting the long history of 

efforts to improve the statistical power of psychology research with the lack of change in the 

average power of research from 1962 to 2014, I argue that new methods of avoiding the 

negative impact of low statistical power and reporting biases are necessary. Several recent 

publication and methodological developments, namely (a) preregistration, (b) pre-prints and 

data repositories, (c) the registered reports publication format and (d) the increasing use of 

large scale collaborative research projects, provide possible mechanisms with which to reduce 

the negative impact of low statistical power and reporting biases on the published scientific 

literature. 

 

  



5 

 
 

Declaration 
 
This is to certify that:  

1. The thesis comprises only my original work towards the degree of Doctor of Philosophy;  
2. Due acknowledgement has been made in the text to all other material used; and,  
3. The thesis is fewer than 100,000 words, exclusive of tables, figures, footnotes, 

references, and appendices. 
 
 

__________________________________________ 

Felix Singleton Thorn      

 

 

  



6 

Acknowledgements 

Acknowledgements are due to my supervisors, Professor Fiona Fidler and Dr Paul Dudgeon, 

who provided essential support and assistance during the writing of this thesis.  

I would also like to thank Kasia Jasinski, Hayley Jach, Gabe Ong, Arielle Miriam, Elle Pattenden, 

Joshua Rhee, Phillipa Johnson, Morgan Anna, Ji Song, Monika Tomlinson, Geoff Saw, Dorka 

Lantos, Maggie Webb, Simon Lilburn, Christina van Heer, Valerie Webb, Will Turner, Steve 

Kambouris and Hannah Fraser who helped make the experience of doing this research a 

genuine pleasure. Thank you all for putting up with me, you lovely humans. 

 

  



7 

Contents 
Part 1 – Statistical Power and Reporting Biases in the Psychology Research Literature .... 17 

 – Overview of the present dissertation ........................................................... 18 

 – Probability Frameworks and Sample Size Planning in Psychology .................. 23 

2.2. Fisher’s Approach to statistical significance testing ..................................................... 25 

2.3. The Neyman-Pearson framework ................................................................................. 27 

2.4. Contrasting the role of statistical Power in the Neyman-Pearson and Fisherian 
approaches to statistical analysis ........................................................................................ 31 

2.5. The “Hybrid” Approach to Statistical Inference ........................................................... 32 

2.6. Power in the dominate statistical framework in psychology ....................................... 34 

 – Statistical Power and Reporting Biases in the Behavioural Sciences .............. 36 

3.1 The statistical power of the psychology literature ........................................................ 37 

3.2 What are the negative impacts of low statistical power? ............................................. 38 

3.3 Type S and Type M error ................................................................................................ 44 

3.4 The negative impact of low statistical power in the presence of reporting biases....... 46 

3.5 Real-world examples of the impact of statistical power on research literatures ......... 53 

3.6 Statistical power analysis ............................................................................................... 58 

 – A Brief Quantitative and Qualitative History of Statistical Power in the 
Behavioural Sciences Research Literature ....................................................................... 62 

4.1 Introduction ................................................................................................................... 63 

4.2 Method .......................................................................................................................... 64 

4.3 Results ............................................................................................................................ 68 

4.4 Conclusion and a roadmap to this dissertation ............................................................. 79 

Part 2 – Research and Reporting Practices in Psychology ................................................. 83 

 – The Statistical Power of Psychology Research: A Systematic Review and Meta-
analysis .......................................................................................................................... 84 

5.1 Introduction ................................................................................................................... 85 

5.2 Methods ......................................................................................................................... 87 

5.3 Results ............................................................................................................................ 99 

5.4 Discussion ..................................................................................................................... 105 

Supplementary Materials 5.1: Sensitivity analyses and robustness checks ...................... 110 

Supplementary Materials 5.2: Estimating the proportion of articles which report a power 
analysis in the psychology literature ................................................................................. 116 



8 

 – Are Effect Sizes Changing Over Time in Published Psychology Research? .... 123 

6.1 Introduction ................................................................................................................. 124 

6.2 Methods ....................................................................................................................... 126 

6.3 Results .......................................................................................................................... 131 

6.4 Discussion ..................................................................................................................... 142 

Supplementary materials 6.1 Effect size conversions ....................................................... 148 

Supplementary materials 6.2. Additional exploratory analyses ........................................ 149 

 – Understanding Barriers to Formal Sample Size Planning ............................. 154 

7.1 Introduction ................................................................................................................. 155 

7.2 Method ........................................................................................................................ 159 

7.3 Results .......................................................................................................................... 161 

7.4 Discussion ..................................................................................................................... 189 

Part 3 – The Impact of Current Research and Reporting Practices and Potential Solutions194 

 – Examining the Impact of Publication and Reporting Biases on Effect Sizes in 
Published Behavioural Sciences Research Using Large Scale Replication Projects ........... 195 

8.1 Introduction ................................................................................................................. 196 

8.2 Methods ....................................................................................................................... 200 

8.3 Results .......................................................................................................................... 207 

8.4 Discussion ..................................................................................................................... 214 

Supplementary material 8.1: Replication project sampling frames, extraction, participants, 
and exclusion details .......................................................................................................... 220 

Supplementary Material 8.2: Plots and multilevel model output of the relationship between 
original and replication correlation coefficients using varied exclusion criteria ............... 229 

Supplementary materials 8.3: Meta-analysis leave-one-out cross validation .................. 232 

Supplementary materials 8.4: Bayesian Mixture Model ................................................... 233 

Supplementary materials 8.5: Effect size conversions ...................................................... 234 

 – Approaches to effect size selection for sample size planning....................... 235 

9.1 Introduction ................................................................................................................. 236 

9.2 What approaches to formal sample size planning are currently being used? ............ 239 

9.3 Approach 1: Estimating the population effect size...................................................... 240 

9.4 Approach 2: Smallest Effect Size of Interest ................................................................ 245 

9.5 Approach 3: Bayesian prior distribution ...................................................................... 248 

9.6 Conclusion .................................................................................................................... 250 



9 

 – Conclusion ............................................................................................... 252 

10.1 Introduction ............................................................................................................... 253 

10.2 What is the average level of statistical power of psychology and has this value changed 
over time? .......................................................................................................................... 254 

10.3 What is the impact of publication bias and low power on effect sizes in the published 
literature? .......................................................................................................................... 256 

10.4 Why is the average statistical power of psychology research low and why have previous 
reform efforts not increased the average statistical power of psychology research? ...... 258 

10.5 How can we reduce or avoid the negative impacts of low statistical power? .......... 261 

References ................................................................................................................... 271 

Appendices .................................................................................................................. 288 

Appendix 1 – Effect sizes for Planning and Interpreting Research: Definitions and a Review of 
Empirical Effect Size Benchmarks ...................................................................................... 289 

Appendix 2. Code book for Chapter 5 ............................................................................... 313 

Appendix 3. Questionnaire about research planning practices (Chapter 7) ..................... 317 

Appendix 4. Interview schedule about research planning practices (Chapter 7) ............. 327 

 

  



10 

List of figures 

Chapter 2 
Figure 2-1. Illustration of p value determination. ........................................................................ 26 

Figure 2-2. Illustration of Fisher’s interpretation of p values. ...................................................... 26 

Figure 2-3. Sampling distributions for two one-tailed independent samples t-tests. .................. 30 
Chapter 3 

Figure 3-1. The minimum statistically significant observed effect in Cohen’s d for a two tailed t-
test at alpha = .05 as sample size increases. ................................................................................ 39 

Figure 3-2. Contour plot of the proportion of statistically significant findings which are correct 
rejections of the null hypothesis as a proportion of the total number of statistical tests 
performed by statistical power and by percentage of alternative hypotheses which are true. . 42 

Figure 3-3. Line plots of the type S error rate conditional on the effect being significant (left) 
and exaggeration ratio (right) as a function of the statistical power of tests for an independent 
samples t-test. ............................................................................................................................... 46 

Figure 3-4. Boxplots of average effect size (Cohen’s d) by sample size of all RCTs included in 
systematic reviews published by the Campbell Collaboration’s Crime and Justice Coordinating 
Group (n = 66). .............................................................................................................................. 56 

Figure 3-5. Boxplots of effect size (Cohen’s d) by sample size of Muraven, Tice, & Baumeister 
(1998), Self-control as limited resource: Regulatory depletion patterns, Baumeister, Bratslavsky, 
Muraven, & Tice (1998), Ego depletion: Is the active self a limited resource?, and replications of 
their findings. ................................................................................................................................ 56 

Figure 3-6. Boxplots of effect size (Cohen’s d) by sample size of Vohs, Mead, & Goode (2006) 
The psychological consequences of money, and Caruso, Vohs, Baxter, & Waytz (2013) Mere 
exposure to money increases endorsement of free-market systems and social inequality and 
replications of their findings. ........................................................................................................ 57 

Figure 3-7. Boxplots of absolute effect size (r) by sample size of The Substitutability of Physical 
and Social Warmth in Daily Life (Bargh & Shalev, 2012) and replications of their findings. ........ 57 

Figure 3-8. An illustration of the different methods to sample size planning in Bayesian and 
frequentist analysis approaches. .................................................................................................. 60 

Chapter 4 
Figure 4-1. The number of records indexed in PsycInfo and Web of Science’s Psychology, 
Psychiatry and Mathematical Methods in Social Sciences collections, and the estimated total 
number of records indexed by year. ............................................................................................. 65 

Figure 4-2. The observed (blue points and line) and predicted (black line) number of articles 
discussing power analysis. ............................................................................................................ 69 

Chapter 5 
Figure 5-1. Prisma flow diagram of article identification, screening and selection. .................... 91 

Figure 5-2. Forest plot of studies of the power of psychology research literatures at Cohen’s 
(1988) “small” effect size benchmark. ........................................................................................ 100 

Figure 5-3. Forest plot of studies of the power of psychology research literatures at Cohen’s 
(1988) “medium” effect size benchmark. ................................................................................... 101 

Figure 5-4. Forest plot of studies of the power of psychology research literatures at Cohen’s 
(1988) “large” effect size benchmark. ........................................................................................ 102 



11 

Figure 5-5. Forest plot of the proportion of articles reporting a power analysis. ...................... 120 

Figure 5-6. Scatter plot of the estimated proportion of psychology articles reporting a power 
analysis. ....................................................................................................................................... 121 

Chapter 6 
Figure 6-1. Histograms of reported effect sizes transformed to correlation coefficients, for all 
results which could be transformed to correlation coefficients, the meta-analytic subset, the 
first reported effect size in each paper, and the largest reported effect size in each paper. .... 132 

Figure 6-2. A qq plot of effect sizes in Fisher Z scores from all data plotted against the meta-
analytic subset. ........................................................................................................................... 133 

Figure 6-3. Histograms of reported degrees of freedom for the denominator (or just degrees of 
freedom in the case of chi-squared, t, F or r tests), for all data, the meta-analytic subset, the 
first reported effect size in each paper, and the largest reported effect size in each paper.  ... 134 

Figure 6-4. A plot of the mean effect sizes per year (left, in Fisher Z transformed correlation 
coefficients) as transformed from the various effect size measures, and of the proportion of 
reported statistical tests of each type included in the current analysis (right). ........................ 136 

Figure 6-5. A plot of the mean number of tests reported in each article (left), and the number of 
articles reported by journal and overall (right). ......................................................................... 137 

Figure 6-6. A plot of the mean Fisher Z score in articles by year... ............................................ 138 

Figure 6-7. A plot of the mean effect size reported in each journal by Year. ............................ 140 

Figure 6-8. Plots of the mean and median effect sizes per year (in Fisher Z transformed 
correlation coefficients) by the subsamples used in analyses. .................................................. 142 

Figure 6-9. A plot of the mean proportion of reported statistical tests that are significant over 
time. ............................................................................................................................................ 143 

Figure 6-10. A plot of the number of papers that report at least one significant result over time.
..................................................................................................................................................... 144 

Figure 6-11. A plot of the mean number of statistical tests reported per article. ..................... 144 

Figure 6-12. A jitter plot of the reported effect sizes in this dataset plotted over time, with an 
overlaid multilevel meta-regression plot.................................................................................... 146 

Chapter 7 
Figure 7-1. Histogram, scatter and box plot of the percentage of recent research that 
researchers reporting having used power analysis or other formal sample size planning during 
research planning for. ................................................................................................................. 163 

Figure 7-2. The reported main determinate of the sample sizes included in research, error bars 
are multinomial 95% confidence intervals. ................................................................................ 164 

Figure 7-3. Density, point and box plot of researchers’ reported proportions of their studies 
which had their sample sizes constrained by access to equipment, population, researcher time, 
or the cost of data collection. ..................................................................................................... 165 

Figure 7-4. Reported reasons that power analyses that were performed were not performed, as 
a percentage of the total sample. ............................................................................................... 169 

Figure 7-5. The percentage of participants who reported that each issue was a “major barrier” 
to the use of formal sample size planning tools. ........................................................................ 172 

Figure 7-6. Histogram, scatter and box plot of the reported percentage of studies for which the 
analysis was known during the planning of research. ................................................................ 174 



12 

Figure 7-7. The proportion of participants who were briefly, never or extensively taught power 
analysis during their formal education. ...................................................................................... 175 

Figure 7-8. Reported reasons for not reporting power analyses that were performed during 
research planning........................................................................................................................ 177 

Figure 7-9. Reported reasons for including post hoc power analysis in published research. .... 179 

Figure 7-10. Reported source of effect sizes used in power analysis, as a percentage of those 
that reported ever having used a power analysis or other formal sample size planning tool. . 181 

Figure 7-11. The reported minimum sample size researchers reported they would include in a 
study that they are planning to publish. ..................................................................................... 184 

Figure 7-12. Histograms of researchers’ estimated median effect sizes for their most frequently 
employed research designs, in Cohen’s d (left), and in their original units (right) .................... 185 

Figure 7-13. Estimated statistical power for researchers’ expected effect sizes ....................... 187 

Figure 7-14. Histogram, point and box plot of researchers’ estimates of the power of psychology 
research to detect an effect of .5 Cohen’s d. ............................................................................. 188 

Chapter 8 
Figure 8-1. A raincloud plot (density, box and scatter plot) of the change in effect sizes (here 
Fisher Z scores) from the original to the replication study by the replication project that each 
replication study was performed as a part of. ............................................................................ 208 

Figure 8-2. Empirical Bayes estimates of the random effect for each replication project in Fisher 
Z scores from Analysis 1. ............................................................................................................. 210 

Figure 8-3. A scatterplot of replication study effect sizes (in correlation coefficients) plotted 
against original study effect sizes, coloured by the posterior assignment rate, the proportion of 
times each study was assigned to the alternative hypothesis. .................................................. 214 

Figure 8-4. A caterpillar plot of the effect size differences between original and replication study 
effect sizes ordered by magnitude in correlation coefficients ................................................... 216 

Figure 8-5. Histograms of the expected differences between original and replication studies for 
each replication project (top panel), study (middle panel), and effect (bottom panel), illustrating 
the degree of heterogeneity expected at each level of the multilevel model. .......................... 216 

Figure 8-6. Scatter plot of replication effect sizes (in correlation coefficients) plotted against 
original effects. ........................................................................................................................... 229 

Figure 8-7. Scatter plot of replication effect sizes (in correlation coefficients) plotted against 
original effects including only statistically significant replications............................................. 230 

Figure 8-8. Scatter plot of replication effect sizes (in correlation coefficients) plotted against 
original effects including studies which are not statistically equivalent to the null. ................. 231 

Chapter 9 
Figure 9-1. Illustration of the different approaches to effect size estimation determination in 
different statistical frameworks.................................................................................................. 237 

Appendix 1 
Figure A-1. A geometric explanation of the calculation of eta squared, partial eta squared and 
generalised eta squared.............................................................................................................. 305 

 
  



13 

List of tables 
 

Chapter 2 
Table 2-1. Summaries of the steps involved in the Fisher, Neyman-Pearson and Null Hypothesis 
Significance Testing (NHST) approaches to statistical significance testing. ................................. 33 

Chapter 3 
Table 3-1. Effect size benchmarks following Cohen (1977, 1988, 1992) ...................................... 38 

Table 3-2. Determinates of the proportion of statistical tests that will be true positives, false 
negatives, false positives, true negatives, and the positive predictive value, negative predictive 
value, the true positive rate and the true negative rate of a set of statistical tests. ................... 40 

Table 3-3. The percentages of researchers in different areas of research self-reporting having 
engaged in various questionable research practices ................................................................... 51 

Chapter 4 
Table 4-1. Quasi-Poisson regression output for including the estimated total number of articles 
as an offset and years as a predictor. ........................................................................................... 68 

Chapter 5 
Table 5-1. Deviations from preregistered protocol for a Systematic Review and Meta-analysis of 
power surveys in psychology research. ........................................................................................ 87 

Table 5-2. Effect size benchmarks following Cohen (1977, 1988, 1992). ..................................... 88 

Table 5-3. Databases and search terms used for data collection for a systematic review of 
power surveys performed on psychological research. ................................................................. 89 

Table 5-4. Power surveys included in the primary analysis organised by subfield. ..................... 92 

Table 5-5. Results of a meta-regression of the power of psychology studies at Cohen’s (1988) 
“small” effect size benchmark, including the year studied in each power survey as a moderator.
..................................................................................................................................................... 103 

Table 5-6. Results of a meta-regression of the power of psychology studies at Cohen’s (1988) 
“medium” effect size benchmark, including the year studied in each power survey as a 
moderator. .................................................................................................................................. 103 

Table 5-7. Results of a meta-regression of the power of psychology studies at Cohen’s (1988) 
“Large” effect size benchmark, including the year studied in each power survey as a moderator.
..................................................................................................................................................... 103 

Table 5-8. Sensitivity analysis results for Cohen’s “small” effect size benchmark. .................... 113 

Table 5-9. Sensitivity analysis results for Cohen’s “medium” effect size benchmark ................ 114 

Table 5-10. Sensitivity analysis results for Cohen’s “large” effect size benchmark. .................. 115 

Table 5-11. Original articles included in the secondary analysis of surveys that report the 
proportion of studies they examined that included a power analysis. ...................................... 117 

Table 5-12. Results of a meta-regression of the proportion of studies reporting a power analysis, 
including the year studied in each power survey as a moderator. ............................................ 119 

Table 5-13. Results of a meta-regression of the proportion of studies reporting a power analysis, 
including the year studied in each power survey as a moderator and no random effects for 
study or area of research. ........................................................................................................... 122 
  



14 

Chapter 6 
Table 6-1. Descriptive statistics for the reported effect sizes in this sample in Fisher Z score and 
correlation coefficient terms. ..................................................................................................... 135 

Table 6-2. Descriptive statistics of the reported degrees of freedom for the denominator (or just 
degrees of freedom in the case of chi-squared, t, F or r tests), for all data, the meta-analytic 
subset, the first reported effect size in each paper, and the largest reported effect size in each 
paper. .......................................................................................................................................... 135 

Table 6-3. Multilevel meta-regression output including all applicable effects. ......................... 139 

Table 6-4. Multilevel meta-regression output including the first reported effect size in each 
article. ......................................................................................................................................... 141 

Table 6-5. Multilevel meta-regression output including just the largest reported effect size in 
each article.. ................................................................................................................................ 141 

Table 6-6. Model estimates of the change in effect size per year with a main effect for year and 
random effects for article and journal, ignoring sampling variability around effect sizes. ........ 149 

Table 6-7. Parameter estimates for a model predicting observed effect sizes with a parameter 
for year, type of statistic, and random effects at the effect, article and journal level. ............. 150 

Table 6-8. Parameter estimates for a model predicting observed effect sizes with a parameter 
for year, type of statistic, interactions between type of statistic and year, and random effects at 
the effect, article and journal level. ............................................................................................ 152 

Table 6-9. Parameter estimates for a model predicting observed effect sizes with a parameter 
for year,  and random effects at the effect, article and journal level. ....................................... 153 

Chapter 7 
Table 7-1. The country of residence, area of research and total number of publications of each 
participant. .................................................................................................................................. 162 

Table 7-2. Re-classified free text responses about other constraints to participant recruitment 
or data collection. ....................................................................................................................... 166 

Table 7-3. The frequency, percentage, and multinomial confidence intervals around reported 
justifications for not performing a power analysis during research planning. .......................... 169 

Table 7-4. Percentage of participants agreeing that various factors limited their use of formal 
sample size planning tools, multiple selections were possible and confidence intervals are 
Wilson score intervals. ................................................................................................................ 172 

Table 7-5. Reported reasons that power analyses that were performed were not reported in 
published papers. ........................................................................................................................ 177 

Table 7-6. The number and percentages of published researchers reporting a justification for 
their post hoc power analysis. .................................................................................................... 179 

Table 7-7. Where do the effect sizes that you use in formal sample size planning typically come 
from?. .......................................................................................................................................... 181 

Table 7-8. The reported unit of analysis and research design that researchers reported having 
used most often in their research published during the previous five years. ............................ 183 

Chapter 8 
Table 8-1.  A list of each included replication project, the number of replication studies 
performed as a part of each replication project, the percentage of replication studies that were 
“successful”, the number of studies for which are included in the current study, and the 
percentage of each project’s studies that are included in the current analysis. ....................... 197 



15 

Table 8-2. Effect size differences between original and replication studies. All calculations were 
performed on Fisher z-transformed correlations and presented effect sizes are back-
transformed into correlation coefficients for interpretability. .................................................. 207 

Table 8-3. Model output from Analysis 1, a multilevel random effects meta-analysis of the 
difference between original and replication effect sizes, with random effects for the project 
(i.e., which large scale replication project the replication was a part of) and the original (i.e., 
replicated) article or effect. ........................................................................................................ 209 

Table 8-4. Model output from Analysis 2, a multilevel random effects meta-analysis of the 
difference between original and replication effect sizes excluding non-significant replication 
studies. ........................................................................................................................................ 212 

Table 8-5. Model output from Analysis 3, a multilevel meta-analysis performed only including 
studies which are not statistically equivalent to the null, using equivalence bounds set as the 
minimum effect size that would have been statistically significant in the original study. ........ 212 

Table 8-6. The number of studies included in each analysis, the estimated correlation coefficient 
effect size change from original to replication study, and the estimated percentage effect size 
change for Analyses 1 to 3. ......................................................................................................... 212 

Table 8-7. Multilevel meta-analysis model estimates and random effects for all data. ............ 229 

Table 8-8. Multilevel meta-analysis model estimates and random effects including only 
statistically significant replications. ............................................................................................ 230 

Table 8-9. Multilevel meta-analysis model estimates and random effects including studies which 
are not statistically equivalent to the null, using equivalence bounds set as the minimum effect 
size that would have been statistically significant in the original study. ................................... 231 

Table 8-10. 0th, 25th, 50th, 75th and 100th percentiles from leave-one out cross validation for 
each multilevel model ................................................................................................................. 232 

Chapter 9 
Table 9-1. The number and percentage of papers reporting each type of justification for the 
effect sizes reported in their power analysis along with multinomial confidence intervals on the 
percentages of papers in each group. ........................................................................................ 240 

Appendix 1 
Table A-1. Effect size benchmarks following Cohen (1977, 1988, 1992) ................................... 292 

Table A-2. The mean effect size and standard deviation reported in educational studies ........ 297 

Table A-3. Results of effect size surveys reporting Cohen’s d and examining psychology 
research, blank cells were not reported. .................................................................................... 298 

Table A-4. Results of effect size surveys of Pearson correlation coefficients. ........................... 301 

Table A-5. Results of effect size surveys of variance-explained effect size benchmarks η squared 
and f. ........................................................................................................................................... 309 

 

  



16 

List of informational boxes 

Chapter 2 
Box 2-1. A definition of p values. .................................................................................................. 25 

Box 2-2. Definitions of terms about statistical significance testing. ............................................ 28 
 Chapter 3 

Box 3-1. Definitions of true positive, false positive, true negative, false negative, positive 
predictive value, negative predictive value, true positive rate and true negative rate. .............. 43 

Box 3-2. Definitions of Type S error, Type M error and exaggeration ratio. ................................ 46 

Box 3-3. Definitions of terms related to reporting biases. ........................................................... 48 

Box 3-4. A definition of formal sample size planning. .................................................................. 59 
Chapter 4 

Box 4-1. Examples of types of articles identified in the systematic review of articles discussing 
statistical power in the behavioural sciences literature. .............................................................. 67 

Chapter 7 
Box 7-1. Research questions addressed in Chapter 7. ................................................................ 158 

Box 7-2. Exemplar text responses about other constraints to participant recruitment or data 
collection. .................................................................................................................................... 166 

Box 7-3. Quotes on sample size constraints from interviews. ................................................... 167 

Box 7-4. Example justifications provided for not performing power analyses. ......................... 170 

Box 7-5. Interview responses explaining why sample size determination is not performed. ... 173 

Box 7-6. Interview quotes on education. .................................................................................... 176 

Box 7-7. Example reasons researchers gave for not reporting formal sample size planning from 
the survey.................................................................................................................................... 178 

Box 7-8. Reported explanations for why post hoc power analyses were reported from the 
survey. ......................................................................................................................................... 180 

Box 7-9. Illustrative quotes from interviews on sample size determination and effect size 
selection. ..................................................................................................................................... 182 

Chapter 8 
Box 8-1. Summaries of the main analyses performed in Chapter 8. .......................................... 206 

Box 8-2. JAGS code for the original model reported in Camerer et al. (2018) and reported on in 
the main text of the current article. ........................................................................................... 233 

Chapter 9 
Box 9-1. Definition of terms used in Chapter 9. ......................................................................... 238 

Chapter 10 
Box 10-1. What is the average level of statistical power of psychology research? ................... 255 

Box 10-2. Has the average statistical power of psychology research changed over time? ....... 256 

Box 10-3. What is the impact of publication bias and low power on effect sizes in the published 
literature? ................................................................................................................................... 258 

Box 10-4. Why is the average statistical power of psychology research low and why have 
previous reform efforts not increased the average statistical power of psychology research? 260 

Box 10-5. What can we do to reduce the impact of low statistical power and reporting biases? 
Recommendations for individual researchers. ........................................................................... 268 

Box 10-6. What can we do to reduce the impact of low statistical power and reporting biases? 
Recommendations for research culture change. ....................................................................... 269 



17 

Part 1 – Statistical Power and Reporting Biases 
in the Psychology Research Literature  



18 

 – Overview of the Present 
Dissertation 

  



19 

This dissertation focuses on two major issues in the psychological research literature: 

formal sample size planning and reporting biases. Formal sample size planning describes the 

various means by which researchers can use statistical tools to estimate the number of 

participants their experiments will require to reach a specified research outcome. The most 

commonly employed formal sample size planning method is statistical power analysis. 

Statistical power analysis allows researchers to calculate the sample size that a frequentist 

statistical test requires to reach statistical significance under a specific alternative hypothesis at 

a given long run relative frequency. Reporting biases, the second focus of this dissertation, 

describe the various means by which the strength and direction of research outcomes impact 

the probability that research findings will be disseminated. The most commonly discussed 

reporting bias is publication bias – often called “the file draw effect”. Publication bias describes 

the process by which studies are more likely to be published if they find support for their 

hypotheses, usually by showing statistically significant results (Lane & Dunlap, 1978; Mahoney, 

1977; Sterling, 1959). Other types of reporting biases are often termed questionable research 

practices (Fraser, Parker, Nakagawa, Barnett, & Fidler, 2018; Krishna & Peter, 2018), and 

include practices such as failing to report non-significant results, changing analytic methods or 

statistical models on the basis of their outcome without acknowledging that this occurred, or 

Hypothesizing After the Results are Known (HARKing), presenting data-informed post hoc 

hypotheses as if they were a priori hypotheses. 

This dissertation is organized into three sections. The first section, chapters 2 through 4, 

gives the historical and theoretical background to the issues of statistical power and reporting 

biases in the psychology research literature and shows how this dissertation’s research extends 

this large body of work. The second section, chapters 5 to 7, examines research planning and 

publication practices among research psychologists and the impact of these practices on the 

statistical power of published research. The final section, chapters 8 to 10, examines the impact 

of current practices for individual researchers and for research literatures and gives concrete 

advice on what we can do to avoid the negative impacts of low power and reporting biases.  
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Part one – Statistical power and reporting biases in the psychology literature 
Chapter 2, Probability Frameworks and Sample Size Planning in Psychology, places the 

dominant approach to statistical analysis in the social and behavioural sciences in historical 

context. It discusses how the dominant approach to statistical analysis developed out of its two 

main historical antecedents, and the role of statistical power in all three approaches.  

Chapter 3, Statistical Power and Reporting Biases in the Behavioural Sciences, describes 

the consequences of low statistical power on individual investigations and on research 

literatures as a whole, illustrating these effects with three case studies from the clinical, 

management and criminology literatures. 

Chapter 4, A Brief Quantitative and Qualitative History of Statistical Power in the 

Behavioral Sciences Research Literature, is a systematic review of the published psychology 

literature that takes statistical power and sample size planning as a main topic. The results of 

this review are then used to develop a typology of these papers, investigate the relative 

frequency of these papers’ publication over time, and support a brief history of statistical 

power as discussed in the psychological research literature. This chapter ends with a roadmap 

to the remainder of this dissertation’s research, showing how each study reported in this 

dissertation fits within this larger literature. 

Part two – Research and reporting practices in psychology 
Chapter 5, The Statistical Power of Psychology Research: A Systematic Review and Meta-

analysis, presents the results of an investigation of the statistical power of psychology research 

from 1962 to 2014. Using a systematic review and meta-analysis of 46 previous power surveys 

and including power estimates of over 8000 behavioral research studies, this chapter estimates 

the average level of power across psychology research at Cohen’s small, medium, and large 

effect size benchmarks. In a secondary analysis, it also presents an assessment of the smaller 

set of studies which have examined how often power analyses are reported in the psychological 

literature, showing whether and how the proportion of articles reporting a power analysis has 

changed over time.  

Chapter 6, Are Effect Sizes Changing Over Time in Published Psychology Research?, is an 

assessment of how effect sizes have changed in psychological research over time. Knowing 

whether the statistical power of psychology has changed over time involves not just estimating 
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whether statistical power is constant at Cohen’s effect size benchmarks (as Chapter 5 

examines), but also whether the effect sizes under study in psychology have changed over time. 

In order to address this question, this chapter uses multilevel mixed-effects meta-analysis to 

analyze a database of over 130,000 effect size estimates from over 9,000 articles published in 5 

APA journals from 1985 to 2013 (Nuijten, Hartgerink, van Assen, Epskamp, & Wicherts, 2015).  

Chapter 7, Understanding Barriers to Formal Sample Size Planning, details the results of 

a survey of 146 psychology researchers performed to help understand the reasons for the 

observed trends in the statistical power of psychology research and augments these results 

with quotations from a series of qualitative interviews. This study uses qualitative and 

quantitative analysis to show how researchers consider sample size and statistical power in the 

planning of their research and shows which perceived difficulties present the largest barriers to 

the routine use of formal sample size planning.  

Although it is presented at the end of this dissertation, Appendix 1 should be seen as a 

supplement to Part 2 of this dissertation. This supplemental chapter, Effect sizes for Planning 

and Interpreting Research: Definitions and a Review of Empirical Effect Size Benchmarks, 

presents a literature review of effect size surveys; studies which have systematically extracted 

effect sizes from bodies of empirical research in the behavioral sciences literature to develop 

empirical effect size benchmarks (i.e., descriptions of the distribution of effect sizes seen in a 

body of published research). This appendix presents all of the identified empirical effect size 

benchmarks alongside descriptions of the sampled populations, common language descriptions 

of each effect size metric, as well as estimators for each effect size metric. 

Part three – The impact of current research and reporting practices 
Chapter 8, Examining the Impact of Publication and Reporting Biases using Large Scale 

Replication Projects, examines the impact of low power, publication and reporting biases using 

a newly available resource; large scale replication projects. These projects – projects which 

have performed close or direct replications of a set of original psychology articles  – provide a 

novel way of estimating the cumulative effect of low power, publication and reporting biases, 

as well as any deviations from original study protocols, on effect sizes in the scientific literature. 

This chapter uses a mixed-effects meta-analytic framework and a Bayesian mixture model to 
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examine how much of an impact these practices have on effect sizes in the published 

behavioral sciences literature. 

Chapter 9, Approaches to Formal Sample Size Planning, is a tutorial on effect size 

selection for sample size planning for psychology researchers, supported by an assessment of 

recent research planning practices reported in the journal Psychological Science. This paper 

focuses on how effect sizes should be chosen for effective sample size planning, while 

acknowledging the practical difficulties that psychologists often face when performing sample 

size planning and recruiting participants. 

Finally, Chapter 10 summarizes the findings and implications of this dissertation and 

shows how the research it contains extends the current research literature. This chapter ends 

with advice on how we as a research community can reduce the negative impact of low average 

statistical power given the real-world incentives that exist and the difficulties that researchers 

face in planning and performing their research. 
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 – Probability Frameworks and 

Sample Size Planning in Psychology 

 

Abstract: The most popular current approach to statistical analysis (often called Null Hypothesis 

Significance Testing, NHST) has two main historical antecedents; that developed by Ronald A. 

Fisher and that developed by Egon Pearson and Jerzy Neyman. This chapter describes and 

contrasts these different approaches to statistical analysis with a focus on the different role 

that statistical power has in each approach. 
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The dominant approach to statistical analysis in psychology and the social sciences can 

be seen as developing out of two different statistical frameworks, that of R.A. Fisher and that of 

Jerzy Neyman and Egon Pearson (Meehl, 1978; Oakes, 1986). Both the Fisherian and Neyman-

Pearson approaches to statistical testing were developed in the early 20th Century to provide an 

internally coherent logical approach to statistical inference without having to make use of 

subjective beliefs, prior probabilities or the Bayesian conception of probability (Gigerenzer et 

al., 1990; Neyman & Pearson, 1928, 1933), and both operate within the frequentist 

interpretation of probability (Bakker, van Dijk, & Wicherts, 2012; Oakes, 1986; Royall, 1997). 

The frequentist interpretation of probability understands probabilistic statements in terms of 

long-run relative frequencies. This means that under the frequentist interpretation, 

probabilities refer to proportions of a given (and usually hypothetical) reference class of infinite 

instances of events in which each outcome occurs, as opposed to being applicable to a single 

instance of a random event (Savage, 1976). In this view, to say that a coin is fair is to say that in 

half of the cases in a hypothetical infinite number of coin tosses it would land on heads, and in 

half it would land on tails. The frequentist interpretation does not accept the idea that 

individual events that have already occurred can be ascribed probabilities; a flipped coin either 

landed on heads or on tails.  

The frequentist interpretation of probability statements can be contrasted with the 

Bayesian interpretation. Bayesian approaches to probability understand probability statements 

in terms of degrees of subjective belief. To say a coin is fair is to say that an objective observer 

with complete knowledge of the situation would expect the coin to land heads on 50% of 

occasions and tails on 50% of occasions (Royall, 1997). As Bayesian statistical analyses are 

relatively rare in psychology, with less than 0.5% of articles published across psychology 

reporting having used Bayesian statistical analyses (van de Schoot, Winter, Ryan, Zondervan-

Zwijnenburg, & Depaoli, 2017), this dissertation focuses primarily on the most common 

approach to statistical analysis in psychology research, the frequentist, and more specifically 

null hypothesis significance testing (NHST) framework (Gigerenzer, Krauss, & Vitouch, 2004).  
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2.2. Fisher’s Approach to statistical significance testing 
Arguably the most influential figure in modern statistical practice and experimental 

design is R.A. Fisher (Efron, 1998). Fisher was an agricultural scientist, population geneticist and 

statistician who had a strong impact not only on statistical significance testing, but also on the 

design of experiments, popularising many elements of contemporary research practices 

including randomisation and multivariate research designs (Hall, 2007; Julian, 1966). In Fisher’s 

approach to statistical testing, a null hypothesis is defined in terms of a particular population 

parameter (e.g., a mean difference) with a known sampling distribution under a particular null 

hypothesis (i.e., a known probability distribution for sample statistics given that the null 

hypothesis holds true). Given this information, we can then determine the p value of sample 

data, i.e., the probability of obtaining a sample statistic as or more extreme than the observed 

value, under the statistical null hypothesis (Gigerenzer et al., 1990, p. 95), see Figure 2-1 for an 

illustration. p values were interpreted by Fisher simply as a continuous measure of evidence 

against the null, with lower p values indicating greater deviation of the sample from the value 

expected given that the null hypothesis were true (Gigerenzer, 1993), see Figure 2-2 for an 

illustration.  

 

Box 2-1. A definition of p values.  

p value  

A p value gives the probability of obtaining a sample statistic as or more extreme as the 

observed value under the statistical null hypothesis. 

𝑝𝑜𝑏𝑠 = 𝑃𝑟(𝑇 ≤ 𝑡𝑜𝑏𝑠; 𝐻0) 

pobs being the observed p value, T being the t distribution, tobs being the observed test statistic, 

and H0 being the null hypothesis. 
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Figure 2-1. Illustration of one-tailed p value determination. The lower the p value the less likely 

the observed data (or more extreme data) is under the statistical null hypothesis. The one-

tailed p value is the area under the curve from the observed data point to plus (or minus) 

infinity of the probability density function of the test statistic under the null hypothesis.  

 

Figure 2-2. Illustration of Fisher’s interpretation of p values from a probability density function 

of (two-tailed) p values for a central t distribution with 48 degrees of freedom. Fisher 

interpreted the p value as a measure of the evidence against the null hypothesis, with lower p 

values providing stronger evidence against the null hypothesis. 
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2.3 The Neyman-Pearson framework 
The two other most influential figures in our current approach to statistical significance 

testing were also statisticians who worked in England during most of the first half of the 20th 

century; Jerzy Neyman and Egon Pearson (Dienes, 2008). In part building on the work of Fisher, 

Neyman and Pearson developed an approach to statistical hypothesis testing designed to 

control long-run error rates when comparing competing hypotheses (Dienes, 2008, p. 57; 

Neyman & Pearson, 1928, 1933). Neyman and Pearson’s approach to statistical testing allows 

for control of the long-run type I (false rejection of the null hypothesis) and type II (false 

acceptance of the null hypothesis) error rates (Neyman & Pearson, 1928). In the Neyman-

Pearson framework, null and alternative hypotheses are defined in terms of population 

parameter values, each with known sampling distributions (Gigerenzer et al., 1990, p. 100; 

Neyman & Pearson, 1933). When comparing the two sampling distributions, a critical value (a 

decision threshold determining which hypothesis is accepted) can then be specified on the 

basis of its associated alpha level (the long run false positive error rate conditional on the null 

hypothesis holding true) and beta level (the long run false negative rate conditional on a 

specific non-null alternative hypothesis holding; Neyman and Pearson, 1933).  
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Box 2-2. Definitions of terms about statistical significance testing. 

Alpha 

The alpha level is the user determined long run type I (false positive) error rate under the null 

hypothesis, equivalent to the p value at which the null hypothesis is rejected. In other words, 

alpha gives the probability of a test (incorrectly) rejecting the null hypothesis using under the 

statistical null hypothesis. In psychology and the social sciences this value is typically, and 

arbitrarily, held at .05 (Gigerenzer & Marewski, 2014). 

𝛼 = 𝑃𝑟(𝑟𝑒𝑗𝑒𝑐𝑡 𝐻0|𝐻0 𝑡𝑟𝑢𝑒)  

Beta  

Beta describes the probability of a type II (i.e., false negative) error under a specific alternative 

hypothesis. In other words, it gives the probability of a statistical test failing to reject the null 

hypothesis given that a specific non-null hypothesis holds true. Beta is the compliment of 

statistical power. 

𝛽 = 𝑃𝑟(𝑑𝑜 𝑛𝑜𝑡 𝑟𝑒𝑗𝑒𝑐𝑡 𝐻0| 𝐻1 𝑡𝑟𝑢𝑒) 

 

Statistical power 

Statistical power describes the probability of a test statistic exceeding the critical value (i.e., of 

obtaining statistically significant results), under a specific alternative hypothesis.  

𝑃𝑜𝑤𝑒𝑟 = 𝑃𝑟(𝑟𝑒𝑗𝑒𝑐𝑡 𝐻0|𝐻1 𝑡𝑟𝑢𝑒)  =  1 − β 

 

Type I error 

A type I error is an incorrect rejection of the null hypothesis, i.e., a rejection of the null 

hypothesis when the statistical null hypothesis holds true. The probability of a type I error 

depends on the chosen alpha level, and on the probability that the null hypothesis is true.  

𝑃𝑟𝑜𝑏𝑎𝑏𝑖𝑙𝑖𝑡𝑦 𝑜𝑓 𝑎 𝑡𝑦𝑝𝑒 𝐼 𝑒𝑟𝑟𝑜𝑟 = 𝑃𝑟(𝑟𝑒𝑗𝑒𝑐𝑡 𝐻0|𝐻0 𝑡𝑟𝑢𝑒)  × 𝑃𝑟(𝐻0) 

 

 

 

 



29 

Type II error 

A type II error is an incorrect failure to reject the null hypothesis, i.e., failing to reject the null 

hypothesis when a non-null alternative hypothesis holds true. The probability of a type II error  

depends on the statistical power of the set of tests and on the probability that the null 

hypothesis does not hold. 

𝑃𝑟𝑜𝑏𝑎𝑏𝑖𝑙𝑖𝑡𝑦 𝑜𝑓 𝑎 𝑡𝑦𝑝𝑒 𝐼𝐼 𝑒𝑟𝑟𝑜𝑟 = 𝑃𝑟(𝑑𝑜 𝑛𝑜𝑡 𝑟𝑒𝑗𝑒𝑐𝑡 𝐻0|𝐻0 𝑓𝑎𝑙𝑠𝑒) × 𝑃𝑟(𝐻0 𝑓𝑎𝑙𝑠𝑒) 

 

The critical value 

The critical value of a statistical test is the test statistic value at which the probability of 

obtaining values as or more extreme equals the user determined alpha level under the 

statistical null hypothesis. This means that the critical value is the value that a sample test 

statistic is compared against in order to determine whether the result is “statistically 

significant”, with more extreme test statistics leading to rejections of the null hypothesis and 

“statistically significant” results. 

 

Statistical Significance 

A statistical test is statistically significant if the test statistic of interest exceeds the critical 

value, i.e., if the probability of obtaining the observed test statistic (or a more extreme value) 

under the null hypothesis is less than the user determined alpha level. 

 

Neyman and Pearson suggested weighing the costs of type I and type II errors against 

each other in order to decide on appropriate levels at which to set alpha (giving the long run 

false positive rate under the null hypothesis, equivalent to the p value at which the null 

hypothesis is rejected), determining the critical value (the decision threshold) and beta (the 

long run false negative rate under the alternative hypothesis). Figure 2-3 gives an illustrated 

example, showing sampling distributions under the null and alternative hypotheses (the left, 

black, and right, grey, curves respectively). In the left panel, the critical value (the red vertical 

line) has been determined to give a type I error rate of .05 under the null hypothesis (i.e., the 

critical value has been determined in order to set alpha to equal .05), giving us a beta of .39 (or 
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equivalently, a statistical power of .61). In the right panel, the critical value has been chosen 

such that alpha and beta are equal, meaning that the probability of a type one error (a false 

positive) under the null hypothesis and a type II (false negative) error under the alternative 

hypothesis are both equal at .16.  

 

 

Figure 2-3. Sampling distributions for two one-tailed independent samples t-tests. α represents 

the probability of rejecting the null and making a type one (false positive) error under the 

statistical null hypothesis. β represents the probability of making a type two (false negative) 

error under the specific alternative hypothesis. The left panel shows a scenario where the 

critical value has been chosen to set α at .05, and the right shows a scenario where the critical 

value has been chosen to set α and β to be equal. 

 

In this framework the results of individual statistical tests should not be taken to 

demonstrate the truth or falsity of a specific hypothesis, or the probability of a hypothesis being 

correct or incorrect (Neyman & Pearson, 1933). The probability of an analysis returning a false 

positive or false negative error depends on the probability of each of each hypothesis holding 

true. Rather, this framework allows us to know that, in the long-run, given that the assumptions 

about the sampling distributions of the competing hypotheses are met, if we were to follow 

these decision rules then our long-run false positive and false negative error rates will be 

known under each of the considered hypotheses (Grayson, Pattison, & Robins, 1997). In order 

for the Neyman and Pearson long-run error control mechanism to function accurately one 

should treat p values as interpretable only in terms of their relation to the pre-decided alpha 
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level. In sharp contrast to Fisher’s approach, if one has decided upon an alpha level of .05 a p 

value of 0.001 should not be treated as stronger evidence against the null than p = 0.049 – at 

least in the sense that both obtained p values should lead to the same behavioural outcome. 

Although Fisher suggested using p = .05 as a rough demarcation point for distinguishing 

between evidence of the presence of an effect and a lack of evidence (even including tables of 

critical values for various probability distributions at p = .05 at the end of Statistical Methods for 

Research Workers; Julian, 1966), Fisher never articulated reasons for the .05 benchmark strictly 

in terms of type I error control (Lehmann, 1993). Instead, he stated that at a p value of .05 or 

lower the obtained sample statistic was far enough from that which should be expected under 

the null hypothesis that it could be rejected in most scenarios (Lehmann, 1993). Especially later 

in life he argued vociferously against the strict application of accept/reject rules (Gigerenzer et 

al., 1990, p. 97), saying that it did not make sense to say that a p value of 0.49 was meaningfully 

different from a p value of 0.51 (Oakes, 1986, p. 120). 

“A scientific fact should be regarded as experimentally established only if a properly designed 
experiment rarely fails to give this level of significance” 

 Fisher (1992, p. 83) 

2.4. Contrasting the role of statistical power in the Neyman-Pearson and Fisherian 
approaches to statistical analysis 
 

In Neyman and Pearson’s framework statistical power is as important as the chosen 

alpha level. Statistical power describes the probability of a statistical test returning statistically 

significant results under a specified alternative hypothesis, i.e., the compliment of beta (the 

type II error rate under the alternative hypothesis). In their formulation of statistical hypothesis 

testing a consideration of the statistical power of a proposed test played a role in the selection 

of alpha and therefore the critical value, the point at which the null hypothesis would be 

rejected in favour of the alternative hypothesis (Neyman & Pearson, 1933).  

On the other hand, in Fisher’s approach to statistical testing statistical power is not 

calculable as there is no specific alternative hypothesis under which power could be calculated. 

Fisher argued that non-rejections of the null should always be treated as non-diagnostic on the 

grounds that it was possible that there was merely insufficient evidence to make any 
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determination (Gigerenzer et al., 2004). Fisher also argued that type II errors (false negatives) 

are not a possible outcome on the basis of an individual instance of a statistical test, as he 

disallowed the acceptance or rejection of hypotheses based on a single statistical test on a 

single sample (Cowles, 2005, p. 224). In Fisher’s reasoning, if one does not make a judgment 

based on a single test, errors of either kind cannot be made. However, even Fisher 

acknowledged that tests with larger sample sizes are better able to provide evidence against a 

null hypothesis, but he did not justify this with reference to statistical power (Cowles, 2005, p. 

232).  

 

 “[Power] has no meaning with respect to simple tests of significance, in which the only 

available expectations are those which flow from the null hypothesis being true” 

Fisher, quoted in Savage (1976, p. 472) 

 

2.5 The “Hybrid” Approach to Statistical Inference 
Researchers such as Cohen (1994), Gigerenzer (2004), Rosnow and Rosenthal (1989) 

have argued the version of statistical analysis that is practiced and taught in psychology is 

distinct from either the Neyman and Pearson or Fisherian approach. The approach to statistical 

testing that is most often taught and used in psychology and the social sciences has been called 

the “hybrid” approach, or null hypothesis significance testing (NHST) (Gigerenzer & Marewski, 

2014). Huberty (1993) shows through an analysis of research methods and statistics textbooks 

that statistical testing in the behavioural sciences has often been taught without mention of 

statistical power, discussion of alternative statistical frameworks or approaches to significance 

testing (e.g., Bayesian statistical methods), and without acknowledgment of the disagreements 

between Fisher and Neyman and Pearson. 

Current practice typically uses aspects of the decision theoretic logic of Neyman-

Pearson (i.e., binary acceptance or rejection of a null hypothesis based on whether a single 

statistical test provides statistically significant results; Gigerenzer et al., 2004). It follows Fisher 

in not requiring the specification of a specific alternative hypothesis or the consideration of 

statistical power, with power analyses being reported in under 10% of papers in most journals 

(Gigerenzer, 2004; also see Chapter 5 of this dissertation). It breaks with both frameworks in 
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almost always using the null hypothesis of no difference (e.g., there will be no difference 

between groups or no effect), consistently using the conventional alpha level of .05, and in 

treating single null hypothesis rejections as strong evidence against the null hypothesis (Bakker 

et al., 2012; Greenland, 2012). See Table 2-1 for a comparison of the various approaches to 

significance testing adapted from Huberty (1993). 

 

Table 2-1. Summaries of the steps involved in the Fisher, Neyman-Pearson and Null Hypothesis 

Significance Testing (NHST) approaches to statistical significance testing, adapted from Huberty 

(1993). 

Fisher Neyman-Pearson NHST 

1. State H0 1. State H0 and H1 1. Use H0 = 0 

2. State test statistic and 

relevant distribution under 

H0 

2. State test statistic and 

relevant distributions under 

H0 and H1 

2. Collect data and calculate 

test statistic and p value 

3. Collect data and calculate 

the test statistic and p value 

3. Weigh relative costs of 

type-one (false positive) and 

type-two errors (false 

negative), use this 

information to choose α, 

determining the region of 

rejection and β 

4. Interpret the obtained p 

value as a continuous 

measure of evidence against 

the null hypothesis 

4. Collect data and calculate 

test statistic 

3. Compare the p value to 

.05, if p < .05, reject the null 

hypothesis, if the p > .05 

either accept the null or 

withhold judgment 

5. Reject H0 in favour of H1 if 

the test statistic is in the 

region of rejection, 

otherwise retain H0 
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2.6. Power in the dominate statistical framework in psychology 
One of the major distinctions between the Neyman-Pearson framework and the “hybrid 

approach” is the failure to explicitly specify an alternative hypothesis (Gigerenzer, 2004). 

Without a specific alternative hypothesis, the statistical power of a proposed test cannot be 

calculated. Importantly, neither the Neyman-Pearson or Fisherian approaches to significance 

testing provide unambiguous and easily implemented improvements to the hybrid approach.  

In order for the long-run probabilities of false and true null rejections to be known under each 

hypothesis (Lehmann, 1993), the Neyman-Pearson testing procedure requires specified null and 

alternative hypotheses. However, this may be an implausible requirement in most behavioural 

research where our theories rarely if ever given specific effect size point estimates (Meehl, 

1978). 

Fisher’s approach to significance testing on the other hand does not provide clear 

guidelines on how to use p values to guide inferences, only allowing them to be considered 

directly as a measure of how likely obtaining the observed (or more extreme) data is under the 

statistical null hypothesis (Macdonald, 1997). The neglect of expected outcomes under 

alternative hypotheses in Fisher’s approach is equally problematic. This leaves Fisher’s 

approach without tools for planning research to ensure that statistical tests are likely to provide 

actionable and interpretable information (Macdonald, 1997).  

Despite the issues inherent in the dominant current approach to statistical analysis, this 

approach can act as a powerful tool in guiding individual researchers’ inferences about the 

presence of effects. Although NHST is certainly not suited to every research scenario, where a 

primary goal may often be to estimate a parameter accurately or to compare competing 

hypotheses or statistical models (Kruschke & Liddell, 2017b), in many cases knowing the 

probability of obtaining the observed data (or more extreme data) under the null hypothesis 

can be useful in interpreting the results of experiments. Especially when repeated 

experimentation and/or preregistration of analytic plans is possible, this approach allows for 

strict Type I error control if all statistical assumptions are met (Forstmeier, Wagenmakers, & 

Parker, 2017; Nosek & Lakens, 2014; Wicherts et al., 2016). If an effect can be repeatedly 

replicated and shown to consistently provide statistically significant results, it is completely 

reasonable to have a high degree of confidence that the statistical null hypothesis does not 



35 

hold (Veldkamp, 2017). However, without a consideration of the statistical power of proposed 

tests, this approach is left without tools that are essential for planning research. 

This dissertation focuses on this issue with current research planning practices – the lack 

of consideration of the behaviour of statistical tests under alternative hypotheses. Each 

individual researcher has strong incentives to attempt to ensure that their participants’ and 

their own time and resources are not wasted performing experiments that are unlikely to allow 

them to meet their research goals. As the following chapter will show, if researchers do not 

carefully consider the behaviour of statistical tests under alternative hypotheses they are left 

without tools essential to planning research effectively and efficiently. Furthermore, it is not 

just their own limited resources that researchers should be worried about. As the following 

chapter also highlights, in the presence of publication bias towards statistically significant 

effects the accuracy of a body of research is strongly impacted by its average statistical power. 
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 – Statistical Power and Reporting 

Biases in the Behavioural Sciences 

Abstract: The low average statistical power of published psychology research has been a 

common point of criticism since Cohen (1962) showed that the average power of articles 

published in the 1960 issue of the Journal of Abnormal and Social Psychology was just .48 to 

detect a “medium” effect size. This chapter shows why we should be concerned about the 

negative consequences of low statistical power, both as individual researchers who do not want 

to waste our own time and resources, and as members of research communities who want our 

research literatures to be maximally interpretable and accurate. This chapter reviews the 

negative consequences of low statistical power for individual researchers and for research 

literatures, and illustrates these negative consequences using three real world case studies 

from organizational-industrial psychology, clinical psychology, and criminology. 
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3.1 The statistical power of the psychology literature  
The lack of emphasis placed on statistical power in psychology research has been a 

common point of criticism since Cohen first assessed each statistical test reported in the 1960 

issue of the Journal of Abnormal and Social Psychology (Cohen, 1962). Cohen (1962) showed 

that these tests had an average statistical power of less than 50% to detect a “medium” effect 

size (see Table 3-1 for Cohen’s effect size benchmarks for the most common effect size 

metrics). This means that the average statistical test had less than even odds of returning 

significant results assuming that a true “medium” effect was present. Since Cohen’s original 

analysis, over 40 studies have followed Cohen in examining the statistical power of bodies of 

research literature in psychology (e.g., Bezeau & Graves, 2001; Sedlmeier & Gigerenzer, 1989). 

Almost all of these papers show that the mean power of the bodies of psychology research that 

they examine is lower than would be desirable at Cohen’s small and medium effect size 

benchmarks, and only meets the typically stated goal level of statistical power (80%) for large 

effects (see Chapter 5 for a meta-analysis of these papers). Furthermore, as Chapters 5 and 6 

will show, together this body of literature suggests that the statistical power of psychology has 

changed little if at all over the last 60 years. 

Low average levels of statistical power can have serious negative consequences for 

bodies of literature especially in the presence of publication bias towards statistically significant 

results. This chapter outlines those negative consequences and illustrates them with three real 

world case studies from industrial-organizational psychology, clinical psychology, and 

criminology. Although this chapter focuses on statistical power in the Null Hypothesis 

Significance Testing framework, it is worth noting these same issues would remain if different 

statistical frameworks were used, as long as there is still an effect size dependent selection 

publication filter, although the severity of these issues may change depending on reporting and 

analysis practices (Kruschke & Liddell, 2017b). For example, selecting for confidence intervals 

that exclude zero would be equivalent to using NHST and selecting for significant results in 

most cases. In the Bayesian framework, using a Bayes Factor threshold or selecting for 95% 

credible intervals that exclude 0 would lead to similar outcomes (Kruschke & Liddell, 2017b).  
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Table 3-1. Effect size benchmarks following Cohen (1977, 1988, 1992) 

Effect size Small  Medium  Large 

Cohen’s d .2 .5 .8 
Correlation coefficient r .1 .3 .5 

Cohen’s w () .1 .3 .5 

Odds Ratio a 1.49 3.45 9.0 
Cohen’s F .1 .25 .4 
Cohen’s f 2  .02 .15 .35 
Partial eta squared (ηp

2)b .0099 .0588 .1379 

Coefficient of 
determination (R2) 

.02 .13 .26 

Notes: Cohen (1962) used slightly different estimates for small and large benchmarks (e.g., for t 

tests for mean differences small was a d of .25 and large a d of 1) although the medium 

benchmarks have remained the same. a Converted from Cohen’s benchmarks for w. b 

Transformed from Cohen’s benchmarks for f. 

3.2 What are the negative impacts of low statistical power? 
Three main negative outcomes occur if a research literature primarily relies on NHST in 

analyzing results and statistical tests that examine true alternative hypotheses have a low 

average level of statistical power. Firstly, (a) real non-zero effects will often be indistinguishable 

from random sampling variability. Definitionally, true non-zero effects will often fail to reach 

significance if a test has low statistical power to detect them (Cohen, 1962). Secondly, (b) the 

effect sizes that are obtained when statistical significance is achieved will be, on average, 

exaggerated, and increasingly so as statistical power decreases. Both (a) and (b) occur because 

the standard errors of sample statistics from smaller samples are, all else being equal, larger – 

meaning the sampling distributions of the sample statistic of interest have a greater variance 

and larger values are expected more frequently under the null hypothesis. This means that, in 

order for effects to reach statistical significance, larger sample statistics must be observed. 

See Figure 3-1 for an illustration of the minimum effect size in Cohen’s d that must be 

observed for statistically significant results to be seen at an alpha of .05 as sample sizes 

increase. As can be seen in this figure, the minimum observed effect size that would lead to 

statistically significant results can still be quite large at sample sizes that are not atypical in 

psychology experiments (Szucs & Ioannidis, 2017). For example, if a researcher has a total 
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sample size of 100 and uses an independent samples t test to analyze their results, the 

minimum statistically significant effect is equivalent to a Cohen’s d of .39. 

 

 

Figure 3-1. The minimum statistically significant observed effect in Cohen’s d for a two tailed 

independent samples t test at alpha = .05 as sample size increases. 

The third major negative consequence that follows from low statistical power is that (c), 

the ratio of false positives to the number of statistically significant results increases as the 

average statistical power of a body of research falls. Although the number of false positive 

findings (i.e., of false null rejections) among a set of statistical tests is determined by the 

number of tests performed on true null hypotheses and the alpha level used, the ratio of false 

positives to statistically significant results (i.e., the precision or positive predictive value of a set 

of statistical tests) additionally depends on the tests’ statistical power. See Table 3-2 for a table 

showing the determinates of the number of true positives, false positives, true negatives, false 

negatives, as well as definitions of the positive predictive value (precision), negative predictive 

value, true positive rate (also known as sensitivity, recall, or hit rate) and true negative rate of a 

set of statistical tests.  
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Table 3-2. Determinates of the proportion of statistical tests that will be true positives, false 

negatives, false positives, true negatives, and the positive predictive value, negative predictive 

value, the true positive rate and the true negative rate of a set of statistical tests. Base rate 

refers to the proportion of statistical tests performed on true alternative hypotheses.  

 Alternative hypothesis is true Null hypothesis is true 

 

 

Significant 

result 

True positive 

Proportion of tests true positives = 

𝑏𝑎𝑠𝑒 𝑟𝑎𝑡𝑒 × statistical power 

False positive 

Proportion of tests false positives = 

(1 − 𝑏𝑎𝑠𝑒 𝑟𝑎𝑡𝑒) × α 

Positive predictive value (precision) 

= 

𝒕𝒓𝒖𝒆 𝒑𝒐𝒔𝒊𝒕𝒊𝒗𝒆𝒔

𝒕𝒓𝒖𝒆 𝒑𝒐𝒔𝒊𝒕𝒊𝒗𝒆𝒔 +  𝒇𝒂𝒍𝒔𝒆 𝒑𝒐𝒔𝒊𝒕𝒊𝒗𝒆𝒔
  

Non-

significant 

result 

False negative 

Proportion of tests false negatives = 

𝑏𝑎𝑠𝑒 𝑟𝑎𝑡𝑒 × (1 −  statistical power) 

True negative 

Proportion of tests true negatives = 

(1 − 𝑏𝑎𝑠𝑒 𝑟𝑎𝑡𝑒) × (1 −  α) 

Negative predictive value 

= 

𝒕𝒓𝒖𝒆 𝒏𝒆𝒈𝒂𝒕𝒊𝒗𝒆𝒔

𝒕𝒓𝒖𝒆 𝒏𝒆𝒈𝒂𝒕𝒊𝒗𝒆𝒔 +  𝒇𝒂𝒍𝒔𝒆 𝒏𝒆𝒈𝒂𝒕𝒊𝒗𝒆𝒔
 

 

True positive rate  

(sensitivity, recall, or hit rate) 

= 

 
𝒕𝒓𝒖𝒆 𝒑𝒐𝒔𝒊𝒕𝒊𝒗𝒆𝒔

𝒕𝒓𝒖𝒆 𝒑𝒐𝒔𝒊𝒕𝒊𝒗𝒆𝒔 +  𝒇𝒂𝒍𝒔𝒆 𝒏𝒆𝒈𝒂𝒕𝒊𝒗𝒆𝒔
 

 

True negative rate 

(specificity) 

= 

𝒕𝒓𝒖𝒆 𝒏𝒆𝒈𝒂𝒕𝒊𝒗𝒆𝒔

𝒕𝒓𝒖𝒆 𝒏𝒆𝒈𝒂𝒕𝒊𝒗𝒆𝒔 +  𝒇𝒂𝒍𝒔𝒆 𝒑𝒐𝒔𝒊𝒕𝒊𝒗𝒆𝒔
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If a body of research includes a mix of true and false null hypotheses, the lower its 

average level of statistical power the more false positives it will contain as a proportion of the 

total number of statistical tests that are significant (Button et al., 2013). Figure 3-1 shows the 

expected proportion of null rejections which are correct under different base rates (i.e., 

different proportions of analyses in which the null does not hold true) and different levels of 

statistical power. As an example, we can take the extreme case where a series of tests have an 

equal beta and alpha level, and half of statistical tests are performed on true null and half on 

true alternative hypotheses. In this scenario we would expect 50% of statistically significant 

effects to be false positives. Taking as a less extreme example Cohen’s estimate of the mean 

statistical power of articles in the Journal of Abnormal and Personality Psychology at a 

“medium” effect size (.48; Cohen 1962), and assuming that half of statistical tests are 

performed on true alternative hypothesis and half on false, the false positive rate among 

statistically significant results would be approximately 10%. 
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Figure 3-2. Contour plot of the proportion of statistically significant findings which are correct 

rejections of the null hypothesis as a proportion of the total number of statistical tests 

performed, at alpha = .05, and powers of .001 to .999, and by percentage of alternative 

hypotheses which are true (from 0.01% to 99.9%). 
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Box 3-1. Definitions of true positive, false positive, true negative, false negative, positive 

predictive value, negative predictive value, true positive rate and true negative rate in the 

context of statistical significance testing. 

Base rate  

The base rate of a body of statistical tests describes the proportion of statistical tests 

performed on non-null alternative hypotheses (i.e., cases where the statistical null hypothesis 

does not hold). 

True positive  

A statistically significant result found when a non-null alternative hypothesis holds true. The 

proportion of tests that are true positives depends on the statistical power of the performed 

statistical tests, as well their base rate.  

𝑃𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝑡𝑒𝑠𝑡𝑠 𝑡ℎ𝑎𝑡 𝑎𝑟𝑒 𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 =  𝑏𝑎𝑠𝑒 𝑟𝑎𝑡𝑒 × 𝑠𝑡𝑎𝑡𝑖𝑠𝑡𝑖𝑐𝑎𝑙 𝑝𝑜𝑤𝑒𝑟 

False positive  

A statistically significant result when the null hypothesis holds true. The proportion of tests that 

are false positives depends on the tests alpha level, as well as their base rate.  

𝑃𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝑡𝑒𝑠𝑡𝑠 𝑡ℎ𝑎𝑡 𝑎𝑟𝑒 𝑓𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 = (1 − 𝑏𝑎𝑠𝑒 𝑟𝑎𝑡𝑒) × α 

True negative  

A non-significant result when the null hypothesis holds true. The proportion of tests that are 

true negatives depends on the base rate and the alpha level of the performed statistical tests.  

𝑃𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝑡𝑒𝑠𝑡𝑠 𝑡ℎ𝑎𝑡 𝑎𝑟𝑒 𝑡𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠 =  (1 − 𝑏𝑎𝑠𝑒 𝑟𝑎𝑡𝑒) × (1 −  α) 

False negative  

A non-significant result when an alternative hypothesis holds true. The proportion of tests that 

are false negatives depends on the base rate and the statistical power of the performed 

statistical tests. 

𝑃𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝑡𝑒𝑠𝑡𝑠 𝑡ℎ𝑎𝑡 𝑎𝑟𝑒 𝑓𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠 = 𝑏𝑎𝑠𝑒 𝑟𝑎𝑡𝑒 × (1 − statistical power) 

Positive predictive value (precision) 

The proportion of statistically significant results that are true positives, sometimes called 

precision.  

𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑣𝑒 𝑣𝑎𝑙𝑢𝑒 =  
𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 +  𝑓𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠
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Negative predictive value  

Negative predictive value describes the proportion of negative test results (in the context of 

statistical significance testing, this means non-significant results) which are true negatives (i.e., 

where the null hypothesis holds). 

𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑣𝑒 𝑣𝑎𝑙𝑢𝑒 =  
𝑡𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠

𝑡𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠 +  𝑓𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠
 

True Positive rate (sensitivity, recall, or hit rate) 

The true positive rate describes the proportion of positive cases (in the context of statistical 

significance testing, this means cases in which a non-null alternative hypothesis holds) where a 

test returns a positive result (i.e., significant results). Sometimes called sensitivity, recall, or the 

hit rate.  

𝑠𝑒𝑛𝑠𝑎𝑡𝑖𝑣𝑖𝑡𝑦 =  
𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 +  𝑓𝑎𝑙𝑠𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠
 

True negative rate (specificity) 

The true negative rate describes the proportion of negative cases (in the context of statistical 

significance testing, this means cases in which the null hypothesis holds) where a test returns 

negative results (i.e., non-significant results). Sometimes called specificity.  

𝑠𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 =  
𝑡𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠

𝑡𝑟𝑢𝑒 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠 +  𝑓𝑎𝑙𝑠𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠
  

 

3.3 Type S and Type M error 
Gelman and Tuerlinckx (2000) propose an alternative way of conceptualizing these 

issues. This conceptualization introduces the idea of “type M” error, or magnitude error, and 

“type S” error, or sign error (Gelman & Carlin, 2014). “Type M” error describes the ratio of the 

true effect size to the observed effect size. “Type S” errors describe cases in which the observed 

effect size is in the opposite direction to the true effect size when the effect is statistically 

significant. To illustrate these different types of error let’s take the example of a researcher 

examining the effect of ice cream on professed happiness, and assume that the there is a true 

small positive effect of ice cream on happiness. A type S error would occur if the researcher 

performed an experiment and found that ice cream made people significantly less happy. Type 

M error on the other hand describes the ratio of the observed effect to the true effect, so if the 
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researcher found that there was an extremely large effect of ice cream on happiness, they 

would have a large type M error. 

As the sample size included in a study decreases, the expected size of the observed 

effect as compared to the size of the true effect increases conditional on the test reaching 

significance (Gelman and Carlin, 2014, call this the expected magnitude error or the 

“exaggeration ratio”). This occurs as effects sampled from the lower tail of the sampling 

distribution of an effect are less likely to be represented among significant findings as statistical 

power decreases (assuming a positively signed true effect and barring statistically significant 

results in the opposite direction of the true effect). This means that the mean effect size of the 

set of analyses that reaches statistical significance is inflated.  

Simultaneously, the probability of the effect being in the wrong direction given that the 

effect is statistically significant (i.e., the type S error rate conditional on statistical significance) 

increases as statistical power decreases (Gelman & Carlin, 2014). A smaller effect size and/or a 

lower sample size leads to there being a higher probability that any observed effect will be in 

the opposite direction of the true effect (Button et al., 2013; Gelman & Carlin, 2014).  

See the left panel of Figure 3-3 for an illustration of the relationship between power and 

the type S error rate, and the right panel for an illustration of the exaggeration ratio (i.e., the 

expected magnitude error conditional on statistical significance). Looking at the left panel of 

Figure 3-3 we can see that, as statistical power decreases, the type S error rate approaches 50% 

and the exaggeration ratio becomes arbitrarily large. It is important to note that if power is 

greater than 20% the probability of a type S error is extremely small (e.g., < 1% in the case of an 

independent samples t-test), although the exaggeration ratio, the expected magnitude error 

conditional on the effect being statistically significant, can still be considerable. For example, 

while the expected magnitude error is 2.2 at a power of .2 for an independent samples t-test, it 

remains as high as 1.4 at a power of .5.  
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Figure 3-3. Line plots of the type S error rate conditional on the effect being significant (left) 

and exaggeration ratio (right) as a function of the statistical power of tests for an independent 

samples t-test. Figures adapted from Gelman and Carlin (2014). 

 

Box 3-2. Definitions of Type S error, Type M error and exaggeration ratio. 

Type S error 

A type S error occurs when a statistical test is performed, returns statistically significant results, 

and the observed effect size is in the opposite direction of the true effect. 

 

Type M error 

Type M error describes the ratio of the true effect size under study to the observed effect size. 

 

Exaggeration ratio 

The exaggeration ratio of a particular statistical test describes the expected size of the observed 

effect as compared to the size of the true effect increases conditional on the test reaching 

significance, i.e., the expected type M error conditional on the statistical test being statistically 

significant. 
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3.4 The negative impact of low statistical power in the presence of reporting biases 
If statistical significance acts as a filter for the publication of results, all of these issues 

will be reflected in the published scientific literature. Low power in the presence of publication 

and/or reporting bias leads to (a) resource waste, as studies with inadequate levels of statistical 

power to reliably detect the effects under study are less likely to be represented in the scientific 

literature.  

The combination of low statistical power and publication bias also means that (b) effect 

sizes in the published literature will be, on average, inflated as the amount of magnitude error 

among reported results can be considerable (Bakker et al., 2012; DeCoster, Sparks, Sparks, 

Sparks, & Sparks, 2015; Ioannidis, 2008). This can render meta-analysis incapable of accurately 

estimating the true magnitude of effects, instead producing upwardly biased effect size 

estimates (C. J. Ferguson & Brannick, 2012; Hedges, 1992).  

Finally, in the presence of publication bias (c) the false positive rate among reported 

findings increases as statistical power decreases. Compounding these issues is the fact that 

underpowered research can be self-reinforcing. If researchers use exaggerated effect size 

estimates from previous research in formal sample size planning, or if they use the sample sizes 

seen in an underpowered body of published research as a guide to sample size selection, their 

research will be, on average, underpowered to detect the unknown true effect sizes under 

study. 

3.4.2 Reporting biases 
There are several mechanisms through which non-significant results may be censored 

from the published literature that I will broadly refer to as “reporting biases” (Lane & Dunlap, 

1978; Mahoney, 1977). The most well-known reporting bias is publication bias, or the “file draw 

effect”. Publication bias describes the scenario where entire studies are “placed in the file-

draw” rather than being published when the results of the experiment do not support the 

researchers’ hypotheses (usually by failing to show statistically significant results; Rosenthal, 

1979).  

There are other types of reporting biases that also lead to non-significant (or small) 

effects being censored from the literature, many of which are often called “Questionable 

Research Practices” (QRPs; John et al., 2012). These other practices include selective reporting 
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of statistical tests when multiple statistical tests were performed (e.g., only reporting those that 

are statistically significant, sometimes called cherry picking; John et al., 2012), or altering 

analyses when statistical significance is not reached (e.g., adding covariates or dropping 

‘outliers’ on an ad hoc basis, sometimes called p-hacking; Bruns, & Ioannidis. 2016). HARKing 

(hypothesizing after the results are known, i.e., framing exploratory analyses as confirmatory; 

Kerr, 1998), can lead to a similar outcome. When HARKed results are reported and their 

exploratory nature is not acknowledged, readers may assume that the type I error control 

mechanisms that NHST is built on apply to these results, not realizing that multiple testing has 

occurred and not been accounted for (Kerr, 1998; Murphy & Aguinis, 2017). Most of these QRPs 

directly increase the false positive rate and inflate effect size estimates among reported results. 

Moreover, low statistical power can increase the negative impact of these biases. Because 

larger effect sizes need to be reached in order for statistically significant results to be found 

when sample sizes are low, QRPs that target statistically significant results lead to larger 

amounts of effect size exaggeration when statistical power is low (L. D. Nelson, Simmons, & 

Simonsohn, 2018). 

Box 3-3. Definitions of terms related to reporting biases.  

Reporting biases 

Reporting biases describe the various means by which the strength and direction of research 

outcomes impact the probability that research findings will be disseminated, including 

publication bias as well as questionable research practices (QRPs) such as p-hacking, cherry 

picking and hypothesizing after the results are known. 

 

Publication bias  

Publication bias (sometimes called “the file-draw effect”) describes the scenario where 

experiments are “placed in the file-draw” and not published when their results do not support 

the researchers’ hypotheses, usually because they have failed to show statistically significant 

results (Rosenthal, 1979). 
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Questionable research practices (QRPs) 

Questionable research practices (QRPs), a term initially used by John et al. (2012), refers to any 

activities that researchers engage in that “can spuriously increase the likelihood of finding 

evidence in support of a hypothesis” (John et al., 2012, p. 2), and typically includes activities 

such as P-hacking, cherry picking, and hypothesizing after the results are known (HARKing).  

 

p-hacking 

p-hacking describes a set of practices that increase the likelihood of a statistical test spuriously 

returning statistically significant results. These practices include activities such as altering 

analyses when statistical significance is not reached, deciding to collect more data after 

checking the statistical significance of results, excluding data on the basis of whether it leads to 

statistically significant results, etc. 

 

Hypothesising after the results are known (HARKing) 

Hypothesising after the results are known (HARKing), a term introduced in Kerr (1998), refers to 

the practice of “presenting a post hoc hypothesis (i.e., one based on or informed by one's 

results) in one's research report as if it were, in fact, an a priori hypotheses.” (Kerr, 1998, p. 

196).  

 

Cherry picking 

Cherry picking refers to selectively reporting evidence to support a hypothesis without 

mentioning evidence that does not show support for this hypothesis. In the current context, 

this may mean only reporting the results of analyses that show statistical significance, directly 

censoring non-significant results from being reported in the scientific literature.  
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3.4.3 Evidence of the prevalence of reporting biases in the behavioral sciences 
The negative impacts of low statistical power for bodies of research (beyond individual 

researchers wasting their limited resources and abandoning lines of research prematurely) rely 

on the results of experiments being selectively reported based on the statistical significance of 

results. This means that it is important to consider how prevalent reporting biases are in 

psychological research. There are several lines of evidence that suggest that these reporting 

biases impact which results and studies are reported in the behavioral sciences literature.  

Four recent studies have directly surveyed researchers and asked about how often they 

engage in Questionable Research Practices (QRPs). These surveys have all shown large amounts 

of self-reported selective reporting, p-hacking, and HARKing across varied fields of research 

(Agnoli, Wicherts, Veldkamp, Albiero, & Cubelli, 2017; Fiedler & Schwarz, 2015; Fraser et al., 

2018; John, Loewenstein, & Prelec, 2012). For example, John et al. (2012) surveyed 2155 

American psychology researchers and found that 63% admitted to selective reporting of 

dependent variables, and almost a quarter (24%) of researchers acknowledged having excluded 

data after checking whether the exclusions impact the statistical significance of their results. 

See Table 3-3 for a table of the percentage of researchers who report having engaged in 

questionable research practices from samples of Italian psychology researchers (Agnoli et al,. 

2017), American Psychology researchers (John et al., 2012), German psychology researchers 

(Fiedler & Schwarz, 2015), and, for comparison with another field of research, in Ecology and 

Evolution Researchers (Fraser et al., 2018).
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Table 3-3. The percentages of researchers in different areas of research self-reporting having engaged in various questionable 

research practices with 95% confidence intervals in parentheses, reproduced with permission from Fraser et al. (2018). 

Questionable Research Practice  Italian 
Psychology  
Researchers  
(Agnoli et 
al., 2017),  
n = 277 

German 
Psychology 
Researchers 
(Fiedler & 
Schwarz, 2015), 
n = 1138 

American 
Psychology 
Researchers 
(John et al., 
2012),  
n = 2,155 

Ecology 
researchers 
(Fraser et al., 
2018),  
n = 494 

Evolution 
researchers 
(Fraser et al., 
2018),  
n = 313 

Not reporting response (outcome) variables 
that failed to reach statistical significanceac  

47.9  
(41.3-54.6)  

42.2 
(39.4-45.1) 

63.4  
(59.1-67.7)  

64.1  
(59.1-68.9)  

63.7  
(57.2-69.7)  

Collecting more data after inspecting whether 
the results are statistically significantac  

53.2  
(46.6-59.7)  

32.5 
(29.8-35.3) 

55.9  
(51.5-60.3)  

36.9  
(32.4-42.0)  

50.7  
(43.9-57.6)  

Rounding-off a p value or other quantity to 
meet a pre-specified thresholdac 

22.2  
(16.7-27.7)  

21.7 
(19.4-24.2) 

22.0  
(18.4-25.7)  

27.3  
(23.1-32.0)  

17.5  
(13.1-23.0)  

Deciding to exclude data points after first 
checking the impact on statistical significance  

39.7  
(33.3-46.2)  

39.7 
(36.9-42.6) 

38.2  
(33.9-42.6)  

24.0  
(19.9-28.6)  

23.9  
(18.5-30.2)  

Reporting an unexpected finding as having 
been predicted from the startac  

37.4  
(31.0-43.9)  

46.9 
(44.0-49.8) 

27.0  
(23.1-30.9)  

48.5  
(43.6-53.6)  

54.2  
(47.7-60.6)  

Falsifying databc 2.3  
(0.3-4.2)  

3.0 
(2.1-4.1) 

0.6  
(0.0-1.3)  

4.5  
(2.8-7.1)  

2.0  
(0.8-5.1)  

aNote that these statements began with “in a paper,” in John et al. (2012) and Agnoli et al [13]. b This was referred to as “filling in missing data 

points without identifying those data as simulated” in Fraser et al. (2018) which may have increased reporting rates. c Fielder and Schwarz (2015) 

used slightly altered versions of the items from John et al., instead using (in the order of the above): “selectively reporting studies regarding a 

specific finding that worked”, “collecting more data after seeing whether results were significant in order to render non-significant results 

significant”, “rounding off p values (e.g., reporting a p value .054 as .05)”, “deciding whether to exclude data after looking at the impact of doing so 

regarding a specific finding”, “claiming to have predicted an unexpected result”, and finally “falsifying data”. Values for Fielder and Schwarz (2015) 

were not included n Fraser et al., 2018, and were extracted from Fielder and Schwarz (2015)’s Figure 2 using base R’s locator function as most 

values were not reported in text. For two values that were reported in text and in the plots, this method resulted in an absolute error of less than 

0.3%. 
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There is also a considerable amount of evidence for publication bias in the psychology 

and social sciences literature. One recent study tracked research performed as a part of the 

Time-sharing Experiments in the Social Sciences program (a program in which researchers can 

run survey-based experiments on representative samples of the US population) and showed 

that studies which found statistically significant effects were almost three times as likely to be 

published as those which did not (Franco, Malhotra, & Simonovits, 2014).  

A recent reanalysis of over 200 meta-analyses published in Psychological Bulletin using 

meta-analysis bias reduction methods estimated that the effect sizes in the included studies 

were exaggerated by an average of 8 to 15% (Stanley, Carter, & Doucouliagos, 2018). 

Kühberger, Fritz, and Scherndl (2014) examined a random sample of 1000 English-

language peer reviewed articles published in 2007 from the PsycINFO database and found a 

negative correlation (r = -.45, 95% CI [-.53, -.35]) between effect sizes and sample sizes. They 

suggest that this finding is explained by publication bias, with smaller studies that were 

underpowered to detect small effect sizes either overestimating observed effects on average or 

simply not being reported when they fail to find significant results.  

A recent comparison of the effect sizes seen in preregistered studies to those seen in 

non-preregistered studies showed that preregistered effects were, on average, less than half as 

large as those which were not preregistered (Schäfer & Schwarz, 2019). However, as the 

authors note, it is likely that this difference may be in part due to differences between the 

types of studies that were preregistered and those which were not (e.g., if people were more 

likely to preregister studies that examine effects that have a low prior probability of being true). 

Finally, a simple comparison of the estimated average statistical power of psychology research 

to the proportion of studies which report having found support for their main hypotheses 

suggests that publication and reporting biases are common in this area of research. Estimating 

the average effect size of psychological research to be around Cohen’s medium effect size 

benchmark1, we can then estimate the average power to detect this effect in the psychology 

 
 
1 Surveys of the effect sizes seen in psychology research such as Richard, Bond Jr, and Stokes-
Zoota (2003), Bosco, Aguinis, Singh, Field, and Pierce (2015) and Gignac and Szodorai (2016) 
suggest that this value is either a reasonable estimate of the median effect size under study in 
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literature to be around 62% (see Chapter 5). It is difficult to explain the proportion of studies 

which report having found evidence for their main effects without suggesting that publication 

and reporting biases play some role, with around 92% of the behavioral sciences research 

literature reporting having found evidence to support their main hypotheses (Fanelli, 2010, 

2012). 

3.5 Real-world examples of the impact of statistical power on research literatures 
Three brief real-world case studies from the psychology research literature illustrate the 

potential negative outcomes of low average statistical power on bodies of psychology research. 

Firstly, Hunter and Schmidt’s work on meta-analysis in industrial-organizational psychology 

shows how low statistical power and failures to appropriately interpret non-significant findings 

have led to large amounts of resource waste in that field (Hunter & Schmidt, 1997). Secondly, 

the so-called “dodo-bird verdict” in clinical psychotherapy gives an example of low average 

power and reporting biases making identifying small, potentially clinically meaningful, 

differences between psychotherapeutic treatments extremely difficult (González-Blanch & 

Carral-Fernández, 2017). Finally, the negative association between sample sizes and effect sizes 

in the criminology literature, sometimes called “Weisburd’s paradox”, gives an example of the 

potential negative outcomes of low power and publication bias on effect sizes in a research 

literature (Gelman, Skardhamar, & Aaltonen, 2017; Weisburd, Petrosino, & Mason, 1993). 

3.5.2 Accepting the null in industrial-occupational and management psychology 
Schmidt and Hunter provide a clear example of underpowered statistical tests causing 

resource waste and leading to an inaccurate research literature in management and industrial-

occupational (IO) psychology (Schmidt & Hunter, 1981; Schmidt, Pearlman, & Hunter, 1980). 

Schmidt and Hunter (1981) show that several decades of research and numerous academic 

papers published in management and IO psychology were devoted to investigating and 

developing theories to explain differences in the predictive validity of cognitive ability tests for 

 
 
psychology research or a slight overestimate. Furthermore, there is reason to think that these 
estimates may be inflated by publication bias (Stanley, Carter, & Doucouliagos, 2018). See 
Appendix 1 for a literature review of studies that develop empirical effect size benchmarks from 
bodies of psychology research. 
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workplace outcomes. In particular, a large number of studies were devoted to explaining why 

general cognitive ability measures did not have predictive validity in the case of certain minority 

groups, in certain locations, and in certain professions (Schmidt & Hunter, 1981, 1997). 

However, Schmidt and Hunter (1981) showed that these differences can be attributed to 

random sampling variability in small sample, underpowered studies. This means that a large 

body of research in management and IO psychology was based on the incorrect interpretation 

of non-significant results as supportive of the null hypothesis, a practice which is certainly not 

reasonable when research is underpowered (Greenland, 2012). Schmidt and Hunter employed 

– and even developed some novel methods for – meta-analysis to show that the patterns of 

significance and non-significance could be accounted for by sampling variability and low power 

alone without any population level differences in predictive validity. 

3.5.3 The dodo-bird verdict in clinical psychotherapy 

“… the Dodo suddenly called out ‘The race is over!’ and they all crowded round it, panting, and 
asking, ‘But who has won?’… At last the Dodo said, ‘everybody has won, and all must have 

prizes.’” 

 L. Carroll (1988, pp. 33-34) 

The lack of reliable differences seen in studies comparing psychotherapies has been 

used to argue for the “dodo-bird verdict”; the hypothesis that all psychotherapies are equally 

effective (Luborsky et al., 2002). Given that most psychotherapeutic treatments have a large 

number of common elements, the expected difference between treatments seems likely to be 

small. However, even small differences can be important, a fact especially clear in clinical 

research where outcomes may be particularly serious (Halpern, Karlawish, & Berlin, 2002). In 

fact, the lack of consistent differences between competing treatments is what would be 

expected if studies are typically too small to reliably detect small effect size differences 

(Cuijpers, 2016; Norcross, 1995). 

Cuijpers (2016) examined the statistical power of clinical trials comparing 

psychotherapeutic treatments for depression and showed that no individual study had the 

typical goal level of statistical power (80%) to detect Cuijpers’s estimate of the minimum 

clinically significant difference (d = .24, a value based on an estimate of the smallest change 

that patients perceive as making a meaningful improvement to their lives; Cuijpers, Turner, 
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Koole, van Dijkem & Smit, 2014). In fact, the largest individual study included in this analysis 

only had that level of power to detect an effect of d = .34 or greater, a larger effect than 

estimates of the effect of antidepressants against pill placebo (Cuijpers, Turner, Koole, van 

Dijkem & Smit, 2014). As Cuijpers (2016) points out, this means that even the largest included 

study appears to not have had typical goal levels of power to detect an effect equivalent to that 

of antidepressant medication. The combination of low power and publication bias in these 

studies makes it difficult to show that any particular approach to psychotherapy is superior to 

others, but does not mean that meaningful differences do not exist (Cuijpers, 2016; Cuijpers, 

van Straten, Bohlmeijer, Hollon, & Andersson, 2010; Stanley, Doucouliagos, & Ioannidis, 2017). 

A number of authors have argued that the lack of rigorous large sample studies and the impact 

of publication bias in this literature are so severe that meta-analyses comparing 

psychotherapeutic approaches are not informative (e.g., Cuijpers, 2016; Flint, Cuijpers, Horder, 

Koole, & Munafò, 2015; Norcross, 1995; Stanley et al., 2017).  

3.5.4 Weisburd’s Paradox 
A third example of the negative impact of low power on a body of research in 

psychology is “Weisburd’s paradox”, the trend seen in the criminology literature for studies 

with larger samples to find smaller effects than those with smaller sample sizes (Weisburd et 

al., 1993). Although this relationship has been observed across fields of psychology research 

(Kühberger, Fritz, & Scherndl, 2014), in the criminology literature this effect has been used to 

argue that smaller sample studies are actually preferable to large sample studies despite the 

decreased precision of effect size estimates that would result (e.g., M. S. Nelson, Wooditch, & 

Dario, 2015). However, this finding can be explained by the combination of underpowered 

research and publication bias (Gelman & Carlin, 2014; Gelman et al., 2017). If small studies only 

enter the literature when larger effects are observed, we would expect to see a similar 

relationship between effect sizes and sample sizes without any relationship existing between 

the impact of the interventions and the sample size included in a study (Gelman et al., 2017). 

The advice that small studies are in some sense preferable may in fact lead to more small 

sample research being conducted, and exacerbate the impact of statistical power on effect sizes 

in the published literature. See Figure 3-4 for boxplots of the observed effect sizes in published 

RCTs performed in the criminology literature by sample size reproduced from M. S. Nelson et al. 
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(2015). Similar relationships between reported effect sizes and sample sizes can be seen in 

various areas of psychology research, where effect sizes decrease as sample sizes increase. 

Notable examples from ego depletion, money priming, physical warmth embodiment and 

verbal overshadowing can be seen in Figures 3-5 to 3-8.  

  

Figure 3-4. Boxplots of average effect size (Cohen’s d) by sample size of all RCTs included in 

systematic reviews published by the Campbell Collaboration’s Crime and Justice Coordinating 

Group (n = 66). Reproduced from M. S. Nelson et al. (2015), there are 22 studies in the “1-50” 

category, 16 in the “51-100”, 11 in the “101-200” category, 10 in the “201-400” category, and 7 

in the “400+” category.  

 
Figure 3-5. Boxplots of effect sizes (Cohen’s d) by sample size of Self-control as limited resource: 

Regulatory depletion patterns, Baumeister, Bratslavsky, Muraven, & Tice (1998), Ego depletion: 

Is the active self a limited resource?, and replications of their findings (N = 39). Data from 

curatescience.org (E. P. LeBel, Vanpaemel, McCarthy, Earp, & Elson, 2017, June 13). There are 7 

studies in the “1-50" category, 20 in the "50-100" category, 9 in the "100-150" category, 3 in 

the "150-200" category and none in the “200+” category.  
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Figure 3-6. Boxplots of effect size (Cohen’s d) by sample size of Vohs, Mead, & Goode (2006) 

The psychological consequences of money, and Caruso, Vohs, Baxter, & Waytz (2013) Mere 

exposure to money increases endorsement of free-market systems and social inequality and 

replications of their findings (N = 42). Data from curatescience.org (E. P. LeBel et al., 2017, June 

13). There are 4 studies in the "1-50" category, 17 in the "50-100" category, 15 in the “100-150" 

category, 6 in the "150-200" category, and 4 in the "200+" category.  

 
Figure 3-7. Boxplots of absolute effect size (r) by sample size of The Substitutability of Physical 

and Social Warmth in Daily Life (Bargh & Shalev, 2012) and replications of their findings (N = 

17). Data from curatescience.org (E. P. LeBel et al., 2017, June 13), there are 3 cases in the "1-

100" category, 1 in the "100-200" category, 5 in the “200-300” category, 4 in the “300-400” 

category, and 4 in the “400+” category.  
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3.6 Statistical power analysis and formal sample size planning 
Given the negative consequences of low average statistical power detailed above, it 

seems clear that statistical power should be considered during research planning if researchers 

are going to analyse their results using NHST. Methodologists have been arguing that 

researchers should make power analysis a regular part of research planning in order to avoid 

performing underpowered research since Cohen’s 1962 paper (e.g., Cooper & Findley, 1982; 

Sedlmeier & Gigerenzer, 1989; Wilkinson, 1999). Statistical power analysis describes a range of 

techniques that can be employed to calculate the number of participants required to reject the 

null hypothesis at a given probability, given a specific alternative hypothesis and alpha level 

(Cohen, 1992b). 

Although the emphasis of most previous scholarship on this topic has largely focused on 

power analysis (see Chapter 4 for a brief outline of the history of sample size planning in the 

psychology literature), it is worth highlighting the fact that the appropriate type of formal 

sample size planning depends on the inferential approach that is taken in the analysis of data. If 

NHST is to be used to support inferences, it makes sense to plan for sufficient power. If 

inferences are to be based on confidence intervals, it makes sense to plan experiments to have 

a high probability of obtaining narrow confidence intervals that contain the population 

parameter (Maxwell, Kelley, & Rausch, 2007). Although Bayesian approaches to data analysis 

are not examined in detail in this dissertation (see Kruschke & Liddell, 2017a or 2017b for a 

brief and readable introduction to Bayesian approaches to statistical analysis), it is also worth 

noting that if inferences are going to be made based on a particular Bayesian analysis, it makes 

sense to plan experiments for adequately precise Bayesian interval estimates or a high 

probability of obtaining sufficiently convincing results (e.g., an extreme Bayes factor). See 

Figure 3-9 for an illustration of the different methods of sample size planning in the frequentist 

and Bayesian approaches to statistical analysis, as well as the required input for each approach. 

For a detailed discussion of the implications and impacts of using these different sample size 

planning practices and advice on when each approach is appropriate see Chapter 9. 
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Box 3-4. A definition of formal sample size planning. 

Formal Sample Size Planning 

Formal sample size planning describes a range of statistical techniques that can be used to help 

plan the sample size to include in a proposed study. The most well-known form of formal 

sample size planning is statistical power analysis, i.e., planning sample sizes on the basis of the 

probability of a statistical test reaching statistically significant results under a specific 

alternative hypothesis and alpha level. Other forms of formal sample size planning are less 

commonly discussed, including Accuracy in Parameter Estimation (planning study sample sizes 

to have a high probability of obtaining narrow confidence intervals), planning for assurance 

(i.e., planning to have a high probability of obtaining significant results given a Bayesian prior 

distribution over effect sizes, including a specified a priori probability of a the effect under 

study being null), and fully Bayesian approaches to sample size planning (e.g., planning for 

interval precision and planning for convincing Bayes factors when Bayesian statistical methods 

are to be used). See Figure 3-8 for a diagram of these different approaches and Chapter 9 for a 

more detailed discussion of the various approaches with a focus on how effect sizes should be 

chosen for use in formal sample size planning. 
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Figure 3-8. An illustration of the different methods to sample size planning in Bayesian and 

frequentist analysis approaches, as well as the required input for each approach and the effect 

size estimation methods that are commonly employed in each approach.  

 

Although these tools do not in any way prevent ‘underpowered’ or imprecise research 

from being performed, their use can help to prevent this type of research from being 

performed unknowingly. In cases where maximum sample sizes are fixed (e.g., if a researcher’s 

budget and costs per recruited participant are fixed), these same methods for determining 

sample sizes can be used to help a researcher investigate whether it will be worthwhile to 

perform an experiment. If a study is likely to be ‘underpowered’ to detect a plausible effect size 

estimate, or is unlikely to provide sufficiently precise parameter estimates or sufficiently 

convincing evidence to guide inferences, the information gained through the experiment may 

not be worth the cost of the study. Of course, whether a study is adequately powered or is 

likely to produce sufficiently precise estimates should be weighed as one element alongside the 

other important things that may be learned though the performance of a study (e.g., exploring 



61 

how well participants engage with study materials, testing materials for flaws, obtaining 

qualitative information about an experimental set up and etc.). However, in so far as an 

important rational behind the performance of an experiment is to identify the presence of an 

effect or estimate a parameter, formal sample size planning tools can provide researchers and 

grant agencies with information essential to making reasoned decisions about analysis plans, as 

well as budget, effort and time allocation. Equally, it is possible to use these methods to explore 

whether it is advisable to use a less stringent alpha level (Daniel Lakens et al., 2018). As 

increasing the alpha level increases power, in some cases it may be advisable to accept a higher 

false positive rate under the null hypothesis in order to increase the probability of achieving 

statistically significant results under an alternative hypothesis. 

The advice that formal sample size planning tools should be used to help determine 

sample sizes for research has been the suggested way of avoiding or ameliorating low statistical 

power in psychology research since Cohen’s 1962 examination of statistical power in 

psychological research (Bezeau & Graves, 2001; Cohen, 1962, 1988, 1992b; Sedlmeier & 

Gigerenzer, 1989; Wilkinson, 1999). However, looking ahead to the results of Chapter 5, a 

meta-analysis of statistical power over time, the average level of statistical power in 

psychological research appears not to have improved despite the continued complaints from 

methodologists and statisticians. Understanding previous efforts to improve the statistical 

power and precision of psychology research may help in guiding the development of potentially 

efficacious suggestions on how to reduce or avoid the negative impacts of low power. In order 

to do so, the following chapter provides an overview of the history of statistical power in the 

psychology literature and puts the research presented in this thesis in the context of this larger 

literature. 
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 – A Brief Quantitative and 

Qualitative History of Statistical Power in the 

Behavioural Sciences Research Literature 

 

Abstract: Over the last 70 years, hundreds of articles have been published explaining the 

importance of statistical power, offering tools and tutorials to facilitate estimating power, and 

advocating for more widespread use of these tools. This paper presents a systematic review of 

this large body of research, investigates the relative frequency of these papers’ publication over 

time, and uses this large database to support a history of statistical power in the psychological 

research literature. Finally, it shows how the research presented in this dissertation fits into this 

larger body of work.  
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4.1 Introduction 
Over the last 70 years, hundreds of articles have been published explaining the 

importance of statistical power, offering tools and tutorials to facilitate estimating power, and 

advocating for more widespread use of these tools. These papers have been published across 

areas of psychology research (e.g., Bakker, 2015; Cohen, 1962; Cook & Hatala, 2015; Kenny & 

Judd, 2014), often in leading journals (e.g., Bakker, Hartgerink, Wicherts, & van der Maas, 2016; 

Button et al., 2013; Etienne P. LeBel, Berger, Campbell, & Loving, 2017), and are often 

extremely well read and cited (e.g., Cohen, 1992b; F. Faul, Erdfelder, Buchner, & Lang, 2009). In 

adding to this literature, it seems essential to understand the previous efforts that have been 

made to increase the average statistical power of psychology research, especially as these 

efforts appear to have been largely inefficacious (see Chapter 5 and 6). 

Using a systematic review protocol, this chapter shows how the overall rate of 

publication of papers discussing statistical power has changed over time, and then gives a brief 

overview of the developments in statistical power analysis and sample size determination in the 

psychological literature. This review highlights the history of (a) power primers (papers which 

present researchers with methods or tools to calculate statistical power), (b) surveys of the 

statistical power of published research and of the use of statistical power analysis in these 

studies, (c) criticisms of underpowered research, (d) suggestions on how to increase power in 

studies and across research, (e) efforts to estimate the impact of low statistical power, (f) the 

advice that has been provided on how to select effect sizes for sample size determination, and 

(g) empirical investigations of researchers’ intuitions and practices regarding sample size 

planning. Finally, this chapter points to some of the major gaps that remain, and shows how the 

research presented in this dissertation fits within this larger literature. 
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4.2 Method 

4.2.1 Literature search 
PsycInfo was searched using the medline interface for the search string ("*power*" or 

"Determination" or "estimat*" or "sampl*").m_titl. and ("power analysis" or "Statistical Power" 

or "Sample Size Estimation" or "Sample Size Determination" or "Sample size selection").mp. This 

search returned 916 documents. Web of Science was searched using the search string SU = 

(Psychology OR Psychiatry OR "Mathematical Methods In Social Sciences") AND TI = (Power* OR 

Sampl*) AND TS = ("power analysis" or "Statistical Power" or "Sample Size"), returning 1,072 

documents. A total of 1988 documents were returned, leaving 1492 after 496 duplicates were 

removed. All searches were performed on the 11th of September 2017. 

4.2.2 Article screening 
All 1492 remaining records’ abstracts were screened. Full texts were accessed and 

assessed for applicability when the abstract text did not allow for applicability to be 

determined. Fifty-one articles were excluded as their abstract and full texts were not available 

or were not available in English. Sample size planning articles for novel research paradigms 

(e.g., power analyses for large research projects) were excluded, along with conference 

proceedings. Additionally, 12 errata to earlier articles, 71 books or book reviews, 28 articles 

which examined power in an area of research outside of the behavioral sciences, and 448 

articles which did not discuss statistical power in the behavioral sciences literature (i.e., articles 

which discussed power in another sense, e.g., articles which focused on EEG power spectrums, 

power dynamics etc.). After exclusions, this literature search identified a total of 885 articles 

that took as a main topic statistical power. This database is available from https://osf.io/t6jf8/. 

Articles that were not captured in this literature search (e.g., papers taking as a main topic 

meta-analysis or publication bias, issues discussed below) were included in the qualitative 

synthesis but were not included in the quantitative analysis or plots presented below. 

4.2.3 Understanding trends over time 
In order to understand how the rate of publication of these articles has changed over 

time it is important to know not just the raw number of articles published but to standardize 

this against the number of articles published in the psychological literature. This is especially 

important because of the almost exponential growth in the number of psychology research 

https://osf.io/t6jf8/
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articles published per year. To standardize the numbers of articles published in psychology, the 

total numbers of articles in the Web of Science Psychology, Psychiatry and Mathematical 

Methods in Social Sciences collections and PsycInfo databases were downloaded. The year 2017 

was excluded from statistical analysis as not all articles that were published in that year were 

indexed in the searched databases at the time of data collection. For analysis, the total number 

of non-duplicated records in Medline and PsycInfo was approximated assuming the same rate 

of duplication as was seen in this study (i.e., 496/1988, 25%, sensitivity analyses were 

performed showing that this assumption does not impact the results of this analysis, see below 

for details). See Figure 4-1 for a plot of the number of publications indexed in the Web of 

Science Psychology, Psychiatry and Mathematical Methods in Social Sciences collections by 

year, and the estimated total number of non-duplicate articles in this sample. This figure 

illustrates the almost exponential increase in the number of indexed psychology research 

papers published per year since the mid-1940s.   

 

Figure 4-1. The number of records indexed in PsycInfo and Web of Science’s Psychology, 

Psychiatry and Mathematical Methods in Social Sciences collections, and the estimated total 

number of records indexed by year. 
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4.2.4 Analysis 
Quasi-Poisson regression was used to assess whether statistical power is becoming a 

more common topic of discussion in psychology research over time. This analysis predicted the 

number of articles captured in the current analysis with time, including an offset for the natural 

log of the estimated total number of articles:  

log(E(𝑥|yeari)) = log(𝑛i) + β0 + β1yeari  +  ei. 

Where x represents the number of articles identified that discussed statistical power, n the 

total number of published articles for a given year, and 𝛽0 and 𝛽1 represent the intercept and 

regression weight for year respectively. The variable ‘year’ was re-centered so that 0 represents 

the first year in the sample (1946), making the model intercept interpretable as the predicted 

difference between the natural logarithm of the number of articles published and the natural 

log of the number of power analysis papers published. As the data appeared to be 

overdispersed (with a dispersion of 2.07, overdispersion test z = 3.14, p = .002), quasi-Poisson 

regression was used instead of Poisson regression. Residual, influence and leverage plots did 

not suggest that there were any overly influential cases, and predicted values showed 

moderate fit to the data with a pseudo R2 of .502. This analysis was not preregistered. 

4.2.5 Sensitivity analyses 
Because this analysis assumes an article duplication rate equivalent to that seen in the 

subset of examined articles, as sensitivity analyses, I reran this analysis assuming duplication 

rates between .01 and .99 in steps of .01, and changing the offset to the number of articles 

included in the PubMed database, and the number included in the medline database. I also 

reran the analysis using Negative binomial and Poisson regression instead of quasi-Poisson 

regression. All sensitivity analysis results were substantively identical (i.e., the estimated 

parameter for year changed by less than .015 and was consistently statistically significant across 

all sensitivity analyses).  

 
 
2 The pseudo R2 above is calculated as the deviance of the regression model plus the number of 
predictors, here one, as a proportion of the deviance of the quasi-Poisson model with only an 
intercept and the offset following the suggestion in Heinzl and Mittlboeck (2003); and Mittlböck 
and Waldhör (2000). 
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Box 4-1. Examples of types of articles identified in the systematic review of articles discussing 

statistical power in the behavioural sciences literature.  

Statistical Power surveys 
  Surveys of the average statistical power of the literature 

Cohen, J. (1962). The statistical power of abnormal-social psychological research: A review. The Journal 
of Abnormal and Social Psychology, 65(3), 145-153. 
 

Clark-Carter, D. (1997). The account taken of statistical power in research published in the British 
Journal of Psychology. British Journal of Psychology, 88, 71-83. 

 
  Surveys of how often statistical power is reported, and when and how it is used  

Guo, Q., Thabane, L., Hall, G., McKinnon, M., Goeree, R., & Pullenayegum, E. (2014). A systematic review 
of the reporting of sample size calculations and corresponding data components in 
observational functional magnetic resonance imaging studies. NeuroImage, 86, 172-181.  
 

Cafri, G., Kromrey, J. D., & Brannick, M. T. (2010). A Meta-meta-analysis: Empirical review of statistical 
power, type I error rates, effect sizes, and model selection of meta-analyses published in 
psychology. Multivariate Behavioral Research, 45(2), 239-270. 
doi:10.1080/00273171003680187 

 
Power primers 
  Methods for power analysis 

Kelley, K. (2007). Sample size planning for the coefficient of variation from the accuracy in parameter 
estimation approach. Behavior Research Methods, 39(4), 755-766. doi:10.3758/bf03192966 
 

Okumura, T. (2008). Sample size determination for data analysis by hierarchical linear models: An 
application to a social psychological research using data of TIMSS 2003. Japanese Journal of 
Behaviormetrics, 35(2), 221-228. 

 
  Advice or techniques for effect size estimation for power analysis  

Perugini, M., Gallucci, M., & Costantini, G. (2014). Safeguard Power as a Protection Against 
Imprecise Power Estimates. Perspectives on Psychological Science, 9(3), 319-332. 
doi:10.1177/1745691614528519 

McShane, B. B., & Bockenholt, U. (2014). You cannot step into the same river twice: When power 
analyses are optimistic. Perspectives on Psychological Science, 9(6), 612-625. 
doi:10.1177/1745691614548513 

 
Conceptual analysis/discussion of the role statistical power in research 

Button, K. S., Ioannidis, J. P., Mokrysz, C., Nosek, B. A., Flint, J., Robinson, E. S., & Munafo, M. R. 
(2013). Confidence and precision increase with high statistical power. Nature Reviews 
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4.3 Results  

4.3.1 Assessing the publication rate of statistical power papers over time 
There has been a clear increase in the absolute number of articles captured per year in 

this literature review over time (see Figure 4-2 for a plot showing the number of articles that 

met the inclusion criteria per year in this literature review). The results of the quasi-Poison 

regression with an offset for the number of articles that are indexed in the searched database 

suggests that trend applies over and above the increase in the number of psychology articles 

that are published, i.e., that the absolute number of articles taking as a main topic statistical 

power has increased over time and that statistical power has become a more common topic of 

discussion in the psychology literature. See Figure 4-2 for a plot of the number of identified 

articles as well as the model predicted values and 95% confidence intervals around the 

predicted values. The model predicts, for example, that 0 articles were published in 1950 that 

took as a main topic statistical power, as compared to a predicted 60 articles in 2015. See Table 

4-1 for parameter estimates from this model. 

  
Table 4-1. Quasi-Poisson regression output for including the estimated total number of articles 

as an offset and years as a predictor.  

  95% Confidence Interval   

Predictor Estimate Lower bound Upper bound t statistic p value 

Intercept -12.80 -14.36 -11.52 -17.75 < .001 
Year 0.04 0.01 0.06 3.02 .003 
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Figure 4-2. The observed (blue points and line) and predicted (black line) number of articles 

discussing power analysis and the Wald-type 95% confidence interval around the predicted 

values (shaded region). 

Note that the model does not fit very well in the early 1990s to early 2000s with a 

greater number of papers being published than was predicted in most years during this period. 

This could be indicative of a spike in interest in statistical power during and after the period in 

which methodologists such as Cohen (e.g., 1992), Rosenthal (e.g., 1991)  and Gigerenzer (e.g., 

1993, Sedlmeier & Gigerenzer 1989) published several widely discussed papers and books that 

highlighted statistical power as an important issue in psychological research. It is also worth 

noting that this period coincides with the publication of the American Psychological 

Association’s Task Force on Statistical Inference’s report (Wilkinson et al., 1999), which 

suggested that power analysis be performed and reported in research publications in 

psychology, and the publication of the 5th edition of the American Psychological Association’s 

Publication Manual, which placed increased emphasis on statistical power analysis as compared 

to earlier editions (American Psychological Association, 2001; Fidler, 2002).  
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“[When reporting the results of a study authors should] provide information on sample 

size and the process that led to sample size decisions. Document the effect sizes, sampling and 

measurement assumptions, as well as analytic procedures used in power calculations. Because 

power computations are most meaningful when done before data are collected and examined, 

it is important to show how effect-size estimates have been derived from previous research and 

theory in order to dispel suspicions that they might have been taken from data used in the 

study or, even worse, constructed to justify a particular sample size.” 

The American Psychological Association’s Task Force on Statistical Inference’s suggestions 

regarding sample size planning (Wilkinson et al., 1999, p. 598) 

 

4.3.2 Methods for estimating statistical power 
“Since power is a direct monotonic function of sample size, it is recommended that 

investigators use larger sample sizes than they customarily do. It is further recommended that 

research plans be routinely subjected to power analysis” 

Cohen (1962), p. 153 

This literature survey identified over 400 papers that provide methods or tools to 

calculate statistical power dating back to the 1940s (e.g., Swineford, 1946). The most influential 

of these papers has to be Cohen (1962), which not only contains the first power survey, but 

which also established the initial effect size benchmarks for “small”, “medium” and “large” 

effects – benchmarks that are still commonly reported and relied upon (although he would 

later change the benchmarks for ‘small’ and ‘large’ effects in Psychology from effects equivalent 

to a Cohen’s d of 0.25 and 1.0 to a Cohen’s d of 0.2 and 0.8; Cohen, 1988). 

 From the 1960s, the number of articles that offer methods for conducting power 

analysis have been steadily increasing, with many explicitly positioning themselves as 

expanding on Cohen’s work (e.g., Derogatis, Bonato, & Yang, 1968; Games & Lucas, 1966; 

Overall, 1967; Stukovska, 1967; Thomson & Thomson, 1966). The tools and advice offered were 

initially limited to a narrow range of statistical tests, although by the late 60s to early 70s books 

like Statistical Power Analysis for the Behavioral Sciences (Cohen, 1969) had developed and 
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presented power tables and effect size measures for all of the most commonly used statistical 

tests. 

By the early 1970s computer programs for power analysis were being published (e.g., 

Barcikowski, 1972). There are now countless standalone programs and statistical power analysis 

packages available, many of them open source or freely available (e.g., G*Power for the most 

common analyses performed in psychology research; Faul et al., 2007; PINT 2.2 for two level 

hierarchical modeling; Snijders and Bosker, 1993; and “PANGEA” for more complex ANOVA 

designs; Westfall, 2015). Most established statistical procedures now have an analytic method 

of power estimation that can be implemented in free and open source software. For more 

complex designs, general purpose simulation methods have also been developed (see for 

example Green & MacLeod, 2016).  

4.3.3 Surveys of statistical power 
By the early- to mid-1970s, replications of Cohen’s 1962 power survey started to 

appear, often in different sub-fields of psychology research (e.g., Chase & Chase, 1976; Chase & 

Tucker, 1975; Schmidt, Hunter, & Urry, 1976). The calculation of statistical power for a given 

statistical test requires the specification of the alpha level used, the sample size included in the 

analysis, an effect size, and, for some analyses, other test characteristics (e.g., the number of 

factors included in an ANOVA design). These previous surveys of statistical power have 

examined a set of studies, recorded the types of statistical analyses that were performed, the 

sample sizes used in the analysis, and any other characteristics required to calculate statistical 

power. Typically, these surveys have then used this information to estimate the statistical 

power of the examined studies to detect Cohen’s small, medium and large effect size 

benchmarks given the particular research design, analytic strategy, and the sample size they 

included. In total there have been over 60 such power surveys published since Cohen’s 1962 

paper. Together, these studies provide an opportunity to investigate the average statistical 

power of psychology research and examine whether and how this value has changed over time. 

See Chapter 5 for an extended discussion of this set of studies, including  a meta-analysis that 

uses this resource to estimate the average statistical power of psychology research at these 

effect size benchmarks and examines whether there has been any change in the average 

statistical power of psychology research over time.  



72 

 

“We found almost no concern with power expressed in the 1984 volume, and no increase in the 

power of tests from 1960 to 1984, but rather a considerable decrease of power due to the 

frequent use of alpha-adjusted procedures. Cohen’s (1962) seminal power analysis of the 

Journal of Abnormal and Social Psychology seems to have had no noticeable effect on actual 

practice as demonstrated in the Journal of Abnormal Psychology 24 years later. Must we 

conclude that researchers stubbornly neglect a major methodological issue over decades? Or 

should we assume that they are intuitively right and that we really do not need more power 

than .37?” 

Sedlmeier and Gigerenzer (1989, p. 7) 

 

4.3.4 Surveys of effect sizes 

Over the last 30 years an increased focus has been placed on the reporting and 

interpretation of effect sizes as an important part of the development of a cumulative and 

interpretable research literature (e.g., Cumming, 2013; Hedges, 1981; Kruschke & Liddell, 

2017b; Wilkinson, 1999). Standardized effect sizes (e.g., Cohen’s d for mean differences) can be 

useful for facilitating understanding when the units of measurement are not themselves 

interpretable (e.g., a newly developed measure), are essential for meta-analysis, and can aide in 

formal sample size determination (e.g., in power analysis). In fact, some of the most popular 

standardized effect sizes were initially proposed for use in power analysis (e.g., Cohen’s d see 

Cohen, 1962).  

Having an accurate sense of the magnitudes of the effects seen in an area of research is 

helpful not just in allowing researchers interpret the relative importance of observed effects, 

but also in allowing them to effectively plan future research using formal sample size planning. 

In so far as current standards for classifying the importance and relative magnitude of observed 

effects people have largely relied upon the above-mentioned standardized effect size 

benchmarks given by Cohen (1962, 1988), despite the practice being argued against as anything 

less than a last resort since their proposal (e.g., Thompson, 2007; Lenth, 2001), including by 

Cohen himself (Cohen, 1988). An example of researchers’ reliance on these benchmark values 
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can be seen in Chapter 7, where we asked researchers to estimate the average effect size that 

they see in their own research – and over half of the respondents (58%) gave values equivalent 

to one of Cohen’s benchmarks.  

The reliance on any universal benchmarks has been criticized widely because the 

appropriate interpretation of a given effect size is highly context dependent (Cohen, 1988). If 

someone is studying a treatment for the symptoms of a common and deadly disease, a partial 

eta squared of .01 may represent an effect that could save hundreds of thousands of lives. If, 

on the other hand, someone is studying, for example, self-reported agreeableness, it is unlikely 

that an intervention that has an effect equal to a partial eta squared of .01 would be seen as 

being of great importance. For this reason, attempting to provide universally applicable 

benchmarks on what constitutes a “small”, “medium” or “large” effect is unlikely to be helpful. 

In part in order to prevent researchers from relying on Cohen’s benchmarks in interpreting 

reported effect sizes and in planning their research, a number of papers (15 identified in 

Appendix 1) have been published providing empirical effect size benchmarks, benchmarks 

developed by examining bodies of research and extracting reported effect sizes. Appendix 1 to 

this dissertation collects these studies and presents them alongside common language 

explanations and estimators for each of the included effect size metrics and a brief discussion 

of how widely applicable these empirical benchmark values are.  

“The definitions are arbitrary, such qualitative concepts as "large" are sometimes understood as 

absolute, sometimes as relative; and thus they run a risk of being misunderstood.” 

Cohen (1988, p. 12) 
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4.3.5 Criticism of underpowered research 
 

“One can only speculate on the number of potentially fruitful lines of investigation 

which have been abandoned because Type II errors were made, a situation which is 

substantially remediable by using double or triple the original sample size. A generation of 

researchers could be profitably employed in repeating interesting studies which originally used 

inadequate sample sizes. Unfortunately, the ones most needing such repetition are least likely 

to have appeared in print.” 

Cohen (1962, p. 153) 

 

In the 1960s to 1970s, methodologists repeatedly raised two main concerns regarding 

the negative impact of low statistical power on individual researchers (e.g., Chase & Chase, 

1976; Chase & Tucker, 1975; Cohen, 1962; Cooper & Findley, 1982; Maddock, 2001; Sitgreaves, 

1978). Firstly, that individual researchers using statistical significance as the defacto standard 

for declaring the presence of an effect were often wasting their time and expending resources 

on studies which were unlikely to allow them to reach that threshold. Secondly, that when non-

significant results were taken to be indicative of the absence of an effect, researchers would 

abandon potentially fruitful lines of research prematurely. 

As meta-analysis became more prominent in the behavioral sciences literature from the 

late 1970s and into the 21st century (O'Rourke, 2007), methodologists’ criticisms also began to 

emphasize the negative impact of low average statistical power on the accuracy of bodies of 

scientific literature (Maxwell, 2004; Schmidt et al., 1976; Schmidt et al., 1980; Yarkoni, 2009). 

These articles point out that, if only statistically significant results are published, low statistical 

power increases the false positive rate in the published literature (Ioannidis, 2005; Smart, 

1964). Secondly, these arguments emphasize the fact that although meta-analysis can, 

assuming an unbiased selection of the performed research, produce meaningful inferences 

from groups of underpowered studies (Schmidt & Hunter, 1981), the presence of publication 

bias towards large or statistically significant effects means that meta-analyses can no longer 

produce accurate estimates of the magnitude of a given effect (Rosenthal, 1979).  
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The possible negative impact of low power and selective reporting on the results of 

meta-analysis was recognized even before the development of sophisticated meta-analytic 

tools (Chalmers et al., 1987; Rosenthal, 1979). As early as the 1960s, people were already 

pointing to publication bias towards statistically significant results as a major issue in 

developing a coherent and cumulative scientific literature (Smart, 1964). Derogatis et al. (1968), 

for example, argued that it was impossible to distinguish between similar psychiatric drug 

treatments due to the low precision of studies and the presence of publication bias towards 

significant results in the published literature. Recently, a number of tools have been developed 

to attempt to detect and even account for publication bias in meta-analyses, although these 

tools are far from perfect (McShane, Böckenholt, & Hansen, 2016; Publication bias in meta-

analysis, 2006; Stanley et al., 2017).  

 

“Toward this end, the investigator has a number of alternatives open [… they] may wish 

to raise alpha to 0.10 to obtain greater sensitivity, although his [sic] risk of accepting false-

positives will rise accordingly[, … they] may choose to select a more homogeneous sample of 

patients, thereby reducing within-groups variability. Also, the investigator may decide on 

additional raters […]. None of these options, either alone or in combination, may be said to 

result in the best design. The decision must be made, as always, within the context of the given 

set of resources and requirements available to the particular investigator.” 

Derogatis et al. (1968, p. 698) 
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4.3.6 Suggestions on how to increase statistical power 
 

“If we then accept the diagnosis of general weakness of the studies, what treatment can 

be prescribed? Formally, at least, the answer is simple: increase sample sizes. […] Other means 

for increasing power: improving experimental design efficiency and/or experimental control, 

and renouncing a slavish adherence to a standard Type I level, usually .05. In some 

investigations, an increase in the latter may result in so large an increase in power as to justify 

the greater Type I risk. However, normal scientific conservatism would not tolerate too long a 

trip on this road. Increased sample size is likely to prove the most effective general prescription 

for improving power.”  

Cohen (1962, p. 153) 

 

Two main types of suggestions to increase statistical power can be identified in this 

literature; suggestions on how individual researchers can increase the power of their own 

studies, and suggestions for how to increase the statistical power of bodies of research. The 

main suggestions for individual researchers (beyond simply increasing the sample size included 

in their research) again begin with Cohen (1962; albeit in a footnote which is reproduced 

above), and range from increasing effect sizes by reducing error variance (e.g., by using more 

reliable measures), increasing the alpha level (i.e., accepting a higher type I or long run false 

positive error rate), to using more powerful statistical tests. 

The main suggestions on how to increase the average statistical power of bodies of 

research have been to incentivize the performance of well-powered studies by incentivizing or 

requiring people to justify their sample sizes in publications (usually by reporting a power 

analysis), and increasing the weight with which editors and reviewers consider the likely 

statistical power of a paper when assessing it for publication (Asendorpf et al., 2013; Bakker, 

Hartgerink, Wicherts, & van der Maas, 2016; Halpern et al., 2002; Maxwell, 2004). These 

suggestions have been at least partially implemented with power analyses often being 

requested in journal submission guidelines and by institutional review boards (Amdur & 

Bankert, 2010; APA Publications Communications Board Working Group on Journal Article 

Reporting Standards, 2008; Wilkinson, 1999). However, to foreshadow the results of Chapter 5 
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and Chapter 6, it appears that these efforts have not been successful in increasing the average 

statistical power of the reported psychology literature. 

4.3.7 Quantifying the impact of low statistical power and reporting biases 
 
“Our survey of 12,065 estimated effect sizes from nearly as many studies and 8,000 papers 

finds that ‘failed’ replications—defined here in terms of null hypothesis significance testing—

are to be expected at a rate consistent with the widely publicized the Reproducibility Project: 

Psychology (Open Science Collaboration, 2015). Like many other researchers, we find that 

statistical power is chronically low in research in psychology.” 

Stanley, Doucouliagos and Carter (2018, p. 1341) 

 

Given the long history of articles discussing the issues that the combination of low 

power and publication bias cause, it is notable that there are relatively few articles that attempt 

to empirically quantify the impact of these issues on effect sizes in the published literature. 

Stanley et al. (2018) examined 200 meta-analyses published in Psychological Bulletin to 

estimate the amount of effect size exaggeration that occurs due to publication bias using 

various meta-analytic bias reduction methods. Stanley et al. (2018) estimated that effect sizes 

were, on average, 8 to 15% exaggerated by publication and reporting biases in the published 

literature (with the bounds depending on the meta-analytic bias reduction method used). 

Importantly, Stanley et al. (2018) were careful to note that their results were only 

representative of what should be expected across empirical psychology to “the extent that 

Psychology Bulletin meta-analyses are representative of the population of empirical 

psychology” (Stanley et al., 2018, p. 1330).  

More recently, Schäfer and Schwarz (2019) took a different approach to examining this 

question by looking at the difference between preregistered studies and published studies in 

general. They showed that effect sizes found in preregistered studies were, on average, smaller 

than those reported in non-preregistered published studies by r = .19 (Schäfer & Schwarz, 

2019). While Schäfer and Schwarz argue that this difference is primarily attributable to 

publication bias and questionable research practices, it is likely that there other systematic 

differences between the type of effects that are being explored in studies that are 
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preregistered and not preregistered that may be primary drivers of the observed differences in 

effect sizes. There are many reasons to think that it is likely that preregistered and non-

preregistered studies differ in other characteristics beyond simply whether their authors 

preregistered the study. For example, it could be that researchers are more likely to preregister 

“high-risk” studies, studies where the effect has a low a priori probability. Equally, it could be 

that researchers are more likely to preregister studies where they have an a priori reason to 

think that effects are thought to be particularly small – as may be indicated by the much larger 

sample sizes seen in preregistered studies than in the non-preregistered studies, with a median 

sample size in preregistered studies of 268 as compared to 89 in the non-preregistered studies. 

4.3.8 Investigations of researchers intuitions and views on statistical power 
The first examination of researchers’ statistical intuitions that was identified in this 

literature search examined how psychology researchers’ confidence in the results of statistical 

analyses differed as p values decreased (Rosenthal & Gaito, 1963). Rosenthal and Gaito showed 

that there was a notable “cliff” in the confidence that researchers had in results at p = .05, 

tending to be much more confident in results at or below p = .05 than results just above this 

threshold. In the same experiment they also showed that psychologists appeared to take 

account of the sample size included in the research, with larger samples increasing researchers 

reported confidence.  

In part building on the work of Rosenthal and Gaito, Tversky and Kahneman (1971) 

published a paper arguing that researchers and lay-people alike have an implicit belief in “the 

law of small numbers”, a play on the “law of large numbers” suggesting that researchers tend 

to believe that small sample sizes are much more highly representative of the population they 

were sampled from than is warranted. Tversky and Kahneman (1971) surveyed researchers at 

the Mathematical Psychology Group of the American Psychological Association and found that 

even this group of researchers – researchers who might be expected to be particularly well 

informed about issues of statistical inference – often have poor intuitions about the 

relationship between sample size and statistical power, consistently overestimating the 

statistical power of experiments. A more recent survey of psychology researchers showed that 

they still tended to overestimate the statistical power of studies even after almost 50 years 

since Tversky and Kahneman’s paper pointed out this issue (Bakker et al., 2016). Other 
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experimental research has shown similar trends in lay-people, suggesting that researchers and 

lay-people alike tend to underestimate the importance of sampling variance in determining the 

accuracy of estimates (Obrecht, Chapman, & Gelman, 2007). 

It is notable how few investigations of researchers’ self-reported research planning 

practices there have been, with only two examples identified in this literature review. Mone, 

Mueller, and Mauland (1996) asked management and industrial-organisational psychologists 

about their sample size planning practices and found that researchers often reported seeing no 

need for power analysis in research planning and rarely report having used these techniques, 

despite the fact that researchers in this domain typically relied on significance tests to analyse 

their data and support their conclusions (Mone et al., 1996). More recently, the above 

mentioned study by Bakker et al. (2016) included a question asking how researchers “generally” 

determine the sample sizes they include in research, and found that approximately half of 

researchers report that they used power analyses.  

 

“… almost two-thirds, of the respondents never use power analysis, and herein lies cause for 

greater concern. Most fundamentally, these researchers believe there is little call for greater 

usage of power analysis by journal editors or reviewers. It is unlikely that editors or reviewers 

have ever intended to convey the message or impression that power analysis usage is 

unimportant. However, the silence concerning the use of power analysis by these and other 

gatekeepers seems to have had a pervasive impact on researchers’ beliefs and behaviors.” 

Mone, Mueller, and Mauland (1996, p. 114) 

 

4.4 Conclusion and a roadmap to this dissertation 
This review identified almost a thousand articles that take statistical power as their main 

topic of discussion. At least 60 articles have been published that estimate the statistical power 

of bodies of psychology research. Hundreds of articles have been published giving advice on 

how to estimate power for various statistical analyses and research designs. There are now user 

friendly and freely available programs for estimating power for all of the most commonly used 

statistical tests, and power analysis by simulation is becoming easier for even the most 

complicated research designs and analysis strategies. The negative consequences of low 
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statistical power both for individual researchers and for bodies of research in the presence of 

publication bias have been highlighted repeatedly.  

Taking a step back, an overview like the current one offers an opportunity to identify 

gaps in the literature. Each of the studies presented in this dissertation is intended to help 

answer important questions that remain unaddressed in the existing literature and to help fill 

gaps in our current understanding of the role and impact of statistical power. 

An important question in taking account of the history of statistical power in psychology 

is whether the previous efforts to increase the average statistical power of psychology research 

had any impact. Although some power surveys have pointed to the similarity between the 

power estimates that they have found and those originally presented by Cohen (1962), none of 

these provided a quantitative examination of whether there appears to have been any 

literature-wide trend in the average statistical power of psychology research (e.g., Button et al., 

2013; Sedlmeier & Gigerenzer, 1989; Szucs & Ioannidis, 2017a). The large number of power 

surveys that have been conducted in psychology provide an essential resource with which to 

look for signs of a change in the average power of psychology research. Chapter 5 uses this 

body of research to do so using a meta-analytic framework. 

In order to assess whether the average statistical power of psychology research has 

changed, it is not enough to examine statistical power at fixed effect size benchmarks as I do in 

Chapter 5. In order to know whether the average statistical power of psychology research has 

changed over time we also need to know whether the effect sizes under study in psychology 

have changed. It seems possible that effect sizes are decreasing over time as the “low-hanging 

fruit” of large effects are identified and researchers move to examining subtler effects. Equally, 

it seems possible that methodological developments such as changing analysis strategies (e.g., 

increased use of multivariate designs) and improved measurement practices have increased 

effect sizes by decreasing error variance. To begin to address this question Chapter 6 examines 

a database of over 130,000 effect size estimates from over 9,000 articles published in 5 APA 

journals from 1985 to 2013 (Nuijten et al., 2015).  
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Perhaps the most noticeable gap in this literature is the degree to which it ignores the 

reasons for individual researchers’ current practices. Most of the previous research on this 

topic has focused on demonstrating that there is a problem and explaining the consequences of 

low statistical power for researchers and/or research literatures as opposed to developing an 

understanding of the reasons that researchers have for their current practices. In this literature 

review I identified just two articles that explicitly asked psychology researchers what their 

planning practices are (Bakker et al., 2016; Mone et al., 1996, discussed above). Although the 

low average statistical power of research is a problem that can be explained as a purely 

statistical or methodological issue, it can also be seen as a human factors problem. Developing 

an account of the reasons that researchers have for their current practices may help develop 

efficacious solutions to the low average statistical power seen in psychology research. In order 

to begin to address this gap, I conducted a survey of psychology researchers at the 2018 

Association for Psychological Science’s Annual Convention to ask about researchers’ current 

practices, the expectations they have of their own research, and for the reasons they have for 

their current practices (see Chapter 7).  

Given the large number of articles that have been published on the topic of publication 

bias and low power in psychology, it is notable how few have tried to empirically quantify the 

impact these factors have on effect sizes in the reported literature (e.g., only two articles were 

identified in this literature review; Schäfer & Schwarz, 2019 and Stanley et al., 2018, discussed 

above). Part of the reason for this is undoubtably the difficulty of accessing a large enough 

sample of studies in which we know publication bias or selective reporting is not present. In 

order to help to address this gap, Chapter 8 examines the effect sizes seen in over 300 

replications performed as part of eight recent large-scale replication projects to begin to 

quantify the difference between original and replication studies’ effect sizes.  

Finally, there is little literature aimed at behavioral scientists that gives advice on how 

they should select effect sizes for use in formal sample size planning. Papers giving advice on 

effect size selection often only suggest estimating the true effect size without considering 

alternative approaches such as powering studies to reliably detect a minimum effect of interest 

or planning for statistical assurance (see Chapter 9 for more information on these alternative 
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approaches). Given the prominence of alternative approaches in the medical literature, this is a 

surprising omission (Faulkner, Fidler, & Cumming, 2008; Jaeschke, Singer, & Guyatt, 1989).This 

literature review only captured recent exceptions in the behavioral sciences literature (e.g., 

Albers & Lakens, 2018; Chen, Fraser, & Cuddeback, 2018; Lakens & Albers, 2017). There is a 

noticeable lack of literature written for practicing researchers and research students, the 

people who are most often in the role of designing experiments. Chapter 9 summarizes these 

different methods of sample size planning and effect size selection while giving advice on how 

to balance the competing pressures that researchers face when planning research. 
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Part 2 – Research and Reporting Practices in 
Psychology 
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 – The Statistical Power of 

Psychology Research: A Systematic Review 

and Meta-analysis 

 

Abstract: Over the last half century at least 46 power surveys have been published in 

psychology, together estimating the statistical power of over 8,000 individual studies at Cohen’s 

(1988) small, medium and large effect size benchmarks. This paper uses mixed effects meta 

regression to estimate the average statistical power of psychology research at each of these 

benchmarks, and to show whether and how these values have changed over time. This analysis 

shows that the average statistical power of published psychology research was extremely low 

for “small” effects, .23 (95% CI [.18, .29]), somewhat low for “medium” effects, .62 (95% CI [.54, 

.69]), and only met typical goal levels of statistical power for “large” effects, .84 (95% CI [.81, 

.87]), and that there appears to have been little to no change in these values from 1960 to 

2014. A secondary analysis of surveys that have assessed how often power analyses are 

reported in psychology research suggests that power analysis reporting rates have increased 

slightly over time but remain low. This result suggests that efforts to increase the average 

power of research have not been effective and that novel methods of avoiding the negative 

implications of low statistical power are required. 

Keywords: Publication bias, effect size, QRPs, statistical power, metascience, metaresearch 
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5.1 Introduction 

Statistical power describes the probability of a statistical test rejecting the null 

hypothesis given that a specific alternative hypothesis holds true at a given alpha level. Cohen’s 

first power survey (1962) showed that articles published in a 1960 issue of the Journal of 

Abnormal and Social Psychology had a mean power of .48 to detect a “medium” effect size 

equivalent to 0.5 Cohen’s d at an alpha of .05. This suggests that most studies should have 

failed to reach statistical significance more than half the time even when studying a true 

“medium” effect. Since the publication of Cohen’s 1962 article, over 40 power surveys have 

systematically assessed the statistical power of bodies of psychology research at Cohen’s effect 

size benchmarks. The current study brings those papers together to estimate the average 

statistical power of psychology research at these benchmarks and to show how this value has 

changed over time using a systematic review and meta-analysis.  

If studies in a body of literature have a low average level of statistical power, several 

major negative outcomes follow (see Chapter 3 for a comprehensive overview of the negative 

impacts of low statistical power on both bodies of research and for individual researchers). 

Firstly, studies with a low level of statistical power can waste participants’ and researchers’ 

time and resources if statistical significance is used as the defacto standard for showing the 

presence of a non-zero effect (Cohen, 1962, 1988). Secondly, in the presence of publication and 

reporting biases toward statistically significant results, low average power leads to effect size 

exaggeration among published studies, and an increased false positive error rate among 

significant reported results (Bakker, van Dijk, & Wicherts, 2012; DeCoster, Sparks, Sparks, 

Sparks, & Sparks, 2015; Ioannidis, 2008). Finally, low power research can be self-reinforcing. If 

researchers base the sample sizes they use in their studies on the sample sizes seen in previous 

low-power research, or if they base sample size decisions on published (and, on average, 

exaggerated) effect sizes, their own research will often have a lower than desired level of 

statistical power (Anderson & Maxwell, 2017). In recent years the low average power of 

psychology research has been pointed to as one of the driving factors behind the “replication 

crisis” in psychology (Maxwell, Lau, & Howard, 2015). 
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Almost 1000 articles have been published since the 1960s discussing the issue of low 

statistical power in psychology (see Chapter 4), and numerous tools have been developed to 

make power analysis an easy and routine part of research planning, from Cohen’s own 

textbooks and publications (e.g., 1962, 1992, 1988) to statistical power analysis computer 

programs (e.g., Faul, Erdfelder, Lang, & Buchner, 2007). However, it is unclear whether this 

body of literature, the relative ease of use of these tools, and changes in journal reporting 

guidelines (e.g., APA Publications Communications Board Working Group on Journal Article 

Reporting Standards, 2008) have led to any change in the average power of psychology 

research over time. Given this large and growing body of work and the importance of avoiding 

the negative impacts of low statistical power on research literatures, it seems essential to 

assess whether these efforts have had any impact on the statistical power of psychology 

research. If these messages were being heard, we would expect the average statistical power of 

the published literature to have increased over time. 

As many of the included power surveys suggest that power analysis should be 

performed as part of research planning – along with the American Psychological Association 

and CONSORT reporting guidelines (APA Publications Communications Board Working Group on 

Journal Article Reporting Standards, 2008; Appelbaum et al., 2018; Schulz, Altman, & Moher, 

2010; Wilkinson, 1999) – a related and crucial question is whether researchers are following 

these instructions and performing and reporting power analyses more often. In order to 

address this question, Supplementary Materials 5.2 reports a meta-analysis of examinations of 

the proportion of articles that report a power analysis in order to assess whether there has 

been any change in how often power analyses are reported over time. 
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5.2 Methods 

5.2.1 Research design 
The research design, hypotheses, and a detailed analysis plan for the primary and 

secondary analyses were preregistered after an initial pilot sample of 17 articles had been 

collected, but before any analysis or summary statistics had been calculated. The pre-

registration and pilot data are available from https://osf.io/n6jfd/. See Table 5-1 for a list of 

deviations from the pre-registered protocol. 

Table 5-1. Deviations from preregistered protocol for a Systematic Review and Meta-analysis of 

power surveys in psychology research.  

Deviation Explanation 

Missing means were estimated 
when missing (see the section 
‘Missing data handling and 
imputation’ below for full 
details) 

Means and variances were imputed as large numbers of 
studies had some missing data. Analyses were also run without 
data imputation as was preregistered (see supplementary 
material 4). 

Meta-analysis estimated means 
not medians 

Mean levels of power were reported more often than medians, 
in 45 compared to 47 articles, and as the standard error of 
means is smaller than that of medians all else being equal. 

Restricted maximum likelihood 
estimation was used 

Restricted maximum likelihood estimation was used, no 
estimation method was preregistered. 

A variance stabilizing 
transformation was used 

A variance stabilizing transformation from Brown (1982) to 
account for the fact that power is a bounded variable 

Random effects were included 
for area of research and original 
study in both primary and 
secondary analyses 

No method of accounting for non-independence between 
articles was preregistered. The mixed effects meta-analyses 
reported here include random effects for study, area of 
research as well as each study’s estimate. The preregistered 
models were also performed and are reported as sensitivity 
analyses, see Supplementary Materials 4 for model output for 
the primary analysis and Supplementary Materials 5 for model 
output for the secondary analysis. 

No analysis was performed 
examining sample size as an 
outcome 

No analysis was performed with sample size as an outcome as 
few articles (7) reported the average sample sizes of the 
investigated areas of research. 

“Sport and exercise 
psychology” and 
“communication research” 
were included as fields of 
research 

“Sport and exercise psychology” and “communication 
research” are distinct areas of research not listed as subfields 
in the preregistration 

https://osf.io/n6jfd/
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5.2.2 Record identification 

See Figure 5-1 on Page 91 for a PRISMA flow diagram of article identification, screening, 

eligibility analysis and inclusion. The sampling strategy was designed to return all reviews of the 

statistical power of articles in psychological research (broadly defined, including educational, 

occupational, management, clinical, psychiatry, and neuroscience research). Power surveys 

were included if authors systematically calculated the statistical power of statistical tests in a 

body of published research articles using effect sizes equivalent to Cohen’s (1988) benchmark 

estimates for “small”, “medium” and “large” effects (see Table 5-2). Surveys that analysed the 

power of fewer than six articles were excluded in order to avoid including articles that were not 

broad surveys of the power of an area of psychology research, but which were instead 

criticisms of a small body of “underpowered” research. Only articles with full texts available in 

English were included. 

Table 5-2. Effect size benchmarks following Cohen (1977, 1988, 1992). 

Type of test Small Medium Large 

t test on means (d) 0.20 0.50 0.80 

t test on correlations (r) 0.10 0.30 0.50 

F test ANOVA (f) 0.10 0.25 0.5 

F test for multiple correlation or regression (f2) 0.02 0.15 0.35 

Chi-square test (w) 0.10 0.30 0.5 

Note. Cohen (1962) used slightly different estimates for small and large benchmarks (e.g., for t 

tests for mean differences d = .25 and 1 respectively) although the medium benchmarks has 

remained the same. 
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On the 11th of September 2017 the PsycInfo and Medline databases for all records 

including the words “power*” “sampl*” in their title and “power analysis”, “statistical Power” 

or “sample size” in the main text, identifying an initial 1988 articles. After de-duplication, 1526 

articles remained in the database. This database is available from https://osf.io/t6jf8/. Hand 

searches of all identified applicable articles’ reference lists were performed to attempt to 

identify any papers detailing power surveys that may have been missed by these search criteria, 

identifying an additional 18 articles. One additional article (Szucs & Ioannidis, 2017) was 

identified through a Google Scholar search of “power survey psychology”. See Supplementary 

Materials 5.1 for a full list of the articles included in this analysis, and Table 5-3 for search 

criteria. 

Table 5-3. Databases and search terms used for data collection for a systematic review of 

power surveys performed on psychological research. Search performed on the 11th September 

2017. 

Database Search terms 
Number of 

records 

Psychinfo, Ovid 
Interface 

“power” or “Determination” or “estimat" or "sampl”).m_titl. 
and (“power analysis” or “Statistical Power” or “Sample Size 
Estimation” or “Sample Size Determination” or “Sample size 
selection”).mp. 

916 

Web of Science 
Core Collection 

SU = (Psychology OR Psychiatry OR “Mathematical Methods In 
Social Sciences”) AND TI = (Power* OR Sampl*) AND TS = 
(“power analysis” or “Statistical Power” or “Sample Size”) 

1072 

Total number 
of records 

 1988 

De-duplicated 
library 

 1489 

 

  

https://osf.io/t6jf8/
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Abstract and full text screening 

One thousand, four hundred and thirty two articles were excluded during abstract 

screening as they did not report examinations of the power of a body of psychology research 

(e.g., they discussed social power dynamics, provided power analysis advice but did not 

examine a body of literature, etc.). After screening of abstracts, 92 records remained and were 

subjected to full text screening. During full text screening, 46 articles were excluded leaving a 

total of 46 articles which gave mean or median power estimates for at least one of the small, 

medium or large effect size benchmarks. See Figure 5-1 for exclusion reasons at the full-text 

eligibility assessment phase, and Table 5-4 for a list of the included power surveys with the 

number of articles examined in each of the included power surveys.  
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Figure 5-1. Prisma flow diagram of article identification, screening and selection. 
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Table 5-4. Power surveys included in the primary analysis organised by subfield. 

Articles Subfield 
Included 

articles 
Years 
sampled 

Chase & Baran (1976). An assessment of 
quantitative research in mass communication. 
Journalism Quarterly 

Communication 48 1974 

Katzer & Sodt (1973). An analysis of the use of 
statistical testing in communication research. 
Journal of Communication 

Communication 31 1971-
1972 

Acklin & McDowell (1995). Statistical power in 
Rorschach research. Exner, John E Jr [Ed] (1995) 
Issues and methods in Rorschach research (pp 181-
193) xiii, 324 pp Hillsdale, NJ, US: Lawrence 
Erlbaum Associates, Inc; US 

Clinical 
psychology / 
psychiatry 

158 1975-
1991 

Bezeau & Graves (2001). Statistical power and 
effect sizes of clinical neuropsychology research. 
Journal of Clinical and Experimental 
Neuropsychology 

Clinical 
psychology / 
psychiatry 

66 1998-
1999 

Brown & Hale (1992). The power of statistical 
studies in consultation-liaison psychiatry. 
Psychosomatics 

Clinical 
psychology / 
psychiatry 

24 1989 

Chase, & Tucker (1975). A power-analytic 
examination of contemporary communication 
research. Speech Monographs 

Clinical 
psychology / 
psychiatry 

46 1973 

Kazantzis (2000). Power to detect homework 
effects in psychotherapy outcome research. 
Journal of Consulting and Clinical Psychology 

Clinical 
psychology / 
psychiatry 

27 1980-
1998 

Kosciulek & Szymanski (1993). Statistical power 
analysis of rehabilitation counseling research. 
Rehabilitation Counseling Bulletin 

Clinical 
psychology / 
psychiatry 

32 1990-
1991 

Kroll & Chase (1975). Communication disorders: a 
power analytic assessment of recent research. 
Journal of Communication Disorders 

Clinical 
psychology / 
psychiatry 

62 1973-
1974 

Levenson (1980). Statistical power analysis: 
implications for researchers, planners, and 
practitioners in gerontology. The Gerontologist 

Clinical 
psychology / 
psychiatry 

56 1961-
1977, 
1946-
1977 

Maddock & Rossi (2001). Statistical power of 
articles published in three health psychology-
related journals. Health Psychology 

Clinical 
psychology / 
psychiatry 

187 1997 
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Okumura & Sakamoto (2011). Statistical power and 
effect sizes of depression research in Japan. 
Psychiatry and Clinical Neurosciences 

Clinical 
psychology / 
psychiatry 

311 1990-
2006 

Orme & Combs-Orme (1986). Statistical power and 
type ii errors in social work research. Social Work 
Research & Abstracts 

Clinical 
psychology / 
psychiatry 

79 1977-
1984 

Rothpearl, Mohs & Davis (1981). Statistical power 
in biological psychiatry. Psychiatry Research 

Clinical 
psychology / 
psychiatry 

35 1966-
1980 

Schoonen (1991). The internal validity of efficacy 
studies: design and statistical power in studies of 
language therapy for aphasics. Brain and Language 

Clinical 
psychology / 
psychiatry 

22 1964-
1989 

Sedlmeier & Gigerenzer (1989). Do studies of 
statistical power have an effect on the power of 
studies?.Psychological Bulletin 

Clinical 
psychology / 
psychiatry 

54 1984 

Whittington, Podd, & Kan (2000). Recognition 
memory impairment in Parkinson’s disease: power 
and meta-analyses. Neuropsychology 

Clinical 
psychology / 
psychiatry 

46 1978-
1997 

Borkowski, Welsh & Zhang (2001). An analysis of 
statistical power in behavioral accounting research. 
Behavioral Research in Accounting 

Education 96 1993-
1997 

Brewer (1972). On the power of statistical tests in 
the American educational research journal. 
American Educational Research Journal 

Education 85 1969-
1971 

Daly & Hexamer (1983). Statistical power in 
research in English education. Research in the 
Teaching of English 

Education 57 1978-
1980 

Dilullo (1998). A post hoc power analysis of 
inferential research examining the relationship 
between mathematics anxiety and mathematics 
performance. Dissertation Abstracts International 
Section A: Humanities and Social Sciences 

Education 41 1975-
1994 

Haase (1974). Power analysis of research in 
counselor education. Counselor Education and 
Supervision 

Education 60 1968-
1971 

Orme & Tolman (1986). The statistical power of a 
decade of social work education research. Social 
Service Review 

Education 64 1976-
1985 

Osborne (2008). Sweating the small stuff in 
educational psychology: How effect size and power 
reporting failed to change from 1969 to 1999, and 

Education 151 1969, 
1998-
1999 
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what that means for the future of changing 
practices. Educational Psychology 

Overland (2014). Statistical power in the journal of 
research in music education (2000-2010): A 
retrospective power analysis. Bulletin of the 
Council for Research in Music Education 

Education 125 2000-
2010 

Penick & Brewer (1974). The power of statistical 
tests in science teaching research. Journal of 
Research in Science Teaching 

Education 66 1969-
1970 

Sindelar et al. (1988). The power of hypothesis 
testing in special education efficacy research. The 
Journal of Special Education 

Education 35 1932-
1974 

Tomcho, Thomas & Foels (2009). The power of 
teaching activities: Statistical and methodological 
recommendations. Teaching of Psychology 

Education 193 1974-
2006 

Woolley & Dawson (1983). A follow-up power 
analysis of the statistical tests used in the journal 
of research in science teaching. Journal of Research 
in Science Teaching 

Education 73 1977-
1980 

Woolley (1983). A comprehensive power-analytic 
investigation of research in medical education. 
Journal of Medical Education 

Education 100 1980-
1982 

Chase & Chase (1976). A statistical power analysis 
of applied psychological research. Journal of 
Applied Psychology 

General 
Psychology 

121 1974 

Clark-Carter (1997). The account taken of statistical 
power in research published in the british journal 
of psychology. British Journal of Psychology 

General 
Psychology 

54 1993-
1994 

Cohen (1962). The statistical power of abnormal-
social psychological research: A review. The Journal 
of Abnormal and Social Psychology 

General 
Psychology 

70 1960 

Rossi (1990). Statistical power of psychological 
research: what have we gained in 20 years? Journal 
of Consulting and Clinical Psychology 

General 
Psychology 

221 1982 

Szucs & Ioannidis (2017). Empirical assessment of 
published effect sizes and power in the recent 
cognitive neuroscience and psychology literature. 
PLOS Biology 

General 
Psychology 

3801 2011-
2014 

Ward (2002). Highly significant findings in 
psychology: a power and effect size survey. 

General 
Psychology 

157 2000 
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Dissertation Abstracts International: Section B: The 
Sciences and Engineering 

Aguinis et al. (2005). Effect size and power in 
assessing moderating effects of categorical 
variables using multiple regression: A 30-year 
review. Journal of Applied Psychology 

Management / IO 
Psychology 

106 1977-
1998 

Cashen, Geiger (2004). Statistical power and the 
testing of null hypotheses: A review of 
contemporary management research and 
recommendations for future studies. 
Organizational Research Methods 

Management / IO 
Psychology 

43 1990-
1999 

Christensen & Christensen (1977). Statistical power 
analysis of health, physical education, and 
recreation research. Research Quarterly. American 
Alliance for Health, Physical Education and 
Recreation 

Management / IO 
Psychology 

43 1975 

Mazen et al. (1987). Statistical power in 
contemporary management research. Academy of 
Management Journal 

Management / IO 
Psychology 

84 1984 

Mazen, Hemmasi & Lewis (1987). Assessment of 
statistical power in contemporary strategy 
research. Strategic Management Journal 

Management / IO 
Psychology 

44 1982-
1984 

Mone, Mueller, & Mauland (1996). The 
perceptions and usage of statistical power in 
applied psychology and management research. 
Personnel Psychology 

Management / IO 
Psychology 

210 1992-
1994 

Sawyer (1981). Statistical power and effect size in 
marketing research. Journal of Marketing Research 

Management / IO 
Psychology 

23 1979 

Woods et al. (2006). Statistical power of studies 
examining the cognitive effects of subthalamic 
nucleus deep brain stimulation in Parkinson’s 
disease. Clinical Neuropsychologist 

Neuropsychology 30 1997-
2004 

Jones & Brewer (1972). An analysis of the power of 
statistical tests reported in the research quarterly. 
Research Quarterly 

Sport and 
exercise 
psychology 

106 1969-
1971 
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5.2.3 Data extraction 

The articles included in the primary analysis were examined in randomized order to 

avoid systematic order effects. When additional power surveys were identified during data 

extraction by reference list searches, they were put aside until the current round of data 

extraction was complete, at which time all newly identified articles were assessed in random 

order. See https://osf.io/7ncke/ for data, and Appendix 2 for the codebook as well as a full list 

of data-points extracted from articles for both the primary and secondary analyses.  

Missing data handling and imputation 

There were a total of 53 year ranges (henceforth “cases”) for which mean or median 

power estimates were given for at least one of the small, medium or large effect size 

benchmarks in the 46 included articles. In 11 articles, no means were reported for at least one 

of Cohen’s 1988 benchmark effect sizes (including Cohen, 1962, which used different “small” 

and “medium” benchmark effect sizes). For two power surveys (i.e., Haase, 1974, and Woolley, 

1983) mean power levels were not reported, but frequency tables showing the number of 

articles achieving different levels of power at each effect size benchmark were presented. For 

those articles I estimated the mean power as the weighted average of the mid-interval values: 

𝑥 =
𝛴(𝑓�̂�)

𝛴(𝑓)
 

𝑓 being the frequency within a particular bin and �̂� being the mid-interval value (e.g., for the 

bin .1 - .19, the mid interval value would be .145). In order to validate this mean estimation 

method, the difference between the estimated means and the reported means was calculated 

for 22 frequency tables from 8 studies that reported mean power and frequency tables, giving a 

mean absolute error of just 0.02 (with a mean error of 0.01 and an error standard deviation of 

0.02). An R script with the data extracted from the frequency tables and the working for these 

estimates can be found at https://osf.io/tdj6b/. 

For five cases at each of the small, medium and large effect size benchmarks missing 

means were estimated using reported medians and interquartile power estimates following 

Wan, Wang, Liu, and Tong (2014)’s method (Equation C3), using functions from the R package 

https://osf.io/7ncke/
https://osf.io/tdj6b/
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varameta (Grey, 2019). In order to validate this approach, the means for all articles which 

reported medians, quartiles, and means were calculated (17 articles reporting 48 estimated 

means), which led to a mean absolute error of 0.05 (mean error = 0.00, sd = 0.07).  

After estimating the missing values as detailed above, a total of 51, 53, and 49 estimates 

of the mean power of bodies of psychology papers were available at the small, medium and 

large effect size benchmarks respectively. All analyses were also performed excluding articles 

for which mean power had to be estimated using these methods, which led to no substantive 

differences in the results of analyses (see Section 5.3.3 and Supplementary Materials 5.1 for 

more details and for full model output).  

5.2.4 Analysis 

All data analysis was conducted using R 3.5.1 (R Core Team, 2018), and meta-analyses 

were performed using the metafor package (version 2.0.0; Viechtbauer, 2010). The R 

Markdown document including all code and the data required to reproduce the analyses in this 

document are available from https://osf.io/as7md/. 

At each effect size benchmark (small, medium, and large) a mixed effects meta-

regression was performed: 

𝑝𝑜𝑤𝑒𝑟𝑗 = 𝛾0 + 𝛾1𝑌𝑒𝑎𝑟𝑗 + 𝑢𝑎𝑟𝑒𝑎 + 𝑢𝑠𝑢𝑟𝑣𝑒𝑦 + 𝑢𝑖𝑑 + 𝑒𝑗 . 

This analysis predicts estimated power at each benchmark (𝑝𝑜𝑤𝑒𝑟𝑗) with an overall 

intercept (𝛾0), and a fixed effect for year (𝛾1). Random effects were included for the estimate 

(𝑢𝑖𝑑), survey (𝑢𝑠𝑢𝑟𝑣𝑒𝑦), and area of psychology research (𝑢𝑎𝑟𝑒𝑎). Random effects were included 

to account for non-independence between studies sampled from the same fields of research 

(e.g., clinical psychology or IO psychology), for non-independence in cases where surveys 

reported multiple estimates (e.g., when a power survey reported multiple power estimates for 

different year ranges), and at the effect level, making this a random effects meta-analysis. The 

variable year was mean centered, making the overall intercept interpretable as the estimated 

mean power at the mean examined year included in this study (1985). When a study covered a 

https://osf.io/as7md/
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range of years, the mean year of the range of studies included in each set was entered as a 

predictor in the meta-regression. All analyses used restricted maximum likelihood estimation. 

Because statistical power is a bounded variable, I used a variance stabilizing 

transformation analogous to the Fisher r-to-z transformation to convert the mean level of 

power at each benchmark effect size into an unbounded quantity (𝜙) following Browne (1982). 

�̂� = −log(
1

𝜃
− 1) 

where 𝜃 is the estimated mean statistical power at a given effect size benchmark. The standard 

error of each estimate was calculating using  

�̂� = √
𝜃(1 − 𝜃)/𝑛

𝜃(1 − 𝜃)
, 

where 𝜃 is again the estimated mean statistical power from each survey and 𝑛 is the number of 

studies examined in each power survey. All estimates are back-transformed to raw estimated 

statistical power unless otherwise stated.  
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5.3 Results 

The mixed effects meta-regression suggested that the mean power of psychology across 

this time period was:  

• .23 (95% CI [.18, .29]) for ‘small’ effects, 

• .62 (95% CI [.54, .69]) for ‘medium’ effects, and 

• .84 (95% CI [.81, .87]) for ‘large’ effects 

following Cohen’s effect size benchmarks. At each of the effect size benchmarks, the random 

effects at the article level had a greater estimated variance than the effect or subfield level, 

however these values were not precisely estimated enough to make definitive statements 

about even their rank order at the population level (e.g., at the medium benchmark the 

estimated standard deviations of the random effects were 𝜎𝑝𝑟𝑜𝑗𝑒𝑐𝑡 = 0.289, 95% CI [0.000, 

1.123], 𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒 = 0.551, 95% CI [0.000, .795], 𝜎𝑒𝑓𝑓𝑒𝑐𝑡 = 0.121, 95% CI [0.000, 0.674]). See Tables 

5-5 to  5-7 for meta-regression results including fixed and random effect estimates and Figures 

5-2 to 5-4 for Forest plots at each effect size benchmark. 

The estimated change in statistical power over time is negligible at all three 

benchmarks. The estimated change per year in transformed units was just -0.001 (95% CI [-

0.015, 0.013]) for “small” effects, -0.001 (95% CI [-0.014, 0.012]) for “medium” effects, and -

0.005 (95% CI [-0.020, 0.010]) for ‘large’ effects. Although this change is non-linear when back 

transformed to statistical power, these values represent an extremely small estimated change 

across the range of years covered in this study. For example, we can look at the predicted 

change per decade in the mean level of statistical power from the overall intercept (a value 

which represents an estimate of the mean level of statistical power in psychology at the mean 

year included in the power surveys, 1985). This gives us an estimated change in average 

statistical power per decade of just -.002 (95% CI [-.027, .022]) at the “small” benchmark, -.002 

(95% CI [-.033, .030]) at the “medium” benchmark, and -.006 (95% CI [-.025, .014]) at the ‘large’ 

benchmark. See Figures 5-5 to 5-7 for scatter plots of the power estimates at each benchmark 

plotted against time. 
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Figure 5-2. Forest plot of studies of the power of psychology research literatures at Cohen’s 

(1988) “small” effect size benchmark. The polygon shows the model intercept. 
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Figure 5-3. Forest plot of studies of the power of psychology research literatures at Cohen’s 

(1988) “medium” effect size benchmark. The polygon shows the model intercept. 
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Figure 5-4. Forest plot of studies of the power of psychology research literatures at Cohen’s 

(1988) “large” effect size benchmark. The polygon shows the model intercept. 

 

 



103 

Table 5-5. Results of a meta-regression of the power of psychology studies at Cohen’s (1988) 

“small” effect size benchmark, including the year studied in each power survey as a moderator. 

Variable Estimate 95% CI LB 95% CI UB SE p Random effects 

Intercept -1.218 -1.533 -0.903 0.161 < .001  
Year -0.001 -0.015 0.013 0.007 .889  
      Subfield variance = 0.085, n = 7 
      Article variance = 0.263, n = 42 
      Effect variance < .001, n = 45 
      QE(44) = 232.7, p < .001 

 

Table 5-6. Results of a meta-regression of the power of psychology studies at Cohen’s (1988) 

“medium” effect size benchmark, including the year studied in each power survey as a 

moderator. 

Variable Estimate 95% CI LB 95% CI UB SE p Random effects 

Intercept 0.484 0.167 0.800 0.161 .003  
Year -0.001 -0.014 0.012 0.007 .887  
      Subfield variance = 0.084, n = 7 
      Article variance = 0.303, n = 44 
      Effect variance = 0.015, n = 47 
      QE(46) = 279.65, p < .001 

 

Table 5-7. Results of a meta-regression of the power of psychology studies at Cohen’s (1988) 

“Large” effect size benchmark, including the year studied in each power survey as a moderator. 

Variable Estimate 95% CI LB 95% CI UB SE p Random effects 

Intercept 1.676 1.469 1.883 0.106 < .001  
Year -0.005 -0.020 0.010 0.008 .530  
      Subfield variance < .001, n = 7 
      Article variance = 0.311, n = 40 
      Effect variance < .001, n = 43 
      QE(42) = 185.32, p < .001 
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5.3.2 Bias assessment 

As the included surveys of statistical power do not use traditional significance testing to 

assess their primary outcomes it is not possible for traditional publication bias – in which a 

study is less likely to be published if it does not show statistically significant results – to have 

impacted which papers were published and then included in the current meta-analysis. 

Nonetheless, it is still possible that articles that assessed fewer articles and that happen to have 

found more “alarming” results were more likely to be published than those which found higher 

power estimates (i.e., that there is publication bias towards low power estimates). If this were 

the case, this could lead to the current analysis producing pessimistic estimates of the average 

power of psychology. In order to assess for signs of publication bias I performed an analogue to 

Egger’s Test (Egger, Smith, Schneider, & Minder, 1997) by including the number of articles 

surveyed in each study as a predictor in the meta-analyses, allowing us to examine whether 

there is an association between the sample size included in each survey and their power 

estimates. Although typical applications of Egger’s test include each estimates’ standard error 

as a predictor, here I  used the number of articles included in each survey as the standard error 

is a function of the mean power estimates. This test suggests that there was little to no 

association between the number of articles included in each survey and statistical power at any 

of the benchmarks with coefficient estimates for sample size at the “small”, “medium”, and 

“large” benchmarks of -0.0001, 95% CI [-0.0004, 0.0002], p = .465, -0.0001 95% CI [-0.0004, 

0.0002], p = .465, and -0.0002, 95% CI [-0.0005, 0.0001], p = .142, giving no obvious indication 

of publication bias in the included sample.  

5.3.3 Sensitivity and robustness analysis 

Sensitivity analyses were performed to assess the sensitivity of inferences to my data 

analysis and estimation choices. First, all analyses were re-performed excluding the studies for 

which mean power values had to be estimated from medians and quartiles. Second, leave-one-

out cross validation was performed for all models (i.e., running each model dropping each 

power estimate included in the above analysis). Third, each model was reperformed without 

random effects for article, without random effects for area of research, and without random 

effects for article or area of research. Finally, these analyses were reperformed treating the 
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power estimates as simple means, i.e., not using a variance stabilizing transformation on the 

power estimates and instead calculating their variances as their sample standard deviations 

divided by the square root of the number of articles included in each survey. None of these 

analyses would lead to any substantive difference in interpretation of results. The estimated 

mean power from these analyses does not change by more than .029 at the small benchmark, 

.035 at the medium benchmark, although it does decrease by .058 at the large benchmark 

when estimating mean power as a simple mean. Finally, the estimated change in statistical 

power per year did not change by more than .001 for any of these analyses and all models had 

comparable levels of precision to those presented3. See Supplementary Materials 5.1 for output 

from all of these sensitivity analyses. 

5.4 Discussion 

This analysis suggests that the statistical power of psychology research was, on average, 

extremely low for “small” effects, .23 (95% CI [.18, .29]), somewhat low for “medium” effects, 

.62 (95% CI [.54, .69]), and only acceptably high for “large” effects, .84 (95% CI [.81, .87]) from 

the emergence of widespread statistical testing in psychology to 2014. It appears that there 

was little to no change in the average statistical power of psychology research to detect 

Cohen’s effect size benchmarks over this period. Looking at Supplementary Materials 5.1, the 

reporting of statistical power analysis appears to have become slightly more common over 

time, but to still only be reported in a small minority of studies. These results are extremely 

surprising given the large number of papers that have been published arguing for power 

analysis to be performed as a part of research planning over the last 50 years (e.g., Cohen, 

1962; Bezeau & Graves, 2001; Rossi, 1990), the increasing availability of user-friendly power 

analysis tools (e.g., Cohen, 1992; Faul et al., 2007), as well as technological innovations (e.g., 

Amazon Turk studies) and larger undergraduate cohorts that could make larger sample 

 
 
3 Because the estimated change in statistical power per year is in transformed units for most 
performed analyses but in raw units of statistical power for the analyses that used simple 
means, this comparison used the back-transformed change in statistical power per year from 
the model intercept for all models that produce estimates in transformed units. 
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research more tractable in many areas of psychological research (Takooshian, Gielen, Plous, 

Rich, & Velayo, 2016). 

Given that the average effect size seen in the psychology literature has been estimated 

to be around or even below Cohen’s “medium” effect size (e.g., Bosco, Aguinis, Singh, Field, & 

Pierce, 2015; Gignac & Szodorai, 2016; Quintana, 2017, Stanley et al., 2018; see Appendix 1 for 

a review of studies of the average effect sizes seen in the behavioral sciences research 

literature), this suggests that a psychological study with an average level of statistical power  

should fail to find significant main results on as much as 40% of occasions assuming that the 

effect under study is in fact present. Despite this, over 90% of psychology papers report having 

found positive evidence for their main effect (Fanelli, 2010). There are several possible 

explanations for this finding. Firstly, it is possible that a large proportion of performed research 

is simply going unreported (as suggested in Greenwald, 1975; Sterling, 1959). Secondly, when 

read alongside evidence from surveys of researchers in psychology that find self-reported rates 

of QRPs to be quite high (Agnoli, Wicherts, Veldkamp, Albiero, & Cubelli, 2017; John, 

Loewenstein, & Prelec, 2012; Fiedler & Schwarz, 2016), it may suggests that some research is 

being presented as having found statistically significant main findings achieved in some part 

through p-hacking, HARKing or through the exploitation of researcher degrees of freedom 

(Bakker, van Assen, Crompvoets, Ong, & Soderberg, 2017; LeBel, McCarthy, Earp, Elson, & 

Vanpaemel, 2018; Sijtsma, Veldkamp, & Wicherts, 2016). 

Given the evidence regarding how poor researchers’ intuitions have been shown to be 

about the likely power and precision of research (Bakker, Hartgerink, Wicherts, & van der Maas, 

2016; Obrecht, Chapman, & Gelman, 2007; Tversky & Kahneman, 1971), formal sample size 

planning should play a major role in helping researchers to plan their studies more effectively. 

Formal sample size planning (e.g., planning for adequate levels of power, narrow confidence or 

credible intervals, convincing evidence via Bayes factors, etc.) is an important tool for 

researchers who wish to help ensure that they are not wasting their participant’s time, their 

own time and limited research funding on experiments which are unlikely to allow them to 

meet their research goals. A variety of research planning packages and programs are freely 

available and should enable researchers to plan for most statistical analyses (e.g., G*Power for 
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the most common analyses such as ANOVA, regression or chi-square analysis; Faul et al., 2007; 

PINT 2.2 for two level hierarchical modeling; Snijders and Bosker, 1993; for sample size planning 

for Bayes factors see Schönbrodt and Wagenmakers, 2017; and “PANGEA” for more complex 

ANOVA designs; Westfall, 2015). More complex analyses may require consultation with a 

statistician (Van Meter & Charnigo, 2014). 

Editors and reviewers can play a role in supporting the routine performance and 

reporting of a priori power analyses by following most of the existing reporting guidelines (e.g., 

APA Publications Communications Board Working Group on Journal Article Reporting 

Standards, 2008; Schulz et al., 2010; Wilkinson, 1999) and requesting a statement of 

justification for the included sample size included in a study. Requiring the accurate justification 

of sample sizes as a routine part of research reporting (e.g., stating that the sample size was 

chosen due to practical constraints such as in the current study, identified through formal 

sample size planning such as AIPE or power analysis, or even stating that no sample size 

planning occurred when this is the case) could help establish a norm for these issues to be 

considered during research planning. 

This advice – that researchers should consider the statistical power of their analyses 

during research planning and that editors should request or even require the reporting of 

power analyses – is the suggested remedy in almost all of the statistical power reviews included 

in the current analysis. It has apparently failed to influence the practices of working scientists. It 

is hard to imagine that saying it again here will result in anything different. 

Fortunately, the recent development and rapid uptake of new research, publication and 

reporting initiatives give some reason for optimism, and provide mechanisms by which 

researchers can help to avoid the negative consequences of underpowered research. 

Preregistration of confirmatory analysis plans can help allow researchers to distinguish between 

confirmatory and exploratory analyses, helping to ensure that non-significant main findings are 

accurately reported when found (Simmons, Nelson, & Simonsohn, 2011). The use of preprint 

servers (e.g., https://psyarxiv.com) and data repositories (e.g., https://osf.io) allows researchers 

to disseminate findings outside of the traditional publication system, subverting publication 
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bias. When “underpowered” or imprecise research occurs, ensuring that these results are 

available to future meta-analysts and other researchers regardless of the outcome helps to 

avoid effect size inflation by ensuring that the results can become part of a cumulative scientific 

literature. Finally, large-scale multi-lab collaborative efforts like the Psychological Science 

Accelerator (Moshontz et al., 2018) and the Many Labs projects (Klein et al., 2018) facilitate 

very large sample research, allowing for high powered research even when effect sizes may be 

small.  

5.4.2 Limitations 

There are two main limitations that should be noted in interpreting these results. Firstly, 

the individual articles included in these power surveys are not a random sample from the 

psychological research literature, and it is difficult to predict whether the sampling choices will 

tend to underestimate or overestimate the average power of published psychological research. 

It is possible that power surveys are more likely to be performed when a particular area of 

research is underpowered, which could lead to this analysis underestimating the average 

statistical power of psychology. This issue only holds for a subset of the included studies (e.g., 

Woods et al., 2006), with the other included studies either using convenience samples (e.g., 

Szucs & Ioannidis, 2017), samples chosen to be broadly representative of a subfield (e.g., Orme 

& Combs-Orme, 1986), or samples selected to represent high-impact journals in a subfield (e.g., 

Cashen & Geiger, 2004; Rossi, 1990, a strategy which could upwardly bias estimates). Secondly, 

the power estimates included in this meta-analysis were calculated assuming that the studies 

that were surveyed used an alpha of .05. Because alpha corrections for multiple comparisons 

lead to lower statistical power, the current results may overestimate the average power of 

psychology research at Cohen’s effect size benchmarks. 

5.4.3 Conclusion 

Statistical power to detect small to medium effects appears to be substantially lower 

than recommended standards and power analysis to be rarely reported in psychology research. 

The average statistical power of the published psychology literature to detect these effect sizes 

does not appear to have increased substantially from the publication of the first power surveys 
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to 2014, despite continued criticism of 'underpowered' research, and advocacy for the use of 

formal sample size planning techniques. Research consumers should be aware that the average 

power of psychological science is lower than would be ideal for "small" or "medium" effects, 

and only acceptably high for "large" effects.  

As researchers, we all have limited budgets, limited numbers of potential participants, 

and limited amounts of time. We should ensure that we are making informed decisions about 

how we expend these resources. Formal sample size planning, performed for whatever goal we 

have for an experiment (be that reaching statistical significance given the presence of a 

particular effect, estimating a parameter with adequate precision, being able to reliably 

distinguish the correct model between a set of alternatives, or etc.), should play a role in 

helping us decide how we expend these limited resources. When we do perform research that 

may be "underpowered" or which is likely to lead to imprecise estimates, it's especially 

important that we make an effort to ensure that the results of our analyses will be available to 

other researchers regardless of their outcome. 

Finally, although this chapter suggests that the average level of statistical power of the 

psychology literature to detect Cohen’s benchmark effect sizes has not changed noticeably over 

the more than five decades examined here, this does not mean that the average statistical 

power of psychology research to detect the effect sizes that are actually under study has 

remained constant. If the effect sizes under study in psychological research have changed over 

time, the mean statistical power of this body will also have changed over time. In order to 

address this question, the following chapter of this dissertation examines whether effect sizes 

have changed over time using a database of over 130,000 effect size estimates from over 9,000 

articles published in 5 APA journals from 1985 to 2013 (Nuijten et al., 2015).  
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Supplementary Materials 5.1: Sensitivity analyses and robustness checks 

We performed a set of robustness and sensitivity analyses. First, I performed leave-one-

out cross validation to assess whether any individual power estimate was overly influential. 

Secondly, I excluded all power estimates for which I had to estimate mean power using Wan 

and colleagues 2014 estimator. Thirdly, I performed all analyses treating each mean power 

estimate as an unbounded mean (i.e., not using a variance stabilizing transformation, instead 

treating it as a simple mean and estimating its variance as the standard deviation divided by the 

square root of the sample size included in this analysis). Finally, I tried alternative model 

specifications, removing random effects for the article, the article and the sub-field, and 

removing the fixed effect for year. None of these robustness or sensitivity analyses led to 

substantial differences in the results. See below for details on each of these analyses, and 

Tables 5-8 to 5-10 for parameter estimates from the alternative model parameterisations at  

the small, medium and large effect size benchmarks respectively. 

Leave-one-out cross validation 

Leave one out cross validation was used to assess whether any individual power 

estimate has a large impact on the model coefficient values. The estimated mean level of 

power did not change by more than a power of 0.035 and the coefficient for year did not 

change by more than 0.001 at any of the effect size benchmarks when any individual estimate 

was dropped from these analyses. 

Excluding studies for which mean power had to be estimated 

I re-performed each analysis excluding the five studies for which means had to be 

estimated from medians and quartiles using Wan et al. (2014)’s method. The results were not 

meaningfully different, with similar precision in the coefficient estimates, and the estimates of 

the mean statistical power and change per year changing by 0.002 or less. 

Using simple means 

I also performed these analyses treating the power estimates as simple means, not 

transforming the power estimates, and calculating their variances as their sample standard 

deviations divided by the square root of the number of articles included in each survey. This 
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analysis involved estimating the variances of a number of mean power estimates as standard 

deviations were not reported for 20 power estimates from 16 articles. 

Several methods were used to estimate these missing variances. For 9 values at the 

small benchmark and for 8 at the medium and large benchmarks I estimated variances from 

frequency tables (i.e., tables showing how many articles had an estimated power at a given 

benchmark between .05 and .1, between .1 and .2, etc), using 

𝜎2 =
Σ(𝑓𝑥2)

𝑛
𝑥

2
 

f being the frequency of occurrences within each bin, x being the mid interval value (e.g., for 

the bin .1–.19, the mid interval value would be .145), n being the total number of values 

included and 𝑥 being the estimated mean value calculated as the weighted average of the mid-

interval values, namely 

𝑥 =
𝛴(𝑓�̂�)

𝛴(𝑓)
. 

I estimated variances using Wan et al. (2014)‘s C3 method (see Equation 16 in Wan et 

al., 2014) for 5 mean power estimates at the small benchmark, 6 articles at the medium 

benchmark, and 4 at the large benchmark. For one of these articles the range and interquartile 

ranges of power at the small and medium benchmarks were extracted from plots using R’s 

‘locator’ function. In order to validate the accuracy of this extraction method, median power 

levels for the medium and small effect size benchmarks for each year were also extracted and 

compared to the estimates provided in the paper’s text; all six extracted values were within 

0.005 of the values reported the text. This left a single article at the small effect size benchmark 

for which I could not estimate the variance of its power estimates (it did not report a power 

frequency table or quartiles), which was left out of this analysis. 

No substantial differences in interpretation would result from the choice to treat the 

estimates as simple means, with the estimated mean power of psychology changing by 0.01 or 

less at the small and medium benchmarks, although estimated power is estimated to be 

notably lower at the large effect size benchmark with its estimate decreasing by 0.06, and the 
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estimated change in statistical power by year being negligible and similarly precisely estimated. 

See the bottom row of Tables 5-8 to 5-10 for estimates and confidence intervals from this 

model at Cohen’s small, medium and large effect size benchmark respectively. 

Alternative model parameterisations 

Finally, I re-estimated the model under alternative parameterisations, removing random 

effects for the article, the article and the sub-field, and removing the fixed effect for year. None 

of these changes altered the effect of year by more than .002, altered the intercept parameter 

by more than .04, changed any parameters statistical significance at the .05 level, or provided 

results which would lead to substantially different conclusions being drawn. See Tables 5-8 to 5-

10 for estimates and confidence intervals for all of these alternative model parameterisations. 
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Table 5-8. Sensitivity analysis results for Cohen’s “small” effect size benchmark, giving the mean 

estimated power to detect a small effect and estimated change per year (in both transformed 

units and back-transformed to units of statistical power) for the primary analysis model 

presented in the article body (“Main model”), a model without a coefficient for year, without 

random effects for field or subfield, without random effects for article, and a model estimated 

using untransformed power estimates (i.e., treating estimates as simple means and not using a 

variance stabilising transformation). 

 Mean Power 
Change per year in 
transformed units Change per year in units of power 

Model Estimate 
95% CI 

LB 
95% CI 

UB Estimate 
95% CI 

LB 
95% CI 

UB Estimate 
95% CI 

LB 
95% CI 

UB 

Main model 0.228 0.178 0.288 -0.001 -0.015 0.013 0.000 -0.003 0.002 

No coefficient 
for year 

0.202 0.181 0.225       

No random 
effects for 
subfield or 
article 

0.202 0.181 0.225 0.002 -0.009 0.012 0.000 -0.001 0.002 

No random 
effects for 
article 

0.202 0.181 0.225 0.002 -0.009 0.012 0.000 -0.001 0.002 

Untransformed 
power 
estimates 

0.233 0.174 0.293    -0.002 -0.004 0.000 

 Note. Estimates of the change per year in back-transformed units are calculated from the 
model intercept, and represent the estimated change per year at the mean year included in this 
study, 1985. 
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Table 5-9. Sensitivity analysis results for Cohen’s “medium” effect size benchmark, giving the 

mean estimated power to detect a medium effect and estimated change per year (in both 

transformed units and back-transformed to units of statistical power) for the primary analysis 

model presented in the article body (“Main model”), a model without a coefficient for year, 

without random effects for field or subfield, without random effects for article, and a model 

estimated using untransformed power estimates (i.e., treating effects as simple means). 

 
Mean 
Power Change per year in transformed units 

Change per year in units of 
power 

Model Estimate 
95% CI 

LB 
95% CI 

UB Estimate 
95% 
CI LB 95% CI UB Estimate 

95% CI 
LB 

95% CI 
UB 

Main model 0.619 0.542 0.690 -0.001 -
0.014 

0.012 0.000 -0.003 0.003 

No coefficient for 
year 

0.608 0.566 0.649       

No random 
effects for 
subfield or article 

0.610 0.567 0.650 -0.003 -
0.016 

0.011 -0.001 -0.004 0.003 

No random effects 
for article 

0.610 0.567 0.650 -0.003 -
0.016 

0.011 -0.001 -0.004 0.003 

Untransformed 
power estimates 

0.606 0.529 0.684    -0.002 -0.005 0.001 

 Note. Estimates of the change per year in back-transformed units are calculated from the 
model intercept, and represent the estimated change per year at the mean year included in this 
study, 1985. 
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Table 5-10. Sensitivity analysis results for Cohen’s “large” effect size benchmark, giving the 

mean estimated power to detect a large effect and estimated change per year (in both 

transformed units and back-transformed to units of statistical power) for the primary analysis 

model presented in the article body (“Main model”), a model without a coefficient for year, 

without random effects for field or subfield, without random effects for article, and a model 

estimated using untransformed power estimates (i.e., treating effects as simple means). 

 Mean Power 
Change per year in 
transformed units 

Change per year in units of 
power 

Model Estimate 
95% 
CI LB 

95% 
CI UB Estimate 

95% CI 
LB 

95% CI 
UB Estimate 

95% CI 
LB 

95% CI 
UB 

Main model 0.842 0.813 0.868 -0.005 -0.020 0.010 -0.001 -0.003 0.001 

No coefficient for 
year 

0.842 0.813 0.868       

No random effects 
for subfield or 
article 

0.843 0.814 0.868 -0.004 -0.020 0.012 0.000 -0.003 0.002 

No random effects 
for article 

0.823 0.753 0.876 0.000 -0.016 0.016 0.000 -0.002 0.002 

Untransformed 
power estimates 

0.785 0.663 0.907    -0.001 -0.003 0.001 

Note. Estimates of the change per year in back-transformed units are calculated from the 
model intercept, and represent the estimated change per year at the mean year included in this 
study, 1985. 
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Supplementary Materials 5.2: Estimating the proportion of articles which report a power 
analysis in the psychology literature 

The results of the primary analysis suggest that the average power of published 

psychology literature is low for small or medium effects and only acceptable for large effects, 

and that these values have been remarkably stable over time. Given that many of the included 

power surveys suggest that the routine performance and reporting of power analysis is a key 

mechanism by which the average statistical power of psychology research could be improved, 

an important question is whether power analysis has become more common over time. A 

number of the power surveys included in the primary analysis also reported the proportion of 

articles they examined that reported a power analysis. This means that we can begin to 

examine this body of literature to see whether there has been any obvious increase in the 

number of articles that report a power analysis. In order to begin to address this question, I 

performed a meta-regression of the proportion of studies that report a power analysis, 

aggregating the results of all of the articles which reported how often power analyses were 

reported in their samples captured in the current literature search. 

Secondary Analysis Methods 

Data extraction for the secondary analysis used the same randomization procedure as 

was used in the primary data extraction. During eligibility screening for the primary data 

extraction, I also examined whether articles reported the proportion of their surveyed articles 

that reported a power analysis. I additionally searched the reference lists of each applicable 

article for additional applicable articles. A total of 17 surveys were found, 15 of which were 

identified during eligibility screening for the primary analysis, and two that were identified 

through reference list searches of applicable articles. We extracted the years surveyed in each 

survey, the area of research examined (classified as in the primary analysis), the total number 

of articles examined in each survey, and the proportion of sampled articles which reported a 

power analysis. Data are available from https://osf.io/h8u9w/. 

  

https://osf.io/h8u9w/
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Sample characteristics 

The 17 included articles reported the proportion of studies that reported a power 

analysis from a total of 21 distinct samples. See Table 5-11 for the number of articles included 

in each sample, the population sampled from, and the years surveyed in each sample. Eight out 

of the included estimates examined research from clinical studies (e.g., clinical randomized 

controlled trials of psychological therapies), four examined educational research, three 

examined management/IO psychology, three neurocognitive/neuroimaging research, two 

examined general psychology and one examined communication research. 

Table 5-11. Original articles included in the secondary analysis of surveys that report the 

proportion of studies they examined that included a power analysis. 

Paper Years Studied Subfield n % Reporting a PA 

Osborne (2008) 1969 Education 55 0% 

Katzer & Sodt (1973) 1971-1972 Communication 31 6% 

Crosby et al. (2006) 1980 Clinical 152 0% 

Sedlmeier & Gigerenzer (1989) 1984 Clinical 64 0% 

Crosby et al. (2006) 1990 Clinical 152 0% 

Kosciulek & Szymanski (1993) 1990-1991 Clinical 32 3% 

Kim (2015) 1992-1993 Medicine 22 12% 

ClarkCarter (1997) 1993-1994 General Psychology 54 2% 

Short, Ketchen, & Palmer (2002) 1990-1999 Management/IO 288 6% 

Cashen & Geiger (2004) 1990-1999 Management/IO 43 7% 

Osborne (2008) 1998-1999 Education 96 2% 

Bezeau & Graves (2001) 1998-1999 Clinical 66 3% 

Ward (2002) 2000 General Psychology 103 7% 

Crosby et al. (2006) 2000 Clinical 152 2% 

Woods et al., (2006) 1997-2004 Clinical 30 0% 

Guo et al., (2014) 2010-2011 Neuropsychology 100 1% 

Larson & Carbine (2017) 2010-2015 Neuropsychology 100 0% 

Thombs & Rice (2016) 2013-2015 Clinical 89 3% 
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Analysis 

A mixed effects meta-regression was conducted to examine the proportion of studies 

which report a power analysis and to estimate the change in power analysis reporting rates 

over time 

𝑝𝑟𝑜𝑝𝑗 = 𝛾0 + 𝛾1𝑦𝑒𝑎𝑟𝑗 + 𝑢𝑎𝑟𝑒𝑎 + 𝑢𝑠𝑢𝑟𝑣𝑒𝑦 + 𝑢𝑖𝑑 + 𝑒𝑗 . 

Proportions (𝑝𝑟𝑜𝑝𝑗 in the equation above) were transformed using the Tukey-Freeman Arcsine 

Transformation, as this can act to normalize the sampling distributions of proportions (Miller, 

1978). This analysis included a parameter for year (𝑦𝑒𝑎𝑟𝑗), which was mean-centered. This 

means the intercept is interpretable as the estimated Tukey-Freeman Arcsine transformed 

proportion of studies for which power analyses are performed in the mean year included in this 

survey (1993). Random effects were included for individual estimates (𝑢𝑖𝑑), the survey that 

each estimate was collected as a part of (𝑢𝑠𝑢𝑟𝑣𝑒𝑦), and area of research (𝑢𝑠𝑢𝑏𝑓𝑖𝑒𝑙𝑑, e.g., clinical 

psychology). This analysis therefore accounts for non-independence between estimates from 

the same subfield of research, and from the same survey (i.e., when a survey reported 

estimates from multiple year ranges), and the random effect for each estimate makes this a 

random effects meta-analysis (i.e., relaxing the assumption that each proportion is an estimate 

of the same population parameter). If a survey examined articles from a range of years, the 

mean year covered in the analysis was entered as the predictor (e.g., if a study examined 1980-

1982, 1981 was entered as its value for year). Surveys that reported estimates for multiple year 

ranges (e.g., 1980-1982 and 1990-1992) were entered separately (i.e., a case was included for 

the 1980-1982 and for the 1990-1992 range). Restricted maximum likelihood estimation was 

used. 
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Results 

The estimated percentage of papers reporting a power analysis is 2.2%, 95% CI [0.4%, 

5%]. There is a very small estimated yearly increase in estimated power analysis reporting rates 

over time of 0.004, 95% CI [0.001, 0.007] per year in Freeman-Tukey double arcsine 

transformed units. See Figure 5-5 for a forest plot of this analysis and Figure 5-6 for a meta-

regression scatterplot of the datapoints over time.  

Table 5-12. Results of a meta-regression of the proportion of studies reporting a power analysis, 

including the year studied in each power survey as a moderator. 

Variable Estimate 95% CI LB 95% CI UB SE p Random effects 

Intercept 0.168 0.096 0.238 0.036 < .001  

Year 0.004 0.001 0.007 0.002 .018  

      Subfield variance = 0.003, n = 6 

      Article variance = 0.009, n = 17 

      Effect variance < .001, n = 21 

      QE(20) = 107.72, p < .001 
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Figure 5-5. Forest plot of the proportion of articles reporting a power analysis. The polygon 

shows the model intercept. 
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Figure 5-6. Scatter plot of the estimated proportion of psychology articles reporting a power 

analysis. Dotted lines are 95% confidence intervals, and the solid line is the estimated 

proportion power of psychology by year, point sizes reflect the relative weighting of articles. 

In interpreting these results, there are two main reasons to question the generalizability 

of the secondary analysis to psychology research more broadly. Firstly, many of the included 

literature surveys in this secondary analysis are from clinical psychology research. Secondly, few 

recent studies were identified, and those which were identified were published in the last 10 

years only examine clinical and neuropsychology research. However, the results are so low that 

even if this analysis underestimated the proportion of articles reporting a power analysis by a 

considerable margin, power analyses would still be quite rare. See below for sensitivity analyses 

of these results, and for a model which does not include random effects for study or area of 

research (as the preregistration did not specify that these effects would be included). 

Secondary analysis sensitivity analyses 

No random effects were preregistered in the case of the secondary analysis, as are 

included above, so I also re-performed this analysis without any random effects at the article or 
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subfield level. Using this model, the estimated percentage of papers reporting a power analysis 

is slightly higher at 1.9%, 95% CI [0.6%, 3.6%]. There is again a very small estimated yearly 

increase in estimated power analysis reporting rates over time of 0.002, 95% CI [-0.002, 0.006] 

per year in Freeman-Tukey double arcsine transformed units. Although rerunning the analysis 

without random effects leads to a non-significant estimated change per year, as the null 

hypothesis of no change over time is implausible (given that techniques for power analysis for 

almost all statistical techniques we now use were not available in 1960, meaning power 

analyses could not be reported at that time, and as they are now reported at least 

occasionally), this shouldn’t be treated with much weight beyond reinforcing the fact that the 

change in reporting practices appears to be small in this sample. 

Table 5-13. Results of a meta-regression of the proportion of studies reporting a power analysis, 

including the year studied in each power survey as a moderator and no random effects for study 

or area of research. 

Parameter Estimate 95% CI LB 95% CI UB SE p 

Intercept 0.161 0.112 0.209 0.025 < .001 

Year 0.002 -0.002 0.006 0.002 .269 
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 – Are Effect Sizes Changing Over 

Time in Published Psychology Research? 

 

Abstract: This chapter uses mixed effects meta-regression to estimate how the average effect 

size reported in psychological research has changed over time using a database of over 130,000 

effect size estimates from over 9,000 articles published in 5 APA journals from 1985 to 2013 

(Nuijten et al., 2015). The results of this analysis suggest that the average effect size reported in 

psychological research is decreasing by -0.004 (95% CI [-0.005, -0.004]) Fisher Z score units per 

year. This represents a small but potentially meaningful decrease of -0.10 correlation 

coefficient units from 1985 to 2013. Several exploratory analyses were also performed to 

investigate whether this change is also seen in subsets of reported effects that may be more 

likely to represent the effects of substantive interest; the first reported effect and the largest 

effect in each paper. Analyzing just the first detected effect size in each paper showed broad 

agreement with the main analysis (a -0.003 estimated yearly change, 95% CI [-0.004, -0.002]), 

however, looking at the largest effect reported in each paper showed a slight increase in effect 

sizes over time (an estimated yearly change of 0.0015, 95% CI [0.0002, 0.0028]). Together these 

results suggest that there has been a small decrease in the average effect sizes reported in 

psychology over time, although the degree to which this decrease is reflective of a decrease in 

the size of the focal or main effects under study in psychology remains an open question. 

Keywords: Effect sizes, statistical power, research practices, methodology  
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6.1 Introduction 

An important question in understanding the history of psychological science is whether 

and how the magnitudes of the effects under study have changed over time. Given the broad 

changes in the field of psychology over the last half century, from changes in the statistical 

methods that are commonly employed (Blanca, Alarcón, & Bono, 2018), the development of 

new ways of studying human cognition and behavior (e.g., the development and popularization 

of neuroimaging techniques such as fMRI), the emergence of entirely new fields of research 

(e.g., social neuroscience and behavioral genetics), to changes in the conceptual frameworks 

that are used to discuss and study human behavior (Skinner, 1985), it seems unlikely that effect 

sizes would have remained entirely stable over time. However, it is unclear whether these 

developments are likely to have led to increases or decreases in the magnitude of the effects 

under study. Are we studying smaller effects over time, having already found the “low hanging 

fruit” (Baumeister, 2016)? Or could methodological reforms and the increasing awareness of 

the importance of measurement in research design lead to increased effect sizes (Nelson et al., 

2018)? Have recent changes in the reporting and research practices of working psychological 

scientists led to increased or decreased effects sizes? In order to begin to address this question, 

the current chapter uses an extensive database of over 130,000 effect size estimates from 

almost 10,000 articles published in 5 APA journals from 1985 to 2013 collected as part of 

Nuijten et al. (2015) to examine how effect sizes have changed in psychological research. 

The question of how effect sizes have changed over time is both of intrinsic interest and 

has important implications for understanding the results of surveys of the statistical power of 

psychological research (e.g., Cohen, 1962; Rosnow & Rosenthal, 1989; Szucs & Ioannidis, 

2017a). Most of the efforts to estimate the statistical power of psychological research have 

used Cohen’s effect size benchmarks (Cohen, 1988), and as such any comparison of these 

studies over time assumes that effect sizes have been stable. According to the meta-analysis 

presented in Chapter 5 the average statistical power of psychological research from 1960 to 

2014 was approximately .23 95% CI [.17, .29] for “small” effect sizes (effect sizes equivalent to r 

= .1 or Cohen’s d = .2), .62 95% CI [.55, .69] to detect medium effects (r = .3 or Cohen’s d = 0.5), 

and .80, 95% CI [.68, .92] to detect large effects (r = .5 or Cohen’s d = 0.8). This same analysis 
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also suggests that there has been little-to-no change in the average statistical power of 

research conducted in psychology to detect these effect size benchmarks over time. However, 

in order to know whether and how the average statistical power of psychological research has 

changed, it is necessary to know whether the effect sizes under study in psychological research 

have remained stable, as these statistical power estimates look at fixed effect size benchmarks 

over time. 

A small number of previous studies have extracted effect size benchmarks from 

psychological research in domains as varied as social (Richard et al., 2003), management (Bosco 

et al., 2015; Paterson, Harms, Steel, & Credé, 2015) and clinical psychology (Haase, Waechter, & 

Solomon, 1982). Estimates of the average effect size in various subfields range from an mean 

correlation coefficient of .21 in social psychology meta-analyses (Richard et al., 2003), to a 

mean effect of 0.94 Cohen’s d (equivalent to r = .42) seen across all reported t and F tests 

reported in APA style in recent cognitive neuroscience, psychology and psychiatry articles from 

high-impact journals (Szucs & Ioannidis, 2017a). See Appendix 1 for a review of the studies that 

have extracted empirical effect size benchmarks from the behavioral science literature.  

Despite the existence of this small literature that provides empirical effect size 

benchmarks from various domains, I have not identified any studies which have adequate 

statistical precision to make strong inferences about the size or even the direction of the 

change in effect sizes over time in the behavioral sciences literature. I identified just a single 

study which attempted to examine the degree and direction of change in average effect sizes 

over time in the psychology and behavioral sciences literature (Paterson et al., 2015). Paterson 

et al. (2015) found a small negative correlation (r = -.05, 95% CI [-0.121, 0.02]) between the 

reported magnitude of correlations and their year of publication in 776 meta-analytic 

conclusions from meta-analyses in management psychology. The observed relationship was 

small, but potentially important (as even a small yearly decrease could add up to a meaningful 

change over several decades), although it is not precisely estimated enough to draw strong 

conclusions about the size or direction of the change in effect sizes over time, and it would not 

be appropriate to believe that the sampled population is representative of psychology research 

outside of management psychology. Recently, Monsarrat and Vergnes (2017) observed a field 
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wide decline effect in the medical literature. Their study looked at effect sizes reported as odds 

ratios (including odds ratios, risk ratios and hazard ratios) in abstracts in the PubMed database 

and showed that these effects are, on average, decreasing over time. However, it is unclear 

whether this trend is also seen in the psychology literature, or even whether this result applies 

to other types of effect size measures.  

One of the major challenges in examining changes in average effect sizes over time is 

that the expected change per year is extremely small. For example, if we assume (for 

simplicity’s sake) that that Cohen’s (1962) “Medium” effect size (r = .3) was an accurate 

estimate of the average effect size in psychology research in 1962 when he first used this 

benchmark, an r = .01 change per year would mean that the average effect size would now be 

negative, suggesting that a much smaller yearly change should be expected. In order to have 

adequate precision at a reasonable estimate of the likely change per year an extremely large 

amount of data is required. In order to achieve this level of precision, this study uses the 

dataset developed in Nuijten et al. (2015), a study examining the number of errors in statistical 

tests reported in psychology articles. Nuijten et al. (2015) exploited the APA style guide’s strict 

rules for reporting statistical test results and used regular expressions to extract over 250,000 

chi-squared tests, t tests, F tests, Z tests, and correlations reported in APA style from articles 

published in eight psychology journals over the course of twenty eight years. This large 

database gives us an opportunity to make extremely precise estimates about changes in the 

size of reported effects over time. 

6.2 Methods 

The dataset developed in Nuijten et al. (2015) includes a total of 258,105 statistical test 

results from 16,695 articles in eight psychology journals. The current paper only uses a subset 

of these studies, those reported in journals for which results were available going back to 1985. 

This analysis therefore includes data from five psychology journals chosen to be representative 

of the main subdisciplines of psychology research: Journal of Applied Psychology (JAP) covering 

applied psychology, Journal of Consulting and Clinical Psychology (JCCP) for clinical psychology, 

the journal Developmental Psychology (DP) representing developmental psychology, the 



127 

Journal of Experimental Psychology: General (JEPG) covering experimental psychology, and 

finally the Journal of Personality and Social Psychology (JPSP) for social and personality 

psychology. The included subset is made up of a total of 200,763 statistical test results from a 

total of 11,825 articles published from 1985 to 2013. All data are available from 

https://osf.io/gdr4q/. 

6.2.2 Effect size extraction and conversion 

All test statistics were converted to Fisher Z transformed correlation coefficients 

(henceforth 𝐹𝑖𝑠ℎ𝑒𝑟𝑧) following Open Science Collaboration (2015) for visualization and analysis 

(see Supplementary Materials 1 for detailed explanations of the transformations that were 

used). Negative effect sizes (i.e., negative correlations) were set to be positive for analysis and 

visualization. Standard errors were estimated as √1/(𝑛 − 3), taking the degrees of freedom for 

the denominator minus two as n (or just the degrees of freedom minus two in the case of 

correlations and t tests). Because typical APA notation for z tests does not report the included 

sample size in a standardized format (and therefore this information was not available in this 

dataset), Z scores were excluded from analyses (n = 7,539). As it was not possible to derive valid 

standard errors for F statistics with denominator degrees of freedom above 1 (n = 19,713) or 

for chi-squared statistics (n = 21,855), these analyses were excluded from the multilevel meta-

analysis (see Figure 6-1 for histograms comparing effect sizes included in each analysis and 

those derived from the entire sample). An additional subset of results were excluded from all 

analyses as they produced standard errors or Z transformed correlation coefficients which 

could not be estimated or were infinite (n = 767, e.g., studies which reported impossible test 

statistics such as “F(0, 55) = 5.71, p < .05” or “r(66) = 5.42, p < .001”). This left a total of 132,086 

effect size estimates with valid standard errors from 9,472 articles were extracted and are 

included in the meta-regression analyses below. The sample size included in this analysis was 

determined by the number of effect size estimates for which valid standard errors could be 

extracted from Nuijten et al. (2015) in the chosen journals. 

  

https://osf.io/gdr4q/
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6.2.3 Analysis 

Multilevel meta-regression was performed to examine the relationship between year of 

publication and reported effect sizes: 

𝐸𝑆𝑗 = 𝛾0 + 𝛾1𝑌𝑒𝑎𝑟𝑗 + 𝑢𝑒𝑓𝑓𝑒𝑐𝑡 + 𝑢𝑎𝑟𝑡𝑖𝑐𝑙𝑒 + 𝑢𝑗𝑜𝑢𝑟𝑛𝑎𝑙 + 𝑒𝑗 . 

The multilevel-meta-regression includes random effects for individual tests (𝑢𝑒𝑓𝑓𝑒𝑐𝑡), articles 

(𝑢𝑎𝑟𝑡𝑖𝑐𝑙𝑒) and journals (𝑢𝑗𝑜𝑢𝑟𝑛𝑎𝑙), and includes year of publication of each article as a fixed effect 

(𝛾1𝑌𝑒𝑎𝑟). This analysis was performed using nlme (Pinheiro, Bates, DebRoy, Sarkar, & Team, 

2018) in R version 3.5.1 (R Development Core Team, 2018) using restricted maximum likelihood 

estimation.  

Robustness checks were performed to assess the sensitivity of these results to model 

specification changes. In these robustness checks, I included random slopes by journal, fixed 

effects for test statistic type, allowed the change over time to vary by test statistic type (i.e., 

included an interaction term between 𝛾1 and the type of test statistic), and ran the model as a 

simple multilevel model (i.e., not accounting for the variance of each effect size estimate). None 

of these robustness checks led to any substantial difference in the results of this analysis. See 

Supplementary Materials 2 for a more in-depth discussion of each of these models.  

As a check on whether the exclusion of F statistics with 𝑑𝑓1 of greater than one and 𝜒2 

analyses is likely to have changed the results of the main analysis, two additional analyses were 

performed. Firstly, the multilevel model was re-estimated including all of the statistical tests for 

which correlations could be calculated and estimating standard errors as detailed above. This 

analysis includes a total of n = 170,556 effects after excluding all invalid results (i.e., analyses 

where it was not possible to estimate a standard error or effect size using the above methods 

due to issues such as impossible test statistic values such as “r(66) = 5.42, p < .001”). This 

analysis led to estimates of the change in effect sizes over time which were practically identical 

to those presented below (i.e., which differed by < 0.002). However, this approach makes 

unjustified assumptions about the standard errors of F statistics with 𝑑𝑓1 of greater than one 

and 𝜒2 analyses. An additional analysis was therefore performed that ignored the standard 

errors of each estimate, treating the analysis as a typical multilevel model with a main effect for 
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year and random effects for article and journal. In this approach, I no longer included random 

effects at the individual effect-size level, as I could not estimate both residual and effect level 

variances (both being random effects at the effect-size level). This analysis led to a similar result 

to that of the main analysis, with a coefficient for the change over time that was just 0.0016 

fisher Z score units less extreme than those reported below (see Supplementary Materials 6.2 

for full model output). 

6.2.4 Exploratory analyses accounting for ‘peripheral’ tests 

Due to the large sample size included in this analysis and the extremely small expected 

effects (and hence, large sample sizes required), it was not feasible to manually label which 

statistical tests included were, for example, manipulation tests, homogeneity of variance or 

randomization tests, and some of the tests reported and included in the current analysis are 

certainly not tests of the substantive hypotheses of each included paper. This means that any 

observed change in effect sizes could be driven by changes in reporting practices, such as a 

changing number of reported manipulation or randomization checks over time.  

In order to account for this issue, I performed two additional exploratory analyses to 

examine whether the trends seen across all reported statistical tests are also seen in subsets of 

results that may be more likely to represent the “main” effects under study. In order to do so 

multilevel mixed effects meta-regression was performed looking just at (a) the first statistical 

test reported in each paper and (b) the largest effect size reported in each paper. For (b), in 84 

cases where there were ties within papers for the largest effect size, the first reported of the 

two equal outcome sizes was used. 

𝐸𝑆𝑗 = 𝛾0 + 𝛾1𝑌𝑒𝑎𝑟𝑗 + 𝑢𝑎𝑟𝑡𝑖𝑐𝑙𝑒 + 𝑢𝑗𝑜𝑢𝑟𝑛𝑎𝑙 + 𝑒𝑗  

These multilevel-meta-regressions included random effects for individual articles 

(𝑢𝑎𝑟𝑡𝑖𝑐𝑙𝑒) and journal (𝑢𝑗𝑜𝑢𝑟𝑛𝑎𝑙), and included year of publication of each article as a fixed effect 

(𝛾1𝑌𝑒𝑎𝑟). These analyses did not include random effects for each statistical test, as each article 

only provides a single effect size. Valid standard errors were calculable for effect sizes from a 

total of 9472 articles for analyses (a) and (b), all of which were included in these analyses. These 
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analyses were performed using the R package metafor (Viechtbauer, 2010) using restricted 

maximum likelihood estimation. 

6.2.5 Deviations from preregistration 

All three of the above analyses were tested and developed on a randomly selected 

subset of 0.01% of the dataset before being preregistered. The preregistration is available from 

https://osf.io/e3kr7. Thirty-six reported test statistics were excluded using non-preregistered 

rules (3 correlations of r = 1.0 which would have resulted in infinite Cohen’s z values, and 33 

tests that reported impossible values such as degrees of freedom of 0 or correlations outside of 

the -1 to 1 range). All random effects meta-regressions were performed with an additional 

random effect at the lowest level (i.e., at the effect or article level) than was preregistered, as 

this was thought to be more conceptually appropriate as all tests within a paper cannot be 

assumed to have estimated the same parameter. The analyses performed on all data (i.e., those 

which do not attempt exclude peripheral tests) were estimated using the R package nlme in lieu 

of metafor (Viechtbauer, 2010) as the memory requirements of metafor exceeded those that 

we had access to (requiring > 160 gbs of RAM). The results should be identical for all practical 

purposes (e.g., reperforming the two analyses which looked at just the first reported effect or 

the largest reported effect in nlme lead to parameter estimates that differed by less than 

.000001 from that produced using metafor, and the standard errors of each estimated 

parameter differed by less than 0.005). Any statistical tests that were not preregistered are 

identified as such below. 

6.2.6 Limitations 

Before turning to the results of this analysis, it should be noted that the sample is 

limited to articles published in 5 APA journals in a limited time period (1985 - 2013) and the 

results may not generalize outside of this sample. It is possible, for example, that publication 

patterns have changed and studies with larger effect sizes tend to target other publications (or 

the reverse). Secondly. this analysis estimates change in effect sizes over time as a linear effect. 

This was done for the purposes of easy interpretability, and although it is possible that change 

in effect sizes over time may be slightly non-linear, inspection of the mean effect size reported 

https://osf.io/e3kr7
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over time suggests that this approach is reasonable (see Figure 6-7 for a plot of the average 

effect size reported each year by journal). Finally, the method used to collect effect sizes from 

the literature, using regular expressions to extract statistical tests has its limitations. This 

method only captures statistical tests results reported in-text (i.e., not in tables) in APA style, 

and as such any changes in the observed effect sizes over time could be driven by changes in 

how likely people are to report statistical tests in APA style (e.g., if people have become more 

likely to report small or non-significant results in text in full APA style).  

6.3 Results 

6.3.1 Descriptive statistics 

The mean effect size reported across the sample in correlation coefficient terms was 

0.33 and the median was 0.29. Overall, the distribution of effect sizes in the meta-analytic 

subset was close to that seen in the full dataset, although the median and means were slightly 

higher (at 0.36 and 0.32 respectively). The effect sizes seen when examining only the highest 

effect size reported in each paper were much higher on average (with a mean correlation 

coefficient of 0.60 and a median of 0.62). See Table 6-1 and Figure 6-1 for a full list of 

descriptive statistics about, and histograms of, the distribution of effect sizes in each 

subsample, and Figure 6-2 for a QQ plot of effect sizes from the Meta-analytic subset against 

the effects seen in the full sample. It is noteworthy that the median effect size seen across the 

whole sample (r = .29) is remarkably close to Cohen’s suggested “medium” effect size 

benchmark value of r = .3, although the upper and lower (0.182, 0.447) are, respectively, higher 

and lower than Cohen’s “small” and “large” effect size benchmarks (.1 and .5), an occurrence 

that has been noted in other subfields of research (Quintana, 2017). 

The mean degrees of freedom for the denominator (or just degrees of freedom in the 

case of chi-squared, t, F or r tests) reported across the sample is 181.12 and the median is 72. 

Again, the distribution of degrees of freedom in the meta-analytic subset is close to that seen in 

the full dataset, although the mean and median are slightly lower (at 145.80 and 65.25 

respectively). The distribution of degrees of freedom seen when examining only the highest 

effect size reported in each paper is slightly more positively skewed that that seen in the other 

subsets (with a mean value of 164.90 and a median of 60). The mean and median degrees of 
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freedom seen when examining only the first statistical test reported in each paper are slightly 

higher that that seen in the other subsets (at 211.29 and 74 respectively). See Table 6-2 and 

Figure 6-3 for a full list of descriptive statistics about, and histograms of, the distribution of 

degrees of freedom in each subsample. 

 

Figure 6-1. Histograms of reported effect sizes transformed to correlation coefficients, for all 

results which could be transformed to correlation coefficients, the meta-analytic subset, the 

first reported effect size in each paper, and the largest reported effect size in each paper. 
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Figure 6-2. A qq plot of effect sizes in 𝐹𝑖𝑠ℎ𝑒𝑟𝑧 scores from all data plotted against the meta-

analytic subset. 
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Figure 6-3. Histograms of reported degrees of freedom for the denominator (or just degrees of 

freedom in the case of chi-squared, t, F or r tests), for all data, the meta-analytic subset, the 

first reported effect size in each paper, and the largest reported effect size in each paper. 

Histograms are truncated on the x axis at 500. 
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Table 6-1. Descriptive statistics for the reported effect sizes in this sample in 𝐹𝑖𝑠ℎ𝑒𝑟𝑧 and correlation coefficient terms. 

Subsample Effect size n Mean sd Min 
25th 

percentile Median 
75th 

percentile Max 

All data Correlation 170556 0.335 0.209 0.000 0.182 0.290 0.447 1.00 

All data Fisher z 170556 0.386 0.332 0.000 0.184 0.299 0.481 6.18 

Meta-analytic subset Correlation 132086 0.362 0.218 0.000 0.203 0.318 0.489 1.00 

Meta-analytic subset Fisher z 132086 0.426 0.358 0.000 0.206 0.330 0.534 6.18 

Largest reported effect Correlation 9472 0.596 0.251 0.001 0.398 0.620 0.815 1.00 

Largest reported effect Fisher z 9472 0.842 0.575 0.001 0.421 0.725 1.143 6.18 

First reported effect Correlation 9472 0.404 0.245 0.000 0.211 0.351 0.572 1.00 

First reported effect Fisher z 9472 0.500 0.430 0.000 0.214 0.367 0.650 4.68 

 

Table 6-2. Descriptive statistics of the reported degrees of freedom for the denominator (or just degrees of freedom in the case of chi-

squared, t, F or r tests), for all data, the meta-analytic subset, the first reported effect size in each paper, and the largest reported 

effect size in each paper. 

Subsample n Mean sd Min 
25th 

percentile Median 
75th 

percentile Max 

All data 170556 181 2196 5.7 39 72.0 132 627298 

Meta-analytic subset 132086 146 975 6.0 36 65.2 116 118238 

Largest reported effect 9472 165 1315 6.0 30 60.0 121 118238 

First reported effect 9472 211 1360 6.0 39 74.0 150 107149 
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The number of t, F and correlational statistical tests reported in APA style per article 

has increased considerably over time in this sample (i.e., of articles that reported at least 

one), from a mean of 9.58 reported per article in 1985 - 1990, to a mean of 16.59 from 2009 

- 2013 (note that these averages only include articles with at least one reported statistical 

test). See Figure 6-5 for a plot of the mean number of tests reported per article over time, 

and a plot of the number of articles reported in each journal included in this current 

analysis. 

The proportion of t tests in this sample has increased over time, relative to F tests 

and correlations, see Figure 6-4. There are no obvious differences between the average 

reported effect size in each unit (mean 𝐹𝑖𝑠ℎ𝑒𝑟𝑧 for correlations = 0.43 , mean for F statistics 

= 0.42, mean for t statistics = 0.43), and the trend over time appears to be consistent among 

all sources of effect sizes (see Figure 6-4). An additional, non-preregistered analysis supports 

the finding that the trend in effect sizes over time is virtually identical across types of 

statistical tests; including interaction terms between year and test statistic type for each 

type of effect size led to negligible estimated interaction effects of .0005 or less (see 

Supplementary Materials 6.2 for full model output). 

 

 

Figure 6-4. A plot of the mean effect sizes per year (left, in Fisher Z transformed correlation 

coefficients) as transformed from the various effect size measures, and of the proportion of 

reported statistical tests of each type included in the current analysis (right). 
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Figure 6-5. A plot of the mean number of tests reported in each article (left), and the 

number of articles reported by journal and overall (right). 

6.3.2 Results 

A non-preregistered analysis showed that there was a low correlation between year 

of publication and effect size of r(132084) =-0.07, p < .001, 95% CI [-0.08, -0.07]. When 

averaging the effect sizes seen in each article to avoid issues of non-independence of 

statistical tests within articles and estimating the correlation between year and effect size 

there was also a small association between effect size and year of publication, r(9472) = -

0.12, p < .001, 95% CI [-0.14, -0.10]. See Figure 6-6 for a plot of the mean Fisher Z score 

reported each year averaged at the article level (i.e., the mean Fisher Z score per year, 

averaging within each article to avoid weighting articles that report a greater number of test 

statistics more highly than articles that report fewer test statistics). 
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Figure 6-6. A plot of the mean Fisher Z score in articles by year. Fisher Z scores are 

amalgamated at the article level (i.e., the mean Fisher Z score across the sample, averaging 

within each article to avoid weighting articles that report more test statistics more highly 

than articles that report fewer test statistics). 

The multilevel meta-regression including all data with valid standard errors shows an 

estimated 𝐹𝑖𝑠ℎ𝑒𝑟𝑧 decrease per year of -0.004, 95% CI [-0.005, -0.004]. Unsurprisingly given 

that articles likely report multiple statistical tests of different hypotheses in each article, 

there is a large amount of unexplained heterogeneity in effect sizes, QE(132085) = 

38658.96, p < .001, 𝐼2 = 97% (Nakagawa & Santos, 2012). This suggests that 97% of residual 

variance in effect sizes is due to effect size heterogeneity (i.e., variance in the true effect 

size differences), while the remaining 3% is attributable to sampling variance. More variance 

is attributable to the article and effect level than to the journal (with estimated standard 

deviations for each random effect of 𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒 = 0.18, 95% CI [0.18, 0.19], 𝜎𝑒𝑓𝑓𝑒𝑐𝑡 = 0.23, 95% 

CI [0.23, 0.23], compared to 𝜎𝑗𝑜𝑢𝑟𝑛𝑎𝑙  = 0.06, 95% CI [0.03, 0.14]), representing a very low 

interclass correlation (ICC) for the journal of 0.06, with most variance in true effect size 

differences being accounted for at the article and effect level (with an ICC for the article of 

0.36 and an ICC for the effect of 0.58). See Table 6-3 for full model output.  
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Table 6-3. Multilevel meta-regression output including all applicable effects. 𝑛𝑒𝑓𝑓𝑒𝑐𝑡𝑠 = 

132086, 𝑛𝑎𝑟𝑡𝑖𝑐𝑙𝑒𝑠 = 9472. 

 
Estimate 95% CI LB 95% CI UB SE p Random effects 

Intercept 0.412 0.346 0.478 0.033 < .001  

Year -0.004 -0.005 -0.004 0.000 < .001  

      𝜎𝑒𝑓𝑓𝑒𝑐𝑡
2  = 0.053, n = 132086 

      𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒
2 = 0.033, n = 9472 

      𝜎𝑗𝑜𝑢𝑟𝑛𝑎𝑙
2  = 0.006, n = 5 

      QE(132085) = 38658.96, p < .001 

 

In order to assess whether there were substantial differences in the relationship 

between year and effect sizes among journals, a non-preregistered exploratory analysis was 

preformed including random slopes for journals (i.e., allowing the relationship between 

effect size and year to vary by journal). This change led to almost no change in the overall 

estimated change per year (i.e., also with an estimated 𝛾1 = -0.004 when rounding to the 

third decimal place, a change of less than 0.001 from that seen in the model without 

random slopes), and a very small estimated slope variance of 0.000003, 95% CIs 0.000001, 

0.000013. This suggests that the effect size change per year is relatively stable across 

journals, although the limited number of journals included (5) and the relative homogeneity 

of these journals (only APA journals), may limit the generalizability of these results outside 

of this population. See Figure 6-6 for plots of the mean effect size reported each year by 

journal showing the similar trends across journals, and Supplementary Materials 6.2 for full 

model output.  
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Figure 6-7. A plot of the mean effect size reported in each journal by Year. 

6.3.3 Preregistered exploratory analyses 

Including only the first reported statistical test in each paper provides similar results, 

suggesting a small decrease over time, with a -0.003 (95% CI [-0.004, -0.002]) 𝐹𝑖𝑠ℎ𝑒𝑟𝑧 

estimated yearly change according to the model including only the first reported effect 

effects. The estimated 𝐼2 value (96%) is substantively identical to that of the model including 

all applicable effects. Looking at the variance partitioning, more variance is attributable to 

the article level than to the journal level (𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒 = 0.37, 𝜎𝑗𝑜𝑢𝑟𝑛𝑎𝑙  = 0.08) representing a ICC 

for the journal of 0.05, with most variance accounted for at the article level (ICC for the 

article 0.95). See Table 6-4 for full model output.  
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Table 6-4. Multilevel meta-regression output including the first reported effect size in each 

article, 𝑛𝑒𝑓𝑓𝑒𝑐𝑡𝑠 = 9472. 

 
Estimate 95% CI LB 95% CI UB SE p Random effects 

Intercept 0.484 0.411 0.557 0.037 < .001  

Year -0.003 -0.004 -0.002 0.000 < .001  

      𝜎𝑗𝑜𝑢𝑟𝑛𝑎𝑙
2  = 0.007, n = 5 

      𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒
2  = 0.138, n = 9472 

      QE(9471) = 190471.31, p < .001 

Including only the largest effect reported in APA style in each paper leads to a 

different conclusion, a predicted yearly 𝐹𝑖𝑠ℎ𝑒𝑟𝑧 increase of 0.0015 (95% CI [0.0002, 

0.0028]). Again, the estimated 𝐼2 value (98%) is functionally identical to those of the dataset 

including all data, and more variance is again attributable to the article level than to the 

journal level (𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒 = 0.51, compared to 𝜎𝑗𝑜𝑢𝑟𝑛𝑎𝑙 = 0.19), leading to a low interclass 

correlation (ICC) for the journal of 0.12, with most variance in accounted for at the article 

level (with an ICC for the article of 0.87). See Table 6-5 for full model output.  

Table 6-5. Multilevel meta-regression output including just the largest reported effect size in 

each article, 𝑛𝑒𝑓𝑓𝑒𝑐𝑡𝑠 = 9472. 

 
Estimate 95% CI LB 95% CI UB SE p Random effects 

Intercept 0.815 0.645 0.986 0.087 < .001  

Year 0.002 0.000 0.003 0.001 0.02  

      𝜎𝑗𝑜𝑢𝑟𝑛𝑎𝑙
2   = 0.038, n = 5 

      𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒
2  = 0.259, n = 9472 

      QE(9471) = 306395.25, p < .001 
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Figure 6-8. Plots of the mean and median effect sizes per year (in Fisher Z transformed 

correlation coefficients) by the subsamples used in analyses. 

6.4 Discussion 

Overall, there was a small decrease in the mean reported effect sizes across the 

examined time period; going from a mean reported effect of r = 0.40 between 1985 - 1990, 

to a mean reported effect size of r = 0.33 in last five years included in this dataset, 2009 - 

2013. The results of the random effects meta-regression accounting for random effects 

nested within articles and journals shows an estimated yearly decrease in effect sizes of -

0.004 (95% CI [-0.005, -0.004]) in 𝐹𝑖𝑠ℎ𝑒𝑟𝑧 units. This corresponds to an estimated 

correlation coefficient decrease of -0.10 from 1985 to 2013. 

The estimated decrease in average effect sizes over this time period is small, but 

could represent a meaningful change in many areas of research. As an example, a 

researcher planning an experiment and hoping to reach 95% power to detect the median 

effect size seen in from 2009-2013 (r = 0.27), as compared to the median effect seen from 

1985 to 1989 (r = 0.32), would have to recruit an additional 50 participants (assuming they 

were using a simple correlational design; Champely, 2018). 

There are a number of possible explanations for the observed decrease in average 

effect sizes. Firstly, it is possible that the larger, more obvious, effects in psychology have 

already been discovered, and that this means that psychologists are now turning to study 

smaller, more subtle effects. If this is the case and the effect sizes under study in the 

behavioral sciences literature have in fact decreased, then in combination with the findings 
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from Chapter 5 this suggests that the average statistical power of psychological research has 

perhaps even decreased over time.  

Another possible explanation is that the change in average effect sizes could be 

driven by changes in reporting and analysis practices as opposed to changes in the 

magnitude of the effects under study. Although the proportion of papers that report at least 

one statistically significant result has barely changed over time (see Figure 6-11), there has 

been a slight decrease in the proportion of reported statistical tests that are statistically 

significant (see Figure 6-10). If reporting non-significant results has become more common 

over time, this could lead to a decrease in the average reported effect size as small results 

that otherwise might not have been represented in the literature may be available. 

 

 

Figure 6-9. A plot of the mean proportion of reported statistical tests that are significant 

over time. The proportion of significant tests was calculated at the article level and then 

averaged for display here. 
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Figure 6-10. A plot of the number of papers that report at least one significant result over 
time. 

 

 

Figure 6-11. A plot of the mean number of statistical tests reported per article. 
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The downward trend in effect sizes is also seen if we only analyze the first reported 

statistical test in each paper, going from an mean correlation of 0.44 between 1985 - 1990 

to a mean reported correlation of 0.37 from 2009 - 2013. According to the results of the 

meta-regression including only the first APA reported result in each paper, there is an 

estimated yearly decrease of 0.003 (95% CI [-0.004, -0.002]) in 𝐹𝑖𝑠ℎ𝑒𝑟𝑧 units. Over the 28 

year time period included in this database, this represents an estimated decrease of -0.07 in 

correlation coefficient terms. 

However, looking only at the largest reported effect in each paper, this trend is no 

longer apparent. Results from the multilevel meta-regression show an estimated yearly 

increase of 0.002 (95% CI [0.000, 0.003]) in 𝐹𝑖𝑠ℎ𝑒𝑟𝑧 units, or alternatively an estimated 

increase of r = 0.02 between 1985 and 2013. This result may be driven by the increasing 

number of statistical tests reported per article (see Figure 6-11). If more analyses are being 

performed over time (and assuming that the tests performed are at least somewhat 

independent), selecting the largest reported effect out of each article would show an 

increased average effect size on the basis of sampling variability. Furthermore, the effect 

sizes seen when selecting the largest effect in each paper (with a mean r of 0.596) are much 

larger than have previously been seen in most examinations of effect sizes in psychological 

research (e.g., Bosco et al., 2015; Haase et al., 1982; Paterson et al., 2015; Richard et al., 

2003; see Appendix 1 for a review of this body of literature), suggesting that this selection 

method does not reliably identify the effects of substantive interest. Nonetheless, these 

exploratory analyses reinforce the fact that the results seen across all reported effect sizes 

should be interpreted carefully. Future research is necessary before any strong conclusions 

are drawn about trends in the size of the effects of substantive interest in psychological 

research. 
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Figure 6-12. A jitter plot of the reported effect sizes in this dataset plotted over time, with 

an overlaid multilevel meta-regression plot (see Table 6-3 for model parameters, the plotted 

output has been converted to correlation coefficient units). 
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Overall, this analysis suggests that there has been a small but potentially meaningful 

decrease in the average magnitude of effects reported in psychology research papers from 

1985 to 2013. However, the degree to which this result is reflective of a decrease in the size 

of the focal or main effects under study in psychology remains an open question for future 

research. Whether these results are representative of focal analyses or not, there is little 

indication that effect sizes have notably risen over the period of time examined in this 

study. Together with the results of my previous meta-analysis (see Chapter 5), these findings 

provide at least preliminary supporting evidence that the average statistical power of 

psychology research to detect the average effect sizes under study has remained consistent 

over time, and suggests this value may in fact have even decreased slightly. This result 

highlights the need for researchers to carefully consider what effect sizes they expect to see 

during the planning of their studies in order to avoid unknowingly performing 

underpowered or imprecise research.  

If statistical power has remained approximately stable over time, and perhaps has 

even decreased slightly, this raises an important question: why and how is this the case 

despite the ongoing outcries from methodologists and statisticians for researchers to 

consider the power of their research during research planning? Chapter 7 begins to address 

this question by reporting the results of a survey of research psychologists about their 

research planning practices. 
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Supplementary materials 6.1 Effect size conversions 

All statistical tests extracted were transformed into correlation coefficients as follows, using 
the methods reported in (Open Science Collaboration, 2015). 

t statistics: 

𝑟 =  √
𝑡𝑜𝑏𝑠

2 × (1/𝑑𝑓)

(𝑡𝑜𝑏𝑠
2 /𝑑𝑓) + 1

 

Where 𝑡𝑜𝑏𝑠 is the observed t statistic and 𝑑𝑓 is the degrees of freedom of the t test. 

F statistics: 

𝑟 =  √
𝐹𝑜𝑏𝑠 × (𝑑𝑓1/𝑑𝑓2)

𝐹𝑜𝑏𝑠 × (𝑑𝑓1/𝑑𝑓2) + 1
× √

1

𝑑𝑓1
 

Where 𝐹𝑜𝑏𝑠 is the observed F statistic and 𝑑𝑓1 is the degrees of freedom of the numerator 
and 𝑑𝑓2 is degrees of freedom of the denominator. 

Chi-squared statistics: 

𝑟 =  √
𝜒𝑜𝑏𝑠

2

𝑑𝑓 + 2
 

Where 𝜒𝑜𝑏𝑠
2  is the observed 𝜒2 statistic and 𝑑𝑓 is the associated degrees of freedom. 

All values were then transformed into fisher Z transformed correlation coefficients using: 

𝑧 =
1

2
× 𝑙𝑛 (

1 + 𝑟

1 − 𝑟
) 

Standard errors for these statistics when derived from F tests with denominator degrees of 
freedom of 1, t tests, and correlation coefficients were estimated as: 

𝜎�̂�  =  
1

√𝑛 − 3
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Supplementary materials 6.2. Additional exploratory analyses 

Ignoring sampling variance and including all data 

An alternative approach to analyzing this data is to ignore the sampling variances of 

each reported effect size and analyze the data using a typical multilevel model with a main 

effect for year and random effects for article and journal. In this approach, we no longer 

include random effects at the individual effect-size level, as we could not estimate both 

residual and effect level variances (both being random effects at the individual effect-size 

level). 

𝐸𝑆𝑗 = 𝛾0 + 𝛾1𝑌𝑒𝑎𝑟 + 𝑢𝑎𝑟𝑡𝑖𝑐𝑙𝑒 + 𝑢𝑗𝑜𝑢𝑟𝑛𝑎𝑙 + 𝑒𝑖𝑗 

 

Using this approach led to extremely similar results to the model reported in the main text 

of this chapter above, with random effects and the intercept parameter being substantively 

identical. And the estimated year by year difference in effect sizes was estimated to be 

slightly less extreme using this approach, with an estimated change per year of -0.003, 95% 

CI [-0.003, -0.002], as compared to an estimated change per year from the model presented 

above in this chapter of -0.004, 95% CI [-0.005, -0.004]. See Table 6-6 for all parameter 

estimates from this model.  

Table 6-6. Model estimates of the change in effect size per year with a main effect for year 

and random effects for article and journal, ignoring sampling variability around effect sizes. 

 
Estimate 95% CI LB 95% CI UB SE p Random effects 

Intercept 0.37982 0.31568 0.44396 0.03273 < .001  

Year -0.00268 -0.00314 -0.00222 0.00024 < .001  

      𝜎𝑟𝑒𝑠𝑖𝑑𝑢𝑎𝑙
2  = 0.078, n = 

132086 

      𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒
2  = 0.031, n = 9472 

      𝜎𝑗𝑜𝑢𝑟𝑛𝑎𝑙
2  = 0.005, n = 5 

      QE(132085) = 162770.16, p < 
.001 
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Fixed effects for test statistic type 

It also is possible to estimate fixed effects for each of the included statistical tests (F, 

r and t tests). This analysis is otherwise identical to that presented in the main text (i.e., it 

examines the 132086 effects for which valid standard errors were developed and accounts 

for the imprecision in each estimated effect size using the standard error associated with 

each estimate). 

𝐸𝑆𝑗 = 𝛾0 + 𝛾1𝑌𝑒𝑎𝑟 + 𝛾2𝑡𝑑𝑢𝑚𝑚𝑦 + 𝛾3𝑟𝑑𝑢𝑚𝑚𝑦 + 𝑢𝑒𝑓𝑓𝑒𝑐𝑡 + 𝑢𝑎𝑟𝑡𝑖𝑐𝑙𝑒 + 𝑢𝑗𝑜𝑢𝑟𝑛𝑎𝑙 + 𝑒𝑗 

 

Including fixed effects for statistic type (i.e., a dummy coded variable for r and t tests, 

leaving F tests as the comparison group) lead to a negligible change in the estimated change 

over time (with the estimated change per year increasing by -0.0002), but there were small 

but noticeable effects for effect size type (for t, 𝛾2 = 0.0272, 95% CI [0.0228, 0.0315], and for 

r 𝛾3 = 0.0539, 95% CI [0.0459, 0.0619]), with F as the comparison or baseline group (with an 

intercept of 0.3977, 95% CI [0.3318, 0.4636]). See Table 6-7 for full model estimates from 

this model.  

Table 6-7. Parameter estimates for a model predicting observed effect sizes with a 

parameter for year, type of statistic (with dummy coding, F statistics are the reference 

class), and random effects at the effect, article and journal level.  

 
Estimate 95% CI LB 95% CI UB SE p Random effects 

Intercept 0.39769 0.33175 0.46363 0.03364 < .001  

Year -0.00447 -0.00499 -0.00396 0.00026 < .001  

r 0.05388 0.04588 0.06188 0.00408 < .001  

t 0.02719 0.02283 0.03154 0.00222 < .001  

      𝜎𝑒𝑓𝑓𝑒𝑐𝑡
2  = 0.053, n = 132086 

      𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒
2  = 0.033, n = 9472 

      𝜎𝑗𝑜𝑢𝑟𝑛𝑎𝑙
2  = 0.006, n = 5 

      QE(132085) = 38681.93, p < 
.001 
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Allowing slopes to vary by effect size type 

Another question we investigated is whether the change in effect sizes over time 

may differ for the different types of statistical test reported. In order to examine this 

possibility we included both main fixed effects for statistical test type and interactions 

between year and test statistic type. 

𝐸𝑆𝑗 = 𝛾0 + 𝛾1𝑌𝑒𝑎𝑟 + 𝛾2𝑡𝑑𝑢𝑚𝑚𝑦 + 𝛾3𝑟𝑑𝑢𝑚𝑚𝑦 + 𝛾4𝑡𝑑𝑢𝑚𝑚𝑦 × 𝑌𝑒𝑎𝑟 + 𝛾5𝑟𝑑𝑢𝑚𝑚𝑦 × 𝑌𝑒𝑎𝑟

+ 𝑢𝑒𝑓𝑓𝑒𝑐𝑡 + 𝑢𝑎𝑟𝑡𝑖𝑐𝑙𝑒 + 𝑢𝑗𝑜𝑢𝑟𝑛𝑎𝑙 + 𝑒𝑒𝑓𝑓𝑒𝑐𝑡 

 

Allowing slopes to vary by statistic type (i.e., including an interaction between dummy 

coded binaries for r and t statistics) led to negligible estimated interaction effects, 

suggesting that there is very little to no difference in the trend over time among different 

test statistics. The interaction effect for correlations, 𝛾3, was 0.00047, 95% CI [-0.00049, 

0.00142]. The interaction effect for t statistics, 𝛾4, was 0.00002, 95% CI [-0.00053, 0.00057]. 

𝛾1, which now represents the estimated change per year in effect sizes for F statistics, was 

estimated as -0.00452, 95% CI [-0.00053, 0.00057]. This is only -0.00028 units more extreme 

than the 𝛾1 estimated when including main effects or interaction effects for test statistic 

types. See Table 6-8 for parameter estimates from this model. 
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Table 6-8. Parameter estimates for a model predicting observed effect sizes with a 

parameter for year, type of statistic (with dummy coding, F statistics are the reference 

class), interactions between type of statistic and year, and random effects at the effect, 

article and journal level. 

 
Estimate 95% CI LB 95% CI UB SE p Random effects 

Intercept 0.39767 0.33174 0.46360 0.03364 < .001  

Year -0.00452 -0.00508 -0.00396 0.00029 < .001  

r 0.05414 0.04612 0.06215 0.00409 < .001  

t 0.02730 0.02289 0.03171 0.00225 < .001  

r * year 0.00047 -0.00049 0.00142 0.00049 0.336  

t * year 0.00002 -0.00053 0.00057 0.00028 0.939  

      𝜎𝑒𝑓𝑓𝑒𝑐𝑡
2  = 0.053, n = 132086 

      𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒
2  = 0.033, n = 9472 

      𝜎𝑗𝑜𝑢𝑟𝑛𝑎𝑙
2  = 0.006, n = 5 

      QE(132085) = 38681.5, p < 
.001 
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Allowing slopes to vary by journal 

An alternative approach to analyzing this data set is to allow the relationship 

between effect size and time to vary by journal. 

𝐸𝑆𝑗 = 𝛾0 + 𝛾1𝑌𝑒𝑎𝑟 + 𝑢𝑒𝑓𝑓𝑒𝑐𝑡 + 𝑢𝑎𝑟𝑡𝑖𝑐𝑙𝑒 + 𝑢𝑗𝑜𝑢𝑟𝑛𝑎𝑙 + 𝑢𝑗𝑜𝑢𝑛𝑟𝑎𝑙2
× 𝑌𝑒𝑎𝑟 + 𝑒𝑒𝑓𝑓𝑒𝑐𝑡 

 

Including random slopes for journal lead to almost no change in the overall estimated 

change per year (𝛾1 = -0.00424, a change of just 0.00031), and a very small estimated slope 

variance of 0.000003, 95% CIs 0.000001, 0.000013. This suggests that the effect size change 

per year is relatively stable across journals, although as noted in the main text above, the 

sampling plan used here (only including 5 APA journals), may limit the generalizability of 

these results outside of this sample. 

Table 6-9. Parameter estimates for a model predicting observed effect sizes with a 

parameter for year,  and random effects at the effect, article and journal level. 

 
Estimate 95% CI LB 

95% CI 
UB SE p Random effects 

Intercept 0.41282 0.34254 0.48309 0.03586 < .001  

Year -0.00455 -0.00615 -0.00296 0.00081 < .001  

      𝜎𝑒𝑓𝑓𝑒𝑐𝑡
2  = 0.053, n = 

132086 

      𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒
2  = 0.033, n = 9472 

      𝜎𝑗𝑜𝑢𝑟𝑛𝑎𝑙
2  = 0.006, n = 5 

      𝜎𝑠𝑙𝑜𝑝𝑒
2  = 0.000, n = 5 

      QE(132085) = 38656.75, p 
< .001 
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 – Understanding Barriers to 

Formal Sample Size Planning 

 

Abstract: Many surveys of statistical reporting practices tell us that the statistical power of 

psychology research is low and that power analyses are rarely reported (e.g., Cohen, 1962; 

Sedlmeier & Gigerenzer, 1989; Szucs & Ioannidis, 2017a). In light of these findings, it seems 

important to ask how researchers actually go about planning their studies and why they do 

not routinely report using formal sample size calculations like power analysis. In order to do 

so we surveyed 146 psychology researchers asking how they make pragmatic decisions 

about sample sizes and what, if any, obstacles they encounter when considering formal 

sample size planning tools. The overwhelming majority (95%) of surveyed researchers felt 

that statistical power was important for their research purposes, and yet, on average, 

reported that they had employed power analysis in less than half of their recent research. 

Even when power analyses were conducted, researchers reported that they rarely served as 

the main determinate of sample sizes they included in their research. This paper 

summarises the reasons that researchers gave for their relatively rare use of formal sample 

size planning tools like power analysis. These include a lack of education or knowledge, 

practical constraints such as money and time, and difficulties with effect size selection. 

Understanding these reasons and practical constraints should inform advice offered to the 

research community about how to best address the problem of low powered research 

studies. 

Keywords: Power analysis, sample size, research practices, methodology, AIPE 
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7.1 Introduction 
For more than a half century, methodologists have been arguing that researchers 

should formally consider the statistical power of their experiments during research planning 

(e.g., Cohen, 1962; Rossi, 1990). Given the strong emphasis on the statistical significance of 

results in evaluating evidence from psychology research (Gigerenzer & Marewski, 2014), it is 

surprising that researchers would rarely formally consider the probability of their planned 

experiments returning statistically significant results (Cohen, 1988). Yet even recent 

literature surveys examining reporting practices in published psychology research show that 

power analyses or other formal sample size planning efforts are rarely reported (Larson & 

Carbine, 2017; Thombs & Rice, 2016; Ward, 2002). 

The lack of reported formal power analyses would not be an issue if researchers’ 

current practices were leading to adequately powered studies. However, there is substantial 

evidence suggesting that the average power of psychology research is low. Over 50 studies 

have been published examining the statistical power of bodies of psychology research (e.g., 

Cohen, 1962; Sawyer & Ball, 1981; Sedlmeier & Gigerenzer, 1989). Our recent meta-analysis 

of this body of research (see Chapter 5) suggests that the average statistical power of 

psychology research is lower than typically suggested guidelines of .80 at the small and 

medium effect size benchmarks, with an estimated power of .23 95% CI [.17, .29] for “small” 

effect sizes (effect sizes equivalent to r = .1 or Cohen’s d = .2), .62 95% CI [.55, .69] to detect 

medium effects (r = .3 or Cohen’s d = 0.5), and .80, 95% CI [.68, .92] to detect large effects 

(effects equivalent to 0.8 Cohen’s d or r = .5). 

This same analysis suggests that the average power of psychology research to detect 

Cohen’s benchmark effect sizes has changed little over time, with an estimated change in 

average statistical power per decade of just -.002 (95% CI [-.027, .022]) at the “small” 

benchmark, -.002 (95% CI [-.033, .030]) at the “medium” benchmark, and -.006 (95% CI [-

.025, .014]) at the ‘large’ benchmark (change over time in statistical power here calculated 

as the predicted change per decade from the estimated mean level of statistical power in 

1985, see Chapter 6 for details). Furthermore, there is little to no evidence that the average 

effect sizes in psychology have increased. Chapter 6 uses a database of over 100,000 effect 

sizes extracted from almost 10,000 articles in five Association for Psychological Science 

journals to examine how the effect sizes under study in psychology have changed over time. 
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This analysis showed that the average effect size reported in psychology articles had actually 

decreased over time, for example going from a mean of r = 0.40 between 1985 - 1990, to a 

mean of r = 0.33 in last five years included in the dataset, 2009 - 2013. The findings that 

statistical power has remained approximately stable over time combined with the finding 

that the average effect sizes reported in psychology have remained stable or even 

decreased suggests that the average statistical of power has not substantially changed 

despite the long history of efforts to increase the statistical power of psychological research. 

Previous efforts to ameliorate psychological research’s low average level of 

statistical power have provided estimates of average power of the published literature 

empirically demonstrating the extent of the problem (Cohen, 1962, 1988; Sedlmeier & 

Gigerenzer, 1989), detailed explanations of the severity and consequences of low average 

statistical power for bodies of research (Christopher J. Ferguson & Heene, 2012; Howard et 

al., 2009; Ioannidis, 2005, 2008), and introductory education and user-friendly methods for 

calculating power analysis (Cohen, 1992a; Franz Faul, Erdfelder, Lang, & Buchner, 2007; J. L. 

Johnson et al., 2009). Given the apparent lack of change in the average power of published 

psychology research, these approaches seem to have been largely inefficacious. See Chapter 

4 for a brief outline of the history of these efforts in the behavioral sciences literature. 

Here we propose that new approaches to the problem should be informed by 

understanding and taking seriously the constraints that psychologists face in designing and 

performing studies which have adequate sample sizes. However, very little previous 

research exists examining how psychologists plan their studies. We identified two previous 

studies that directly questioned psychology researchers about their research planning 

practices. Mone et al. (1996) surveyed management psychologists in order to understand 

what their actual practices are when deciding how much data to include in their studies. The 

great majority of those surveyed reported rarely having used power analyses in their 

research, and most stated that statistical power was not important for their research. More 

recently, a survey by Bakker et al. (2016) included a free text response question asking how 

researchers “generally” determine the sample size they included in their research and found 

that just under half of respondents (47%) reported that they used power analyses to 

determine the sample sizes they included in their research, with 20% of respondents 
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mentioned practical constraints such as time and money as a primary determinate of 

sample sizes. 

The current paper details the results of a survey of 146 psychology researchers 

working in a variety of subfields within psychology distributed at the Association for 

Psychological Science’s 30th Annual Convention in 2018, and augments this quantitative 

analysis with quotations from qualitative interviews performed with a sample of Australian 

researchers. We summarize psychologists’ reported sample size planning practices, outlining 

which issues psychology researchers reported having limited the sample sizes that they 

could include in their research, how they reported having considered sample size in the 

planning of their studies, and what barriers they reported having prevented them from 

using formal sample size determination tools like power analysis to help determine the 

sample size that they will include in their research. Finally, this paper provides suggestions 

on how both policy makers and individual psychology researchers can avoid the issues 

associated with small sample research given the real-world constraints that psychologists 

face in recruiting participants and in using formal sample size planning tools to help design 

their research. 
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Box 7-1. Research questions addressed in Chapter 7.  

PART 1: SAMPLE SIZE PLANNING 
1. What proportion of psychologists have performed power analysis as a part of 

research planning, and how often do they use power analysis to plan their studies? 

2. How do researchers typically decide how much data to collect?  

3. Why do researchers not perform power analyses during research planning? What 
are researchers’ major barriers to regularly using power analysis? 

4. How often and why do researchers not report power analyses that were 
performed? 

5. How often and why are post hoc power analyses performed? 

PART 2. EFFECT SIZES FOR RESEARCH PLANNING 

6. How do researchers select effect sizes for sample size planning? 

7. What are researchers’ expectations about the effect sizes they expect to see in 
their own research, and what are the minimum sample sizes that they report 
being willing to use? 

8. Is there a relationship between the effect sizes researchers expect to see and the 
minimum sample size they would use? 

PART 3. THE STATISTICAL POWER OF THE DISCIPLINE 

9. What average level of statistical power do researchers think that psychology has? 

10. What can be done to avoid the issues caused by underpowered research 

 

  



159 

 

7.2 Method 

7.2.1 Research Design 

Participant recruitment for the survey occurred during the Association for 

Psychological Science’s 30th Annual Convention from May 24-27, 2018 in San Francisco, 

California, USA. Psychology researchers attending the conferences were approached 

individually, provided with a copy of the plain language statement (available at 

https://osf.io/2pves/) and asked to fill in the survey immediately or through an online link. 

The survey was also promoted at the beginning of several workshops and symposiums 

during the convention and through the “#aps2018sf” conference hashtag on Twitter. The 

survey was implemented on the Qualtrics platform (Provo, UT, USA).  

The survey consisted of 25 questions that asked researchers about their sample size 

planning practices, their expectations of their own research and of the field as a whole. All 

questions asking about researchers’ previous research practices restricted the question to 

research that had been published within the preceding five years (e.g., “Thinking of your 

research published within the last five years …”) unless otherwise stated below. The survey 

can be seen at https://osf.io/cesmf/ and in Appendix 3.   

A series of interviews were also conducted with 8 Australian researchers to allow for a 

more in-depth qualitative understanding of a variety of specific issues discussed in the 

survey. These interviews were not intended to provide generalisable representations of 

research practices, and responses from these interviews are not included in the response 

counts below. The interviews were conducted in person or via Skype between February to 

July 2018. Interview participants were selected to represent a variety of disciplines 

(management/IO psychology, clinical research, cognitive, social psychology and 

neuroscience) and a variety of career positions (including a final year PhD student, post-

docs, and academics ranging in levels of seniority). Quotations from interviews have had 

minor edits for clarity, bracketed sections in quotes indicate insertions or rephrasings. This 

research project was approved by the Human Research Ethics Committee of The University 

of Melbourne (ethics ID number for the survey 1851398.1, and for the interviews 

1750608.1). See Appendix 4 for the interview schedule. 

https://osf.io/2pves/
https://osf.io/cesmf/
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7.2.2 Analysis 

Analyses were performed in R version 3.5.0 (R Development Core Team, 2018) and 

were preregistered (see https://osf.io/5bdma/) except where noted as ‘exploratory’ in text. 

Multinomial confidence intervals around proportions were developed using the method of 

Sison and Glaz (1995) as suggested by May and Johnson (1997) for cases where some of the 

expected cell counts are relatively small and responses are expected to be distributed 

amongst the response categories. Wilson score intervals with Yates’ continuity correction 

are presented around binomial proportions, which have been shown to have conservative 

coverage properties under a range of conditions (Robert G. Newcombe, 1998; Wallis, 2013). 

All other confidence intervals presented are Wald-type confidence intervals for means. 

Free-text responses were categorised by Felix Singleton Thorn and were double coded by 

Hannah Fraser, a Research Fellow at the University of Melbourne. Percentage agreement 

and Cohen’s kappa values are reported alongside any results that were categorised below, 

and any disagreements were decided in favour of the first author. 

I aimed to recruit at least 111 participants, a number chosen to ensure that the 

maximum multinomial confidence interval width would be under 20% in questions where all 

participants responded. Although it was preregistered that people with zero publications 

would be excluded, they have been included in questions about scientific practices and 

excluded only from questions about reporting and publication practices. In every case, this 

change affects proportions by less than 10%, and does not change the results of any of the 

reported significance tests at the 95% confidence level. All data and the analysis script are 

available from https://osf.io/x6b9z/. See Appendix 4 for the full interview schedule.  

7.2.3 Limitations  

Although the sample size achieved was larger than the pre-registered minimum 

sample size, it is unlikely that this sample is representative of all psychologists. In asking 

people to complete the survey, the goals of the survey were described (e.g., “to understand 

how researchers are planning their studies, with a focus on formal sample size planning 

tools”), which may mean that more methodologically inclined researchers were more likely 

to participate, as well as possibly increasing socially desirable responding. Secondly, 

although the question text attempted to explain concepts which may have been unfamiliar 

to respondents (e.g., statistical power), there is no guarantee that all participants 

https://osf.io/5bdma/
https://osf.io/x6b9z/


161 

understood the questions fully. Finally, recruitment took place at a conference held in the 

United States of America, and although a wide variety of nationalities were represented, the 

great majority of respondents (81%) were residents of the United States of America. 

7.3 Results  
The survey was completed by 146 psychology researchers. Approximately 400 plain 

language statements were distributed in total. Thirty-three people began the survey (i.e., 

answered at least one question) but did not complete (including one person who responded 

“I do not consent”), an 18% drop out rate. Fourteen people completed the survey using the 

link promoted on twitter, and 132 completed the survey using the link handed out in person 

at the conference. Data collection ceased on the 14th of June, 2018, four weeks after it 

began. 

7.3.2 Sample Demographics 

Of the 146 psychology researchers who participated in this research, 113 had 

published at least one article, and 33 had not, see Table 7-1 for the number of publications 

reported across the sample. Participants resided in 15 countries (117 from the USA, 10 from 

Canada, and 10 or fewer people from each other country, see Table 7-1 for a full list). On 

average, people had been involved in psychology research for 6.84 years (median = 5, SD = 

6.09). Seventy-three participants were women, 68 men, 1 non-binary and 4 preferred not to 

provide gender information. See Table 7-1 for information about the number of 

publications, the countries of residence and areas of research of the participants. 
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Table 7-1. The country of residence, area of research and total number of publications of 

each participant.  

 N Percent 

Country   
United States of America 117 81 
Canada 10 7 
Britain  4 3 
Germany  2 1 
Sweden 2 1 
Ecuador  1 1 
Hong Kong  1 1 
Indonesia  1 1 
Israel 1 1 
Italy  1 1 
Japan  1 1 
Netherlands  1 1 
New Zealand  1 1 
Poland 1 1 
Singapore  1 1 

Area of research   
Cognitive 41  28 
Clinical  23  16 
Developmental 17  12 
Health   9 6 
Industrial-organizational  9 6 
Personality  8 5 
Neuroscience   6 4 
Educational  4 3 
Quantitative   3 2 
Evolutionary   1 1 
Qualitative  1 1 

Number of publications   
0 33 23 
1-3 59 40 
4-6 29 20 
7-9 6 4 
10-15 9 6 
16-20 2 1 
21-25 2 1 
26+ 6 4 
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7.3.3 What proportion of psychologists have performed power analysis as a part of research 

planning, and how often do they use power analyses to plan their studies? 

Just over two-thirds (70%, n=102, 95% CI [62%, 77%]) of researchers reported that 

they had personally used a power analysis to help determine the amount of data to collect 

for a study at any point during their career. However, on average researchers reported using 

power analysis in less than half of their recent research, with a mean response of 41% (95% 

CI [35%, 46%], median = 36%). Notably, 65% of researchers reported having used power 

analysis in 50% or less of their recent studies. See Figure 7-1 for a histogram, scatter and box 

plot of the percentage of research in which power analysis was used during research 

planning. 

 

Figure 7-1. Histogram, scatter and box plot of the percentage of recent research that 

researchers reporting having used power analysis or other formal sample size planning 

during research planning for.  
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7.3.4 How do researchers decide how much data to collect? 

The survey asked researchers how they typically decided how much data to collect, 

asking whether they a) collected as many participants as practical constrains allowed, b) 

followed the results of a power analysis (or other method of formal sample size planning), 

or c) used a rule of thumb. The most common response was that practical constraints such 

as time, money and participant availability (n = 61, 42% of responses, 95% CI [34%, 51%]) 

acted as the main determinate of the sample sizes included in a given study. The second 

most commonly cited main determinate were the results of formal planning tools (e.g., 

power analysis) with n = 53, 36% of responses, 95% CI [28%, 45%]. A sizable minority 

reported that they followed rules of thumb, n = 32, 22%, 95% CI [14%, 31%]. See Figure 7-2 

for a bar chart of the proportion of people responding in each category.  

  

Figure 7-2. The reported main determinate of the sample sizes included in research, error 

bars are multinomial 95% confidence intervals. 

A further question asked researchers to report in what percentage of their recent 

research the number of participants was limited by data collection costs, researcher time, 

limited access to the population under study, and limited access to equipment. Researchers 

reported that the their samples were often limited by the cost of data collection (mean = 

51%, SD = 32%, 95% CI [45%, 56%]), researcher time (mean = 44%,  SD = 30%, 95% CI [39%, 

49%]), and access to populations (mean = 42%, SD = 34%, 95% CI [36%, 47%]). Access to 

equipment was rarely a common limit on sample recruitment (mean = 17%, SD = 25%, 95% 

CI [13%, 21%]). See Figure 7-3 for density, point and box plots of researchers’ reported 

proportions of their studies which had their sample sizes constrained by access to 

equipment, population, researcher time, or the cost of data collection. 
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Figure 7-3. Density, point and box plot of researchers’ reported proportions of their studies 

which had their sample sizes constrained by access to equipment, population, researcher 

time, or the cost of data collection. 

A follow up question asked researchers to identify if there were any other constraints 

that limited their sample sizes and if so to describe it in a free-text response box. One-

hundred and four participants (74%, 95% CI [68%, 81%]), indicated that there were no other 

major constraints on the sample sizes that they had included in their studies. The 38 free 

text responses largely represented similar issues to those covered in the fixed choice 

options, citing logistical difficulties such as cost, time and space, difficulties with student 

samples, difficulties recruiting participants from rare populations and difficulties recruiting 

participants willing to endure intensive experimental procedures (reliability recoding 

showed 77% interrater agreement, Cohen’s Kappa = .72). See Table 7-2 for re-classified free 

text responses, Box 7-2 for example free text responses, and Box 7-3 for illustrative quotes 

on sample size constraints from the qualitative interviews. 
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Table 7-2. Re-classified free text responses about other constraints to participant 

recruitment or data collection. 

   95% CI (%) 

Constraint Frequency Percentage LB UB 

No other constraints 108 74 68  81 
Logistical difficulties  9  6  0  13 
Recruiting and retaining participants  9  6  0  13 
Difficult to recruit sample  8  5  0  12 
Difficulties with student samples  7  5  0  12 
Other or not classifiable 5  3  0  10 

 
Box 7-2. Exemplar text responses about other constraints to participant recruitment or data 

collection. 

Logistical difficulties such as cost or materials availability 

"Costs of biological assays" 

"Available lab space" 

Difficult to recruit samples 

"Attrition for longitudinal studies" 

"Limitations from IRB on how to recruit participants." 

"The degree of repeated sampling per participant can make it hard to find subjects willing to 

take part in longer or longer term experiments." 

"Lack of minority population located on the campus I attend.” 

"Not wanting to "overfish" a limited population that's also being studied by other 

researchers (or that I may want/need to study myself in more than one project with similar 

content)".  

Difficulties with student samples 

"Students are reluctant to participate unless there is a reward (e.g. Extra credit)" 

"As I often study college student or student-age issues, getting them to seriously participate 

in a study with little or no extrinsic reward is surprisingly difficult." 

"participant pool allocations" 

Other or not classifiable 

"I often collect data from online sources, i.e. MTurk, and therefore getting several hundered 

participants for studies is not difficult. I try not to collect samples with N's suspiciously large 

either." 

"I am not always sure what is the correct power analysis to run when planning my sample 

size. This is particularly the case when a study has more than one hypothesis and when 

analysis requires a multi-level linear (or non linear) models." 
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Box 7-3. Quotes on sample size constraints from interviews. 

Budgetary constraints 

“For some people sample size is not governable... Well there might be cases where people 
are just looking for what they can get. I certainly see some horrendous stuff in neuropsych 
space and I can understand their pain that they're doing research using machines that are 
very expensive and very time consuming to collect data and the studies are massively 
underpowered and yet they're still able to publish you know studies that from my 
perspective just look like kind of looking at tea leaves. But they still get published in good 
journals and I they're still getting PhDs or reputation or whatever with, you know, massively 
underpowered studies. I imagine it'd be quite tough in that situation.” 

Budgetary constraints 

“[… there is a] trade off between the resources required to collect data and you know what 
that precision will give you. So [if] it's a really resource intensive study like [an] experience 
sampling study where you're getting people to fill out a hundred little micro surveys, if you 
can get two hundred people in that to do that then that's a pretty awesome sample even 
though well maybe you'd like a bit more if you wanted to really get you precise on them 
between subject stuff yeah.” 

Budgetary constraints 

“If I had unlimited funds I would collect probably twice the amount of data that I'm 
collecting. Now is that that necessary to do? So, I'd probably try to answer the question 
about whether it's necessary to have more data than [what I’m using now when] there are 
more funds.  

[…]  

There's just no way around the fact that that with the multiple session stuff, I do I need to 
pay people and certainly have [limited] resources. I'm constantly assessing how much things 
are costing and thinking about I should probably spend more time thinking about working 
through the implications of each study before we do them. Because we have had cases 
where things haven't worked out and it's gonna… you could have done that a little 
differently.” 

Limited participant pools 

“If you're looking at disorders that are only 1% of the population and people who are 
actively unwell as well. That takes down what you can source from. And then there are 
people who will actually agree, and quite a few will actually agree but when they are 
experiencing problems they don't want to come for interviews or they say they want to 
come for interviews and they don't show up. You get a lot of rescheduling [and] data 
collection timeframes blow out.” 

Time constraints 

“The integrity of the human psyche [… our] experiments take a long time and they're pretty 
intensive when they're running. Like you have, say, three or four people a day doing an hour 
each for weeks and weeks and weeks and weeks and that will be [just] a part of an 
experiment.  

[…] 

I think I mean broad scheme […] human experimentation, especially small n 
experimentation like this, is not expensive science. I think we get a good bang for our buck 
in terms of inference.”  
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7.3.5 Why do researchers not perform power analyses during research planning? 

An optional free text response box asked researchers for the reasons they did not 

perform formal sample size planning during research development. Sixty-one percent (n = 

80) of the 132 researchers who reported not having performed power analysis for every 

study they had performed during the last five years provided some explanation. These free 

text responses have been grouped into eight main categories, see Table 7-3 for the mean 

number of responses of each category and Box 7-4 for illustrative examples of each 

response type, interrater agreement was 69%, Cohen’s Kappa = .68. The most common 

response type were responses suggesting that practical constraints such as a limited budget 

meant that there was no point for them to perform a power analysis (n = 25, 31% of the 

responses, 95% CI [21%, 42%]). Another 28% (n = 22, 95% CI [18%, 39%]) of respondents 

stated that they did not perform a power analysis due to a lack of knowledge, ability or 

awareness of the importance of statistical power. The remaining responses suggested that 

there were rules of thumb that researchers relied upon, that they knew that the 

experimental paradigm worked because it had previously been trialled, or that other 

constraints made power analysis impracticable (e.g., the data had already been collected or 

the research was qualitative). See Table 7-3 and Figure 7-4 for the frequency and 

percentages of each response category, and Box 7-4 for illustrative examples of each type of 

response.  
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Table 7-3. The frequency, percentage, and multinomial confidence intervals around reported 

justifications for not performing a power analysis during research planning.  

   95% CI 

Constraint n Percent LB UB 

Practical constraints 25 31 21 43 

Lack of knowledge or ability 22 28 18 39 

Rule of thumb used 9 11  1 23 

Secondary analysis of existing data  7 11  1 23 

Other / not classifiable 5 6  0 18 

Difficulty of developing parameter estimates 4 5  0 16 

Experimental design previously trialled  4 5  0 16 

Not applicable (e.g., qualitative researcher) 4 5  0 16 

 

 

Figure 7-4. Reported reasons that power analyses that were performed were not 

performed, as a percentage of the total sample (N = 147), error bars are multinomial 95% 

confidence intervals. 
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Box 7-4. Example justifications provided for not performing power analysis in the planning 

of research from the survey. 

Practical constraints meant that power analysis would have no impact on achieved 
sample sizes 
"We knew we wouldn't hit the size we needed and decided to proceed with whatever we 
would get" 
"No point because money and time were maxed out. Did as much data collection as we 
could. Was a limitation of the study." 
"Professor’s decision" 
Lack of know-how or ability 
"ignorance - used sample size that my supervisor told me to, and didn't know enough to 
do better." 
"I didn't think about it. I should have done it.” 
"At that time, I didn't aware the importance of sample size planning, and our lab didn't 
have this tradition. We just followed the common sample size in the literature."  
 "power analyses for multilevel models seem to be quite challenging and there is no 
formal tool available at the moment as far as I know" 
 "it was extremely difficult to calculate the power for multillevel interactions" 
Rule of thumb used 
"Sample size chosen using a per cell heuristic", 
“My default is to collect as much data as possible (entire participant pool allocation), 
which is typically 150+ Ss per term. My sample sizes for studies with undergraduates are 
typically in the 200-300 Ss range."  
Difficulty of developing effect size estimates  
"Parameters to estimate an effect size unknown; for an initial study testing hypotheses 
not well studied in past literature" 
"Pilot studies about phenomena about which little was known" 
Secondary analysis 
"I received data after it had been collected." 
"Large (n > 1,000), archival data sets were used in other research" 
"Archival data" 
 Other/not classifiable 
"Wanting to add more power to the study" 
"We wanted to generalize results" 
Experimental design previously trialled  
"Generally a waste of time. We know the size of the effects we are interested and know 
from experience and previous formal planning what will be needed." 
 "Had already used the study paradigm and aimed for collecting a similar sample size to 
previous research" 
Not applicable 
"Qualitative research that included interviews only. Interviews were completed until 
saturation was met." 
"Power analysis inadequate for studies that use computational modeling. Or exploratory 
work." 
"exploratory nature of hypotheses (no intention to write-up/publish as anything other 
than a preparatory piece of a more rigorous follow-up)" 
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What are researchers’ major barriers to regularly using power analysis? 

Another question approached the issue of why power analyses are infrequently 

performed and reported from a different perspective. This question asked researchers to 

consider which of five possible issues were “important factors that limit the use of formal 

sample size planning tools”; (1) sample sizes being fixed by other constraints, (2) lack of 

knowledge of the statistical analysis that will be performed, (3) research designs being too 

complex for available power-analysis tools, (4) the subjectivity of power analysis, and (5) 

statistical power not being applicable for the type of research that they perform. All 

questions were binary response options, and multiple selections were possible. 

Alternatively, researchers could indicate that they had always performed power analysis as 

a part of research planning.  

The two most common responses with 39% (n = 57, 95% CI [32%, 47%]) and 35% (n = 

51, 95% CI [28%, 43%]) respectively were that samples were fixed by practical constraints, 

and that analysis plans were not set in advance. Fewer researchers responded that their 

designs were too complex for the available tools (18%, n = 26, 95% CI = [12%, 25%]), that 

the difficulty of the tools prevented their use (16%, n = 23, 95% CI [11%, 23%]), or that the 

tools’ subjectivity prevented them from being useful (10%, n = 15, 95% CI [6%, 16%]). Just 

5% (n = 7, 95% CI [2%, 10%]) of those sampled stated that statistical power was not 

important for their research. See Table 7-4 and Figure 7-5 for frequencies and percentages 

of participants reporting each issue being a major barrier to the use of formal sample size 

planning tools. Box 7-5 gives illustrative quotes from the qualitative interviews explaining 

why sample size determination is sometimes not performed. 
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Table 7-4. Percentage of participants agreeing that various factors limited their use of 

formal sample size planning tools, multiple selections were possible and confidence 

intervals are Wilson score intervals. 

   95% CI (%) 

Constraint n Percent LB UB 

My sample sizes are fixed by other 
constraints 

57  39 32 47 

I do not always know the statistical analysis 
that I will use to analyse my results 

51  35 28 43 

Research designs are too complex for the 
available software 

26  18 12 25 

Formal sample size planning tools are 
difficult to use 

23  16 11 23 

Formal sample size planning requires too 
many subjective decisions to be helpful  

15  10  6 16 

I always use formal sample size planning 
tools, so this question is not applicable 

14  10  6 15 

Statistical power is not important for my 
research purposes 

7  5  2 10 

 

 

Figure 7-5. The percentage of participants who reported that each issue was a “major 

barrier” to the use of formal sample size planning tools, multiple selections were possible, 

error bars are Wilson score intervals at the 95% confidence level. 
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Box 7-5. Interview responses explaining why sample size determination is not performed. 

Interview responses explaining why sample size determination is not performed:  

“l think the reason why I didn't do it some years ago was that that wasn't part of my 

training. So I didn't know how to do it and the people began to ask the questions about it 

and then I ran into the problem of estimating the effect size… If you really don't have any 

good idea about the effect size any sort of analysis you might do is just kind of stabbing at 

the dark... I didn't see a lot of point in doing it.” 

“It’s slightly difficult so it would require just a little bit of reading and effort to get your head 

around things... because it's not required then it's… it's really sort of this extra thing that 

you're doing.” 

“I think for a lot of people it would tell them what they don't want to know. Which is that 

actually they're underpowered. I'm sure that would be the case for me sometimes, but I 

generally don't think that I'm kind of really testing the limits of what I could actually publish 

with a very small sample size…” 

“There are so many reasons, and I think that they are interacting reasons. The first and I 

think most important reason is I think people, and I think psychologists in general are more 

scared of or hesitant towards statistics than they need to be. And I think that this is implicit 

in our pedagogy that people are told statistics is the hard part and so what they see is, they 

see statistics as unessential, ancillary or an accessory to the thing that they're doing.  

 

So ‘I'm doing psychology’ means ‘I'm looking at memory or stereotypes for agreeableness 

whatever and I use this as the tool’ but actually all the best concepts are actually 

fundamentally statistical. it's the engine of psychology ... or language of is statistics so I think 

this at one point this is kind of ‘I'm a little scared of this because it's formal’ 

[…] 

My actual reason... like all of those are ancillary kind of things contributing factors but I 

think people just do not think of it as being reasonable. I think they think in terms of ‘well 

I've seen data I've just run the experiment. I've seen it so I can believe that.’ […] if [they] can 

think of a story and they they'll kind of believe their own stories and so power doesn't really 

figure into that. ‘Why would I do anything before the experiments like I've done I've done 

substantive theoretical work and like I've got this box and arrow diagram. I've set up the 

experiment what's power you know [the people asking for power analysis are] a bunch of 

pencil pushing poindexters.’” 
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How often do people know the analysis they will perform before the beginning of the research?  

One possible reason for the lack of reported power analyses may be that power 

analyses require knowledge of the statistical analysis that will be used during the planning 

phase of research. In order to explore this possibility, we asked how often people knew the 

analysis they were going to perform to analyse their results during the planning of research. 

The mean response was 50% (95% CI [44%, 55%], first quartile 20%, median 50%, and third 

quartile 75%). Over 30% (n = 44) of researchers reported that they knew the analysis they 

would perform in less than a quarter of their studies. Only 8% (n = 12) said that they always 

knew the analysis they would perform, and only 14% (n = 20) said that they knew in 90% or 

greater of their research. See Figure 7-6 for a histogram, scatter and boxplot of the 

responses. A sizable minority (35%, n = 50) of those surveyed reported having used formal 

sample size planning in a greater proportion of their recent studies than they knew that 

analysis they would use before data collection. If both figures are accurate, this would mean 

that researchers performed sample size planning without adequate knowledge to accurately 

perform these analyses. 

 

Figure 7-6. Histogram, scatter and box plot of the reported percentage of studies for which 

the analysis was known during the planning of research. 
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How often have people been taught to perform formal sample size planning?  

Another notable barrier to the routine performance of power analysis or other formal 

sample size planning is the amount of education researchers have in the use of these tools. 

When researchers were asked to report whether they were “never”, “briefly” or 

“extensively” taught formal sample size planning such as power analysis during their 

undergraduate or postgraduate training, only 5% of respondents stated that they were 

“extensively” taught (n = 7). The majority (53%, n = 78) reported that they were “briefly” 

taught, and 42% (n = 61) said that they had “never” been taught to use any of these tools. 

See Figure 7-7 for a plot of participants’ responses, and Box 7-6 for illustrative quotes from 

the interviews about the role that education plays in determining how psychology 

researchers plan their studies. 

 

Figure 7-7. The proportion of participants who were briefly, never or extensively taught 

power analysis during their formal education, error bars are multinomial 95% confidence 

intervals. 
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Box 7-6. Interview quotes on education. 

“So, where I'm working now and [at] work everyone's calling me this stats person which is 

funny because I'm not... It's just that I can like I'm not terrified to turn on SPSS and I've got 

the confidence to read a book I don't know what it is I've taught stats to Uni students and 

most of them have perfect capability to do it but they get stuck at the screen and they look 

at the numbers and they don't think about what it is they're trying to find out. So, it might 

be some anxiety, that's just in the entire culture about maths. And I also know that if you've 

come through [Interviewee’s University] you don't get enough exposure to stats in 

undergrad and that will not build anyone's confidence.” 

“The type of statistical education that we've received […] you could look at [it] and say it's 

sort of like an SPSS black block approach of just knowing what analysis to do and clicking the 

right buttons without understanding the process behind it. That I think is an issue that I 

don't think… students don't like it because they don't come away with any sort of 

understanding about what it is they're doing” 

“I'm not sure if I'd I was formally taught [power analysis. It] was a bit of a self-taught thing. 

But I just read lots of books and stuff about statistical inference and you know all that sort of 

stuff as part of my PhD too. Because I did my PhD in modelling, so I ended up learning more 

and more about statistics. And yeah that leads to understanding what a model is and what a 

data generating process is and how to simulate from a data generating process and it's not 

too far from that to running a loop and seeing what the power is I suppose, to seeing when 

you can recover your parameters from it [using a given] estimator.” 

7.3.6 How often and why do researchers not report power analyses that were performed? 

When power analyses are conducted, they may not always be reported in any 

publications that stem from the planned study. Researchers who reported having both (a) 

performed a power analysis at some point in their career and (b) having published a paper 

(N = 105) stated that they included the performed power analyses in just under half (49%, 

95% CI [41%, 57%]) of the publications for which power analysis were performed. This 

suggests that when power analyses were conducted, researchers only reported their power 

analyses in under half of papers. An optional open text response question asked why 

researchers did not report power analyses when they had actually been performed during 

research planning. Only 22 researchers provided justifications, and their responses could be 

classified into three main categories (interrater agreement was 93%, Cohen’s Kappa = .91); 

subfield norms where authors state that it would be atypical to report a power analysis in 

their area of research (n = 11, 8%, 95% CI [0%, 16%]), word count where researchers 

reported that it would be a waste of space to report a power analysis in a published paper 

(n = 9, 9%, 95% CI [0%, 13%]), and secondary analysis where researchers reported that the 
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data had already been collected (n = 2, 1%, 95% CI [0%, 10%]). See Table 7-5 and Figure 7-8 

for a table and plot of participants’ responses to this question, and Box 7-7 for example 

responses of responses from the survey.  

 

Table 7-5. Reported reasons that power analyses that were performed were not reported in 

published papers. “Percent” is percent of total sample (N = 147). 

   95% CIs 

Justifications n Percent LB UB 

No justification provided 50 34 27 43 
PA has always been published when performed  34 23 16  32 
Researcher has never published  21 14  7  23 
PA has never been performed 19 13  5  21 
Subfield norms  11 8  0  16 
Word count   9  6  0  15 
Secondary analysis   2  1  0  10 

  

 

Figure 7-8. Reported reasons for not reporting power analyses that were performed during 

research planning, error bars are multinomial 95% confidence intervals. 
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Box 7-7. Example reasons researchers gave for not reporting formal sample size planning 

from the survey. 

Subfield norms  
"It's not typical to do so in the journals to which I was submitting." 
“Feels like just a standard part of the research process that may be unnecessary to 
include, at least for the papers that I wrote. People seemed more concerned with the 
power after the fact, so that is all I reported" 

 
Word count 
"Word limits! In most of the studies with a power analysis, the word count was about 400 
words, and the word limit in the journals I publish in is like 1500 to 3000. Power analyses 
are probably the first thing I'd think of deleting first." 
"Ran out of space for the article. We often run a few studies in a paper." 
"Not considered important by journal editors/reviewers (I was once asked to take this 
material out to avoid ‘wasting space’)." 
 
Secondary analysis 
"If archival data and sample size was greater than necessary minimal effect size of 
interest" 
"Secondary data" 

 

7.3.7 How often and why are post hoc power analyses performed? 
Post hoc power analysis (i.e., reporting the “observed power” of a study calculated 

using effect size that was seen in a study) has been repeatedly criticised over the last 20 

years (e.g., Hoenig & Heisey, 2001). Post-hoc power analyses will provide redundant 

information given that a p value has been reported, and will appear to explain non-

significant results (where post hoc power will always appear to be low) or support 

significant findings obtained with low sample sizes (where post hoc power will appear to be 

moderate to high) regardless of the unknown population effect size (Gelman & Carlin, 2014; 

Hoenig & Heisey, 2001). 

We asked whether researchers had reported a power analysis performed after the 

conclusion of research. Almost 40% (n = 45, 95% CI [31%, 49%]) of the published researchers 

stated that they had done so. We asked an optional follow up question to those researchers 

who answered in the affirmative, and 26 participants provided a justification. The most 

common response was that researchers only did so because they were asked to by an editor 

or reviewer (n = 12, 11% [3%, 20%]). Others reported that they had done so to show that 

their sample was large enough (n = 4, 4%, 95% CI [0%, 13%]), or to understand or explain 
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non-significant results (n = 3, 3%, [0%, 12%]), and a further six responses were unclassifiable 

(5%, 95% CI [0%, 15%]). Interrater agreement was 84%, Cohen’s Kappa = .79. See Table 7-6 

and Figure 7-9 for the number and percentages of researchers reporting each reason for 

having reported a post hoc power analysis, and Box 7-8 for examples of the responses 

provided. 

Table 7-6. The number and percentages of published researchers (N = 113) reporting a 

justification for their post hoc power analysis. 

   95% CI (%) 

Justification N Percent LB UB 

No post hoc power analysis reported   68  60 52 70 
No justification provided   20  18 10 27 
Requested by editor/reviewer 12 11  3 20 
Uninterpretable response 6 5  0 15 
To support obtained sample size  4 4  0 13 
To understand or explain non-significant results 3 3  0 12 

 

 

Figure 7-9. Reported reasons for including post hoc power analysis in published research, 

error bars are multinomial 95% confidence intervals. 
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Box 7-8. Reported explanations for why post hoc power analyses were reported from the 

survey. 

Requested by editor/reviewer  
"It was required by journal or requested by editor/reviewer. I have also included post-hoc 
power analyses and have reviewers complain that they are meaningless."  
"The outcome we were measuring turned out to be less prevalent than thought. We were 
expecting to have like 10% HIV infected infants in the control group and less than 5% in 
the control group. In turned out that it was like 5% to 2% so a reviewer asked us to run a 
MC simulation to justify running an analysis." 
 
Unclassifiable response  
"For additional research presentation"  
"post doc power analysis" 
"Need to report power and corroborate the rigor of research findings." 
 
To justify obtained sample size  
"Sample was very small (99) so trying to justify the importance of the analysis" 
"To demonstrate sensitivity of effect given final N. (I routinely compute a priori for 
minimum N and post hoc for collected N sensitivity)" 
 
To understand or explain non-significant results 
"Failed to find a hypothesized effect, wanted to establish that I indeed had adequate 
power to find that effect (based on previous literature, not an 'observed power' 
analysis)." 
"To demonstrate that I didn't have enough power to detect a significant effect" 

 

7.3.8 How do researchers select effect sizes for sample size planning? 

An important question in sample size planning is how people choose the effect sizes 

they use for formal sample size planning. The implications of formal sample size planning 

are quite different if one routinely plans their sample size for the minimum effect of interest 

as compared to planning for an estimate of the population effect size (see Chapter 9 for a 

detailed discussion of the different methods of effect size selection for power analysis). An 

optional question asked how researchers “typically decide on effect sizes to use in formal 

sample size planning”, with response options to state that they typically use the minimum 

effect size of interest, an effect size based on that seen in a meta-analysis, an informal 

estimate from the previous literature (i.e., without a formal meta-analysis), or to provide a 

free text response. Eighty percent (n = 96) of the 128 participants who had performed a 

power analysis responded. Responses were almost equally split between all presented 

response categories. Just thirteen free text responses were given, all of which either 
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reported using a combination of other methods (n = 6), an effect size from meta-analysis (n 

= 1), an informal estimate from previous literature (n = 5) or “model predictions” (n = 1). 

Reliability coding of the 13 free text responses showed an interrater agreement of 77%, 

Cohen’s kappa = .69. See Table 7-7 and Figure 7-10 for numbers and percentages of 

responses. Illustrative quotes from interviews outlining the approaches interviewees took to 

sample size planning are presented in Box 7-9. 

Table 7-7. Where do the effect sizes that you use in formal sample size planning typically 

come from? Percentages are of those that reported having ever used a power analysis or 

other formal sample size planning tool (total N = 128).  

   95% CIs 

Source for effect size estimates n Percent LB UB 

Minimum effect size of interest  26 20 12 29 
No response provided  26 20 12 29 
Informal estimate based on previous literature  24 19 11 28 
Effect size seen in a pilot study  22 17  9 26 
Effect size from meta-analysis  20 16  8 25 
Combination of the above 6 5  0 14 
No effect sizes have been developed for PA 3 2  0 11 
Model predictions 1 1  0 10 

 

 

Figure 7-10. Reported source of effect sizes used in power analysis, as a percentage of those 

that reported ever having used a power analysis or other formal sample size planning tool 

(total N = 128), error bars are multinomial 95% confidence intervals. 
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Box 7-9. Illustrative quotes from interviews on sample size determination and effect size 

selection. 

Power analysis / “guesstimate” 

“So… I would usually go by individual as a unit of analysis and try to guesstimate. But to be 

honest I have no idea how to be estimate the power and things like that for multilevel 

analysis. So, I try to frame the question in terms of an individual behaviour, but treating the 

grouping, their nesting variable, with multi-level analysis and the hopefully the group level 

things are powerful enough they'll come out. But, it's kind of a guessing game.” 

Rule of thumb / previous experience 

“So, the general kind of rule of thumb is you want enough data so you can characterize the 

extreme tails of responsibilities distribution and there's no good I guess way of determining 

that with any kind of precision that I've seen. Except, that there are rules of thumb that you 

want about 100 to 120 [Response Times (RTs)] per RT distribution that you're interested in. 

So, we normally try to collect 360, so about three times that. At least like two and a half to 

three times that amount seems to provide a good estimate of the RT distribution and that's 

based solely on experience.” 

“I think it depends I would like to think I've got a fairly rich understanding of what 

relationship between sample size and precision of like whatever parameters you're trying to 

estimate. So, for example if it's kind of just traditional correlational type stuff you know I 

have some rules of thumb about when a correlation is gonna get sufficiently precise to give 

you a reasonable idea of you know what that correlation is. […] You know if you can get 300 

that's probably, you know, it might be publishable and if I can get 500 that's better and if 

you can get a thousand [then a] lot of the little nitty-gritty differences you want to look at 

become interesting. […] So, I suppose most of its just is kind of born out of a kind of a fairly 

deep understanding of precision and confidence intervals on sample sizes and in relation to 

hypotheses of interest which evolved over time into rules of thumb.” 
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7.3.9 What are researchers’ expectations about the effect sizes they expect to see in their 

own research, and what are the minimum sample sizes that they report being willing to use?  

 

What are the minimum sample sizes that researcher would aim to collect? 

Another important question is what minimum sample size people state they would 

use in research that they would publish, and what justifications researchers have for this 

value. In order to be able to meaningful interpret this information, we also asked 

researchers about their most common research designs and defined sample size as “the 

number of data points per variable”. 

The mean response was 159, 95% CI [122.1, 194.9] and the median 100, as compared 

to a median sample size of approximately 82 in the psychological literature (a weighted 

mean estimates from thirty-three studies which reported this information for bodies of 

psychology research, see Chapter 5). Notably, 29% of researchers reported that the 

minimum sample size they would use was under 50, and 61% reported a minimum sample 

size of below 100. See Table 7-8 for the frequencies and counts of researchers’ self-reported 

most common research designs, and Figure 7-11 for histograms of researchers’ minimum 

sample sizes by type of research design. 

Table 7-8. The reported unit of analysis and research design that researchers reported 

having used most often in their research published during the previous five years, and 

multinomial 95% confidence intervals around the reported percentages.  

   95% CI (%) 

Design n Percentage LB UB 

Correlational 44 30 22 39 
Repeated measures 43 29 21 38 
Mean differences 38 26 18 35 
Multilevel modeling  11 8 0 16 
Computational modeling 6 4 0 13 
Multiple designs equally often  3 2 0 11 
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Figure 7-11. The reported minimum sample size researchers reported they would include in a 

study that they are planning to publish, colours indicate the type of research design 

participants said they used most often. 

What effect sizes do people expect to see in their research? 

A further question asked researchers about the median effect size that they expect to 

see in their research, giving researchers the option to reply in Cohen’s d, a Pearson r, or as 

the expected probability that the score of a person chosen from one comparison group will 

be higher than a score from a person randomly chosen from the other comparison group 

(the “common language effect size”, András & Harold, 2000). Two cases with effect sizes of 

6 and 50 d were removed from the following analyses as these effect sizes seem likely to be 

errors. The mean response of the 120 valid respondents, transformed into Cohen’s d, was 

.65, 95% CI [0.58, 0.73]. It is noteworthy that this value is considerably higher than most 

estimates of the average effect sizes seen in psychological research (e.g., Bosco et al., 2015; 

Gignac & Szodorai, 2016; Quintana, 2017; cf. Szucs & Ioannidis, 2017a), and somewhat 

higher than has been reported in a previous study that inquired into researchers’ 

expectations (which showed a mean expected effect size of d = .40, excluding a response of 

99999 and 4 responses of 0; Bakker et al., 2016).  
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Figure 7-12. Histograms of researchers’ estimated median effect sizes for their most 

frequently employed research designs, in Cohen’s d (left), and in their original units (right), 

colours indicate the original units that effects were provided in. 

Furthermore, a large proportion of the surveyed researchers appear to have relied on 

the benchmarks provided by Cohen (e.g., 1988); with more than half of the 106 people who 

gave an expected effect size in either r or d giving a value which matched one of Cohen’s 

“small”, “medium” or “large” effect size benchmarks (58%, n = 61, Wilson 95% CI [48%, 

67%]). This may be indicative of the degree to which people’s intuitions around effect sizes 

have been influenced by Cohen’s benchmarks. Most researchers reported that they expect 

to see effects that are at least equal to Cohen’s medium benchmark or higher, with 67% of 

respondents reporting an effect equivalent to a Cohen’s d of .5 or greater. Twenty-four 

percent expected a value of .8 or greater, larger than Cohen’s large benchmark. See Figure 

7-12 for histograms of researchers’ estimated median effect sizes for their most frequently 

employed research designs both transformed into Cohen’s d, and in their original units. 
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7.3.10 Is there a relationship between researchers’ expected effect sizes and their minimum 

sample size? 

With researchers’ estimates of the effect sizes they expect to see in their research, 

and the minimum sample size they would be willing to use, it becomes possible to estimate 

the level of statistical power they should expect at these values given their reported 

research design. Power was calculated as for a dependent samples t-test for those that said 

they used multiple designs equally frequently (n = 3) and the correlation between repeated 

measures was assumed to be .5, at which point Cohen’s dz and Cohen’s d (different 

measures of effect size for repeated measures or independent samples mean differences; 

Lakens, 2013) are equivalent. People who reported using multilevel modelling (n = 11) are 

also treated as if they were using repeated measures t-tests, which may exaggerate 

statistical power (Baguley, 2012; Hoyle & Gottfredson, 2015). Power estimates were not 

developed for those that either did not report their typical design (n = 1), reported using 

computational modelling (n = 6), or did not report the minimum sample size they would use 

and the median expected effect size from their research (n = 26). One person who stated 

that the minimum sample size they would perform research with was zero was excluded 

from this analysis. 

The mean estimated power for researchers expected effect size at their minimum 

acceptable sample size was .78, extremely close to the often suggested goal power of .80 

(Cohen, 1962), and the median was even higher at .95. If researchers were accurately 

describing the effect sizes seen in their research and the sample sizes they tend to include in 

their research, the average power of psychology research would be considerably higher 

than current estimates suggest (Kühberger et al., 2014), see Figure 7-13 for histograms of 

statistical power estimates. 

An additional optional question asked researchers to report what is the lowest level of 

statistical power at which they would be happy to perform a study. The 113 researchers 

who provided responses reported a mean of .63, 95% CI [.58, .66]. Notably, despite the high 

average estimates that most researchers provided of their effect sizes and minimum sample 

sizes, 27% (95% CI [0.19, 0.35]) of researchers would not reach their minimum “acceptable” 

power level at their minimum sample size and expected effect size. 
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Figure 7-13. Estimated statistical power for researchers’ expected effect sizes, in their most 

common type of research design, at the minimum sample size they reported they would 

use. Median = 0.95, mean = 0.78. 

There are several possible reasons for the apparently high-power estimates for 

researchers’ idealised experiments. Firstly, people had relatively high estimates of the 

average effect size that could be expected from their research, with two thirds of 

researchers reporting that they expected a “medium” effect or higher. Secondly, the 

minimum sample sizes that participants reported being willing to use in research are higher 

than the average sample sizes that are seen in research in psychology (e.g., Bosco et al., 

2015; Gignac & Szodorai, 2016; Quintana, 2017; cf. Szucs & Ioannidis, 2017a).The optimistic 

estimates of effect sizes and sample sizes may have been caused by demand characteristics, 

and/or respondents may not have accounted for the issues such as participant attrition and 

other practical constraints that were reported to act as the primary constraint on 

participant recruitment in almost half of research. Thirdly, the assumption that people are 

using relatively simple research designs in this analysis will have increased the statistical 

power estimates. Finally, it is also possible that this sample, researchers who took part in a 

methodology survey at a psychology conference, are studying larger than average effects 

with larger than average sample sizes. Interestingly, there was little to no association 

between researchers’ expected effect sizes and minimum sample sizes; a non-preregistered 

analysis showed that there was a Pearson correlation between researchers’ minimum 



188 

sample size and the effects they expect to see in their research of just r(118) = -.05, p = .54, 

95% CI [-0.23, 0.12].  

7.3.11 What average level of statistical power do researchers think that psychology has?  
Despite the fact that the majority of researchers report having minimum samples sizes 

that are adequate to reliably detect the median effects sizes they expect to see in their own 

research, their opinions of the field were not so optimistic. Researchers were asked to 

estimate the median power of psychology research to detect an effect of .5 Cohen’s d. Their 

mean estimate of the average statistical power of psychology was .54, 95% CI [0.50, 0.58], 

with a median of .5. This estimate is slightly pessimistic compared to my estimate of the 

average statistical power of psychology research literature at Cohen’s medium effect size 

benchmark, which showed an estimated mean power of approximately .62, 95% CI [.55, .69] 

(see Chapter 5). Notably, 50% of researchers said that the minimum statistical power they 

would perform research at was higher than their estimate of the average power of 

psychology. 

 

 

Figure 7-14. Histogram, point and box plot of researchers’ estimates of the power of 

psychology research to detect an effect of .5 Cohen’s d. 
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7.4 Discussion  
Given the evidence that researchers intuitions about the statistical power of statistical 

tests are not very accurate (Bakker et al., 2016; Tversky & Kahneman, 1971), and the low 

estimated statistical power of psychology research (Cohen, 1962; Szucs & Ioannidis, 2017a) 

it seems reasonable to suggest that formal sample size planning should be a routine part of 

researchers’ research practices. Researchers should have strong incentives to ensure that 

their research is likely to meet their goals, be those goals precisely estimating a relationship, 

distinguishing between models, or finding a statistically significant result given the presence 

of a particular effect. It seems obvious to say that it is in the best interest of researchers to 

make sure they are making well informed decisions about how they spend their limited 

resources, and formal sample size planning tools can help researchers towards this end. 

However, the results of this survey make the case that simply complaining about 

researchers not using these tools ignores the compelling reasons that they have for not 

doing so. Broader structural changes to the way that scientific research is taught, performed 

and reported in psychology may be necessary to address the issue of low statistical power. 

The first major take-away from these results is that we should recognise the fact that 

practical barriers such as time, cost and access to participants act to limit the sample sizes 

researchers include in their research more often than formal statistical concerns. This 

means that researchers may often be in the position of either having to perform a study 

that may be ‘underpowered’ to detect a likely effect size estimate, or to not perform the 

study at all. In these conditions, researchers may feel it is pointless even to estimate the 

statistical power of a proposed study. This may explain the observation that studies 

accompanied by power analyses do not tend to have larger sample sizes (Bakker et al., 

2019). As a community, we should both acknowledge and accept as legitimate the logistics 

that constrain our sample sizes and encourage researchers to perform and report formal 

sample size planning.  

A second lesson is that methodologists, statisticians and educators need to develop 

more easily used methods of sample size calculations for the complex research and analysis 

situations that researchers are engaging in – an issue raised in many of people’s free text 

responses. Thirdly, these findings also once again highlight the need for continued 

improvements in statistics education. Almost half of those surveyed (41%) reported never 
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having any formal education in power analysis in their undergraduate or post-graduate 

educations, and only 4% reported “extensive” education in this area. This study also 

provides some preliminary evidence that researchers may have overly optimistic effect size 

estimates, with the average expected effect size being a Cohen’s d of .65, 95% CI [0.58, 

0.73], larger than the average effect sizes that are seen in most areas of psychological 

research (see Appendix 1 for a review of studies of the average effect sizes seen across 

areas of behavioural science research). If researchers tend to have optimistic effect size 

estimates, sample size calculations will lead to commensurately small sample sizes.  

7.4.2 Avoiding the negative impact of low power research when sample sizes are limited 
Taken together, these results suggest that increased use of power analysis, better 

education in the use of power analysis, or easier to use sample size planning tools are 

unlikely to entirely alleviate the low average statistical power of psychology research. The 

practical barriers that act to constrain peoples’ sample size planning efforts are unlikely to 

be reduced by these efforts. These findings suggest that we need to find other ways to 

mitigate the negative impacts that can be caused by low power or imprecise research – 

especially when these findings are considered alongside the fact that there has been little to 

no change in the average power of psychology research despite over 50 years of 

methodologists pointing to the low average power of psychological research as a major 

issue and the development of increasingly user-friendly tools designed to make power 

analysis easy (Cohen, 1962; Szucs & Ioannidis, 2017a, see Chapters 4, 5 and 6).  

Despite these facts, I would firstly encourage researchers to ensure that they conduct 

power analyses or other formal sample size planning to ensure that they are making well 

informed decisions about where they are spending their limited resources. Secondly, it’s 

important to remember that even when sample sizes are constrained by practical barriers, 

there are other aspects of research design that impact statistical power or the precision of 

parameter estimates that we may have scope to change. Ensuring that studies use reliable 

measures (Flake, Pek, & Hehman, 2017), using repeated measures designs (Westfall, Kenny, 

& Judd, 2014), and considering sequential analysis plans (Lakens, 2014; Pocock, 1977) can 

help maximise the power and precision of a proposed study without requiring additional 

participants. 
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Thirdly, I would encourage researchers to report their sample size calculations even 

when the achievable sample sizes are constrained for real and unavoidable reasons, 

meaning the estimated power or precision of a study fails to reach typically recognised 

benchmarks. At the same time, I would encourage editors and reviewers to positively weigh 

honestly reported sample size planning even when (and possibly especially when) these 

benchmarks are not reached for realistic effect size estimates. Similarly, Editors and 

reviewers should be careful to distinguish between small sample research and research with 

a small number of participants. Research with a small number of participants can be 

extremely well powered and provide precise parameter estimates, such as is the case in 

psychophysics experiments with intensive repeated measures designs (Smith & Little, 2018).  

In order to avoid the negative impacts of low average statistical power on bodies of 

scientific research – impacts such as exaggerated effect sizes and an increased type one 

(false positive) error rate among published findings – it is not necessary for all studies that 

are performed on true positive effects to have a high level of statistical power. If studies are 

routinely ‘underpowered’, but are reported without regard to the statistical significance of 

results (or other characteristics related to the observed effect size), meta-analyses can 

provide unbiased estimates of true effect sizes from a body of underpowered research 

(Chalmers et al., 1987; Rosenthal, 1979). Any effort to reduce the impact of publication bias 

reduces the negative impact of low statistical power on research literatures. 

This means that when a proposed study is at risk of being ‘underpowered’ it is 

especially important that we protect ourselves against the biases caused by strong incentive 

structures encouraging researchers to find statistically significant, and perhaps more easily 

publishable, results. One method of doing so is to carefully prospectively preregister our 

research hypotheses and statistical analysis plans (Nosek, Ebersole, DeHaven, & Mellor, 

2018). Although preregistering our statistical testing procedures and inferential criteria does 

not necessarily help researchers in publishing non-significant results, it does make other 

aspects of selective reporting or outcome-driven analyses discoverable both to the 

researcher themselves and to other interested parties.  

Although it has been a common refrain in the literature about statistical power and 

publication bias (e.g., Rosenthal, 1979), it bears repeating that editors and reviewers should 

reduce the degree to which statistical significance is used as an effective requirement for 



192 

publication, focusing as much as is possible on markers of quality or rigor (Fanelli, 2010). 

New publication formats like Registered Reports (in which research is reviewed before data 

collection and publication decisions are based on the experimental design and analysis plan) 

support this end by ensuring that publication decisions are made without regard to the 

results of statistical analyses (Nosek & Lakens, 2014).  

Preprint servers and data depositories (Killeen, Sourallous, Hunter, Hartley, & Grady, 

2014; Nosek & Lakens, 2014) offer opportunities for researchers who do experience 

difficulties in getting explicitly ‘low powered’ research through traditional publication 

channels. Data repositories like the Open Science Framework (OSF.io) and preprint servers 

like PsyArXiv (psyarxiv.com) make it possible to ensure that researchers can make their 

results and data available regardless of the results of their experiments. In order to ensure 

that these practices are incentivised and supported, research institutions and funders 

should ensure that the use of these services is a valued aspect of scientists’ research output 

(Munafò et al., 2017). 

Simultaneously, we should be aware of and attempt to avoid potential unintended 

consequences of open science reform efforts that focus on encouraging large sample 

research. In mandating that people provide evidence that their research is highly powered 

as a requirement for publication (as opposed to mandating that people transparently report 

how they decided on their target sample size as we suggest here), there is a risk of 

disincentivising important research in difficult-to-recruit populations. For example, the 

registered reports publication format means that the statistical significance (or lack thereof) 

should not act as a barrier to publication. However, at the moment registered reports are 

often expected to have much larger sample sizes than other research (e.g., the registered 

reports guidelines for BMJ Open Science, 2018, say that “power must be 0.9 or higher for all 

proposed hypothesis tests” for the “lowest available or meaningful estimate of the effect 

size”), meaning that in so far as practical barriers often prevent researchers from achieving 

large sample sizes this publication format will often be unavailable. Research in many 

difficult-to-recruit populations can be extremely important, and we should attempt to 

ensure that researchers do not avoid these areas simply because any individual study is 

unlikely to produce statistically significant results.  
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Ultimately, the most feasible path to an ‘adequately powered’ and precise evidence 

base in many areas of psychological research may be to move towards a more collaborative 

model of research production. Large scale multi-lab collaborative efforts like the 

Psychological Science Accelerator (Moshontz et al., 2018) and the Many Labs projects 

(Ebersole et al., 2016; R. Klein et al., 2014; R. A. Klein et al., 2018) provide a model for how 

this could be done. In these projects, multiple independent teams (often from multiple 

countries) collaborate by running diverse participants through the same experimental 

protocol, and the local teams’ researchers receive credit through authorship on the final 

manuscript. These types of large-scale collaborative efforts ensure that we can perform 

highly powered (and precise) experiments even when looking at extremely subtle effects.   
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Part 3 – The Impact of Current Research 
and Reporting Practices and Potential 

Solutions 
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 – Examining the Impact of 

Publication and Reporting Biases on Effect 

Sizes in Published Behavioural Sciences 

Research Using Large Scale Replication 

Projects 

Abstract: This paper examines 306 replication studies from eight large-scale replication 

projects – projects that directly replicated a set of published studies – to present a 

preliminary estimate of the degree of effect size attenuation between original and 

replication studies. This value represents the cumulative impact of publication bias, 

reporting bias, and any other systematic decreases in effect sizes that might be seen in 

replication studies. We estimate that effect sizes are, on average, smaller in replication 

studies by r = -0.14 (95% CI [-0.07, -0.2]), equivalent to a Cohen’s d of -0.28 (95% CI [-0.14, -

0.42]) or a decrease equivalent to 34% (95% CI [17%, 51%]) of the mean original effect size, 

and also show that there is substantial heterogeneity across the article, effect and 

replication project level. Using a Bayesian mixture model to account for the presence of null 

effects we also estimate that effect sizes are, on average, 20% smaller in replication studies 

(95% HPDI [11%, 28%]) conditional on the effect under study being non-zero. Researchers 

should be aware that effect sizes in the published literature are likely to be exaggerated and 

account for this when planning, reading and interpreting research. 

Keywords: Publication bias, effect size, QRPs, metascience, metaresearch  



196 

8.1 Introduction 
This paper uses the results of over 300 replication studies conducted as a part of 

eight large-scale replication projects (henceforth ‘replication projects’) to model the effect 

size change between original and replication studies in the behavioural sciences research 

literature. Although the presence or absence of effects may be an interesting question in 

itself, an understanding of the magnitude of effects is essential to accurately interpreting 

observed findings and for planning future research effectively. As such the discovery and 

precise estimation of effects is essential to developing a coherent and reliable scientific 

literature. Under conditions where results are selectively reported or analysed based on 

characteristics related to the size of the effect (e.g., statistical significance), the literature no 

longer provides an unbiased estimate of true outcome effect sizes (Hedges, 1992). The 

degree to which publication and reporting biases inflates effect sizes in the behavioural 

sciences literature is currently unknown. Recent large-scale replication projects – projects 

that have systematically replicated bodies of research – provide a new resource with which 

to begin to estimate the extent of effect size inflation in the behavioural sciences literature.  

All of the included replication projects were primarily conducted in order to assess 

the degree to which their particular area of research contains results that are not replicable, 

or to estimate variability in effects among subpopulations. See Table 8-1 for a list of the 

included replication projects, the percentages of replication attempts with a statistically 

significant result in the same direction as the original study, and the number of studies from 

each project included in the current analysis. 
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Table 8-1.  A list of each included replication project, the number of replication studies performed as a part of each replication project, the percentage of replication 
studies that were “successful” (defined here as replication studies that found statistically significant in the same direction as the original study), the number of studies for 
which are included in the current study, and the percentage of each project’s studies that are included in the current analysis. 

 

Replication projects 
Number of replication 
studies performed 

Replication results 
statistically significant in the 
same direction as original (%) 

Included 
studies 

Percent of performed 
replication studies included 
in the current project 

1 Camerer, C. F., Dreber, A., Forsell, E., Ho, T.-H., Huber, J., Johannesson, M., ... 
Wu, H. (2016). Evaluating replicability of laboratory experiments in 
economics. Science, 351(6280), 1433. DOI: 10.1126/science.aaf0918 

18 61% 18 100% 

2 Camerer, C. F., Dreber, A., Holzmeister, F., Ho, T.-H., Huber, J., Johannesson, 
M., ... Wu, H. (2018). Evaluating the replicability of social science experiments 
in Nature and Science between 2010 and 2015. Nature Human Behaviour, 
2(9), 637-644. doi:10.1038/s41562-018-0399-z 

21 62% 21 100% 

3 Cova, F., Strickland, B., Abatista, A., Allard, A., Andow, J., Attie, M., ... 
Colombo, M. (2018). Estimating the reproducibility of experimental 
philosophy. Review of Philosophy and Psychology, 1-36. doi: 
10.1007/s13164-018-0407-2. 

37 78% 33 89% 

4 Ebersole, C. R., Atherton, O. E., Belanger, A. L., Skulborstad, H. M., Allen, J. 
M., Banks, J. B., ... Nosek, B. A. (2016). Many Labs 3: Evaluating participant 
pool quality across the academic semester via replication. Journal of 
Experimental Social Psychology, 67, 68-82. doi:10.1016/j.jesp.2015.10.012 

9 33% 8 89% 

5 Klein, R. A., Ratliff, K. A., Vianello, M., Adams, R. B., BahnÃk, Å ., Bernstein, 
M. J., ... Nosek, B. A. (2014). Investigating Variation in Replicability. Social 
Psychology, 45(3), 142-152. doi:10.1027/1864-9335/a000178 a 

16 (13 effects) 88% (85%) 15 94% (92%) 

6 Klein, R. A., Vianello, M., Hasselman, F., Adams, B. G., Adams, R. B., Alper, S., 
… Nosek, B. A. (2018). Many Labs 2: Investigating Variation in Replicability 
Across Samples and Settings. Advances In Methods and Practices in 
Psychological Science, 1(4), 443-490. doi:10.1177/2515245918810225 

28 54% 22 79% 

7 Open Science Collaboration. (2015). Estimating the reproducibility of 
psychological science. Science, 349(6251), aac4716. 
doi:10.1126/science.aac4716 

97 36% 89 92% 

8 Soto, C. J. (in press). How replicable are links between personality traits and 
consequential life outcomes? The Life Outcomes Of Personality Replication 
Project. Psychological Science. 

121 86% 100 83% 

 All projects 347 65% 306 88% 

Note: a Klein et al. (2014) includes 4 operationalisations of a single effect that were input separately for analysis in the current study, the bracketed values in the table refer to the number of 
results at the effect level. aSoto’s (in press) replication rate was recalculated on the “effect” level (i.e., using the number of replicated effects not the number of trait-outcome associations as 
is reported in the paper) using results disattenuated using the Spearman-Brown prediction formula and Spearman disattenuation formula (Lord & Novick, 1968) to account for less reliable 
shorter form measures used in the replication studies. Soto (in press) uses as its primary unit of analysis trait-outcome associations, and found that 87% of the 78 trait-outcome associations 
were supported by a significant result in the same direction.   

doi:10.1038/s41562-018-0399-z
doi:10.1016/j.jesp.2015.10.012
doi:10.1027/1864-9335/a000178
doi:10.1177/2515245918810225
doi:10.1126/science.aac4716
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There are several possible causes of effect size attenuation in replications. One 

possible cause of effect size attenuation is systematic deviation from the original study’s 

protocol in replication studies. It’s imaginable that replication teams tend to operationalise 

the original study’s methods in ways that cause a reduction in effect sizes, possibly in subtle 

ways that may not be immediately obvious from replication reports. Tacit knowledge that 

the original study’s authors have access to but that which may not be written in the study’s 

methods section may mean that effect sizes tend to be smaller in replication studies.  

The combination of selective reporting, publication bias and regression to the mean, 

all of which are exacerbated by low average statistical power would also account for a 

reduction in effect sizes in replication studies. Publication bias is the process by which 

studies that report finding results supporting their hypotheses, usually by showing 

statistically significant results, are more likely to be published than those that do not ("The 

importance of no evidence," 2019; Lane & Dunlap, 1978; Mahoney, 1977; Sterling, 1959). If 

studies are more likely to be published when they show statistically significant results, effect 

sizes in the literature will be, on average, exaggerated, and the proportion of significant 

results which are false positives (i.e., true null effects showing statistically significant results) 

increased (Lane & Dunlap, 1978). The extent to which effect sizes are exaggerated in a 

literature depends, primarily, on the degree to which non-significant results are excluded, 

the true statistical power of studies (a product of the effect size and sample size of studies 

given their experimental design and analysis strategy) and the proportion of true nulls being 

investigated (Hedges, 1992; Oakes, 1986).  

Publication bias towards statistically significant results appears to be particularly 

acute in the behavioural sciences research literature, with an estimated 92% of papers 

reporting finding evidence to support their hypotheses (Fanelli, 2012) and around 75% of all 

reported p values being below .05 (Hartgerink, van Aert, Nuijten, Wicherts, & van Assen, 

2016), despite the low estimated average power of psychological research (Cohen, 1962; 

Szucs & Ioannidis, 2017a). There is also direct evidence of publication bias from studies in 

the biomedical and social sciences literature that have tracked research projects from 

before data collection and show that studies that find statistically significant effects are 

more likely to be published than those that do not (Dwan, Gamble, Williamson, & Kirkham, 

2013; Franco et al., 2014). 
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Selective reporting among measures and QRPs like p-hacking and hypothesising after 

the results are known (HARKing) on the basis of statistical significance or the size of effects 

(Kerr, 1998) can also lead to effect sizes being exaggerated and increase the proportion of 

false positives in a scientific literature (Bakker et al., 2012; Murphy & Aguinis, 2017; 

Simmons, Nelson, & Simonsohn, 2011). There are several reasons to think that QRPs and 

publication bias are prevalent in the psychology literature. Recent self-report surveys of 

psychologists suggest that questionable research practices like HARKing and p-hacking are 

common across countries and fields of psychological research (Agnoli et al., 2017; Fiedler & 

Schwarz, 2015; John et al., 2012). The observed correlation between effect sizes and sample 

sizes (i.e., “small study effects”) also suggests studies that do not report statistically 

significant effects either remain unpublished or that QRPs may be used to ensure that large-

enough effect sizes are obtained to reach statistical significance (Button et al., 2013; Egger, 

Smith, Schneider, & Minder, 1997). 

Given the evidence of practices that should cause effect size exaggeration among 

studies in the published psychology literature, two important questions follow. Firstly, how 

much are effect sizes in the literature inflated, and secondarily, how much variability is there 

in the degree to which effect sizes are inflated across studies? We have identified only two 

previous studies that attempt to empirically estimate the degree to which effect sizes in the 

published psychology literature are exaggerated. Stanley et al. (2018) used several meta-

analytic bias-adjustment methods (specifically using three different estimators; WLS, WAAP-

WLS, and PET-PEESE) in a reanalysis of 200 meta-analyses published in Psychological 

Bulletin. They found a median effect size exaggeration of 8 to 15%, with the range 

depending on the meta-analytic bias reduction method used. As Stanley et al. (2018) point 

out, their study estimates the effect of publication bias using a likely unrepresentative 

literature, and it is unclear how much this estimate is likely to generalize outside of the 

pages of Psychological Bulletin. Schäfer and Schwarz (2019) showed that effect sizes found 

in preregistered studies are, on average, much smaller (with a median correlation of 0.16) 

than those reported in non-preregistered published studies (with a median correlation of 

0.36) and suggest that this difference is likely to be at least in part driven by the use of QRPs 

in non-preregistered studies. However, as Schäfer and Schwarz note, it is likely that this 

decrease is caused to at least some degree by systematic differences between the types of 
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effects being investigated in preregistered and non-preregistered studies (Schäfer & 

Schwarz, 2019). 

In order to examine the change in effect sizes between original and replication 

studies and estimate the degree of heterogeneity seen in this body of literature, the current 

study presents an exploratory analysis of recent replication projects using two main analytic 

approaches. The first analysis uses a multilevel meta-analytic framework to estimate the 

expected effect size change between original and replication studies and to quantify the 

degree of heterogeneity seen across the article, effect, and project levels. As this database is 

likely to include effects that are true null effects (or effects that are so close to true null 

effects as to be practically dismissible), the remaining analytic approaches examine the 

degree to which effect sizes reported in the literature are exaggerated when the effect 

under study is non-null. This later value is arguably of more use to people attempting to 

plan studies based on the published literature, where the accuracy of sample size planning 

efforts depends on the unknown true effect size. To estimate this quantity, we use simple 

data exclusions (Analyses 2 and 3) and the Bayesian Mixture Model presented in Camerer et 

al. (2018, analysis 4).  

In reading this paper, it is important to note that these replication projects did not 

replicate a random selection of effects from the literature. As such the analyses here do not 

allow us to make simple inferences about what would be seen in a future replication study 

(i.e., predicting the effect size decrease between a randomly selected psychology research 

article and its replication) or directly examine the impact of publication and reporting biases 

on effect sizes. This analysis could therefore be read as producing estimates of the 

differences we would expect to see in replication studies performed as part of large-scale 

replication projects in the behavioural sciences literature, under the assumption that the 

replication projects included here are a random sample of possible replication projects.  

8.2 Methods 

8.2.1 Disclosures 
All analyses were exploratory, and additional models which were developed and 

considered are not presented here. See 

https://github.com/fsingletonthorn/effectSizeAdjustment for a git repository with a record 

of all interim models and for all model code and data. See https://osf.io/daj8b for the 

https://github.com/fsingletonthorn/effectSizeAdjustment
https://osf.io/daj8b
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preregistration of this project specifying the research questions to be addressed and the 

general analytic approach used for Analyses 1 - 3. All of the data and analysis code used in 

this study, and an RMarkdown document to allow the current paper to be reproduced, are 

available from https://osf.io/7qvna/. 

8.2.2 Data Extraction 
All eight published or in-press large scale replication projects performed within the 

behavioral science research literature were included in the current study (see Table 8-1 for a 

list of the included studies). The original source of each replicated effect, reported test 

statistics, effect sizes, sample sizes, standard errors and p values were extracted for each 

original and replication study. Several of the large scale replication projects did not present 

the original test statistics and p values (e.g., Many Labs 1 and 3, Ebersole et al., 2016; Klein 

et al., 2014). In these cases, these values were manually extracted from the original articles. 

When sample sizes for original studies were not reported in the data provided by each 

replication project they were manually extracted from original articles where possible. 

For all analyses, the original and replication effect sizes were transformed to Fisher z-

transformed correlation coefficients following the methods used in Open Science 

Collaboration (2015, see Supplementary Materials 8.5 for details). This conversion used data 

from the replication project whenever possible (i.e., whenever effect sizes were reported in 

correlation coefficients in a summary table or in a project’s online data this was directly 

converted to Fisher z values). If the study-level results were not reported as correlation 

coefficients, Cohen’s d values, as t-tests, or as F statistics in the original or replication 

project we excluded the result from this analysis (e.g., cases when no effect size was 

reported in the original study or in the replication project data set). In cases where sample 

sizes were not reported per group, sample sizes among groups were assumed to be equal in 

these conversions. For each of the Many Labs projects the top level result was used (i.e., the 

results of the analysis that collapsed the data across the multiple labs). See Supplementary 

Materials 8.1 for a comprehensive account of exclusions and study specific extraction details 

for each replication project, along with a description of their sampling frames and 

replication methodologies for each of these projects (e.g., how studies were selected for 

replication and how sample sizes were planned for each original study). An original and 

replication effect size that could be converted to a Fisher z-score, along with sample sizes 

https://osf.io/7qvna/
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for original and replication studies, was extracted for a total of 306 pairs of studies, 

excluding a total of 41 study pairs. See Table 8-1 for the number of valid studies extracted 

from each project. 

8.2.3 Analysis  
All analyses were performed in R version 3.5.1 (R Development Core Team, 2018) 

and meta-analyses were performed using the Metafor package version 2.1 (Viechtbauer, 

2010) using restricted maximum-likelihood estimation. All analyses and difference scores 

(i.e., proportion changes and mean differences) were calculated using Fisher z-transformed 

effect sizes, and effect sizes are back-transformed to correlation coefficients for easy 

interpretation (unless otherwise stated).  

Analysis 1: Multilevel random effects meta-analysis. 

The first approach used a random effects meta-analysis framework to estimate the 

expected effect size difference between original and replication studies: 

𝑑𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒𝑗 = 𝛾0 + 𝑢𝑖𝑑 + 𝑢𝑎𝑟𝑡𝑖𝑐𝑙𝑒 + 𝑢𝑝𝑟𝑜𝑗𝑒𝑐𝑡 + 𝑒𝑗 

This analysis treats each pair of effects, the original and replicated effect sizes, as one 

“study” in a meta-analytic framework. This model estimates the change from the original to 

the replication study effect size (𝑑𝑖𝑓𝑓𝑒𝑟𝑛𝑐𝑒𝑗) with a fixed intercept (𝛾0), a random effect for 

replication project (𝜂𝑝𝑟𝑜𝑗𝑒𝑐𝑡), a random effect for each original article (𝜂𝑎𝑟𝑡𝑖𝑐𝑙𝑒), and a 

random effect for each individual replication (𝜂𝑖𝑑). Random effects at the project level were 

included to account for non-independence between replications from each replication 

project. Random effects at the original article level were included to account for cases when 

multiple effects from an original article were replicated or where multiple 

operationalisations of an original effect were tested. Standard errors for each difference 

score were estimated as 

𝑠𝑒 = √
1

𝑁1 − 3
+

1

𝑁2 − 3
 

with 𝑁1 being the sample size in the original study and 𝑁2 being the sample size in 

the replication study. This standard error is an approximation for the studies that reported F 

tests with a 𝑑𝑓1 greater than 1 and chi-squared tests. In order to check whether this was 

strongly impacting results all multilevel meta-analyses were re-performed excluding these 
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studies. No differences in the substantive interpretation of results would follow from this 

change (i.e., the intercept coefficient and random effects variance estimates changed by less 

than 0.003).  

Using the aggregate summary statistics from the replication projects where a set of 

labs conducted replications (e.g., the Many Labs Projects) may underestimate the standard 

error of the difference scores (as their standard error is also a function of the heterogeneity 

across labs). As a sensitivity analysis, I also ran all multilevel models using a conservative 

estimate of their sampling variance - calculating their standard errors using the mean 

sample size included in each replication study as opposed to the total sample size. Again, no 

differences in the substantive interpretation of results would follow from this change, with 

the coefficient estimates and estimates of the variance of the random effects changing by 

less than 0.005 in Fisher Z score units.  

As an additional check that these methods of estimating sampling variances were 

not strongly impacting these results, I also ran each meta-analysis as a simple multilevel 

model (i.e., ignoring the sampling variances of the effect size differences and not including 

random effects at the effect level), which led to estimates of the effect size difference 

between original and replication studies within a Fisher Z score of 0.023 of the meta-analytic 

results presented below. 

Accounting for null results. 

In assessing the degree to which effects are attenuated between original and 

replication studies it is important to ask how much this effect is driven by the presence of a 

subset of replication studies where the null hypothesis is true. The average effect size 

difference between original studies and their replications could be extremely high, and yet 

this effect could be entirely driven by cases where the null hypothesis is true. For example, if 

50% of studies had true null hypotheses, and yet all non-null replication effects were 

identical to those reported in the original articles, the average attenuation would be 50% 

despite the fact that the non-null original effect sizes provided unbiased estimates of the 

replication effect sizes. Analyses 2 to 4 were performed in order to account for this issue. 

Analysis 2 and 3: Multilevel random effects meta-analysis with exclusions. 

Analyses 2 and 3 reperform the above meta-analysis excluding studies using two 

exclusion criteria. Analysis 2 excluded studies in which the replication study was not 
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statistically significant with an effect in the same direction as the original (using the p value 

reported in the replication projects’ datasets, at an alpha of .05, and using two-tailed tests 

where applicable). Analysis 3 removed effects in which the replication study effect was 

“statistically equivalent” to the null according to an equivalence test. 

Analysis 2, excluding studies in which the replication study was not significant, 

means that replication studies with a low level of statistical power to detect the (unknown) 

true replication effect size were likely to be excluded. This may have led to this analysis 

underestimating the amount of effect size exaggeration, as replications with non-zero but 

small effect sizes are likely to be non-significant. This issue is compounded by the fact that 

some of the replication projects chose the sample sizes that were used in the replication 

studies using a power analysis of the observed effect in the original study (Open Science 

Collaboration, 2015). This approach to designing the replication studies means that if effect 

sizes are, on average, smaller in the replication studies than the original reported result, 

replication studies will often be underpowered. 

In order to avoid possibly excluding under-powered studies erroneously, Analysis 3 

excluded studies based on whether the replication study results were statistically equivalent 

to the null hypothesis or statistically significant in the opposite direction (Lakens, 2017; 

Lakens, Scheel, & Isager, 2018). A requirement for equivalence testing is that an equivalence 

bound is selected (i.e., an effect size below which the effect size is said to be for all practical 

purposes equal to zero). For this, we used the lowest effect size that would have been 

statistically significant in the original study (assuming an alpha of .05), following a 

suggestion in Daniël Lakens et al. (2018). Equivalence tests were performed using Z tests of 

the Fisher z-transformed effect sizes, excluding studies where the observed replication 

effect was significantly smaller than the equivalence bound using a one tailed test at the 

95% confidence level. Standard errors of each study were estimated as √
1

𝑁−3
, except for 

studies from Camerer et al. (2018) that had more than a single replication attempt. In these 

cases we used the standard errors derived from the meta-analyses that produced the effect 

size estimate (see Supplementary Materials 1 for details).   

In interpreting results based on this exclusion criterion, it is important to note that 

the minimum detectable effect was occasionally quite high because original sample sizes 
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were often very small (mean equivalence bound in correlation coefficient terms = 0.18, SD = 

0.11, 0th, 25th, 50th, 75th and 100th quintiles = [0, 0.1, 0.15, 0.23, 0.63]). This means that 

original studies were sometimes under-powered to detect even large effects using the 

current analysis, and as such this method may exclude studies that have replication effects 

that the original authors may have considered important (Thompson, 2002). See 

Supplementary Materials 8.2 for scatter plots of the dataset using each exclusion rule. 

Analysis 4: Bayesian mixture model. 

Analyses 2 and 3 both rely on excluding studies using exclusion rules that will, 

respectively, exclude or retain studies due to low statistical power in the replication study. 

In part in order to avoid this issue the final approach to estimating the amount of effect size 

attenuation conditional on the effect under study being non-zero was the Bayesian mixture 

model presented in Camerer et al. (2018). This model assumes that each replication effect 

size comes from one of two components, either from the null-hypothesis or from the 

alternative-hypothesis component. If the true replication effect size is drawn from the null-

hypothesis component, it is assumed to be drawn from a normal distribution with a mean of 

0.  If the true replication effect size comes from the alternative-hypothesis component, then 

it is assumed to be drawn from a normal distribution with a mean equal to the original's 

estimated true effect size attenuated by an "attenuation factor". The attenuation factor is 

constrained to a value between zero and one and is assumed to be consistent across all 

studies. The observed effect sizes (in Fisher Z score units) are assumed to be drawn from a 

normal distribution centered on the true effect sizes with a standard deviation equal to the 

standard error of the replication study (estimated here as  √
1

𝑁−3
 with N being the sample 

size included in the study). 

There are two main parameters of interest in this model: (i) the “attenuation factor” 

(called a “deflation factor” in Camerer et al., 2018), which is the degree to which effect sizes 

are attenuated between original and replication studies, and (ii) the "assignment rate", 

which is the overall rate at which studies are assigned to the null hypothesis. This analysis 

was performed in JAGS (version 4.3.0; Depaoli, Clifton, & Cobb, 2016) using the rjags 

interface (version 4.8.0; Plummer, Stukalov, & Denwood, 2018). See Supplementary 

Materials 4 for model syntax and further analysis details. 
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Box 8-1. Summaries of the main analyses performed in Chapter 8. 

Analysis 1 

Analysis 1 modeled the difference between original and replication study effect sizes using a 

multilevel random effects meta-analysis with random effects for the project that each replication 

was conducted as a part of, the article that each study is from, and for each individual replication 

study. Analysis 1 included all studies for which original and replication study effect sizes could be 

extracted from the 8 examined large scale replication projects. The main parameters of interest in 

this model are the overall intercept (showing the estimated mean difference in effect sizes between 

original and replication effect sizes) and the estimated variances of the random effects for the 

project, article and effect. 

Analysis 2  

Similarly to analysis 1, analysis 2 modeled the difference between original and replication study 

effect sizes using a multilevel random effects meta-analysis with random effects for the project that 

each replication was conducted as a part of, the article that each study is from, and for each 

individual replication study. Unlike analysis 1, this analysis only included studies for which the 

replication study had statistically significant results (using an alpha of .05). The main parameters of 

interest are identical to those of analysis 1 – the model intercept and the variances of the random 

effects. 

Analysis 3 

Similarly to analyses 1 and 2, analysis 3 models the difference between original and replication study 

effect sizes using a multilevel random effects meta-analysis with random effects for the project that 

each replication was conducted as a part of, the article that each study is from, and for each 

individual replication study. Unlike analysis 1 and 2, this analysis did not include effects in which the 

replication study’s observed effect size was “statistically equivalent” to the null according to an 

equivalence test. The main parameters of interest are identical to those of analyses 1 and 2 – the 

model intercept and the variances of the random effects.  

Analysis 4 

Analysis 4 is a Bayesian error-in-variables mixture model that models each observed replication 

effect size as coming from either the null component (in which the true replication effect size is 0), 

or the alternative component (in which the true replication study effect size is equal to the true 

original effect size multiplied by the “attenuation factor”). The main parameter of interest in this 

model is the “attenuation factor”, the factor by which true replication effect sizes are smaller than 

original effect sizes. 
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8.3 Results 

8.3.1 Descriptives 
Looking at the 306 included original-replication study pairs included in this analysis, 

the effect size in the replication study was lower than that in the original study for 219 

articles, 72% of the included studies. An exact binomial test shows that this is extremely 

unlikely under the assumption that replication effect sizes are equally likely to be smaller or 

larger in the replication study, p < .001. The average effect size for original studies was a 

Fisher z score equivalent to r = 0.39, and the mean effect size for replication studies was r = 

0.27, a mean decrease of r = 0.11. Notably, this represents an average decrease in effect 

sizes from the original to the replication study of 28%. See Table 8-2 for a comprehensive list 

of descriptive statistics on the effect size differences seen in this sample and Figure 8-1 for a 

raincloud plot (i.e., a density, box and scatter plot) of plot of the effect sizes differences 

faceted by replication project. 

Table 8-2. Effect size differences between original and replication studies. All calculations 

were performed on Fisher z-transformed correlations and presented effect sizes are back-

transformed into correlation coefficients for interpretability. 

 
All 
studies 

statistically significant 
replications Nonequivalent studies 

n included 306 198 237 
Mean original ES 0.39 0.40 0.41 
Median original ES 0.33 0.35 0.35 
Mean replication ES 0.27 0.39 0.35 
Median replication ES 0.22 0.33 0.30 
Mean ES difference -0.13 -0.02 -0.07 
Median ES difference -0.11 -0.03 -0.06 
SD difference 0.25 0.20 0.24 
Mean proportion change -0.28 0.04 -0.07 
Median proportion change -0.34 -0.07 -0.17 
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Figure 8-1. A raincloud plot (density, box and scatter plot) of the change in effect sizes (here 

Fisher Z scores) from the original to the replication study by the replication project that each 

replication study was performed as a part of. 
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8.3.2 Analysis 1: Multilevel random effects meta-analysis results. 
The random effects meta-analysis including all data estimated an r = -0.14 (95% CI [-

0.21, -0.07]) decrease in effect sizes from the original to replication studies. This represents 

a decrease equivalent to 34% (95% CI [51%, 17%]) of the mean effect size in the original 

studies (a Fisher z-transformed correlation coefficient equivalent to a correlation of 0.37). 

Greater variance was attributable to the article and effect level than to the project 

(with standard deviations for each random effect of 𝜎𝑎𝑟𝑡𝑖𝑐𝑙𝑒 = 0.128, 𝜎𝑒𝑓𝑓𝑒𝑐𝑡 = 0.110, and 

𝜎𝑝𝑟𝑜𝑗𝑒𝑐𝑡 = 0.088), representing an intraclass correlation (ICC) for the project of 0.215. There 

was a large amount of unexplained heterogeneity, QE(305) = 3531.90, p < .001, 𝐼2 = 92.59 

(calculated following Nakagawa & Santos, 2012), suggesting that 93% of variance in effect 

sizes was due to heterogeneity (i.e., variance in the true effect size differences), while the 

remaining 7% was attributable to sampling variance. See Figure 8-2 for Empirical Bayes 

estimates of the random effect for each of the replication projects (calculated following 

Raudenbush & Bryk, 1985). 

Table 8-3. Model output from Analysis 1, a multilevel random effects meta-analysis of the 

difference between original and replication effect sizes, with random effects for the project 

(i.e., which large scale replication project the replication was a part of) and the original (i.e., 

replicated) article or effect. 

Estimate 95% CI LB 95% CI UB SE p Random effects 

-0.14 -0.21 -0.07 0.04 < .001  
     Project variance = 0.008, n = 8 
     Article variance = 0.016, n = 229 
     Effect variance = 0.012, n = 306 
     QE(305) = 3531.9, p < .001 
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Figure 8-2. Empirical Bayes estimates of the random effect for each replication project in 

Fisher Z scores (i.e., estimates of the difference between the replication project’s mean 

effect size difference and the overall estimated mean effect size difference) from Analysis 1. 

Error bars are ± 1 standard error. 
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8.3.3 Analyses 2 and 3: Results from multilevel random effects meta-analysis with exclusions. 
Examining just the 198 cases in which the replication study was statistically 

significant (65% of all studies), the average effect for the original studies was 0.404, and the 

mean effect size for replication studies was 0.387. This represents a mean decrease of r = 

0.017, a mean percentage increase in effect sizes of 4% and a median percentage decrease 

of 7%. Using equivalence testing 77% of replication studies were not statistically equivalent 

to the null (n= 237). The average effect size in the original non-equivalent studies was 0.406, 

compared to a mean effect size for replication studies of r = 0.348. This is a mean decrease 

of r = 0.058, a mean percentage decrease of 7%, and a median percentage decrease of 17%. 

Reperforming the meta-analysis only including studies for which the replication was 

statistically significant and had an effect in the same direction as the original (Analysis 2) 

produced an estimated r = -0.05 (95% CI [-0.11, 0.01]) change in effect sizes from original to 

replication studies. See Table 8-4 for full model output for Analysis 2. Including only the 

studies which were not statistically equivalent (Analysis 3) leads to a predicted r = -0.08 

(95% CI [-0.15, -0.01]) decrease in effect sizes. See Table 8-5 for full model output from 

Analysis 3. The estimates of the proportion of variance attributable to the article or 

replication project level did not change considerably in either of these subsets. These values 

represent changes equivalent to a decrease of 12% to 20% of the average original effect size 

(a correlation coefficient of r = 0.39). However, there was considerable imprecision in these 

estimates, with 95% confidence intervals for both of these subsamples extending from a 

considerable decrease equivalent to 38% of the average original effect size, to a small 

increase equivalent to 2% of the average original effect size. See Table 8-6 to compare the 

model estimates from each of the three multilevel models. 
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Table 8-4. Model output from Analysis 2, a multilevel random effects meta-analysis of the 

difference between original and replication effect sizes excluding non-significant replication 

studies.  

Estimate 95% CI LB 95% CI UB SE p Random effects 

-0.05 -0.11 0.01 0.03 0.10  

     Project variance = 0.005, n = 8 

     Article variance = 0.014, n = 132 

     Effect variance = 0.009, n = 198 

     QE(197) = 2715.24, p < .001 

 

Table 8-5. Model output from Analysis 3, a multilevel meta-analysis performed only including 

studies which are not statistically equivalent to the null, using equivalence bounds set as the 

minimum effect size that would have been statistically significant in the original study. 

Estimate 95% CI LB 95% CI UB SE p Random effects 

-0.08 -0.15 -0.01 0.04 0.03  

     Project variance = 0.008, n = 8 

     Article variance = 0.018, n = 169 

     Effect variance = 0.009, n = 237 

     QE(236) = 3031.58, p < .001 

 

Table 8-6. The number of studies included in each analysis, the estimated correlation 

coefficient effect size change from original to replication study, and the estimated 

percentage effect size change for Analyses 1 to 3. 

Parameter 
Analysis 1. All 
studies 

Analysis 2. Statistically 
significant replications 

Analysis 3. Non-
equivalent studies 

Model N 306 198 237 
Estimated decrease -0.14 -0.05 -0.08 
95% CI LB -0.20 -0.11 -0.15 
95% CI UB -0.07 0.01 -0.01 
Estimated % attenuation -33.67 -12.41 -20.20 
LB % attenuation -50.59 -27.25 -38.01 
UB % attenuation -16.74 2.43 -2.40 

Note: Models were estimated using Fisher Z transformed correlation coefficients and back 

transformed for interpretability. Percentage attenuation gives the percentage attenuation 

for effect size differences as a percentage of the mean original effect size (r = 0.366). 
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8.3.4 Leave-one-out cross validation of meta-analyses 
To assess how sensitive the results of the multilevel models were to the inclusion of 

each of the replication projects, the included studies, and the individual replicated effects, 

all of the above multilevel models were rerun using leave-one-out cross validation, 

excluding both each effect, effects from each original study (i.e., in cases where multiple 

effects were tested from the same original source), and each replication project one at a 

time. None of these analyses led to model estimates (i.e., the expected decrease in effect 

size between original and replication study or equivalently the intercept estimate) that were 

further than 0.02 from those given above, suggesting that none of the individual projects, 

effects or studies included were overly influential. See Supplementary Material 8.3 for 

tables summarising the leave-one-out model output. 

8.3.5 Analysis 4: Bayesian mixture model results. 
The Bayesian mixture model was estimated using four Markov chains from each of 

which 100,000 draws were taken (excluding an 11,000 draw burn-in period). Trace and 

density plots for the discussed parameters were examined and, along with R̂ values within 

.001 of 1, appeared to suggest that the model successfully converged (Gelman & Shirley, 

2011). The overall posterior assignment rate (i.e., the proportion of studies that were 

estimated to be from the non-null alternative hypothesis) was 89%, with a 95% highest 

probability density interval of [79%, 98%]. The overall attenuation factor (i.e., the estimated 

amount that effect sizes decreases between the original and replication studies) was 19% 

with a 95% highest probability density interval of [11%, 28%].  

Figure 8-3 shows the original effect sizes plotted against replication effect sizes 

weighted by sample size, along with the posterior assignment rate. The color of each point 

indicates how often each effect was assigned to the alternative hypothesis. As was pointed 

out in Camerer et al. (2018), values close to the diagonal (i.e., cases in which the original and 

replication effect sizes are similar) were reliably assigned to the alternative hypothesis 

component whereas effects far below the diagonal were more often assigned to the null 

hypothesis component. The overall posterior assignment rate might be overly optimistic 

(i.e., assign studies to the non-null hypothesis at a high rate), likely in part due to the fact 

that this model allows for “true” effect sizes to be estimated as being extremely low or near 

zero and still assigned to the alternative hypothesis, with 29% of the estimated “true” 

replication effect sizes being smaller than a correlation coefficient of .10. 
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Figure 8-3. A scatterplot of replication study effect sizes (in correlation coefficients) plotted 

against original study effect sizes, coloured by the posterior assignment rate, the proportion 

of times each study was assigned to the alternative hypothesis. Points that fall on the solid, 

diagonal line represent replication effect sizes equal to the original effect sizes. Point size 

represents (the log) of the number of participants in the replication study. 

8.4 Discussion 
The results show that there was a substantial average decrease in effects sizes 

between original and replication studies and suggest that this is still the case even after 

accounting for the presence of null effects. The results of the multilevel meta-analysis show 

an estimated mean decrease of r = -0.14, (95% CI [-0.2, -0.07]), equivalent to a -0.28 point 

Cohen’s d decrease (95% CI [-0.42, -0.14]), or an estimated decrease of 34% (95% CI [51%, 

17%]) of the mean effect size in the original studies (a Fisher z equivalent to r = 0.39).  

Arguably of more interest to researchers examining and planning research is the 

question of the degree of effect size attenuation expected under the assumption that the 

effect size is non-zero. All of the methods used here largely agreed, although the degree of 

precision in their estimates differs. The Bayesian mixture model suggests that there was an 

average decrease of 19%, with a 95% highest probability density interval of [11%, 28%]. The 

multilevel meta-analysis models that excluded non-significant results and studies in which 
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the replications studies were statistically equivalent to the null both led to similar 

conclusions, although they give less precise estimates, highlighting the uncertainty in these 

estimates. For example, the confidence intervals over both of the models in Analyses 2 and 

3 extended from a meaningful decrease of r = -0.15 to a trivial increase of r = 0.01. 

In using these results to inform future research (e.g., in sample size planning) and to 

interpret the published literature, it is essential to take note of the level of heterogeneity in 

the effect size attenuation across not just replicated effects but also across replication 

projects. The sampling decisions and replication methods used by each of the included 

projects appears to have had a considerable effect on the amount of effect size attenuation 

seen (e.g., looking at the results of Analysis 1, the estimated standard deviation of the mean 

level of effect size attenuation across projects was 0.13, 95% CI [0.04, 0.18]). The degree of 

heterogeneity in the amount of effect size attenuation across studies and projects means 

that using any single estimate of the amount of effect size decrease is likely to be misleading 

in the case of any individual replication study. 

See Figure 8-5 for histograms of the empirical Bayes estimates of the mean true 

difference between original and replication studies for each replication project (top panel), 

study (middle panel), and effect (bottom panel). The values plotted in Figure 8-5 are the 

sum of the model intercept plus empirical Bayes estimates at each level of the multilevel 

model, with the plotted values including the empirical Bayes estimates of the random 

effects at all levels that an estimate is nested in (e.g., at the effect level, each of the plotted 

values is the sum of the overall model intercept, the empirical Bayes estimates for the 

project that each effect is nested in, the empirical Bayes estimates for the article that each 

effect is nested in, plus the empirical Bayes estimate for the effect). This plot illustrates the 

increasing amount of heterogeneity in effect size decrease introduced at each level of the 

model, and emphasises the importance of taking account of this heterogeneity when 

planning replication studies.  
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Figure 8-4. A caterpillar plot of the effect size differences between original and replication 

study effect sizes ordered by magnitude in correlation coefficients, error bars are 95% 

confidence intervals around effect size differences. 

 
Figure 8-5. Histograms of the expected differences (i.e., the sum of the Empirical Bayes 

estimates for random effects and the model intercept from Analysis 1) between original and 

replication studies for each replication project (top panel), study (middle panel), and effect 

(bottom panel), illustrating the degree of heterogeneity expected at each level of the 

multilevel model. 
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8.4.2 Limitations and future directions 
In interpreting these results it is important to note several limitations. Firstly, the 

current study cannot distinguish between changes in replication effect sizes caused by 

differences between the original and replication study (i.e., subtle unobserved moderators 

or infidelities between the replication studies' protocol and the original studies'; Kenny & 

Judd, 2019) and changes in the replication effect sizes that are due to the combination of 

reporting biases, QRPs and low statistical power. However, in so far as these subtle 

unobserved moderators and/or infidelities in replication study methods tend to lead to 

smaller effects in replication studies, the distinction may not matter for the purposes of 

researchers hoping to replicate previous research or plan future similar studies of the same 

type of effects. It also cannot be ruled out that the effect size differences seen in these 

large-scale replication projects are larger than would be seen by individuals attempting to 

replicate particular effects (e.g., if researchers in these large-scale replications have less 

access to the tacit knowledge that would normally facilitate replicators’ efforts). 

The Bayesian mixture model assumes independence between effects, a uniform 

attenuation factor across all areas of psychological research, and allows for effects sampled 

from the alternative distribution to be negligibly small or even negative. Future research 

could help develop a more nuanced account of the data-generation process underlying this 

dataset by, for example, building a model that allows for the attenuation rate to change 

across replication studies, or by including more components in order to allow for studies 

with negligible or negative (but non-null) effects in addition to the alternative and null 

components. 

The large amount of heterogeneity across replication projects limits the utility of the 

fixed effects parameter estimates (i.e., the estimated mean level of attenuation seen across 

all projects). While the current dataset allows us to make reasonable inferences about 

future replication projects, the varied sampling strategies employed by the previous projects 

necessarily limit the inferences we can draw. At the moment, it is difficult to say whether 

the heterogeneity in effect size attenuation was due to intra-field differences in replicability 

and effect size attenuation, differences caused by the sampling strategies, or other issues 

such as differences in the quality of the replication studies. 
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In order to be able to start to disentangle these different possible causes and 

develop an account of the predictors and moderators of replication success and effect size 

attenuation, we need to begin to develop a large representative database of replication 

studies. Especially if such a database could be augmented with meta-data regarding the 

type of analysis, design and effects under study, this resource could allow us to make 

meaningful predictions about individual future replications. However, until such a resource 

is developed, analyses of the existing set of replication studies produce the best estimates 

possible, albeit estimates that should be read and understood with these caveats in mind. 

8.4.3 Conclusion 
The findings of this study reinforce the importance of recent efforts to reduce the 

reliance on underpowered original research designs in psychological research, to circumvent 

publication bias, and to avoid QRPs like p-hacking and HARKing (Bakker et al., 2012). Efforts 

to avoid the impact of any of these issues would likely reduce the degree to which effect 

sizes are attenuated in replications of the primary research literature.  

There are several recent efforts to reduce the impact of publication and reporting 

biases that readers should be aware of, many of which individual researchers can voluntarily 

and easily take part in. Careful preregistration of analysis plans allows researchers to avoid 

biases in the analysis of their data that may otherwise lead to inflated effect sizes (Wicherts 

et al., 2016). Data-sharing platforms such as figshare (figshare.com) and the Open Science 

Framework (osf.io) make it possible for researchers to easily share the results of research 

whether or not a study is published in a traditional journal. Similarly, pre-prints (e.g., 

https://psyarxiv.com) allow researchers to report and publicize reports and data that may 

otherwise remain in the file draw. Both preprints and data repositories make it easier to 

ensure that non-significant results are accessible to other researchers and meta-analysts. In 

addition, registered reports, in which papers are reviewed before data-collection on the 

basis of the research design and analysis strategy as opposed to the results, also show 

promise in helping to develop a body of literature that is not affected by reporting and 

publication bias (Nosek & Lakens, 2014). Finally, recent large-scale multinational data 

collection efforts like the Many labs Projects or the Psychological Science Accelerator 

(Moshontz et al., 2018) also help to avoid the negative impacts of low statistical power by 

allowing for extremely high powered studies of even very small effects. However, until large 

https://psyarxiv.com/
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bodies of research free of publication bias become available, researchers should be aware 

that effect sizes in published studies may be considerably overstated, and should plan their 

studies with this fact in mind. 

In order to avoid performing future underpowered research, researchers should be 

aware that their experiments are likely to be underpowered if they plan their sample sizes 

using the effect size reported in a previous experiment. As a conservative heuristic for 

researchers performing formal sample size planning on the basis of previous research, 

researchers could follow the advice given in Camerer et al. (2018) and plan their 

experiments assuming that the true effect size is 50% of the original reported effect size, a 

value matched by the more extreme 95% confidence interval of the estimated amount of 

effect size exaggeration across studies in this sample. However, given the heterogeneity in 

effect size attenuation across projects and studies, it may be preferable to use methods of 

sample size planning that do not rely on precise a priori estimation of the effect size under 

study, such as planning studies to reliably detect the smallest effect size of interest (Daniël 

Lakens et al., 2018), or planning for adequate precision in parameter estimates across a 

range of possible effect sizes (Kelley, Darku, & Chattopadhyay, 2017; S. E. Maxwell, Kelley, & 

Rausch, 2008). The following chapter introduces some of the alternative methods of effect 

size selection that do not depend on precise a priori estimation of the effect size under 

study, considering the implications of using each approach and their relative strengths and 

weaknesses. 
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Supplementary material 8.1: Replication project sampling frames, extraction, 
participants, and exclusion details 
 

Open Science Collaboration (2015) 

Sampling frame 

Open Science Collaboration (2015) attempted to obtain a quasi-random sample by 

sampling from articles published in 2008 from the journals Psychological Science, Journal of 

Personality and Social Psychology, and Journal of Experimental Psychology: Learning, 

Memory, and Cognition. A total of 488 articles were applicable for replication within this 

sampling frame. Replication teams were instructed to select from a subset of the articles 

within the sampling frame (initially just the first 20 published articles from each journal 

were available, a pool that Open Science Collaboration, 2015, reports was expanded as it 

became difficult to match teams with articles). Project coordinators also actively recruited 

replication teams from the community that they thought had expertise to assess particular 

claims. Of the 488 applicable articles, 158 (32%) became eligible for selection by replication 

teams. A total of 100 replications were completed as a part of Open Science Collaboration 

(2015). Open Science Collaboration (2015) reports that unclaimed projects “often” required 

access to rare populations, were likely to be expensive, required specialized materials (e.g., 

fMRI studies), or access to specialized knowledge.  

Participants / sample size planning in Open Science Collaboration (2015) 

The sample size of each replication study was selected using a power analysis based 

on the original study’s observed effect size. The average power to detect the original effect 

of the 97 studies with significant results was .92. Individual studies had sample sizes (at the 

individual level) of between 9 and 455,306 (mean n = 5171.81, median = 70). 

Extraction and inclusion rules for the current project 

Three original studies which did not report that their findings were indicative of a 

non-zero effect were excluded from those studies extracted from Open Science 

Collaboration, 2015 to esure compatability across replciation preojects. Three studies for 

which z transformed correlation coefficients could not be extracted due to missing data in 

the downloaded data set were also excluded from analysis (these included 1 study which 

used multiple statistical tests in the original and replication studies, one study in which the 

replication and original study used different statistical tests, and one study for which the 
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effect sizes were reported as beta coefficients without test statistics or degrees of freedom). 

Effect sizes for original and replication studies are included in the above analyses for 94 out 

of 97 replicated studies from Open Science Collaboration (2015) that reported having found 

a non-zero effect. 

Life Outcomes of Personality Replication Project (Soto, 2019) 

Sampling frame 

Soto (2019) extracted 78 trait-outcome associations (i.e., associations between The 

Big Five personality traits and life outcomes like volunteerism or political conservatism) from 

a review article that presented a total of 86 associations between the Big Five traits and life 

outcomes (Ozer and Benet-Martínez 2006). Soto and a research assistant extracted the 

empirical evidence behind these associations, and selected the set of original studies that 

underlay 78 trait-outcome association claims on the basis of feasibility. In Soto (2019) the 78 

trait-outcome associations were the primary units of analysis for estimating replicability, 

whereas in the current study we used the study level for comparability with the other 

replication projects. In total 121 studies were included in the current analysis. 

Participants / sample size planning in Soto (2019) 

Two young adult (18-25 year olds) and two adult samples (18 years of age or older) 

were recruited using quota sampling. Quota sampling was employed in order to match the 

US population in terms of sex, race and ethnicity in both the adult and young adult samples, 

and additionally for age, educational attainment and household income in the adult 

samples. Samples of 1559 adults and 1550 young adults completed Survey 1 (including 

approximately half of the replication studies), and samples of 1512 adults and 1505 young 

adults completed Survey 2 (which included the remaining replication studies). Soto reports 

that this yielded a minimum power of 97.3% to detect a correlation of just .1 using a two-

tailed test with an alpha of .05. 

Extraction and inclusion rules for the current project 

In Soto (2019) effect sizes which were only reported in this dataset as beta 

coefficients were not converted to Fisher z scores as not enough information was available 

in the dataset to do so. Effect sizes could be extracted for original and replication studies for 

100 out of 121 included studies, all 100 of which are included in the current analysis. As 

some replication studies used shorter form versions of the original data collection 
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instruments, all results presented used Soto (2019)’s disattenuated effect sizes estimates 

(disattenuated using the Spearman-Brown prediction formula and Spearman disattenuation 

formula to estimate the trait-outcome associations that would be expected if the outcome 

measure had used the same number of items as the original study, Lord & Novick, 1968)   . 

Following the other large-scale replication studies, the signs of the original and replication 

study effects were inverted for analysis if the original effect was negative. 

Experimental Philosophy Replication Project (Cova et al., 2018) 

Sampling frame and deviations from original protocols 

Cova et al. (2018) sampled their replication targets from a list of experimental 

philosophy papers hosted by Yale’s University’s Experimental Philosophy Lab 

(http://experimental-philosophy.yale.edu/ExperimentalPhilosophy.html), and filtered these 

down to articles published in one of 35 scientific journals that Cova and Strickland judged 

would likely have published experimental philosophy research. From the remaining articles, 

they sampled three papers per year for the years 2003 to 2015, selecting the most cited 

paper (according to Google scholar) and two random studies (barring the year 2003 where 

there were only two applicable papers, both of which were used). This left them with a list 

of 38 studies which were assessed for feasibility. They report that four studies were 

identified as being potentially difficult to replicate (as they required access to special 

populations, three papers requiring access to non-English speakers and one requiring 

participants with high-functioning autism). In order to ensure that they achieved at least 

their goal number of studies, they sampled an additional replacement for each of the four  

original studies they were concerned might be practically infeasible (either picking the 

second most cited article of the year if the potentially infeasible study was initially selected 

as it was the most cited, or an additional random article), but continued to attempt to 

replicate all studies. In the end, two of the studies that were identified as being potentially 

infeasible were replicated, and two were not. The “more feasible” replication studies were 

also included in the final analysis if they were finished by the end of the project’s duration. 

This left a total of 40 completed replications, 12 replications of the most cited article of the 

years in the sampling frame, two replications of the second most cited article in a given 

year, and 26 studies which were randomly chosen from each year’s set of experimental 

philosophy studies. Cova et al. (2018) report that there was a major deviation in protocol for 

http://experimental-philosophy.yale.edu/ExperimentalPhilosophy.html
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one study, where text was presented on screen for a set duration instead of being removed 

after participants responded, which they suggest may have reduced participants’ incentive 

to quickly respond. 

Participants / sample size planning in Cova et al. (2018) 

The research teams were based in Brazil, France, Lithuania, Netherlands, Spain, 

Switzerland, United Kingdom and the United States. Most studies were replicated using 

online samples (35 studies) and four used university students, unlike the original studies of 

which 25 used college samples, 10 used online samples, and four involved local pedestrians. 

Cova et al. (2018) report that their average replication sample size was 206.3, SD = 131.8. 

For the 32 studies reporting a significant result for which they reported a power analysis, 

the average level of statistical power to detect the original effect size was 0.88 (SD = 0.14), 

26 had a power of greater than 0.80 to detect the original effect size, and 18 had a power of 

greater than .95. 

Extraction and inclusion rules for the current project 

Cova et al. (2018) included three replications of original studies which were non-

significant (and which did not claim to provide evidence for the effects under test), these 

were removed from this analysis. Effect sizes were reported by Cova et al. (2018) and are 

included in the current study for 33 original and replication studies, out of an original 37 

replicated studies that claimed to show evidence for the effect under study. The four studies 

for which no effect sizes were reported performed analyses for which Cova et al. (2018) 

could not develop reasonable effect size estimates from the reported statistics or data (e.g., 

GEE analysis). 

Many Labs 1 (R. Klein et al., 2014) 

Sampling frame and deviations from original protocols 

Many Labs 1 (Klein et al. 2014) replicated a non-random sample of 13 effects from 

12 original articles. They report that the replicated studies were chosen on the basis of 

being (a) suitable for online presentation, (b) able to be presented “quickly” and (c) to have 

a simple, two condition design (except for a single correlational study which was included). 

The replication materials were translated into the local language of each sample. 
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Participants / sample size planning in Klein et al. (2014) 

Klein et al. (2014) replicated each effect across 36 samples and settings (27 

laboratory, 9 online, and 25 in the USA and 11 in non-US locations) including a total of 6344 

participants. The individual studies were each replicated by a total of between 4896 and 

6336 participants. 

Extraction and inclusion rules for the current project 

 
Many labs 1 (R. Klein et al., 2014) examined whether effects from 13 original papers 

replicated. No effect size was extractable for one original study, and this effect was excluded 

for the purposes of the current analysis. Four different operationalisations of anchoring 

effects were tested, all of which are included in the current analysis, leading to a total of 15 

paired data-points being included from Many Labs 1. 

Many Labs 2 (R. A. Klein et al., 2018) 

Sampling frame and deviations from original protocols 

Many labs 2 (Klein et al. 2018) replicated a non-random sample of 28 effects. In 

order to select the claims that were replicated, they held an open nomination round for 

studies that fit a set of desired characteristics, elicited ideas within the project team, and 

asked “independent experts” who worked in the field of psychological science. The criteria 

for nominations were that the study must “(a) have procedures that can be implemented 

via a web browser, (b) not have more than two conditions in an experimental design, (c) 

have one outcome (dependent variable), (d) be correlational or experimental designs, 

though the latter is preferred, and (e) examine a psychological topic”. There were also a set 

of desired characteristics, that the study should: “(a) be “important” in at least one of the 

many variety of ways of demonstrating importance, (b) be brief, (c) be a direct replication of 

an existing published design from which an original effect size can be determined)" (see 

https://osf.io/uazdm/ for the coordinating proposal). 

After over 100 claims were nominated, the Klein et al., chose the replicated claims 

from this set on the basis of the claims being (a) suitable for online presentation, (b) able to 

be presented quickly, (c) citation count (more being judged more positively), (d) to have a 

simple, two condition design or, at a lower priority, a correlational design, (e) to have a high 

level of “general interest”, and (f) to be applicable to a general sample of adults. 

https://osf.io/uazdm/
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Secondarily, Klein et al., report that they aimed to ensure a diversity of claims, including (a) 

claims that had both limited and extensive literatures across samples and settings, (b) 

effects for which it was expected that there would be high and low effect size 

heterogeneity, (c) “classic” and “contemporary” effects, (d) effects which cover a broad 

range of subareas within social and cognitive psychology, (e) effects from a diversity of 

research teams, and finally (f), effects from a variety of journals. 

For all chosen claims, the original study’s corresponding author was contacted (if 

possible), asked for the original materials, and asked if there were any limitations or 

moderators that the replication teams should be aware of before attempting the 

replication. Klein et al., report that this process eliminated some studies (numbers not 

specified in Klein et al., 2018), at which point the effect was eliminated from consideration 

and replaced with another of the nominated claim or the original study’s authors were 

asked to help identify alternative studies for replication. In one case, the original authors 

expressed “strong concerns” about the study being included in this project, and this claim 

was removed. After this process, 31 effects remained. These effects were split into two 30 

minutes “slates” and pilot tested. Three effects were removed as they took too much time 

to complete, and some studies were shortened in order to fit into the two 30 minutes slates 

after pilot testing. This left 28 effects that were replicated. 

Participants / sample size planning in Klein et al. (2018) 

Labs were invited to participate in an open call made in 2014. The only criteria for 

inclusion was that a lab had to agree to include at least 80 participants. A total of 125 

samples were recruited in this study. The total sample size was 15305, with sample sizes of 

at least 3549 in each replication study after exclusions (mean n = 6965.8, SD = 1040.9, 

median = 7157). 

Extraction and inclusion rules for the current project 

A total of 22 of 28 paired original and replication effects sizes are included for this 

analysis. Six studies from Klein et al. (2018) were removed because the original and 

replication studies examined a difference in effect sizes seen in different conditions, and the 

effects were not directly tested against each other making it difficult to derive an 
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appropriate effect size. Two additional studies were excluded because their effect sizes 

were only available as Cohen’s q. 

Many Labs 3 (Ebersole et al., 2016) 

Sampling frame and deviations from original protocols 

A non-random sample of nine original studies were replicated, and one conceptual 

replication was performed. The conceptual replication was excluded from the current 

analyses. Ebersole et al. (2016) report that they aimed to identify two-condition 

experiments or correlational designs. Seven out of the nine included studies were included 

in a single computer delivered experiment, and were followed by extensive individual 

difference and data quality indicators. Two experiments were exclusively performed in 

person as, in one case, the study required participants to physically hold a clipboard, and in 

one as the original authors said that the experiment needed to be administered using a 

paper and pencil format. 

Participants / sample size planning in Ebersole et al. (2016) 

The replication included 20 university participant pools at universities in the United 

states and Canada (N = 2,696) and an mTurk online sample (N = 737). Individual studies had 

ns of at least 1335 after exclusions (mean n = 2752, SD = 642.8, median = 3088). 

Extraction and inclusion rules for the current project 

Original and replication effect sizes were extracted for all 9 original and replication 

studies from (Ebersole et al., 2016), excluding a study they term a “conceptual replication”.  

Economics Replication Project (Camerer et al., 2016) 

Sampling frame and deviations from original protocols 

Camerer et al. (2016) replicated all 18 between-subject laboratory experimental 

papers published in the American Economic Review and the Quarterly Journal of Economics 

between 2011 and 2014. For 17 of 18 studies, the same software was used to conduct the 

replications as was used in the original experiment. In one study the software used was 

different as the original program was no longer available. 

Participants / sample size planning in Camerer et al. (2016) 

Two American teams, one Swedish, and one Austrian replication team conducted 

four or five replications each. Camerer (2016) reports that the replication sample sizes were 
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chosen to ensure that each replication study had at least 90% power to detect the original 

study’s effect size using the original analysis strategy. Individual studies had sample sizes of 

at least 40 (mean n = 176.2, SD = 98.9, median = 150). 

Extraction and inclusion rules for the current project 

All 18 studies replicated as part of Camerer et al. (2016) are included in this analysis. 

The Nature/Science Replication Project (Camerer et al. 2018) 

Sampling frame and deviations from original protocols 

Camerer et al. (2018) replicated all 21 studies that were (a) published between 2010-

2015, (b) in the journals Nature or Science, (c) tested for an experimental treatment effect, 

(d) had “at least one clear hypothesis with a statistically significant finding”, and that (e) 

“were performed on students or other accessible subject pools”. In order to choose which 

of the original studies’ statistical tests to use as the replication outcome, they selected the 

statistical tests that they subjectively identified as the most important in the first reported 

study that reported a significant treatment effect within each paper. When they could not 

identify a single most important effect they randomly selected from those that they 

identified as potential candidates. Camerer et al. (2018) report that there were no 

deviations from original studies’ protocols for seven replications, “minor” deviations for 12, 

and an “unintended” deviation for one study. 

Participants / sample size planning in Camerer et al. (2018) 

Camerer et al. (2018) took a two-stage sampling procedure, where each study was 

initially replicated with a sample large enough to ensure 90% power to detect an effect 75% 

of the size of the original study’s observed effect size. If there were no significant results in 

this first study, a second study was performed with 90% power to detect 50% of the original 

effect size. For one study, there was a significant result in the same direction as the original 

study in the first wave of replication data collection, but a second wave was still performed 

due to an error. 

Extraction and inclusion rules for the current project  

Original and replication studies were included for all 21 performed replications. For 

all cases in the Nature Science reproducibility project (Camerer et al. 2018) where multiple 

replication studies were performed for a single effect we performed a fixed effects meta-
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analysis using the metafor R package (Viechtbauer 2010) to estimate a meta-analytic effect 

size estimate. The effect size, standard errors and sample sizes used in the current study 

reflect this pooled estimate. This method leads to one more study “replicating” according to 

the ‘statistical significance in the same direction of the original study’ criterion than was 

originally reported in (Camerer et al. 2018), where they used the p value from the largest 

performed study instead of a pooled estimate. 
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Supplementary Material 8.2: Plots and multilevel model output of the relationship 
between original and replication correlation coefficients using varied exclusion criteria 

The following output shows scatter plots and model output for all of the multilevel 

meta-analyses performed using the varied exclusion criteria explained in the main text. 

 

Figure 8-6. Scatter plot of replication effect sizes (in correlation coefficients) plotted against 

original effects. 

Table 8-7. Multilevel meta-analysis model estimates and random effects for all data. 

Estimate 95% CI LB 95% CI UB SE p Random effects 

-0.14 -0.21 -0.07 0.04 < .001  

     Project variance = 0.008, n = 8 

     Article variance = 0.016, n = 
229 

     Effect variance = 0.012, n = 306 

     QE(305) = 3531.9, p < .001 
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Table 8-8. Multilevel meta-analysis model estimates and random effects including only 

statistically significant replications. 

Estimate 95% CI LB 95% CI UB SE p Random effects 

-0.05 -0.11 0.01 0.03 0.1  

     Project variance = 0.005, n = 8 

     Article variance = 0.014, n = 132 

     Effect variance = 0.009, n = 198 

     QE(197) = 2715.24, p < .001 

 

 

Figure 8-7. Scatter plot of replication effect sizes (in correlation coefficients) plotted against 

original effects including only statistically significant replications. 
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Table 8-9. Multilevel meta-analysis model estimates and random effects including studies 

which are not statistically equivalent to the null, using equivalence bounds set as the 

minimum effect size that would have been statistically significant in the original study. 

Estimate 95% CI LB 95% CI UB SE p Random effects 

-0.08 -0.15 -0.01 0.04 0.03  

     Project variance = 0.008, n = 8 

     Article variance = 0.018, n = 169 

     Effect variance = 0.009, n = 237 

     QE(236) = 3031.58, p < .001 

 

 

Figure 8-8. Scatter plot of replication effect sizes (in correlation coefficients) plotted against 

original effects including studies which are not statistically equivalent to the null, using 

equivalence bounds set as the minimum effect size that would have been statistically 

significant in the original study. 
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Supplementary materials 8.3: Meta-analysis leave-one-out cross validation 
Table 8-10. 0th, 25th, 50th, 75th and 100th percentiles from leave-one out cross validation 

for each multilevel model, for each exclusion method, including only the sample indicated in 

“LOO exclusions”. 

LOO 
exclusions Subsample 

Proportion 
significant 

Minimum 
estimate 

25th 
percentile Median 

75th 
percentile 

Maximum 
estimate 

Replication 
project 

Only non-
equivalent 
replications 

0.38 -0.10 -0.09 -0.08 -0.07 -0.06 

Replication 
project 

Only 
significant 
replications 

0.12 -0.07 -0.06 -0.06 -0.04 -0.03 

Replication 
project 

P value as 
Moderator 

1.00 -0.10 -0.09 -0.07 -0.07 -0.06 

Replication 
project 

All data 1.00 -0.16 -0.15 -0.13 -0.13 -0.12 

Study All data 1.00 -0.14 -0.14 -0.14 -0.14 -0.13 

Study Only 
significant 
replications 

0.01 -0.06 -0.05 -0.05 -0.05 -0.04 

Study Only non-
equivalent 
replications 

1.00 -0.09 -0.08 -0.08 -0.08 -0.07 

Study P value as 
Moderator 

1.00 -0.09 -0.08 -0.08 -0.08 -0.07 

Effect Only 
significant 
replications 

0.00 -0.06 -0.05 -0.05 -0.05 -0.04 

Effect Only non-
equivalent 
replications 

1.00 -0.09 -0.08 -0.08 -0.08 -0.07 

Effect P value as 
Moderator 

1.00 -0.09 -0.08 -0.08 -0.08 -0.07 

Effect All data 1.00 -0.14 -0.14 -0.14 -0.14 -0.13 
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Supplementary materials 8.4: Bayesian Mixture Model 

The mixture model results presented in text presents the model developed by 

Camerer et al. (2018; see https://osf.io/xhj4d/ for their detailed description of this model). 

All priors were chosen to be uninformative or vague. The mixture model assumes that the 

observed replication effect sizes either come from the null hypothesis, a true effect sampled 

from a normal distribution with a mean of zero and an estimated precision (tau). This model 

uses an errors-in-variables approach to account for possible attenuation of effect sizes due 

to measurement error and estimation uncertainty following Matzke et al. (2017), which 

means the effect size attenuation factor is the factor change between the estimated true 

effect of the original and replication study effect size.  

Box 8-2. JAGS code for the original model reported in Camerer et al. (2018) and reported on 

in the main text of the current article. 

Model{ 
# Mixture Model Priors: 
alpha ~ dunif(0,1) # flat prior on slope for predicted effect size under 
H1 
tau ~ dgamma(0.001,0.001) # vague prior on study precision 
phi ~ dbeta(1, 1) # flat prior on the true effect rate 
# prior on true effect size of original studies: 
for (i in 1:n){ 
trueOrgEffect[i] ~ dnorm(0, 1) 
} 
# Mixture Model Likelihood: 
for(i in 1:n){ 
clust[i] ~ dbern(phi) 
# extract errors in variables (FT stands for Fisher-transformed): 
orgEffect_FT[i] ~ dnorm(trueOrgEffect[i], orgTau[i]) 
repEffect_FT[i] ~ dnorm(trueRepEffect[i], repTau[i]) 
trueRepEffect[i] ~ dnorm(mu[i], tau) 
# if clust[i] = 0 then H0 is true; if clust[i] = 1 then H1 is true and 
# the replication effect is a function of the original effect: 
mu[i] <- alpha * trueOrgEffect[i] * equals(clust[i], 1) 
# when clust[i] = 0, then mu[i] = 0; 
# when clust[i] = 1, then mu[i] = alpha * trueOrgEffect[i] 
 } 
} 

  

https://osf.io/xhj4d/
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Supplementary materials 8.5: Effect size conversions 

All statistical tests extracted were transformed into correlation coefficients as 

follows, using the methods reported in (Open Science Collaboration, 2015). 

t statistics: 

𝑟 =  √
𝑡𝑜𝑏𝑠

2 × (1/𝑑𝑓)

(𝑡𝑜𝑏𝑠
2 /𝑑𝑓) + 1

 

Where 𝑡𝑜𝑏𝑠 is the observed t statistic and 𝑑𝑓 is the degrees of freedom of the t test. 

F statistics: 

𝑟 =  √
𝐹𝑜𝑏𝑠 × (𝑑𝑓1/𝑑𝑓2)

𝐹𝑜𝑏𝑠 × (𝑑𝑓1/𝑑𝑓2) + 1
× √

1

𝑑𝑓1
 

Where 𝐹𝑜𝑏𝑠 is the observed F statistic and 𝑑𝑓1 is the degrees of freedom of the numerator 

and 𝑑𝑓2 is degrees of freedom of the denominator.  

Chi-squared statistics: 

𝑟 =  √
𝜒𝑜𝑏𝑠

𝑑𝑓 + 2
 

Where 𝜒𝑜𝑏𝑠 is the observed 𝜒2 statistic and 𝑑𝑓 is the associated degrees of freedom. All 

values were then transformed into fisher Z transformed correlation coefficients using: 

𝑧 =
1

2
× ln (

1 + 𝑟

1 − 𝑟
) 
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 – Approaches to effect size 

selection for sample size planning 

 

Abstract: This paper presents the results of an analysis of the sample size planning 

approaches used in 121 empirical research articles published in the November 2017 to 

August 2018 issues of the journal Psychological Science and uses the results of this analysis 

to illustrate a guide to effect size selection for formal sample size planning (e.g., power 

analysis). When formal sample size planning is employed it is important to understand that 

the method used to develop the alternative hypothesis (i.e., the effect size and/or 

parameter estimates used) has important implications for the appropriate interpretation of 

the results. This paper outlines how different effect size selection methods impact the 

meaning of power analyses and other formal sample size planning methods, discusses the 

appropriateness of each approach, the key difficulties in using each approach, and how 

these issues can be addressed.  

Keywords: Statistical power, effect size, sample size, power analysis 
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9.1 Introduction 
Researchers routinely have to decide upon the sample size they aim to include in 

their research and assess the adequacy of the sample sizes that they can practically achieve. 

An under-addressed issue in the literature discussing statistical power analysis is the 

question of how researchers should develop the alternative hypotheses they use in their 

power analyses or other formal sample size planning efforts. There are two main 

approaches to effect size selection for sample size planning that are typically discussed in 

the psychology literature; calculating the number of participants required to reach an 

adequate level of power at (a) an estimate of the population effect size (Anderson, Kelley, & 

Maxwell, 2017), or (b) at a minimum interesting or clinically significant effect size (Biau, 

Kernéis, & Porcher, 2008). A third approach that is rarely discussed in the psychology 

literature is to (c) use a Bayesian prior distribution over effect sizes and parameters. This can 

then be used either to estimate ‘assurance’, the probability that a study will find statistically 

significant results using frequentist statistical analyses (Ren & Oakley, 2014), or to estimate 

the probability of developing convincing evidence or precise credible interval estimates if a 

Bayesian approach to statistical analysis is to be used (Kruschke & Liddell, 2017a).  

For sample size determination, researchers must specify an alternative hypothesis 

and research design in sufficient detail to determine the sampling distribution of the test 

statistic under a specific alternative hypothesis. For relatively simple designs (e.g., for a 

comparison of mean differences or a correlational analysis) the specification of a single 

standardised effect size (e.g., a Cohen’s d or Pearson’s r) and sample size characterises the 

sampling distribution under the alternative hypothesis (Cohen, 1988). For more complex 

designs (e.g., when covariates are to be included or when repeated measures designs are 

used) additional parameters may need to be specified such as the correlation between 

repeated measures and the number of included variables. Any formal sample size 

determination method posits a hypothetical scenario (or probability distribution over 

hypothetical scenarios) and is only meaningful with regards to the proposed parameter 

values or prior distribution. Estimating the expected effect size, the minimum effect of 

interest, or using a Bayesian prior distribution may be appropriate in different 

circumstances, although each provides very different information. This paper outlines these 

different approaches to developing alternative hypotheses in formal sample size planning 

and explains the implications of each. As even effect sizes in direct replications of previous 
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studies are likely to be smaller than those reported in the previous literature (see Chapter 

8), this chapter also introduces methods for accounting for publication bias when 

developing effect size estimates from the published literature. 

 

Figure 9-1. Illustration of the different approaches to effect size estimation determination in 

different statistical frameworks. 
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Box 9-1. Definition of terms used in Chapter 9. 

Statistical power 

The probability of obtaining statistically significant results from a given statistical analysis under a 

specific alternative hypothesis. 

Power analysis  

The process of estimating the statistical power of a particular analysis given a set of specified 

population parameters and test characteristics (e.g., a sample size, effect size, alpha level, and the 

number of groups included). 

Accuracy in Parameter Estimation (AiPE) 

The process of estimating the probability of obtaining precise (narrow) and accurate (i.e., in having a 

sample statistic close to the population parameter) confidence intervals under a set of specified 

population parameters and test characteristics (e.g., a sample size, effect size, confidence level). 

Assurance 

The probability that a frequentist statistical procedure will achieve a given goal (e.g., statistical 

significance or sufficiently precise confidence intervals) given a set of specified test and design 

characteristics (e.g., sample size, alpha level, the number of groups included in the analysis) and a 

Bayesian design prior over the effect size of interest.  

Sample size planning for Bayesian interval precision 

Estimating the sample size necessary to obtain a specified probability of obtaining sufficiently 

precise Bayesian credible intervals given a specified Bayesian Design and Analysis prior.  

Sample size planning for convincing Bayes Factors  

Estimating the sample size required to obtain a specific probability of obtaining sufficiently 

convincing Bayes Factors using a particular Bayesian analysis given a specified Bayesian Design and 

Analysis prior.  

Bayesian Design Prior  

A specified distribution over effect sizes to be used in the planning of studies (often a distribution of 

expected effect sizes). 

Bayesian Analysis Prior  

A specified distribution over effect sizes to be used in the planning of studies (often representing a 

sceptical observer or one of a number of default priors). 

Confidence level 

The confidence level of a confidence interval describes the probability that a particular statistical 

procedure will contain the true population parameter given that the statistical procedure’s 

assumptions are met.  

Smallest Effect Size of Interest (SESOI) 

The smallest effect size that is judged to be of theoretical, practical or clinical significance in a given 

context. 
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9.2 What approaches to formal sample size planning are currently being used? 
In order to illustrate the common approaches to sample size determination in 

psychology I assessed the 121 empirical research articles published in the November 2017 

to August 2018 issues of the journal Psychological Science. All data is available from 

https://osf.io/bmv2d/. Of the 121 empirical research articles published during this period 51 

articles reported a power analysis, 42% of sampled articles (95% Wilson score interval [34%, 

51%]). None reported using any other technique (e.g., AIPE to plan for precise interval 

estimates or Bayesian sample size planning methods). Of the reported power analyses, the 

most common approach to effect size selection was to use the point estimate from a single 

previous study, with 12 articles (10% of examined articles) reporting having done so. Almost 

as many used benchmarks from Cohen (1988; n = 9, 7%). Six articles (5%) reported a 

sensitivity analysis, showing the effect size that the sample size gave them 80% power to 

detect. Seven articles (6%), did not provide any justification for the effect size they reported 

having used in power analysis. More problematically, four articles (3%) did not state the 

effect size that they used in a reported power analysis, making their power analysis largely 

uninterpretable. Despite the fact that pilot studies are (almost by definition) too small to 

reliably estimate the true population parameter value of interest, 3 studies (2% of articles) 

reported having estimated the effect size for power analysis using the effect size from a 

pilot study. Just 3 articles, 2% of those examined, reported that they adjusted their 

estimates for publication bias, and all of these articles used ad-hoc methods such as 

doubling the sample size that resulted from a power analysis or using the lowest reported 

effect for an intervention as opposed to the more sophisticated methods that have been 

proposed (e.g., Anderson et al., 2017; Perugini, Gallucci, & Costantini, 2014). See Table 9-1 

for the number and percentage of papers reporting each type of justification for the effect 

sizes reported in their power analysis along with multinomial confidence intervals on the 

percentages of papers in each group.  

 

  

https://osf.io/bmv2d/
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Table 9-1. The number and percentage of papers reporting each type of justification for the 

effect sizes reported in their power analysis along with multinomial confidence intervals on 

the percentages of papers in each group.  

   95% CI 

Effect size selection method n Percentage LB UB 

No power analysis reported 70 58 50 67 

Single previous study 12 10 2 19 

Informal assertion of effect size 7 6 0 15 

Medium effect benchmark from Cohen 6 5 0 14 

Sensitivity analysis 6 5 0 14 

No effect size stated 4 3 0 12 

Average effect size in a set of studies (not a formal meta-analysis) 3 2 0 11 

Effect size from a pilot study 3 2 0 11 

Small effect benchmark from Cohen 3 2 0 11 

Average effect size in a set of studies (not a formal meta-analysis), 
reduced for publication bias 

2 2 0 11 

Effect size from meta-analysis 2 2 0 11 

Lowest effect size reported in a previous paper on this topic 1 1 0 10 

Rule of thumb supported by power analysis 1 1 0 10 

Smallest effect size from set of pilots 1 1 0 10 

9.3 Approach 1: Estimating the population effect size 
The approach to effect size selection for formal sample size planning that is almost 

certainly the most common in psychology is to base sample size decisions on an estimate of 

the true population effect size, an approach often presented as the only way of performing 

formal sample size planning (e.g., Kadam & Bhalerao, 2010; Kim & Seo, 2013). Often the 

estimated effect size is justified using the effect size reported in a previous study (an 

approach used in 10% of studies examined in the current paper) or an aggregate or meta-

analysis of previous studies (an approach used in 4% of examined studies). Almost all of the 

articles reporting a power analysis that were examined in the current study at least 

implicitly suggested that this was the goal of their power analysis (i.e., those using effect 

sizes from a single previous study, meta-analysis, averaged effects from previous research, 

and those using effect sizes from a pilot study). 

This is the only method of sample size determination that involves estimating the 

true effect size of the planned study, and the ‘required’ sample size is only as reliable as the 

effect size estimate that is used. This means that while this approach is the most common, it 



241 

may be the most error prone – minor differences in the choice of effect sizes may lead to 

large differences in the sample sizes that result (Wagenmakers et al., 2015). If a researcher 

chooses arbitrarily, or adjusts their effect size estimate in order to achieve a certain level of 

apparent power or precision at an achievable sample size, formal sample size planning is of 

little use. Any sample size has 80% power to detect a large enough effect size, while 

simultaneously being severely ‘underpowered’ to detect a smaller effect size. The main 

difficulties in this approach are, firstly, selecting sufficiently similar previous research, and 

secondly in accounting for sampling variability and the impact of publication bias when 

using effect sizes from previous research. 

9.3.2 Approach 1: Estimating the population effect size – Selecting a similar body of research 
Given that as little as 1% of published psychology research papers are direct 

replications of previous experiments (Makel, Plucker, & Hegarty, 2012), in the great majority 

of cases psychologists will have to base their effect size estimates on bodies of research that 

are markedly different from previous studies in at least some aspects. Even in “direct 

replications”, where the goal is to perform an experiment as closely as possible to an 

original study, it seems likely that there will be some small deviations from the original 

protocol that will mean that the assumption of both studies having a strictly identical 

population effect size may not be reasonable. This means that a researcher must use their 

judgement to identify a set of previous studies that are sufficiently similar to provide an 

estimate of the size of the effect under study, and must guess at the size and direction of 

any effect size differences from this previous body of research. This judgement necessarily 

requires subjective decisions to be made (although see below for advice on how to account 

for sampling variability and the possibility of effect size inflation due to publication bias in 

these estimates).  

Once a sufficiently similar body of research is identified, the parameters required for 

power analysis must be extracted. In the case of simple research designs this is usually 

possible from just the test statistics or reported effect sizes. Even when previous studies 

have not reported effect sizes directly, many effect sizes (such as d, partial eta squared and 

r) that are required in popular power analysis computer programs (Franz Faul et al., 2007) 

are readily calculable from reported sample statistics and their associated degrees of 

freedom, or from reported means and standard deviations or standard errors (see the 
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Cochrane handbook for a comprehensive account of the methods of doing so, Chandler, 

Cumpston, Li, Page, & Welch, 2019).  

9.3.3 Approach 1: Estimating the population effect size – Using pilot studies for sample size 
planning  

Although it is not uncommon for people to suggest that power analyses could be 

based on pilot studies (e.g., Kim & Seo, 2013), in so far as most pilot studies are not large 

enough to develop sufficiently precise estimate effect sizes for inferences about even the 

presence or absence of effects, using a point estimate from a pilot is likely to be of very little 

use (Albers & Lakens, 2018). However, it may be possible to use conservative estimates 

from a pilot study to inform aspects of sample size planning (e.g., using the value within a 

pilot study’s 95% CI around a standard deviation that leads to the largest required sample 

size; Lancaster, Dodd, & Williamson, 2004). This same approach, taking the most 

conservative estimate from a pilot study’s 95% confidence interval, could be used for point 

estimates of the main statistic under study, which would lead to 97.5% confidence (in the 

sense of occurring at a particular long run relative frequency) that the study will be 

adequately powered (Perugini et al., 2014). However, it is likely that the resulting sample 

sizes will either be impractically large or the bounds will include 0.  

9.3.4 Approach 1: Estimating the population effect size – Accounting for sampling variability 
After a sufficiently similar body of research has been identified, it is important to 

account for the imprecision of previous effect size estimates and for the inflationary impact 

of low power and publication bias on effect sizes (Anderson & Maxwell, 2017). In the 

assessed Psychological Science articles, 12% reported directly using a power analysis based 

on a single effect size estimate from a previous study. Using effect sizes directly from the 

previous literature will lead to underestimates of the required sample size on 50% of 

occasions simply on the basis of sampling variability (Taylor & Muller, 1996). More seriously, 

because power is a concave function of sample size, using point estimates from previous 

studies to estimate required sample sizes will lead to mean levels of power being below goal 

levels (McShane et al., 2016). In other words, you get more severely punished for 

underestimating the effect size than you get rewarded for overestimating the effect size, 

which means that the mean power of a set of studies using point estimates from previous 

studies (or pilot studies) will be lower than their goal level of power. 
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Various methods have been developed to account for sampling variability in effect 

size estimates for power analysis (Anderson et al., 2017; McShane & Böckenholt, 2016; 

Perugini et al., 2014; and Taylor & Muller, 1996). Perugini et al. (2014) propose the 

“safeguard” approach to effect size selection for power analysis. This approach uses the 

lower bound of a 100 − 𝑥 %  confidence interval as opposed to the point estimate 

produced by an original study in order to have 100 −
x

2
% confidence (in the statistical sense 

of occurring at a particular long run relative frequency) that the study will have at least the 

chosen level of power to detect the unknown true population parameter. 𝑥 can be set to 

reflect a researcher’s goals and level of risk aversion. However, the actual confidence level 

achieved is only indicative of the true level of (statistical) confidence a researcher should 

have for direct replications in the absence of any type of selective reporting, an unlikely 

assumption in practice (Banks, Rogelberg, Woznyj, Landis, & Rupp, 2016). Even when all 

assumptions hold this method is conservative and tends to overestimate the required 

sample size on average (Perugini et al., 2014), which may be undesirable if participant 

recruitment is expensive or difficult. 

In order to account for the fact that Perugini and colleagues’ (2014) method tends to 

overestimate the required sample size, McShane and Böckenholt (2016) propose the Power 

Calibrated Effect Size (PCES) approach to dealing with sampling variability. PCES takes a 

point estimate of the effect size and some measure of its uncertainty (e.g., a confidence 

interval or standard error) and uses this information to estimate the sample size required to 

ensure that the expected power (averaged over the likely distribution of effect sizes) is 

equal to a chosen level. In other words, this method aims to ensure that the mean level of 

power of studies choosing their sample size using this method will be at the chosen level, 

and not below that level as would be the case if people simply use reported point estimates 

of the effect size.  

McShane and Böckenholt (2016) provide easily implemented formulas for tests of 

differences between independent and dependent means and proportions as well as 

correlation coefficients and host a website where these methods can be easily used 

(https://blakemcshane.shinyapps.io/pces/). McShane and Böckenholt (2016)’s methods for 

calculating PCES for these common statistical tests are equivalent to using the assurance 

approach (detailed below), using a prior distribution over the parameter of interest (e.g., a 

https://blakemcshane.shinyapps.io/pces/
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mean difference or Fisher Z transformed correlation coefficient) assumed to be normally 

distributed, centred on the point estimate of the parameter from a previous study, and to 

have a standard deviation equal to the standard error of the point estimate. 

9.3.5 Approach 1: Estimating the population effect size – Accounting for publication bias 
Both McShane and Böckenholt (2016) and Perugini et al. (2014)’s approaches 

assume that there is no publication or reporting bias in the literature. However, there is 

substantial evidence that effect sizes are inflated due to publication bias in the behavioural 

sciences research literature (V. E. Johnson, Payne, Wang, Asher, & Mandal, 2017; L. D. 

Nelson et al., 2018). For example, our recent examination of the effect sizes in replication 

studies suggests that, on average, the effect sizes in direct replications are as much as 20% 

smaller than those seen in original studies (95% credible interval [11%, 28%]) even when we 

condition on the true effect size being non-zero (see Chapter 8).  If the reported point 

estimates of effect sizes seen in the psychological literature are likely to be overestimates of 

true effects, planning sample sizes for replication studies without accounting for this will 

lead to studies with lower than desired levels of power (Anderson et al., 2017). 

A method developed by Taylor and Muller (1996) and discussed in depth in 

Anderson et al. (2017) has been developed to account for publication bias. This method 

does not use the observed effect size from a previous study, but instead to uses a 

maximum-likelihood estimate of the effect size assuming a truncated test statistic 

distribution (Taylor and Muller suggest that it should be truncated at the critical value, i.e., 

at the test statistic which leads to statistical significance). A study that selects its sample size 

using this method is powered to detect an effect size calculated assuming that only the 

statistically significant test statistics are available or are considered for replication. Mirroring 

Perugini et al. (2014)’s approach, Taylor and Muller (1996) suggest using the lower bound of 

an a 100 − 𝑥 %  confidence interval in order to have 100 −
𝑥

2
% confidence that the study 

will have at least the goal level of power (i.e., the expected long run frequency of studies 

which will reach the achieved statistical power) assuming that test statistics are only 

reported given that they reach statistical significance. Again, 𝑥 can be chosen to reflect a 

researcher’s goals and risk aversion. Anderson and Maxwell (2017) provide an easy to use 

website that makes the implementation of this method much less complex than the above 

description may make it sound (see www.DesigningExperiments.com). 
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To see how common the use of these methods of effect size adjustment is, I 

assessed all of the articles that have cited Taylor and Muller (1996), Perugini, Gallucci, and 

Constantini (2014), Anderson and Maxwell (2017), and/or McShane and Böckenholt (2016) 

according to Web of Science (searching the Core Collection on the 13th of November 2019). 

Out of the 119 identified papers that cited these articles, just 18 used any of these 

techniques to account for sampling variability or publication bias. The rare use of these tools 

may be in part due to the scarcity of direct replications in the literature, the lack of 

awareness of these methods, or possibly the additional difficulty of using these methods. In 

the sample of articles published in Psychological Science discussed above, only three 

reported attempting to account for publication bias. All used ad hoc methods, one doubling 

the sample size they recruited from that returned by a power analysis that used effect sizes 

directly extracted from the literature, one reducing effect sizes by an apparently arbitrarily 

chosen amount and one using the lowest effect size reported in a set of studies on their 

effect of interest. In so far as the technical difficulty of implementing the more formal 

methods of accounting for publication bias and/or sampling variability reduces the 

likelihood that these methods are used, it may also be worth pointing out the easy and 

conservative heuristic suggested in Camerer et al. (2018) – simply halving effect size 

estimates from the published literature. 

9.4 Approach 2: Smallest Effect Size of Interest 
“Ideally, a study should be large enough to have a high probability (power) of 

detecting as statistically significant a clinically important difference of a given size if such a 

difference exists”  

CONSORT statement on selecting sample sizes for research (Moher et al., 2010, p. e10).  

A more conservative approach to effect size selection than attempting to estimate 

the “true” effect size under study is to use sample size estimates based on the minimum 

effect size of theoretical, practical or clinical significance (sometimes called the smallest 

effect size of interest, SESOI). This approach guarantees that the statistical power of your 

statistical test will be at the chosen level if an effect as large, or larger that your nominated 

SESOI is present (and all other assumptions of your chosen statistical test are met). Unlike 

estimating the effect under study, this method does not rely on developing a potentially 

erroneous estimate, but rather in transparently making a subjective decision about the 
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effect size that your study is designed to reliably detect. None of the articles examined in 

Psychological Science reported having used this approach to plan the sample sizes they 

used.  

9.4.2 Approach 2: Smallest Effect Size of Interest – Selecting a Smallest Effect Size of Interest  
The selection of the smallest effect size of interest has recently been discussed in the 

psychology literature that focuses on equivalence testing (i.e., statistical testing to 

investigate whether an effect is significantly smaller than the SESOI; see Lakens, 2017; or 

Lakens et al., 2018 for an extended discussion of the process of selecting a SESOI). Briefly, 

the SESOI can be justified on purely subjective grounds (e.g., by a researcher deciding that 

they do not believe that a correlation coefficient of .05 or a Cohen’s d of .1 is of substantive 

interest), or in more ‘objective’ terms (Daniël Lakens et al., 2018). Selection of the SESOI 

based on ‘objective’ standards has been most discussed in the clinical medicine literature. In 

medicine, finding the SESOI typically has two goals, one is in sample size planning, and the 

other is in determining what level of improvement would suggest that a change in 

treatment is advisable (Jaeschke et al., 1989).  

Towards these ends, several methods of justification are commonly used. One 

method of SESOI justification from the medical literature is the Minimal Detectable 

Difference (MDD), equivalent to the idea of detection thresholds in psychophysics (Norman, 

Sloan, & Wyrwich, 2003). The MDD acts as a reasonable SESOI in cases where scale score 

differences that cannot be consciously detected can reasonably be said to not be important. 

This may often be the case in clinical research, where a reasonable justification for not 

prescribing a treatment may be that it does not cause a perceptible decrease in symptoms 

(Jaeschke et al., 1989). Other methods of determining the SESOI in the clinical literature that 

have been suggested include examining population level differences (Norman et al., 2003), 

and attempting to identify cut scores that can reliably predict other objective consequences 

(e.g., rehospitalisation). In non-clinical areas of the behavioural sciences, additional 

‘objective’ justifications could be found in theoretical model predictions (e.g., when theories 

are well developed enough to make point or interval predictions), or by external constraints 

(e.g., if an intervention will only be cost effective and therefore worth developing further if 

it improves an outcome by a given amount).  
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9.4.3 Approach 2: Smallest Effect Size of Interest – Issues with the SESOI approach to sample 
size planning 

Ensuring that a study has an adequate sample size to reliably detect a minimum 

effect of interest can be particularly problematic in psychology research for several reasons. 

Deciding on a minimum effect size can be extremely difficult, especially in non-applied or 

basic research where any non-zero effect may be theoretically interesting. The canonical 

example of an area when any effect would be of interest is extrasensory perception, where 

any non-zero effect would radically change the way we understand the world. Less farcical 

examples exist where extremely small effects might be of interest, for example in studying 

health or environmental behaviour change interventions, where small effects on an 

individual level may have large economic, societal or environmental impacts. Because the 

sample size required to reach a given level of power can be made arbitrarily large as the 

effect size of interest is decreased (Neyman & Pearson, 1933), if the effect size of interest is 

“any non-zero effect” it will be impossible for a study to appear to be adequately powered.  

These issues mean that although the SESOI approach may be the most conservative 

approach to sample size selection, its universal application could lead to counterproductive 

outcomes. Some of the most important research would seem prohibitively expensive if this 

approach was employed without regard to context, as the smaller the effect size of interest, 

the larger and more expensive performing “adequately powered” (according to the SESOI 

approach) studies would be. This seems likely to be the case for interventions where 

outcomes of interest may be low frequency but high impact (e.g., mortality or severe 

mental illness) and areas of research where access to populations of interest are limited 

(e.g., in clinical or minority population research). In these situations, if there is reason to 

think that larger effect should be expected, ensuring that a study is adequately powered to 

detect a minimum interesting effect may be an extremely inefficient use of resources. 

However, in cases where the marginal cost of additional participants is low and a reasonable 

SOSOI can be determined, this approach provides guarantees that the experiment is likely to 

provide meaningful evidence or adequate precision at a known rate given that an effect at 

least as large as the SESOI is present.  
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9.5 Approach 3: Bayesian prior distribution 
The final approach to effect size selection is to not specify a single alternative 

hypothesis, as is the case in the SESoI and effect size estimation approaches, but rather to 

use a Bayesian prior distribution over effect sizes, and to plan experiments to ensure that an 

outcome of interest is reached at some specified probability. If a Bayesian prior distribution 

is used to plan for frequentist statistical methods, this approach is often called planning for 

“assurance” (O'Hagan, Stevens, & Campbell, 2005). In the assurance approach, the prior 

distribution over effect sizes can represent the subjective views of a researcher, that of a 

stakeholder or funder, or even a sceptical straw-man (Chen et al., 2018). In the assurance 

approach, the prior distribution does not represent the expected effects under the 

alternative hypothesis, but rather a probability distribution over possible effect sizes, 

including the assigned probability of the null being true. This means that assurance does not 

estimate statistical power under a specific alternative hypothesis and analysis plan, but 

instead estimates the probability of a researcher’s goals (e.g., statistical significance or 

sufficiently narrow CIs) being met given the specified prior distribution and analysis plan. 

The calculation of assurance under a specified prior distribution can be computationally 

complex, but reasonably easily implementable tools and methods have been developed (see 

Beavers & Stamey, 2018). This approach can also be used in planning experiments for more 

complex outcomes (e.g., “statistical significance given an effect of greater than a smallest 

effect size of interest or a statistically significant equivalence test if a smaller effect is 

present”), something that may be particularly appropriate when proposing expensive 

interventions or experiments. 

9.5.2 Approach 3: Bayesian prior distribution – Bayesian sample size planning 
Although a complete discussion of Bayesian analysis and sample size planning is 

outside of the scope of the current dissertation (see Kruschke & Liddell, 2017a and/or 2017b 

for brief and readable introductions to Bayesian statistical analysis techniques), it is worth 

briefly touching on some of the techniques for sample size planning for purely Bayesian 

statistical analysis. One method, developed by Schönbrodt and Wagenmakers (2017) is to 

pick sample sizes based on the probability of obtaining sufficiently compelling and accurate 

Bayes factors under both the Null and Alternative hypotheses, something they call Bayes 

Factor Design Analysis. In their approach a researcher must specify a design prior (a 

probability distribution over expected effect sizes) under the null and the alternative 
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hypothesis. The researcher must also specify an analysis prior (a prior which will be used in 

the statistical analysis, e.g., a prior distribution designed to convince a sceptical audience). 

Samples are then simulated from the design priors for the null and alternative hypotheses, 

and Bayes factors are computed using the analysis prior (Schönbrodt and Wagenmakers 

suggest repeating this “say, 10,000 times”). A researcher can then select a target sample 

size based on how often it provides compelling evidence (e.g., BF10 or BF01 > 10) under the 

null and alternative hypotheses or decide to use a sequential analysis plan where 

researchers run statistical analyses after each participant and stop collecting data when 

there is strong evidence for either the null or alterative hypothesis (Schönbrodt & 

Wagenmakers, 2017). 

Another approach to Bayesian sample size determination is to specify a probability 

distribution over possible parameter values from the posterior distribution of an analysis of 

previously collected data. The analyst can then sample parameter values (e.g., means and 

SDs) from the parameter value distribution, generate a set of simulated data, perform their 

statistical test on the simulated data, and check to see whether a particular goal condition 

has been met (e.g., sufficiently precise estimates, a sufficiently high or low Bayes factor, 

etc.; Kruschke & Liddell, 2017b). The Bayesian and assurance approaches to sample size 

planning have the added benefit of acknowledging the uncertainty in parameter estimates, 

as opposed to the purely frequentist methods which tend to ignore this issue. 

9.5.3 Approach 3: Bayesian prior distribution – Issues with the Bayesian and assurance 
approaches to sample size determination 

These tools are more flexible than their frequentist equivalents, and may be 

essential for planning research, budgeting, and in writing grant proposals when Bayesian 

analyses will be used for data-analysis. However, all of these methods, including the quasi-

Bayesian assurance approach, require the specification of at least a design prior, the 

development of which is often a difficult task, and all currently require a level of technical 

expertise that is greater than that required in frequentist sample size planning where point-

and-click interfaces are available. However, a number of tools have already been developed 

to help researchers build reasonable prior distributions (e.g., Morris, Oakley, & Crowe, 

2014), and it seems likely that more user friendly programs for Bayesian sample size 

planning (and analysis) will be developed as this approach to statistical analysis becomes 

more common (van de Schoot et al., 2017).  
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9.6 Conclusion 
This chapter is intended to act as an introduction to the various methods of selecting 

effect sizes for use in formal sample size planning, as well as the available methods of 

adjusting effect sizes for sampling variability and publication bias. Given that the majority of 

published papers used methods that imply they were aiming to estimate the true power of 

studies, and the infrequency with which articles attempted to deal with publication bias in 

deriving effect sizes, it is clear that these methods need to be more widely discussed. 

Researchers should be aware of the breath of methods available for sample size planning 

and the tools which have been developed to adjust effects for sampling variability and/or 

publication bias (see Anderson et al., 2017; McShane & Böckenholt, 2016; Perugini et al., 

2014; and Taylor & Muller, 1996). Especially when considered alongside the limited 

education that researchers report having in formal power analysis (see Chapter 7), it is also 

clear that more education in these methods would be beneficial. Especially as every paper 

examined here that justified their sample size using a formal technique used a power 

analysis, it is important to reinforce the fact that when researchers are primarily interested 

in precisely estimating a relationship it does not make sense to use a power analysis. In 

these cases, planning studies for estimate precision (or the equivalent in a Bayesian 

framework), would make more sense. See Maxwell et al. (2008) for a readable introduction 

to this approach in the frequentist framework. 

The most appropriate type of effect size selection for sample size planning will differ 

according to the desires of the researcher and the type of analysis to be performed. In cases 

where it is particularly difficult to specify an effect size on a priori grounds, a reasonable 

approach may be to figure out the maximum sample size that can be recruited due to 

practical constraints such as funding or available time, and use this value to perform a 

sensitivity analysis, estimating the effect size that can be detected at a goal level of 

statistical power or with adequate precision. Equivalently, the power curve of an analysis 

(the power of the test over a range of possible population effect sizes given the maximum 

sample size achievable) could be examined in order for the researcher to understand the 

effect of different effect sizes on the statistical power of an analysis. If the effect sizes 

required to achieve adequate power or precision are larger than a researcher believes are 

likely or possible at the maximum sample size that is recruitable, it may not be advisable to 

perform an experiment. These decisions are by their nature subjective, and the goal of 
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formal sample size planning should be to ensure that researchers or funders have enough 

information to make informed decisions about whether and how to run experiments, not 

necessarily to attempt to select the “correct” sample size. 

Finally, researchers may justifiably decide to perform research that is likely to have 

less that typical goal levels of power or which is likely to produce imprecise estimates of an 

effect. However, in these cases it becomes acutely important to ensure that the data will be 

available to future researchers and meta-analysts regardless of the outcome of statistical 

tests. Access to non-significant results may be essential for the accurate estimation of effect 

sizes through meta-analysis (Anderson et al., 2017), and may help other researchers design 

their experiments efficiently. Thankfully, newly developed tools such as pre-print servers 

like psyarxiv.com or data-repositories like figshare (figshare.com) and the Open Science 

Framework (osf.io), are now available. These services mean it is now possible for 

researchers to make their data and the results of analyses both available and discoverable 

outside of the traditional publication system. 
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 – Conclusion 
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10.1 Introduction 
The research that makes up this dissertation began after a previous research project 

in which I looked at statistical power analysis in clinical psychology, and found that power 

analyses were rarely reported, that the great majority of published studies that reported 

power analyses did not provide enough information for them to be properly interpreted, 

and that reported power analyses often appeared to have no relation to the statistical tests 

that were actually performed (Singleton Thorn & Dudgeon, 2018, April 11). This left me with 

a major question: how could something that is so clearly of interest to researchers who use 

NHST to analyse their results – planning studies such that they are likely to produce 

statistically significant results if the hypothesised effect was in fact present – be so often 

neglected and so often poorly performed?  

In order to understand this issue, there were several major questions to answer. 

Firstly, (a) what is the average level of statistical power of psychology? If the statistical 

power of psychology is adequate (on average), and studies are routinely reaching statistical 

significance when there is a true effect, then the neglect of power analysis would be 

unsurprising – why bother if studies are usually adequately powered without using formal 

sample size planning.  

Secondly, (b) if the average statistical power of psychology is low, is this value 

changing over time? If the average statistical power of psychology is increasing over time, 

then perhaps previous efforts and methodological changes are impacting research practice 

and it is just a matter of time until effective sample size planning is routinely integrated into 

research planning practices.  

Thirdly, (c) what are the implications of low statistical power and reporting biases on 

the published literature? If the impacts of low statistical power (and publication bias) on 

effect sizes in the published literature are minor, then neglecting power analysis is only a 

serious issue for individual researchers who may be wasting their time and resources, and 

there is little reason to worry about impacts on the behavioural sciences research literature 

as a whole. 

Fourthly, (d) if statistical power is low, and if it does not appear to be improving, why 

is this the case and why have previous efforts to improve statistical practices failed to 
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improve statistical power? Answering these questions may help us to develop more 

effective solutions to the issue of low statistical power, and help us to assess why previous 

reform efforts have been unsuccessful. 

Finally, (e) if previous efforts to improve the average level of statistical power of 

psychology research have not been successful, what are the potential pathways forward? 

What can we, as researchers and methodologists, do to reduce the impact of low statistical 

power and reporting biases? 

10.2 What is the average level of statistical power of psychology and has this value 
changed over time? 

Two studies in this dissertation, Chapter 5 and Chapter 6, address questions (a) and 

(b), what is the average statistical power of psychology research and has this value changed 

over time. In order to estimate the average statistical power of psychology research at 

Cohen’s standardized effect size benchmarks and to show how statistical power has 

changed over time Chapter 5 presents a systematic review and meta-analysis of the 46 

power surveys published from 1932-2014 which estimated the average statistical power of 

bodies of psychology research. The results of this meta-analysis suggest that the average 

statistical power of behavioural science research over this time period was .23 (95% CIs [.17, 

.29]) for ‘small’ effects, .62 (95% CIs [.54, .70]) for ‘medium’ effects and .80 (95% CIs [.68, 

.92]) for ‘large’ effects, and that the average power of psychology remained remarkably 

consistent across time at these benchmarks. 

Importantly, the question of whether statistical power has changed over time is not 

answered with an examination of whether statistical power has remained stable at fixed 

effect size benchmarks, as Chapter 5 suggests. If effect sizes are changing over time (e.g., if 

more reliable measures are being used, or if researchers tend to study subtler effects), then 

the average power of psychology would also be changing over time even if estimated power 

based on fixed effect size benchmarks remained stable. In order to examine whether 

average effect sizes in psychological research have changed over time, Chapter 6 uses 

multilevel mixed effects meta-regression to examine a database of over 130,000 effect size 

estimates from over 9,000 articles published in 5 APA journals from 1985 to 2013 (Nuijten et 

al., 2015). The results suggest that the average effect size reported in published 

psychological research is decreasing over time by approximately -0.004 (95% CI [-0.005, -
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0.004]) Fisher Z transformed correlation coefficient units per year. This represents a small 

but substantial estimated change of r = -0.10 from 1985 to 2013. However, attempts to 

isolate effects that were likely to be “focal analyses” gave conflicting results, showing an 

estimated yearly change varying from -.003 Fisher Z transformed units per year (when 

examining just the first reported statistical test from each examined article) to increasing by 

.002 (when examining the largest effect in each paper). The results of Chapter 6 suggest that 

there has been a small decrease in the average effect size reported in psychology research 

over time, although whether this decrease is reflective of a decrease in the size of the focal 

or main effects under study in psychology remains an open question. Together, the finding 

in Chapter 5 that average statistical power at fixed benchmarks has remained stable over 

time and Chapter 6’s finding that effect sizes have remained approximately stable or gotten 

slightly smaller over time suggest that the average statistical power of statistical tests 

reported in psychology have remained stable or even decreased over time, although future 

research is required to answer this question definitively. 

Box 10-1. What is the average level of statistical power of psychology research? 

What is the average statistical power of psychology research? 

Taking estimates from the meta-analysis presented in Chapter 5, the average power of 

psychology research to detect Cohen’s effect size benchmarks appears to be .23 (95% CIs 

[.17, .29]) for ‘small’ effects, .62 (95% CIs [.54, .70]) for ‘medium’ effects and .80 (95% CIs 

[.68, .92]) for ‘large’ effects. 

 

  



256 

Box 10-2. Has the average statistical power of psychology research changed over time? 

Has the average statistical power of psychology research changed over time? 

Looking at the estimated change in statistical power at Cohen’s ‘medium’ effect size 

benchmark from the meta-analysis presented in Chapter 5, the average statistical power of 

psychology appears to have changed by as little as -.002 (95% CI [-.033, .030]) per decade. 

The results of Chapter 6 suggest that the average effect size reported in psychology articles 

has decreased slightly over time by an amount equivalent to a change of r = -0.10 from 1985 

to 2013. Together these results suggest that the average statistical power of statistical tests 

reported in the psychology literature may have decreased slightly, although whether these 

results are reflective of a decrease in the statistical power of the focal tests of studies in the 

psychology literature remains an open question. 

 

10.3 What is the impact of publication bias and low power on effect sizes in the 
published literature?  

An important question when looking at low power and reporting biases in 

psychology is how severe the impacts of these issues are. If statistical power is, on average, 

low but there is little evidence of the large negative impacts on research literatures, then 

perhaps current practices are only negatively impacting individual researchers who are 

wasting research effort and resources. This is a difficult question to address, as direct 

replication is rare in psychology, with as little as 2% of published articles reporting direct 

replications (Makel et al., 2012), and as it seems safe to assume that publication bias also 

impacts replication studies.  

Chapter 8 brings together all of the large-scale replication projects that have been 

published in the behavioural sciences research literature. These projects provide a rare 

resource, a sample of original studies with matched replication attempts that are known to 

be accessible regardless of their results (i.e., where replications are known to be accessible 

without reference to the statistical significance or other results dependent characteristics of 

the replication studies). Using a multilevel meta-analytic approach to analyse this dataset 

(treating each pair of studies as a single ‘experiment’ in the meta-analytic sense), this 

chapter estimates that effect sizes in direct replication attempts are, on average, smaller by 

approximately a third (specifically by r = 0.14, 95% CI [0.07, 0.2]), with a large amount of 
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heterogeneity in the amount of effect size decrease across different replication projects and 

replication targets. I also estimated the amount of effect size decrease expected conditional 

on effect sizes being non-null, using a Bayesian mixture model to account for the presence 

of false positives among the replicated studies that would otherwise exaggerate the amount 

of effect size inflation. This analysis suggests that there was still a noticeable decrease in 

effect sizes when conditioning on the effect under study being non-null, with an estimated 

decrease in effect sizes of 20% (95% HPDI [11%, 28%]).  

Although a larger representative sample of direct replications of studies from the 

behavioural sciences literature would be required for more precise and generalisable 

estimates to be developed, these preliminary results suggest that effect sizes in direct 

replications are, on average, notably smaller than reported effects, and that this is the case 

even when accounting for the presence of null results. Importantly, this study cannot 

distinguish between effect size deflation caused by issues such as low statistical power and 

publication or other reporting biases and that caused by changes in the effect size under 

study caused by deviations from the original protocol or other “hidden-moderators” (Van 

Bavel, Mende-Siedlecki, Brady, & Reinero, 2016). However, when taken alongside other 

evidence of the prevalence of QRPs, low power and reporting biases (Agnoli et al., 2017; 

Matthes et al., 2015; see Chapter 3 for a summary), it seems reasonable to conclude that 

these factors are likely responsible for some proportion of the effect size decrease seen in 

direct replications.  
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Box 10-3. What is the impact of publication bias and low power on effect sizes in the 

published literature? 

What is the impact of publication bias and low power on effect sizes in the published 

literature? 

Looking at the results of the multilevel meta-analytic model presented in Chapter 8, effect 

sizes in direct replication attempts were, on average, smaller by approximately a third 

(specifically by r = 0.14, 95% CI [0.07, 0.2]), with a large amount of heterogeneity in the 

amount of effect size decrease across different replication projects and replication targets. 

Even when conditioning on the effect sizes under study being non-null, the estimated 

decrease is 20% (95% HPDI [11%, 28]) according to the results of the Bayesian mixture 

model. In interpreting these results, it is important to keep in mind that the degree to which 

these decreases can be ascribed to the impact of publication bias and low average statistical 

power – as compared to the effect of hidden moderators or other accidental deviations 

from the original protocol – remains an open question.  

10.4 Why is the average statistical power of psychology research low and why have 
previous reform efforts not increased the average statistical power of psychology 
research?  

The finding that statistical power is lower than typical goal levels at the small and 

medium effect size benchmarks and that it has remained so since at least the 1960s raises a 

clear question: why have previous efforts to increase statistical power been ineffective? 

Starting with the emergence of the most common approach to statistical analysis in 

psychology, statistical power was often ignored (see Chapter 2; Cohen, 1962). Part of the 

reason for this may have been the fact that current practices emerged out of distinct 

approaches to statistical analysis (as outlined in Chapter 2), and part of the reason may have 

been the neglect of statistical power analysis in statistics education and textbooks (Finch, 

Cumming, & Thomason, 2001a; Huberty, 1993). However, these historical facts do not 

appear to explain why the average statistical power of this body of research did not improve 

after this issue started to become a major topic of discussion in the behavioural sciences 

literature from the 1960s (see Chapter 4 for an overview of the large literature that 

discusses statistical power in psychology). 
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In order to begin to investigate this issue, Chapter 7 outlines a survey of 147 

psychology researchers performed at the Association for Psychological Sciences’ 2018 

Convention in order to investigate how psychologists plan their research. Perhaps the main 

take away of this study is the finding that although just 5% of researchers reported that 

statistical power was unimportant for their research purposes, they reported using a power 

analysis in less than half of their studies, and that the results of these analyses were rarely 

the main determinate of the sample sizes they used in their research. Those surveyed 

reported that issues such as budget and researcher time routinely restricted the amount of 

data collected, and that these issues usually acted as the primary determinant of sample 

size decisions as opposed to statistical concerns.  

It is also noteworthy that few of the surveyed researchers (just 5%) reported having 

extensive education in formal sample size planning, pointing to a clear area for 

improvement in psychology education. This finding is supported by the examination of 

reported sample size planning in recent issues of the journal Psychological Science 

presented in Chapter 9, where the range of reported sample size planning approaches was 

extremely limited (only power analyses were reported, and few authors reported 

attempting to account for the impact of publication bias in the effect size estimates that 

they used). If people do not have sufficient education in formal sample size planning 

techniques, it is unsurprising that they do not always report power analyses – they may not 

know how to calculate power for the analyses they use.  
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Box 10-4. Why is the average statistical power of psychology research low and why have 

previous reform efforts not increased the average statistical power of psychology research? 

  

  

Why is the average statistical power of psychology research low and why have 

previous reform efforts not increased the average statistical power of psychology 

research?  

The survey of psychology researchers presented in Chapter 7 found that:  

• Just 5% of respondents reported that power was not important for their 

research purposes. 

• Researchers reported that practical constraints often acted to limit the sample 

sizes they include in their research, reporting that the cost of data collection, 

limited researcher time, and limited access to populations of interest often 

acted as a limiting factor on the amount of data they collect.  

• Researchers reported that the statistical analyses that were going to be 

performed to analyse their results were not known in an average of 50% of their 

studies, making accurate formal sample size planning impossible. 

• Just 5% of researchers reported having “extensive” education in formal sample 

size planning, and 42% reported that they were never taught formal sample size 

planning during their graduate and undergraduate education.  
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10.5 How can we reduce or avoid the negative impacts of low statistical power? 
There appears to have been little to no change in the average power of psychology 

research at Cohen’s benchmarks from 1962 to 2014 (see Chapter 5 and Chapter 6), despite 

over 50 years of methodologists pointing to the low average power of psychological 

research as a major issue and the rapid proliferation of tools designed to make power 

analysis easy for researchers (see Chapter 4). This finding is perhaps understandable given 

the fact that researchers report not having extensive education in power analysis and that 

practical barriers from budgetary concerns, hard to reach populations, through to 

participants’ limited attention spans are often the primary drivers of their sample size 

decisions (Chapter 7). It may often be difficult if not impossible for researchers in many 

areas of research to ensure that their experiments have a high level of statistical power to 

detect likely effect sizes. Given the norms, expectations and standards around sample sizes, 

budgets and the likelihood of publication of any individual study in psychology research, this 

puts many individual researchers in a difficult position. Either they perform and publish 

fewer studies, avoid certain areas of research (e.g., research in difficult to reach or minority 

populations), or they perform studies which are unlikely to lead to significant results 

without employing questionable research practices. 

10.5.2 Follow best practice suggestions 
There are three main recommendations on how we could reduce the negative 

impact of low statistical power and reporting biases that have been made throughout the 

past half century plus of literature that bare repeating here, namely for individual 

researchers to make formal sample size planning a routine part of experimental design, 

improving education around the use of these tools, and ensuring that statistical significance 

is not used as an effective requirement for publication by editors and reviewers (e.g., 

Cohen, 1973; Finch, Cumming, & Thomason, 2001b; Szucs & Ioannidis, 2017b).  

Firstly, researchers should ensure that the sample sizes they aim to recruit are 

adequate for their research goals using formal sample size planning tools like power 

analysis. Even in cases when the upper limit of achievable sample sizes is fixed, performing 

formal sample size planning helps researchers ensure that they are making informed 

decisions about how they spend their limited resources.  
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Secondly, in order for researchers to know how many participants they should aim to 

recruit, they need to be able to develop a reasonable effect size estimate and use sample 

size planning that is appropriate for their particular research goals (e.g., planning for 

estimate precision and accuracy using an AIPE approach, planning for statistically significant 

results using power analysis, or the Bayesian alternatives). One surprising finding of this 

dissertation is how uncommon it is for authors to report any sort of formal sample size 

planning outside of a power analysis. In so far as researchers have goals outside of reaching 

statistical significance, it seems to be in the best interest of researchers to plan their 

research to optimise for these outcomes. Using approaches to sample size planning like 

accuracy in parameter estimation (Maxwell, Kelley, & Rausch, 2007) or an assurance 

approach (O'Hagan, Stevens, & Campbell, 2005) can be effective in helping researchers plan 

their studies for success (and, importantly, allow them to define ‘success’). It’s clear that 

these tools are not being extensively taught (see Chapter 6) or used (see Chapter 10), and 

that improved education could play a role in ensuring that researchers are capable of using 

these tools to plan their research. 

Thirdly, editors and reviewers can decrease the impact of publication bias by not 

considering the statistical significance of results in their assessment of a paper for 

publication. This should simultaneously reduce researchers’ incentives to engage in QRPs to 

produce significant results (Heino, Fried, & LeBel, 2017; Smaldino & McElreath, 2016), and 

help to ensure that future meta-analysis can accurately estimate effect sizes from bodies of 

underpowered research (Chalmers et al., 1987; Rosenthal, 1979).  

While the recommendations made above bare repeating, they have been the main 

suggested remedies for the low average power of psychological research for over half a 

century (e.g., Cohen, 1962; Good, 1976; D. A. Grayson, 1998; Hedges, 1992; Mahoney, 1977; 

Spiegelhalter, Freedman, & Mahesh, 1994), and appear to have been ineffective so far. 

Given their apparent lack of impact, it seems reasonable to argue that broader changes to 

the way that we perform and report research may be necessary to adequately address the 

issues of low statistical power and reporting biases.  

10.5.3 Change incentive structures to reward quality not quantity  
An obvious way of reducing the resource burden that researchers face and allowing 

them to conduct larger, more methodologically sound, experiments is simply to reduce the 
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amount of research publications that researchers are expected to produce. The fewer 

publications researchers are expected to produce (assuming that the amount of resources 

they have access to remains constant) the more resources they should have to devote to 

any individual research product. One way of beginning to do this is to stop using any metric 

that positively weighs the number of publications a researcher has produced in grant, hiring, 

and promotion decisions, and to instead attempt to focus on the quality of research output 

as much as is possible (Smaldino & McElreath, 2016).  

A practically feasible way of beginning to do this is for research organisations and 

funders to use an n-best system for hiring, grants or promotion evaluations. In an n-best 

system, researchers are encouraged to supply a certain number (n) of research products 

(e.g., preprints, R packages, papers, etc.) to demonstrate their ability as researchers as 

opposed to a full bibliography (Michael, 2019, August 28). The goal of this approach is to 

ensure that decision makers on search committees or grant agencies read and judge the 

quality of the provided research products, as opposed to relying on the quantity of 

submissions or on superficial markers of quality such as peer review and journal of 

publication. If broadly implemented, this could help researchers focus on producing a 

smaller number of extremely high-quality research products, as opposed to having to 

stretch their resources to produce a larger number of publishable papers.  

10.5.4 Move towards a more collaborative model of research production 
Another way of achieving this same goal is to move towards a more collaborative 

model of research production, allowing researchers to pool their resources and expertise. 

Recent large scale collaborative projects such as the Many Labs projects (Ebersole et al., 

2016; R. Klein et al., 2014; R. A. Klein et al., 2018), the Psychological Science Accelerator 

(Moshontz et al., 2018), and the Many Babies project (Frank et al., 2017) provide a 

successful model for this type of move. In these projects multiple labs distributed across 

multiple nations have used the same research protocol across independent samples. In 

areas of psychology research where precisely estimating relationships is important, where 

we need to distinguish between theoretical models that make similar predictions, or where 

participant recruitment is difficult, these types of efforts may be necessary to produce 

sufficiently high powered studies and adequately precise parameter estimates (Frank et al., 

2017).  
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To support this move, we need to ensure that the way that credit from collaborative 

research projects is ascribed incentivises this type of research. Engaging in these large-scale 

research projects creates huge logistical burdens for those that run these projects and the 

authorship lists of these projects often extend into the dozens. One way of helping to 

ensure that credit is appropriately ascribed would be to move from an authorship to a 

contributorship model of research attribution. In a contributorship model of research 

attribution, the roles that people played in the development, writing, data collection and 

analysis on any given research product are explicitly acknowledged as opposed to each 

contributor simply being included on the author list (or not included at all). Many journals 

are already partially implementing this recommendation by requiring researchers to report 

author contributions (e.g., Simons, 2018). Such a move supports these sorts of large 

collaborative research projects by making it easier for those involved to receive credit 

commensurate with the role that they played. 

10.5.5 Incentivise Replication 
One way of mitigating the negative impact of low power and publication bias is to 

increase the number of close replications that are performed and ensure that these types of 

studies are discoverable to meta-analysts and researchers. Although the performance and 

publication of direct replications would not prevent effect sizes in novel studies from being 

inflated, it would ensure that initial false positive findings and inflated effect size estimates 

can be corrected as replications are conducted (Chambers, 2018). Currently, direct 

replications are rarely reported. A recent analysis of more than 100 years of psychology 

research articles estimated that less than 2% of articles reported direct replications of 

previous studies (Makel, Plucker, & Hegarty, 2012).  

One mechanism by which journals could help incentivise the performance and 

publication of direct replications would be to embrace the “pottery barn rule” (“if you 

publish it you buy it”; Srivastava, 2012),  in which a journal’s editorial board agrees to accept 

and publish direct or close replications of studies that they have previously published as 

long as the replication study is methodologically sound. Several journals (e.g., Psychological 

Science, Sexual Abuse, and Royal Society Open Access) have already endorsed this rule 

(Chambers, 2018; Lindsay, 2017; Seto, 2019). In fact, the Royal Society Open Access has said 

that it will publish close or direct replications of “any study that has been published within 
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the Psychology and Cognitive Neuroscience section of the journal” as well as close or direct 

replications of any papers published in of a list of 30 other behavioural sciences journals – 

including all journals published by the American Psychological Association, the Association 

for Psychological Science, and the British Psychological Society (Royal Society Open Science, 

2019).  

10.5.6 Results blind review 
A simple mechanism with which to ensure that the results of experiments do not 

influence publication decisions is to review manuscripts for publication without including 

the results (Armstrong, 1997; Chambers, 2018; R. G. Newcombe, 1987). In a typical 

implementation of this publication model, the traditional publication process is replaced by 

a two-step process (Locascio, 2017). At the first step, the introduction, methods and analysis 

plan are submitted, reviewed and an initial publication decision is made. If a positive 

publication decision is made, the full paper is then submitted with completed results and 

discussion sections, and is guaranteed to be published as long as the analysis section has 

been followed and that the editor and reviewers judge that the authors’ conclusions are 

reasonable given the data (Royal Society Open Science, 2019). The journal Royal Society 

Open Science recently implemented this publication format for direct replications of 

previous studies (Royal Society Open Science, 2019). This format does not necessarily 

reduce the impact of other reporting biases (e.g., QRPs such as p-hacking and HARKing), but 

does prevent publication bias from impacting publication decisions at the initial review 

stage, and should mitigate some of the issues that incentivise engaging in QRPs. 

10.5.7 Make use of recent methodological developments 
Although these larger structural changes are unlikely to be implemented broadly 

enough in the near future to radically change the incentive structures that researchers face 

when planning their research, there are three recent methodological initiatives that appear 

to be gaining traction in the psychological literature (Nosek et al., 2018), and that have the 

potential to lessen the impact of low statistical power, publication bias, and selective 

reporting on research literatures. These initiatives are (a) preregistration, (b) pre-prints and 

data repositories, and (c) the registered reports publication format (Killeen et al., 2014; 

Nosek & Lakens, 2014).  
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The first of these methodological initiatives is preregistration. Preregistering 

statistical testing procedures and inferential criteria can act to avoid the negative impact of 

low power through two mechanisms. Firstly, preregistration helps to ensure that analyses 

are made available regardless of their results by making planned analyses discoverable 

regardless of their outcome. Secondly, preregistration helps ensure that unplanned analyses 

are accurately marked as exploratory and can therefore be interpreted as such. Although 

preregistration may not prevent researchers from failing to publish non-significant results or 

make journals accept these results, it makes selective reporting and many QRPs more 

discoverable – not just to the readers of a paper, but also to the researchers themselves.  

The second recent effort that may be able to play an important role in decreasing 

the effect of publication and reporting biases on the behavioural sciences research 

literature is the development and popularisation in psychological science of preprint servers 

like PsyArXiv (psyarxiv.com) and the use of open data repositories like the Open Science 

Framework (OSF.io) and figshare (figshare.com). Imprecise estimates, inconclusive evidence, 

or even messy or seemingly uninterpretable results may form essential parts of others’ 

research. Preprint servers and data repositories make it possible for researchers to ensure 

that these types of results are available and discoverable to other researchers. At the 

moment, the use of pre-print servers comes with little cost and increasingly has potential 

benefits, with most major publishers stating that the posting of pre-prints doesn’t impact 

publication chances (e.g., Maggio, Artino Jr, & Driessen, 2018; Verma, 2017), and citations of 

pre-prints beginning to count towards established career metrics (e.g., Google scholar 

citation counts). The use of data repositories is less costly still, sometimes even being 

actively incentivised by publications (e.g., Kidwell et al., 2016). In order to ensure that 

researchers are rewarded for using these resources, it is important that pre-prints and data 

repositories are accepted as important scientific output alongside traditional publications by 

research funders and employers. 

The third recent effort to avoid selective reporting and publication bias is the 

establishment of registered reports as a publication format (Nosek & Lakens, 2014). This 

publication format is similar to that of results-blind review except in that registered reports 

are submitted to journals before data collection, usually with a written introduction, 

methods section (including specific preregistered analysis plans) and sometimes pilot data. 
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The planned research is then reviewed and assessed for publication with a focus on the a 

priori importance of the research question and the quality of the methods and analysis. 

Reviewers and editors can then suggest improvements and changes, before the document is 

given in principle acceptance. Authors then submit the finalized manuscript including the 

finished Results and Discussion section, reviewers assess whether the pre-registered 

procedures and analysis were followed, and the paper is published irrespective of the 

results. Preliminary evidence from an investigation of the citation rate and amount of 

discussion (e.g., as measured by twitter and Facebook engagements) of the first few years of 

registered reports suggests that these types of articles are at least as well cited and 

discussed as similar non-registered articles, despite the higher proportion of negative 

findings in this body of research (Hummer, Singleton Thorn, Nosek, & Errington, 2019). 
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Box 10-5. What can we do to reduce the impact of low statistical power and reporting 

biases? Recommendations for individual researchers.  

What can individual researchers do to reduce the impact of low statistical power and 

reporting biases? 

• Use formal sample size planning tools during the design phase of research to help 

inform the sample sizes you include in your research 

• Use formal sample size planning tools to help ensure that you are making informed 

decisions about which research to prioritise and perform (or not perform) 

• When using these tools, make sure that you are planning your research to achieve the 

goals that you have of your research (i.e., if you’re interested in precisely estimating a 

parameter, don’t plan your study using a power analysis, instead consider using an 

accuracy in parameter estimation approach or a Bayesian equivalent) 

• When using formal sample size planning tools, account for sampling variability in the 

effect size estimates that you use (or use methods that do not require estimation of the 

population effect size such as planning research for a smallest effect size of interest 

[SESOI]) to avoid your research having, on average, a lower level of power / less 

precision than desired 

• If you are planning your research based on effect sizes from the published literature, 

make sure to account for the effect of publication bias on effect size estimates that you 

use in formal sample size planning (or, again, use methods that do not require 

estimation of the population effect size) to avoid your research having, on average, a 

lower level of power / less precision than desired 

• Preregister research and analysis plans comprehensively to avoid questionable research 

practices, especially when there is a concern that a particular research product might be 

underpowered and there may be strong incentives to engage in such practices 

• If possible, make use of the registered report publication model to help avoid reporting 

biases entirely 

• Use preprint servers and data repositories to help ensure that your research and data is 

available and discoverable to meta-analysts and other researchers without having to go 

through the typical publication system 
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Box 10-6. What can we do to reduce the impact of low statistical power and reporting 

biases? Recommendations for research culture change. 

 

What changes to research cultures could help to reduce the impact of low statistical 

power and reporting biases? 

• Change the quantity/quality equation by reducing the number of papers that 

researchers are expected to produce 

o Avoid using any career metrics that value number of publications in hiring, 

promotion or granting decisions  

o One possible mechanism through which to begin to do so would be for hiring, 

promotion and granting bodies to use an n-best system instead of requiring a full 

bibliography of research publications 

• Embrace a collaborative model of research production, allowing researchers to pool 

their resources and expertise 

o Recent large scale collaborative projects such as the Many Labs projects (Ebersole 

et al., 2016; R. Klein et al., 2014; R. A. Klein et al., 2018), the Psychological Science 

Accelerator (Moshontz et al., 2018), and the Many Babies project (Frank et al., 

2017) provide a successful model of this type of research 

o Using a contributorship model of research attribution may help support this type of 

research by allowing researchers to obtain recognition for the specific role that 

they played in the development, writing, data collection and/or analysis of a given 

research product 

• Incentivise replication to facilitate error detection  

o One possible mechanism to help do so would be for journals to embrace the 

“pottery barn rule” in which a journal’s editorial board agrees to accept and publish 

direct or close replications of studies that they have previously published as long as 

the replication is methodologically sound 

• Subvert publication bias 

o Editors and reviewers should endeavour to value inconclusive evidence as a 

valuable part of the scientific record 

o One possible mechanism to avoid publication bias would be to routinely blind 

editors and reviewers to the results of experiments before a publication decision is 

made 

o Another way of achieving the same end is to make use of the registered reports 

publication format 
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10.5.6 Dealing with the current situation 
These recent methodological developments have quickly led to dramatic changes in 

scientific research and publication practices (Hummer et al., 2019; Nosek et al., 2018). 

Registered reports have been introduced at over 217 journals (as of December, 2019; 

Center for Open Science, 2019, December 24). Preprint servers are quickly being broadly 

adopted by research psychologists (Laine et al., 2007; Narock & Goldstein, 2019). 

Preregistration is becoming increasingly common among published research papers (Nosek 

et al., 2019). However, extremely large sample studies, comprehensively pre-registered 

papers, registered reports and pre-prints are likely to make up a small minority of research 

for the foreseeable future, and none of these advances totally subvert all of the issues 

associated with underpowered research and publication bias. Unless these efforts become 

more common and broader structural changes to the way that psychological research is 

incentivised and performed are made, the best practice suggestions for researchers should 

be to (a) read the literature with full knowledge that reported effect sizes are likely to be 

upwardly biased, (b) to attempt to mitigate these issues when planning our own research by 

adjusting our effect size expectations downward, and (c) to ensure that the data and results 

we produce are made available regardless of the statistical significance of our results or 

other outcome dependent data characteristics. 
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Appendix 1 – Effect sizes for Planning and Interpreting Research: Definitions and a 
Review of Empirical Effect Size Benchmarks 

Abstract: This supplementary chapter presents a literature review of effect size surveys 

(studies which have systematically extracted effect sizes from bodies of published research) 

in the behavioral sciences research literature. In order to be able to understand and make 

use of units-free effect sizes (e.g., Cohen’s d, correlation coefficients or η2) for the purpose 

of power analyses, reading, or communicating research, researchers need to know what 

these effect sizes describe and have a sense of what effect size magnitudes are typically 

seen in a given area of research. In order to facilitate the interpretation of effect sizes in 

psychological research, this supplemental chapter brings together these previous efforts to 

provide empirical effect size benchmarks for the behavioral sciences research literature and 

presents their results alongside common language effect size descriptions, and estimators 

for each effect size. 
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Introduction 

Over the last 30 years an increased focus has been placed on the reporting and 

interpretation of effect sizes as an important part of the development of a cumulative and 

interpretable research literature (e.g., Cumming, 2013; Hedges, 1981; Kruschke & Liddell, 

2017b; Wilkinson, 1999). The magnitude of effects can be expressed in unit-free or unit-

dependent effect sizes. Unit-dependent effect sizes (e.g., mean differences) are presented 

in the units of the measured variable, and may be particularly useful when the units of 

analysis are directly interpretable (e.g., income, IQ scores, measures of height or weight). 

Units-free effect sizes (e.g., Cohen’s d for mean differences or R2) can be useful for 

facilitating understanding when the units of measurement are not themselves interpretable 

(e.g., a newly developed measure), are essential for meta-analysis, and can aide in formal 

sample size determination. This appendix describes the results of a review of previous 

efforts to survey the effect sizes reported in various bodies of behavioural sciences research. 

These results are presented alongside common language descriptions of each effect size 

measure, estimators, and advice on the appropriate effect sizes to use when planning 

research. 

In order to be able to understand and make use of standardized effect sizes for 

power analysis, researchers need to have some understanding of the details of how they are 

calculated, know what quantities effect sizes describe, and understand how to interpret the 

effect sizes they see in the context of those typically seen in a given area of research. There 

are many texts which show how to calculate these standardized effect sizes (e.g., Lakens 

2013, Cohen 1988), but relatively few which have attempted to give guidance on what could 

reasonably be classified as a small or a large effect. Part of the reason for the relative 

scarcity of advice on how to interpret effect sizes is that that the meaning and importance 

of a given standardized effect size is highly context dependent. To reuse an example from 

Chapter 4, if someone is studying a treatment for a common and deadly disease, an effect 

equivalent to an ηp
2 of .01 may represent an effect that could save hundreds of thousands 

of lives. If someone is studying, for example, self-reported agreeableness, it is unlikely that 

an intervention that has an effect of ηp
2 of .01 would be of great note. For this reason, 

attempting to provide universally applicable benchmarks on what a “small”, “medium” or 

“large” is foolhardy if not impossible.  
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Despite the issues inherent in suggesting that any particular effect size benchmarks 

should be widely employed, there is a clear need for effect size guidance aimed at practicing 

researchers and research students. Having an accurate sense of the magnitudes of the 

effects seen in an area of research is helpful not just in allowing researchers to interpret the 

relative importance of observed effects, but also in allowing them to effectively plan future 

research. In so far as current standards for classifying the importance and relative 

magnitude of observed effects exist, researchers and research consumers appear to have 

largely relied upon the standardised effect size benchmarks given by Cohen (1962, 1988; cf 

Thompson 2007). However, the practice of using these standardized benchmarks as the 

main basis for the interpretation of observed effects or for use in a power analysis has been 

argued against since their proposal (Cohen, 1988). In order to help researchers and research 

consumers avoid relying on these benchmark values a number of papers, 15 identified in the 

current study, have been published developing “empirical effect size benchmarks”, 

benchmarks developed by examining bodies of research and extracting reported effect 

sizes. This chapter collects these studies together and presents them alongside common 

language explanations of the quantities they estimate, estimators for each of the included 

effect size metrics, and a brief discussion of how widely applicable these benchmark values 

are.  

“The definitions are arbitrary, such qualitative concepts as "large" are sometimes 

understood as absolute, sometimes as relative; and thus they run a risk of being 

misunderstood.” 

Cohen (1988, p. 12) 
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Table A-1. Effect size benchmarks following Cohen (1977, 1988, 1992) 

Effect size Small  Medium  Large 

d .2 .5 .8 
r .1 .3 .5 

w () .1 .3 .5 

OR a 1.49 3.45 9 
F .1 .25 .4 
f 2  .02 .15 .35 
𝜂𝑝

2 b .0099 .0588 .1379 

R2 .02 .13 .26 

Notes: Cohen (1962) used slightly different estimates for small and large benchmarks (e.g., 

for t tests for mean differences small was a d of .25 and large a d of 1) although the medium 

benchmarks have remained the same. a Converted from Cohen’s benchmarks for w. b 

Transformed from Cohen’s benchmarks for f.  

Methods 

Review protocol 

In order to identify articles which have extracted effect size benchmarks from bodies 

of literature a snowballing sampling method was used. This sampling method used targeted 

literature searches to identify an initial sample, and then all articles which either cite or are 

cited by the original article were screened to achieve good coverage of this small research 

literature. Psychinfo was searched through the Ovid interface for “Effect size 

benchmarks.mp.” (“.mp.” searches for matches in the title, abstract, heading word, table of 

contents and key concepts), identifying 15 articles. Web of Knowledge was searched for “SU 

= Psychology AND TI = effect size benchmarks” (i.e., subject area “psychology”, and titles 

including ‘effect’ ‘size’ and ‘benchmarks’), identifying 5 articles. Additional searches for 

“average effect size” and “effect size benchmarks” in Google Scholar identified a further 6 

articles. Hand searches of the reference lists and citing articles (identified using Web of 

Science) of all articles including identified an additional three articles. A further search of 

these three articles’ citing and cited articles did not identify any further applicable articles. 

Two articles outlining effect size benchmarks were also included from the grey literature, a 

pre-print (Lovakov & Agadullina, 2017) and a book (Hattie, 2009). After deduplication and 

full text screening, a total of 15 records were identified that provided empirical effect size 
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benchmarks for fields of research. Database searches were performed on the 11th of August, 

2018. 

Analysis and data presentation  

This chapter presents the results of this literature search grouped into three 

categories; effect sizes for mean differences (Cohen’s d, and Hedge’s g), categorical effect 

sizes (Cohen’s w), and variance explained effect sizes (r, R2, η2, ε2 and ω2). This chapter 

presents the empirical benchmarks alongside the estimators for each effect size, and a 

common language description of the estimated quantity. No aggregation is performed 

across empirical effect size benchmarks for two reasons. Firstly, as aggregation of these 

values would lead to the loss of these studies’ main value; providing an indication of the 

distribution of effect sizes in a specific sub-population. Secondly, the sampling strategies in 

the examined articles are as varied as selecting effects from social psychology textbooks to 

selecting effects reported in meta-analyses of clinical studies. This means that aggregating 

these efforts would produce estimates that are unlikely to describe any identifiable 

population. The sampling strategy used by each included effect size survey is identified 

alongside each reported result below. In the tables below, “NA” reflects a cell for which 

there is no applicable response (e.g., “number of meta-analyses included” when effects 

were not extracted from meta-analyses) and “-” indicates that a value was not reported in 

the effect size survey. 
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Results 

Effect sizes for Mean differences 

Cohen’s d is the most commonly reported effect size in the psychological literature 

(Cumming et al., 2007) and in the case of independent groups describes the mean 

difference between groups standardised by their pooled standard deviation. In other words, 

Cohen’s d describes the size of the difference between two groups divided by a pooled 

measure of the variability among individuals in each group. Cohen’s d was originally 

proposed as an measure of the size of effect in Cohen’s first power survey, and was 

explicitly developed to aide in sample size determination (Cohen, 1962). There are a number 

of estimators for the population parameter δ the difference between groups divided by the 

pooled standard deviation, 

𝑑 =
�̅�1 − �̅�2

𝑠𝑝
 

where �̅�1is the mean of sample 1, and  �̅�2is the mean of sample 2, and 𝑠𝑝 is the pooled 

standard deviation (adapted from McGrath & Meyer, 2006, p. 386). The pooled standard 

deviation is most often calculated for samples as 

𝑠𝑝 = √
∑(𝑥1 − �̅�1)2 + ∑(𝑥2 − �̅�2)2

𝑛1 + 𝑛2 − 2
 

following Cohen (1977, p. 67). Equivalently, this can be calculated as 

𝑠𝑝 = √
(𝑛1 − 1)𝑠1

2 + (𝑛2 − 1)𝑠2
2

𝑛1 + 𝑛2 − 2
 

following Hedges (1981, p. 110) 4. Here, sj
2 is the sample variance for each group. This 

estimator for Cohen’s d is consistent (that is, as the sample size increases its expectation 

increasingly accurately approximates the population parameter), but it is upwardly biased (it 

 
 
4 See Supplementary Material for Appendix 3 for a demonstration of the equivalence of 
these formulas. This is explicitly provided in the supplementary material as this appears to 
be a common point of confusion among students and researchers (e.g., Maher, Markey, and 
Ebert-May (2013) misidentifies the latter equation as the equation for Hedge’s g and 
contrasts that with the former, calling it Cohen’s d, although they are in fact equivalent.)  
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tends to overestimate the population parameter, especially when the included sample size 

is small). Hedges (1981) outlines a correction factor to produce an unbiased estimator 

𝑔 = 𝑑 × (
Γ(df/2)

√𝑑𝑓/2  Γ((df − 1)/2)
) 

where 𝑑𝑓 = 𝑛1 + 𝑛2 − 2 for an independent groups design, d is calculated as per above 

and Γ(x) is the gamma function (originally outlined in Hedges, 1981;  this version is adapted 

from Hedges & Olkin, 1985, p. 104). This correction factor is fairly complex (although 

computationally trivial on modern computers), and Hedges provides a simple approximation 

which performs well enough for most practical purposes (Hedges, 1981, p. 114). Hedge’s 

approximate bias corrected g* is calculated as 

𝑔∗ = 𝑑 (1 −
3

4(𝑑𝑓) − 1
) 

where 𝑑𝑓 = 𝑛1 + 𝑛2 − 2 for an independent groups design and d is Cohen’s d as calculated 

as above (this version adapted from Borenstein, Hedges, Higgins, & Rothstein, 2011, p. 27; 

originally from Hedges, 1981). 

Confusingly, in the literature ‘Hedge's g’ or ‘Cohen's d’ are often used 

interchangeably to refer to 𝑑, 𝑔 and 𝑔∗ (Lakens, 2013). For most practical purposes 𝑑, 𝑔 and 

𝑔∗ are virtually identical when n ⪆ 30 (i.e., they will they differ by less than 3%; Hedges, 

1981). Simple sampling variability and selective reporting are likely to cause greater 

difficulties in determining effect sizes for power analysis than the bias of the estimator that 

has been used, although Hedges’ g is the most preferred for the purposes of power analysis, 

especially if sample sizes are small, as it is unbiased. 

Benchmarks for standardized mean differences 

Cohen’s d has had the largest number of empirical effect size surveys of any of the 

effect sizes discussed in this supplementary chapter. See Table 0-2 for benchmarks 

extracted from educational interventions and Table 0-3 for benchmarks extracted from 

psychology research more broadly. Looking at Table 0-3, the median reported Cohen’s d 

values tend to be around Cohen’s “medium” estimate (.5), with median values varying from 

.38 (seen across 3498 effects from 42 meta-analyses published in 29 journals in the 

"Psychology, Social" category of Social Sciences Citation Index; Andrey & Agadullina, 2018) 

to 0.654 (extracted from some 26841 effects extracted from t tests in cognitive 
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neuroscience articles published in high impact journals from 2011 to 2014; Szuc and 

Ioannidis, 2017a). Caution should be taken in overinterpreting the results of Szucs and 

Ioannidis (2017a) as their estimates were extracted using regular expressions (similarly to 

the effect sizes extracted in Chapter 6 of this dissertation), meaning that the effects are 

likely to often not represent tests of the effects of substantive interest. In those surveys that 

examined only educational interventions the mean values range from a minimum of .23 

(examining meta-analytic outcomes of elementary school intervention studies; Hill, Bloom, 

Black, & Lipsey, 2008) to .51 (examining the results of randomised controlled trials of 

educational interventions performed in middle schools; Hill et al., 2008), and no medians 

were reported.  
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Table A-2. The mean effect size and standard deviation reported in educational studies 

Authors (year) Sampled groups 
Unit of 
Analysis 

Number 
of Effects 

Mean effect 
size (Cohen’s 
d) 

SD of 
effect sizes 

Hill et al., (2008) 

Elementary 
school 
Randomised 
controlled trials 
(RCTS) 

Effect 
sizes 389 0.33 0.48 

Hill et al., (2008) 
Middle school 
RCTs 

Effect 
sizes 36 0.51 0.49 

Hill et al., (2008) High school 
RCTs 

Effect 
sizes 43 0.27 0.33 

Hill et al., (2008) Meta-analyses 
of elementary 
school 
intervention 
studies a 

Meta-
analytic 
effect size 
estimates 32 0.23 0.21 

Hill et al., (2008) Meta-analyses 
of middle school 
intervention 
studies a 

Meta-
analytic 
effect size 
estimates 27 0.27 0.24 

Hill et al., (2008) Meta-analyses 
of high school 
intervention 
studies a 

Meta-
analytic 
effect size 
estimates 28 0.24 .15 

Hattie (2009) 

Meta-analyses 
of educational 
interventions b 

Effect 
sizes 146,626 0.4 NA 

Note: a Hill et al., did not report the total number of meta-analyses or effects included in 

their examination of effects from meta-analyses, but specified that sourced the included 

studies from Bloom, Hill, Black, and Lipsey (2008) and M. Lipsey, Bloom, Hill, and Rebeck 

Black (2007, February 6). b Hattie 2009 included 816 meta-analyses, including a total of 

52,649 articles, extracted in a non-systematic way. 
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Table A-3. Results of effect size surveys reporting Cohen’s d and examining psychology research, blank cells were not reported.  

Authors 
(year) 

Area of research Location effects sampled from n 
effects 

n meta-
analyses 

n 
articles 

Mean 
effect 

SD effect 
sizes 

25th 
Percentile 

Median 
effect 

75th 
percentile 

Cooper, & 
Findley 
(1982) 

Social psychology Results reported in social psychology 
textbooks 

14 NA 14 1.19 0.62 - - - 

Lipsey & 
Wilson 
(1993) 

Psychological 
interventions 

Meta-analytic estimates of 
psychological interventions’ effects 

302 302 NA 0.5 0.29 - 0.47 - 

Szucs, & 
Ioannidis 
(2017)a 

Cognitive 
neuroscience, 
psychology and 
psychiatry 

Statistical tests reported in cognitive 
neuroscience, psychology, psychiatry 
articles published in high impact 
journals, 2011 - 2014 

26841 NA 3801 0.938 - - 0.654 - 

Szucs, & 
Ioannidis 
(2017) a 

Cognitive 
neuroscience 

Statistical tests reported in cognitive 
neuroscience articles published in 
high impact journals, 2011 - 2014 

7888 NA 1192 - - 0.34 - 1.22 

Szucs, & 
Ioannidis 
(2017) a 

Psychology Statistical tests reported in 
psychology articles published in high 
impact journals, 2011 - 2014 

16887 NA 2261 - - 0.29 - 0.96 

Szucs, & 
Ioannidis 
(2017) a 

Psychiatry Statistical tests reported in articles 
published in high impact journals, 
2011 - 2014 

2066 NA 348 - - 0.23 - 0.91 

Qunitana 
(2017) 

Heart rate 
variability studies 

Effect sizes from meta-analyses of 
Heart Rate Variability Studies 

297 9 293 - - 0.26 0.51 0.88 

Bergmann 
et al., 
(2018) 

Language 
Acquisition 
Research 

Effects reported in articles included in 
the Meta-lab project 
(http://metalab.stanford.edu) 

NA 12 NA - - - 0.45 - 

Smith & 
Glass 
(1977)b 

Clinical 
psychology 

Effect sizes from studies of 
psychotherapy with a non-treatment 
control group published before 1977 

833 NA 375 0.68 0.67 - - - 

Andrey & 
Agadullina  
(2018) 

Social psychology Effects included in in meta-analyses 
published in 29 journals in the 
"Psychology, Social" category of Social 
Sciences Citation Index 

3498 42 1922 - - 0.15 0.38 0.69 
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Categorical effect sizes: 

Only a single study was identified that extracted categorical effect sizes from the 

behavioural sciences literature (Cooper & Findley, 1982). This study extracted an effect sizes 

in a unit that is rarely used outside of the context of power analyses; Cohen’s 𝑤. This effect 

size was proposed by Cohen (1988, 1977) for chi-squared tests for tests of frequencies or 

proportions and describes the degree to which the observed relative frequencies deviate 

from the null hypothesised relative frequenc: 

𝑤 = √∑
(𝑃1𝑖 − 𝑃0𝑖)2

𝑃0𝑖

𝑚

𝑖=1

 

Here, Poi is the null hypothesised proportion in cell i, P1i is the alternative hypothesised 

proportion in cell i, and m is the total number of cells (Cohen, 1988). This means that w is 

the sum of the deviation from the null hypotheses standardised by the size of the null 

hypothesized value. w is useful in that it scales to any number of cells, however for 2 by 2 

contingency tables more easily interpretable effect sizes are often used (e.g., odds ratios). 

This literature review only identified a single study that examined reported effect sizes for 

contingency table analyses. Cooper and Findley (1982) examined effects reported in social 

psychology textbooks found a mean 𝑤 of .26 (SD = 0.16), close to Cohen’s “medium” 𝑤 

benchmark (.3). However, as this study only examined 15 effect sizes from 15 studies 

referenced in Social Psychology textbooks, little weight should be placed on this value. 
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Effect sizes for association/variance explained:  

One of the oldest standardised effect sizes commonly used today, the Pearson 

correlation coefficient, r, measures the degree of linear association between two variables 

(Pearson, 1903): 

𝑟 =
𝑛(∑ 𝑥𝑦) − (∑ 𝑥)(∑ 𝑦)

√[𝑛 ∑ 𝑥2 −  (∑ 𝑥)2][𝑛 ∑ 𝑦
2

−(∑ 𝑦)2]

   

where x are the values of x, y are the values of y, and n is the number of pairs of scores. A 

number of papers have extracted Pearson correlations from various areas of psychological 

research, see Table 0-4 for a summary of the studies which have reported empirical 

benchmarks alongside a description of their sampled populations. The average values vary 

considerably again, with the maximum coming again from effects reported in social 

psychology textbooks (mean = .48, Cooper & Findley, 1982), and the smallest seen in meta-

analyses of social psychology (mean = .21, median = .18, Richard et al., 2003) and in effects 

reported in the first correlation table of articles published in the Journal of Applied 

Psychology and Personnel Psychology from 1980 to 2010 which found a mean of .32 and a 

median of .16 (Bosco et al., 2015). The only sample for which the mean or median was 

considerably higher than Cohen’s suggested “medium” effect (.3), is Cooper and Findley 

(1982) who examined just 23 articles described in social psychology textbooks and found a 

mean effect size of .48, a sample which is unlikely to be representative of social psychology 

overall.  
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Table A-4. Results of effect size surveys of Pearson correlation coefficients.  

Authors 
(year) 

Area of 
research 

Sampled groups n 
effects 

n meta-
analyses 

n 
articles 

Mean 
effect 

SD 
effects 

25th 
Percentile 

Median 
effect 

75th 
percentile 

Cooper, & 
Findley 
(1982) 

Social 
psychology 

Main result of articles reported in social 
psychology textbooks reporting r 

23 NA 23 0.48 0.22 - - - 

Richard, 
Bond Jr, & 
Stokes-Zoota 
(2003) 

Social 
psychology 

“Conclusions” from literature search for 
Social psychology meta-analyses 

474 322 NA 0.21 0.15 - 0.18 - 

Hemphill 
(2003) 

Clinical 
psychology 

Meta-analytic effect size estimate from 
articles included in Meyer et al., 2001 
or Lipsey & Wilson, 1993 

380 380 NA - - 0.15 - 0.35 

Paterson et 
al., (2015) 

Management 
and applied 
psychology 

Effect sizes from meta-analyses 
published in the top 30 impact factor 
management journals before 2012 

776 258 NA 0.227 0.135 - 0.2 - 

Bosco et al. 
(2015) 

Management 
and applied 
psychology 

Effects reported in the first correlation 
table of articles published in the Journal 
of Applied Psychology and Personnel 
Psychology from 1980 to 2010 

147328 816 1660 0.32 0.22 0.07 0.16 0.16 

Gignac & 
Szodorai 
(2016) 

Personality 
and Social 
psychology 

Effects of studies included in meta-
analyses of correlational studies 
published in Personality and Individual 
Differences, Psychological Bulletin, 
Journal of Research in Personality, 
Journal of Personality and Social 
Psychology, Journal of Personality, and 
Intelligence, from 1985-2015 

708 199 NA - - 0.11 0.19 0.29 
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Multivariate variance explained effect sizes 

η2 
η2 describes the proportion of variance attributable to an effect standardised by the 

total variance across the sample. It can be calculated as 

η2 =
 𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡

𝑆𝑆𝑡𝑜𝑡𝑎𝑙
 

where SSeffect is the sums of squares between groups, and SStotal is equal to the total sums of 

squares. For the purposes of power analysis, it is important to understand two other 

common effect sizes for variance explained; 𝜂𝑝
2 (partial eta squared) and 𝜂𝐺

2  (Generalised eta 

squared). 𝜂𝑝
2 partial eta describes the proportion of variance that can be attributed to a 

particular factor after excluding variance explained by other factors in the model. 𝜂𝑝
2 can be 

calculated as 

𝜂𝑝
2  =  

 𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡

𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡 +  𝑆𝑆𝑒𝑟𝑟𝑜𝑟
 

where 𝑆𝑆𝑒𝑟𝑟𝑜𝑟 is the sum of squared residuals (Levine & Hullett, 2006; equation 2). 𝜂𝑝
2 and 

η2 are equal in one-way ANOVAs as all summed and squared errors are included in the error 

term, but in multiway or repeated measures ANOVA partial eta squared will be larger as 

variance explained by the additional factors is not included in the denominator.  

 

𝜂𝑝
2 can be calculated from reported F statistics following Richardson (2011),  

𝜂𝑝
2 =

𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡𝐹

𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡𝐹 + 𝑑𝑓𝑒𝑟𝑟𝑜𝑟
 

with 𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡 being the degrees of freedom for the effect, 𝑑𝑓𝑒𝑟𝑟𝑜𝑟 the error degrees of 

freedom and 𝐹 the observed F statistic.  

As can be seen in its direct transformation from the F statistic and degrees of 

freedom, this statistic aligns directly with the significance test of a single factor in a typical 

multi-way ANOVA design. However, 𝜂𝑝
2 has been criticised in that it will lead to different 

apparent effect sizes when some factors are measured in some designs but not measured in 

another (e.g., when a covariate that accounts for some variance is included in some analyses 

but is not included in others). In these cases, an 𝜂𝑝
2  effect sizes will not be comparable with 

the 𝜂𝑝
2 calculated in another study, as variance explained by the covariate will be partialled 

out of the denominator when the measured variable is included in the model, but included 
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in the error variance when the measured variable is not included in the model (Olejnik & 

Algina, 2003).  

𝜂𝐺
2  (Generalised eta squared) was developed by Olejnik and Algina (2003) in order to 

avoid this issue. It is similar to 𝜂𝑝
2 except in that it includes the variance associated with any 

measured, non-manipulated factors in the denominator. It is calculated as  

  𝜂𝐺
2  =  

 𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡

δ ×  𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡 +  ∑ 𝑆𝑆𝑚𝑒𝑎𝑠𝑚𝑒𝑎𝑠  +  ∑ 𝑆𝑆𝑘𝑘
 

where ∑ 𝑆𝑆𝑚𝑒𝑎𝑠𝑚𝑒𝑎𝑠  sums the sums of squares of all measured factors (the unmanipulated 

factors that are included in the model, e.g., gender) and  ∑ 𝑆𝑆𝑘𝑘  sums over all the sums of 

squares for subjects or covariates (i.e., it plays the role of  𝑆𝑆𝑒𝑟𝑟𝑜𝑟  but additionally includes 

any variance from covariates included in the model) (Olejnik & Algina, 2003, equation 5). δ 

acts as an indicator variable which takes the value of 0 if the effect if interest involves 

measured factors (e.g., age or sex or interactions between measured and manipulated 

factors) or 1 if this is not the case. δ prevents 𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡 from being counted twice when the 

effect is measured not manipulated; first as 𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡 and then as part of ∑ 𝑆𝑆𝑚𝑒𝑎𝑠𝑀𝑒𝑎𝑠 . 

Deciding between 𝜂2, 𝜂𝑝
2 and 𝜂𝐺

2  

Although it has been argued that researchers should favour one over the other (e.g., 

Levine & Hullett (2006) ague for favouring 𝜂2, whereas Richardson (2011) argues that 𝜂𝑝
2 will 

be the more meaningful statistic in most cases), all effect sizes are useful in different 

scenarios. η2describes the variance attributable to a factor as a proportion of the total 

variance, 𝜂𝑝
2 describes the proportion of variance attributable to a particular factor after 

removing variance attributable to other factors in the model, and 𝜂𝐺
2  describes the 

proportion of variance explained after excluding variance attributable to all manipulated 

variables but including all non-manipulated factors. The most appropriate effect size to use 

will be determined by the goals of the researcher and their experimental design.  

To make this more concreate we can take the example of a hypothetical advertising 

company’s experiment examining the impact of an ad for chocolate and cost on “professed 

enjoyment of chocolate”. In their experiment, they used a two by two design, manipulating 

both price and whether people viewed an ad for chocolate or not. The researchers then run 

an ANOVA including sex as a factor in their analysis, finding that variance happens to be 

exactly equally partitioned among the sex, advertisement, cost and residual (see Figure 0-2 

for a geometric depiction of this example).  
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Each version of  𝜂2 tells us something different, although all provide interesting and 

useful information. η2expresses the amount of variance attributable to the advertisement 

as compared to the total variability. 𝜂𝑝
2 expresses the impact of the advertisement as a 

fraction of residual variance, i.e., excluding the variance explained by both sex and cost. 𝜂𝐺
2  

expresses the amount of variance explained as a proportion of the total variance excluding 

any variance attributable to cost, but including variance attributable to sex. 𝜂𝐺
2  may be 

appropriate as cost is manipulated factor within the experimenters control and may not be 

included as a manipulation in other experiments, whereas sex causes variance in non-

experimental and experimental settings. 

Although the generalised measure (𝜂𝐺
2 ) may be preferable for comparing effects 

across studies, and for planning studies when a previously performed manipulation will not 

be included, it is often impossible to extract the information required to calculate this value 

from published papers. Also a consideration when planning research is the fact that 𝜂2, 𝜂𝐺
2  

and 𝜂𝑝
2 are upwardly biased (Olejnik & Algina, 2003). Two other estimators have been 

proposed along with their partial and generalised equivalents, ε2 (Epsilon squared) and ω2 

(omega squared). 
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Figure A-1. A geometric explanation of the calculation of eta squared, partial eta squared 
and generalised eta squared.  
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Epsilon squared ε2   

Epsilon squared (usually called adjusted R2 in the regression context), adjusts the 

effect size downwards as the number of factors gets larger and as the sample size decreases 

in order to account 𝜂2’s upward bias. ϵ2 can be calculated as 

ϵ2 =

𝑆𝑆𝑡𝑜𝑡𝑎𝑙

(𝑁 − 1)
−

𝑆𝑆𝑒𝑟𝑟𝑜𝑟

(𝑁 − 𝐽)
𝑆𝑆𝑡𝑜𝑡𝑎𝑙

𝑁 − 1

 

following equation 4 (R. M. Carroll & Nordholm, 1975), or equivalently as 

ϵ2 =
𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡 − (𝐽 −  1)MSerror

𝑆𝑆𝑡𝑜𝑡𝑎𝑙
 

following Carroll and Nordholm (1975). Here, N equals the sample size and 𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡 is equal 

to the number of levels of the factor minus one, and MSerror is the mean squared error (or 

the within groups mean squared error). 𝜖𝑝
2 also estimates the proportion of variance 

explained after all other sources of variance included in the model have been partialled out 

and can be calculated from observed F statistics and associated degrees of freedom (Albers 

& Lakens, 2018, appendix A): 

ϵp
2 =

𝐹 − 1

𝐹 +
𝑑𝑓𝑒𝑟𝑟𝑜𝑟

𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡

 

 

Omega squared ω2  

A similar estimator is ω2 (omega squared) which is calculated as 

ω2 =
𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡 − 𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡MSerror

𝑆𝑆𝑡𝑜𝑡𝑎𝑙 + MSerror
 

where 𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡 is the sum of squares for the effect, 𝑆𝑆𝑡𝑜𝑡𝑎𝑙 is total sum of squares, and 

MSerror is the error mean squares (R. M. Carroll & Nordholm, 1975, equation 6). There is 

also a partial version of the omega estimator, 𝜔𝑝
2, which again estimates the proportion of 

variance explained by a given factor after all other sources of variance have been partialled 

out can be calculated as 

𝜔𝑝
2 =

𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡 − 𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡𝑀𝑆𝑒𝑟𝑟𝑜𝑟

𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡 + (𝑁 −  𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡)𝑀𝑆𝑒𝑟𝑟𝑜𝑟

 

following Maxwell, Camp, and Arvey (1981) equation 26. 𝜔𝑝
2 can also be calculated from 

reported F statistics using  
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𝜔𝑝
2 =

𝐹 − 1

𝐹 +
𝑑𝑓𝑒𝑟𝑟𝑜𝑟 + 1

𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡

 

(Albers & Lakens, 2018, appendix A). Olejnik and Algina also developed a generalised 𝜔𝑝
2: 

  ω𝐺
2  =  

𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡 − 𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡𝑀𝑆𝑒𝑟𝑟𝑜𝑟

δ(𝑆𝑆𝑒𝑓𝑓𝑒𝑐𝑡 − 𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡 ×  𝑀𝑆𝑚𝑒𝑎𝑠) + ∑ (𝑆𝑆𝑚𝑒𝑎𝑠𝑀𝑒𝑎𝑠 − 𝑑𝑓𝑚𝑒𝑎𝑠 + 𝑀𝑆𝑚_𝑒𝑟𝑟𝑜𝑟)  +  𝑁 ×  𝑀𝑆𝑠/𝑐𝑒𝑙𝑙𝑠
 

where N is the total number of data points in the analysis, 𝑑𝑓𝑒𝑓𝑓𝑒𝑐𝑡 degrees of freedom for 

the effect under study, 𝑑𝑓𝑚𝑒𝑎𝑠 is the degrees of freedom for all measured effects. 𝑀𝑆𝑚𝑒𝑎𝑠 is 

the error mean square for testing the effect, whereas 𝑀𝑆𝑚_𝑒𝑟𝑟𝑜𝑟 is the error mean square 

for testing the effect labelled 𝑚𝑒𝑎𝑠. 𝑀𝑆𝑠/𝑐𝑒𝑙𝑙𝑠 is equal to the sum of all 𝑀𝑆𝑚_𝑒𝑟𝑟𝑜𝑟 plus 

𝑀𝑆𝑒𝑟𝑟𝑜𝑟.  This version is adapted from Equation 7 of Olejnik and Algina (2003). 

It has been pointed out that 𝜔2 and 𝜖2 are “essentially the same in practice” as they 

only differ by 
𝑀𝑆𝑤×ω2

𝑆𝑆𝑡𝑜𝑡𝑎𝑙
, an amount that will be negligible for most practical purposes (R. M. 

Carroll & Nordholm, 1975, p. 544). Although both ω2 and ϵ2 are less biased than η2, they do 

have a higher level of variance (i.e., they have a higher mean absolute error; Levine & 

Hullett, 2006). Albers and Lakens (2018) argue that it is preferable to use  ω2 and ϵ2 for 

power analysis as they are not upwardly biased, meaning that using these measures will 

lead to better powered studies on average. 

Because power analysis software often requires the effect size of interest to be 

specified in terms of f2 or f, it’s important to know that any of the above statistics can be 

converted to 𝑓2 using the following formula (η2 can be replaced with any of the above 

estimators as appropriate; Cohen, 1988, equation 8.2.19) 

𝑓2 =
η2

1 − η2
. 

Benchmarks for measure of variance explained 

Few efforts to identify empirical benchmarks for measures of variance explained 

(beyond correlation coefficients) were found in the current literature survey, possibly 

because the estimation of these effect sizes is relatively difficult and rarely reported in the 

primary research literature (Cumming, Fidler, Kalinowski, & Lai, 2012; Cumming et al., 2007; 

Fidler et al., 2005). See Table 0-5 for all of the identified attempts to find empirical 

benchmarks for variance explained in the psychology literature. The identified effect size 

benchmarks for these effect sizes show higher mean values than Cohen estimated with his 
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“medium” or even “large” effect size benchmarks (where Cohen suggested a medium f of 

.25, equivalent to an 𝜂2 of .059), although this may be explained by the limited sampling 

frames for these studies (with the f value benchmarks coming from effects reported in social 

psychology textbooks and the  𝜂2 benchmarks coming from univariate statistical tests 

reported in Journal of Counselling Psychology from 1970 to 1979).
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Table A-5. Results of effect size surveys of variance-explained effect size benchmarks 𝜂2 and f. 

Authors 
(year) 

Area of 
research 

Sampled groups n 
Effects 

N 
articles 

Mean 
effect 
size 

SD 
effect 
size 

25th 
Percentile 

Median 
effect 
size 

75th 
percentile 

Effect 
size unit 

Haase, 
Waechter 
& 
Solomon, 
(1982) 

Clinical 
psychology 

Each univariate 
inferential statistic 
reported in the Journal 
of Counselling 
Psychology, 1970-1979 

11,044 701 0.1589 
 

0.0428 0.083 0.2682 𝜂2 

Cooper, & 
Findley 
(1982) 

Social 
psychology 

Main result of articles 
reported in social 
psychology textbooks 
reporting f (df = 1) 

113 113 0.45 0.3 - - - f (df = 1) 

Cooper, & 
Findley 
(1982) 

Social 
psychology 

Main result of articles 
reported in social 
psychology textbooks 
reporting f (df > 1) 

72 72 0.6 0.54 - - - f (df > 1) 
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Discussion 
This supplementary chapter provides definitions of the most common standardized  

units-free effect sizes used in power analysis, along with empirical effect size benchmarks 

for these effect size measures where available. All of these standardized effect sizes are 

useful in certain scenarios, and there are numerous estimators and other effect size 

measures that are not covered above. None of the presented benchmarks should be used as 

the sole basis for a power analysis, but knowledge of the magnitudes of the effect sizes seen 

in the literature seems like an essential starting point from which to base effect size 

estimates for power analysis, be that in estimating a minimum effect size of interest, 

showing that a study is likely to be adequately powered in a grant proposal, or in assessing 

the results of a sensitivity analysis.  

There are large areas of psychology research where effect sizes have not been 

surveyed at all, leaving a gap that future research could begin to address. In so far as having 

a description of the distribution of effect sizes in areas of research is useful in guiding 

researchers’ intuitions as well as for research planning and educational purposes, it is clear 

that there is a need for surveys of the magnitudes of effect sizes that are seen across areas 

of psychology research more broadly. One potentially useful advance would be the 

development of a searchable databases of effect sizes across areas of psychology, an 

endeavor that is becoming more tractable given advances in large-scale text mining 

capabilities and the possibility of automating some of the necessary screening practices 

using tools like natural language processing. 

However, even the small body of existing research illustrates the degree of 

heterogeneity among effect sizes in different areas of published psychological research. 

With means effects in various areas of psychology as different as a d of .5 from meta-

analyses of interventions in clinical psychology (M. W. Lipsey & Wilson, 1993) to d = .94 

from a text scrapping study examining recently (2011 – 2014) published t-tests reported in 

cognitive neuroscience, psychology, psychiatry articles in a sample of high-impact journals 

(Szucs, & Ioannidis, 2017). It is also noteworthy that the median observed effect sizes tend 

to be much lower than the reported mean benchmarks as effect sizes reported in 

psychology tend to be heavily positively skewed, an important consideration when thinking 

about what effect sizes should be expected from research. 
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Finally, a note of caution is advisable in interpreting these empirical effect size 

benchmarks from the literature. None of the included articles attempt to address the issue 

of publication bias increasing the average effect sizes in the published literature above that 

which should be expected when planning a study. Given the large differences between 

original study and replication effect sizes that has been seen in all of the large scale 

replication studies it is likely that the reported benchmarks are overestimates (S. F. 

Anderson & S. E. Maxwell, 2017; S. E. Maxwell, Lau, & Howard, 2015; Open Science 

Collaboration, 2015). See Chapter 8 for an extended examination of the degree to which 

effect sizes in even direct replications are likely to be much smaller than reported effect 

sizes. 
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Supplementary material to Appendix 1 
Although the equivalence between the two formulations of the estimator for the 

pooled standard deviation (i.e., that used in the calculation of Hedges g and Cohen’s d) is a 

matter of relatively simple algebraic manipulation, it seems worth demonstrating this 

equivalence explicitly as this appears to be a common source of confusion for students and 

researchers. For example Maher et al. (2013) reported that the difference between d and g 

is that the pooled standard deviation for Hedge’s g is calculated as 

𝑠𝑝 = √
(𝑛1 − 1)𝑠1

2 + (𝑛2 − 1)𝑠2
2

𝑛1 + 𝑛2 − 2
 

as opposed to it being calculated as 

𝑠𝑝 = √
∑(𝑥1 − �̅�1)2 + (𝑥2 − �̅�2)2

𝑛1 + 𝑛2 − 2
. 

However, these formulations are mathematically identical, as becomes clearer if we 

replace the SDs in the first equation above with the formula for the sample standard 

deviation.  

𝑠𝑝 =
√(𝑛1 − 1)√

∑(𝑥1 − �̅�1)2

𝑛1 − 1

2

+ (𝑛2 − 1)√
∑(𝑥2 − �̅�2)2

𝑛2 − 1

2

𝑛1 + 𝑛2 − 2
 

This then simplifies to 

√
(𝑛1 − 1)

∑(𝑥1 − �̅�1)2

𝑛1 − 1 + (𝑛2 − 1)
∑(𝑥2 − �̅�2)2

𝑛1 − 1

𝑛1 + 𝑛2 − 2
 

where “na – 1” and “nb – 1” in the numerator of the fraction cancel out. Simple algebraic 

manipulation then simplifies this formula to 

𝑠𝑝 = √
∑(𝑥1 − �̅�1)2 + ∑(𝑥2 − �̅�2)2

𝑛1 + 𝑛2 − 2
 

which is identical to the second formulation of the estimator for the pooled standard 

deviation in this Supplementary Materials. 
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Appendix 2. Code book for Chapter 5 

Coding rules: 

• If a paper reports median power estimates separated by year, enter each year’s 
values into the database separately by year 

• For studies which report median power estimates broken down into other 
categories (e.g., by journal), take the highest level (e.g., the values for the entire 
sample) at which median power levels are reported. If medians are not reported, 
record data at the highest level (e.g., “by APA published journals” as opposed to “by 
journal”) 

• If a paper calculates observed power (i.e., power to detect the observed effect size 
of each study), exclude - When studies include multiple investigations of the same 
articles (e.g., studies examining the power of mixed effects study designs to 
investigate power for main and interaction effects) report the higher estimate. 

• If a paper calculates power for meta-analytically derived average, exclude, but 
retain data - If a paper calculates power for other values, note and include (but 
exclude from meta-analysis) 

• If power values are stated using multiple effect sizes, record the stated Cohen’s d, 
but preferably note the source for the estimates (e.g., “Cohen, 1988”) 

• Note if an article explicitly notes having used any effect size apart from hedges g 
(i.e., the effect size that is often called Cohen’s d in papers, but which actually uses 
Hedges’ estimator) 
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Table A2-1. Codebook for data collection sheet. 

Column name Explanation 

id unique paper ID 

Author Author name 

Title Paper title 

Jounral Journal of publication 

Year Year of publication 

exclude Whether the paper should be excluded (include 
reason in “Notes” variable) 

SamplingStrategy The sampling strategy used to select the articles 
included in a particular paper, copy and pasted 
directly from article 

SampleSource Journals covered in article’s sample, or a brief 
description of the article’s sample (e.g., “articles 
included in Example’s (1999) meta-analysis of 
the impact of x on y”) 

YearsStudied The range of years covered in an article (e.g., 
2001-2009) 

MedianYear Median of years included in an article, round 
down (e.g., for “2011 - 2013”, “2012”) 

TargetTest Statistical Tests that were included in the power 
survey (e.g., “all t-tests”, “all statistical tests”) 

SubfieldClassification Subfield of research examined in the power 
survey (e.g., “psychology”, “clinical 
neuroscience”, “organisational psych” etc.) 

PowerEstimationTechnique Copy and pasted copy of the way that power 
was reported to have been calculated (e.g., 
"Power for t-tests and F-tests was estimated 
using g*power, a correlation of .5 was assumed 
between repeated measures") 

AmalgomationMethod Amalgamation method used, are the reported 
power summery statistics from individual tests 
within articles, or averaged at the article level or 
was power calculated for the “main test”, etc. 
(e.g., “mean power of articles”, “power of main 
statistical test”, etc.) 

DistinguishedStatisticalTestsAppropriately Did the method distinguish between different 
types of statistical procedures appropriately (if 
not wrong, then still “yes”?) - i.e., was power 
calculated for the particular types of statistical 
tests that were included in the power survey 

NumberOfArticles Number of articles included in power survey 

NumberOfTests Number of tests included in power survey 



315 
 
 

 
 
 
 

EffectSizeUsed Effect size used (e.g., Cohen’s d, Hedge’s g, r, link 
to equation), or source for set of effect size 
benchmarks used (e.g., Cohen 1988) 

SmallEffectBenchmark Small effect benchmark used, or source for 
small benchmarks (e.g., “.2” or “Cohen 1988”) 

MediumEffectBenchmark Medium effect benchmark used, or source for 
medium benchmarks (e.g., “.5” or “Cohen 1988”) 

LargeEffectBenchmark Large effect benchmark used, or source for large 
benchmarks (e.g., “.8” or “Cohen 1988”) 

PowerAtSmallEffectMedian Median power at small effect benchmark 

FirstQuartilePowerAtSmall First quantile of power at small effect 
benchmark 

ThirdQuartilePowerAtSmall Third quantile of power at small effect 
benchmark 

PowerAtMediumEffectMedian Median power at medium effect benchmark 

FirstQuartilePowerAtMedium First quantile of power at medium effect 
benchmark 

ThirdQuartilePowerAtMedium Third quantile of power at medium effect 
benchmark 

PowerAtLargeEffectMedian Median power at large effect benchmark 

FirstQuartilePowerAtLarge First quantile of power at large effect 
benchmark 

ThirdQuartilePowerAtLarge Third quantile of power at large effect 
benchmark 

PowerAtSmallEffectMean Mean power at small effect benchmark 

PowerAtMediumEffectMean Mean power at medium effect benchmark 

PowerAtLargeEffectMean Mean power at large effect benchmark 

SDPowerAtSmall Standard deviation at small effect benchmark 

SDPowerAtMedium Standard deviation at medium effect benchmark 

SDPowerAtLarge Standard deviation at large effect benchmark 

SampleMedian Median sample size 

FirstQuartileSampleSize First quartile of sample sizes recorded in power 
survey 

ThirdQuartileSampleSize Third quartile of sample sizes recorded in 
power survey 

SampleMean Mean of sample sizes recorded in power survey 

SampleSizeSD Standard deviation of sample sizes recorded in 
power survey 

SDSmallAlgEstFromCDT Standard deviation at small effect benchmark as 
estimated from frequency table 

SDMedAlgEstFromCDT Standard deviation at medium effect benchmark 
as estimated from frequency table 

SDLargeAlgEstFromCDT Standard deviation at large effect benchmark as 
estimated from frequency table 
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Notes Any notes? Record reason for exclusion here 

Solutions Copy and pasted copy of the authors suggested 
solutions 

SampleMin Minimum sample size included in power survey 

SampleMax Maximum sample size included in power survey 

PowerSmallMin Minimum power value at small benchmark 

PowerSmallMax Maximum power value at small benchmark 

PowerMedMin Minimum power value at medium benchmark 

PowerMedMax Maximum power value at medium benchmark 

PowerLargeMin Minimum power value at large benchmark 

PowerLargeMax Maximum power value at large benchmark 

NotInEnglish Binary for reasons to have excluded articles - 
English text not available 

FullTextUnavaliable Binary for reasons to have excluded articles - 
full text not available 

NoPowerOrSampleSizesReported Binary for reasons to have excluded articles - 
does not calculate power at benchmark levels / 
report sample sizes for a body of research 

DuplicateData Binary for reasons to have excluded articles - 
duplicate data of another in this sample 

NoPowerButSampleSizesReported Binary for reasons to have excluded articles - 
does not calculate power at benchmark levels 
but does report sample size 

OutsideScope Binary for reasons to have excluded articles - 
article examines studies not in scope of 
literature review 
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Appendix 3. Questionnaire about research planning practices (Chapter 7) 

 
Thinking of your own research published within the last five years, in what percentage of 
your studies have the following been a limiting factor on the sample sizes that you have 
included in your research? 
For this and all future slider responses, if the default value on the slider is the response you 
would like to provide, the slider needs to be activated (i.e., clicked or tapped) for the 
response to be recorded. 

 0 100 

Costs associated with data collection (e.g., 
participant remuneration)  

Available researcher time 
 

Limited access to specialised samples (i.e., 
small or difficult to recruit participant 

pool) 

 

Access to specialised equipment or 
material (e.g., fMRI or EEG availability)  

 

 
Are there any other issues or constraints that often limit the amount of data that you 
include in a study?  

o No  

o Yes (please specify): ________________________________________________ 

 

 
Thinking of your own research published within the last 5 years, in what percentage of your 
published studies did you know the exact statistical analyses that you were going to report 
in the published paper before you began collecting data? 

 0 100 
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Thinking of your research published within the last five years, what unit of analysis and 
research design have you employed most often?  

o Single scores from multiple individuals for group comparisons (e.g., data from 

treatment and control groups)  

o Cross sectional data, repeated measures from multiple individuals, for estimating 

change over time (e.g., data from before and after treatment)  

o Repeated measurements from multiple individuals for examining differences 

between groups (e.g., comparing changes over time in treatment and control groups)  

o Multiple scores from multiple individuals for use in correlational analysis (e.g., 

personality trait scores and behavioral outcome data)  

o Multilevel data for use in multilevel or hierarchical modeling (e.g., scores from 

people nested within work groups)  

o Repeated measurements from individuals for fitting of computational models (e.g., 

individuals’ response times to varied stimuli)  

o Other (please specify) ________________________________________________ 

 

 
What is the median effect size you expect to see when conducting the type of research you 
selected in response to question one? Please provide your answer in Cohen’s d (the mean 
difference between groups divided by their pooled standard deviation), or as a correlation 
coefficient (r), or in the common language effect size (i.e., the expected probability that the 
score of a person chosen from one comparison group will be higher than a score from a 
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person randomly chosen from the other comparison group). 
Please only provide a single effect size 

o d = ________________________________________________ 

o r = ________________________________________________ 

o Common language effect size in % point terms (may equal 0 to 100, please do not 

include the % symbol) = ________________________________________________ 

o I do not perform any research which is correlational or which compares measures 

across groups or time  

 

 
What is the minimum total sample size that you would include in a study of this type that 
you are planning to publish? 
 
Here, sample size refers to number of data points per variable, usually equal to the number 
of participants or units of analysis. Please enter a number. 

________________________________________________________________ 
 

 
What is the basis for the minimum sample size you detailed above? 

o Personal experience  

o Power analysis / simulation studies / other formal sample size planning tools  

o Rule of thumb based on explicit advice from the literature  

o Rule of thumb taught during graduate or post graduate education  

o Unwritten rule of thumb among coworkers in your lab or field of research  

o It is the minimum sample size that would typically be required for publication  

o Other […] ________________________________________________ 
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How do you typically decide how much data (i.e., the number of participants, observations 
or units of study) to collect for a study which you are planning to publish? 

o Explicit modeling of the behaviour of statistical tests under alternative hypotheses 

(e.g., power analysis, accuracy in parameter estimation tools, simulations, etc.)  

o Maximum sample size possible due to practical constraints (e.g., limited budget, 

limited access to rare population, etc.)  

o At least meeting a rule of thumb (e.g., "at least 30 participants per cell")  

o Other: […] ________________________________________________ 

 

 
The following questions ask about your use of formal sample size planning tools.  
 
Formal sample size planning tools include statistical power analysis, Bayesian power 
analysis, computational modeling of the behavior of a statistical test under a non-null 
alternative hypotheses, and estimating of the width of the confidence intervals under non-
null alternative hypotheses to help determine the desired sample size. 
Have you ever used a formal sample size planning tool to help determine the number of 
participants/units of analysis to include in research? 

o Yes  

o No  

 

 
Thinking of your own research published within the last 5 years, in what percentage of your 
studies was a formal sample size planning tool used during research planning? 

 0 100 

  
 

 

 

 
For those studies performed during the last five years in which you did not perform formal 
sample size planning during the planning of the research, what were the reasons for not 
doing so? 
To skip, press the arrow below. 

________________________________________________________________ 
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Thinking of those studies in which you used formal sample size planning tools during 
research planning, and which were published within the last 5 years, how often did you 
report the sample size planning in the published articles?  
 
Please provide your response as a percentage.  
 
E.g., if you have used a power analysis in the planning of five studies in the last five years, 
and reported that you used power analysis in the accompanying articles for two of those 
studies, the answer would be forty percent.  

 0 100 

  
 

 
Optionally, would you please describe the why you did not report formal sample size 
planning that was in fact performed during research planning? 

________________________________________________________________ 
 

 
How do you typically decide on effect sizes to use in formal sample size planning? 

o Effect size seen in a pilot study  

o Meta-analytically derived average effect for similar intervention  

o Minimum effect size of interest  

o Subjective estimate of the likely effect size  

o Other (please specify): ________________________________________________ 

o I have never developed effect size estimates for use in sample size planning  
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Have you ever reported a power analysis which was performed after the completion of 
research in a published paper (i.e., which was not performed during research planning)?  
 

o Yes  

o No  

 

 
Optionally, would you please describe the circumstances in which you reported a power 
analysis which was performed after the completion of research? 

________________________________________________________________ 

 
After submitting a manuscript to a journal, have you been asked by a journal editor or a 
reviewer to report a power analysis to justify your obtained sample size? 

o Yes  

o No, I have not been asked to report the results of a formal sample size planning tool 

during the review process  
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What are the most important factors that limit the use of using formal sample size planning 
tools (e.g., power analysis) to help determine the sample sizes you use in your research?  
Please select all that are applicable to you 

▢ During research planning, I do not always know the statistical analysis that I 

will use to analyse my results  

▢ Statistical power is not important for my research purposes  

▢ Formal sample size planning tools are difficult to use  

▢ The types of research designs or statistical analyses I typically use are too 

complex for the available software  

▢ My sample sizes are fixed by other constraints  

▢ Formal sample size planning requires making too many subjective decisions 

for it to be helpful  

▢ Other (please specify) 

________________________________________________ 

▢ I always use formal sample size planning tools, so this question is not 

applicable. 

 

 
Were you taught how to use formal sample size planning tools (e.g., power analysis) during 
your undergraduate or postgraduate training?  

o No, never  

o Yes, sample size planning tools were taught briefly in one or two classes during my 

undergraduate or postgraduate education  

o Yes, sample size planning tools were taught extensively in my undergraduate or 

postgraduate education  
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The following questions ask about statistical power (i.e., the probability of a statistical test 
returning a statistically significant result, given a specified non-null effect).  
 
So, given that you are performing an experiment, statistical power describes the probability 
that your statistical analysis will return statistically significant results given that a specific 
non-null alternative hypothesis holds true.  

 
Thinking about the typical type of research that you perform and its associated costs, what 
would be the lowest level of statistical power at which you would conduct a study that you 
are planning to publish? 
 
Please provide a response between 0 and 1 

________________________________________________________________ 
 

 
What do you think the median power of psychological research is to detect a “medium” 
effect of .5 Cohen's d?  
Please provide a response between 0 and 1 

________________________________________________________________ 
 

 
What gender do you identify as? 

o Male  

o Female  

o Non-binary  

o I identify as: ________________________________________________ 

o Prefer not to say  

 

 
 What is your country of residence? 

▼ Afghanistan ... Zimbabwe 

 
How many years have you been involved in psychology research? (E.g., since the beginning 
of your postgraduate studies, or since your first research assistant job in psychology): 

________________________________________________________________ 
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How many academic papers have you published in the last 5 years? 

o 0  

o 1-3  

o 4-6  

o 7-9  

o 10-15  

o 16-20  

o 21-25  

o 26+  
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What is your general area of research?  

o Clinical  

o Cognitive  

o Developmental  

o Forensic  

o Health  

o Industrial-organizational  

o Neuroscience  

o Personality  

o Quantitative  

o Social  

o Other [please specify] ________________________________________________ 

 

 
End of survey 
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Appendix 4. Interview schedule about research planning practices (Chapter 7) 
 
Instructions to interviewer are in italics 
 
Questions: 

1. What is your general area of research? 

 
2. What is your typical unit of analysis? Do you typically take single scores from 

individuals, repeated observations of participants, or is the unit of analysis 

something else?  

 
If the interviewee does not make it clear, follow up to specify whether the unit of analysis is 
the person, measures within people, scores from individuals nested in social groups, etc.  
 

3. Do you feel like the number of participants (or amount of data) you typically include 

in your studies is ideal? 

 
4. How do you determine how much data to collect for a study (e.g., number of 

participants/number of observations and data points)?  

 
5. What are the biggest obstacles to increasing the samples size you include in your 

research? 

 
Ask follow-up questions here to see whether the obstacles provided really are the limiting 
factors to the recruitment of additional participants / inclusion of more data in research.   
 

6. How often do sub-field norms primarily decide the sample size you include in 

research, as a proportion of the research you perform? 

 
7. How often do practical constraints primarily decide the sample size you include in 

research, as a proportion of the research you perform? 

 
8. Is there a minimum sample size that you would use in a study?  

 
a) What is this benchmark? 

 
b) Where did that benchmark come from? 

 
9. Do you know if the analyses you typically perform in analyzing any experimental data 

you collect have adequate sensitivity or power for your purposes? 

 



328 
 
 

 
 
 
 

10. Have you ever used a formal sample size planning tool like statistical power analysis 

to determine the number of participants/units of analysis to include in research 

before? 

 
If question 10 is answered in the affirmative ask questions a-e, and if not ask: 

 
Have you ever enlisted someone else’s help in performing using a formal sample size 
determination tool?  

 
If yes to this question, ask a-e, but rephrase to ask about the interview that some. If no to 
both sections of question 10, move to question 11.  
 

a. How often do you use these tools as a proportion of the amount of research 

you preform? 

 
b. What do you use to perform sample size planning? Was it a specific computer 

program, or a textbook?  

 
If it is unclear whether this was a power analysis, AIPE, or other ask Question 10bi:  

 
i. Power analysis, AIPE, or other?  

 

c. Are the tools you use specific to the type of statistical analysis you are 

planning on performing?  

 

d. How are parameter estimates developed for sample size planning?  

 

e. Do you typically report the sample size planning process used in any 

publications stemming from a research? 

  
If no, ask question 10ei: 

  
i. if not, why not?  

 
11. Do you feel like you have adequate knowledge to use formal sample size 

determination tools? 

 
12. Have you ever used formal sample size planning tools or power analysis after the 

completion of research?  

 
If yes, ask question 12a: 

a. Do you remember where the parameters you used come from? 
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13. Were you ever taught how to use formal sample size planning tools?  

 
If yes, ask question 13a: 

a. If so, where/when? 

 

 
14. If I were to ask you to define statistical power, do you think you could? 

a. Would you take a stab at it?  

 
Provide definition of statistical power  
 

15. Why do you think people might not use formal sample size tools in the process of 

research planning?  

 
16. What could be done to make it easier for you or people in general to consider the 

role of sample size planning regularly in the process of research planning? 

 
17. Number of years spent in research (i.e., since beginning of post-graduate study)?  

 
18. Nationality & nation of training?  
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