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Abstract

Language is the natural medium in politics, hence among several types of data, text is the central

artifact to capture political behaviour. In this thesis we focus on automating several political

analyses using natural language processing techniques, which can improve the transparency of

policy-making and thereby the voters’ trust in representative democracy. Political scientists

have observed that the voters’ trust in government is necessary for successful implementation of

policies, and in-turn their trust is based on effective implementation of policies and services. In-

order to improve the trust, the policy-making process should be more transparent and receptive.

The policy-making process typically consists of several stages, and we focus on the two primary

stages involving political parties and voters — policy proposal and its implementation audit.

Specifically, we target three major aspects of policy-making process: (a) analyzing policy pro-

posal during election campaign — what policy goals are spoken about, and specifically in which

context, and what promises are made. (b) Post-election policy implementation audit — given the

pre-election promises, which sets the expectation of voters, does the government make progress

towards those promises. (c) Public advocacy for policy changes — what changes do the voters

want. This can be seen as both evaluation of existing policies as well as suggestions for changes.

More importantly, active participation of voters in the process reflects their level of trust in the

system. We define the individual research targets based on political science literature and au-

tomate those using deep learning approaches. We use canonical sources of text for each of the

tasks, for example, election manifestos released by political parties (more sources are discussed

in Chapter 2).

The challenges involved in this work are multi-fold, starting from defining the task, to dataset

creation, to developing suitable models. We hope that this PhD thesis, dealing with political

text analysis, will shed light on the available data sources, flavor of tasks at the intersection of

both natural language processing and political science, and also the techniques to handle the

challenges.
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Chapter 1

Introduction

Language is the primary medium of politics, and is used by various stakeholders in democratic

systems. The role of language starts from election campaigns where candidates and political

parties articulate their policy positions. Speeches of other constitutional representatives, such

as the Queen (or King) in the UK, provide the government with an opportunity to highlight

its priorities for the future period, at the first sitting of parliament on forming government.

Elected representatives debate legislation and make decisions on behalf of voters, as well as

raise questions on policy implementation in order to audit their progress. The public discuss

and express their views through social media, and also launch campaigns for the change they

wish to see through official channels such as online petitions. Countries debate their stand on

key issues in the United Nations, as a forum where leaders discuss major issues in world politics

[Jankin Mikhaylov et al. (2017)]. News media report the day-to-day affairs of regional and inter-

national political issues, in addition to covering information from many other sources. Analysis

of these diverse sources of text, and many others, can provide an understanding of what political

actors are saying and writing.

Social scientists have long recognized the value of language for political analysis, and initially

relied on manual analysis. The primary problem with that approach is in scaling the analysis

to large volumes of political text, where it is difficult to annotate texts in even moderately sized

corpora. Moreover it is very expensive to employ annotators for the job, and analyzing large

amounts of text manually has been impossible in most cases [Grimmer and Stewart (2013)].

Hence there is a natural need for automated text analysis, as is evident from the proliferation of

the ‘text-as-data’ field of study, which deals with a broad set of techniques and approaches for

1
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FIGURE 1.1: Interaction between political parties and voters through policy proposal and im-
plementation. Voters respond to policies through their votes and other media such as petitions.

analyzing text generated by various political actors, to answer social science questions. Though

there has been a lot of progress in this area, analysis of canonical text sources still largely relies

on manual annotation efforts. In this thesis, we develop methods to automate various political

science tasks, using natural language processing and machine learning techniques.

Among various activities, policy-making is a pivotal part of governance, and involves interac-

tions between different political actors (more details about the policy-making process and differ-

ent artefacts generated are discussed in Chapter 2). A highly simplified view of this, showing the

functioning of the two main stakeholders of a representative democracy — political parties and

voters — is given in Figure 1.1. The text sources generated by this process are both instruments

to measure political accountability and voter advocacy, to which political scientists pay much

attention.

An important challenge towards analyzing political accountability is to first characterise politi-

cal parties, given the large amounts of text generated by them. Some of the main characteristics

include ideological position, clarity, salience, and dissent within a party, towards different pol-

icy issues. An example of this is the position of a party in terms of its ideological stance on

economic issues, clarity of a party’s position on economic issues, relative salience of economic

issues in the party’s public stance, and degree of dissent on integration policy for immigrants

and asylum seekers. These indicators are part of the Chapel Hill expert survey for European

political parties [Bakker et al. (2015)]. To perform such analysis, several tiers of text processing

are required, including classifying the policy of text, for example, tax relief for 3.4 million small

businesses employing over 7 million Australians discusses economic policy. The party position

analysis also requires stance classification, which in the given example, is to categorize that

the party takes a favorable position towards the economy. Furthermore, in order to understand

the party’s position we should differentiate from other types of statements, such as Australia

will pass this COVID-19 test and emerge stronger on the other side, which is a belief message.
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Distinguishing clarity of goal statements can aid in the analysis of issue clarity of parties, for

example, we will support businesses versus we will lower the tax rate to 27.5 per cent this year

for businesses. Here the former statement has a clearer goal compared to the latter one. Salience

is about the relative emphasis of issues, while dissent measures differences in stance between

individuals in a party. Secondly, performing such analysis over time can help to study the con-

sistency of party position, and can provide the basis for comparison across countries (or states

within a country). This further motivates the need to distinguish between past actions and future

goals, e.g., last year, for the first time in 11 years, the budget was returned to balance vs. tax

relief for over 10 million workers, starting next year. These analyses help to understand the

party’s views, position and commitment, which set the expectation for voters in a democracy.

Apart from analyzing individual party characteristics, political scientists study interaction be-

tween parties, which can provide insights into whether they put national interests above individ-

ual goals, under the broader theme of constructive democracy. Further, political accountability

can more accurately be measured based on representatives’ actions. This includes studying

whether the party in power fulfills its promises, whether opposition parties support the policy-

making in a way that is consistent with their stance and promises, and what is the influence of

coalition parties on policy decisions [Thomson et al. (2017)]. With large amounts of text, espe-

cially with increasingly available digitized content on the internet, suitable techniques based on

natural language processing and machine learning are required to automate these tasks.

Other than the political parties, voters play a significant role in achieving a healthy democracy.

Political scientists argue that the more involved democratic participation of voters, the greater

the likelihood of superior social outcomes. Voter participation can help in aggregating policy-

level preferences, which is hard to obtain otherwise [Pateman (1970)], and can potentially aid

the process of achieving more representative policies. Voters play their role during elections

by voting for their candidate or party of choice, based on the party’s past performance, their

position and promises on various issues, the leader of the party, and so on. Apart from this

periodic involvement in the democratic system, their political participation can take many other

forms, such as voting on policies in referenda, proposing policy changes, and gathering others’

support through suitable campaign strategies — this can be achieved by creating or signing

petitions, and participating through contestation (e.g., debates or protests), which are both seen

seen as “intense” forms of participation [Weitz-Shapiro and Winters (2008)]. Among these,

online petitions can be seen as a constructive way to directly influence the policy agenda, and

gain support from thousands of voters quickly. Given the potential effect on democracy, it is
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valuable to understand voter stance on issues and their advocacy for policy changes, and design

systems to improve their participation in the process [Hale et al. (2018)].

Automating political analysis using text from different sources to answer political science ques-

tions has several challenges, starting from defining the task, to dataset creation, to developing

suitable models. Since getting access to large amounts of labeled data to train data-hungry

models is difficult in any domain, especially in the case of specialized ones like politics, it is

necessary to develop approaches which can learn even with small amounts of labeled text. Semi-

supervised approaches are a cost-effective way to deal with the challenge [Cardie and Wilkerson

(2008)], by leveraging large amounts of unlabeled text, which is available in many scenarios.

1.1 Motivation

Across the globe, in all countries irrespective of their development status, trust in government

is decreasing. This applies equally to Australia, as indicated by the latest Australian (2019

Federal) election study conducted by The Australian National University,1 which found that

Australians’ satisfaction with democracy has reached its lowest level. They also found that

just one-in-four Australians have confidence in their political leaders and institutions. Voters’

trust is usually reflected in the level of their participation — voting on the election day, and

involvement through other mechanisms such as petitions to let their voices be heard. It should

be noted that some countries including Australia have compulsory voting, where voter turnout

based analysis may not be appropriate. For people who do not vote, a Pew Research study of

the 2016 US elections2 shows the most common reasons were either that people did not like

the election issues or did not believe their vote would make a difference. It should be noted

that many voters are unaware of policies proposed by political parties during an election, and

the differences between those policies [Kramer (2018)]. Thus, it is necessary to improve voter

awareness of party characteristics and policy delivery, including comparative analysis of policies

across parties, promises made, and their fulfilment by different parties. Manually analyzing vast

amounts of data generated during and after elections is labour intensive, and it is necessary to

automate the analysis wherever possible.

Politically-aware voter participation is necessary for a healthy democracy, and online petitions

provide an unique opportunity to author policy change proposals, and gather support from other
1https://www.anu.edu.au/news/all-news/trust-in-government-hits-all-time-low
2https://www.pewresearch.org/fact-tank/2017/06/01/dislike-of-candidates-or-campaign-issues-was-most-common-reason-for-not-voting-in-2016/

https://www.anu.edu.au/news/all-news/trust-in-government-hits-all-time-low
https://www.pewresearch.org/fact-tank/2017/06/01/dislike-of-candidates-or-campaign-issues-was-most-common-reason-for-not-voting-in-2016/
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FIGURE 1.2: End-to-end overview of the research contributions.

voters. Other than voting on election day or for policy change referenda, online petitions are

a form of voter advocacy for policy changes, and voter participation indicates their trust in the

system. Though online petitions do not have a direct effect on policy changes, they can help

to increase awareness, participation and attention towards different issues.3 The majority of

petitions receive very little attention in their lifetime, however petition platform design options

such as showing number of signatures obtained by a petition [Margetts et al. (2015)], and petition

authors’ campaign strategies such as reaching out through social media can potentially increase

its reach [Yasseri et al. (2017)]. Estimating the reach of a petition at the time of its submission

and choosing suitable intervention mechanisms can potentially improve the voters’ political

participation and thereby create a healthy democracy.

1.2 Scope

Broadly, our focus spans three major topics, which connect political parties and voters (as shown

in Figure 1.2): (a) analyzing policy proposals during election campaigns — what policy goals

are spoken about, and specifically in which context? (b) Post-election policy implementation

audit — given the pre-election promises, which set the expectations of voters, does the govern-

ment make progress towards those promises? (c) Voter advocacy for policy changes — what

changes does the public want? In this section we define our scope of work, which is restricted

to the following set of challenges.

CAMPAIGN TEXT ANALYSIS: Election campaigns contain party views, positions and goals,

which set the expectations of voters. Analyzing party positions across policy issues, and

3https://www.abc.net.au/news/2016-12-15/are-online-petitions-ever-effective/
8124388

https://www.abc.net.au/news/2016-12-15/are-online-petitions-ever-effective/8124388
https://www.abc.net.au/news/2016-12-15/are-online-petitions-ever-effective/8124388
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their campaign-related rhetorical functions can help to improve awareness of voters in

election issues.

ELECTION PROMISE TRACKER: The core aspect of political accountability is whether election

promises are kept by a party. Promise tracking can provide a consolidated assessment of

the government’s performance, thereby facilitating voters to keep track of policy-related

progress, which can help them to take informed decisions in following elections, or inter-

vene through the available mechanisms for advocacy.

VOTER ADVOCACY: Online petitions provide a unique channel for voter advocacy. It is known

that the majority of petitions do not succeed, in terms of reaching the target number of sig-

natures to obtain a response from government, and have their fate decided during the initial

few days after they are submitted [Yasseri et al. (2017)]. Hence, predicting popularity at

the time of submission provides an opportunity to adapt suitable campaign mechanisms

to improve reach among supporters.

We further expound upon the scope as a set of research questions (RQs), and detail how we

propose to achieve it in this thesis.

RQ1: How can election campaign text be used to help voters keep track of party views and

policy goals?

To handle this challenge, we consider two separate tasks:

• Classifying the policy theme of each campaign text: A primary dimension of analysis is

policy issues, towards which the political parties express their positions and plans, and

voters assess their alignment to these and express their views via votes. We develop a

policy analysis model based on the popular label schema from the Comparative Manifesto

Project (CMP) [Volkens et al. (2011)].

• Uncovering the rhetorical functions of campaign text: Knowing that a sentence discusses

increasing welfare funding is not sufficient, because without its context it is hard to in-

terpret how it adds to the policy proposal. For instance, a party may boast about its past

achievements or talk about its proposed future action, which is important for characteris-

ing the party’s position during a given election. Towards this end, we propose a speech

act classification task, with the goal of decoding the context of discussion in a political

campaign discourse. We develop the task definition by combining traditional speech act
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classes [Searle (1976); Austin (1962)], which cover general speaker actions, with other

domain-specific classes which capture more nuanced rhetorical functions commonly seen

in electoral competitions.

In order to explain the details that can be extracted from campaign text, an example snippet taken

from the election manifesto released by the Liberal Party of Australia, combining the output of

both the analysis is given below:

(1) Australia is now more vulnerable to economic shocks due to excessive deficits

and debt spending. (2) We will get the budget back under control and within a

decade, the budget surplus will be 1 per cent of GDP.

Though both sentences discuss the Economy policy issue, it can be seen that based on the

speech act their rhetorical function varies — (1) belief and (2) promise respectively. First, the

party acknowledges economic issues caused by excessive spending (1), and then promises a goal

(2), built upon its beliefs and concerns, towards which the party is expected to function.

RQ2: The core of representative democracy is political parties making promises and delivering

on them after they form government. But parties also use language to their advantage to not just

make concrete promises. So an essential part of study is: how can we automatically detect ver-

ifiable promises, and ultimately build a system which can keep track of progress made towards

election promises after government is formed?

We work towards this research goal in two parts.

• Promise specificity prediction: As part of our previous research question on rhetorical

function classification, we categorize a sentence as a promise, or other speech act type.

But we do not know the specificity of the promise, which can help to understand what

information is present or not present. This is essential for studying party priorities, is-

sue clarity, and political agenda, as well as a critical component of our goal of tracking

progress made towards election promises [Pomper and Lederman (1980)]: it is obvious

that a specific pledge is more verifiable than a vague pledge. For example, if a party says

We will improve the livelihood of everyone

we can infer that this is a vague promise and cannot be easily tracked. At the same time a

different promise such as
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FIGURE 1.3: Guardian article on the budget decision related to ABC cuts, which indicates the
2013 election promise made by the Liberal Party of Australia has been broken.

No cuts to Medicare

is more specific and can be verified to improve party accountability.

• Promise progress tracker: After obtaining verifiable promises, the ruling party’s progress

towards these promises has to be tracked. This is non-trivial because there is no sin-

gle source to check for progress updates, with possible sources including media-releases,

news feeds, budget documents, Parliament or Congress bills, and other official documents

(e.g., President’s executive orders or interviews). This makes the task of identifying rel-

evant evidence documents, and the subsequent task of progress status classification, a

challenging one. An example evidence document expressing progress (which is broken)

towards the promise no cuts to Australian Broadcasting Corporation (ABC) made by the

Liberal Party of Australia during 2013 elections is shown in Figure 1.3.

RQ3: How can we automatically predict the popularity of petitions? Popular petitions can

potentially influence policy changes. For example, a petition from We The People on

Making unlocking cell phones legal

got more than 110k signatures, and the petition led to the passing of legislation to restore the

Digital Millennium Copyright Act in the US Congress, and was signed into law by the US

President.4 But, most petitions receive very few signatures. Automatically forecasting petition

popularity can provide an opportunity at the time of submission for its authors to rewrite the text

in a more persuasive fashion, as well for the petition team to adopt suitable campaign mecha-

nisms to increase the reach of petitions, for example the decision to promote on the homepage

of a petition website. Secondly, what are the reasons for a petition’s popularity? This can help

4https://obamawhitehouse.archives.gov/blog/2015/07/28/
how-we-are-changing-way-we-respond-petitions

https://obamawhitehouse.archives.gov/blog/2015/07/28/how-we-are-changing-way-we-respond-petitions
https://obamawhitehouse.archives.gov/blog/2015/07/28/how-we-are-changing-way-we-respond-petitions
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the petition committee (or moderators) to use their resources optimally in order to engage with

petition authors, with the goal of increasing the overall engagement of voters.

For this challenge, our primary focus is to predict the popularity of petitions using their textual

content, which has been less explored in general, and not been the target of research in the

political petitions context. For example, Elnoshokaty et al. (2016) investigated the use of hand-

crafted features extracted from text in predicting popularity of Change.org petitions. Motivated

by this work, since deep learning models generally perform better than simpler models using

hand-crafted features only, we analyze the dependency between hidden representations learned

by deep learning models and hand-crafted features. This can help to understand what is captured

by deep learning models, which can in turn help the petition authors to improve its reach.

Though the set of research questions is addressed independently in this thesis, they can naturally

combine together to produce end-to-end insights, as discussed in Chapter 4. Our contributions

towards these research questions are detailed in Section 1.3.

1.3 Contributions

The contributions of this thesis are summarised as follows, according to the three research ques-

tions discussed in Section 1.2.

For the first research question, which is to analyze election campaign text based on policy posi-

tion (Section 3.1) and speech acts (Section 3.2), we propose deep learning approaches which we

train in supervised and semi-supervised scenarios. For sentence-level policy position analysis

we use the label schema and annotations from Comparative Manifesto Project [Volkens et al.

(2011)], which contains election manifestos covering many countries, written in different lan-

guages. It is a compelling source of data to demonstrate the utility of multi-lingual deep learn-

ing approaches. Common downstream use for these sentence-level annotations is in quantifying

party ideological positions on a continuous left-right scale. For example, if a party discusses

more about economic policies, then it tends to be right-leaning, and conversely if it discusses

more welfare policies, then it tends to be left-leaning. Almost all prior work has focused on

the sentence- and party-level tasks separately, though there is a natural dependency between

them. Hence, our first work on policy theme classification, which was published at ALTA 2017

(Section 3.1), targeted the multi-lingual setting, and modeled both the sentence-level classifi-

cation and document-level ideology regression tasks together using average word embeddings.
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After that, we evaluated the use of sequential representations for both sentences and documents,

again in a multi-lingual setting. We extended the model to a semi-supervised learning setting

using a multi-task objective, where supervision of one task can compensate for another. This

work was published at NAACL-HLT 2018 (Section 3.1). Following the policy position analysis

work, we targeted the task of rhetorical function classification, for which we developed a label

schema combining traditional classes with custom ones for the political domain. We also cu-

rated and annotated a dataset using media-releases and speech transcripts released by Australian

political parties. Based on our observations in previous work, we used sequential modeling of

sentences for this task with contextual word embeddings [Peters et al. (2018)], and proposed a

semi-supervised extension of the approach. This work was published at *SEM 2019 (Section

3.2), co-located with NAACL-HLT 2019.

For the second research question towards improving political accountability, we analyzed elec-

tion manifestos, to first filter out promises and classify their specificity (Section 3.3). Similar

to our previous work, we modeled sentences using contextual word embeddings and sequen-

tial modeling of tokens, and posed it as an ordinal regression task, based on the class schema

proposed by political scientists [Pomper and Lederman (1980)]. We annotated a dataset based

on Australian election manifestos. We once again proposed a semi-supervised extension, and

published the work at EMNLP-IJCNLP 2019. After promises are filtered out, a natural and chal-

lenging extension is to track progress after government is formed. For this we curated a dataset

published by news organizations which manually track promises. We combined datasets from

Australia, Canada, UK, and US political settings, and evaluated various approaches to serve as

baselines for future work. This work is under submission to Computational Linguistics (Section

3.4).

Lastly, our third research question deals with analyzing text from voters, as distinct from the

other work which deals with text from political parties. We targeted the petition popularity

prediction task, using a dataset of UK and US government petitions. We use sequential modeling

of petition text for popularity prediction, and show that it performs better than using hand-crafted

features. This work was published at ACL 2018 (Section 3.5).
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1.4 Structure

The thesis is structured as follows. Chapter 2 provides the background needed to understand

the thesis. Chapter 3 enumerates the research outcomes in the form of several publications

covering all five tasks: (a) manifesto policy theme classification and ideology prediction, (b)

speech act classification to uncover the rhetorical roles in campaign text, (c) election campaign

promise specificity prediction, (d) election promise progress tracker, and (e) government petition

popularity prediction. Aside from the task differences, we group the work in Chapter 3 into

three categories: (a) and (b) are both campaign text analysis; (c) and (d) target election promise

analysis and progress tracking; and (e) focuses on voters advocacy analysis. The three categories

of work are related to analyzing text from political parties and voters, with the common goal

of improving transparency, awareness, and thereby trust in democracy. These similarities are

discussed further in Chapter 4. This chapter also concludes the thesis with a recapitulation of

research questions, analysis of research work, commonalities and gaps to deliver on end-to-end

analysis, and future research directions.



Chapter 2

Background

‘Text-as-data’, as referred to by political scientists, deals with a broad set of techniques and ap-

proaches for analyzing the text generated by various political actors, to answer various questions

in social science. It is essential because language is the primary medium of politics [Grimmer

and Stewart (2013)], used by practically all stakeholders in representative democracies. Dur-

ing election campaigns, individual candidates and political parties express their policy positions

through speeches, debates and manifestos. Speeches of other constitutional representatives such

as the Governor-General or Queen provide the government with an opportunity to highlight

its priorities for the future period [John and Jennings (2010); Dowding et al. (2010)]. Elected

representatives debate legislation and vote for bills. After laws are passed, bureaucrats ask for

comments before they issue regulations. The public discuss and express their views through so-

cial media, and they also launch campaigns for the change they wish to see, say through online

petitions. Countries debate their stand on key issues in the United Nations. They regularly ex-

press statements that signal their priorities and also describe their motivations for cross-country

ties. News reports publish the day-to-day affairs of regional and international issues, which also

cover information from many other sources. Lastly, the adoption of social media and its use for

widespread dissemination of political facts and opinion has changed the dynamics of political

coordination and discourse. In all these cases, language, through spoken or written form, is

central, and forms the primary documentary record.

Text has been a primary data source for political scientists [Gilardi and Wüest (2018)], e.g.,

Monroe and Schrodt (2008) posit that “text is arguably the most pervasive—and certainly the

most persistent—artifact of political behavior”. In addition to the traditional text sources, with

12
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the rise of internet, there has been an exponential growth in web content — both participatory

and collaborative. Due to this, political scientists have long recognized the need for automated

text analysis. Given the cost and effort of analyzing even moderately sized collections of text,

text-as-data approaches are becoming prevalent in political science [Gilardi and Wüest (2018);

Grimmer and Stewart (2013)]. At the same time, it is also a keen area of focus by NLP re-

searchers, studied under the banner of computational social science [Glavaš et al. (2019)].

In this thesis, we focus on improving transparency and voters’ trust in representative democracy

using NLP techniques. Specifically, we focus on political parties who reach out to voters during

elections with their achievements and agenda, and voters who appraise based on those claims

and promises. Transparency can influence the voters’ trust in government, and in-turn the effec-

tive implementation of policies [OECD (2013)]. The goal of this chapter is to offer an overview

of existing political text analyses, addressed by both the political science and NLP communities,

covering the various text sources generated by political parties and voters, which provide the

basic motivation for the research questions in this thesis. First we provide an overview of policy

process in representative democracy, which details the process that leads to the creation of the

different text sources relevant to the thesis (Section 2.1). In Section 2.2 we describe several

sources of text available for analysis, and review applications built using these datasets. In Sec-

tion 2.3 we discuss the major NLP challenges in relation to the datasets and target applications.

Finally, in Section 2.4 we provide a summary of datasets, applications, and challenges which

provide the technical motivation for this work.

2.1 Policy process

The ways to elect policy-makers and the decision-making processes can vary across countries.

For instance, in the US, people select members of both the houses, while in the UK people select

the lower house members, and the upper house members are appointed. The decision-making

process also varies across democracies, in terms of the subtleties involved in how the bills are

proposed and passed in the respective legislation processes. For example, the US President can

issue directives via executive orders, which are seen as a way to achieve results that fail to get

through Congress [Deering and Maltzman (1999)].

Though the policy-making process can be fluid in practise, a useful and commonly adapted se-

quence involves two major phases — policy proposal and policy-making. In turn these phases
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can be sub-divided into more detailed stages based on the actions involved. This process

whereby political parties formulate their proposals and request for a mandate to implement

those actions is core to the idea of a representative democracy [Ashiagbor (2013)]. Among var-

ious political science tasks, policy analysis is one topic where the use of NLP is relatively rare

[Gilardi and Wüest (2018)].

We provide a general overview of the two major phases and the stages involved in each, which

applies to all the democracies and we point out specific cases wherever applicable. After that

we discuss voter advocacy, which allows voters to participate more actively in the process.

Policy proposal

Citizens have requirements that they want the governments to address. Political parties ag-

gregate these demands from voters and other groups, and articulate public policy options as a

response. Policy drafting involves different tasks: identifying and prioritizing issues for policy

attention; analyzing policy options; developing policy proposal documents; reviewing the pol-

icy proposal with the help of experts; and finalizing the policy proposal. The proposed policy

options are usually based on the national interest, party ideology, and those that can satisfy the

party goals (e.g., winnability). It is also the responsibility of the political parties to raise aware-

ness about policy issues that may otherwise be neglected. Elections, held at periodic intervals,

provide voters with the opportunity to rate and choose among political parties offering different

policy proposals [Ashiagbor (2013)]. The cycle of elections vary across countries, e.g., 4 years

for UK government and US Presidential elections; 5 years for Canadian federal and France Pres-

idential elections; and 6 years for Finland Presidential election. Campaign communications can

influence a party’s reputation, credibility, and competence, which are primary factors in voter

decision making [Fernandez-Vazquez (2014b)]. Hence the political parties need to ensure that

the proposed public policy sets the priorities for government action.
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Policy making

Once government is formed, parties require strategies to convert their policy proposals into

functioning processes [Ashiagbor (2013)]. Depending on the system, policies are implemented

either through the executive and legislative institutions, or the administrative groups they influ-

ence. Opposition parties evaluate and present alternatives to ruling party proposals. In subse-

quent elections, citizens can use their votes to appraise parties based on their actions. In addition

to this power, citizens expect transparency related to the government’s actions. Hence, politi-

cal parties, ministers, and officials inform the public of their actions in the Parliament through

systems such as Hansard and other channels.

At its simplest level, policy-making can be understood as a sequence of four stages: agenda

setting, formulation, implementation, and evaluation [Shiffman (2016)].

Agenda setting refers to the stage of a problem being initially sensed by policy actors, and

possible solutions being put forward. This can be expressed using the Governor-General

or Queen’s speech, media-releases, Parliament motions, parliament members’ questions,

etc. In many political systems, the chief of state delivers a formal statement of the pro-

posed legislative programme, which sets the priorities of the government. In Australia,

the Governor-General, who is the Queen’s representative, gives the speech at several oc-

casions including the opening of a new parliament and the appointment of a new Sen-

ate [Dowding et al. (2010)]. In Britain, the Queen’s Speech details the legislative mea-

sures intended to be enacted in the next Parliament session [John and Jennings (2010)].

The government and its corresponding administrators for policy issues provide updates

through media-releases and speeches. Parliament activities can be tracked using motions,

question time, etc.

Formulation stage deals with the development of specific policy options by excluding infeasible

options and favoring some solutions over others. It can be done by individual ministers or

a cabinet team and also supported by relevant administration teams. Among the shortlisted

plans, one policy is accepted by the decision-makers. In many cases, a policy is adopted

when Parliament (or Congress) passes a law, or through a President’s executive order or

Supreme Court ruling. This can result in federal laws, federal decrees, ordinances or

directives.
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Implementation: The government implements their decisions using public administration tools.

Monitoring the implementation of measures is a key task for the relevant ministry.

Evaluation: The results of policies are evaluated by both state and societal actors, often leading

to the re-conceptualization of policy issues and solutions in the light of feedback obtained

in relation to the policy in question, possibly leading to the start of a new iteration of the

cycle [Howlett (2009)].

These phases are critical in any representative democracy, and the core idea is to link citizens to

the functioning of representatives, as also summarized by the responsible party doctrine [Wilson

(2002)],

Parties should act in distinct organizations, in accordance with avowed principles,

under easily recognized leaders, in order that the voters might declare by their

ballots, not only their condemnation of any past policy, by withdrawing all support

from the party responsible for it; but also and particularly their will as to future

administration of the government, by bringing into power a party pledged to the

adoption of an acceptable policy.

Other than the involvement of the public via voting, it is necessary to maintain transparency

of process, and thereby earn the trust of voters. This can be achieved by seeking feedback

on policies from the public [Gilardi and Wüest (2018)], both at the policy proposal and policy-

making stages. For example, in the lead up to the 2012 US Presidential elections, the Democratic

Party conducted a survey, by listing policy priorities of the Republican Party, and asking their

supporters to identify the policies which concerned them the most. They were also asked to

rank policy goals such as unemployment and immigration reforms. Similarly, the Conservative

Party of UK launched a website called “stand Up, speak Up”, to ask for feedback from voters,

on its policy proposals for the 2010 elections [Ashiagbor (2013)]. After government is formed,

social media enables the voters to provide feedback on policy agendas and implementation.

Among social media channels, e-petitions provide a unique opportunity to raise issues bottom-

up from the voters. Through voter support for petitions, those issues can gain the attention of

parliamentarians, which can influence the agenda setting of policy-makers [Böhle and Riehm

(2013)].
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2.2 Artefacts

The policy process discussed above (Section 2.1), generates several sources of information,

pertaining to the analysis of the democratic roles of political parties and voters. In this section

we enumerate those text sources, and mention any existing popular projects and annotations built

on those sources including the label schema with example annotated text. Data behind the policy

proposal and policy-making processes (see Section 2.2.1 and 2.2.2) is generated by politicians

and political parties, while petitions are written by citizens and responded to by governments (as

we will discuss in Section 2.2.3). News can be seen as a way to connect different stakeholders in

a democracy — through disseminating politically relevant information to citizens, thereby acting

as a public watchdog; and providing a representative platform to help the voices of the public

be heard [Müller (2014)] (discussed further in Section 2.2.4). These form the core artefacts

for our work, and we also discuss other sources which are relevant and can be explored for

future research, such as social media, which is relevant to all the stakeholders in a democracy,

and provides a platform to engage in participatory and collaborative roles, which consequently

enable the tracking of day-to-day political events in a faster way than traditional media. We

provide an overview of social media data sources in Section 2.2.5, as they have also been a

popular source of text for much NLP work.

2.2.1 Election campaign text

Among a myriad of data sources, election campaign text is a core artefact in political analysis.

Using campaign communication, the political parties express their opinion, stance and perfor-

mative actions on different policy issues. Based on this, they appeal to the general public to

garner their support in elections. They use campaign communication especially to place them-

selves ahead of other parties in the electoral race, by detailing their past achievements, criticizing

opposite party policies and actions, and by emphasizing certain issues. Hence the campaign

communication can influence a party’s reputation, credibility, and competence [Fernandez-

Vazquez (2014a)]. There are different media for conducting election campaign — press releases,

speeches, manifestos, social media, debates, interviews, etc., which each have different styles

of expression. Press releases are typically a set of documents released over an election cycle,

where each document focuses on a single policy issue and the proposed action (or its updates)

from a party. Speeches are made by leaders of a party over time, across different locations, for
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example, different states in the US, and usually tailored to its audience group, the maritime in-

dustry for instance.1 A single manifesto, which is a large compilation of party views and goals,

is released by each party, for each election cycle. Debates and interviews involve the mass me-

dia — to question, discuss and differentiate between opponents’ positions; and to question and

understand contestants’ (or parties’) positions, respectively.

First we consider digitized collection of election manifestos, which are a traditional data source

used to analyze parties’ policy goals (Section 2.2.1.1). We use this dataset in our work not only

because it is commonly used by political scientists, but also due to its longitudinal availability

across countries. Then we discuss other data sources such as media releases, presidential de-

bates, advertisements, and speeches (in Section 2.2.1.2). Compared to manifestos, these sources

do not have large scale data over time covering many geographic regions, for many reasons —

debates are a relatively recent mechanism (for example, Australia has had debates since 1984)

and are held only in a handful of countries;2 for most countries, there is no central digitized

collection of speeches, media-releases and interviews for political parties; and typically when

there is a change in leadership, the documents prior to that are archived, for example, the Lib-

eral Party of Australia’s website3 only includes documents created in 2019 or later. Despite the

patchy nature of the data collections, they are still a valuable source of information for many

fine-grained analyses to capture the campaign dynamics in a particular election cycle, which

maybe influenced by various context factors [Laver et al. (2003)]. We use media-releases and

speech transcripts in the Australian political setting for campaign rhetorical functions analysis.

2.2.1.1 Manifestos

Manifestos provided by political parties help to streamline the election campaign — they make

the job of candidates easier in prioritizing policy goals in their campaign. Manifestos are pub-

lished dutifully by the political parties in order to document a summary of their party positions,

which act as their blueprint for future government. They are disseminated to candidates and

supporters in a top-down fashion, and also attract media attention to party positions. This is

distinct from other data sources such as debates or media-releases which can contain more than

one document released during an election cycle, and can be related to a particular individual’s

portfolio. The importance of election manifestos is evident from the attention paid by political
1https://anthonyalbanese.com.au/address-to-maritime-industry-australia-ltd-forum-promoting-growth-in-australian-shipping-australian-national-maritime-museum-tuesday-7-may-2019
2https://www.theguardian.com/commentisfree/2010/apr/07/

debates-leaders-media
3https://www.liberal.org.au/articles

https://anthonyalbanese.com.au/address-to-maritime-industry-australia-ltd-forum-promoting-growth-in-australian-shipping-australian-national-maritime-museum-tuesday-7-may-2019
https://www.theguardian.com/commentisfree/2010/apr/07/debates-leaders-media
https://www.theguardian.com/commentisfree/2010/apr/07/debates-leaders-media
https://www.liberal.org.au/articles
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CMP Coding Scheme

1: External Relations
2: Freedom and Democracy
3: Political System
4: Economy
5: Welfare and Quality of Life
6: Fabric of Society
7: Social Groups

TABLE 2.1: Comparative Manifesto Project — major policy themes

scientists. One major reason is their primary function — providing a concise collection of valid

party positions — thereby establishing superiority over all other campaign text sources [Eder

et al. (2017)]. Another larger reason for manifestos’ importance, is due to the regularity with

which parties produce these documents, and the effort of political scientists through projects

such as the Comparative Manifesto Project (CMP) to digitize and provide usable data [Volkens

et al. (2011)].

CMP is one of the most widely used datasets by political scientists, and contains 4492 man-

ifestos in various languages, covering over 1000 parties across 56 countries, from elections

dating back to 1920. The amount of text is not uniform across all the countries, and the details

are summarized in Table 2.2. The goal of CMP is to provide a large collection of data to support

studies on electoral processes [Zirn et al. (2016)]. Many of the manifestos have been manually

annotated at the sub-sentence level with one of over fifty fine-grained policy themes,4 divided

into 7 coarse-grained topics (see Table 2.1). For example, Foreign Special Relationships: Posi-

tive and Foreign Special Relationships: Negative are fine-grained policy themes under the major

category of External Relations. Political scientists who are native language speakers, are usually

involved in annotating manifestos in the respective countries. They go through a training process

to ensure a consistent understanding of the label schema across countries [Lacewell and Werner

(2013)]. Annotators split the manifesto text into sub-sentences (or so-called ‘quasi-sentences’),

each of which contains exactly one message or policy theme [Werner et al. (2011); Merz et al.

(2016)].

The first version of the label schema was designed by Robertson (1976) to analyse the dynamics

of party competition in Britain. It was extended by CMP, with extensive and well-designed

policy themes, and is used to study policies across many countries [Klingemann et al. (1994);

4https://manifesto-project.wzb.eu/coding_schemes/mp_v5

https://manifesto-project.wzb.eu/coding_schemes/mp_v5
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Country Start year #Manifestos #Sentences #Parties

Albania 1991 38 8675 11
Armenia 1995 28 5327 16
Australia 1946 111 39731 11
Austria 1949 83 49530 10
Azerbaijan 1995 9 955 6
Belarus 1995 8 979 8
Belgium 1946 177 187035 26
Bosnia-Herzegovina 1990 57 21358 20
Bulgaria 1990 59 25252 27
Canada 1945 94 41518 9
Croatia 1990 73 30589 38
Cyprus 1996 30 24720 11
Czech Republic 1990 63 34115 25
Denmark 1945 235 29893 19
Estonia 1992 47 17291 22
Finland 1945 153 28079 13
France 1946 116 26556 23
Georgia 1990 54 12063 40
German Democratic Republic 1990 15 2757 15
Germany 1949 89 74606 19
Greece 1974 84 76756 17
Hungary 1990 43 45829 13
Iceland 1946 117 20742 19
Ireland 1948 103 55505 17
Israel 1949 198 25611 55
Italy 1946 178 100853 52
Japan 1960 123 23550 25
Latvia 1993 61 6967 36
Lithuania 1992 52 40485 26
Luxembourg 1945 75 62346 9
Malta 1996 4 4018 2
Mexico 1946 94 69212 23
Moldova 1994 28 6187 15
Montenegro 1990 59 18852 29
Netherlands 1946 178 183720 28
New Zealand 1946 101 72044 11
North Macedonia 1990 74 73767 28
Northern Ireland 1921 33 2589 3
Norway 1945 130 167233 11
Poland 1991 60 22182 33
Portugal 1975 101 103718 17
Romania 1990 52 15585 30
Russia 1993 45 12545 24
Serbia 1990 80 31459 39
Slovakia 1990 69 37501 29
Slovenia 1990 63 37973 22
South Africa 1994 17 6423 6
South Korea 1992 28 24949 16
Spain 1977 144 217662 33
Sri Lanka 1947 13 2324 2
Sweden 1944 137 36118 9
Switzerland 1947 146 42242 17
Turkey 1950 77 87633 23
Ukraine 1994 45 5702 30
United Kingdom 1945 88 57993 13
United States 1920 53 38111 5

TABLE 2.2: Statistics of CMP dataset, 2019 version, showing the start year (or election) from
which manifestos are available for each country (all continuing to the present day), number of

manifestos, coded sentences and parties.
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FIGURE 2.1: Manifesto snippet taken from the Comparative Manifesto Project for the Liberal
Party of Australia, 2001. Manifestos from older elections are made available by scanning the
corresponding printed copies, as shown here. Digitized text and its annotations are provided
by the project —

∫
denotes a coherent segment. The starting digit of the fine-grained policy

theme denotes its major policy category’s code (Table 2.1). See text for code description.

Volkens et al. (2011)]. An example snippet from the Liberal Party of Australia 2001 election

manifesto is given in Figure 2.1. A description of fine-grained themes from the snippet is as

follows:

(a) 402 Incentives: Positive (under the theme of Economy)

(b) 503 Equality: Positive (under the theme of Welfare and Quality of Life)

(c) 504 Welfare State Expansion (under the theme of Welfare and Quality of Life)

(d) 505 Welfare State Limitation (under the theme of Welfare and Quality of Life)

(e) 606 Civic Mindedness: Positive (under the theme of Fabric of Society), and

(f) 706 Non-economic Demographic Groups (under the theme of Social Groups).

This can be seen as fine-grained policy topical analysis. Other than the facility to download the

required manifestos from its online repository,5 the corpus is stored in a standardized format in a

database, and can be accessed easier via the R package manifestoR6 [Merz et al. (2016)]. More

details about the dataset and the complete label schema are provided in Section 3.1.

5https://manifesto-project.wzb.eu/
6https://github.com/ManifestoProject/manifestoR

https://manifesto-project.wzb.eu/
https://github.com/ManifestoProject/manifestoR
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Left Right

103 Anti-Imperialism 104 Military: Positive

105 Military: Negative 201 Freedom and Human Rights

106 Peace 203 Constitutionalism: Positive

107 Internationalism: Positive 305 Political Authority

202 Democracy 401 Free Market Economy

403 Market Regulation 402 Incentives: Positive

404 Economic Planning 407 Protectionism: Negative

406 Protectionism: Positive 414 Economic Orthodoxy

412 Controlled Economy 505 Welfare State Limitation

413 Nationalisation 601 National Way of Life: Positive

504 Welfare State Expansion 603 Traditional Morality: Positive

506 Education Expansion 605 Law and Order: Positive

701 Labour Groups: Positive 606 Civic Mindedness: Positive

TABLE 2.3: 26 out of 57 policy themes coded as left and right by political scientists. The
starting digit of the fine-grained policy theme denotes its major policy’s category code (see

Table 2.1).

Party position indicators

In addition to the policy theme, party position analysis is an important task for political sci-

entists. One important theme deals with studying party positions on the left–right ideological

scale, for which the fine-grained policy themes are placed on left-right dimension by political

scientists [Laver and Budge (1993)], as shown in Table 2.3. For instance, a negative mention

of the military topic is categorized as left. The remaining 31 out 57 policy themes are consid-

ered neutral. Other than the sentence-level labels, the manifesto text also has a document-level

score that quantifies the party’s position on the left–right spectrum in that particular election.

Different approaches have been proposed to derive this score, based on alternate definitions of

“Right–Left” [Slapin and Proksch (2008); Benoit and Laver (2007); Lo et al. (2013)]. Among

these, the Left-Right (RILE) scale is the most widely adopted [Jou and Dalton (2017); Merz

et al. (2016)], and Lowe et al. (2011) showed that the index correlates highly with popular ex-

pert survey scores for importance estimates from Benoit and Laver (2006), across several policy

dimensions. RILE is defined as the difference between right and left positions on pre-determined

policy themes (shown in Table 2.3) across sub-sentences in a manifesto. Apart from RILE, ex-

pert survey scores are gaining popularity as a means of capturing party’s ideology score. In

Benoit and Laver (2007), the authors show that the expert surveys are less noisy than the RILE
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estimation from CMP, and they also allow placing different weights on the specific policy di-

mensions which constitute left and right from one country to the next. Although expert surveys

are more subjective than RILE, they are considered to be the gold-standard in political science.

Along the same lines, the Chapel Hill Expert Survey (CHES) [Bakker et al. (2015)] is one such

popular survey, which comprises aggregated expert surveys on the ideological position of vari-

ous European political parties, available longitudinally since 1999. During each iteration of the

survey, starting from 1999, the number of parties, questions and countries covered has increased

— the most recent survey includes 31 countries and 268 parties.7 For Australia, an analogous

resource is the Australian Election Study [Cameron and McAllister (2019)].

Other than general left-right analysis, the surveys contain party position indicators on finer di-

mensions — namely social left-right and economic left-right. Apart from ideological position,

the surveys also include issue salience of parties: how much importance the party gives to differ-

ent policy issues [Benoit and Laver (2006); Bakker et al. (2015)]. Similarly, the salience score

can also be computed based on public surveys [Cameron and McAllister (2019)].

Political manifesto text analysis is a relatively novel application, at the intersection of Political

Science and NLP. One line of work in this space has been on sentence-level (or sub-sentence

level) classification, including classifying each sentence according to its major political theme

(using the seven categories in Table 2.1) [Zirn et al. (2016); Glavaš et al. (2017a)] and fine-

grained policy themes [Verberne et al. (2014); Biessmann (2016)]. Zirn et al. (2016) developed

a global model to capture the topic shift between sentences, in addition to the sentence-level

topic classifier based on a Markov Logic Network. They show that a global model which also

considers shifts between sentences provides the best performance. Glavaš et al. (2017a) handled

manifestos spanning multiple countries and languages, using multilingual word embeddings

obtained by mapping monolingual embeddings to a common space using the linear translation

approach [Mikolov et al. (2013)]. Biessmann (2016) developed a fine-grained policy theme clas-

sification model for German manifestos using a Logistic Regression classifier and bag-of-words

representation. Verberne et al. (2014) targeted fine-grained classification for Dutch manifestos

with a custom label schema (more than 200 categories) proposed by Lipschits (1977), using

Support Vector Machines and Winnow classifiers. At the document level, there has been work

on using label count aggregation of (manually annotated) fine-grained policy positions, as fea-

tures for inductive analysis [Lowe et al. (2011); Däubler and Benoit (2017)]. Lowe et al. (2011)

7Sample questions can be found here: https://www.chesdata.eu/s/Belgium_Questionnaire_
2014.pdf

https://www.chesdata.eu/s/Belgium_Questionnaire_2014.pdf
https://www.chesdata.eu/s/Belgium_Questionnaire_2014.pdf
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examined the popular RILE scaling, proposed an alternative based on the logarithmic odds-

ratio, and evaluated using annotated manifestos. Däubler and Benoit (2017) applied a Bayesian

item-response theory model to policy-theme counts from annotated manifestos, where they treat

the policy-themes as “items” and ideological positions as latent variable. Text-based approaches

have used dictionary-based supervised methods and unsupervised factor analysis [Bruinsma and

Gemenis (2019); Hjorth et al. (2015)]. Bruinsma and Gemenis (2019) use the Wordscores ap-

proach proposed by Laver et al. (2003), which uses a set of reference documents to scale a new

set of documents based on word-occurrences in text. Scores for unseen documents are estimated

as the average of the scores of the words contained in them. In turn the words’ scores are com-

puted using the reference texts in which the word type is present, and by averaging these doc-

uments’ scores weighed by the relative frequency of the tokens. Hjorth et al. (2015) compared

Wordscores and Wordfish [Slapin and Proksch (2008)] using German and Danish manifestos.

Unlike Wordscores, Wordfish does not use any reference text, but fits the term-frequency matrix

of a corpus to a standard Poisson count model to infer the (latent) ideology position. Hjorth

et al. (2015) showed that Wordscores can produce outputs that are closer to the ground-truth,

and Wordfish requires a larger corpus to model the word usage differences.

Apart from policy-theme-based sentence and ideology-based document-level tasks, there are

other semantic tasks such as finding agreement and disagreement between parties on coarse-

level policy issues [Menini et al. (2017)]. They employed keyphrase extraction and clustering

to align sentences discussing the same topic. For keyphrase extraction, they used the rule-based

Keyphrase Digger approach [Moretti et al. (2015)]. To classify the agreement between pairs of

statements, they use supervised approaches with lexical, surface and semantic features [Menini

and Tonelli (2016)]. Election manifestos have been analyzed for prospective and retrospective

messages [Müller (2018)]. Retrospective statements are used to evaluate parties’ position and

actions of the present and past, and prospective statements refer to actions for the future. The au-

thors studied 576 manifestos across nine democracies, and found that the ideologically extreme

parties give lesser emphasis towards describing future actions than mainstream parties. Oppo-

sition parties, irrespective of ideology, convey the past and present (retrospective) statements

more negatively.
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Labor has listed columns with zero, zero, zero and zero allocated, for ending the
Medicare freeze in their costings.

The Morrison Government has ended the freeze which Labor started. We have in-
vested $1.6 billion in primary care, working with GPs to deliver more flexible options
for care and to keep patients healthy.

People should remember that Bill Shorten, as Assistant Treasurer stopped listing
medicines because he couldn’t manage the budget. And Bill Shorten has already cut
$115 million from the private health rebate which will hit pensioners and low income
earners from 1 July 2019 and require them to hand money back.

By managing the economy and the budget we can deliver the important health services
that Australians need.

TABLE 2.4: Snippet from 2019 election campaign — The Liberal Party of Australia’s media-
release

2.2.1.2 Other campaign sources

Apart from manifestos, political parties also use media-releases, and speeches to convey their

views and opinions (e.g., the Liberal Party of Australia’s articles8). Media-releases are typically

a summary of party position on a particular issue, and released either by the party or members

with portfolios relevant to that policy issue. During the course of the election campaign, lead-

ers make speeches at different locations, which often contain party goals delivered in a style to

persuade the targeted audience. Though they are monologue in style, from the example media-

release shown in Table 2.4, we can see that they express various rhetorical functions — criti-

cizing the opposite party’s policy position and contrasting this with their past achievements and

future goals — and are also dynamic over time within an election cycle, unlike manifestos. In

addition, televised public debates have become a focal point of election campaigns, for example,

American election debates. They are also the most followed, viewed, and the most researched

political television programs. The American Presidency project at the University of California,

Santa Barbara [Woolley and Peters (2011)], includes all the presidential documents — election

debate transcripts, White House press briefings, proclamations, and executive actions. Presi-

dential debates have been intensively studied from the Nixon–Kennedy contest of 1960 election

to the present [Isotalus (2011)]. A snippet from 2016 US presidential debate between Donald

8https://www.liberal.org.au/articles

https://www.liberal.org.au/articles
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WALLACE: Mr. Trump, you’re pro-life. But I want to ask you specifically: Do you
want the court, including the justices that you will name, to overturn Roe v. Wade,
which includes—in fact, states—a woman’s right to abortion?

TRUMP: Well, if that would happen, because I am pro-life, and I will be appointing
pro-life judges, I would think that that will go back to the individual states.

WALLACE: But I’m asking you specifically. Would you like to...

TRUMP: If they overturned it, it will go back to the states.

WALLACE: Secretary Clinton?

CLINTON: Well, I strongly support Roe v. Wade, which guarantees a constitutional
right to a woman to make the most intimate, most difficult, in many cases, decisions
about her health care that one can imagine. And in this case, it’s not only about Roe
v. Wade. It is about what’s happening right now in America.

TABLE 2.5: Snippet from 2016 US President debate at the University of Nevada, Las Vegas

Trump and Hillary Clinton is given in Table 2.5. Debate text provides a topically-aligned dialog

between candidates, which can be used to compare their positions on election issues.

Benoit (2001) studied the functional theory of campaign discourse, applied to presidential tele-

vision spots from 1952–2000. Because elections can be seen as a competition, candidates tend

to praise their own strengths and to attack their opponents’ weaknesses. When subjected to

such attacks, candidates may also choose to refute those accusations. These three functions can

occur on the grounds of both policy and character. This work compares television spots of par-

ties through the functions of utterances. Presidential campaign text have also been studied for

the relationship of the topic of discourse—the proportion of utterances focusing on policy and

character—and election outcome. Benoit (2003) studied a large sample of presidential media,

spanning 1948–2000, and show that presidential candidates who discuss policy more frequently

(and character less) than their opponents are more likely to win elections. Kleinnijenhuis and

De Nooy (2013) used autoregressive models to analyze adjustment of issue positions based on

news items, during the 2016 Dutch election campaign. Party positions on different policy is-

sues are obtained from daily content analysis of newspaper and television news. They show

that parties adjust their issue positions and explain it based on inter-party relations, ideological

reciprocity, and realignment. Campaign advertisements produced by candidates in the 1976-

1996 US presidential elections were modeled using Logistic Regression in order to understand
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the dynamics of issue ownership [Damore (2004)], where the target variable indicates whether

an advertisement discusses a trespassed issue or party-owned issue. Their results indicate that

candidates’ decisions to trespass into issues owned by their opposite party are a function of their

competitive standing, partisanship, issue salience, and the tone of campaign messages. All these

approaches were based on manual annotations of campaign data, whereas the goal of this thesis

is to automate them using natural language processing techniques.

Gautrais et al. (2017) proposed an approach combining standard topic modeling with signature

mining for analyzing recurrent topics in the campaign speeches of Clinton and Trump during the

2016 US Presidential elections. They showed that Trump was more diverse in the choice of his

recurrent topics. Liu and Lei (2018) studied sentiment and topics using 2016 US Presidential

election campaign text. They found that Hillary Clinton’s discourse focused more on socio-

economic topics, while Trump’s discourse focused on trade- or business-related topics. They

also found that Trump’s speeches were more negative than Clinton’s. Another important aspect

of political campaign are the rhetorical functions, because the speakers at these events prioritize

maintaining the crowd’s attention [Strangert (2005)]. Heritage and Greatbatch (1986) manually

analysed speeches from British political party conferences, associating each instance of applause

with message types (e.g., external attacks, statements of approval), rhetorical devices (e.g. con-

trast, headline-punchline), and performance factors (e.g. speech stress or body language). They

find most of these factors to be positively correlated with applause, while rhetorical devices

explain the majority of applause instances. Gillick and Bamman (2018) proposed automatic

modeling of applause in campaign speeches. They analyzed presidential campaign speeches,

and used audio data to automatically extract and align labels for instances of audience applause.

They show that lexical features carry the most information for applause prediction, in addition

to audio signals.

For the analysis of policy proposal, also referred to as policy agendas during elections, the

content of election manifestos, media-releases, speeches, political ads and other political com-

munications are paramount. News and social media content are also valuable resources, which

we discuss separately in Section 2.2.4 and Section 2.2.5. Using the election campaign text —

manifestos, media releases and speech transcripts — we survey policy themes and discourse,

and also evaluate the effectiveness of the approach based on its ability to model party ideology

and issue salience indicators.
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FIGURE 2.2: Snippet from Politico story on US Congress passing a bill to carry concealed gun.

2.2.2 Policy-making

After elections, laws result from a complex social process where again language is central to

that process. We provide a short description of the artefacts related to the policy-making process

here, which enables tracking the policies which successfully pass through all the stages.

An important source of information which can help understand the role of all the parties in

governance is legislation bills (proposed laws) and voting records. Roll call votes in the US

congress record how legislators vote on bills.9 Other than voting, even more interesting are the

subtleties involved in the legislative process, which includes debate among legislators [Laver

et al. (2003); Quinn et al. (2006)]. A bill is formally proposed by a Congress member, aka

sponsor. Once proposed, it is routed to a suitable Congressional committee. Members of that

committee recommend bills for consideration and voting by the full chamber of members, both

in the House of Representatives and the Senate. [Yano et al. (2012)].

Bills also contain rich metadata — e.g., sponsors of a bill, policy area and category (trivial,

recurring, technical or important) — providing further insights into the functioning of parties

9https://www.govtrack.us/

https://www.govtrack.us/
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on the spectrum of constructive democracy. Yano et al. (2012) studied bill survival in Congres-

sional committees modeling its text and other meta features using a Logistic Regression model.

They found that, in additional to bill content, its category, and sponsor’s partisanship and com-

mittee member status influenced a bill’s future. Similarly in the House of Commons of the UK

Parliament, members of Parliament put forward their proposal (also known as debate’s motion),

and other members of the House debate and vote on the motion. The legislation process is

also usually covered in press-releases, news (see Figure 2.2 for an example) and social media

platforms [Kratzke (2017); Grimmer (2010)], which can enable public participation [Yates and

Greenberg (2014)]. For the parliamentary debates, the Hansard is a valuable resource. It con-

tains transcripts of parliamentary debates in Britain and many Commonwealth countries. For

example, in Australia10 it includes proceedings of the Senate, House of Representatives, the

Federation Chamber11 and all parliamentary committees.

Several political analyses have studied Congress voting data. One such effort is ConVote [Thomas

et al. (2006)], a corpus of US congressional debate transcripts. It consists of 3,857 speeches or-

ganized into 53 debates. Each speech is tagged with the identity of the speaker and a “for”

or “against” label derived from congressional voting records. The task is to predict the mem-

bers’ vote given their speech text. They used a SVM-based approach, and also leveraged the

discourse structure in the debates by augmenting the model with same-speaker constraints and

different speaker agreements. Burfoot et al. (2011) extended the content-only model with cita-

tion information based on speaker references in text, using a collective classification approach.

They showed that collective approach performs better than content-only setting. Burford et al.

(2015) evaluated an alternate setting, where the links between speeches are based on text simi-

larity (or implicit links). They showed that using these implicit links boosts the performance of

content-only classifier. A different formulation of the problem is to predict the legislators vote

given only the bill text. This can be seen as modeling legislators directly. Kraft et al. (2016)

used a simple average word-embedding approach to handle the task. Kornilova et al. (2018) ex-

tended it using a convolutional neural network model, and also incorporated additional metadata

— bill sponsor details. They show that the proposed model which utilizes metadata performs

best, not only for the same Congress session test-set (in-session), but also for the out-of-session

setting. Iyyer et al. (2014) applied a recursive neural network to identify the political position

evinced by a sentence. They extended the ConVote dataset with crowdsourced annotations at

both phrase and sentence level in order to train the model. Bhatia and Deepak (2018) modeled

10https://www.aph.gov.au/parliamentary_business/hansard
11Parallel body to expedite Parliamentary business, and the decisions must be unanimous.

https://www.aph.gov.au/parliamentary_business/hansard
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coarse-grained political ideology of the speech text as a function of sentiment polarities towards

a set of topics. They evaluated their approach, to find topic-specific sentiments using an re-

current neural network-based approach and a Logistic Regression classifier to predict ideology,

using the ConVote dataset.

In relation to other democracies, Abercrombie and Batista-Navarro (2018a) applied opinion

mining methods to UK parliamentary debate transcripts to classify the sentiment of speakers

as being either positive or negative towards the motions proposed in the debates. They auto-

mated the task using multi-layer perceptron, and also compared the classifier’s performance

using both manually annotated sentiment labels and the speakers’ division votes (‘aye’ or ‘no’).

Abercrombie and Batista-Navarro (2018b) modeled opinion-topics using UK House of Com-

mon parliamentary debates. They evaluated the use of Public Whip’s policies — policies rep-

resent both a policy topic and a polarised position towards it, e.g., Abortion, Embryology and

Euthanasia Against — to train a classifier for inferring policy positions in UK parliamentary

data. They showed near-perfect agreement with human annotation, but did not evaluate using

machine learning approaches. Abercrombie et al. (2019) focus on the task of policy topic clas-

sification using UK parliamentary debates, where the label schema is adopted from the popular

CMP (Section 2.2.1.1). They propose annotation guidelines for the two granularities in label

schema, and evaluate various techniques to automate the task. Vilares and He (2017) proposed

a Bayesian model to detect people’s perspectives using debates from the House of Commons of

the UK Parliament. The Bayesian approach considers topics (or propositions) and their asso-

ciated perspectives (or viewpoints) as latent variables. Rheault (2016) developed an approach

by adapting domain-specific corpora to automatically measure the levels of “anxiety” in Cana-

dian House of Commons debates. In politics, “anxiety” is an important emotion because it is is

tied to decision-making under uncertainty. They find that less familiar political issues, such as

immigration, are more anxiogenic than average.

Kauffman et al. (2018) proposed approaches to predict legislator’s alignment, in terms of whether

they agree or not, with an organization that has taken a position on some legislation. They study

the prediction of alignment scores between each member of the California state legislature and

a select set of state-recognized organizations, using the assembly speeches. Duthie and Budzyn-

ska (2018) proposed to use a deep modular recurrent neural network approach for automatically

extracting the ethos relation of the speaker towards a target (a single target entity, individual or

group) from UK parliamentary debates. The ethos relations can be support or attack towards the

target. They created a corpus of ethotic relations from the UK Hansard, by extracting speech
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transcripts from 1979 to 1990. Other than using mentions to construct relational data from de-

bates [Burfoot et al. (2011)], Salah et al. (2013) use agreement information to construct graphs

from UK House of Commons debates. They represent each debate as a graph with speakers

as nodes and information exchanges as links. Links are labeled based on the attitude of speak-

ers, i.e., if both are negative or positive, then a link is labelled as supporting; otherwise it is

labelled as opposing. Further detailed discussion of sentiment and position-taking analysis with

parliamentary debates can be found in Abercrombie and Batista-Navarro (2020).

Oral and written questions play a prominent role in social interactions, and have specific rhetor-

ical functions compared to other forms of informational exchange. For example, Question Time

in the House of Representatives in the Australian Federal Parliament begins at 2pm on every

sitting day, and is a period where members of the parliament can ask Ministers questions and

receive a detailed response [Turpin (2012)]. Parliamentary party groups use parliamentary ques-

tions not only to obtain answers from the government, but also to further their own interests. Par-

ties use parliamentary questions to retain their issue-ownership [Green-Pedersen (2010)], also to

target members from other parties that they compete with for voters [Walter (2014)]. Zhang et al.

(2017) propose an unsupervised technique to extract motifs that recur in questions, and group

them based on their latent rhetorical role. They analyzed question session data in the UK parlia-

ment, and found that the resulting categorization captures salient aspects of political discourse,

including the distinction in questioning behavior between government (uses more agreement

type of questions) and opposition parties (uses more concede/accept and condemnatory type of

questions). They also show that younger opposition members tend to ask more condemnatory

questions compared to older members, who favor concede/accept questions. Overall the ques-

tions from representatives can be useful for analyzing policy progress, but are overall seen as

symbolic due to their limited policy consequences [Van Aelst and Vliegenthart (2014)].

Other policy decisions are available through the respective minister’s communication channels.

For instance, Greg Hunt (Minister of Health in Australia since January 2017), publishes media-

releases updating progress made in the health policy-area. One such example is a policy decision

update dealing with diabetes patients getting free access to the FreeStyle Libre flash continuous

glucose monitoring (CGM12) system through the Scott Morrison Government’s CGM initiative,

that was announced in the budget.

12http://shorturl.at/fmQ08

http://shorturl.at/fmQ08
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Budget text is a core artifact in itself, and it provides a summary or plan of the intended revenues

and expenditures of that government. Budget items convey the expenditure-related priorities

and decision choices of the legislators. Similar to parliamentary debates, budget sessions allow

members to propose motions and amendments, and the House may vote on the amendment

and/or the main motion. In addition to the budget numbers, expenses and revenues are also

monitored through systems such as the Mid-Year Economic and Fiscal Outlook (MYEFO).13

The MYEFO keeps tracks of all the expense- and revenue-related decisions made since the

release of the budget, and revises the budget aggregates.

National-level policies are influenced by various local as well as international factors. One

prominent resource to monitor international activities is the UN debates. Political scientists

have observed that the UN influences state behavior, and relations can be observed in the na-

tional policies [Riggs (1967)]. A major UN debate collections is associated with the annual

sessions of the United Nations General Assembly since 1947. It is a forum at which leaders

present their country’s perspective on major issues related to world politics. Thereby, the Gen-

eral Debate provides a unique source of information on the preferences of states on a wide set

of policy issues which are of strategic importance for the world. The UN General Debate Cor-

pus (UNGDC) [Jankin Mikhaylov et al. (2017)] introduces an English language corpus of 8,093

texts of debate statements from 1970 to 2018. As a second data source, the UN Security Council

is one of the six principal organs of the United Nations. The Security Council meets regularly in

a public format allowing for the global public to follow key debates and votes. Although public

meetings do not provide the details in entirety, these meetings are among the best reported reg-

ular activities of the United Nations. The dataset from Schönfeld et al. (2019) is a collection of

UN Security Council debates, covering 4958 meeting protocols between 1995 and 2017, which

contains 65,393 speeches in total.

Other than the national-level policy-making artefacts, there are other datasets such as EurLex

and PreLex which are useful for studying EU politics [Borrett and Laurer (2020); König et al.

(2006)]. EurLex provides access to European Union law and other public documents. It has

summaries of EU legislation and thematic categorization of legislation. PreLex can be used to

monitor the inter-institutional decision-making process — legislative (for example, directives,

regulations or decisions), non-legislative (for example, working papers, communications or re-

ports) and budgetary proposals. It tracks the progress of legislative proposals and other policy

documents submitted by the Commission to the other EU institutions, covering various events

13https://budget.gov.au/2019-20/content/myefo/index.htm

https://budget.gov.au/2019-20/content/myefo/index.htm
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involved during all stages of the decision-making process. Glavaš et al. (2017b) proposed an

unsupervised cross-lingual political text scoring approach based on TF-IDF weighed average

word embeddings to represent documents and a graph constructed using pair-wise document

similarity. Given pivot texts for both left and right ideologies, a label propagation approach is

used to predict the ideological position of other documents. They used a corpus of European

Parliament speeches to study their approach, and demonstrated that it performs better than the

commonly used Wordfish model.

2.2.2.1 Policy agendas

Policy agenda research deals with quantifying issues related to policymakers’ decision-making

[Karan et al. (2016)]. One of the major efforts in political science is the analysis of policy agen-

das [Kingdon (1995)]. It includes analysing text from a wide range of political actors, unlike

the CMP (see Section 2.2.1.1) which is restricted to manifestos only. Policy agendas research

focuses on studying manifestos, media, parliamentary and legislative text, Prime Minister and

executive speeches, judiciary documents, budget related text, and data from public opinion and

special interest groups. This thread of research have been primary influenced by the Policy

Agendas Project (PAP), which tracks policy agenda changes over time [John (2006)]. To this

end, PAP developed a codebook for the United States context comprising 19 major topic and 225

subtopic codes, to provide comparable measures of policy changes including: congressional roll

call vote, party platforms, public law passed, and news data. Building on the success of PAP,

the Comparative Agendas Project (CAP) [Bevan (2019)] extended the PAP codebook, to study

policy changes comparatively, across both time and countries. The CAP codebook14 consists of

21 major topics (given in Table 2.6) and more than 200 subtopics. For example, unemployment

rate, interest rates and price control are subtopics under the major topic of Macroeconomics.

The codebook is used for annotating and studying political texts from over 18 democracies.

Consequently, CAP-coded data have been the primary source for many policy agenda studies

[Baumgartner et al. (2006)]. CAP aligns multiple sources that are related to policy agenda anal-

ysis, compared with CMP which focuses on manifestos only. The choice of sources, which

are annotated varies across countries, due to differences in political systems, as does the label

schema. For example, the German codebook contains policy agendas related to German reuni-

fication and European Union matters. On the contrary, the label schema is uniform across all

countries in the CMP.
14https://www.comparativeagendas.net/pages/master-codebook

https://www.comparativeagendas.net/pages/master-codebook
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Code Topic

1 Macroeconomics
2 Civil Rights
3 Health
4 Agriculture
5 Labor
6 Education
7 Environment
8 Energy
9 Immigration
10 Transportation
11 Law and Crime
12 Social Welfare
13 Housing
14 Domestic Commerce
15 Defense
16 Technology
17 Foreign Trade
18 International Affairs
19 Government Operations
20 Public Lands
21 Culture

TABLE 2.6: Comparative Agendas Project — Major topics

Karan et al. (2016) developed a topic classification model using a dataset based on the Croa-

tian Policy Agendas project. They focused on approaches to handle the hierarchical structure

of the topic scheme — one vs one, one vs all, and hierarchical classification taking the confi-

dence of classifier into account to get the final predictions. They showed that the hierarchical

model performs better than other approaches. Širinić (2019) examined the agenda setting of

weekly government meetings in Croatia. They did an empirical study of issue attention, and

number of issues focused on by the government. They found that governments selectively focus

on key policy areas such as defence or the economy, and also on a small number of problems.

Brandt (2019) target the task of restoration policy agenda classification, with 14 custom cate-

gories, across policy documents. They pose the problem as a neural information retrieval task

— to classify policy documents based on cosine similarity between paragraphs and query em-

beddings. They study policy documents in Malawi, Kenya, and Rwanda, and provide analyses

of forest and landscape restoration policies.

The United Nations Development Programme (UNDP) helps countries implement the United

Nations Sustainable Development Goals, an agenda for tackling major societal issues such as

poverty, hunger, and environmental degradation by the year 2030. UNDP provides a review of
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national development plans to assess alignment of national targets with one or more of the 169

targets of the 17 Sustainable Development Goals. Galsurkar et al. (2018) targeted agenda and

goal analyses of national development plans. This was posed as an information retrieval task

again — paragraphs in the documents are embedded to a latent space (paragraph embedding)

and matched with the embeddings of Sustainable Development Goals. The proposed system is

intended to speed-up the manual review of long policy documents. They also show through their

pilot project for Papua New Guinea, that the national plan assessment time can be reduced from

an estimated 3-4 weeks to 3 days.

2.2.2.2 Program to policy alignment

Political parties are central actors in democracy, which mediate between societal demands and

government policies by formulating policy proposals before elections. Among the various

rhetorical functions fulfilled by an election campaign [Eder et al. (2017)], perhaps the most

important is the contract they represent between parties and voters in terms of promises and

prioritisation of political issues [Royed et al. (2019)]. Fulfilment of election pledges is critical

to the concept of representative democracy. It is also a keen area of focus by political scientists,

in linking election promises to government programs and policies, also known as program-

to-policy linkage [Royed (1996); Thomson (2001); Schermann and Ennser-Jedenastik (2014)].

Program-to-policy linkage or alignment refers to the congruence between government policies

implemented and the promises made by political parties to voters during election campaigns,

often set out in their election programs or manifestos. Political scientists have found that if

parties channel societal demands into public policies effectively, then the level of congruence

between election manifestos and government policies should be high [Thomson et al. (2010)].

Various factors such as single-party parliamentary systems (e.g., US) vs. coalition (e.g., Ger-

many), ideological position, issue salience, and institutional constraints (e.g., European Union

membership) have been shown to influence the pledge fulfilment [Thomson et al. (2017); Pétry

and Duval (2018); Klingemann et al. (1994)]. For this alignment, a preliminary step is to collect

and analyze election promises. Towards that, the Comparative Party Pledges Project provides

the largest collection of election pledges [Naurin et al. (2019)]. All these efforts have been

carried out manually, there are no publicly available curated resource for developing automatic

techniques. This forms the motivation for one of our research goals in this thesis, which deals

with automatically tracking progress made towards election promises (Section 3.4).
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FIGURE 2.3: Example petition from UK Government Petitions website.

2.2.3 Online petitions

A petition is a formal request for change or action to any authority, co-signed by a group of

supporters. In general, the target authority for a petition can be political (e.g., We The People in

US) or non-political (e.g., Change.org). The target of political scientists is generally platforms

run by governments, so that people are able to engage with elected representatives directly,

which is commonly referred to as advocacy democracy [Dalton et al. (2003)]. The European

Parliament’s definition of petitions is [Böhle and Riehm (2013)]:

as all complaints, requests for an opinion, demands for action, reactions to Parlia-

ment resolutions or decisions by other Community institutions or bodies forwarded

to it by individuals and associations.

Typical steps involved in the working of electronic petitions are:

Creating petitions: Petitions are accepted either via e–mail or using a web interface. During

this initial submission phase, the petition text can be supplemented with additional background

information — such as the author’s name, email address and postcode [Lindner and Riehm

(2011)]. An example petition from UK Government Petitions platform,15 is given in Figure 2.3.

Gather support: After the initial submission of petitions, they may be manually checked for

compliance with standards, and the authors asked for additional details when incomplete. Peti-

tions can also be rejected if they do not meet the standards expected by platforms. For example,
15https://petition.parliament.uk/

https://petition.parliament.uk/
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FIGURE 2.4: Snippet from UK Government’s response to the petition given in Figure 2.3.

in the case of UK Government Petitions, petitions must call for a specific action from the UK

Government or the House of Commons, and there are many more conditions.16 Once published,

subsequent steps depend on the support it gets from other citizens. This is often realized with

co–signing of petitions. Other possibilities, though not very common, are discussion forums

which allow public to debate on the issues raised by a petition (e.g., Bundestag e-petitions17)

[Lindner and Riehm (2011)].

Government action: Once a petition obtains the required amount of support, then the government

provides its response action. In the case of UK petitions, petitioners are guaranteed an official

response at 10k signatures, and the guarantee of parliamentary debate on the topic at 100k

signatures; in the case of US petitions (We the People18), they are guaranteed a response from

the White House at 100k signatures. An example snippet of a response from the UK Government

to the petition in Figure 2.3 is provided in Figure 2.4.

E-petition systems vary across countries including: Europe [Böhle and Riehm (2013)], UK and

the US. Research has shown the impact of online petitions on the political system [Lindner and

Riehm (2011); Hansard (2016)], in terms of their increasing popularity, and the integration of

16https://petition.parliament.uk/help
17https://epetitionen.bundestag.de/petitionen/_2019/_10/_24/Petition_

100651/forum/Beitrag_638864.nc.html
18https://petitions.whitehouse.gov/

https://petition.parliament.uk/help
https://epetitionen.bundestag.de/petitionen/_2019/_10/_24/Petition_100651/forum/Beitrag_638864.nc.html
https://epetitionen.bundestag.de/petitionen/_2019/_10/_24/Petition_100651/forum/Beitrag_638864.nc.html
https://petitions.whitehouse.gov/
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the public into the political system. Though it is observed that petitions are not an effective

means for holding governments accountable [Schmitter and Trechsel (2004)], they are initiated

bottom–up by citizens with low access barriers, which compels the attention of the addressee

[Böhle and Riehm (2013)]. Other than these government petition platforms, there are also gen-

eral petition platforms such as Change.org, Avaaz.org and ThePetitionSite, which are written

and signed by people across countries (not just one country’s citizens) and the usual targets are

government agencies and business organizations [Elnoshokaty et al. (2016)].

Modeling the factors that influence petition popularity — measured by the number of signatures

a petition gets — can provide valuable insights to policy makers as well as those authoring pe-

titions [Proskurnia et al. (2017)]. Previous work on modeling petition popularity has focused

on predicting popularity growth over time based on an initial popularity trajectory [Hale et al.

(2013); Yasseri et al. (2017); Proskurnia et al. (2017)], e.g. given the number of signatures a

petition gets in the first x hours, prediction of the total number of signatures at the end of its

lifetime. Hale et al. (2013) targeted UK government petitions, and found that most successful

petitions grow quickly, and the number of signatures a petition receives on its first day is an

indicator of the total number of signatures it receives during its lifetime. Yasseri et al. (2017)

examined early growth within the first day using UK government petitions data at an hourly

resolution. They found that the signature distribution was highly skewed, and the intrinsic time

scale of the platform is very short, where growth of signatures exhibits rapid dynamics (rate

of growth or decay). They also suggested shorter deadlines for petitions, similar to Germany

(three/six weeks) or US (one month), and argued that it might produce similar outcomes with-

out the clutter of old petitions. Proskurnia et al. (2017) proposed a time-series regression model,

by extending the Hawkes process based approach [Kobayashi and Lambiotte (2016)], that in-

corporates seasonality, aging effects, self-excitation, and external effects. They test the method

using ThePetitionSite data, and find that the success of petitions is influenced by several factors,

including anonymity of the authors, promotion through social media channels, and whether a

petition appears on the front page of the petitions platform.

The Petitions Committee uses Twitter to engage the wider public in the parliamentary debates

of petitions (for those petitions that reach over 100,000 signatures). Asher et al. (2017) study

Twitter conversations related to UK petitions, in terms of people’s engagement with e-petitions

beyond signing them, how people perceive the e-petition procedure, and who takes part in these

conversations. The authors found that the discussions are often emotional and polarized. Emo-

tion was analyzed using a lexicon based sentiment analysis technique [Nielsen (2011)], and
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polarization by training a Naı̈ve Bayes classifier using a manually annotated tweets dataset.

[Hagen et al. (2015)] studied US petitions (We The People), and extracted three features —

informativeness (unique number of words in each petition), named entities, and topics (using a

topic model) — and show via a regression model that the features (informativeness, named lo-

cation, and several topics) have a significant correlation with the signature counts. Elnoshokaty

et al. (2016) analyse Change.org petitions and perform correlation analysis of popularity with

the petition’s category, target goal set, and the distribution of words in General Inquirer cate-

gories [Stone et al. (1962)]. Huang et al. (2015) analyze ‘power’ users, based on the number

of petitions they sign, on the Change.org petition platform, and show their influence on other

petition signers. They also find out that the top 5% of Change.org users contribute to more than

50% of all signatures. It should be noted that the work of Huang et al. (2015); Elnoshokaty et al.

(2016) and Proskurnia et al. (2017) uses general petitions (which includes political petitions),

but not those addressed to governments specifically; however the techniques they developed are

relevant to the popularity analysis task in a political setting.

Hale et al. (2018) studied how changes to the design of the UK government petition platform

can impact public participation. The authors test the hypothesis that social information, in the

form of the trending feature given by a petition’s rank on the homepage, shapes the distribution

of political mobilization. They found that the trending feature did not increase the volume of

signatures, but changed its distribution by allowing popular petitions to gain more signatures

at the cost of other petitions with fewer signatures. In addition, the UK Parliament’s Petitions

committee geo-locates petitions according to the location of the signatory. This data is available

for each petition — counts allocated to a country (if outside the UK) or to a constituency. Clark

et al. (2017) used the UK petitions data to characterize constituencies, based on the number of

signatories in each constituency. This is based on the idea that political sentiment in each con-

stituency can be captured using the volume of signatories to e-petitions [Wright (2015)]. Using

Gaussian finite mixture model they identified four clusters and also show that they are coherent

in terms of the political discourse. For example, a conservative class of petitions was concen-

trated in the urban centres. They also showed how the output clusters map well onto the 2017

UK general electoral results. Similarly Vidgen and Yasseri (2020) study UK petitions submitted

during 2015-2017 (surrounding the UK EU-membership referendum). The authors investigate

the interaction between topics (using a topic model), temporal dynamics, and geographic fea-

tures. They show that the popularity of some issues are stable over time (e.g., healthcare), while

others are influenced by external events, such as the referendum in June 2016 (e.g., international
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FIGURE 2.5: One of the Trump’s claims verified by PolitiFact.

affairs, EU). They also show that some issues receive support from regions across the country

(e.g., law & order, work & pay) but others are far more local (e.g., animals & nature, driving).

Further they cluster constituencies based on the issues signed by constituents. They also validate

the clustering output by aligning eight of the ten petition issues with the top ten issues reported

in Ipsos MORI survey, which includes monthly political surveys to study political trends.

2.2.4 News data

News sources contain various political events, views and opinions on different issues from dif-

ferent actors in a democracy. This helps in understanding facts and opinions related to national

political issues. News also contains international events, which enables understanding of in-

ternational relations. For instance, the GDELT (Global Data on Events, Location, and Tone)

project monitors streams of broadcast, print, and web news across countries in over 100 lan-

guages, and identifies information such as entities (people, locations, organizations), themes,

emotions, and events, which can enable applications such as monitoring civil unrest triggered

by government policies [Sharma et al. (2017)]. Halterman (2019) developed a neural network

based approach for geolocating political events in news, which can be used to analyze news

events both at national and sub-national levels.

News media covers party pledges from major political parties, though some policy areas are

better represented than others [Kostadinova (2017)]. It also tracks policy updates related to

election pledges. Tan et al. (2018) studied media highlights of US Presidential debates. They

quantitatively explore what factors influence media selection, using a dataset which contains

Presidential debate transcripts and post-debate coverage. They find that choices of wording —

informativeness, emotion, contrast, uncertainty, rhetorical technique and so on — have signif-

icant influence. They also show that human annotators do not achieve a high accuracy (only

60%), indicating that media choices are not entirely obvious. Duval (2019) show that news
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media alerts citizens when a pledge is broken. Secondly, journalists from organizations such as

PolitiFact manually check the veracity of claims made by politicians during election campaigns

and even after government is formed. For example, Figure 2.5 shows one of Trump’s claims ver-

ified by PolitiFact, where the journalists rate Trump’s Iraq war-related claim, made before the

2016 elections, to be false. In addition, they also keep track of progress made towards promises

by the party which forms government after elections. An example from PolitiFact which tracks

Trump’s 2016 election promises is given in Figure 2.6. This is related to program-to-policy

alignment (Section 2.2.2.2), and here is done by journalists in a news organization and the data

is available for analysis. These systems are critical because campaign communication provides

the medium to connect political parties with voters, and also influence voters’ decision making

[Fernandez-Vazquez (2014b)]. The analysis has mostly been done manually. As an exception

to this, Barrón-Cedeño et al. (2018) targeted the task of automatically verifying the truthfulness

of claims made during 2016 US presidential campaign (aka fact-checking). The related Con-

ference and Labs of the Evaluation Forum (CLEF) 2018 task has two components: (a) finding

and ranking evidence sources according to their usefulness towards fact-checking a target claim

(evidences can be news articles and other web-pages); and (b) using the evidences to predict

the factuality of claim. Popat et al. (2018a) handled the task by obtaining evidence via search-

ing the web (especially for news) and social media sites, and Popat et al. (2018b) used the top

search results from Bing. Towards the fact-checking task, a preliminary step is to find check-

worthy claims from campaign text, e.g., presidential debates [Hassan et al. (2015); Atanasova

et al. (2018)]. Atanasova et al. (2018) is again a CLEF 2018 task based on 2016 US presidential

campaign text for claim check-worthiness estimation. Hassan et al. (2015) created a dataset

based on presidential debates, using lexical, sentence length, POS tags, entity types, and senti-

ment features, with supervised learning approaches. Audit of both claims and the functioning

of government (post election) is very much essential to improve trust of voters in democracy.

Overall, such audit systems enable the accountability of political actors in the electoral system

both during and after the elections.

Lerman et al. (2008) studied how news articles shape public perception of political candidates.

They evaluate the predicted shifts in public opinion to what is reflected in prediction markets

(e.g., TradeSports, Iowa Electronic Markets19). They used a Logistic Regression model with

hand-crafted features such as bag-of-words, news focus (lexical overlap between debate text

and subsequent days news), dependencies labeled with grammatical function labels, and named

19www.geekwire.com/2016/hillary-clinton-slumps-donald-trump-jumps-political-prediction

www.geekwire.com/2016/hillary-clinton-slumps-donald-trump-jumps-political-prediction
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FIGURE 2.6: Sample set of Trump’s election promises tracked by PolitiFact.

entities. Many political news sentiment tasks handle resource-rich languages such as English,

whereas Bakken et al. (2016) targeted lower-resource languages such as Norwegian. They used

supervised learning algorithms using bag-of-words and negation features.

Lastly, in online news, the same event can be presented from very different perspectives, de-

pending on the source. Subtle differences in opinion expressed by journalists on different issues

[Bakken et al. (2016)], can help to uncover media bias. For example, AllSides20 assesses media

bias or political leanings of hundreds of media sources. They are based on blind surveys of peo-

ple across the political spectrum, and a variety of other survey information. Zhou et al. (2011)

propose a semi-supervised graph based approach to classify news articles and users as liberal or

conservative, modeling homophily in the data. They use news opinion articles and readers’ sub-

jective reactions (votes) to those articles via news aggregator services. A graph is constructed

with articles and users as nodes, and links representing the votes by users for particular articles.

Given a few labeled articles and users, they use a graph based approach to predict labels of the

remaining users and articles. Gangula et al. (2019) focused on the task of detecting news article

bias towards a political party. Their dataset contains headlines and the content of articles written

in the Telugu language, annotated for the political party towards which it is biased, or none if it is

not biased. More often bias is subtle and related to the framing of issues, which is an important

part of determining how information will be interpreted [Card et al. (2015)]. Card et al. (2015)

investigated the relationship between framing and news, and released the Media Frames Corpus,

20https://www.allsides.com/media-bias/media-bias-ratings

https://www.allsides.com/media-bias/media-bias-ratings
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FIGURE 2.7: Snapshot taken from procon.org. Issue discussed is Should the Death Penalty Be
Allowed?. Pro discussions are given on the left-side, and Con are given on the right-side.

FIGURE 2.8: Twitter campaign for a petition written to UK Government.

which contains news articles annotated with framing dimensions such as “fairness and equality”.

Fan et al. (2019) studied bias at both the document- and sentence-levels using news articles from

different news organizations (e.g, Fox News). At the document-level, manual annotations are

obtained to estimate the overall sentiment towards the main event, based on which the articles

from different news organizations are ranked on the ideological spectrum. At the sentence-level

the task and annotations are more nuanced, involving identification of the bias type (lexical or

informational), the target of the bias, bias polarity, whether it is a direct or indirect bias towards

main target, and whether the bias is part of a quote. Lexical bias is captured based on the use

of language, whereas informational bias is based on the factual content conveyed in a way to

influence the reader’s opinion.
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2.2.5 Social media discussions

Social media such as blogs, discussion forums, Twitter, and Facebook have garnered public at-

tention for their use in different socio-political events [Diakopoulos and Shamma (2010)]. In the

recent decade, there has been increased use of digital media for communication and coordination

of political events, including election campaigns; policy discussions and feedback; politicians

sharing their views and opinion on various policy issues; advocating for change in policies (see

Figure 2.8); and discussing and sharing perspectives (see Figure 2.7). The conversations can be

between party representatives and voters, between voters, or between politicians. They include

political discourse in various scenarios, including a case where discussions are based on a news

item [Lee (2018)]. In effect, social media can be seen as a medium to connect various actors in

a democracy, not just faster but also in a decentralized fashion.

Researchers have used social-media data for analyzing candidates’ popularity during election

cycles [Karami and Elkouri (2019)]. The popularity of a politician is seen as a critical factor for

the politician or their party to win elections [Gaurav et al. (2013)]. Gaurav et al. (2013) show that

the number of times the name of a candidate is mentioned in tweets prior to elections correlates

with their success in elections. Beyond popularity, Twitter sentiment classification is a popu-

lar task. Bakliwal et al. (2013) studied sentiment of tweets towards a particular political party

or party leader, during the run-up to the 2011 Irish General Elections. They used supervised

learning with subjectivity and tweet-based features. Ringsquandl and Petkovic (2013) targeted

aspect-based sentiment analysis with tweets related to the 2012 US Presidential election. They

use a semi-supervised approach to build a domain-specific sentiment lexicon by expanding a

general lexicon [Wilson et al. (2005)], then used a lexicon-based approach for both sentiment

classification and opinion summarization. Political tweet sentiment has been investigated to pre-

dict poll outcomes [Bermingham and Smeaton (2011); O’Connor et al. (2010); Tumasjan et al.

(2010)]. Bermingham and Smeaton (2011) use supervised learning approaches with manually

labeled data, O’Connor et al. (2010) use a lexicon based technique [Wilson et al. (2005)] and

moving average to track opinion over time. Tumasjan et al. (2010) analyzed political sentiment

also using a lexicon based approach (Linguistic Inquiry and Word Count: [Pennebaker et al.

(2015)]). Political tweet data has also been utilized to predict users’ voting intentions for politi-

cal parties [Lampos et al. (2013)], modeling both text and the users, framed as a bilinear model.

The authors also evaluated a multi-task extension to model related output variables, in their case

inferring voting intentions for competing political parties.
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Apart from candidate’s mention-based popularity and sentiment, an important task is stance

classification — determining whether an individual is in favor of, against, or neutral towards

a target concept, given the content they have generated. Johnson and Goldwasser (2016) ana-

lyzed how issues are framed in individual tweets and temporally to collectively infer the most

likely stance. For collective inference, they use probabilistic soft logic [Bach et al. (2017)]

to capture both local and global dependencies using keyword based approaches to classify is-

sues [O’Connor et al. (2010)] and sentiment [Wilson et al. (2005)] (unary predicates), alongside

inter-dependency between sentiment and stance, and agreement (or disagreement) between sim-

ilar politicians’ (based on tweet content) stance. Joseph et al. (2017) deal with Twitter stance

classification. Since the amount of context can affect the quality of annotation, to characterize

and reduce these biases they propose a probabilistic model which infers ground truth labels as

well as learns a classifier. Hasan and Ng (2013) target debate stance classification — which is

to classify the stance expressed by an author from a post written, in the context of a two sided

debate in an online debate forum (similar to Figure 2.7). The authors propose an approach using

text features — lexical, syntactic, sentiment and argument features [Anand et al. (2011)] — as

well as user-interaction constraints and ideology constraints. Adamic and Glance (2005) studied

linking patterns and discussion topics of political bloggers — specifically, how often liberal and

conservative (community) blogs referred to one another and the overlap in the topics discussed

— both within the liberal and conservative communities, and also across communities. The

authors found a divided blogosphere with very few cross-links between communities, but not

similar homogeneity in the news and topics discussed.

Johnson and Goldwasser (2018) model how politicians frame issues on Twitter to predict the

moral foundations used to express their stance on different issues. Moral foundations include

care/harm, fairness/cheating, loyalty/betrayal, authority/subversion, and purity/degradation. Politi-

cians express their moral and social positions on issues with the goal of maximizing the response

to their messages. They studied the use of moral foundations via word-list and domain-specific

unigrams, to jointly model policy frames and moral foundations. Wei et al. (2013) analyzed

tweets to study the influence of mainstream media towards shaping public opinion during the

2010 UK General Election. They quantify media bias using sentiment analysis, where they show

that the attitude correlates well with political bias in the UK media. They also found that tweets

from individual journalists tend to have a superior reach compared to tweets from mainstream

media.
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Proskurnia et al. (2017) showed the effect of Twitter on petitions’ success using Granger causal-

ity test between tweets related to the petition and its signatures (similar to the example shown

in Figure 2.8). They showed the predictive accuracy improves when using tweet data, espe-

cially to reduce the amount of data required for accurate predictions. Proskurnia et al. (2016)

showed that environmental petitions’ signatures and Twitter shares have a positive correlation.

Aragón et al. (2018) also showed that there is a positive correlation between shares on social

media platforms, and the number of signatures for a petition, using a dataset constructed from

the Avaaz.org petition platform.

Twitter is used for other political activities besides campaigning for petitions. Hemphill and

Roback (2014) study how constituents use Twitter to lobby their elected representatives about

issues that matter to them. The authors first search Twitter for hashtags that are related to

popular political issues, and then manually annotate them for lobbying strategies given by speech

acts [Austin (1962); Searle (1976)] — directive, commissive, representative, expressive, and

questions. From investigating the data, they show that citizens don’t use Twitter to merely

shout out their opinions on issues, but utilize various lobbying strategies to impact political

outcomes. Shapiro et al. (2018) analyze how members of the US Congress use a range of

speech acts to engage in discussions on the Twitter. Specifically, they study whether the speech

act distribution changes over time; and how speech act usage differs between men and women,

between chambers, and between parties. All these approaches analyze speech acts in tweets, but

are not specifically tied to the policy proposal or policy-making stages. In this thesis, we model

speech acts of political campaign text with a particular focus on pledges (see Section 3.2), which

is crucial for verifying their fulfilment.

2.3 NLP challenges

A primary challenge when applying NLP to political analysis is to first create the task defini-

tion (for unexplored challenges), and/or annotate datasets when there are no publicly available

benchmarks (as commonly occurs). Secondly, there are various challenges related to analyzing

the different sources of text discussed previously in this chapter. They arise for multiple rea-

sons: annotations require domain knowledge; properties of text vary across sources, particularly

so across countries, which makes it difficult for a classifier trained on one source to perform

well on other sources; political text often use visual media such as graphs and tables to con-

vey information; it is difficult to incorporate the rich domain knowledge available from decades
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of political science research and develop interpretable models to further data understanding for

political scientists; and finally political speech can be multi-modal by nature, including text,

speech and video signals.

In order to automate NLP tasks, a core challenge is in coming up with a task definition, which

requires collaboration between NLP and political scientists, and a good understanding of the

political science literature. After defining the task, it is necessary to obtain annotated data for

building NLP models. Since it is expensive to get large-scale annotations for text in niche

domains such as politics, it is necessary to develop algorithms that can cope with little or no

supervision, and leverage the often abundant unlabeled text. Political scientists have proposed

unsupervised text scaling approaches such as Wordfish [Slapin and Proksch (2008)] which is a

popular technique for obtaining ideology scores of documents based on relative frequency of

words. Johnson and Goldwasser (2016) use weakly supervised learning for classifying politi-

cians’ stance on different policy issues using Twitter discourse; and in Charalampakis et al.

(2016) use semi-supervised learning to detect irony in Greek political tweets. In Karan et al.

(2016) model topic agendas in media text, using a semi-supervised approach involving a topic

classification model. They first estimate the confidence of classifier decisions for each individ-

ual document, and then forward the documents with low-confident decisions to a human coder.

Zhou et al. (2011) propose semi-supervised label propagation techniques to classify news arti-

cles and users as liberal or conservative (exploiting homophily).

After obtaining labeled data for some sources, in order to compensate for the lack of labeled

data in other sources we can employ transfer learning. But existing work has observed that

this is non-trivial [Gentzkow and Shapiro (2010); Yan et al. (2017)]. A major reason for this

is the difference in vocabulary used to refer to the same concepts. For example, in US debates

over privatizing social security, liberals (Democrats) typically used the phrase private accounts

whereas conservatives (Republicans) used personal accounts, but a news text on this topic could

use different phrases again [Gentzkow and Shapiro (2010)]. Yan et al. (2017) study domain

adaptation for the ideology prediction task using congressional records, political web-pages and

wiki text. They observed that the cross-domain learning performance was poor even though the

models perform well in the in-domain setting. Even with a single corpus, it can be hard to build

robust models due to changes in vocabulary over time. Desai et al. (2019) proposed adaptive

ensembling for handling diachronic corpora, where the source domain is labeled and the target

is unlabeled. They use a student-teacher framework, which has a training loss and consensus

loss. The teacher network’s parameters form an ensemble of the student network’s parameters
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over the training epochs. Rather than using weights for parameter sets, Tarvainen and Valpola

(2017) introduce learnable weights for each parameter in the student network.

Other than vocabulary mismatch, domain adaptation can also suffer from confound shifts, i.e.,

there exists a confounding variable that influences both the input text and the target variable.

For example, the healthcare topic might be more affiliated to one political party at time t and

to a different party at time t+1. Landeiro and Culotta (2016) propose a framework to control

for confound variables during training, by introducing separate regularization term for confound

variables in learning. Landeiro and Culotta (2018) extend the framework to handle multiple con-

found variables. They evaluate on political party affiliation prediction and other non-political

tasks. Their political tasks include: (a) predicting the party affiliation of a member of the Cana-

dian parliament based on the their floor speeches, where the confound is whether the speaker

belongs to the governing or opposition party; (b) predicting the party affiliation of a member

of US Congress based on their Twitter content, where the confound is the topic of discussion.

Previous work has assumed that the confound variables are known, which is not practical in all

applications. Landeiro et al. (2019) focus on discovering confounds using a topic-model based

approach, and handling confound variables using an adversarial learning technique which fits a

model that is invariant to the latent confounds.

Apart from analysis targeting political text from one country, covering multiple countries is

a key requirement for comparative political text analysis. In many cases, data from different

countries is written in different languages. Hence, handling multi-lingual data is a very im-

portant challenge for achieving comparative political text analysis. Secondly, different political

studies have taken place around the world, so it will be potentially necessary to leverage expert

surveys or other annotations in one language to build machine learning models for other (e.g.,

low-resource) languages. Existing work handles this using a range of solutions, from machine

translation to obtain text in a common language [Windsor et al. (2019)] to using multi-lingual

modeling approaches [Lucas et al. (2015)]. Bilbao-Jayo and Almeida (2018) use Word2Vec

trained in different languages for manifesto text political theme classification in various lan-

guages. Glavaš et al. (2017a) handle this challenge using multi-lingual embeddings projected

on to the same space.

In addition to handling label sparsity, in general political analysis requires handling multiple

sources of data. For instance, DIME (Database on Ideology, Money in Politics, and Elections)

[Bonica (2019)] is a resource for studying campaign finance and donor ideology in American
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politics. It contains over 130 million political contributions made by individuals, interest groups

and organizations to several elections spanning the period of 1979-2014. Curating and ana-

lyzing such a database requires handling data from multiple sources, especially with different

characteristics such as length and writing style.

There are also various important (and relatively less explored) resources, such as bills and bud-

get documents (e.g., Australian budget 2019-20 statements), present data not just using text, but

also using lists, tables and figures. Parsing and using non-textual information jointly with text

can be helpful, as in the case of scientific literature [Clark and Divvala (2015)]. This can help to

understand fine-grained details from the document, and trends based on budget details [Laurie

et al. (2008)]. More importantly, any deeper analysis with such documents requires represent-

ing and reasoning over numbers. Wallace et al. (2019b) study how various token embedding

methods can capture numeracy using the DROP dataset [Dua et al. (2019)]. They observed that

ELMo [Peters et al. (2018)] captured numeracy better than other pre-trained models.

Moreover, political speech is highly multi-modal in nature, and can benefit much from other

modalities in the data. In particular, voice is seen as a strong indicator of the affective states

of the speaker [Campbell (2007)]. Lippi and Torroni (2016) showed that the performance of

claim detection for argument mining can be improved by employing both text and speech fea-

tures together, which they demonstrated on the 2015 UK Prime Ministerial election debate data.

Gillick and Bamman (2018) focused on modeling applause in campaign speeches, and showed

that lexical information is most informative, but audio is also required to capture acoustic fea-

tures. Acoustic features including pitch, energy, and a broader pitch range are all predictive of

applause. While past work has focused only on textual indicators of applause, this work showed

that audio signals or how a message is delivered is equally important.

Lastly, an important set of challenges includes incorporating domain knowledge into models,

and building interpretable models which can be verified, and can answer the questions of do-

main experts, and thereby enable expansion of existing knowledge. Johnson et al. (2017) and

Johnson and Goldwasser (2018) leverage party bias towards policy issues to study stance and

moral foundations. Kornilova et al. (2018) leverage partisanship (or party-level homophily)

through sponsorship data to model legislation voting decisions in the US Congress. In terms

of interpretability, Tan et al. (2018) study what factors influence media selection of highlights

from Presidential debates. Apart from intrinsic text feature based analysis, they show through

crowdsourcing that media choices are not entirely obvious. This opens a different dimension of
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challenge which involves both the predictability as well as the interpretability of models [Miller

(2019)].

2.4 Summary

In this work we focus on applications related to analyzing policy proposal (analysis of manifesto,

speech transcripts and media-releases); tracking policy implementation and progress towards

election promises; and analyzing petitions to understand voter advocacy. In the context of this

thesis, we address the following:

• we handle multi-lingual text for fine-grained policy classification and ideology prediction

of manifestos (Section 3.1).

• We handle semi-supervised scenarios by using multi-task learning for manifesto analysis,

and use a student-teacher semi-supervised learning framework for campaign text speech

act classification and promise specificity prediction (Sections 3.1, 3.2 and 3.3).

• For the other two tasks — tracking progress of promises, and petition popularity analysis

— we use standard supervised learning approaches, and the major contribution lies in

automating these tasks (Sections 3.4 and 3.5).

Other than manifesto and petition analysis, all the tasks we target are novel to the NLP commu-

nity. For these tasks, we have curated data from multiple sources, and in several cases annotated

the data manually by crowd-sourcing. We also incorporate domain knowledge, in the form of

coalition and temporal dependencies, following Greene (2016) (Sections 3.1 and 3.3), and study

factors that influence petition popularity by interpreting the predictive model (Section 3.5).



Chapter 3

Research Contribution

The research contributions of this thesis span methods for the analysis of different sources of

political text. Our goal is to automatically analyze text generated by political parties, their rep-

resentatives, and voters, in the context of improving political accountability and voter advocacy.

The individual research goals correspond to key political science questions, which involve ex-

tensive manual coding to answer. Note that, in most cases, political scientists care about the

downstream political analysis. For example, if a party makes more promises on welfare issues

compared to economy, then that party is more left-leaning. This analysis requires classifying the

policy theme of sentences and their rhetorical functions (to know if it is a promise or not), and

these steps are usually done manually. The goal of this thesis is to automate these text predic-

tions, and at the same time, wherever applicable, perform downstream analysis to evaluate the

political scientific conclusions.

The thesis contributions can be logically split into three chunks. The first research contribu-

tion deals with CAMPAIGN ANALYSIS — how to automatically analyze election campaign text,

which can help voters to keep track of parties’ policy proposals. Towards this, we analyze pol-

icy issues discussed in campaign materials, and the context of each utterance — whether it is a

belief statement or a reference to a past action or a promise, which can help to uncover several

party position indicators studied by political scientists (Section 2.2.1.1). As discussed in Sec-

tion 2.2.1, campaign text is available through different medium including election manifestos,

speeches, and media-releases. Manifestos are a core artefact used by political parties to summa-

rize their goals before elections, while speeches and media-releases contain more dynamically

evolving policy goals through the election cycle. We use manifestos to study policy theme and
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Text source Task Theme

Manifestos Policy theme analysis
Campaign analysis

Media-releases and speeches Speech acts classification

Manifestos Pledge specificity prediction
Promise tracker

News and media-releases Promise tracker

Petitions Popularity prediction Voter advocacy

TABLE 3.1: Research contributions summary

party ideology as they are a self-contained resource, and also popularly used by political scien-

tists for this purpose. We use media-releases and speech transcripts to study rhetorical functions

in political discourse, as they are dynamic in nature where politicians use several types of utter-

ances to convey both the political function as well as the general persuasive function [Gautrais

et al. (2017)], in an attempt to win elections.

The second goal of this thesis is PROMISE TRACKING — how can we automatically identify

verifiable promises, and build a system which can keep track of progress made towards election

promises after a government is formed. This connects both policy proposal and policy making

stages involved in a policy process (Section 2.1). This can be seen as a way to automate program-

to-policy alignment (Section 2.2.2.2), which can help to improve the accountability of political

parties. We use manifestos to identify promises, and analyze them based on specificity, to

determine how readily verifiable they are likely to be. Following that, we use news reports and

media-releases from relevant sources to keep track of progress made towards those promises.

The third and final thesis part is related to VOTER ADVOCACY — how to automatically predict

the popularity of petitions. Among several avenues available for engaging voters in the policy

making process, petition platforms run by governments provide a unique channel for voter ad-

vocacy (Section 2.2.3), which are initiated bottom-up by citizens with low access barriers. This

research goal helps to forecast the popularity of a petition, and thereby determine the breadth of

support for the issue, in addition to providing feedback to the petition authors as to the likely

impact of the petition in its current form.

The individual research contributions in order to achieve the overall goal is summarized in Table

3.1. Each contribution is associated with a published paper which is included in the thesis, as

follows:
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• Automating manifesto analysis — fine-grained policy theme classification at the sentence-

level and coarse grained ideology prediction at the document-level. The document-level

task, which is to quantify the manifesto on the left-right spectrum, is usually seen as a

downstream application after obtaining sentence-level labels, and is of more interest to

political scientists. The intuition behind the quantification is, if a party discusses more

health funding than economy policies, then it could be left-leaning. We propose deep

learning approaches to automate the sentence- and document-level tasks, and rather than

modeling the two tasks separately we evaluate the effectiveness of modeling them jointly.

We also build a model which not only works for English text, but also for a broad range

of Western European languages. We describe our proposed approach and evaluation re-

sults in Section 3.1; a preliminary version was published at ALTA 2017, and an extended

version at NAACL-HLT 2018.

• Apart from classifying the policy themes of sentences, it is valuable to know the context or

rhetorical roles of text. For instance, if a campaign text is about education policy (which

we can get from the previous task), its function is different if it is an assertive (belief) or

a promise. We handle this by modeling the speech acts of text. This work was published

at *SEM 2019, and is described in Section 3.2.

• We now turn to the core of election campaign — promises, which set the expectations

of voters, and influence their voting decisions. In terms of influence on voter behaviour

it is reasonable to argue that vague promises are of limited utility, while specific ones

are more important in terms of accountability. Hence automatically identifying and grad-

ing promises in terms of specificity is important for political scientists. Towards this,

we propose an ordinal regression model to automate the task of election promise speci-

ficity prediction. This work was published at EMNLP-IJCNLP 2019, and is described in

Section 3.3.

• After promises have been extracted from manifestos, a core part of democratic account-

ability is to check whether political parties have kept their election promises. For this,

we propose the new task of tracking progress of election promises. We use data curated

by journalists and propose a two-stage task to handle this challenge — first pick track-

able promises from text associated with an election campaign, then track the progress of

each promise given suitable evidence. This work is under submission to Computational

Linguistics, and is described in Section 3.4.
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• All the previous contributions focused on political parties, but in the final contribution

we focus on the primary stakeholder, the voters, for and by whom a democracy func-

tions. Among various media, online petitions allow citizens to connect directly with their

elected representatives. Here we want to predict the popularity of petitions, captured by

the number of voters who support a change or request, given the petition text. This can

help both the petition owners as well as the platform moderators to improve their cam-

paign strategies, thereby enhancing public engagement. This work was published at ACL

2018, and is described in Section 3.5.

The publications listed above form the core of this thesis. In the following sections, we list

those publications, and for each publication we provide (1) the full publication record, and

(2) motivation or background for the section. Though the research goals are addressed in an

independent fashion, they are all interconnected, and we provide end-to-end analysis in Chapter

4.
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3.1 Manifesto analysis [ALTA 2017, NAACL-HLT 2018]

Manifestos are a natural starting point for political research, because they are a canonical re-

source of party policy proposals, and are easily available through the Comparative Manifesto

Project (CMP) [Volkens et al. (2011)], which provides a large digitized collection of manifestos

across many countries. The dataset also contains sentence-level annotations for policy themes,

coded by domain experts. The sentence-level policy categories are typically used by political

scientists to arrive at aggregated measures in order to characterize political parties. One such

aggregated score, which is referred to as Left-Right scale (RILE) (discussed in Section 2.2.1.1),

quantifies the party position on the left-right spectrum. An important aspect about the CMP

dataset is that, since not all manifestos are available in a machine readable form, there are more

documents with these aggregation scores (including RILE), than ones with sentence-level an-

notations. Apart from the aggregated RILE metric, which is available for a large collection

of manifestos across countries and time, there are also expert surveys which are considered

the gold-standard by political scientists. Expert surveys are conducted periodically, by having

experts answer questionnaires about parties and aggregating their responses. A major differen-

tiating factor with the expert surveys is that they are contextual, i.e., consider global political

shifts, coalitions, and other relevant factors.

For automatically analyzing manifesto text, our research questions are: (a) how can we model

the tasks jointly? since sentence-level annotations are used to compute document-level ideology

scores, the joint model can capture the inter-dependencies between tasks; (b) can document-level

RILE scores be used as supervision for learning sentence-level policy themes classifier under

semi-supervised settings?; and (c) though RILE is available for a large collection of manifestos,

expert surveys are more sparsely available yet are more trusted among political scientists; can we

infer expert scores by suitably incorporating additional contextual information into the model?

We first evaluated a simple hierarchical neural network model with average word embeddings

for the joint sentence- and document-level tasks. This work was published at ALTA 2017.

Following that, we extended the model to incorporate sequence information both in sentences

and documents, by using a hierarchical and bidirectional long short-term memory (bi-LSTM)

architecture. We incorporated a structured loss to encode the task dependencies and observed

that the joint model performed better than the separately trained sentence- and document-level

models, especially for the sentence-level task under semi-supervised setting where there are

more documents with RILE scores than sentence-level labels. The bi-LSTM model performed
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better than average word embeddings, which shows that sequential information is useful for this

task. Lastly, in order to obtain left-right scores which predict expert surveys, we developed

an approach using Probabilistic Soft Logic (PSL) [Kimmig et al. (2012); Bach et al. (2017)],

which incorporates contextual information, including RILE predictions using our joint-model

alongside as predicates. PSL uses first order logic rules as a template language to define a

Markov Random Field over random variables with soft-truth values in the interval [0, 1], and

inference is framed as a continuous optimization problem. We observed that the output of the

PSL model based on contextual dependencies was closer to expert survey scores, than simple

RILE predictions. This work was published at NAACL-HLT 2018.
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Abstract

Election manifestos document the inten-
tions, motives, and views of political par-
ties. They are often used for analysing
party policies and positions on various is-
sues, as well as for quantifying a party’s
position on the left–right spectrum. In
this paper we propose a model for auto-
matically predicting both types of anal-
ysis from manifestos, based on a joint
sentence–document approach which per-
forms both sentence-level thematic classi-
fication and document-level position quan-
tification. Our method handles text in
multiple languages, via the use of mul-
tilingual vector-space embeddings. We
empirically show that the proposed joint
model performs better than state-of-art ap-
proaches for the document-level task and
provides comparable performance for the
sentence level task, using manifestos from
thirteen countries, written in six different
languages.

1 Introduction

Election manifestos are a core artifact in political
text analysis. One of the widely used datasets by
political scientists is the Comparative Manifesto
Project (CMP) dataset, initiated by Volkens et al.
(2011), that collects party manifestos from elec-
tions in many countries around the world. The
goal of the project is to provide a large data collec-
tion to support political studies on electoral pro-
cesses. A sub-part of the manifestos has been
manually annotated at the sentence-level with one
of over fifty fine-grained political themes, divided
into 7 coarse-grained topics (see Table 5). These
are important because it can be seen as party posi-
tions on fine-grained policy themes and also the

coded text can be used for various downstream
tasks (Lowe et al., 2011). While manual annota-
tions are very useful for political analyses, they
come with two major drawbacks. First, it is very
time-consuming and labor-intensive to manually
annotate each sentence with the correct category
from a complex annotation scheme. Secondly,
coder preferences towards particular categories
might lead to annotation inconsistencies and af-
fect comparability between manifestos annotated
by different coders (Mikhaylov et al., 2012). In or-
der to overcome these challenges, fine and coarse-
level manifesto sentence classification was ad-
dressed using supervised machine learning tech-
niques (Verberne et al., 2014; Zirn et al., 2016).
Nonetheless, manually-coded manifestos remain
the crucial data source for studies in computational
political science (Lowe et al., 2011; Nanni et al.,
2016).

Other than the sentence-level labels, the mani-
festo text also has document-level signals, which
quantify its position on the left–right spectrum
(Slapin and Proksch, 2008). Though sentence-
level classification and document-level quantifica-
tion tasks are inter-dependent, existing work han-
dles them separately. We instead propose a joint
approach to model the two tasks together. Overall,
the contributions of this work are as follows:

• we empirically study the utility of multi-
lingual embeddings for cross-lingual mani-
festo text analysis — at the sentence (for 57-
class classification) and document-levels (for
RILE score regression)

• we evaluate the effectiveness of modelling
the sentence- and document-level tasks to-
gether

• we study the value of country informa-
tion used in conjunction with text for the

Shivashankar Subramanian, Trevor Cohn, Timothy Baldwin and Julian Brooke. 2017. Joint Sentence-Document Model for
Manifesto Text Analysis. In Proceedings of Australasian Language Technology Association Workshop, pages 25�33.



document-level regression task.

2 Related Work

The recent adoption of NLP methods has led
to significant advances in the field of Compu-
tational Social Science (Lazer et al., 2009), in-
cluding political science (Grimmer and Stew-
art, 2013). Some popular tasks addressed with
political text include: party position analysis
(Biessmann, 2016); political leaning categoriza-
tion (Akoglu, 2014; Zhou et al., 2011); stance
classification (Sridhar et al., 2014); identifying
keywords, themes & topics (Karan et al., 2016;
Ding et al., 2011); emotion analysis (Rheault,
2016); and sentiment analysis (Bakliwal et al.,
2013). The source data includes manifestos, po-
litical speeches, news articles, floor debates and
social media posts.

With the increasing availability of large-scale
datasets and computational resources, large-scale
comparative political text analysis has gained the
attention of political scientists (Lucas et al., 2015).
For example, rather than analyzing the political
manifestos of a particular party during an election,
mining different manifestos across countries over
time can provide deeper comparative insights into
political change.

Existing classification models, except (Glavaš
et al., 2017), utilize discrete representation of text
(i.e., bag of words). Also, most of the work an-
alyzes manifesto text at the country level. Re-
cent work has demonstrated the utility of neural
embeddings for multi-lingual coarse-level topic
classification (7 major categories) over manifesto
text (Glavaš et al., 2017). The authors show that
multi-lingual embeddings are more effective in the
cross-lingual setting, where labeled data is used
from multiple languages. In this work, we focus
on cross-lingual fine-grained thematic classifica-
tion (57 categories in total), where we have labeled
data for all the languages.

For the document-level quantification task,
much work has used label count aggregation of
manually-annotated sentences as features (Lowe
et al., 2011; Benoit and Däubler, 2014), while
other work has used dictionary- based supervised
methods, or unsupervised factor analysis based
techniques (Hjorth et al., 2015; Bruinsma and
Gemenis, 2017). The latter method uses discrete
word representations and deals with mono-lingual
text only. In Glavas et al. (2017), the authors lever-

age neural embeddings for cross-lingual EU par-
liament speech text quantification with two pivot
texts for extreme left and right positions. They
represent the documents using word embeddings
averaged with TF-IDF scores as weights. All these
approaches model the sentence and document-
level tasks separately.

3 Manifesto Text Analysis

In the CMP, trained annotators manually label
manifesto sentences according to the 57 fine-
grained political categories (shown in Table 5),
which are grouped into seven policy areas: Exter-
nal Relations, Freedom and Democracy, Political
System, Economy, Welfare and Quality of Life,
Fabric of Society, and Social Groups. Political
parties either write their promises as a bulleted
list of individual sentences, or structured as para-
graphs (an example is given in Figure 4), provid-
ing more information on topic coherence. Also
the length of documents, measured as the num-
ber of sentences, varies greatly between mani-
festos. The typical length (in sentences) over man-
ifestos (948 in total) from 13 countries — Aus-
tria, Australia, Denmark, Finland, France, Ger-
many, Italy, Ireland, New Zealand, South Africa,
Switzerland, United Kingdom and United States
— is 516.7±667. Variance in the number of sen-
tences across documents in conjunction with class
imbalance makes automated thematic classifica-
tion a challenging task.

While annotating, a sentence is split into multi-
ple segments if it discusses unrelated topics or dif-
ferent aspects of a larger policy, e.g. (as indicated
by the different colors, and associated integer la-
bels):

We need to address our close ties with
our neighbours (107) as well as the
unique challenges facing small business
owners in this time of economic hard-
ship. (402)

Such examples are not common, however.1 Also
the segmentation was shown to be inconsistent
and to have no effect on quantifying the propor-
tion of sentences discussing various topics and
document-level regression tasks (Däubler et al.,
2012). Hence, consistent with previous work

1In Däubler et al. (2012), based on a sample of 15 man-
ifestos, the authors noted that around 7.7% of sentences en-
code multiple topics.
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(Biessmann, 2016; Glavaš et al., 2017), we con-
sider the sentence-level classification to be a
multi-class single-label problem. We use the seg-
mented text when available (especially for evalua-
tion), and complete sentences otherwise.

A manifesto as a whole can be positioned on
the left–right spectrum based on the proportion of
topics discussed. We use the RILE score, which
is defined as the difference between the count of
sentences discussing left- and right-leaning topics
(Budge and Laver, 1992):

RILE =
X

r2R

perr �
X

l2L

perl (1)

where R and L denote right and left political
themes (see Figure 5), and pert denotes the share
of each topic t as given in Table 5, per docu-
ment. Note that the RILE score is provided for al-
most all the manifestos in the CMP dataset, but the
sentence-level annotations are provided only for a
subset of manifestos. That is, in some cases, the
underlying annotations that the RILE score cal-
culation was based on is often not available for a
given manifesto.

4 Proposed Approach

We propose a joint sentence–document model to
classify manifesto sentences into one out of 57
categories and also quantify the document-level
RILE score. The joint formulation is employed
not only to capture the task inter-dependencies, but
also to use annotations at different levels of gran-
ularity (sentence and document) effectively — a
RILE score is available for 948 manifestos from
13 countries, whereas sentence-level annotations
are available only for 235 manifestos. We use a
hierarchical neural network to model the sentence-
level classification and document-level regression
tasks. The proposed architecture is given in Figure
1. Since the text across countries is multi-lingual
in nature, we use multi-lingual embeddings to rep-
resent words (ew) (Ammar et al., 2016). We refer
to the total set of manifestos available for train-
ing as D, and the subset which is annotated with
sentence-level labels as Ds. We denote each man-
ifesto as d, which has ld sentences s1, s2, ..., sld .
We also use i to index documents (i=d) wher-
ever necessary to avoid ambiguity in differentiat-
ing from sentence-level variables.

4.1 Sentence-level Model
We represent each sentence using the aver-
age embedding of its constituent words, sj =
1

|sj |
P

w2sj
ew. The average embedding represen-

tation is given as input to a hidden layer with rec-
tified linear activation units (ReLU) to get the hid-
den representation. Finally, the predictions are ob-
tained using a softmax layer, which takes the hid-
den representation as input and gives the probabil-
ity of 57 classes as output, denoted ŷij . We use the
cross-entropy loss function for the sentence-level
model. For sentences in Ds, with ground truth la-
bels yij (using a one-hot encoding), the loss func-
tion is given as follows:

LS = � 1

|Ds|

|Ds|X

i=1

ldX

j=1

KX

k=1

yijk log ŷijk (2)

4.2 Joint Sentence–Document Model
Using the hierarchical neural network, we model
the sentence-level classification and document-
level regression tasks together. In the joint model,
we use an unrolled (time-distributed) neural net-
work model for the sentences in a manifesto (d).
Here, the model minimizes cross-entropy loss for
sentences over each temporal layer (j = 1 . . . ld).
We use average-pooling with the concatenated
hidden representations (hij) and predicted output
distributions (ŷij) of individual sentences, to rep-

resent a document,2 i.e., rd = 1
|ld|
P

j2d


ŷij

hij

�
.

The range of RILE is [�100, 100], which we
scale to the range [�1, 1]. Hence we use a fi-
nal tanh layer, with ẑi = w>

r hd + b, where
hd = ReLU(W>

d rd). Since it is a regression task,
we minimize the mean-squared error loss function
between the predicted ẑi and actual RILE score zi,

LD =
1

|D|

|D|X

i=1

||ẑi � zi||22 (3)

Overall, the loss function for the joint model,
combining Equations 2 and 3, is:

↵LS + (1� ↵)LD (4)

where 0  ↵  1 is a hyperparameter which is
tuned on a development set.

We evaluate both cascaded and joint training for
this objective function:

2We observed that the concatenated representation per-
formed better than using either hidden representation or out-
put distribution.
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yî1
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Figure 1: Hierarchical Neural Network for Joint Sentence–Document Analysis. s1, s2,...sn are input
sentences (n=ld), Ws and Wp are shared across unrolled sentences. ŷij denotes 57 classes and ẑi denotes
the estimated RILE score

Cascaded Training: The sentence-level model
is trained using Ds, to minimize LS in Equa-
tion 2, and the pre-trained sentence-level
model is used to obtain document-level rep-
resentation rd for all the manifestos in the
training set D. Then the document-level re-
gression task is trained to minimize LD from
Equation 3. Here, the sentence-level model
parameters are fixed when the document-
level regression model is trained using rd.

Joint Training: The entire network is updated
by minimizing the joint loss function from
Equation 4. As in cascaded training, the
sentence-level model is pre-trained using la-
beled sentences. Here the sentence-level
model uses both labeled and unlabeled data.

We use the Adam optimizer (Kingma and Ba,
2014) for parameter estimation. The proposed
architecture evaluates the effectiveness of posing
sentence-level topic classification as a precursor
to perform document-level RILE prediction, rather
than learning a model directly. We also study the
effect of the quantity of annotated text at both the
sentence- and document-level for the RILE predic-
tion task.

5 Experiments

5.1 Setting
As mentioned earlier, we use manifestos collected
and annotated by political scientists as part of
CMP. In this work, we used 948 manifestos from
13 countries, which are written in 6 different lan-
guages — Danish (Denmark), English (Australia,
Ireland, New Zealand, South Africa, United King-
dom, United States), Finnish (Finland), French
(France), German (Austria, Germany, Switzer-
land), and Italian (Italy). Out of the 948 mani-
festos, 235 are annotated with sentence level la-
bels (from Table 5). We have RILE scores for all
the 948 manifestos. Statistics about number of an-
notated documents and sentences across languages
are given in Table 1. Class distribution based on
average percentage of sentences coded under each
class is given in Figure 2. Top-3 frequent set of
classes include 000 (above 8%) , 504 (6-8%) and
305 & 503 (4-6%); and 26 classes occur 0-1%.

We use off-the-shelf pre-trained multi-lingual
word embeddings3 to represent words. We empir-
ically chose embeddings trained using translation
invariance approach (Ammar et al., 2016), with
size 512 for our work. The neural network model
has a single hidden layer for all the sentence and
document-level approaches.

3http://128.2.220.95/multilingual
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Lang. # Docs (Ann.) # Sents (Ann.)

Danish 175 (36) 32161 (8762)
English 312 (94) 227769 (73682)
Finnish 97 (16) 18717 (8503)
French 53 (10) 24596 (5559)
German 216 (65) 146605 (79507)
Italian 95 (14) 40010 (4918)

Total 948 (235) 489858 (180931)

Table 1: Statistics of dataset, ‘Ann.’ refers to an-
notated at sentence level.

Figure 2: Class distribution based on average per-
centage of sentences coded under each class

5.2 Sentence-Level Classification

We first compare traditional bag-of-words discrete
representation with distributed neural representa-
tion for words for fine-grained thematic classifica-
tion, under mono-lingual training setting (Mono-
lingual). Hence we compare the following ap-
proaches.

Bag-of-words (BoW-LR, BoW-NN): We use TF-
IDF representation for sentences and build a
model for each language separately. We use
Logistic Regression classifier (Biessmann,
2016), which is referred as BoW-LR. We also
use Neural Network classifier, which we refer
to as BoW-NN.

Language-wise average embedding (AE-NNm):
We build a neural network classifier per lan-
guage, with average multi-lingual neural em-
bedding as sentence representation.

Since distributed representation allows to lever-
age text across languages, we evaluate the follow-
ing approaches with combined training sentences
across languages (Cross-lingual).

Convolutional Neural Network (CNN): CNN was
shown to be effective for cross-lingual man-
ifesto text coarse-level topic classification
(Glavaš et al., 2017). So, we evaluate CNN
with a similar architecture — single convo-
lution layer (32 filters with window size 3),
followed by single max pooling layer and fi-
nally a softmax layer. We use multi-lingual
neural embeddings to represent words.

Combined average embedding (AE-NNc): We
build a neural network classifier with training
instances combined across languages, with
average neural embedding as sentence repre-
sentation. This is our proposed approach for
sentence-level model.

Commonly for all empirical evaluations, we
compute micro-averaged performance with 80-
20% train-test ratio across 10 runs with random
split (at document level), where the 80% split also
contains sentence level annotated documents pro-
portionally. Optimal model parameters we found
for the proposed model (Figure 1) are |hij | = 300
(for sentences), |hd| = 10. We compute F-score4 to
evaluate sentence classification performance. Sen-
tence classification performance is given in Ta-
ble 2. Under mono-lingual setting (Table 2), us-
ing word embeddings did not provide better per-
formance compared to bag-of-words.

Under cross-lingual setting, AE-NNc is the
sentence-level neural network model. We use
AE-NNc in the cascaded training for obtaining
document-level RILE prediction. Note that in
cascaded training, sentence and document-level
models are trained separately in a cascaded fash-
ion. Joint-training results where the sentence
model is trained in a semi-supervised way together
with document-level regression task is referred to
as JTs. We set ↵=0.4 (in equation 4) empiri-
cally which gave the best score for both sentence
and document-level tasks. We observed a trade-
off in performance with different ↵, with lesser
↵ (0.1), document-level correlation increases (to
0.52) while sentence-level F-score decreases (to
0.33). Higher value of ↵ (0.9) gives performance
closer to cascaded training. JTs has a compara-
ble performance with AE-NNc. The proposed ap-
proach (joint-training) does not provide any im-
provement for the sentence classification task.

4Harmonic mean of precision and recall, https://
en.wikipedia.org/wiki/F1_score
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Mono-lingual Cross-lingual

Lang. BoW-LR BoW-NN AE-NNm CNN AE-NNc JTs

da 0.29 0.35 0.24 0.30 0.28 0.30
en 0.36 0.38 0.42 0.40 0.42 0.41
fi 0.21 0.29 0.26 0.30 0.27 0.26
fr 0.28 0.36 0.24 0.36 0.37 0.38
de 0.30 0.31 0.31 0.31 0.31 0.33
it 0.32 0.33 0.25 0.30 0.32 0.26

Avg. 0.32 0.34 0.35 0.34 0.36 0.35

Table 2: Micro-Averaged F-measure for sentence classification. Best scores are given in bold.

5.3 Document-Level Regression
For the document-level regression task, the fol-
lowing are baseline approaches. Note that we use
tanh output for all the models, since the range of
re-scaled RILE is from -1 to +1.

Bag-of-words (BoW-NNd): We use TF-IDF rep-
resentation for documents and build a neural
network model for each language.

Average embedding (AE-NNd): We use average
embedding of words as document representa-
tion to build a neural network model.

Bag-of-Centroids (BoC): Here the word embed-
dings are clustered into K different clus-
ters using K-Means clustering algorithm, and
words (1-gram) in each document are as-
signed to clusters based on its euclidean-
distance (dist) to cluster-centroids (C) (Le-
bret and Collobert, 2014),

cluster(w) = argmin
k

dist(Ck, w).

Finally, each document is represented by the
distribution of words mapped to different
clusters (1 ⇥K vector). We use a neural net-
work regression model with bag-of-centroids
representation. Results with K=1000, which
performed best is given in Table 3.

Sentence-level model and RILE formulation
(AE-NNrile

c ): Here the predictions of
sentence-level model (AE-NNc) are used
directly with RILE formulation (equation
(1)) to derive RILE score for manifestos.

Cross-lingual scaling (CLS): This is a recent
unsupervised approach for cross-lingual po-
litical speech text positioning task (Glavas

Approach MSE(#) r(")
BoW-NNd 0.054 0.23
AE-NNd 0.057 0.14

BoC 0.052 0.33
AE-NNrile

c 0.060 0.35
CLS – 0.24
Casd 0.050 0.41
JTd 0.044 0.47

Table 3: RILE score prediction performance. Best
scores are given in bold (higher is better for r, and
lower is better for MSE).

et al., 2017). Authors use average word-
embeddings weighed by TF-IDF score to rep-
resent documents.5 Then a graph is con-
structed using pair-wise distance of docu-
ments. Given two pivots texts for extreme left
and right positions [-1, +1], label propagation
approach is used to quantify other documents
in the graph.

RILE score regression performance results are
given in Table 3. Other than BoW-NNd all
other approaches are cross-lingual. We evaluate
document-level performance using mean-squared-
error (MSE) and Pearson correlation (r). Since
CLS solves it as a classification problem, MSE is
not applicable. The proposed approach’s perfor-
mance, using cascaded training is referred to as
Casd and jointly trained model is referred to as
JTd. Overall the jointly trained model performs
best for document-level task, with a comparable
performance at sentence-level task.

5We use this aggregate representation since it was shown
to be better than word alignment and scoring approach
(Glavas et al., 2017)
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(a) Fixing 80% training documents with RILE score, ratio
of documents with sentence-level annotations is varied.

(b) Fixing 80% training documents with sentence-level
annotations, ratio of documents with RILE score is var-
ied.

Figure 3: Study with Quantity of Annotation. In
3(a) and 3(b) cross(x) denotes Casd and circle(y)

denotes JTd

5.4 Quantity of Annotation

We measure the importance of annotated text at
sentence and document-level for RILE score re-
gression task. We vary the percentage of labeled
data, while keeping the test sample size at 20% as
before. In the first setting, we keep the training
ratio of documents at 80%, within that 80% we in-
crease the proportion of documents with sentence-
level annotations — from 0 (document average
embedding setting, AE-NNd) to 80%. Results are
given in Figure 3a. Similarly, in the other setting,
we keep the training set with 80% sentence-level
annotated documents (which is ⇠20% of the total
data), and add documents (with only RILE score),
increasing the training set from 20 to 80%. Results
of this study are given in Figure 3b. We observed
that, jointly-trained model uses sentence-level an-
notations more effectively than cascaded approach
(Figure 3a) — even with less sentence-level anno-
tations. Also, with less document-level signal (up
to 40%) for training, both the approaches perform
similarly (r). As the training ratio increases, joint-
training leverages both sentence and document-
level signals effectively.

Approach MSE r

stack 0.045 (0.001 #) 0.49 (0.02 ")
non-linear stack 0.048 (0.004 #) 0.48 (0.01 ")

Table 4: RILE score prediction performance with
country information. Difference compared to JTd

is given within paranthesis. " – improvement, # –
decrease in performance

5.5 Use of Country Information

Since the definition of left–right varies between
countries, we study the influence of country infor-
mation in the proposed model with joint-training.
We use two ways to incorporate country informa-
tion (Hoang et al., 2016): (a) stack — one-hot en-
coding (13 countries, 1⇥ 13 vector) of each mani-
festo’s country is concatenated with hidden repre-
sentation of the document (rd in Figure 1) (b) non-
linear stack — one-hot-encoded country vector
is passed through a hidden layer with tanh non-
linear activation and concatenated with rd. With
both the models we observed mild improvement
in correlation (given in Table 4).

6 Conclusion and Future Work

In this work we evaluated the utility of a joint
sentence–document model for sentence-level the-
matic classification and document-level RILE
score regression tasks. Our observations are as fol-
lows: (a) joint model performs better than state-
of-art approaches for document-level regression
task (b) joint-training leverages sentence-level an-
notations more effectively than cascaded approach
for RILE score regression task, with no gains for
sentence classification task. There are many ex-
tensions possible to the current work. First is
to handle class imbalance in the dataset with a
cost-sensitive objective function. Secondly, CNN
gave a comparable performance with Neural Net-
work, which motivates the need to evaluate an end-
end sequential architecture to obtain sentence and
document embeddings. Off-the-shelf embeddings
leads to out-of-vocabulary scenarios. It could be
beneficial to adapt word-embeddings with man-
ifesto corpus. Finally, background information
such as country can be leveraged more effectively.
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Figure 4: Manifesto snippet for Democratic Party of USA, 2000 —
R

denotes sentence segment. See
Table 5 for code description.

CMP Coding Scheme

• Domain 1. External Relations 411 Technology and Infrastructure: Positive
101 Foreign Special Relationships: Positive 412 Controlled Economy
102 Foreign Special Relationships: Negative 413 Nationalisation
103 Anti-Imperialism 414 Economic Orthodoxy
104 Military: Positive 415 Marxist Analysis
105 Military: Negative 416 Anti-Growth Economy: Positive
106 Peace
107 Internationalism: Positive • Domain 5: Welfare and Quality of Life
108 European Community/Union: Positive 501 Environmental Protection
109 Internationalism: Negative 502 Culture: Positive
110 European Community/Union: Negative 503 Equality: Positive

504 Welfare State Expansion
• Domain 2: Freedom and Democracy 505 Welfare State Limitation
201 Freedom and Human Rights 506 Education Expansion
202 Democracy 507 Education Limitation
203 Constitutionalism: Positive
204 Constitutionalism: Negative • Domain 6: Fabric of Society

601 National Way of Life: Positive
• Domain 3: Political System 602 National Way of Life: Negative
301 Decentralisation 603 Traditional Morality: Positive
302 Centralisation 604 Traditional Morality: Negative
303 Governmental and Administrative Efficiency 605 Law and Order: Positive
304 Political Corruption 606 Civic Mindedness: Positive
305 Political Authority 607 Multiculturalism: Positive

608 Multiculturalism: Negative
• Domain 4: Economy
401 Free Market Economy • Domain 7: Social Groups
402 Incentives: Positive 701 Labour Groups: Positive
403 Market Regulation 702 Labour Groups: Negative
404 Economic Planning 703 Agriculture and Farmers: Positive
405 Corporatism/Mixed Economy 704 Middle Class and Professional Groups
406 Protectionism: Positive 705 Underprivileged Minority Groups
407 Protectionism: Negative 706 Non-economic Demographic Groups
408 Economic Goals
409 Keynesian Demand Management
410 Economic Growth: Positive 000 No meaningful category applies

Table 5: Comparative Manifesto Project — 57 policy themes. Left topics are given in red and right topics
are given in blue and the rest are considered neutral
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Glavaš. 2016. Analysis of policy agendas: Lessons
learned from automatic topic classification of croat-
ian political texts. In LaTeCH.

Diederik P. Kingma and Jimmy Ba. 2014. Adam:
A method for stochastic optimization. CoRR
abs/1412.6980.

David Lazer, Alex Sandy Pentland, Lada Adamic,
Sinan Aral, Albert Laszlo Barabasi, Devon Brewer,
Nicholas Christakis, Noshir Contractor, James
Fowler, Myron Gutmann, et al. 2009. Life in the
network: the coming age of computational social
science. Science (New York, NY) 323(5915):721.
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Abstract

Election manifestos document the intentions,
motives, and views of political parties. They
are often used for analysing a party’s fine-
grained position on a particular issue, as well
as for coarse-grained positioning of a party
on the left–right spectrum. In this paper we
propose a two-stage model for automatically
performing both levels of analysis over man-
ifestos. In the first step we employ a hierar-
chical multi-task structured deep model to pre-
dict fine- and coarse-grained positions, and in
the second step we perform post-hoc calibra-
tion of coarse-grained positions using proba-
bilistic soft logic. We empirically show that
the proposed model outperforms state-of-art
approaches at both granularities using mani-
festos from twelve countries, written in ten dif-
ferent languages.

1 Introduction

The adoption of NLP methods has led to signif-
icant advances in the field of computational so-
cial science (Lazer et al., 2009), including politi-
cal science (Grimmer and Stewart, 2013). Among
a myriad of data sources, election manifestos are
a core artifact in political analysis. One of the
most widely used datasets by political scientists is
the Comparative Manifesto Project (CMP) dataset
(Volkens et al., 2017), which contains manifestos
in various languages, covering over 1000 parties
across 50 countries, from elections dating back to
1945.

In CMP, a subset of the manifestos has been
manually annotated at the sentence-level with one
of 57 political themes, divided into 7 major cat-
egories.1 Such categories capture party posi-
tions (FAVORABLE, UNFAVORABLE or NEITHER)

1https://manifesto-project.wzb.eu/
coding_schemes/mp_v5

on fine-grained policy themes, and are also use-
ful for downstream tasks including calculating
manifesto-level (policy-based) left–right position
scores (Budge et al., 2001; Lowe et al., 2011;
Däubler and Benoit, 2017). An example sentence
from the Green Party of England and Wales 2015
election manifesto where they take an UNFAVOR-
ABLE position on MILITARY is:

We would: Ensure that ... less is spent
on military research.

Elsewhere, they take a FAVORABLE position on
WELFARE STATE:

Double Child Benefit.

Such manual annotations are labor-intensive and
prone to annotation inconsistencies (Mikhaylov
et al., 2012). In order to overcome these
challenges, supervised sentence classification ap-
proaches have been proposed (Verberne et al.,
2014; Subramanian et al., 2017).

Other than the sentence-level labels, the man-
ifesto text also has a document-level score that
quantifies its position on the left–right spectrum.
Different approaches have been proposed to de-
rive this score, based on alternate definitions of
“left–right” (Slapin and Proksch, 2008; Benoit and
Laver, 2007; Lo et al., 2013; Däubler and Benoit,
2017). Among these, the RILE index is the most
widely adopted (Merz et al., 2016; Jou and Dalton,
2017), and has been shown to correlate highly with
other popular scores (Lowe et al., 2011). RILE
is defined as the difference between RIGHT and
LEFT positions on (pre-determined) policy themes
across sentences in a manifesto (Volkens et al.,
2013); for instance, UNFAVORABLE position on
MILITARY is categorized as LEFT. RILE is popular
in CMP in particular, as mapping individual sen-
tences to LEFT/RIGHT/NEUTRAL categories has
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been shown to be less sensitive to systematic er-
rors than other sentence-level class sets (Klinge-
mann et al., 2006; Volkens et al., 2013).

Finally, expert survey scores are gaining popu-
larity as a means of capturing manifesto-level po-
litical positions, and are considered to be context-
and time-specific, unlike RILE (Volkens et al.,
2013; Däubler and Benoit, 2017). We use the
Chapel Hill Expert Survey (CHES) (Bakker et al.,
2015), which comprises aggregated expert sur-
veys on the ideological position of various polit-
ical parties. Although CHES is more subjective
than RILE, the CHES scores are considered to be
the gold-standard in the political science domain.

In this work, we address both fine- and coarse-
grained multilingual manifesto text policy position
analysis, through joint modeling of sentence-level
classification and document-level positioning (or
ranking) tasks. We employ a two-level structured
model, in which the first level captures the struc-
ture within a manifesto, and the second level cap-
tures context and temporal dependencies across
manifestos. Our contributions are as follows:
• we employ a hierarchical sequential deep model

that encodes the structure in manifesto text for
the sentence classification task;
• we capture the dependency between the

sentence- and document-level tasks, and also
utilize additional label structure (categoriza-
tion into LEFT/RIGHT/NEUTRAL: Volkens et al.
(2013)) using a joint-structured model;
• we incorporate contextual information (such as

political coalitions) and encode temporal depen-
dencies to calibrate the coarse-level manifesto
position using probabilistic soft logic (Bach
et al., 2015), which we evaluate on the predic-
tion of the RILE index or expert survey party
position score.

2 Related Work

Analysing manifesto text is a relatively new appli-
cation at the intersection of political science and
NLP. One line of work in this space has been
on sentence-level classification, including classi-
fying each sentence according to its major polit-
ical theme (1-of-7 categories) (Zirn et al., 2016;
Glavaš et al., 2017a), its position on various policy
themes (Verberne et al., 2014; Biessmann, 2016;
Subramanian et al., 2017), or its relative disagree-
ment with other parties (Menini et al., 2017). Re-
cent approaches (Glavaš et al., 2017a; Subrama-

nian et al., 2017) have also handled multilingual
manifesto text (given that manifestos span multi-
ple countries and languages; see Section 5.1) us-
ing multilingual word embeddings.

At the document level, there has been work
on using label count aggregation of (manually-
annotated) fine-grained policy positions, as fea-
tures for inductive analysis (Lowe et al., 2011;
Däubler and Benoit, 2017). Text-based ap-
proaches has used dictionary-based supervised
methods, unsupervised factor analysis based tech-
niques and graph propagation based approaches
(Hjorth et al., 2015; Bruinsma and Gemenis,
2017; Glavaš et al., 2017b). A recent paper
closely aligned with our work is Subramanian
et al. (2017), who address both sentence- and
document-level tasks jointly in a multilingual set-
ting, showing that a joint approach outperforms
previous approaches. But they do not exploit the
structure of the text and use a much simpler model
architecture: averages of word embeddings, ver-
sus our bi-LSTM encodings; and they do not lever-
age domain information and temporal regularities
that can influence policy positions (Greene, 2016).
This work will act as a baseline in our experiments
in Section 5.

Policy-specific position classification can be
seen as related to target-specific stance classifi-
cation (Mohammad et al., 2017), except that the
target is not explicitly mentioned in most cases.
Secondly, manifestos have both fine- and coarse-
grained positions, similar to sentiment analysis
(McDonald et al., 2007). Finally, manifesto text
is well structured within and across documents
(based on coalition), has temporal dependencies,
and is multilingual in nature.

3 Proposed Approach

In this section, we detail the first step of
our two-stage approach. We use a hierarchi-
cal bidirectional long short-term memory (“bi-
LSTM”) model (Hochreiter and Schmidhuber,
1997; Graves et al., 2013; Li et al., 2015) with a
multi-task objective for the sentence classification
and document-level regression tasks. A post-hoc
calibration of coarse-grained manifesto position is
given in Section 4.

Let D be the set of manifestos, where a man-
ifesto d ∈ D is made up of L sentences, and a
sentence si has T words: wi1, wi2, ...wiT . The
set Ds ⊂ D is annotated at the sentence-level
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with positions on fine-grained policy issues (57
classes). The task here is to learn a model that
can: (a) classify sentences according to policy is-
sue classes; and (b) score the overall document on
the policy-based left–right spectrum (RILE), in an
inter-dependent fashion.

Word encoder: We initialize word vector rep-
resentations using a multilingual word embed-
ding matrix, We. We construct We by aligning
the embedding matrices of all the languages to
English, in a pair-wise fashion. Bilingual pro-
jection matrices are built using pre-trained Fast-
Text monolingual embeddings (Bojanowski et al.,
2017) and a dictionary D constructed by trans-
lating 5000 frequent English words using Google
Translate. Given a pair of embedding matrices E
(English) andO (Other), we use singular value de-
composition of OTDE (which is UΣV T ) to get
the projection matrix (W ∗=UV T ), since it also
enforces monolingual invariance (Artetxe et al.,
2016; Smith et al., 2017). Finally, we obtain the
aligned embedding matrix, We, as OW ∗.

We use a bi-LSTM to derive a vector repre-
sentation of each word in context. The bi-LSTM
traverses the sentence si in both the forward and
backward directions, and the encoded representa-
tion for a given word wit ∈ si, is defined by con-
catenating its forward (

−→
h it) and backward hidden

states (
←−
h it), t ∈

[
1, T

]
.

Sentence model: Similarly, we use a bi-LSTM
to generate a sentence embedding from the word-
level bi-LSTM, where each input sentence si is
represented using the last hidden state of both the
forward and backward LSTMs. The sentence em-
bedding is obtained by concatenating the hidden
representations of the sentence-level bi-LSTM, in
both the directions, hi =

[−→
h i,
←−
h i

]
, i ∈

[
1, L

]
.

With this representation, we perform fine-grained
classification (to one-of-57 classes), using a soft-
max output layer for each sentence. We mini-
mize the cross-entropy loss for this task, over the
sentence-level labeled set Ds ⊂ D. This loss is
denoted LS .

Document model: To represent a docu-
ment d we use average-pooling over the sen-
tence representations hi and predicted output
distributions (yi) of individual sentences,2 i.e.,

2Preliminary experiments suggested that this representa-
tion performs better than using either hidden representations
or just the output distribution.

Vd = 1
L

∑
i∈d

[
yi
hi

]
. The range of RILE is

[−100, 100], which we scale to the range [−1, 1],
and model using a final tanh layer. We minimize
the mean-squared error loss function between the
predicted r̂d and actual RILE score rd, which is
denoted as LD:

LD =
1

|D|

|D|∑

d=1

‖r̂d − rd‖22 (1)

Overall, the loss function for the joint model
(Figure 1), combining LS and LD, is:

LJ = αLS + (1− α)LD (2)

where 0 ≤ α ≤ 1 is a hyper-parameter which is
tuned on a development set.

3.1 Joint-Structured Model
The RILE score is calculated directly from the
sentence labels, based on mapping each label ac-
cording to its positioning on policy themes, as
LEFT, RIGHT and NEUTRAL (Volkens et al., 2013).
Specifically, 13 out of 57 classes are categorized
as LEFT, another 13 as RIGHT, and the rest as
NEUTRAL. We employ an explicit structured loss
which minimizes the deviation between sentence-
level LEFT/RIGHT/NEUTRAL polarity predictions
p and the document-level RILE score. The mo-
tivation to do this is two-fold: (a) enabling inter-
action between the sentence- and document-level
tasks with homogeneous target space (polarity and
RILE); and (b) since we have more documents
with just RILE and no sentence-level labels,3 aug-
menting an explicit semi-supervised learning ob-
jective could propagate down the RILE label to
generate sentence labels that concord with the doc-
ument score.

For the sentence-level polarity prediction
(shown in Figure 1), we use cross-entropy loss
over the sentence-level labeled set Ds ⊂ D,
which is denoted as LSP

. The explicit structured
sentence-document loss is given as:

Lstruc =
1

|D|

|D|∑

d=1

(
1

Ld

∑

i∈d
(piright − pileft )− rd

)2

(3)

3Strictly speaking, for these documents even, sentence an-
notation was used to derive the RILE score, but the sentence-
level labels were never made available.
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Figure 1: Hierarchical bi-LSTM for joint sentence–
document analysis (yi denotes the predicted 57-class
distribution of sentence si; pi denotes the distribution
over LEFT (in red), RIGHT (in blue) and NEUTRAL (in
yellow); rd denotes the RILE score of d).

where piright and pileft are the predicted RIGHT and
LEFT class probabilities for a sentence si (∈ d),
rd is the actual RILE score for the document d,
and Ld is the length of each document, d ∈ D.
We augment the joint model’s loss function (Equa-
tion (2)) with LSP

and Lstruc to generate a regu-
larized multi-task loss:

LT = LJ + βLSP
+ γLstruc (4)

where β, γ ≥ 0 are hyper-parameters which are,
once again, tuned on the development set. We
refer to the model trained with Equation (2) as
“Joint”, and that trained with Equation (4) as
“Jointstruc”.

4 Manifesto Position Re-ranking

We leverage party-level information to enforce
smoothness and regularity in manifesto position-
ing on the left–right spectrum (Greene, 2016). For
example, manifestos released by parties in a coali-
tion are more likely to be closer in RILE score, and
a party’s position in an election is often a relative
shift from its position in earlier election, so tempo-
ral information can provide smoother estimations.

4.1 Probabilistic Soft Logic
To address this, we propose an approach using
hinge-loss Markov random fields (“HL-MRFs”),
a scalable class of continuous, conditional graph-
ical models (Bach et al., 2013). HL-MRFs have

been used for many tasks including political fram-
ing analysis on Twitter (Johnson et al., 2017) and
user stance classification on socio-political issues
(Sridhar et al., 2014). These models can be speci-
fied using Probabilistic Soft Logic (“PSL”) (Bach
et al., 2015), a weighted first order logical template
language. An example of a PSL rule is

λ : P(a) ∧ Q(a, b)→ R(b)

where P, Q, and R are predicates, a and b are vari-
ables, and λ is the weight associated with the rule.
PSL uses soft truth values for predicates in the in-
terval

[
0, 1
]
. The degree of ground rule satisfac-

tion is determined using the Lukasiewicz t-norm
and its corresponding co-norm as the relaxation of
the logical AND and OR, respectively. The weight
of the rule indicates its importance in the HL-MRF
probabilistic model, which defines a probability
density function of the form:

P (Y|X) ∝ exp

(
−

M∑

r=1

λrφr(Y,X)

)
,

φr(Y,X) = max {lr(Y,X), 0}ρr ,
(5)

where φr(Y,X) is a hinge-loss potential corre-
sponding to an instantiation of a rule, and is spec-
ified by a linear function lr and optional exponent
ρr ∈ {1, 2}. Note that the hinge-loss potential cap-
tures the distance to satisfaction.4

4.2 PSL Model
Here we elaborate our PSL model (given in Ta-
ble 1) based on coalition information, manifesto
content-based features (manifesto similarity and
right–left ratio), and temporal dependency. Our
target pos (calibrated RILE) is a continuous vari-
able

[
0, 1
]
, where 1 indicates that a manifesto oc-

cupies an extreme right position, 0 denotes an ex-
treme left position, and 0.5 indicates center. Each
instance of a manifesto and its party affiliation are
denoted by the predicates Manifesto and Party.

Coalition: We model multi-relational networks
based on regional coalitions within a given
country (RegCoalition),5 and also cross-
country coalitions in the European parliament

4Degree of satisfaction for the example PSL rule r, ¬P ∨
¬Q ∨ R, using the Lukasiewicz co-norm is given as min{2−
P− Q+ R, 1}. From this, the distance to satisfaction is given
as max{P+ Q− R− 1, 0}, where P+ Q− R− 1 indicates the
linear function lr .

5http://www.parlgov.org/
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PSLcoal — Coalition features

Manifesto(x)∧Party(x, a)∧Manifesto(y)∧Party(y, b)∧SameElec(x, y)∧RegCoalition(a, b)∧pos(x)→ pos(y)
Manifesto(x) ∧ Party(x, a) ∧ Manifesto(y) ∧ Party(y, b) ∧ SameElec(x, y) ∧ RegCoalition(a, b) ∧ ¬pos(x) →
¬pos(y)
Manifesto(x)∧ Party(x, a)∧ Manifesto(y)∧ Party(y, b)∧ Recent(x, y)∧ EUCoalition(a, b)∧ pos(x)→ pos(y)
Manifesto(x)∧Party(x, a)∧Manifesto(y)∧Party(y, b)∧Recent(x, y)∧EUCoalition(a, b)∧¬pos(x)→ ¬pos(y)
Transitivity

Manifesto(x) ∧ Party(x, a) ∧ Manifesto(y) ∧ Party(y, b) ∧ Manifesto(z) ∧ Party(z, c) ∧
SameElec(x, y) ∧ SameElec(y, z) ∧ RegCoalition(a, b) ∧ RegCoalition(b, c) ∧ pos(x)

→ pos(z)

Manifesto(x) ∧ Party(x, a) ∧ Manifesto(y) ∧ Party(y, b) ∧ Manifesto(z) ∧ Party(z, c) ∧
SameElec(x, y) ∧ SameElec(y, z) ∧ RegCoalition(a, b) ∧ RegCoalition(b, c) ∧ ¬pos(x) → ¬pos(z)

Manifesto(x) ∧ Party(x, a) ∧ Manifesto(y) ∧ Party(y, b) ∧ Manifesto(z) ∧ Party(z, c) ∧
Recent(x, y) ∧ Recent(y, z) ∧ EUCoalition(a, b) ∧ EUCoalition(b, c) ∧ pos(x)

→ pos(z)

Manifesto(x) ∧ Party(x, a) ∧ Manifesto(y) ∧ Party(y, b) ∧ Manifesto(z) ∧ Party(z, c) ∧
Recent(x, y) ∧ Recent(y, z) ∧ EUCoalition(a, b) ∧ EUCoalition(b, c) ∧ ¬pos(x) → ¬pos(z)

PSLesim — Similarity-based relational feature

Manifesto(x) ∧ Manifesto(y) ∧ Similarity(x, y) ∧ Recent(x, y) ∧ pos(x)→ pos(y)
Manifesto(x) ∧ Manifesto(y) ∧ Similarity(x, y) ∧ Recent(x, y) ∧ ¬pos(x)→ ¬pos(y)

PSLploc — Right–left ratio

Manifesto(x) ∧ LwRightLeftRatio(x)→ pos(x)
Manifesto(x) ∧ ¬LwRightLeftRatio(x)→ ¬pos(x)

PSLtemp— Temporal Dependency

Manifesto(x) ∧ Party(x, a) ∧ PreviousManifesto(x, a, t) ∧ pos(t)→ pos(x)
Manifesto(x) ∧ Party(x, a) ∧ PreviousManifesto(x, a, t) ∧ ¬pos(t)→ ¬pos(x)

Table 1: PSL Model: Values for Similarity, LwRightLeftRatio and pos are obtained from the joint-structured
model (Figure 1). Except for pos, other values are fixed in the network. Domain (y) for SameElec(x, y) is within
the country, and for Recent(x, y) covers all the countries. ¬ denotes negation. Distance to satisfaction for each
ground rule is obtained using a hinge-loss potential, which is then used inside the HL-MRF model (Equation (5)),
where pos is Y.

(EUCoalition).6 We set the scope of in-
teraction between manifestos (x and y) from
a country to the same election (SameElec).
For manifestos across countries, we consider
only the most recent manifesto (Recent)
from each party (y), released within 4 years
relative to x. We use a logistic transforma-
tion of the number of times two parties have
been in a coalition in the past (to get a value
between 0 and 1), for both RegCoalition

and EUCoalition. We also construct rules
based on transitivity for both the relational
features, i.e., parties which have had common
coalition partners, even if they were not allies
themselves, are likely to have similar policy
positions.

Manifesto similarity: Manifestos that are sim-
ilar in content are expected to have simi-
lar RILE scores (and associated sentence-

6http://www.europarl.europa.eu

level label distributions), similar to the mod-
eling intuition captured by Burford et al.
(2015) in the context of congressional debate
vote prediction. For a pair of recent mani-
festos (Recent) we use the cosine similarity
(Similarity) between their respective doc-
ument vectors Vd (Figure 1).

Right–left ratio: For a given manifesto,
we compute the ratio of sentences
categorized under RIGHT to OTHERS

( # RIGHT
# RIGHT+# LEFT+# NEUTRAL ), where the catego-

rization for sentences is obtained using the
joint-structured model (Equation (4)). We
also encode the location of sentence ls in
a document, by weighing the count of sen-
tences for each class C by its location value∑

s∈C log(ls + 1) (referred to as loc lr).
The intuition here is that the beginning
parts of a manifesto tends to contain generic
information such as preamble, compared to
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later parts which are more policy-dense. We
perform a logistic transformation of loc lr to
derive the LwRightLeftRatio.

Temporal dependency: We capture the temporal
dependency between a party’s current mani-
festo position and its previous manifesto po-
sition (PreviousManifesto).

Other than for the look-up based random vari-
ables, the network is instantiated with predictions
(for Similarity, LwRightLeftRatio and pos)
from the joint-structured model (Figure 1). All the
random variables, except pos (which is the target
variable), are fixed in the network. These values
are then used inside a PSL model for collective
probabilistic reasoning, where the first-order logic
given in Table 1 is used to define the graphical
model (HL-MRF) over the random variables de-
tailed above. Inference on the HL-MRF is used to
obtain the most probable interpretation such that it
satisfies most ground rule instances, i.e., consider-
ing the relational and temporal dependencies.

5 Evaluation

5.1 Experimental Setup
As our dataset, we use manifestos from CMP for
European countries only, as in Section 5.5 we will
validate the manifesto’s overall position on the
left-right spectrum, using the Chapel Hill Expert
Survey (CHES), which is only available for Euro-
pean countries (Bakker et al., 2015). In this, we
sample 1004 manifestos from 12 European coun-
tries, written in 10 different languages — Dan-
ish (Denmark), Dutch (Netherlands), English (Ire-
land, United Kingdom), Finnish (Finland), French
(France), German (Austria, Germany), Italian
(Italy), Portuguese (Portugal), Spanish (Spain),
and Swedish (Sweden). Out of the 1004 mani-
festos, 272 are annotated with both sentence-level
labels and RILE scores, and the remainder only
have RILE scores (see Table 2 for further statis-
tics).

There are (less) scenarios where a natural sen-
tence is segmented into sub-sentences and anno-
tated with different classes (Däubler et al., 2012).
Hence we use NLTK sentence tokenizer followed
by heuristics from Däubler et al. (2012) to ob-
tain sub-sentences. Consistent with previous work
(Subramanian et al., 2017), we present results
with manually segmented and annotated test doc-
uments.

Lang. # Docs (Anntd.) # Sents (Anntd.)

Danish 175 (36) 29694 (8762)
Dutch 107 (48) 132524 (70559)

English 117 (27) 86603 (34512)
Finnish 97 (16) 17979 (8503)
French 53 (10) 22747 (5559)
German 117 (46) 111376 (73652)
Italian 98 (15) 41455 (5154)

Portuguese 60 (9) 40922 (11077)
Spanish 85 (50) 145355 (93964)
Swedish 95 (15) 19551 (7938)

Total 1004 (272) 648206 (319680)

Table 2: Statistics of dataset (“Anntd.” refers to the
number of documents with sentence annotations in the
second column, and the number of sentences with an-
notations in the third column).

5.2 Baseline Approaches

Sentence-level baseline approaches include:

• BoW-NN : TF-IDF-weighted unigram bag-
of-words representation of sentences (Biess-
mann, 2016), and monolingual training using
a multi-layer perceptron (“MLP”) model.

• BoT-NN : Similar to above, but trigram bag-
of-words.

• AE-NN : MLP model with average multilin-
gual word embeddings as the sentence repre-
sentation (Subramanian et al., 2017).

• CNN : Convolutional neural network
(“CNN”: Glavaš et al. (2017a)) with multi-
lingual word embeddings.

• Bi-LSTM : Simple bi-LSTM over multilin-
gual word embeddings, last hidden units are
concatenated to form the sentence representa-
tion, and fed directly into a softmax sentence-
level layer. We evaluate two scenarios: (1)
with a trainable embedding matrix We (Bi-
LSTM(+up) ); and (2) without a trainable
We.

Document-level baseline approaches include:

• BoC : Bag-of-centroids (BoC) document rep-
resentation based on clustering the word em-
beddings (Lebret and Collobert, 2014), fed
into a neural network regression model.

• HCNN : Hierarchical CNN, where we en-
code both the sentence and document using
stacked CNN layers.
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• HNN : State-of-the-art hierarchical neural
network model of Subramanian et al. (2017),
based on average embedding representations
for sentences and the document.

We present results evaluated under two different
settings: (a) 80–20% random split averaged across
10 runs to validate the hierarchical model (Sec-
tion 5.3 and Section 5.4); and (b) temporal set-
ting, where train- and test-set are split chronologi-
cally, to validate both the hierarchical deep model
and the PSL approach especially, since we encode
temporal dependencies (Section 5.5).

5.3 Hierarchical Sentence- and
Document-level Model

We present sentence-level results with a 80–20%
random split in Table 3, stratified by country, av-
eraged across 10 runs. For Bi-LSTM , we found
the setting with a trainable embedding matrix
(Bi-LSTM(+up) ) to perform better than the non-
trainable case (Bi-LSTM ). Hence we use a similar
setting for Joint and Jointstruc. We show the effect
of α (from Equation (2)) in Figure 2a, based on
which we set α = 0.3 hereafter. With the chosen
model, we study the effect of the structured loss
(Equation (4)), by varying γ with fixed β = 0.1,
as shown in Figure 2b. We observe that γ = 0.7
gives the best performance, and varying β with γ
at 0.7 does not result in any further improvement
(see Figure 2c). Sentence-level results measured
using F-measure, for baseline approaches and the
proposed models selected from Figure 2a (Joint),
Figures 2b and 2c (Jointstruc) are given in Table 3.
We also evaluate the special case of α = 1, in
the form of sentence-only model Jointsent. For the
document-level task, results for overall manifesto
positioning measured using Pearson’s correlation
(r) and Spearman’s rank correlation (ρ) are given
in Table 4. We also evaluate the hierarchical bi-
LSTM model with document-level objective only,
Jointdoc.

We observe that hierarchical modeling
(Jointsent, Joint and Jointstruc) gives the best
performance for sentence-level classification for
all the languages except Portuguese, on which
it performs slightly worse than Bi-LSTM(+up) .
Also, Jointstruc, does not improve over Jointsent.
We perform further analysis to see the effect of
joint-structured model on the sentence-level task
under sparsely-labeled conditions in Section 5.4.
On the other hand, for the document-level task,
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Figure 2: Effect of hyper-parameters on sentence- and
document-level performance. denotes F-measure
(right axis) and × denotes Pearson correlation (left
axis).

the joint model (Joint) performs better than
Jointdoc and all the baseline approaches. Lastly,
the joint-structured model (Jointstruc) provides
further improvement over Joint .

5.4 Analysis of Joint-Structured Model for
Sentence-level task

To understand the utility of joint modeling, espe-
cially given that there are more manifestos with
document-level labels only than both sentence-
and document-level labels, we compare the fol-
lowing two settings: (1) Jointstruc, which uses ad-
ditional manifestos with document-level supervi-
sion (RILE); and (2) Jointsent, which uses mani-
festos with sentence-level supervision only. We
vary the proportion of labeled documents at the
sentence-level, from 10% to 80%, to study the ef-
fect under sparsely-labeled conditions. Note that
80% is the maximum labeled training data un-
der the cross-validation setting. In other cases, a
subset (say 10%) is randomly sampled for train-
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Lang. BoW-NN BoT-NN AE-NN CNN Bi-LSTM Bi-LSTM(+up) Jointsent Joint Jointstruc

Danish 0.35 0.33 0.35 0.31 0.38 0.38 0.44 0.40 0.43
Dutch 0.41 0.41 0.40 0.34 0.39 0.43 0.52 0.50 0.50

English 0.39 0.43 0.43 0.40 0.45 0.47 0.49 0.50 0.49
Finnish 0.30 0.34 0.33 0.30 0.38 0.39 0.44 0.41 0.42
French 0.36 0.37 0.36 0.37 0.42 0.44 0.48 0.49 0.48
German 0.33 0.35 0.37 0.35 0.40 0.41 0.45 0.45 0.46
Italian 0.33 0.38 0.37 0.31 0.37 0.39 0.49 0.52 0.52

Portuguese 0.32 0.38 0.31 0.28 0.43 0.46 0.44 0.44 0.43
Spanish 0.38 0.39 0.39 0.35 0.42 0.41 0.50 0.49 0.50
Swedish 0.46 0.42 0.36 0.36 0.41 0.44 0.49 0.46 0.46

Avg. 0.36 0.38 0.38 0.35 0.40 0.42 0.48 0.47 0.48

Table 3: Micro-Averaged F-measure for sentence classification. Best scores are given in bold.

Approach r ρ

BoC 0.18 0.20
HCNN 0.24 0.26
HNN 0.28 0.32

Jointdoc 0.30 0.37
Joint 0.46 0.54

Jointstruc 0.50 0.63

Table 4: RILE score prediction performance. Best
scores are given in bold.
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Figure 3: F-measure for Jointstruc vs. Jointsent across
different ratios of sentence-level labeled manifestos
(averaged over 10 runs, with standard deviation)

ing. From Figure 3, having more manifestos with
document-level supervision demonstrates the ad-
vantage of semi-supervised learning, especially
when the sentence-level supervision is sparse (≤
40%)— Jointstruc performs better than Jointsent.

5.5 Manifesto Position Re-ranking using PSL

Finally, we present the results using PSL, which
calibrates the overall manifesto position on the
left–right spectrum, obtained using the joint-
structured model (Jointstruc). As we evaluate the
effect of temporal dependency, we use manifestos
before 2008-09 for training (868 in total) and the
later ones (until 2015, 136 in total) for testing.
This test set covers one recent set of election man-
ifestos for most countries, and two for the Nether-

Approach F-measure

AE-NN 0.31
Bi-LSTM(+up) 0.36
Jointstruc 0.42

Table 5: Micro-averaged F-measure for manifestos re-
leased after 2008-09. Best scores are given in bold.

lands, Spain and United Kingdom. To avoid vari-
ance in right-to-left ratio and the target variable
(pos, initialized using Jointstruc) between the train-
ing and test sets, we build a stacked network
(Fast and Jensen, 2008), whereby we estimate
values for the training set using cross-validation
across the training partition, and estimate values
for the test-set with a model trained over the en-
tire training data. Note that we build the Jointstruc
model afresh using the chronologically split train-
ing set, and the parameters are tuned again using
an 80-20 random split of the training set. For
a consistent view of results for both the tasks
(and stages), we provide micro-averaged results
for sentence-classification with the competing ap-
proaches (from Table 3): AE-NN (Subramanian
et al., 2017), Bi-LSTM(+up) , and Jointstruc. Re-
sults are presented in Table 5, noting that the re-
sults for a given method will differ from earlier
due to the different data split.

For the document-level regression task, we also
evaluate other approaches based on manifesto sim-
ilarity and automated scaling with sentence-level
policy positions:

• Cross-lingual scaling (CLS ): A recent un-
supervised approach for crosslingual politi-
cal speech text scoring (Glavaš et al., 2017b),
based on TF-IDF weighed average word-
embeddings to represent documents, and a
graph constructed using pair-wise document
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RILE CHES

r ρ r ρ

CLS 0.11 0.10 0.09 0.07
PCA 0.26 0.17 0.01 −0.02
Jointstruc 0.46 0.42 0.42 0.42
PSLcoal 0.51 0.45 0.49 0.45
PSLcoal + esim 0.52 0.47 0.50 0.46
PSLcoal + esim + ploc 0.54 0.56 0.53 0.56
PSLcoal + esim + ploc + temp 0.54 0.57 0.55 0.61

Table 6: Manifesto regression task using the two-stage
approach. Best scores are given in bold.

similarity. Given two pivot texts (for left and
right), label propagation approach is used to
position other documents.

• PCA: Apply principal component analysis
(Gabel and Huber, 2000) on the distribu-
tion of sentence-level policy positions (56
classes, without 000), and use the projection
on its principal component to explain maxi-
mum variance in its sentence-level positions,
as a latent manifesto-level position score.

• Jointstruc: We evaluate the scores obtained
using Jointstruc, which we calibrate using
PSL.

We validate the calibrated position scores us-
ing both RILE and CHES7 scores. We use CHES
2010-14, and map the manifestos to the closest
survey year (wrt its election date). CHES scores
are used only for evaluation and not during train-
ing. We provide results in Table 6 by augmenting
features for the PSL model (Table 1) incremen-
tally. We observed that the coalition-based fea-
ture, and polarity of sentences with its position
information improves the overall ranking (r, ρ).
Document similarity based relational feature pro-
vides only mild improvement (similarly to Burford
et al. (2015)), and temporal dependency provides
further improvement against CHES. That is, com-
bining content, network and temporal features pro-
vides the best results.

6 Conclusion and Future Work

This work has been targeted at both fine- and
coarse-grained manifesto text position analysis.
We have proposed a two-stage approach, where
in the first step we use a hierarchical multi-task

7https://www.chesdata.eu/

deep model to handle the sentence- and document-
level tasks together. We also utilize additional in-
formation on label structure, to augment an aux-
iliary structured loss. Since the first step places
the manifesto on the left–right spectrum using
text only, we leverage context information, such
as coalition and temporal dependencies to cali-
brate the position further using PSL. We observed
that: (a) a hierarchical bi-LSTM model performs
best for the sentence-level classification task, of-
fering a 10% improvement over the state-of-art
approach (Subramanian et al., 2017); (b) model-
ing the document-level task jointly, and also aug-
menting the structured loss, gives the best perfor-
mance for the document-level task and also helps
the sentence-level task under sparse supervision
scenarios; and (c) the inclusion of a calibration
step with PSL provides significant gains in perfor-
mance against both RILE and CHES, in the form
of an increase from ρ = 0.42 to 0.61 wrt CHES
survey scores.

There are many possible extensions to this
work, including: (a) learning multilingual word
embeddings with domain information; and (b)
modeling other policy related scores from text,
such as “support for EU integration”.
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Thomas Däubler, Kenneth Benoit, Slava Mikhaylov,
and Michael Laver. 2012. Natural sentences as valid
units for coded political texts. British Journal of Po-
litical Science 42(4):937–951.

Andrew Fast and David Jensen. 2008. Why stacked
models perform effective collective classification.
In Proceedings of the Eighth International Confer-
ence on Data Mining. IEEE, pages 785–790.

Matthew J Gabel and John D Huber. 2000. Putting par-
ties in their place: Inferring party left-right ideolog-
ical positions from party manifestos data. American
Journal of Political Science pages 94–103.
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3.2 Campaign text speech act analysis [*SEM 2019]

Our earlier work (Section 3.1), focused on sentence- and document-level tasks for manifesto text

analysis, namely policy theme classification and ideology regression. It is known that election

speeches and media-releases contain policy related functions and dynamic interactions between

parties, which are used by each party to place itself ahead in the electoral contest [Gautrais et al.

(2017)]. Unlike the work with the CMP dataset, we do not have any standard label schema or

political speech dataset annotated for speech act analysis. Hence for political discourse analysis,

we propose a speech act classification task by combining traditional speech act types with other

speech act types tailored to political analysis [Eder et al. (2017)]. The key idea is to analyze

the context of text in election campaigns, i.e., if a sentence discusses military, we want to know

whether it is about the party’s past-action, or a judgement about opposite party’s policies or a

promise on its own future action. This context can help to understand the party position more

clearly, and capture issue salience in a more nuanced way, thereby characterizing parties better.

This task contains two sub-tasks: (a) to distinguish between actions of the party making the

utterance and actions of other parties, i.e., the target of each utterance has to be classified;

and (b) since a sentence can have multiple types of speech acts and/or target party, we require

sentence segmentation as a preliminary step. For this task definition, we developed a dataset

using 2016 Australian election texts — speech transcripts and media releases, from the two

major parties, Labor and Liberal. This corpus contains speeches in English text only, and is not

multi-lingual as in our previous work with manifestos.

During the development of this work, language models were getting popular and showed promis-

ing results compared to bag-of-words style trained word embeddings. Hence in this work we use

deep contextualized word representation in the form of ELMo [Peters et al. (2018)], to initialize

word embeddings. We use a bidirectional Gated Recurrent Unit model for both speech acts and

target party classification tasks. Since it is difficult to get access to large amounts of training

data, we also proposed a semi-supervised extension of the model using a teacher-student frame-

work, where the student model shares parameters with the teacher (main) network but is exposed

to a restricted view of the input, and the framework enforces consensus between the two models.

For segmenting sentence into basic utterances, such that each utterance exhibits a single action

and owned by a single target party, we use a Conditional Random Field model. We address

the segmentation and classification tasks in a cascaded fashion. We observe that the sequential

model, and its semi-supervised extension performs best. We performed exploratory analysis to
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identify differences in rhetorical function usage across policy issues, between the two parties

(Labor and Liberal) on the opposite sides of ideological spectrum. Other than the exploratory

analysis, predicting the party ideology as a function of speech act type distribution can help to

analyze the superiority of this fine-grained representation quantitatively over just using policy

mentions (as done in Section 3.1). This is not feasible here because we are dealing with text

from a single election cycle, which leaves us with just one score per party, hence the predic-

tion task is open for future exploration covering more data from many parties across multiple

elections. This work was published at *SEM 2019, co-located with NAACL-HLT 2019.
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Abstract
We study pragmatics in political campaign
text, through analysis of speech acts and
the target of each utterance. We propose a
new annotation schema incorporating domain-
specific speech acts, such as commissive-
action, and present a novel annotated corpus of
media releases and speech transcripts from the
2016 Australian election cycle. We show how
speech acts and target referents can be mod-
eled as sequential classification, and evaluate
several techniques, exploiting contextualized
word representations, semi-supervised learn-
ing, task dependencies and speaker meta-data.

1 Introduction

Election campaign text is a core artifact in politi-
cal analysis. Campaign communication can influ-
ence a party’s reputation, credibility, and compe-
tence, which are primary factors in voter decision
making (Fernandez-Vazquez, 2014). Also, mod-
eling the discourse is key to measuring the role
of party in constructive democracy — to engage
in constructive discussion with other parties in a
democracy (Gibbons et al., 2017).

Speech act theory (Austin, 1962; Searle, 1976)
can be used to study such pragmatics in political
campaign text. Traditional speech act classes have
been studied to analyze how people engage with
elected members (Hemphill and Roback, 2014),
and how elected members engage in discussions
(Shapiro et al., 2018), with a particular focus on
pledges (Artés, 2011; Naurin, 2011, 2014; Gib-
bons et al., 2017). Also, election manifestos have
been analyzed for prospective and retrospective
messages (Müller, 2018). In this work, we com-
bine traditional speech acts with those proposed
by political scientists to study political discourse,
such as specific pledges, which can also help to
verify the pledges’ fulfilment after an election
(Thomson et al., 2010).

In addition to speech acts, it is important to
identify the target of each utterance — that is, the
political party referred to in the text — in order to
determine the discourse structure. Here, we study
the effect of jointly modeling the speech act and
target referent of each utterance, in order to exploit
the task dependencies. That is, this paper is an ap-
plication of discourse analysis to the pragmatics-
rich domain of political science, to determine the
intent of every utterance made by politicians, and
in part, automatically extract pledges at varying
levels of specificity from campaign speeches and
press releases.

We assume that each utterance is associated
with a unique speech act (similar to Zhao and
Kawahara (2017)) and target party,1 meaning that
a sentence with multiple speech acts and/or targets
must be segmented into component utterances.
Take the following example, from the Labor Party:

(1) Labor will contribute $43 million towards
the Roe Highway project and we call on the
WA Government to contribute funds to get
the project underway.

The example is made up of two utterances (with
and without an underline), belonging to speech
act types commissive-action-specific and directive,
referring to different parties (LABOR and LIB-
ERAL), resp. In our initial experiments, we per-
form target based speech act classification (i.e.
joint speech act classification and determination of
the target of the utterance) over gold-standard ut-
terance data (Section 6), but return to perform au-
tomatic utterance segmentation along with target
based speech act classification (Section 7).

While speech act classification has been applied
to a wide range of domains, its application to polit-

1Zhao and Kawahara (2017) do not address the target ref-
erent classification task in their work.
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Utterance Speech act Target party Speaker

Tourism directly and indirectly supports around 38000 jobs in
TAS.

assertive NONE LABOR

We will invest $25.4 million to increase forensics and intelli-
gence assets for the Australian Federal Police

commissive-action-specific LIBERAL LIBERAL

Labor will prioritise the Metro West project if elected to gov-
ernment.

commissive-action-vague LABOR LABOR

A Shorten Labor Government will create 2000 jobs in Ade-
laide.

commissive-outcome LABOR LABOR

Federal Labor today calls on the State Government to commit
the final $75 million to make this project happen.

directive LIBERAL LABOR

Good morning everybody. expressive NONE LABOR

The Coalition has already delivered a $2.5 billion boost to our
law enforcement and security agencies.

past-action LIBERAL LIBERAL

Malcolm Turnbull’s health cuts will rip up to $1.4 billion out
of Australians’ pockets every year

verdictive LIBERAL LABOR

Table 1: Examples with speech act and target party classes. “Speaker” denotes the party making the utterance.

ical text is relatively new. Most speech act analy-
ses in the political domain have relied exclusively
on manual annotation, and no labeled data has
been made available for training classifiers. As it
is expensive to obtain large-scale annotations, in
addition to developing a novel annotated dataset,
we also experiment with a semi-supervised ap-
proach by utilizing unlabeled text, which is easy
to obtain.

The contributions of this paper are as follows:
(1) we introduce the novel task of target based
speech act classification to the analysis of politi-
cal discourse; (2) we develop and release a dataset
(can be found here https://github.com/
shivashankarrs/Speech-Acts) based on
political speeches and press releases, from the two
major parties — Labor and Liberal — in the 2016
Australian federal election cycle; and (3) we pro-
pose a semi-supervised learning approach to the
problem by augmenting the training data with in-
domain unlabeled text.

2 Related Work

The recent adoption of NLP methods has led to
significant advances in the field of computational
social science (Lazer et al., 2009), including polit-
ical science (Grimmer and Stewart, 2013). With
the increasing availability of datasets and compu-
tational resources, large-scale comparative politi-
cal text analysis has gained the attention of politi-
cal scientists (Lucas et al., 2015). One task of par-
ticular importance is the analysis of the functional

intent of utterances in political text. Though it has
received notable attention from many political sci-
entists (see Section 1), the primary focus of almost
all work has been to derive insights from manual
annotations, and not to study computational ap-
proaches to automate the task.

Another related task in the political communi-
cation domain is reputation defense, in terms of
party credibility. Recently, Duthie and Budzynska
(2018) proposed an approach to mine ethos sup-
port/attack statements from UK parliamentary de-
bates, while Naderi and Hirst (2018) focused on
classifying sentences from Question Time in the
Canadian parliament as defensive or not. In this
work, our source data is speeches and press re-
leases in the lead-up to a federal election, where
we expect there to be rich discourse and interplay
between political parties.

Speech act theory is fundamental to study such
discourse and pragmatics (Austin, 1962; Searle,
1976). A speech act is an illocutionary act of
conversation and reflects shallow discourse struc-
tures of language. Due to its predominantly
small-data setting, speech act classification ap-
proaches have generally relied on bag-of-words
models (Qadir and Riloff, 2011; Vosoughi and
Roy, 2016), although recent approaches have used
deep-learning models through data augmentation
(Joty and Hoque, 2016) and learning word rep-
resentations for the target domain (Joty and Mo-
hiuddin, 2018), outperforming traditional bag-of-
words approaches.

Another technique that has been applied to com-
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pensate for the sparsity of labeled data is semi-
supervised learning, making use of auxiliary un-
labeled data, as done previously for speech act
classification in e-mail and forum text (Jeong
et al., 2009). Zhang et al. (2012) also used semi-
supervised methods for speech act classification
over Twitter data. They used transductive SVM
and graph-based label propagation approaches to
annotate unlabeled data using a small seed train-
ing set. Joty and Mohiuddin (2018) leveraged out-
of-domain labeled data based on a domain adver-
sarial learning approach. In this work, we focus
on target based speech act analysis (with a cus-
tom class-set) for political campaign text and use
a deep-learning approach by incorporating contex-
tualized word representations (Peters et al., 2018)
and a cross-view training framework (Clark et al.,
2018) to leverage in-domain unlabeled text.

3 Problem Statement

Target based speech act classification requires the
segmentation of sentences into utterances, and la-
belling of those utterances according to speech act
and target party. In this work we focus primarily
on speech act and target party classification.

Our speech act coding schema is comprised of:
assertive, commissive, directive, expressive, past-
action, and verdictive. An assertive commits the
speaker to something being the case. With a com-
missive, the speaker commits to a future course
of action. Following the work of Artés (2011)
and Naurin (2011), we distinguish between ac-
tion and outcome commissives. Action commis-
sives (commissive-action) are those in which an
action is to be taken, while outcome commissives
(commissive-outcome) can be defined as a descrip-
tion of reality or goals. Secondly, similar to Nau-
rin (2014) we also classify action commissives
into vague (commissive-action-vague) and specific
(commissive-action-specific), according to their
specificity. This distinction is also related to text
specificity analysis work addressed in the news
(Louis and Nenkova, 2011) and classroom discus-
sion (Lugini and Litman, 2017) domains. A direc-
tive occurs when the speaker expects the listener
to take action in response. In an expressive, the
speaker expresses their psychological state, while
a past-action denotes a retrospective action of the
target party, and a verdictive refers to an assess-
ment on prospective or retrospective actions.

Examples of the eight speech act classes are

# Doc # Sent # Utt Avg Utterance Length

258 6609 7641 19.3

Table 2: Dataset Statistics: number of documents,
number of sentences, number of utterances, and aver-
age utterance length

given in Table 1, along with the target party
(LABOR, LIBERAL, or NONE), indicating which
party the speech act is directed towards, and the
“speaker” party making the utterance (information
which is provided for every utterance).

3.1 Utterance Segmentation

Sentences are segmented both in the context of
speech act and target party — when a sentence
has utterances belonging to more than one speech
act or/and more than one target. For exam-
ple, the following sentence conveys a pledge
(commissive-outcome) followed by the party’s be-
lief (assertive), with the utterance boundary indi-
cated by

∣∣:

(2) We will save Medicare
∣∣ because Medicare is

more than just a standard of health.

Further, the following (from the Labor party) has
segments comparing LABOR and LIBERAL:

(3) Our party is united –
∣∣ the Liberals are not

united.

4 Election Campaign Dataset

We collected media releases and speeches from
the two major Australia political parties — Labor
and Liberal — from the 2016 Australian federal
election campaign. A statistical breakdown of the
dataset is given in Table 2. We compute agreement
over 15 documents, annotated by two independent
annotators, with disagreements resolved by a third
annotator. The remaining documents are anno-
tated by the two main annotators without redun-
dancy. Agreement between the two annotators for
utterance segmentation based on exact boundary
match using Krippendorff’s alpha (α) (Krippen-
dorff, 2011) is 0.84. Agreement statistics for the
classification tasks (Cohen, 1960; Carletta, 1996)
are given in Tables 3 and 4.
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Speech act % Kappa (κ)

assertive 40.8 0.85
commissive-action-specific 12.4 0.84
commissive-action-vague 6.6 0.73
commissive-outcome 4.9 0.72
directive 1.7 0.92
expressive 1.9 0.88
past-action 6.3 0.76
verdictive 25.4 0.82

Table 3: Speech act agreement statistics

Target party % Kappa (κ)

LABOR 45.9 0.92
LIBERAL 39.1 0.90
NONE 15.0 0.86

Table 4: Target party agreement statistics

5 Proposed Approach

Our approach to labeling utterances for speech act
and target party classification is as follows. Utter-
ances are first represented as a sequence of word
embeddings, and then using a bidirectional Gated
Recurrent Unit (“biGRU”: Cho et al. (2014)).
The representation of each utterance is set to the
concatenation of the last hidden state of both the
forward and backward GRUs, hi =

[−→
h i,
←−
h i

]
.

After this, the model has a softmax output layer.
This network is trained for both the speech act
(eight class) and target party (three class) clas-
sification tasks, minimizing cross-entropy loss,
denoted as LS and LT respectively.

Our approach has the following components:

ELMo word embeddings (“biGRUELMo”): As
word embeddings we use a 1024d learned linear
combination of the internal states of a bidirectional
language model (Peters et al., 2018).

Semi-supervised Learning: We employ a
cross-view training approach (Clark et al., 2018)
to leverage a larger volume of unlabeled text.
Cross-view training is a kind of teacher–student
method, whereby the model “teaches” another
“student” model to classify unlabelled data. The
student sees only a limited form of the data, e.g.,
through application of noise (Sajjadi et al., 2016;
Wei et al., 2018), or a different view of the input,
as used herein. This procedure regularises the
learning of the teacher to be more robust, as well
as increasing the exposure to unlabeled text.

We augment our dataset with over 36k sen-
tences from Australian Prime Minister candidates’

election speeches.2 On these unlabeled examples,
the model’s probability distribution over targets
pθ(y|s) is used to fit auxiliary model(s), pω(y|s),
by minimising the Kullback-Leibler (KL) diver-
gence, KL(pθ(y|s), pω(y|s)). This consensus loss
component, denoted Lunsup, is added to the super-
vised training objective (LS or LT ).

We evaluate the following auxiliary models:3

• a forward GRU (“biGRUCVTfwd ”);

• separate forward and backward GRUs
(“biGRUCVTfwdbwd ”); and

• a biGRU with word-level dropout
(“biGRUCVTworddrop ”).

The intuition is that the student models only have
access to restricted views of the data on which the
teacher network is trained, and therefore this acts
as a regularization factor over the unlabeled data
when learning the teacher model.

Multi-task Learning (“biGRUMulti”): For
speech act classification, target party classification
is considered as an auxiliary task, and vice versa.
Accordingly, a separate model is built for each
task, with the other task as an auxiliary task, in
each case using a linearly weighted objective
LS + αLT , where α ≥ 0 is tuned separately
in each application. The intuition here is to
capture the dependencies between the tasks, e.g.,
commissive is relevant to the Speaker party only.

Meta-data (biGRUMeta): We concatenate a bi-
nary flag encoding the speaker party (mi) along-
side the utterance embedding hi, i.e., [hi,mi].
This representation is passed through a hidden
layer with ReLU-activation, then projected onto a
output layer with softmax activation for both the
classification tasks.

6 Evaluation

We compare the models presented in Section 5
with the following baseline approaches:

• Support Vector Machine (“SVMBoW”) with
with unigram term-frequency representation.

• Multi-layer perceptron (“MLPBoW”) with uni-
gram term-frequency representation.

2https://primeministers.moadoph.gov.
au/collections/election-speeches

3Note that auxliary models share parameters with the cor-
responding components of main (teacher) model, with the ex-
ception of their output layers.
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ID Approach Speech act Target party
Accuracy Macro-F1 Accuracy Macro-F1

1 Metanaive — — 0.55 0.43
2 SVMBoW 0.56 0.41 0.60*1 0.56*1

3 MLPBoW 0.60*2 0.47*2 0.61*1 0.57*1

4 DANGloVe 0.53 0.30 0.59 0.54
5 GRUGloVe 0.56 0.46 0.58 0.55
6 biGRUGloVe 0.57 0.48 0.59 0.56
7 MLPELMo 0.62*3 0.53*3 0.58 0.57
8 biGRUELMo 0.68*7 0.57*7 0.63*2,3,7 0.60*2,3,7

9 biGRUELMo + CVTfwd 0.66 0.55 0.63 0.58
10 biGRUELMo + CVTfwdbwd 0.68 0.54 0.61 0.56
11 biGRUELMo + CVTworddrop 0.69 0.57 0.66*8 0.60

12 biGRUELMo + CVTworddrop + Multi 0.69 0.58 0.65 0.60

13 biGRUELMo + CVTworddrop + Meta 0.68 0.58 0.71*11 0.66*8,11

Table 5: Classification results showing average performance based on 10 runs. * indicates results significantly
better than the indicated approaches (based on ID in the table) according to a paired t-test (p < 0.05). Boldface
shows the overall best results and results insignificantly different from the best. Metanaive is not applicable for
speech act classification. Note that all approaches use gold-standard segmentation for evaluation.

Speech act MLPELMo Our approach

assertive 0.77 0.80
commissive-action-specific 0.65 0.69
commissive-action-vague 0.45 0.48
commissive-outcome 0.28 0.39
directive 0.58 0.59
expressive 0.55 0.58
past-action 0.45 0.48
verdictive 0.48 0.61

Table 6: Speech act class-wise F1 score.

Target party biGRUELMo Our approach

LABOR 0.68 0.74
LIBERAL 0.65 0.75
NONE 0.46 0.48

Table 7: Target party class-wise F1 score.

• Deep Averaging Networks (“DANGloVe”)
(Iyyer et al., 2015), GRU (“GRUGloVe”), and
biGRU (“biGRUGloVe”) with pre-trained 300d
GloVe embeddings (Pennington et al., 2014).

• MLP with average-pooling over pre-trained
ELMo word embeddings (“MLPELMo”).

• Using speaker party as the predicted target
party (“Metanaive”).

We average results across 10 runs with
90%/10% training/test random splits. Hyper-
parameters are tuned over a 10% validation

set randomly sampled and held out from the
training set. We evaluate using accuracy and
macro-averaged F-score, to account for class-
imbalance. We compare the baseline approaches
against our proposed approach (different com-
ponents given in Section 5). We evaluate
the effect of each component by adding them
to the base model (biGRUELMo), e.g., biGRU
model with ELMo embeddings and word-level
dropout based semi-supervised approach is given
as biGRUELMo + CVTworddrop . Results for speech act and
target party classification are given in Table 5. The
corresponding class-wise performance for both
speech act and target party tasks with our approach
(biGRUELMo + CVTworddrop + Meta) compared against the
competitive approach from Table 5 is given in Ta-
ble 6 and Table 7 respectively (and also discussed
further in Section 8). All the approaches are eval-
uated with the gold-standard segmentation. Utter-
ance segmentation is discussed in Section 7.

From the results in Table 5, we observe that
the biGRU4 performs better than the other ap-
proaches, and that ELMo contextual embeddings
(biGRUELMo) boosts the performance apprecia-
bly. Apart from ELMo, the semi-supervised
learning methods (biGRUELMo + CVTworddrop ) provide
a boost in performance for the target party

4The biGRU model uses ReLU activations, a 128d hidden
layer for speech act classification and 64d hidden layer for
target party classification, and dropout rate of 0.1.
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Figure 1: Classification performance across different training ratios. Note that 90% is using all the training data,
as 10% is used for validation.

task (wrt accuracy) using all the training data.
biGRUELMo + CVTworddrop and biGRUELMo + CVTfwd pro-
vide gains in performance for the speech act
task, especially with fewer training examples
(≤ 50% of training data, see Figure 1). Per-
formance of semi-supervised learning models
with cross-view training (which leverages in-
domain unlabeled text) is compared against
biGRUELMo, which is a supervised approach. Re-
sults across different training ratio settings are
given in Figure 1. From this, we can see
that biGRUELMo + CVTworddrop and biGRUELMo + CVTfwd

performs better than biGRUELMo + CVTfwdbwd in al-
most all cases. With a training ratio ≤ 50%,
biGRUELMo + CVTworddrop achieves a comparable per-
formance to biGRUELMo + CVTfwd .

Multi-task learning (biGRUELMo + CVTworddrop + Multi)
provides only small improvements for the speech
act task. Further, when we add speaker
party meta-data (biGRUELMo + CVTworddrop + Meta), it pro-
vides large gains in performance for the tar-
get party task. Overall, the proposed ap-
proach (biGRUELMo + CVTworddrop + Meta) provides the
best performance for the target party task. Its
performance is better than the biGRUELMo + Meta

model, which does not leverage the additional
unlabeled text using semi-supervised learning,
where it achieves 0.70 accuracy and 0.65 Macro
F1. Also, ELMo and semi-supervised methods
(biGRUELMo + CVTworddrop and biGRUELMo + CVTfwd ) pro-
vide significant improvements for the speech act
task, especially under sparse supervision scenar-
ios (see Figure 1, for training ratio ≤ 50%).

7 Segmentation Results

In the previous experiments, we used gold-
standard utterance data, but next we experiment
with automatic segmentation. We use sentences as
input, based on the NLTK sentence tokenizer (Bird
et al., 2009), and automatically segment sentences
into utterances based on token-level segmentation,
in the form of a BI binary sequence classification
task using a CRF model (Hernault et al., 2010).5

We use the following set of features for each word:
token, word shape (capitalization, punctuation,
digits), Penn POS tags based on SpaCy, ClearNLP
dependency labels (Choi and Palmer, 2012), rela-
tive position in the sentence, and features for the

5We also experimented with a neural CRF model, but
found it to be less accurate.
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Utterance Target party Speaker

Our new Tourism Infrastructure Fund will bring more visitor dollars and more hospitality jobs
to Cairns, Townsville and the regions.

LABOR LABOR

Just as he sold out 35,000 owner-drivers in his deal with the TWU to bring back the “Road
Safety Remuneration Tribunal".

LABOR LIBERAL

Then in 2022, we will start construction of the first of 12 regionally superior submarines, the
single biggest investment in our military history.

LIBERAL LIBERAL

Table 8: Scenarios where “Speaker” meta-data benefits the target party classification task.

adjacent words (based on this same feature rep-
resentation). We compute segmentation accuracy
(SA: Zimmermann et al. (2006)), which measures
the percentage of segments that are correctly seg-
mented, i.e. both the left and right boundary match
the reference boundaries. SA for the CRF model is
0.87. Secondly, to evaluate the effect of segmenta-
tion on classification, we compute joint accuracy
(JA). It is similar to SA but also requires correct-
ness of the speech act and target party. In cascaded
style, JA using the CRF model for segmentation
and biGRUELMo + CVTworddrop + Meta for speech act and
target party classification is 0.60 and 0.64 respec-
tively. Here, segmentation errors lead to a small
drop in performance.

8 Error Analysis

We analyze the class-wise performance and con-
fusion matrix for our best performing approach
(biGRUELMo + CVTworddrop + Meta). Speech act and target
party class-wise performance is given in Tables 6
and 7 respectively. We can see that the proposed
approach provides improvement across all classes,
while achieving comparable performance for di-
rective. Recognizing commissive-outcome can be
seen to be tougher than other classes. In addition,
we analyze the results to identify cases where hav-
ing “Speaker” party information is beneficial for
predicting the target party of sentences. Some of
those scenarios are given in Table 8, where the
meta-data enables predicting the target party cor-
rectly even when there is no explicit reference to
the party or leaders.

Confusion matrices for the speech act and tar-
get party classification tasks are given in Fig-
ure 2. Some observations from the confusion
matrices are: (a) assertive and verdictive are of-
ten misclassified as each other; (b) commissive-
action-vague utterances are often misclassified as
commissive-action-specific; and (c) LABOR and
LIBERAL classes are often misclassified as each

other for the target party classification task.

9 Qualitative Analysis

Here we provide the policy-wise speech act distri-
bution for both parties, which indicates the differ-
ence in their predilection for the indicated six pol-
icy areas (Figure 3). We provide results for the six
most frequent policy categories, for each of which,
the campaign text is first classified into one of the
policy-areas that are relevant to Australian poli-
tics, by building a Logistic Regression classifier
with data obtained from ABC Fact Check.6 Some
observations (based on Figure 3) are as follows:
• The incumbent government (LIBERAL) uses

more directive, expressive, verdictive, and
past-action utterances than the opposition
(LABOR).
• LIBERAL’s text has relatively more pledges

(commissive-action-vague, commissive-
action-specific and commissive-outcome) on
economy compared to LABOR, whereas LA-
BOR has more pledges on social services and
education. This is as expected for right- and
left-wing parties respectively. Other policy-
areas have a comparable number of pledges
from both parties. Overall, party-wise
salience towards these policy areas correlates
highly with the relative breakdowns in the
Comparative Manifesto Project (Volkens
et al., 2017): where the relative share of
sentences from the LABOR and LIBERAL

manifestos7 for welfare state (health and
social services) is 22:7, education is 9:6,
economy is 11:23, and technology & infras-
tructure (communication, infrastructure)
is 17:19.
• Across policy-areas, specific pledges are

6https://www.abc.net.au/news/factcheck
7https://manifesto-project.wzb.eu/

down/data/2018b/datasets/MPDataset_
MPDS2018b.csv
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more frequent than vague ones. This aligns
with previous studies done by Naurin (2014)
and Gibbons et al. (2017).

10 Conclusion and Future Work

In this work we present a new dataset of elec-
tion campaign texts, based on a class schema of
speech acts specific to the political science do-
main. We study the associated problems of iden-
tifying the referent political party, and segmenta-
tion. We showed that this task is feasible to an-
notate, and present several models for automating
the task. We use a pre-trained language model
and also leverage auxiliary unlabeled text with
semi-supervised learning approach for the target
based speech act classification task. Our results
are promising, with the best method being a semi-
supervised biGRU with ELMo embeddings for the
speech act task, and the model additionally in-
corporating speaker meta-data for the target party
task. We provided qualitative analysis of speech
acts across major policy areas, and in future work
aim to expand this analysis further with fine-
grained policies and ideology-related analysis.
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3.3 Election promises specificity prediction [EMNLP-IJCNLP 2019]

Our earlier work using election campaign text (Sections 3.1 and 3.2) dealt with the classification

of policy themes and speech acts. In this work, we focus on a core part of elections: promises.

We propose a new NLP task for promise specificity prediction based on a class schema provided

by political scientists [Pomper and Lederman (1980)]. The key idea is to differentiate between

promises such as We will work to ensure Australia has a sustainable and fair retirement income

system and We will lower the annual non-concessional contributions cap to $75,000 and lower

the High Income Superannuation Contribution threshold to $200,000. Vague promises (such as

the first) convey less information and have less accountability than more specific ones (such as

the second promise).

We model each sentence using a bi-GRU initialized with ELMo word embeddings, a model that

worked well for speech act classification (Section 3.2). Rather than modeling the output as a

regression or classification target, we model it as an ordinal regression task. The intuition behind

this is that the output classes have a grade (they are not at the same level, because one is more

specific than another), and the difference in commitment between two categories of promise

specificity is not linear. Since creating large amounts of labeled data is hard, as in the case of

any other domain specialized task, we propose a semi-supervised extension of the model using

a teacher-student framework (similar to Section 3.2), wherein we use a custom consensus loss

for the ordinal output. Finally, we quantitatively show that promises and their specificity can

characterize party ideology and issue salience better than simple policy-theme mentions as done

in Section 3.1, which is also a popularly used approach in existing literature. We model ideology

as a function of promise specificity across policy issues using a PSL model, which allows us to

incorporate contextual information such as party coalition and temporal dependencies (as done

for the policy theme and ideology regression task, in Section 3.1) and we use a linear model for

issue salience analysis. We developed a dataset using Australian manifestos over twelve election

cycles for evaluation.

We observe that the sequential model using a bi-GRU with ELMo performs better than average

embedding settings, and ordinal output modeling is better than both classification and regression

models. In the semi-supervised extension, we find that consensus loss which captures the ordinal

nature of the task performs best. Lastly, with the PSL and linear model, we found that specific

promises made on different policy issues can better characterize parties than simple policy theme

mentions. In this work, similar to Section 3.1, we have a two-stage approach for the lower-level
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text prediction task and the higher-level party characteristic analysis. This work was published

at EMNLP-IJCNLP 2019.
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Abstract

Many pledges are made in the course of an
election campaign, forming important corpora
for political analysis of campaign strategy and
governmental accountability. At present, there
are no publicly available annotated datasets
of pledges, and most political analyses rely
on manual analysis. In this paper we col-
late a novel dataset of manifestos from eleven
Australian federal election cycles, with over
12,000 sentences annotated with specificity
(e.g., rhetorical vs. detailed pledge) on a fine-
grained scale. We propose deep ordinal regres-
sion approaches for specificity prediction, un-
der both supervised and semi-supervised set-
tings, and provide empirical results demon-
strating the effectiveness of the proposed tech-
niques over several baseline approaches. We
analyze the utility of pledge specificity model-
ing across a spectrum of policy issues in per-
forming ideology prediction, and further pro-
vide qualitative analysis in terms of captur-
ing party-specific issue salience across elec-
tion cycles.

1 Introduction

Election manifestos play a critical role in struc-
turing political campaigns. Campaign communi-
cation can influence a party’s reputation, credibil-
ity, and competence, which are primary factors
in voter decision making (Fernandez-Vazquez,
2014). Among the various campaign-related func-
tions fulfilled by manifestos (Eder et al., 2017),
perhaps the most important is the contract they
represent between parties and voters in terms
of pledges and prioritisation of political issues
(Royed et al., 2019). Political scientists have long
studied how specific pledges translate into govern-
ment programs and actual policy (Royed, 1996;
Thomson, 2001; Naurin, 2011; Schermann and
Ennser-Jedenastik, 2014). Other work relates spe-
cific pledges to the issue clarity of a political party

through selective emphasis, which complements
salience theory (Robertson et al., 1976; Budge and
Farlie, 1983; Praprotnik, 2017). For example:

we commit ... 30 per cent tax rebate or
cash benefit on the cost of private health
insurance premiums

conveys the party’s support for private health in-
surance, and is more verifiable than:

we will improve the health system.

Issue clarity has also been shown to be influenced
by a party’s ideological position and its role in
government (Praprotnik, 2017).

Although pledge specificity prediction is an im-
portant task for the analysis of party position, pri-
orities, and post-election policy framing, to date,
almost all research has relied on manual analysis.
Subramanian et al. (2019) is a recent exception to
this, in performing speech act classification over
political campaign text, where the class schema in-
cludes the distinction between specific and vague
pledges (binary specificity class).

In this paper, we perform fine-grained pledge
specificity prediction, which is more expressive
than binary levels (Li et al., 2016; Gao et al.,
2019). We use a class schema proposed by Pomper
and Lederman (1980) as detailed in Table 1, which
captures seven levels of specificity, forming a non-
linear increasing order of commitment and speci-
ficity (Pomper and Lederman, 1980). Given the
non-linear nature of the scale, we use deep ordinal
regression models for this task, with distributional
loss (Imani and White, 2018), where we model
the output as a uni-modal distribution (Beckham
and Pal, 2017). Our goal is to capture the in-
tuition that a pledge with specificity level k, has
higher commitment than all the levels < k, pro-
ducing a smoothly varying prediction over the or-
dinal classes. This can be modeled as a uni-modal
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distribution which has a probability mass that de-
creases on both sides of the most probable class.
Lastly, as it is expensive to obtain large-scale an-
notations, in addition to developing a novel an-
notated dataset, we also experiment with a semi-
supervised approach by using unlabeled text.

The contributions of this paper are as fol-
lows: (1) we develop and release a dataset1 for
fine-grained pledge specificity prediction based
on election manifestos covering eleven Australian
federal election cycles (1980–2016), from the two
major political parties — Labor and Liberal; (2)
we propose to use deep ordinal regression models
for the prediction task, and evaluate the model un-
der sparse supervision scenarios using the teacher–
student framework; and (3) we evaluate the utility
of pledge specificity towards ideology prediction,
and provide further qualitative analysis by corre-
lating model predictions with party-specific issue
salience across major policy areas.

2 Related Work

Political manifesto text analysis is a relatively
novel application, at the intersection of Political
Science and NLP. Research has focused primar-
ily on fine-grained policy topic classification and
overall ideology prediction tasks (Volkens et al.,
2017; Verberne et al., 2014; Zirn et al., 2016; Sub-
ramanian et al., 2018). Most work dealing with
pledge specificity analysis in manifestos has been
based on manual analysis, as outlined in Section 1.

Specificity is a pragmatic property of text which
has been studied across various fields of research.
In cognitive linguistics, Dixon (1987) showed that
specificity of information in text impacts read-
ing comprehension speed. In Political Science, it
has been used to analyze salience, party position
and post-election policy framing (see Section 1).
There has also been research on the association
between text specificity and communication style.
In terms of automated specificity analysis, Cook
(2016) found specificity in the context of congres-
sional hearings to vary between speakers belong-
ing to the same vs. different ideologies. Namely,
it was shown that specificity increases as the ideo-
logical distance between the committee chair and
the witness decreases. Subramanian et al. (2019)
addressed two levels of pledge specificity, as part
of speech act classification task. Specificity has

1https://github.com/shivashankarrs/
Pledge-Specificity

also been studied in news (Louis and Nenkova,
2011) and classroom discussion domains (Luo and
Litman, 2016; Lugini and Litman, 2017).

These studies have dealt with a restrictive
coarse-level analysis (2–3 categories), whereas a
fine-grained scale better captures and allows for
comparison of election manifestos (Pomper and
Lederman, 1980). Gao et al. (2019) was the first
attempt at fine-grained text specificity prediction,
in the context of social media posts. Here, we
target the novel task of fine-grained pledge speci-
ficity prediction, which can be used in a range
of downstream applications, including capturing
party priorities (salience) and ideological position
across election cycles.

All the text specificity analysis work in NLP
has modeled the task as classification or regres-
sion. As the 7-step pledge specificity levels used
in this research (Pomper and Lederman, 1980) do
not form a single real-valued scale, we model it as
an ordinal regression task. Some examples of ordi-
nal regression tasks include sentiment rating pre-
diction (Rosenthal et al., 2017), stages of disease
prediction (Gentry et al., 2015), and age prediction
(Eidinger et al., 2014). Recent work has shown
that adding a distributional (auxiliary) loss along-
side a regression loss, and using expectation to ob-
tain the predicted value (Imani and White, 2018),
provides label smoothing and improves regression
performance (Gao et al., 2017). Approaches based
on a uni-modal probability distribution (e.g., Pois-
son) as output (da Costa et al., 2008; Beckham and
Pal, 2017) can be seen as related to the former ap-
proach (Imani and White, 2018) where the discrete
probability mass function replaces the histogram
density. We propose to use a uni-modal distri-
butional loss-based ordinal regression for pledge
specificity prediction.

Secondly, as it is difficult to obtain large
amounts of labeled data, existing approaches have
used semi-supervised learning (Li and Nenkova,
2015; Subramanian et al., 2019). Here we use a
cross-view training approach (Clark et al., 2018;
Subramanian et al., 2019), where we enforce con-
sensus between the intermediate class distribu-
tions or the final real-valued output.

3 Pledge Specificity Dataset

We annotated 22 election manifestos from the
Australian Labor and Liberal parties, covering
eleven Australian federal election cycles from
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Category Definition Example #

Not a pledge Provide facts; greetings; approval or
criticism of policies

We have modernised Australia’s industrial re-
lations system, particularly through the 1996
Workplace Relations Act

1

Rhetorical pledge Based on moral values and applies to all
irrespective of the party

We will put our country first 2

General pledge Specify intangible goals, and also not
the ways to achieve them

Labor will build a stronger and more productive
economy

3

Continuity pledge Commit to the maintenance of currently
functioning policy

We will retain the voluntary health insurance
system which now covers the great majority of
Australians

4

Goal pledge Provide tangible outcomes and goals,
without providing the means to achieve
them

A Shorten Labor Government will create 2000
jobs in Adelaide

5

Action pledge Provide means to achieve the objective,
but don’t reveal specific details

We pledge to support effective voluntary fam-
ily planning, and to recognize officially the link
between social and economic development and
the willingness of the individual to limit family
size

6

Detailed pledge Provide clear details of action to
achieve an objective

A re-elected Coalition Government will invest
$1 million to support the Exeter Community
Precinct

7

Table 1: Pledge specificity category, definition, example manifesto sentence, and the corresponding specificity
value (#).

Specificity # Sentences % Avg. Length

1 8165 67.00 19.5
2 423 3.47 22.0
3 950 7.80 23.4
4 300 2.46 24.6
5 473 3.88 24.8
6 901 7.39 25.2
7 973 7.99 28.5

Table 2: Distribution and length statistics across speci-
ficity categories.

1980–2016. The dataset has 12,185 sentences an-
notated with seven levels of specificity (Pomper
and Lederman, 1980). See Table 1 for class def-
initions and an example of each class. We ob-
tained annotations using the Figure Eight crowd-
sourcing platform. For each sentence we provided
the previous two sentences from the manifesto (as
context), the party which published the manifesto,
election year, and incumbent and opposition party
details. Each sentence was annotated by at least 3
workers after passing quality control (at least 70%
accuracy on test questions). After obtaining anno-
tations, the label which has the highest confidence
score is chosen for each sentence. Confidence is
the level of agreement between multiple contrib-
utors, weighted by the contributors’ trust scores.
Overall agreement based on the Krippendorf’s Al-
pha is α = 0.58, indicating moderate agreement

1980 1984 1990 1993 1998 2001 2004 2007 2010 2013 2016
0

1

2

3

4 Liberal
Labor

1

Figure 1: Average pledge specificity of Labor and Lib-
eral parties over different election cycles

(Artstein and Poesio, 2008; Krippendorff, 2011),
on par with related studies (Gao et al., 2019). The
class distribution in the final dataset is given in
Table 2, alongside the average sentence length in
tokens. It can be seen that more specific pledge
categories have higher average length. Average
specificity values of Labor and Liberal party man-
ifestos across elections are given in Figure 1. The
length of the manifesto (in terms of number of sen-
tences) influences average specificity values, with
exceptions such as the Liberal party’s 2010 elec-
tion manifesto which is the shortest document but
has the highest average pledge specificity value.
Further detailed analysis, to decipher the pledge
specificity trends in general, is a potential task for
future work.
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4 Proposed Approach

4.1 Base Model

We first obtain representations for each sentence
via a sequence of word embeddings, to which
we apply a bidirectional GRU (“biGRU”: Cho
et al. (2014)), and concatenate the final hidden
state of both the forward and backward GRUs,
hi =

[−→
h i,
←−
h i

]
. Rather than using a linear acti-

vation layer for the output, we study the effect of
learning a distribution over ordinal classes, and us-
ing an expectation layer to get the final prediction,
which we now expound upon.

4.2 Distributional Loss

Let us assume that the continuous target variable
Y is normally distributed, conditioned on inputs
x ∈ Rd, Y ∼N (µ=f(x), σ2) for a fixed variance
σ2 > 0. In regression, the maximum likelihood
function f for n samples {xi, yi} corresponds to
minimizing l2 loss, such that f(x) = E(Y |x). Al-
ternatively, we can learn a categorical distribution
(qx) over the ordinal classes Y , and use the ex-
pected value as the prediction, f(x) (Rothe et al.,
2018). In this work, we follow the latter method,
but parameterise the categorical distribution based
on uni-modal probability distribution, a technique
which has been shown to perform well for ordinal
regression tasks (Beckham and Pal, 2017). This
modification converts the problem to a more diffi-
cult (multi-task) problem, that promotes general-
ization and reduces over-fitting (Imani and White,
2018). The overall objective is to jointly mini-
mize the squared loss for the regression task (LS),
and cross-entropy for the distributional loss over
Y (LD), based on the objective LJ = αLS + LD,
where the hyper-parameter α is tuned using a val-
idation set. We experiment with different distri-
butions in generating the intermediate representa-
tions qx, including categorical (as a baseline ap-
proach, see Section 5: Beckham and Pal (2016);
Gao et al. (2017); Rothe et al. (2018)), discrete
uni-modal (Binomial and Poisson: Beckham and
Pal (2017)), and truncated Gaussian (Imani and
White, 2018). The final prediction is obtained us-
ing expectation, which has been shown to be effec-
tive for various regression tasks in the vision do-
main. Here we study the use of uni-modal distri-
butional loss-based ordinal regression approaches
(Beckham and Pal, 2017; Imani and White, 2018)
for text specificity analysis (Section 5 has re-

sults demonstrating its superiority over the other
choices). We detail the different ways to obtain
qx, and the corresponding loss functions LD be-
low, and provide an overall summary in Figure 2.

4.2.1 BINOMIAL

With the biGRU model, we estimate the param-
eter (p) of the Binomial distribution (with a sig-
moid output), based on which the distribution over
classes can be obtained via the probability mass
function,

p(k;K − 1, p) =

(
K − 1

k

)
pk(1− p)K−1−k,

k ∈ {0, 1, . . .K − 1}, where p ∈ [0, 1]. As the
final layers (post sigmoid) are under-parametrized,
we have a softmax layer with τ after obtaining the
probability masses,

qk =
exp(φk/τ)∑K−1
j=0 exp(φj/τ)

,

where τ ∼ SoftPlus(τ ′), and τ ′ is learned by the
deep net, conditioned on the input (x). We then
have an expectation layer to obtain the final output
f(x). Output of the softmax layer is fit to the one-
hot encoded ordinal classes for each input (y), by
minimizing the cross-entropy loss (LDBINOMIAL).

4.2.2 POISSON

POISSON is similar to the binomial case, in that we
obtain the parameter (λ) of the Poisson distribu-
tion using the biGRU, with a SoftPlus activation.
We then use the probability mass function of the
Poisson distribution to get the probabilities over
different classes, k ∈ Y ,

p(k;λ) =
λke−λ

k!
,

which is again passed through a softmax layer to
obtain qx, fit by minimizing cross-entropy loss
(LDPOISSON), and an expectation layer is used to
obtain the final prediction.

4.2.3 Gaussian (GAUSS)
To compute E(Y |x) (µ of the Gaussian), here we
fit the intermediate distribution qx directly to his-
togram density of a truncated Gaussian distribu-
tion with support [1,K] (target distribution: p∗).
We achieve this by learning a prediction distribu-
tion with the biGRU model, qx : Y → [0, 1]. For
this, the ordinal label of training instances is trans-
formed into a truncated Gaussian PDF. The mean
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Figure 2: Illustration of the model architecture, com-
prising a biGRU over sentence tokens, to compute the
parameter of one of the three distributions: p for Bino-
mial (with n = K−1) and λ for Poisson. Pmf of these
distributions are then used to define a categorical distri-
bution over the ordinal classes Y . For learning, we use
the categorical cross-entropy against the gold one-hot
y, as well as the squared error (y − f(x))2, where f(x)
is given by expectation taken under the predicted cate-
gorical distribution q. Gaussian uses a different mech-
anism, as described in Section 4.2.3 where the cate-
gorical distribution (q) is predicted directly using a K-
dimensional softmax output, and the cross-entropy is
computed between q and a Gaussian histogram density
centred at µ = y, discretised by way of integration of
the PDF between adjacent label indices.

µ for this Gaussian is the target y of each data-
point, with fixed variance σ2, which we set to the
radius of the bins in Y (1 in this case). The CDF
for the chosen target distribution is computed as
1
2(1 + erf(x−µ

σ
√
2
)) and p∗ is obtained for each class,

k ∈ Y , as,

1

2

(
erf
(k − µ
σ
√
2

)
− erf

(k − 1− µ
σ
√
2

))
.

This formulation allows efficient computation
of divergence between p∗ and qx for optimiza-
tion, which results in cross-entropy minimization
(LDGAUSS: Imani and White (2018)). Note that the
training target p∗ is uni-modal, and no constraints
are explicitly enforced on the shape of qx.

4.3 Incorporating Context
We incorporate context in the form of information
from adjacent sentences following the approach of
Liu et al. (2017): for each training sentence, we

use the predicted (intermediate) probability distri-
bution across ordinal classes of the previousL sen-
tences as context. A new biGRU model is trained
with the sentence and the additional contextual in-
formation, concatenated to hi. We refer to this
model as biGRUORD + CONTEXT. In the test phase,
biGRUORD provides contextual information, and
the newly trained model (biGRUORD + CONTEXT) is
used to predict the test sentence output.

4.4 Semi-supervised Learning

As it is expensive to get large-scale specificity
annotations we employ a cross-view training ap-
proach (Clark et al., 2018; Subramanian et al.,
2019) for semi-supervised learning, which can
leverage additional unlabeled text. Cross-view
training is a kind of teacher–student method,
whereby the model “teaches” a “student” model
to classify unlabelled data. The student has a re-
stricted view over the data, e.g., through the ap-
plication of noise (Sajjadi et al., 2016; Wei et al.,
2018). We use biGRUORD + CONTEXT with word-
level dropout and zero vector set to contextual in-
formation as the auxiliary model. This procedure
regularizes the learning of the teacher to be more
robust, as well as increasing its exposure to unla-
beled text. We augment our dataset with over 32k
sentences from UK and US election manifestos re-
leased from the same time period. On these un-
labeled examples, the model’s output is used to
fit the auxiliary model by enforcing consensus in
their predictions. This consensus loss LU is added
to the supervised training objective (LJ ). Under
the semi-supervised setting, we evaluate the fol-
lowing approaches:
MSE: use the final regression output of the

teacher model (f(x)) to fit an auxiliary
model, thereby enforcing consensus using a
squared loss, MSE(Eqθ [Y],Eqω [Y]) where Y
is a fixed class vector; denoted as “LUMSE”.

KLD: an intermediate distribution over targets
qθ(Y|s) is used to fit an auxiliary model,
qω(Y|s), by minimising the Kullback-Leibler
(KL) divergence, KL(qθ(Y|s), qω(Y|s)); de-
noted as “LUKLD”.2

EMD: qθ(Y|s) is again used to fit the auxil-
iary model, qω(Y|s), by minimising the earth

2This is the closest setting to Subramanian et al. (2019),
which minimizes KL divergence between output distributions
in a classification setting. But the overall objective is different
in our case, in that we have an expectation layer over q to
obtain the target regression output.
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Category Approach MMAE ρ

Majority 3 -
Length - 0.21
Speciteller - 0.18
NNREG 2.05 0.33
biGRUREG 1.83 0.47
biGRUCLASS 2.17 0.40
biGRUREGl1

1.99 0.46

Ordinal biGRUCATEGORICAL 1.80 0.48
Ordinal biGRUBINOMIAL 1.78 0.48
Ordinal biGRUPOISSON 1.90 0.41
Ordinal biGRUGAUSS 1.72 0.49

Ordinal biGRUGAUSS + CONTEXT 1.71 0.49

Table 3: Specificity prediction performance; the best
approach is given in bold.

mover’s distance, EMD(qθ(Y|s), qω(Y|s));
denoted as “LUEMD”. EMD is defined as
EMD(qθ, qω) = 1

K

1
l ‖cmf(qθ) − cmf(qω)‖l,

where cmf(·) is the cumulative mass function
for the predicted (intermediate) probability
distribution q, and we use l = 2. EMD con-
siders distance between classes, and is more
suitable for ordinal tasks (Hou et al., 2016).

5 Experimental Results

To evaluate model performance we use macro-
averaged mean absolute error (MMAE: Rosen-
thal et al. (2017)) given the class imbal-
ance, and Spearman’s ρ. MMAE is given as

1
|K|
|K|∑
j=1

1
|Sj |

∑
xi∈Sj

|f(xi)−yi|, where Sj denotes the

subset of instances annotated with (true) ordinal
class j. We consider the following baselines:
Majority: assign the majority class in the train-

ing set to all test instances.
Length: use sentence length as the specificity

score.
Speciteller: co-training model of Li and

Nenkova (2015), used by Cook (2016) for
congressional hearings specificity analysis.

NNREG: bag-of-words term-frequency represen-
tation, fed into a feed-forward neural network
model (Gao et al., 2019).

biGRUREG: biGRU model trained with a mean
squared loss objective.

biGRUCLASS: biGRU model trained with a cross-
entropy objective (Subramanian et al., 2019).

biGRUREGl1
: biGRU regression model with

mean absolute error objective (l1 loss).
All the baseline and proposed biGRU models

use ELMo embeddings (Peters et al., 2018). The
regression models minimize l2 loss, unless oth-
erwise specified. We compare the average per-
formance across five runs with an 80:20 train:test
split. We randomly choose 10% of instances from
the training set as validation data. We compare
the baseline approaches with our proposed ordinal
approaches, which have an intermediate distribu-
tional loss in conjunction with the final prediction
loss: biGRUGAUSS (Section 4.2.3), biGRUBINOMIAL

(Section 4.2.1), or biGRUPOISSON (Section 4.2.2).
We also evaluate biGRUCATEGORICAL, where the
softmax layer is fitted to one-hot encoded class la-
bels (Gao et al., 2017; Rothe et al., 2018). Note
that this is not uni-modal.

Gao et al. (2019) used a combination of bag-
of-words representation, surface features, social-
media-specific features (eg., Tweet mentions), and
emotion-related features, with a support vector re-
gression model which minimizes squared loss. So-
cial media and emotion-related attributes are not
relevant to our data, and other surface features
did not provide improvements. Hence we show
the performance of the bag-of-words representa-
tion with squared loss objective (NNREG in Table
3). From the results in Table 3, we can see that se-
quential models with ELMo embeddings (biGRU)
perform better than neural bag-of-words models
(NNREG). The l2 regression model (biGRUREG)
performs better than l1 regression (biGRUREGl1

)
and classification (biGRUCLASS).

With respect to deep ordinal approaches,
biGRUPOISSON performs better than classification
(biGRUCLASS), but does not improve upon re-
gression (biGRUREG). The Binomial performs
better than the Poisson, consistent with previ-
ous work (Beckham and Pal, 2017; da Costa
et al., 2008). biGRUCATEGORICAL performs bet-
ter than biGRUREG, but not over unimodal ap-
proaches (biGRUBINOMIAL, biGRUGAUSS). Overall,
the model which fits intermediate distribution to a
truncated Gaussian (histogram density) target dis-
tribution provides the best performance. It gives
over 6% improvement in terms of MMAE, and
over 4% in ρ, compared to biGRUREG. Adding
context to biGRUGAUSS (biGRUGAUSS + CONTEXT)
provides a slight reduction in error.

5.1 Semi-supervised Learning

We next compare the performance of
biGRUGAUSS + CONTEXT (SUP) and the semi-
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Figure 3: Prediction performance across different training ratios. Note that 90% = all the training data, as 10% is
used for validation. The supervised ordinal model (SUP) and semi-supervised teacher–student models (MSE, KLD,
EMD, given in Section 4.4) are compared on MMAE and Spearman’s ρ.

supervised extensions of it (Section 4.4) which
leverage additional unlabeled data: minimizing
LUMSE (MSE), LUKLD (KLD), and LUEMD (EMD).
The amount of labeled data in the training split is
varied from 10% to 90%. Results are presented
in Figure 3 for MMAE and ρ. From the results,
semi-supervised approaches provide large gains
in terms of both MMAE and ρ, especially when
training with fewer instances, ratio ≤ 30%.
Overall, the semi-supervised learning approach
which minimizes EMD performs best across all
training ratios compared to both supervised and
other semi-supervised approaches. It provides .10
and .06 absolute improvements in ρ under sparse
supervision scenarios (10% and 30% of training
data, resp.). Even under richer supervision
settings (≥ 70 %), it provides higher ρ.

6 Political Analysis Using the Models

Political scientists utilize pledge specificity for a
variety of applications (see Section 1). Here, we
extrinsically evaluate our specificity model using
two tasks related to campaign strategy: (1) party
position or ideology prediction (Section 6.1), and
(2) issue salience analysis (Section 6.2). For both
tasks, we compare the use of pledge specificity
across policy issues vs. a count-based representa-
tion of policy mentions.

6.1 Ideology Prediction

Estimating the manifesto-level ideology score on
the left–right spectrum using sentence-level pol-
icy topic annotations is a popular task (Slapin and
Proksch, 2008; Lowe et al., 2011; Däubler and
Benoit, 2017; Subramanian et al., 2018), for which

the policy scheme provided by CMP (Volkens
et al., 2017) is commonly used. It has 57 polit-
ical themes, across 7 major categories. Among
those approaches, the RILE index is the most
widely adopted (Merz et al., 2016; Jou and Dal-
ton, 2017), and has been shown to correlate highly
with other popular scores (Lowe et al., 2011).
RILE is defined as the difference between count
of (pre-determined) right and left policy theme
mentions across sentences in a manifesto (Volkens
et al., 2013). Here we evaluate the effectiveness
of using the proposed specificity modeling across
those policy issues, compared to using RILE-
based party position scores (Volkens et al., 2013).

We compute the specificity weight (Pomper
and Lederman, 1980) from the average specificity
score across sentences, 1

|I|
∑
Si∈I

Spec(Si) for each

policy issue (I). With specificity weight as the ba-
sic feature, we also model global signals such as
party coalition and temporal dependencies across
elections, which can enforce smoothness in mani-
festo positions (Greene, 2016; Subramanian et al.,
2018) based on probabilistic soft logic.

6.1.1 Probabilistic Soft Logic

To address this, we propose an approach using
hinge-loss Markov random fields (“HL-MRFs”),
a scalable class of continuous, conditional graphi-
cal models (Bach et al., 2013). These models can
be specified using Probabilistic Soft Logic (“PSL”:
Bach et al. (2017)), a weighted first order logical
template language. An example of a PSL rule is
λ : P(a) ∧ Q(a, b) → R(b), where P, Q, and R

are predicates, a and b are variables, and λ is the
weight associated with the rule. PSL uses soft
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truth values for predicates in the interval
[
0, 1
]
.

The degree of ground rule satisfaction is deter-
mined using the Lukasiewicz t-norm and its cor-
responding co-norm as the relaxation of the logi-
cal AND and OR, respectively. The weight of the
rule indicates its importance in the HL-MRF prob-
abilistic model, which defines a probability den-
sity function of the form:

P (Y|X) ∝ exp

(
−

M∑

r=1

λrφr(Y,X)

)
,

where φr(Y,X) = max {lr(Y,X), 0}ρr is a
hinge-loss potential corresponding to an instanti-
ation of a rule, and is specified by a linear function
lr and optional exponent ρr ∈ {1, 2}.
6.1.2 PSL Model
Here we elaborate on our PSL model based
on manifesto content-based features (specificity
weight across 57 policy issues), coalition informa-
tion, and temporal dependencies. Our target pos
(left–right position) is a continuous variable

[
0, 1
]
,

where 1 indicates an extreme right position, 0 de-
notes an extreme left position, and 0.5 indicates
center. We also model the social and economic
positions explicitly (socpos and econpos), which
influence the overall pos. Each instance of a man-
ifesto, its party affiliation and policy issues, are
denoted by the predicates Manifesto, Party and
Policy. Other predicates are given as follows:
Specificity weight of each policy issue in the

given manifesto (Specw).
Relative specificity scale: ratio of specificity

weight for each policy issue given a party’s
manifesto, to maximum specificity weight for
the same policy issue across parties from the
same country and election (SpecScale).

Policy issue mapping: 26 out of the 57 pol-
icy themes are categorized as social and eco-
nomic left–right issues by Benoit and Laver
(2007) (IdeologyMap).

Coalition: captures the strength of ties between
two parties, given by a logistic transforma-
tion of the number of times two parties have
been in a coalition in the past (Coalition).

Temporal dependency between a party’s current
manifesto position and its previous manifesto
position (PreviousManifesto).

Representative rules of our PSL model, based
on the predicates presented above, are given in Ta-
ble 4. They include:

Specificity: if a manifesto contains more spe-
cific pledges related to social (or economic)
left/right policies, then it will more likely be
a social (or economic) left/right-aligned man-
ifesto.

Overall position: social and economic position
influences the overall position, and this al-
lows the model to place different weights on
the influence of social and economic policies
on the overall position, which is found to be
necessary by Benoit and Laver (2007).

Global signals: coalition and temporal depen-
dencies to enforce smoothness in manifesto
positions.

Relative specificity: SpecScale of a left (or
right) policy during an election amplifies its
overall position scores.

6.1.3 Evaluation

We use manifestos from Australia and UK for
our analysis. We use data from Voter Survey
(Cameron and McAllister, 2019) for Australia and
CHES Expert Survey (Bakker et al., 2015) for the
UK as the gold-standard party position. A primary
step (related to the model given in Section 6.1.2)
is to obtain policy topic classification for sentences
in each manifesto. If annotations are not available
from Volkens et al. (2017), one out of 57 politi-
cal themes are predicted using the method of Sub-
ramanian et al. (2018). Specificity scores of sen-
tences are obtained using the proposed ordinal re-
gression approach (biGRUGAUSS+CONTEXT). Using
social, economic and a combined list of left–right
policy themes (IdeologyMap), and with the RILE
formulation, we bootstrap socpos, econpos and
pos. We then use the PSL model (Table 4) to re-
calibrate the scores based on specificity scores and
the global signals.

We compare the performance of bootstrapped
pos (RILE or policy count-based) with the PSL
model. Principal component analysis (“PCA”:
Gabel and Huber (2000)) on the frequency distri-
bution, and projection on its principal component,
is used as an additional baseline. Spearman’s cor-
relation (ρ) against the gold-standard positions is
given in Table 5. Overall, pledge specificity, espe-
cially on a relative scale (which differentiates em-
phasis between parties) provides large gains, and
global signals give only mild improvements.
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Specificity Weight — Model I

Manifesto(x) ∧ Policy(I) ∧ Specw(x, I) ∧ IdeologyMap(I, social left/right) → socpos(x)
Manifesto(x) ∧ Policy(I) ∧ Specw(x, I) ∧ IdeologyMap(I, economic left/right) → econpos(x)

Overall position — Model II

Manifesto(x) ∧ socpos(x) → pos(x)
Manifesto(x) ∧ econpos(x) → pos(x)

Global signals — Model III

Manifesto(x) ∧ Party(x, a) ∧ Manifesto(y) ∧ Party(y, b) ∧ Coalition(a, b) ∧ pos(x) → pos(y)
Manifesto(x) ∧ Party(x, a) ∧ PreviousManifesto(x, t) ∧ Party(t, a) ∧ pos(t) → pos(x)

Relative specificity — Model IV

Manifesto(x) ∧ Policy(I) ∧ SpecScale(x, I) ∧ IdeologyMap(I, social left/right) → socpos(x)
Manifesto(x) ∧ Policy(I) ∧ SpecScale(x, I) ∧ IdeologyMap(I, economic left/right) → econpos(x)

Table 4: PSL Model: Representative rules. left/right in the IdeologyMap predicate indicates policy issues
mapped to left/right categories, which is implemented as two separate rules — one for left and another for right.

Model Aus UK

bootstrapped pos 0.66 0.39
PCA 0.11 0.39
Model I + II 0.63 0.33
Model I + II + III 0.65 0.33
Model I + II + III + IV 0.71 0.45

Table 5: Spearman’s ρ for prediction of party position
based on the different models.

6.2 Capturing Issue Salience

For the Australian manifestos (from the Greens,
Labor, Liberal, and National parties) we perform a
qualitative study of specificity weight across pol-
icy themes, by correlating it against the salience
of major policy areas given by the Voter Survey
(Cameron and McAllister, 2019). Again we com-
pare its utility over the use of counts across pol-
icy themes in a manifesto. Using sentences classi-
fied with policy themes and specificity scores us-
ing our proposed approach, we construct the fol-
lowing |Manifestos| × 57 features — frequency
distribution (C) and pledge specificity weight (S)
across policy themes. The features are used as
independent variables, and voter survey salience
scores across major policy areas — health, educa-
tion, environment, tax, and economy — are treated
as dependent variables. Note that the voter survey
scores are available for each party and election cy-
cle across policy areas. We build separate multi-
variate linear regression models and compare them
based on the goodness of fit (log-likelihood). Log-
likelihood values are given in Table 6: across
all policy areas, pledge specificity better captures
salience than a count-based representation.

Policy Area C S

Health 824.92 905.19
Education 781.15 905.54
Environment 841.89 897.53
Tax 735.97 824.69
Economy 258.30 276.71

Table 6: Log-likelihood with pledges specificity weight
(S) and count of sentences (C) across 57 policy themes
as independent variables. Log-likelihood values using
S are better than C across all the policy areas.

7 Conclusion and Future Work

In this work we present a new dataset of election
campaign texts, annotated with pledge specificity
on a fine-grained scale. We study the use of deep
ordinal regression approaches using an auxiliary
uni-modal distributional loss for this task. The
proposed approaches provide large gains in perfor-
mance under both supervised and semi-supervised
settings. Specificity weight across policy issues
benefits ideology prediction and also better cap-
tures issue salience, compared to the traditional
policy theme count-based representation. This
aligns with previous studies done based on manual
annotations (Praprotnik, 2017). In future work, we
aim to expand this study to multiple languages.
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3.4 Election promises progress tracker [CL 2020]

Given the promises extracted from an election campaign (Section 3.3), the logical next step is

to track a government’s subsequent progress in terms of policy implementation. Towards this,

political scientists have performed various promise progress tracking studies across countries, in

a manual fashion. There are also news organizations whose journalists track progress manually,

e.g., The Australian Broadcasting Corporation (ABC) promise tracker.1 This requires a lot of

manual effort, where here our goal is to automate this task, to help reduce the efforts of domain

experts.

There are two major challenges to automate this analysis. First, hundreds of promises are made

during an election, and not all the promises are tracked by journalists. Hence we have to first rank

‘track-worthy’ promises, which are based on several factors — specificity of promises, promise

issue salience, and journalists’ biases. Second, there are many possible evidence documents

that are potentially relevant in tracking the status of a promise, and hence we must retrieve

relevant evidence documents and classify the progress made. This is a non-trivial task. We

curate a corpus by combining existing data annotated by journalists in news organizations across

countries. Here, we face an immediate challenge to address — the progress status labels are not

uniform across all the news organization trackers. For example, PolitiFact2 (in the US political

setting) has a Compromise status category which is not present in ABC’s tracker. Hence we first

align labels across existing tracking systems, and propose a two-stage automated solution —

ranking track-worthy promises, and categorizing the promise status given evidence documents.

We use supervised learning approaches in both cases — track-worthiness estimation is a binary

classification task given the promise text, and the progress status classification is posed as a

three-way classification (irrelevant, positive or negative) given both the promise text and an ev-

idence document. Building on the success of pre-trained language models we observed in our

earlier work (Sections 3.2 and 3.3), we evaluate several other representation strategies includ-

ing the bidirectional encoder representations from transformers (BERT) [Devlin et al. (2019)].

We observe that BERT performs best overall, and that the promise progress classification is

harder than track-worthiness estimation. In the progress classification task, specifically, finding

negative status is the hardest. This work is under submission to Computational Linguistics.

1https://www.abc.net.au/news/factcheck/promisetracker/
2https://www.politifact.com/truth-o-meter/promises/trumpometer

https://www.abc.net.au/news/factcheck/promisetracker/
https://www.politifact.com/truth-o-meter/promises/trumpometer
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An election promise is a commitment to future action made by a political party to the public, and
delivering on the promises made is a core part of representative democracy. Political scientists
have long studied how election promises translate into government programs and actual policy,
as part of a broader study of governmental accountability, largely based on manual analysis.
Many promises are made in the course of an election campaign, and keeping track of all the
promises manually is a resource-intensive endeavor. This work is an attempt to develop a novel
dataset for election promise tracking, and evaluate suitable language processing approaches to
demonstrate that the task can be automated. We develop a novel dataset covering promises made
by political parties in Australia, Canada, UK, and the US, and propose a two-stage approach:
(1) selecting track-worthy promises from election campaigns; and (2) classifying progress made
towards those promises, conditioned on evidence.

1. Introduction

Political science is a highly specialised and rich domain which encompasses a wide range of
natural language processing challenges, rooted in the nature of political communication which
contains multiple modalities of expression. This inter-disciplinary work melding political science
and NLP is gaining popularity among NLP researchers, under the banner of computational
social science, owing to the increasing availability of many digitized corpora. Some popular
efforts toward curation and annotation of political text include the Comparative Manifesto Project
(CMP) (Volkens et al. 2017) which contains a large collection of digitized manifestos, annotated
for party policy positions. Policy Agendas Project is another major effort in political science
(Kingdon 1984), which deals with analysis of policy agenda arising in the decision-making
process. It includes text from a wide range of political actors (e.g., manifestos, bills, laws passed,
news data, etc.), unlike CMP which is restricted to manifestos only. Other than these massive
annotation efforts, the American Presidency project (Woolley and Peters 2011), is an example
for curation-based work. It includes all the presidential documents — election debate transcripts,
White House press briefings, proclamations, executive actions, etc. Presidential debates have
been intensively studied from the Nixon-Kennedy contest of 1960 to the present (Isotalus 2011).
Our work is a curation-based effort targeting the study of progress made towards election
promises.
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Update Status Time

President Donald Trump signed an executive order to withhold grant
money from cities that protect undocumented immigrants, otherwise
known as “sanctuary cities”.

In Progress Jan 2017

Attorney General Jeff Sessions said states and local jurisdictions pur-
suing Justice Department grants will need to prove compliance with
federal laws in order to receive funds.

In Progress Mar 2017

California judge halts Trump’s executive order. Stalled Apr 2017
House passes bill to withhold certain federal grants from ‘sanctuary
cities’.

In Progress Jun 2017

Federal appeals court says Donald Trump’s order against sanctuary
cities is unconstitutional.

Broken Aug 2018

Table 1
Progress updates for the promise Cancel all funding of sanctuary cities. In Progress instances are updates
with Positive progress, Stalled and Broken have Negative progress. Each update is based on one or more
news articles, which we consider as evidence.

Campaign communication can influence a party’s reputation, credibility, and competence,
which are primary factors in voter decision making (Fernandez-Vazquez 2014). Among the
various rhetorical functions fulfilled by an election campaign (Eder, Jenny, and Müller 2017;
Subramanian, Cohn, and Baldwin 2019b), perhaps the most important is the contract they
represent between parties and voters in terms of promises and prioritisation of political issues
(Royed, Naurin, and Thomson 2019). Fulfilment of election pledges is central to the concept of
representative democracy, and thus a keen area of focus by political scientists, in linking election
promises to government programs and policies (Royed 1996; Thomson 2001; Schermann and
Ennser-Jedenastik 2014). However research to date has been dominated by manual text analysis.
With multiple news and related web sources, coupled with the need to keep track of promises over
time, this takes significant expert time and effort. This motivates the need for automated election
promise tracking systems. This task is analogous to fact-checking systems (Vlachos and Riedel
2014), which judge the veracity of a claim against a text corpus. Here, our goal is to determine
whether the party forming government fulfills its promises or not. A major difference comes from
the fact that progress made towards promises evolves over time. For example, the promise made
by Donald Trump (Republican Party of US) to Cancel all funding of sanctuary cities1 had many
status updates as shown in Table 1. In this work, we propose a two-stage approach for tracking
progress made towards delivering on promises, and create a new dataset for evaluating automatic
promise tracking systems.

1.1 Two-stage approach

We propose a two-stage approach to promise tracking, with the following components:

1. Track-worthiness estimation: Since many promises are made during an election cycle,
also with different levels of details and specificity (Subramanian, Cohn, and Baldwin
2019a), it is necessary to first select track-worthy promises. For instance, the ABC tracker

1 https://www.politifact.com/truth-o-meter/promises/trumpometer/promise/1400/cancel-all-funding-sanctuary-cities/

2



Subramanian, Cohn and Baldwin Promise Tracker

identified 78 promises made by the Liberal Party of Australia,2 and PolitiFact (Trumpome-
ter) covered 102 promises made by the US Republican Party,3 both out of a much larger set
of statements made during their respective election campaigns. In addition to the promise
specific information, there can be other subjective components influencing the selection of
promises tracked, and is beyond the scope of this focused study.

2. Progress classification: The next step is to track progress made towards those promises,
using news and related sources as potential evidence. This includes both identifying
suitable evidence, and classifying the status based on the evidence. We model it as a
3-way classification task, wherein a given piece of evidence is: (1) IRRELEVANT to a
promise’s progress; (2) indicative of POSITIVE progress towards the promise (partial or
complete fulfilment); or (3) indicative of NEGATIVE progress towards the promise (stalled
or broken).

Progress state classification must accommodate the dynamic nature of the progress towards
fulfilling a promise, which is reflected in the status labels used across promise tracking websites
(Full-Fact 2020). For example, the ABC has ‘Kept’, ‘Broken’, ‘In Progress’, and ‘Stalled’,
whereas Polimetre has only ‘Kept’, ‘Broken’ and ‘In Progress’. In this work we simplify and
consolidate these labels inventories into a 3-way classification scheme, capturing whether the
evidence reports on progress being made, and when it does is it positive or negative.

The major contributions of this work are as follows:

• To the best of our knowledge this is the first attempt towards formulating the task of an
automated election promise progress tracker.

• We develop and release a dataset related to promises from political parties of Australia,
Canada, UK, and the US (available at https://www.github.com/shivashankarrs/promise-
tracker).

• We deploy and evaluate various approaches over the task, as strong baselines for future
work.

2. Related Work

Political scientists have advocated that strong program-to-policy linkage is central to the mandate
theory of democracy and the responsible party model (Downs 1957; Thomson 2001; Royed,
Naurin, and Thomson 2019). Various factors such as single-party versus coalition-based govern-
ment (e.g., US vs. Germany), ideological position, issue salience, and institutional constraints
have been shown to influence pledge fulfilment (Thomson et al. 2017; Pétry and Duval 2018;
Klingemann, Hofferbert, and Budge 1994). Several organizations in different countries have
developed promise trackers, where journalists verify the progress of promises using reliable
sources as evidence (Full-Fact 2020), all based on manual checking (see also Section 3). Given
the scale of web sources and the dynamic nature of political reporting and a government’s
progress towards delivering promises, there are obvious benefits to automating the task.

The closest automated task is fact-checking (Vlachos and Riedel 2014; Thorne and Vlachos
2018), which deals with verifying the truthfulness of claims. A popular application is checking
the truthfulness of claims made during political campaigns (Hassan et al. 2017). Here, the first
step is to find check-worthy claims from campaign text, e.g., in US presidential and vice-
presidential debates (Hassan, Li, and Tremayne 2015; Vasileva et al. 2019). There was also a
shared task targeting the challenge of identifying check-worthy political claims and verifying

2 https://www.abc.net.au/news/factcheck/promisetracker/
3 https://www.politifact.com/truth-o-meter/promises/trumpometer/
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Organization Term start Party #Promises Country

ABC 2013 Liberal Party 78 Australia
Polimetre 2015 Liberal Party 353 Canada
GovTracker 2015 and 2017 Conservatives 431 UK
PolitiFact 2008 and 2012 Democrats 533 US
PolitiFact 2016 Republicans 102 US

Table 2
Statistics of promises tracked by different organizations. “Term start” denotes the election year during
which the Party made the promises. Note that only the promises made by the party which forms
government are tracked.

Class Promise Party Election

TRACKED We will increase the Inheritance Tax zero
tax threshold per couple to £1 million by
2020.

The Conservative Party, UK 2015

TRACKED Will amend strike action legislation so that
strikes must have more support before they
are considered legal.

The Conservative Party, UK 2015

NOT TRACKED We will build more modern infrastructure
to get things moving with an emphasis
on reducing the bottlenecks on gridlocked
roads and highways.

The Liberal Party of Australia 2013

NOT TRACKED We will provide targeted support for young
people between the ages of 18 and 24 so
that everyone is given the very best chance
of getting into work.

The Conservative Party, UK 2017

Table 3
Example TRACKED and NOT TRACKED promises, party which makes the promise and the election details
are given.

their truthfulness at CLEF-2018 (Nakov et al. 2018). In this work we both find track-worthy
promises, and classifying the status of those promises using suitable evidence. Key differences
over fact-checking of political speeches are: the status of a promise evolves over time; and also
a promise tracker deals with tracking post-election accountability for promises made during an
election campaign. Perhaps the most closely-related research is our earlier work on identifying
promises and categorizing their specificity from election campaign text (Subramanian, Cohn,
and Baldwin 2019a). In this work, we deal with the subsequent steps of ranking promises for
track-worthiness, and tracking their progress.

Other related work include analyzing truthfulness of news and social media posts (Castillo,
Mendoza, and Poblete 2011; Popat et al. 2017), as well as studying credibility, bias, and
propaganda in news media sources (Zhang et al. 2019; Baly et al. 2018).

3. Dataset

We constructed a dataset covering seven governments across four countries, as shown in Table 2.

4
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Given Status Class Organization

In Progress/In the works POSITIVE ABC, POL, PF
Kept in parts POSITIVE POL
Stalled NEGATIVE ABC, POL
Broken NEGATIVE ABC, GOV, POL, PF
Kept POSITIVE ABC, POL, PF
Completed POSITIVE GOV
Completed (Maintaining) POSITIVE GOV
Compromise POSITIVE/NEGATIVE PF

Table 4
Mapping from status categories to our classification for different promise tracker organizations (ABC,
GOV=GovTracker, POL=Polimetre, PF=PolitiFact). The Compromise category is re-annotated manually,
as described in Section 3. GovTracker also has a Pending category, for promises that have no action from
government (i.e., no evidence), which is ignored in our analysis.

3.1 Track-worthy Promises

For the first task of track-worthiness ranking, we consider the promises tracked by the news
organizations listed in Table 2 as positive instances (1497 in total). Using the election manifesto
text from those parties (Volkens et al. 2017), we manually select promises that are not tracked,
and consider these as negative instances. We create a roughly balanced dataset of TRACKED and
NOT TRACKED promises,4 with a total of over 3000 promises (1497 positive and 1503 negative
instances, see Table 3 for examples).

3.2 Progress Classification

For progress classification, we curate the promise status categorization and corresponding evi-
dence as found in our primary source (where evidence is from news and related sources). We map
the different statuses across promise tracker organizations into POSITIVE and NEGATIVE cate-
gories, as given in Table 4. For the COMPROMISE class, we manually categorize the evidence as
either POSITIVE or NEGATIVE. Inter-annotator agreement for classifying COMPROMISE cases,
was κ = 0.71 (substantial agreement), measured between two annotators over 10% of the samples.
The remaining cases were annotated without redundancy. We removed those promises which
had no update or evidence, leaving a total of 1201 promises. Since retrieving relevant evidence
is a non-trivial task, we also include an additional IRRELEVANT class. For each promise, we
randomly sample evidence from other promises to serve as IRRELEVANT cases, after manually
verifying their irrelevance. We keep the ratio between the RELEVANT and IRRELEVANT classes
balanced, since there is no known distribution for irrelevant cases, giving 5850 promise–evidence
document pairs — 2347 (POSITIVE), 554 (NEGATIVE) and 2949 (IRRELEVANT). Note that,
NEGATIVE instances are less than 20% among RELEVANT cases (including POSITIVE) and less
than 10% overall. Content was scraped from the linked evidence documents online, and for
those documents (news reports and press-releases largely) which were no longer accessible,
the Internet Archive was used to recover the original.5 The evidence collection contains 2650
documents from 189 sources, comprising over 143k sentences and 3.2M tokens.

4 We opted for a balanced distribution as the natural distribution of tracked and untracked promises is unclear, given
that there is no explicit record on the part of promise tracking organizations as to what is not tracked.

5 https://archive.org/web
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Approach F1 ROC AUC

Random 0.49 0.50
NB 0.52 0.53
LDA 0.56 0.57
MLP 0.61 0.65
MLP-Glove 0.62 0.67
CNN-Glove 0.63 0.68
USE 0.66 0.73
ELMo 0.69 0.77
BERT 0.73 0.84

Table 5
Track-worthiness estimation results, showing the F1 score and the area under the receiver operating
characteristics curve using five-fold cross-validation; best results in bold.

4. Evaluation

For the first task of track-worthiness estimation, we evaluate various approaches using the
promise text as input (described in Section 4.1). For the promise progress classification task,
we take as input both the promise sentence and evidence text. The proposed task can be seen as
an instance of natural language inference (NLI; Bowman et al. (2015)), in which the evidence
sentences and promise text serve as the premise and hypothesis, respectively. We evaluate several
approaches, including leading NLI methods, and report the results in Section 4.2.

4.1 Track-worthiness Estimation

Given the promise text, we use the following baseline approaches for track-worthiness estima-
tion, to benchmark the complexity of the task. Results are presented in Table 5, based on F1-score
and area under the Receiver Operating Characteristic curve (AUC), which measures how well
positive instances are ranked above negative ones, with AUC = 0.5 indicating a random ordering
of positive and negative instances.

Approach. First we evaluate a RANDOM prediction baseline, noting that it is a binary classifica-
tion task over a balanced dataset. Then we evaluate traditional machine learning approaches with
a term-frequency unigram sentence representation. The approaches include, Naive Bayes (NB),
Linear Discriminant Analysis (LDA), and ADABOOST with decision tree base classifiers.

Since non-linear approaches have been shown to model text better than linear techniques, we
use a multi-layer perceptron (MLP) model, with term-frequency unigram input representation, a
single hidden layer with a ReLU activation, and a logistic output layer. We additionally evaluate
a MLP model with a single hidden layer and a logistic output layer, but an input representation
based on average pooling over 300-d GloVe embeddings (MLP-GLOVE) (Pennington, Socher,
and Manning 2014).

Though MLPs are universal function approximators, they cannot capture sequential infor-
mation in text. We thus also implement a convolutional neural network model, with unigram,
bigram and trigram filters (20 each, with ReLU activations), using GloVe word representations,
passed through an intermediate hidden layer, and a logistic output layer (CNN-GLOVE).

In recent years, language model-based text representations have gained popularity, motivated
by which, we evaluate different contextual word representation strategies. First, we use Universal

6
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Approach Micro-F1 Macro-F1

Majority 0.34 0.22
Promise Only 0.32 0.23
LR 0.36 0.27
MLP-GloVe NLI 0.34 0.25
CNN-GloVe NLI 0.35 0.29
USE NLI 0.50 0.39
ELMo NLI 0.42 0.33
BERT NLI 0.59 0.46

Table 6
Promise progress classification results based on F1 score, measured over three classes (POSITIVE,
NEGATIVE and IRRELEVANT); best results in bold.

Sentence Embeddings (USE) (Cer et al. 2018) to encode the input sentences,6 passed through a
hidden layer and a logistic output layer. Next, we use deep contextualized word representations
(ELMO) (Peters et al. 2018) to encode the input sentences,6 passed through a logistic output
layer. Finally, we evaluate deep bidirectional transformers (BERT) (Devlin et al. 2019), based
on a [CLS] sentence encoding in the final layer,6 passed through a logistic output layer. All layers
of BERT are fine-tuned with respect to the task objective.

4.2 Promise Progress Classification

Promises are conditioned on the evidence text for their progress status classification. Specifically,
the top-5 most similar sentences are retrieved from the provided evidence document based
on the promise sentence, using a term-frequency unigram representation and cosine similarity.
This strategy has been shown to be effective for other similar tasks (Chakrabarty, Alhindi, and
Muresan 2018). We evaluate the following models based on cross-validated micro- and macro-
average F1-scores. The results are provided in Table 6.

Approaches. First we evaluate a MAJORITY class baseline, noting that the dataset is not
balanced, where the distribution of POSITIVE and NEGATIVE classes are based on the promise
tracker data from news organizations, and NEGATIVE cases are less than 10% overall. Next, we
evaluate a PROMISE ONLY model, with a term-frequency unigram promise text representation
(and no evidence representation), and logistic regression for prediction, as a means of measuring
hypothesis bias in the data and quantifying dataset artefacts. We also evaluate a logistic regression
(LR) model over concatenated term-frequency unigram representations of each of the promise
and evidence text.

Similar to the track-worthiness estimation task, we evaluate a range of non-linear models,
where promise and evidence text are represented using MLP, CNN, USE, ELMo and BERT,
in conjunction with the standard NLI model (Bowman et al. 2015). We evaluate an MLP with
average pooling over GloVe word embeddings for the promise and evidence, concatenated and
passed through a hidden layer, followed by a three-way softmax output layer (MLP-GLOVE NLI).
Again within an NLI setup, we use a CNN model, with unigram, bigram and trigram filters

6 Details of the pre-trained encoding models: USE encodings are 512d, ELMo encodings are 1024d, for BERT we use
uncased model with 12 layers and 768d embeddings.

7
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(20 in total) over GloVe word embeddings to represent the promise and evidence text (CNN-
GLOVE NLI).

Additionally, we evaluate language model-based representations, starting with USE to en-
code both the promise and evidence text (average pooling over the five evidence sentences),
concatenated and passed through a hidden layer, and finally a three-way softmax output layer
(USE NLI). We similarly implement a classifier using ELMo embeddings in place of USE
(ELMO NLI). Finally, we use BERT [CLS] encoding based on concatenating the promise and
evidence text pair with a [SEP] delimiter, and otherwise uses the same neural architecture
(BERT NLI).

4.3 Analysis

From Tables 5 and 6, we can see that approaches using contextual text representations (USE,
ELMo, and BERT) outperform methods using GloVe, as well as term-frequency representations.
The BERT-based models perform best over both tasks.

For the track-worthiness estimation task, to understand where the BERT model fails, we
analyse the relation to the specificity of the promise, based on the hypothesis that less specific
promises are less likely to be tracked (Subramanian, Cohn, and Baldwin 2019a). From the
validation set, we sampled 20% of instances where the model made mistakes (both false positives
and false negatives). We analyzed the specificity of the promise text manually, and observed
that over 76% of false positive instances were specific, and over 60% of false negatives were
vague promises, which shows that the model relies on specificity as a cue. For the promise
progress classification task, the F1 performance for IRRELEVANT is 0.73, POSITIVE is 0.53, and
NEGATIVE is 0.13. Overall, promise progress (positive and negative) classification is harder than
relevance classification (identifying irrelevant evidence) and also track-worthiness estimation.
Predicting negative instances is also harder than the other cases, due to the class imbalance
(NEGATIVE comprises <10% of the dataset).

5. Conclusion and Future Work

We have proposed a novel two-stage approach for tracking progress made towards election
promises, constructed a dataset covering four countries, and provided experimental results using
various language processing models. Though we found that specificity of promises influences
its track-worthiness, there are other factors to investigate including issue salience and journalist
bias, which deserve further attention. Overall, the results are encouraging and provide a baseline
for future research in this area, but also point to open challenges such as improving the perfor-
mance of predicting negative progress. Finally, both the track-worthiness estimation and promise
progress detection tasks assume the promises to be independent instances, but the automated
approaches can benefit from modeling the dependencies between promises.
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3.5 Online petitions popularity prediction [ACL 2018]

All our previous work (Sections 3.1 – 3.4) focused on text generated by political parties and

their representatives. Here we look at the primary stakeholder, the voters, for and by whom a

democracy functions. Political parties present their policy proposals during the election cam-

paign, and bring them to functioning via several mechanisms including legislation, after the

election is over. Voters already play a major role by voting, which can seen as some form of

feedback based on both the policy proposal, and policy implementation of political parties and

their representatives in the previous government. Though voting allows voter involvement in

the process, this can be done only once every election cycle, and does not allow active voter

engagement in the policy-making process. To mitigate this, one important instrument is online

petitions, especially those implemented by the government of a country, which allow people

to connect with their representatives. On such platforms, petition authors are responsible for

both writing the petition as well as promoting them to gather support from other citizens. At

the same time, the platform may have a moderation team to work with the petition authors and

support them to write persuasive petitions. Secondly, the platform coordinators make decisions

that can impact the reach of petitions, for example, which petition to promote on their homepage

or which petition to delete after a certain period of time.

In this work, we want to predict the popularity of a petition as given by the number of voters who

support the change or request. We propose to model the popularity prediction using petition’s

text content, which can directly evaluate their persuasiveness. More importantly, since fate of

petitions is decided during the early few days [Yasseri et al. (2017)], the model can be used to

predict popularity at the time of submission which can help both the petition owners as well

as the platform moderators to improve their campaign strategies, and thereby to enhance public

engagement. This can also be seen as a way to promote voter advocacy. The main motivation

for this task is that active participation of the public, in tandem with political parties fulfilling

their duties, is essential for a healthy democracy.

We model the regression task using a convolutional neural network, and we augment the model

with a set of hand-crafted features. We observe that there is no improvement in performance

with the additional hand-crafted features. Following that, in order to understand what patterns

are captured by the deep learning model, we compute the dependency between hidden repre-

sentations (independent variables) and hand-crafted features (dependent variables). We find that

the deep learning model captures many syntactic and semantic features, but does not seem to
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capture all the hand-crafted features, especially the domain related ones such as political bias of

the petition text or policy-area popularity computed based on the previous election manifestos.

This work was published at ACL 2018.
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Abstract

Online petitions are a cost-effective way
for citizens to collectively engage with
policy-makers in a democracy. Predicting
the popularity of a petition — commonly
measured by its signature count — based
on its textual content has utility for policy-
makers as well as those posting the pe-
tition. In this work, we model this task
using CNN regression with an auxiliary
ordinal regression objective. We demon-
strate the effectiveness of our proposed ap-
proach using UK and US government pe-
tition datasets.1

1 Introduction

A petition is a formal request for change or an
action to any authority, co-signed by a group of
supporters. Research has shown the impact of on-
line petitions on the political system (Lindner and
Riehm, 2011; Hansard, 2016; Bochel and Bochel,
2017). Modeling the factors that influence peti-
tion popularity — measured by the number of sig-
natures a petition gets — can provide valuable in-
sights to policy makers as well as those authoring
petitions (Proskurnia et al., 2017).

Previous work on modeling petition popularity
has focused on predicting popularity growth over
time based on an initial popularity trajectory (Hale
et al., 2013; Yasseri et al., 2017; Proskurnia et al.,
2017), e.g. given the number of signatures a peti-
tion gets in the first x hours, prediction of the to-
tal number of signatures at the end of its lifetime.
Asher et al. (2017) and Proskurnia et al. (2017)
examine the effect of sharing petitions on Twitter
on its overall success, as a time series regression

1 The code and data from this paper are avail-
able from http://github.com/shivashankarrs/
Petitions

task. Other work has analyzed the importance of
content on the success of the petition (Elnoshokaty
et al., 2016). Proskurnia et al. (2017) also consider
the anonymity of authors and petitions featured on
the front-page of the website as additional factors.
Huang et al. (2015) analyze ‘power’ users on pe-
tition platforms, and show their influence on other
petition signers.

In general, the target authority for a petition can
be political or non-political. In this work, we use
petitions from the official UK and US government
websites, whereby citizens can directly appeal to
the government for action on an issue. In the case
of UK petitions, they are guaranteed an official re-
sponse at 10k signatures, and the guarantee of par-
liamentary debate on the topic at 100k signatures;
in the case of US petitions, they are guaranteed a
response from the government at 100k signatures.
Political scientists refer to this as advocacy democ-
racy (Dalton et al., 2003), in that people are able to
engage with elected representatives directly. Our
objective is to predict the popularity of a petition at
the end of its lifetime, solely based on the petition
text.

Elnoshokaty et al. (2016) is the closest work to
this paper, whereby they target Change.org peti-
tions and perform correlation analysis of popular-
ity with the petition’s category, target goal set,2

and the distribution of words in General Inquirer
categories (Stone et al., 1962). In our case, we are
interested in the task of automatically predicting
the number of signatures.

We build on the convolutional neural network
(CNN) text regression model of Bitvai and Cohn
(2015) to infer deep latent features. In addi-
tion, we evaluate the effect of an auxiliary ordi-
nal regression objective, which can discriminate
petitions that attract different scales of popular-

2See http://bit.ly/2BXd0Sl.
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ity (e.g., 10 signatures, the minimum count needed
to not be closed vs. 10k signatures, the minimum
count to receive a response from UK government).

Finally, motivated by text-based message prop-
agation analysis work (Tan et al., 2014; Piotrkow-
icz et al., 2017), we hand-engineer features which
capture wording effects on petition popularity, and
measure the ability of the deep model to automat-
ically infer those features.

2 Proposed Approach

Inspired by the successes of CNN for text cate-
gorization (Kim, 2014) and text regression (Bit-
vai and Cohn, 2015), we propose a CNN-based
model for predicting the signature count. An out-
line of the model is provided in Figure 1. A peti-
tion has three parts: (1) title, (2) main content, and
(3) (optionally) additional details.3 We concate-
nate all three parts to form a single document for
each petition. We have n petitions as input train-
ing examples of the form {ai, yi}, where ai and
yi denote the text and signature count of petition i,
respectively. Note that we log-transform the sig-
nature count, consistent with previous work (El-
noshokaty et al., 2016; Proskurnia et al., 2017).

We represent each token in the document via
its pretrained GloVe embedding (Pennington et al.,
2014), which we update during learning. We then
apply multiple convolution filters with width one,
two and three to the dense input document matrix,
and apply a ReLU to each. They are then passed
through a max-pooling layer with a tanh activa-
tion function, and finally a multi-layer perceptron
via the exponential linear unit activation,

f(x) =

{
x, if x > 0

α (exp(x)− 1) otherwise ,

to obtain the final output (yi), which is guaranteed
to be positive. We train the model by minimizing
mean squared error in log-space,

Lreg =
1

n

n∑

i=1

‖ŷi − yi‖22 , (1)

where ŷi is the estimated signature count for peti-
tion i. We refer to this model as CNNregress .

2.1 Auxiliary Ordinal Regression Task
We augment the regression objective with an ordi-
nal regression task, which discriminates petitions

3Applicable for the UK government petitions only.
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Figure 1: CNN-Regression Model. y denotes sig-
nature count. > rk is the auxiliary task that de-
notes p(petition attracting > rk signatures).

that achieve different scale of signatures. The in-
tuition behind this is that there are pre-determined
thresholds on signatures which trigger different
events, with the most important of these being 10k
(to guarantee a government response) and 100k (to
trigger a parliamentary debate) for the UK peti-
tions; and 100k (to get a government response)
for the US petitions. In addition to predicting
the number of signatures, we would like to be
able to predict whether a petition is likely to meet
these thresholds, and to this end we use the ex-
ponential ordinal scale based on the thresholds
O = {10, 100, 1000, 10000, 100000}.4 Overall
this follows the exponential distribution of signa-
ture counts closely (Yasseri et al., 2017).

We transform the ordinal regression problem
into a series of simpler binary classification sub-
problems, as proposed by Li and Lin (2007). We
construct binary classification objectives for each
threshold in O. For each petition i we construct
an additional binary vector ~oi, with a 0–1 encod-
ing for each of the ordinal classes ({ai,yi,~oi}).
Note that the transformation is done in a consis-
tent way, i.e., if a petition has y signatures, then
in addition to immediate lower-bound threshold in
O determined by l = blog10 yc (for y < 106), all
classes which have a lesser threshold are also set
to 1 (ot:t<l).

With this transformation, apart from the real-
valued output yi, we also learn a mapping from
hi with sigmoid activation for each class (~ri). Fi-
nally we minimize cross-entropy loss for each bi-
nary classification task, denoted Laux.

4We use O = {1000, 10000, 100000} for the US peti-
tions, as only petitions which get a minimum of 150 signa-
tures are published on the website.
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Overall, the loss function for the joint model is:

LJ = Lreg + γLaux (2)

where γ ≥ 0 is a hyper-parameter which is tuned
on the validation set. We refer to this model as
CNNregress+ord .

3 Hand-engineered Features

We hand-engineered custom features, partly based
on previous work on non-petition text. This in-
cludes features from Tan et al. (2014) and Pi-
otrkowicz et al. (2017) such as structure, syntax,
bias, polarity, informativeness of title, and novelty
(or freshness), in addition to novel features devel-
oped specifically for our task, such as policy cate-
gory and political bias features. We provide a brief
description of the features below:
• Additional Information (ADD): binary flag in-

dicating whether the petition has additional de-
tails or not.
• Ratio of indefinite (IND) and definite (DEF) ar-

ticles.
• Ratio of first-person singular pronouns (FSP),

first-person plural pronouns (FPP), second-
person pronouns (SPP), third-person singular
pronouns (TSP), and third-person plural pro-
nouns (TPP).
• Ratio of subjective words (SUBJ) and difference

between count of positive and negative words
(POL), based on General Inquirer lexicon.
• Ratio of biased words (BIAS) from the bias lex-

icon (Recasens et al., 2013).
• Syntactic features: number of nouns (NNC),

verbs (VBC), adjectives (ADC) and adverbs
(RBC).
• Number of named entities (NEC), based on the

NLTK NER model (Bird et al., 2009).
• Freshness (FRE): cosine similarity with all pre-

vious petitions, inverse weighted by the differ-
ence in start date of petitions (in weeks).
• Action score of title (ACT): probability of title

conveying the action requested. Predictions are
obtained using an one-class SVM model built
on the universal representation (Conneau et al.,
2017) of titles of rejected petitions,5 as they
don’t contain any action request. These rejected
petitions are not part of our evaluation dataset.
• Policy category popularity score (CSC): com-

monality of the petition’s policy issue (Subra-

5https://petition.parliament.uk/help

2 4 6 8 10 12 14 16

Log Signature Count
0

100

200

300

400

500

600

# 
Pe

tit
io

ns

Figure 2: UK Petitions Signature Distribution.

5 6 7 8 9 10 11 12 13

Log Signature Count
0

5

10

15

20

25

30

35

# 
Pe

tit
io

ns

Figure 3: US Petitions Signature Distribution

manian et al., 2017), based on the recent UK/US
election manifesto promises.
• Political bias and polarity: relative lean-

ing/polarity based on: (a) #left+#right
#left+#right+#neutral

(PBIAS) (b) #left−#right
#left+#right (L–R). Sentence-level

left, right and neutral classes are obtained us-
ing a model built on the CMP dataset, and the
categorization given by Volkens et al. (2013).
The custom features are passed through a hid-

den layer with tanh activations (ci), and concate-
nated with the hidden representation learnt using

the dense input document (Section 2),
[
hi

ci

]
, be-

fore mapping to the output layer (Figure 1). We
refer to this model as CNNregress+ord+feat . We use
the Adam optimizer (Kingma and Ba, 2014) to
train all our models.

4 Evaluation

We collected our data from the UK6 and US7

government websites over the term of the 2015–
17 Conservative and 2011–14 Democratic gov-
ernments respectively. The UK dataset contains
10950 published petitions, with over 31m signa-
tures in total. We removed US petitions with
≤ 150 signatures, resulting in a total of 1023 pe-
titions, with over 12m signatures in total. We split
the data chronologically into train/dev/test splits
based on a 80/10/10 breakdown. Distribution over
log signature counts is given in Figures 2 and 3.

To analyze the statistical significance of each
feature varying across ordinal groups O, we ran

6https://petition.parliament.uk
7https://petitions.whitehouse.gov/
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a Kruskal-Wallis test (at α = 0.05: Kruskal and
Wallis (1952)) on the training set. The test re-
sults in the test statistic H and the corresponding
p-value, with a high H indicating that there is a
difference between the two groups. The analysis
is given in Table 2, where p < 0.001, p < 0.01
and p < 0.05 are denoted as “***”, “**” and
“*”, respectively. Note that the ordinal groups are
different for the two datasets: analyzing the UK
dataset with the same ordinal groups used for the
US dataset ({1000,10000,100000}) resulted in a
similarly sparse set of significance values for non-
syntactic features as the US dataset.

We benchmark our proposed approach against
the following baseline approaches:
Mean: average signature count in the raining set.
LinearBoW: linear regression (Linear) model us-

ing TF-IDF weighted bag-of-words features.
LinearGI: linear regression model based on word

distributions from the General Inquirer lexicon;
similar to (Elnoshokaty et al., 2016), but with-
out the target goal set or category of the petition
(neither of which is relevant to our datasets).

SVRBoW: support vector regression (SVR) model
with RBF kernel and TF-IDF weighted bag-of-
words features.

SVRfeat: SVR model using the hand-engineered
features from Section 3.

SVRBoW+feat: SVR model using combined
TF-IDF weighted bag-of-words and hand-
engineered features.
We present the regression results for the base-

line and proposed approaches based on: (1) mean
absolute error (MAE), and (2) mean absolute per-
centage error (MAPE, similar to Proskurnia et al.
(2017)), calculated as 100

n

∑n
i=1

|ŷi−yi|
yi

. Results
are given in Table 1.

The proposed CNN models outperform all of
the baselines. Comparing the CNN model with
regression loss only, CNNregress , and the joint
model, CNNregress+ord is superior across both
datasets and measures. When we add the hand-
engineered features (CNNregress+ord+feat), there is
a very small improvement. In order to further un-
derstand the effect of the hand-engineering fea-
tures without the ordinal regression loss, we use
it only with the regression task (CNNregress+feat),
which mildly improves over CNNregress , but is be-
low CNNregress+ord+feat . We also evaluate a vari-
ant of CNNregress+ord+feat with an additional hid-
den layer, given in the final row of Table 1, and

find it to lead to further improvements in the re-
gression results. Adding more hidden layers did
not show further improvements.

4.1 Classification Performance
The F-score is calculated over the three classes
of [0, 10000), [10000, 100000) and [100000,∞)
(corresponding to the thresholds at which the peti-
tion leads to a government response or parliamen-
tary debate) for the UK dataset; and [150, 100000)
and [100000,∞) for the US dataset, by determin-
ing if the predicted and actual signature counts
are in the same bin or not. We also built an
SVM-based ordinal classifier (Li and Lin, 2007)
over the significant ordinal classes, as an addi-
tional baseline. The CNN models struggle to
improve F-score (in large part due to the imbal-
anced data). For the UK dataset, CNN mod-
els with an ordinal objective (CNNregress+ord and
CNNregress+ord+feat) result in a macro-averaged F-
score of 0.36, compared to 0.33 for all other meth-
ods. But for the US dataset, which is a binary clas-
sification task, all methods obtain a 0.49 F-score.
In addition to text, considering other factors such
as early signature growth (Hale et al., 2013) —
which determines the timeliness to get the issue
online on the US website — could be necessary.

4.2 Latent vs. Hand-engineered Features
Finally, we built a linear regression model with
the estimated hidden features from CNNregress+ord
as independent variables and hand-engineered fea-
tures as dependent variables, to study their linear
dependencies in a pair-wise fashion. The most sig-
nificant dependencies (given by p-value, phidden)
over the test set are given in Table 2. We found
that the model is able to learn latent feature rep-
resentations for syntactic features (NNC, VBC,
ADC,8 RBC9), FRE, NEC, IND and DEF,8 but
not the other features — these can be considered to
provide deeper information than can be extracted
automatically from the data, or else information
that has no utility for the signature prediction task.
From the analysis in Table 2, some of the features
that vary across ordinal groups are not linearly
dependent with the deep latent features. These
include ADD,8 BIAS, CSC,8 PBIAS,9 and L–R,
where the latter ones are policy-related features.
This indicates that the custom features and hidden
features contain complementary signals.

8UK dataset only.
9US dataset only.
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UK Petitions US Petitions

Approach MAE MAPE MAE MAPE

Mean 4.37 159.7 2.82 44.61
LinearBoW 1.75 57.56 2.51 37.01
LinearGI 1.77 58.22 1.84 27.71
SVRBoW 1.53 45.35 1.39 20.37
SVRfeat 1.54 46.96 1.40 20.48
SVRBoW+feat 1.52 44.71 1.39 20.38

CNNregress 1.44 36.72 1.24 14.98
CNNregress+ord 1.42 33.86 1.22 14.68
CNNregress+ord+feat 1.41 32.92 1.20 14.47
CNNregress+feat 1.43 35.84 1.23 14.75
CNNregress+ord+feat + Additional hidden layer 1.40 31.68 1.16 14.38

Table 1: Results over UK and US Government petition datasets. Best scores are given in bold.

UK Petitions US Petitions

Feature Description H p phidden H p phidden

ADD Additional details 94.59 ***
IND Indefinite articles 14.87 * 8.56 * *
DEF Definite articles 34.91 *** * 3.69
FSP First-person singular pronouns 53.36 *** 6.84 *
FPP First-person plural pronouns 11.26 * 6.10
SPP Second-person pronouns 13.80 * 3.95
TSP Third-person singular pronouns 5.82 9.07 *
TPP Third-person plural pronouns 16.13 ** 5.58
SUBJ Subjective words 12.25 * 7.21 * ***
POL Polarity 2.60 * 4.27
BIAS Biased words 11.92 * 4.56 *
NNC Nouns 7.34 *** 1.93 **
VBC Verbs 2.75 ** 7.46 * ***
ADC Adjectives 26.14 *** *** 4.07
RBC Adverbs 17.09 ** 2.99 *
NEC Named entities 51.11 *** *** 3.94 *
FRE Freshness 86.97 *** * 13.86 ** *
ACT Title’s action score 3.89 3.54
CSC Policy category popularity 38.22 *** 1.94
PBIAS Political bias 4.13 12.23 **
L–R Left–right scale 10.94 * 12.88 **

Table 2: Dependency of hand-engineered features against the signature count (p andH) and deep hidden
features (phidden). ADD is not applicable for the US government petitions dataset. p < 0.001, p < 0.01
and p < 0.05 are denoted as “***”, “**” and “*”, respectively.

Overall our proposed approach with the
auxiliary loss and hand-engineered features
(CNNregress+ord+feat) provides a reduction in
MAE over CNNregress by 2.1% and 3.2%, and
SVR by 7.2% and 13.7% on the UK and US
datasets, resp. Although the ordinal classification
performance is not very high, it must be noted
that the data is heavily skewed (only 2% of the
UK test-set falls in the [10000, 100000) and
[100000,∞) bins put together), and we tuned the
hyper-parameters wrt the regression task only.

5 Conclusion and Future Work

This paper has targeted the prediction of the popu-
larity of petitions directed at the UK and US gov-

ernments. In addition to introducing a novel task
and dataset, contributions of our work include: (a)
we have shown the utility of an auxiliary ordi-
nal regression objective; and (b) determined which
hand-engineered features are complementary to
our deep learning model. In the future, we aim to
study other factors that can influence petition pop-
ularity in conjunction with text, e.g., social media
campaigns, news coverage, and early growth rates.

Acknowledgements

We thank the reviewers for their valuable com-
ments. This work was funded in part by the Aus-
tralian Government Research Training Program
Scholarship, and the Australian Research Council.



187

References
Molly Asher, Cristina Leston Bandeira, and Viktoria

Spaiser. 2017. Assessing the effectiveness of e-
petitioning through Twitter conversations. Political
Studies Association (UK) Annual Conference.

Steven Bird, Ewan Klein, and Edward Loper.
2009. Natural Language Processing with Python.
O’Reilly Media.

Zsolt Bitvai and Trevor Cohn. 2015. Non-linear text re-
gression with a deep convolutional neural network.
In Proceedings of the 53rd Annual Meeting of the
Association for Computational Linguistics and the
7th International Joint Conference on Natural Lan-
guage Processing, pages 180–185.

Catherine Bochel and Hugh Bochel. 2017. ‘Reaching
in’? The potential for e-petitions in local govern-
ment in the United Kingdom. Information, Commu-
nication & Society, 20(5):683–699.

Alexis Conneau, Douwe Kiela, Holger Schwenk, Loı̈c
Barrault, and Antoine Bordes. 2017. Supervised
learning of universal sentence representations from
natural language inference data. In Proceedings of
the 2017 Conference on Empirical Methods in Nat-
ural Language Processing, pages 670–680.

Russell J. Dalton, Susan E. Scarrow, and Bruce E. Cain.
2003. Democracy Transformed?: Expanding Politi-
cal Opportunities in Advanced Industrial Democra-
cies. Oxford University Press.

Ahmed Said Elnoshokaty, Shuyuan Deng, and Dong-
Heon Kwak. 2016. Success factors of online peti-
tions: Evidence from change.org. In 49th Hawaii
International Conference on System Sciences, pages
1979–1985.

Scott A. Hale, Helen Margetts, and Taha Yasseri. 2013.
Petition growth and success rates on the UK No. 10
Downing Street website. In Proceedings of the 5th
Annual ACM Web Science Conference, pages 132–
138.

Hansard. 2016. Audit of Political Engagement 13.
Hansard Society, London, UK.

Shih-Wen Huang, Minhyang Mia Suh, Benjamin Mako
Hill, and Gary Hsieh. 2015. How activists are both
born and made: An analysis of users on change.
org. In Proceedings of the 33rd Annual ACM Con-
ference on Human Factors in Computing Systems,
pages 211–220.

Yoon Kim. 2014. Convolutional neural networks for
sentence classification. In Proceedings of the 2014
Conference on Empirical Methods in Natural Lan-
guage Processing (EMNLP), pages 1746–1751.

Diederik P. Kingma and Jimmy Ba. 2014. Adam:
A method for stochastic optimization. CoRR,
abs/1412.6980.

William H. Kruskal and W. Allen Wallis. 1952. Use of
ranks in one-criterion variance analysis. Journal of
the American Statistical Association, 47(260):583–
621.

Ling Li and Hsuan-Tien Lin. 2007. Ordinal regression
by extended binary classification. In Proceedings
of the Advances in Neural Information Processing
Systems, pages 865–872.

Ralf Lindner and Ulrich Riehm. 2011. Broadening par-
ticipation through e-petitions? An empirical study of
petitions to the German parliament. Policy & Inter-
net, 3(1):1–23.

Jeffrey Pennington, Richard Socher, and Christopher
Manning. 2014. GloVe: Global vectors for word
representation. In Proceedings of the 2014 Con-
ference on Empirical Methods in Natural Language
Processing (EMNLP), pages 1532–1543.

Alicja Piotrkowicz, Vania Dimitrova, Jahna Otter-
bacher, and Katja Markert. 2017. Headlines matter:
Using headlines to predict the popularity of news ar-
ticles on Twitter and Facebook. In Proceedings of
the Eleventh International Conference on Web and
Social Media, pages 656–659.

Julia Proskurnia, Przemyslaw Grabowicz, Ryota
Kobayashi, Carlos Castillo, Philippe Cudré-
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Chapter 4

Conclusion and Future Work

In this chapter, we discuss how the different contributions of this thesis (as presented in Chapter

3) tie together to achieve an overall goal — to improve political accountability and voter ad-

vocacy in democracy. To this end, we first recapitulate the research contributions of this thesis

(Section 4.1), and summarise the approaches used in each work for political text analysis. We

then discuss how each of these research methods can be used together to address end-to-end

political analysis tasks (Section 4.2). Next, we summarise other work that has been published

in related domains subsequent to our work being published, which provides the basis for both

reflections on the contributions of this work and possible extensions as future work (Section

4.3). Finally, we provide a summary of the thesis.

4.1 Research questions

Our target research goals included: (1) automating party characteristics analysis using election

campaign data and tracking progress made by governing party towards its election promises,

which can improve political accountability; and (2) promoting voter advocacy — predicting

petition popularity, which allows possible intervention by choosing suitable campaign strategies

to increase reach among voters.

The finer-level research goals we have targeted over election campaign text can help to dissect

the policy proposal for various political analyses. We analyzed the utility of these tasks towards

124
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characterizing political parties in terms of ideology and issue salience. Since labeled data is ex-

pensive, and known to be a major bottleneck in political analysis [Cardie and Wilkerson (2008)],

we use a semi-supervised learning strategy for each of the tasks.

A primary task in political analysis is to find the policy issues discussed in text. We use man-

ifestos for this task, because of its popularity among political scientists as a canonical source,

as well as the availability of digitized content across many countries and over time through the

Comparative Manifesto Project (CMP) [Volkens et al. (2011)]. We use the popular label schema

proposed by CMP, which has 56 fine-grained classes (Section 3.1) for policy categorization,

and acts as an anchor for further analysis. For example, Will implement the national energy

guarantee with a higher emissions reduction target – 45% by 2030 discusses an energy-related

policy. Many popular analyses in political science use policy issue-coded text through aggrega-

tion of code labels, giving rise to characteristic scores such as ideology and issue salience. For

instance, if a party manifesto has more pro-economy sentences than pro-environment ones, then

it is said to be right-leaning, as it gives more relative importance to the former than latter policy

issue. Typically sentence- and document-level tasks are handled separately, and document-level

tasks are addressed based solely on manually annotated sentence-level labels. In this thesis we

automated both the tasks, and leveraged the inter-dependencies between the tasks. Specifically,

we modeled the dependencies between policy issue classification (sentence-level) and ideology

score regression (document-level) using a combined structured loss function. We showed that

the joint model improves the performance of both the sentence- and document-level tasks, es-

pecially in semi-supervised settings. Though the aggregated ideology scores are relatively easy

to compute, and are available for many manifestos, political scientists consider expert survey

scores such as Chapel Hill expert survey [Bakker et al. (2015)] as gold-standard data. Because

they are not estimated in isolation for each document (unlike the aggregated scores) and are

more contextual, i.e., they consider relative and temporal shifts between parties across coun-

tries, coalition effects, etc. But expert survey scores are not available for many democracies and

election periods, hence we model the contextual dependencies using Probabilistic Soft Logic

[Bach et al. (2017)] (PSL), to obtain a re-calibrated ideology score, which we found to be closer

to expert survey scores. An important conclusion was that we showed how PSL can be used to

model dependencies motivated from domain knowledge to better predict the party characteris-

tics.

Knowing what policy issues are mentioned in each sentence (from the model in Section 3.1)

does not convey its function in the broader political discourse. For instance, We are currently on
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track to exceed 3-degrees of global warming, which would be utterly catastrophic not just for

Australia but for all nations around the world conveys the party’s belief on climate change, and

Will focus on reducing waste in our rivers and oceans and on reducing the pressures on our en-

vironment by increasing our recycling capacity, reducing plastic waste and reducing food waste

discusses their proposed action. Knowing the context or rhetorical function of an utterance

is necessary to distinguish its purpose. As a step towards the automatic detection of rhetori-

cal functions, we modeled the speech acts of campaign text, by combining traditional classes

[Searle (1976); Austin (1962)] with domain specific classes sourced from the political science

literature [Eder et al. (2017)]. Since the utterances can be targeted at any of the parties, we

also considered the task of target party classification. For example, this text from Liberal party,

Labor is planning to impose more than $200bn of new taxes on the Australian economy over

the next decade refers to its opposite party’s (Labor) actions. While the Coalition would also

cut taxes for middle and high-income earners from 2024 by flattening brackets so those earning

between $45,000 and $200,000 all paid a marginal rate of 30% talks about its own (Liberal

party) proposed action on tax reforms. We use deep learning to model the two tasks, and since

obtaining large amounts of labeled data is difficult, we proposed a semi-supervised extension of

the approach to handle the low supervision scenario. We use a multi-view learning based semi-

supervised technique (teacher-student ensemble), which learns the target model under different

configurations of parameters, in order to make the model’s predictions more robust. In our mani-

festo analysis work (Section 3.1), we handled sentence- and document-level tasks together using

a multi-task structured loss to capture the inter-dependencies, and showed it can provide gains

in performance. In this work, we observed that a simple multi-task objective for speech acts and

target party classification tasks did not provide any significant improvements. This calls for a

better way to capture the task dependencies by building on other choices of multi-task architec-

tures [Ruder (2017)], and it is more compelling to analyze its effectiveness in combination with

the teacher-student model. For this work, we annotated a dataset using speeches and media-

releases released by Labor and Liberal party during 2016 Australian Federal election. Because

campaign speeches convey both the political function as well as the general persuasive function,

they are a natural fit for this study. Having obtained the lower-level rhetorical functions, to un-

derstand how well they characterise political parties, we analyzed the distribution of rhetorical

functions across different policy issues. We found that speech act usage patterns varied between

the two ideologically-opposed parties. Since the dataset contains text only pertaining to two

parties during a single election (which gives two data points), we could not perform prediction

of party characteristics as we did in our previous task (Section 3.1).
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Among messages which convey future promised actions, it is necessary to grade their specificity,

e.g., rhetorical vs. concrete. In the case of, We will stand up for the country vs. We will invest

a billion dollars for Medicare. We used a label schema proposed by political scientists [Pomper

and Lederman (1980)], which has seven grades of promise specificity, and annotated a dataset

based on Australian election manifestos. Since the specificity categories are graded (i.e., one is

more specific than another) and the difference in commitment between any two categories is not

linear, we proposed an ordinal regression approach for predicting promise text specificity. We

once again proposed a semi-supervised extension using the teacher-student framework (which

was effective for the speech act classification task, Section 3.2). We empirically showed that

the ordinal regression formulation of the task performs better than posing the task as either a

classification or regression problem. In terms of capturing downstream party characteristics,

we showed that promises distinguished by their specificity, made on various policy issues, can

better capture party ideology and issue salience compared to simple frequency counts of policy

mentions (Section 3.3). For instance, the idea is to differentiate between discussing environmen-

tal policies and making concrete promises to improve the environment. For estimating party

ideology on a continuous left-right scale, we used a PSL model similar to the manifesto position

analysis task (Section 3.1), which incorporates the required domain information as dependen-

cies.

Next we focused on an election promise tracker (Section 3.4), which is an explicit way to im-

prove accountability, by keeping track of progress made towards promises given by the winning

party. This forms the core of representative democracy. All the work in the political science

domain for this particular task has relied on manual annotations, including efforts from news

organizations such as the Australian Broadcasting Corporation to keep track of promises for a

particular government. We formulated a two-stage task which can help to (semi-)automate this

task — to pick track-worthy promises from an election campaign, and track their progress based

on textual evidence. We use supervised learning for this task, by curating a dataset from existing

resources covering Australia, Canada, the UK, and the US, and evaluated various text represen-

tations. We analyzed the patterns learnt by the model to rank track-worthiness, by manually

interpreting those instances it predicted wrongly, and found that specificity of promises was an

important attribute to be tracked by the news organizations.

Lastly, we worked on a task relating to voter advocacy. All other work discussed above deals

with political parties and their role in democracy. Here, we analyze petitions, which are an

explicit form of voter advocacy for policy changes (Section 3.5). First, we model the popularity
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of petitions using text. This can help to rank future petitions, with potential applications such

as boosting the visibility of potentially popular petitions, either by promoting on the first page

of a petition site (homepage) or allowing the relevant petition committee to dedicate resources

to ones that are more likely to be endorsed by other citizens. Previous work relied on hand-

crafted features extracted from text, and used correlation for analysis, which helps to identify

textual features that are persuasive, and can potentially help petition committee take actions

accordingly to improve the reach of petitions. We proposed a supervised learning approach to

model petition popularity as a function of its text, and analyzed what the model captured (and did

not) based on a set of hand-crafted features. We used a linear regression model to compute the

dependencies between these features and the hidden representation of the deep learning model,

and found that the model captures aspects such as syntax and sentiment, but does not capture

political bias-related features (though it does capture the target popularity). There are several

other confounding factors for this analysis, such as virality of the topic at the particular time say

through TV news, whether the petition appeared on the homepage of the website or not, and

response of a petition committee to a previous similar petition, that deserve future attention.

In the later two tasks, the major contribution lies in automating the tasks for the political setting.

We used supervised learning approaches, and focused on understanding what the model cap-

tured, using manual inspection of the output and by correlating the hidden representation against

a set of hand-crafted features. We discuss the commonalities among different approaches used

in this work in Section 4.1.1, and discuss several immediate extensions possible from our work

(in Section 4.1.2).

4.1.1 Approaches

An overview of the technical approaches used in this thesis and their commonalities is discussed

here. Among the deep learning methods we used for campaign text analysis, one commonality

is the use of semi-supervised learning. We use the popular strategy of multi-task learning when

we have multiple dependent tasks, and a teacher-student framework to learn a single task in

self-ensembling style, to leverage unlabeled data for learning the models. Combining both the

approaches is a potential direction for future work (discussed further in Section 4.1.2). Secondly,

we have explored various applications requiring a regression formulation, including ordinal re-

gression. Note that regression tasks are relatively less explored in the field of NLP. We also
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investigated and showed the use of an auxiliary ordinal regression task, in addition to the main

petition popularity regression task (Section 3.5).

The lower-level text annotations are usually used for analyzing higher-level political charac-

teristics (e.g., issue salience of party). Hence we study how well the output of automatic ap-

proaches can capture downstream characteristics, wherever applicable (Sections 3.1, 3.2 and

3.3). Though deep learning models provide large gains in performance, they are very hard to

interpret without any additional probes. Being able to interpret predictive models can help to

provide insights to social scientists with respect to the problem of interest. To this end, we use

simple approaches, which are driven by domain knowledge and are based on manual effort —

we used manual inspection of the output for promise track-worthiness estimation (Section 3.4)

and modeled the dependency between the (deep) hidden representation and a set of hand-crafted

features for petition popularity analysis (Section 3.5). There is a potential scope to extend it

with more sophisticated techniques (discussed in Section 4.3).

Another commonality, in addition to employing deep learning approaches to model text, is the

use of logic to incorporate domain information in order to build structured models for political

analyses. Political science has rich domain information, owing to the manual studies done by

social scientists over many years. Hence we should ideally look to incorporate such available

knowledge into the predictive models. To enable this, logic-based representations like first-order

logic, are powerful in capturing domain information in the form of unary predicates, negation,

relations using binary predicates, and quantifiers. Since many cases require handling uncertainty

for reasoning, the combination of first-order logic and probabilistic graphical models are more

popular [Richardson and Domingos (2006)]. In this thesis, we use one such approach called

probabilistic soft logic [Bach et al. (2017)] (PSL), which uses weighted logic to encode depen-

dencies over random variables, which specifies a ground Markov random field. We used PSL for

predicting party left-right ideology position (Section 3.1 and 3.3). Existing work which employs

PSL for political stance prediction has used speaker party affiliation to capture relational infor-

mation, in addition to the word usage [Andrzejewski et al. (2011); Johnson et al. (2017); Johnson

and Goldwasser (2018)]. In our work we exploited party authorship of campaign text, coalition

information, and temporal dependencies for ideology prediction, which have been shown to

influence party position by political scientists [Greene (2016)].
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4.1.2 Possible immediate extensions

In social science tasks, the lower-level NLP outputs are used to drive higher-level political anal-

yses. Similarly, in this thesis, for ideology prediction based on policy mentions and promise

specificity (Section 3.1 and 3.3), we used the proposed deep learning models to obtain sentence-

level output, and then the aggregated scores were used in the PSL model to predict the ideology

positions. A possible extension is to build a joint model, which can provide both the basic text

unit predictions and the required higher-level ideology scores which the political scientists care

about, with suitable encoding of domain-driven dependencies. This model can help to back-

propagate the influence of domain information (in the form of related dependencies) onto the

lower-level tasks.

We used a teacher-student framework based semi-supervised learning for speech acts classifi-

cation and promise specificity prediction, and can apply a similar framework to other tasks —

including policy issue classification, petition popularity prediction and promise progress track-

ing — to handle sparse supervision. Especially, to study whether the multi-task model for

policy analysis benefits from using a teacher-student network extension, can be a novel empiri-

cal analysis. Liu et al. (2019) have shown that multi-task teacher-student networks improve the

efficiency of knowledge distillation for pretrained models. Notably, all our work assumed some

level of supervision, and it is a worthy challenge to model the various tasks with transfer learn-

ing, or distant supervision. Example scenarios are, for speech acts, policy topic and promise

specificity categorization tasks, where there are annotated datasets from politics or other related

domains, at least with partial overlap over target categories, which can be used to bootstrap the

models accordingly. For instance, in Ko et al. (2019), the authors proposed a transfer learn-

ing approach to predict social media (e.g., Twitter, Yelp) text specificity using news domain

specificity annotations. Another scenario in relation to policy theme classification is to use the

set of keywords provided by domain experts (for instance, in the Comparative Manifesto and

Comparative Agendas Projects) to obtain distantly labeled examples.

For campaign text analysis, the goal of speech act classification is to identify rhetorical func-

tions such as what is the belief of a party, what actions they propose to take that build on their

beliefs, and how they compare with other parties’ actions. Such discourse connections can

be formed without any additional steps for media-release documents, because they focus on a

single issue. But speech transcripts and manifestos cover a wide variety of issues, and hence re-

quire segmentation into issues, then analysis of rhetorical functions that can provide a coherent
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discourse analysis. Further, multiple speeches and media-releases are made during an election

cycle, hence to study the evolution of a policy proposal, it first requires aligning different text

based on thematic relations and then analyzing policy proposals made in one text conditioned

on the relevant previous announcements, to establish inter-document discourse connections.

We have only scratched the surface of the promise tracking problem (Section 3.4) — defin-

ing a new task and label schema, curating existing resources to build a dataset, and evaluating

contemporary approaches to serve as a baseline for future work. We can extend it in many differ-

ent directions. First, we posed promise status prediction as a three-way classification problem,

which is a simplification of the actual task, which has several grades of progress. An immediate

extension of this work can be to handle other status grades such as stalled and partially fulfilled.

Second, the natural language inference problem is non-trivial because it requires understanding

numbers, ratios, etc. More work needs to be done to assess whether the model understands quan-

tities of different types, and use a more powerful model if required. Thirdly, as in the case of

fact-checking [Thorne et al. (2018)] we can develop automatic ways of creating large amounts

of labeled data, to enable training of large, sophisticated models. Given a broad range of me-

dia sources, it will be necessary to perform a critical analysis of the suitability of each source

and individual articles to track promise progress. As both the news media and individual news

articles are shown to have different ranges of political biases [Baly et al. (2020)], it becomes

very important to rank them based on objectivity [Lex et al. (2010)] in the automated analysis

system.

In this work we used different slices of data for analysis, with some level of overlap for the

Australian setting. This allows us to answer further inter-related questions by modeling logically

inter-connected datasets, for example, to analyze policy issues and discourse, and the interaction

between parties, promises made, promises kept or broken, and voter advocacy for a given set of

countries in the same period of time. This can help to achieve a wide range of analyses, some of

which are discussed in Section 4.2.

4.2 End-to-end analysis

Here we discuss how the different components can be put together to build an end-to-end appli-

cation that can provide detailed political insights. In this thesis, we used different data for each

task, but here propose a combined approach assuming the individual tasks are well aligned in
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A Shorten Labor Government will rollout Fibre-to-
the-Premises to up to two million additional
Australian homes and businesses. The Liberals have
doubled the cost of their second rate NBN up to $56
billion. A Shorten Labor Government will cap the
total funding for the NBN at $57 billion. Labor will
spend exactly the same amount of public funding
on the NBN as the Liberals.

.

.

Labor’s National Broadband Network (NBN)
would have taken six to eight years longer to
rollout across Australia, leaving businesses
waiting longer for superfast broadband. Labor’s
anti-business stance would see it prioritise a slow
and gold plated rollout, ignoring businesses that
need to connect to superfast broadband as soon
as possible. Under the Coalition, the rollout of
the NBN is on budget and on track to meet its
corporate plan target of 2.632 million premises
ready for service this financial year.

FIGURE 4.1: An example from 2016 Australian election — interaction between Labor and
Liberal parties through press-releases. It shows the target party in color, and criticism of other
party’s policy (interaction) in italics, and the promises made by parties towards broadband

communication.

terms of country, time and data coverage to achieve holistic political analysis. We provide two

different views of analysis: (a) dissecting election campaign data to provide easy-to-consume

summaries for voters, and (b) assessing policy implementation in terms of voter expectations.

The idea would be to align election promises, which set the expectations of voters with respect

to policies, and consider voter advocacy as both feedback on existing policies and a dynamic

way of engaging voters in policy agenda setting. This thesis is more concentrated on (a), and

touches only lightly on (b). But it should be noted that there is potentially much more work that

can be done towards both directions.

(a) Dissecting campaign data can provide an easy-to-consume summary of vast amounts of

text. Some useful analyses that can be achieved with this processing are discussed as follows.

How party positions and interactions between parties evolve over time on various policy issues

provide valuable insights into policy formation (see Figure 4.1 for a static snapshot). We can

recover interaction patterns, such as how questions and criticisms are conveyed, and whether

a party asks for updates, passes condemnatory messages, or seeks factual responses [Zhang

et al. (2017)]. Also of importance is, how they are responded to — such as denial, justification,

counter-criticism and providing excuses [Naderi and Hirst (2017, 2018)]. Zhang et al. (2017)

and Naderi and Hirst (2017, 2018) used parliamentary questions and responses for their studies,

which are already aligned. But with campaign text, explicit alignment of messages between

parties is required on the basis of policy issues, which can be achieved by building on the ap-

proach proposed by Menini and Tonelli (2016). Across elections, parties tend to change their
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FIGURE 4.2: Snapshot taken from Vote Compass: Analysis of Australian political parties’
(LIB=Liberals, NAT=Nationals, ALP=Labor Party, GRN=Greens, ON=One Nation) position

positions based on voter support shifts and electoral performances [Schumacher et al. (2013)].

For example, in the US 2020 Presidential elections, Michael Bloomberg apologized for expand-

ing “stop and frisk” policing during his tenure as the Mayor of New York City, which is seen

as discriminatory against people of color.1 Hence it is useful to analyze party or candidate po-

sitions over time to automatically find whether there is a shift, and it can also help to verify

the claims involved in inter-party interactions. For example, in the 2008 US Presidential elec-

tions, Democratic candidate Obama made this statement on withdrawing troops from Iraq: I am

going to do a thorough assessment when I’m there. I’m sure I’ll have more information and

continue to refine my policy. This was targeted by the Republican side as: Since announcing

his campaign... the central premise of Barack Obama’s candidacy was his commitment to begin

withdrawing American troops from Iraq immediately, but, today, Barack Obama reversed that

position proving once again that his words do not matter. But, by analyzing Obama’s position

over time, PolitiFact found that he did not reverse it.2

Other than analyzing individual party positions, it is very useful to compare policy positions

across parties to build a micro-summary. This is motivated by projects such as VoteCompass,3

which analyzes party views; see Figure 4.2 for an example. It should also be noted that the

example from VoteCompass contains graded stance, and not the traditional binary stance [Küçük

1https://www.usnews.com/news/elections/articles/2019-11-29/
bloomberg-biden-warren-and-the-flip-flops-of-the-2020-presidential-election

2https://www.politifact.com/article/2008/jul/10/baracks-iraq-flip-flop-nope/
3https://votecompass.abc.net.au/

https://www.usnews.com/news/elections/articles/2019-11-29/bloomberg-biden-warren-and-the-flip-flops-of-the-2020-presidential-election
https://www.usnews.com/news/elections/articles/2019-11-29/bloomberg-biden-warren-and-the-flip-flops-of-the-2020-presidential-election
https://www.politifact.com/article/2008/jul/10/baracks-iraq-flip-flop-nope/
https://votecompass.abc.net.au/
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FIGURE 4.3: Snapshot taken from http://climatecouncil.org.au which analyses
Australian Labor Party’s climate policy.

and Can (2020)], which is a challenge in itself. Though our promises analysis work (Section 3.3)

can be used to compare party goals, we do not handle stance classification explicitly, and this is

a potential task for future work. Furthermore, specific promises may not always contain all the

necessary goals to reach the desired target. For instance, the Climate Council analyzed climate

change related policy goals from the Australian Labor Party, and identified gaps based on world

knowledge (see Figure 4.3). Identifying gaps in party goals based on the recommendations

from different policy research groups or UN goals requires document-level (or multi-document)

natural language inference. Galsurkar et al. (2018) attempted the preliminary step of aligning

national policy goals with UN sustainability goals, posing it as a search task.

(b) Aligning election promises with policies and related voter advocacy for change

A core part of representative democracy is the promises made by political parties, which are

guarantees given to voters, to implement them in the form of policies after forming government.

A healthy democracy should encourage voter participation in the policy-making process. As-

sessing these end-to-end requires analyzing data from multiple sources, and aligning them to get

a complete view. For example, policy implementation related to Brexit and voter advocacy in

http://climatecouncil.org.au
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Theresa May has signed the letter that will formally begin the
UK's departure from the European Union. Giving official notice
under Article 50 of the Lisbon Treaty, it will be delivered to
European Council president Donald Tusk later.

Mar 2017

Brexit is a major issue at the UK general election - the

reason for calling a general election was to strengthen her

hand in negotiations with the EU.

Feb 2019

Jun 2017

Mar 2019

Revoke Article 50 and remain in the EU.

The government repeatedly claims exiting the EU is 'the will of

the people'. We need to put a stop to this claim by proving the

strength of public support now, for remaining in the EU. A

People's Vote may not happen - so vote now.

Revoking Article 50 would break the promises made by

government to the British people, disrespect the clear

instruction from a democratic vote, and in turn, reduce

confidence in our democracy

FIGURE 4.4: An example for voters’ advocacy in the UK politics wrt Brexit policy. It shows
four events (top to bottom) — Theresa May invoking Article 50; 2017 elections where Conser-
vatives promised Brexit, won and formed the government; voters’ petition to revoke Article 50
fetched lots of signatures; Government responds that Article 50 cannot be revoked as it breaks

their election promise. All the text descriptions are taken from BBC.

UK politics is given in Figure 4.4. In the 2016 Brexit referendum, UK citizens voted in favor of

Brexit.4 Following that, Theresa May, then Prime Minister of UK, invoked Article 50 in 2017.

Then an election was called, where Brexit was a major issue, and the Conservatives set out a

12 point plan for Brexit.5 After the elections, Conservatives formed government, and there was

a voter-led campaign in the form of petitions to revoke Article 50. The petition (in different

forms) got a huge number of signatures6 and thereby attracted the attention of the government,

following which there was a debate. The ultimate response from the government was that it

could not revoke Article 50 because that would break its promise to the voters.7 This particular

policy change involved voter advocacy in different ways — referendum, election voting, and

lastly through petitions. Such dynamic engagement between voters and the government, which

indicates a functioning democracy, can be uncovered by jointly analyzing several sources of

text such as those explored in this thesis. The joint analysis requires a non-trivial alignment of

text from multiple sources, which is beyond the focused contribution of this thesis. Some of the

alignment steps required to achieve the end-to-end analysis mentioned in this section are — con-

crete election promises linked to government actions can help to keep parties accountable and

4https://www.bbc.com/news/uk-politics-39422353
5https://www.bbc.com/news/uk-politics-39665835
6https://www.bbc.com/news/uk-politics-47665929
7https://www.bbc.com/news/uk-47711206

https://www.bbc.com/news/uk-politics-39422353
https://www.bbc.com/news/uk-politics-39665835
https://www.bbc.com/news/uk-politics-47665929
https://www.bbc.com/news/uk-47711206
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voters informed, based on which they can provide feedback; and the policy actions linked to pe-

tition issues can help to relate them to people’s expectations and identify gaps. In this thesis, we

touched upon the challenge of aligning promises to relevant web documents discussing policy

updates, by including relevance as an additional class and evaluated with a balanced dataset for

relevant and irrelevant categories (Section 3.4). In real-world settings over hundreds of news

sources, however, an information retrieval component is required to first identify candidates

from a vast set of web documents [Yang et al. (1999)], in addition to the linkage model which

can classify whether a document contains any policy-related action relevant to a given promise

statement. Further, to link grassroots petition issues to policy actions, there is a need to identify

whether a petition calls for action related to gaps in existing policies or the development of new

policies, which is a challenge in itself. In the government petition platforms (e.g., UK Govern-

ment petitions), alignment of petitions to parliamentary proceedings is performed manually,8

which can potentially be (semi-)automated to reduce cost. The end-to-end alignment tasks can

be addressed as a document-level event co-reference resolution problem [Kenyon-Dean et al.

(2018)], where existing benchmarks are typically small in size as labeling large amounts of data

is expensive, and hence focus must be given to methods which work with minimal supervision.

4.3 Reflections and future work

Here we provide reflections on the thesis contributions and discuss future work, based on re-

cent developments in related areas which can provide additional resources and ideas for both

improving our work and developing further ideas. In our work, we used word embeddings built

using bag-of-words style training for manifesto policy topic analysis (Section 3.1) and petition

popularity prediction (Section 3.5). We used contextual word embeddings for speech act clas-

sification (ELMo), promise specificity prediction (ELMo), and promise tracker (BERT, ELMo,

USE) (Sections 3.2, 3.3, and 3.4 respectively, reflecting the state-of-art encoding method at the

time of the respective publications). In this thesis, we targeted policy position analysis for mani-

festos written in different languages, by projecting mono-lingual word embeddings to a common

space (Section 3.1). There are several more recent papers proposing new and better multi-lingual

contextual embeddings such as multi-lingual BERT (M-BERT) [Devlin et al. (2019)] and cross-

lingual language models (XLMs) [Conneau and Lample (2019)]. M-BERT is a single language

model pre-trained from monolingual corpora in 104 languages. XLMs allow pre-training BERT

8https://commonslibrary.parliament.uk/research-briefings/sn06450/
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for multiple languages, both using a self-supervised technique that only uses monolingual data,

and a supervised approach that leverages parallel data with a cross-lingual language model ob-

jective. With the rising popularity of language model based representations, it is an obvious

next step to evaluate policy position analysis and petition popularity prediction tasks using con-

textual embeddings, with multi-lingual policy analysis being a particularly attractive target for

cross-lingual language models. Other than policy analysis, all other work dealt with English text

only. It will be an important contribution to both the NLP and political science communities to

extend all the tasks to a multi-lingual setting.

In all our work, we use pre-trained embeddings for political text analysis, and fine-tune the em-

beddings based on the end-task objective. On the other hand, Glavaš and Vulić (2018) adapt

word vectors to the target domain by fine-tuning them using external knowledge in the form of

attract and repel word pairs, and show gains on downstream applications. Sarma et al. (2018)

propose a method to combine generic embeddings with domain specific embeddings, which they

show to perform better than using both generic and domain specific embeddings (when trained

on a smaller target corpus). For language modeling, Soares et al. (2019) propose a BERT-based

model for relation learning, and show that fine-tuning BERT by matching the blanks using a re-

lation extraction dataset attains good performance, especially in a few-shot learning setting. The

dataset is marked with entities, and for fine-tuning BERT, entities are replaced with a special

[BLANK] token. This shows that task-specific fine-tuning strategies can improve on standard

techniques in sparse supervision scenarios. Howard and Ruder (2018) propose a approach for

fine-tuning (pre-trained) language models, which handles transfer learning and leverages unla-

beled data. They use discriminative fine-tuning to tune each layer with different learning rates,

and slanted triangular learning rates to achieve faster convergence. Though we use unlabeled

data in our semi-supervised learning approaches, we do not evaluate using large amounts of

unlabeled text, especially when fine-tuning language models. We believe it is possible to fur-

ther improve empirical performance, reducing the gap between manual analysis and automatic

approaches, with the use of suitable domain adaptation techniques to fine-tune pre-trained dis-

tributed text embeddings, both for our target domain and specific tasks.

Secondly, in our teacher-student network-based semi-supervised settings, we use word-level

dropout to encourage the learning of diverse networks for self-ensembling. Though word dropout

is an effective approach, there is scope to evaluate and even identify custom data augmentation

strategies for robust training. Some recent work which explore that direction is discussed here.

Rather than using a single data point for augmentation, mixup [Zhang et al. (2018)] performs
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interpolation of data pairs to achieve augmentation. Virtual adversarial training [Miyato et al.

(2018)] learns additive perturbation to apply to the input which maximizes the likelihood of

the output class distribution. Xie et al. (2019) use round-trip translation for data augmentation,

which translates text from one language into another language, and then translates it back into

the original language to obtain an augmented example. We can use these strategies to achieve

task-specific data augmentation for semi-supervised learning. For instance, in the promise speci-

ficity prediction task, tokens related to policy details should not be dropped. On the other hand, it

is not always the case that a right-leaning party will make specific promises on economy, hence

masking party references could help in learning a party-agnostic representation, and thereby

avoid overfitting.

For campaign text analysis, there are many other survey datasets released and used by political

scientists — Comparative Candidates Survey (CCS: [CCS (2018)]), Parliaments and Govern-

ments Database (ParlGov: [Döring and Manow (2018)]) and Party Facts (PartyFacts: [Döring

and Regel (2019)]). CCS contains candidate surveys covering general political involvement of

candidates, campaign activities, issue positions of elites, attitudes towards democracy and rep-

resentation, as well as the personal background of candidates running for election. ParlGov

contains information about parties, elections and cabinets for all EU and most OECD democra-

cies (37 countries), from 1945 until recent elections. PartyFacts covers over 5000 parties spread

across more than 210 countries, and links with party information from other social science data

sets. This constitutes about 15,000 party observations9 — mass surveys, data handbooks, and

various datasets on election results, voting records, party characteristics and party positions. We

used ParlGov to obtain the coalition information of political parties (Sections 3.1 and 3.3), that

we modeled as a relational dependency for predicting their ideology shifts at each election. But

there is more valuable information in ParlGov and other datasets which we can use as features to

better characterise parties or use as target party indicators as part of our model. For instance, we

can use cabinet details to study each party’s policy-issue salience, which can be used to weight

their positions. Similar to our work with political parties, we can model individual candidates’

positions using their speeches, say on social media, and use CCS indicators as the ground-truth.

There are other threads of political science work that consider other aspects in their analysis,

such as how party pledges translate into coalition agreements [Vodová (2020)]. Müller (2020)

investigate the media coverage of election promises. Duval and Pétry (2019) study the effect

of time (how far a government is through in its mandate) on pledge fulfilment. Duval (2019)

9https://partyfacts.herokuapp.com/data/

https://partyfacts.herokuapp.com/data/
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investigate the media coverage of the fulfillment of electoral pledges, finding that news media

are effective at alerting citizens when a pledge is broken. Matthieß (2020) analyze data from 69

elections in 14 countries and show that an incumbent party’s electoral outcome is affected by its

performance related to previous pledges. Compared to the traditional use of expert evaluation for

pledge fulfillment rating, Duval and Pétry (2018) examine citizen evaluation of fulfillment. The

authors found that citizen evaluations depend on group identities and a priori beliefs, includ-

ing partisanship and political trust, which do not increase the accuracy of pledge evaluations.

This shows that there are several other social science challenges, related and complementing

this thesis, that can be addressed further. Some such challenges include: automatically grading

media bias [Fan et al. (2019)] in terms of tracking and reporting a political parties’ fulfillment

of electoral pledges; analyzing citizens’ awareness of party pledges and their view of govern-

ment performance using social media data; and monitoring voter intent of action towards their

satisfaction or dissatisfaction of party performance.

Interpreting what a deep learning model learns is essential to extend the knowledge of social sci-

entists. We performed such analysis for both petition popularity and promise track-worthiness

estimation models (Sections 3.5 and 3.4 respectively). Chawla et al. (2019) used our regression

approach proposed in Section 3.5 to analyze information captured by hidden representation for

an affect prediction task. There are other ways proposed in the literature to interpret deep learn-

ing models. Saliency maps can explain a model’s prediction by using gradient-based methods

to determine the importance of input tokens, e.g., in the form of the gradient of the loss with

respect to the tokens [Simonyan et al. (2013)], integrating the gradient along the path to the

input [Sundararajan et al. (2017)], or the average gradient over many noisy versions of the in-

put [Smilkov et al. (2017)]. Other gradient based approaches include HotFlip [Ebrahimi et al.

(2018)], which performs word-level substitutions in order to change the model’s prediction, and

Feng et al. (2018) perform input reduction such that it does not change the model’s prediction.

Wallace et al. (2019a) provide a framework (AllenNLP Interpret) for interpreting NLP mod-

els. The toolkit provides several primitives for interpretation (e.g., input gradients), a suite of

interpretation methods, and a library of front-end visualization components. Our interpretation

strategies rely on manual efforts — hand-crafting intuitive features to study their dependencies

against deep hidden representations for the petition popularity prediction task, and manually an-

alyzing predictions for the track-worthiness estimation model. We can adapt these approaches

to interpret the model, to grade the importance of the input text directly, for example, what parts

of a promise text are important for it to be specific and what portions of a petition text contribute
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to its popularity. A major advantage with these approaches is that it is not necessary to exhaus-

tively enumerate all the features manually to interpret models. But, extending these approaches

to take domain-knowledge driven features into account can make them even more interpretable.

There are various directions to explore further, towards the goal of improving voter participation

through petition platforms. Hale et al. (2018) analyzed petition platform design to improve citi-

zen participation. They showed that the trending petition feature on the homepage has an effect

on the distribution of signatures across petitions. Clark et al. (2018) and Vidgen and Yasseri

(2020) investigated the influence of geographic features towards petition popularity, finding that

support for issues varies across regions, urban versus rural, and specific issues receive support

from regions across the country (e.g., Law & Order, work & pay). Vidgen and Yasseri (2020)

also found that petition popularity can be influenced by external events, such as the Brexit refer-

endum. Shen et al. (2019) proposed a method that uses hand-crafted features to guide the learn-

ing of a model, by explicitly attending to the feature indicators. They evaluated the approach

using UK government petition dataset, and showed improvement over simple concatenation to

augment deep and hand-crafted features, which we used in our work (Section 3.5). From these

approaches, it is evident that incorporating more attributes is necessary to avoid confounds in

our analysis, including a petition’s rank on the website homepage, popularity of the issue (say

its coverage on TV news), and target region of a petition’s proposed action (e.g., state versus

nation-wide). Also it is important to use alternate modeling approaches that can better lever-

age domain information to improve predictive accuracy. We can not only use observed domain

information but also unobserved (latent) attributes by suitably modeling the text, especially for

analysis over time and across countries [Landeiro et al. (2019)].

4.4 Summary

In this thesis we have focused on automating political science tasks using NLP. Our primary

focus was on modeling election campaign text across different dimensions to enable various

analyses. We also considered promise progress tracking, which we believe is a seed for a thread

of future extensions. Lastly, we addressed voter advocacy, through modelling petition popu-

larity. We believe the work done here and the resources created can support future work on

these topics. We have proposed new tasks for the NLP community, including promise speci-

ficity prediction and promise progress tracking. We developed modeling solutions for each of

the tasks based on the task constraints and available data. Our observations from this work are
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that political science is a rich domain for the NLP community, as it contains a wide range of data

types and challenging problems where NLP has a lot to offer, rooted in the nature of political

communication, which contains a variety of modalities of expression; defining tasks and devel-

oping needed datasets requires extensive domain knowledge; in many cases the available data

might not be sufficient to build automated approaches, for example, expert surveys for a par-

ticular party in a country over 20 years might only cover 5 elections, leaving few instances for

learning; and lastly, any assessment of party performance for accountability or voter advocacy

can be influenced by many confounding factors.

We hope our research will continue to drive the field forward, serving as a stepping stone for

future research on political text analysis, especially on challenges related to analysing canonical

sources of text.
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Finn Årup Nielsen. A new anew: Evaluation of a word list for sentiment analysis in microblogs.

In Workshop on ’Making Sense of Microposts’: Big things come in small packages (#Micro-

posts), pages 93–98, 2011.

Brendan O’Connor, Ramnath Balasubramanyan, Bryan R Routledge, and Noah A Smith. From

tweets to polls: Linking text sentiment to public opinion time series. In Fourth international

AAAI conference on weblogs and social media (ICWSM), pages 122–129, 2010.

OECD. Trust in government, policy effectiveness and the governance agenda. Government at a

Glance, pages 19–37, 2013.

Carole Pateman. Participation and democratic theory. Cambridge University Press, 1970.

James W Pennebaker, Ryan L Boyd, Kayla Jordan, and Kate Blackburn. The development and

psychometric properties of LIWC2015. Technical report, The University of Texas at Austin,

2015.

Matthew Peters, Mark Neumann, Mohit Iyyer, Matt Gardner, Christopher Clark, Kenton Lee,

and Luke Zettlemoyer. Deep contextualized word representations. In Proceedings of the 2018

Conference of the North American Chapter of the Association for Computational Linguistics:

Human Language Technologies (NAACL-HLT), pages 2227–2237, 2018.

François Pétry and Dominic Duval. Electoral promises and single party governments: The role

of party ideology and budget balance in pledge fulfillment. Canadian Journal of Political

Science/Revue canadienne de science politique, 51(4):907–927, 2018.

Gerald M. Pomper and Susan S. Lederman. Elections in America: Control and Influence in

Democratic Politics. Longman, 1980.

Kashyap Popat, Subhabrata Mukherjee, Jannik Strötgen, and Gerhard Weikum. Credeye: A

credibility lens for analyzing and explaining misinformation. In Companion Proceedings of

the The Web Conference (WWW), pages 155–158, 2018a.



Bibliography 158

Kashyap Popat, Subhabrata Mukherjee, Andrew Yates, and Gerhard Weikum. Declare: De-

bunking fake news and false claims using evidence-aware deep learning. In Proceedings of

the 2018 Conference on Empirical Methods in Natural Language Processing (EMNLP), pages

22–32, 2018b.

Julia Proskurnia, Karl Aberer, and Philippe Cudré-Mauroux. Please sign to save...: How online
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