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Abstract 

Recruiting a representative sample of participants is becoming increasingly difficult in 

large-scale population health and epidemiological surveys, even for studies using a 

well-documented sampling frame and a sound sampling process. In view of this and 

with the increasing appeal of online recruitment, due to significantly lower cost and 

rapid accrual, many researchers undertaking health surveys are faced with the challenge 

of analysing data obtained from a sample that is not representative of the target 

population of interest. 

 

Statistical methods for appropriately addressing this selection or participation bias are 

therefore critical to ensuring reliable and accurate population inference from large-scale 

complex health surveys. This is particularly important as results of such surveys often 

influence health care decision making and policy development. 

 

Historically, inverse-probability weighting using survey sampling weights has been the 

standard method for adjusting for known or expected discrepancies between sample and 

population when estimating descriptive population parameters in complex health 

surveys.  

 

A recently developed model-based approach is multilevel regression and 

poststratification (MRP). MRP was first described in the context of political polling and 

social research in the US. MRP first uses multilevel regression to model individual 

survey responses for the outcome measure of interest as a function of individual-level 

demographic and area-level geographic covariates. The resulting estimates of the target 

parameter for each demographic-geographic respondent subtype are then combined 

using a weighted average across the subtypes (poststratification cells), weighting by the 

proportions of each subtype in the actual population, to produce an overall population-

level estimate.  

 

The research of this PhD investigated the use of MRP for producing valid and accurate 

inference for descriptive population parameters in large-scale population health and 
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epidemiological surveys where samples may not be representative of the target 

population of interest. This approach was evaluated in comparison to inverse-

probability weighting using a combination of simulation experiments and a case-study 

analysis of data from the baseline wave of Ten to Men: The Australian Longitudinal 

Study on Male Health.  

 

MRP was consistently found to achieve greatly superior precision as well as increased 

uniformity of estimates across population subsets relative to inverse-probability 

weighting. In simulation studies, while sampling weights produced estimates with 

smaller bias on average, the reduced variance associated with MRP was shown to result 

in estimates that were more often closer to the true population parameter values. 

 

As well as establishing MRP as a valuable analytic approach for large-scale health 

surveys where samples may not be representative of the target population of interest, 

this research explored the practical challenges associated with the application of MRP to 

real survey data and provided a number of recommendations to support future 

applications of MRP to health-related outcomes.   
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Introduction 

1.1  Synopsis of the research problem 

Investigators of large-scale health and epidemiological surveys face increasing 

difficulties in recruiting representative samples of participants. The “gold standard” in 

survey research involves a well-documented sampling frame, followed by a carefully 

designed sampling process. Meeting this gold standard, however, is difficult to 

accomplish in practice [5]. Accurate and complete enumeration of sampling frames is 

extremely challenging and traditional recruitment strategies are becoming less effective. 

Meanwhile, online enrolment with rapid accrual and significantly lower costs is 

growing increasingly attractive. As a result, many researchers undertaking health 

surveys are faced with the challenge of analysing data obtained from a sample that is 

not representative of the target population of interest.  

 

Statistical methods for appropriately addressing this selection or participation bias are 

therefore critical to ensuring reliable and accurate population inference from large-scale 

complex health surveys. This is particularly important as results of such surveys often 

influence health care decision making and policy development. 

 

Current approaches to the analysis of complex health surveys include the use of a 

combination of design and model-based methods [5]. One such approach is multilevel 

regression and poststratification (MRP). This approach has been used successfully for 

estimation of public opinion using national pre-election polling data in the United States 

(US) [6-8]. In particular, the research presented in this thesis was motivated by the work 

of Wang et al. [8] who showed MRP to be an effective approach for estimating 

population parameters from highly selected survey samples.  
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1.2 Current research 

 Research aim 

The broad aim of this thesis is to investigate the potential value of MRP for producing 

valid and accurate inference for descriptive population parameters in large-scale 

population health and epidemiological surveys where samples may not be representative 

of the target population of interest.  

 

The key objectives are: 

1. To investigate the use of MRP for the estimation of descriptive population 

parameters in a large case study. 

a. To apply the MRP approach to obtain parameter estimates (for the whole 

population and for population subsets) and to compare results with those 

obtained using traditional inverse-probability weighting (IPW). 

b. To investigate the sensitivity of MRP to model specification, particularly 

increasing model complexity, and the choice of prior distributions for model 

parameters in Bayesian analyses. 

c. To explore the impact on MRP estimates of fitting an individually tailored 

multilevel model for each outcome measure of interest versus fitting a single 

common model across all outcomes. 

d. To evaluate the performance of MRP through its application to measures 

with corresponding population data available to act as true population 

parameter values for comparison. 

 

2. To evaluate the behaviour of MRP relative to estimation using IPW in a series of 

simulation studies. 

a. To assess both the accuracy and precision of MRP relative to IPW, for the 

whole population and for population subsets. 

b. To explore the sensitivity of MRP performance to sample size, model 

misspecification, the presence of interactions, and the addition of a 

geographic-level covariate. 
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c. To explore the performance of MRP assuming two different population 

structures: (i) an Australian population comprising eight states and 

territories; and (ii) a US population comprising 51 states and districts.   

 Thesis structure 

The remainder of this thesis is structured as follows. Chapter 2 provides a background 

to the analysis of complex health survey data and the methods used to obtain accurate 

estimates of descriptive population parameters. The following six chapters make up the 

results of this thesis.  

 

Chapter 3 introduces Ten to Men: The Australian Longitudinal Study on Male Health, 

the case study that was the initial focus of analysis in this thesis. This chapter includes a 

simple descriptive analysis of survey participation, based on the limited amount of data 

available for individuals who refused to participate in the baseline wave of the survey. 

 

Chapter 4 reports an extensive case-study analysis, using data from the Ten to Men 

baseline survey, to evaluate MRP relative to conventional IPW using design-based 

sampling weights for the estimation of descriptive population parameters. Three 

outcomes of interest were considered and multilevel models within the MRP framework 

were individually tailored for each outcome. 

 

In Chapter 5, I revisit the same three outcomes of interest in Chapter 4, but rather than 

individually tailoring a MRP analysis to each outcome separately, I investigated a more 

practically feasible approach of defining a single common multilevel model within the 

MRP framework for all three outcomes. 

 

Chapter 6 reports a simulation study that aimed to evaluate both the accuracy and 

precision of MRP versus IPW using sampling weights. This simulation study was 

designed to replicate the Ten to Men case study as closely as possible so considered an 

Australian population, comprising eight geographic regions. 
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In Chapter 7, I applied the simulation study methodology developed in Chapter 6 to the 

US population, which comprises 51 geographic regions. The aim of this analysis was to 

investigate whether MRP performs differently in populations with different geographic 

structures. 

 

In Chapter 8, I return to the Ten to Men case study for a further application of MRP to 

two employment outcomes, where proxies for the “true value” of target parameters of 

interest were obtained from the Australian Census for comparison.   

 

The thesis finishes with discussions and conclusions in Chapter 9. This concluding 

chapter summarises the overall findings as well as the limitations of this research, 

implications of the results and directions for future research.
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Background 

This chapter provides the context and rationale for the work presented in this thesis. The 

literature review begins in Section 2.1 with an introduction to health surveys. Section 

2.2 describes two competing basic philosophies for analysis of health surveys and 

Section 2.3 summarises the recent debate in the literature regarding these two 

approaches. Section 2.4 outlines the distinction between inference for parameters that 

provide a population description of a single variable and parameters that reflect 

relationships between variables in the population. Section 2.5 focuses on recent 

challenges in the design and analysis of health surveys and finally, Section 2.6 

introduces and defines MRP, a method for estimation of descriptive population 

parameters from surveys that is the primary focus of this thesis.  

 

2.1 Introduction to health surveys 

Health surveys are widely used to study the prevalence of disease, to assess the presence 

of healthy and unhealthy behaviours and the average level of important markers of 

health and disease, to measure causal relationships of personal characteristics with 

health and disease outcomes, and to determine the cost, quality and utilisation of health 

services. Their generally large sample sizes enable the study of relatively small but 

clinically important associations, rare events, and specific subpopulations of interest [9].  

 

Common types of health surveys include household interview surveys, institutional 

(such as hospitals, physician practices) surveys and telephone surveys. The way large-

scale health surveys are designed and conducted often means standard statistical 

methods are not suitable for the analysis of health survey data. The use of appropriate 

statistical methods for the analysis of health surveys is therefore critical to ensure 

accurate population inference, which is important as results often influence health care 

decision making and policy development.   
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Korn and Graubard [9] identified several aspects of the analysis of survey data that are 

not as common in the analysis of non-survey data, that is, data obtained through other 

means such as direct patient observation. 

 

1. Clusters of units may be sampled in multistage sampling. This clustering can 

lead to correlation between observations, which, if unaccounted for in the 

analysis, could underestimate the standard errors of parameter estimates. 

2. Differential sampling rates are commonly utilised in health surveys due to 

special interest in certain subpopulations or for reasons of efficiency of data 

collection and statistical efficiency. Population inference that ignores these 

differential sampling rates will generally be biased. 

3. Individuals selected to participate in a survey may refuse, or individuals 

belonging to the target population may be inadvertently excluded from the 

sampling frame. This can result in survey samples not being representative of the 

population of interest, leading to bias in estimation and in any associated 

inferences made using the sample. 

4. Different potential target parameters and modes of statistical inference exist. For 

example, the target parameter for the mean of a variable could be (a) the “finite-

population” mean of the values of that variable over the individuals in the 

specific population or (b) the “superpopulation” mean of a probability 

distribution hypothesised to have generated the population values. 

5. The sample sizes may be very large so the usual ways of describing, examining, 

analysing and in particular, graphing, smaller data sets may require some 

modification. 

 

2.2 Analysis of health surveys 

There are currently two competing basic philosophies in the theory of inference for 

surveys: design-based inference and model-based inference. These two inferential 

approaches refer to two different sources of randomness, either from the randomisation 

associated with probability sampling or from a model assumed to generate the 

population values [10].  
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 Design-based inference 

Historically, design-based inference has been the most widely used approach for the 

analysis of data from complex population health or epidemiological surveys. Design-

based inference utilises and explicitly accounts for the study design and sampling 

process in the analysis through the use of sampling weights. For example, the mean of a 

variable in the population of interest, �̅�, can be estimated using the weighted mean, �̅�, 

as follows: 

 

�̅� =
∑ 𝑤𝑖𝑦𝑖

𝑛
𝑖=1

∑ 𝑤𝑖
𝑛
𝑖=1

 

 

where 𝑛 is the total sample size, 𝑦𝑖 is the observed value of the variable and 𝑤𝑖 the 

sampling weight associated with the 𝑖th individual. Sampling weights generally reflect 

the number of alike individuals in the population represented by each survey respondent 

and are defined as 𝑤𝑖 = 1 𝜋𝑖⁄ , where 𝜋𝑖 is the probability that the 𝑖th individual in the 

population will be included in the sample. This approach is often referred to as inverse-

probability weighting (IPW). 

 

It is assumed that these inclusion probabilities, 𝜋𝑖, for each individual in the population, 

are non-zero but not necessarily equal. If the actual inclusion probabilities are known, 

then it follows that E(�̅�) = �̅�, that is, the weighted mean �̅� is an unbiased estimate of 

the population mean �̅�. Usually, however, these inclusion probabilities are not known 

exactly, rather they are approximated by sampling fractions combined with nonresponse 

adjustments.  

  

Further adjustment and improvement to sampling weights is possible through 

calibration techniques, such as poststratification and raking, that incorporate auxiliary 

population information not used in the sampling design. Poststratification is an 

adjustment of the sampling weights so that totals over various demographic categories 

(referred to as poststratification cells) match known population totals. Generalised 

raking procedures [11] match to marginal counts of a frequency table of two or more 
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dimensions and are useful when full population data for poststratification are unknown 

or when population sizes within some of the poststratification cells are small.  

 

Calibration techniques such as these are extensively used in health surveys to lessen 

bias due to nonresponse and sampling frame undercoverage. They can also be effective 

in reducing the variability of a weighted estimator in situations where a small number of 

individuals are assigned unusually large weights [9].   

 Model-based inference 

In the 1970’s a substantial volume of literature challenged the use of design-based 

inference and suggested an alternative more consistent with traditional (non-survey) 

statistical inference [12-14]. Under this model-based approach, the observed survey data 

are treated as realised values of random variables which follow some specified model, 

viewing the population as drawn from a hypothetical infinite superpopulation [10]. 

Estimates of population parameters of interest are obtained by fitting the assumed 

statistical model to the survey data. Estimation can be performed using frequentist 

methods or via a Bayesian framework. 

 

There are several schools of thought among advocates of model-based inference. 

Hansen, Madow and Tepping [15] distinguished between users of model-based 

inference who argue that randomisation in the selection of a sample is “unnecessary and 

may be undesirable except to avoid accusations of personal bias”, and other model-

based analysts who, “while accepting a probability-sampling selection plan, prefer 

inferences that are model-dependent”. Under this approach, important variables 

representing the survey design, such as those defining the sampling strata and 

clustering, may be included in the statistical model as covariates.  

 

Model-based inference may achieve increased precision if the assumed model is 

accurate. If the assumed model is not correct, however, estimates of population 

parameters may be substantially biased, and statements about the associated sampling 

errors may be very misleading [15].  
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2.3 Design-based inference versus model-based inference 

The merits of the design-based versus model-based approaches to statistical inference 

for complex surveys have been hotly debated in the wider statistical community. A 

sequence of papers by Smith [14, 16, 17] provide a detailed summary of how this debate 

has progressed.  

 

In the first of these papers [14], Smith was an ardent advocate of model-based inference, 

asking the question “why should finite population inference be different from inferences 

in the rest of statistics?”. He argued that the adoption of a model-based approach would 

allow the analysis of surveys to be treated within the framework of conventional 

theories of inference.  

 

By the time of his second paper [16], Smith observed a general acceptance of the need 

for models in survey analysis, in particular for addressing non-sampling errors such as 

coverage errors and nonresponse, and for guiding probability sampling in survey design. 

He highlighted outstanding issues of contention to be the choice of model and its 

robustness to misspecification, the conditions under which a sample selection scheme 

could be ignored and the need for conditional inference. 

 

In Smith’s 1994 paper [17], he conceded that his position in the debate had changed. He 

argued for the use of “procedural inference” or unconditional randomisation (design-

based) inference, marking a dramatic change in his thinking. His overall conclusion was 

that there is no single correct paradigm for statistical inference for complex surveys in 

finite populations and that different classes of problems require different solutions. 

 

One of the main arguments in the design-based inference versus model-based inference 

debate relates to statistical efficiency. While weighted estimators may be approximately 

unbiased estimators of their population parameters, they may not always use the data in 

the most efficient manner, leading to wider confidence intervals and less powerful 

hypothesis tests. Advocates of the design-based approach would argue that weighted 

estimation should always be used regardless of the inefficiency, as this is the cost of 

obtaining approximately unbiased estimates based on samples that are not self-weighted 
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[9]. At the other extreme, supporters of model-based inference would argue that 

weighted estimation should never be used, preferring to accept the known bias and 

increased precision achieved when assuming a model for the observed data.  

 

Following the literature in the 1970’s advocating the model-based approach, Hansen, 

Madow and Tepping [15] published a comprehensive defence of design-based 

inference. The authors used a numerical example to illustrate the dangers of the use of 

model-based estimators even when the assumed model appears consistent with the 

sample data. They argued that the major advantage of design-based inference stems 

from the acceptability and face validity of results that are essentially assumption-free 

and can be supported without having to defend assumptions, which is often vital when 

results are to be used for important public-policy actions. It was conceded that models 

may be an important tool for guiding the selection of probability samples at the design 

stage (rather than at the inference stage) and that model-dependent inferences may be 

preferable for samples sizes too small for the application of design-based inference to be 

assumption-free. From a practical viewpoint, Hansen, Madow and Tepping [15] also 

reasoned that in large-scale surveys characterised by both large sample sizes and large 

numbers of estimates to be produced, the development of model-based methods to 

produce good estimates for many outcomes of interest is not feasible, whereas design-

based methods can be applied universally. 

 

On the other side of the debate, there are many statisticians who argue against design-

based inference and the use of IPW in the analysis of complex surveys. Gelman [18] 

sensationally asserted “Survey weighting is a mess”. He described the construction of 

survey weights as an “uncodified process”, requiring “arbitrary choices about inclusion 

of weighting factors and interactions, pooling of weighting cells and truncation of 

weights”, with the resulting set of weights reflecting a “complicated and not-fully-

specified function of data and prior knowledge”. Skinner [10] agreed with this opinion, 

observing that weights can be constructed in many different and subtle ways which can 

“leave the uninitiated scratching their heads in bewilderment”. Computing standard 

errors of weighted estimates is also not trivial. 
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Gelman [18] considered model-based inference a potentially attractive alternative to 

IPW. He argued that all variables that have an important effect on sampling or 

nonresponse and are also potentially predictive of the outcome of interest should be 

included in the model as covariates in order to reduce bias of estimates. The difficulty in 

practice, however, is the potential for a large number of covariates and their 

interactions, resulting in unstable models with estimated coefficients that are highly 

variable. Gelman [18] highlighted a potential opportunity for the use of multilevel or 

hierarchical modelling to obtain more stable estimates. 

 

Korn and Graubard [19] viewed this unweighted model-based approach controlling for 

important variables used in the study design as not the perfect solution, but a 

compromise that avoids the inefficiency of a weighted analysis. Chambers [20] 

concluded that although neither approach “delivers both efficiency and robustness, the 

model-based approach seems to achieve the best compromise between these typically 

conflicting objectives”.  

 

2.4 Inference for a descriptive parameter 

The literature on the analysis of complex surveys makes a clear distinction between 

inference for a parameter that describes a single variable such as a mean, total or 

proportion, and inference for a parameter that quantifies the relationship between 

variables such as the estimation of a causal effect between an exposure and disease 

status.  

 

For inference for a single-variable descriptive parameter, estimation using IPW is 

widely accepted and applied, while for inference involving two or more variables, there 

is a wide spectrum of opinions on the role of sampling weights [21]. Kalton [22] noted 

that in practice, it is also useful to consider model-dependent methods for inference on a 

single-variable descriptive parameter, as a means of addressing missing data, 

nonresponse and estimation for small subpopulations. For the remainder of this thesis, I 

focus solely on inference for a single-variable descriptive population parameter in 

complex health surveys.  
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2.5 Recent challenges in the design and analysis of health surveys 

The twenty-first century and big data era are providing some challenges for the central 

roles of surveys and sampling [10]. Despite this, surveys continue to play an important 

role in population health and epidemiological research. Surveys can be designed to 

address specific research questions of interest and represent particular populations of 

interest, which is often not possible with the typically selective coverage and limited 

sets of variables available from big data sources. 

 

In addition to competition from big data sources, surveys are now also facing threats to 

their accuracy from increasing nonresponse [10]. Participation rates in epidemiological 

studies have been declining for the past 30 years and the decline is accelerating [5, 23]. 

This is compounded in longitudinal studies, where attrition over time is also an issue. 

Accurate and complete enumeration of sampling frames is also extremely challenging. 

The result is that, even for studies using a well-documented sampling frame and a sound 

sampling process, recruiting a representative sample of participants is becoming 

increasingly difficult. 

 

Longitudinal studies established with the primary aim of examining change over time in 

a cohort are often used, via their baseline data, for population descriptive purposes. 

Recruitment for studies such as these that require a commitment to long-term follow-up 

is even more difficult than for a single cross-sectional survey. Potential participation 

biases in the estimation of descriptive population parameters from such studies are 

therefore exacerbated. 

 

Alongside the decline in response rates have been significant changes in survey 

practice, such as greater use of non-probability sampling through online recruitment and 

web-based surveys [10]. The appeal of web surveys lies in the speed with which large 

numbers of people can be recruited at relatively low cost [24], but participants are often 

self-selected with little reference to a well-defined study base [5]. There are therefore 

major concerns regarding representativeness and the generalisability of web-based 

surveys to wider target populations. 
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Schonlau and Couper [24] suggested that there are two main approaches for addressing 

this concern with web-based surveys: 1) find a way to conduct web surveys on 

probability samples without losing most of the cost and speed advantages; or 2) make 

adjustments to non-probability samples in the analysis through the use of model-based 

inference and auxiliary information so that sample selection becomes non-informative. 

This approach can improve precision of estimation; however, a key concern is the 

potential for bias as a result of departures from the modelling assumptions employed 

[10].  

 

Keiding and Louis [5] contrasted the analysis objectives of traditional survey statistics, 

where the primary aim is to generalise results obtained from a sample to the population, 

with those of epidemiological studies where the first priority is to obtain internal 

validity of inferences in the study group. This has led to a disparity in the analysis 

practices of the two fields of research, with survey statisticians favouring traditional 

design-based inference while epidemiologists tend to employ model-based inference, 

often with limited regard for how a sample was obtained or generalisability to a target 

population of interest.   

 

The authors encouraged greater cross-fertilisation between the epidemiological and 

survey domains, highlighting that survey methods can benefit from epidemiological 

model-based analyses while epidemiological studies can benefit from greater 

consideration of probability sampling and generalisability. They argued that both the 

survey statistics and epidemiological communities need to consider the perils and 

potentials of self-selection, particularly in light of web-based surveys becoming 

increasingly attractive. Finally, they concluded that valid generalisation of results from 

the sample to the target population depends on measuring the principal attributes that 

are associated with both participation and outcomes, and then using these appropriately 

in a modern analytic approach that combines elements from both the modelling and 

design-based traditions. 

 

One such analytic approach, known as multilevel regression and poststratification 

(MRP) is the focus of this thesis and will be introduced in detail in Section 2.6.  
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2.6 Multilevel regression and poststratification 

MRP was first described by Gelman and Little [6] and Park, Gelman and Bafumi [7], as 

an approach for estimating a population parameter of interest in the context of 

presidential voting and social research in the US. The method brings together a model-

based approach to inference for complex surveys with the use of population information 

to correct for known differences between sample and population. 

 Overview of MRP 

MRP comprises two steps. First, multilevel regression is used to model individual 

survey responses for the outcome measure of interest as a function of demographic 

(individual-level) and geographic (area-level) covariates. In the second, 

poststratification step, the resulting target parameter estimates for each demographic-

geographic respondent subtype are weighted by the proportions of each subtype in the 

actual population to produce an overall population-level estimate. 

 

The use of multilevel regression in the first step has two key advantages. First, the 

multilevel model allows the consideration of many more respondent subtypes than 

would classical methods. This is enabled by the use of random or “modelled” effects, 

rather than fixed or “unmodelled” effects [25], for all categorical covariates with more 

than two levels. That is, the effects of the different levels of a categorical covariate are 

assumed to relate to each other by way of a common distribution. For a binary 

covariate, however, multilevel modelling reduces to classical regression, hence this is 

usually expressed as a dichotomous fixed effect rather than a random effect with two 

levels. This ability of multilevel regression to make use of more detailed demographic 

information as well as all information used in the sampling design leads to more 

accurate estimation of target parameters. 

 

The second key advantage is that multilevel regression can be thought of as a method 

for compromising between the two extremes of excluding a categorical covariate from a 

model (complete pooling), or estimating target parameters separately within each level 

of the categorical covariate (no pooling) [25]. A complete pooling approach ignores 
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variation between levels of a categorical covariate, while a no-pooling analysis overfits 

the data within each category. A multilevel model partially pools or “shrinks” 

categorical covariate effect estimates towards their mean, with the degree of pooling 

determined from the data. Greater pooling occurs when the variance between categories 

is small and for categories with small sample sizes. Within the MRP framework, this 

partial pooling means estimates for relatively sparse respondent subtypes, also referred 

to as poststratification cells, can be improved through “borrowing strength” from 

demographically similar cells with richer data [8]. 

 

The final step of the MRP approach corrects for differential participation rates in the 

poststratification cells by weighting estimates across these cells so that they are more 

representative of the population of interest. This requires access to detailed data for the 

target population, specifically, population totals for the poststratification cells, which 

are defined by the cross-classification of all covariates included in the multilevel model. 

It is therefore necessary that all covariates be categorical. Sociodemographic and 

geographic variables are most often used to define poststratification cells because their 

population totals are more likely to be available from censuses or reference samples 

[24]. 

 

An intuitive explanation for how MRP works is as follows. The target population is 

partitioned into poststratification cells defined by the unique combinations of all 

individual-level and geographic-level covariates with the aim of estimating the 

parameter of interest within each poststratification cell. These cell-level estimates are 

then weighted up to produce a population-level estimate. This is challenging, however, 

because the covariates of interest often define a very large number of cells, many 

comprising few or even no individuals from the population. This sparsity is addressed 

by building a multilevel model, which uses the dependence of the outcome measure on 

the covariates to obtain reasonably stable cell-level estimates through the sharing of 

information regarding these covariate dependencies across cells. In other words, the 

multilevel model shrinks potentially noisy cell-level estimates, such as those that are 

highly unusual or based on limited data, towards the mean across all the cells, resulting 

in more stable and “smoothed” parameter estimates across the poststratification cells. 
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Because of this smoothing, MRP is able to avoid the often large variation associated 

with traditional weighted estimation approaches.   

 Key notation and definitions 

The MRP approach first defines a poststratification under which every individual 𝑖 in 

the population can be assigned to a poststratification cell 𝑗, where 𝑗 = 1, … , 𝐽. 

 

MRP then formally specifies, for a single outcome measure 𝑌 (which may be 

continuously-valued or binary), a multilevel regression model that specifies a linear 

predictor for the mean 𝜇𝑗 (or logit transform of the mean for a binary outcome) in 

poststratification cell 𝑗: 

 

𝑔(𝜇𝑗) = 𝑔(E[𝑌𝑗[𝑖]]) = 𝛽0 + 𝑿𝑗
𝑇𝜷 + ∑ 𝑎𝑙[𝑗]

𝑘
𝐾

𝑘=1
, 

  

where 𝑌𝑗[𝑖] is the outcome measurement for respondent 𝑖 in cell 𝑗, 𝛽0 is the fixed 

intercept, 𝑿𝑗 is the unique covariate vector for cell 𝑗, 𝜷 represents a vector of regression 

coefficients (fixed effects) and 𝑎𝑙[𝑗]
𝑘  the random (or modelled) effects where 𝑙[𝑗] maps 

the cell index 𝑗 to the appropriate category 𝑙 of variable 𝑘 for 𝑘 = 1, … , 𝐾. All random 

effects are modelled using independent normal distributions: 𝑎𝑙
𝑘~N(0, 𝜎𝑘

2), 𝑙 =

1, … , 𝐿𝑘. 

 

Consider a simple example with a dichotomous outcome measure and three categorical 

covariates: age group (with 3 levels); education (with 4 levels); and region (with 5 

levels). Together these covariates produce 3 × 4 × 5 = 60 unique respondent subtypes or 

poststratification cells. A multilevel regression model including all main effects and the 

interaction between age group and education can be defined as follows: 

 

𝜇𝑗 = Pr(𝑌𝑗[𝑖] = 1) = logit−1 (𝛽0 + 𝑎𝑙[𝑖]
region

+ 𝑎𝑚[𝑖]
age

+ 𝑎𝑜[𝑖]
edu + 𝑎𝑚[𝑖],𝑜[𝑖]

age×edu
). 
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The terms 𝑎𝑙[𝑖]
region

, 𝑎𝑚[𝑖]
age

, 𝑎𝑜[𝑖]
edu and 𝑎𝑚[𝑖],𝑜[𝑖]

age×edu
 are random effects for the categorical 

covariates representing region, age, education and the age × education interaction 

respectively. The subscripts indicate category membership of the 𝑖-th respondent, for 

example, 𝑎𝑙[𝑖]
region

 would take values from the set {𝑎1
region

, 𝑎2
region

, 𝑎3
region

, 𝑎4
region

, 

𝑎5
region

}. Each random effect is modelled using an independent normal distribution, for 

example, 𝑎𝑙
region

~N(0, 𝜎region
2 ). 

 

The multilevel regression estimate of 𝑎𝑙
region

, the effect for a given region 𝑙, can be 

shown to be a weighted average of the mean of the observations in the region and the 

mean over all the regions, where the weighted average reflects the relative amount of 

information available about the individual region and all the regions combined. For 

example, regions with smaller sample sizes carry less information so the weighting pulls 

the multilevel estimates closer to the overall region average, while regions with larger 

sample sizes carry more information so the corresponding multilevel estimates are 

closer to the individual regional averages [25]. 

 

From the fitted multilevel regression model, parameter estimates, �̂�𝑗, for each 

poststratification cell 𝑗, are obtained. These are then weighted by the corresponding 

population totals, 𝑁𝑗, and averaged to produce a poststratification estimate for the 

population parameter of interest as follows: 

 

�̂�PS =
∑ 𝑁𝑗�̂�𝑗

𝐽
𝑗=1

∑ 𝑁𝑗
𝐽
𝑗=1

. 

 

Similarly, an estimate at any subpopulation level 𝑠, can be derived by: 

 

�̂�𝑠
PS =

∑ 𝑁𝑗�̂�𝑗𝑗∈𝐽𝑠

∑ 𝑁𝑗𝑗∈𝐽𝑠

, 

 

where 𝐽𝑠 is the subset of all poststratification cells that comprise 𝑠. 
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 Applications of MRP in opinion surveys 

Early research into the application of MRP was almost exclusively performed in the 

context of presidential voting and social research in the US, with the primary aim of 

estimating state-level public opinion. It has since emerged as a “widely used gold 

standard for estimating preferences from national surveys” [26] in this field. A 

particularly interesting application of MRP performed by Wang et al. [8], showed the 

method to be effective in predicting the 2012 US presidential election result using a 

highly nonrepresentative sample of Xbox gaming users. Despite men aged 18–29 years 

being greatly overrepresented in the Xbox sample, MRP was able to produce estimates 

in line with leading traditional representative polls.   

 

There have been several published studies in recent years that have begun to examine 

the predictive accuracy of MRP with the intention of identifying the conditions under 

which it performs best. Lax and Phillips [27] published the first systematic comparison 

of the performance of MRP with disaggregation, a commonly used, easily implemented 

alternative method that disaggregates the data so as to calculate simple (raw, 

unweighted) data summaries by geographic area of interest, for example, state. They 

found MRP to be clearly superior, yielding distinct advantages in reducing error, 

reducing the variance of prediction and improving correlations with “true” state opinion 

levels, particularly for small sample sizes. MRP produced relatively reliable estimates 

of US state-level public opinion with national sample sizes as small as 1,400. The 

authors concluded that the improvement in performance of MRP over disaggregation 

was largely due to more accurate modelling of individual responses rather than the 

pooling of states towards the national mean in the multilevel model. It was also shown 

that MRP using even fairly simple response models incorporating demographic and 

geographic covariates performed well in measuring public opinion.  

 

In a second working paper, Lax and Phillips [28] reflected that a recent abundance of 

published applications of MRP in political science was “outpacing our knowledge of the 

strength and limitations of the methodology” and argued that “given this proliferation of 

the technique, more evaluation is needed to determine conditions under which MRP 
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performs best and to establish benchmarks for expectations of performance”. They 

aimed to further validate the MRP approach across a wider range of survey questions 

and found the degree of accuracy of MRP estimates to be consistent with what had been 

found in the existing literature. A set of seven preliminary recommendations for the 

application of MRP were also presented, one example being that the inclusion of 

interactions between individual-level covariates in the multilevel model did not 

substantially improve MRP performance.  

 

An examination of a larger number of cases and a greater range of opinions led Buttice 

and Highton [29] to draw less optimistic conclusions regarding the use of MRP for US 

national surveys of typical size (N≈1,500). They found substantial variation in 

performance and argued that the conditions necessary for MRP to perform well will not 

always be met. 

 

One of these conditions, widely agreed to be important [27-29] is the inclusion in the 

multilevel model of a geographic-level (or region-level) covariate that accounts for a 

substantial amount of the geographic variation in the outcome. Buttice and Highton [29] 

concluded that a strong geographic predictor emerges “as a necessary but not sufficient 

condition for MRP to perform well” and warned that it is often difficult to determine for 

a given analysis whether this condition is met. The authors further highlighted the 

critical importance of selecting an appropriate geographic-level covariate and strongly 

endorsed the recommendation of Warshaw and Rodden [30] of “optimising an MRP 

model for a particular research question”. They argued that while it is relatively easy to 

apply the same set of demographic and geographic covariates for all outcome measures 

of interest in an analysis, when the goal is to produce consistently high-quality MRP 

estimates, particular care should be taken in the process of model selection, as 

covariates that work well for one outcome may not work well for another and vice 

versa. 
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 Applications of MRP in population health and epidemiology 

Early applications of MRP in the context of population health and epidemiological 

studies have largely focused on producing small-area estimates of prevalence at state 

and local levels in the US. Zhang et al. [31] used MRP for estimation of the prevalence 

of chronic obstructive pulmonary disease using data from the Behavioural Risk Factor 

Surveillance System (BRFSS) 2011, and then further validated the MRP approach for 

the additional health indicators of current smoking, obesity, diabetes and lack of 

healthcare coverage [32]. Eke et al. [33] applied MRP to predict the prevalence of 

periodontitis from National Health and Nutrition Examination Survey (NHANES) 

2009–2012 data and Lin et al. [34] used MRP to estimate the prevalence of untreated 

dental caries among US children aged 6–9 years from NHANES 2005–2010 data. In 

each case, a fairly simple multilevel model was used including individual demographic 

covariates of age, gender and race/ethnicity as well as county-level poverty status. All 

four studies found MRP to be successful in producing small-area estimates that were 

reasonable and consistent with gold-standard direct estimates. 

 

More recently, Loux et al. [35] assessed the effectiveness of MRP as a tool to mitigate 

selection bias when obtaining health outcome prevalence estimates from an online 

Facebook-recruited sample. The study concluded that MRP can improve prevalence 

estimates from self-selected Internet-based samples but conceded that a non-negligible 

amount of bias may remain. This less favourable conclusion may be explained, at least 

in part, by the fact that the multilevel models fitted in this study contained only a small 

number of individual-level covariates due to limitations in the population-level data 

available. The authors also lamented the difficulty of identifying individual and 

geographic-level covariates (with corresponding population data available) that were 

strongly associated with the health outcomes of interest. This led them to suggest that 

MRP may be potentially less powerful in public health contexts, relative to fields such 

as public opinion where very strong predictors exist for common outcomes of interest. 
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2.7 Conclusion 

This review has contrasted the two competing basic philosophies in the theory of 

inference for surveys: design-based inference and model-based inference. While design-

based inference has traditionally been the most widely used approach for the analysis of 

complex surveys, particularly for estimation of descriptive parameters, there has been 

growing interest in model-based inference as an attractive alternative. Even more 

recently, declining participation rates and changes in survey practice such as increased 

use of web surveys, have led to an increased focus on methods for addressing the issue 

of selection or participation bias, where the sample obtained is not representative of the 

target population of interest.  

 

MRP has been shown, in a political science context, to be effective in estimating 

population parameters from a highly nonrepresentative sample. This current thesis aims 

to explore the potential value of MRP in large-scale population health and 

epidemiological studies. In Chapter 4 and Chapter 5, I report on an extensive case-study 

analysis to evaluate MRP relative to conventional IPW using sampling weights. Chapter 

6 and Chapter 7 evaluate both the accuracy and precision of MRP versus sampling 

weights, using a simulation experiment, in an Australian and US population 

respectively. Chapter 8 returns to the Ten to Men case study for a further comparison of 

MRP with sampling weights for two outcomes where available population data act as 

proxies for the “true value” of target parameters. 
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Ten to Men: The Australian Longitudinal Study on 

Male Health 

This chapter introduces Ten to Men: The Australian Longitudinal Study on Male Health, 

the case study that was the initial focus of analysis in this thesis. Section 3.1 describes 

the background to the study and Section 3.2 defines the variables considered in the 

analysis. A simple descriptive analysis of survey participation, based on the limited 

amount of data available for individuals who refused to participate in the baseline wave 

of the survey is presented in Section 3.3. 

 

3.1 Study background 

Ten to Men is a nationwide longitudinal study of the health and lifestyles of a large 

cohort of Australian males aged between 10 and 55 years. The study was commissioned 

by the Commonwealth Department of Health and Ageing in response to the 2010 

National Male Health Policy which recognised the existence of significant gaps in the 

knowledge of male health [36]. The study objectives were to examine the key 

determinants of male health including social, economic, environmental and behavioural 

factors, and to identify policy opportunities for improving the health and wellbeing of 

males and providing support at key life stages.     

 

The Ten to Men study employed a stratified, multistage cluster sampling design [37]. 

Stratification was defined according to the Australian Statistical Geographic Standards 

(ASGS) Remoteness Structure [38] in order to oversample males residing in regional 

areas. Three strata were selected: major cities, inner regional, and outer regional. 

Remote and very remote areas were excluded due to practical difficulties with recruiting 

from sparsely populated areas. In order to increase the number of participants living 

outside major cities, it was decided to draw 35% of the sample from regional areas, 20% 
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from inner regional and 15% from outer regional [36], compared with population 

proportions of 17% and 9% respectively. 

 

The ASGS Main Structure [39], comprising six hierarchical levels (in ascending order: 

Mesh Blocks, Statistical Area Level 1s or SA1s, SA2s, SA3s, SA4s and 

States/Territories) where each level directly aggregates to the level above, was used as 

the basis for the multistage cluster sampling strategy within each stratum. In the major 

cities stratum, SA1s were selected as the primary sampling unit and these were sampled 

randomly proportional to size, where size referred to the number of boys aged 10–14 

years according to the Australian Bureau of Statistics (ABS) 2011 Census of Population 

and Housing [40]. SA1s generally have a population ranging from 200–800 persons 

with an average of 400.  

 

In the regional strata, SA2s were first sampled proportional to size (population range 

2,000–25,000 persons, average 10,000) and then a fixed number of SA1s (maximum of 

4) were randomly sampled within each SA2. All households in selected SA1s were 

included in the sample and all male residents between the ages of 10 and 55 years in 

selected households were invited to participate in the survey. 

 

Sampling weights were derived by the study investigators to account for unequal 

sampling fractions and nonresponse. These sampling weights were calculated to reflect 

the inverse of individual survey participation probabilities and were calculated 

separately for the three age groups of interest: boys (10–14 years), young men (15–17 

years) and adults (18–55 years). The exact derivation of sampling weights for the Ten to 

Men baseline survey was described by Spittal et al. [37]. 

 

Responses to the baseline (wave 1) survey were obtained in 2013–14 via self-completed 

questionnaires (or via interview and parent-completed questionnaires for children under 

15 years of age). The Ten to Men cohort provided information in six broad domains: 

physical health, mental health and wellbeing, health behaviours, social and 

environmental determinants of health, health service utilisation and health knowledge, 

as well as detailed demographic and background information.  
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3.2 Variables of interest 

This section defines the outcome measures and covariates of interest in the case-study 

analysis for MRP based on the Ten to Men baseline survey. 

 Outcome measures 

Three important health outcome measures were chosen from the Ten to Men baseline 

survey in consultation with the study investigators, two binary variables and one 

continuous measure.  

 

The first binary outcome, participation in physical activity at levels sufficient to confer a 

health benefit, was measured using the Active Australia Survey (AAS) [41]. Survey 

respondents were asked to record the number of minutes spent engaging in the 

following activities over the previous week: walking (for leisure, exercise or as a means 

of transport); vigorous physical activity (jogging, cycling, aerobic, competitive tennis); 

and moderate physical activity (gentle swimming, social tennis, golf). The total time 

across these activities was calculated with the time spent in vigorous activity doubled as 

the greater intensity was considered to confer greater health benefit. Participation in 

sufficient physical activity was defined as the accumulation of at least 150 minutes of 

activity over one week. 

 

A second binary outcome, with a much lower expected prevalence was also considered. 

Suicidal ideation was defined based on a single item of the Patient Health Questionnaire 

(PHQ-9) [42] which asked “Over the past two weeks, how often have you been 

bothered by thoughts that you would be better off dead, or of hurting yourself in some 

way?”. This was scored 0 (“not at all”), 1 (“several days”), 2 (“a week or more”) or 3 

(“nearly every day”) and those who scored 1 or more were deemed to be experiencing 

suicidal ideation.  

 

The continuous outcome of interest related to mental health and was measured 

according to the Mental Component Summary of the Medical Outcomes Study 12-item 
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Short-Form Health Survey (SF-12) [43]. Possible scores range from 0 to 100 with 

higher scores representing better mental health functioning.  

 

Since the SF-12 Health Survey was only completed by respondents aged 18 years and 

over and modified versions of the AAS and PHQ-9 were administered to those under 

the age of 18 years, all analyses were restricted to adult survey participants (18–55 

years) only. This still comprised the vast majority (86%) of the Ten to Men cohort.  

 Covariates for consideration 

For variables from the Ten to Men baseline survey to be considered as potential 

covariates in the MRP analyses, corresponding population-level data were required, the 

source of which was chosen to be the 2011 ABS Australian Census of Population and 

Housing [40]. Customised population frequency tables were freely available on the 

ABS website (http://www.abs.gov.au/) using their TableBuilder software. Variables 

were also required to be categorical for the second poststratification step of the MRP 

approach. 

 

Categorical variables that were measured consistently in both the Ten to Men baseline 

survey and the 2011 Australian Census were predominantly geographic and 

sociodemographic variables. A full list of variables and the associated category levels is 

as follows: 

• Remoteness classification: Major cities; Inner regional; Outer regional. 

• State/Territory: Australian Capital Territory (ACT); New South Wales (NSW); 

Northern Territory (NT); Queensland (QLD); South Australia (SA); Tasmania 

(TAS); Victoria (VIC); Western Australia (WA). 

• Age group: 18–19 years; 20–24 years; 25–29 years; 30–34 years; 35–39 years; 

40–44 years; 45–49 years; 50–55 years. 

• Country of birth: Oceania and Antarctica; North-West Europe; Southern and 

Eastern Europe; North Africa and the Middle East; South-East Asia; North-East 

Asia; Southern and Central Asia; Americas; Sub-Saharan Africa. 

http://www.abs.gov.au/
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•  Parents’ country of birth: Both parents born overseas; Father only born overseas; 

Mother only born overseas; Both parents born in Australia. 

• English fluency: Speaks English only; Speaks another language and speaks 

English very well; Speaks another language and speaks English well; Speaks 

another language and speaks English not well; Speaks another language and 

speaks English not at all. 

• Indigenous status: Non-Indigenous; Aboriginal; Torres Strait Islander; Both 

Aboriginal and Torres Strait Islander. 

• Marital status: Never married; Widowed; Divorced; Separated but not divorced; 

Married/de facto. 

• Employment status: Employed/working for profit or pay; Unemployed and 

looking for work; Neither working nor looking for work. 

• Occupation: Managers; Professionals; Technicians and trade workers; 

Community and personal service workers; Clerical and administrative workers; 

Sales workers; Machinery operators and drivers; Labourers; Not applicable. 

• Industry of employment: Accommodation and food services; Administrative and 

support services; Agriculture, forestry and fishing; Arts and recreation services; 

Construction; Education and training; Electricity, gas, water and waste services; 

Financial and insurance services; Health care and social assistance; Information 

media and telecommunications; Manufacturing; Mining; Personal and other 

services; Professional, scientific and technical services; Public administration and 

safety; Rental, hiring and real estate services; Retail trade; Transport, postal and 

warehousing; Wholesale trade; Other; Not applicable.  

• Hours worked per week in main and all jobs: None; 1–15 hours; 16–24 hours; 25–

34 hours; 35–39 hours; 40 hours; 41–48 hours; 49 hours and over; Not applicable. 

• Currently attending any education institution: No; Yes, part time; Yes, full time. 

• Highest level of secondary education completed: Did not go to school; Year 8 or 

below; Year 9; Year 10; Year 11; Year 12. 

• Highest qualification achieved: None; Certificate level; Advanced diploma and 

diploma level; Bachelor degree; Graduate diploma/certificate level; Master degree 

or postgraduate degree/diploma; Doctorate. 
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• Socio-Economic Indexes for Areas (SEIFA) (Relative socioeconomic 

disadvantage, Relative socioeconomic advantage and disadvantage, Economic 

resources, Education and occupation): Deciles 1–10.     

 

While income was considered an important variable, this information was not captured 

consistently by the survey and the Census: the survey recorded combined household 

income while the Census documented personal income. Since it was not possible to 

satisfactorily reconcile these two definitions, income was not used in the analysis. It was 

hoped, however, that most of the information related to income would be captured 

indirectly by related variables such as current occupation, highest qualification 

completed and the area-based SEIFA deciles. 

 

3.3 Ten to Men survey participation 

During the wave 1 recruitment period, field interviewers approached every eligible 

dwelling within sampled SA1s to briefly introduce the study and invite all male 

residents aged 10–55 years to participate. Three attempts to contact a dwelling were 

made, after which time a calling card with details on how to contact the study team was 

left. 

 

As well as providing relevant study documentation and questionnaires to individuals 

agreeing to participate in the survey, field interviewers were required to complete a 

household form (Figure 3-1) for each eligible dwelling. This form recorded information 

such as dwelling address, dwelling type and a log of attempts to make contact with 

household residents. Basic details including name, age group and participation status 

were recorded for each eligible or “in-scope” male residing in the household as well as 

relationship information between each pair of participating individuals. 

 

This household form formed the basis for a simple descriptive analysis of survey 

participation in wave 1 of the Ten to Men survey of Australian males aged 10–55 years. 

This analysis is presented in the following sections. 
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Figure 3-1. Household form completed by field interviewers for each eligible dwelling within each sampled SA1 in Ten to Men wave 1 recruitment 

(code definitions are included in Appendix 1). 
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 Methods 

The only variable collected via the household form at the individual level was age 

group, defined as the three broad categories described in Section 3.1: boys (10–14 

years); young men (15–17 years); and adults (18–55 years). Most of the other variables 

available for both responders and non-responders were derived from the household 

address, such as state or territory, remoteness classification and SEIFA deciles. The 

total number of eligible males residing in the household and the number within each of 

the three age groups were also recorded.  

 

Participation fractions were calculated for the sample overall and also for each level of 

the variables with data available for all individuals determined to be eligible or in-scope. 

Individuals for whom responder status was unknown were considered non-responders. 

The number of participating individuals within a household was calculated by 

household size, defined as the number of eligible male residents aged 10–55 years. 

 Results 

A total of 45,510 eligible males aged 10–55 years were sampled in wave 1 of the Ten to 

Men survey. Valid responses were obtained from 16,063 individuals, recruited from a 

total of 622 SA1s across all Australian states and territories. The participation fraction 

was therefore 35.3%. There was an additional 7% of households in sampled areas where 

the eligibility of residing males could not be determined.  

 

Table 3-1 summarises the participation fraction by levels of each variable with data 

available for both responders and non-responders. The participation fraction was highest 

in the adult age group (37%), followed by young men (32%) and boys (27%).  

Participation was higher in regional areas (40% and 39% for inner and outer regional 

areas respectively) compared to major cites (33%).  
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Table 3-1. Ten to Men survey participation fractions by levels of each variable with data 

available for both responders and non-responders. 

  

Number of 
eligible 
males  

Responders 

n % 

Total sampled (Males 10–55 years) 45,510 16,063 35.3% 

Age group    

     Boys (10–14 years) 4,290 1,168 27.2% 

     Young men (15–17 years) 3,197 1,017 31.8% 

     Adults (18–55 years) 37,930 13,878 36.6% 

     Missing 93   

Remoteness classification    

     Major cities 28,363 9,252 32.6% 

     Inner regional 9,107 3,652 40.1% 

     Outer regional 8,040 3,159 39.3% 

State or Territory    

    Australian Capital Territory 552 195 35.3% 

    New South Wales 13,085 4,510 34.5% 

    Northern Territory 264 87 33.0% 

    Queensland 9,991 3,402 34.1% 

    South Australia 2,708 830 30.6% 

    Tasmania 571 263 46.1% 

    Victoria 12,759 4,900 38.4% 

    Western Australia 5,580 1,876 33.6% 

SEIFA relative socioeconomic disadvantage    

     Decile 1 (lowest) 3,781 1,103 29.2% 

     Decile 2 6,077 1,971 32.4% 

     Decile 3 3,631 1,249 34.4% 

     Decile 4 5,167 1,744 33.8% 

     Decile 5 3,841 1,398 36.4% 

     Decile 6 5,836 2,206 37.8% 

     Decile 7 4,943 1,813 36.7% 

     Decile 8 3,832 1,454 37.9% 

     Decile 9 3,919 1,433 36.6% 

     Decile 10 (highest) 4,483 1,692 37.7% 

SEIFA relative socioeconomic advantage and disadvantage    

     Decile 1 (lowest) 4,136 1,229 29.7% 

     Decile 2 5,446 1,728 31.7% 

     Decile 3 4,772 1,680 35.2% 

     Decile 4 3,770 1,271 33.7% 

     Decile 5 4,902 1,785 36.4% 

     Decile 6 5,290 1,977 37.4% 

     Decile 7 5,269 2,015 38.2% 

     Decile 8 3,840 1,401 36.5% 

     Decile 9 4,116 1,505 36.6% 

     Decile 10 (highest) 3,969 1,472 37.1% 
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Table 3-1. Continued. 

  

Number of 
eligible 
males  

Responders 

n % 

SEIFA economic resources    

     Decile 1 (lowest) 3,505 1,092 31.2% 

     Decile 2 5,074 1,722 33.9% 

     Decile 3 4,083 1,411 34.6% 

     Decile 4 3,785 1,231 32.5% 

     Decile 5 3,929 1,417 36.1% 

     Decile 6 4,864 1,720 35.4% 

     Decile 7 4,818 1,885 39.1% 

     Decile 8 5,204 1,930 37.1% 

     Decile 9 4,364 1,580 36.2% 

     Decile 10 (highest) 5,884 2,075 35.3% 

SEIFA education and occupation    

     Decile 1 (lowest) 4,791 1,424 29.7% 

     Decile 2 4,683 1,465 31.3% 

     Decile 3 5,357 1,725 32.2% 

     Decile 4 4,836 1,807 37.4% 

     Decile 5 4,299 1,581 36.8% 

     Decile 6 7,045 2,595 36.8% 

     Decile 7 4,535 1,678 37.0% 

     Decile 8 4,990 1,844 37.0% 

     Decile 9 3,062 1,133 37.0% 

     Decile 10 (highest) 1,912 811 42.4% 

Dwelling type    

     Single/free standing house 39,228 13,893 35.4% 

     Semi-detached house (1 storey) 1,993 671 33.7% 

     Semi-detached house (2 or more storeys) 1,202 393 32.7% 

     Flat or apartment (1–2 storey block) 1,278 418 32.7% 

     Flat or apartment (3 storey block) 448 131 29.2% 

     Flat or apartment (4 or more storey block) 196 69 35.2% 

     Flat or apartment attached to a house 26 9 34.6% 

     Caravan or cabin or houseboat 25 14 56.0% 

     Improvised home/tent/camping out 6 3 50.0% 

     House or flat attached to a shop/office 51 18 35.3% 

     Missing 1,057   

Number of eligible males (total) in the household    

     1 25,054 9,849 39.3% 

     2 12,454 4,025 32.3% 

     3 5,778 1,651 28.6% 

     4 1,696 436 25.7% 

     5 or more 528 102 19.3% 

Table continues 
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Table 3-1. Continued. 

  

Number of 
eligible 
males  

Responders 

n % 

Number of boys (10–14 years) in the household    

     0 37,187 13,321 35.8% 

     1 6,595 2,180 33.1% 

     2 1,554 527 33.9% 

     3 150 35 23.3% 

     4 24 0 0.0% 

Number of young men (15–17 years) in the household    

     0 38,776 13,873 35.8% 

     1 5,928 1,995 33.7% 

     2 773 191 24.7% 

     3 33 4 12.1% 

Number of adult males (18–55 years) in the household    

     0 1,535 502 32.7% 

     1 33,185 12,656 38.1% 

     2 7,534 2,181 28.9% 

     3 2,435 567 23.3% 

     4 619 115 18.6% 

     5 or more 202 42 20.8% 

 

There was considerable variation in the sample size between states, from 264 in NT and 

just over 550 in both ACT and TAS, to approximately 13,000 in Australia’s two most  

populous states, NSW and VIC. The highest survey participation rate was observed in 

TAS (46%), followed by VIC (38%) and ACT (35%). SA recorded the lowest 

participation rate (31%). There was also a generally increasing trend in survey 

participation with each of the SEIFA indices. Larger household size, as measured by the 

total number of male residents as well as the number of male residents in each of the 

three age groups, appeared to be associated with lower rates of survey participation. 

 

Table 3-2 provides a summary of survey participation by households. A total of 33,728 

households were sampled and deemed to have at least one eligible male resident aged 

10–55 years. Almost three quarters (74%) of the eligible households sampled comprised 

a single eligible male resident. A further 19% had a household size of 2 eligible 

residents, 5.7% a household size of 3, and 1.3% a household size of 4. The maximum 

household size was 9.  
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Table 3-2. Number of participating individuals per sampled household by household size 

(number of eligible male residents). 

Household 
size 

Number of 
households 

 Number of individuals participating 

% 0 1 2 3 4 5 6 7 

1 25,054 74.3% 61% 39%             

2 6,227 18.5% 55% 25% 20%           

3 1,926 5.7% 55% 18% 12% 15%         

4 424 1.3% 55% 15% 11% 9% 10%       

5 70 0.2% 64% 7% 7% 10% 6% 6%     

6 19 0.1% 63% 26% 0% 0% 0% 11% 0%   

7 1 0.0% 100% 0% 0% 0% 0% 0% 0% 0% 

8 6 0.0% 50% 0% 0% 0% 33% 0% 0% 17% 

9 1 0.0% 100% 0% 0% 0% 0% 0% 0% 0% 

 

The proportion of households where no eligible residents agreed to participate remained 

relatively constant at approximately 55–60% for household sizes ranging from 1 to 4 

which represented the majority of the data. Full household participation was achieved 

for 39% of households of size 1, 20% of households of size 2, 15% of households of 

size 3 and 10% of households of size 4. Table 3-2 highlights considerable variation in 

the pattern of survey participation by household size. 

 Discussion 

A simple descriptive analysis of survey participation in wave 1 of the Ten to Men 

survey revealed an overall response rate of just over one-third. This implies 

considerable potential for participation bias and hence bias in estimation and any 

inferences made from the sample using standard analysis techniques. Differences in 

participation fractions across levels of several variables including age group, remoteness 

classification, state or territory, SEIFA indices and household size provide further 

evidence that the Ten to Men sample may not be representative of the population of 

interest, Australian males aged 10–55 years. 

 

This analysis of survey participation was based on very limited data, as only one 

variable was recorded at the individual level for survey non-responders. The remaining 

data available for non-responders related to household geographic location. A more 

informative analysis would have been possible with more data available on all sampled 
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individuals; however, this was very difficult in practice with opportunities to obtain the 

desired level of detail extremely limited. There were some qualitative data available on 

reasons for household refusal, but no analyses on these data were performed.  

 

3.4 Conclusion 

Ten to Men is a nationwide longitudinal study of the health and lifestyles of a large 

cohort of Australian males aged between 10 and 55 years. Despite a sound sampling 

strategy including a stratified, multistage cluster sampling design, an overall 

participation rate for the baseline wave of approximately one-third implied considerable 

potential for nonrepresentativeness of the sample relative to the population of interest. A 

simple descriptive analysis of survey participation also highlighted differences between 

survey responders and non-responders in terms of important variables. 

 

This case study was the initial focus for analysis in this thesis. In Chapter 4 and Chapter 

5, MRP is evaluated relative to conventional IPW using design-based sampling weights 

for the estimation of the key study outcome measures of interest: participation in 

physical activity at levels sufficient to confer health benefit, suicidal ideation and SF-12 

mental component summary score. Chapter 4 considers individually tailored multilevel 

models within the MRP framework for each outcome measure while Chapter 5 

investigates a more practically feasible approach of defining a single multilevel model 

for all three outcomes. Chapter 8 returns to this case study for a further comparison of 

MRP with sampling weights for two new outcome measures where population data 

were available to provide proxies for the “true value” of target parameters. 
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Case-study evaluation of MRP: a tailored model 

approach 

4.1 Introduction 

This chapter reproduces the author-accepted version of the paper “Multilevel regression 

and poststratification: A modeling approach to estimating population quantities from 

highly selected survey samples” published in American Journal of Epidemiology on 9 

April 2018.  

 

This paper assessed the potential value of MRP relative to conventional IPW using 

sampling weights for addressing participation bias in the estimation of target parameters 

relating to three key outcome measures from the baseline wave of the Ten to Men study: 

participation in physical activity at levels sufficient to confer health benefit, suicidal 

ideation and SF-12 mental component summary score. Target parameter estimates were 

obtained for each outcome at the whole population level, and for each Australian state 

and territory separately. 

 

Variable selection from among the set of potential demographic and geographic 

covariates (listed in Section 3.2.2) for inclusion in the multilevel model within the MRP 

framework was performed separately for each of the three outcome measures. This 

individually tailored approach was employed to ensure the best model comprising the 

best combination of covariates was chosen in each case. The sensitivity of MRP to 

model specification was also of interest and this was investigated by first specifying a 

simple multilevel model including age group, remoteness classification and their 

interaction, and then gradually increasing model complexity through the addition of 

new covariates to observe any changes in MRP performance. 
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The sampling weights used for comparison were those derived by the Ten to Men study 

investigators. As mentioned in Section 3.1, a detailed description of the exact derivation 

of these weights was provided by Spittal et al. [37]. 

 

4.2 Author-accepted version of paper published in American Journal 

of Epidemiology 

 Reference 

Downes M, Gurrin LC, English DR, Pirkis J, Currier D, Spittal MJ, Carlin JB. 

Multilevel regression and poststratification: A modeling approach to estimating 

population quantities from highly selected survey samples. American Journal of 

Epidemiology. 2018; 187(8): 1780–1790. 

 Abstract 

Large-scale population health studies face increasing difficulties in recruiting 

representative samples of participants. Non-participation, item nonresponse and 

attrition, when follow-up is involved, often result in highly selected samples even in 

well-designed studies. We aimed to assess the potential value of multilevel regression 

and poststratification, a method previously used to successfully forecast US presidential 

election results, for addressing biases due to non-participation in the estimation of 

population descriptive quantities in large cohort studies. The investigation was 

performed as an extensive case study using a large national health survey of Australian 

males, the Ten to Men study. Analyses were performed in the Bayesian computational 

package RStan. Results showed greater consistency and precision across population 

subsets of varying sizes, when compared with estimates obtained using conventional 

survey sampling weights. Estimates for smaller population subsets exhibited a greater 

degree of shrinkage towards the national estimate. Multilevel regression and 

poststratification provides a promising analytic approach to addressing potential 

participation bias in the estimation of population descriptive quantities from large-scale 

health surveys and cohort studies. 
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 Introduction 

Large-scale population health surveys face increasing difficulties in recruiting 

representative samples of participants. The gold standard in survey research involves a 

well-documented sampling frame followed by a carefully designed sampling process. 

Traditional analytic approaches are design-based, using weighting to adjust results to 

reflect the source or target population. Meeting this gold standard is, however, difficult 

to accomplish in practice [5]. Non-participation and item nonresponse, even in well-

designed surveys, often result in highly selected survey samples. This is compounded in 

longitudinal studies where attrition over time is also an issue.  

 

Keiding and Louis [5] contrast the analysis practices of traditional survey statistics 

where the primary aim is to generalise results obtained from a sample to the population, 

with those of epidemiological studies where the first priority is to obtain internal 

validity of inferences in the study group. The authors argue that both the survey 

statistics and epidemiological communities need to consider the perils and potentials of 

self-selection, particularly in light of web-based self-selected enrolment becoming 

increasingly attractive due to significantly lower costs and rapid accrual. They conclude 

that valid transportability of results from the sample to the target population depends on 

measuring the principal attributes that are associated with both participation and 

outcomes, and then using these appropriately in a modern analytic approach that is both 

model-assisted and design-based.  

 

One such analytic approach, known as multilevel regression and poststratification 

(MRP) was developed by Gelman and Little [6] and Park, Gelman and Bafumi [7] for 

estimation of public opinion using US national pre-election polling data. Wang et al. [8] 

showed the approach to be successful in forecasting the 2012 US presidential election 

result using a highly nonrepresentative sample of Xbox gaming users, leading to the 

suggestion that it may be possible to obtain valid population estimates from 

nonrepresentative polling not only for election forecasting, but in social research more 

generally. 
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The fundamental idea of MRP is to partition the population into a large number of cells 

based on combinations of various demographic attributes, use the sample to estimate the 

outcome of interest within each cell by fitting a multilevel regression model, and finally 

to aggregate the cell-level estimates up to a population-level estimate by weighting each 

cell by its relative proportion in the population [8]. The key role of the multilevel 

regression model is to generate stable cell-level estimates through partial pooling, in 

which estimates for relatively sparse poststratification cells can be improved by 

“borrowing strength” from similar cells with richer data [8]. 

 

Few studies have reported on the use of MRP in the context of population health 

surveys. Zhang et al. [31] applied MRP for estimation of the prevalence of chronic 

obstructive pulmonary disease using the Behavioural Risk Factor Surveillance System 

2011 while Eke et al. [33] used MRP to predict rates of periodontitis from the National 

Health and Nutrition Examination Survey 2009–2012. Both studies found MRP to be 

successful in producing small-area estimates of prevalence at state and local levels in 

the United States. 

 

We were motivated by Wang et al. [8] to use MRP for producing accurate population 

estimates from a nonrepresentative sample. The main objective was to assess the 

potential value of MRP for addressing participation bias in the estimation of population 

descriptive quantities, such as the mean value of a continuous measure or the prevalence 

of a dichotomous measure, in large cohort studies and to evaluate MRP relative to 

conventional methods of estimation such as the use of sampling weights. We did not 

consider the estimation of measures of association between exposures and outcomes. 

We also aimed to investigate the sensitivity of MRP to: model specification, in 

particular, increasing model complexity; the importance of interactions; and the choice 

of prior distributions for model parameters. 

 

The investigation was performed as an extensive case study using the baseline wave of a 

large national health survey of Australian males, the Ten to Men study. This survey 

followed a well-designed sampling strategy, but a participation rate of about one-third 
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implies considerable potential for bias in estimation and any associated inferences made 

using this sample. 

 

Motivating case study: Ten to Men 

Ten to Men is a nationwide longitudinal study of Australian males aged 10–55 years. 

The study employed a stratified, multistage cluster sampling design, described 

elsewhere [36, 37, 44]. Stratification was defined according to the Australian Statistical 

Geographic Standards Remoteness Structure [38] to oversample males residing in 

regional (non-urban) areas. Three strata were specified: major cities, inner regional, and 

outer regional; remote and very remote areas were excluded. A two-stage cluster 

sampling plan was implemented within each stratum, where clusters represented smaller 

geographical areas also defined by Australian Statistical Geographic Standards. All 

households in selected areas were included in the sample and all male residents aged 

10–55 years were invited to participate. All study materials were printed in English 

only. 

 

Responses to the baseline survey were obtained in 2013–14 from 15,988 males 

(𝑛 =1,087 boys (10–14 years); 𝑛 =1,017 young men (15–17 years); and 𝑛 =13,884 

adults (18–55 years)) recruited across all Australian states and territories; the 

participation fraction was 35%.  

 

The population: 2011 Australian Census 

The Australian Census of Population and Housing is conducted every five years. The 

most recent data available at the time of survey design was from the 2011 Census [40]. 

Customised population data are freely available from the Australian Bureau of Statistics 

website. 

 Methods 

We describe the analytic approach for a single outcome measure 𝑌, that may be 

continuously-valued or binary, assuming that the target parameter of interest in either 

case is the mean value of 𝑌 in the population. Each individual, denoted by the index 𝑖, 
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in the population belongs to one of 𝑗 = 1, … , 𝐽 poststratification cells, each of which is 

characterised by a unique set of covariates. 

 

MRP step 1: Multilevel regression 

The multilevel regression model specifies a linear predictor for the mean 𝜇𝑗 (or logit 

transform of the mean in the case of a binary outcome) in poststratification cell j: 

 

𝑔(𝜇𝑗) = 𝑔(E[𝑌𝑗[𝑖]]) = 𝛽0 +  𝑿𝑗
𝑇𝜷 +  ∑ 𝑎𝑙[𝑗]

𝑘

𝐾

𝑘=1

 

 

where 𝑌𝑗[𝑖] is the outcome measurement for respondent 𝑖 in cell 𝑗, 𝛽0 is the fixed 

intercept, 𝑿𝑗 is the unique covariate vector for cell 𝑗, 𝜷 represents a vector of regression 

coefficients (fixed effects) and 𝑎𝑙[𝑗]
𝑘  the varying coefficient (random effect) where 𝑙[𝑗] 

maps the cell index 𝑗 to the corresponding index of category 𝑙 of variable 𝑘 for 𝑘 =

1, … , 𝐾. All varying coefficients are exchangeable batches with independent normal 

prior distributions: 𝑎𝑙
𝑘 ~ N(0, 𝜎k

2), 𝑙 = 1, … , 𝐿𝑘. 

 

MRP step 2: Poststratification 

The poststratification estimate for the population parameter of interest is: 

 

�̂�PS =  
∑ 𝑁𝑗�̂�𝑗

𝐽
𝑗=1

∑ 𝑁𝑗
𝐽
𝑗=1

 ,  

 

where �̂�𝑗 is the estimated outcome of interest for poststratification cell 𝑗, and 𝑁𝑗 is the 

size of the 𝑗-th poststratification cell in the population. 

 

Similarly, an estimate at any subpopulation level 𝑠, can be derived by: 

 

�̂�𝑠
PS =  

∑ 𝑁𝑗�̂�𝑗𝑗∈𝐽𝑠

∑ 𝑁𝑗𝑗∈𝐽𝑠

 , 
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where 𝐽𝑠 is the subset of all poststratification cells that comprise 𝑠. 

 

Ten to Men outcome measures and poststratification factors 

Three important health outcome measures were chosen for an initial application of 

MRP. Participation in physical activity at levels sufficient to confer a health benefit was 

defined according to the Active Australia Survey [41] as the accumulation of at least 

150 minutes of activity over one week. Suicidal ideation was defined based on a single 

item of the Patient Health Questionnaire [42] which asks “Over the past two weeks, 

how often have you been bothered by thoughts that you would be better off dead, or of 

hurting yourself in some way?”. This was scored 0 (“not at all”), 1 (“several days”), 2 

(“a week or more”) or 3 (“nearly every day”) and those who scored 1 or more were 

deemed to be reporting suicidal ideation. Mental health was measured according to the 

Mental Component Summary of the 12-item Short Form (SF-12) Health Survey [43]. 

Possible scores range from 0 to 100 with higher scores representing better mental health 

functioning. These outcome measures were applicable to adult participants only.  

  

Potential poststratification factors that were measured consistently in both the Ten to 

Men baseline survey and the 2011 Australian Census included: demographic variables 

reflecting age, ethnicity, employment and education; geographical information and 

Australian Bureau of Statistics derived Socio-Economic Indexes for Areas (SEIFA) 

deciles [45]. A full list is provided in Appendix 2 Supplementary Table 1. 

 

Model specification and variable selection 

Model selection was implemented separately for each of the three outcome measures. 

While a single model for all outcomes would be more useful in practice, this 

individually tailored approach was taken to ensure the best set of poststratification 

factors was chosen in each case. 

 

We began by fitting a simple non-nested model including the stratification factor 

(remoteness classification), age group and their interaction. Following the notation of 

Gelman and Hill [25], this first model for a binary outcome is expressed as: 
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Pr(𝑌𝑗[𝑖] = 1) = logit−1(𝛽0 +  𝑎𝑙[𝑖]
remote +  𝑎𝑚[𝑖]

age
+  𝑎𝑙[𝑖],𝑚[𝑖]

remote×age
), 

 

where 𝑌𝑗[𝑖] is the observed binary outcome (1 = yes; 0 = no) for sampled individual 𝑖 in 

poststratification cell 𝑗 and 𝛽0 is the fixed intercept. The terms 𝑎𝑙[𝑖]
remote, 𝑎𝑚[𝑖]

age
 and 

𝑎𝑙[𝑖],𝑚[𝑖]
remote×age

 are varying coefficients for the categorical variables representing remoteness 

classification, age and their interaction. The subscripts indicate category membership of 

the 𝑖-th respondent, for example,  𝑎𝑚[𝑖]
age

 takes values from the set {𝑎18−19
age

, 𝑎20−24
age

, 

𝑎25−29
age

, 𝑎30−34
age

, 𝑎35−39
age

, 𝑎40−44
age

, 𝑎45−49
age

, 𝑎50−55
age

}. Each batch of varying coefficients is 

given an independent prior distribution, for example, 𝑎𝑚
age

 ~ N(0, 𝜎age
2 ). 

 

Next, since the interaction term for all three outcomes was found to explain minimal 

variance, it was removed and the model reparameterised with the effect of age group 

decomposed into a linear trend represented by a fixed coefficient and deviations from 

the linear trend represented by varying coefficients.  

 

Binary indigenous status was added to the model as a fixed effect, due to it being an 

important predictor of health outcomes and highly relevant to survey participation 

behaviour. The remaining poststratification factors were considered for inclusion as 

varying coefficients using a forward stepwise selection approach. Finally, further 

interactions involving remoteness classification and/or age group were also considered. 

 

The following diagnostic tools were used to guide variable selection: the magnitude of 

estimated variance components and varying coefficients relative to their standard errors, 

binned residual plots and incremental changes to poststratification estimates. The final 

“best” model was chosen when the inclusion of any additional variables resulted in 

negligible changes to model fit and subsequent poststratification estimates. 

 

Bayesian modelling 

Bayesian analyses were performed using RStan [46] to obtain the posterior distribution 

of model parameters. A number of different prior distributions were investigated to 

evaluate the sensitivity of results to this choice, including: (i) unbounded uniform (the 
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default in RStan); (ii) bounded uniform (chosen to reflect plausible values for model 

parameters); and (iii) weakly informative Cauchy (a broad peak at zero and long tails). 

These prior distributions reflect the recommendations of Gelman [47] and Gelman et al. 

[48]. 

 

Samples from posterior distributions were generated using RStan’s Hamiltonian Monte 

Carlo routines [46] implemented with four chains, each with a minimum of 1,000 

iterations, the first half of which were considered as warmup and disregarded. 

Convergence was judged to have occurred when �̂� (the potential scale reduction factor) 

was no greater than 1.1 for all model parameters [25]. 

 

Only a small number of records had missing values for some variables. These were 

largely ignored except for a small number of nominal variables (occupation, highest 

qualification) where an additional “missing” response category was created. 

 

Comparison with use of sampling weights 

National and statewide estimates obtained using MRP were compared with unweighted 

estimates and to estimates incorporating sampling weights. Unweighted estimates and 

95% confidence intervals (CI) were calculated assuming a normal approximation for the 

sampling distributions of means and proportions while weighted estimates were 

obtained using the “confint” and “svyciprop” commands in the survey package in R [49, 

50]. Sampling weights were derived elsewhere [37]. Analysis code in R and mock 

sample and population data sets are provided in the accompanying web material. 

 Results 

Table 4-1 compares a selection of sociodemographic poststratification factors in the Ten 

to Men sample of adult participants with the 2011 Census population. A full summary 

of all poststratification factors is provided in Appendix 2 Supplementary Table 2. The 

sample appeared slightly older, with a higher proportion speaking only English, in a 

married or de facto relationship and having achieved a higher educational qualification. 

The table also clearly shows the oversampling of regional areas.   
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Table 4-1. Frequency distributions for a selection of sociodemographics from the Ten to Men 

sample of adult survey participants and in the populationa, as well as unadjusted observed 

descriptive statistics for the three outcome measures of interest. 

Sociodemographic  
poststratification factors 

2011 Census 
population 

Ten to Men 
sample 

Participation 
in sufficient 

physical 
activity 

Experiencing 
suicidal 
ideation 

SF-12 
Mental 

component 
summary 

No. % No. % % % Mean (SD) 

N (Adult males 18–55 years) 5,425,489 
 

13,884 
 

64 10 49.9 (9.2) 

Remoteness classification 
       

 Major cities 4,026,992 74 8,078 58 67 9 49.9 (9.1) 

 Inner regional 924,617 17 3,155 23 61 11 49.7 (9.6) 

 Outer regional 473,880 9 2,649 19 59 9 50.1 (9.3) 

 Missing 0 
 

2 
    

State 
       

 Australian Capital Territory 101,458 2 178 1 69 11 50.2 (9.0) 

 New South Wales 1,751,311 32 3,882 28 63 10 49.5 (9.5) 

 Northern Territory 37,235 1 71 1 53 7 50.4 (8.8) 

 Queensland 1,077,210 20 2,933 21 63 10 49.7 (9.5) 

 South Australia 388,873 7 731 5 64 9 50.3 (9.1) 

 Tasmania 114,560 2 231 2 58 13 48.1 (10.5) 

 Victoria 1,399,984 26 4,244 31 65 9 50.2 (8.9) 

 Western Australia 554,858 10 1,612 12 67 9 49.9 (9.1) 

 Missing 0 
 

2 
    

Age group 
       

 18–19 years 280,295 5 615 4 77 11 51.3 (9.4) 

 20–24 years 720,771 13 1,376 10 73 12 49.5 (9.7) 

 25–29 years 729,830 13 1,409 10 68 10 49.4 (9.2) 

 30–34 years 697,620 13 1,692 12 65 8 49.3 (9.3) 

 35–39 years 724,713 13 1,969 14 62 9 49.4 (9.2) 

 40–44 years 732,172 13 2,166 16 61 9 49.9 (9.1) 

 45–49 years 719,316 13 2,080 15 61 9 50.1 (8.9) 

 50–55 years 820,772 15 2,456 18 59 10 50.6 (9.3) 

 Missing 0 
 

121 
    

English fluency 
       

 Speaks English only 4,010,466 78 12,504 91 65 10 49.8 (9.3) 

 Speaks another language  
            and speaks English: 

       

  Very well 701,185 14 566 4 64 7 51.6 (8.3) 

  Well 300,827 6 500 4 51 11 50.8 (8.4) 

  Not well or not at all 99,871 2 118 1 38 11 50.4 (8.7) 

 Missing 313,140 
 

196 
    

Table continues 
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Table 4-1. Continued. 

Sociodemographic  
poststratification factors 

2011 Census 
population 

Ten to Men 
sample 

Participation 
in sufficient 

physical 
activity 

Experiencing 
suicidal 
ideation 

SF-12 
Mental 

component 
summary 

No. % No. % % % Mean (SD) 

Marital status 
       

 Never married 2,010,527 37 3,640 26 69 14 48.7 (10.1) 

 Widowed 17,685 0 50 0 58 19 44.6 (10.7) 

 Divorced 319,694 6 523 4 60 15 48.1 (10.7) 

 Separated but not divorced 148,898 3 339 2 60 22 44.5 (11.0) 

 Married/de facto 2,928,685 54 9,186 67 62 7 50.7 (8.5) 

 Missing 0 
 

146 
    

Current occupation 
       

 Managers 628,653 12 2,033 16 67 5 51.1 (8.2) 

 Professionals 799,196 15 2,183 17 73 6 50.2 (8.3) 

 Technicians and trade 
        workers 

1,007,539 19 2,667 21 61 7 51.0 (8.4) 

    Community and personal 
        service workers 

249,671 5 704 5 76 8 51.0 (8.5) 

 Clerical and administrative 
        workers 

278,028 5 605 5 63 9 49.1 (9.3) 

 Sales workers 271,929 5 583 4 67 10 49.8 (9.2) 

 Machinery operators and 
        drivers 

454,807 9 1,142 9 51 10 50.9 (8.3) 

 Labourers 459,579 9 1,101 8 59 9 50.5 (9.2) 

 Not applicable 1,190,366 22 1,963 15 61 22 45.5 (11.6) 

 Missing 85,721 
 

903 
    

Abbreviations: SD Standard Deviation; SF-12 12-item Short Form. 
a Population data according to the 2011 Australian Census. 

 

Table 4-1 also summarises the unadjusted proportions reporting participation in 

sufficient physical activity and suicidal ideation, as well as mean SF-12 mental 

component summary score in the sample by levels of the selected poststratification 

factors. Valid responses for the three outcome measures were obtained for 12,457 

(89.7%), 13,602 (98.0%), and 13,091 (94.3%), respectively, of the 13,884 adult 

participants.  

 

Table 4-2 summarises the parameter estimates for the four models for participation in 

sufficient physical activity which we describe in detail below. Results for the other two 

outcomes are shown in Appendix 2 Supplementary Table 3. 

 



46 

 

Table 4-2. Posterior medians and standard deviations of model parametersa for four models of 

increasing complexity, for participation in physical activity at levels sufficient to confer a health 

benefit, on the log-odds scale. 

MRP summary 

Participation in physical activity at levels  
sufficient to confer a health benefit 

Simple 
modelb: with 
interaction 

Simple 
modelb: linear 
term for age 

Intermediate 
modelc Final modeld 

Parameter estimates 
    

 Intercept 0.56 (0.35) 1.04 (0.36) 0.59 (0.35) 0.34 (0.65) 

 Age group 
    

  Linear term 
 

-0.11 (0.02) -0.11 (0.03) -0.13 (0.02) 

  18-19 years 0.50 (0.16) 0.09 (0.11) 0.08 (0.11) 0.08 (0.11) 

  20-24 years 0.33 (0.14) 0.05 (0.09) 0.06 (0.09) 0.07 (0.09) 

  25-29 years 0.09 (0.14) -0.05 (0.08) -0.04 (0.08) -0.05 (0.08) 

  30-34 years -0.04 (0.14) -0.07 (0.07) -0.06 (0.07) -0.07 (0.07) 

  35-39 years -0.17 (0.14) -0.10 (0.07) -0.10 (0.07) -0.10 (0.07) 

  40-44 years -0.18 (0.14) -0.02 (0.07) -0.04 (0.07) -0.05 (0.07) 

  45-49 years -0.20 (0.13) 0.05 (0.08) 0.05 (0.09) 0.05 (0.08) 

  50-55 years -0.28 (0.14) 0.08 (0.10) 0.08 (0.10) 0.10 (0.09) 

 Remoteness classification 
    

  Major cities 
 

0.22 (0.34) 0.09 (0.31) 0.11 (0.33) 

  Inner regional  
 

-0.02 (0.34) 0.01 (0.31) -0.01 (0.33) 

  Outer regional 
 

-0.12 (0.34) -0.08 (0.31) -0.09 (0.33) 

 Indigenous status 
    

  Non-Indigenous 
    

  Aboriginal and/or Torres Strait 
            Islander 

  
-0.25 (0.12) -0.23 (0.13) 

 SEIFA education and occupation 
    

  Linear term 
  

0.11 (0.02) 0.09 (0.02) 

  Decile 1 
  

0.05 (0.11) 0.03 (0.10) 

  Decile 2 
  

0.01 (0.10) 0.02 (0.09) 

  Decile 3 
  

0.13 (0.09) 0.12 (0.08) 

  Decile 4 
  

-0.05 (0.08) -0.04 (0.08) 

  Decile 5 
  

-0.12 (0.08) -0.11 (0.08) 

  Decile 6 
  

-0.01 (0.07) 0.00 (0.07) 

  Decile 7 
  

-0.10 (0.09) -0.11 (0.08) 

  Decile 8 
  

-0.12 (0.10) -0.13 (0.09) 

  Decile 9 
  

0.06 (0.11) 0.06 (0.10) 

  Decile 10 
  

0.15 (0.13) 0.15 (0.12) 

 English fluency 
    

  Speaks English only 
   

0.47 (0.54) 

  Speaks another language and 
                speaks English: 

    

   Very well 
   

0.24 (0.54) 

   Well 
   

-0.18 (0.54) 

   Not well or not at all 
   

-0.54 (0.56) 

Table continues  
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Table 4-2. Continued. 

MRP summary 

Participation in physical activity at levels  
sufficient to confer a health benefit 

Simple 
modelb: with 
interaction 

Simple 
modelb: linear 
term for age 

Intermediate 
modelc Final modeld 

Parameter estimates (continued)     

 Current occupation 
    

  Managers 
   

0.15 (0.12) 

  Professionals 
   

0.34 (0.12) 

  Technicians and trade workers 
   

-0.12 (0.11) 

  Community and personal  
            service workers 

   
0.48 (0.14) 

  Clerical and administrative workers 
   

-0.03 (0.13) 

  Sales workers 
   

0.04 (0.13) 

  Machinery operators and drivers 
   

-0.37 (0.12) 

  Labourers 
   

-0.19 (0.12) 

  Not applicable 
   

-0.14 (0.11) 

  Unknown 
   

-0.15 (0.13) 

Estimated scale parameters 
    

 Age group 0.33 (0.13) 0.11 (0.07) 0.11 (0.07) 0.12 (0.06) 

 Remoteness classification 0.31 (0.59) 0.32 (0.66) 0.21 (0.43) 0.22 (0.53) 

 Age group × remoteness interaction 0.04 (0.02) 
   

 SEIFA education and occupation 
  

0.14 (0.07) 0.13 (0.06) 

 English fluency 
   

0.65 (0.61) 

 Current occupation 
   

0.30 (0.09) 

Population estimates (%) 
    

 Nationwide (Australia) 65.9 (0.45) 65.9 (0.46) 66.5 (0.44) 65.2 (0.51) 

 By state or territory 
    

  Australian Capital Territory 67.9 (0.56) 67.9 (0.57) 74.8 (0.75) 74.4 (0.79) 

  New South Wales 66.0 (0.46) 66.1 (0.47) 67.1 (0.46) 65.3 (0.56) 

  Northern Territory 60.0 (1.02) 60.0 (1.01) 63.6 (1.06) 62.3 (1.09) 

  Queensland 65.2 (0.43) 65.3 (0.44) 64.7 (0.43) 64.2 (0.46) 

  South Australia 65.9 (0.45) 66.0 (0.47) 64.9 (0.46) 64.0 (0.51) 

  Tasmania 61.0 (0.70) 61.0 (0.71) 61.1 (0.72) 60.8 (0.71) 

  Victoria 66.3 (0.47) 66.3 (0.48) 67.5 (0.46) 65.7 (0.56) 

  Western Australia 66.4 (0.47) 66.5 (0.48) 66.8 (0.46) 65.7 (0.52) 

Abbreviations: SEIFA Socio-Economic Indexes for Areas. 
a Models fitted using RStan, assuming weakly informative Cauchy and half-Cauchy prior distributions. 
b Sample size contributing to the model 12,358; population size 5,425,489; number of poststratification cells 24 (0% 

with zero population count). 
c Sample size contributing to the model 12,305; population size 5,090,397; number of poststratification cells 480 (1% 

with zero population count). 
d Sample size contributing to the model 12,195; population size 5,051,281; number of poststratification cells 19,200 

(48% with zero population count). 

 

The simple model showed no evidence of an interaction between age group and 

remoteness classification (�̂�remote×age=0.04, standard deviation (SD)=0.02). This was 
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supported by the interaction plot of observed data (Figure 4-1). When the interaction 

term was removed, strong evidence of a decreasing linear trend in participation with 

increasing age emerged. The fixed regression coefficient, on the log-odds scale, was 

estimated as -0.11 (SD=0.02) corresponding to an odds ratio of 0.90 (95% CI: 0.86, 

0.93) for each unit category change in age group. The reduction in the estimated scale 

parameter, �̂�age, from 0.33 (SD=0.13) to 0.11 (SD=0.07) indicated that the association 

with age could largely be explained by this linear trend. There was also some indication 

of increased participation in major cities relative to regional areas but this variance 

component was estimated imprecisely (�̂�remote= 0.32, SD=0.66) due to there being only 

three remoteness classification levels. 

 

 

Figure 4-1. Unadjusted observed association with participation in physical activity at levels 

sufficient to confer a health benefit for the interaction between age group and remoteness 

classification strata. 

 

In the intermediate model, there was some evidence of reduced participation in 

sufficient physical activity for those of Aboriginal and/or Torres Strait Islander origin; 

the estimated association on the log-odds scale was -0.25 (SD=0.12) corresponding to 

an odds ratio of 0.78 (95% CI: 0.62, 0.99). The SEIFA measure of education and 

occupation showed very strong evidence for an increasing linear association; the 
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estimated association on the log-odds scale was 0.11 (SD=0.02) corresponding to an 

odds ratio of 1.12 (95% CI: 1.07, 1.16) for each unit change in SEIFA decile. 

The final model included the additional variables of English fluency and occupation. 

There was some evidence of increased participation in sufficient physical activity for 

those who speak English only or who speak another language and English very well in 

comparison to those who speak another language and English not well or not at all, 

however with only four levels this could not be estimated very precisely (�̂�Engfluency= 

0.65, SD=0.61). It was nevertheless decided to retain English fluency in the model as it 

was thought to likely represent a potential source of participation bias. The estimated 

scale parameter for occupation, �̂�occupation, was 0.30 (SD=0.09).  

 

Table 4-2 also summarises the Ten to Men sample size, the corresponding population 

total and the number of poststratification cells defined for each model. The simple 

model generated 24 poststratification cells: 8 age groups by 3 remoteness classification 

strata. The intermediate model produced 480 poststratification cells while in the final 

model, the number increased markedly to 19,200 (8 × 3 × 2 × 10 × 4 × 10). Of these 

19,200 poststratification cells, almost half (48%) were empty in the population.  

 

In Table 4-2, MRP population estimates are reported at the national level and by state or 

territory for all four models. Based on the final MRP model, the estimated prevalence of 

participation in physical activity at levels sufficient to confer a health benefit in 

Australian adult males was 65.2% (SD=0.5%), with statewide estimates ranging from 

60.8% (SD=0.7%) in TAS to 74.4% (SD=0.8%) in ACT. Most of the estimates were 

relatively stable across the four models, with the main exceptions occurring between the 

simple and intermediate models where, for example, the ACT estimate increased from 

67.9% (SD=0.6%) to 74.8% (SD=0.8%). This can be explained by the poststratification 

process adjusting the estimate upwards due to an under-representation of the highest 

SEIFA education and occupation deciles in the Ten to Men sample relative to the ACT 

adult male population (Appendix 2 Supplementary Table 4). A similar pattern of results 

was observed for NT.  
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Figure 4-2 A) shows that the national population estimate obtained using MRP (65.2%; 

95% CI: 64.2, 66.2) was slightly higher than the unweighted estimate (63.9%; 95% CI: 

63.1, 64.8), which reflects an appropriate correction for the oversampling of regional  

areas, in which participation in sufficient physical activity was observed to be lower 

than in major cities. 

 

MRP produced markedly more uniform and more precise estimates across population 

subsets of varying sizes when compared with estimates obtained using sampling 

weights. Two of the smallest Australian states or territories, NT and TAS, exhibited 

distinctly lower rates of participation in sufficient physical activity compared to the 

national estimate when calculated using the unweighted data (NT: 52.5%; 95% CI: 39.5, 

65.6 and TAS: 58.3%; 95% CI: 51.5, 65.0). Estimates for these states remained  

relatively unchanged when incorporating the sampling weights, while under MRP, 

estimates exhibited considerable “shrinkage” towards the national estimate (NT: 62.3%; 

95% CI: 60.1, 64.4 and TAS: 60.8%; 95% CI: 59.4, 62.1). The MRP estimates, 

particularly for the smaller states, also exhibited substantially increased precision, 

reflecting one of the main advantages of multilevel modelling. 

 

One notable discrepancy between the weighted and MRP estimates was observed in 

WA where the weighted estimate (69.6%; 95% CI: 66.6, 72.6) was considerably higher 

than the unweighted estimate (66.5%; 95% CI: 64.1, 69.0) while the MRP estimate 

(65.7%; 95% CI: 64.7, 66.7) was slightly lower relative to the unweighted estimate. 

Post-hoc investigation revealed a slightly larger difference in physical activity 

participation rates between major cities and regional areas in this state, which was 

appropriately accounted for in the weighted estimate but not using MRP. The addition 

of a state × remoteness interaction term to the final MRP model resulted in an estimate 

more consistent with the weighted estimate (67.8%; 95% CI: 65.3, 70.4) while still 

showing a degree of shrinkage towards the national estimate. 

 

Figure 4-2 B) and C) show a similar pattern of results for the other two outcome 

measures of suicidal ideation and SF-12 mental component summary. 
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A) 

 

B) 

 

C) 

 

Figure 4-2. National and state-level population estimates (95% CIs) for: A) participation in 

physical activity at levels sufficient to confer a health benefit, %; B) suicidal ideation, %; and C) 

mean SF-12 mental component summary score, each using three methods: (i) unweighted (raw) 

data; (ii) incorporation of sampling weights; and (iii) MRP. 
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Impact of prior distributions  

Varying the assigned prior distributions had little impact on the estimated model 

parameters and the resulting poststratification estimates for all three outcome measures 

(see Appendix 2 Supplementary Figure 1). The more informative priors did, however, 

result in more precise posterior distributions for model parameters (smaller standard 

deviations), particularly for variables with fewer levels such as remoteness classification 

(3 levels) and English fluency (4 levels) (see Appendix 2 Supplementary Table 5). 

 Discussion 

We applied MRP to three outcome measures from the baseline wave of the Ten to Men 

study and demographic data from the 2011 Australian Census to generate estimates of 

population descriptive quantities and compared the results to those from conventional 

approaches that use sampling weights. The national population estimate for the 

prevalence of participation in sufficient physical activity obtained using MRP was 

slightly higher than the unweighted estimate, reflecting a correction for the 

oversampling of regional areas where participation rates were lower than in major cities. 

Results also demonstrated greater consistency and increased precision across states of 

varying sizes when compared with estimates obtained using sampling weights. As 

expected, estimates for smaller states exhibited a greater degree of shrinkage towards 

the national estimate. A similar pattern of results was observed for analysis of data on 

suicidal ideation and the SF-12 mental component summary, the results of which are 

available in an online supplement. 

 

A limitation of comparing MRP with the use of sampling weights is the lack of a “gold 

standard”. We know neither the true population quantities that we are estimating nor the 

true sampling variability of any of the estimators considered. The two methods 

frequently produce similar point estimates, so our focus has been on comparing their 

precision. Our next step is to build on the existing knowledge of the performance of 

MRP gained from simulation studies in political science [27, 29, 51] by conducting our 

own simulation study to evaluate both the accuracy and precision of MRP versus 

sampling weights in the context of population health studies. 
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To make valid inferences from survey data require us to assume that all variables 

affecting nonresponse and that are correlated with the outcome are included as 

covariates in the model [6]. The ability of multilevel modelling to adjust for a large 

number of variables through the use of varying coefficients makes this assumption more 

plausible. MRP can, however, lead to a very large number of poststratification cells, 

many containing little or no population data. This sparseness is not an issue in itself, as 

population cell counts are simply used to weight cell-level estimates derived from the 

multilevel model. Problems may arise, however, when these cell-level estimates are 

imprecisely estimated based on too weak a model, resulting in poststratification 

estimates that are too variable. We observed no such problems in our case study of the 

Ten to Men cohort due to the large sample size and an adequate spread of survey 

responses. 

 

Another important consideration when applying MRP is that it requires access to 

detailed data for the target population, specifically, population totals for the cross-

classification of all variables included in the multilevel model. We were able to access 

adequate population data from the most recent Australian Census, although we were 

limited to information captured by both the Ten to Men survey and the Census, which 

was predominantly sociodemographic variables. 

 

While much of the MRP procedure is fairly straightforward [8], the model selection 

process required great care. Additionally, our decision to tailor model selection 

specifically to each outcome measure was very time consuming. A single, unified set of 

covariates (and interactions) incorporating all important poststratification factors that 

can be used as a common basis for models of all outcomes of interest is therefore 

appealing, however, the impact of an increasingly fine partitioning of the population 

across a very large number of poststratification cells would need to be investigated. 

While the choice and number of poststratification factors to be included in a single 

model would require careful consideration, the a priori specification would remove 

some of the difficulties and subjectivity of the model selection process experienced 

here. 
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No interactions were included in the final model for any of the three outcome measures. 

It is this absence of interactions that results, at least in part, in the dramatic increase in 

precision for MRP estimates in the smaller regions of NT and ACT as it is assumed that 

the relationship between the poststratification variables and the outcome measure is the 

same in these regions as in the rest of the country. While some interaction terms were 

investigated, very few had any noticeable impact on the poststratification estimates in 

the analysis of this study, with the exception of the state × remoteness interaction which 

produced a more plausible estimate for participation in sufficient physical activity in 

WA. In addition, the smaller regions had little data with which to detect important 

interactions and those involving variables with many levels resulted in a very large 

number of parameters to be estimated, making interpretation difficult. We need to 

recognise here the classic trade-off between bias and variance: potentially over-

simplified model assumptions may lead to bias while reducing variance of estimation. 

However, the available data are insufficient to meaningfully test the model, leaving the 

inevitable element of subjective judgement in deciding on the preferred approach.   

 

Most research into the performance of MRP has been in the US political polling and/or 

social research context where it has been demonstrated that it is often important to 

include good group-level (state-level) predictors [27, 29]. No state-level predictors were 

considered in this analysis for several reasons. Firstly, the survey did not collect any 

state-level data and when considering data from external sources, there were no clear 

candidates for inclusion. Secondly, our primary aim focused on obtaining accurate 

estimates for the population as a whole, with less emphasis on state-level prediction. 

Lastly, in contrast to the United States, Australia has considerably fewer geographical 

regions (only eight states and territories compared to 50 US states) therefore, it seems 

unlikely that the benefit of state-level predictors would be as compelling in this context. 

This is however, the first application of MRP to Australian health survey data so the 

utility of group-level predictors in this setting warrants further investigation. 

 

All analyses ignored the hierarchical structure inherent in the sample, specifically, the 

multistage clustering of participants within households within small geographical areas. 

Sensitivity analyses incorporating the hierarchical sampling structure into the simple 
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model for participation in sufficient physical activity showed no substantial change to 

model parameters (data not shown). 

 

The results of this case study indicate that MRP provides a promising analytic approach 

to addressing potential participation bias in the estimation of population descriptive 

quantities from large-scale health surveys and cohort studies. We look forward to 

extensions to longitudinal data and formally evaluating MRP in terms of both accuracy 

and precision through simulation studies. 
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4.3 Bayesian analysis in RStan 

RStan is the R interface to Stan, a C++ library for full Bayesian statistical inference. 

Sampling from the posterior distribution given a user-specified model and data is 

performed using the No-U-Turn sampler, an extension to Hamiltonian Monte Carlo, 

which is a Markov Chain Monte Carlo algorithm. Hamiltonian Monte Carlo is much 

more efficient than traditional algorithms at exploring posterior distributions due to its 

ability to suppress random walk behaviour; rather it simulates the motion of a fictitious 

particle given random momentum in the field defined by the negative log posterior 

density [46]. The No-U-Turn sampler has the added advantage that it offers automated 

tuning rather than hand-tuning of the algorithm’s parameters by the user. 

 

The full Bayesian model must be explicitly defined and saved in a text file with a .stan 

extension. A Stan model is organised into a sequence of named blocks, each of which is 

optional but must appear in the correct order: data, transformed data, parameters, 

transformed parameters, model, and generated quantities. Prior distributions for 

parameters may be specified in the model, but if no prior is specified, Stan applies a 

default unbounded uniform prior.   

 

The posterior sampling algorithm requires a warmup period in order to avoid 

dependence on starting values and the number of iterations must be large enough to 

achieve convergence. The resulting posterior distributions of model parameters can be 

extracted and summarised as required for statistical inference.   

 

4.4 Conclusion 

The results of this case-study analysis indicated that MRP provides a promising analytic 

approach to addressing potential participation bias in the estimation of descriptive 

population parameters from large-scale population health and epidemiological surveys. 

MRP demonstrated greater consistency and more importantly, increased precision 

across population subsets of varying size when compared with estimates obtained using 

sampling weights. As expected, estimates for states with the smallest sample sizes 
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exhibited a greater degree of shrinkage towards the national estimate. A similar pattern 

of results was observed for all three outcome measures of interest. 

 

The process of variable selection for the multilevel model within the MRP framework 

was found to require thorough consideration of an extensive number of potential 

models. Additionally, the decision to tailor model selection specifically to each outcome 

measure was extremely time-consuming. While a single unified model incorporating all 

important covariates (and interactions) for all outcomes of interest is therefore 

appealing, it is important to recognise that this more practically feasible approach may 

come at the cost of diminished MRP performance. This trade-off is investigated in 

detail for the same three Ten to Men outcome measures in Chapter 5.   

 

One limitation of comparing MRP with sampling weights using a case-study analysis is 

the lack of a “gold standard.” Neither the true population values nor the true sampling 

variability of any of the estimators considered are known. The two methods frequently 

produced similar point estimates, so the focus was primarily on comparing their 

precision. In Chapter 6, I further evaluate MRP versus IPW using sampling weights, in 

terms of both accuracy and precision, using a simulation study designed to replicate the 

Ten to Men case study as closely as possible.  
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Case-study evaluation of MRP: a common model 

approach 

5.1 Introduction 

This chapter reports on a follow-up analysis to the first application of MRP. The main 

objective was to build a single common model to be used for estimating descriptive 

population parameters, applicable to all outcome measures from the baseline wave of 

the Ten to Men study. This analysis aimed to compare the national and state-level 

estimates obtained from this common model to those from the individually tailored 

models for the three previously considered outcomes of participation in physical activity 

at levels sufficient to confer a health benefit, suicidal ideation, and SF-12 mental 

component summary score. 

 

As previously acknowledged in the first application of MRP in Chapter 4, neither the 

true population values nor the true sampling variability of any of the estimators 

considered are known. Therefore, only an informal comparison of the estimates relative 

to each other was possible, in addition to gaining some insight into the relative precision 

of the two methods. 

 

5.2 Methods 

The primary strategy when undertaking variable selection for the common multilevel 

model was to sufficiently cover the range of demographic and geographic variables for 

which both survey and population data were available including the domains of age, 

cultural and language diversity, employment and education, personal relationships, 

geographic location and socioeconomic status. Where there was more than one variable 



59 

 

within a domain, variable selection was informed by the individually tailored analyses 

of the three outcome measures previously reported in Chapter 4.  

 

The following covariates were chosen for inclusion in the common multilevel model: 

• Remoteness classification (3 levels; Major cities, Inner regional, Outer regional) 

• Age group (8 levels; 18–19 years, 20–24 years, 25–29 years, 30–34 years, 35–39 

years, 40–44 years, 45–49 years, 50–55 years)  

• State (8 levels; ACT, NSW, NT, QLD, SA, TAS, VIC, WA) 

• Indigenous status (2 levels; No, Yes (Aboriginal and/or Torres Strait Islander)) 

• English fluency (4 levels; Speaks English only, Speaks another language and 

speaks English very well, Speaks another language and speaks English well, 

Speaks another language and speaks English not well or not at all) 

• Marital status (5 levels; Never married, Widowed, Divorced, Separated but not 

divorced, Married/de facto) 

• Employment status (3 levels; Employed/Working for profit or pay, Unemployed 

and looking for work, Neither working nor looking for work) 

• SEIFA education and occupation deciles (10 levels).  

 

In addition to the eight covariate main effects listed above, two interaction terms were 

included in the common multilevel model: state × remoteness and age × remoteness. 

The state × remoteness interaction was found on post-hoc analysis in Chapter 4 to 

influence state-level estimates in the individually tailored analysis of participation in 

sufficient physical activity, particularly for the state of WA where including this 

interaction in the model produced a more plausible estimate consistent with the estimate 

incorporating sampling weights. Since parameter estimates by state were of interest and 

also since remoteness classification was included in the sampling design as a 

stratification factor, on reflection, this seemed like an important and potentially 

meaningful interaction to be included in the multilevel model for any outcome measure 

of interest. 

  

Despite no evidence of an interaction between remoteness and age group in the three 

individually tailored analyses, this term was included in the common model as plausibly 
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different age trends across the different remoteness classifications of major cities and 

inner and outer regional areas for many health-related outcome measures could be 

readily anticipated.  

 

As in the individually tailored analyses, nominal categorical variables were represented 

in the common model by random effects (or varying coefficients as referred to in 

Chapter 4). The effect of ordinal categorical variables such as age group and SEIFA 

deciles were decomposed into a linear trend represented by a fixed coefficient and 

deviations from the linear trend represented by a random effect. Binary indigenous 

status was included as a fixed effect. In the case of dichotomous outcomes, a logit 

transformation was used to link the probability of the outcome to the linear predictor. 

 

The common model generated 230,400 poststratification cells (3 × 8 × 8 × 2 × 4 × 5 × 3 

× 10), but according to the ASGS Remoteness Structure [38] there are no outer regional 

areas defined in ACT, no major cities in TAS and no major cities nor inner regional 

areas in NT, so in fact the actual number of poststratification cells was 192,000. Of 

these, 156,390 (81%) cells were empty in the population. 

 

Bayesian analyses were again performed using RStan to obtain the posterior distribution 

of model parameters for each of the three outcomes using the common model. Based on 

the individually tailored analyses, weakly informative Cauchy prior distributions were 

specified for the standard deviations of the normal distributions defining the random 

effects and for the fixed model coefficients. Cauchy priors with narrower tails were 

specified for the standard deviation parameters for the interaction terms, based on the 

plausible assumption that these should be smaller in magnitude than the main effects 

defined in the model. 

 

RStan supports complete data only so any individual records with missing data were 

removed prior to analyses. As a result, of the 13,884 adult males for whom baseline data 

were available, the fitted multilevel models were based on 11,934 (86.0%), 13,086 

(94.3%), and 12,525 (90.2%) individuals for the sufficient physical activity, suicidal 

ideation and mental health outcome measures respectively. 
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The tailored model used for comparison with the common model for the participation in 

sufficient physical activity outcome measure was the one found on post-hoc analysis as 

previously reported (Section 4.2.5), which included a state × remoteness interaction. 

 

5.3 Results 

Figure 5-1 shows the national and state-level population estimates generated from the 

common MRP model compared to the individually tailored models for the three Ten to 

Men outcome measures of participation in sufficient physical activity, suicidal ideation 

and SF-12 mental component summary score. At the national level, the estimates and 

their associated standard errors were very similar between the two approaches. For 

participation in sufficient physical activity, the common MRP model produced an 

estimate (65.8%; 95% CI: 64.7, 66.8) only slightly higher than the individually tailored 

model (65.2%; 95% CI: 64.2, 66.2) while for suicidal ideation the estimate from the 

common model (10.0%; 95% CI: 9.4, 10.6) was marginally lower than that from the 

individually tailored model (10.2%; 95% CI: 9.6, 10.8). For the mean SF-12 mental 

component summary score, the two models produced identical estimates to one decimal 

place, (49.7 95% CI: 49.5, 49.9). 

 

When considering the state-level population estimates, although more variation was 

evident between the common and individually tailored approaches, on the whole they 

gave similar results. For the suicidal ideation and SF-12 mental component summary 

outcomes, estimates generated from the individually tailored models exhibited superior 

precision, particularly in the smaller states and territories such as ACT, NT and TAS. 

The reason for this, however, was not solely the result of a better fitting individually 

tailored model, but also the inclusion of the two interaction terms with state in the 

common model approach, which led to less partial pooling across states and hence 

greater unexplained within-state variation. This finding was supported by the 

consideration of a common model excluding the interaction terms, which was found to 

achieve a level of precision partway between that of the tailored model (with no 

interaction terms) and the common model including interactions (results not shown). 
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A) 

 

B) 

 

C) 

 

Figure 5-1. National and state-level population estimates (95% CIs) for: A) participation in 

physical activity at levels sufficient to confer a health benefit, %; B) suicidal ideation, %; and C) 

mean SF-12 mental component summary score, each using: i) MRP with a tailored model; and 

ii) MRP with a common model. 
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Figure 5-2 compares the national and state-level population estimates obtained from the 

common and individually tailored MRP models with those previously calculated using 

unweighted and weighted approaches. Both national and state-level population 

estimates from the common model and individually tailored models exhibited superior 

precision relative to unweighted and weighted methods, particularly for the smallest 

states. 

 

Multilevel regression summaries including posterior medians and SDs of model 

parameters for the common model fitted to each of the three outcome measures are 

provided in Appendix 3.  
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A) 

 

B) 

 

C) 

 

Figure 5-2. National and state-level population estimates (95% CIs) for: A) participation in 

physical activity at levels sufficient to confer a health benefit, %; B) suicidal ideation, %; and C) 

mean SF-12 mental component summary score, each using four methods: i) unweighted (raw) 

data; ii) incorporation of sampling weights; iii) MRP with a tailored model; and iv) MRP with a 

common model. 
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5.4 Discussion 

In the first application of MRP to three key outcome measures from the baseline wave 

of the Ten to Men survey, the model selection process was undertaken separately for 

each of three outcome measures. While this individually tailored approach was 

employed to ensure the best fitting model comprising the best combination of covariates 

was obtained in each case, it proved to be very labour-intensive and time-consuming. 

 

This chapter investigated an alternative approach where a single, unified model 

comprising all important covariates (and interactions) was applied to all outcome 

measures of interest. This approach has the advantage of being more useful in practice, 

particularly when there is an interest in obtaining estimates for descriptive population 

parameters for a large number of outcomes from a single health survey. 

 

Both methods were found to produce very similar results at both the national and state 

level and both modelling approaches exhibited an improvement in terms of superior 

precision relative to unweighted and weighted estimation methods. 

 

So how do we choose between implementing a common model versus a series of 

individually tailored models for several target descriptive parameters of interest from a 

single survey or study? Warshaw and Rodden [30] and Buttice and Highton [29] argued 

the importance of optimising an MRP model for a particular research question, 

suggesting that high-quality population estimates rely on a strong model, and more 

specifically, strong and predictable relationships between individual and geographic-

level predictors and the outcome. They contended that predictors that are particularly 

well suited to one outcome may not be plausibly associated with other outcomes, and 

vice versa. 

 

Conversely, the ease and speed of implementation of the single common model 

approach for a large number of outcome measures is appealing. It avoids the very 

subjective model selection process undertaken for each outcome separately and 

streamlines the technical aspects of running the analyses. 
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One limitation is that the common model constructed in this analysis was informed by 

the already fitted individually tailored models for the three outcome measures of 

participation in sufficient physical activity, suicidal ideation and SF-12 mental 

component summary. As a result, many variables included in the individually tailored 

models were incorporated in the common model, so the common model would be 

expected to perform similarly to the individually tailored models.  

 

5.5 Conclusion 

The findings of this follow-up study continue to support those of the initial analysis 

which indicated that MRP may provide a promising analytic approach to addressing 

potential participation bias in the estimation of descriptive population parameters from 

large-scale population health and epidemiological surveys. This work has added to the 

existing understanding of MRP by demonstrating that both a common model and a set 

of individually tailored models for a number of outcome measures can perform well. 

The decision of which approach to use depends on a trade-off between the time and 

effort required for constructing individually tailored models versus the potential gains, 

which, based on this particular case study, would be mainly in terms of precision and 

seem likely to be relatively modest. As is the case with all forms of statistical 

modelling, it is important that any reporting or publication of results includes a clear 

and transparent description of this variable selection process. This allows the reader to 

critically evaluate the methods used and interpret the results accordingly. 

 

I return to the Ten to Men case study in Chapter 8. In Chapter 6, I further evaluate MRP 

in terms of both accuracy and precision by way of a simulation study that replicates the 

Ten to Men case study as closely as possible. 
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Formal evaluation of MRP versus IPW using a 

simulation study based on Ten to Men 

6.1 Introduction 

This chapter reproduces the author-accepted version of the paper “Multilevel regression 

and poststratification as a modeling approach for estimating population quantities in 

large population health studies: A simulation study” published in Biometrical Journal 

on 6 June 2019.  

 

This paper continued to evaluate MRP versus IPW using sampling weights for the 

estimation of descriptive population parameters using a simulation study. Simulation 

studies are computer experiments that create data by pseudo-random sampling. The key 

strength of this approach is the ability to understand the behaviour of statistical methods 

because the process of generating the data is known [52]. Simulation studies are an 

invaluable tool for the evaluation of new methods and the comparison of competing 

methods. Such rigorous evaluation cannot be achieved with studies of real data alone 

[53]. 

 

Through the use of simulation, it was possible to evaluate both accuracy (or bias) and 

precision of MRP versus IPW for the estimation of descriptive population parameters. 

To ensure this simulation study was as realistic as possible, it was based on the baseline 

wave of the Ten to Men study, specifically, the previous analysis of the dichotomous 

outcome, participation in physical activity at levels sufficient to confer a health benefit. 

 

Population data for Australian males aged 18–55 years were again obtained from the 

2011 Australian Census. The set of extracted demographic and geographic covariates 

represented a slightly simplified version of those used in the final model for the 

participation in sufficient physical activity outcome measure in Chapter 4. 
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Parameters for models designed to generate the simulated data were informed by the 

previous case-study analysis where possible. It was through these model parameters that 

some participation bias or nonrepresentativeness could be created in the simulated 

samples. For each simulated sample, both bias and precision were calculated at the 

whole population level, and for each Australian state and territory separately. The 

impact on MRP performance of sample size, model misspecification, interactions, and 

the addition of a geographic-level covariate was also explored.  

 

6.2 Author-accepted version of paper published in Biometrical 

Journal 

 Reference 

Downes M, Carlin JB. Multilevel regression and poststratification as a modeling 

approach for estimating population quantities in large population health studies: A 

simulation study. Biometrical Journal. 2020; 62: 479–491. 

 Abstract 

There are now a growing number of applications of multilevel regression and 

poststratification (MRP) in population health and epidemiological studies. MRP uses 

multilevel regression to model individual survey responses as a function of 

demographic and geographic covariates. Estimated mean outcome values for each 

demographic-geographic respondent subtype are then weighted by the proportions of 

each subtype in the population to produce an overall population-level estimate. We 

recently reported an extensive case study of a large nationwide survey and found that 

MRP performed favourably compared to conventional survey sampling weights for the 

estimation of population descriptive quantities in a highly selected sample. In this study, 

we aimed to evaluate, by way of a simulation experiment, both the accuracy and 

precision of MRP versus survey sampling weights in the context of large population 

health studies. While much of the research into MRP has been focused on US political 

and social science, we considered an alternative population structure of smaller size and 
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with notably fewer geographic subsets. We explored the impact on MRP performance 

of sample size, model misspecification, interactions, and the addition of a geographic-

level covariate. MRP was found to achieve generally superior performance in both 

accuracy and precision at both the national and state levels. Results were generally 

robust to model misspecification and MRP performance was further improved by the 

inclusion of a geographic-level covariate. These findings offer further evidence that 

MRP provides a promising analytic approach for addressing participation bias in the 

estimation of population descriptive quantities from large-scale health surveys and 

cohort studies. 

 Introduction 

Multilevel regression and poststratification (MRP) was first described by Gelman and 

Little [6] and Park, Gelman and Bafumi [7], as a model-based approach to estimating a 

population parameter of interest, typically using data obtained from large-scale surveys. 

The method comprises two steps. Firstly, multilevel regression is used to model 

individual survey responses for the outcome measure of interest as a function of 

demographic and geographic covariates. In the second, poststratification step, the 

resulting outcome estimates for each demographic-geographic respondent subtype are 

weighted by the proportions of each subtype in the actual population to produce an 

overall population-level estimate. 

 

The use of multilevel regression in the first step has two key advantages. First, the 

multilevel model allows us to consider many more respondent subtypes than would 

classical methods. This is enabled by the use of “random” or “modelled” effects, rather 

than “fixed” or “unmodelled” effects [25], for all categorical covariates with more than 

two levels. That is, we assume the effects of the different levels of a covariate are 

related to each other by way of a common distribution. This ability to make use of more 

detailed demographic information as well as all information used in the sampling design 

leads to more accurate poststratification. 

 

The second key advantage is that multilevel regression can be thought of as a method 

for compromising between the two extremes of excluding a categorial covariate from a 
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model (complete pooling), or estimating target parameters separately within each level 

of the categorical covariate (no pooling) [25]. A complete pooling approach ignores 

variation between levels of a categorical covariate, while a no-pooling analysis overfits 

the data within each category. A multilevel model partially pools or “shrinks” 

categorical covariate parameter estimates towards their mean, with the degree of 

pooling determined from the data. Greater pooling occurs when the variance between 

categories is small and for categories with small sample sizes. With MRP, this partial 

pooling means estimates for relatively sparse respondent subtypes, also referred to as 

poststratification cells, can be improved through “borrowing strength” from 

demographically similar cells with richer data [8]. 

 

Poststratification-based estimation, the final step in the MRP approach, corrects for 

differential participation rates in the poststratification cells by weighting estimates 

across these cells so that they are more representative of the population of interest. This 

requires access to detailed data for the target population, specifically, population totals 

for the poststratification cells, which are defined by the cross-classification of all 

covariates included in the multilevel model. The use of predominantly demographic and 

geographic variables to define poststratification cells in MRP is largely driven by the 

limited overlap in information captured by surveys and publicly available population 

data. 

 

Overview of MRP 

Formally, the MRP approach defines, for a single outcome measure 𝑌 (which may be 

continuously-valued or binary), a multilevel regression model that specifies a linear 

predictor for the mean 𝜇𝑗 (or logit transform of the mean for a binary outcome) in 

poststratification cell j: 

 

𝑔(𝜇𝑗) = 𝑔(E[𝑌𝑗[𝑖]]) = 𝛽0 +  𝑿𝑗
𝑇𝜷 +  ∑ 𝑎𝑙[𝑗]

𝑘

𝐾

𝑘=1

, 

 

where 𝑌𝑗[𝑖] is the outcome measurement for respondent 𝑖 in cell 𝑗, 𝛽0 is the fixed 

intercept, 𝑿𝑗 is the unique covariate vector for cell 𝑗 = 1, … , 𝐽, 𝜷 represents a vector of 
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regression coefficients (fixed effects) and 𝑎𝑙[𝑗]
𝑘  the random (or modelled) effects where 

𝑙[𝑗] maps the cell index 𝑗 to the appropriate category 𝑙 of variable 𝑘 for 𝑘 = 1, … , 𝐾. All 

random effects are modelled using independent normal distributions: 𝑎𝑙
𝑘 ~ N(0, 𝜎k

2), 

𝑙 = 1, … , 𝐿𝑘. 

 

Consider a simple example where we have a dichotomous outcome measure and three 

categorical covariates: age group (with 3 levels); education (with 4 levels); and region 

(with 5 levels). Together these covariates produce 3 × 4 × 5 = 60 unique respondent 

subtypes or poststratification cells. We could fit a multilevel regression model including 

all main effects and the interaction between age group and education as follows: 

 

𝜇𝑗 = Pr(𝑌𝑗[𝑖] = 1) = logit−1 (𝛽0 + 𝑎𝑙[𝑖]
region

+  𝑎𝑚[𝑖]
age

+  𝑎𝑜[𝑖]
edu + 𝑎𝑚[𝑖],𝑜[𝑖]

age×edu
). 

 

The terms 𝑎𝑙[𝑖]
region

, 𝑎𝑚[𝑖]
age

, 𝑎𝑜[𝑖]
edu  and 𝑎𝑚[𝑖],𝑜[𝑖]

age×edu
 are random (modelled) effects for the 

categorical covariates representing region, age, education and the age × education 

interaction. The subscripts indicate category membership of the 𝑖-th respondent, for 

example,  𝑎𝑙[𝑖]
region

 would take values from the set {𝑎1
region

, 𝑎2
region

, 𝑎3
region

, 𝑎4
region

, 𝑎5
region

}. 

Each random effect is modelled using an independent normal distribution, for example, 

𝑎𝑙
region

 ~ N(0, 𝜎region
2 ). 

 

The multilevel regression estimate of 𝑎𝑙
region

, the effect for a given region l, is a 

weighted average of the mean of the observations in the region and the mean over all 

the regions, where the weighted average reflects the relative amount of information 

available about the individual region and all the regions combined. For example, 

regions with smaller sample sizes carry less information so the weighting pulls the 

multilevel estimates closer to the overall region average, while regions with larger 

sample sizes carry more information so the corresponding multilevel estimates are 

closer to the individual regional averages [25]. 

 

From the fitted multilevel regression model, outcome estimates, �̂�𝑗, for each 

poststratification cell j, are obtained. These are then weighted by the corresponding 
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population totals, 𝑁𝑗, and summed to produce a poststratification estimate for the 

population parameter of interest as follows: 

 

�̂�PS =  
∑ 𝑁𝑗�̂�𝑗

𝐽
𝑗=1

∑ 𝑁𝑗
𝐽
𝑗=1

 .  

 

Similarly, an estimate at any subpopulation level 𝑠, can be derived by: 

 

�̂�𝑠
PS =  

∑ 𝑁𝑗�̂�𝑗𝑗∈𝐽𝑠

∑ 𝑁𝑗𝑗∈𝐽𝑠

 , 

 

where 𝐽𝑠 is the subset of all poststratification cells that comprise 𝑠. 

 

Applications in opinion surveys 

Early research into the application of MRP was almost exclusively performed in the 

context of presidential voting and social research in the United States with the primary 

aim of estimating state-level public opinion. It has since emerged as a “widely used gold 

standard for estimating preferences from national surveys” [26]. A particularly 

interesting application of MRP performed by Wang et al. [8], showed the method to be 

effective in estimating the 2012 US presidential election result using a highly 

nonrepresentative sample of Xbox gaming users. Despite males aged 18–29 years being 

greatly overrepresented in the Xbox sample, MRP was able to produce estimates in line 

with leading traditional representative polls.   

 

There have been several published studies in recent years, that have begun to examine 

the predictive accuracy of MRP with the intention of identifying the conditions under 

which it performs best. Two studies by Lax and Phillips [27, 28] found that MRP 

produced reasonably accurate state-level estimates of US public opinion using sample 

sizes of approximately 1,000–1,500 respondents. It was found that the gains in MRP 

performance relative to survey disaggregation, the conventionally used alternative, were 

largely due to more accurate modelling of individual responses rather than the partial 
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pooling of states towards the national mean.  It was also shown that even fairly simple 

response models incorporating demographic and geographic covariates performed well. 

 

An examination of a larger number of cases and a greater range of opinions led Buttice 

and Highton [29] to draw less optimistic conclusions regarding the use of MRP for US 

national surveys of typical size (N  1,500). They found substantial variation in 

performance and argued that the conditions necessary for MRP to perform well will not 

always be met. 

 

One of these conditions, widely agreed to be important by previous authors in the US 

context [27-29] is the inclusion of geographic-level covariates that account for a 

substantial amount of the geographic variation in the outcome. Buttice and Highton [29] 

concluded that a strong geographic predictor emerges “as a necessary but not sufficient 

condition for MRP to perform well.” 

 

Applications in population health and epidemiology 

Historically, one of the most widely used methods for adjusting for known or expected 

discrepancies between sample and population when estimating population descriptive 

quantities in complex population health or epidemiological surveys has been the use of 

sampling weights. These weights are generally defined to reflect the number of alike 

individuals in the population represented by each respondent and are usually calculated 

as inverse probabilities of survey selection combined with sample-based adjustments for 

nonresponse. An important distinction between sampling weights and poststratification 

is that the former are known at the time the survey is designed whereas the latter can 

only be estimated after the data have been collected [54]. 

 

More recently, there has been somewhat of a shift away from this traditional, design-

based paradigm in the analysis of surveys, with the current trend towards a combination 

of design and model-based approaches [5]. MRP is one such model-assisted, design-

based strategy as it brings together a model-based approach with the use of population 

information through poststratification.  
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Previous applications of MRP in the context of population health and epidemiological 

studies have largely focused on producing small-area estimates of prevalence at state 

and local levels in the United States. Zhang et al. [31] used MRP for estimation of the 

prevalence of chronic obstructive pulmonary disease using Behavioural Risk Factor 

Surveillance System 2011 data, and then further validated the MRP approach for the 

additional health indicators of current smoking, obesity, diabetes and lack of healthcare 

coverage [32]. Eke et al. [33] applied MRP to predict rates of periodontitis from 

National Health and Nutrition Examination Survey (NHANES) 2009–2012 data and Lin 

et al. [34] used MRP to estimate the prevalence of untreated dental caries among US 

children aged 6–9 years from NHANES 2005–2010 data. In each case a fairly simple 

multilevel model was used including individual demographic covariates of age, gender 

and race/ethnicity as well as county-level poverty status. All four studies found MRP 

successful in producing small-area estimates that were reasonable and consistent with 

gold-standard direct estimates. 

 

Most recently, we reported an extensive case study of a large nationwide longitudinal 

survey of Australian adult males and found that MRP provided a promising analytic 

approach to the estimation of population descriptive quantities from a highly selected 

sample [1]. While the study employed a sound stratified, multistage cluster sampling 

design [36, 37, 44], a participation fraction of 35% for the baseline wave implied 

considerable potential for nonrepresentativeness or participation bias in the sample 

obtained. MRP showed greater consistency and precision across population subsets of 

varying sizes, when compared with using conventional survey weights.    

 

This study aimed to evaluate, by way of a simulation experiment, both the accuracy and 

precision of MRP versus sampling weights in the context of large population health 

studies. We explored the impact on MRP performance of sample size, model 

misspecification, interactions, and the addition of a geographic-level covariate. This 

simulation study also aimed to extend MRP beyond the estimation of US state-based 

public opinion by considering an alternative population of smaller size with notably 

fewer geographic subsets. 
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 Methods 

This simulation study was informed by an extensive case study focusing on the baseline 

wave of the Ten to Men nationwide survey of Australian males aged 10–55 years [1]. 

 

The population 

The population of interest for the simulation study mirrored that of the case study. 

Relevant data were obtained from the 2011 Australian Census of Population and 

Housing [40] in the form of cross-classification frequency tables, based on the place of 

usual residence of all persons enumerated. These data were exported from the 

Australian Bureau of Statistics website and its online tool, TableBuilder.  

 

The following variables were extracted for use as potential geographic and demographic 

covariates in multilevel modelling: remoteness classification (major cities, inner 

regional, outer regional; remote and very remote areas were excluded); Australian state 

or territory (New South Wales: NSW, Victoria: VIC, Queensland: QLD, Western 

Australia: WA, South Australia: SA, Tasmania: TAS, Australian Capital Territory: 

ACT, Northern Territory: NT); age group (18–19 years, 20–24 years, 25–29 years, 30–

34 years, 35–39 years, 40–44 years, 45–49 years, 50–55 years); Indigenous status (no, 

yes); and socioeconomic index (based on education and occupation; area-based deciles 

1–10). This set of covariates represented a slightly simplified version of that used in the 

final model for the primary outcome measure reported in the published case study [1]. 

 

Together, these five variables led, in principle, to 3,840 (3 × 8 × 8 × 2 × 10) unique 

poststratification cells. However, some of these cells do not exist for structural reasons 

(e.g. there are no major cities defined in TAS or NT and no outer regional areas in 

ACT) [38], so the actual number of poststratification cells was 3,200. Of these, 

approximately 12% were empty in the population. The population size of Australian 

males aged 18–55 years was 5,090,397. To provide further context for the population of 

interest, Australia is a country in the Southern Hemisphere occupying land area of 

similar size to the United States. Australia is comprised of eight states and territories, 

which vary greatly in terms of land area and population density (Table 6-1).  
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Table 6-1. Background information for each Australian state and territory including: population 

size (males aged 18–55 years); population size (total); land area (km2); latitude of capital city 

(degrees, o); state population living in the capital city (%); and solar exposure of capital city 

(MJ/m2). 

Australian  
state/ 
territory 

Population 
size1,2 

(Males aged 
18–55) 

Population 
size1 

(Total) 
Land area3 

(km2) 

Latitude of 
capital city4 

Degrees (o) 

State 
population 

living in 
capital city5 

(%) 

Solar 
exposure of 
capital city6,7 

(MJ/m2) 

NSW 1,641,497 6,917,656 801,150 –33.86 63.5 16.4 

VIC 1,323,496 5,354,039 227,444 –37.81 74.7 15.1 

QLD 1,005,253 4,332,737 1,729,742 –27.47 47.7 18.5 

WA 514,458 2,239,171 2,527,013 –31.95 77.2 19.3 

SA 370,425 1,596,569 984,321 –34.93 76.7 17.3 

TAS 109,454 495,351 68,401 –42.88 42.7 13.6 

ACT 94,310 357,218 2,425 –35.28 99.8 17.2 

NT 31,504 211,943 1,347,791 –12.46 56.9 21.2 

AUS (Total) 5,090,397 21,504,684 7,688,287    
1 Australian Bureau of Statistics, 2011 Australian Census, Census TableBuilder online.  
2 Including major cities, inner regional, outer regional areas only, and non-missing values for age, indigenous status 

and SEIFA index. 
3 Australian Government Geoscience Australia. https://www.ga.gov.au/scientific-topics/national-location-

information/dimensions/area-of-australia-states-and-territories. Accessed March 17, 2019. 
4 simplemaps Geographic Data Products. https://simplemaps.com/data/au-cities. Accessed March 17, 2019. 
5 Australian Bureau of Statistics, 2011 Census QuickStats. 

http://quickstats.censusdata.abs.gov.au/census_services/getproduct/census/2011/quickstat/0. Accessed March 17, 

2019. 
6 Monthly mean global solar exposure, 1990–2018. 
7 Australian Government Bureau of Meteorology, Climate Data Online. 

http://www.bom.gov.au/climate/data/index.shtml. Accessed July 4, 2018. 

 

In order to create nonrepresentative samples for which simple estimation methods 

would produce biased estimates, we needed to define two data generation models, the 

first to generate the outcome measure and the second to generate survey participation 

probabilities. Both models were conditional on the same set of covariates outlined 

above and are described in turn below. 

 

Generation of population outcome data 

The primary outcome used in this simulation study was designed to replicate that from 

the informing case study, a dichotomous outcome defined as participation in physical 

activity at levels sufficient to confer a health benefit [41]. The population prevalence 

was set at approximately 65%.  
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Outcome data were generated for all individuals in the population using a multilevel 

logistic regression model including all the geographic and demographic covariates listed 

above. This required full specification of all model parameters including: the fixed 

intercept, fixed linear trends for age group and socioeconomic index, fixed coefficients 

for the effects of Indigenous status and remoteness classification, and random or 

modelled effects drawn from normal distributions with mean zero and specified 

standard deviations for state, as well as for age group and socioeconomic index 

(representing departures from the linear trends in each case). Values for these model 

parameters were taken from estimates from the informing case study and in some cases, 

magnified slightly in order to represent plausible and practically meaningful effect sizes. 

A listing of all model parameter values used for data generation is provided in 

Appendix 4 Supplementary Table 1. 

 

The multilevel model produced a probability of outcome “success”, 𝑝𝑗, for each unique 

poststratification cell, 𝑗, where all individuals belonging to the same poststratification 

cell had an equal probability of success. The number of successes (and consequently, 

failures) in each poststratification cell, 𝑗, was therefore generated by taking a random 

observation from the Binomial distribution Bin(Nj,pj) where 𝑁𝑗 was the known 

population frequency in poststratification cell, 𝑗. 

 

Simulation and generation of survey participation probabilities 

Random samples of 𝑛 individuals were then selected from the population, stratified 

according to remoteness classification, with oversampling of the inner and outer 

regional areas (major cities 55%, inner regional 25%, outer regional 20%, compared to 

major cities 74%, inner regional 17%, outer regional 9% in the population). 

 

A second multilevel logistic regression model, again including all geographic and 

demographic covariates, was used to simulate survey participation probabilities. All 

sampled individuals belonging to the same poststratification cell, 𝑗, had equal 

probability of survey participation, 𝑞𝑗 and each sampled individual’s participation 

indicator was generated using Bin(1,qj). Participation probabilities were re-calculated 

for each simulated dataset. 
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The magnitudes of the parameters in this model were informed by an analysis of 

responders versus non-responders in the informing study, where the overall survey 

participation rate was about one-third. Covariates were limited to geographic variables 

and socioeconomic index. Model parameters were specified such that the direction of all 

participation biases resulted in underestimation of outcome prevalence. This allowed us 

to see clearly the impact of these biases on the performance of the various estimation 

methods rather than the biases operating in different directions and possibly cancelling 

each other out. 

 

Analysis of simulated samples 

For each scenario under investigation, 𝑆 = 500 simulated samples were created. We 

estimated the prevalence of the dichotomous outcome measure for the Australian male 

population aged 18–55 years as a whole and for each Australian state and territory using 

MRP and also using unweighted and weighted approaches for comparison. The 

unweighted prevalence estimate was simply the mean of the raw data. The weighted 

approach incorporated conventional survey weights, calculated as inverse probabilities 

of survey selection adjusted for the observed (simulated) participation. Consistent with 

the informing case study, only geographic covariates were used to construct the 

sampling weights and as a result, there were 20 unique weighting values, one 

corresponding to each state × remoteness classification combination. 

 

Multilevel models for the MRP approach were fitted using approximate marginal 

maximum likelihood as implemented in the “glmer” function of the lme4 package [55] 

in R. Ideally, we would have performed a full Bayesian analysis in RStan [46], but this 

was not feasible due to the excessive time required to obtain complex posterior 

distributions over many simulated samples. As a result, it was not possible to calculate 

estimated standard errors or 95% credible intervals for MRP national and state-level 

prevalence estimates. The empirical standard error (SE) of the simulated distribution of 

prevalence estimates was therefore used as a basis for comparing the three estimation 

methods in terms of precision. Bias was considered the primary performance measure of 

interest and was estimated using the average difference of prevalence estimates from 

known true population values. 
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This simulation framework allowed us to investigate the influence of several factors on 

MRP performance for estimating population descriptive quantities. We considered three 

sample sizes: 𝑛 = 30,000, 15,000 and 4,500, which, after a participation fraction of 

approximately one-third, resulted in target sample sizes of 10,000, 5,000 and 1,500 

respectively. The largest target sample size of 10,000 was comparable to the informing 

case study while the smallest target sample size of 1,500 reflected the typical size of 

surveys of public opinion [27-29].  

 

At the analysis stage, we first considered the “correct” specification of the multilevel 

model, that is, the multilevel model including the full set of demographic and 

geographic covariates used to generate the outcome and survey participation indicators. 

We then investigated the impact of model misspecification by omitting the age-group 

covariate when fitting MRP to the simulated datasets.  

 

We explored the inclusion of a random effect representing an interaction between state 

and remoteness classification into the outcome generation and sampling processes and 

then the impact of including and excluding this interaction in the MRP analysis. We 

first defined a standard deviation parameter for this state × remoteness interaction equal 

to that observed in the informing case study and then a second scenario where this 

standard deviation was doubled. 

 

Finally, we also examined the potential role of a state-level covariate. Additional 

between-state variation was first introduced by specifying a large between-state 

standard deviation in both the outcome generation and survey participation models. 

Since this represented random between-state variation, models including and excluding 

a state-level covariate were expected to perform equally well. Next, we retained a small 

between-state standard deviation but introduced additional between-state variation by 

specifying, in both outcome and survey participation data generation models, a state-

level covariate effect. The choice of state-level covariate was not limited to data 

collected from the survey. Given the outcome measure of interest aimed to replicate 

participation in sufficient physical activity, we hypothesised that an appropriate state-

level covariate might be mean global solar exposure (MJ/m2) obtained for the capital 
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city of each state and territory [56]. As Table 6-1 shows, Australia is a vast country with 

minimum and maximum latitude values of –43.64° and –10.69° respectively [57]. As a 

result, different parts of the country experience very diverse weather conditions. We 

therefore deemed it appropriate to define an association between the state-level 

covariate of global solar exposure and participation in sufficient physical activity, 

specifically, a quadratic association, where both low and high levels of solar exposure 

were associated with reduced participation (see Appendix 4 Supplementary Table 1 for 

model parameter values used). 

 Results 

Across the set of five simulation scenarios, the true national population prevalence 

ranged from 63.4% to 65.6% with an overall average of 64.6%. True prevalence at the 

state-level ranged from 51.6% to 76.7%. All results reported and plotted below 

represent bias, in absolute percentage points, from these true prevalence values. 

 

The first scenario considered in the simulation study involved a large target sample size 

of 10,000 and a correct MRP model fit including all the geographic and demographic 

covariates of remoteness classification, age group, state or territory, Indigenous status 

and socioeconomic index. The mean sample size by state ranged from 95 in ACT and 

160 in NT to 3,208 in NSW.  

 

Estimated bias (%) and the associated empirical standard error for national and state-

level prevalence estimates using the three estimation approaches for this scenario are 

shown in Figure 6-1 A). At the national level, the correct MRP model resulted in the 

smallest bias (–0.09%, SE=0.51%), followed by the weighted approach (–2.5%, 

SE=0.54%) and then the unweighted approach (–6.6%, SE=0.50%). The same pattern of 

results was observed at the state level, particularly for the larger states of NSW, VIC, 

QLD, WA and SA. For the smaller states and territories (TAS, ACT and NT), the biases 

of the unweighted and weighted approaches were more similar to each other due to 

these states containing only a subset of the three remoteness strata. For NT, the 

unweighted and weighted results were in fact identical since this state consisted of only 

outer regional areas (no major cities or inner regional areas) so all sampled individuals 
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from this state received the same sampling weight. Nonetheless, for each of TAS, ACT 

and NT, the correct MRP model was still superior to both weighted and unweighted 

approaches. The estimated bias of the correct MRP model was at most 0.62% across all 

states and territories. 

 

Figure 6-1 A) also shows that MRP achieved greater precision (smaller empirical 

standard errors) than the unweighted and weighted approaches, with this gain becoming 

more pronounced as the state-level sample size decreases. 

 

Varying sample size 

Figure 6-1 B) and C) show results for the smaller target sample sizes of 5,000 and 1,500 

respectively. For these two scenarios, the mean sample size by state ranged from 48 and 

15, respectively, in ACT, to 1,604 and 482 in NSW. At the national level, while the bias 

was reasonably consistent across the three sample sizes for both the unweighted and 

weighted approaches (approximately –6.6% and –2.5% respectively), the MRP 

approach showed slight increases in bias with decreasing sample size suggesting that 

performance is improved with larger sample sizes. The bias for the correct MRP model 

at the national level was –0.51% (SD=1.4%) for a target sample size of 1,500 and –

0.17% (SD=0.71%) for a target sample size of 5,000 compared to –0.09% (SD=0.51%) 

for a target sample size of 10,000. As expected, all methods showed reduced precision 

for smaller sample sizes.  

 

At the state level, in almost all cases, MRP demonstrated superior performance in terms 

of both accuracy and precision relative to the unweighted and weighted approaches at 

each sample size. There was, however, some evidence of too much shrinkage toward the 

mean, or overpooling, by the multilevel regression model for the smaller states and 

territories at the smallest sample size. For NT and TAS, regions with the lowest true 

prevalence, MRP resulted in a considerable positive bias (1.8%, SE=2.9% and 1.0%, 

SE=2.1% respectively) suggesting too much partial pooling or shrinkage towards the 

national estimate and the other state estimates with larger sample sizes.  
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A) 

 

B) 

 

C) 

 

Figure 6-1. Estimated bias (%) and associated empirical standard error (SE) for national and 

state-level prevalence estimates using: i) unweighted estimation; ii) survey sampling weights; 

iii) the correct MRP model; and iv) a misspecified MRP model (excluding the age-group main 

effect) for the following target sample sizes: A) 𝑛 =10,000; B) 𝑛 =5,000; C) 𝑛 =1,500. 

  



83 

 

Model misspecification 

The three panels of Figure 6-1 also show the bias and associated empirical standard 

error for national and state-level prevalence estimates by sample size when the MRP 

model was misspecified by omitting the age-group effect. For the largest sample size of 

10,000, the bias at the national level (–1.1%, SE=0.53%) was larger than when the 

correct model was fitted (–0.09%, SE=0.51%), but still considerably less than the 

unweighted and weighted approaches. Very similar results were observed at the state 

level with the correct MRP model consistently superior to the misspecified MRP model. 

Figure 6-2 shows the bias and standard error by levels of age group, the variable 

excluded from the misspecified MRP model. By not allowing for the strong negative 

linear association between age group and outcome, the misspecified MRP model 

significantly underestimated the outcome prevalence for the younger age groups and 

overestimated for the older age groups. 

 

 

Figure 6-2. Estimated bias (%) and associated empirical standard error (SE) for prevalence 

estimates by age group, using: i) the correct MRP model (including the age-group main effect); 

and ii) a misspecified MRP model (excluding the age-group main effect) for a target sample size 

of 𝑛 =1,500. 

 

Interactions 

The results of including a state × remoteness interaction as a random effect in both the 

true outcome and participation models are summarised in Figure 6-3. There were 

minimal differences in bias between the MRP models including and excluding the 

interaction at the national level, for both interaction effect sizes and target sample sizes 
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of 10,000 and 1,500. The two models were also reasonably consistent across the states 

and territories, but there was some evidence of improved performance when including 

the interaction term for the largest sample size.  

 

A) 

 

C) 

 

B) 

 

D) 

 

Figure 6-3. Estimated bias (%) and associated empirical standard error (SE) for national and 

state-level prevalence estimates using: i) unweighted estimation; ii) survey sampling weights; 

iii) the correct MRP model including a state × remoteness interaction effect (𝜎state×remote = 0.08 

(size 1×TTM; panels A, B), 𝜎state×remote = 0.15 (size 2×TTM; panels C, D)); and iv) a 

misspecified MRP model (main effects only, no interaction) for target sample sizes of 

𝑛 =10,000 (panels A, C) and 𝑛 =1,500 (panels B, D). 

 

Standard errors for MRP were slightly larger when the interaction term was included, 

reflecting a reduction in the amount of partial pooling or “borrowing strength” between 

states. Results (not shown) by age group, remoteness classification and socioeconomic 

index also indicated that the inclusion of an interaction term did not greatly affect MRP 

performance for estimating outcome prevalence for the population as a whole and by 

levels of main effects.  
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State-level covariates 

Panels A and B of Figure 6-4 compare the performance of MRP conducted with and 

without the inclusion of a state-level covariate, monthly mean solar exposure, in a 

scenario that introduced a large amount of random between-state variation for target 

sample sizes of 10,000 and 1,500 respectively. As expected, there was very little 

difference, particularly at the national level and for the larger states.  

 

A) 

 

C) 

 

B) 

 

D) 

 

Figure 6-4. Estimated bias (%) and associated empirical standard error (SE) for national and 

state-level prevalence estimates using: i) unweighted estimation; ii) survey sampling weights; 

iii) the correct MRP model including a state-level covariate; and iv) a misspecified MRP model 

excluding a state-level covariate, for two scenarios: increased random between-state variation 

(panels A, B) and a quadratic association with a state-level covariate (panels C, D) for target 

sample sizes of 𝑛 =10,000 (panels A, C) and 𝑛 =1,500 (panels B, D). 

 

In the final scenario, where greater between-state variation was introduced by way of a 

quadratic association with global solar exposure, the inclusion of this (correctly 

specified) state-level covariate in the MRP model was found to considerably improve 

the accuracy of prevalence estimates for the smaller states of TAS, ACT and NT (panels 

C and D in Figure 6-4 for target sample sizes of 10,000 and 1,500 respectively) by 
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reducing the amount of overpooling. For example, with a sample size of 10,000, bias 

reduced in magnitude from 2.2% (SE=2.0%) to 0.06% (SE=1.7%) for TAS, from –1.4% 

(SE=1.2%) to –0.03% (SE=0.9%) for ACT and from 4.1% (SE=2.0%) to –0.23% 

(SE=2.6%) for NT. The inclusion of the state-level covariate had little impact on MRP 

performance at the national level and for the larger states, mostly due to there being 

little room for improvement beyond already very accurate estimates. 

 

Monte Carlo standard errors 

Monte Carlo standard errors (MCSEs) for the primary performance measure of bias [52] 

were calculated to be no more than 0.07% across all prevalence estimates at the national 

level. At the state level, MCSEs for the MRP approach were less than 0.15% for the 

larger states and no more than 0.35% for the smaller states, while for the weighted and 

unweighted approaches, MCSEs were less than 0.25% for the larger states and no 

greater than 0.65% for the smaller states. This was considered an acceptable level of 

precision. Uncertainty in the outcome data generated for the population, namely the 

randomly chosen values for random effects in the outcome generation multilevel model, 

was not accounted for in the simulations as our intention was to characterise inference 

from a fixed or finite population. However, a small number of repeated simulation runs 

with different random number generator seeds and hence, different random effect 

values, confirmed consistent overall conclusions.    

 Discussion 

We conducted a simulation study to evaluate the accuracy and precision of multilevel 

regression and poststratification (MRP) compared with survey weighting for the 

estimation of population descriptive quantities in the presence of participation bias 

within large population health studies. We explored the impact on MRP performance of 

sample size, model misspecification, interactions, and the addition of a geographic-level 

covariate. MRP was found to achieve generally superior performance in both accuracy 

and precision at both the national and state levels, followed by weighted and then 

unweighted approaches. MRP was generally robust to model misspecification, but had a 

tendency to overpool between-state variation in the outcome, particularly for smaller 

states and when sample sizes were small. 
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Not surprisingly, MRP performed better when the multilevel model was correctly 

specified, particularly when obtaining outcome estimates for levels of a covariate 

incorrectly excluded from the model. General advice on variable selection for model-

based estimation approaches is often to include all variables thought to have an 

important impact on sampling and nonresponse, if they are also potentially predictive of 

the outcome of interest [18]. While it is unlikely that one could ever specify the true 

correct model, MRP should make it possible to get closer to this by allowing the 

inclusion of a larger number of covariates as modelled rather than fixed effects. When 

determining which variables to include in a MRP model, we recommend, as common 

sense suggests, to include or at least investigate all variables for which outcome 

estimates by each level separately are desired. Failure to do so could result in wildly 

inaccurate estimates, as was found when outcome estimates were obtained by age group 

when it had been excluded from the MRP model. 

 

While small improvements in MRP performance were seen with larger sample sizes, 

very accurate results were achieved at the national level and for the larger states with 

the smallest target sample size of 1,500. Outcome prevalence estimates at the national 

level were very robust to model misspecification due to the exclusion of important main 

effects, interactions and geographic-level covariates. Studies where it is of primary 

interest to estimate descriptive quantities for the target population as a whole, can 

therefore expect to achieve accurate results with MRP using fairly simple demographic-

geographic response models. For studies where population subsets such as geographic 

regions are also of interest, more detailed consideration is recommended in determining 

the demographic and geographic covariates for inclusion into the MRP model.  

 

Lax and Phillips [28] found that the inclusion of interactions between individual-level 

demographic variables was not necessary for small samples and the results of this study 

support this finding. However, we did find some benefit from including interactions for 

larger sample sizes, where the interaction effects were estimated more precisely with 

more data available.  
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In the original analysis of the motivating case study, there was very little variation 

observed between states and territories after the influence of individual-level 

demographic variables was accounted for. It was, therefore, assumed that the addition of 

a state-level covariate would not have made much difference to the results [1]. When 

additional between-state variation was introduced into the simulated data through a 

strong state-level covariate, however, improved MRP performance was found, 

particularly for the smaller states where the inclusion of the state-level covariate 

appeared to lessen the extent of the overpooling or “borrowing strength” between states. 

This reduction in partial pooling between states was also evident in the slight increase in 

the standard errors of the prevalence estimates when the state-level covariate was 

included in the model. 

 

One key difference between MRP and the use of conventional survey weights is that a 

single set of weights is generally constructed and applied to all analyses, while the 

application of MRP can be tailored specifically for each outcome measure. While being 

potentially time consuming and more demanding to apply in practice, this approach 

offers great flexibility when multiple outcomes are of interest. Warshaw and Rodden 

[30] advocated for “optimising an MRP model for a particular research question” and 

this was strongly endorsed by Lax and Phillips [28] particularly with regard to selection 

of geographic-level covariates, where covariates that work well for one outcome may 

not work well for another and vice versa. The choice of geographic-level predictors is 

also made difficult by the fact that they are not limited to data collected from the survey; 

they often come from external sources, which opens up a very large number of 

possibilities. While this can make model selection challenging, it also provides great 

potential to improve outcome estimates by explaining geographic-level variation using 

informative covariates not necessarily considered at the time of study design.  

 

This simulation study has not considered any clustering within the survey sampling 

process. Multistage surveys, particularly those with many clusters each containing only 

a small number of participants appear to be a challenge for the MRP approach. Model 

coefficients representing cluster random effects would be estimated based on small 

numbers of observations and it is unclear how best to generate cluster random effect 
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coefficients for unsampled clusters in the poststratification step. While the informing 

case study employed a multistage sampling design including a large number of clusters 

representing small geographical areas, implementation of MRP ignoring this clustering 

still produced acceptably accurate and precise population estimates. More work is 

required, however, to fully understand the value of MRP in the presence of clustering.  

 

Our findings were largely consistent with the existing literature in political science, that 

respectable estimates could be achieved by MRP with a sample size as small as 1,500 

[27-29]. One important difference in our simulations, was that a sample size of 1,500 

was distributed across only eight Australian states and territories rather than 50 US 

states. This same sample size dispersed across fewer geographic regions implies greater 

precision of state-level estimates and it is possible that reasonable estimates could be 

achieved in the Australian context with an even smaller sample size. While it was 

originally hypothesised that the addition of a geographic-level covariate would be of 

lesser value with only eight states and less between-state variation to explain, this was 

found not to be the case, leading us to conclude that MRP performance may be largely 

comparable when applied to these two differing population contexts.  

 

Results of this simulation study indicate that MRP provides generally superior 

performance in both accuracy and precision relative to the use of conventional survey 

weights for addressing potential participation bias in the estimation of population 

descriptive quantities from large-scale health surveys. Future research may involve 

performing similar simulations for populations with differing geographical structures or 

developing some user-friendly software tools to facilitate more widespread usage of this 

method. We may also consider the application of MRP to more complex problems such 

as estimating changes in prevalence over time in a longitudinal study. 

 

6.3 Conclusion 

The results of this simulation study provide further evidence for MRP as a means for 

addressing participation bias in the estimation of descriptive population parameters 

from large-scale health surveys. MRP was found to achieve generally superior 
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performance in both accuracy and precision at both the national and state levels, 

followed by weighted and then unweighted approaches. MRP was generally robust to 

model misspecification but had a tendency to overpool or oversmooth between-state 

variation in the outcome, particularly for smaller states and when sample sizes were 

small. The inclusion of a state-level covariate appeared to improve MRP performance at 

the state level through a reduction in the extent of overpooling between states. Although 

small improvements in MRP performance were seen with larger sample sizes, accurate 

results were achieved at the national level and for the larger states with the smallest 

target sample size of 1,500.  

 

These findings were largely consistent with the existing literature in political science 

[27-29] which focuses primarily on the US population. This leads to the conclusion that 

MRP performance may be largely comparable when applied to these two differing 

population contexts. I consider this further in Chapter 7 where this simulation study 

framework is repeated considering a US population structure. 

 

One important limitation of simulation studies is that it can be difficult to design a data-

generating mechanism that accurately reflects complex situations seen in practice [53]. 

Real world data are messy, often involving missing values and complex underlying 

interactions. Including these, often subtle, aspects into the specification of a data-

generating mechanism can be extremely challenging. This limitation is further 

addressed in Chapter 8. 
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Formal evaluation of MRP versus IPW using a 

simulation study based on US population structure 

7.1 Introduction 

This chapter reproduces the author-accepted version of the paper “Multilevel regression 

and poststratification for estimating population quantities from large health studies: A 

simulation study based on US population structure” accepted for publication in Journal 

of Epidemiology and Community Health on 4 July 2020. 

 

In Chapter 6, MRP was shown to achieve superior performance for estimation of 

descriptive population parameters in the Australian setting. It is possible, however, that 

the method may perform differently in populations with different geographic structures. 

Therefore, in the manuscript presented in this chapter, the previous simulation study 

methodology (described in Chapter 6) was applied to the US population, which 

comprises a much larger number of jurisdictions (𝑛 = 51). The aim was to explore how 

the spread of a given sample size across a larger number of geographic regions might 

impact the degree of partial pooling in the multilevel model and subsequent MRP 

performance for state-level estimation. 

 

While much of the research on MRP in the political and social sciences has considered a 

US population, replication of the simulation study, originally designed based on health 

survey data in an Australian context, in a US population provides a novel and direct 

comparison of MRP performance between these two differing population structures.  

 

Population data for US males aged 18–55 years were obtained from the 2017 Current 

Population Survey (CPS)[58]. While not a census, the CPS is a monthly survey 

administered by the US Census Bureau and is a commonly used source for population 

data [8]. The set of covariates extracted from the CPS were chosen to replicate, as 
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closely as possible, the previous simulation study, but there were some differences 

which required careful consideration. Model parameters for generating the simulated 

datasets were also taken or adapted from the previous simulation study.  

 

For each simulated dataset, both bias and precision were calculated at the whole 

population level, and for each of the 51 US states including the District of Columbia 

(DC).  

 

In the original simulation study, results for a given scenario (bias +/– empirical SE), for 

the national population and for each of the eight Australian states and territories, were 

presented in a single figure. In this second simulation study, because of the greater 

number of geographic regions it was not possible to present results in the same format. 

Instead, I chose to create three figures to more clearly depict the state-level results for a 

given scenario, one for each of bias, empirical SE and root mean squared error (RMSE). 

RMSE provides a single measure of estimation error combining bias and variance. 

Several measures were also constructed to summarise performance across the 51 US 

states which were presented in tabular format. 

 

The primary estimation method for comparison with MRP in the first simulation study 

was IPW using simple sampling weights, based on those derived in the Ten to Men 

baseline study and calculated as inverse survey selection probabilities adjusted for 

observed (simulated) participation. In this second simulation study, a second set of 

weights was also calculated where the original base weights were further calibrated 

using raking (otherwise known as iterative proportional fitting), a statistical technique 

that iteratively matches marginal distributions of a survey sample to known population 

margins. The algorithm works by repeatedly re-calculating the sampling weights to 

match the sample to the population based on the distributions of each raking variable in 

turn (usually demographic variables such as age group, sex, education level) until the 

weights converge. This more sophisticated approach more accurately reflects current 

standard practice in the analysis of surveys.  
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7.2 Author-accepted version of paper accepted for publication in 

Journal of Epidemiology and Community Health 

 Reference 

Downes M, Carlin JB. Multilevel regression and poststratification for estimating 

population quantities from large health studies: A simulation study based on US 

population structure. Journal of Epidemiology and Community Health. Accepted 4 July 

2020.  

 Abstract 

Introduction: Recruiting a representative sample of participants is becoming 

increasingly difficult in large-scale health surveys. Multilevel regression and 

poststratification (MRP) has been shown to be effective in estimating population 

descriptive quantities in nonrepresentative samples. We performed a simulation study, 

previously applied to an Australian population, this time to a US population, to assess 

MRP performance. 

  

Methods: Data were extracted from the 2017 Current Population Survey representing a 

population of US adult males aged 18–55 years. Simulated datasets of nonrepresentative 

samples were generated. State-level prevalence estimates for a dichotomous outcome 

using MRP were compared to the use of sampling weights (with and without raking 

adjustment). We also investigated the impact on MRP performance of sample size, 

model misspecification, interactions, and the addition of a geographic-level covariate.  

 

Results: MRP was found to achieve generally superior performance, with large gains in 

precision vastly outweighing the increased accuracy observed for sampling weights 

with raking adjustment. MRP estimates were generally robust to model 

misspecification. We found a tendency of MRP to overpool between-state variation in 

the outcome, particularly for the least populous states and small sample sizes. The 
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inclusion of a state-level covariate appeared to mitigate this and further improve MRP 

performance.  

 

Discussion: MRP has been shown to be effective in estimating population descriptive 

quantities in two different populations. This provides promising evidence for the 

general applicability of MRP to populations with different geographic structures. MRP 

appears to be a valuable analytic strategy for addressing potential participation bias 

from large-scale health surveys. 

 Introduction 

Recruiting a representative sample of participants is becoming increasingly difficult in 

large-scale population health and epidemiological surveys, even for studies using a 

well-documented sampling frame and a sound sampling process. In view of this and 

with the increasing appeal of online recruitment, due to significantly lower cost and 

rapid accrual [5], many researchers undertaking health surveys are faced with the 

challenge of analysing data obtained from a sample that is not representative of the 

target population of interest. 

 

In studies where the primary aim is to estimate population descriptive quantities, survey 

sample weighting is commonly used to adjust for known or expected discrepancies 

between sample and population. These weights generally reflect the number of alike 

individuals in the population represented by each respondent and are calculated as 

inverse probabilities of survey selection combined with sample-based adjustments for 

nonresponse. Further adjustment to sampling weights is possible through calibration 

techniques such as raking, where auxiliary information in the form of known population 

marginal counts [11] is used to reduce bias.  

 

An alternative model-based approach, which has been shown to be effective in 

nonrepresentative or highly selected samples [1, 8], is multilevel regression and 

poststratification (MRP). MRP was first described by Gelman and Little [6] and Park, 

Gelman and Bafumi [7] in the context of presidential voting and social research in the 

United States (US).  
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MRP first uses multilevel regression to model individual survey responses for the 

outcome measure of interest as a function of demographic and geographic covariates. 

The resulting target parameter estimates for each demographic-geographic respondent 

subtype are then combined using a weighted average across the subtypes 

(poststratification cells), weighting by the proportions of each subtype in the actual 

population, to produce an overall population-level estimate. 

 

In the multilevel model, the use of random or modelled effects rather than fixed or 

unmodelled effects [25] for all categorical covariates with more than two levels assumes 

different levels of a covariate are related to each other by way of a common distribution.  

The multilevel model then partially pools or “shrinks” categorical covariate parameter 

estimates towards their mean, with the degree of pooling determined by the data. 

Greater pooling occurs when the variance between categories is small and for categories 

with small sample sizes. This modelling structure uses the dependence of the outcome 

measure on the covariates to obtain more stable and smoothed estimates for relatively 

sparse respondent subtypes through “borrowing strength” from demographically similar 

subtypes with richer data [8]. As more covariates are added to the multilevel model, the 

number of poststratification cells multiply, many comprising few or even no individuals 

from the population. The smoothing properties of MRP become even more valuable in 

such cases, thus avoiding the often large variation associated with traditional weighted 

estimation approaches. A formal definition of MRP is provided in Appendix 5 

Supplementary Material 1. 

   

To date, research on MRP has been performed almost exclusively in the political 

science domain. There have, however, been a growing number of recent applications of 

MRP in population health and epidemiology, largely focused on producing small-area 

estimates of health outcome prevalence at state and local levels in the US [31-34]. 

Methodological research of MRP for health and epidemiology applications is also 

important as the covariates of interest for health outcomes are likely to be different to 

those for outcomes in political science. The evaluation of MRP performance against 

well-established estimation alternatives such as survey sample weighting is also 

extremely informative in determining the value of this approach in this context. 
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We have previously reported two investigations of the use of MRP compared with 

conventional sample weighting for estimating population descriptive quantities. The 

first was an extensive case study using a large national health survey of Australian 

males [1]. Despite a sound stratified, multistage cluster sampling design [36, 37, 44], a 

participation fraction of only 35% implied considerable potential for 

nonrepresentativeness or participation bias. The second study aimed to further evaluate 

bias of MRP versus simple sample weighting using simulated data generated to reflect 

the Australian male adult population of interest in our original study [2]. In both studies, 

we obtained target parameter estimates using both methods for the national population 

and for each of the eight Australian states and territories.  

 

While we observed superior MRP performance in the Australian setting, the method 

may perform differently in populations with different geographic structures. Therefore, 

the aim of this study was to apply our previous simulation study methodology to the US 

population which comprises a much larger number of jurisdictions (𝑛 = 51). We aimed 

to explore how the spread of a given sample size across a larger number of geographic 

regions might impact the degree of partial pooling in the multilevel model and 

subsequent MRP performance.  

 Methods 

The population 

For consistency with our previous simulation study, the population of interest was 

defined to be US males aged 18–55 years. Relevant data were obtained from the 2017 

Current Population Survey (CPS) [58]. While not a census, the CPS is a monthly survey 

administered by the US Census Bureau and is a commonly used source for population 

data [8].  

 

The following variables were extracted for use as geographic and demographic 

covariates in multilevel modelling: region (Northeast, Midwest, South, West); state (51 

states, including the District of Columbia); age group (18–19 years, 20–24 years, 25–29 

years, 30–34 years, 35–39 years, 40–44 years, 45–49 years, 50–55 years); Race (Black 

alone or in combination, Other); and household income (No income, $1–$4,999 or loss, 
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$5,000–$9,999, $10,000–$14,999, $15,000–$24,999, $25,000–$34,999, $35,000–

$49,999, $50,000–$74,999, $75,000 and over). This set of covariates were chosen to 

replicate, as closely as possible, our previous simulation study. Together, these five 

variables led to 7,344 (51 × 8 × 2 × 9) unique poststratification cells. Of these, 2,931 

cells (40%) were empty in the population. Based on the 2017 CPS, the population size 

of US males aged 18–55 years was 79,476,439.  

 

Generation of simulated data 

The primary outcome was dichotomous, designed to emulate an indicator of 

participation in physical activity at levels sufficient to confer a health benefit [41]. The 

population prevalence was set at approximately 65%. 

 

We set equal sampling proportions of 25% across the four geographic regions, thus 

slightly oversampling from the Northeast and Midwest regions relative to their 

population proportions (Northeast 17%, Midwest 21%, South 37%, West 25%). Within 

each region, we set a sampling proportion of 25% for those identified as black alone or 

in combination, again oversampling relative to their population proportions within each 

region (Northeast 14%, Midwest 11%, South 20%, West 6%). We therefore defined 8 

strata based on the unique combinations of region and race. 

 

In order to create nonrepresentative samples for which simple estimation methods 

would produce biased estimates, we needed to define two data generation models, the 

first to generate the outcome measure for all individuals in the population, and the 

second to generate survey participation indicators for all individuals randomly sampled 

using the design described above. Both models were conditional on the same set of 

covariates outlined above and followed the process of data generation described in 

Downes and Carlin [2].  

 

Values for model parameters were taken from our previous simulation study which 

were, in turn, informed by our prior case-study analysis in order to ensure realistic and 

plausible simulated data. Model parameter values were specified such that the direction 

of all participation biases resulted in underestimation of outcome prevalence (rather 
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than biases operating in different directions and possibly cancelling each other out). The 

overall population participation rate was set to approximately one-third. Model 

parameter values used for data generation are provided in Appendix 5 Supplementary 

Table 1. 

 

Analysis of simulated samples 

For each scenario, 𝑆 = 1,000 simulated samples were created. We estimated outcome 

prevalence for the national US male population aged 18–55 years and for each state 

separately using MRP and also unweighted and weighted approaches for comparison. 

The unweighted prevalence estimate was simply the mean of the raw data. Two sets of 

weights were calculated. The first were simple sampling weights, calculated as inverse 

survey selection probabilities adjusted for the observed (simulated) participation. We 

calculated 102 unique weighting values, one corresponding to each state × race 

combination. The second weighted estimation approach used raking to further adjust 

these base weights to the marginal one-way population distributions for the additional 

covariates of age group and income. Raking was performed using the “rake” function of 

the survey package [49, 50] in R. 

 

Multilevel models for the MRP approach were fitted using approximate marginal 

maximum likelihood as implemented in the “glmer” function of the lme4 package [55] 

in R. A full Bayesian analysis was not feasible due to the excessive time required to 

obtain complex posterior distributions over many simulated samples.  

 

We investigated the influence of four factors on MRP performance for estimating 

population descriptive quantities. 

 

Sample size. We considered three sample sizes: 𝑛 = 30,000, 15,000 and 4,500, which, 

after a participation fraction of approximately one-third, resulted in observed sample 

sizes of (approximately) 10,000, 5,000 and 1,500 respectively.  

 

Model misspecification. At the analysis stage, we first used the “correct” specification 

of the multilevel model, that is, the model including the full set of demographic and 



99 

 

geographic covariates used to generate the outcome and survey participation indicators. 

We then investigated the impact of model misspecification by omitting the age-group 

covariate.  

 

Interaction effects. We explored the inclusion of an interaction between two individual-

level covariates, race and age group, in the outcome generation and sampling processes 

and then the impact of including and excluding this interaction in the MRP analysis. 

This required the specification of an additional parameter in each model, representing 

the difference in the linear association with age group between the two race categories. 

We investigated four effect sizes for this interaction. We also considered an 

unstructured race × age interaction random effect. 

 

State-level covariate. We introduced additional between-state variation by specifying a 

state-level covariate effect in the data generation models. Again, to closely replicate our 

previous simulation study, we selected a climate variable with a plausible rationale for 

influencing the health outcome of participation in sufficient physical activity, the annual 

percentage of average possible sunshine. Data were publicly accessible from the 

National Centers for Environmental Information [59] for 164 US cities; we extracted 

the value for the most populous city within each state, or the geographically nearest city 

if this was not available (see Appendix 5 Supplementary Table 2).  

 

Performance measures 

Bias was estimated using the average difference of prevalence estimates from known 

true population values across the simulated samples. We also considered the empirical 

standard error (SE) of the simulated distribution of prevalence estimates as a measure of 

precision as well as the root mean squared error (RMSE), which provides a single 

measure of estimation error combining bias and variance. These performance measures 

were calculated for the whole population and by state. 

 

We also constructed several measures to summarise performance across the 51 states. 

These were calculated individually for each simulated sample then averaged over the set 

of 𝑆 = 1,000 samples for each scenario. First, we calculated the correlation of state-
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level prevalence estimates with their known true values. Our second summary measure, 

shrinkage, compared the standard deviation of state-level prevalence estimates to the 

standard deviation of state-level true prevalence values. This allowed us to determine 

the extent to which MRP reduced between-state variation as a result of partial pooling 

[28]. Our final summary measure calculated the RMSE across all states.  

 Results 

We first consider the scenario specifying a sample size of 10,000 and a correct MRP 

model fit including all geographic and demographic covariates. The mean sample size 

by state ranged from 13 in WY to 1,212 in CA.  

 

Panels A, C and E of Figure 7-1 show the bias, empirical SE and RMSE respectively for 

state-level prevalence estimates using the four estimation methods, where states are 

displayed from top to bottom in increasing order of population size. Weighted 

estimation using raking clearly resulted in the lowest bias, particularly for states with 

large populations. MRP also performed well, with a bias of less than 1.5% for most 

states, while the simple sampling weights and especially the unweighted approach 

consistently underestimated state-level prevalence values. 

 

MRP consistently produced the smallest SEs (approximately 1%), while the precision of 

the weighted and unweighted approaches was greatly influenced by state population 

size (with SEs as high as 13% for the smallest states). This large gain in precision for 

MRP translated into superior RMSEs, again particularly evident for smaller states, and 

estimates that were more often closer than weighted estimation using raking to the true 

prevalence values.  

 

Summary performance measures also demonstrated superior results for MRP (Table 

7-1), with state-level estimates strongly correlated with true state prevalence values 

(r=0.89, SE=0.04) and considerably smaller RMSE across states (1.47%, SE=0.25). 

There was evidence of a small degree of partial pooling by MRP with a shrinkage value 

of 0.89 (SD=0.16).  
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A) 

 

C) 

 

E) 

 

B) 

 

D) 

 

F) 

 

Figure 7-1. Simulation results including bias (panels A, B), empirical SE (panels C, D) and 

RMSE (panels E, F) for state-level prevalence estimates using: i) unweighted estimation; ii) 

weighted estimation, using simple sampling weights; iii) weighted estimation, using raking; and 

iv) the correctly specified MRP model, for sample sizes: 𝑛 =10,000 (panels A, C, E) and 

𝑛 =1,500 (panels B, D, F). Monte Carlo standard errors for bias [52] were less than 0.09% for 

MRP, and less than 1.2% for weighted and unweighted approaches.  



102 

 

Table 7-1. Summary performance measures for: i) unweighted estimation; ii) weighted 

estimation, using simple sampling weights; iii) weighted estimation, using raking; iv) the 

correctly specified MRP model; and v) a misspecified MRP model (excluding the age-group 

main effect), by varying sample size (𝑛 =10,000, 5,000, 1,500). All values represent summaries 

(Mean, SD) over 1,000 simulated datasets. 

 

Large sample 
size, n=10,000 

Medium sample 
size, n=5,000 

Small sample 
size, n=1,500 

Mean (SD) Mean (SD) Mean (SD) 

National-level performance measures    

    Bias (%)    

        Unweighted –3.46% –3.48% –3.43% 

        Weighted – simple –1.58% –1.59% –1.54% 

        Weighted – raking –0.10% –0.12% –0.07% 

        MRP – correct –0.13% –0.24% –0.45% 

        MRP – misspecified –1.28% –1.39% –1.62% 

    Empirical standard error (%)    

        Unweighted 0.53% 0.66% 1.30% 

        Weighted – simple 0.58% 0.75% 1.45% 

        Weighted – raking 0.55% 0.72% 1.41% 

        MRP – correct 0.55% 0.73% 1.37% 

        MRP – misspecified 0.57% 0.75% 1.39% 

State-level summary performance measures    

    Correlation with true values    

        Unweighted 0.43 (0.12) 0.31 (0.13) 0.18 (0.14) 

        Weighted – simple 0.41 (0.12) 0.30 (0.13) 0.16 (0.14) 

        Weighted – raking 0.40 (0.12) 0.30 (0.13) 0.16 (0.14) 

        MRP – correct 0.89 (0.04) 0.83 (0.12) 0.48 (0.40) 

        MRP – misspecified 0.87 (0.04) 0.80 (0.15) 0.40 (0.46) 

    Shrinkage    

        Unweighted 2.37 (0.29) 3.27 (0.47) 5.98 (0.80) 

        Weighted – simple 2.43 (0.31) 3.39 (0.50) 6.23 (0.80) 

        Weighted – raking 2.42 (0.31) 3.38 (0.50) 6.23 (0.82) 

        MRP – correct 0.89 (0.16) 0.83 (0.24) 0.73 (0.37) 

        MRP – misspecified 0.88 (0.17) 0.81 (0.26) 0.70 (0.40) 

    Root mean squared error (%) across states    

        Unweighted 6.46 (0.89) 9.08 (1.39) 16.8 (2.42) 

        Weighted – simple 6.47 (0.93) 9.29 (1.50) 17.5 (2.41) 

        Weighted – raking 6.27 (0.91) 9.15 (1.48) 17.4 (2.41) 

        MRP – correct 1.47 (0.25) 1.80 (0.44) 2.80 (0.77) 

        MRP – misspecified 2.12 (0.42) 2.41 (0.58) 3.28 (0.96) 

 

Varying sample size 

For the smaller sample sizes of 5,000 and 1,500, the mean sample size by state ranged 

from 7 and 2, respectively, in WY, to 605 and 181 in CA. At the national level, while 

bias was reasonably consistent across the three sample sizes for both the unweighted 
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and weighted approaches, MRP showed slight increases in bias with decreasing sample 

size (Table 7-1). As expected, all methods showed reduced precision for smaller sample 

sizes.   

 

Panels B, D and F of Figure 7-1 show corresponding state-level results for the smallest 

sample size of 1,500. Weighted estimation using raking again clearly resulted in the 

lowest bias, estimating the prevalence of most states within 1%, followed by MRP with 

a bias most often less than 2.5%. There were, however, some larger biases, perhaps 

indicative of excessive shrinkage toward the mean by the multilevel model. The simple 

sampling weights and the unweighted approach again consistently underestimated state-

level prevalence values. The large gains in precision (and hence RMSE) of MRP was 

even more evident as sample size decreased.  

 

Summary measures indicated superior performance of MRP at the smaller target sample 

sizes (Table 7-1). MRP state-level estimates remained strongly correlated with the true 

state prevalence values at the medium sample size (r=0.83, SE=0.12), but a drop in 

correlation was observed at the smallest sample size (r=0.48, SE=0.40). RMSE across 

states was, again, considerably smaller for MRP and this difference increased with 

decreasing sample size. The degree of partial pooling by the MRP approach increased 

noticeably with decreasing sample size (shrinkage=0.83, SD=0.24 for 𝑛 =5,000 and 

shrinkage=0.73, SD=0.37 for 𝑛 =1,500 compared to shrinkage=0.89 SD=0.16 for 

𝑛 =10,000). 

 

Model misspecification 

Figure 7-2 compares the correct MRP model and a misspecified MRP model with the 

age-group main effect omitted, for a sample size of 10,000. The correct MRP model 

was generally superior, with the misspecified model tending to underestimate state 

prevalences. These differences, however, were reasonably small. Table 7-1 shows only 

minor differences between the two models in terms of the summary performance 

measures, both of which were superior to the weighted and unweighted approaches. 
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A) 

 

B) 

 

C) 

 

Figure 7-2. Simulation results including bias (panel A), empirical SE (panel B) and RMSE 

(panel C) for state-level prevalence estimates using: i) the correctly specified MRP model 

(including age-group main effect); and (ii) a misspecified MRP model (excluding age-group 

main effect), for the largest sample size, 𝑛 =10,000. Monte Carlo standard errors for bias [52] 

were less than 0.04% for both MRP methods. 
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The bias of prevalence estimates was calculated by levels of age group, the covariate 

excluded from the misspecified MRP model. By not allowing for the strong negative 

linear association between age group and outcome, the misspecified MRP model 

substantially underestimated the outcome prevalence for the younger age groups and 

overestimated for the older age groups (Appendix 5 Supplementary Figure 1). 

 

Interactions 

There were minimal differences in the summary performance measures between the 

MRP models including and excluding the race × age interaction effect, for all four 

interaction effect sizes and both target sample sizes of 10,000 and 1,500 (Appendix 5 

Supplementary Table 3). The alternative specification of an unstructured race × age 

interaction effect produced the same negligible differences (results not shown). 

 

State-level covariate 

When greater between-state variation was introduced by way of a quadratic association 

with annual average sunshine, correctly including this state-level covariate in the MRP 

model resulted in more accurate state-level prevalence estimates compared to a MRP 

model excluding it (Panels A and B of Figure 7-3 for sample sizes 𝑛 =10,000 and 

𝑛 =1,500 respectively). Panels C and D of Figure 7-3 show comparable SEs for the two 

models except for a few outliers from the correctly specified model for states with 

relatively high (AZ, NV) and low (AK, OR, WA, WV) values of annual sunshine. Table 

7-2 displays stronger correlation with true prevalence values (correct MRP: 𝑟 =0.93, 

SD=0.03; misspecified MRP: 𝑟 =0.55, SD=0.07 for 𝑛 =10,000) and lower RMSE 

across states (correct MRP: 1.56%, SD=0.35; misspecified MRP: 3.49%, SD=0.20 for 

𝑛 =10,000) for the correct MRP model. Shrinkage values were much closer to 1 for the 

correct MRP model across all sample sizes (correct MRP: 0.94, SE=0.13; misspecified 

MRP: 0.48, SE=0.12 for 𝑛 =10,000), indicating that the inclusion of an important state-

level covariate to explain between-state variation reduced the extent of partial pooling 

between states in the multilevel model. 
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A) 

 

C) 

 

E) 

 

B) 

 

D) 

 

F) 

 

Figure 7-3. Simulation results including bias (panels A, B), empirical SE (panels C, D) and 

RMSE (panels E, F) for state-level prevalence estimates using: i) the correctly specified MRP 

model including a state-level covariate; and ii) a misspecified MRP model excluding a state-

level covariate, for sample sizes: 𝑛 =10,000 (panels A, C, E) and 𝑛 =1,500 (panels B, D, F). 

Monte Carlo standard errors for bias [52] were less than 0.23% for both MRP methods.  



107 

 

Table 7-2. Summary performance measures for: i) unweighted estimation; ii) weighted 

estimation, using simple sampling weights; iii) weighted estimation, using raking; iv) the 

correctly specified MRP model (including a state-level covariate); iv) a misspecified MRP 

model (excluding a state-level covariate), by varying sample size (𝑛 =10,000, 5,000, 1,500). All 

values represent summaries (Mean, SD) over 1,000 simulated datasets. 

State-level summary  
performance measures 

Large sample 
size, n=10,000 

Medium sample 
size, n=5,000 

Small sample 
size, n=1,500 

Mean (SD) Mean (SD) Mean (SD) 

Correlation with true values    

    Unweighted 0.57 (0.11) 0.44 (0.12) 0.25 (0.15) 

    Weighted – simple 0.55 (0.11) 0.42 (0.13) 0.23 (0.15) 

    Weighted – raking 0.55 (0.11) 0.41 (0.13) 0.23 (0.15) 

    MRP – correct 0.93 (0.03) 0.89 (0.07) 0.73 (0.16) 

    MRP – misspecified 0.55 (0.07) 0.45 (0.18) 0.14 (0.30) 

Shrinkage    

    Unweighted 1.81 (0.21) 2.37 (0.32) 4.17 (0.56) 

    Weighted – simple 1.83 (0.22) 2.44 (0.34) 4.33 (0.57) 

    Weighted – raking 1.81 (0.22) 2.42 (0.34) 4.33 (0.59) 

    MRP – correct 0.94 (0.13) 0.95 (0.18) 1.02 (0.33) 

    MRP – misspecified 0.48 (0.12) 0.45 (0.17) 0.41 (0.22) 

Root mean squared error (%) across states    

    Unweighted 6.40 (0.91) 8.86 (1.31) 16.3 (2.42) 

    Weighted – simple 6.35 (0.96) 9.03 (1.41) 17.0 (2.42) 

    Weighted – raking 6.10 (0.94) 8.86 (1.38) 16.9 (2.41) 

    MRP – correct 1.56 (0.35) 2.05 (0.53) 3.30 (0.79) 

    MRP – misspecified 3.49 (0.20) 3.69 (0.31) 4.27 (0.52) 

 

 Discussion 

We conducted a simulation study to evaluate multilevel regression and poststratification 

(MRP) compared with survey weighting for the estimation of population descriptive 

quantities in the presence of participation bias within large population health studies. 

We applied our previous simulation study methodology to a population with a different 

geographic structure, namely the US, which comprises a far greater number of states 

than the originally considered Australian population.  

 

Sampling weights with raking adjustment clearly resulted in the lowest bias, particularly 

for states with large population size. MRP also performed well, with a bias in most 

states of less than 1.5% for 𝑛 =10,000 and less than 2.5% for 𝑛 =1,500. In contrast, the 

simple sampling weights and especially the unweighted approach, consistently 
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underestimated state prevalence values. MRP achieved substantially greater precision 

than the unweighted and weighted approaches and this became more pronounced as 

state population size decreased. This large gain in precision of MRP vastly outweighed 

the smaller bias of weighted estimation with raking, resulting in superior RMSEs for 

MRP as well as state-level estimates that were more often closer to the true prevalence 

values.  

 

MRP state-level estimates were generally robust to model misspecification due to the 

exclusion of an important main effect, although, as would be expected, prevalence 

estimates for levels of the excluded covariate were wildly inaccurate. The process of 

variable selection for MRP, therefore, requires careful consideration. This challenge 

also applies to the choice of raking variables in the derivation of sampling weights. Both 

approaches require population data; MRP requires population counts for each unique 

combination of the set of covariates considered, while raking is possible using only the 

marginal population counts of each covariate. 

 

We found a tendency of MRP to overpool between-state variation in the outcome, 

particularly for the least populous states and when sample sizes were small. There were 

also a small number of unusually large biases likely due to overpooling for the largest 

sample size (see states KS, RI, SD, DC and MA in Figure 7-1A). In this scenario, these 

states were randomly assigned unusually large values for the state random effect in the 

data generating mechanism for the outcome. When MRP was performed on the 

subsequent simulated data, the partial pooling of the multilevel model resulted in 

estimated coefficients for these states that were closer to the overall mean of the states, 

therefore leading to the large biases.  

 

The inclusion of a state-level covariate appeared to mitigate the general overpooling 

tendency of MRP by explaining some of the between-state variation. The importance of 

a good geographic-level covariate has been strongly emphasised in the US political 

science domain [27-29] and our findings here and in our original simulation study 

support this. Our results are also consistent with the conclusions of these studies that 

accurate results can be achieved using MRP for an overall sample size as small as 1,500 
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and that there is little gain in the performance of MRP from the inclusion of interactions 

between individual-level demographic variables.  

 

While we did attempt to replicate our previous simulation study as closely as possible, 

there were several differences due to the nature of the available data. The geographic 

covariate of US region was chosen to take the place of Australian remoteness 

classification, the race covariate was simplified to two categories in order to most 

closely resemble the Australian Indigenous status indicator and household income was 

chosen in place of Australian socioeconomic deciles. The different geographic structure 

of the two populations meant we also had to devise a new stratified sampling design for 

generating the simulated samples. We observed smaller state-level biases using 

unweighted estimation here (generally between 2% and 3%) compared to our previous 

study (approximately 6%) and this was most likely due to remoteness classification 

being crossed with state in the Australian population, while state is nested within region 

in the US population, resulting in one less source of bias acting within states to 

influence state-level estimates. We therefore observed less of an advantage in absolute 

terms when using MRP over unweighted estimation in this context, although MRP still 

consistently demonstrated superior performance.  

 

Results of this simulation study indicate that MRP provided generally superior overall 

performance, relative to the use of conventional sample weighting. We have now 

demonstrated the effectiveness of MRP in two populations with differing geographic 

structures. While this is promising evidence for the general applicability of MRP to 

different geographic structures, further work would be valuable to validate this approach 

in a wider variety of populations. MRP appears to be a valuable analytic strategy for 

addressing potential participation bias in the estimation of population descriptive 

quantities from large-scale health surveys and cohort studies. 

 

7.3 Additional results 

In the manuscript presented in Section 7.2, two key components of performance were 

used to evaluate and compare MRP with IPW using sampling weights for the estimation 
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of descriptive population parameters: bias and precision. Bias was estimated using the 

average difference of prevalence estimates from known true population values across 

the simulated samples. Precision was represented by the empirical SE of the simulated 

distribution of prevalence estimates. Both components of performance were calculated 

for the overall population and for each state separately.  

 

Focusing on performance at the state level, weighted estimation using raking clearly 

resulted in the lowest bias, particularly for states with large population size, while MRP 

consistently produced lower empirical SEs, which was most pronounced for states with 

small population size. Taken together, these two findings imply that weighted 

estimation using raking produced prevalence estimates closest to the true value for a 

given state on average, but the distribution of estimates using this approach was much 

more variable than when using MRP. This would suggest that prevalence estimates 

obtained using weighted estimation with raking were, for some simulated samples at 

least, considerably further away from the corresponding true values compared to those 

obtained from MRP. So how do we determine which approach produced state-level 

estimates closest to the corresponding true values most often? 

 

One possibility would have been to calculate coverage, that is, how often the true value 

falls within the confidence interval for a specified probability level (e.g. 95% CI) for 

each estimation approach. This was unfortunately not possible, as multilevel models 

within the MRP framework were fitted using approximate marginal maximum 

likelihood and an appropriate method for calculating SEs (and therefore CIs) for the 

resulting state-level estimates was not clear.   

 

A different approach, proposed by Lax and Phillips [27], was to calculate how often 

MRP “beats” the comparison method, in this case, sampling weights with raking. This 

was determined in two ways. First, for each state within a given scenario, the proportion 

of simulated data sets was calculated where the MRP estimate was closer than the 

sampling weights with raking estimate to the true value, that is, where the bias 

associated with the MRP estimate was smaller than the bias associated with the 

sampling weights with raking estimate. Next, within a given scenario, the proportion of 



111 

 

simulated data sets was calculated where the mean squared error across states for MRP 

was less than the mean squared error across states for sampling weights with raking. 

This provided a measure of overall performance across the set of 51 US states in 

addition to the results presented for each state separately. 

 

Considering the first scenario where all geographic and demographic covariates (no 

interactions or state-level covariates) were used to generate the simulated data, the mean 

squared error across states was smaller for MRP relative to sampling weights with 

raking for 100% of the simulation runs for each of the three target sample sizes of 

10,000, 5,000 and 1,500.  

 

Figure 7-4 shows the results when states were evaluated separately for all three target 

sample sizes. Overall, the percentage of simulation runs for which MRP state-level 

estimates were closest to the corresponding true values was generally very high. The 

mean percentage of simulation runs where MRP beat sampling weights with raking 

across the 51 states was 80% (interquartile range (IQR) 76%–89%) for the largest 

sample size of 10,000, 83% (IQR 79%–90%) for a sample size of 5,000 and 85% (IQR 

81%–92%) for the smallest sample size of 1,500. 

 

Focusing on the largest sample size, Figure 7-5 shows the percentage of simulation runs 

for which MRP estimates were closest to the corresponding true values plotted against 

state population size. This demonstrates a stronger advantage of MRP relative to 

sampling weights with raking for states with small population sizes. A similar pattern of 

results was observed for both the medium and small sample sizes (results not shown). 

The two outliers in Figure 7-5 are states MA and KS, which as discussed in Section 

7.2.6, were randomly assigned unusually large values for the state random effect in the 

data generating mechanism for the outcome. Therefore, the smoothing of MRP 

estimates resulted in large biases for these states.   
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Figure 7-4. Boxplots for the percentage (%) of simulations where the MRP estimate was closer 

than the sampling weights with raking estimate to the true prevalence value for each of the 51 

US states by total target sample size (small 𝑛 =1,500; medium 𝑛 =5,000; and large 𝑛 =10,000). 

For each sample size, the boxplot summarises results across the 51 US states. 

 

 

Figure 7-5. Percentage (%) of simulations where the MRP estimate was closer than the 

sampling weights with raking estimate to the true prevalence value for each of the 51 US states 

by state population size (in thousands, on logarithmic scale) for target sample size 𝑛 =10,000. 

Each point on the graph represents a US state. 

 

In summary, it appears that while weighted estimation with raking produced state-level 

estimates with lower bias on average, the smaller empirical SEs associated with MRP 

resulted in this approach consistently producing state-level estimates closer to the true 
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prevalence values more often. This supports the conclusion in the manuscript presented 

in Section 7.2 in favour of MRP due to superior RMSEs.   

 

7.4 Conclusion 

The results of this second simulation study showed that while IPW using sampling 

weights and raking adjustment clearly resulted in smaller bias when estimating 

descriptive population parameters, this was vastly outweighed by the large gain in 

precision of MRP, resulting in superior RMSEs for MRP. MRP was found to 

oversmooth between-state variation in the outcome, particularly for the least populous 

states and when sample sizes were small, but this tendency appeared to be mitigated by 

the inclusion of an informative state-level covariate.  

 

Both this study and the original simulation study support the importance of a good 

geographic-level covariate, a finding that has been strongly emphasised in the US 

political science domain [27-29]. These results are also consistent with the conclusions 

of these studies that accurate results can be achieved using MRP for an overall sample 

size as small as 1,500 and that there is little gain in the performance of MRP from the 

inclusion of interactions between individual-level demographic variables.  

 

This PhD research has now demonstrated the effectiveness of MRP in two populations 

with differing geographic structures. While this is promising evidence for the general 

applicability of MRP to different geographic structures, further work would be valuable 

to validate this approach in a wider variety of populations. 

 

Chapter 8 returns to the Ten to Men case study for a further application of MRP to two 

employment outcomes, where proxies for the “true value” of target parameters of 

interest are obtained for comparison. 
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Case-study evaluation of MRP: comparison with 

proxies for true population values 

8.1 Introduction 

This chapter reproduces the author-accepted version of the paper “Multilevel regression 

and poststratification versus survey sample weighting for estimating population 

quantities in large population health studies” published in American Journal of 

Epidemiology with online early access on 14 April 2020. 

 

In this paper, I aimed to address the limitations previously identified for the case study 

and simulation approaches to evaluating MRP performance, namely the inability of 

case-study analyses to assess bias due to the inaccessability of the true value of the 

target parameter in the population and the difficulty in generalising from a single set of 

simulation scenarios to the full range of real-world settings in which the method might 

be used.  

 

I returned to the Ten to Men baseline survey to investigate a small number of variables 

for which data from the 2011 Australian Census were available to provide reasonable 

proxies for the true population parameter values, thus allowing a more complete 

validation of MRP using real survey data. 

 

In the absence of any health outcomes with corresponding population data available, 

two employment outcomes were selected: labour force (or employment) status and the 

number of hours worked in all jobs in the previous week. The set of covariates included 

in multilevel modelling for both outcomes was the same as that specified in the 

common model approach in Chapter 5, with the exception of employment status, as this 

was now considered one of the outcome measures. Consistent with all previous 

analyses, target descriptive parameter estimates were obtained at the whole population 
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level, and for each Australian state and territory separately. For comparison with MRP, 

IPW was also considered, using both the simple sampling weights designed by the Ten 

to Men study investigators and a second set of weights with further raking adjustment.  

 

8.2 Author-accepted version of paper published in American Journal 

of Epidemiology 

 Reference 

Downes M, Carlin JB. Multilevel regression and poststratification versus survey sample 

weighting for estimating population quantities in large population health studies. 

American Journal of Epidemiology. Published online 14 April 2020. 

 Abstract 

Multilevel regression and poststratification (MRP) is a model-based approach for 

estimating a population parameter of interest, generally from large-scale surveys. It has 

been shown to be effective in highly selected samples, which is particularly relevant as 

investigators of large-scale population health and epidemiological surveys face 

increasing difficulties in recruiting representative samples of participants. We aimed to 

further examine the accuracy and precision of MRP in a context where census data 

provided reasonable proxies for true population quantities of interest. We considered 

two outcomes from the baseline wave of the Ten to Men study (Australia, 2013–2014) 

and obtained relevant population data from the 2011 Australian Census. MRP was 

found to achieve generally superior performance relative to conventional survey 

weighting methods for the population as a whole and for population subsets of varying 

sizes. MRP resulted in less variability among estimates across population subsets 

relative to sample weighting, and there was some evidence of small gains in precision 

when using MRP, particularly for smaller population subsets. These findings offer 

further support for MRP as a promising analytic approach for addressing participation 

bias in the estimation of population descriptive quantities from large-scale health 

surveys and cohort studies. 
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 Introduction 

Multilevel regression and poststratification (MRP) is a model-based approach for 

estimating a population parameter of interest, generally from large-scale surveys or 

polls [6, 7]. MRP has been shown to be effective in nonrepresentative or highly selected 

samples [8]. This is particularly relevant as investigators of large-scale population 

health and epidemiological surveys face increasing difficulties in recruiting 

representative samples of participants. Traditional recruitment strategies are becoming 

less effective while online enrolment with rapid accrual and significantly lower costs is 

growing increasingly attractive [5]. 

 

MRP comprises two steps. First, multilevel regression is used to model individual 

survey responses for the outcome measure of interest as a function of demographic and 

geographic covariates. The second step takes the resulting outcome estimates for each 

demographic-geographic respondent subtype and applies poststratification weights, 

defined by the proportions of each subtype in the actual population, to produce an 

overall population-level estimate. 

 

The use of multilevel regression in MRP allows us to consider many more respondent 

subtypes than would classical methods, due to the use of random or modelled effects, 

rather than fixed or unmodelled effects [25], for all categorical covariates with more 

than two levels. This enables us to make use of more detailed demographic information, 

leading to more accurate estimates of the outcome within the poststratification strata. 

 

The specification of a random (or modelled) effect in a multilevel model links together 

the effects at different levels of a covariate by assuming that they come from a common 

distribution. Using this model structure, a multilevel model partially pools or “shrinks” 

categorical covariate parameter estimates towards their mean, with the degree of 

pooling determined from the data. Greater pooling occurs when the variance between 

categories is small and for categories with small sample sizes. This partial pooling 

means estimates for relatively sparse respondent subtypes can be improved through 

“borrowing strength” from demographically similar cells with richer data [8]. 
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The final step of the MRP approach corrects for differential participation rates in the 

respondent subtypes, also known as poststratification cells, by weighting estimates 

across these cells so that they are more representative of the population of interest. 

Calculation of poststratification weights requires access to detailed data for the target 

population, specifically, population totals for the poststratification cells.  

 

Formally, the MRP approach defines, for a single outcome measure 𝑌 (which may be 

continuously-valued or binary), a multilevel regression model that specifies a linear 

predictor for the mean 𝜇𝑗 (or logit transform of the mean for a binary outcome) in 

poststratification cell 𝑗: 

 

𝑔(𝜇𝑗) = 𝑔(E[𝑌𝑗[𝑖]]) = 𝛽0 +  𝑿𝑗
𝑇𝜷 +  ∑ 𝑎𝑙[𝑗]

𝑘

𝐾

𝑘=1

, 

 

where 𝑌𝑗[𝑖] is the outcome measurement for respondent 𝑖 in cell 𝑗, 𝛽0 is the fixed 

intercept, 𝑿𝒋 is the unique covariate vector for cell 𝑗 = 1, … , 𝐽, 𝜷 represents a vector of 

regression coefficients (fixed effects) and 𝑎𝑙[𝑗]
𝑘  the random effects where 𝑙[𝑗] maps the 

cell index 𝑗 to the appropriate category 𝑙, for 𝑙 = 1, … , 𝐿𝑘, of variable 𝑘 for 𝑘 = 1, … , 𝐾. 

All random effects are modelled using independent normal distributions: 𝑎𝑙
𝑘  ~ N(0, 𝜎k

2). 

 

From the fitted multilevel regression model, outcome estimates, �̂�𝑗, for each 

poststratification cell 𝑗, are obtained. These are then weighted by the corresponding 

population totals, 𝑁𝑗, and summed to produce a poststratification estimate for the 

population parameter of interest as follows: 

 

�̂�PS =  
∑ 𝑁𝑗�̂�𝑗

𝐽
𝑗=1

∑ 𝑁𝑗
𝐽
𝑗=1

 . 

 

Similarly, an estimate for any subpopulation 𝑠, defined by a subset 𝐽𝑠, of all 

poststratification cells, can be derived by: 
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�̂�𝑠
PS =  

∑ 𝑁𝑗�̂�𝑗𝑗∈𝐽𝑠

∑ 𝑁𝑗𝑗∈𝐽𝑠

 . 

 

The traditional approach to adjusting for known or expected discrepancies between 

sample and population in complex health studies where the aim is to estimate 

population descriptive quantities, is to use sample weighting, whereby weights are 

applied to the survey responses from a sample. These weights are generally defined to 

reflect the number of alike individuals in the population represented by each respondent 

and are usually calculated as inverse probabilities of survey selection (commonly 

referred to as sampling fractions) combined with sample-based adjustments for 

nonresponse. Further adjustment to sample weights is possible through calibration 

techniques such as poststratification and raking. Generalized raking procedures, for 

example, use auxiliary information in the form of known population marginal counts in 

a frequency table of two or more dimensions [11] to reduce bias and improve estimator 

efficiency. 

 

We have previously reported two investigations comparing MRP with conventional 

sample weighting for estimating population descriptive quantities in large population 

health studies. The first was an extensive case study using a large national health 

survey, Ten to Men: The Australian Longitudinal Study on Male Health [1]. While the 

study employed a sound stratified, multistage cluster sampling design [36, 37, 44], a 

participation fraction of 35% for the baseline wave implied considerable potential for 

nonrepresentativeness or participation bias in the sample obtained. A tailored analysis 

for each of three outcome measures showed that MRP exhibited greater consistency and 

precision across population subsets of varying sizes compared with using the survey’s 

calculated sampling weights.  

 

The second study aimed to evaluate, by way of a simulation experiment, the accuracy 

and precision of MRP versus sample weighting [2]. Simulation studies involve creating 

data by pseudorandom sampling. The key strength of this approach is the ability to 

understand the behaviour of statistical methods because some “truth” is known from the 
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process of generating the data [52]. Through simulation we were able to assess bias of 

MRP versus sample weighting for the estimation of population descriptive quantities. 

Our simulation study found MRP achieved generally superior performance, relative to 

both simple weighted and unweighted approaches, in terms of accuracy and precision at 

both the whole population level and for geographic subsets of varying sizes. Results 

were generally robust to model misspecification and MRP performance for state-level 

estimation was further improved by the inclusion of a state-level covariate.  

 

The findings of these two studies offer evidence that MRP provides a promising 

analytic strategy for addressing participation bias in the estimation of population 

descriptive quantities, but there were limitations in both approaches. In the case-study 

analysis, it was not possible to evaluate bias due to the lack of a gold standard or any 

known truth about the outcome measures of interest in the population. As a result, our 

primary focus was a comparison of precision alone. On the other hand, in simulation 

studies, it can be difficult to design a data-generating mechanism that accurately reflects 

complex situations seen in practice [53].  

 

To address both of these limitations and to provide further support for MRP, we report 

here a further investigation in which we use the Ten to Men case study to investigate a 

small number of demographic variables as outcome measures, where data from the 2011 

Australian Census of Population and Housing [40] were available to act as reasonable 

proxies for the true population quantities, thus allowing a more complete validation of 

MRP using real survey data. 

 Methods 

Ten to Men outcome measures 

Potential outcome measures were those that were measured consistently in both the Ten 

to Men baseline survey and the 2011 Australian Census. In the absence of a health 

outcome from the survey for which population data were available, we selected two 

employment variables, one dichotomous and one continuous. Labour force status, as 

defined by the Australian Bureau of Statistics, classified respondents into the following 

six categories: employed full-time, employed part-time, employed but away from work, 
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unemployed looking for full-time work, unemployed looking for part-time work, and 

not in the labour force. For the purpose of analysis, we defined a dichotomous outcome, 

employed (full time, part time, away from work) versus not employed (unemployed and 

looking for work, not in the labour force). The second outcome measure, hours worked, 

represented the number of hours worked in all jobs in the previous week and was 

applicable to employed persons only.  

 

Covariates for multilevel modelling 

The remaining geographic and demographic variables were considered as covariates in 

multilevel modelling for these employment outcomes. These included: remoteness 

classification (major cities, inner regional, outer regional); Australian state or territory 

(New South Wales: NSW, Victoria: VIC, Queensland: QLD, Western Australia: WA, 

South Australia: SA, Tasmania: TAS, Australian Capital Territory: ACT, Northern 

Territory: NT); age group (18–19 years, 20–24 years, 25–29 years, 30–34 years, 35–39 

years, 40–44 years, 45–49 years, 50–55 years); Indigenous status (no, yes); English 

fluency (speaks English only, speaks another language and speaks English: very well, 

well, not well or not at all); marital status (never married, widowed, divorced, separated, 

married/de facto); and socioeconomic index (area-based index of Education and 

Occupation, Australia Bureau of Statistics Socio-Economic Indexes for Areas (SEIFA); 

deciles 1–10) [45]. Two interaction terms were also considered: state × remoteness and 

age × remoteness.  

 

Model specification 

Considering the dichotomous labour force outcome, the multilevel model was defined 

as follows: 

 

𝜇𝑗 = Pr(𝑌𝑗[𝑖] = 1) = logit−1(𝛽0 + 𝛽indigenous + 𝑎𝑙[𝑖]
remote + 𝑎𝑚[𝑖]

state + 𝑎𝑜[𝑖]
age

+

𝑎𝑟[𝑖]
engfluency

+ 𝑎𝑠[𝑖]
marital + 𝑎𝑡[𝑖]

SEIFA + 𝑎𝑚[𝑖],𝑙[𝑖]
state×remote + 𝑎𝑜[𝑖],𝑙[𝑖]

age×remote
). 

 

The terms 𝑎𝑙[𝑖]
remote, 𝑎𝑚[𝑖]

state, 𝑎𝑜[𝑖]
age

, 𝑎𝑟[𝑖]
engfluency

, 𝑎𝑠[𝑖]
marital, 𝑎𝑡[𝑖]

SEIFA, 𝑎𝑚[𝑖],𝑙[𝑖]
state×remote, 𝑎𝑜[𝑖],𝑙[𝑖]

age×remote
 

are random (modelled) effects for the categorical covariates representing remoteness 
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classification, Australian state or territory, age group, English fluency, marital status, 

socioeconomic index, and the interactions of state × remoteness and age × remoteness 

respectively. The subscripts indicate category membership of the 𝑖-th respondent, for 

example,  𝑎𝑙[𝑖]
remote would take values from the set {𝑎1

remote, 𝑎2
remote, 𝑎3

remote} for major 

cities, inner regional areas and outer regional areas respectively. Each random effect 

was modelled using an independent normal distribution, for example, 

𝑎𝑙
remote~ N(0, 𝜎remote

2 ). 

 

A multilevel model including the same set of covariates was specified for the mean of 

the continuous outcome, hours worked. 

 

Poststratification 

This multilevel model generated, in principle, 76,800 (3 × 8 × 8 × 2 × 4 × 5 × 10) 

unique poststratification cells. However, some of these cells do not exist for structural 

reasons (there are no major cities in TAS or NT and no outer regional areas in ACT) 

[38], so the actual number of poststratification cells was 60,800. Population frequency 

data for these poststratification cells were obtained from the 2011 Australian Census 

based on the place of usual residence of all persons enumerated. Data were exported 

from the Australian Bureau of Statistics website (http://www.abs.gov.au/). Of these 

60,800 poststratification cells, approximately 72% were empty in the population. The 

total population size of Australian males aged 18–55 years across these cells was 

4,990,304.  

 

Bayesian modelling 

We performed Bayesian analyses using the RStan package in R (R Foundation for 

Statistical Computing, Vienna, Austria) [46] to obtain posterior distributions of model 

parameters. Based on our case-study analysis, where we found the choice of prior 

distributions to have little impact on MRP results, we specified weakly informative 

Cauchy priors for all unmodelled parameters [1]. Samples from posterior distributions 

were generated using RStan’s Hamiltonian Monte Carlo routines, implemented with 4 

chains, each with a minimum of 2,000 iterations, the first half of which were considered 

warmup and disregarded. Convergence was judged to have occurred when �̂� (the 

http://www.abs.gov.au/
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potential scale reduction factor) was no greater than 1.1 for all model parameters [25]. 

Only a small number of records (5%) had missing values for some variables. These 

were excluded from the analysis. 

 

Unweighted estimation and estimation using sample weighting 

Unweighted and weighted estimates with corresponding 95% confidence intervals (95% 

CI) were  obtained using the “svymean” and “svyciprop” commands in the survey 

package in R [49, 50] for the continuous and dichotomous outcomes respectively.  

 

The derivation of Ten to Men baseline sampling weights was described in detail in 

Spittal et al. [37]. In short, weights were calculated for small geographic areas as the 

inverse of the individual probability of participation, accounting for both unequal 

sampling fractions and nonresponse. For this comparison with MRP, a second set of 

sampling weights were derived, where our original “simple” weights were calibrated by 

raking using the following variables: age group, Indigenous status, English fluency, 

socioeconomic index and the state × remoteness interaction. The raking procedure was 

performed using the “rake” command, also from the survey package in R [49, 50]. 

 

Population values for comparison 

Data from the 2011 Australian Census were used to represent “true” population values 

for comparison of MRP with sample weighting in terms of accuracy. National and state-

level labour force status was calculated using all males aged 18–55 years while mean 

hours worked was calculated for all employed males aged 18–55 years. 

 

Consideration of a state-level covariate 

We first considered a multilevel model comprising individual-level demographic 

covariates only. We then explored the inclusion of a number of potential state-level 

covariates. Based on preliminary analyses investigating associations with raw state-

level outcome data, we selected secondary school completion rate and the proportion of 

employed individuals working part-time as state-level covariates for labour force status 

and hours worked respectively. Data for both variables were obtained from the 2011 

Australian Census.  
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 Results 

Table 8-1 summarises the Ten to Men sample in terms of the geographic and 

demographic covariates. The sample comprised 13,884 adult males aged 18–55 years 

with state sample sizes ranging from 71 in NT and 178 in ACT to 4,244 in VIC. 

 

Table 8-1. Unadjusted observed descriptive statistics for two employment outcomes of interest, 

labour force status (%) and hours worked in all jobs (mean, SD), Ten to Men study, Australia, 

2013–2014. 

Sociodemographic covariate 
Ten to Men 

sample 

Labour force 
statusa,  

Employed % 

Mean (SD) hours 
worked in all jobs 
in previous weeka 

N (Adult males 18–55 years) 13,884 85.5 42.8 (16.3) 

Remoteness classification    

   Major cities 8,078 85.5 41.4 (15.1) 

   Inner regional 3,155 84.9 43.5 (17.6) 

   Outer regional 2,649 86.4 46.1 (17.7) 

   Missing 2   

State    

   Australian Capital Territory 178 95.4 40.6 (13.9) 

   New South Wales 3,882 83.2 41.5 (15.2) 

   Northern Territory 71 88.2 43.4 (14.3) 

   Queensland 2,933 86.1 44.0 (17.0) 

   South Australia 731 85.5 42.0 (16.3) 

   Tasmania 231 72.6 40.0 (15.1) 

   Victoria 4,244 86.6 42.9 (16.4) 

   Western Australia 1,612 87.8 44.1 (17.3) 

   Missing 2   

Age (in years)    

   18–29 years 615 59.2 26.8 (17.9) 

   20–24 years 1,376 74.6 36.5 (16.5) 

   25–29 years 1,409 85.1 42.4 (15.6) 

   30–34 years 1,692 89.7 43.7 (15.0) 

   35–39 years 1,969 89.9 44.0 (15.4) 

   40–44 years 2,166 88.9 44.6 (16.0) 

   45–49 years 2,080 89.3 44.6 (15.9) 

   50–55 years 2,456 85.7 43.6 (16.4) 

   Missing 121   

Aboriginal or Torres Strait Islander origin    

   No 13,452 86.0 42.8 (16.3) 

   Yes 329 65.0 40.8 (17.5) 

   Missing 103   

Table continues 
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Table 8-1. Continued. 

Sociodemographic covariate 
Ten to Men 

sample 

Labour force 
statusa,  

Employed % 

Mean (SD) hours 
worked in all jobs 
in previous weeka 

SEIFA education and occupation deciles    

   1 1,221 73.3 40.9 (15.9) 

   2 1,270 79.6 43.1 (17.1) 

   3 1,482 81.6 41.9 (16.1) 

   4 1,550 85.9 42.0 (16.5) 

   5 1,341 88.1 45.3 (17.1) 

   6 2,255 89.6 43.6 (16.4) 

   7 1,487 88.1 42.9 (16.0) 

   8 1,586 91.2 42.8 (16.0) 

   9 990 86.5 41.7 (15.6) 

   10 700 86.6 41.8 (14.9) 

   Missing 2   

English fluency    

   Speaks English only 12,504 86.0 43.0 (16.5) 

   Speaks another language and speaks English:    

      Very well 566 84.3 41.4 (14.1) 

      Well 500 79.8 39.9 (13.3) 

      Not well or not at all 118 61.5 42.0 (17.5) 

   Missing 196   

Marital status    

   Never married 3,640 71.0 36.9 (17.4) 

   Widowed 50 74.5 41.1 (14.0) 

   Divorced 523 80.6 43.3 (16.8) 

   Separated but not divorced 339 75.7 42.4 (15.4) 

   Married/de facto 9,186 91.8 44.5 (15.5) 

   Missing 146    

SD Standard Deviation; SEIFA Socio-Economic Indexes For Areas. 
a 𝑛 = 321 with missing labour force status, 𝑛 = 2446 with missing hours worked in all jobs. 

 

Table 8-1 also shows the unadjusted rate of employment and mean hours worked in the 

sample, by levels of the geographic and demographic covariates. The overall national 

employment rate was 85.5% while state-level employment ranged from 72.6% in TAS 

to 95.4% in ACT. For hours worked, the national mean was 42.8 (standard deviation 

(SD)=16.3), with state-level means ranging from 40.0 hours (SD=15.1) in TAS to 44.1 

hours (SD=17.3) in WA. 

 

Important covariates associated with labour force status included age group, Indigenous 

status, and marital status, while remoteness classification was also important for hours 



125 

 

worked. There was a considerable amount of variation in hours worked that was not 

explained by the covariates included in the multilevel model.  

 

The inclusion of a state-level covariate into the multilevel model as a linear coefficient 

did not translate to meaningful differences in the MRP state-level population estimates 

for both outcomes (Appendix 6 Supplementary Table 1). The results reported below are 

based on multilevel models including a state-level covariate. 

 

Labour force status 

The true national population employment rate was 82.7%, with state-level employment 

ranging from 78.2% in NT to 87.0% in ACT.  

 

Figure 8-1 shows the national and state-level population estimates obtained using the 

four estimation approaches (unweighted, weighted(simple), weighted(raking), MRP) 

plotted against the corresponding true population quantities. At the national level, MRP 

was very accurate (82.9%, 95% CI: 82.0, 83.7) relative to the true value, 82.7%, 

followed by sample weighting using raking (83.3%, 95% CI: 82.2, 84.3), simple sample 

weighting (84.3%, 95% CI: 83.4, 85.1) and unweighted estimation (85.5%, 95% CI: 

84.9, 86.1). A similar pattern of results was observed for the larger states of NSW, VIC, 

QLD, WA and SA, with MRP estimating the employment rate to within 1% in each 

case.  

 

For the smaller states of TAS, ACT and NT, MRP again consistently produced the 

closest estimates, despite all four estimation approaches being, in general, less accurate 

than for the larger states. For TAS, the unweighted (72.6%, 95% CI: 66.2, 78.4) and 

simple weighting (72.6%, 95% CI: 65.8, 78.7) approaches greatly underestimated the 

true employment rate of 79.0% while sample weighting using raking was closer (77.1%, 

95% CI: 71.3, 82.2) and MRP very accurate (78.5%, 95% CI: 73.9, 82.5). For the two 

remaining territories, ACT and NT, all four methods overestimated the employment 

rate. For ACT where the true employment rate was highest at 87.0%, MRP (91.3%, 

95% CI: 87.0, 95.1) was considerably more accurate than the unweighted (95.4%, 95% 

CI: 91.1, 98.0), simple weighting (96.3%, 95% CI: 92.3, 98.5) and weighting using 
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raking (96.9%, 95% CI: 93.0, 99.0) approaches. For NT, the state with the smallest true 

employment rate of 78.2%, MRP and simple sample weighting performed similarly, but 

MRP again produced the closest estimate (84.7%, 95% CI: 79.0, 90.2). 

 

 

Figure 8-1. National and state-level population estimates (95% CIs) for labour force status (% 

employed) using: i) unweighted estimation; ii) weighted estimation, using simple sampling 

weights; iii) weighted estimation, using raking; and iv) MRP. 

 

The state-level estimates obtained using MRP exhibited less variability than sample 

weighting and unweighted estimation. MRP estimates ranged from 78.5% to 91.3% 

while estimates incorporating sampling weights with raking ranged from 77.1% to 

96.9%. Estimates based on simple sampling weights had an even greater range, from 

72.6% to 96.3%. 

 

MRP consistently produced narrower 95% CIs relative to both weighted approaches. 

This was most evident for the smaller states of SA, TAS and NT while differences in 

precision at the national level and for the largest states were generally small. For ACT, 

the 95% CI for MRP was slightly wider than both weighted approaches, however, in 

this case, the weighted point estimates were close to 100% with truncated 95% CI upper 

limits.  
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Hours worked 

The true national mean hours worked in all jobs was 39.6, with state-level hours worked 

ranging from 38.1 in TAS to 41.8 in WA.  

 

At the national level, all four estimation methods clearly overestimated the true mean 

hours worked, but MRP produced the closest estimate (41.4, 95% CI: 41.0, 41.7) to the 

true value of 39.6 hours, followed by sample weighting using raking (41.5, 95% CI: 

41.1, 42.0), simple weighting (41.7, 95% CI: 41.3, 42.1) and unweighted estimation 

(42.8, 95% CI: 42.5, 43.1) (Figure 8-2). A similar pattern of overestimation by all four 

methods was observed for all eight states. For the larger states of NSW, VIC, QLD, WA 

and SA, MRP was the best performing method, with estimates often closest to the true 

state-level values. The sample weighting with raking approach produced estimates for 

these large states that were generally close to MRP, with the exception of VIC. Results 

for the smaller states were more variable. For ACT, MRP resulted in the closest 

estimate, while for TAS and NT, the converse was true.  

 

 

Figure 8-2. National and state-level population estimates (95% CIs) for mean hours worked in 

all jobs in previous week using: i) unweighted estimation; ii) weighted estimation, using simple 

sampling weights; iii) weighted estimation, using raking; and iv) MRP. 
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Both MRP and simple sample weighting exhibited a similar degree of consistency 

among state-level estimates. MRP estimates ranged from 39.9 to 44.9 hours while 

estimates incorporating sample weighting ranged from 38.8 to 43.7 hours. Sample 

weighting using raking showed slightly increased consistency across states, with 

estimates ranging from 40.3 to 43.3 hours. In this case, however, this increased 

consistency did not translate to increased accuracy. 

 

There was some evidence of small gains in precision when using MRP relative to 

sample weighting as 95% confidence intervals were consistently narrower at the 

national and state level. This was particularly evident for the smallest states.  

 Discussion 

We conducted a case-study analysis to further examine the accuracy and precision of 

multilevel regression and poststratification (MRP) compared with sample weighting for 

the estimation of population descriptive quantities in large population health studies. 

We investigated two employment outcome measures, labour force status and hours 

worked, from the baseline wave of the Ten to Men national health survey of Australian 

males. These demographic variables were specifically chosen as outcome measures in 

the absence of any health outcomes with corresponding population data available to 

represent true population quantities. This enabled a validation of MRP compared with 

sample weighting in terms of both accuracy and precision using real survey data. 

 

MRP was found to achieve generally superior performance, particularly in terms of 

accuracy at both the national and state levels, followed by weighted and then 

unweighted approaches. Comparing the two sample weighting approaches, the method 

incorporating the calibration technique of raking generally achieved greater accuracy 

than the simple approach using participation probabilities only.  

 

For the dichotomous labour force outcome, MRP produced very accurate population 

estimates, particularly at the national level and for the larger states, where the 

employment rate was estimated within 1% in each case. For the smallest states of ACT 

and NT, MRP overestimated the employment rate by approximately 5%. Post-hoc 
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analyses revealed that these discrepancies could be explained partly by important 

interaction terms that were evident in population data, but not included in multilevel 

models due to insufficient data. For example, based on Census data, there was a much 

higher proportion of Indigenous Australians living in NT (25%) compared with all other 

states (<5%), but only 3% (𝑛=2) of the Ten to Men sample recruited from NT identified 

as Indigenous. There were also differences in the labour force status of Indigenous 

Australians by state according to the Census: 90% of Indigenous Australians residing in 

ACT were employed compared with 79% residing in NT. Due to insufficient data 

available, it was not possible to obtain a meaningful estimate of this Indigenous-status × 

state interaction effect. 

 

For the continuous outcome of hours worked, the performance of MRP was less 

impressive, with population quantities consistently overestimated, by approximately 2 

hours at the national level and for the larger states, and by up to 4 hours for the smaller 

states. MRP still however, outperformed both unweighted and weighted estimation in 

most cases. The inaccuracy of all four estimation methods for this outcome likely 

reflects that the 2011 Census data for hours worked was not a good proxy for the true 

population quantities being estimated by the Ten to Men baseline survey conducted in 

2013–2014. It is entirely plausible that the number of hours worked in all jobs in a given 

week could fluctuate considerably due to temporal factors and a wide range of 

individual-level covariates not included in our multilevel model. This was also 

evidenced by the large amount of residual variation in the multilevel model for this 

outcome. 

 

The increased consistency among state-level estimates achieved by MRP can be 

attributed to the partial pooling of categorical covariate parameter estimates towards 

their mean in multilevel modelling. This was particularly evident in the estimation of 

labour force status for the smaller states of TAS, ACT and NT, where MRP estimates 

were part-way between the unweighted state estimates and the national MRP estimate 

with the degree of shrinkage reflecting the relative amount of information available 

about the individual state and all the states combined. 
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We did not observe, in this study, the large gains in precision achieved with MRP seen 

in our previous case study and simulation study. The multilevel models fitted here were 

more complex, including a larger number of covariates and multiple interaction effects. 

While we have sacrificed precision, this increased model complexity appears to have 

achieved increased accuracy. We did see small gains in precision when using MRP, 

particularly for the smaller states, and we might expect these gains to be larger for 

smaller sample sizes where the benefits of partial pooling in multilevel modelling would 

be greater.  

 

The employment outcome measures considered in this study are not health outcomes 

per se; rather, they were chosen in the absence of any health outcomes for which census 

data were available to provide a comparison in terms of accuracy. We have no reason to 

expect MRP would behave any differently for outcome measures more commonly under 

investigation in population health or epidemiological studies. 

 

MRP can often lead to a very large number of poststratification cells. Our multilevel 

models generated 60,800 unique poststratification cells. With a total population size of 

4,990,304, almost three quarters of these cells contained no population data. This 

sparseness is not a problem, however, due to the smoothing of the multilevel model and 

the population cell counts used simply as weights in poststratification. 

 

In our original analysis of the Ten to Men case study, there was very little variation 

observed between states after the influence of individual-level demographic variables 

was accounted for. It was, therefore, assumed that the addition of a state-level covariate 

would not have made much difference to the results [1]. The findings of this study 

support this, as the inclusion of a state-level covariate did not translate into meaningful 

differences in the MRP state-level population estimates of both outcomes. We do know, 

however, from several simulation studies [2, 27-29], that a strong state-level covariate 

that is able to account for a substantial amount of the geographic variation in the 

outcome, can improve MRP performance, particularly for smaller states due to a 

reduction in the extent of overpooling or borrowing strength between states.  
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In this case study, the multilevel model fits a series of cross-classified random effects. 

MRP methodology can be applied to various population structures, including a 

hierarchy of completely nested levels. It is important to remember, however, that if the 

aim is to obtain an overall population outcome estimate, population-level frequency 

data must be available at each level of the hierarchy. This might not be feasible in many 

cases. 

 

While we used RStan to fit multilevel models using a Bayesian approach, it is also 

possible to use approximate marginal maximum likelihood methods as implemented by 

standard software tools, such as “lmer” and “glmer” in R,  PROC MIXED in SAS, and 

MIXED in Stata. We found only marginal differences in the MRP employment outcome 

estimates obtained using a Bayesian approach and the simpler mixed modelling 

functions in R. It is possible, however, that these differences would be larger for smaller 

sample sizes. 

 

The sampling weights derived for the Ten to Men baseline survey were based on a 

relatively simple procedure. We found further adjustment to these weights using raking 

to be worthwhile in terms of improved accuracy. Estimates based on this more 

sophisticated weighing approach were often comparable to MRP estimates, particularly 

for the larger states. This approach, however, did not achieve the same level of precision 

as MRP. 

 

Results of this case-study analysis further support previous findings that MRP provides 

generally superior performance in both accuracy and precision relative to the use of 

conventional sample weighting for addressing potential participation bias in the 

estimation of population descriptive quantities from large-scale health surveys. Future 

research may involve the application of MRP to more complex problems such as 

estimating changes in prevalence over time in a longitudinal study or developing some 

user-friendly software tools to facilitate more widespread usage of this method. 
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8.3 Conclusion 

By comparing estimates to the assumed population true values, MRP was found to 

achieve generally superior performance in terms of both accuracy and precision, at both 

the national and state levels, followed by weighted and then unweighted approaches. 

Comparing the two weighting approaches, the method incorporating the calibration 

technique of raking most often achieved greater accuracy than the simple approach 

using participation probabilities only. 

 

Consistent with the findings presented in Chapters 4–7, the results of this chapter again 

demonstrated increased consistency, or reduced variability, among MRP state-level 

estimates due to partial pooling in multilevel modelling and shrinkage towards the 

overall population estimate.  
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As per the original Ten to Men analysis but unlike many studies in political science [27-

29], the inclusion of a state-level covariate did not translate into meaningful differences 

in the MRP state-level population estimates. This seems likely to be due to a 

combination of there being little variation in the outcome between states after the 

influence of individual-level demographic variables was accounted for and the difficulty 

of identifying an informative state-level covariate for the outcomes of interest. 

 

While 95% CI widths were generally narrower for MRP relative to weighted and 

unweighted approaches, the large gains in precision achieved with MRP in the previous 

analyses were not observed here. The increased complexity of the multilevel model 

fitted achieved increased accuracy at a cost to the precision of state-level estimates. We 

might expect, however, to see larger gains in precision for smaller sample sizes where 

the benefits of partial pooling in multilevel modelling would be more pronounced. 

 

Overall, the results of this final case-study analysis add further support to the previous 

findings that MRP provides generally superior performance in both accuracy and 

precision relative to conventional IPW using sampling weights for the estimation of 

descriptive population parameters from large-scale health surveys. 
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Discussion and conclusions 

The aim of this thesis was to investigate the potential value of MRP for producing valid 

and accurate inference for descriptive population parameters in large-scale population 

health and epidemiological surveys that recruit participants who do not provide a 

representative sample of the population of interest. A combination of real data and 

simulation experiments were used to address this aim. This chapter provides a 

discussion of the findings arising from this research. Section 9.1 summarises the results 

obtained from the Ten to Men case study and the simulation experiments. Section 9.2 

considers the broader implications of this thesis for the analysis of health surveys and 

Section 9.3 discusses some of the limitations of this research. Potential directions for 

future research are proposed in Section 9.4, with overall conclusions in Section 9.5. 

 

9.1 Summary of thesis findings 

 Ten to Men case study 

The initial focus of this thesis was a case study based on Ten to Men, a nationwide 

longitudinal study of the health and lifestyles of a large cohort of Australian males. The 

baseline wave of Ten to Men employed a stratified, multistage cluster sampling design, 

surveying all males aged 10–55 years residing in households located within sampled 

small geographic areas (clusters). Despite rigorous recruitment and data collection 

strategies, 16,063 valid responses were obtained from a target sample of 45,510 eligible 

males, corresponding to a participation rate of 35%. This implied considerable potential 

for bias in estimation of population parameters using this sample. 

 

A simple descriptive analysis based on the limited data available for both study 

responders and non-responders provided empirical evidence that the Ten to Men sample 
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may not have been representative of the population of interest. Adults were more likely 

to participate in the survey relative to boys and young men, while individuals residing in 

remote areas were more likely to participate compared to those in major cities. 

Participation rates varied considerably for the Australian states and territories, ranging 

from 31% in SA to 46% in TAS. Higher rates of participation were also observed for 

higher SEIFA deciles and smaller household size. 

 

A comparison of the distributions of sociodemographic variables in the 13,884 adult 

males in the Ten to Men sample and the corresponding target population based on the 

2011 Australian Census provided further evidence to suggest a nonrepresentative 

sample. The Ten to Men sample appeared slightly older, with a higher proportion of 

participants speaking only English, in a married or de facto committed relationship, and 

having achieved a higher educational qualification. The sample also clearly 

demonstrated the planned oversampling of regional areas. 

 

The first analysis undertaken using data from the baseline wave of the Ten to Men study 

assessed the potential value of MRP relative to conventional IPW using sampling 

weights for addressing participation bias in the estimation of three key measures: 

participation in physical activity at levels sufficient to confer health benefit, suicidal 

ideation and SF-12 mental component summary score. The target parameter for each 

measure (prevalence for binary measures and mean for the continuous measure) was 

estimated at the whole population level, and for each Australian state and territory 

separately. Variable selection from among the set of potential demographic and 

geographic covariates for inclusion in the multilevel model within the MRP framework 

was implemented separately for each of the three outcome measures. 

 

The national population estimates obtained using MRP and sampling weights were very 

similar to each other and reflected appropriate corrections to the unweighted estimate 

for the oversampling of regional areas. When considering inference for population 

subsets, that is, at the state and territory level, MRP produced markedly more uniform 

and more precise estimates when compared with estimates obtained using sampling 

weights.  
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Increases in precision, characterised by narrower 95% CIs, were evident for MRP 

consistently across states and at the national level, and dramatic increases in precision 

were observed for the smallest states. This was due, in part, to the absence of 

interactions in the final multilevel model fitted within the MRP framework. This model 

assumed that relationships between included covariates and the outcome were the same 

in these smallest regions as in the rest of the country, therefore covariate effects were 

estimated more precisely across states than they would have been if they were estimated 

separately within states.  

 

The second application of MRP to data from the baseline wave of Ten to Men aimed to 

build a single common model applicable to all outcome measures, in contrast to the 

labour-intensive individually tailored model approach implemented in the original 

analysis. Covariates were selected for inclusion in this common model to sufficiently 

cover the range of demographic and geographic variables with data available. Two 

interaction terms were also included, age × remoteness and state × remoteness.  

 

The common model approach was found to produce very similar results to the tailored 

model approach for all three outcomes for the national population and by state, leading 

to the conclusion that both approaches can perform well within the MRP framework for 

estimating descriptive population parameters. 

 

The third and final application of MRP in the Ten to Men case study aimed to provide a 

more complete validation of MRP by investigating a small number of employment 

variables as outcome measures, where data from the 2011 Australian Census were 

available to provide reasonable proxies for the true population parameter values. This 

allowed a comparison between MRP and IPW in terms of both bias and precision. 

 

MRP was found to achieve generally superior performance in terms of both accuracy 

and precision, at both the national and state levels, followed by sampling weights with 

raking adjustment, simple sampling weights and then the unweighted approach. There 

was, again, some evidence of increased consistency among state-level estimates 

achieved by MRP, attributed to the partial pooling of categorical covariate effect 
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estimates towards their mean in multilevel modelling. While MRP state-level estimates 

were often more precise than those obtained using the weighted and unweighted 

approaches, the same large gains in precision for MRP that were observed in the first 

two case-study analyses were not as evident due to the more complex models that were 

fitted for these employment outcomes. 

 

Overall, the results of the three analyses based on the Ten to Men case study were 

reasonably consistent, each providing evidence of reduced variability in MRP estimates 

across population subsets relative to those obtained using IPW and the unweighted data 

alone. This demonstrates a smoothing of random variation achieved by the multilevel 

model, which has its greatest effect for population subsets with limited data. Increased 

precision of MRP estimates, particularly for the smallest population subsets was also 

observed in all three study analyses. 

 Simulation studies 

In addition to the case-study analyses, I conducted a series of simulation experiments to 

more formally evaluate MRP versus IPW using sampling weights for the estimation of 

descriptive population parameters from health survey data.  

 

The first simulation study was designed to reflect, as closely as possible, the Ten to Men 

baseline survey, specifically, the previous analysis of the dichotomous outcome, 

participation in sufficient physical activity. Data for Australian males aged 18–55 years 

obtained from the 2011 Australian Census were used to define the target population of 

interest. Parameters for models designed to generate outcome data and survey 

participation indicators were informed by the previous case-study analysis. For each 

simulated dataset, both bias and precision were calculated at the whole population level, 

and for each Australian state and territory separately. The impact on MRP performance 

of sample size, model misspecification, interactions, and the addition of a geographic-

level covariate was also explored. 

 

In the second study, I applied the same simulation methodology to the US population, 

which comprises a much larger number of jurisdictions (𝑛 = 51 US states and federal 
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districts compared to 𝑛 = 8 Australian states and territories). This study aimed to 

explore how the spread of a given sample size across a larger number of geographic 

regions might impact the degree of partial pooling in the multilevel model and 

subsequent MRP performance for state-level estimation. 

 

Overall, the results of these two complementary simulation studies were largely 

consistent. MRP was found to achieve generally superior performance, particularly in 

terms of increased precision at both the national and state levels. MRP estimates were 

found to be more highly correlated with true state-level prevalence values and were 

generally robust to model misspecification due to the exclusion of interactions or an 

important main effect. MRP exhibited a tendency to oversmooth between-state variation 

in the outcome, particularly for the least populous states and when sample sizes were 

small, but this tendency appeared to be mitigated by the inclusion of an informative 

state-level covariate. This consistency of findings led to the conclusion that MRP 

performance was comparable when applied to these two different population structures, 

hence providing promising evidence for the general applicability of MRP to different 

geographic structures. 

 

The consistent and most important finding across both the case-study analyses and 

simulation studies was the large gains in precision that were achieved with MRP 

relative to sampling weights and unweighted estimation, particularly for small 

population subsets and smaller overall sample sizes. This is a consequence of the 

multilevel model within the MRP approach using the dependence of the outcome 

measure on the covariates to obtain more stable and smoothed estimates for relatively 

sparse poststratification cells through borrowing information from demographically 

similar cells with richer data. 

 

9.2 Implications for the analysis of health surveys 

This research has taken a statistical analysis method known as MRP, already shown to 

be effective in the fields of political science and social research, and established it as a 

valuable tool in the estimation of descriptive population parameters in large-scale health 
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surveys where samples may not be representative of the target population of interest. 

While a small number of applications of MRP have been published in the health science 

literature [31-34], this work has added to the existing understanding of MRP, not only 

through its own detailed case-study analysis, but through a comprehensive validation of 

MRP relative to IPW, the traditionally used approach for the analysis of health surveys, 

using both real data and a series of simulation experiments. 

 

The findings of this thesis have provided health survey researchers with a modern, 

model-based approach to inference for a single descriptive population parameter, such 

as the mean of a continuous variable or the prevalence of a dichotomous variable, for 

surveys where problems of nonrepresentativeness or participation bias are suspected. 

MRP could be particularly useful in the analysis of web surveys where participants are 

often self-selected with little reference to a well-defined study base [5]. 

 

As well as providing evidence for the value of MRP in terms of accuracy and precision 

for estimating descriptive population parameters in health surveys, the case-study 

analysis enabled the exploration of the practical challenges associated with the 

application of MRP to real health survey data. The remainder of this section discusses 

these challenges and offers recommendations where possible.  

 Selection of population data 

The application of MRP requires detailed data on the target population, specifically 

population totals for the cross-classification of all covariates included in the multilevel 

model. It is necessary that covariates are measured consistently in both sample and 

population, or at least, that the categories defined in one can be derived from the other.  

 

In the analysis of the Ten to Men baseline wave, the most recent Australian Census, 

administered in 2011, was used as the source of population data. This was an obvious 

and straightforward choice as the same Census data were used to inform the sampling 

design for the study, the questionnaire design and also the calculation of sampling 

weights to be used in the primary analysis. An added advantage was that customisable 

Census data in summary format were freely available from the ABS website. 
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While the Australian Census provides high quality data and aims for complete coverage 

of the population, the information it collects is predominantly focused on geographic 

and sociodemographic factors. This would presumably be the case for many national 

Censuses around the world. As a result, any MRP analysis using a Census as the source 

of population data would be limited to these variables as potential covariates in the 

modelling of the outcomes of interest. It would be unlikely for Census data to include 

important health-related variables such as lifestyle factors including smoking status, 

obesity or alcohol consumption, which could be useful in MRP models for explaining 

variation in health outcomes or participation in health surveys. Loux et al. [35] made 

this observation, concluding that strong predictors for health outcomes like those found 

in fields such as public opinion, are difficult to obtain. The authors suggested this makes 

MRP potentially less useful in these cases. 

 

Eke et al. [33] attempted to address this issue when estimating the prevalence of 

periodontitis at state and local levels across the US using data from NHANES 2009 – 

2012. The authors used the MRP framework to model the prevalence of periodontitis as 

a function of the individual-level demographic characteristics of age, gender, 

race/ethnicity, poverty status and smoking status. Because the chosen source of 

population data, the 2010 US Census, did not measure smoking status, an intermediate 

step was taken, prior to poststratification. Data from an additional source, the 2012 

BRFSS was used to model smoking status as a function of age, gender, race and poverty 

status (the same covariates used to model periodontitis), as well as county-level and 

state-level random effects. The estimated smoking probabilities obtained from this 

intermediate step were then applied to the 2010 US Census population counts to further 

partition the poststratification cells (defined by the covariates used in the models above) 

by smoking status. Estimated prevalence of periodontitis was then obtained by 

aggregating over these poststratification cells to the desired level such as census tract, 

congressional district, county, or state level.  

 

The authors referred to this as extended multilevel regression and poststratification. 

While it appears to be a reasonable approach for including a health covariate known to 

have an important impact on the outcome of interest in the MRP framework, in addition 
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to solely demographic covariates, combining multiple sources of population data would 

introduce additional uncertainty. This additional uncertainty would stem from the 

method chosen to integrate the two sources of summary population data and also from 

the quality of the secondary data source. If the secondary data source was itself a 

survey, the potential gains in terms of more accurate modelling of the outcome would 

need to be carefully weighed against the possible consequences of substituting estimates 

(with associated error) along with established population data. 

 

In contrast to MRP, the use of sampling weights with raking adjustment requires less 

detailed population data. Rather than population counts for the full cross-classification 

of included covariates, sampling weights with raking requires only marginal 

distributions for covariates, either individually or in two or three-way tables. This may 

more easily enable the integration of relevant population data from multiple sources, 

such as, for example, Census data with reliable population estimates for health-related 

covariates.  

 

While the opportunity to include health-related covariates in the application of MRP to 

health outcomes would likely improve the performance of MRP, this current research 

demonstrates that accurate estimates for descriptive population parameters can be 

achieved with models including only geographic and sociodemographic covariates.  

 

If the use of MRP is planned at the time of study design, great care should be taken in 

selecting an appropriate source of high quality population data and then designing 

survey questions that generate data consistent with those available for the population in 

order to maximise the availability of covariates for multilevel modelling.    

 Multilevel model building and variable selection 

General advice 

The simulation studies in Chapters 6 and 7 demonstrated that, not surprisingly, MRP 

performed better when the multilevel model was correctly specified, particularly when 

obtaining estimates for levels of a covariate incorrectly excluded from the model. 

Overall population estimates and state-level estimates for the parameter of interest were, 
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however, generally robust to the exclusion of an important individual-level covariate, 

which is reassuring as it is unlikely that one could ever specify the true model.  

 

General advice on variable selection for model-based estimation approaches is often to 

include all variables thought to have an important impact on sampling and nonresponse, 

if they are also potentially predictive of the outcome of interest [18]. These decisions 

can be informed by basic exploratory analyses comparing survey responders with non-

responders (based on the often limited data available for non-responders), a comparison 

of covariate distributions in the survey sample and population, as well as raw summary 

statistics for the outcome by levels of the potential covariates.   

 

Based on the findings presented in this thesis, I recommend, as a first step and as 

common sense suggests, to include or at least investigate all covariates for which it is 

planned to report target parameter estimates by each level separately. Failure to do so 

could result in wildly inaccurate estimates, as was found when estimates were obtained 

by age group when it had been excluded from the MRP model. 

The general robustness of MRP population and state-level estimates to a variety of 

forms of model misspecification led to the conclusion that accurate results with MRP 

can be achieved using fairly simple demographic–geographic response models in 

studies where the primary aim is to estimate descriptive population parameters for the 

target population as a whole. For studies where population subsets such as geographic 

regions are also of interest, more detailed consideration is recommended in determining 

the covariates for inclusion in the MRP model, particularly if one or more of the subsets 

is small in size. 

 

The model building and variable selection process involves inevitable trade-offs 

between bias and variance. That is, potentially oversimplified model assumptions may 

lead to bias while reducing variance of estimation. Meanwhile, over-complicated 

models that make many model assumptions may reduce bias but can produce highly 

variable and unstable estimates based on limited data. The data available to 

meaningfully test a proposed model are often insufficient, leaving an inevitable element 

of subjective judgment in deciding on the preferred approach. 
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The process of model building and variable selection within the MRP approach can be 

extremely labour intensive. If the aim is to statistically optimise the multilevel model 

for an individual outcome, a great deal of time and effort is required to investigate the 

many and varied combinations of potential covariates and assess the impact on the 

resulting population and state-level estimates. If there are multiple outcomes of interest, 

it may be worth considering a single common model to apply to all outcomes rather 

than a tailored model for each. Under this approach, the focus of the variable selection 

process was more on sufficiently covering the range of demographic and geographic 

covariates available in order to capture important associations with any of the multiple 

outcomes of interest. This removes the need for the lengthy and often subjective process 

of identifying the combination of covariates that produces the “best” statistical fit. The 

decision to adopt the common model approach may result in a small cost in terms of 

precision, but based on the results of this research, it would seem fairly modest. 

 

There are, however, a number of advocates in political science [28, 30] for “optimizing 

a MRP model for a particular research question” based on the argument that covariates 

that correlate well with one outcome may not be plausibly associated with another and 

vice versa. The tailored model approach is labour-intensive and time consuming, yet it 

offers great flexibility when there is a valid theoretical basis for assuming that the set of 

important covariates may be different across multiple outcome measures of interest. 

These same considerations of increased time required yet enhanced flexibility also 

apply when comparing the practicalities of MRP with traditional weighting approaches 

where a single set of sampling weights is generally constructed and applied to all 

analyses. 

 

MRP can lead to a very large number of poststratification cells, many containing little 

or no population data. This sparseness is not an issue in itself, due to the smoothing of 

the multilevel model and the population cell counts being used simply as weights in 

poststratification. Problems may arise, however, when these cell-level estimates are 

imprecisely estimated, resulting in poststratification estimates that are too variable. 

Simple models that focus on covariate main effects and avoid complex multi-factor 

interaction terms should not run into any problems, but sensitivity analyses 



144 

 

investigating different combinations of covariates and the resulting impact on MRP 

estimates are always recommended. 

 

Interactions 

Lax and Phillips [28] found that the inclusion of interactions between individual-level 

demographic variables was not necessary for small samples and the results of this 

research generally support this finding. The Australian simulation study did highlight, 

however, some benefit from including interactions for larger sample sizes, where the 

interaction effects were estimated more precisely with more data available. Standard 

errors for MRP state-level estimates were slightly larger when a state × remoteness 

interaction term was included in the multilevel model, reflecting a reduction in the 

amount of partial pooling between states.  

 

Since the estimation of interaction effects is often difficult due to limited data, 

combined with the robustness of MRP to model misspecification, I would recommend 

only the inclusion of simple interactions for which there is a sound theoretical rationale. 

Plausible interactions with state (or whatever the geographic level of interest) would be 

most important to consider as these would be most likely to influence estimates for the 

outcome at the geographic level.  

 

Geographic-level covariates 

Consistent with previous research in political science in the US [27-29], results from 

both simulation studies demonstrated that the inclusion of a state-level covariate 

improved MRP performance by explaining some between-state variation and reducing 

the overpooling tendency of MRP. This was a somewhat artificial example however, as 

simulated data sets were generated with a single, known state-level covariate and MRP 

performance was compared with and without this term included in the model. This does 

not reflect the real challenge of identifying an informative state-level covariate in 

practice. 

 

The case-study analyses did not show the inclusion of a state-level covariate to have the 

same degree of importance as suggested by the simulation studies. In fact, no state-level 
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covariates were included in the original MRP analysis of the three baseline Ten to Men 

outcomes of participation in sufficient physical activity, suicidal ideation and SF-12 

mental component summary score. There were several reasons for this. Firstly, the 

primary aim was to obtain accurate estimates for the population as a whole, with less 

emphasis on state-level prediction. Secondly, there was very little unexplained variation 

observed between states and territories after the influence of individual-level 

demographic variables was accounted for, and lastly, Australia comprises only 8 states 

and territories, compared to 51 US states, making the estimation of an association 

between a state-level covariate and the outcome difficult due to the considerably fewer 

data points available. 

 

In the final Ten to Men case-study analysis, I chose what appeared to be a reasonable 

state-level covariate for each employment outcome, but the inclusion of these effects in 

the respective multilevel models did not translate into meaningful differences in MRP 

state-level estimates. 

 

One of the issues with selecting a geographic-level covariate, whether it be at the state 

level or a more local-area level, is that, unlike individual-level variables, we are not 

limited to data collected from the survey that overlap with available population data. In 

fact, we are not limited to data collected from the survey at all. This is both an 

advantage and a potential challenge. Data for geographic-level covariates often come 

from external sources, which generates a very large number of possibilities. Although 

this can make model selection challenging, it also provides great potential to improve 

MRP estimates by explaining geographic-level variation using informative covariates 

not necessarily considered at the time of study design. 

 

The process of determining whether a geographic-level covariate is informative and 

therefore a valuable addition to a multilevel model can be difficult. I would recommend 

only considering covariates for which a strong theoretical rationale exists, remembering 

that the relationship with the outcome need not be linear. It is possible to add quadratic 

terms or other transformations as appropriate. It may also be useful to perform some 

basic exploratory analyses before fitting the proposed model, such as plotting the 
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geographic-level covariate against raw geographic-level summary data for the outcome 

or against residuals from the multilevel model within the MRP framework excluding the 

geographic-level covariate. Once the model including the geographic-level covariate is 

fitted, it is also important to consider any changes to the geographic-level target 

parameter estimates and assess whether they are reasonable and make sense.    

 Technical aspects of model fitting 

In the case-study analyses where MRP was applied to real survey data, Bayesian 

analyses were performed, using RStan’s Hamiltonian Monte Carlo routines, to obtain 

the posterior distributions of model parameters. These results were combined with 

population counts for the set of unique poststratification cells to generate posterior 

distributions for the target parameters of interest for the Australian male population 

aged 18–55 years as a whole and for each state separately. Point estimates were the 

medians of these posterior distributions and the 2.5th and 97.5th percentiles were used to 

represent 95% credible interval limits.  

 

A number of different prior distributions for the model parameters were evaluated in a 

sensitivity analysis. There was negligible impact on the magnitude and more notably, 

the precision of MRP population and state-level estimates. This was most likely due to 

the large sample size and it seems reasonable to expect that with a smaller sample size, 

these choices of prior distributions would become increasingly important. 

 

In contrast, for the two simulation studies, multilevel models within the MRP approach 

were fitted using approximate marginal maximum likelihood as implemented in the 

“glmer” function in R. A full Bayesian analysis was preferred, but this was 

unfortunately not feasible due to the excessive time required to obtain complex 

posterior distributions over many simulated samples.  

 

When the two fitting methods were compared in terms of the outcomes of interest from 

the Ten to Men baseline survey, only marginal differences in the population and state-

level estimates were found. It is possible, however, that these differences would be 

larger for smaller sample sizes. 
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One important disadvantage of the approximate marginal maximum likelihood 

algorithm, was that an appropriate method for calculating SEs for the resulting MRP 

estimates and therefore CIs and other important measures of performance such as 

coverage, was not clear. Instead, the empirical SE of the simulated distribution of 

population and state-level parameter estimates was used as a measure of precision. 

 

For the application of MRP to real survey data, the use of Bayesian analysis is strongly 

recommended. While the fitting process was considerably more time consuming, with a 

single model taking a couple of hours to fit using RStan (depending on the number of 

iterations, sample size, model and prior complexity) compared to a couple of minutes 

using “glmer”, the ability to obtain direct estimates of precision for the parameter 

estimates of interest was essential for assessing MRP performance relative to traditional 

IPW using sampling weights. However, the quicker approximate marginal maximum 

likelihood approach was useful in the initial model building stage where a large number 

of combinations of potential covariates were explored before switching to RStan for the 

formal model fit. An example of the R code for applying the MRP approach to one of 

the Ten to Men outcomes, participation in sufficient physical activity, using both the 

approximate marginal maximum likelihood algorithm and a full Bayesian analysis is 

provided in Appendix 7.  

 

Finally, in the Ten to Men baseline survey, only a small number of records (5%) had 

missing values across the range of variables relevant to the analysis. These incomplete 

records were excluded from the analysis. If the amount of missing data were larger, it 

may have been useful to incorporate multiple imputation techniques within the MRP 

framework. While this seems possible, it would contribute an additional layer of 

complexity to an already computationally intensive process. 

 Sample size 

As expected, MRP performance was shown to improve with increasing sample size, in 

terms of reduced bias and increased precision. Results of this research were largely 

consistent with the existing literature in political science [27-29] in indicating that 

respectable estimates could be achieved by MRP with a sample size as small as 1,500. It 
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is possible, in the Australian context in particular, where survey responses are 

distributed across only eight states and territories that are relatively homogenous with 

the exception of NT, that reasonable estimates could be achieved with an even smaller 

sample size. This would need to be evaluated through additional simulation studies. 

 

9.3 Limitations of this research 

The benefits and limitations of both case-study analyses and simulation experiments 

have already been discussed in this thesis in some detail. The use of the Ten to Men case 

study enabled the exploration of the challenges associated with applying MRP to real 

survey data. This included the identification of relevant population data for 

poststratification, variable selection for the multilevel model from the set of covariates 

with both survey and population data available, and the technical aspects of statistical 

modelling including the choice of prior distributions for Bayesian analysis. An 

important limitation was that neither the true population values of interest nor the true 

sampling variability of any of the estimators were known. It was, therefore, not possible 

to evaluate bias. Instead, the comparison between MRP and sampling weights was 

focused primarily on precision. 

 

Unlike case-study analyses, simulation studies enable the estimation of accuracy 

measures, such as bias in the estimates of interest, as the process of generating the data 

is known. It is difficult, however, to design a data-generating mechanism that accurately 

reflects the full range of complex data sets seen in practice. While the two simulation 

studies investigated a number of scenarios including varying sample size and different 

forms of model misspecification, these scenarios cannot represent the full spectrum of 

conditions under which we might hope to apply MRP successfully. 

 

In the application of MRP to employment outcomes from the Ten to Men baseline 

survey, population data from the 2011 Australian Census provided the true value for 

population parameters of interest to enable an evaluation of MRP in terms of bias using 

real data. Since the baseline survey was completed in 2013–2014, I acknowledged that 

the 2011 Census data would not provide “perfect” proxies for true values, but believed 
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the values obtained at both the national and state level would be close enough to make 

the analysis worthwhile. For labour force status, estimates obtained using both MRP 

and sampling weights with raking were very close to the assumed true values at the 

national level and for the largest states, indicating the choice of proxies for this outcome 

was reasonable. For hours worked, however, the consistent overestimation of all four 

methods likely signalled an inappropriate choice of proxy for this outcome measure. On 

reflection, it seemed entirely plausible that the number of hours worked in all jobs in a 

given week could fluctuate considerably due to temporal factors and a wide range of 

individual-level covariates not included in the multilevel model. This was also 

evidenced by the large amount of residual variation in the multilevel model for this 

outcome. 

 

The employment outcome measures considered in the case-study analysis were not 

health outcomes per se; rather, they were chosen in the absence of any health outcomes 

for which Census data were available to represent true population values and provide a 

comparison in terms of bias. There is no reason to expect that MRP would behave any 

differently for outcome measures more commonly under investigation in population 

health studies. 

 

All analyses of data from the Ten to Men baseline survey ignored the hierarchical 

structure inherent in the sample, specifically the multistage clustering of participants 

within households within small geographic areas. Simple sensitivity analyses 

incorporating the hierarchical sampling structure as additional random effects in the 

simple model for one of the dichotomous outcomes showed no substantial change to 

important model parameters.  

 

The difficulty for MRP, however, is how the hierarchical model that correctly specifies 

the multistage clustering of participants translates to the poststratification step. 

Specifying clustering as an additional random effect in the multilevel model effectively 

multiplies the number of existing poststratification cells (defined by the unique 

combinations of all model categorical covariates) by the number of clusters. If the 

population consists of many clusters each containing only a small number of 
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participants, this greatly increases the number of poststratification cells, the very large 

majority of which would contain no individuals in the population. While this sparseness 

is not an issue, the problem is how to define the cluster random effect coefficients for 

unsampled clusters in order to determine the parameter estimates for each 

poststratification cell. I return to this issue when I discuss future research in Section 9.4.  

 

The decision to implement MRP ignoring the multistage clustering design (and 

assuming a simple stratified sample) in the Ten to Men baseline survey still produced 

precise population estimates that were in line with alternative conventional analysis 

methods. More work is required, however, to fully understand the value of MRP in the 

presence of clustering. 

 

The two simulation studies also did not consider any clustering within the survey 

sampling process; instead, a simpler stratified sampling approach with random sampling 

of individuals within strata was specified. The challenge of generating clustered data 

based on the available population data was one issue, but the major stumbling block was 

that multistage surveys, particularly those with many clusters each containing only a 

small number of participants, appear to present a challenge for the MRP approach. 

Model coefficients representing cluster random effects would be estimated based on 

small numbers of observations and similar to the case-study analysis, it is unclear how 

best to generate cluster random effect coefficients for unsampled clusters in the 

poststratification step.  

 

Despite both the case-study analyses and simulation studies having limitations, the 

combination of these approaches has provided valuable insights into the use of MRP for 

producing valid and accurate inference for descriptive population parameters in large-

scale health surveys where samples may not be representative of the target population of 

interest. This research has made substantial contributions to the scare literature on MRP 

applications in population health and epidemiology, but additional research is required 

to expand on this area of growing interest. 
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9.4 Future research 

Potential areas for future research may include the extension of the simulation studies to 

further examine MRP across a wider range of scenarios as well as the application of 

MRP to more complex problems or data structures. Such problems may include the 

estimation of changes in the target parameter of interest over time in a longitudinal 

study or the appropriate accounting within the MRP framework for the clustering 

inherent in multistage designs, a common feature of health surveys. 

   

As discussed in Section 9.3, multistage surveys, particularly those with many clusters 

each containing only a small number of participants, appear to present a challenge for 

the MRP approach. The problem is the question of how cluster random effect 

coefficients should be generated for unsampled clusters in order to determine the 

parameter estimates for each poststratification cell. One option might be, to set the 

coefficients equal to zero, the mean of the cluster random effect, for all unsampled 

clusters. An alternative might be that once the effect of the other model covariates 

taking into account the hierarchical structure of the data have been estimated, the 

clustering can be ignored completely for generating poststratification estimates, 

effectively setting the cluster random effect coefficients to zero for all clusters. This 

would reduce the number of poststratification cells back to the same number as when 

clustering was not specified in the model. The impact of doing this, however, is not 

clear and would need to be thoroughly investigated through additional simulation 

studies. 

 

Another avenue for potential future research would be to pursue the development of 

user-friendly software tools to improve the accessibility and usability of the MRP 

approach. All analyses presented in this thesis were performed using the R interface 

which requires extensive expertise in statistical programming. This could prove to be a 

challenge or even a barrier for many researchers in population health or epidemiology 

wanting to apply this method. Additional resources are therefore required to facilitate 

more widespread usage of MRP in the field of health research. Some work has been 

done in this area with the recent release of the R package, rstanarm [60] which supports 

the conduct of complicated analyses in Stan using the standard formula notation of R. 
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There is a helpful vignette entitled “MRP with rstanarm” associated with this package, 

but there is still a need for an accompanying help file or set of worked examples 

specifically designed to support population health and epidemiological researchers in 

the application of MRP to health-related outcomes. 

 

There is currently a very relevant potential application of MRP to the estimation of the 

prevalence of a history of COVID-19 infection using serosurvey data in the Australian 

population. MRP may be a useful technique for addressing the self-selected nature of 

the sample, appropriately acknowledging the test sensitivity and specificity through the 

specification of prior distributions, and then bringing together the important effects of 

geography, age and time in order to produce prevalence estimates at the whole 

population level, by state and also by smaller geographic areas of interest, therefore 

providing important and valuable insight for such an important research question. 

 

9.5 Conclusions 

MRP was developed as an approach for estimating a population parameter of interest in 

the context of presidential voting and social research in the US [6, 7]. The method was 

later used by Wang et al. [8] to successfully estimate the 2012 US presidential election 

result using a highly nonrepresentative sample of Xbox gaming users. 

 

Motivated by this application of MRP to a highly selected sample, this PhD aimed to 

investigate and evaluate MRP for addressing participation bias in the estimation of 

descriptive population parameters in large-scale population health and epidemiological 

surveys.   

 

This was an important question as investigators of large-scale health studies face 

increasing difficulties in recruiting representative samples of participants due to 

declining participation rates, challenges in the enumeration of sampling frames, attrition 

over time in longitudinal studies and the increased use of self-selected web surveys.  
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Prior to this PhD, there were only a small number of applications of MRP to population 

health or epidemiological surveys. These applications were all concerned with 

producing small-area estimates of prevalence of various health outcomes at state and 

local levels of the US. 

 

In this thesis, a combination of case-study analyses and simulation experiments were 

used to evaluate MRP for estimating descriptive population parameters relative to the 

traditional IPW approach using sampling weights. While the use of sampling weights 

with additional adjustment using raking produced estimates with smaller bias on 

average, MRP was consistently found to achieve greatly increased precision as well as 

increased uniformity of estimates across population subsets. In simulation studies, this 

reduced variance was shown to result in MRP estimates that were more often closer to 

the true prevalence values than those obtained using weighted estimation with raking. 

 

This research has taken a particular statistical method, well-established and accepted in 

one field of study and applied it successfully to a different, relatively novel research 

context. The results of a thorough evaluation of MRP using both case-study analyses 

and simulation experiments have demonstrated that MRP is a valuable analytic 

approach for producing valid and accurate inference for descriptive population 

parameters in large-scale health and epidemiological surveys where samples may not be 

representative of the target population of interest.  

 

As well as providing evidence for the value of MRP in terms of accuracy and precision, 

the case-study analysis enabled exploration of the practical challenges associated with 

the application of MRP to real survey data. Such challenges include the selection of 

relevant and high-quality population data, the process of multilevel model building and 

variable selection, the computational aspects of the approach and sample size 

considerations. A number of recommendations to support future applications of MRP to 

health-related outcomes were provided. 

 

This research has made a significant contribution to the scarce literature on the 

application of MRP to health survey data. I hope the work presented in this thesis and 
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the publications therein, will generate increasing interest in and usage of this valuable 

approach for estimating descriptive population parameters from large-scale health 

surveys. 
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Appendix 1  

Code definitions for the household form completed 

during Ten to Men wave 1 recruitment 
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Appendix 2  

Supplementary material to publication presented in 

Chapter 4 

Supplementary Table 1. A full summary of potential covariates measured by both the Ten to 

Men baseline survey and the 2011 Australian Census of Population and Housing.  

Covariate Categorical levels 

Remoteness classification Major cities; Inner regional; Outer regional 
State/Territory Australian Capital Territory (ACT); New South Wales (NSW); Northern 

Territory (NT); Queensland (QLD); South Australia (SA); Tasmania (TAS); 
Victoria (VIC); Western Australia (WA) 

Age group, in years 18–19; 20–24; 25–29; 30–34; 35–39; 40–44; 45–49; 50–55 
Country of birth Oceania and Antarctica; North-West Europe; Southern and Eastern Europe; 

North Africa and the Middle East; South-East Asia; North-East Asia; 
Southern and Central Asia; Americas; Sub-Saharan Africa 

Parents’ country of birth Both parents born overseas; Father only born overseas; Mother only born 
overseas; Both parents born in Australia 

English fluency Speaks English only; Speaks another language and speaks English very well; 
Speaks another language and speaks English well; Speaks another language 
and speaks English not well or not at all 

Indigenous status Non-Indigenous; Aboriginal and/or Torres Strait Islander 
Marital status Never married; Widowed; Divorced; Separated but not divorced; 

Married/de facto 
Employment status Employed/working for profit or pay; Unemployed and looking for work; 

Neither working nor looking for work 
Occupation Managers; Professionals; Technicians and trade workers; Community and 

personal service workers; Clerical and administrative workers; Sales 
workers; Machinery operators and drivers; Labourers; Not applicable 

Industry of employment Accommodation and food services; Administrative and support services; 
Agriculture, forestry and fishing; Arts and recreation services; Construction; 
Education and training; Electricity, gas, water and waste services; Financial 
and insurance services; Health care and social assistance; Information media 
and telecommunications; Manufacturing; Mining; Personal and other 
services; Professional, scientific and technical services; Public administration 
and safety; Rental, hiring and real estate services; Retail trade; Transport, 
postal and warehousing; Wholesale trade; Other; Not applicable 

Hours worked per week  
    in main job 

None; 1–15 hours; 16–24 hours; 25–34 hours; 35–39 hours; 40 hours; 41–48 
hours; 49 hours and over; Not applicable 

Currently attending any 
    education institution 

No; Yes, part time; Yes, full time 

Highest level of secondary 
    education completed 

Did not go to school; Year 8 or below; Year 9; Year 10; Year 11; Year 12 

Highest qualification achieved None; Certificate level; Advanced diploma and diploma level; Bachelor 
degree; Graduate diploma/certificate level; Master degree or postgraduate 
degree/diploma; Doctorate 

SEIFA deciles: 
    Relative socioeconomic disadvantage 
    Relative socioeconomic advantage and disadvantage 
    Economic resources 
    Education and occupation 
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Supplementary Table 2. A full summary of frequency distributions for sociodemographics 

from the Ten to Men sample of adult survey participants and in the populationa, as well as 

unadjusted observed descriptive statistics for the three outcome measures of interest. 

Sociodemographic covariates 

2011 Census 
population 

Ten to Men 
sample 

Participation 
in sufficient 

physical 
activity 

Experiencing 
suicidal 
ideation 

SF-12 
Mental 

component 
summary 

No. % No. % % % Mean (SD) 

N (Adult males 18–55 years) 5,425,489 
 

13,884 
 

64 10 49.9 (9.2) 

Remoteness classification 
       

 Major cities 4,026,992 74 8,078 58 67 9 49.9 (9.1) 

 Inner regional 924,617 17 3,155 23 61 11 49.7 (9.6) 

 Outer regional 473,880 9 2,649 19 59 9 50.1 (9.3) 

 Missing 0 
 

2 
    

State 
       

 Australian Capital Territory 101,458 2 178 1 69 11 50.2 (9.0) 

 New South Wales 1,751,311 32 3,882 28 63 10 49.5 (9.5) 

 Northern Territory 37,235 1 71 1 53 7 50.4 (8.8) 

 Queensland 1,077,210 20 2,933 21 63 10 49.7 (9.5) 

 South Australia 388,873 7 731 5 64 9 50.3 (9.1) 

 Tasmania 114,560 2 231 2 58 13 48.1 (10.5) 

 Victoria 1,399,984 26 4,244 31 65 9 50.2 (8.9) 

 Western Australia 554,858 10 1,612 12 67 9 49.9 (9.1) 

 Missing 0 
 

2 
    

Age group 
       

 18–19 years 280,295 5 615 4 77 11 51.3 (9.4) 

 20–24 years 720,771 13 1,376 10 73 12 49.5 (9.7) 

 25–29 years 729,830 13 1,409 10 68 10 49.4 (9.2) 

 30–34 years 697,620 13 1,692 12 65 8 49.3 (9.3) 

 35–39 years 724,713 13 1,969 14 62 9 49.4 (9.2) 

 40–44 years 732,172 13 2,166 16 61 9 49.9 (9.1) 

 45–49 years 719,316 13 2,080 15 61 9 50.1 (8.9) 

 50–55 years 820,772 15 2,456 18 59 10 50.6 (9.3) 

 Missing 0 
 

121 
    

Country of birth 
       

 Oceania and Antarctica 3,788,031 74 11,099 80 64 10 49.7 (9.4) 

 North-West Europe 329,799 6 801 6 71 8 50.1 (9.0) 

 Southern and Eastern Europe 111,500 2 167 1 59 9 50.0 (8.7) 

 North Africa and the  
        Middle East 

103,429 2 173 1 48 10 49.2 (8.9) 

 South-East Asia 213,877 4 430 3 60 7 51.5 (8.2) 

 North-East Asia 174,221 3 194 1 58 14 49.0 (8.0) 

 Southern and Central Asia 215,421 4 601 4 56 8 51.6 (8.7) 

 Americas 69,229 1 145 1 74 6 50.9 (8.4) 

 Sub-Saharan Africa 87,659 2 230 2 72 6 51.3 (8.8) 

 Missing 332,323 
 

44 
    

Table continues 
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Supplementary Table 2. Continued. 

Sociodemographic covariates 

2011 Census 
population 

Ten to Men 
sample 

Participation 
in sufficient 

physical 
activity 

Experiencing 
suicidal 
ideation 

SF-12 
Mental 

component 
summary 

No. % No. % % % Mean (SD) 

Parents born in Australia 
       

 Both parents born overseas 1,957,744 39 4,268 31 63 8 50.4 (8.9) 

 Father only born overseas 349,790 7 995 7 68 9 49.5 (9.0) 

 Mother only born overseas 239,227 5 731 5 67 11 49.2 (9.8) 

 Both parents born in 
        Australia 

2,468,416 49 7,683 56 64 10 49.7 (9.4) 

 Missing 410,312 
 

207 
    

English fluency 
       

 Speaks English only 4,010,466 78 12,504 91 65 10 49.8 (9.3) 

 Speaks another language  
            and speaks English: 

       

  Very well 701,185 14 566 4 64 7 51.6 (8.3) 

  Well 300,827 6 500 4 51 11 50.8 (8.4) 

  Not well or not at all 99,871 2 118 1 38 11 50.4 (8.7) 

 Missing 313,140 
 

196 
    

Indigenous status 
       

 Non-Indigenous 5,032,476 98 13,452 98 64 9 49.9 (9.2) 

 Aboriginal and/or Torres 
        Strait Islander 

97,907 2 329 2 56 18 47.6 (11.7) 

 Missing 295,106 
 

103 
    

Marital status 
       

 Never married 2,010,527 37 3,640 26 69 14 48.7 (10.1) 

 Widowed 17,685 0 50 0 58 19 44.6 (10.7) 

 Divorced 319,694 6 523 4 60 15 48.1 (10.7) 

 Separated but not divorced 148,898 3 339 2 60 22 44.5 (11.0) 

 Married/de facto 2,928,685 54 9,186 67 62 7 50.7 (8.5) 

 Missing 0 
 

146 
    

Employment status        

 Employed/working for  
        profit or pay 

4,235,123 83 11,600 86 64 7 50.6 (8.6) 

 Unemployed and looking  
        for work 

249,477 5 1,134 8 64 20 46.1 (11.3) 

 Neither working nor looking 
        for work 

631,606 12 829 6 58 24 44.7 (12.0) 

 Missing 309,283  321     

Current occupation        

 Managers 628,653 12 2,033 16 67 5 51.1 (8.2) 

 Professionals 799,196 15 2,183 17 73 6 50.2 (8.3) 

 Technicians and trade 
        workers 

1,007,539 19 2,667 21 61 7 51.0 (8.4) 

 Community and personal 
        service workers 

249,671 5 704 5 76 8 51.0 (8.5) 

 Clerical and administrative 
        workers 

278,028 5 605 5 63 9 49.1 (9.3) 

Table continues 
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Supplementary Table 2. Continued. 

Sociodemographic covariates 

2011 Census 
population 

Ten to Men 
sample 

Participation 
in sufficient 

physical 
activity 

Experiencing 
suicidal 
ideation 

SF-12 
Mental 

component 
summary 

No. % No. % % % Mean (SD) 

Current occupation (continued) 
       

 Sales workers 271,929 5 583 4 67 10 49.8 (9.2) 

 Machinery operators and 
        drivers 

454,807 9 1,142 9 51 10 50.9 (8.3) 

 Labourers 459,579 9 1,101 8 59 9 50.5 (9.2) 

 Not applicable 1,190,366 22 1,963 15 61 22 45.5 (11.6) 

 Missing 85,721 
 

903 
    

Main industry of employer 
       

 Accommodation and food 
        services 

214,788 4 586 4 63 11 50.2 (9.1) 

 Administrative and support 
        services 

124,403 2 258 2 68 10 49.7 (9.4) 

 Agriculture, forestry and 
        fishing 

95,591 2 753 6 57 7 51.2 (8.6) 

 Arts and recreation services 62,681 1 193 1 74 10 48.4 (9.9) 

 Construction 600,591 11 1,762 13 62 7 51.1 (8.4) 

 Education and training 178,667 3 639 5 72 7 50.2 (8.2) 

 Electricity, gas, water and 
        waste services 

70,713 1 409 3 68 6 51.2 (7.7) 

 Financial and insurance 
        services 

154,029 3 360 3 72 6 49.8 (9.1) 

 Health care and social 
        assistance 

186,573 4 653 5 72 7 51.0 (8.1) 

 Information media and 
        telecommunications 

89,443 2 393 3 69 6 49.9 (8.7) 

 Manufacturing 549,508 10 1,097 8 56 9 50.2 (8.9) 

 Mining 105,790 2 554 4 68 7 51.1 (7.8) 

 Personal and other services 44,907 1 293 2 57 5 50.5 (8.8) 

 Professional, scientific and 
        technical services 

329,260 6 579 4 70 6 50.4 (8.6) 

 Public administration and 
        safety 

299,524 6 676 5 78 5 50.9 (8.3) 

 Rental, hiring and real estate 
        services 

58,380 1 94 1 73 9 51.1 (8.0) 

 Retail trade 349,023 7 757 6 63 8 50.3 (9.1) 

 Transport, postal and 
        warehousing 

278,616 5 872 7 54 9 51.0 (8.4) 

 Wholesale trade 214,255 4 265 2 58 6 50.1 (8.9) 

 Other 121,309 2 173 1 66 3 50.5 (8.0) 

 Not applicable 1,190,366 22 1,963 15 61 22 45.5 (11.6) 

 Missing 107,072  555     

Hours worked in main job  
        last week 

       

 None 128,497 2 353 3 60 12 50.2 (10.0) 

 1–15 hours 205,243 4 513 4 73 10 49.3 (10.3) 

 16–24 hours 201,111 4 503 4 65 12 49.2 (9.4) 

Table continues 
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Supplementary Table 2. Continued. 

Sociodemographic covariates 

2011 Census 
population 

Ten to Men 
sample 

Participation 
in sufficient 

physical 
activity 

Experiencing 
suicidal 
ideation 

SF-12 
Mental 

component 
summary 

No. % No. % % % Mean (SD) 

Hours worked in main job  
        last week (continued) 

       

 25–34 hours 248,934 5 739 6 64 10 49.7 (8.9) 

 35–39 hours 775,220 15 1,878 14 64 7 50.6 (8.5) 

 40 hours 974,299 18 2,207 17 66 7 51.1 (8.3) 

 41–48 hours 583,397 11 1,993 15 65 7 51.0 (8.0) 

 49 hours and over 1,014,867 19 3,205 24 63 6 50.7 (8.4) 

 Not applicable 1,190,366 22 1,963 15 61 22 45.5 (11.6) 

 Missing 103,555 
 

530 
    

Currently attending any 
        education institution 

       

 No 4,385,160 87 11,594 86 62 9 50.0 (9.2) 

 Yes, full-time student 408,874 8 937 7 77 12 49.2 (9.8) 

 Yes, part-time student 265,574 5 926 7 70 9 49.6 (8.6) 

 Missing 365,881 
 

427 
    

Highest level of education 
        completed 

       

 Did not go to school 27,152 1 79 1 51 18 48.5 (11.2) 

 Year 8 or below 101,681 2 238 2 44 17 47.9 (11.3) 

 Year 9 207,819 4 519 4 48 17 48.6 (10.5) 

 Year 10 1,075,736 21 2,827 21 55 11 49.7 (9.7) 

 Year 11 562,144 11 1,694 13 61 11 49.9 (9.3) 

 Year 12 3,040,180 61 8,067 60 69 8 50.1 (8.9) 

 Missing 410,777 
 

460 
    

Highest qualification achieved 
       

 None or not applicable 1,997,161 41 3,434 26 60 12 49.2 (10.2) 

 Certificate level 1,370,613 28 4,778 37 59 10 50.1 (9.1) 

 Advanced diploma and 
        diploma level 

413,766 8 1,331 10 68 8 50.0 (8.9) 

 Bachelor degree 802,628 16 2,115 16 72 7 50.1 (8.5) 

 Graduate diploma and 
        graduate certificate level 

77,366 2 66 1 58 14 47.8 (10.8) 

 Masters degree, 
        postgraduate degree or 
        diploma 

208,163 4 1,093 8 71 7 50.5 (8.6) 

 Doctorate 43,025 1 155 1 74 6 49.5 (8.8) 

 Missing 512,767  912     

SEIFA relative socioeconomic 
        disadvantage 

       

 Decile 1 459,938 9 963 7 54 15 47.9 (10.8) 

 Decile 2 497,426 9 1,678 12 57 12 49.2 (9.7) 

 Decile 3 514,676 10 1,104 8 63 12 49.0 (9.9) 

 Decile 4 529,933 10 1,521 11 61 11 49.9 (9.2) 

Table continues 
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Supplementary Table 2. Continued. 

Sociodemographic covariates 

2011 Census 
population 

Ten to Men 
sample 

Participation 
in sufficient 

physical 
activity 

Experiencing 
suicidal 
ideation 

SF-12 
Mental 

component 
summary 

No. % No. % % % Mean (SD) 

SEIFA relative socioeconomic 
        disadvantage (continued) 

       

 Decile 5 537,073 10 1,220 9 64 10 50.0 (9.1) 

 Decile 6 556,541 10 1,899 14 65 9 50.3 (8.8) 

 Decile 7 558,691 10 1,576 11 64 9 50.0 (9.2) 

 Decile 8 576,900 11 1,248 9 67 8 50.6 (8.8) 

 Decile 9 581,526 11 1,233 9 71 7 49.9 (8.9) 

 Decile 10 569,981 11 1,440 10 71 6 51.0 (8.2) 

 Missing 42,804 
 

2 
    

SEIFA relative socioeconomic 
        advantage and 
        disadvantage 

       

 Decile 1 444,939 8 1,064 8 55 15 47.8 (10.7) 

 Decile 2 483,104 9 1,491 11 56 12 49.2 (9.7) 

 Decile 3 512,618 10 1,454 10 62 11 49.4 (9.6) 

 Decile 4 527,328 10 1,131 8 62 11 49.8 (9.5) 

 Decile 5 537,800 10 1,533 11 63 10 50.0 (9.0) 

 Decile 6 549,941 10 1,699 12 63 9 50.4 (8.9) 

 Decile 7 560,577 10 1,761 13 68 9 49.9 (9.0) 

 Decile 8 583,620 11 1,206 9 66 7 50.6 (8.7) 

 Decile 9 600,138 11 1,288 9 71 7 50.1 (8.7) 

 Decile 10 582,621 11 1,255 9 73 6 50.8 (8.4) 

 Missing 42,803 
 

2 
    

SEIFA economic resources        

 Decile 1 536,430 10 971 7 58 15 48.0 (10.5) 

 Decile 2 549,051 10 1,510 11 61 12 48.8 (9.9) 

 Decile 3 548,728 10 1,228 9 61 12 49.4 (9.4) 

 Decile 4 540,268 10 1,063 8 63 10 49.6 (9.5) 

 Decile 5 532,954 10 1,232 9 65 11 49.5 (9.1) 

 Decile 6 526,983 10 1,520 11 65 9 50.3 (9.4) 

 Decile 7 519,340 10 1,605 12 63 9 50.1 (8.9) 

 Decile 8 524,538 10 1,641 12 66 7 50.5 (8.9) 

 Decile 9 533,424 10 1,343 10 65 8 50.3 (8.8) 

 Decile 10 571,259 11 1,769 13 69 7 50.9 (8.5) 

 Missing 42,514  2     

SEIFA education and 
        occupation 

       

 Decile 1 445,278 8 1,221 9 55 15 48.2 (10.6) 

 Decile 2 484,014 9 1,270 9 56 11 49.1 (9.8) 

 Decile 3 506,193 9 1,482 11 62 12 49.4 (9.7) 

 Decile 4 517,849 10 1,550 11 59 10 50.1 (9.1) 

Table continues 

  



169 

 

Supplementary Table 2. Continued. 

Sociodemographic covariates 

2011 Census 
population 

Ten to Men 
sample 

Participation 
in sufficient 

physical 
activity 

Experiencing 
suicidal 
ideation 

SF-12 
Mental 

component 
summary 

No. % No. % % % Mean (SD) 

SEIFA education and 
        occupation (continued) 

       

 Decile 5 540,420 10 1,341 10 60 9 50.2 (9.3) 

 Decile 6 529,275 10 2,255 16 66 9 50.4 (8.8) 

 Decile 7 550,270 10 1,487 11 66 8 50.3 (8.9) 

 Decile 8 566,707 11 1,586 11 67 7 50.3 (8.9) 

 Decile 9 598,391 11 990 7 75 8 49.9 (8.6) 

 Decile 10 645,224 12 700 5 80 7 50.1 (8.3) 

 Missing 41,868   2         

Abbreviations: SD Standard Deviation; SEIFA Socio-Economic Indexes for Areas; SF-12 12-item Short Form. 
a Population data according to the 2011 Australian Census. 
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Supplementary Table 3. Posterior medians and standard deviations of model parametersa for 

the simple and final models for: (i) suicidal ideation, on the log-odds scale; and (ii) SF-12 

mental component summary. 

MRP summary 

Suicidal ideation SF-12 mental component summary 

Simple model:       
with interactionb Final modelc 

Simple model:       
with interactiond Final modele 

Parameter estimates 
    

 Intercept –2.24 (0.23) –1.37 (0.78) 49.92 (0.60) 47.28 (3.94) 

 Age group 
    

  Linear term 
 

0.05 (0.02) 
  

  18–19 years 0.02 (0.09) –0.04 (0.10) 0.88 (0.50) 3.25 (0.74) 

  20–24 years 0.10 (0.10) 0.01 (0.07) –0.28 (0.38) 0.70 (0.68) 

  25–29 years 0.03 (0.08) 0.02 (0.08) –0.38 (0.38) –0.54 (0.67) 

  30–34 years –0.04 (0.08) 0.01 (0.07) –0.45 (0.37) –1.31 (0.66) 

  35–39 years –0.03 (0.08) 0.02 (0.07) –0.38 (0.37) –1.26 (0.67) 

  40–44 years –0.05 (0.08) 0.00 (0.06) 0.00 (0.36) –0.71 (0.67) 

  45–49 years –0.03 (0.08) 0.00 (0.07) 0.15 (0.35) –0.43 (0.66) 

  50–55 years 0.01 (0.08) –0.02 (0.08) 0.47 (0.36) 0.33 (0.66) 

 Remoteness classification 
    

  Major cities –0.04 (0.22) 0.01 (0.28) 0.00 (0.53) –0.14 (1.11) 

  Inner regional  0.08 (0.23) 0.02 (0.29) –0.06 (0.54) –0.01 (1.12) 

  Outer regional –0.04 (0.23) –0.04 (0.29) 0.07 (0.55) 0.16 (1.12) 

 Indigenous status 
    

  Non-Indigenous 
    

  Aboriginal and/or Torres  
            Strait Islander 

 
0.41 (0.16) 

 
–1.10 (0.53) 

 Employment status 
    

  Employed/working for  
            profit or pay 

 
–0.72 (0.67) 

 
2.87 (3.22) 

  Unemployed and looking  
            for work 

 
0.16 (0.67) 

 
–1.32 (3.22) 

  Neither working nor looking 
            for work 

 
0.34 (0.67) 

 
–2.74 (3.23) 

 Marital status 
    

  Never married 
 

0.02 (0.30) 
 

0.90 (1.69) 

  Widowed 
 

0.07 (0.40) 
 

–2.01 (1.95) 

  Divorced 
 

0.03 (0.32) 
 

0.46 (1.70) 

  Separated but not divorced 
 

0.43 (0.31) 
 

–2.59 (1.73) 

  Married/de facto 
 

–0.62 (0.30) 
 

2.82 (1.68) 

 SEIFA relative socioeconomic 
            advantage and disadvantage 

    

  Linear term 
 

–0.06 (0.02) 
  

  Decile 1 
 

–0.01 (0.07) 
  

  Decile 2 
 

–0.01 (0.07) 
  

  Decile 3 
 

–0.01 (0.06) 
  

  Decile 4 
 

0.00 (0.06) 
  

  Decile 5 
 

0.02 (0.06) 
  

  Decile 6  0.04 (0.07)   

Table continues 
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Supplementary Table 3. Continued. 

MRP summary 

Suicidal ideation SF-12 mental component summary 

Simple model:       
with interactionb Final modelc 

Simple model:       
with interactiond Final modele 

Parameter estimates (continued)     

 SEIFA relative socioeconomic 
            advantage and disadvantage 
            (continued) 

    

  Decile 7 
 

0.03 (0.07) 
  

  Decile 8 
 

–0.01 (0.07) 
  

  Decile 9 
 

0.00 (0.07) 
  

  Decile 10 
 

–0.02 (0.08) 
  

 English fluency 
    

  Speaks English only 
   

–1.30 (1.38) 

  Speaks another language  
                and speaks English: 

    

   Very well 
   

0.56 (1.39) 

   Well 
   

0.14 (1.39) 

   Not well or not at all 
   

0.46 (1.49) 

Estimated scale parameters 
    

 Age group 0.10 (0.07) 0.07 (0.07) 0.63 (0.32) 1.69 (0.64) 

 Remoteness classification 0.17 (0.40) 0.12 (0.50) 0.27 (1.05) 0.41 (1.81) 

 Age × remoteness interaction 0.07 (0.05) 
 

0.22 (0.16) 
 

 Employment status 
 

0.88 (0.82) 
 

4.41 (4.72) 

 Marital status 
 

0.53 (0.35) 
 

2.92 (1.77) 

 SEIFA relative socioeconomic 
        advantage and disadvantage 

 
0.06 (0.05) 

  

 English fluency 
   

1.47 (1.73) 

 Residual error 
  

9.23 (0.06) 8.95 (0.06) 

Population estimatesf 
    

 Nationwide (Australia) 9.5 (0.27) 10.2 (0.30) 49.8 (0.08) 49.7 (0.10) 

 By state or territory 
    

  Australian Capital Territory 9.3 (0.34) 8.2 (0.39) 49.8 (0.10) 49.8 (0.11) 

  New South Wales 9.5 (0.28) 10.4 (0.32) 49.8 (0.09) 49.7 (0.11) 

  Northern Territory 9.2 (0.57) 8.9 (0.58) 50.0 (0.17) 50.1 (0.20) 

  Queensland 9.5 (0.27) 10.1 (0.29) 49.8 (0.08) 49.6 (0.09) 

  South Australia 9.4 (0.28) 11.1 (0.35) 49.9 (0.08) 49.5 (0.10) 

  Tasmania 10.2 (0.43) 11.6 (0.46) 49.9 (0.12) 49.4 (0.13) 

  Victoria 9.5 (0.28) 10.2 (0.32) 49.8 (0.09) 49.8 (0.11) 

  Western Australia 9.4 (0.29) 9.4 (0.30) 49.8 (0.09) 49.8 (0.10) 

Abbreviations: SEIFA Socio-Economic Indexes for Areas; SF-12 12-item Short Form. 
a Models fitted using RStan, assuming weakly informative Cauchy and half-Cauchy prior distributions. 
b Sample size contributing to the model 13,490; population size 5,425,489; number of poststratification cells 24 (0% 

with zero population count). 
c Sample size contributing to the model 13,219; population size 5,035,266; number of poststratification cells 7,200 

(34% with zero population count). 
d Sample size contributing to the model 13,014; population size 5,425,489; number of poststratification cells 24 (0% 

with zero population count). 
e Sample size contributing to the model 12,525; population size 5,031,595; number of poststratification cells 2,880 

(40% with zero population count). 
f Suicide ideation (%); SF-12 mental component summary (score, range 0–100).  
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Supplementary Table 4. Frequency distribution of SEIFA education and occupation deciles for 

ACT in the Ten to Men sample of adult survey participants and in the population (according to 

the 2011 Australian Census). 

ACT 2011 Census population Ten to Men sample 

SEIFA education and occupation N % N % 

     
N (Adult males aged 18–55 years) 101,458  178  

     

Decile 1 (lowest) 0 0.0% 0 0.0% 

Decile 2 190 0.2% 0 0.0% 

Decile 3 92 0.1% 0 0.0% 

Decile 4 229 0.2% 0 0.0% 

Decile 5 2,048 2.1% 0 0.0% 

Decile 6 4,595 4.6% 62 34.8% 

Decile 7 10,042 10.2% 0 0.0% 

Decile 8 17,395 17.6% 71 39.9% 

Decile 9 28,835 29.2% 21 11.8% 

Decile 10 (highest) 35,399 35.8% 24 13.5% 

Missing 2,633    

SEIFA Socio-Economic Indexes for Areas. 
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Supplementary Figure 1. National and state-level estimates (95% CIs) using MRP for the 

prevalence of participation in physical activity at levels sufficient to confer a health benefit 

assuming the following prior distributions for the variance components and fixed regression 

coefficients in the Bayesian model specification of the full model: (i) unbounded uniform priors 

(𝜎𝑙
𝑘  ~ 𝑈[0, ∞), 𝛽 ~ 𝑈(−∞, ∞)); (ii) bounded uniform priors (𝜎𝑙

𝑘  ~ 𝑈[0, 1], 𝛽 ~ 𝑈[−2, 2]); (iii) 

Cauchy priors #1 (𝜎𝑙
𝑘  ~ half-Cauchy(0, 2.5), 𝛽 ~ Cauchy(0, 2.5)); and (iv) Cauchy priors #2 

(𝜎𝑙
𝑘  ~ half-Cauchy(0, 1), 𝛽 ~ Cauchy(0, 1)). 
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Supplementary Table 5. Posterior medians and standard deviations of model parameters for 

the final model for the binary outcome of participation in physical activity at levels sufficient to 

confer a health benefit, on the log-odds scale, fitted using RStan, assuming various prior 

distributions for the variance components and fixed regression coefficients in the Bayesian 

model specification.  

  

Participation in physical activity at levels sufficient  
to confer a health benefit: Final model 

Unbounded 
uniform 
priorsa 

Bounded 
uniform 
priorsb 

Cauchy priors 
#1c 

Cauchy priors 
#2d 

Parameter estimates 
    

 Intercept 0.37 (0.74) 0.34 (0.43) 0.34 (0.65) 0.29 (0.41) 

 Age group 
    

  Linear term –0.13 (0.03) –0.13 (0.03) –0.13 (0.02) –0.13 (0.03) 

  18–19 years 0.08 (0.11) 0.08 (0.12) 0.08 (0.11) 0.08 (0.12) 

  20–24 years 0.06 (0.09) 0.06 (0.10) 0.07 (0.09) 0.07 (0.10) 

  25–29 years –0.05 (0.08) –0.06 (0.09) –0.05 (0.08) –0.05 (0.09) 

  30–34 years –0.07 (0.07) –0.08 (0.08) –0.07 (0.07) –0.07 (0.08) 

  35–39 years –0.11 (0.07) –0.11 (0.08) –0.10 (0.07) –0.10 (0.07) 

  40–44 years –0.06 (0.07) –0.05 (0.08) –0.05 (0.07) –0.06 (0.08) 

  45–49 years 0.05 (0.09) 0.05 (0.10) 0.05 (0.08) 0.04 (0.09) 

  50–55 years 0.10 (0.10) 0.10 (0.12) 0.10 (0.09) 0.10 (0.11) 

 Remoteness classification 
    

  Major cities 0.11 (0.42) 0.11 (0.19) 0.11 (0.33) 0.11 (0.17) 

  Inner regional  –0.02 (0.42) –0.01 (0.19) –0.01 (0.33) –0.02 (0.17) 

  Outer regional –0.10 (0.42) –0.09 (0.19) –0.09 (0.33) –0.09 (0.17) 

 Indigenous status 
    

  Non-Indigenous 
    

  Aboriginal and/or Torres  
            Strait Islander 

–0.23 (0.13) –0.24 (0.12) –0.23 (0.13) –0.23 (0.13) 

 SEIFA education and occupation 
    

  Linear term 0.09 (0.02) 0.09 (0.02) 0.09 (0.02) 0.09 (0.02) 

  Decile 1 0.03 (0.10) 0.04 (0.10) 0.03 (0.10) 0.03 (0.10) 

  Decile 2 0.02 (0.09) 0.03 (0.09) 0.02 (0.09) 0.02 (0.09) 

  Decile 3 0.12 (0.08) 0.12 (0.08) 0.12 (0.08) 0.11 (0.08) 

  Decile 4 –0.04 (0.07) –0.04 (0.07) –0.04 (0.08) –0.04 (0.07) 

  Decile 5 –0.11 (0.07) –0.11 (0.07) –0.11 (0.08) –0.11 (0.07) 

  Decile 6 0.00 (0.06) 0.00 (0.06) 0.00 (0.07) 0.00 (0.06) 

  Decile 7 –0.10 (0.07) –0.10 (0.08) –0.11 (0.08) –0.11 (0.08) 

  Decile 8 –0.12 (0.08) –0.12 (0.09) –0.13 (0.09) –0.12 (0.09) 

  Decile 9 0.06 (0.09) 0.06 (0.10) 0.06 (0.10) 0.05 (0.10) 

  Decile 10 0.15 (0.11) 0.15 (0.11) 0.15 (0.12) 0.14 (0.11) 

 English fluency 
    

  Speaks English only 0.48 (0.57) 0.47 (0.33) 0.47 (0.54) 0.51 (0.34) 

  Speaks another language and  
                speaks English: 

    

   Very well 0.26 (0.58) 0.24 (0.34) 0.24 (0.54) 0.28 (0.35) 

Table continues  
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Supplementary Table 5. Continued.  

  

Participation in physical activity at levels sufficient  
to confer a health benefit: Final model 

Unbounded 
uniform 
priorsa 

Bounded 
uniform 
priorsb 

Cauchy priors 
#1c 

Cauchy priors 
#2d 

Parameter estimates (continued)     

 English fluency (continued)     

  Speaks another language and  
                speaks English: 

    

   Well –0.17 (0.58) –0.17 (0.34) –0.18 (0.54) –0.14 (0.35) 

   Not well or not at all –0.54 (0.59) –0.53 (0.36) –0.54 (0.56) –0.49 (0.38) 

 Current occupation 
    

  Managers 0.15 (0.11) 0.15 (0.12) 0.15 (0.12) 0.15 (0.12) 

  Professionals 0.34 (0.12) 0.34 (0.12) 0.34 (0.12) 0.34 (0.12) 

  Technicians and trade workers –0.13 (0.11) –0.13 (0.12) –0.12 (0.11) –0.13 (0.12) 

  Community and personal  
            service workers 

0.47 (0.13) 0.48 (0.14) 0.48 (0.14) 0.47 (0.14) 

  Clerical and administrative workers –0.03 (0.13) –0.03 (0.14) –0.03 (0.13) –0.03 (0.13) 

  Sales workers 0.04 (0.13) 0.03 (0.14) 0.04 (0.13) 0.04 (0.13) 

  Machinery operators and drivers –0.38 (0.12) –0.37 (0.12) –0.37 (0.12) –0.38 (0.12) 

  Labourers –0.20 (0.12) –0.20 (0.13) –0.19 (0.12) –0.19 (0.12) 

  Not applicable –0.14 (0.12) –0.14 (0.12) –0.14 (0.11) –0.14 (0.12) 

  Unknown –0.15 (0.13) –0.15 (0.13) –0.15 (0.13) –0.15 (0.13) 

Estimated scale parameters 
    

 Age group 0.12 (0.06) 0.13 (0.07) 0.12 (0.06) 0.12 (0.07) 

 Remoteness classification 0.22 (1.15) 0.20 (0.21) 0.22 (0.53) 0.18 (0.25) 

 SEIFA education and occupation 0.13 (0.05) 0.13 (0.06) 0.13 (0.06) 0.13 (0.06) 

 English fluency 0.68 (0.92) 0.57 (0.20) 0.65 (0.61) 0.57 (0.43) 

 Current occupation 0.30 (0.09) 0.30 (0.11) 0.30 (0.09) 0.30 (0.09) 

Population estimates (%) 
    

 Nationwide (Australia) 65.2 (0.49) 65.2 (0.50) 65.2 (0.51) 65.2 (0.52) 

 By state or territory 
    

  Australian Capital Territory 74.4 (0.79) 74.5 (0.78) 74.4 (0.79) 74.4 (0.80) 

  New South Wales 65.3 (0.55) 65.3 (0.56) 65.3 (0.56) 65.3 (0.57) 

  Northern Territory 62.3 (1.08) 62.4 (1.10) 62.3 (1.09) 62.4 (1.07) 

  Queensland 64.2 (0.45) 64.2 (0.45) 64.2 (0.46) 64.2 (0.47) 

  South Australia 64.0 (0.49) 64.0 (0.50) 64.0 (0.51) 64.0 (0.51) 

  Tasmania 60.8 (0.73) 60.8 (0.72) 60.8 (0.71) 60.8 (0.74) 

  Victoria 65.7 (0.54) 65.7 (0.56) 65.7 (0.56) 65.7 (0.57) 

  Western Australia 65.7 (0.50) 65.7 (0.51) 65.7 (0.52) 65.7 (0.52) 

Abbreviations: SEIFA Socio-Economic Indexes for Areas. 
a Unbounded Uniform Priors: 𝜎𝑙

𝑘  ~ 𝑈[0, ∞), 𝛽 ~ 𝑈(−∞, ∞). 
b Bounded Uniform Priors: 𝜎𝑙

𝑘  ~ 𝑈[0, 1], 𝛽 ~ 𝑈[−2, 2]. 
c Cauchy Priors #1: 𝜎𝑙

𝑘  ~ half-Cauchy(0, 2.5), 𝛽 ~ Cauchy(0, 2.5). 
d Cauchy Priors #2: 𝜎𝑙

𝑘  ~ half-Cauchy(0, 1), 𝛽 ~ Cauchy(0, 1). 
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Appendix 3  

Supplementary material to Chapter 5 

Supplementary Table 1. Posterior medians and standard deviations of model parametersa,b for 

the common MRP model fitted to the three Ten to Men baseline wave outcome measures: (i) 

participation in physical activity at levels sufficient to confer a health benefit, on the log-odds 

scale; (ii) suicidal ideation, on the log-odds scale; and (iii) SF-12 mental component summary.  

  

Sufficient 
physical 

activityc,d 
Suicidal 

ideationc,e 

SF-12 mental 
component 
summaryc,f 

Parameter estimates 
   

    Intercept 0.05 (0.64) –1.40 (0.81) 48.1 (4.13) 

    Age group 
   

        Linear term –0.11 (0.02) 0.06 (0.03) –0.34 (0.28) 

        18–19 years 0.03 (0.08) –0.05 (0.12) 2.03 (1.17) 

        20–24 years 0.02 (0.07) 0.00 (0.09) –0.09 (0.95) 

        25–29 years –0.02 (0.06) 0.03 (0.09) –1.03 (0.79) 

        30–34 years –0.02 (0.06) 0.01 (0.08) –1.47 (0.71) 

        35–39 years –0.06 (0.07) 0.02 (0.08) –1.08 (0.70) 

        40–44 years –0.03 (0.06) 0.00 (0.08) –0.26 (0.80) 

        45–49 years 0.02 (0.07) 0.00 (0.08) 0.34 (0.96) 

        50–55 years 0.04 (0.08) –0.02 (0.10) 1.37 (1.18) 

    Remoteness classification 
   

        Major cities 0.11 (0.30) 0.01 (0.28) –0.16 (0.70) 

        Inner regional  –0.01 (0.30) 0.01 (0.28) 0.00 (0.70) 

        Outer regional –0.11 (0.30) –0.04 (0.29) 0.16 (0.70) 

    State 
   

        Australian Capital Territory 0.00 (0.06) 0.01 (0.08) 0.00 (0.21) 

        New South Wales 0.00 (0.05) 0.00 (0.05) –0.03 (0.15) 

        Northern Territory 0.00 (0.07) 0.00 (0.07) 0.00 (0.21) 

        Queensland –0.01 (0.05) 0.00 (0.05) –0.02 (0.14) 

        South Australia 0.00 (0.05) 0.00 (0.06) 0.02 (0.18) 

        Tasmania 0.01 (0.06) 0.00 (0.07) 0.00 (0.20) 

        Victoria 0.00 (0.04) 0.00 (0.05) 0.03 (0.14) 

        Western Australia 0.01 (0.05) 0.00 (0.06) 0.00 (0.15) 

    Indigenous status 
   

        Non-Indigenous 
   

        Aboriginal and/or Torres Strait Islander –0.26 (0.13) 0.41 (0.16) –1.01 (0.55) 

    English fluency 
   

        Speaks English only 0.51 (0.50) 0.01 (0.19) –1.28 (1.25) 

        Speaks another language and speaks English:    

            Very well 0.36 (0.50) –0.11 (0.22) 0.55 (1.26) 
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Supplementary Table 1. Continued. 

  
Sufficient 

physical activity 
Suicidal 
ideation 

SF-12 mental 
component 
summary 

Parameter estimates (continued)    

    English fluency (continued)    

        Speaks another language and speaks English:    

            Well –0.18 (0.50) 0.10 (0.22) 0.17 (1.29) 

            Not well or not at all –0.68 (0.52) –0.01 (0.24) 0.47 (1.38) 

    Marital status 
   

        Never married 0.01 (0.06) 0.04 (0.29) 0.85 (1.87) 

        Widowed 0.00 (0.09) 0.00 (0.40) –1.97 (2.12) 

        Divorced 0.00 (0.06) 0.02 (0.30) 0.54 (1.88) 

        Separated but not divorced 0.00 (0.07) 0.45 (0.30) –2.55 (1.91) 

        Married/de facto –0.01 (0.06) –0.61 (0.29) 2.83 (1.87) 

    Employment status 
   

        Employed/working for profit or pay 0.09 (0.27) –0.74 (0.68) 3.20 (3.50) 

        Unemployed and looking for work 0.03 (0.27) 0.16 (0.68) –0.98 (3.49) 

        Neither working nor looking for work –0.13 (0.27) 0.36 (0.68) –2.38 (3.50) 

    SEIFA education and occupation 
   

        Linear term 0.10 (0.02) –0.06 (0.01) 0.08 (0.04) 

        Decile 1 0.03 (0.11) 0.00 (0.05) –0.08 (0.20) 

        Decile 2 0.02 (0.09) –0.01 (0.05) –0.02 (0.17) 

        Decile 3 0.12 (0.09) 0.00 (0.04) 0.00 (0.15) 

        Decile 4 –0.04 (0.08) 0.00 (0.04) 0.10 (0.19) 

        Decile 5 –0.11 (0.07) 0.00 (0.05) 0.04 (0.17) 

        Decile 6 –0.02 (0.07) 0.01 (0.05) 0.07 (0.16) 

        Decile 7 –0.11 (0.08) 0.00 (0.05) 0.01 (0.16) 

        Decile 8 –0.12 (0.09) 0.00 (0.05) –0.02 (0.16) 

        Decile 9 0.05 (0.10) 0.00 (0.05) –0.05 (0.19) 

        Decile 10 0.16 (0.11) 0.00 (0.05) –0.01 (0.19) 

Estimated scale parameters 
   

    Age group 0.08 (0.06) 0.08 (0.08) 1.61 (0.68) 

    Remoteness classification 0.23 (0.50) 0.12 (0.49) 0.43 (1.04) 

    Age × remoteness interaction 0.03 (0.03) 0.06 (0.04) 0.18 (0.13) 

    State 0.04 (0.05) 0.04 (0.06) 0.13 (0.14) 

    State × remoteness interaction 0.07 (0.04) 0.05 (0.04) 0.12 (0.10) 

    English fluency 0.74 (0.56) 0.21 (0.29) 1.35 (1.69) 

    Marital status 0.05 (0.08) 0.52 (0.34) 2.89 (1.98) 

    Employment status 0.23 (0.42) 0.87 (0.85) 4.32 (4.61) 

    SEIFA education and occupation 0.13 (0.06) 0.04 (0.04) 0.16 (0.13) 

    Residual error     8.94 (0.06) 

Abbreviations: SEIFA Socio-Economic Indexes for Areas; SF-12 12-item Short Form. 
a Models fitted using RStan, assuming weakly informative Cauchy and half-Cauchy prior distributions. 
b Parameter estimates for the interaction terms in the model not shown. 
c Population size 4,990,304; number of poststratification cells 192,000 (81% with zero population count). 
d Sample size available for model estimation 11,934. 
e Sample size contributing to the model 13,086. 
f Sample size contributing to the model 12,525. 
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Appendix 4  

Supplementary material to publication presented in 

Chapter 6 

Supplementary Table 1. Model parameter values specified for all simulation scenarios. 

Scenario # 1 2 3 4 5 

Description 

Main effects 
model, 

parameter 
values 

based on 
TTM 

State × 
remoteness 
interaction  

(size of 
TTM) 

State × 
remoteness 
interaction  
(2× size of 

TTM) 

Large 
between-

state 
variance, no 
state-level 
covariate 

Small 
between-

state 
variance, 

state-level 
covariate 

Sampling design      

   Sample size (n_sample) 30,000 30,000 30,000 30,000 30,000 

 15,000 4,500 4,500 4,500 4,500 

 4,500     

   Stratified sampling proportions      

      Major cities (p_mc) 0.55 0.55 0.55 0.55 0.55 

      Inner regional areas (p_ir) 0.25 0.25 0.25 0.25 0.25 

      Outer regional areas (p_or) 0.20 0.20 0.20 0.20 0.20 

      

Multilevel model for generation  
      of outcome data 

     

   Intercept (beta_0) 0.60 0.60 0.60 0.70 0.70 

   Coefficients for remoteness 
         classification: 

     

      Major cities 
         (alpha_remote_mc) 

0.20 0.20 0.20 0.20 0.20 

      Inner regional areas 
         (alpha_remote_ir) 

–0.05 –0.05 –0.05 –0.05 –0.05 

      Outer regional areas 
         (alpha_remote_or) 

–0.15 –0.15 –0.15 –0.15 –0.15 

   Linear trend for age group 
      (beta_age) 

–0.15 –0.15 –0.15 –0.15 –0.15 

   Coefficient for Indigenous 
      status (beta_ingp) 

–0.25 –0.25 –0.25 –0.25 –0.25 

   Linear trend for socioeconomic 
      status (beta_ieo) 

0.11 0.11 0.11 0.11 0.11 

   Standard deviations for  
         random effects: 

     

      Age group (sigma_age) 0.06 0.06 0.06 0.06 0.06 

      Socioeconomic status 
         (sigma_ieo) 

0.06 0.06 0.06 0.06 0.06 

      State (sigma_state) 0.03 0.03 0.03 0.25 0.04 

Table continues 
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Supplementary Table 1. Continued. 

Scenario # 1 2 3 4 5 

Description 

Main effects 
model, 

parameter 
values based 

on TTM 

State × 
remoteness 
interaction  

(size of 
TTM) 

State × 
remoteness 
interaction  
(2× size of 

TTM) 

Large 
between-

state 
variance, no 
state-level 
covariate 

Small 
between-

state 
variance, 

state-level 
covariate 

Multilevel model for generation  
      of outcome data (continued) 

     

   Standard deviations for  
         random effects (continued): 

     

      State × remoteness 
         interaction (sigma_statera) 

 0.07 0.15   

   Quadratic association with 
         state-level covariate: 

     

      First order term 
         (beta_solarexpc) 

   0.00 –0.001 

      Second order term 
         (beta_solarexpc2) 

   0.00 –0.016 

      

Multilevel model for generation  
      of participation probabilities 

     

   Intercept (beta_0) –0.40 –0.40 –0.40 –0.50 –0.50 

   Coefficients for remoteness 
         classification: 

     

      Major cities 
         (alpha_remote_mc) 

–0.25 –0.25 –0.25 –0.25 –0.25 

      Inner regional areas 
         (alpha_remote_ir) 

0.12 0.12 0.12 0.12 0.12 

      Outer regional areas 
         (alpha_remote_or) 

0.13 0.13 0.13 0.13 0.13 

   Linear trend for age group 
      (beta_age) 

0.10 0.10 0.10 0.10 0.10 

   Coefficient for Indigenous 
      status (beta_ingp) 

0.15 0.15 0.15 0.15 0.15 

   Linear trend for socioeconomic 
      status (beta_ieo) 

–0.12 –0.12 –0.12 –0.12 –0.12 

   Standard deviations for  
         random effects: 

     

      Age group (sigma_age) 0.06 0.06 0.06 0.06 0.06 

      Socioeconomic status 
         (sigma_ieo) 

0.06 0.06 0.06 0.06 0.06 

      State (sigma_state) 0.04 0.04 0.04 0.20 0.03 

      State × remoteness 
         interaction (sigma_statera) 

 
0.08 0.15   

   Quadratic association with 
         state-level covariate: 

     

      First order term 
         (beta_solarexpc) 

   0.00 –0.001 

      Second order term 
         (beta_solarexpc2) 

   0.00 0.016 
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Appendix 5  

Supplementary material to manuscript presented in 

Chapter 7  

Supplementary Material 1. Formal MRP definition. 

Formally, the MRP approach defines, for a single outcome measure 𝑌 (which may be 

continuously-valued or binary), a multilevel regression model that specifies a linear 

predictor for the mean 𝜇𝑗 (or logit transform of the mean for a binary outcome) in 

poststratification cell 𝑗: 

𝑔(𝜇𝑗) = 𝑔(E[𝑌𝑗[𝑖]]) = 𝛽0 +  𝑿𝑗
𝑇𝜷 +  ∑ 𝑎𝑙[𝑗]

𝑘

𝐾

𝑘=1

, 

where 𝑌𝑗[𝑖] is the outcome measurement for respondent 𝑖 in cell 𝑗, 𝛽0 is the fixed 

intercept, 𝑿𝒋 is the unique covariate vector for cell 𝑗 = 1, … , 𝐽, 𝜷 represents a vector of 

regression coefficients (fixed effects) and 𝑎𝑙[𝑗]
𝑘  the random (or modelled) effects where 

𝑙[𝑗] maps the cell index 𝑗 to the appropriate category 𝑙, for 𝑙 = 1, … , 𝐿𝑘, of variable 𝑘 

for 𝑘 = 1, … , 𝐾. All random effects are modelled using independent normal 

distributions: 𝑎𝑙
𝑘 ~ N(0, 𝜎k

2). 

 

From the fitted multilevel regression model, parameter estimates, �̂�𝑗, for each 

poststratification cell 𝑗, are obtained. These are then weighted by the corresponding 

population totals, 𝑁𝑗, and summed to produce a poststratification estimate for the 

population parameter of interest as follows: 

�̂�PS =  
∑ 𝑁𝑗�̂�𝑗

𝐽
𝑗=1

∑ 𝑁𝑗
𝐽
𝑗=1

 . 

Similarly, an estimate for any subpopulation 𝑠, defined by a subset 𝐽𝑠, of all 

poststratification cells, can be derived by: 

�̂�𝑠
PS =  

∑ 𝑁𝑗�̂�𝑗𝑗∈𝐽𝑠

∑ 𝑁𝑗𝑗∈𝐽𝑠

 .
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Supplementary Table 1. Parameter values specified for simulated data generation models for all simulation scenarios. 

Scenario Number 1 2 3 4 5 6 7 8 9 

Description 
Main effects 

model 

Race × age 
interaction, 
small effect 

Race × age 
interaction, 

medium 
effect 

Race × age 
interaction, 

large  
effect 

Race × age 
interaction,  
intersecting 

lines 

Race × age 
interaction, 

unstructured 
small effect 

Race × age 
interaction, 

unstructured 
medium 

effect 

Race × age 
interaction, 

unstructured 
large  
effect 

Main effects 
model, with 
state-level 
covariate 

Sampling design 
     

   
 

   Sample size (n_sample) 30,000 30,000 30,000 30,000 30,000 30,000 30,000 30,000 30,000 
 

15,000 4,500 4,500 4,500 4,500 4,500 4,500 4,500 15,000 
 

4,500 
    

   4,500 

   Stratified sampling proportions 
     

   
 

      Midwest region (p_mw) 0.25 0.25 0.25 0.25 0.25 0.25 0.25 0.25 0.25 

      Northeast region (p_ne) 0.25 0.25 0.25 0.25 0.25 0.25 0.25 0.25 0.25 

      South region (p_s) 0.25 0.25 0.25 0.25 0.25 0.25 0.25 0.25 0.25 

      West region (p_w) 0.25 0.25 0.25 0.25 0.25 0.25 0.25 0.25 0.25 

      Black race (p_blk) 0.25 0.25 0.25 0.25 0.25 0.25 0.25 0.25 0.25 

          

Multilevel model for generation  
      of outcome data 

     
   

 

   Intercept (outcome_beta_0) 0.60 0.60 0.60 0.60 0.60 0.60 0.60 0.60 0.60 

   Coefficients for region: 
     

   
 

      Midwest 
         (outcome_alpha_region_mw) 

–0.10 –0.10 –0.10 –0.10 –0.10 –0.10 –0.10 –0.10 –0.10 

      Northeast 
         (outcome_alpha_region_ne) 

–0.15 –0.15 –0.15 –0.15 –0.15 –0.15 –0.15 –0.15 –0.15 

      South 
         (outcome_alpha_region_s) 

0.20 0.20 0.20 0.20 0.20 0.20 0.20 0.20 0.20 

      West 
         (outcome_alpha_region_w) 

0.05 0.05 0.05 0.05 0.05 0.05 0.05 0.05 0.05 

   Linear trend for age group 
      (outcome_beta_age) 

–0.15 –0.15 –0.15 –0.15 –0.15 –0.15 –0.15 –0.15 –0.15 
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Supplementary Table 1. Continued. 

Scenario Number 1 2 3 4 5 6 7 8 9 

Description 
Main effects 

model 

Race × age 
interaction, 
small effect 

Race × age 
interaction, 

medium 
effect 

Race × age 
interaction, 

large  
effect 

Race × age 
interaction,  
intersecting 

lines 

Race × age 
interaction, 

unstructured 
small effect 

Race × age 
interaction, 

unstructured 
medium 

effect 

Race × age 
interaction, 

unstructured 
large  
effect 

Main effects 
model, with 
state-level 
covariate 

Multilevel model for generation  
      of outcome data (continued) 

         

   Coefficient for race 
      (outcome_beta_race) 

–0.25 –0.25 –0.25 –0.25 –0.80 –0.80 –0.80 –0.80 –0.25 

   Linear trend for income group 
      (outcome_beta_income) 

0.11 0.11 0.11 0.11 0.11 0.11 0.11 0.11 0.11 

   Race × age interaction 
      (outcome_beta_raceage) 

 
–0.05 –0.10 –0.20 0.30    

 

   Standard deviations for  
         random effects: 

     
   

 

      Age group 
         (outcome_sigma_age) 

0.06 0.06 0.06 0.06 0.06 0.06 0.06 0.06 0.06 

      Income group 
         (outcome_sigma_income) 

0.06 0.06 0.06 0.06 0.06 0.06 0.06 0.06 0.06 

      State (outcome_sigma_state) 0.05 0.05 0.05 0.05 0.05 0.05 0.05 0.05 0.05 

      Race × age interaction 
         (outcome_sigma_raceage) 

     0.10 0.20 0.50  

   Quadratic association with  
         state-level covariate: 

     
   

 

      First order term 
         (outcome_beta_sunshinec) 

     
   1.50 

      Second order term 
         (outcome_beta_sunshinec2) 

     
   –6.00 

          

Multilevel model for generation  
      of participation probabilities 

     
   

 

   Intercept (part_beta_0) –0.30 –0.30 –0.30 –0.30 –0.30 –0.30 –0.30 –0.30 –0.30 

Table continues 
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Supplementary Table 1. Continued. 

Scenario Number 1 2 3 4 5 6 7 8 9 

Description 
Main effects 

model 

Race × age 
interaction, 
small effect 

Race × age 
interaction, 

medium 
effect 

Race × age 
interaction, 

large  
effect 

Race × age 
interaction,  
intersecting 

lines 

Race × age 
interaction, 

unstructured 
small effect 

Race × age 
interaction, 

unstructured 
medium 

effect 

Race × age 
interaction, 

unstructured 
large  
effect 

Main effects 
model, with 
state-level 
covariate 

Multilevel model for generation  
      of participation probabilities 
      (continued) 

         

   Coefficients for region: 
     

   
 

      Midwest 
         (part_alpha_region_mw) 

0.13 0.13 0.13 0.13 0.13 0.13 0.13 0.13 0.13 

      Northeast 
         (part_alpha_region_ne) 

0.12 0.12 0.12 0.12 0.12 0.12 0.12 0.12 0.12 

      South  
         (part_alpha_region_s) 

–0.10 –0.10 –0.10 –0.10 –0.10 –0.10 –0.10 –0.10 –0.10 

      West  
         (part_alpha_region_w) 

–0.15 –0.15 –0.15 –0.15 –0.15 –0.15 –0.15 –0.15 –0.15 

   Linear trend for age group 
      (part_beta_age) 

0.10 0.10 0.10 0.10 0.10 0.10 0.10 0.10 0.10 

   Coefficient for race 
      (part_beta_race) 

0.15 0.15 0.15 0.15 0.75 0.15 0.15 0.15 0.15 

   Linear trend for income group 
      (part_beta_income) 

–0.12 –0.12 –0.12 –0.12 –0.12 –0.12 –0.12 –0.12 –0.12 

   Race × age interaction 
      (part_beta_raceage) 

 
0.05 0.10 0.20 –0.25    

 

   Standard deviations for  
         random effects: 

     
   

 

      Age group (part_sigma_age) 0.06 0.06 0.06 0.06 0.06 0.06 0.06 0.06 0.06 

      Income group 
         (part_sigma_income) 

0.06 0.06 0.06 0.06 0.06 0.06 0.06 0.06 0.06 

      State (part_sigma_state) 0.05 0.05 0.05 0.05 0.05 0.05 0.05 0.05 0.05 

      Race × age interaction 
         (part_sigma_raceage) 

     0.10 0.20 0.50  

Table continues 
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Supplementary Table 1. Continued. 

Scenario Number 1 2 3 4 5 6 7 8 9 

Description 
Main effects 

model 

Race × age 
interaction, 
small effect 

Race × age 
interaction, 

medium 
effect 

Race × age 
interaction, 

large  
effect 

Race × age 
interaction,  
intersecting 

lines 

Race × age 
interaction, 

unstructured 
small effect 

Race × age 
interaction, 

unstructured 
medium 

effect 

Race × age 
interaction, 

unstructured 
large  
effect 

Main effects 
model, with 
state-level 
covariate 

Multilevel model for generation  
      of participation probabilities 
      (continued) 

         

   Quadratic association with  
         state-level covariate: 

     
   

 

      First order term 
         (part_beta_sunshinec) 

     
   –0.45 

      Second order term 
         (part_beta_sunshinec2) 

             9.00 
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Supplementary Table 2. Annual average possible sunshine (%) for each of the 51 US states. 

State State name 

Annual average 
possible 

sunshine (%)1  State State name 

Annual average 
possible 

sunshine (%)1 

WV West Virginia 40%  RI Rhode Island 58% 

AK Alaska 41%  IA Iowa 59% 

WA Washington 43%  TX Texas 59% 

OR Oregon 48%  GA Georgia 60% 

VT Vermont 49%  MO Missouri 60% 

OH Ohio 50%  MT Montana 60% 

MI Michigan 53%  NE Nebraska 60% 

IL Illinois 54%  VA Virginia 60% 

NH New Hampshire 54%  MS Mississippi 61% 

WI Wisconsin 54%  AR Arkansas 62% 

IN Indiana 55%  NC North Carolina 62% 

CT Connecticut 56%  FL Florida 63% 

DC District of Columbia 56%  SC South Carolina 63% 

DE Delaware 56%  SD South Dakota 63% 

KY Kentucky 56%  ID Idaho 64% 

NJ New Jersey 56%  KS Kansas 65% 

PA Pennsylvania 56%  UT Utah 66% 

TN Tennessee 56%  WY Wyoming 66% 

LA Louisiana 57%  OK Oklahoma 68% 

MD Maryland 57%  CO Colorado 69% 

ME Maine 57%  HI Hawaii 71% 

ND North Dakota 57%  CA California 73% 

AL Alabama 58%  NM New Mexico 76% 

MA Massachusetts 58%  AZ Arizona 85% 

MN Minnesota 58%  NV Nevada 85% 

NY New York 58%     
1 Sunshine data obtained from https://www.ncdc.noaa.gov/ghcn/comparative-climatic-data. Values for each state 

taken from most populous city within state, or nearest city if this was not available. 
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Supplementary Figure 1. Bias for prevalence estimates by age group, using: i) the correctly 

specified MRP model (including the age-group main effect); and ii) a misspecified MRP model 

(excluding the age-group main effect) for the largest sample size, 𝑛 = 10,000. 
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Supplementary Table 3. Summary performance measures for: i) unweighted estimation; ii) weighted estimation, using simple sampling weights; iii) 

weighted estimation, using raking; iv) the correctly specified MRP model (including race × age interaction); v) a misspecified MRP model (excluding 

race × age interaction), by varying sample size (𝑛 = 10,000, 1,500) and for four interaction effect sizes. All values represent summaries (Mean, SD) 

over 1,000 simulated datasets. 

State-level summary  
performance measures 

Race × age interaction 

Small effect size Medium effect size Large effect size Intersecting lines 

Large sample 
size, 

n=10,000 
Small sample 
size, n=1,500 

Large sample 
size, 

n=10,000 
Small sample 
size, n=1,500 

Large sample 
size, 

n=10,000 
Small sample 
size, n=1,500 

Large sample 
size, 

n=10,000 
Small sample 
size, n=1,500 

Mean (SD) Mean (SD) Mean (SD) Mean (SD) Mean (SD) Mean (SD) Mean (SD) Mean (SD) 

Correlation with true values         

    Unweighted 0.43 (0.10) 0.17 (0.12) 0.41 (0.11) 0.17 (0.13) 0.48 (0.10) 0.21 (0.13) 0.44 (0.12) 0.18 (0.15) 

    Weighted – simple 0.40 (0.10) 0.16 (0.11) 0.37 (0.12) 0.14 (0.14) 0.46 (0.11) 0.18 (0.14) 0.46 (0.12) 0.18 (0.15) 

    Weighted – raking 0.40 (0.11) 0.15 (0.12) 0.36 (0.12) 0.14 (0.14) 0.44 (0.12) 0.17 (0.14) 0.45 (0.13) 0.18 (0.15) 

    MRP – correct 0.87 (0.06) 0.45 (0.39) 0.83 (0.07) 0.46 (0.28) 0.91 (0.03) 0.69 (0.19) 0.92 (0.04) 0.71 (0.16) 

    MRP – misspecified 0.87 (0.06) 0.44 (0.39) 0.82 (0.08) 0.45 (0.28) 0.90 (0.04) 0.68 (0.19) 0.91 (0.05) 0.68 (0.19) 

Shrinkage         

    Unweighted 2.49 (0.32) 6.25 (0.82) 2.80 (0.36) 7.00 (0.87) 2.42 (0.28) 5.57 (0.69) 2.15 (0.29) 5.28 (0.73) 

    Weighted – simple 2.51 (0.33) 6.52 (0.84) 2.77 (0.37) 7.31 (0.92) 2.27 (0.29) 5.77 (0.76) 2.22 (0.29) 5.50 (0.73) 

    Weighted – raking 2.50 (0.34) 6.53 (0.87) 2.77 (0.38) 7.33 (0.94) 2.25 (0.28) 5.78 (0.78) 2.20 (0.29) 5.50 (0.74) 

    MRP – correct 0.86 (0.16) 0.80 (0.33) 0.87 (0.16) 0.91 (0.28) 0.97 (0.11) 1.00 (0.22) 0.86 (0.16) 0.70 (0.33) 

    MRP – misspecified 0.86 (0.16) 0.80 (0.32) 0.87 (0.15) 0.93 (0.27) 0.98 (0.10) 1.04 (0.20) 0.82 (0.16) 0.65 (0.34) 

Root mean squared error (%) across states         

    Unweighted 6.95 (0.89) 16.9 (2.39) 7.58 (0.86) 17.1 (2.21) 10.1 (0.79) 18.3 (2.31) 6.21 (0.92) 16.5 (2.39) 

    Weighted – simple 6.42 (0.95) 17.5 (2.39) 6.33 (0.93) 17.3 (2.30) 6.39 (0.89) 17.3 (2.48) 6.47 (0.97) 17.3 (2.43) 

    Weighted – raking 6.20 (0.94) 17.4 (2.39) 6.17 (0.94) 17.4 (2.30) 6.13 (0.89) 17.3 (2.47) 6.29 (0.96) 17.2 (2.43) 

    MRP – correct 1.44 (0.26) 2.78 (0.79) 1.47 (0.28) 2.72 (0.75) 1.38 (0.23) 2.70 (0.82) 1.41 (0.28) 2.62 (0.66) 

    MRP – misspecified 1.45 (0.26) 2.79 (0.79) 1.47 (0.28) 2.73 (0.74) 1.45 (0.25) 2.75 (0.79) 1.56 (0.35) 2.81 (0.72) 
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Appendix 6  

Supplementary material to publication presented in 

Chapter 8 

Supplementary Table 1. Posterior medians and standard deviations of model parametersa for 

models with and without a state-level covariate for the two employment outcome measures: (i) 

labour force status, on the log-odds scale; and (ii) hours worked in all jobs, Ten to Men study, 

Australia, 2013–2014. 

MRP summary 

Labour force status 
Hours worked in all jobs  

in previous week 

Model without 
state-level 
covariateb,d 

Model with 
state-level 
covariateb,d 

Model without 
state-level 
covariatec,d 

Model with 
state-level 
covariatec,d 

Parameter estimates 
    

 Intercept 0.39 (0.75) –0.53 (1.00) 41.1 (4.61) 46.1 (5.92) 

 Remoteness strata     

  Major cities 0.00 (0.25) –0.01 (0.26) –2.31 (3.67) –2.29 (3.22) 

  Inner regional  –0.01 (0.25) 0.00 (0.26) –0.47 (3.67) –0.30 (3.24) 

  Outer regional 0.01 (0.24) 0.01 (0.26) 1.78 (3.64) 1.91 (3.19) 

 State     

  Australian Capital Territory 0.08 (0.25) 0.04 (0.20) –0.10 (0.90) –0.10 (0.75) 

  New South Wales –0.04 (0.13) –0.07 (0.13) –0.11 (0.67) –0.06 (0.58) 

  Northern Territory 0.01 (0.19) 0.02 (0.17) –0.11 (0.98) –0.10 (0.83) 

  Queensland –0.01 (0.12) –0.01 (0.11) 0.38 (0.75) 0.20 (0.66) 

  South Australia –0.05 (0.14) –0.03 (0.13) –0.19 (0.74) –0.03 (0.65) 

  Tasmania –0.03 (0.16) 0.00 (0.15) –0.39 (0.98) –0.16 (0.85) 

  Victoria 0.00 (0.11) –0.02 (0.12) 0.18 (0.69) 0.15 (0.62) 

  Western Australia 0.04 (0.13) 0.04 (0.12) 0.48 (0.85) 0.18 (0.70) 

 Age group     

  18–19 years –0.51 (0.20) –0.52 (0.20) –11.4 (2.20) –11.2 (2.22) 

  20–24 years 0.01 (0.17) 0.01 (0.16) –2.45 (2.09) –2.30 (2.06) 

  25–29 years 0.26 (0.18) 0.26 (0.17) 1.60 (2.09) 1.70 (2.04) 

  30–34 years 0.20 (0.18) 0.20 (0.17) 1.88 (2.07) 1.95 (2.05) 

  35–39 years 0.19 (0.18) 0.19 (0.17) 1.83 (2.06) 1.93 (2.05) 

  40–44 years 0.00 (0.17) –0.01 (0.17) 2.32 (2.04) 2.44 (2.06) 

  45–49 years 0.05 (0.17) 0.05 (0.17) 2.21 (2.04) 2.32 (2.06) 

  50–55 years –0.21 (0.18) –0.22 (0.17) 1.25 (2.07) 1.38 (2.04) 

 Indigenous status     

  Non-Indigenous     

  Aboriginal and/or Torres  
            Strait Islander 

–0.94 (0.14) –0.94 (0.14) –2.02 (1.12) –2.06 (1.09) 

Table continues  
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Supplementary Table 1. Continued. 

MRP summary 

Labour force status 
Hours worked in all jobs  

in previous week 

Model without 
state-level 
covariateb,d 

Model with 
state-level 
covariateb,d 

Model without 
state-level 
covariatec,d 

Model with 
state-level 
covariatec,d 

Parameter estimates (continued)     

 SEIFA education and occupation 
 

   

  Linear term 0.10 (0.03) 0.10 (0.03)   

  Decile 1 –0.27 (0.16) –0.26 (0.18) –0.91 (0.59) –0.92 (0.56) 

  Decile 2 –0.05 (0.15) –0.06 (0.15) 0.09 (0.52) 0.10 (0.51) 

  Decile 3 –0.03 (0.13) –0.04 (0.13) –0.69 (0.52) –0.70 (0.49) 

  Decile 4 0.18 (0.12) 0.18 (0.12) –0.60 (0.49) –0.60 (0.49) 

  Decile 5 0.21 (0.12) 0.21 (0.13) 1.25 (0.57) 1.26 (0.54) 

  Decile 6 0.18 (0.11) 0.18 (0.12) 0.55 (0.46) 0.58 (0.45) 

  Decile 7 0.01 (0.12) 0.01 (0.13) 0.14 (0.48) 0.17 (0.48) 

  Decile 8 0.18 (0.14) 0.18 (0.14) –0.19 (0.48) –0.23 (0.47) 

  Decile 9 –0.21 (0.16) –0.21 (0.16) –0.03 (0.53) –0.04 (0.53) 

  Decile 10 –0.21 (0.18) –0.21 (0.18) 0.36 (0.57) 0.36 (0.59) 

 English fluency     

  Speaks English only 0.71 (0.57) 0.62 (0.61) 1.14 (1.61) 1.20 (1.64) 

  Speaks another language  
                and speaks English: 

    

   Very well 0.39 (0.57) 0.30 (0.61) 0.01 (1.68) 0.04 (1.69) 

   Well –0.07 (0.57) –0.15 (0.61) –1.47 (1.71) –1.45 (1.73) 

   Not well or not at all –0.89 (0.59) –0.94 (0.63) –0.04 (1.95) –0.01 (1.93) 

 Marital status     

  Never married –0.48 (0.43) –0.51 (0.43) –2.32 (1.63) –2.26 (1.62) 

  Widowed –0.27 (0.51) –0.29 (0.50) –0.31 (2.20) –0.23 (2.21) 

  Divorced 0.11 (0.44) 0.08 (0.43) 0.58 (1.70) 0.63 (1.68) 

  Separated but not divorced –0.25 (0.44) –0.26 (0.44) –0.50 (1.75) –0.39 (1.70) 

  Married/de facto 0.94 (0.43) 0.92 (0.43) 1.98 (1.60) 2.02 (1.59) 

 State-level covariatee  1.81 (1.16)  –32.0 (29.2) 

Estimated scale parameters     

 Remoteness strata 0.14 (0.40) 0.13 (0.42) 3.58 (4.87) 3.51 (3.82) 

 State 0.13 (0.15) 0.12 (0.13) 0.79 (0.67) 0.60 (0.61) 

 State × remoteness interaction 0.18 (0.09) 0.15 (0.09) 1.20 (0.50) 1.08 (0.46) 

 Age group 0.31 (0.15) 0.32 (0.14) 5.27 (1.90) 5.22 (1.92) 

 Age × remoteness interaction 0.15 (0.06) 0.15 (0.06) 0.61 (0.37) 0.65 (0.37) 

 SEIFA education and occupation 0.24 (0.09) 0.23 (0.09) 0.86 (0.36) 0.86 (0.33) 

 English fluency 0.91 (0.64) 0.90 (0.68) 1.96 (2.03) 1.86 (1.91) 

 Marital status 0.71 (0.42) 0.71 (0.44) 2.37 (1.68) 2.37 (1.67) 

 Residual error 
 

 15.6 (0.11) 15.6 (0.10) 

Table continues 
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Supplementary Table 1. Continued. 

MRP summary 

Labour force status 
Hours worked in all jobs  

in previous week 

Model without 
state-level 
covariateb,d 

Model with 
state-level 
covariateb,d 

Model without 
state-level 
covariatec,d 

Model with 
state-level 
covariatec,d 

Population estimates     

 Nationwide (Australia) 82.9% (0.42) 82.9% (0.41) 41.4 (0.19) 41.4 (0.18) 

 By state or territory     

  Australian Capital Territory 89.9% (2.26) 91.3% (2.05) 39.7 (1.07) 39.9 (1.02) 

  New South Wales 81.5% (0.72) 81.6% (0.69) 40.9 (0.32) 40.9 (0.31) 

  Northern Territory 86.7% (2.57) 84.7% (2.85) 44.1 (1.44) 44.9 (1.45) 

  Queensland 83.2% (0.75) 83.3% (0.76) 42.3 (0.35) 42.3 (0.34) 

  South Australia 80.8% (1.52) 80.5% (1.49) 40.6 (0.63) 40.4 (0.62) 

  Tasmania 80.4% (2.01) 78.5% (2.19) 41.6 (1.09) 41.3 (1.04) 

  Victoria 83.0% (0.70) 83.1% (0.68) 41.1 (0.30) 41.0 (0.30) 

  Western Australia 86.8% (0.94) 86.5% (0.99) 42.5 (0.47) 42.5 (0.45) 

a Models fitted using RStan, assuming weakly informative Cauchy and half-Cauchy prior distributions. 
b Sample size contributing to the model 13,171; population size 4,990,304; number of poststratification cells 60,800 

(72% with zero population count). 
c Sample size contributing to the model 11,130; population size (employed persons only) 4,175,184; number of 

poststratification cells 60,800 (73% with zero population count). 
d Estimated model parameter values for state × remoteness and age × remoteness interactions not shown. 
e State-level covariate defined to be secondary school completion rate for labour force status and proportion of 

employed individuals working part-time for hours worked. 
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Appendix 7 

R code for applying MRP to the Ten to Men outcome 

measure of participation in sufficient physical activity 

This Appendix provides the R code used to produce MRP national and state-level 

estimates for participation in sufficient physical activity (physact1_binary) using the 

common model reported in Chapter 5. This model included the following covariates: 

remoteness classification (remote), Australian state or territory (state), age group 

(age_5cat), Indigenous status (atsi_binary), English fluency (engfluency), 

marital status (marital),  employment status (employ), SEIFA education and 

occupation deciles (SEIFAeo), state × remoteness interaction (state_remote), and 

age × remoteness interaction (age5_remote). Ten to Men baseline data were saved in 

the data frame TTMw1.adults.final. Corresponding population data for the 

covariates (RA, STATE, AGE5P, INGP, ENGLP, MS, LFSP, SEIFAEO, STATE_RA, 

AGE5P_RA) from the 2011 Australian Census were saved in census2011. 

 

Approximate marginal maximum likelihood approach using “glmer” in R 

 

# Load necessary packages ---------- 
  library(arm) 
 
 
# Step 1: Fit the multilevel model (mlm.1) ---------- 
   

  mlm.1 <- glmer(physact1_binary ~ 1 + age_5cat + atsi_binary + SEIFAeo + 
(1|remote) + (1|state) + (1|age_5cat) + 
(1|engfluency) + (1|marital) + (1|employ) + 
(1|SEIFAeo) + (1|state_remote) + 
(1|age5_remote),  

data=TTMw1.adults.final, family=binomial(link="logit"), 
na.action="na.exclude") 

   
  display(mlm.1) 
  coef(mlm.1) 
  fixef(mlm.1) 
  se.fixef(mlm.1) 
  ranef(mlm.1) 
  se.ranef(mlm.1)  
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# Step 2: Poststratification for multilevel model (mlm.1) ---------- 
 
# Create linear predictor for L poststratification cells 
   
  L <- length(census2011$N) 
  ypred.mlm1 <- rep(NA, L) 
   
  for(l in 1:L){ 
    ypred.mlm1[l] <- invlogit(fixef(mlm.1)[1] +  

               fixef(mlm.1)[2]*census2011$AGE5P[l] + 
fixef(mlm.1)[3]*census2011$INGP[l] + 
fixef(mlm.1)[4]*census2011$SEIFAEO[l] + 
ranef(mlm.1)$remote[census2011$RA[l],] + 
ranef(mlm.1)$state[census2011$STATE[l],] + 
ranef(mlm.1)$age_5cat[census2011$AGE5P[l],] + 
ranef(mlm.1)$engfluency[census2011$ENGLP[l],] + 
ranef(mlm.1)$marital[census2011$MS[l],] + 
ranef(mlm.1)$employ[census2011$LFSP[l],] + 
ranef(mlm.1)$SEIFAeo[census2011$SEIFAEO[l],] + 
ranef(mlm.1)$state_remote[census2011$STATE_RA[l],] + 
ranef(mlm.1)$age5_remote[census2011$AGE5P_RA[l],]) 

  } 
   
  summary(ypred.mlm1) 
   
 
# Calculate national estimate 
 
  ypred.mlm1.aus <-round(sum(census2011$N*ypred.mlm1)/sum(census2011$N), 3) 
  print(ypred.mlm1.aus) 
   
 
# Calculate state-level estimates 
 
  n.state <- max(census2011$STATE) 
  ypred.mlm1.state <- rep(NA, n.state) 
   
  for(j in 1:n.state){ 
    ok <- census2011$STATE == j 
    ypred.mlm1.state[j] <- round(sum(census2011$N[ok]*ypred.mlm1[ok])/ 

 sum(census2011$N[ok]), 3) 
  }  
  print(ypred.mlm1.state) 
 
 
 

Full Bayesian analysis using RStan 

 

# Load necessary packages ---------- 
  library(rstan) 
 
 
# Define parameters for algorithm ---------- 
  n_iter <- 1000 
  n_chain <- 4 
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  n_sim <- (n_iter*n_chain)/2 
 
 
# Define variables required for input to Stan model ---------- 
# All missing values for variables included in model must be removed 
 
  y <- TTMw1.adults.final$physact1_binary 
  n <- length(y) 
  w <- TTMw1.adults.final$adcwgt001md 
  remote <- TTMw1.adults.final$remote 
  state <- TTMw1.adults.final$state 
  age_5cat <- TTMw1.adults.final$age_5cat 
  atsi_binary <- TTMw1.adults.final$atsi_binary 
  engfluency <- TTMw1.adults.final$engfluency 
  marital <- TTMw1.adults.final$marital 
  employ <- TTMw1.adults.final$employ 
  SEIFAeo <- TTMw1.adults.final$SEIFAeo 
  state_remote <- TTMw1.adults.final$state_remote 
  age5_remote <- TTMw1.adults.final$age5_remote 
   
  n_remote <- max(remote) 
  n_state <- max(state) 
  n_age5cat <- max(age_5cat) 
  n_atsi <- max(atsi_binary) + 1 
  n_engfluency <- max(engfluency) 
  n_marital <- max(marital) 
  n_employ <- max(employ) 
  n_SEIFAeo <- max(SEIFAeo) 
  n_stateremote <- max(state_remote)   
  n_age5remote <- max(age5_remote)   
 
 
# Specify multilevel model in Stan ---------- 
# Model specification with prior distributions stored in a separate  
# file: "TTM_adults_physact_cm_weaklyinformcauchyprior.stan" 
   
  data { 
    int<lower=0> n; 
    int<lower=0> n_remote; 
    int<lower=0> n_state; 
    int<lower=0> n_age5cat; 
    int<lower=0> n_atsi; 
    int<lower=0> n_engfluency; 
    int<lower=0> n_marital; 
    int<lower=0> n_employ; 
    int<lower=0> n_SEIFAeo; 
    int<lower=0> n_stateremote; 
    int<lower=0> n_age5remote; 
   
    int<lower=0,upper=1> y[n]; 
    int<lower=0,upper=n_remote> remote[n]; 
    int<lower=0,upper=n_state> state[n]; 
    int<lower=0,upper=n_age5cat> age_5cat[n]; 
    int<lower=0,upper=n_atsi-1> atsi_binary[n]; 
    int<lower=0,upper=n_engfluency> engfluency[n]; 
    int<lower=0,upper=n_marital> marital[n]; 
    int<lower=0,upper=n_employ> employ[n]; 
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    int<lower=0,upper=n_SEIFAeo> SEIFAeo[n]; 
    int<lower=0,upper=n_stateremote> state_remote[n]; 
    int<lower=0,upper=n_age5remote> age5_remote[n]; 
  } 
 
  parameters { 
    real b0; 
    real b_age5cat; 
    real b_atsibinary; 
    real b_SEIFAeo; 
    real a_remote[n_remote]; 
    real a_state[n_state]; 
    real a_age5cat[n_age5cat]; 
    real a_engfluency[n_engfluency]; 
    real a_marital[n_marital]; 
    real a_employ[n_employ]; 
    real a_SEIFAeo[n_SEIFAeo]; 
    real a_stateremote[n_stateremote]; 
    real a_age5remote[n_age5remote]; 
    real<lower=0> sigma_remote; 
    real<lower=0> sigma_state; 
    real<lower=0> sigma_age5cat; 
    real<lower=0> sigma_engfluency; 
    real<lower=0> sigma_marital; 
    real<lower=0> sigma_employ; 
    real<lower=0> sigma_SEIFAeo; 
    real<lower=0> sigma_stateremote; 
    real<lower=0> sigma_age5remote; 
  } 
 
  transformed parameters { 
  vector[n] y_hat; 
  for (i in 1:n) 
    y_hat[i] <- b0 + b_age5cat * age_5cat[i] +  

b_atsibinary * atsi_binary[i] + 
b_SEIFAeo * SEIFAeo[i] + 
a_remote[remote[i]] + 
a_state[state[i]] + 
a_age5cat[age_5cat[i]] +  
a_engfluency[engfluency[i]] + 
a_marital[marital[i]] + 
a_employ[employ[i]] + 
a_SEIFAeo[SEIFAeo[i]] + 
a_stateremote[state_remote[i]] + 
a_age5remote[age5_remote[i]]; 

  } 
 
  model { 
    b0 ~ cauchy(0,2.5); 
    b_age5cat ~ cauchy(0,2.5); 
    b_atsibinary ~ cauchy(0,2.5); 
    b_SEIFAeo ~ cauchy(0,2.5); 
    a_remote ~ normal(0, sigma_remote); 
    a_state ~ normal(0, sigma_state); 
    a_age5cat ~ normal(0, sigma_age5cat); 
    a_engfluency ~ normal(0, sigma_engfluency); 
    a_marital ~ normal(0, sigma_marital); 
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    a_employ ~ normal(0, sigma_employ); 
    a_SEIFAeo ~ normal(0, sigma_SEIFAeo); 
    a_stateremote ~ normal(0, sigma_stateremote); 
    a_age5remote ~ normal(0, sigma_age5remote); 
    sigma_remote ~ cauchy(0,2.5); 
    sigma_state ~ cauchy(0,2.5); 
    sigma_age5cat ~ cauchy(0,2.5); 
    sigma_engfluency ~ cauchy(0,2.5); 
    sigma_marital ~ cauchy(0,2.5); 
    sigma_employ ~ cauchy(0,2.5); 
    sigma_SEIFAeo ~ cauchy(0,2.5); 
    sigma_stateremote ~ cauchy(0,2.5); 
    sigma_age5remote ~ cauchy(0,2.5); 
    y ~ bernoulli_logit(y_hat); 
  }   
 
 
# Step 1: Fit the multilevel model ---------- 
 
  m1stan_fit <- stan(file="TTM_adults_physact_cm_weaklyinformcauchyprior.stan", 

data=c("n","n_remote","n_state","n_age5cat","n_atsi", 
"n_engfluency","n_marital","n_employ","n_SEIFAeo", 
"n_stateremote","n_age5remote", 
"y","remote","state","age_5cat","atsi_binary", 
"engfluency","marital","employ","SEIFAeo", 
"state_remote","age5_remote"),  

iter=n_iter, chains=n_chain) 
 
  m1stan_fit_sum <- summary(m1stan_fit, 

pars=c("b0","b_age5cat","b_atsibinary","b_SEIFAeo", 
"a_remote","a_state","a_age5cat", 
"a_engfluency","a_marital","a_employ", 
"a_SEIFAeo","a_stateremote","a_age5remote", 
"sigma_remote","sigma_state","sigma_age5cat", 
"sigma_engfluency","sigma_marital", 
"sigma_employ","sigma_SEIFAeo", 
"sigma_stateremote","sigma_age5remote","lp__"),    

probs=c(0.025,0.05,0.25,0.50,0.75,0.95,0.975)) 
 
  print(m1stan_fit, pars=c("b0","b_age5cat","b_atsibinary","b_SEIFAeo", 

"a_remote","a_state","a_age5cat","a_engfluency", 
"a_marital","a_employ","a_SEIFAeo","a_stateremote", 
"a_age5remote","sigma_remote","sigma_state", 
"sigma_age5cat","sigma_engfluency","sigma_marital", 
"sigma_employ","sigma_SEIFAeo","sigma_stateremote", 
"sigma_age5remote","lp__")) 

   
 
# Extract the posterior distribution created by the simulations 
 
  m1stan_sim <- extract(m1stan_fit,  

pars=c("b0","b_age5cat","b_atsibinary","b_SEIFAeo", 
"a_remote","a_state","a_age5cat","a_engfluency", 
"a_marital","a_employ","a_SEIFAeo", 
"a_stateremote","a_age5remote","sigma_remote", 
"sigma_state","sigma_age5cat","sigma_engfluency", 
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"sigma_marital","sigma_employ","sigma_SEIFAeo", 
"sigma_stateremote","sigma_age5remote","lp__")) 

 
 
# Step 2: Poststratification for Stan model 1 ---------- 
 
# Construct the matrix of linear predictors (length L) 
 
  ypred_m1stan <- array(NA, c(n_sim, L)) 
   
  for(l in 1:L){ 
    ypred_m1stan[,l] <- invlogit(m1stan_sim$b0 +  

m1stan_sim$b_age5cat*census2011$AGE5P[l] + 
m1stan_sim$b_atsibinary*census2011$INGP[l] + 
m1stan_sim$b_SEIFAeo*census2011$SEIFAEO[l] + 
m1stan_sim$a_remote[,census2011$RA[l]] + 
m1stan_sim$a_state[,census2011$STATE[l]] + 
m1stan_sim$a_age5cat[,census2011$AGE5P[l]] + 
m1stan_sim$a_engfluency[,census2011$ENGLP[l]] + 
m1stan_sim$a_marital[,census2011$MS[l]] + 
m1stan_sim$a_employ[,census2011$LFSP[l]] + 
m1stan_sim$a_SEIFAeo[,census2011$SEIFAEO[l]] + 
m1stan_sim$a_stateremote[,census2011$STATE_RA[l]] + 
m1stan_sim$a_age5remote[,census2011$AGE5P_RA[l]]) 

  } 
   
 
# Calculate national estimate 
 
  ypred_m1stan_sim <- c(NA, n_sim) 
   
  for(s in 1:n_sim){ 
    ypred_m1stan_sim[s] <- sum(census2011$N*ypred_m1stan[s,])/sum(census2011$N) 
  } 
   
  m1stan_quantile <- quantile(ypred_m1stan_sim, c(0.025,0.50,0.975)) 
  m1stan_sd <- sd(ypred_m1stan_sim) 
  print(m1stan_quantile) 
  print(m1stan_sd) 
 
 
# Calculate state-level estimates  
 
  n_state <- max(census2011$STATE) 
  ypred_m1stan_state_sim <- array(NA, c(n_sim, n_state)) 
   
  for(s in 1:n_sim){ 
    for(j in 1:n_state){   
      ok <- census2011$STATE==j 
      ypred_m1stan_state_sim[s,j] <- sum(census2011$N[ok]*ypred_m1stan[s,ok])/ 

     sum(census2011$N[ok]) 
    } 
  } 
   
  ypred_m1stan_state_quantile <- array(NA, c(n_state,3)) 
  ypred_m1stan_state_sd <- c(NA,n_state) 
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  for (j in 1:n_state){ 
    ypred_m1stan_state_quantile[j,] <- quantile(ypred_m1stan_state_sim[,j], 

c(0.025,0.50,0.975)) 
    ypred_m1stan_state_sd[j] <- sd(ypred_m1stan_state_sim[,j])   
  } 
   
  print(ypred_m1stan_state_quantile) 
  print(ypred_m1stan_state_sd) 
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