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Abstract

The thesis addresses several critical challenges in the implementation of Model
Predictive Control (MPC) for online settings, with a focus on the numerical
strategies employed in solving the inherent optimisation problem at the centre
of MPC.

First, an MPC-specific early termination condition is considered for the fam-
ily of interior-point solvers. The proposed condition allows the computational
efforts associated with solving a class of MPC problems to be reduced without
compromising the stability properties of the closed-loop system.

Second, it is assumed that an optimisation algorithm has already been se-
lected, and the design of a suboptimal MPC algorithm without terminal con-
ditions is required. The proposed design approach considers the MPC problem
horizon length and an acceptable suboptimality degree to minimise the algorith-
mic complexity associated with finding a solution. To this end, the stabilising
properties of the feasible suboptimal solutions (with an appropriately defined
measure of suboptimality with direct links with the closed-loop performance
of the system) are utilised, along with the ability to estimate the algorith-
mic complexity of the process of obtaining such solutions. Through numerical
simulations, it is shown that the smallest stabilising prediction horizon is not
necessarily the optimal choice, and the complexity can be further reduced using
a larger horizon length. This is shown to be consistent with the predictions
obtained from the developed framework.

Third, the case where the constraint-respecting stabilising control law is to
be constructed using a set of precomputed (sub)optimal control laws. A frame-
work for approximating the optimal control law with a special family of barycen-
tric functions and the corresponding stability certification method is proposed.
The proposed stability certificate is less conservative than the state-of-the-art
approaches, which results in the method to require fewer precomputed control
laws. The proposed methodology demonstrates sub-exponential growth of the
number of approximation sub-regions, and potentially allows for Approximate
Explicit MPC to be applied to a broader range of systems.

Finally, a novel family of algorithms for solving finite-time optimal control
problems with state and input constraints is proposed. The aforementioned
family, termed interior-point DDP algorithms (IPDDP), are a product of com-
bining the interior-point and differential dynamic programming (DDP) ideas.
The interior-point DDP algorithms are of linear complexity in the problem’s
size and can either handle infeasible solution guesses or preserve the feasibility
at all times. The IPDDP method is shown to have a local quadratic convergence
without appealing to any convexity properties of the associated problem.

Once these three main contributions of the thesis are completed, further
potential research directions and extensions are outlined as avenues for future
work.



Declaration

I declare that

1. the thesis comprises only the original work towards the PhD in Engineering
except where indicated in the preface;

2. due acknowledgement has been made in the text to all other material used;
and

3. the thesis is fewer than the maximum word limit in length, exclusive of
tables, maps, bibliographies and appendices.

Andrei Pavlov

i



Preface

This thesis presents the work that I conducted during my PhD studied in
the Department of Electrical and Electronic Engineering, School of Engineering,
The University of Melbourne under the supervision A/Prof. Iman Shames and
Prof. Chris Manzie. In addition Chapter 4 was developed in collaboration with
Prof. Matthias Müller of The Leibniz University Hannover. For all the work
on this thesis, I contributed more than 60% where I was responsible primarily
for the planning, preparation, execution of the research, development of the
ideas, developing mathematical proofs, and conducting simulations and experi-
ments. My collaborators’ contributions to the joint work includes streamlining
the technical arguments, design of simulations and experiments, verification and
correction of mathematical proof, and proofreading. This work is to the best
of my knowledge original, except where acknowledgements and references are
made to the previous work. The following publications have been produced
from results in this thesis. Co-authors’ contributions to each publication are
included.

1. Andrei Pavlov (60%), Matthias Müller (15%), Chris Manzie (10%), Iman
Shames (15%). “Algorithmic complexity minimisation of suboptimal MPC
without terminal conditions.” In progress. (Chapter 4)

2. Andrei Pavlov (70%), Iman Shames (20%), Chris Manzie (10%). “Interior
Point Differential Dynamic Programming.” to appear in the IEEE Trans-
actions on Control Systems Technology, 2020. DOI: 10.1109/TCST.2021.3049416.
(Chapter 6)

3. Andrei Pavlov (60%), Matthias Müller (15%), Chris Manzie (10%), Iman
Shames (15%), “Complexity minimisation of suboptimal MPC without
terminal constraints”, in the Proceedings of IFAC World Congress, Berlin,
Germany, July 2020. (Chapter 4)

4. Andrei Pavlov (70%), Iman Shames (20%), Chris Manzie (10%). “Mini-
max strategy in approximate model predictive control.” Automatica 111
(2020): 108649. (Chapter 3)

5. Andrei Pavlov (70%), Iman Shames (20%), Chris Manzie (10%). “Early
Termination of NMPC Interior Point Solvers: Relating the Duality Gap to
Stability.” 2019 18th European Control Conference (ECC). IEEE, 2019.
(Chapter 5)

This work was supported by the following sources of funding:

1. Melbourne Research Scholarship, Awarded 2016;

2. Melbourne Research Scholarship (Fee offset), Awarded 2016;

3. Pearson William Tewksbury Scholarship, Awarded 2019; and

4. Australian Government, via grant AUSMURIB000001 associated with
ONR MURI grant N00014-19-1-2571;

ii



Contents

Notations 2

1 Introduction 3
1.1 Outline and Contributions . . . . . . . . . . . . . . . . . . . . . . 5

2 Preliminaries 8
2.1 Optimisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.1.1 Optimisation problems . . . . . . . . . . . . . . . . . . . . 8
2.1.2 Convexity . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2.1.3 Lagrange duality . . . . . . . . . . . . . . . . . . . . . . . 10
2.1.4 Optimality conditions . . . . . . . . . . . . . . . . . . . . 12

2.2 Optimal control . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.2.1 Optimal control problems . . . . . . . . . . . . . . . . . . 13
2.2.2 Model predictive control . . . . . . . . . . . . . . . . . . . 15

2.3 Algorithms and complexity . . . . . . . . . . . . . . . . . . . . . 16

3 Early Termination of NMPC Interior Point Solvers 18
3.1 Preliminaries and problem formulation . . . . . . . . . . . . . . . 19

3.1.1 Model predictive control with terminal conditions . . . . . 19
3.1.2 Stability of suboptimal MPC . . . . . . . . . . . . . . . . 20
3.1.3 Primal-dual interior-point method applied to MPC . . . . 21
3.1.4 Problem formulation . . . . . . . . . . . . . . . . . . . . . 23

3.2 Main result . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
3.3 Numerical experiments . . . . . . . . . . . . . . . . . . . . . . . . 25
3.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

4 Complexity minimisation of suboptimal MPC without terminal
constraints 29
4.1 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

4.1.1 Model predictive control without terminal conditions . . . 30
4.1.2 Dual MPC problem . . . . . . . . . . . . . . . . . . . . . 32
4.1.3 Optimisation algorithms . . . . . . . . . . . . . . . . . . . 33

4.2 Complexity minimisation framework . . . . . . . . . . . . . . . . 34
4.2.1 Stability under suboptimal MPC solutions . . . . . . . . . 35

iii



4.2.2 Primal-dual certificate . . . . . . . . . . . . . . . . . . . . 38
4.2.3 Complexity minimisation subject to stability guarantee . 39

4.3 Application to different algorithms . . . . . . . . . . . . . . . . . 40
4.3.1 Primal-dual interior point method (PDIPM) . . . . . . . 41
4.3.2 Dual gradient projection method (DGPM) . . . . . . . . . 42
4.3.3 Primal log-barrier gradient descent (PLGD) . . . . . . . . 44

4.4 Simulation results . . . . . . . . . . . . . . . . . . . . . . . . . . 44
4.4.1 Example 1: Nonholonomic robot + Interior-point method 44
4.4.2 Example 2: Distributed MPC + Dual gradient descent . . 47
4.4.3 Example 3: Crane + Log-barrier gradient descent . . . . 49

4.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

5 Minimax Approximate Explicit MPC 53
5.1 Problem formulation and theoretical background . . . . . . . . . 54

5.1.1 Linear model predictive control . . . . . . . . . . . . . . . 55
5.1.2 Approximate Explicit MPC . . . . . . . . . . . . . . . . . 56

5.2 LP barycentric coordinates and a new stability certificate . . . . 58
5.2.1 LP barycentric coordinates . . . . . . . . . . . . . . . . . 58
5.2.2 Minimax stability certificate . . . . . . . . . . . . . . . . . 58
5.2.3 Algorithm for computing ∆V . . . . . . . . . . . . . . . . 59
5.2.4 Augmented minimax certificate . . . . . . . . . . . . . . . 60

5.3 An anisotropic partitioning strategy . . . . . . . . . . . . . . . . 62
5.4 Numerical and experimental results . . . . . . . . . . . . . . . . . 63

5.4.1 Scalability of the approach . . . . . . . . . . . . . . . . . 63
5.4.2 Hardware implementation . . . . . . . . . . . . . . . . . . 64

5.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

6 Interior Point Differential Dynamic Programming 67
6.1 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68
6.2 Primal-Dual Interior-Point Differential Dynamic Programming . 70

6.2.1 Primal-Dual Feasible-Interior-Point DDP . . . . . . . . . 70
6.2.2 Properties of Feasible-Interior-Point DDP . . . . . . . . . 73
6.2.3 Primal-Dual Infeasible-Interior-Point DDP . . . . . . . . 76
6.2.4 Properties of Infeasible-Interior-Point DDP . . . . . . . . 78

6.3 Numerical simulations . . . . . . . . . . . . . . . . . . . . . . . . 79
6.3.1 Inverted pendulum . . . . . . . . . . . . . . . . . . . . . . 80
6.3.2 Car parking problem . . . . . . . . . . . . . . . . . . . . . 81
6.3.3 Unicycle motion control . . . . . . . . . . . . . . . . . . . 83
6.3.4 Planar 3-link manipulator . . . . . . . . . . . . . . . . . . 85

6.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

7 Conclusion and future work 87

iv



List of Figures

3.1 The number of iterations before termination versus time-steps
without warm-starting. The lines represent the mean and the
bars represent the standard deviation. . . . . . . . . . . . . . . . 26

3.2 The number of iterations before termination versus time-steps
with warm-starting. The lines represent the mean and the bars
represent the standard deviation. . . . . . . . . . . . . . . . . . . 27

3.3 The number of iterations before termination versus time-steps
with warm-starting for bounded uniformly distributed distur-
bances. The lines represent the mean and the bars represent
the standard deviation. . . . . . . . . . . . . . . . . . . . . . . . 28

4.1 Contour plot of α?(N, γ) established by equation (4.8) for a case
of exponentially controllable system with c0 = 1.5 and σ = 0.9. . 38

4.2 Relationship between the sets of ε-accurate primal and dual so-
lutions, i.e., sets {y|PN (y;x)−P(y?;x) ≤ ε} and {s|DN (s;x)−
DN (s;x) ≤ ε} respectively, and the projections onto the primal
and dual spaces of set {(y, s)|GN (y, s;x) ≤ ε}. . . . . . . . . . . 40

4.3 Optimal values for the degree of suboptimality . . . . . . . . . . 45
4.4 Computational complexity over prediction horizon length for dif-

ferent system parameters. . . . . . . . . . . . . . . . . . . . . . . 46
4.5 Mean and standard deviation of the measured computational ef-

forts for different system parameters. . . . . . . . . . . . . . . . . 47
4.6 The first term, − log γ?(N), of equation (4.15). . . . . . . . . . . 48
4.7 Mean and standard deviation of the measured number of itera-

tions for γ = γ?(N). . . . . . . . . . . . . . . . . . . . . . . . . . 49
4.8 Mean and standard deviation of the measured computational ef-

forts for γ = γ?(N). . . . . . . . . . . . . . . . . . . . . . . . . . 50
4.9 Measured computational efforts over different prediction horizon

lengths for γ = γ?(N). . . . . . . . . . . . . . . . . . . . . . . . . 51

5.1 Number of certified hyper-rectangles versus system dimension. . 63
5.2 Two-wheeled balancing robot . . . . . . . . . . . . . . . . . . . . 64
5.3 Robot’s position and angle during the experiment with an event

at t ≈ 10 s . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

v



6.1 Inverted pendulum: logarithmic optimality error EJ on y-axis vs
iteration number on x-axis. . . . . . . . . . . . . . . . . . . . . . 81

6.2 Inverted pendulum: control inputs ut on y-axis vs time-index t
on x-axis. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

6.3 Inverted pendulum: the smallest eigenvalue of Q̂tuu on y-axis vs
iteration number on x-axis (10 trials of Feasible-IPDDP). . . . . 82

6.4 Inverted pendulum: the smallest eigenvalue of Q̂tuu on y-axis vs
perturbation µ on x-axis. . . . . . . . . . . . . . . . . . . . . . . 82

6.5 Car-parking problem: logarithmic optimality error EJ on y-axis
vs iteration number on x-axis. . . . . . . . . . . . . . . . . . . . . 83

6.6 Car-parking problem: the maximum accepted stepsize on y-axis
vs the perturbation reduction factor κ on x-axis for two different
intervals of the central path. . . . . . . . . . . . . . . . . . . . . . 84

6.7 Unicycle motion control: two distinct locally optimal trajectories
(solid lines) with ry on y-axis and rx on x-axis; the boundary of
obstacles depicted as dotted circles. . . . . . . . . . . . . . . . . . 84

6.8 Unicycle motion control: perturbation µ on y-axis vs iteration
number on x-axis. . . . . . . . . . . . . . . . . . . . . . . . . . . 85

6.9 Planar manipulator: snapshots of the optimal state trajectory
of the planar manipulator with x-coordinates on x-axis and y-
coordinates on y-axis. . . . . . . . . . . . . . . . . . . . . . . . . 86

6.10 Planar manipulator: logarithmic cost error EJ on y-axis vs iter-
ation number on x-axis. . . . . . . . . . . . . . . . . . . . . . . . 86

vi



List of Tables

4.1 Optimal solution (N?, γ?(N?)) . . . . . . . . . . . . . . . . . . . 46

5.1 Number of certified hyper-rectangles for different methods . . . . 63
5.2 Specifications of the two-wheeled balancing robot . . . . . . . . . 64
5.3 Statistical properties of the control law . . . . . . . . . . . . . . . 66

vii



Acknowledgements

I am grateful to all people who surrounded me during my PhD at The
University of Melbourne. These people are indeed the source of my knowledge,
inspiration and ideas; without these people, this work would not be where it is
right now.

My first and special thanks go to Prof. Kenneth Crozier, who initially su-
pervised me at the earliest stage of my PhD and then kindly let me pursue a
different research direction once I realised what I want to do, and my principal
supervisor AProf. Iman Shames, who has made it possible, and has become my
guide and reference in research. I genuinely appreciate his patience and all the
hard work that he has done to introduce, explain and make sure I understand
not just the concepts of numerical optimisation and optimal control, but a com-
plete viewpoint on the valuable scientific and engineering research. The full list
of skills and ideas that I learned from Iman Shames is too long to be included
here.

I owe my deepest gratitude to my co-supervisor Prof. Chris Manzie for his
help, support and critical feedback on my work. I recognise the full worth of the
time and efforts he spent on listening, reading, and correcting my unpolished
and initially entangled results. I was fortunate to be one of his students; his
feedback refined my work in almost every aspect. My sincere thanks also go to
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Notations

N set of natural numbers
R set of real numbers
Rn set of n-dimensional vectors with real entries
X set of predefined state constraints
U set of predefined input constraints
N ∈ N prediction horizon length
x ∈ Rn n-dimensional state vector
u ∈ Rm m-dimensional control vector
u(x) control law
‖ · ‖ Euclidean norm
‖ · ‖∞ infinity norm
| · | absolute value
[x]+ vector obtained by applying max{0, ·} element-wise
〈·, ·〉 dot product
∇ the nabla operator
? the optimality relation
0 zero vector (or matrix) of appropriate dimension
I identity matrix
M = diag[ · ] matrix with the argument’s elements on the diagonal
{xt}∞t=0 sequence of elements xt
x = (x1, x2, . . .) vector consisting of x1, x2, etc.
{a, b, . . .} set of elements a, b, etc.
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Chapter 1

Introduction

Control theory deals with dynamical systems and the ways of ensuring that
the systems exhibit some desired behaviours [1]. This is generally done by in-
troducing an extra system, called a controller, in the interconnection with a dy-
namical system, which is designed to shape the output of the closed-loop system.
The field of potential applications of control theory is huge: from the integrated
power regulation on the micrometres scale [2] to the distributed network sys-
tems consisting of thousands of devices [3]. While all these examples potentially
share the same mathematical prerequisites, the available energy, memory and
computational resources for addressing these are very different. It leads to the
inevitable design trade-offs, and the variety of methods, developed during the
last few decades, address the control problems under different implementation
conditions. Among these methods, the optimal control and numerical optimisa-
tion frameworks provide a unified and highly interpretable approach for design,
analysis, and solving the resulting control design problems [4].

Model Predictive Control (MPC) or Receding Horizon Control (RHC) is one
of the most popular optimisation-based control techniques and has emerged as a
game-changer in the field of control engineering. This is because of its numerous
advantages, which include but are not limited to

• the ability to handle the nonlinear multi-variable control tasks in a natural
way;

• guaranteed satisfaction of the system’s state and actuators constraints;

• the explicit minimisation of the objective function, which can be seen as
the cost in a control task, e.g., reduced fuel and power consumption;

• general flexibility of the framework, which allows to replace or add new
components (dynamical model, constraints, auxiliary penalties) at little
cost;

• its synergy with computing technologies which allows it to be adopted
more widely as computing resources become cheaper and more widely
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available.

However, all these advantages come at a cost. Model predictive control, as
a practical process-control paradigm, is currently limited to relatively low-
bandwidth applications [5], where no fast response time requirements imposed,
e.g., chemical plants as early adopters of MPC, although recent work suggest
that is not always true [6]. This is due to the potentially significant compu-
tational efforts associated with solving the MPC problems, especially the ones
obtained from naive formulations or those that are solved with a non-optimised
general-purpose solver [7]. For example, the stability of the system under MPC
control is not automatically guaranteed unless the prediction time-window is
sufficiently long to capture the crucial aspects of the dynamics of the system [8]
(or some special measures are taken). A long prediction time-window together
with the utilisation of small discretisation times and the need to resolve the
constraints at every time-instance generally results in an optimisation problem
of significant size, which may preclude any hopes for a solution to be obtained
at real-time. Moreover, if the common misconception that “small unconstrained
optimisation problem is simpler than the big constrained ones” is blindly fol-
lowed, one might end up with a hard-to-solve optimisation problem, see [9] for
details.

MPC research is driven by the systems theory and advances in numerical
optimisation. This leads to the research questions, which are the combination
of establishing system-theoretic properties such as reachability, stability, distur-
bance rejection, etc., in conjunction with optimisation-related concepts, such as
optimality and feasibility [10]. As an example, MPC formulations with terminal
cost and constraints allow for closed-loop stability properties to emerge under
shorter prediction horizons (which often means smaller optimisation problems)
than those typically required in the MPC schemes without terminal conditions
[11]. This, however, reduces the feasibility region of the resulting optimisation
problems, due to the terminal constraints the system has to satisfy in a finite
number of steps and require additional offline computations to be (potentially)
performed for each reference point individually. Other competing approaches
arise in the case when the computational difficulties of solving MPC problems
repeatedly (Online MPC) are to be mitigated by means of the explicitly precom-
puted optimal (or suboptimal) control law (Explicit MPC [12]). The explicit
optimal control law automatically brings (or, in the case of Approximate Ex-
plicit MPC [13], has to be certified for) the features of the underlying MPC
scheme at a relatively little cost. However, the explicit control law might be
computable only under restrictive assumptions, require significant memory to
be stored and take non-negligible processing time to be navigated through. In
this way, the features of all aforementioned approaches (and every method based
on these) are benchmarked based upon the multiple criteria, e.g.,

1. Design: what (possibly precomputed) ingredients are in the scheme;

2. Stability: what assumptions are required for closed-loop stability;
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3. Recursive feasibility: when a solution to the underlying optimisation prob-
lem exists along the closed-loop trajectory;

4. Performance: how the total accumulated (closed-loop) cost is related to
the minimal possible (infinite-time) cost;

5. Robustness: how the resulting control copes with disturbances and uncer-
tainties;

6. Complexity: how hard the corresponding optimisation problem is from
the algorithmic point of view;

to name a few [14, Section 7.4]. No MPC scheme can be simply designed to bet-
ter than any other in all aspects. There is also no optimisation method, which
is advantageous to other methods in general, due the famous “no free lunch in
optimisation” theorem. This is where the algorithm complexity theory steps
in: each MPC problem admits various optimisation algorithms to be utilised
for the underlying optimisation routine, which might have different scaling and
numerical stability properties. Although off-the-shelf optimisation solvers are
commonly available, the structure of the MPC problems, such as the special ma-
trix sparsity patterns, availability of warm-starting solutions or pre-stabilisation
control laws, etc., allows for the problems family-specific solvers to be developed,
which balance the MPC performance and the computational efforts in a better
way, e.g., see [15], [16]. Consequently, all available approaches should carefully
be analysed to establish the scenarios when (and why) one is preferred to an-
other, and new methods are designed to fill the gaps in the collection of MPC
recipes.

The main focus of the thesis is on developing effective and computationally
efficient methods for control of dynamical systems, where term “effectiveness”
is used as a synonym to the existence of rigorous mathematical guarantees of
optimality (or suboptimality of a prescribed degree) of the resulting control
with respect to some measure of performance, while the term “computation-
ally efficient” broadly means the potential ability to get a result at reasonable
computational efforts. Although all numerical schemes are to be implemented
on discrete systems (computers, micro-controllers, etc), it is assumed that the
computations are conducted using real-value arithmetic, leaving out of scope
the analysis of round-off errors occurring in finite field arithmetic. Moreover,
physical (continuous-time) dynamical systems are assumed to be replaced with
the discrete-time counterparts, omitting the analysis of the modelling errors,
discretisation methods and all associated potential issues, e.g., due to mismatch
between the real system and its discrete-time computational model.

1.1 Outline and Contributions

The thesis is focused on the mathematical optimisation framework with both
theoretical and practical considerations in implementing optimisation based con-
trol solutions, which exploit the structural properties of the corresponding prob-
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lems. It is important to see the factors which limit the applicability or preclude
too optimistic expectations of such solutions. Some of these factors are to be
taken into account to design efficient optimisation algorithms, while others sug-
gest design trade-offs, where the optimal decision is to be made.

Each chapter starts with a literature review and mathematical background
sections that are specific to the topic of that chapter. The main contributions
of the thesis and the topics covered in each of the chapters are briefly described
below.

Chapter 3 examines an early termination condition for a primal-dual interior-
point method for application in nonlinear model predictive control (MPC) prob-
lems. The condition verifies the prescribed suboptimality level of a feasible
iteration of the algorithm and enables one to employ the feasible suboptimal
solution without jeopardising the stability of the system. The distinguishing
property of the proposed condition is its primal-dual formulation, which allows
the proposed early termination of the algorithm to be independent of any values
computed on the previous time instances.

Chapter 4 generalises stability analysis of Model Predictive Control (MPC)
without terminal conditions to incorporate possible suboptimality of MPC so-
lutions and develops a framework for minimisation of computational efforts as-
sociated with obtaining such a solution. The framework is applicable to a wide
selection of optimisation algorithms and addresses the problem of choosing the
length of the prediction horizon together with a degree of suboptimality of the
solution in a way that reduces algorithmic complexity while satisfying certain
closed-loop stability and performance guarantees. The framework is specifi-
cally utilised to choose the horizon length and the degree of suboptimality of
the solution (which relates to the termination condition of the optimisation al-
gorithm) for the case where primal log-barrier gradient descent, primal-dual
interior point, and dual (sub)gradient projection methods are used to solve the
optimisation problem arising from the MPC formulation. Several numerical
examples are provided to demonstrate the proposed methodology and reveal
that, rather counter-intuitively, the computational efforts associated with MPC
control can be decreased by selecting the prediction horizon length above the
minimum stabilising value, while accepting suboptimal MPC solutions.

Chapter 5 presents a novel approach to approximate the Explicit MPC con-
trol law with stability and sub-optimality guarantees. It is known that a model
predictive control law for a linear dynamical system with a linear or quadratic
cost function can be explicitly computed as a piece-wise affine function. How-
ever, the number of regions required grows rapidly with the horizon length, the
number of states and constraints limiting the deployment of explicit solutions to
relatively small MPC problems, and motivating approximate solutions requiring
less storage for online implementation. Unfortunately, the offline computation
required to generate the approximate solution can be very high using many
existing algorithms. In this chapter, we propose a new procedure to generate
the approximate solution based on barycentric interpolation whilst retaining a
(less conservative) certification of the controller. This novel certification proce-
dure requires solving a number of small-scale multiparametric linear programs
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together with convex optimisation problems. During the online implementa-
tion of the approximate MPC, only a small linear program has to be solved
to evaluate the control law. The efficacy of the proposed approach is demon-
strated through both simulation and also in application to a canonical cart-pole
stabilisation problem.

Chapter 6 introduces a novel second-order optimisation family of algorithms,
called Interior Point Differential Dynamic Programming (IPDDP) for solving
discrete-time finite-horizon optimal control problems with inequality constraints.
Two variants, namely Feasible- and Infeasible-IPDDP algorithms, are developed
using the primal-dual interior-point methodology, and their local quadratic con-
vergence properties are characterised. We show that the stationary points of the
algorithms are the perturbed KKT points, and thus can be moved arbitrarily
close to a locally optimal solution. Being free from the burden of the active-set
methods, it can handle nonlinear state and input inequality constraints without
a discernible increase in its computational complexity relative to the uncon-
strained case. The performance of the proposed algorithms is demonstrated us-
ing numerical experiments on four different problems: control-limited inverted
pendulum, car-parking, unicycle motion control and obstacle avoidance, and
planar 3-link manipulator.
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Chapter 2

Preliminaries

2.1 Optimisation

Mathematical optimisation1 is a tool for analysis and identification of a set
of independent decision variables, which minimise an objective function while
satisfying prescribed constraints, e.g., analysis of an investment portfolio which
ensures a certain profit margin and minimises associated risks. Due to its ap-
pealing properties, the framework of optimisation has many real-life applica-
tions, e.g., navigation and path-planning, robotics, supply chains management,
computer-aided design. In this section, we introduce a common mathematical
background for the rest of the thesis, while leaving specific details to the other
chapters.

2.1.1 Optimisation problems

The optimisation problem of the general interest is stated as follows

min
x∈X

f(x) (2.1)

where x ∈ X ⊆ Rn is a vector of decision variables, f : Rn → R is a real-valued
objective function.

Remark 2.1.1. Note that any maximisation problem can be cast as a minimi-
sation problem by changing the sign of the objective function.

Any x ∈ X is called a feasible point of the problem. A feasible point x? is
said to be a local minimiser (or local optimiser) of problem (2.1) if for some
open neighbourhood N ⊆ X of x? and any x ∈ N the following holds

f(x?) ≤ f(x),

or a global minimiser if this holds for any feasible x. The notions of strict local
or global minimiser is similarly defined with strict inequality.

1For the rest of this thesis, we omit the term “mathematical” for the sake of brevity.
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There is little hope to find the global (or even a local) minimiser in the
most general case. Thus the problem, and what exactly we mean by its solu-
tion, should be further specified. Properties of the optimisation problem (and
solution methods) depend on the properties of set X and function f(x), e.g.,
it might have multiple, unique or empty solutions, be constrained or uncon-
strained; a process of solving the problem might be relatively straightforward
(such as solving a system of linear equations) or rather complicated (such as
identifying the complete optimal solutions set).

2.1.2 Convexity

The notion of convexity plays a vital role in the field of optimisation and is
used throughout the thesis.

Definition 2.1.1 (Convexity).

• Linear combination x = α1x1 + . . .+ αrxr of r vectors x1, . . . , xr ∈ Rn is
a convex combination if the coefficients α1, . . . , αr satisfy

α1, . . . , αr ≥ 0 and α1 + . . .+ αr = 1.

• Function f : Rn → R is a convex function if for any convex combination
x = α1x1 + α2x2 of vectors x1 and x2 it satisfies

f(x) ≤ α1f(x1) + α2f(x2).

• Set X is a convex set if any convex combination x = α1x1 + α2x2 of
elements x1 and x2 from X satisfies x ∈ X .

• Optimisation problem (2.1) is a convex problem if

1. Objective function f(x) is convex,

2. Set X is convex.

For more details on convexity, we recommend the textbook by Boyd et al
[17]. Here we provide one of the most appealing properties of convex problems
with a short proof (as an exception made to motivate further analysis).

Theorem 2.1.1. Any local minimiser of a convex optimisation problem is a
global minimiser.

Proof. Consider optimisation problem (2.1) and assume that it is convex, denote
its local minimiser by x?1 ∈ X . There exists ε > 0 such that the following holds

f(x) ≥ f(x?1)

for all x ∈ X inside an open ball Bε(x?1) of size ε > 0 centred at x?1.
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If x?1 is not a global minimiser then there exists a feasible point x?2 ∈ X such
that f(x?2) < f(x?1). By convexity of the objective function

f(x) ≤ α1f(x?1) + α2f(x?1)

for a convex combination x = α1x
?
1 + α2x

?
2. Now choose α1 > 0 such that

x ∈ Bε(x?1), and α2 = 1− α1, then

α1f(x?1) + α2f(x?2) ≥ f(x?1)

α2f(x?2) ≥ (1− α1)f(x?1)

f(x?2) ≥ f(x?1)

which contradicts f(x?2) < f(x?1), thus x?1 is a global minimiser.

Theorem 2.1.1 effectively says that to “solve” a convex optimisation problem
it is enough to find its local minimiser. This, as one can see from the proof, is still
not a trivial task, since even with a candidate solution at hand, one has to test
all (possibly infinitely many) points in its neighbourhood to guarantee its local
optimality. The result does not provide any guidance on how to find a minimiser
either. As it will become clear later in the following sections, differentiability
(or sub-differentiability in the more general case) of the involved functions is a
valuable property for resolving these complexities.

2.1.3 Lagrange duality

The purpose of this subsection is to provide a necessary algebraic foundation
for optimisation problems solutions and algorithms at a little cost. For complete
mathematical foundations and advanced topics, such as the connection of La-
grange duality to the more general case of Fenchel duality, it is recommended to
use textbooks. To further narrow down the optimisation problems of interest,
problem (2.1) can be specified as

min
x∈Rn

f(x)

s.t. c(x) ≤ 0,

h(x) = 0,

(2.2)

where x is now an element of vector space Rn, set constraints x ∈ X were
replaced by the equality and inequality constraints using functions c : Rn → Rl
and h : Rn → Rk. With an introduction of indicator functions as

I≤0(x) =

{
0 if x ≤ 0,

∞ otherwise,
and I=0(x) =

{
0 if x = 0,

∞ otherwise,

where for vector arguments inequality operator is understood to be element-wise,
optimisation problem (2.2) becomes equivalent to the following unconstrained
problem

min
x∈Rn

f(x) + I≤0(c(x)) + I=0(h(x)). (2.3)
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An alternative definition for the indicator functions can be given as

I≤0(x) = max
s≥0
〈s, x〉 and I=0(x) = max

λ
〈λ, x〉,

where 〈·, ·〉 is the Euclidean inner product, or simply “dot product”. This gives
a rise to the Lagrangian function

L(x, λ, s) = f(x) + 〈λ, h(x)〉+ 〈s, c(x)〉

and a new representation of (2.3), named the primal problem,

min
x
P(x) := min

x
max
s≥0,λ

L(x, λ, s),

where x ∈ Rn are the primal variables, while λ ∈ Rk and s ∈ Rl are the dual
variables. The dual problem is defined by changing the order of min and max
operators as follows

max
s≥0,λ

D(λ, s) := max
s≥0,λ

min
x
L(x, λ, s).

Although the dual problem is a maximisation problem, we keep the notion of
convexity for its analysis (see Remark 2.1.1). The following result is worth to
mention here (for proofs see [14, Theorem 12.10]).

Theorem 2.1.2. The dual problem is a convex optimisation problem in s and
λ.

Remark 2.1.2. This result of the dual problem being a convex problem even
when the primal problem is non-convex might look very optimistic, and thus
misleading. One should remember that min operator in the objective function
requires the global minimisation of function L(x, λ, s), which is (potentially)
non-convex in x.

Definition 2.1.2. Duality gap is the difference between the values of the primal
and dual problems, i.e.,

P(x)−D(λ, s).

The dual problem is particularly interesting because of its connection with
the primal problem, generally known as the weak duality theorem, see [14,
Theorem 12.11].

Theorem 2.1.3. The duality gap is always non-negative, i.e., P(x)−D(λ, s) ≥
0 for a feasible x, any λ and s ≥ 0.

Remark 2.1.3. The dual problem provides a lower bound on the (possible un-
known) optimal value of the primal problem, i.e., P(x?) ≥ D(λ, s) for any λ
and s ≥ 0.
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2.1.4 Optimality conditions

The necessary conditions for a minimum of the convex functions, which are
not necessarily differentiable, can be written with a notion of subgradient. A
set of subgradients of function f(x) : Rn → R at point x0 ∈ Rn is denoted with
∂f(x0) and defined as a set of vectors v ∈ Rn such that

f(x)− f(x0) ≥ 〈v, x− x0〉

for all x. Then, for example, the unconstrained minimum of the convex function
f(x) is achieved at the point x0 such that 0 ∈ ∂f(x0). In what follows, we
proceed with the differentiability assumption, which allows using simpler algebra
remaining valid for both convex and non-convex scenarios.

Assumption 2.1.1. Functions f(x), c(x) and h(x) are differentiable.

In the unconstrained case, the local minimum (or maximum) of a single-
variable differentiable function is a stationary point, i.e., the point where the
gradient of the function is zero. If the argument of the function is constrained
to an interval, then the local minimum is either a stationary point or a point
on the boundary of the interval. Fritz-John conditions generalise this idea to
constrained optimisation problems [18], i.e., any feasible local minimiser x? of
optimisation problem (2.2) satisfies

α0∇xf(x?) +
∑
i

αi∇xci(x?) +
∑
j

βj∇xhj(x?) = 0,

αici(x
?) = 0, i = {1, . . . , k}, j = {1, . . . , l}

(2.4)

for some (not all zero) scalars α0 ≥ 0, αi ≥ 0, where i = {1, . . . , k}, and βj ,
where j = {1, . . . , l}. Components of the inequality constraints corresponding to
non-zero scalars αi, i = {1, . . . ,m}, are called active constraints, since their gra-
dients are present in (2.4), while all other components are inactive constraints.
The following assumption, often referred to as LICQ condition, is an example of
so-called constraints qualification conditions. This type of conditions are often
required for analysis, and one might often prefer a weaker alternative to LICQ.

Assumption 2.1.2. The gradients of equality constraints and the gradients of
active inequality constraints are linearly independent at x?.

With the notion of Lagrange function, one formulates the first-order nec-
essary condition for optimality, also known as Karush–Kuhn–Tucker (KKT)
conditions. The proof for the next result can be found in [14, Chapter 12.4].

Theorem 2.1.4. Consider optimisation problem (2.2) and let Assumptions 2.1.1
and 2.1.2 be satisfied. If x? is a local optimiser of (2.2), then there exist λ? and
s? such that

∇xL(x?, λ?, s?) = 0,

∇λL(x?, λ?, s?) = 0,

c(x?)� s? = 0,

c(x?) ≤ 0, s? ≥ 0

(2.5)
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where � denotes the element-wise vector product.

Although this result provides a computational basis for determining locally
optimal solutions to differentiable optimisation problems, not all the solutions
of (2.5) are real solutions to problem (2.2). To ensure local optimality of a
solution candidate, one has to check the behaviour of the objective function
in a (small) neighbourhood of the candidate. The second-order Taylor expan-
sion gives a standard approach to tackle this problem and thus requires some
additional smoothness assumptions. The following theorem provides the second-
order sufficient conditions for constrained optimality and follows the lines of [14,
Theorem 12.6].

Theorem 2.1.5. Consider optimisation problem (2.2), assume functions f(x),
c(x) and h(x) are twice differentiable. Let Assumption 2.1.2 hold and x? be a
point satisfying equations (2.5). If the Hessian, ∇xxL(x, λ, s), satisfies

pT∇xxL(x?, λ?, s?)p > 0

for all directions p ∈ Rn such that

∂h(x?)

∂x
p = 0 and s? �

(∂c(x?)
∂x

p
)

= 0,

where � denotes the element-wise vector product, then x? is a strict local min-
imiser of optimisation problem (2.2).

2.2 Optimal control

In this section, we introduce the basics of the discrete-time optimal con-
trol framework. Although the majority of the systems people face in the real
world are continuous-time, most of the numerical computations are performed
using digital computational units such as general-purpose computers, embed-
ded micro-controllers, etc. This circumstance usually makes the discretisation
of the modelled dynamics inevitable step on the way to obtain an optimisation
problem of finite size.

2.2.1 Optimal control problems

Consider a discrete-time dynamical system of the following form

xt+1 = f(xt, ut),

where t denotes the discrete instances of time, vectors xt ∈ Rn and ut ∈ Rm are
system’s state and control vectors at time t, and function f : Rn × Rm → Rn
which maps given state and control to a state at the next time instance. Let
system’s states and controls be subject to the following constraints

c(xt, ut) ≤ 0,
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where c : Rn×Rm → Rl. The discrete-time infinite horizon constrained optimal
control problem for the above system is defined as follows

min
x,u

∞∑
t=0

q(xt, ut)

s.t. x0 = x̄0 and for t = {0, 1, 2, . . .}
xt+1 = f(xt, ut), c(xt, ut) ≤ 0,

(2.6)

where q : Rn × Rm → R is the stage cost, x and u are the vectors of the
corresponding decision variables, i.e., x = (x0, x1, . . .) and u = (u0, u1, . . .), and
x̄0 is the initial state.

Optimal control theory is aimed at establishing the optimal control law
of type u(x), which encodes the optimal solution of problem (2.6), and thus
achieves a certain performance criterion (by minimising the objective function).
Important structural property of optimisation problem (2.6), which allows for
this to be an (at least locally) attainable goal is given by Markov property of the
states, i.e., each state xt+1 depends only on the previous state xt and input ut
through function f . This also allows to reformulate problem (2.6) as an optimi-
sation problem in control inputs parametrised by the initial state, i.e., all states
xt for t = 0, 1, 2, . . . are resolved by substitution of the dynamics equations.
With the help of Bellman’s principle of optimality, this results in the following
equivalent problem

min
u0 s.t.

c(x0,u0)≤0

[
q(x0, u0) + min

u1 s.t.
c(f(x0,u0),u1)≤0

[
q(f(x0, u0), u1) + . . .

]]
.

This problem has an analytical solution in the exceptional cases, e.g., in the
case of linear dynamics, quadratic cost functions and absence of constraints,
commonly known as the linear-quadratic regulator (LQR). Although derived
under very restrictive assumptions (even more stringent than convexity), LQR
is a control technique which is widely and successfully used in practice. This is
because of its simplicity and, what is more critical, decent disturbance rejection
capabilities, given by the closed-loop feedback property.

The feedback law, i.e., the control law of type u(x), allows shaping the be-
haviour of the system (initialised at x̄0, in a way that the closed-loop dynamics,
i.e.,

x̄t+1 = f(x̄t, u(x̄t)),

posses required properties. The properties, which are directly addressed by
(2.6), are the constraints satisfaction at all times, i.e., c(xt, u(xt)) ≤ 0 along the
closed-loop trajectory, and certain performance guarantees, e.g., minimisation
of the fuel consumption.

In the following subsection, we will shed some light on how the desired
closed-loop feedback properties can be ensured in the context of constrained
(and nonlinear) optimal control problems.
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2.2.2 Model predictive control

In the general case, the optimal solution of (2.6) in the form of feedback law is
unavailable, and we have to rely on numerical computations. As one can notice
problem (2.6) is not a finite-size optimisation problem, thus it cannot be readily
solved on a computer. One, however, can truncate the states and controls to a
finite time horizon, which we call the prediction horizon, and place a terminal
cost, denote it p(x), on the state reached by the end of the prediction horizon.
In this way, the finite-time optimal control problems form the computational
basis of Model Predictive Control (MPC) and are stated as follows

min
x,u

N−1∑
t=0

q(xt, ut) + p(xN )

s.t. x0 = x̄0, and for t ∈ {0, . . . , N − 1} :

xt+1 = f(xt, ut), c(xt, ut) ≤ 0,

(2.7)

where N is the prediction horizon length. There is hope that function p(x) either
encodes (or sufficiently approximates) the cost accumulated on the omitted part
of the state and input trajectory, or, at least, is such that the properties, which
are important for the underlying control task, are not compromised. In the
context of regulation, this task is providing a closed-loop control law such that
a certain state, i.e., the origin, is an asymptotically stable equilibrium:

Definition 2.2.1. State xeq is a stable equilibrium of system f(x, u) under
the closed-loop control u(x) if for every ε > 0 there exist δ > 0 such that, if
‖x̄0 − xeq‖ ≤ ε then ‖x̄t − xeq‖ ≤ δ for t = {0, 1, . . .}, where x̄0 is an initial
state and x̄t+1 = f(x̄t, u(x̄t). If, in addition, sequence x̄t converges to xeq, i.e.,
lim
t→∞

x̄t = xeq, then xeq is asymptotically stable equilibrium.

Under the assumption of linear functions f(x, u) and c(x, u), and quadratic
functions q(x, u) and p(x), optimisation problem (2.7) is convex and, moreover,
can be solved explicitly as a parametric optimisation problem, i.e., the explicit
expressions for the optimal control law u?(x) can be established. This approach
is known as the Explicit Model Predictive Control (EMPC). Aside from very
appealing property of having explicit expression u?(x), which can be evaluated
directly at almost no time costs, this explicit approach, however, requires signif-
icant computational efforts to establish the exact expressions for u?(x). These
computational difficulties (and quite restrictive assumptions for the linear and
quadratic functions) can be partially eased employing approximations to u?(x),
which is known as Approximate Explicit MPC (AEMPC).

In practice, usually, a different approach is taken: the problem is solved at
a known state x̄0, but only the first computed optimal control input, i.e., u?0, is
applied to the system. The problem is repeatedly solved for each new measured
state with, again, only one control input to be utilised. In this way, the optimal
control law is never computed everywhere except for the current state of the
system. This approach is also often referred to as the receding horizon control.
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The fact that the finite-time optimal control problem (2.7) is used as a
(computationally tractable) replacement of infinite-horizon problem (2.6), with
(yet) unclear properties of functions f(x, u), c(x, u), q(x, u) and p(x), leads to
two important questions. These questions are

1. What are the conditions required to establish the asymptotic stability
properties for the MPC controlled system;

2. How to make sure that the MPC control can be applied repeatedly, i.e.,
the MPC problem (2.7) remains feasible along the closed-loop trajectory.

These questions should be investigated and addressed during the design of an
MPC controller, although general recipes are well-studied and vastly reported
in the literature.

2.3 Algorithms and complexity

MPC control is not free from inevitable trade-offs, leading to a balance be-
tween the system-theoretical properties, such as closed-loop performance and
stability, and the computational efforts invested in solving the resulting opti-
misation problem. Understanding of the underlying concepts and properties
allows to co-design MPC problems and optimisation algorithms while ensuring
that these trade-offs are resolved in the best available way.

The concept of oracles, introduced by Nemirovski and Yudin [19], is found to
be a useful abstraction in studying the complexity of optimisation problem (call
it P) and the performance of optimisation algorithm (A) applied to this problem.
This is because we are often limited in our ability to establish or measure the
global properties of the underlying problem, and only the local information,
such as the output of a function at a certain point, can be extracted at a
reasonable “atomic” computational cost. Moreover, one might not have access
to the higher-order derivatives even when they exist, so the oracles of different
order can also be introduced. Here we use definitions similar to those introduced
in the book by Nesterov [20].

Definition 2.3.1. Oracle O is an entity that provides a local information O(y)
about the underlying problem at a test point y, i.e., the answer is not changed
if the problem is perturbed far away from the test point.

The optimisation problems are rarely can be solved exactly, but, luckily, this
is often not required in practice. One uses a stopping criterion, denote it T (y),
which checks whether the current solution deviates (in some sense) from the
exact solution by no more than ε > 0. In this way, a general scheme for the
iterative optimisation process A is outlined as follows:

1. Call oracle O at a current solution guess;

2. Incorporate the obtained information;
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3. Update the solution guess;

4. Stop if T is satisfied, otherwise go to Step 1.

The total computational cost associated with solving problem P consist of the
complexity of a single iteration (the steps above) and the total number of iter-
ations before T is satisfied.

In the context of Model Predictive Control optimisation algorithms oper-
ate with a given problem and a sequence of solution guesses, where each iter-
ate is a vector concatenation of state and control variables over the prediction

horizon, i.e., y =
[
xT0 . . . x

T
N uT0 . . . u

T
N

]T
. Given an initial solution guess y(0)

the optimisation algorithm generates a sequence of approximate solutions y(k)

for k = 1, 2, . . ., which is terminated after a finite number of iterations. The
obtained solution, ideally, provides feasibility and asymptotic stability to the
closed-loop system, which will determine the initial conditions for the optimisa-
tion problem at the next time instance. In other words, the controlled system
and optimisation algorithm are the co-evoluting dynamical systems, their cou-
pled behaviour and properties can be analysed together. Termination condition
T is one of the degrees of freedom which allows for balancing the computational
efforts and optimality of a solution, e.g., a problem-specific termination condi-
tions is an important research direction for the real-time MPC implementations.
Different ways of storing and exploiting the oracle’s information for computing
solutions is what also within the main focus of algorithms development.
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Chapter 3

Early Termination of
NMPC Interior Point
Solvers

Model predictive control (MPC) is a feedback control method based on nu-
merical optimisation. A well known advantage of MPC is that it can utilise
dynamic system models in optimising the prescribed performance metric whilst
satisfying inherent constraints of the system. However, for some situations the
complexity of the optimisation problem itself precludes the solution in real time.

In the case of convex formulation of MPC problem one can compute the opti-
mal control law explicitly (Explicit MPC [12], [21]) or approximate it to sufficient
degree (Approximate Explicit MPC [22], [23]) to avoid solving the optimisation
problem in real-time. However, these methods are known to have scalability is-
sues associated with the nature of parametric problems. Thus, these approaches
are usually limited to relatively low dimensional systems. Nevertheless, while
sparse grids can help to mitigate the curse of dimensionality in approximating
the control law for the dynamical systems of moderate dimensions [24], [25], high
degree of freedom systems are still out of the scope of the explicit methods.

Therefore, extensive attention has been paid to suboptimal solutions of the
optimisation problems to reduce the computational costs associated with MPC
[26]–[28]. The basic idea of proposed approaches is to verify sufficient reduction
of a Lyapunov function candidate for a given feasible control sequence. It allows
early termination of the optimisation algorithm thereby reducing the complexity.
Motivated by similar reasons, several techniques of input parametrisation, aimed
at reducing the number of decision variables, have also been considered [29]–
[31].

To further reduce the computational burden associated with MPC efficient
algorithms for solving optimisation problems should be used [32]. For example,
primal-dual interior-point methods are a special class of algorithms for numerical
optimisation that run in polynomial time and are very efficient in practice. In

18



[33] it was shown that the structure of the problem could be exploited to reduce
the complexity of primal-dual algorithm iterations. There exist similar oppor-
tunities to exploit the suboptimality criteria required for a control sequence to
preserve stability.

The remainder of this chapter is organized as follows. Section 1 gives a gives
a brief introduction to stability results in MPC framework and introduces the
idea of primal-dual interior-point method to solve the optimisation problem. In
Section 2 the main contribution of this chapter is discussed, where a primal-dual
formulation of the suboptimality-based early termination condition is proposed.
In Section 3 we provide numerical comparisons of existing and proposed ap-
proaches for a nonlinear planar multirotor system and illustrate advantages of
the proposed approach. Conclusions are summarized in Section 4.

3.1 Preliminaries and problem formulation

3.1.1 Model predictive control with terminal conditions

Consider a discrete-time system of the following form:

x+ = f(x, u), (3.1)

where f : Rn×Rm → Rn is a sufficiently smooth map, which for a given current
state x ∈ Rn and a control input u ∈ Rm assigns the state x+ ∈ Rn at the
next sampling instant. Moreover, the origin of the system is an equilibrium,
i.e., f(0, 0) = 0.

Assume that the states and inputs of the system are subject to the following
constraints:

x ∈ X , u ∈ U , (3.2)

where X ⊆ Rn and U ⊆ Rm are closed convex polyhedrons whose interior
contains the origin.

Define the stage cost q(x, u) for being in state x and taking action u, where

q(x, u) is sufficiently smooth,

q(x, u) is convex in x and u,

q(x, u) > 0 for (x, u) 6= (0, 0),

q(0, 0) = 0.

(3.3)

We introduce an auxiliary function p(x), which is strictly convex in x, equals
zero at the origin and is strictly positive everywhere else, and a compact set
Xf ⊆ X , which contains the origin. The function and the set must satisfy the
following property:

∀x ∈ Xf ∃u ∈ U :

f(x, u) ∈ Xf and p
(
f(x, u)

)
+ q(x, u) ≤ p(x).

(3.4)
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Consider the task of driving the system to the origin from the current state
x, while minimising a sum of stage costs over the prediction horizon N , where
N is a positive integer, and satisfying the constraints at all times. We formulate
a finite time constrained optimal control problem to be solved at each time step
as follows:

J?(x) = min
z,u

N−1∑
i=0

q(zi, ui) + p(zN )

s.t. h(x, z,u) = 0

g(z,u) ≤ 0

(3.5)

where u = (u0, . . . , uN−1) and z = (z0, . . . , zN ) are vectors of decision variables,
h(x, z,u) = 0 incorporates constraints on the initial condition and the dynamics,
i.e. z0 = x and zi+1 = f(zi, ui) for i = {0, . . . , N − 1}, and g(z,u) ≤ 0 accounts
for zi ∈ X , ui ∈ U and zN ∈ Xf . In further sections we refer to this problem as
the MPC problem.

The equality constraints in (3.5) can be substituted in the objective function,
J(z,u), so it becomes a function of the current state and control inputs, denote
it J(x,u). We denote a global optimiser of (3.5) as u? = (u?0, . . . , u

?
N−1) and use

notation u?(x) to point out that it is a function of x. From here the key idea of
the MPC framework is easy to see: at each sampling instance the optimisation
problem, described by (3.5), is solved for a current state x to form the feedback
law u?0(x).

Asymptotic stability of the origin of the system under MPC control can be
guaranteed by the existence of a strictly decreasing Lyapunov function. Under
the aforementioned assumptions, the function J?(x) = J(x,u?(x)) is a suitable
Lyapunov function candidate.

Remark 3.1.1. In general it is hard to find a globally optimal solution for the
non-convex optimisation problem. In practice local optimality of the solution is
enough for MPC control [34], however additional care should be taken to avoid
switching between different locally optimal trajectories.

3.1.2 Stability of suboptimal MPC

As it was outlined previously, the idea of MPC is to use the first element of
the optimiser of a finite time constrained optimal control problem as a control
input. However, in the case of limited computational resources or fast sampling,
exact computation of the local optimiser at every sampling instant might be
prohibitive due to the time constraints. As a typical optimisation algorithm
approaches a solution iteratively, it makes an intermediate iteration a good
candidate candidate for control purposes.

In what follows we present a slightly modified version of [35, Theorem 14.1],
which introduces sufficient conditions for the stability under a feasible sub-
optimal control law. It was modified to include the nonlinear dynamics of the
system and account for the whole stage cost.
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Theorem 3.1.1. Consider a nonlinear system (3.1) subject to constraints (3.2),
a corresponding MPC problem (3.5), such that (3.3) and (3.4) hold, and a level
of suboptimality γ ∈ (0, 1). If the control law ũ(x) = (ũ0(x), . . . , ũN−1(x)),
formed as a feasible solution to (3.5) for a given x, satisfies the following for all
x ∈ X0 ⊆ X :

J
(
x, ũ(x)

)
≤ J?(x) + γq

(
x, ũ0(x)

)
,

where J?(x) is the optimal cost, then the origin of the system is asymptotically
stable under the γ-suboptimal control law ũ0(x) with a domain of attraction X0.

Proof. The proof follows the same steps as the proof of Theorem 14.1 in [35]
and terminates at the equation (14.7).

Remark 3.1.2. The result of Theorem 3.1.1 enables one to employ a feasible
suboptimal solution of (3.5) without jeopardising the stability of the system.
However, to be able to use the condition one needs to know the optimal cost at
the current state.

3.1.3 Primal-dual interior-point method applied to MPC

Interior-point methods are a class of algorithms that can be used to find
a local optimiser of a nonlinear optimisation problem of a sufficient degree of
regularity. Here we consider a primal-dual interior-point method for solving
finite time constrained optimal control problems arising in the MPC framework.

For the optimisation problem, described by (3.5), we define the Lagrangian
function L(x, z,u, λ, s) as follows:

L(x, z,u, λ, s) = J(z,u) + λTh(x, z,u) + sT g(z,u),

where λ and s are dual variables, or KKT multipliers, for the equality and
inequality constraint respectively.

Here we assume that the problem satisfies the linear independence constraint
qualification (LICQ) at the optimal point (this can be replaced by a weaker
condition), thus KKT conditions are the first-order necessary conditions for a
solution of (3.5) to be locally optimal:

∇(z,u)L(x, z,u, λ, s) = 0,

h(x, z,u) = 0,

g(z,u) + y = 0,

(s, y) ≥ 0, sjyj = 0, j = 1, . . . , l;

(3.6)

where we introduced a vector of slack variables y ∈ Rl (l is a number of inequality
constraints).

The idea of the primal-dual interior-point method is to replace the com-
plementarity slackness condition sjyj = 0 with a perturbed one sjyj = µ
for j = 1, . . . , l, where µ > 0 is a barrier parameter. Let k be the itera-
tion counter. Now we iteratively approach a solution of (3.6) with a sequence
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(z(k),u(k), λ(k), s(k), y(k)) by taking damped steps in a Newton direction, ob-
tained from the linearisation of (3.6) at the current iteration. At every step
additional care should be taken to keep (s(k), y(k)) at a sufficient distance from

the non-negativity boundary, while forcing µ(k) k→∞−−−−→ 0 until some termination
condition T is satisfied.

Data: Optimisation problem
Result: Solution with a specified level of accuracy
Perform the initialisation;
while termination condition T is not satisfied do

Adjust the barrier parameter;
Compute the search direction;
Perform the line search;
if the trial point is accepted then

Take the step;
end

end
Algorithm 1: A high-level representation of the primal-dual interior-point
method.

In general, the feasibility of the primal-dual iterations (see Algorithm 1) with
respect to the vector-valued equality constraints of (3.6) is not automatically
guaranteed. Moreover, to induce convergence, one often requires a combined
measure of cost and constraints violation to be reduced at each step (e.g., the
penalty function in Knitro solver [36]) or utilises a special filter [37]. If, how-
ever, a step cannot achieve sufficient progress in optimising the cost or reducing
the infeasibility measure, one has to reconsider the way the solution update is
computed, e.g., by switching to a restoration phase, aimed at generating a new,
possibly feasible, point from which the progress can be resumed, see [38, Section
3.3].

As the solution of (3.6) is obtained as a limit point of the sequence of the
primal-dual iterations, a finite termination procedure is required. This requires
a termination condition T to be defined. Usually, the rule checks whether the
accuracy level achieved on the current iteration is within the user provided error
tolerance level or not. However, one can use Theorem 3.1.1 as a starting point
for proposing a termination condition that results in a stabilising control input.
However, it must be noted that Theorem 3.1.1 cannot be readily used due to
the fact that the exact value of the optimal cost is unknown.

This idea has been explored in [26] and the proposed solution was to con-
struct a bounding sequence, based the values of the objective functions from
the previous time instants. The early termination condition relies on enforcing
a sufficient decrease in the cost function at the current time instant compared
to the value from the previous time instant:

J(x,u(k)) ≤ J(x̄, ū)− αq(x̄, ū0), (3.7)
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where α ∈ (0, 1], x is the current state, x̄ and ū are the state and control
respectively from the previous time instant. Contrary, the termination condition
proposed in this chapter is independent of values computed in the previous time
instants.

3.1.4 Problem formulation

As stated above, the aim of this chapter is to propose a termination condition
T for the primal-dual interior-point method for MPC, that results in a stable
closed-loop system. The problem of interest is given below.

Problem 3.1.1. Given the MPC problem and Algorithm 1, propose a termina-
tion condition T such that the feedback law obtained from the algorithm results
in a stable closed-loop system. Furthermore, it is required that the termination
condition is independent of the optimal solution or solutions obtained at the
previous time instances.

3.2 Main result

In this section we state the main contribution of this chapter – the solution
to the Problem 3.1.1, i.e. a termination condition T for the primal-dual interior-
point method for MPC, that results in a stable closed-loop system.

Theorem 3.2.1. Consider a nonlinear system (3.1) subject to constraints (3.2),
a corresponding MPC problem (3.5), such that (3.3) and (3.4) hold, and a
level of suboptimality γ ∈ [0, 1). Denote by k the iteration counter and by
(z(k),u(k), λ(k), s(k), y(k)) the k-th iteration of the primal-dual interior-point al-

gorithm, and denote by u
(k)
0 the first element of u(k).

Let the algorithm terminate at a feasible k-th iteration where the condition

(s(k))T y(k) ≤ γq(x, u(k)
0 ) (3.8)

is satisfied. If u
(k)
0 is used to form the MPC control law then the closed-loop

system is stable.

Proof. Consider the Lagrange function associated with (3.5):

L(x, z,u, λ, s) = J(z,u) + λTh(x, z,u) + sT g(z,u),

where λ and s are dual variables for the equality and inequality constraint
respectively. For the nonlinear optimisation problem the weak duality holds
and can be written as follows:

max
s≥0,λ

min
z,u
L(x, z,u, λ, s) ≤ min

z,u
max
s≥0,λ

L(x, z,u, λ, s). (3.9)
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Now let’s consider the k-th iteration of the primal-dual interior point method
which is feasible, i.e. the iteration satisfies perturbed KKT conditions:

∇(z,u)L(x, z(k),u(k), λ(k), s(k)) = 0,

h(x, z(k),u(k)) = 0,

g(z(k),u(k)) + y(k) = 0,

(s(k), y(k)) > 0.

(3.10)

For the given iteration the stationary condition with respect to z and u is
achieved, as it follows from the first equation of (3.10). The conditions for a
local maximum with respect to λ and s are, however, not fulfilled. Thus,

L(x, z(k),u(k), λ(k), s(k)) ≤ max
s≥0,λ

min
z,u
L(x, z,u, λ, s). (3.11)

By considering (3.9) and (3.11) we can conclude that:

L(x, z(k),u(k), λ(k), s(k)) ≤ min
z,u

max
s≥0,λ

L(x, z,u, λ, s),

which along with the fact that the iteration is feasible, yields:

J(x,u(k))− (s(k))T y(k) ≤ J?(x).

Hence, if

(s(k))T y(k) ≤ γq(x, u(k)
0 ),

then

J
(
x,u(k)

)
≤ J?(x) + γq(x, u

(k)
0 ).

Thus, the requirements of Theorem 3.1.1 are satisfied and we conclude the
stability of the closed loop system.

Remark 3.2.1. The proposed early termination condition is very cheap to eval-
uate and requires neither the knowledge of the value of the objective function
from the previous time instance, nor the knowledge of the optimal cost for the
current state.

Remark 3.2.2. In comparison to the early termination condition, described
by (3.7), our criterion, as it will be demonstrated in the numerical experiments
section, results in a desirable solution in fewer steps of the primal-dual interior-
point method. It is conjectured that this is due to the fact that the proposed
termination condition does not rely on the sufficient decrease of the cost function
compared to the previous time instants.
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3.3 Numerical experiments

In this section we compare the average number and variance of iterations
taken by the primal-dual algorithm (IPOPT [38]) before one of the following
termination conditions is satisfied: exact solution within user specified error
tolerance (10−8), existing condition (3.7) on a sufficient decrease of the cost
function for α = 0, and the proposed condition (3.8) for γ = 1. The early termi-
nation conditions apply only to feasible iterations (primal and dual infeasibility
less than 10−3).

Here we consider the dynamics obtained as discretisation of the quadrotor
continuous-time dynamics by Euler method with a time step h of 0.2 seconds,
while restricting its spatial motion to y − z plane (2D quadrotor). The system
has the following nonlinear dynamics affected by bounded additive disturbance
d (note that no disturbances d = 0 were assumed in MPC problem formulation,
thus d = 0 will be used in the control synthesis):

x+ = x+ fc(x, u)h+ d,

where fc(x, u) is given by

fc(x, u) =


x4

x5

x6

0
−g
0

+


0 0
0 0
0 0

−1/m sin(x3) 0
1/m cos(x3) 0

0 1/M


[
u1

u2

]
.

The state vector x consist of y-z-θ coordinates and velocities along the cor-
responding axes. The mass m, inertia M and standard gravity g are assumed
to be 0.5, 1 and 9.8 respectively.

We choose a quadratic stage cost q(x, u) = xTQx + (u − ueq)TR(u − ueq),
where Q = 1

2I6 and R = I2 (I6 and I2 are the unity matrices of appropriate
dimension), ueq is a steady state control input at the equilibrium. The control
inputs are subject to constraints u0 ∈ [0, 10] and u1 ∈ [−2, 2]. Auxiliary func-
tion p(x) is the LQR cost-to-go function, computed for the linearised dynamics
around x = 0 and u = ueq. Set Xf is a box of unit size around the origin, i.e.
Xf = {x | ‖x‖∞ ≤ 0.5}. This choice of Xf was made to be a subset of the
control invariant set computed for the linearised dynamics under the LQR con-
trol law, while the control invariant and stabilising properties for the nonlinear
dynamics were verified numerically (details on more systematic approach [39]).

In the first set of simulations we randomly initialise the system inside the
box {x | ‖x‖∞ ≤ 1}, while the disturbances are considered to act only in the
direction of steepest ascent of the optimal cost function:

d = 5 · 10−3 ∇J?(x)

‖∇J?(x)‖
.

These disturbances should prevent early termination of the existing method,
and so (in some sense) represent a more challenging scenario for the algorithm.
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Figure 3.1: The number of iterations before termination versus time-steps with-
out warm-starting. The lines represent the mean and the bars represent the
standard deviation.

Based on Figure 3.1 we conclude that if warm-starting is not used, the
algorithm terminates almost equally soon for both of the early termination con-
ditions with a marginal advantage of the proposed approach. We next consider
the same disturbance scenario, but warm start the algorithm to represent more
likely implementations. Warm starting is performed with both primal and dual
variables from the previous iteration shifted by a time step, where the missing
primal values are generated by the system dynamics under LQR control and
missing dual variables are the sensitivity of the LQR cost-to-go function (for
equality constraints) and zeros (for the inequality constraints).

As it can be seen from Figure 3.2 the proposed approach requires fewer
iterations in average to find a control input of a prescribed quality and clearly
has smaller variance in comparison with the existing early termination condition.
The algorithm makes more iterations to force a sufficient reduction in the cost
function, than it necessary to just verify the level of suboptimality of the current
iterate.

In actuality, these disturbance scenarios will be unrealistically pessimistic in
that they always act against the existing early termination condition. To provide
a more realistic disturbance scenario we consider uniform random disturbance
trajectories for the warm started algorithms, specifically,

‖d‖∞ ≤ 0.2.

Here we randomly initialise the system inside the box of size 0.4 centred at
x = [2 2 π/4 0 0 0]T and investigate the number of primal-dual iterations made
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Figure 3.2: The number of iterations before termination versus time-steps with
warm-starting. The lines represent the mean and the bars represent the standard
deviation.

before satisfying the early termination conditions when at the half of cases the
disturbances are driving the system in the descent direction of the cost function.

As it can be concluded from Figure 3.3, the proposed approach requires
≈ 18% less computational resources in average to find a control input of a
prescribed quality. Here the peak computational requirements are decreased by
≈14% when the proposed condition is used.

3.4 Summary

Primal-dual interior-point method is an important tool in finding a locally
optimal solution of an nonlinear optimisation problem. As the solution is ob-
tained as a limit point of iterations, the number of iterations made by the
algorithm highly depends on the finite termination procedure utilised. When
a model predictive control is implemented on a low-powered embedded system,
it might be desirable to terminate the algorithm earlier without compromising
the stability of the closed-loop system.

We proposed an early termination condition, which verifies the prescribed
suboptimality level of a feasible solution without the knowledge of the optimal
solution itself. Moreover, while the existing condition forces a sufficient reduc-
tion of the cost function compared to the previous time instant, the proposed
early termination condition is independent from solutions obtained at the pre-
vious time instances. Based on the numerical experiments we conclude that the
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Figure 3.3: The number of iterations before termination versus time-steps with
warm-starting for bounded uniformly distributed disturbances. The lines rep-
resent the mean and the bars represent the standard deviation.

condition has a clear advantage if the algorithm is warm-started from the so-
lution computed at the previous time instant. In comparison with the existing
method, utilisation of the proposed condition reduces the average number of
iteration made by the algorithm, as well as its variability. There is, however,
only a marginal advantage of the proposed condition if warm-starting is not
performed or external disturbances are insignificant.

While this analysis applies for the specific case studies and might have a
limited use for the general-purpose interior-point methods applied to nonlinear
MPC problems, as the feasibility of iterations of the optimisation algorithm
(required for the early termination to happen) is a strong assumption that is
hardly satisfied for nonlinear problems in practice, the proposed approach may
still be important for certain applications. For example, the value of the result
becomes visible in the context of the Interior-point Differential Dynamic Pro-
gramming algorithms (see Chapter 6), where satisfaction of the constraints can
be ensured explicitly at each iteration.
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Chapter 4

Complexity minimisation of
suboptimal MPC without
terminal constraints

Model predictive control (MPC) is a closed-loop control paradigm based on
numerical optimisation techniques. It aims to minimise a prescribed cost mea-
sure over a finite prediction horizon whilst satisfying system constraints, with
the optimisation procedure conducted at each sampling instance to provide the
feedback. For MPC schemes without terminal constraints, in general a suffi-
ciently long prediction horizon is needed in order to ensure closed-loop stability
and performance guarantees. On the other hand, a different established method
is to use additional terminal constraints and/or cost terms which can guaran-
tee closed-loop stability if properly designed (see [40]). Each of the two MPC
paradigms has its advantages and disadvantages - for a detailed comparison,
see, e.g., [41, Section 7.4].

Optimisation algorithms are the workhorse of MPC control – they gener-
ate a sequence of suboptimal solutions which gradually approach the optimal
solution of the MPC problem – with the convergence rates and complexity of
iterations determining how computationally difficult MPC control is, see [20] or
[14] for an introduction to the optimisation problems and algorithms. Multiple
formulations of the same MPC problem are also possible, each having specific
structure and complexity scaling properties, e.g., a sparse or dense formulation,
see [42] for more information.

However, solving the MPC problem exactly is rarely required in practice.
The feasibility of the solution and a sufficient reduction of a Lyapunov function
candidate is enough to establish many closed-loop properties of interest. As a
result one can utilise suboptimal solutions, which are often available at a lower
computational price, consult [26] and [43] for MPC schemes with additional ter-
minal cost and constraints, or [44] for MPC schemes without terminal cost and
constraints. This points to an interplay between the size and formulation of the
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MPC problem, the choice of optimisation algorithm, and the acceptable degree
of suboptimality of a solution. This interplay determines how fast the solution
can be obtained and how well the system performs and suggests a design trade-
off across the aforementioned elements. Providing a framework for formalising
this interplay in the context of MPC without terminal constraints and proposing
an optimisation framework to use this trade-off to minimise the computational
complexity of solving and MPC problem without sacrificing closed-loop guar-
antees is the goal of this chapter.

In particular, we extend the stability analysis of MPC schemes without ter-
minal cost and constraints, see [8] for an overview of previous results. We de-
velop a general framework that co-designs the MPC scheme and the termination
criterion used by a given optimisation problem solver in a way that minimises
computational efforts associated with solving the MPC problem using the afore-
mentioned solver, while providing strict guarantees on closed-loop stability and
performance. We show that the minimal stabilizing horizon might not be the
best in terms of algorithmic complexity. This finding is illustrated with sev-
eral numerical examples and optimisation algorithms utilised. We note that
a preliminary version of parts of this chapter have appeared in the conference
paper [45]. Compared to [45], here we provide a general framework, which is
not focused on one particular algorithm. Moreover, we provide detailed proofs,
additional discussions of the results, and consider more examples.

The chapter is organised as follows. In Section 4.1, first, the MPC prob-
lem and with its dual formulation is introduced along with the main stability
results. Second, we highlight how these problem are addressed from the opti-
misation perspective, and present the problem of interest. In Section 4.2, the
main contribution of this chapter is formalised and discussed. In Section 4.3
possible application of the proposed framework is analysed for three different
optimisation algorithm. In Section 4.4 we provide three numerical experiments
to backup the theoretical development of the proposed framework. Conclusions
are summarised in Section 4.5.

4.1 Preliminaries

4.1.1 Model predictive control without terminal condi-
tions

Consider a discrete-time non-linear system

x+ = f(x, u),

where x ∈ Rn and u ∈ Rm are the current state and control vectors, x+ ∈ Rn
is the state at the next sampling instance.

Assume that the states and inputs of the system are subject to constraints
x ∈ X and u ∈ U(x), which contain the origin in the interior, and can be written
as a system of linear inequalities of size l, i.e.,

Cx+Du ≤ d,
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where C ∈ Rl×n, D ∈ Rl×m and d ∈ Rl with d > 0 element-wise.
Define the stage cost q(x, u) as a cost for being in state x while taking action

u, with q(x, u) = 0 if (x, u) = (0, 0) and q(x, u) > 0 otherwise. Assume that
q(x, u) is a strongly convex differentiable function with Lipschitz continuous
gradient, i.e.,

q(x, u) ≤ q(x̂, û) + 〈∇q(x̂, û), (x− x̂, u− û)〉+ L‖(x− x̂, u− û)‖2,
q(x, u) ≥ q(x̂, û) + 〈∇q(x̂, û), (x− x̂, u− û)〉+ κ‖(x− x̂, u− û)‖2.

where x, x̂ ∈ Rn, u, û ∈ Rn, L > 0, κ > 0 and 〈·, ·〉 denotes the inner product.
Consider the task of driving the system to the origin from state x, while

minimising a sum of stage costs and satisfying the constraints over the prediction
horizon. We formulate a finite-horizon constrained optimal control problem to
be solved at each time step as follows

VN (x) = min
z,u

N−1∑
i=0

q(zi, ui) (4.1)

s.t. z0 = x, for i = 0, . . . , N − 1 :

zi+1 = f(zi, ui),

Czi +Dui ≤ d,

where u = (u0, . . . , uN−1) and z = (z0, . . . , zN−1) are the vectors of decision
variables, and N ≥ 2 is the prediction horizon. We assume that X is a control
invariant set, i.e., for all x ∈ X there exists u ∈ U(x) such that

f(x, u) ∈ X ,

which is often done in the context of MPC without terminal conditions. If this is
not satisfied, one can use additional arguments in order to still ensure recursive
feasibility on sublevel sets of the optimal value function VN , see [46] for details.

We now repeat the main result established in Theorem 4.11 of [41] for asymp-
totic stability and closed-loop performance for the dynamical systems, with the
optimal cost function as a Lyapunov candidate function:

Theorem 4.1.1. Consider an MPC problem, given by (4.1). Let the admissible
closed-loop control law u(x) ∈ U(x) be such that

VN (f(x, u(x))) ≤ VN (x)− αq(x, u(x))

is satisfied for some α ∈ (0, 1] and all x ∈ X . Then the origin is asymptotically
stable under the closed-loop control u(x) and the closed-loop total cost is bounded
as follows

∞∑
i=0

q(ẑi, u(ẑi)) ≤ α−1VN (x) ≤ α−1V∞(x),

where ẑ0 = x and ẑi+1 = f(ẑi, u(ẑi)); V∞(x) = limN→∞ VN (x) is the infinite-
horizon optimal cost.
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Definition 4.1.1. The constant α is called performance measure, as it relates
the total cost accumulated while using the closed-loop control u(x) and the opti-
mal infinite-horizon cost associated with the initial state.

4.1.2 Dual MPC problem

The constrained optimisation problem (4.1) can be stated as an uncon-
strained problem using indicator functions, i.e.,

I=0(v) :=

{
0 if v = 0

∞ otherwise
, I≥0(v) :=

{
0 if v ≥ 0

∞ otherwise
,

JN (y;x) :=

N−1∑
i=0

q(zi, ui) + I=0(f(zi, ui)− zi+1)

+ I=0(z0 − x),

PN (y;x) := JN (y;x) + I≥0(−Cz −Du+ d),

where y := (z,u), C = blkdiag(C, . . . , C), D = blkdiag(D, . . . ,D) and d =[
dT . . . dT

]T
. Consequently, we write (4.1) as an unconstrained problem

min
y

PN (y;x),

which we call the primal problem. This enables one to use

I≥0(−Cz −Du+ d) = max
s

[
〈s,Cz +Du− d〉 − I≥0(s)

]
and max[. . .] = −min[− . . .] for deriving the dual problem

max
s

min
y

[
JN (y;x) + 〈s,Cz +Du− d〉 − I≥0(s)

]
= −min

s
max
y

[
I≥0(s)− JN (y;x)− 〈s,Cz +Du− d〉

]
= −minDN (s;x) (4.2)

where s is a vector of dual variables si ∈ Rl, i.e., s = (s0, . . . , sN−1). Function
DN (s;x) is the dual cost

DN (s;x) := J∗N (−[C D]Ts;x) + 〈s,d〉+ I≥0(s),

where J∗N (v;x) := supy

[
〈v,y〉 − JN (y;x)

]
denotes the convex conjugate of

JN (y;x).

Remark 4.1.1. Note that we use the definition of the dual problem with min op-
erator and keep only the dual variables associated with the inequality constraints,
although other variants are possible.
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For a given dual solution s one can restore the corresponding primal solution
as

y(s;x) = arg min
y

[
JN (y;x) + 〈s,

[
C D

]
y〉
]
.

With the current definition of the primal and dual problems, y(s;x) satisfies
the equality constraints in (4.1) by design.

Throughout the chapter we consider the primal-dual pairs (y, s), which sat-
isfy (y, s) = (y(s;x), s). As we will see in the later section the duality gap,

GN (y, s;x) := PN (y;x) +DN (s;x),

can be useful to establish the stabilising properties of suboptimal solutions, and
to characterise convergence rates of some optimisation algorithms.

4.1.3 Optimisation algorithms

Given a (primal) MPC problem one can directly apply an optimisation al-
gorithm of choice, or perform a series of transformations (as was described) to
arrive at the corresponding dual problem.

Denote a sequence of primal iterates y(t) with iteration counter t, and con-
sider a majorant function Rp(t), which upper bounds the primal optimality error

e
(t)
p defined as

e(t)
p := P(y(t);x)− P(y?;x) ≤ Rp(t).

Similarly for the dual problem one considers the dual iterates s(t), some function

Rd(t) and the dual optimality error e
(t)
d

e
(t)
d := D(s(t);x)−D(s?;x) ≤ Rd(t).

The function R(t) (we drop sub-index) captures the convergence rate of an
optimisation algorithm1, e.g.,

• Sub-linear rate: R(t) = O(1
t ) or R(t) = O( 1√

t
), etc;

• Linear rate: R(t) = O(at) where 0 < a < 1;

• Super-linear, quadratic rates, etc.

Definition 4.1.2. We call a primal solution y (or a dual solution s) an ε-
accurate solution to a primal (dual) optimisation problem if it satisfies the error
bound

P(y;x)− P(y?;x) ≤ ε (D(s;x)−D(s?;x) ≤ ε),

where ε is an accuracy level, y? and s? are the optimal primal and dual solutions.

1using Big-O notation, i.e., f(t) = O(g(t))⇒ lim
t→∞

f(t)
g(t)

= a ∈ R
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Remark 4.1.2. When the primal and dual problems are solved simultaneously
with the corresponding convergence rates given by Rp(t) and Rd(t) under strong
duality assumption (P(y?;x) +D(s?;x) = 0) we have

P(y(t);x)−P(y?;x) +D(s(t);x)−D(s?;x) = GN (y, s;x) ≤ Rp(t) +Rd(t).

The question of whether the current iteration can be accepted as a (subop-
timal) solution is answered by an early termination criterion, e.g., by checking
whether the error lies within problem-specific tolerance levels. Given a required
accuracy level ε the total number of iterations before this accuracy is achieved
by a practical implementation of the algorithm can be estimated from the con-
vergence rate by solving ε = R(T ) for T , i.e.,

T = R−1(ε),

whereR−1 is well-defined whenR is strictly monotonous in the iteration counter,
which applies for many popular optimisation algorithms.

4.2 Complexity minimisation framework

In contrast to a widely adopted “start with small and then increase the pre-
diction horizon length until the system is closed-loop stable” approach we focus
on resolving the design trade-off that involves deciding on the formulation of
the MPC problem, its size, an optimisation algorithm and acceptable accuracy
of suboptimal solutions in the optimal way (to be stated precisely). We aim at
a general framework which takes into account the closed-loop performance re-
quirements for the system and the computational efforts associated with solving
the MPC problem.

The choice of an optimisation algorithm and the properties of the problem
influence how fast the optimisation problem is solved. In the context of applying
a given algorithm A to an MPC problem with prediction horizon N , we define
the algorithmic complexity as the product of the number of iterations, TA(N, ε),
required to reach an ε-accurate solution of (4.1) using algorithm A and the
complexity of each iteration, compA(N). We denote the algorithmic complexity
of the optimisation problem by CompA(N, ε) where

CompA(N, ε) = TA(N, ε)× compA(N).

In this way the problem which we address in this chapter is

min
N,ε

CompA(N, ε)

s.t. α(N, ε) ≥ αmin,
(4.3)

for a given algorithm A and a lower bound αmin on the performance function
α(N, ε), which maps its arguments to the performance measure (defined in the
sense of Definition 4.1.1).
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4.2.1 Stability under suboptimal MPC solutions

In this subsection we analyse how the suboptimality of a solution to MPC
problems without terminal constraint and cost influences the closed-loop stabil-
ity of the system. We first introduce a standard controllability assumption in
the context of MPC without terminal conditions using KL0-functions2, see [41,
Chapter 6.2] for more details.

Assumption 4.2.1. The dynamical system is asymptotically controllable with
respect to the stage cost `(x, u) and rate function β ∈ KL0 linear in the first
argument, i.e., for each x ∈ X and N ≥ 2 there exists ẑ and û, where ẑ0 = x,
ẑi+1 = f(ẑi, ûi) and Cẑi +Dûi ≤ d, such that

`(ẑi, ûi) ≤ β(`?(x), i),

where i = 0, . . . , N − 1 and `?(x) = minu∈U(x) `(x, u).

Definition 4.2.1. We call y = (z,u) a feasible γ-suboptimal primal solution
to (4.1) with a degree of suboptimality γ ∈ [0, 1) if it satisfies

PN (y;x)− VN (x) ≤ γ`(x, u0),

where u0 is the first element of u.

Lemma 4.2.1. Let Assumption 4.2.1 be satisfied, then for a feasible γ-suboptimal
primal solution y the following holds

VN (z1) ≤
j−1∑
i=0

`(zi+1, ui+1) + νN−j`
?(zj+1)

for j = 0, . . . , N − 2 and constants νN−j ≥ 0.

Proof. To show validity of the proposition we construct the following control
and corresponding state sequences

u1, . . . , uj , ûj+1, ûj+2 . . . , ûN ,

z1, . . . , zj , zj+1, ẑj+2, . . . , ẑN ,

where u1, . . . , uj and z1, . . . , zj , zj+1 are obtained from the γ-suboptimal solu-
tion, ûj+1, . . . , ûN and ẑj+2, . . . , ẑN are feasible control and state sequences,
which exist according to Assumption 4.2.1. Since the control sequence is non-
optimal we have that

VN (z1) ≤
j−1∑
i=0

`(zi+1, ui+1) +

N−1∑
i=j

`(ẑi+1, ûi+1),

2Continuous in both arguments and monotone in the second argument function β : R≥0 ×
R≥0 → R≥0 is KL0 if ∀r > 0 we have lim

t→∞
β(r, t) = 0 and ∀t ≥ 0 we have either β(·, t) ∈ K∞

or β(·, t) ≡ 0.
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where the second term can be bounded as follows

N−1∑
i=j

`(ẑi+1, ûi+1) ≤
N−j−1∑
i=0

β(`?(zj+1), i) = νN−j`
?(zj+1)

for constants νN−j defined as

νk :=

k−1∑
i=0

β(r, i)/r ≥ 0. (4.4)

Note that the constants νk are well-defined due to linearity of β in the first
argument r; note that νN ≥ 1 follows from the definition of β.

The following result is a direct extension of results outlined in [41, Theorem
6.15], which now accounts for potential suboptimality of an MPC solution.

Theorem 4.2.1. Consider a feasible γ-suboptimal primal solution y in the
sense of Definition 4.2.1 and the following optimisation problem

α? = min
`i,v

[∑N−1
i=0 `i − v
`0

− γ
]

(4.5)

s.t. v ≤
j∑
i=1

`i + νN−j`j+1 for j = 0, . . . , N − 2,

N−1∑
i=0

`i ≤ (γ + νN )`0, (`0, · · · , `N−1, v) ≥ 0.

If the optimal value, α?, is strictly positive, then the control law generated
by the (state-dependent) γ-suboptimal solution, i.e., u(x) = u0, satisfies the
hypothesis of Theorem 4.1.1.

Proof. Consider a γ-suboptimal primal solution y = (z,u), choose `i = `(zi, ui)
for i = 0, . . . , N − 1 and v = VN (z1), which are non-negative by definition. By
Definition 4.2.1 and from Assumption 4.2.1 we have that

N−1∑
i=0

`i ≤ VN (z0) + γ`0 ≤ (γ + νN )`0, (4.6)

thus, by Lemma 4.2.1, this choice of `0, . . . , `N−1, v satisfies the constraints.
Next, we assume that `0 > 0, as the result trivially holds if `0 = 0, since

z0 = x = 0 in this case.
As α? is the minimal value of the objective function, i.e.,∑N−1

i=0 `i − v
`0

− γ ≥ α?,
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by multiplying with `0 this results in

N−1∑
i=0

`i ≥ v + (α? + γ)`0. (4.7)

From equations (4.6) and (4.7) we have that the hypothesis of Theorem 1 is
satisfied, i.e.,

VN (z1) ≤ VN (z0)− α?`(z0, u0).

where α? > 0.

Proposition 4.2.1. The optimal value of the optimisation problem (4.5) is
given by

α? = 1− γ −
(γ + νN − 1)

∏N
i=2(νi − 1)∏N

i=2 νi −
∏N
i=2(νi − 1)

, (4.8)

where νi for i = 2, . . . , N are the constants from (4.4).

Proof. Let ¯̀
i = `i/̀ 0 (where `0 > 0) for i = 0, . . . , N − 1, and v̄ = v/̀ 0. Then

ᾱ = α? + γ − 1 where

ᾱ = min
¯̀
1,...,¯̀N−1,v̄

[N−1∑
i=1

¯̀
i − v̄

]
s.t. v̄ ≤

j∑
i=1

¯̀
i + νN−j ¯̀

j+1 for j = 0, . . . , N − 2,

N−1∑
i=1

¯̀
i ≤ γ + νN − 1, (¯̀

1, · · · , ¯̀
N−1, v̄) ≥ 0.

with the corresponding dual program

max
(w1,...,wN )≥0

−(γ + νN − 1)w1

s.t.


1 −νN −1 −1 . . . −1
1 0 −νN−1 −1 . . . −1
...

...
...

...
. . .

...
1 0 0 0 . . . −ν2

0 1 1 1 . . . 1




w1

w2

...
wN−1

wN

 ≥

−1
−1
...
−1
1

 ,

where γ + νN − 1 ≥ 0, as νN ≥ 1 and γ ≥ 0. Note that From Lemma 4.5.1 in
the appendix and due to strong duality

ᾱ = −
(γ + νN − 1)

∏N
i=2(νi − 1)∏N

i=2 νi −
∏N
i=2(νi − 1)

,

and (4.8) follows immediately.
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Figure 4.1: Contour plot of α?(N, γ) established by equation (4.8) for a case of
exponentially controllable system with c0 = 1.5 and σ = 0.9.

Remark 4.2.1. Theorem 4.2.1 and Proposition 4.2.1 relate the prediction hori-
zon length, degree of solution suboptimality, and closed-loop system performance
in a computationally tractable way. For example, considering a typical expo-

nentially controllable system where νi = c0
1−σi

1−σ for i = 2, . . . , N , c0 ≥ 1, and
σ ∈ (0, 1). Assuming c0 = 1.5 and σ = 0.9, the contour plot of α?(N, γ),
computed using (4.8), is depicted in Figure 4.1.

4.2.2 Primal-dual certificate

The closed-loop stability criterion, formulated in Theorem 1, and Defini-
tion 4.2.1 both rely on knowledge of the optimal cost at the current state,
which is not always available. As we show in the following, this can be avoided
by utilising a primal-dual certificate.

Lemma 4.2.2. Consider a primal-dual pair (y, s) such that

GN (y, s;x) ≤ ε.

Then the primal solution y and the dual solution s are respectively ε-accurate
primal and ε-accurate dual solutions in the sense of Definition 4.1.2, i.e.,

PN (y;x)− PN (y?;x) ≤ ε,
DN (s;x)−DN (s?;x) ≤ ε.
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Proof. Using weak duality, i.e.,

VN (x) = PN (y?;x) ≥ −DN (s?;x) ≥ −DN (s;x)

and GN (y, s;x) := PN (y;x) +DN (s;x) we have that

PN (y;x)− PN (y?;x) ≤ PN (y;x) +DN (s;x) ≤ ε.

Similarly, using PN (y;x) ≥ PN (y?;x) ≥ −DN (s?;x) we obtain

DN (s;x)−DN (s?;x) ≤ DN (s;x) + PN (y;x) ≤ ε.

This concludes the proof.

Figure 4.2 depicts the relationship between the solutions described in Lemma 4.2.2.

Corollary 4.2.1. Consider a primal-dual pair (y, s) such that

GN (y, s;x) ≤ γ`(x, u0) <∞

with γ ∈ [0, 1). Then y is a feasible γ-suboptimal primal solution in the sense
of Definition 4.2.1.

Proof. The duality gap for the primal-dual pair (y, s) is

GN (y, s;x) = PN (y;x) +DN (s;x)

= JN (y;x) + J∗N (−[C D]Ts;x) + 〈s,d〉
+ I≥0(−Cz −Du+ d) + I≥0(s)

= JN (y;x)− JN (y;x)− 〈s,Cx+Du− d〉
+ I≥0(−Cz −Du+ d) + I≥0(s),

where we use that y = y(s;x) and J∗N (−[C D]Ts;x) = 〈−[C D]Ts,y〉 −
JN (y;x). Consequently,

− 〈s,Cz +Du − d〉 + I≥0(s) + I≥0(−Cz −Du + d) ≤ γ`(x, u0) < ∞.

Thus, I≥0(s) = 0 and I≥0(−Cz −Du + d) = 0. Hence, y is feasible. From
Lemma 4.2.2, PN (y;x)−P(y?;x) ≤ γ`(x, u0). This along with Definition 4.2.1
complete the proof.

4.2.3 Complexity minimisation subject to stability guar-
antee

The problem of complexity minimisation (4.3) includes the solution accuracy
ε as a decision variable. The idea of γ-suboptimal solutions, which come with the
primal-dual certificate as a test for γ-suboptimality, suggests that ε = γ`?(x)
is a natural choice for the solution accuracy. This choice allows for a new
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{y|PN (y)− PN (y?) ≤ ε} {s|DN (s)−DN (s?) ≤ ε}

{(y, s)|GN (y, s) ≤ ε}

Prim
al

sp
ac

e Dual space

Projection on
the dual space

Projection on
the primal space

Figure 4.2: Relationship between the sets of ε-accurate primal and dual so-
lutions, i.e., sets {y|PN (y;x) − P(y?;x) ≤ ε} and {s|DN (s;x) − DN (s;x) ≤
ε} respectively, and the projections onto the primal and dual spaces of set
{(y, s)|GN (y, s;x) ≤ ε}.

decision variable γ ∈ [0, 1), but introduces state-dependence in the optimisation
problem of interest. In this way, we formulate the problem of MPC complexity
minimisation with an optimisation algorithm A at hand as follows

min
γ∈[0,1),N≥2

TA(N, γ`?(x))× compA(N) (4.9)

s.t. 1− γ −
(γ + νN − 1)

∏N
i=2(νi − 1)∏N

i=2 νi −
∏N
i=2(νi − 1)

≥ αmin,

where TA(γ`?(x), N) is the number of iterations to reach the γ-suboptimal so-
lution, compA(N) is complexity of a single iteration and αmin > 0 is a design
parameter, which is the desired lower bound on system closed-loop performance.

Remark 4.2.2. If TA(N, γ`?(x)) is monotonically decreasing in γ, then the
constraint in (4.9) is active at the optima (when feasible) with γ = γ?(N),
where γ?(N) is obtained from

γ?(N) = 1− αmin +
αmin − νN∏N
i=2

νi
νi−1

. (4.10)

4.3 Application to different algorithms

For an iteration obtained from the early termination of an optimisation
algorithm to be accepted as a γ-suboptimal solution to (4.1) using the afore-
mentioned primal-dual certificate, this iteration should be feasible and have
a feasible dual counterpart in order to satisfy GN (y, s;x) < ∞. With stan-
dard optimisation algorithms this might never be satisfied, thus special versions
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of the algorithms are needed: feasible-interior-point methods in contrast to the
infeasible-interior-point methods, a dual gradient descent with constraints tight-
ening instead of the dual gradient descent, a primal log-barrier gradient descent
as an alternative to the primal gradient descent. Since the convergence rates
for the most of the optimisation algorithms are established in the worst-case
sense, as well as the proposed stability under subpoptimality result, and are
conservative, the outcome of the complexity minimisation framework, e.g., the
prediction horizon length, can potentially be far from practical values.

Here we consider three optimisation algorithms from different families which
one can use to solve constrained MPC problems, namely the

1. Primal-dual interior point method,

2. Dual gradient projection method,

3. Primal log-barrier gradient descent.

In what follows we shortly describe the algorithms, and illustrate how the de-
veloped framework can be applied in different scenarios.

4.3.1 Primal-dual interior point method (PDIPM)

The primal-dual interior point method operates in the domain of both pri-
mal and dual variables, and preserves the smoothness properties of inequality-
constrained problem (4.1). It considers the Lagrange function

L(z,u,λ, s;x) =

N−1∑
i=0

[
`(zi, ui) + 〈λi+1, f(zi, ui)− zi+1〉

+ 〈si, Czi +Dui − d〉
]

+ 〈λ0, x− z0〉,

where λ = (λ0, . . . , λN ) are the Lagrange multipliers, and utilises the Newton
method to solve the perturbed KKT system for decaying scalar perturbation
µ > 0:

∇zL(z,u,λ, s;x) = 0, (4.11)

∇uL(z,u,λ, s;x) = 0,

∇λL(z,u,λ, s;x) = 0,

S(Cz +Du− d) + µe = 0,

Cz +Du− d < 0, s > 0,

where S = diag[s] and e is the vector of all ones. Although the complexity
of a Netwon step is known to scale cubically with problem size, exploitation of
block-sparsity allows for linear complexity in N (e.g., [5]), i.e.,

compPDIPM (N) = O(N).

For a path-following interior point method applied to convex quadratic prob-
lems, given the primal-dual initial solution (y(0), s(0)) for system (4.11) with
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µ = ε0, the total number of iterations to reach a solution of (4.11) for µ = ε is
as follows (see [47] for further details)

TPDIPM = O
(√
N log

ε0

ε

)
.

Scheduling solver termination as soon as the primal-dual certificate holds, i.e.,

GN (y, s;x) =

N−1∑
i=0

〈si,−Czi −Dui + d〉 = Nlµ ≤ γ`?(x),

where `?(x) = minu∈U(x) `(x, u) and x is the current state of the system, opti-
misation problem (4.9) can be cast as follows

min
γ∈[0,1),N≥2

N1.5 log
( Nlε0

γ`?(x)

)
(4.12)

s.t. 1− γ − νN + γ − 1∏N
i=2

νi
νi−1 − 1

≥ αmin.

For each N the objective function is strictly decreasing in γ. Thus, what is
stated in Remark 4.2.2 applies. The optimisation problem (4.12) involves the
discrete decision variable N , and one possible way to solve it is to start with
N = 2, compute and check whether γ?(N) ∈ [0, 1), increment N and repeat.
The process is terminated when γ∗(N) ∈ [0, 1) and the value of the objective
function can not be further reduced by increasing N .

Although no theoretical guarantees for an optimal choice of N in terms of
complexity minimisation can be given if (4.12) is applied to the analysis of
problems other than convex quadratic, in the following section we show that it
still can serve as a reasonable indicator for a good choice of N .

4.3.2 Dual gradient projection method (DGPM)

For some MPC problems the convex conjugate of JN (y), i.e., J∗N (v), can be
readily computed, and solving the dual problem (4.2) rather than problem (4.1)
becomes less challenging due to the simple structure of its domain, i.e., s ≥ 0.
For example, consider an MPC problem with quadratic stage costs and linear
dynamics, i.e.,

min
z,u

1

2
(zTQz + uTRu)

s.t. Az +Bu = bx

Cz +Du ≤ d,

whereA,B, b together encode the dynamics constraints of problem (4.1). Then,
the corresponding dual problem is

min
s

J∗N (−[C D]Ts;x) + 〈s,d〉

s.t. s ≥ 0.
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with the following dual cost

J∗N (−[C D]Ts;x) =
1

2

CTs
DTs
−bx

T Q 0 AT

0 R BT

A B 0

−1 CTs
DTs
−bx

 .
Given a dual solution s, the corresponding primal solution y(s) can be restored
as zu

λ

 = −

Q 0 AT

0 R BT

A B 0

−1 CTs
DTs
−bx

 =: −H−1

CTs
DTs
−bx

 ,
where λ are the Lagrange multipliers. One can avoid direct computation of the
matrix inverse, as H−1 appears only as a matrix-vector product, i.e.,

∇J∗N (−
[
C D

]T
s;x) = −

[
C D 0

]
H−1

CTs
DTs
−bx


= −Cz −Du.

Due to the block-sparsity property of H computation of (z,u,λ) has linear
complexity in N , thus

compDGPM (N) = O(N).

In this way the projected gradient descent results in the following updates

s(t+1) =
[
s(t) + η(Cz +Du− d)

]
+
,

where η is a positive step size, and the operator [ · ]+ projects its argument to
the non-negative orthant.

In order to ensure feasibility of y(s) and to use the the primal-dual certifi-
cate for early termination, additional care should be taken, e.g., by tightening
constraints as in [44]. Nevertheless, in the following we use the convergence rate
of the dual optimality errors to estimate the number of iterates. The number of
iterations to get a feasible ε-accurate dual solution when stepsize η = 1/L̂N is
used is as follows

TDGPM = O
(

log
L̂N‖s(0) − s?‖2

ε

)
, (4.13)

where L̂N = ‖
[
C D 0

]
H−1

[
C D 0

]T ‖ is the Lipschitz constant of the
gradient of the dual objective function. Thus, complexity minimisation problem
(4.9) for A = DGPM becomes

min
γ∈[0,1),N≥2

N log
L̂N‖s(0) − s?‖2

γ`?(x)

s.t. 1− γ − νN + γ − 1∏N
i=2

νi
νi−1 − 1

≥ αmin,
(4.14)

where both ‖s(0) − s?‖ and `?(x) are functions of initial state x. Note that
the objective function is monotonically decreasing in γ, thus what is stated in
Remark 4.2.2 applies.
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4.3.3 Primal log-barrier gradient descent (PLGD)

To enforce strict feasibility of the intermediate iterates, the inequality con-
straints in optimisation problem (4.1) can be replaced with logarithmic barriers
to get the following equality-constrained optimisation problem

min
u

N−1∑
i=0

ˆ̀(zi, ui) with z0 = x and zi+1 = f(zi, ui),

where

ˆ̀(zi, ui) = `(zi, ui)− µ
l∑

j=1

log(−cj(zi, ui)),

scalar µ ≥ 0 is a (small) barrier parameter, and cj(zi, ui) is the j-th component
of c(zi, ui) := Czi +Dui − d.

The dynamics is explicitly resolved (condensed form), i.e., we use z0 = x and
zi+1 = f(zi, ui), and optimisation is conducted in the space of control inputs,
i.e., for stepsize η > 0

u(t+1) = u(t) − ηg(u(t)),

where g(u(t)) = (g0, . . . , gN−1) is found from

λi = ∇x ˆ̀(zi, u
(t)
i ) + fTx (zi, u

(t)
i )λi+1,

gi = ∇u ˆ̀(zi, u
(t)
i ) + fTu (zi, u

(t)
i )λi+1,

for i = {0, . . . , N − 1}, and λN = 0. One can notice that the complexity of the
updates is linear in N , i.e.,

compPLGD(N) = O(N).

Increasing the prediction horizon N potentially leads (depending on the system)
to ill-conditioning, which slows down the convergence. Also, the logarithmic
barrier terms make the gradient of the objective function no longer Lipschitz
continuous. There is no analytical expression for TPLGD(N, ε), however, one
may obtain an estimate of it empirically as demonstrated in Section 4.4. Given
this empirical estimate for TPLGD(N, ε) one still may solve (4.9) forA = PLGD.

4.4 Simulation results

In this section, we illustrate the complexity minimization framework by ap-
plying it to three MPC problems with a specific optimisation algorithm at hand.

4.4.1 Example 1: Nonholonomic robot + Interior-point
method

The framework also can be applied to (mildly) nonlinear cases under assump-
tion of local convexity, required for the dual problem to be correctly identified.
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Figure 4.3: Optimal values for the degree of suboptimality

Here we apply the proposed framework to the following nonholonomic robot

x+ =

x1

x2

x3

+ τ

u1 sinc
(
u2τ/2

)
cos
(
x3 + u2τ/2

)
u1 sinc

(
u2τ/2

)
sin
(
x3 + u2τ/2

)
u2


where x =

[
x1 x2 x3

]T
and u =

[
u1 u2

]T
are state and input vectors, which

are subject to the following constraints:

−

 2
2
∞

 ≤ x ≤
 2

2
∞

 and −
[

0.6
π/4

]
≤ u ≤

[
0.6
π/4

]
,

and τ is the sampling time. The stage cost is chosen as follows

`(x, u) = q1x
4
1 + q2x

2
2 + q3x

4
3 + r1v

4 + r2w
4,

where q1 = 1, q3 = 0.1, r1 = q1τ/2, r2 = q3τ/2, and consider combinations of
q2 = 2, 5 and τ = 0.5, 0.25. We use the expressions for νi for i = {2, . . . , N}
provided in [48].

We apply the complexity minimisation framework, given by optimisation
problem (4.12), with αmin = 0.1, where we assume ε0 = `?(x) to make the
objective function independent of x. This choice of ε0 is a heuristic, since the
initial guesses for a solution of (4.1) might not satisfy the perturbed KKT system
with µ = ε0. The function γ?(N) is plotted in Figure 4.3 with bold points being
the values for γ and N , which optimise the algorithmic complexity in (4.9). The
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Table 4.1: Optimal solution (N?, γ?(N?))

q2=2 q2=5
τ = 0.5 (28, 0.087) (22, 0.082)
τ = 0.25 (55, 0.064) (43, 0.071)
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Figure 4.4: Computational complexity over prediction horizon length for differ-
ent system parameters.

optimal values of N in terms of computational complexity and corresponding
optimal degrees of suboptimality γ? are provided in Table 4.1. The objective
function of optimisation problem (4.12) is plotted in Figure 4.4.

We solve the MPC problem for the given system at x =
[
0 1 0

]T
mul-

tiple times using a nonlinear primal-dual interior-point solver, namely IPOPT
(see [38]), with random initial solution guesses, and measure the computational
efforts as a product of the number of iterations required to obtain the solution
of prescribed accuracy γ?(N) (using primal-dual certificate) and the prediction
horizon N . The mean values and standard deviations of the computational
efforts during the experiment are plotted in Figure 4.5. One of the key ob-
servations is that the considerations for an optimal computational complexity
are not true anymore (since we are considering a nonlinear system), but the
experimental results still suggest that (4.12) serves as a good guideline how to
choose N , and in any case stability and performance are guaranteed (due to the
constraint in (4.12)).

46



20 25 30 35 40 45 50 55 60 65 70

400

600

800

1,000

1,200

1,400

1,600

N

N
u

m
b

er
of

it
er

at
io

n
s
×

N
q2=5, τ=0.5
q2=2, τ=0.5
q2=5, τ=0.25
q2=2, τ=0.25

Figure 4.5: Mean and standard deviation of the measured computational efforts
for different system parameters.

4.4.2 Example 2: Distributed MPC + Dual gradient de-
scent

We consider a system consisting of two robots moving on the x-y plane, each
modelled as a two-dimensional double integrator, i.e.,

x+ =


1 0.5 0 0
0 1 0 0
0 0 1 0.5
0 0 0 1

x+


0.125 0
0.5 0
0 0.125
0 0.5

u,
where the state vector x = [x1 x2 x3 x4]T contains the position and velocity
along the x-axis followed by the position and velocity along the y-axis, and the
input vector u = [u1 u2]T . We now use “primes” to highlight that the states and
inputs correspond to different robots, i.e., x′ and u′ versus x′′ and u′′. We use
the separable quadratic stage cost, i.e., `((x′, x′′), (u′, u′′)) = q(x′, u′)+q(x′′, u′′),
where

q(x, u) =
1

2

(
xT


1 0 0 0
0 0.1 0 0
0 0 1 0
0 0 0 0.1

x+ uT
[
1 0
0 1

]
u
)

and individual input constraints

−
[
1
1

]
≤ u′ ≤

[
1
1

]
and −

[
1
1

]
≤ u′′ ≤

[
1
1

]
.
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Figure 4.6: The first term, − log γ?(N), of equation (4.15).

The state constraint is to remain within certain distance to each other, i.e.,

−0.5 ≤ x′1 − x′′1 ≤ 0.5 and − 0.5 ≤ x′3 − x′′3 ≤ 0.5.

We use the dual gradient projection method with the constraints tightening
technique to enforce finite-time primal feasibility as in [44], with zero initial
guess for the dual solution, and terminate the solver as soon as the primal-
dual certificate holds. Coefficients νi for i = {2, . . . , 100} are computed as
νi = max(x′,x′′)∈V

[
Vi
(
(x′, x′′)

)
/`?
(
(x′, x′′)

)]
by sampling initial states (x′, x′′)

from hypercube V = {(x′, x′′) ∈ R8 | ‖(x′, x′′)‖∞ ≤ 1}, what requires solving the
corresponding MPC problems exactly. For complexity minimisation framework
we choose αmin = 0.1 and use γ = γ?(N).

First we consider the equation for the number of iterations (4.13), and rep-
resent it as follows

log
L̂N‖s(0) − s?‖2

γ?(N)`?
(
(x′, x′′)

) = − log γ?(N) + log
L̂N‖s(0) − s?‖2

`?
(
(x′, x′′)

) , (4.15)

where L̂N is (numerically) found to be equal to 200 regardless of N . The first
term is state-independent, and is plotted in Figure 4.6, while the second term
remains hard to analyse. One can note, however, that when s(0) = 0 the second
terms is bounded (assuming the dual variables can be a priori bounded). This
is due to the fact that for (x′, x′′) sufficiently close to the origin the inequality
constraints are inactive at the optima. We refer to [49] for the arguments on
the possibility to drop the constraints when VN

(
(x′, x′′)

)
≤ νN `

?((x′, x′′)) is
sufficiently small.
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Figure 4.7: Mean and standard deviation of the measured number of iterations
for γ = γ?(N).

As demonstrated experimentally in Figure 4.7, the mean number of dual
iterations TDGPM is not increasing with N , where the initial states are sampled
from V, which agrees with the curved shape of the first term in (4.15). With
linear complexity of a single iteration the mean and standard deviations of
computational efforts become as depicted in Figure 4.8, creating a convex shape
of the estimate of the computational efforts. This supports the idea of existence
of the optimal (in average) trade-off point in optimising the complexity, and
allows to approximately identify it.

4.4.3 Example 3: Crane + Log-barrier gradient descent

Here we consider a discrete-time system, which is a model of a crane, i.e.,

x+ =


1 0.2 −0.0362 −0.0025
0 1 −0.3334 −0.0362
0 0 0.5653 0.1701
0 0 −4.0003 0.5953

x+


0.0394
0.3900
0.0739
0.6803

u,
where state vector x =

[
x1 x2 x3 x4

]T
consists of the crane’ position x1

and velocity x2, angular position x3 and velocity x4. The system is subject to
the following constraints

−1 ≤ x1 ≤ 1, −1 ≤ x3 ≤ 1 and − 1 ≤ u ≤ 1,

and the stage costs is

`(x, u) = x2
1 + 0.1x2

2 + x2
3 + 0.1x2

4 + 0.01u2.
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Figure 4.8: Mean and standard deviation of the measured computational efforts
for γ = γ?(N).

Coefficients νi for i = {2, . . . , 70} are computed as νi = maxx∈V
[
Vi(x)/`?(x)

]
by sampling initial states x from hypercube V = {x ∈ Rn | ‖x‖∞ ≤ 1}.

Next, we investigate the experimental output of the complexity minimisa-
tion framework applied to this problem with αmin = 0.1 and N = {2, . . . , 70}.
For this we sample initial states from V = {x ∈ Rn | ‖x‖∞ ≤ 1}, and solve the
MPC problem to the required degree of suboptimality γ = γ?(N), established
from (4.10). The mean values and standard deviation of the product of the
number of iterations and horizon length are plotted in Figure 4.9. The mini-
mum of the mean computational efforts is achieved in the interval N ∈ [40, 45].
Although the minimum of computational efforts here was obtained empirically,
strict guarantees on system stability and performance are not compromised –
the closed loop achieves a performance of at least αmin > 0.

4.5 Summary

We proposed a framework for algorithmic complexity minimisation as an
alternative to the “use the shortest prediction horizon such that the system is
closed-loop stable” approach. The framework is to be used during the design
and verification of MPC schemes without terminal conditions, is applicable to
a wide selection of MPC solvers, and allows for strict closed-loop performance
guarantees. While rigorous guarantees on an optimal choice of the prediction
horizon length can hold only in special cases (linear-quadratic MPC), numerical
examples demonstrates that the framework and its outcomes remain applicable

50



40 45 50 55 60 65 70
0

2

4

6
·105

N

N
u

m
b

er
of

it
er

at
io

n
s
×

N

Figure 4.9: Measured computational efforts over different prediction horizon
lengths for γ = γ?(N).

for the practical implementations of optimisation algorithms. In particular, the
results show that one might decrease computational efforts associated with MPC
control by increasing the prediction horizon length above the minimum stabil-
ising value and scheduling early termination of the algorithm at a suboptimal
solution.

Auxiliary lemma

Lemma 4.5.1. Consider the following linear program

max
w≥0

−(γ + νN − 1)w1 (4.16)

s.t.


1 −νN −1 −1 . . . −1
1 0 −νN−1 −1 . . . −1
...

...
...

...
. . .

...
1 0 0 0 . . . −ν2

0 1 1 1 . . . 1




w1

w2

...
wN−1

wN

 ≥

−1
−1
...
−1
1

 ,

where ν2, . . . , νN are real non-negative scalars, νN ≥ 1 and γ ∈ [0, 1). Its

optimum value is − (γ+νN−1)
∏N

i=2(νi−1)∏N
i=2 νi−

∏N
i=2(νi−1)

.
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Proof. Let

A :=


1 −νN −1 −1 . . . −1
1 0 −νN−1 −1 . . . −1
...

...
...

...
. . .

...
1 0 0 0 . . . −ν2

0 1 1 1 . . . 1

 , b :=


−1
−1
...
−1
1

 .

Consider a point, w, which satisfies the inequality constraints with equality
sign, i.e., Aw = b. This point exists and is unique. This is due to the fact that

|det(A)| = |1 +
∑
i1

νi1 +
1

2!

∑
i1 6=i2

νi1νi2 + . . .

+
1

(N − 2)!

∑
i1 6=i2 6=... 6=iN−2

νi1νi2 . . . νiN−2
| 6= 0,

where indices i1, i2, . . . , iN−2 ∈ {2, 3, . . . , N}. Now consider a new point, w+,
obtained by taking an η-size step in the direction of the gradient of the objective
function, i.e.,

w+ = w + ηg,

where g = −
[
(γ + νN − 1) 0 . . . 0

]T
. Since w+ violates the constraints for

any η > 0, i.e.,

Aw+ = Aw + ηg = b+ ηg

= b− η
[
(γ + νN − 1) 0 . . . 0

]T
� b,

where γ + νN − 1 ≥ 0, no further improvement can be made in maximising the
objective function. We conclude that w is the optimal point. Solving Aw = b
for w1 results in

w1 =

∏N
i=2(νi − 1)∏N

i=2 νi −
∏N
i=2(νi − 1)

.

Substituting this in (4.16) completes the proof.
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Chapter 5

Minimax Approximate
Explicit MPC

The well known advantage of Model Predictive Control (MPC) is that it can
utilise dynamic system models in optimising the cost whilst satisfying inher-
ent constraints of the system. However, for some situations the complexity of
the optimisation problem itself precludes the solution in real time. Therefore,
extensive attention has been paid to sub-optimal solutions of the optimisation
problems to reduce the computational costs associated with MPC [26]–[28]. Mo-
tivated by similar reasons, several techniques of input parametrisation, aimed at
reducing the number of decision variables, have also been considered [29]–[31].

One may try to compute the optimal control law explicitly (Explicit MPC)
as a solution of corresponding multiparametric problem and use it without solv-
ing the MPC problem online [12]. However, this approach is limited to linearly
constrained quadratic problems and is known to have scalability issues associ-
ated with the nature of algorithms for solving these problems [12], [21], [50].
Thus, the ideas of Semi-Explicit [51] or Approximate Explicit MPC [35] might
be utilised to parametrize or approximate the optimal control law.

During the offline phase of Approximate Explicit MPC, a sub-optimal control
law is defined over the same region of state space. As an important requirement,
the control law has to produce sufficient decrease of a Lyapunov function can-
didate over the region where it is defined to guarantee asymptotic stability of
the origin. Once this fact is established, the region is said to have a stability
certificate, otherwise the region should be partitioned (with further refinement
of the control law) until the stability certificate is obtained.

One of the challenges in this approach is that the certification procedure
becomes computationally intractable for an arbitrary defined control law. A
proposed approach to deal with this issue is the use of barycentric coordinates
[35]. In such approaches, the control law is obtained by a special convex combi-
nation of a priori -computed optimal control inputs at finitely many points and
stability certificate is tested by means of convex programming.

53



In the online phase, the partition and the sub-optimal control law are stored
and used to compute the control input at demand. To evaluate the sub-optimal
control law, first, one solves a point location problem: for a given system state
the region, which contains this state, has to be found among all stored regions.
Then, the control input is computed based on the sub-optimal control law de-
fined for this region.

With these factors in mind, several approaches have been presented in the
literature to approach the problem of partitioning: triangulation [22], Haus-
dorff distance optimal polytopic partition [23] and orthogonal multiresolution
partition [24]. The aforementioned ways of implementing an approximate MPC
solution are subject to trade-off between computational efforts, memory require-
ments for storing the partition, and a level of conservatism of a certification
procedure used.

The main contribution of this chapter is a novel way of computing barycen-
tric coordinates and a corresponding stability certificate, which greatly reduces
the number of regions in the final partition in comparison to the state-of-the-
art approach. Proposed barycentric coordinates are computed as a solution
to a small-scale linear program, which makes them computationally tractable.
The connection between the certificate and the coordinates reduces the level of
conservatism in the certification procedure. We also introduce an anisotropic
way of the partitioning, which uses sensitivity of the underlying optimisation
problem.

The remainder of this chapter is organised as follows. Section 5.1 gives a
brief introduction to stability and recursive feasibility results in Approximate
Explicit MPC framework. In Section 5.2, the first contribution of this chapter is
discussed, where a less conservative stability certification procedure is proposed
together with a barycentric function corresponding to this certificate. In Section
5.3, a method to decrease the total number of regions by performing anisotropic
partitioning is introduced. In Section 5.4, we provide numerical comparisons of
existing and proposed approaches and illustrate applicability of the proposed
approach on a two-wheeled balancing robot. Concluding remarks are presented
in Section 5.5.

5.1 Problem formulation and theoretical back-
ground

The main problem of interest is presented below.

Problem 5.1.1. Reduce the number of regions in Approximate Explicit MPC
formulations by:

1. Proposing a certification procedure and a barycentric function that result
in stability preserving control laws under less conservative requirements
than existing methods;
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2. Extending an orthogonal partitioning strategy to establish the certification
whilst requiring fewer regions than existing methods.

In this section, the relevant preliminaries leading up to the approximate
MPC problem are introduced, which allows consideration of alternative certifi-
cation and partitioning strategies.

5.1.1 Linear model predictive control

Consider a linear controllable discrete-time system with state and input ma-
trices A ∈ Rn×n and B ∈ Rn×m:

x+ = Ax+Bu. (5.1)

Vectors x ∈ Rn and u ∈ Rm are system state and input respectively, subject to
the following constraints:

x ∈ X , u ∈ U , (5.2)

where X ⊆ Rn and U ⊆ Rm are closed convex polyhedrons whose interior
contains the origin. Define function q(x, u) to be a cost for being in state x and
taking action u:

q(x, u) is convex in x and strictly convex in u,

q(x, u) > 0 everywhere, except q(0, 0) = 0.
(5.3)

We also introduce a control invariant set Xf ⊆ X for the system and a strictly
convex function p(x): p(0) = 0 and

∀x ∈ Xf , ∃u ∈ U : Ax+Bu ∈ Xf and p(Ax+Bu)− p(x) ≤ −q(x, u). (5.4)

Consider the task of driving the system to the origin from the current state
x, while minimizing a cost over the prediction horizon N and satisfying the
constraints:

J?(x) = min
z,u

J(z,u) =

N−1∑
k=0

q(zk, uk) + p(zN )

s.t. zk+1 = Azk +Buk, k = 0, . . . , N − 1

zk ∈ X , uk ∈ U , zN ∈ Xf , z0 = x,

(5.5)

where u = (u0, . . . , uN−1) and z = (z0, . . . , zN ) are vectors of decision variables.
Equality constraints in (5.5) can be eliminated, so objective becomes a func-

tion of the current state and control inputs: J(x,u). We denote the minimiser
of (5.5) as u? = (u?0, . . . , u

?
N−1) and use notation u?(x) to point out that it is a

function of x. The key idea of the MPC framework is to use u(t) = u?0(x(t)) as
a feedback control law.

We denote with X0 ⊆ X the set of all admissible states, i.e., (5.5) is feasible
for all x ∈ X0. If feasibility of (5.5) for x(0) implies its further feasibility along
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the closed-loop trajectory x(t) for t > 0, then MPC control is called recursively
feasible. Asymptotic stability of the origin of the system under the recursively
feasible MPC control can be guaranteed by the existence of a strictly decreas-
ing Lyapunov function. If J?(x) satisfies (5.4), then it is a suitable Lyapunov
function candidate [52].

5.1.2 Approximate Explicit MPC

In what follows we present a slightly modified version of [35, Theorem 14.1],
which introduces sufficient conditions for the stability under a feasible sub-
optimal control law ũ0(x), i.e., the law obtained from a sequence of first elements
of feasible solutions ũ(x) of (5.5).

Theorem 5.1.1. Consider a linear system subject to constraints, as described
by (5.1) and (5.2), and the control law ũ0(x) obtained from a sequence of first
elements of feasible solutions ũ(x) of (5.5). If ũ(x) for all x ∈ X0 satisfies

J(x, ũ(x)) ≤ J?(x) + γ(x),

where γ(x) < q(x, ũ0(x)) and J?(x) is the optimal cost, then the origin of the
system is asymptotically stable under suboptimal control law ũ0(x) with a domain
of attraction X0.

Proof. The proof follows the same steps as the proof of Theorem 14.1 in [35]
and terminates at the equation (14.8).

Remark 5.1.1. As it will become clear later, multiple convenient choices of γ(x)
are possible, e.g., γ(x) = γ0q(x, 0), where γ0 ∈ (0, 1), or γ(x) = γ0q(x, ũ0(x))−ε,
where γ0 = (0, 1] and ε > 0.

Barycentric interpolation

It is intractable to use Theorem 5.1.1 to provide a stability certificate for
an arbitrary feasible control law. Thus, we consider a framework of generalised
barycentric coordinates1 and use it to define a feasible control law accompanied
by a tractable stability and suboptimality certification procedure. Consider a
set of points vi ∈ Rn for i ∈ I = {1, . . . , d} and denote with V its convex hull:

V :=
{∑
i∈I

αiv
i | αi ≥ 0,

∑
i∈I

αi = 1
}
.

For any point inside V there is a (possibly non-unique) vector of coordinates,
as defined in what follows:

1The word “generalized” is omitted for the sake of brevity in the remainder of the chapter.
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Definition 5.1.1 (Barycentric coordinates). Consider a set of points vi ∈ Rn
for i ∈ I = {1, . . . , d}, its convex hull V , and a point x ∈ V . We call Λ(x) the
set of barycentric coordinates for point x:

Λ(x) :=
{
λ ∈ Rd | λi ≥ 0,

∑
i∈I

λi = 1,
∑
i∈I

λiv
i = x

}
.

We call a mapping between the elements of V and its barycentric coordinates
a barycentric function.

Definition 5.1.2 (Barycentric function). Consider a set of points vi ∈ Rn
for i ∈ I = {1, . . . , d} and its convex hull V . A mapping w : Rn → Rd is
called a barycentric function if for every x ∈ V its image w(x) is its barycentric
coordinates, i.e., wi(x) ≥ 0,

∑
i∈I wi(x) = 1,

∑
i∈I wi(x)vi = x.

The introduction of these functions enable the way of defining a sub-optimal
control sequence

ũ(x) =
∑
i∈I

wi(x)u?(vi), (5.6)

where u?(vi) are the optimisers of (5.5) for vi ∈ X0 and w(x) is a barycentric
function. Since (5.5) is feasible for all vi, the convex hull property is satisfied
for ũ(x), i.e., the convex combination of points from a convex region is a point
inside the region. Thus, ũ(x) is a feasible control sequence which leads to state
constraints satisfaction [24]. Moreover, for all x inside V the following holds
(Lemma 14.2 in [35]):

J(x, ũ(x)) ≤
∑
i∈I

wi(x)J?(vi) ≤ max
λ∈Λ(x)

∑
i∈I

λiJ
?(vi). (5.7)

Corollary 5.1.1. If δV ≥ 0 (or δV ≥ ε > 0 if γ0 = 1), then ũ(x) satisfies the
hypothesis of Theorem 5.1.1 where

δV := min
x∈V,λ∈Λ(x)

J?(x) + γ0q(x, 0)−
∑
i∈I

λiJ
?(vi). (5.8)

This corollary follows from Remark 5.1.1, convexity of q(x, u) and (5.7), as
the following is true for all x ∈ V :

δV ≤ J?(x) + γ0q(x, ũ0(x))− J(x, ũ(x)).

Definition 5.1.3 (Worst-case certificate). We call the stability certificate es-
tablished by obtaining a positive δV , the worst-case certificate, as stability is
guaranteed for arbitrary choice of barycentric coordinates [24].

Remark 5.1.2. Motivation for the worst-case certificate is convexity of the op-
timisation problem, defined in (5.8). However, the gap between the worst-case
certification and a particular choice of barycentric functions may lead to conser-
vatism. Consequently, the first goal in Problem 1 can be restated as proposing
a certification procedure and barycentric function that satisfies Theorem 5.1.1
with lower conservatism than the worst-case certificate introduced in Definition
5.1.3.
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5.2 LP barycentric coordinates and a new sta-
bility certificate

In this section we introduce a novel way to compute barycentric coordi-
nates by means of linear programming along with a stability test, which is less
conservative than the worst-case test.

5.2.1 LP barycentric coordinates

Consider a set of points vi ∈ Rn for i ∈ I = {1, . . . , d}, its convex hull V and
assume that (5.5) is feasible for all vi, i.e., there exist a minimiser u?(vi) for
the problem initialized at x = vi. We introduce a barycentric function λ?(x),
which is defined as an optimiser of the linear program:

λ?(x) = arg min
λ∈Λ(x)

∑
i∈I

λiJ
?(vi). (5.9)

Using the LP barycentric coordinates introduced above and assuming that they
are uniquely defined, the sub-optimal control input û(x) is proposed:

û(x) =
∑
i∈I

λ?i (x)u?(vi). (5.10)

Note that λ?(x) is evaluated online by solving the corresponding linear program
numerically. Luckily, its computational complexity is decoupled from system
dynamics, constraints and implementation of partitioning and certification pro-
cedure.

5.2.2 Minimax stability certificate

The following theorem forms the basis for a new stability certificate, which
takes advantage of a tight upper bound on the total cost of the sub-optimal
control law to construct a less conservative test than the one based on the
worst-case certificate:

Theorem 5.2.1. Consider a set of points vi ∈ Rn for i ∈ I = {1, . . . , d}, its
convex hull V and an approximate solution, given by (5.10), of the multipara-
metric problem, arising from (5.5). Define ∆V as follows:

∆V := min
x∈V

max
λ∈Λ(x)

J?(x) + γ0q(x, 0)−
∑
i∈I

λiJ
?(vi). (5.11)

If ∆V ≥ 0, then the following is true for all x ∈ V :

J(x, û(x)) ≤ J?(x) + γ0q(x, û0(x)).
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Proof. The first two terms on the right hand side of (5.11) are not functions of
λ, thus:

min
x∈V

max
λ∈Λ(x)

[
J?(x) + γ0q(x, 0)−

∑
i∈I

λiJ
?(vi)

]
=

min
x∈V

[
J?(x) + γ0q(x, 0)− min

λ∈Λ(x)

∑
i∈I

λiJ
?(vi)

]
.

Since the control law is defined as the convex combination, we use the convexity
bound on J(x, û(x)):

J(x, û(x)) ≤ min
λ∈Λ(x)

∑
i∈I

λiJ
?(vi).

Thus, from the convexity of q(x, u):

∆V ≤ J?(x) + γ0q(x, û0(x))− J(x, û(x)).

If ∆V ≥ 0, then û(x) meets conditions outlined in the hypothesis of Theorem
5.1.1.

Remark 5.2.1. It is worth noting that the inequalities

J(x, û(x)) ≤ min
λ∈Λ(x)

∑
i∈I

λiJ
?(vi) ≤ max

λ∈Λ(x)

∑
i∈I

λiJ
?(vi)

hold with equality only if J(x,u) is a linear function of its arguments, i.e.,

J
(∑
i∈I

wi(x)vi,
∑
i∈I

wi(x)u?(vi)
)

=
∑
i∈I

wi(x)J
(
vi,u?(vi)

)
.

Remark 5.2.2. Note that ∆V ≥ δV . As it will be later demonstrated in the
numerical experiments, in numerous cases ∆V ≥ 0 for λ?i (x), while δV < 0.

5.2.3 Algorithm for computing ∆V

Consider (5.9) as a multiparametric linear program:

f(x) = min
λ∈Λ(x)

∑
i∈I

λiJ
?(vi). (5.12)

Note that f(x) is convex and piece-wise affine in x (see [50] for details), so
computing ∆V using (5.11) requires minimisation of the difference of two convex
functions. It is not a convex problem. However, it can be split into convex
optimisation problems as described below.

Theorem 5.2.2. Consider a set of points vi ∈ Rn for i ∈ I = {1, . . . , d}, its
convex hull V and assume (5.5) is feasible for all vi. Consider the minimax
problem:

∆V = min
x∈V

max
λ∈Λ(x)

[
J?(x) + γ0q(x, 0)−

∑
i∈I

λiJ
?(vi)

]
.
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There exist a partition of V into a finite number of convex regions Vj, where
j = 1, . . . , p, such that the problems

∆Vj = min
x∈Vj

[
J?(x) + γ0q(x, 0)−

∑
i∈I

λ?i (x)J?(vi)],

are convex and ∆V = min(∆V1
, . . . ,∆Vp

).

Proof. We can transform the original problem into an equivalent one, as its first
two terms are not functions of λ:

min
x∈V

max
λ∈Λ(x)

[
J?(x) + γ0q(x, 0)−

∑
i∈I

λiJ
?(vi)

]
=

min
x∈V

[
J?(x) + γ0q(x, 0)− min

λ∈Λ(x)

∑
i∈I

λiJ
?(vi)

]
.

Now consider a multiparametric linear program (5.12). It is known that f(x) is
a continuous convex piece-wise affine function of parameter x ∈ V (see [50] for
details).
We select regions Vj to be convex regions, where f(x) is purely affine, such that
their union is V , and denote with fj(x) the affine piece of f(x) over the region
Vj .
In this way, the resulting optimisation problems

min
x∈Vj

[
J?(x) + γ0q(x, 0)− fj(x)

]
are convex. As the objective function is continuous, it reaches its minimum
value inside one of the regions Vj . By comparing values ∆Vj

for all j = 1, . . . , p,
the value ∆V is found to be the smallest among them.

Remark 5.2.3. The test based on Theorem 5.2.1 is less conservative than the
worst-case certificate. However, it incurs a higher offline computational cost,
as it requires solving a multiparametric linear program together with a number
of convex programs.

5.2.4 Augmented minimax certificate

So far we used a convex upper bound on J(x, û(x)) over the whole V . Now
let’s provide a separate bound for each of the regions Vj (for information on
Vj see the proof of Theorem 5.12). As J(x, û(x)) is a sum of convex functions,
linked to each other with the linear dynamics and the piece-wise affine control
law, we can provide a tighter non-affine upper-bound for each Vj as introduced
next.
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Definition 5.2.1 (Augmented bound). Define Jα(x, û(x)) as follows

Jα(x, û(x)) =

α−1∑
k=0

q(zk(x), ûk(x))+

∑
i∈I

λ?i (x)
[N−1∑
k=α

q(zk(vi), ûk(vi)) + p(zN (vi))
]
,

where α = {0, . . . , N − 1}, zk+1(x) = Azk(x) + Bûk(x) (with z0(x) = x) are
states predicted by the linear dynamics under the control law, given by û(x).

Now we can try to use Jα(x, û(x)) instead of
∑
i λ

?
i J

?(vi) in the certification
procedure. We call the following result α-augmented minimax certificate, where
we keep all cost terms up to the α-th explicitly and bound the remaining terms
with a suitable convex combination.

Theorem 5.2.3. Consider a set of points vi ∈ Rn for i ∈ I = {1, . . . , d}, its
convex hull V and assume (5.5) is feasible for all vi. Consider also the control
law, defined by (5.10), and denote by Vj (j = 1, . . . , p) the regions, where the
control law is affine in x. Define ∆α

Vj
as follows:

∆α
Vj

:= min
x∈Vj

[
J?(x) + γ0q(x, û0(x))− Jα(x, û(x))

]
. (5.13)

If for every j = 1, . . . , p corresponding value ∆α
Vj
≥ 0 for some α = 0, . . . , N−1,

then ∀x ∈ V the following holds:

J(x, û(x)) ≤ J?(x) + γ0q(x, û0(x)).

Proof. Consider a region Vj with the affine control law, defined by (5.10). As
the system is linear, we notice that J(x, û(x)) is a sum of terms, which are
convex in x. If only a part of the terms is bounded by the convex combination,
then

J(x, û(x)) ≤ Jα(x, û(x)) ≤
∑
i∈I

λ?i J
?(vi).

Thus, if for every j, ∆α
Vj
≥ 0, then the inequality J(x, û(x)) ≤ J?(x) +

γ0q(x, û0(x)) holds ∀x ∈ V .

Remark 5.2.4. The optimisation problem in Theorem 5.2.3 is guaranteed to
be convex for α = 0, as J0(x, û(x)) is affine in x, while the function q(x, û0(x))
remains convex inside each Vj. Interestingly, in the case of γ0 = 1 resulting
program for 1-augmented test is guaranteed to be convex too, as the terms with
q(x, û0(x)) cancel out:

∆1
Vj

= min
x∈Vj

[
J?(x)+q(x, û0(x))−q(x, û0(x))−

∑
i∈I

λ?i (x)
[
J?(vi)−q(vi, û0(vi))

]]
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Remark 5.2.5. The worst-case complexity of the offline computation required
for the proposed minimax and existing certification processes can be compared.
Consider the scenario where the minimax test can certify an n-dimensional
hyper-rectangle while the worst-case test requires further partitioning of the
hyper-rectangle into 2n smaller hyper-rectangles. Such a scenario is frequently
observed in practice. In this case, the minimax stability test requires solving
a multiparametric problem (5.12) as well as a convex problem for each critical
region associated with the multiparametric problem (here there are at most n!
critical regions). Under the worst-case certification process, one would need to
solve 2n convex problems associated with the new partitions. In this example, as-
suming equal complexity of solving the convex problems, the maximum increase
in computational efforts is given by n!/2n and the number of regions to be stored
is reduced by 2n.

5.3 An anisotropic partitioning strategy

We propose a partitioning strategy based on the orthogonal approach intro-
duced in [24]. However, instead of partitioning the uncertified hyper-rectangle
into 2n hyper-rectangles, we follow an anisotropic approach and partition it
along one edge at a time as explained below.
Consider a Taylor series of a piece-wise smooth function J?(x) : Rn → R around
x = v, where v is a geometrical center of the hyper-rectangle, i.e.,

J?(x) ≈ J?(v) +∇J?(v)
T

(x− v) +
1

2
(x− v)

T
H(v)(x− v),

where ∇J?(v) and H(v) are the gradient and Hessian of J?(v). We also assume
the difference between the function and its first order Taylor approximation is
mostly captured by the Hessian.

Let ej for j = 1, . . . , n be the unit vectors representing the axes of a Cartesian
coordinate system. Let the length of the j-th edge of a hyper-rectangle V be
denoted by lj . Let the vertices be labeled such that v1 ≤ vi for all i = 2, . . . , 2n

and vi = v1 +
∑n
j=1 cij lje

j , where i = 1, . . . , 2n, cij are elements of matrix C,
defined such that the i-th row of C is the n-bit representation of integer i− 1.
When (5.5) is solved at the vertices of the hyper-rectangle, the vectors µi of
Lagrange multipliers corresponding to the initial state constraint (z0 = vi) have
the following property by the sensitivity analisys (see [53] for details):

∂J?(x)

∂x

∣∣∣
x=vi

= −µi. (5.14)

We estimate diagonal elements of the Hessian H(v) by taking the average of
finite difference estimates:

Ĥjj(v) = − 1

2n−1lj

2n∑
i=1

(−1)cij
∂J?(vi)

∂xj
.
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Table 5.1: Number of certified hyper-rectangles for different methods

System size 2 3 4 5 6
Worst-case 16 64 2296 115228 -
Anisotropic Worst-case 12 34 368 2480 9948
Anisotropic Minimax 12 20 88 436 500
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Figure 5.1: Number of certified hyper-rectangles versus system dimension.

For example, in 3-dimensional hyper-rectangle for edges aligned with e1 it yields

Ĥ11(v) = − 1

4l1
(−µ5 + µ1 − µ6 + µ2

− µ7 + µ3 − µ8 + µ4)T e1.

v8v6
v4v2

v5 v7
v3v1

e1
e2

e3

The proposed anisotropic partitioning strategy is to select the axis k with the
biggest εk for further partitioning, where εk = Ĥkk(v)l2k.

5.4 Numerical and experimental results

In this section, first, we demonstrate scaling properties of the approaches.
Second, the hardware implementation of the approximate explicit MPC using
minimax augmented certificates and anisotropic partioning is presented. We
use MPT3 [54] and YALMIP [55] for formulating and solving the problems.

5.4.1 Scalability of the approach

Here we generate random controllable linear systems, as in (5.1), with n =
2, . . . , 6 and one constrained input u ∈ [−1, 1], such that the Euclidean operator
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Figure 5.2: Two-wheeled balancing
robot

MCU STM32F745
Inertia sensor MPU6000
Encoders 0.69 deg
Motors torque 1.5 kgf/cm
Head mass 100 g
Base mass 500 g
Height 60 cm

Table 5.2: Specifications of the two-
wheeled balancing robot

norms of A and B are 1. We select q(x, u) = xTx + 0.02u2, p(x) and Xf
are the LQR value function and LQR control invariant set. In Table 5.1 we
compare the worst-case certification with standard partitioning strategy, the
worst-case and minimax (augmented with α = 1) certification with anisotropic
partitioning strategy for γ0 = 1. Each method is tested on the same system of
given dimension for a hyper-cube [−1, 1]n. It can be observed from Figure 5.1
that only the proposed methodology displays sub-exponential growth of size
of the partition with respect to dimensionality of the system. To illustrate
the computational efforts for n = 5 the proposed methodology took about 360
minutes, while anisotropic worst-case certification took about 155 minutes.

5.4.2 Hardware implementation

Here we consider implementation of the proposed methodology on a two-
wheeled balancing robot2. The discrete time model for the robot around the
unstable equilibrium with a sampling time of 0.01 s is

x+ =


1 0.01 −0.003 −1e-5
0 0.92 −0.601 −0.003
0 5e-5 1.001 0.01
0 0.01 0.222 1.001

x+


1.2e-4
0.025

−1.5e-5
−0.003

u,
where x is a vector of states: wheel’s angle (rad) and angular velocity (rad/s),
robot’s angle (rad) and angular velocity (rad/s); u is the duty cycle of the motor
driver.

We choose N = 50, q(x, u) = xTx+ 0.02u2, p(x) is the LQR value function

2Link to the github project: https://git.io/fxX6A
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Figure 5.3: Robot’s position and angle during the experiment with an event at
t ≈ 10 s

and Xf is the LQR control invariant set. State and input constraints are

−[∞ ∞ π

6

π

2
]T ≤ x ≤ [∞ ∞ π

6

π

2
]T , |u| ≤ 70,

an initial hyper-rectangle to be partitioned is chosen as

−[π π
π

6

π

2
]T ≤ x ≤ [π π

π

6

π

2
]T .

The partition is obtained using the augmented minimax certificate with α = 1,
level of suboptimality γ0 = 1, and the anisotropic partitioning strategy. After
merging all hyper-rectangles with saturated input it yields: 6840 LQR invari-
ant, 14908 minimax certified and 2056 input saturated hyper-rectangles. The
position and angle of the robot in the experiment3 (Figure 5.3) are measured
by an OptiTrack camera system where the system is subjected to a disturbance
at t ≈ 10 s.

In Table 5.3 we provide statistical properties (mean, standard deviation and
99% confidence interval) of wall clock time needed to go through the decision
tree τtree, wall clock time τlp required to solve an instance of the linear pro-
gram (5.9) via the simplex method (further evaluation of (5.10) takes negligible
amount of time), the absolute control error |u?(x)− û(x)|, and level of subopti-

mality, β(x) = 1− J?(x)−J?(x+(û))
q(x,û) . In this example, the approach based on the

worst-case certificate did not yield an implementable solution: the algorithm
was terminated when it reached 1 million hyper-rectangles with no stability
certificate. This highlights the advantage of the proposed method for practical
implementations.

3The movie of the experiment can be found at https://youtu.be/233ZM8I6WBM
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Table 5.3: Statistical properties of the control law

Variable Mean Standard devi-
ation

Confidence in-
terval

τtree, µs 9 2 [0 14]
τlp, µs 656 140 [0 975]
|u?(x)− ũ(x)| 0.5 0.9 [0 3.8]
β(x) 0.001 0.004 [0 0.017]

5.5 Summary

We propose a new approach to approximate the Explicit MPC control law
in a more efficient manner. The approach is based on a barycentric interpola-
tion and requires offline solution of a multiparametric linear program together
with a finite number of convex optimisation problems to provide a certificate
of stability. During the online phase only a solution of a small-scale linear pro-
gram is necessary to compute barycentric coordinates. Thus, the evaluation of
the control law remains computationally tractable. In addition, we propose an
anisotropic approach for partitioning of uncertifiable regions, which estimates
the second-order information of the underlying problem. Case studies on low
order systems have demonstrated considerable reduction in the number of parti-
tions in comparison with a state-of-the-art approach. An example of successful
implementation on a low-powered embedded system is also provided to further
demonstrate the efficacy of the proposed approach.

Although in the chapter we assumed that the proposed minimax barycentric
coordinates are uniquely defined for each state of the system, this assumption
might be violated. Non-uniqueness of the solution of MPLPs leads to multiple
ways of partitioning the region where the parametric problem is solved, which
can be a memory issue in the context of Explicit MPC, i.e., storing overlapping
critical regions of MPLP. Luckily, the proposed method does not require stor-
ing any partitionings of MPLPs. Stability guarantees are also not affected, as
non-unique solutions are characterised by the same upper bound on the cost
function. It is worth to admit, however, that the resulting non-continuous (but
still stabilising) control law can be undesirable in practice.
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Chapter 6

Interior Point Differential
Dynamic Programming

Among optimisation algorithms that can effectively utilise the structure of
the optimal control problems a distinct place is held by Differential Dynamic
Programming (DDP) algorithm introduced by Mayne [56]. Its advantages in-
clude linear complexity in the length of prediction horizon and locally optimal
feedback policies as an extra output. It has provable local quadratic convergence
[57], while global convergence with inexact line-search can also be established
[58]. DDP can address minimax-type problems [59] or be used for Model Pre-
dictive Control applications [60]. However, the DDP approach requires second-
order derivatives of system dynamics, which makes it prohibitively expensive
for solving large problems. As a possible remedy, one can omit the second-order
information as in iterative-Linear-Quadratic Regulator (iLQR) [61], or estimate
it using Quasi-Newton DDP [62], Sampled DDP [63] or Unscented DDP [64].

One major shortcoming of DDP is a lack of an elegant generalisation for the
inequality-constrained problems. Methods reported in the literature usually fall
into one of two distinct categories: penalty, barrier and Augmented Lagrangian
(AL) methods; or active sets methods. The first family utilises penalty and
barrier functions (or augments the Lagrangian function) to convert constrained
problems into unconstrained, e.g., see [65] [66]. Algorithms of the first fam-
ily potentially suffer from major drawbacks, such as ill-conditioning, need for
hand-tuning, slow convergence and/or appearance of saddle-points. The second
family is based on active-set methodology, e.g., see [67]–[70]. In contrast to the
former family, these methods require the constraints to be explicitly dependent
on the control variables, and include an extra routine aimed at identification of
active/inactive constraints. This approach is known to have combinatorial com-
plexity in the number of constraints in the worst case. To circumvent potential
computational difficulties Tassa et. al. [71] propose Control-Limited Differential
Dynamic Programming (CLDDP) algorithm where only box constraints on in-
put are considered. A hybrid algorithm which uses ideas from both families was
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reported in [72]. To the best of our knowledge there are no rigorous proofs of
convergence for constrained DDP algorithms for problems with nonlinear state
and input constraints.

While general purpose primal-dual interior-point methods are particularly
successful in practice (see [73] for details), there were no extensions of DDP algo-
rithm accommodating primal-dual interior-point techniques reported so far. Our
aim is to fill the gap and present the benefits of this approach. As demonstrated
in the following, the primal-dual Interior-Point DDP (IPDDP) algorithm seems
to be one of the most natural extensions to DDP. It requires neither modifying
the objective function nor identifying active/inactive constraints by a separate
procedure. Importantly, it has provable local quadratic convergence for prob-
lems with nonlinear state and control constraints, which is a new result in the
DDP framework.

The chapter is organised as follows. In Section 6.1, we introduce the finite-
time optimal control problem, and state a system of (perturbed) first-order
conditions for local optimality. In Section 6.2, the main contribution of the
chapter, i.e., two extensions for the Differential Dynamic Programming (DDP)
algorithm, namely Feasible- and Infeasible-Interior-Point DDP algorithms are
described and their local quadratic convergence properties are established. In
Section 6.3 we consider numerical examples to demonstrate advantages in con-
vergence relative to existing approaches (CLDDP and log-barrier DDP).

6.1 Preliminaries

Consider a discrete-time system of the following form

xt+1 = f(xt, ut),

subject to constraints c(xt, ut) ≤ 0, where xt ∈ Rn and ut ∈ Rm are state and
control vectors at time t, functions f : Rn × Rm → Rn and c : Rn × Rm → Rl
are twice continuously differentiable.

Consider a finite-time constrained optimal control problem for the above
system at a known initial state x̄0:

J?N (x̄0) = min
x,u

N−1∑
t=0

q(xt, ut) + p(xN )

s.t. x0 = x̄0, and for t ∈ {0, . . . , N − 1} :

xt+1 = f(xt, ut), c(xt, ut) ≤ 0,

(6.1)

where q : Rn × Rm → R and p : Rn → R are twice continuously differentiable
stage and terminal costs respectively, N ≥ 1 is the prediction horizon length, x
and u are vectors of the corresponding decision variables, i.e., x = (x0, . . . , xN )
and u = (u0, . . . , uN−1).
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The Lagrangian function for this optimisation problem is

L(x,u,λ, s) =

N−1∑
t=0

q(xt, ut) + sTt c(xt, ut) + p(xN )

+ λT0 (x̄0 − x0) +

N∑
t=1

λTt (f(xt−1, ut−1)− xt),

where st ∈ Rl and λt ∈ Rn are the dual variables.
Let c(x,u) =

(
c(x0, u0), . . . , c(xN−1, uN−1)

)
, s = (s0, . . . , sN−1), S = diag[s]

and λ = (λ0, . . . , λN ). The perturbed KKT system is defined as

∇xL(x,u,λ, s) = 0,

∇uL(x,u,λ, s) = 0,

∇λL(x,u,λ, s) = 0,

Sc(x,u) + µ = 0,

c(x,u) ≤ 0, s ≥ 0,

(6.2)

where ∇ is the gradient operator, inequalities are understood to be element-
wise, and µ is a vector of perturbations µ > 0 of an appropriate dimension.
The KKT system, i.e., system (6.2) with µ = 0, defines the first-order necessary
conditions for a local constrained minimiser.

Assumption 6.1.1. The KKT system has a solution (x?,u?,λ?, s?), which
satisfies the following conditions:

1. Strict complementary holds at the solution, i.e., c(x?t , u
?
t ) < s?t for t ∈

{0, . . . , N − 1}.

2. The standard second-order constrained optimality conditions1 hold at point
(x?,u?,λ?, s?).

Under Assumption 6.1.1 and some additional regularity requirements, the
optimal solution of (6.1) can be obtained as the limit point of the solutions to
the perturbed KKT system for decaying perturbation, e.g., see [74].

Remark 6.1.1 (Iteration Index Convention). For the clarity of notation, we
drop decision variables’ iteration indices. Instead we use the superscript + to
denote the value of a variable at the next iteration. A variable’s value at the
current iteration is denoted by the variable name without this superscript.

1Here we refer to the conditions of the type outlined in Theorem 2.1.5 or [14, Theorem
12.6].
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6.2 Primal-Dual Interior-Point Differential Dy-
namic Programming

In this section we introduce the primal-dual Interior-Point Differential Dy-
namic Programming (IPDDP) algorithms for solving inequality constrained op-
timal control problems2. Note that equality constraints can be addressed with
the method of Lagrange multipliers by applying the minimax DDP technique
[59] to the resulting Lagrangian function.

Starting from now we make no distinction between decision variable x0 and
initial state x̄0. This causes no ambiguity since we always operate with dynam-
ically feasible state trajectories. To illustrate the underlying idea behind the
algorithm we apply Bellman’s principle of optimality to transform (6.1) into

min
u0 s.t.

c(x0,u0)≤0

[
q(x0, u0) + min

u1 s.t.
c(f(x0,u0),u1)≤0

[
q(f(x0, u0), u1) + . . .

]]
Invoking the optimality principle, i.e., using J?0 (x) := p(x) and

J?k (x) = min
u s.t.

c(x,u)≤0

[
q(x, u) + J?k−1(f(x, u))

]
,

where x ∈ Rn, u ∈ Rm and k ∈ {1, . . . , N}, the optimisation problem (6.1) is
written as

J?N (x0) = min
u0 s.t.

c(x0,u0)≤0

[
q(x0, u0) + J?N−1(f(x0, u0))

]
. (6.3)

This enables one to apply the dynamic programming method to solve the opti-
misation problem (6.1) as a sequence of nested optimisation problems, which is
the main idea behind DDP algorithm [56]. However, in this chapter, instead of
solving the nested problems (6.2) sequentially as in [67]–[70], we replace the con-
strained minimisation problems with their min-max primal-dual counterparts as
follows

J?k (x) = min
u

max
s≥0

[
`(x, u, s) + J?k−1(f(x, u))

]
, (6.4)

where `(x, u, s) := q(x, u) + sT c(x, u).

6.2.1 Primal-Dual Feasible-Interior-Point DDP

Let µ be a strictly positive constant and assume that a current solution esti-
mate for (6.2) is given by tuple (x,u, s), such that xt+1 = f(xt, ut), c(xt, ut) < 0
and st > 0 for t ∈ {0, . . . , N − 1}. The solution approach aims to improve
the solution estimate by calculating the control inputs updates that minimise
quadratic models of (6.4) in the vicinity of the current trajectory through a

2As no time invariance properties are required, the proposed algorithms can be applied to
the case where f , c and q functions are time-varying.
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Backward Pass, and computing a new trajectory after a Forward Pass. The
backward and forward passes are carried out repeatedly until a convergence
criterion is satisfied.

Backward pass

Define quadratic functions

V t(x) :=
(
V tx
)T

(x− xt) +
1

2
(x− xt)TV txx(x− xt),

where x ∈ Rn and t ∈ {0, . . . , N}. Let V Nx = px(xN ) and V Nxx = pxx(xN ) are the
gradient and Hessian of function p(x) at xN respectively, while the remaining
coefficients V tx and V txx are to be defined recursively later in the following.

Define Qt(x, u, s) := `(x, u, s) + V t+1
(
f(x, u)

)
for t ∈ {0, . . . , N − 1}, and

consider its second-order variation δQt(δx, δu, δs) around (xt, ut, st)

δQt(δx, δu, δs) :=

QtxQtu
Qts

Tδxδu
δs

+
1

2

δxδu
δs

T Qtxx Qtxu Qtxs
Qtux Qtuu Qtus
Qtsx Qtsu Qtss

δxδu
δs

,
with the derivatives being evaluated at (xt, ut, st):

Qts = c(xt, ut), Q
t
sx = cx, Q

t
su = cu, Q

t
ss = 0, (6.5a)

Qtx = `x + fTx V
t+1
x , Qtu = `u + fTu V

t+1
x , (6.5b)

Qtxx = `xx + fTx V
t+1
xx fx + V t+1

x · fxx, (6.5c)

Qtuu = `uu + fTu V
t+1
xx fu + V t+1

x · fuu, (6.5d)

Qtxu = `xu + fTx V
t+1
xx fu + V t+1

x · fxu, (6.5e)

where · denotes tensor contraction along an appropriate dimension. The aim
is to construct a quadratic model of J?N−t(x) in the vicinity of xt by providing
suitable expressions for V t(x), and obtain local improvements to the decision
variables. To this aim, we consider a solution to

min
δu

[
max
δs

δQt(δx, δu, δs) s.t. st + δs ≥ 0
]
, (6.6)

where this problem is a local approximation to

min
u

max
s≥0

[
`(x, u, s) + V t+1

(
f(x, u)

)]
.

Local minimisation of (6.6) with respect to δu results in

Qtu +Qtuxδx+Qtuuδu+Qtusδs = 0. (6.7)

Additionally, for δs to be a stationary point of the inner maximization problem
in (6.6), it must satisfy st + δs ≥ 0 and

(st + δs)� (Qts +Qtsxδx+Qtsuδu) = 0, (6.8)
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where � is the element-wise vector multiplication. The equation obtained from
dropping all the second-order terms in (6.8) and adding the perturbation vector
µ to its left-hand side, along with (6.7) yield the following parametric system[

Qtuu Qtus
StQ

t
su Ct

] [
δu
δs

]
= −

[
Qtu
rt

]
−
[
Qtux
StQsx

]
δx, (6.9)

where rt := Stc(xt, ut) + µ, Ct := diag[c(xt, ut)] and St := diag[st]. The
parametric solution of (6.9) as a function of δx is given by[

δu
δs

]
=

[
αt
ηt

]
+

[
βt
θt

]
δx, (6.10)

where the coefficients are established from[
αt βt
ηt θt

]
= −

[
Qtuu Qtus
StQ

t
su Ct

]−1 [
Qtu Qtux
rt StQ

t
sx

]
. (6.11)

Note that (6.11) can be readily computed for t = N − 1 as V N (x) is deter-
mined by function p(x). Next, the expressions for the coefficients of V t(x) for
t ∈ {0, . . . , N − 1} are

V tx = Q̂tx + βTt Q̂
t
u + (Q̂tux + Q̂tuuβt)

Tαt = Q̂tx + Q̂txuαt,

V txx = Q̂txx + Q̂txuβt + βTt Q̂
t
ux + βTt Q̂

t
uuβt = Q̂txx + Q̂txuβt,

where

Q̂tx = Qtx −QtxsC−1
t rt, (6.12a)

Q̂tu = Qtu −QtusC−1
t rt, (6.12b)

Q̂txx = Qtxx −QtxsC−1
t StQ

t
sx, (6.12c)

Q̂txu = Qtxu −QtxsC−1
t StQ

t
su, (6.12d)

Q̂tuu = Qtuu −QtusC−1
t StQ

t
su. (6.12e)

Remark 6.2.1. Expressions (6.12) are established by replacing the standard
DDP coefficients with the corresponding coefficients of the condensed system
obtained from eliminating δs in (6.9).

Forward pass

Define the update functions

φt(x) := ut + αt + βt(x− xt),
ψt(x) := st + ηt + θt(x− xt),

(6.13)

and denote a new iterate by (x+,u+, s+), where x+ = (x+
0 , . . . , x

+
N ), x+

0 = x0,
u+ = (u+

0 , . . . , u
+
N−1) and s+ = (s+

0 , . . . , s
+
N−1). For t ∈ {0, . . . , N − 1} we
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compute

u+
t = φt(x

+
t ),

s+
t = ψt(x

+
t ), (6.14)

x+
t+1 = f(x+

t , u
+
t ).

Remark 6.2.2. Note that the strict constraints satisfaction for the new iterate
should be ensured. In other words, the iterate should satisfy c(x+

t , u
+
t ) < 0 and

s+
t > 0 for t ∈ {0, . . . , N − 1}. A common approach is to employ a line-search

procedure by including a step length γ ∈ [0, 1] in the definition of functions as
follows

φt(x, γ) = ut + γαt + βt(x− xt),
ψt(x, γ) = st + γηt + θt(x− xt).

Line-search procedure of this type is common for DDP methods, e.g., see [67,
Equation (19)] or [71, Equation (7)].

6.2.2 Properties of Feasible-Interior-Point DDP

Due to the “direct shooting” nature of the proposed algorithm the state
trajectory vectors are not independent variables, but are functions of the ini-
tial state and control inputs, i.e., xt = f(xt−1, ut−1) for t ∈ {0, . . . , N}. We,
however, continue to write x to shorthand the writing.

Definition 6.2.1. A tuple w = (x,u, s) is (strictly) primal-dual feasible, if it
satisfies (with strict inequalities) c(xt, ut) ≤ 0, st ≥ 0 and xt+1 = f(xt, ut) for
all t ∈ {0, . . . , N − 1}.

Assumption 6.2.1. Matrices Q̂tuu, defined as in (6.12e) (or later in (6.18e)),
are positive definite for all t ∈ {0, . . . , N − 1}.

Lemma 6.2.1. Under Assumption 6.2.1, if w = (x,u, s) is strictly primal-dual
feasible then the linear operators

Pt =

[
Qtuu Qtus
StQ

t
su Ct

]−1

, t ∈ {0, . . . , N − 1},

are continuous at w.

Proof. Matrices Q̂tuu = Qtuu−QtusC−1
t StQ

t
su are positive definite by assumption

and Ct are negative definite by strict primal-dual feasibility of w, thus invertible.
This is a sufficient condition for existence of Pt, which can be found using a
block-wise matrix inverse formula.

The matrix inverse (when exists) is continuous in w when its matrix com-
ponents are continuous function of w. As the continuity of QN−1

uu , QN−1
us and

CN−1 follows directly from q(x, u), c(x, u) and p(x) being twice continuously
differentiable, we readily conclude continuity of PN−1. Next, since f(x, u) is
twice continuously differentiable, we establish continuity of QN−2

uu and PN−2.
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Following the recursion we can conclude continuity of Pt for t = N − 3 to
t = 0.

Now consider a vector-valued function F (w, µ) defined as

F (w, µ) :=
(
Q0
u, . . . , Q

N−1
u , r0, . . . , rN−1

)
,

where Qtu are defined as in (6.5) and rt = Stc(xt, ut)+µ. Note that any primal-
dual feasible tuple w, which is a solution of F (w, µ) = 0 for a given µ > 0,
is strictly primal-dual feasible, as rt = 0 precludes zero components in st and
c(xt, ut), and is a stationary point of the IPDDP algorithm, since all αt and ηt
in (6.11) are zero in this case. Moreover, such w is a perturbed KKT point, i.e.,
a solution of the perturbed KKT system, as it is established in the following
theorem, and thus can be moved arbitrary close to the (locally) optimal solution
of (6.1).

Theorem 6.2.1. Let w = (x,u, s) be primal-dual feasible. If w is a solution
of F (w, µ) = 0 for a given µ > 0, then it is a perturbed KKT point, i.e., there
exists λ = (λ0, . . . , λN ) such that (x,u,λ, s) satisfies (6.2).

Proof. Note that satisfaction of ∇λt
L(x,u,λ, s) = f(xt−1, ut−1) − xt = 0,

c(xt, ut) ≤ 0 and st ≥ 0 for all t ∈ {0, . . . , N} follows directly from the primal-
dual feasibility hypothesis.

Now assume w is a primal-dual solution of F (w, µ) = 0, meaning that
Qtu = 0 and rt = Stc(xt, ut) + µ = 0 for all t ∈ {0, . . . , N − 1}, and note
that it directly ensures satisfaction of Sc(x,u) +µ = 0 in (6.2). Also note that
∇xN
L(x,u,λ, s) = 0 is satisfied when λN = V Nx . For t = N − 1 we have

∇xN−1
L = `x + fTx λN − λN−1 = QN−1

x − λN−1,

∇uN−1
L = `u + fTu λN = QN−1

u = 0,

where the derivatives are evaluated at (xN−1, uN−1, sN−1). Proceeding with
λt = V tx = Qtx we obtain (x,u,λ, s), where λ = (λ0, . . . , λN ), which satisfies
system (6.2).

Moreover, once w is sufficiently close to a solution of F (w, µ) = 0, the IPDDP
iterates converge to the solution at a quadratic rate. This is demonstrated in
the following theorem.

Theorem 6.2.2. Let w = (x,u, s) and w+ = (x+,u+, s+), defined by (6.14),
are strictly primal-dual feasible, and µ > 0. There exist M ≥ 0 and ε > 0 such
that if ‖w − w?‖ ≤ ε, then

‖w+ − w?‖ ≤M‖w − w?‖2,
‖w+ − w?‖ < ‖w − w?‖,

(6.15)

where w? = (x?,u?, s?) is a primal-dual feasible solution of F (w, µ) = 0.
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Proof. Consider functions defined by Qtu and rt, and note that they are differ-
entiable (composition of differentiable functions), as all the terms involved are
differentiable. Then, by the Taylor theorem there exist functions ht(w,w

?) and
gt(w,w

?) such that

Qtu
∣∣
w? = Qtu +Qtux(x?t − xt) +Qtuu(u?t − ut) (6.16)

+Qtus(s
?
t − st) + ht(w,w

?) = 0,

rt
∣∣
w? = rt + StQ

t
sx(x?t − xt) + StQ

t
uu(u?t − ut)

+Ct(s
?
t − st) + gt(w,w

?) = 0,

where we used that w? is a solution of F (w, µ) = 0, and the norms of the residual
functions are bounded:

‖ht(w,w?)‖ ≤ Ht‖w − w?‖2,
‖gt(w,w?)‖ ≤ Gt‖w − w?‖2,

where Ht and Gt for t ∈ {0, . . . , N − 1} are some constants. Denote ∆xt =
x+
t − xt, ∆ut = u+

t − ut, ∆st = s+
t − st for t ∈ {0, . . . , N − 1}, and notice that

(∆xt,∆ut,∆ut) is a solution of system (6.9), as it belongs to parametric family
(6.10):

∆ut = u+
t − ut = φ(x+

t )− ut = αt + βt∆xt,

∆st = s+
t − st = ψ(x+

t )− st = ηt + θt∆xt.

Now, by adding and subtracting x+
t , u+

t , s+
t in the appropriate parentheses of

(6.16), and using the fact that (∆xt,∆ut,∆ut) is a solution of (6.9), we have

Qtux(x?t − x+
t ) +Qtuu(u?t − u+

t ) +Qtus(s
?
t − s+

t ) + ht(w,w
?) = 0,

StQ
t
sx(x?t − x+

t ) + StQ
t
su(u?t − u+

t ) + Ct(s
?
t − s+

t ) + gt(w,w
?) = 0,

which can be rewritten using operator Pt as[
u?t − u+

t

s?t − s+
t

]
= −Pt

[
ht(w,w

?)
gt(w,w

?)

]
− Pt

[
Qtux
StQ

t
sx

]
(x?t − x+

t ).

Since P0 is a continuous function of w, and x?0 = x+
0 = x0, for t = 0 this gives∥∥(u?0 − u+

0 , s
?
0 − s+

0 )
∥∥ ≤ ∥∥P0

∥∥∥∥(h0(w,w?), g0(w,w?))
∥∥

≤M0

∥∥w − w?∥∥2
,

where M0 = (H0 + G0) maxw∈Ω ‖P0‖, and the operator norm ‖P0‖ (induced
by Euclidian vector norm) of continuous linear operator P0 is bounded on a
compact subset Ω of all strictly primal-dual feasible w, which can be chosen
to be sufficiently big, i.e., such that it contains set of all strictly primal-dual
feasible w : ‖w − w?‖ ≤ ε for any ε ≤ ε̄, where ε̄ > 0 is a constant. By using
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Taylor formula for f(x?0, u
?
0), and bounding the residuals in ‖w − w?‖ ≤ ε we

get:

‖x?1 − x+
1 ‖ =

∥∥f(x?0, u
?
0)− f(x+

0 , u
+
0 )
∥∥

≤
∥∥fTx (x?0 − x+

0 ) + fTu (u?0 − u+
0 )
∥∥

+K1

∥∥(x?0 − x+
0 , u

?
0 − u+

0 )
∥∥2

≤ K2

∥∥(x?0 − x+
0 , u

?
0 − u+

0 )
∥∥ ≤ K3‖w − w?‖2,

for some constants K1,K2,K3 ≥ 0. Continuing by induction, there are some
constants Mt ≥ 0 for t ∈ {0, . . . , N − 1}, such that for a positive ε ≤ ε̄ and all
strictly primal-dual feasible w : ‖w − w?‖ ≤ ε we have:∥∥(x?t − x+

t , u
?
t − u+

t , s
?
t − s+

t )
∥∥ ≤Mt

∥∥w − w?∥∥2
,

which proves the first inequality in (6.15) by choosing M = M1 +M2 +. . .+MN :

∥∥w? − w+
∥∥ ≤ N∑

t=1

∥∥(x?t − x+
t , u

?
t − u+

t , s
?
t − s+

t )
∥∥

≤M
∥∥w − w?∥∥2

.

The second inequality in (6.15) is obtained from the first one by pickings ε
sufficiently small, i.e., such that ε < 1/M in addition to ε ≤ ε̄. Now, for all
strictly primal-dual feasible w such that ‖w − w?‖ ≤ ε we additionally have∥∥w+ − w?

∥∥ ≤ εM∥∥w − w?∥∥ < ∥∥w − w?∥∥.

6.2.3 Primal-Dual Infeasible-Interior-Point DDP

In the previous sections, we assumed that one has access to a strictly primal-
dual feasible initial solution guess, which might be quite restrictive in practice.
Here we propose an extension where this assumption is relaxed. In this section
we explain what should be modified in the Feasible-IPDDP algorithm, and how
the theoretical results translate to a new algorithm.

Backward pass

We use the same definitions for V t(x) and Qt(x), and follow the same steps
to obtain the first equation of system (6.9). Next, however, we introduce slack
variables yt ≥ 0 for t ∈ {0, . . . , N − 1} to transform the inequality constraints
into equalities, i.e., c(xt, ut) + yt = 0, and use the perturbed complementarity
condition, formulated in terms of the dual and slack variables, i.e., Styt−µ = 0.
Finally, we proceed by setting the first order Taylor expansion for c(xt, ut) + yt
and Styt − µ to zero. In this way, the parametric system of equations becomesQtuu Qtus 0

Qtsu 0 I
0 Yt St

δuδs
δy

 = −

Qturpt
rdt

−
QtuxQtsx

0

 δx, (6.17)
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where rpt := c(xt, ut) + yt, r
d
t := Styt−µ and Yt := diag[yt]. Note that elimina-

tion of δy = −rpt −Qsuδu −Qsxδx from the system leads to a reduced system
similar to (6.9) [

Qtuu Qtus
StQ

t
su −Yt

] [
δu
δs

]
= −

[
Qtu
r̂t

]
−
[
Qtux
StQ

t
sx

]
δx,

where r̂t := Str
p
t − rdt . Solving the parametric systemαt βt
ηt θt
χt ζt

 = −

Qtuu Qtus 0
Qtsu 0 I

0 Yt St

−1 Qtu Qtux
rpt Qtsx
rdt 0

 ,
yields the new coefficients

Q̂tx = Qtx +QtxsY
−1
t r̂t, (6.18a)

Q̂tu = Qtu +QtusY
−1
t r̂t, (6.18b)

Q̂txu = Qtxu +QtxsY
−1
t StQ

t
su, (6.18c)

Q̂txx = Qtxx +QtxsY
−1
t StQ

t
sx, (6.18d)

Q̂tuu = Qtuu +QtusY
−1
t StQ

t
su. (6.18e)

Forward pass

Define the update functions

φt(x) = ut + αt + βt(x− xt),
ψt(x) = st + ηt + θt(x− xt),
ξt(x) = yt + χt + ζt(x− xt),

and denote a new solution guess by (x+,u+, s+,y+), where x+ = (x+
0 , . . . , x

+
N ),

u+ = (u+
0 , . . . , u

+
N−1), s+ = (s+

0 , . . . , s
+
N−1), y+ = (y+

0 , . . . , y
+
N−1) and x+

0 = x0.
For t ∈ {0, . . . , N − 1} we compute

u+
t = φt(x

+
t ),

s+
t = ψt(x

+
t ),

y+
t = ξt(x

+
t ),

x+
t+1 = f(x+

t , u
+
t ).

(6.19)

Remark 6.2.3. Note that now only positivity of s+
t and y+

t must be ensured.
Satisfaction of c(x, u) ≤ 0 is only guaranteed in the limit of the convergence,
which is a common property for the so-called “infeasible” methods. This po-
tentially facilitates algorithm implementation, but an appropriate line-search
procedure is still required in practical implementations, see [14] for details.
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6.2.4 Properties of Infeasible-Interior-Point DDP

Now we add slack variables y = (y0, . . . , yN−1) into the tuple w = (x,u, s,y),
and provide the definition of dual feasibility as follows.

Definition 6.2.2. A tuple w = (x,u, s,y) is (strictly) dual feasible, if it sat-
isfies (with strict inequalities) st ≥ 0, yt ≥ 0 and xt+1 = f(xt, ut) for all
t ∈ {0, . . . , N − 1}.

Consider a vector-valued function F (w, µ) defined as

F (w, µ) :=
(
Q0
u, . . . , Q

N−1
u , rp0 , . . . , r

p
N−1, r

d
0 , . . . , r

d
N−1

)
,

where rpt := c(xt, ut) + yt and rdt := Styt − µ.

Lemma 6.2.2. Under Assumption 6.2.1, if w = (x,u, s,y) is strictly dual
feasible then the linear operators

Pt =

Qtuu Qtus 0
Qtsu 0 I

0 Yt St

−1

, t ∈ {0, . . . , N − 1},

are continuous at w.

Proof. The proof is similar to that of Lemma 6.2.1.

Corollary 6.2.1. Let w = (x,u, s,y) be dual feasible. If w is a solution of
F (w, µ) = 0 for a given µ > 0, then it is a perturbed KKT point, i.e., there
exists λ = (λ0, . . . , λN ) such that (x,u,λ, s) satisfies (6.2).

Proof. Note that rdt = c(xt, ut) + yt = 0 for t ∈ {0, . . . , N} ensures primal-dual
feasibility. With this in mind one can follow the same steps as in the proof of
Theorem 6.2.1.

Theorem 6.2.3. Let w = (x,u, s,y) and w+ = (x+,u+, s+,y+), defined by
(6.19), are strictly dual feasible, and µ > 0. There exist M ≥ 0 and ε > 0 such
that if ‖w − w?‖ ≤ ε, then

‖w+ − w?‖ ≤M‖w − w?‖2, (6.20a)

‖w+ − w?‖ < ‖w − w?‖, (6.20b)

where w? = (x?,u?, s?,y?) is a dual feasible solution of F (w, µ) = 0.

Proof. The proof follows the same steps as the proof of Theorem 6.2.1. We
consider differentiable functions defined by Qtu, rpt and rdt , and use its first-order
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Taylor expansion at w?:

Qtu
∣∣
w? = Qtu +Qtux(x?t − xt) +Qtuu(u?t − ut)

+Qtus(s
?
t − st) + ht(w,w

?) = 0,

rpt
∣∣
w? = rpt +Qtsx(x?t − xt) +Qtsu(u?t − ut)

+(y?t − yt) + gt(w,w
?) = 0,

rdt
∣∣
w? = rdt + Yt(s

?
t − st) + St(y

?
t − yt)

+kt(w,w
?) = 0,

and the norms of the residuals are bounded

‖ht(w,w?)‖ ≤ Ht‖w − w?‖2,
‖gt(w,w?)‖ ≤ Gt‖w − w?‖2,
‖kt(w,w?)‖ ≤ Kt‖w − w?‖2,

where Ht, Gt and Kt for t ∈ {0, . . . , N−1} are some constants. As before, we use
∆xt = x+

t −xt, ∆ut = u+
t −ut, ∆st = s+

t −st, ∆yt = y+
t −yt for t ∈ {0, . . . , N},

and note that (∆xt,∆ut,∆ut,∆yt) is a solution of system (6.17). Thus,

Qtux(x?t − x+
t ) +Qtuu(u?t − u+

t ) +Qtus(s
?
t − s+

t ) + ht(w,w
?) = 0,

Qtsx(x?t − x+
t ) +Qtsu(u?t − u+

t ) + (y?t − y+
t ) + gt(w,w

?) = 0,

Yt(s
?
t − s+

t ) + St(y
?
t − y+

t ) + kt(w,w
?) = 0,

and using the new definition of operators Pt:u?t − u+
t

s?t − s+
t

y?t − y+
t

 = −Pt

ht(w,w?)gt(w,w
?)

kt(w,w
?)

− Pt
QtuxQtsx

0

 (x?t − x+
t ).

From here the remaining proof is straightforward: we start with t = 0 and
proceed iteratively to t = N −1 as it is described in the proof of Theorem 6.2.1.

6.3 Numerical simulations

Here we compare implementations of the proposed Interior-Point DDP al-
gorithms3 with implementations of Control-Limited DDP (CLDDP) [75] and
DDP variant using logarithmic barrier functions, termed log-barrier DDP.

The wall-clock time required for solving problems using these methods de-
pends mainly on the number of iterations and time spent per iteration. While
we focus on the total number of iterations required for algorithms to converge
to a (locally) optimal solution, we briefly note that the per-iteration complexity

3https://github.com/xapavlov/ipddp
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for each algorithm, due to their nature, is different. Specifically, CLDDP require
solving N box-QPs (of size m with l constraints) per iteration, IPDDP and log-
barrier DDP require solving N linear systems of equations (of “effective” size
m) per iteration. Thus, one expects that each iteration of the CLDDP takes
longer than that of its competitors. However, a fair wall-clock time comparison
between methods is beyond the scope of this chapter.

To ensure convergence of the proposed algorithms to the perturbed KKT
points we rely on the line-search (see Remark 6.2.2), step filter [37] and regular-
isation of typeQtuu+γI. The regularisation is essential when Assumption 6.2.1 is
violated, what commonly occurs at the early stages of the optimisation routine,
but holds later on (in the considered examples). Perturbation µ is initialised as
µ ← J(x,u)/(Nl), where J(x,u) is the value of the objective function. Per-
turbation is reduced as µ← min(µ/κ, µ1.2), where we pick the reduction factor
κ = 5 (unless stated otherwise), every time ‖F (w, µ)‖∞ is sufficiently small4,
i.e., less than than 0.2µ in our implementation. In all trials we use random
initial control inputs, which are sampled from interval [−0.01, 0.01] at uniform,
and conduct 40 trials for each experiment. We use the following definition for
the logarithmic optimality error

EJ := log10

[
J(x,u)− J(x?,u?)

]
,

where J(·, ·) is the objective function evaluated at a current solution guess (x,u)
or at a (numerically obtained) locally optimal solution (x?,u?).

6.3.1 Inverted pendulum

Consider a task of stabilising the inverted pendulum

f(x, u) =

[
ϕ+ hω

ω + h sin(ϕ) + hu

]
,

where state x = [ϕ ω]T (ϕ is angle and ω is angular velocity), u is the control
input, h = 0.05; initial state is x0 = [−π 0]T , control constraints are −0.25 ≤
u ≤ 0.25, and N = 500. We choose the quadratic stage and terminal costs as

q(x, u) = 0.025(ϕ2 + ω2 + u2), p(x) = 5(ϕ2 + ω2).

Figure 6.1 shows that the log-barrier DDP, Feasible- and Infeasible-IPDDP
consistently converge to the optimal solution in about 150 iterations. On the
other hand, most runs of Control-Limited DDP (CLDDP) take more than 200
iterations to converge. We believe that the bang-bang nature of the optimal con-
trol complicates the correct identification of active and inactive constraints for
CLDPP algorithm. This potential issue is mitigated for the other algorithms by
sufficiently perturbing the problem, and following the central path, i.e., a trace
of stationary points defined for different values of perturbations, see Figure 6.2.

4Since the infinity norms of the objective function gradient and constraints violations at a
step are proportional with µ, it can be used as a surrogate for the progress of the algorithm.
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Figure 6.1: Inverted pendulum: logarithmic optimality error EJ on y-axis vs
iteration number on x-axis.
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Figure 6.2: Inverted pendulum: control inputs ut on y-axis vs time-index t on
x-axis.

Figure 6.3 demonstrates that Assumption 6.2.1 is commonly violated at the
early stage of the optimisation routine, i.e., Q̂tuu is not positive definite, and the
regularisation has to applied. Later in this example, after about 70 iterations,
Assumption 6.2.1 is always satisfied, and the quadratic convergence rate steps in.
This is because Q̂tuu � 0 in a neighbourhood (by continuity) of the central path:
see Figure 6.4, which depicts the smallest eigenvalues (over all t ∈ {0, . . . , N})
of Q̂tuu evaluated at the perturbed KKT points along the central path.

6.3.2 Car parking problem

Next we consider a car parking problem as in [71]. The dynamics of a car
with state x = [rx ry ϕ v]T (rx and ry are the x- and y-coordinates, ϕ is the
car’s heading and v is its velocity) and input u = [w a]T (w and a are the front
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Figure 6.3: Inverted pendulum: the smallest eigenvalue of Q̂tuu on y-axis vs
iteration number on x-axis (10 trials of Feasible-IPDDP).
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Figure 6.4: Inverted pendulum: the smallest eigenvalue of Q̂tuu on y-axis vs
perturbation µ on x-axis.

wheels’ steering angle and acceleration respectively) is

f(x, u) =


rx + b(v, w) cos(ϕ)
ry + b(v, w) sin(ϕ)

ϕ+ sin−1
(
hv
d sin(w)

)
v + ha

 ,
where b(v, w) = d + hv cos(ω) −

√
d2 − h2v2 sin2(w), h = 0.03 and d = 2 is

a distance between the front and back axles of a car; initial state is x0 =
[1 1 3 π/2 0]T , control constraints are −0.5 ≤ w ≤ 0.5 and −2 ≤ a ≤ 2, and
N = 500. The cost functions are

q(x, u) = 0.01
(
H(rx, 0.1) +H(ry, 0.1) + w2 + 0.01a2

)
,

p(x) = H(rx, 0.1) +H(ry, 0.1) +H(ϕ, 0.01) +H(v, 0.1),

where H(y, z) =
√
y2 + z2 − z.

In many cases CLDDP converges faster than its competitors (see Figure 6.5),
but presence of very distinct locally optimal solutions greatly influences its per-
formance. IPDDP and log-barrier algorithms follow the central path, thus be-
have in a more predictable manner. The main advantage of the proposed al-
gorithms compared to the log-barrier variant is their improved ability to follow
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Figure 6.5: Car-parking problem: logarithmic optimality error EJ on y-axis vs
iteration number on x-axis.

the central path. To demonstrate this, we solve the perturbed KKT system for
perturbation µ sampled from a certain interval, and investigate the maximum
stepsizes that the Feasible-IPDDP and log-barrier DDP methods can take im-
mediately after the reduction of the perturbation paramter. As one can see from
Figure 6.6, the log-barrier DDP is more sensitive to the perturbation reduction
when µ ∈ [0.0001, 0.0005], and takes vanishingly small steps in the case where
µ ∈ [0.0006, 0.0010]. Although such severe incidents might not commonly take
place, it is known that the Newton’s method applied to the log-barrier problems,
in contrast with the primal-dual approach, generally suffers from the step-scaling
issues occurring after the reduction of the perturbation [76].

6.3.3 Unicycle motion control

Here we consider a unicycle model

f(x, u) =

rx + hv cos(ϕ)
ry + hv sin(ϕ)

ϕ+ hu

 ,
where x = [rx ry ϕ]T is the state vector (rx and ry are the x- and y-coordinates,
ϕ is the heading) and u is the control input, h = 0.1 and v = 1.5; the initial
state is x0 = [−10 0 0]T and N = 600. We use the quadratic stage and terminal
costs

q(x, u) = 0.1(r2
x + r2

y + ϕ2 + 0.1u2), p(x) = 0.1(r2
x + r2

y + ϕ2).
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Figure 6.6: Car-parking problem: the maximum accepted stepsize on y-axis vs
the perturbation reduction factor κ on x-axis for two different intervals of the
central path.
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Figure 6.7: Unicycle motion control: two distinct locally optimal trajectories
(solid lines) with ry on y-axis and rx on x-axis; the boundary of obstacles
depicted as dotted circles.

The input and state constraints are chosen as follows

−1.5 ≤ u ≤ 1.5, −1 ≤ ry ≤ 1, ‖(rx + 5.5, ry + 1)‖2 ≥ 1,

‖(rx + 8, ry − 0.2)‖2 ≥ 0.52, ‖(rx + 2.5, ry − 1)‖2 ≥ 1.52.

Figure 6.7 depicts two distinct locally optimal trajectories; guessing a feasi-
ble solution for this problem is not trivial. Next we will compare the relaxed
logarithmic barrier strategy [77] implemented as DDP algorithm and Infeasible-
IPDDP.

For the relaxed log-barrier DDP method we use the following penalty on the
inequality constraints components

βδ(z) =

− log z z > δ,

1
2

[(
z−2δ
δ

)2

− 1
]
− log δ z ≤ δ,

and update the relaxation parameter as δ ← µ. For this experiment we sample
initial perturbation µ from interval [0.5, 1] at uniform. Figure 6.8 illustrates the
convergence of the methods, where IPDDP outperforms its competitor. Note
that µ is decreased only when the corresponding perturbed (or barrier) problem
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Figure 6.8: Unicycle motion control: perturbation µ on y-axis vs iteration num-
ber on x-axis.

is solved with sufficient accuracy, i.e., when the norm of F (w, µ) for Infeasible-
IPDDP or the gradient of the penalised objective function for the relaxed log-
barrier DDP are less than 0.2µ, thus acting as an indicator of progress.

6.3.4 Planar 3-link manipulator

Finally we consider a 3-link planar manipulator with unit length for all links,
depicted in Figure 6.9, is modelled as

f(x, u) = x+ hu,

where state vector x = [ϕ1 ϕ2 ϕ3]T consists of three joint’s angles, input vector
u = [ω1 ω2 ω3]T is commanded angular velocities, and h = 0.1 is a time step.
We set initial state x0 = [−π/2 0 0]T , N = 500, and let

q(x, u) =
h

2
uTu, p(x) =

100

2

(
ϕ1 −

π

2

)2
+

10

2
ϕ2

2 +
1

2
ϕ2

3.

We use linear constraints on input −0.1 ≤ u ≤ 0.1, and nonlinear (in decision
variables) constraints on y-coordinates of the joint preceding the end-effector
ry2 = cos(ϕ1) + cos(ϕ1 + ϕ2) and the end-effector itself ry3 = ry2 + cos(ϕ1 +
ϕ2 + ϕ3):

−1 ≤ ry2 ≤ 1 and − 1 ≤ ry3 ≤ 1.

Note that IPDDP requires the second-order derivatives of the state constraint,
and without this information the quadratic convergence cannot be ensured.
Since CLDDP cannot handle state constraints, in this example we solely focus
on IPDDP algorithms, which have similar performance when applied to this
problem (see Figure 6.10).

6.4 Summary

Two variants of Primal-Dual Interior-Point DDP algorithms, namely Feasible-
and Infeasible-IPDDP have been proposed in this chapter. The former operates
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Figure 6.9: Planar manipulator: snapshots of the optimal state trajectory of the
planar manipulator with x-coordinates on x-axis and y-coordinates on y-axis.
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Figure 6.10: Planar manipulator: logarithmic cost error EJ on y-axis vs itera-
tion number on x-axis.

with strictly feasible iterations, while the latter allows to start with infeasible
solution guess, and ensures constraint satisfaction upon convergence. We prove
the local quadratic convergence of the algorithms to its stationary points, and
show that the stationary points of both algorithms satisfy the (perturbed) sys-
tem of first-order conditions for optimality. The numerical simulations on four
examples demonstrate the ability of the proposed algorithms to converge to the
locally optimal solutions of the discrete-time optimal control problems with non-
linear dynamics and constraints, often being superior to its closest competitors
in the total number (and variability) of iterations required to converge. The fea-
sibility of equality constraints in the context Interior-point Differential Dynamic
Programming is ensured by explicitly resolving the dynamical equations in the
Forward pass, while satisfaction of the inequality constraints at each iteration
is ensured by using an appropriate modification of the algorithm, i.e., Feasible
IPDDP, and a step filter, which rejects infeasible steps.
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Chapter 7

Conclusion and future work

The main focus of this thesis was on developing the structure-exploiting al-
gorithms and methods, which either provide better system-oriented properties
than the general-purpose optimisation methods or reconsider well-established
techniques in the MPC context. This approach resulted in considerable contri-
butions to several areas of the MPC framework and filled some of the gaps in
the spectre of possible practices in implementing the real-time MPC solutions.

In this way, the possibility of optimising the finite-time optimal control prob-
lem formulation is explored in the context of MPC without the terminal condi-
tions in a hope to reduce the computational efforts associated with MPC. The
proposed complexity minimisation framework is aimed towards optimising the
algorithmic complexity estimate of the MPC problem, which accounts for a per-
iteration solver’s complexity and the total number of iterations, by selecting the
length of prediction horizon and degree of solution’s suboptimality in a way that
the lower-bound on the closed-loop performance holds. Several scenarios have
been investigated within the proposed framework, which resulted in a somewhat
counter-intuitive conclusion that the minimal stabilising prediction horizon is
not necessarily the optimal choice. Numerical simulations demonstrate that
the algorithmic complexity of MPC problems can be reduced by increasing the
length of prediction horizon, which enlarges the closed-loop stability margin, and
exploiting this margin to terminate the optimisation algorithm earlier, saving
the time otherwise spent on computations.

However, optimising the problem’s complexity is not always enough for the
real-time implementability, and one might also try to shift the most computa-
tionally demanding part of MPC to offline. This is usually done by partitioning
the state space into sub-regions and precomputing the (sub)optimal control laws
for these. If the MPC problem posses certain properties (convexity) this can be
done in a stability-certifiable and less conservative (than state-of-art) way with
the proposed approach. The main idea here is to use a stability certificate valid
only for a particular choice of interpolating functions, which is formulated as a
minimax problem. The proposed minimax approach, together with an adaptive
partitioning strategy, partially ease the curse of dimensionality and breaks the
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exponential growth of the number of the regions (in the system’s dimensional-
ity) required to approximate the optimal control law in a stability certifiable
way.

Finally, the need for efficient optimisation algorithms for solving the finite-
time optimal control problems, which posses key properties important in the
context of MPC, is addressed in the thesis. Novel IPDDP algorithms generate
dynamically feasible solutions with a linear complexity in problem’s size, which
converge to a locally optimal solution at a (locally) quadratic rate and satisfy
inequality constraints at each iteration (or, depending on the modification of the
algorithm, in the limit of convergence). IPDDP algorithms also posses another
very appealing in the context of MPC property - a locally optimal constrained
feedback laws as an additional output, which allows for direct implementation
of the (local) horizon shrinking closed-loop control at no extra computational
costs.

A combination of these results addresses several critical degrees of freedom in
the design of embedded MPC controllers - in particular the online computation
and memory storage requirements to implement the controller. The developed
approaches ensure that most efficient finite-time optimal control problems to
solve is chosen by means of picking the right prediction horizon and exploit-
ing suboptimal solutions. This directly addresses the online computation angle.
These solutions cannot compromise feasibility, so one of the developed optimisa-
tion algorithms guaranteeing feasibility upon early termination, provides a way
to obtain such solutions. In the case of very fast-sampling embedded systems,
further benefit can be obtained by precomputing the control laws using methods
developed in this thesis.

However, there is more that can be done in both extending the proposed
results and advancing the MPC framework in general. In this regard, in what
follows, a general outlook for future work is provided.

In Chapter 3, an MPC-specific early termination condition for a family of
interior-point solvers, which accounts for stability, has been considered. It is
demonstrated that the proposed termination condition results in the ability
to get adequate control input faster in both cold- and warm-starting scenar-
ios. However, the termination condition is not the only thing that determines
the resulting algorithmic complexity of the interior-point solvers applied to an
optimisation problem. For example, adaptive perturbation selection schemes
showed its effectiveness in reducing the total number of solver’s iterations in
the general-purpose optimisation scenarios [78]. Therefore, the investigation
of adaptive perturbation strategies, that work well in the context of MPC, is
considered as a promising research direction.

In Chapter 4, an MPC complexity minimisation framework, built upon the
closed-loop performance (and stability) considerations in the context of MPC
without the terminal conditions and the available complexity analysis for opti-
misation algorithms, has been developed. Therefore, the proposed framework
can directly benefit from developing less conservative closed-loop system per-
formance bounds and new optimisation algorithms with established complexity
estimates. The proposed framework also lacks analysis of the complexity of MPC
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problems under different warm-starting conditions (e.g., [79]) and highlights the
need for stability analysis (in the form of establishing cost upper-bounding co-
efficients) of the practically important dynamical systems. A possible research
direction is the inclusion of the optimisation scheme itself into the complex-
ity minimisation framework in a way similar to [80]. The proposed framework
can also benefit from extensions to other MPC schemes with existing stability
analysis, e.g., MPC with increasing weighting profiles [81].

In Chapter 5, a novel Approximate Explicit MPC strategy, which utilises a
special barycentric interpolation coordinates obtained by solving a small-scale
linear optimisation problem and the corresponding stability certificate, has been
proposed. Although the proposed approach partially eased the curse of dimen-
sionality, which commonly shows itself as the exponential growth of the num-
ber of approximation sub-regions, it is still far away from being a practical
method to deal with high-dimensional problems. Reducing the conservatism of
the proposed method is a possible direction for research. In this regard, fur-
ther exploitation of the piece-wise affine property of the proposed barycentric
interpolation technique in the certification procedure is required. Nevertheless,
the barycentric approximation scheme’s fundamental flaw is that it cannot have
second-order approximation properties [82], and other means of approximating
Explicit MPC, e.g., neural networks as in [83], should be additionally explored.

In Chapter 6, a novel family of interior-point differential dynamic program-
ming (IPDDP) algorithms and established the local quadratic convergence re-
sults for the perturbed KKT points, has been introduced. A future research
direction is to show the global convergence of IPDDP methods to the MPC
problem’s local optima. Also, one can possibly improve the numerical perfor-
mance of IPDDP by implementing adaptive schemes for selecting the perturba-
tion parameter or predictor-corrector steps. There are also different regularisa-
tion strategies possible in the DDP context, which numerical performance can
be tested in the IPDDP algorithms, i.e., placing a quadratic cost around the
current state trajectory as in [84]. Other promising directions include possible
extensions to mathematical programming with complementarity constraints [85]
and to Lie groups [86].

Of course, the true test of any proposed control algorithm is in its imple-
mentation on real systems. A prototype self-balancing robot was developed in
this thesis to demonstrate the developed theory, however there exist a plethora
of opportunities to implement these techniques on practical embedded systems
across a range of domains. These are significant deployment efforts on their
own, and therefore left for follow on work.
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[63] J. Rajamäki, K. Naderi, V. Kyrki, and P. Hämäläinen, “Sampled differen-
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