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Abstract

This thesis explores two topics: spline trajectory planning and rigidity-based
formation control. The analyses presented in this thesis for each topic are self-
contained and so this thesis is presented in two parts.

The first chapter focuses on spline trajectory planning. We revisit a popular
methodology from the quadrotor trajectory planning literature and address
two roadblocks encountered in its practical implementation. Specifically, we
consider the computational complexity of prototypical algorithms from the
literature as well as their scalability. From this analysis, we propose two new
algorithms: (i) Algorithm 1, which generates spline trajectories with linear
computational complexity and (ii) Algorithm 2, an iterative algorithm that
generates time-optimal spline trajectories with linear computational complexity
in each iteration. Both methods are faster and plan larger trajectories than
the state-of-the-art. We apply our methods to demonstrate their efficacy by
conducting an experimental quadrotor flight and by proposing a novel rapidly-
exploring random tree (RRT*) algorithm.

The second chapter considers the use of rigidity theory for the formation
control problem. We analyse a non-Euclidean norm and present a rigidity
theory for frameworks under the 1-norm. We then use this rigidity theory
to derive a distributed control law that, under a reasonable condition, comes
with an exponentially stability result. The qualities of our new control law
are investigated, particularly in comparison with other, related rigidity-based
approaches.
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1 Fast Spline Trajectory Planning

1.1 Introduction

This chapter is the result of many attempts to create minimum snap trajectories
according to the approach proposed by Mellinger and Kumar [32]. The
seemingly innocuous equality constrained quadratic program (QP) presented
by Mellinger and Kumar reveals a number of challenges in its practical solution.
Even moderately sized trajectories1 encounter numerical errors due to the
problem’s ill-conditioning not to mention long solution times as the dimension
of the program grows with the number of spline segments. Informed by an
analysis of the underlying problem, the first half of this chapter is concerned with
generating spline trajectories quickly and accurately. To this end, we present
Algorithm 1, which calculates spline trajectories with linear computational
complexity.

Algorithm 1 is then used as an enabling technology in the second half of this
chapter, as it is leveraged to efficiently solve some other problems. For example,
we study the problem of optimising the time between spline segments in optimal
spline trajectories and propose a computationally efficient iteration to solve the
problem via a gradient descent algorithm. We also propose an RRT* algorithm
that constructs a tree of minimum snap trajectories. In each of the methods
we propose, the fast means of calculating trajectories afforded by Algorithm 1
plays an integral role.

This chapter is structured as follows. A summary of the relevant research
and the contributions of this thesis are next. In Section 1.2, we formulate the
fixed-time problem and present an algorithm to solve it with linear computational
complexity in the number of spline segments. We also analyse the conditioning of
the problem and make a suggestion as to improve it. In Section 1.3, we introduce
the variable-time problem and present a gradient descent method for its solution.
Section 1.4 contains two applications of the algorithms: a demonstration on a
quadrotor platform and a minimum snap RRT* algorithm. Finally, future works
and concluding remarks are provided at the end.

1.1.1 Related research

As stated in the introduction, this chapter is the result of studying minimum
snap trajectories. However, we solve a general optimisation program that can be
used to generate optimal splines with respect to any derivative, such as velocity,
acceleration, jerk, snap and beyond. As such, the research relevant to this
chapter is divided into two sections: first we cover developments in minimum

1Trajectories of more than 8 spline segments.
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snap trajectory generation for quadrotor trajectory planning, then we highlight
some other applications of spline trajectory planning.

Quadrotor trajectory planning

Quadrotor trajectory planning is often broken into two subproblems: discrete
path planning and continuous trajectory optimisation [21]. We are concerned
with the latter, the task of constructing continuous trajectories amenable to
quadrotor flight given some constraints as determined by the flight mission.
Our primary focus is not the planning of constraints, which should instead be
informed by some higher-level path planning algorithms [30].

A variety of approaches to quadrotor trajectory optimisation have been
proposed, which vary in the way they construct continuous trajectories and the
type of constraints they accommodate [17]. The focus of this chapter is on the
minimum snap trajectory methodology pioneered by Mellinger and Kumar [32],
thereby we first review developments of Mellinger and Kumar’s work and then
present some other popular quadrotor trajectory planning approaches.

The approach of Mellinger and Kumar [32] stands out because of its
simplicity. They minimise the snap of their trajectories to approximately reduce
the control effort required for tracking. They formulate and solve a quadratic
program (QP) with equality constraints to generate minimum snap splines.
The numerical stability of this problem is considered by Richter et al. [39]
and further by de Almeida and Akella [10], who each propose methods with
better numerical stability. In a publication submitted as part of this thesis, we
propose a well-conditioned formulation of Mellinger and Kumar’s problem as
well as an algorithm that solves it with linear computational complexity in the
number of segments in the spline trajectory [6]. Subsequently, Wang et al. have
improved upon our results by presenting an algorithm without matrix inverse
calculations and thus with a lower computational complexity coefficient [48]. A
closely associated problem to that proposed by Mellinger and Kumar is that of
generating spline trajectories by also optimising over the time between spline
segments [32], [39]. The trajectories generated by this problem have smaller snap
than those generated by the aforementioned QP, but this problem is nonlinear
and nonconvex [7]. In solving it, de Almeida et al. encounter long computation
times and note that it is ill-suited to real-time applications [11]. Also as part of
their upcoming work, Wang et al. propose computationally efficient expressions
for a gradient descent method used to solve a closely related problem [48].

Beyond equality constrained QPs, other optimisation formulations can be
used to generate minimum snap trajectories subject to a broader class of
constraints. Mixed-integer quadratic programs (MIQPs) are used by Mellinger
et al. [33] to plan a multi-quadrotor flight and by Tang and Kumar [44] to
plan a quadrotor flight under cable-suspended payload. Deits and Tedrake use
both a mixed-integer semidefinite program (MISDP) and sum-of-squares (SOS)
program to incorporate collision avoidance constraints [12].

Another approach to trajectory generation is in the use of motion primitives
generated by solving optimal control problems, often to minimise the snap of
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the primitive. Lui et al. [31] discretise the state space using primitives and then
perform a graph search, while Muller et al. [34] evaluate many primitives at
each controller update step and execute the lowest-cost feasible primitive.

Spline Trajectories for Differentially Flat Systems

The recent developments in minimum snap trajectory planning are also of
benefit for trajectory planning for systems beyond quadrotors. Polynomials may
be used for quadrotor trajectory planning because quadrotors are differentially
flat systems, that is, all states and inputs of the system can be calculated from
a set of outputs without integration [47]. The class of differentially flat systems
is extensive and incorporates many mechanical systems, including robot arms
and cars with trailers [35].

Some existing works that apply spline optimisation to differentially flat
systems include robot arm trajectories [42] and CNC system trajectories [2] as
well as newer, unconventional testbeds such as a wheeled inverted pendulum [41]
as well as aquatic platforms [20].

1.1.2 Contribution

This chapter makes three primary contributions:

• We present an algorithm, Algorithm 1, that generates spline trajectories
with linear computational complexity,

• We present an iterative algorithm, Algorithm 2, that generates time-
optimal spline trajectories with linear computational complexity in each
iteration,

• We propose a better conditioned problem formulation of the fixed-
time and variable-time problems, such that solutions can be generated
for trajectories with many segments without encountering numerical
instability.

Several methods of solving the fixed-time problem have been
proposed [32], [39], [10] but to the best our knowledge the publications
submitted as part of this thesis are the first to present an algorithm with
linear computational complexity in the number of spline segments. We note,
a subsequent work by Wang et al. [48] improves our result by presenting an
algorithm with linear computational complexity and smaller computational
complexity coefficient.

1.1.3 Notation

Scalars are written with lowercase Greek letters (e.g., χ), vectors in lowercase
Latin letters (e.g., x), matrices in uppercase Latin letters (e.g., X), and sets in
calligraphic font (e.g., X ). The only exceptions to these conventions is using n,
m, i, j, q, p, l, and k to denote non-negative integers and using J to denote the
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scalar cost function. Sequences of scalars, vectors or matrices are enumerated
using subscripts x1, x2, x3, . . .. Unless specified otherwise, elements of a vector
or matrix are denoted using parentheses indexed with subscripts, e.g., (xi)j is
the jth element of the vector xi and (Ai)j,k is the (j, k)th element of the matrix
Ai. Euclidean space of dimension n is written as Rn. The qth time derivative of
x is denoted with x(q) := dqx

dtq . The cardinality of a set X is written as |X |. The
identity matrix of dimension k is denoted with Ik. For the sequences η1, η2, . . .
and ν1, ν2, . . ., ηi = O(νi) is written if there exists a positive real constant α
such that |ηi| ≤ α|νi| for i sufficiently large. Let P+ : Rn → Rn project onto
the positive orthant, that is,

(
P+(x)

)
i

= max{xi, 0} for i = 1, . . . , n. Given a
sequence of column vectors {xi} and matrices {Ai}, for i = 1, . . . , k, let

vec({xi}) :=


x1
...
xk

 , diag({Ai}) :=


A1

. . .

Ak

 .
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1.2 Fixed-Time Problem

In this section, we formulate an optimisation problem to generate a spline
trajectory with prescribed values at given points in time. We then reformulate
this problem as a quadratic program (QP). We propose an algorithm, Algorithm
1, to solve this QP and prove the its efficacy. Finally, we provide some analysis of
the conditioning of the QP and propose a reformulation to achieve an equivalent,
better-conditioned QP.

1.2.1 Problem formulation

We study the continuous spline σ : R→ R that is parametrised by time τ ∈ R

σ(τ) =


σ1(τ), τ0 ≤ τ ≤ τ1,

...

σl(τ), τl−1 ≤ τ ≤ τl,

with segments σi(τ), i = 1, . . . , l, defined with respect to the times t =
[τ0, . . . , τl]

T ∈ Rl+1. The segments are polynomials of order n − 1 represented
as

σi(τ) = aTi z(τ)

where z : R → Rn is a vector of the monomial basis functions and ai ∈ Rn is
a vector of coefficients for i = 1, . . . , l. We stack the vectors of coefficients as
a = vec({a1, . . . , al}) ∈ Rln.

As in the problem of Hermite interpolation [9], we generate a continuous
spline (up the the k − 1th derivative, for integer k) such that the spline and its

τ

σ(τ)

(f3)k+2 = σ
(1)
3 (τ3) = σ

(1)
4 (τ3) = (f4)2

(f4)k+2 = σ
(1)
4 (τ4)

τ0 τ1 τ2

(f3)k+1 = σ3(τ3) = σ4(τ3) = (f4)1

τ3

(f4)k+1 = σ4(τ4)

τ4

σ1(τ)

σ2(τ)
σ3(τ)

σ4(τ)

Figure 1.1: A spline σ(τ) with derivative values f illustrated at τ = τ3, τ4.
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derivatives take the values

(fi)q = σ
(q−1)
i (τi−1),

(fi)q+k = σ
(q−1)
i (τi),

for q = 1, . . . , k such that fi ∈ R2k for i = 1, . . . , l. We stack the vectors of
derivatives as f = vec({f1, . . . , fl}) ∈ R2kl.

We generate the spline by finding the minimising argument of the
optimisation program

J(t) = min
σ(τ),f

∫ τl

τ0

(
σ(k−1)(τ)

)2
dτ, (1.1a)

σ
(q−1)
i (τi−1) = (fi)q, i = 1, . . . , l, q = 1, . . . , k, (1.1b)

σ
(q−1)
i (τi) = (fi)k+q, i = 1, . . . , l, q = 1, . . . , k, (1.1c)

(fi)q+k = (fi+1)q, i = 1, . . . , l − 1, q = 1, . . . , k, (1.1d)

(fi)p = φ, ∀(i, p, φ) ∈ P, (1.1e)

where the set P is a collection of triplets (i, p, φ) with integer i ∈ {1, . . . , l} and
p ∈ {1, . . . 2k} and φ ∈ R.

The parameters of the program are the vector t, the integer k and the set P.
We explicitly represent the objective function in terms of the parameter t as it
is a focus of our study later in the paper and we note that k and P parametrise
(1.1) implicitly. The formulator of the problem chooses t to temporally constrain
the spline. The choice of k determines the total derivative to be minimised
as the cost (1.1a) and the degree of continuity enforced through (1.1d). Each
(i, p, φ) ∈ P restricts elements of feasible f through the interpolation constraints
(1.1e). The size of P is established as follows. For each i, let µ−i = |{p|p ∈
{1, . . . , k}, (i, p, φ) ∈ P}| and µ+

i = |{p|p ∈ {k + 1, . . . , 2k}, (i, p, φ) ∈ P}|.
Further letm =

∑l
i=1 µ

−
i +µ+

i . Hence, there arem = |P| constraints constituted
by (1.1e).

We now present a physical interpretation of some of the constraints of (1.1).
In (1.1a), the variable k allows the formulator to choose to minimise the total
velocity, acceleration, snap or some other derivative. This can be used, for
example, to minimise the total energy of a system depending on its dynamics.
The constraints (1.1e) can be interpreted as restricting positions, velocities or
other states of feasible trajectories at given points in time.

A compact representation

In this subsection, we express (1.1) more compactly as part of the problem
we call the fixed-time problem. We will first detail the vectors and matrices
employed in the formulation of the associated optimisation program and then
present the problem statement.
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To compactly represent the constraints (1.1b) and (1.1c), we introduce the
matrices Vi : R2 → R2k×n for i = 1, . . . , l

Vi(τi−1, τi) =

[
W (τi−1)
W (τi)

]
,

where W : R → Rk×n is a matrix parametrised by time τ such that(
W (τ)

)
q,j

=
(
z(q−1)(τ)

)
j
. For brevity, Vi(τi−1, τi) is written as Vi, for

i = 1, . . . , l. Thus, we form the block-diagonal matrix V : Rl+1 → R2kl×ln

as V (t) = diag({V1, . . . , Vl}).
To represent the cost (1.1a), we introduce the matrix

Hi(τi−1, τi) =

∫ τi

τi−1

z(k−1)(τ)
(
z(k−1)(τ)

)T
dτ,

where Hi : R2 → Rn×n. We abbreviate Hi(τi−1, τi) as Hi, for i = 1, . . . , l,
thus, the Hessian of the cost (1.1a) is H : Rl+1 → Rln×ln such that H(t) =
diag({H1, . . . ,Hl}).

Constraints (1.1d) and (1.1e) can be written compactly with constant
matrices of ones and zeros. To this end, we introduce the matrix E ∈ Rk(l−1)×2kl

E =


0 Ik −Ik 0 0 . . . 0 0 0
0 0 0 Ik −Ik . . . 0 0 0

...
. . .

...
0 0 0 0 0 . . . Ik −Ik 0

 ,

and the matrix P = diag({P1, . . . , Pl}) ∈ Rm×2kl, which is block-diagonal with

elements Pi ∈ R(µ−
i +µ+

i )×2k and (Pi)j,p = 1 if (i, p, φ) ∈ P and j ∈ {1, . . . , µ−i +
µ+
i }. We note that P has one nonzero element per row.

Let b = vec({b1, . . . , bl}) ∈ Rm with bi ∈ Rµ
−
i +µ+

i , i = 1, . . . , l, such that
(bi)j = φ for each (i, p, φ) ∈ P with j ∈ {1, . . . , µ−i + µ+

i } and is zero otherwise.
We are now ready to present the fixed-time problem.

Problem 1 (Fixed-Time Problem). For a given t, let a? and f? be the solutions
of

J(t) = min
a,f

aTH(t)a, (1.2a)

s.t. V (t)a = f, (1.2b)

Ef = 0, (1.2c)

Pf = b. (1.2d)

Find the continuous spline σ(τ) with coefficients a?.
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Example 1. Formulate (1.2) to find the minimum velocity (k = 2) spline σ(τ)
subject to

σ(1) = 1.0, σ(1)(1) = −1.0,

σ(2) = 0.5,

σ(4) = 2.0, σ(1)(4) = 1.0.

Constraints are required at three temporal points, hence consider a spline of
l = 2 segments as illustrated in Figure 1.2. Parameters of (1.1) are

t =
[
1 2 4

]T
,

P = {(1, 1, 1.0), (1, 2,−1.0), (1, 3, 0.5), (2, 1, 0.5), (2, 3, 2.0), (2, 4, 1.0)}.

Figure 1.2: The minimum velocity spline satisfying the constraints prescribed
in Example 1. Position constraints are illustrated in orange.
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To formulate (1.2), first consider explicitly z(τ) and W (τ) for n = 4 and k = 2

z(τ) =
[
1 τ τ2 τ3

]
,

W (τ) =

[
1 τ τ2 τ3

0 1 2τ 3τ2

]
.

We formulate (1.2) with the matrices and vectors

V ([1, 2, 4]T ) =

[
V1(1, 2)

V2(2, 4)

]
=



1 1 1 1 0 0 0 0
0 1 2 3 0 0 0 0
1 2 4 8 0 0 0 0
0 1 4 12 0 0 0 0
0 0 0 0 1 2 4 8
0 0 0 0 0 1 4 12
0 0 0 0 1 4 16 64
0 0 0 0 0 1 8 48



H([1, 2, 4]T ) =

[
H1(1, 2)

H2(2, 4)

]
=



0 0 0 0 0 0 0 0
0 1 3 7 0 0 0 0
0 3 9.33 22.5 0 0 0 0
0 7 22.5 55.8 0 0 0 0
0 0 0 0 0 0 0 0
0 0 0 0 0 2 12 56
0 0 0 0 0 12 74.67 360
0 0 0 0 0 56 360 1785.6


,

E =

[
0 0 1 0 −1 0 0 0
0 0 0 1 0 −1 0 0

]
,

P =


1 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0
0 0 1 0 0 0 0 0
0 0 0 0 0 0 1 0
0 0 0 0 0 0 0 1

 ,
b =

[
1.0 −1.0 0.5 2.0 1.0

]T
.
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1.2.2 Solution

In this section, we present an algorithm of linear computational complexity for
solving the fixed-time problem. We also present an equivalent reformulation
of (1.2) that may be solved in its place to avoid numerical errors due to ill-
conditioning.

Solution Algorithm

We begin by presenting our algorithm for solving (1.1), which is included on the
subsequent page. To this end, we introduce the variables used in the algorithm’s
calculations. Let

f = f + Zg, (1.3)

where f ∈ R2kl and Z ∈ R2kl×nl−m are such that Pf = b and PZ = 0, and
g ∈ Rnl−m. Under the change of variables (1.3), the constraint (1.2d) is satisfied
for all g ∈ Rnl−m. The vector g can be thought of as the free derivative values.
The notation f is used stylistically to reflect that f is not a decision variable
and its components are either zeros or the parameters φ of the (i, q, φ) ∈ Φ.

We partition f, g and Z into vectors and matrices of size f i ∈ R2k, gi ∈
Rµ

−
i +µ+

i and Zi ∈ R2k×µ−
i +µ+

i , for i = 0, . . . , l, such that f = vec({f0, . . . , f l}) ∈
R2kl, g = vec({g0, . . . , gl}) ∈ Rnl−m and Z = diag({Z0, . . . , Zl}) ∈ R2kl×nl−m.

Further, let gi = vec({g−i , g
+
i }) where g−i ∈ Rµ

−
i and g+i ∈ Rµ

+
i . For i = 0, . . . , l,

let

ZTi V
−T
i HiV

−1
i Zi =

[
Ai Bi
BTi Ci

]
, (1.4a)

ZTi V
−T
i HiV

−1
i f i =

[
c−i
c+i

]
(1.4b)

where Ai ∈ Rµ
−
i ×µ

−
i , Bi ∈ Rµ

−
i ×µ

+
i , Ci ∈ Rµ

+
i ×µ

+
i , c−i ∈ Rµ

−
i and c+i ∈ Rµ

+
i .

We briefly comment on the computation of Z. In general, finding a basis for
the nullspace of a matrix A ∈ Rn×n has computational complexity of O(n3).
However, the structure of P and the condition PZ = 0 allows a closed-form
expression for Z. That is, because P is a matrix with only one nonzero element
per row then we can choose Z to be a matrix with only one nonzero element per
column. We omit proof of this or a procedure to generate arbitrary Z matrices
noting it is straightforward and provide the following example to demonstrate
this point.

13



Example 2. Find Z ∈ R2kl×nl−m such that P ∈ Rm × 2kl and b ∈ Rm. As in
Example 1, let k = 2, l = 2, n = 4 and m = 5 and

P =


1 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0
0 0 1 0 0 0 0 0
0 0 0 0 0 0 1 0
0 0 0 0 0 0 0 1

 ,
b =

[
1.0 −1.0 0.5 2.0 1.0

]T
.

Then the following Z satisfies PZ = 0.

Z =



0 0 0
0 0 0
0 0 0
1 0 0
0 1 0
0 0 1
0 0 0
0 0 0


.

We are now ready to present our algorithm for solving (1.1), which is on
the adjacent page. Following the algorithm is a proposition that posits the
algorithm’s computational complexity. Then the remainder of this subsection
is dedicated to proving this proposition.

14



Algorithm 1: Algorithm of Linear Computational Complexity for
Solving the Fixed-Time Problem

for i=1,. . . , l do
construct Vi, Hi, Zi, bi;
partition Ai, Bi, Ci, c

−
i , c

+
i ;

Ai←

{
A1 i = 1,

Ai + Ci−1 −BTi−1A
−1
i−1Bi−1 i = 2, . . . , l;

c−i ←

{
g−1 i = 1,

g−i + g−i−1 −BTi−1A
−1
i−1c

−
i−1 i = 2, . . . , l;

end
for i=l,. . . , 1 do

g−i ← A
−1
i (c−i −Big

+
i );

g+i ←

{
(Cl −BTl A

−1
l Bl)

−1(g+l −BTl A
−1
l c−l ) i = l,

g−i+1 i = l − 1, . . . , 1,

solve for fi (1.3);
solve for ai using (1.2b);

end
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Proposition 1. Algorithm 1 solves (1.1) in O(lk3).

We now prove that Algorithm 1 solves Problem 1. We first present a useful
set of recursions in the following Lemma. The recursions efficiently solve a
structured matrix equation that we will encounter in the principle proof. To
reduce notation, we will not explicitly state time dependence, i.e., we write
V (t), H(t) as V, H. We note that for the fixed-time problem is solved for a
known, constant t.

Lemma 1. For i = 1 . . . , k, let g−i , g+i and λi satisfy

g−i = A
−1
i (c−i −Big

+
i ), (1.5a)

g+i =

{
(Cl −BTl A

−1
l Bl)

−1(g+l −BTl A
−1
l c−l ) i = l,

g−i+1 i = l − 1, . . . , 1,
(1.5b)

λi = BTi g
−
i + Cig

+
i − c

+
i , (1.5c)

where

Ai =

{
A1 i = 1,

Ai + Ci−1 −BTi−1A
−1
i−1Bi−1 i = 2, . . . , k,

(1.6a)

c−i =


c−1 i = 1,

c−i + c+i−1
−BTi−1A

−1
i−1c

−
i−1

i = 2, . . . , k.
(1.6b)

Then (1.5) solves[
ZTV −THV −1Z ZTET

EZ 0

] [
g
λ

]
=

[
ZTV −THV −1f

0

]
, (1.7)

where λ = [λT1 , . . . , λ
T
l−1]T ∈ Rk(l−1) with λi ∈ Rk for i = 1, . . . , l − 1.

Proof. Under the partition (1.4), we may permute the variables and columns of
(1.7) to reveal the block-tridiagonal structure

D1 −MT

−M D2 −MT

−M D3 . . .
...

. . .


︸ ︷︷ ︸

D


y1
y2
y3
...

 =


d1
d2
d3
...

 , (1.8)

where

Di =

Ai Bi 0
BTi Ci I
0 I 0

 , M =

0 0 I
0 0 0
0 0 0

 ,
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with yi = [g−i
T
, g+i

T
, λTi ]T and di = [c−i

T
, c+i

T
, 0]T for i = 1, . . . , l − 1 and

yl = [g−l
T
, g+l

T
]T and dl = [c−l

T
, c+l

T
]T such that y = vec{y1, . . . , yl} and

d = vec{d1, . . . , dl}.
Block-tridiagonal matrices such as (1.8) are commonly solved through Block

LU factorisation [16]. The LU factorisation of the block tridiagonal matrix D

D =


I
N1 I

N2 I
. . .

Nk−1 I


︸ ︷︷ ︸

L


D1 −MT

D2 −MT

D3

. . .

Dl


︸ ︷︷ ︸

U

,

where the block elements are

Ni =

BTi A−1i −I Ci −BTi A
−1
i Bi

0 0 0
0 0 0

 , i = 1, . . . , l − 1,

Di =

Ai + Ci−1 −BTi−1A
−1
i−1Bi−1 Bi 0

BTi Ci I
0 I 0

 , i = 2, . . . , l.

First solving Lx = d yields the iteration over c−i , that is (1.6b). Calculating

each Ai + Ci−1 − BTi−1A
−1
i−1Bi−1 gives rise to (1.6a). These matrices are then

used to solving Uy = x, providing expressions for g−i and g+i as (1.5a) and
(1.5b). The solution to Uy = x also governs the values of λi with (1.5c).

We are now ready to prove that Algorithm 1 solves the fixed-time problem.
We first reformulate the optimisation program to reveal its structure. Then we
derive the steps of the algorithm in a similar fashion as Cantoni et al. [8].

Proof of Proposition 1. Similar to Richter et al. [39], we reformulate (1.2) as
the following.

min
f

fTV −THV −1f, (1.9a)

s.t. Ef = 0, (1.9b)

Pf = b. (1.9c)

Under the change of variable (1.3), by construction Pf = P (f + Zg) = φ,
and the program resulting from the substitution is

min
g

2gTZTV −THV −1b+ gTZTV −THV −1Zg, (1.10a)

s.t. EZg = 0. (1.10b)
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Cast as (1.10), the matrices in the program present a lot of structure.
The Hessian ZTV −THV −1Z is block diagonal and the decision variables are
coupled by the sparse matrix EZ. Furthermore, the coupling is only between
the derivatives of adjacent segments. Motivated by these observations, we use
the tailored solution presented in the previous Lemma to derive the steps of
Algorithm 1.

The KKT conditions for (1.10) yield (1.7). Lemma 1 solves (1.10) with
linear computational complexity in l + 1. Through a change of variables, the
recursions can be used to calculate the solution to (1.1). In terms of number
of calculations, there are 2(l + 1) matrix calculations required in computing
(1.6a) and (1.6b), while 2(l+1) systems of equations need to be solved in (1.5a)
and (1.5b). All the matrices involved are square and at largest k, hence the
computational complexity is then O( 4

3k
3(l + 1)).

We note that an algorithm with low computational complexity in l is
important given l, more so than other variables, can be very large. The other
variable in the complexity bound k is practically limited by application. For
example, k = 4 is used to minimise the jerk of robot arm trajectories [42] and
k = 5 is used to minimise the snap of quadrotor trajectories [32]. Linear in l,
our algorithm’s computational complexity facilitates spline trajectories of many
segments.

1.2.3 Improving Conditioning

We now present a reformulation that results in a QP with well-conditioned
matrices. To motivate this reformulation, we take a short detour to explore
Vandermonde matrices. The Vi are transposed confluent Vandermonde matrices
and are notoriously ill-conditioned [22]. These matrices are ultimately the
culprits behind the numerical instability of (1.2).

A Vandermonde matrix is defined by the scalars z0, z1, . . . , zn ∈ C as

K(z0, z1, . . . , zn) =


1 1 . . . 1
z0 z1 . . . zn
...

...
...

zn0 zn1 . . . znn

 ∈ C(n+1)×(n+1).

One way of generalising the standard Vandermonde matrix is to allow
confluency, that is, including columns with elements that are the differentiated
elements of other columns. One strategy to improve the conditioning of K
is to carefully select the points zj , for j = 0, . . . , n. Ideally, K is perfectly
conditioned, i.e., κ(K) = 1, which occurs when the points are roots of unity
zj = exp( 2πi

n j) (here i is the imaginary unit), for j = 0, . . . , n − 1 [18]. Taking
the points of a confluent Vandermonde matrix to be roots of unity has also been
shown to improve its condition number [19].

To formulate a program with better conditioned matrices than (1.2), we
thus scale the problem such that all the Vi(τi−1, τi) and Hi(τi−1, τi) have the
nondimensional points τi−1 = −1 and τi = 1. The nondimensional program is
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J(t) = min
a,f

aT H̃(t)a, (1.11a)

s.t. G(t)Ṽ a = f, (1.11b)

Ef = 0, (1.11c)

Pf = b, (1.11d)

where Ṽ = diag{V1(−1, 1), . . . , Vl(−1, 1)} ∈ R2kl×ln and H̃(t) = diag{(2/(τ1 −
τ0))2k−1H1(−1, 1), . . . , (2/(τl − τl−1))2k−1Hl(−1, 1)} ∈ Rln×ln. The matrix
G(t) has block-diagonal submatrices Gi(τi−1, τi) : R2 → R2k×2k such
that Gi(τi−1, τi) = diag{1, 2/(τi − τi−1), . . . , (2/(τi − τi−1))s−1, 1, . . . , (2/(τi −
τi−1))s−1} for i = 1, . . . , l. We abbreviate Gi(τi−1, τi) as Gi for i = 1 . . . , l and
form G : Rl+1 → R2kl×2kl as G(t) = diag{G1, . . . , Gl}.

We note that the optimal cost of (1.2) and (1.11) are equal but their
solution variables are different. The relationship between the solutions of the
two programs is summarised in the following proposition.

Proposition 2. Let a? and f? solve (1.2) and σ(τ) be the spline with coefficients
a?. Further, let ã? = vec{ã?1, . . . , ã?l } such that ã?i is the vector of coefficients
of σ̃i(ρ) for i = 1, . . . , l. Then, ã? and f? solve (1.11) if and only if σ̃i(ρ) =
σi((τi − τi−1)ρ/2 + (τi + τi−1)/2).

Proof. The cost function (1.1a) can be written as the summation

J(t) = min
σ(τ),f

l∑
i=1

∫ τi

τi−1

σi(τ)dτ,

We change variables to nondimensionalised time (between −1 and 1) by
introducing ρ = 2τ/(τi − τi−1) − (τi + τi−1)/(τi − τi−1). Each integral in the
summation is then

J(t) = min
σ̃(τ),f

l∑
i=1

( 2

τi − τi−1

)2k−1 ∫ 1

−1
σ̃i(ρ)dρ,

= min
ãi,f

l∑
i=1

( 2

τi − τi−1

)2k−1
ãTi Hi(1,−1)ãi,

= min
ã,f

ãT H̃(t)ã.

Therefore, subject to the constraints (1.2b)–(1.2d), if a? and f? minimise
(1.2a) then ã? and f? minimise (1.11a). We now show that the constraints
(1.11b)–(1.11d) are equivalent to (1.2b)–(1.2d) to complete the proof. Under
the change of variables, for i = 1, . . . , l and q = 1, . . . , k,

σ
(q−1)
i (τi−1) =

( 2

τi − τi−1

)q−1
σ̃
(q−1)
i (−1),

σ
(q−1)
i (τi) =

( 2

τi − τi−1

)q−1
σ̃
(q−1)
i (1).
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This can be written more compactly as V (t)a = G(t)Ṽ ã and thereby (1.11b) is
equivalent to (1.2b). The remaining constraints are exactly equal.

We note that by replacing the QP (1.2) with the better conditioned (1.11)
in the fixed-time problem, Algorithm 1 can still be used to generate a solution.
With

Vi(τi−1, τi) , Gi(τi−1, τi)Vi(−1, 1)

Hi(τi−1, τi) , (2/(τi − τi−1))2k−1Hi(−1, 1)

Algorithm 1 calculates ã. Then the output of the fixed-time problem, σ(τ), can
be calculated using Proposition 2. An example of a spline output by solving the
fixed-time problem via (1.11) is illustrated in the top plot of Figure (1.3). This
is in contrast to the plot below, which shows the spline output by the solution
using (1.2). The spline in the lower plot is the result of numerical instability
characterised by large magnitudes (compared to the waypoint constraints) and
discontinuities.

The improvement of the condition number of Gi(τi−1, τi)Vi(−1, 1) compared
to the original Vi(τi−1, τi) is demonstrated by Table 1. The condition number
κ(Vi(τi−1, τi)) rapidly grows to more than 1017 for τi−1 = 10 and τi = 12,
where the matrices become practically unusable in calculations given numerical
errors [45]. This helps in explaining the instability observed in generating large
trajectories, as the τi increase with the number of segments. We also note the
κ(Gi(τi−1, τi)Vi(−1, 1)) remain constant in Table 1, due to constant δi = 1. The
τi−1 and τi only appear in Gi(τi−1, τi)Vi(−1, 1) as part of the difference terms
δi. Hence, κ(Gi(τi−1, τi)Vi(−1, 1)) does not increase with τi−1 and is only prone
to introducing numerical error for large δi.
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Figure 1.3: Generating minimum snap splines with the well-conditioned
program (1.11) (top) versus the ill-conditioned program (1.2) (bottom).
Numerical instability is observed in generating splines of as little as l = 9
segments for certain time parametrisations t.

Table 1: Comparing the condition number of the transposed confluent
Vandermonde matrices of (1.2) and (1.11) for two second segments with different
times ti−1 and ti.

κ(Vi(τi−1, τi)) κ(Gi(τi−1, τi)Vi(−1, 1))
ti−1 = −1, ti = 1 2.3417 · 104 2.3417 · 104

ti−1 = 1, ti = 3 1.1775 · 109 2.3417 · 104

ti−1 = 10, ti = 12 2.3763 · 1017 2.3417 · 104

ti−1 = 100, ti = 102 6.1296 · 1028 2.3417 · 104
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1.3 Variable-Time Problem

In this section we present another problem formulation for generating optimal
spline trajectories. Closely related to (1.1), in this problem the time between
spline segments t is included as a decision variable. We name this problem
the variable-time problem. We leverage the results of the previous section to
propose an algorithm that efficiently solves this problem.

1.3.1 Problem Formulation

Problem 2 (Variable-Time Problem). Let t? be the minimising argument of
the optimisation program

min
t

J(t), (1.12a)

s.t. τi−1 < τi, i = 1, . . . , l, (1.12b)

where t = [τ0, . . . , τl]
T ∈ Rl+1, and let a? and f? be the minimising arguments

of (1.2) for t = t?. Find the continuous spline σ(τ) with coefficients a?.

In the literature, the typical means to solve (1.12) is a gradient descent
method [32], [39], [7]. In these works, an approximation of the gradient ∇tJ(t)
is used as a descent direction. The calculation of the approximate gradient
typically involves solving (1.2) repeatedly. We also employ a gradient descent
method to solve the variable-time problem. The strength of our algorithm is
that it requires only a single solution of (1.2) per iteration. We achieve this
by solving a reformulation of (1.12), which we present alongside the solution
method in the following subsection.

1.3.2 Solution

We begin by introducing the change of variables δi = (τi−τi−1)/2 for i = 1, . . . , l.
Let d = [δ1, . . . , δl]

T ∈ Rl. Further, let R ∈ R(l+1)×l be such that Ri,j = 2 if
i < j and zero otherwise. By construction, the span of R is all t ∈ Rl+1 such
that τ0 = 0. The reformulation is then

min
d

J(Rd), (1.13a)

s.t. δi > 0, i = 1, . . . , l, (1.13b)

We note that (1.13) is not strictly equivalent to (1.12) due to the different
dimensions of d and t. However, the next proposition states that the optimal
cost J(t) is invariant to the initial time τ0, and thereby every solution to (1.13)
can be used to calculate another solution to (1.12).

Proposition 3. The vector d? is a local minimiser of (1.13) if and only if
t? = Rd? is a local minimiser of (1.12).

22



Figure 1.4: Minimum snap trajectories generated by iterates of Algorithm 2.

Proof. We first prove the necessary condition. To obtain a contradiction, assume
t? = Rd? is a local minimiser of (1.12) but d? is not a local minimiser of (1.13).
There exists some d† such that ‖d† − d?‖ < ε and J(Rd†) < J(Rd?). Hence,
there exists a t† = Rd† such that ‖t† − t?‖ < ‖R‖ε and J(t†) < J(t?), which
contradicts t? being a local minimiser of (1.12).

To prove the sufficient condition, we first state a useful fact. Consider the
times t1, t2 ∈ Rl+1 and their differences d1, d2 ∈ Rl, respectively, such that
d1 = d2. The formulation (1.11) depends only on the difference between times
τi − τi−1, i = 1, . . . , l, therefore J(t1) = J(t2). We now prove the sufficient
condition by contradiction. Assume that d? is a local minimiser of (1.13) but
Rd? is not a local minimiser of (1.12). Therefore, a t† exists such that ‖t† −
Rd?‖ < ε and J(t†) < J(Rd?). However, as the formulation depends only on
the difference between times, there must also exist some d† such that J(t†) =
J(Rd†). Hence, there is a d† such that ‖d†−d?‖ < ε/‖R‖ and J(Rd†) < J(Rd?),
which contradicts the assertion that d? is a local minimiser of (1.13).

We solve (1.13) using a projected steepest descent method that we refer to
as Algorithm 2. The iteration of Algorithm 2 is

di+1 = P+

(
di − αi∇dJ(Rdi)

)
, (1.14)

where the di ∈ Rl are the sequence of iterates and αi ∈ R are step sizes as
chosen by a backtracking line search algorithm for integer i ≥ 1. We note that
every iteration calculated with (1.14) yields a feasible solution to (1.13) because
the projection P+ renders the components of di+1 positive.
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Algorithm 2: Algorithm for Solving Problem 2

di ← d0;
while not terminated do

Find f? minimising (1.2) for t = Rdi using Algorithm 1;
Calculate ∇dJ(Rdi) using Proposition 4;
Choose αi;

di ← P+

(
di − αi∇dJ(Rdi)

)
;

i← i+ 1;

end

Since J(t) is the optimal cost of a QP with equality constraints, it has a
closed form expression [43] that we use to calculate ∇dJ(Rd) directly. We then
exploit sparsity to derive expressions for ∇dJ(Rd) that are efficient in terms
the computational cost of their calculation, which are presented in the following
proposition.

Proposition 4. For a given t, let a? and f? solve (1.2) where f? =
vec{f?1 , . . . , f?l }. The Jacobian ∇dJ(Rd) is for i = 1, . . . , l(

∇dJ(Rd))i = (2k − 1)δ1−2ki

(
δ−1i (f?i )THi(−1, 1)f?i (1.15)

− (f?i )THi(−1, 1)F (δi)f
?
i − (f?i − f i)THi(−1, 1)(f?i − f i)

− (f?i − f i)T
(
Hi(−1, 1)F (δi) + F (δi)Hi(−1, 1)

)
f i
)
,

with F (δ) = δ−1diag{0, 1, . . . , (k − 1), 0, 1, . . . , (k − 1)} ∈ R2k×2k.

Proof. We start by performing a similar reformulation as in the proof of
Proposition 12. We note that G(t) depends only on the difference between
times δi = (τi − τi−1)/2, so without loss of generality we reparametrise it as
G : Rl → R2kl×2kl. This allows us to recast (1.13) as

J(Rd) = min
f

fT (G(d)Ṽ )−T H̃(G(d)Ṽ )−1f, (1.16a)

s.t. Ef = 0, (1.16b)

Pf = b. (1.16c)

We again make the change of variable (1.3). Further, we let g = Y h such that
EZY = 0 and Y ∈ R(kl−m/2)×(2kl−m). Substituting the two change of variables
into (1.16) results in the unconstrained optimisation program

J(Rd) = min
h
hTQ(d)h+ hT q(d) + q(d), (1.17)

2For the readers reference, we note the matrix H(t) was introduced on Page 9 and G(t) on
Page 17.
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where

Q(d) = Y TZT (G(d)Ṽ )−T H̃(G(d)Ṽ )−1ZY,

q(d) = 2Y TZT (G(d)Ṽ )−T H̃(G(d)Ṽ )−1f,

q(d) = f
T

(G(d)Ṽ )−T H̃(G(d)Ṽ )−1f.

Let h?(d) be the argument that minimizes (1.17) such that

J(Rd) = h?(d)TQ(d)h?(d) + h?(d)T q(d) + q(d). (1.19)

The necessary condition for the optimality of the fixed-time minimum-snap
trajectory is

2Q(d)h∗(d) + q(d) = 0. (1.20)

Substituting (1.20) into ∇dJ(Rd) yields

∇dJ(Rd) = h?(d)T
(
∇dQ(d)

)
h?(d) (1.21)

+ h?(d)T∇dq(d) +∇dq(d).

We will now identify the nonzero components of ∇dQ(d), ∇dq(d) and ∇dq(d)
and use them to form compact expressions for ∇dJ(Rd). For i = j

∂Gj
∂δi

= diag{0,−δ−2j , . . . ,−(s− 1)δ−sj , . . .

0,−δ−2j , . . . ,−(s− 1)δ−sj },

and ∂Gj/∂δi = 0 otherwise. To ease notation we introduce

F (δi) =
∂G0(τi−1, τi)

∂δj
G0(τi−1, τi)

−1, (1.22)

= diag{0,−δ−1j , . . . ,−(s− 1)δ−1j , . . .

0,−δ−1j , . . . ,−(s− 1)δ−1j }.

Similarly, the partial derivatives of the block-diagonal components of H̃ are, for
i = j,

∂

∂δj

( 1

δ2k−1i

Hi(−1, 1)
)

=
1− 2k

δ2ki
Hi(−1, 1), (1.23)

and are zero otherwise.
Another useful calculation is

∇d(G(d)Ṽ ) = −Ṽ −1(∇dG(d))G−1(t), (1.24)

which is the result of applying the chain rule and matrix differentiation.
Substituting (1.22), (1.23) and (1.24) into the partial derivatives

∇dQ(d), ∇dq(d) and ∇dq(d) then evaluating (1.21) yields the compact
expressions (1.15) as required.
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The component-wise expressions of (1.15) involve matrices of size at most n×
n, hence the calculation of ∇dJ(Rd) has computational complexity O(ln3). The
minimising argument f? is required to calculate (1.15), which in itself requires
O(ln3) computations. Hence, the computational complexity of calculating each
iteration (1.14) is O(ln3).

We also note because (1.15) was derived from (1.12), it depends only on
the difference between times δi. As found in a previous work [6], the condition
number of the matrices in (1.15) will not necessarily increase for large values of
the times τi. Instead, (1.15) is only prone to numerical errors for large values
of δi. Indeed, deriving similar expressions for ∇dJ(Rd) from (1.2) results in
calculations involving ill-conditioned matrices that render the results practically
useless due to numerical errors.

Comparing the Fixed-time and Variable-time solutions

We use the following two paragraphs to compare the two solutions presented
for the Fixed-time and Variable-time problems. In Section 1.2.2, the Fixed-
time problem was solved by using the KKT conditions. That is, the equality
constraints Ef = 0 were explicitly satisfied as part of a linear system of
equations (1.10). In Section 1.3.2, a different approach was used to solve the
Variable-time problem. A nullspace parametrisation was employed, whereby the
equality constraints Ef = 0 were implicitly satisfied by being incorporated in
the cost function via a change of variables. This resulted in the unconstrained
optimisation program (1.19).

The authors do not express a preference for either solution method. Both
cases ultimately yield a system of linear equations that is the condition for
optimality and both cases satisfy the same constraints as formulated in the
original problem.

l = 6 l = 8 l = 10

Algorithm 2 2.31 2.48 2.45

Iteration (1.25) 12.43 17.59 24.50

Iteration (1.26) 39.52 232.74 996.70

Table 2: Number of J evaluations for three gradient descent methods.
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1.3.3 Numerical experiments

In this subsection, we demonstrate another computational benefit of employing
expression (1.15). The benefit we look to highlight is in terms of the number of
J(t) evaluations required by a descent method to converge to a minimum. We
compare our solution to two other methods popular in the literature by solving
the variable-time problem and generating some minimum snap trajectories.

The first method we use for comparison is proposed by Mellinger and
Kumar [32] and is chosen as it is easy to implement and is a conceptually
simple derivative-free method. It uses a finite difference approximation of the
gradient through the iteration, for j = 1, . . . , l,

(di+1)j = (di)j − βi
J
(
R(di + γiej)

)
− J(Rdi)

γi
, (1.25)

where βi ∈ R and γi ∈ R are sequences of parameters for integer i ≥ 1. The
vectors ej ∈ Rl are such that (ej)j = 1 and zero otherwise. The second method
we use for comparison requires only one J(t) evaluation per iteration. It is a
random, derivative-free method with the iteration

di+1 = di − εi
J
(
R(di + ζiu)

)
− J(Rdi)

ζi
u, (1.26)

where u ∈ Rl is a random vector with a known Gaussian distribution and εi ∈ R
and ζi ∈ R are sequences of parameters. For for an analysis of the properties
of random derivative-free methods and how to choose parameters such as the
Gaussian distribution, we refer the reader to [36].

The results of a series of numerical experiments, comparing the number of
J(t) evaluations required by three methods using the iterate updates (1.14),
(1.25) and (1.26), are summarised in Table 2. As expected, the exact gradient
(1.14) yields the least number of J(t) evaluations. The method that uses the
finite-difference approximation (1.25) requires a similar number of iterations
to that using the exact gradient (1.14) but makes more J(t) evaluations per
iteration, evident from the experimental data that linearly increases in l. The
expression (1.26) only requires one J(t) evaluation per iteration, however, the
total number of iterations required for convergence in using this update scales
with the dimension of the solution and thus l.

In summary, using the exact gradient in the update (1.14) reduces the
number of J(t) evaluations through the calculation of each iterate and through
the total number of iterations required for its convergence.
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Figure 1.5: The quadrotor flight through an obstacle filled circuit. The flight has
two phases: the offline trajectory (blue) and the recalculated, online trajectory
(orange).

1.4 Experiments

In this section, we present two applications of the algorithms presented thus
far. The first is planning minimum snap trajectories for quadrotors and we
demonstrate the real-time capability of our method by replanning a trajectory
during an experimental flight. Second, we present a higher-level path planning
algorithm that uses an RRT* algorithm to construct a tree of minimum snap
trajectories. The computational complexity and well-conditioned formulation
of our methods are critical to achieving the outcomes of each application.

1.4.1 Minimum snap trajectory planning for quadrotors

Our first application is an example of how our problem formulation and
algorithms can be applied to Mellinger and Kumar’s quadrotor trajectory
planning methodology [32]. This is achieved by adapting the variable-time
problem to plan trajectories in multiple dimensions. We also demonstrate that
our method can generate quadrotor trajectories in real-time.

We output trajectories in terms of the quadrotor’s position
[σx(τ), σy(τ), σz(τ)]T ∈ R3 and yaw σψ(τ) ∈ [−π, π], such that σx(τ)
and σy(τ) are two minimum snap splines and σz(τ) and σψ(τ) are two
minimum acceleration splines3. We generate each spline by solving separate
instances of the fixed-time problem with different parametrisations. To this end,

3This has the approximate effect of minimising the control effort required to track the
trajectory (see [32] for details).
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we introduce the optimal costs of the four optimisation programs associated
with each dimension of the trajectory. Let Jx(t) and Jy(t) be the optimal cost
of two instances of (1.2) with k = 5 and let Jz(t) and Jψ(t) be the optimal cost
of two instances of (1.2) with k = 3. We solve a variant of the variable-time
problem to find σx(τ), σy(τ), σz(τ) and σψ(τ) such that the time between
segments is the same for each spline.

Problem 3 (Multi-Dimensional Variable-Time Problem). Let t? be the
minimising argument of the optimisation program

min
t

Jx(t) + Jy(t) + Jz(t) + Jψ(t), (1.27a)

s.t. τi−1 < τi, i = 1, . . . , l. (1.27b)

Find the splines σx(τ) and σy(τ) by solving two instances of the fixed time
problem with t = t? and k = 5, and the splines σz(τ) and σψ(τ) by solving two
instances of the fixed time problem with t = t? and k = 3.

We solve the multi-dimensional variable-time problem using a gradient
descent method adapted from the approach taken in Section 1.3. This method
is only trivially different to Algorithm 2.

To demonstrate the real-time capability of our algorithm, we conduct a
quadrotor flight in which the trajectory is replanned midflight. The flight
is through a circuit of four pairs of hoops stacked vertically on one another.
Initially, the multi-dimensional variable-time problem is parametrised such that

Figure 1.6: The time (s) taken to compute a range of trajectories by solving
Problem 3 using an adapted Algorithm 2 (blue) and the method proposed by [39]
as implemented in [1] (orange).
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the quadrotor circumnavigates the course by passing through the upper hoops.
Then, prompted by user input at an unspecified time, a new parametrisation of
the multi-dimensional variable-time problem is solved to generate a trajectory
that passes through the lower hoops. The two trajectories are visualised in the
flight space in Fig. 1.5. We benchmark our method by repeating the flight using
Richter et al.’s solution of the variable-time problem [39] as implemented by
the Autonomous Systems Lab of ETH Zurich [7]. This implementation is also
a gradient descent method and we note that it utilises sparse matrix operations
to perform calculations.

Trajectory generation was performed with C++ implementations of each
algorithm and executed on a laptop with an Intel Core i7-8650U CPU running
at 1.9 GHz, with 16 GB of RAM. The quadrotor we use for testing is assembled
from generic components and a Pixhawk2 The Cube Black flight controller.
The flight controller and a Vicon motion capture system are used for sensing
capabilities. We use PX4 firmware [38] for control and estimation.

The computation time required for calculating a range of offline trajectories
is shown in Fig. 1.6. Under our method, it took 0.43 ms to generate a trajectory
for one lap of the circuit and 5.3 ms to generate one for five laps. Evidently
Algorithm 2 is faster than the solver from [1], which generated a single-lap
trajectory in 21 ms and a five-lap trajectory in 0.91 s.

The timing of the trajectory replanning event is captured in Fig. 1.7, where
the time taken to calculate the new trajectory is plotted in orange against the
reference altitude updates in blue. The inset plot shows that, for each flight, the
trajectory is recalculated immediately after the reference altitude is updated.
Under our method, corresponding to Fig. 1.7, the new trajectory is calculated
in approximately 75 ms before the next reference position update. Thus the
new trajectory is able to be broadcast without affecting the reference updates
and quadrotor flight. In comparison, when using the solver from [1], the new
trajectory is calculated in approximately 435 ms. This exceeds the reference
position update period and the quadrotor is forced to pause its flight.

Finally, we note that the trajectories generated under the two methods are
different (see Fig. 1.7). Additional interpolation constraints were employed
under our method for safety purposes. The solver from [1] was not able to
compute a feasible trajectory with these additional constraints hence they were
not included. In terms of the comparison, the additional constraints result in
spline trajectories with more segments. Thus, this increases the computation
times under our method and, in terms of the comparison, handicaps the
experiment in favour of the benchmark.

1.4.2 RRT* path planning

Our second application is an example of how the methods presented thus
far can be incorporated in an RRT* algorithm, to constructs minimum snap
trajectories. This version version of the RRT* algorithm, titled Minimum Snap
Spline RRT*, is presented in Algorithm 3 At each iteration of Algorithm 3, a
sample from free space is either added to the graph or discarded, depending
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Figure 1.7: The discrete reference altitude of the quadrotor flight (blue) and
the time taken to recalculate the online trajectory (orange). Using the adapted
Algorithm 2 (top), the quadrotor tracks the offline trajectory through the
upper hoops until τ = 61.80 s when it calculates a new trajectory in 75 ms,
before the next reference altitude update. Using the method proposed by [39]
as implemented in [1] (bottom), the new trajectory is calculated in 435 ms,
requiring the quadrotor to pause its flight.

on the minimum snap trajectory through the graph to the sample. We start
with the problem setup and define the problem used to generate minimum snap
trajectories, then we present Algorithm 3 and some simulation results.

To describe the problem space, let X ⊆ R2 be the configuration space,
Xobs ⊂ X be the obstacle space and Xfree = X\Xobs be the free space. We note
that the problem space is formulated in two dimensions for simplicity but to
generalise subsequent results to higher dimensions is trivial. Next, we introduce
some graph theoretic notation. Let G = (V, E) be a tree graph with vertices
V = {1, . . . , ng} and edges E ⊂ V×V. A configuration is the collection of points
v = vec{v1, . . . , vng} ∈ R2ng where vi ∈ R2 for i = 1, . . . , ng. A framework is
the embedding of the graph G in two-dimensional space denoted by the pair
(G, v), that is, for each i ∈ V there exists a vi ∈ R2.

To develop a minimum snap aware RRT* algorithm, the following problem
needs to be solved for any additional sample point.
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Problem 4 (Minimum Snap RRT* Subproblem). For given parameters
{Xfree, (G, v), ih, u}, where Xfree ⊆ R2, (G, v) is a framework, ih is a vertex in
G, and u ∈ Xfree, let (i1, . . . , ih) be the path from the root of the graph i1 = 1 to
ih with ij ∈ V, j ∈ {1, . . . , h}. Consider two instances of the fixed-time problem
with constraints

σ1(τj) = (vij+1
)1, j = 0, . . . , h− 1,

σ1(τl) = (u)1,

and

σ2(τj) = (vij+1)2, j = 0, . . . , h− 1,

σ2(τl) = (u)2,

and let J1(t) and J2(t) be their corresponding optimal costs, respectively. Let t?

be the minimising argument of the optimisation program

min
t

J1(t) + J2(t),

s.t. τi−1 < τi, i = 1, . . . , h.

Find the splines σ1(τ) and σ2(τ) by solving two instances of the fixed time
problem with t = t? and k = 5.

We note that from the constraints in Problem 4 the constructive process
outlined in Section 1.2.1 is used to formulate two instances of (1.2). Each of
these problem formulations corresponds to a dimension (in the two-dimensional
space). We also note that k = 5 to attain minimum-snap trajectories.

Following from Problem 4, we now define two procedures used in
Algorithm 3. To ease notation, we explicitly represent their functions in terms of
ih and u and note that Xfree and (G, v) are implicit parameters. The procedures
are as follows.

• Collision checking: For given parameters {Xfree, (G, v), ih, u}, the
following Boolean function is defined

CollisionFree(ih, u) =

True
if [σ1(τ), σ2(τ)]T ∈ Xfree

for all τ?0 ≤ τ ≤ τ?l ,
False otherwise,

where σ1(τ), σ2(τ) and t? = [τ?0 , . . . , τ
?
l ]T are found by solving Problem 4 with

{Xfree, (G, v), ih, u}.

• Snap evaluation: For given parameters {Xfree, (G, v), ih, u}, the
following real valued function is defined

Cost(ih, u) =

∫ τ?
l

τ?
0

(
σ
(4)
1 (τ)

)2
+
(
σ
(4)
2 (τ)

)2
dτ,
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Algorithm 3: Minimum Snap Spline RRT*

V ← {1}; E ← ∅; v ← v1;
while not terminated do

Sample vrand from Xfree;
iinit ← {i ∈ V| arg mini‖vi − vrand‖2};
if CollisionFree(iinit, vrand) then
V ← V ∪ {|V|+ 1};
v ← vec{v, vrand};
imin ← iinit;
Jmin ← Cost(iinit, vrand);
Vnear ← {i ∈ V|‖vi − vrand‖2 < ε};
for inear ∈ Vnear do

if CollisionFree(inear, vrand) and (Cost(inear, vrand) < Jmin)
then
imin ← inear;
Jmin ← Cost(inear, vrand);

end

end
E ← E ∪ {(imin, |V|)};
for inear ∈ Vnear do

ipar ← {i ∈ V|(i, inear) ∈ E};
Jnear ← Cost(ipar, vinear);
if CollisionFree(|V|, vinear) and (Cost(|V|, vinear) < Jnear)

then
E ← E\{(ipar, inear)};
E ← E ∪ {(|V|, inear)};

end

end

end

end
Return ((V, E), v);
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Total Snap Computation Time (s)

Algorithm 3 14 2.75

ED RRT* 23 0.0123

Table 3: Average total snap and average total computation time from a Monte
Carlo simulation of 100 trials of Algorithm 3 and the Euclidean distance (ED)
RRT* algorithm.

where σ1(τ), σ2(τ) and t? = [τ?0 , . . . , τ
?
l ]T are found by solving Problem 4 with

{Xfree, (G, v), ih, u}.
We are now ready to present Algorithm 3, which is based on the RRT*

algorithm implementation in [24]. The algorithm is initialised with a single
vertex v1 and proceeds to construct a framework. At each iteration, the
algorithm performs the following coarse steps:

1. Sample: A point vrand is randomly sampled (Line 3).

2. Add sample to framework: Find iinit, the vertex corresponding to the
nearest point in the framework to vrand (Line 4). If a collision-free path
exists from the root v1 to vrand through viinit , then vrand is added to the
framework with the corresponding vertex i|V| (Lines 5–7).

3. Add edge to sample: Compare the minimum snap trajectories from the
root v1 to vrand through vertices corresponding to points near the sample
Vnear (Lines 11–16). Find the point imin ∈ Vnear corresponding to the
lowest snap trajectory and add an edge between imin and the sample i|V|
(Line 17).

4. Rewire edges: Check if lower snap trajectories exist through the sample
vrand to nearby points in the framework then add and remove edges if so
(Lines 18–23).

To provide some insight about the efficacy of Algorithm 3, we generate
minimum snap trajectories through one problem space. As a point of
comparison, we also use the output of a Euclidean distance RRT* algorithm
to create a minimum snap trajectory, which is a prototypical path planning
approach [39], [7]. The Euclidean distance RRT* algorithm constructs a
framework based on the straight-line path between vertices, that is, collision
checking is performed over straight-line paths and the cost function is Euclidean
distance. The trajectories generated under the two approaches are illustrated
in Fig. 1.8, where the underlying tree is coloured in blue and the final trajectory
in orange. Results from a Monte Carlo simulation of 100 trials of the two
methods is recorded in Table 3. The computational complexity of calculating
the total snap of a trajectory is much greater than the Euclidean distance, which
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Figure 1.8: Minimum snap trajectories generated using two RRT* algorithms:
(a) path cost is the total snap of a minimum snap spline through vertices;
and (b) path cost is Euclidean distance between vertices, which is used to
generate a minimum snap spline. Pictured is the underlying tree (solid blue),
final trajectory (solid orange) and obstacles (dashed black).

is reflected in the computation time of each method. However, this appears to
be in a trade off with the total snap of the trajectory as Algorithm 3 generated
trajectories with smaller total snap than the benchmark.

In considering the steps of Algorithm 3, the computation times captured in
Table 3 is to be expected. The authors will not attempt to quantify the different
complexity of the two algorithms but will instead use this paragraph to suggest
that Algorithm 3 has a higher computational complexity than the Euclidean
distance RRT*. For each vertex considered as part of Steps 3 & 4, a separate
spline trajectory is generated. Importantly, this requires generating an entire
spline trajectory. This is distinct from a Euclidean distance RRT* algorithm
where only individual edges are considered in updating a trajectory. Thus the
computations at each iteration of Algorithm 3 grows over time with the number
of vertices in the tree. Given the additional scaling in this step, the complexity
of Algorithm 3 is expected to be greater than a Euclidean distance RRT*. The
authors anecdotally observe this in simulations where trajectories with greater
numbers of segments are generated.

We conclude by highlighting a desirable feature of Algorithm 3: the
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trajectories output by the algorithm inherit the properties of the collision
checker. This is not the case for existing path planning methods that employ
RRT* algorithms. For example, the Euclidean distance RRT* algorithm used
as a benchmark does not take into account minimum snap trajectories and
hence its output is prone to collisions (e.g., see Fig. 1.8). Algorithm 3, however,
executes the collision checking subroutine at each instance of adding a vertex
or edge. Thus, the output trajectory is guaranteed to be collision free up to the
properties of the collision checking subroutine. For example, we have assumed
that CollisionFree(ih, u) is a perfect collision checker thereby the output of
Algorithm 3 is guaranteed to be collision free. In this way, our method provides
a native way of generating minimum snap trajectories.
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1.5 Future Works

In this section we present two future avenues to continue the work presented
in this chapter. The first is a preliminary analysis into deriving an efficient
method to solve mixed-integer quadratic programs. The second is a discussion
of implementation and other techniques that should be employed alongside these
algorithms to improve computational performance.

Efficient Branch and Bound

The obstacle-aware trajectories generated by solving mixed-integer linear
programs (MILP) and mixed-integer quadratic programs (MIQP) are
computationally expensive [33] and the computation time required for problems
of a significant size renders their solution intractable [12]. In keeping with
the theme of this chapter, when faced with the myriad computations required
to solve these relatively complicated opimisation programs, we should look to
efficient algorithms to realise substantial computational benefit.

In this section, we outline the approach required to derive an efficient
algorithm to solve the MIQP formulation as presented by Mellinger et al. [33].
This formulation shares a common structure to the fixed-time problem, thus
we use a similar approach to that presented in Section 1.2 to derive an efficient
algorithm.

Mellinger et al. [33] solve their MIQP formulation using a branch and bound
method. The branch and bound method requires the solution of a quadratic
program with inequality constraints at each iteration.

Problem 5 (Branch and Bound Subproblem). For a given t, solve

min
a,f

aTH(t)a, (1.28a)

s.t. V (t)a = f, (1.28b)

Ef = 0, (1.28c)

Pf ≥ b. (1.28d)

We solve Problem 5 with a primal-dual interior point method (IPM).
Withholding explicit reference to t for brevity, we reformulate (1.28) to arrive
at

min
f

2fTV −THV −1b+ fTV −THV −1f, (1.29a)

s.t. Ef = 0, (1.29b)

Pf ≥ b. (1.29c)

In using a path-following, primal-dual method, we are required to solve the
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perturbed KKT conditions for (1.29)
V −THV −1f + V −THV −1b+ ETλ− PT ν

Ef
Pf − b− y

diag{yi}diag{νi}1− µ1

 = 0, (1.30)

where y = [y1, . . . , ym]T ∈ Rm is a vector of slack variables, λ =
[λ1, . . . , λk(l−1)]

T ∈ Rk(l−1) and ν = [ν1, . . . , νm]T ∈ Rm are the Lagrangian
multipliers, µ > 0 is a small positive constant and 1 is the ones vector.

Applying Newton’s method to (1.30), we solve the following linear equation
to find the update direction.

V −THV −1 ET −PT 0
E 0 0 0
P 0 0 −I
0 0 diag{yi} diag{νi}


︸ ︷︷ ︸

DB


∆f
∆λ
∆ν
∆y

 =


−rd
−rq
−rp

−diag{yiνi}1 + µ1

 ,

(1.31)

where

rd = V −THV −1f + V −THV −1b+ ETλ− PT ν,
rq = Ef,

rp = Pf − b− y.

We may look to accurately and efficiently calculate solutions to (1.31) by
exploiting the structure of the matrices involved. Indeed, under a permutation of
its rows and columns, the matrix DB is block-matrix tridiagonal. As performed
in the proof of Lemma 1, a set of recursions may be derived to reduce the
computational complexity of solving (1.31).

The derivation of these recursions is left as an exercise to those with an
interest in creating fast optimisation routines. Carefully solving Problem 5 will
reward the solver with an efficient Branch and Bound method. We conclude
by reiterating the premise of this chapter: the structure that is evident in the
problem and can be exploited to yield a computational benefit.

Numerical Speed-up Techniques

A key outcome of this chapter is proposing algorithms with low computational
complexity relative to the state-of-the-art. Beyond choice of algorithm, there
are many practical techniques that can be used to reduce computation time. In
this subsection, we present two such techniques and give specific examples and
references of how they apply to the algorithms presented in this chapter.

38



• Exploiting Sub-matrix Structures: Matrix structure can be further
exploited for even faster computation times by considering some of the
sub-matrices presented in this chapter. For example, in calculating the
partitions (1.4), the matrix inversion V −1 ∈ Rn×n generally has O(n3)
computational complexity. However, V is a Vandermonde matrix and
there is exist fast algorithms to compute the inverse of Vandermonde
matrices with O(n log2 n) complexity. Including the low-level arithmetic of
these fast Vandermonde inversion algorithms would reduce the coefficient
of the computational complexity and decrease total computation time.

It is interesting to note that a subsequent work to this thesis does exactly
this. Wang et al. [48] also present an algorithm for generating spline
trajectories that has linear computational complexity but their algorithm
has a smaller computational complexity coefficient than Algorithm 1. As
a result their computation times scale at the same rate as Algorithm 1
but are always an order of magnitude faster.

• Pre-computed Matrices: Between different instances of each problem,
some of the matrices in Algorithm 1 & 2 will be the same. These
matrices can thus be pre-calculated and stored in memory to reduce online
computation time. For example, the matrices Ṽ and H̃ can each be pre-
calculated to remove approximately O(n2) multiplications. This presents

a trade-off between computation time and memory, as storing each of Ṽ
and H̃ requires O(n2) bytes of memory.

Pre-computation can be applied further still for instances of (1.11) with
the same differences between times (i.e., τi − τi−1 for i = 1, . . . , l). In
this case, all the matrices in the optimisation program (1.11) can be
pre-calculated. This condition is not very restrictive, for example, when
calculating trajectories with uniform time discretisation.
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2 Rigidity-based Formation Control

2.1 Introduction

In this Chapter, we consider the formation control problem of stabilising a global
multi-agent system via the local actuation of its agents. As a means to this end,
we study rigidity theory. Rigidity theory has proved a popular approach to
formation control. In particular, two metrics, Euclidean distance and bearing,
have been used to formulate rigidity theories and applied to derive distributed
control laws. Recent work by Kitson and Power present an infinitesimal rigidity
theory for non-Euclidean frameworks [27]. This provokes the question: can the
results for rigidity with non-Euclidean distances be used to design new solutions
to the formation control problem?

As an exploration of this question, in this Chapter we consider the `1 norm,
also known as the Manhattan or Taxicab metric. We present a rigidity theory
for frameworks in (R2, ‖·‖1) based on the work of Kitson [27]. We then apply it
to rigidity-based formation control and derive a distributed control law.

2.1.1 Related research

Based on inter-agent measurements, a target formation can be treated as a
rigid body, and the characterisations of such rigid frameworks then constrain
the sensing topology of agents. Early works adopted the graph rigidity theory
established by Asimow and Roth [4], and used these notions to describe
target formations based on inter-agent distances [15], [37]. Distance rigidity in
formation control has since been well studied and applied to produce a distance-
based control law that locally stabilises to a target formation, up to translation
and rotation [28], [14]. A drawback to this controller is its large equilibrium
set of non-target configurations. These formations have been counted [3] and
algebraic checks of their limit set devised [13], but generally they remain poorly
characterized and the controller’s convergence is only local.

In view of using inter-agent bearing measurements for formation control,
a bearing rigidity theory has also been developed [5], [51]. Bearing rigidity
has different, desirable features compared to distance rigidity and bearing rigid
bodies are uniquely determined up to translation and scaling. The bearing-
based control law comes with an almost global exponential stability result [40],
avoiding a main pitfall of its distance counterpart.

Rigidity theory for non-Euclidean frameworks has received less attention
than its distance and bearing rigidity counterparts. Kitson and Power present
an infinitesimal rigidity theory for non-Euclidean frameworks, with results for
the `p norm [26] and general polyhedral norms measurements [27].
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2.1.2 Contribution

The contributions of this chapter are twofold.

• We extend the rigidity theory for frameworks in (R2, ‖·‖1) based on the
work of Kitson [27] by presenting a relationship between infinitesimal
flexibility and cycles in an underlying partition of a topology’s edge set.

• We present a distributed control law that, under a reasonable condition,
comes with an exponentially stability result.

2.1.3 Notation

We now introduce the notation used in this chapter. We note that the notation
conventions in this chapter are different from that used in Chapter 2 and are
adopted in accordance with the Graph Theory literature.

An undirected graph G = (V, E) consists of the vertex set V = {1, . . . , n} and
unordered edge set E ⊂ V × V, with m = |E| edges. The set of neighbors of
vertex i is N (i) = {j ∈ V : {i, j} ∈ E}; if {i, j} ∈ E , then i and j are said to be
adjacent. A sequence of distinct and consecutively adjacent vertices, starting
from i and ending at j, is called a path, from i to j; when i = j, the path is
called a cycle. A complete graph is a special undirected graph where every pair
of distinct vertices has an edge; we denote the complete graph with n vertices
as Kn.

A directed graph D = (V, E) is similar to an undirected graph but has an
orientation: it consists of a vertex set and an ordered edge set. For the directed
edge (i, j), j is known as the head and i as the tail. The edge (i, j) is the
outgoing edge of node i. Directed graphs have an associated incidence matrix
E(D) ∈ Rn×m (hereby E, with the dependence on D implicit), where [E]ik = 1
if vertex i is the head of edge k, [E]ik = −1 if vertex i is the tail of edge k, and
[E]ik = 0 otherwise.

The edge Laplacian is defined as Le(D) = ETE. An edge Laplacian has
entries [Le(D)]ij = 1 if the edges i and j share a vertex that is either the head
or tail of both edges, [Le(D)]ij = −1 if the edges i and j share a vertex that
is the head of one edge and the tail of the other, [Le(D)]ij = 2 if i = j and
[Le(D)]ij = 0 if neither edge i or j share a vertex.

A configuration is the collection of points p = [pT1 , . . . , p
T
n ]T , where pi =

[xi, yi]
T ∈ R2. A framework is the embedding of G in R2, denoted by the pair

(G, p), where each vertex i ∈ V has an associated pi ∈ R2. We use Ê = E ⊗ I2,
where ⊗ is the Kronecker product and I2 is the two-dimensional identity matrix,
to describe the edge states in terms of a configuration e = ÊT p. This describes
the collection of edges associated with such an embedding e = [eT1 , . . . , e

T
m]T ,

where ei ∈ R2.
The sign function is defined as sgn(x) = −1 if x < 0, sgn(x) = 1 if x > 0

and sgn(x) = 0 if x = 0. We use the notation o(·) to denote the order of an
expression, in terms of its asymptotic behaviour.
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2.2 Background

2.2.1 Graph Rigidity

In this section, we present a rigidity theory for frameworks in R2 with the
`1 norm. Similar concepts to traditional rigidity theory lead to idiosyncratic
characterizations and, in this setting, the rigidity theory is concerned with
whether a framework can be uniquely determined up to only translation.

To first define infinitesimal rigidity, consider the edge measurement function
v : ImÊT → Rm, a vector of scalar measurements

v(e) = (‖e1‖1 , . . . , ‖em‖1). (2.1)

Immediately, we note a difference in this setting to the distance and bearing
rigidity theories. The edge measurement function (2.1) is invariant only
under translations. This is a subset of the invariant transformations seen in
distance and bearing rigidity, where rotations and translations preserve edge
measurements.

An infinitesimal flex is a vector of vertex velocities u = [uT1 , . . . , u
T
n ]T ∈ R2n

such that the corresponding edge lengths of (G, p + tu) have a deviation from
their original lengths∥∥(pi + tui)− (pj + tuj)

∥∥
1
−
∥∥pi − pj∥∥1 = o(t), as t→ 0.

If the infinitesimal flex is a continuous path, and it preserves its original edge
lengths throughout the motion, for all p ∈ R2n, the motion is rigid and the
infinitesimal flex is trivial. From the isometries of ‖·‖1 in R2, that is signed
permutations of the vertices of the `1 unit circle, the only distance preserving,
continuous paths are translations. Hence, the trivial infinitesimal flexes are
equivalently those corresponding to a translation of the entire framework. This
classification leads us to the following formal definition.

Definition 1. A framework (G, p) is infinitesimally flexible in (R2, ‖·‖1) if it
has a nontrivial flex. Otherwise it is infinitesimally rigid.

If all subgraphs G′ = (V, E\e) obtained by removing an edge from an
infinitesimally rigid framework are infinitesimally flexible, (G, p) is referred to
as minimally infinitesimally rigid.

Linear algebraic conditions present a convenient check for establishing
infinitesimal rigidity, which motivates the construction of the rigidity matrix.
To this end, we consider the weak derivative of the absolute value function, such
that for the edge {i, j} ∈ E

∂v(e)

∂xi
= sgn(xi − xj). (2.2)

Under this definition, the rigidity matrix is defined as the Jacobian of the edge
measurement function

R(p) :=
∂v(e)

∂p
∈ R|E|×2|V|. (2.3)
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(a) (b)

Figure 2.1: The (a) `1 unit circle, and (b) an illustration of an infinitesimal flex
of the K3 graph under a particular configuration. The grey edges continuously
deform under the infinitesimal motion of vertex 3.

It is important to note that the case of xi = xj or yi = yj for some neighbouring
vertices requires careful treatment. As shown by Kitson [27], both of the
neighbouring subderivative values at the discontinuity must be considered,
which results in an additional row in the rigidity matrix. We avoid the difficulties
arising from such instances by considering only well positioned configurations
p, such that xi 6= xj or yi 6= yj and the sign function serves as a well-defined
derivative.

We note that the concept of a well positioned framework is unique to rigidity
under non-Euclidean metrics and we use this paragraph to briefly highlight how
it is distinct to distance and bearing rigidity. The concept of a well-positioned
frameworks is used to capture the circumstance under which frameworks with
the same underlying graph structure share the same rank. It is an analogue to
generic frameworks (frameworks with algebraically independent coordinates)
in distance or bearing rigidity. We need to introduce the distinction of a
well positioned framework because frameworks with algebraically independent
coordinates (i.e., generic frameworks) do not necessarily have the same rank
Rigidity matrix (2.3) under all coordinate frames.

We note that the condition that a framework is well positioned does
not exclude grid or lattice embeddings. A simple technique to transform a
configuration from being not well positioned to being well positioned is to use a
coordinate frame rotated by some small angle. For example, if the coordinate
frame illustrated in Figure 2.1a is rotated by some infinitesimally small angle,
the framework illustrated in grey becomes well-positioned.
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Proposition 5. Let (G, p) be a framework in (R2, ‖·‖1). Then

(i) u ∈ R2|V| is an infinitesimal flex for (G, p) if and only if R(p)u = 0,

(ii) (G, p) is infinitesimally rigid if and only if rankR(p) = 2|V| − 2.

Proof. For (i), consider the Taylor expansion of the edge measurement function
of (G, p+ tu)

v(ET (p+ tu)) = v(ET p) +R(p)u+ o(t2).

As defined, u is an infinitesimal flex if and only if R(p)u = 0.
For (ii), the space of translations and therefore trivial infinitesimal

flexes is two dimensional. From (i), if (G, p) is infinitesimally rigid then
dim(Null(R(p)) = 2 and rankR(p) = 2|V| − 2. Conversely, it is easily shown
that the arbitrary translation u = (a, . . . , a) ∈ R2|V| always satisfies R(p)u = 0.
Therefore, if rankR(p) = 2|V| − 2 the only infinitesimal flexes are translations
and (G, p) is infinitesimally rigid.

The following definition distinguishes graphs that are always infinitesimally
flexible and graphs that are only so under particular configurations.

Definition 2. A graph G is (minimally) rigid in (R2, ‖·‖1) if there exists a
configuration p′ such that (G, p′) is (minimally) infinitesimally rigid.

Here we should note the necessity of infinitesimal rigidity to rigidity, a similar
subset relationship as in the distance [28] and bearing [51] analogs.

Finally, we present a combinatorial characterization of infinitesimally rigid
frameworks in (R2, ‖·‖1), an analog of Laman’s classical result [29].

Theorem 1 (Kitson [27]). Let G = (V, E) be a graph. If (G, p) is well positioned
and minimally infinitesimally rigid in (R2, ‖·‖1), then |E| = 2|V| − 2 and for all
subgraphs H = (V(H), E(H)), |E(H)| ≤ 2|V(H)| − 2.

An interesting implication of Kitson’s result is that there are no well
positioned, infinitesimally rigid configurations of the K3 framework in (R2, ‖·‖1).
Compared to both distance and bearing rigidity, where the K3 graph yields the
smallest minimally rigid framework, in (R2, ‖·‖1) the smallest minimally rigid
framework is the K4 graph. An intuition behind this result can be gained by
considering the `1 unit circle again. As illustrated in Figure 2.1b, motions of a
single vertex along the gradient of the `1 unit circle cause no change in adjacent
edge lengths. The points along the illustrated path are equidistant under the `1
norm, hence, these motions are nontrivial infinitesimal flexes of the framework
(K3, p).

2.2.2 The Outer-Symmetric Rigidity Matrix

It is evident from the definitions thus far that characterising the null space of
the rigidity matrix is important. As in distance and bearing rigidity theory,
the rank of R(p) has provided a necessary condition for infinitesimal rigidity. A
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(a) (b)

Figure 2.2: Two frameworks with the K4 graph under different configurations:
one (a) infinitesimally rigid and (b) infinitesimally flexible. In the infinitesimally
flexible graph of (b), there is a cycle 1-2-4 in the dashed edges.

main contribution of this work is extending this understanding of R(p) and its
null space to infinitesimally flexible frameworks. To this end, we construct the
outer-symmetric rigidity matrix.

The outer-symmetric rigidity matrix is a symmetric and positive-semidefinite
matrix defined as

R(p)R(p)T ∈ R|E|×|E|. (2.4)

The name follows the work of Zelazo et al. [49], who introduced the symmetric
rigidity matrix R = R(p)TR(p).

Proposition 6. The outer-symmetric rigidity matrix R(p)R(p)T is similar,
under a permutation of rows and columns, to the edge Laplacian of a graph
with edge set E of at least two connected components, with edge sets E1 and E2
such that E = E1 ∪ E2. In other words, there exists some permutation matrix
P ∈ R|E|×|E| such that

PR(p)R(p)TPT =

[
ET1 E1 0

0 ET2 E2

]
, (2.5)

where E1 and E2 are the incidence matrices of the edge sets E1 and E2,
respectively.

Proof. Ordered according to its x and y components, the rigidity matrix can be
written as

R(p) =

[
∂v(e)

∂x

∂v(e)

∂y

]
.
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From the submatrix ∂v(e)/∂x, there are |E| rows and |V| columns, and, from
(2.2), each row, corresponding to an edge, has a single +1 and −1 entry,
corresponding to its head and tail. The same result holds the submatrix
∂v(e)/∂y and, therefore, the rigidity matrix can be considered

R(p) =
[
ETx ETy

]
,

where Ex and Ey have the same underlying graph and are oriented according
to the vertices’ order in each axis. From (2.4), we then have R(p)R(p)T =
Le(Dx) +Le(Dy), where Dx and Dy are directed graphs induced by Ex and Ey.

Consider an edge (i, j) ∈ D. If the orientation of the edge is reversed, the
+1 and −1 entries in the corresponding row and column of Le(D) are swapped.
If a second edge (i, k) ∈ D has its orientation reversed, a similar swap occurs
except in the entry corresponding to vertex i, which, having been alternated
from head to tail for both (i, j) and (i, k), or vice versa, maintains its original
value. Therefore, in taking the sum of the two edge Laplacians Le(Dx)+Le(Dy),
there will be nonzero entries between pairs of edges that are either similar or
opposite between Dx and Dy and 0 entries otherwise.

With zeros between the two sets of edges, the outer symmetric rigidity matrix
can be permuted to the form of (2.5)

PR(p)R(p)TPT =

[
ET1 E1 0

0 ET2 E2

]
(2.6)

For edge Laplacians, zeros between row and column entries correspond to edges
that do not share vertices. From the block diagonal structure of (2.6), the edges
in the subsets of E1 and E2 make up at least two disconnected components.

There is an intuition behind this partition: the edges are separated according
to their gradients. From the `1 unit circle, the set of possible edge gradients are
{(1, 1), (−1,−1), (1,−1), (−1, 1)}. The partition is according to the two basis
vectors of this set. Figure 2.2 illustrates this for two configurations of the K4

graph, indicating the two sets of edges with solid and dashed edges.
Based on the properties of the well studied edge Laplacian [50], we state

a further result on the rank of R(p)R(p)T . To do so, we introduce the signed
path vector z, a vector whose entries represent the edges of a path; its entries
are zk = +1 if edge k is traversed positively, zk = −1 if edge k is traversed
negatively, and zk = 0 if edge k is not traversed in the path.

Theorem 2. Let R(p)R(p)T be the outer-symmetric rigidity matrix of (G, p)
in (R2, ‖·‖1), and E1 and E2 be the sets of corresponding edges established
in Proposition 6. The null space of R(p)R(p)T is spanned by all linearly
independent signed path vectors corresponding to the cycles in E1 and E2.
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Proof. From the separable structure of PR(p)R(p)TPT in (2.5)

Null(PR(p)R(p)TPT )

= span{Null(

[
ET1 E1

0

]
),Null(

[
0

ET2 E2

]
)} (2.7)

From Theorem 3.4. of [50], the null space of the edge Laplacian and the null
space of the incidence matrix are related as Null(ET1 E1) = Null(E1). From
Theorem 3.3. of [50], the null space of E1 is spanned by all linearly independent
signed path vectors corresponding to the cycles in E1. The result holds similarly
for E2, and therefore, from (2.7), the null space of PR(p)R(p)TPT is spanned
by all linearly independent signed path vectors corresponding to the cycles in E1
and E2. Permutations of the rows and columns of R(p)R(p)T do not change the
edges of G and the sets E1 and E2, hence the same is true for R(p)R(p)T .

With this further characterization of the null space of R(p)R(p)T , we can
make a connection to infinitesimal flexibility.

Corollary 1. Let (G, p) be a minimally rigid framework in (R2, ‖·‖1). If there
are cycles in E1 and E2 then (G, p) is infinitesimally flexible.

Proof. If (G, p) is minimally rigid, then by Theorem 1, G has |E| = 2|V|−2 edges
and R(p)R(p)T ∈ R(2|V|−2)×(2|V|−2). Let λi, i ∈ {1, . . . , 2|V|} be the eigenvalues
of R(p)TR(p) and µj , j ∈ {1, . . . , 2|V| − 2} be the eigenvalues of R(p)R(p)T .
The spectrum of the larger R(p)TR(p) ∈ R2|V|×2|V| can be related to that of the
outer-symmetric rigidity matrix by

{λ1, . . . , λ2|V|} = {0, 0, µ1, . . . , µ2|V|−2}.

If there is a cycle in E1 or E2, then from Theorem 2 we can conclude λi = 0
for some i. Therefore, rankR(p)TR(p) and then rankR(p), is less than 2|V| − 2,
and (G, p) is infinitesimally flexible.

2.3 Control Law

In this section, we investigate using rigid frameworks in (R2, ‖·‖1) for formation
control. With the view of describing a multi-agent system of autonomous robots,
we represent an agent with the particle pi ∈ R2 and dynamics ṗi = ui ∈ R2.
We consider a total of n agents with position p = [pT1 , . . . , p

T
n ]T and velocity

u = [uT1 , . . . , u
T
n ]T in R2n, respectively. We take the undirected graph G = (V, E)

to be the sensing graph, that is, the set of agents that can communicate with
or observe each other. In using the `1 norm for inter-agent measurements, the
local measurements obtained by two agents {i, j} ∈ E with associated edge ek
are ‖ek‖1 , sgn(xi − xj) and sgn(yi − yj). Noting that sgn(xi − xj)|xi − xj | =
xi − xj , the local sensing capabilities required is equivalent to a compass and
relative position sensor. The constraints for the target formation are specified
as f ∈ R2n, where d := v(ÊT f) ∈ R|E|.
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To attain a particular edge length over every edge in a framework, i.e., to
achieve v(e) = d, we investigate the natural potential function

V (e) =
1

2

m∑
k=1

∥∥v(ek)− dk
∥∥2
2

=
1

2

∥∥v(e)− d
∥∥2
2
. (2.8)

In terms of cost, for each edge there will be a positive cost
∥∥v(ek)− dk

∥∥2
2

unless
the desired objective is attained, in which case it will be zero. In order to
minimize this cost, we adopt a control law such that each agent follows the
direction of steepest descent with respect to its position of the potential

ṗ = −
(
∂V

∂p

)T
= −

(
∂V

∂v

∂v

∂p

)T
.

In terms of the rigidity matrix, the agent dynamics are

ṗ = R(p)T (v(e)− d). (2.9)

For an individual agent i, the dynamics reduce to

ṗi = −
∑

j∈N (i)

sgn(pi − pj)(
∥∥pi − pj∥∥1 − dij),

where the sgn function is applied to the vector elementwise. Given that the
constraints imposed on the cost function are over the edges, it is sensible to
consider the edge dynamics, through the transformation e = ÊT p, as

ė = ÊTR(p)T (v(e)− d). (2.10)

Working with the edge dynamics also serves a second purpose. As in
previous work on rigidity for formation stabilization [28], the target set in the
configuration space Bp = {p : v(ÊT p) = d} is invariant under translation, and
therefore is non-compact, posing difficulty to determining stability. The target
set in the edge space Be = {e : v(e) = d} is compact and offers a simpler
alternative.

Following the approach of [14], we present a Lyapunov analysis to show
exponential stability of the proposed control law. To this end, consider the
following set

Ω(c) =
{
e ∈ ImÊT p : V (e) ≤ c

}
,

to aid in establishing limit sets throughout the analysis.

Theorem 3. Consider the minimally rigid graph G and the well positioned
configuration f , such that (G, f) is infinitesimally rigid and d = v(ÊT f).
Initialized from the edge state e0, for sufficiently small V (e0), the dynamics
(2.10) converge exponentially to a point in the set Be = {e : v(e) = d}.
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Proof. The potential function V (e) is, locally, a continuous differentiable
function such that V (e) = 0 on Be and V (e) ≥ 0 on e ∈ ImÊT p. Along
the trajectories of (2.10)

V̇ (e) =
∂V

∂e
ė

= −∂V
∂v

∂v

∂e
ÊTR(p)T (v(e)− d)

= −(v(e)− d)TR(p)R(p)T (v(e)− d).

The derivative V̇ (e) along these trajectories is non-positive and Ω(V (e0)), a
compact set, is therefore positively invariant with respect to (2.10) for all finite
V (e0). Consequently, by LaSalle’s Theorem [25]: for every e(0) ∈ V (e0),
e(t) approaches the largest invariant set in Be. As the target formation is
infinitesimally rigid and e0 is chosen such that V (e0) is sufficiently small, the
largest invariant set in Be is a point and therefore e(t) approaches a point in Be.

With G minimally rigid, the outer-symmetric rigidity matrix R(f)R(f)T

has rankR(f)R(f)T = |E| = 2|V | − 2 and is therefore positive definite. As
R(f)R(f)T is constant for a small neighborhood about f , the eigenvalues
of R(f)R(f)T corresponding to the roots of its characteristic polynomial
are constant. Therefore, for e0 sufficiently small and some λ > 0, then
R(f)R(f)T − λ

2 I is positive semidefinite and

V̇ (e) ≤ λ

2
||v(e)− d||22

= −λV (e).

From the Bellman-Gronwall Lemma [25], then V (e) ≤ V (e0)e−λt and
convergence is exponential to the set Be.

It is worth relating this result in the edge dynamics to the agent dynamics
by noting all points in Bp satisfy ė = 0, and thus the convergence is also to a
point in Bp.

Unfortunately, the target set Be is not the only set of equilibriums. In
considering the larger set We =

{
e : R(p)T (v(e) − d) = 0

}
, we present the

following result.

Corollary 2. Under the dynamics (2.10), edges ek ∈ We\Be such that v(ek) 6=
dk, belong to cycles in E1 or E2 as established in Proposition 6.

Proof. From R(p)T (v(e)− d) = 0, the equilibriums of ek ∈ We\Be must have a
vector of non-zero, inter-agent distance errors v(e)− d that belongs to the null
space of R(p)T . For x ∈ Null(R(p)T ), R(p)Tx = 0 and thereby R(p)R(p)Tx = 0;
hence x ∈ Null(R(p)R(p)T ). Therefore, from Theorem 2, the null space of R(p)T

must also be spanned by linearly independent signed path vectors corresponding
to cycles in E1 or E2 as established in Proposition 6. The non-zero entries of
these signed path vectors correspond to the edges in these cycles, and hence
edges in the cycles in E1 or E2 satisfy v(ek) 6= dk.
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(a) (b)

Figure 2.3: Convergence to a rotated square from two different initial positions.
Initial and final positions are marked with open and closed circles, respectively.
The edges of the target formation are marked by dotted lines, and the thick
solid lines are the trajectories taken by the agents.

(a) (b)

Figure 2.4: (a) Convergence to a non-target equilibrium, where the target was
the same square formation as in Figure 2.3a. (b) The final configuration depicted
in (a), highlighting the cycles in E1 (solid edges) and E2 (dashed edges). Note
that the edges {1, 3}, {3, 4} and {2, 3} have achieved their target inter-agent
distances. Edges {1, 4}, {4, 2} and {2, 1} form a cycle (in the dashed edges),
and have not achieved their target inter-agent distances.
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Figure 2.4 illustrates this classification: a formation converges to a non-
target equilibrium. Within the set of dashed edges in Figure 2.4b, there is
the cycle {1, 4}, {4, 2} and {2, 1}. The edges within this cycle have not achieved
their target inter-agent distances and contribute a non-zero cost to the potential
function (2.8). The solid edges make up a spanning tree of the formation’s graph
with no cycles, and hence achieve the target inter-agent distances.

From the known properties of the edge Laplacian [50], cycles in G relate to
the rapidity of convergence under ẋ = −Lex. We find a similar effect for cycles
of E1 and E2.

Theorem 4. For a configuration p such that the framework (G, p) is minimally
infinitesimally rigid, V (e), under the dynamics (2.10), the rate of convergence
is slowest compared to other configurations p̂.

Proof. For the framework (G, p), let E1 and E2 be the sets of edges as established
in Proposition 6, with incidence matrices E1 and E2, respectively. For another
framework (G, p̂), let Ê1 and Ê2 be similar sets and Ê1 and Ê2 be their incidence
matrices, respectively. Consider the case where (G, p̂) is minimally rigid and
infinitesimally flexible such that there is a single cycle in Ê2.

With the same underlying G, Ê1 has one less edge than E1. From Theorem
4.3.8 of [23], the eigenvalues of ET1 E1 and ÊT1 Ê1, respectively λi,1 and λ̂i,1, are
interlaced as

λ1,1 ≤ λ̂1,1 ≤ λ2,1 ≤ λ̂2,1 ≤ . . . .

The additional edge in Ê2 compared to E2 permits a similar result, which
combines with Theorem 2, to give

0 = λ̂1,2 ≤ λ1,2 ≤ λ̂2,2 ≤ λ2,2 ≤ . . . .

As in Theorem 3, for some λ > 0, V (e) ≤ V (e0)e−λt, and hence the smallest
non-zero eigenvalue of R(p)R(p)T determines the convergence rate of V (e) under
(2.10). Hence, the rate of convergence of V (e) is slowest at p compared to p̂. A
similar case can be made when p̂ induces more than one cycle in Ê1 and Ê2.

Figure 2.5 depicts the rate of convergence of the inter-agent distances
to their target, by plotting the error v(e) − d. The formation that is (a)
initially infinitesimally rigid is comparatively slower to converge than (b) its
infinitesimally flexible counterpart.
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(a)

(b)

Figure 2.5: Convergence of the inter-agent distance errors v(ek)−dk of the same
formation under different initial configurations. In (a), the formation is initially
in an infinitesimally rigid configuration and in (b), the formation is initially in
an infinitesimally flexible configuration.
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