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Abstract. The e-Health vision of seamless access to and use of distributed data 
sets crossing the clinical and post-genomic biomedical data domains (and 
others) is a compelling one. In the realisation of this vision, a multitude of 
heterogeneous software systems and models have been developed and shown 
to meet the needs of many individual e-Health scenarios and communities. 
However it is still the case that no unified consensus on what an e-Health 
infrastructure should look like has been established. As a result a proliferation 
of IT solutions exists and will likely continue to do so for the foreseeable 
future. The core contribution of this paper is to classify patterns of data-driven 
e-Health infrastructures. These are illustrated through a range of examples 
together with experiences in their application. It is hoped that the definition of 
these architectural design patterns will provide a conceptual framework 
through which future e-Health infrastructures can be contextualised and 
lessons learned to shape future initiatives. 

Keywords. Design Patterns, Distributed Collaborations, Information 
Governance.  

1 Introduction 
Seamless access to clinical and biomedical data sets is the cornerstone upon which 
the vision of e-Health depends. A multitude of projects and initiatives developing e-
Health infrastructures providing access to a range of clinical and biomedical data 
sets have occurred [1-3], however by and large no clear consensus on the best way 
to build e-Health infrastructures has been established. Rather, different projects and 
initiatives have typically developed their own software solutions for their own 
particular needs and recycling of existing systems has been the exception as 
opposed to the rule. This is not surprising in many respects given the heterogeneity 
of many existing clinical systems and the rapid evolution taking place across the 
post-genomic (genomic, proteomics, metabolomics etc) space and the numerous 
advances in imaging and diagnostic techniques. However it is clear that the future 
success of the e-Health vision and its translation to personalised medicine, improved 
healthcare and the many other opportunities identified in the post-genomic age 
depends upon lessons learnt in developing e-Infrastructures, and ultimately being 
able to classify and compare solutions.  

Ideally a common architectural framework would exist by which reference 
implementations could be compared – much like the OSI protocol stack. However 
no such overarching framework exists and it would appear that at least for the 
foreseeable future, e-Health infrastructures are likely to remain largely ad hoc and 
uncoordinated across different communities in different countries. In this context, 



establishing best practice and comparing different solutions is non-trivial, as they 
are typically developed with different scenarios and different communities involved.  

In this paper an attempt is made to structure the discussion of e-Health 
infrastructures through fundamental architectural data sharing patterns that are at the 
heart of many kinds of e-Health collaboration. Thus whilst no single common 
architecture for e-Health infrastructures exists, it is the case that common patterns of 
data sharing exist to support e-Health collaborations – at least at an 
architectural/conceptual level, as opposed to lower level implementation patterns as 
found in the work of Gamma [4]. We identify such patterns and outline their 
advantages and disadvantages. In describing these patterns we do not focus in detail 
on the technologies that are used to implement them per se, but rather our focus is 
on the fundamental nature of the data sharing and collaboration models they 
support. Each pattern is illustrated with an exemplar project along with the 
advantages and disadvantages of the pattern itself. We believe that this classification 
will help better shape the future e-Health infrastructure discussions and provide the 
basis for comparison of solutions as well as shed insight to others in developing 
their own e-Health solutions. 

2. Architectural Design Patterns for e-Health Data Infrastructures 
Many initiatives have attempted to provide grand unifying and pervasive health 
infrastructures. Perhaps the most notable of these was the UK Connecting for Health 
initiative that attempted (unsuccessfully as it now transpires) to provide a common 
platform for access to and usage of clinical data for recognised clinical and related 
personnel from the NHS in the UK. One of the primary challenges in e-Health is 
dealing with legacy clinical systems where IT solutions have evolved over extended 
periods to meet the healthcare demands of the day. A raft of initiatives has 
attempted to provide overarching frameworks for development and support of e-
Health infrastructures. HL7 [5] is one of the more advanced of these with detailed 
information models and data structures/systems developed upon which existing IT 
systems can be framed. However, whilst such approaches can in principle address 
many of the data sharing challenges of e-Health, the reality is that HL7 adoption by 
clinical and related organisations is sporadic at best. Similarly a multitude of other 
initiatives and standards have arisen for naming of clinical data sets, e.g. SNOMED-
CT, ICD10 and Read codings.  

In this context, it is especially challenging to develop a single solution that meets 
the needs of both the clinical and the associated research community where crossing 
of organisational and administrative boundaries is required. As stated, we believe 
that by focusing on the architectural patterns of data sharing and collaboration, it is 
possible to better shape discussions on e-Health infrastructures more generally. 
More generally, it can be stated that architecture-driven design is not a new 
phenomenon. Numerous examples of how abstract architectures can be used as the 
basis for system development and comparison have been undertaken in a variety of 
application domains [7]. Similarly, work on design patterns as the basis for systems 
development and comparison has been widely adopted by developers and 
researchers in other domains [8].   

The initial sets of data sharing patterns we identify and the associated e-Health 
projects we used to outline them in more detail are: 

• Dependent, open-distributed, data sharing models; 
• Independent centralised data sharing models; 



• Dependent push-based (out-going) data sharing models; 
• Dependent security-oriented pull based data sharing models; 
• Dependent security-oriented push-based (incoming) data sharing models. 

Here we classify two keys forms of data: dependent and independent. In the 
dependent case, we mean that the data is actual data from an existing data source, 
e.g. a patient record from a hospital clinical data management system or genomic 
data from a bio-repository. Dependent data may well be manipulated in some form, 
e.g. anonymised by a software system, but the key point is that it is based on pre-
existing e-Health data. Independent data on the other hand, is data that does not 
come from a pre-existing digital resource directly or through some programmatic 
translation of an existing e-Health digital resource. Rather it is typically data created 
by clinicians and/or researchers for the purpose of a particular collaboration. This is 
a subtle but crucial point to e-Health data sharing infrastructures. We also note that 
it is quite possible to have hybrid combinations of these data sharing models. 

2.1 Dependent Open Distributed Data Sharing Models  
This model of data sharing can be conceptualised as shown in Figure 1. 
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Figure 1: Federated Querying Model of Data Access and Sharing 

 
This model represents classical federated querying and data sharing from the 

distributed database community. In this approach, a single centralized query is used 
to create sub-queries that are sent to a range of distributed data providers. Each 
provider accepts incoming connections, typically through some openly accessible 
interface that has a defined and well-understood structure, e.g. a web service. The 
results from these sub-queries can then be integrated, e.g. joined on a common 
identifier or aggregated (unioned) if no such common index exists, before the final 
results are subsequently displayed to the end user.  

One example of this model infrastructure offering this mode of data access and 
sharing was the Biomedical Research Informatics Delivered by Grid Enabled 
Services (BRIDGES) project [9]. This project had a particular focus on supporting 
the genetic causes of hypertension using rodent (rat/mouse) and human model 
organisms. In particular the project developed a data Grid offering seamless access 
to distributed data sets from a range of public, genomic data providers including 
Ensembl (rat, mouse, human) databases; Swiss-Prot; Online Mammalian Inheritance 
in Man; Rat Genome Database; Mouse Genome Informatics amongst many others. 
The data sets that were delivered included for example the protein sequences of the 
genes of interest (themselves identified through microarray experiments); the 
chromosome and position of the genes of interest; information on who has 
published papers on the genes and especially whether anyone has already identified 



the genes as being involved in causing hypertension (or associated pathways). The 
project developed two flavours of data Grid exploiting open source middleware 
such as OGSA-DAI and the commercial software Information Integrator from IBM. 
The advantages and disadvantages of using these technologies for this purpose are 
described in more detail in [10]. Both of these solutions had a user–oriented portal 
through which queries could be created. The queries themselves were used to 
generate sub-queries targeted to the individual genomic data providers based on the 
interface and the schema that they supported. 

 
2.1.1 Advantages and Disadvantages 
There are several advantages to this flavour of data sharing. The primary advantage 
from an end user perspective is that it offers a direct way to overcome the 
complexity of independently accessing a range of data sets from a family of data 
providers, e.g. through multiple browser windows each used as the interface to a 
particular data provider. 

There are numerous disadvantages to this model of data sharing. Some of the 
most important of these are the dependence on data providers themselves and their 
co-ordination. Thus should a particular data provider change their schema then the 
sub-queries that are generated will subsequently be incorrectly formed. This means 
that the final result set (derived from the results of all sub-queries) will not be 
generated and the integration/final union will not be possible. Unfortunately, such 
changes by data providers were a perpetual occurrence and continued manipulation 
of the client interfaces used to interact with remote providers was required.  

Related to this disadvantage was the requirement to establish the global schema 
for all data providers. The software engineering and data management challenges of 
this are immense. This is especially so given the often ad hoc and largely 
independent data sharing models offered by providers. Thus whilst the data is public 
and can be accessed by any individual over the web, the data providers typically 
expected data access to occur through their own web based interfaces and not 
through a programmatic API. Many providers make these data sets available in 
unstructured form, e.g. a 5-10Gb text file that can be downloaded. The project 
developed a range of solutions to deal with these challenges including automatic 
downloading, parsing and incorporation of text-based data into structured databases. 

This model is naïve in many respects in the e-Health space since it assumes that 
data can be accessed and downloaded directly. This is rarely (never!) the case with 
clinical data and other data sharing models are required.  
 
2.2 Independent Centralised Data Sharing Models  
This model of data sharing can be conceptualized as shown in Figure 2. 
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Figure 2: Independent Centralised Data Sharing Models 



 
In this model, e-Health researchers agree to co-ordinate and share a rich variety of 
clinical and biomedical data through an external hosted facility. This facility can be 
through establishment of a portal with associated interfaces for entry of clinical 
information and for querying this information by biomedical researchers. Two 
example of this kind of data sharing model are the EU funded EuroDSD project 
(www.eurodsd.eu) and the recently funded ENSAT-CANCER project (www.ensat-
cancer.eu). The EuroDSD project began in 2008 and has developed a centralized 
virtual research environment (VRE) to support all aspects of research into disorders 
of sex development – a rare genetic condition involving children. At the time of 
writing information on 870 children has been incorporated into the EuroDSD VRE. 
Information on this infrastructure and its usage is described in [11]. The ENSAT-
CANCER project was funded by the EU in 2011 and is expected to support all 
aspects of research into adrenal cancers and includes requirements for clinical 
tumour registries; biobanking and support for several large-scale multi-centre 
clinical trials through a centralized VRE. At the time of writing clinical information 
on almost 1000 adrenal cancer patients with over 150 biosamples has been 
collected. A detailed description of the ENSAT-CANCER VRE is available in [12]. 

In both of these data sharing models, the local IT systems of clinical and 
biomedical e-Health researchers is completely independent of the external system. 
No direct data extraction occurs from clinical IT systems, i.e. in the sense of 
automated programs used to obtain clinical/biomedical data.  

Furthermore it should be emphasized that this model of data sharing is driven by 
ethical approval and information governance concerns. In both cases, ethical 
approval for data collection was applied for and agreed by independent national 
research ethics committees. Both projects have also established on-going ethic 
oversight groups to ensure best practice in data collection and usage.  
 
2.2.1 Advantages and Disadvantages 
This model of data sharing provides numerous advantages in supporting e-Health 
collaborations. Through this model, the natural wariness of clinical data providers 
and importantly their technical/information governance personnel can be directly 
overcome. That is they do not have to open up local firewalls or deploy software 
solutions developed by external, research-oriented groups. As a result of this, the 
software development activities can occur without prolonged delays often caused by 
non-technical discussions with organisations and their administration, who may 
themselves well be unaware of the particular e-Health project and the timelines it is 
working within. One of the advantages of this is that it also allows more effort and 
attention to be placed on the overall usability of the systems, e.g. the user-interfaces 
and how easy they are to access, drive etc. 

This model of data sharing also supports the standardization of data across the 
clinical and research community.  Through identification of a common data model 
(whether it is for DSD or adrenal tumours) consensus can be achieved that does not 
depend on the integration of local IT solutions or the data models that they often 
impose.  

Many of the issues with e-Health solutions and collaboration are in how they 
deal with patient privacy. Whilst local IT systems will typically have information 
such as the patient names, dates of birth and local identifiers on their clinical 
records, this model of data sharing does not, nor does it require solutions for 



removal of such information before it can be used for research purposes. Rather the 
data model will typically develop a unique identifier to track the patient in the 
external database along with information (email address) for the clinicians 
themselves. A clinician will note this identifier on their local record and this is the 
only physical link with the actual patient record on the local system. It should be 
noted that neither EuroDSD nor ENSAT-CANCER includes the patient’s date of 
birth – only the year of birth.  

Any researcher requiring further information or biosamples from a particular 
patient can only obtain this through the clinician. These clinicians are under no 
obligation to provide this information if they determine that it is not in the interest 
of the patient (or themselves if they are publishing their own papers on the case for 
example). Another way in which this model of data sharing can be considered is as 
a matchmaking service between clinicians dealing with patients and the wider 
research-oriented community who in both of these project cases are interested in 
obtaining biosamples to understanding the genetic causes, understanding and 
management of patients with these diseases.  

This model is not without some disadvantages however. The major disadvantage 
is the onus placed on the clinical community having to enter data sets themselves. 
However from the experiences of both of these projects judging by the number of 
patients and biosamples that have been captured already, it is clear that the clinical 
and biomedical research community are willing to undertake such effort. 
 
2.3 Dependent Push-based (out-going) Data Sharing Models 
This model of data sharing can be conceptualized as shown in Figure 3. 
 
 
In this model, software solutions are developed and deployed on local clinical IT 
systems. These software systems will typically collect a range of clinical 
information that is subsequently (periodically) pushed out of the organizational 
firewall for use by other researchers. The data itself is identified by the nature of the 
e-Health collaboration itself. As part of this process, patient-identifying information 
will typically need to be removed from the aggregated clinical information before it 
is pushed out. One example of such a system is the EU funded AvertIT project 
(www.avert-it.org) which has developed a data sharing e-Infrastructure to support 
prediction of hypotension (low blood pressure) in brain trauma patients through an 
approach based on Bayesian artificial neural networks (BANN). This technical 
infrastructure and work more generally is described in more detail in [13]. This 
project itself is, following a successful ethics application, currently supporting a 
large-scale, multi-centre clinical trial. To support this trial, a variety of data sets 
from a range of neurological intensive care centres across Europe had to be 
collected. The data itself is completely heterogeneous and includes real-time data 
from bedside monitors, e.g. blood pressure, saturated oxygen; episodic data, e.g. 
particular treatments that the patient may be receiving; as well as demograhic data, 
e.g. the age, date of birth of the patients themselves. 

Each neurological ICU involved in this trial had (has!) completely 
heterogeneous IT systems. To meet the data sharing needs, it was required to 
develop lightweight software solutions that could collect patient data (for those 
patients recruited into the trial). This data was used locally with the BANN 
algorithms to determine whether the individual might potentially become 



hypotensive. This data (the actual patient data and the predictions themselves) were 
periodically sent to a central server for future analysis by independent neuro-
intensivists to assess whether the patients actually had hypotensive events and, 
subsequently on the accuracy of the technologies and approach as a whole.  

To support this process, each ICU sent descriptions of the hardware and 
software systems together with exemplar data sets that they produced.  

 
2.3.1 Advantages and Disadvantages 
The push-oriented model developed in AvertIT overcame many of the issues of data 
providers (in their wariness to open-up firewalls for example) but also introduced 
other challenges and concerns, e.g. having externally developed software solutions 
running on local IT systems. To address this, the solutions developed were 
deliberately lightweight, e.g. no complex middleware-oriented solutions were 
produced, and these were made available to the technical support staff beforehand to 
assess. Furthermore, in the case of the ICU at Glasgow the software developer 
involved underwent a formal process of assessment before being allowed to access 
NHS systems – this included a background history check by the police.     

This model allowed anonymisation of data locally, i.e. at source. A simple 
linked file was used to support this process where the local patient hospital 
identification was removed before pushing the aggregated data through the firewall. 
No patient identifying information was released (or required!). This anonymised file 
was subsequently encrypted and periodically pushed-out of the hospital firewall.  

The real-time nature of this data meant that other approaches, e.g. based on 
incoming queries would simply not have been tenable. Furthermore, without the 
local context this aggregated data set would never have been collected. That is, in 
most of the ICUs, a variety of independent IT solutions were used and there was no 
single query interface that could be invoked. Rather bespoke solutions had to be 
developed that interfaced a range of hardware and software systems.  

There are several disadvantages to this approach. In the case of AvertIT the 
heterogeneity of IT systems added major complexity to the work as a whole. The 
ability to support local debugging and configuration was a major challenge that had 
to be overcome. Having local IT staff available to help in deployment and/or 
periodic issues that arise is highly beneficial. 
 
2.4 Dependent Security-oriented Pull-based Data Sharing Models 
This model of data sharing is shown in Figure 4.  
 
This approach has been realized by the VANGUARD system and is described in 
more detail in [14]. This model has evolved to overcome many of the issues facing 
clinical and other data providers in giving access to their data for research purposes. 
This model is currently being trialed in the Scottish Health Informatics Project 
(SHIP – www.scot-ship.ac.uk) where the focus is on supporting mental health and 
suicide related research. This work has applied for and been given ethical approval 
for the application of this technology.  

In the VANGUARD model, users are able to select the data sets (variables) they 
are interested in from a range of providers through a targeted portal (viewer). 
Through use of hashing techniques and exploitation of public and private key pairs 
by an agent and organizational guardians, it is possible to link and join data from 
multiple providers, and remove how these data sets were joined (by the agent) 



before the data sets are themselves released to researchers themselves. More 
information on this scenario and the experiences in applying VANGUARD in the 
mental health, depression and suicide space are described in [REF]. This work 
includes linkage of:  hospital, mental health, maternity and death data from the NHS 
and General Registry of Scotland; social science data from the Census 
(www.mimas.ac.uk), and geospatial data from EDINA (www.edina.ac.uk).  
 
2.4.1 Advantages and Disadvantages 
The VANGUARD system meets many of the concerns of multiple providers. It does 
not demand them to open up institutional firewalls. It is not solely technology 
oriented. Rather queries that are generated encrypted and asynchronously pulled 
into the particular institution. The model directly supports the decision-making 
processes of major organisations like the NHS. Thus they are able to have 
committee meetings and discuss the query that they have pulled in: should it be run, 
do the researchers have ethical approval, what other data will this data be linked 
with, will this generate data risk disclosure concerns, will the query generate data 
sets that will take too long to process or require too much effort to produce etc.  

The VANGUARD has been designed so that no single software component can 
be compromised. Thus guardians do not accept incoming queries; the agent cannot 
see the content of identifying data (which has been hashed), and the other non-
identifying data has been encrypted using a public key of the researcher (viewer). 

The VANGUARD system and this model for data sharing have several 
limitations. The overall complexity of the solution in its application of hashing and 
encryption techniques is one major disadvantage. VANGUARD also demands all 
data providers are willing to work together to support the particular research 
questions demanding such multi-organisational data linkage. This is a non-trivial 
challenge and currently the only way that this can be addressed is on a case-by-case 
basis, which can itself be a time consuming activity involving extensive discussions. 

VANGUARD is itself not designed for ad hoc e-Health scenarios. Rather each 
agent and viewer will necessarily be targeted to the particular needs of the research 
question at hand. Development of viewers can be a relatively straightforward 
activity, however the agents and the logic for anonymisation-oriented data linkage 
will require bespoke solutions to be developed. Especially since each new data 
linkage and anonymisation activity can raise new statistical data disclosure risks that 
must be addressed. To overcome this, work is currently exploring how all data 
providers involved in the collaboration can effectively sign off on the data before it 
is released to the individual researcher. 
 
2.5 Dependent Security-oriented Push-based (incoming) Data Sharing Models. 
This model of data sharing is outlined in Figure 5. 
 
This model represents the ideal scenario for e-Health researchers. In this model, 
major data providers such as the NHS provide secure interfaces to their core data 
sets. Researchers with appropriate ethical approval are assigned privileges by the 
NHS that subsequently allow them to interact with the services to obtain direct 
access to clinical data, i.e. through appropriate security policies on access and 
usage, automated decision making is supported. Tools are available for analysis and 
use of these data sets in a carefully controlled and monitored environment.  



At the heart of this model are several major assumptions. Most notably, that the 
organisation has organized its data in such a way that a programmatic interface is 
available and that analysis tools have been made available for data interrogation and 
manipulation in a secure environment.  

It should be noted that in Scotland for example, the NHS has established major 
data marts covering the complete medical history of the Scottish population.  This 
includes all births, deaths, cancer registrations, mental health/psychosis, diabetes 
registrations amongst many others. This is fed from hospital information systems 
which themselves are fed from primary care administrative data feeds.  At the heart 
of this is a common national identity scheme that has been rolled out: the 
community health index number.  
  
2.5.1 Advantages and Disadvantages 
This model of data access is technically feasible – numerous examples of fine-
grained authorization systems providing such solutions have been demonstrated.  
 
However the major challenge with these are the  
Arguably the biggest disadvantage with this approach is that it is not supported. 
Instead for the most part, major organisations are reluctant to move forward in 
opening their systems to technological solutions. 
 
3. Conclusions and Discussion 
This work has identified a variety of data sharing patterns. These high-level 
architectural patterns have their own advantages and disadvantages that we have 
described based on experiences in numerous mainstream e-Health projects. In a 
similar vein to the data sharing patterns, numerous other patterns exist that can and 
should shape future e-Health efforts. Security patterns based on push-oriented 
authorization, pull-oriented authorization, centralized and decentralized security 
models are described in [15]. The challenges in applying these for definition and 
enactment of workflows in the social science domain are outlined in [16]. 

The proof of the pudding of all of these patterns is ultimately in their practicality 
and usage. Many of these patterns are derived from many years experience in 
developing and supporting e-Health infrastructures that have gone beyond the proof 
of concept to full blown post-genomic clinical trial systems involving thousands of 
individuals (in the case of ENSAT-CANCER).  

It should be noted that many organisations are now moving towards secure 
physical environments where researchers are able to physically go to access and 
interrogate (link) data - accompanied and monitored at all times by local employees. 
The UK Office of National Statistics and its Virtual Micro Laboratory is an example 
of such a model. The General Registry of Scotland also offers such data access 
possibilities. Slowly but surely, the models of opening access to clinical (and other 
data) for recognized researchers is happening. However until these secure silos are 
collectively accessible to recognized researchers, then the silos of data will remain 
and necessary and approved research will be stifled. At the heart of e-Health is 
recognizing that healthcare is not about keeping data private but that research is a 
key element of improving healthcare. Learning and sharing best practice on e-
Health infrastructure development and support is crucial to establish and maintain 
trust from all protagonists and organisations involved. 
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