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ABSTRACT 

Place descriptions are a common way for people to describe a location, but no current 
software tools are smart enough to understand them. This way, emergency call centres are risking 
lives, postal services are wasting billions of dollars per year through problems in addressing, and 
users of navigation or web services are frustrated about restrictive interfaces or prolonged search. 
This paper reports about a new project and the first steps of interdisciplinary research to 
automatically interpret human place descriptions. It will develop methods to capture place names 
with their meaning—their true location—for smarter databases and automatic interpretation 
procedures. The acquired knowledge will be an important step forward for data custodians and for 
service users. 
 
KEYWORDS: spatial information, spatial cognitive engineering, spatial data infrastructure, 
language technologies, gazetteers 
 

1 INTRODUCTION 

Place descriptions are a common way for people to describe a location, or answer a “where” 
question. However, no current tools are smart enough to understand place descriptions in common 
language. Think of “I am opposite to the library”, or “I left the car park 30 minutes ago hiking North”, 
or “let’s meet at the usual place” to illustrate the challenges in the automatic interpretation of these 
expressions. Place descriptions occur in many different contexts, including emergency calls, local 
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search, and route directions. Each of these examples is nowadays supported by automated 
services, yet the sheer ubiquity, variety and complexity of human place descriptions exceeds the 
capacities of available tools. Emergency call centres still rely for safety reasons on human 
operators to interpret the place descriptions of callers; web services providing local search are still 
ignorant to most spatial reasoning (Winter and Truelove, 2010), and navigation services still 
frustrate their users with interfaces that restrict their input to predefined formats (Winter and Wu, 
2009). 

This paper presents a novel, interdisciplinary approach to tackle this problem. It reports 
about preliminary work and first results of a project Talking about Place that aims to enhance the 
content and functionality of place name databases by tapping human knowledge (ARC 
LP100200199). The project will collect large corpora of geotagged human place descriptions, and 
interpret them to reveal the use of place names, the spatial extent of places, and the relations 
between places.  

The preliminary work so far consists of the collection of about 2000 place descriptions by a 
mobile location-based game between August 2010 and March 2011. The collected user-generated 
content reveals already interesting properties of place descriptions, and research challenges. 

Place name databases (gazetteers or address files) form an essential backbone of any 
national spatial data infrastructure. Results of this project will support the data custodians of such 
databases to enrich their databases (e.g., PSMA’s Geocoded National Address File G-NAF, or the 
Committee for Geographical Names in Australasia’s National Gazetteer of Australia). Both 
acquired knowledge and richer place name databases, are essential for the design of more 
intelligent services. Hence, results will also support critical users of place name databases (e.g., 
the operator of Victoria’s emergency call centre, ESTA). All three agencies are partners in this 
project. In future, enriching our data and knowledge about place will form an essential key for 
facilitating free dialogs about locations, e.g., in emergency calls, in navigation, or in local web 
search. 

 

2 PLACE NAMES AND PLACE DESCRIPTIONS 

Place plays a central role in human geography, urban planning and related disciplines (e.g. 
Tuan, 1977; Vanclay et al., 2008). Place is also the way people perceive, memorize, reason and 
communicate about space—they rarely use geometry (or metric) expressions, but refer to named 
and unnamed places and qualitative spatial relations between them (Freundschuh et al., 1990; 
Landau and Jackendoff, 1993; Levinson, 2003; van der Zee and Slack, 2003). Human place 
descriptions are linguistic expressions and hence externalisations of what is in the minds of people.  

Human concepts of places are hard to formalize, and accordingly place is often absent from 
gazetteers of geographic names, in spatial databases, or in geographic information systems. 
Gazetteers collect (typically authoritative) names of some categories of geographic features, but 
not of others, and they describe the spatial semantics of these names by a point (Hill, 2006). 
Linking place names in gazetteers with polygons from other data sources is hampered by the fact 
that multiple data sources exist of different custodianship, e.g., cadastre data or topographic data, 
and their geometries do not match. Also, current spatial databases are built from geometric data 
models—points, lines, and areas—rather than from the semantics of named places, and cannot 
cope with the indeterminate nature of many places’ boundaries (Burrough and Frank, 1996). 

Place descriptions are complex expressions referring to places either by names of places 
(“Southern Cross Station”) or by the names of their category (“the train station”). Since they are 
complex they also link different references by spatial relationships, either explicitly (“the hotel 
opposite the train station”) or implicitly (“Carlton, Victoria” implying Carlton in Victoria). Generally 
the spatial relationships resolve ambiguities (Wu and Winter, 2011). For example, Carlton is 
disambiguated from the other 24 occurrences of this place name worldwide (according to the Getty 
Thesaurus of Geographic Names) by the qualifier “in Victoria”. However, qualitative spatial 
relationships come in different flavours—distance relationships (“near”), orientation relationships 
(“left of”, “opposite”), and topologic relationships (“in”, “next to”)—and reasoning with all these 
relationships is quite challenging (Cohn and Renz, 2008). Their qualitative nature resists metric 
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interpretations, and yet, people rarely use metrics to quantify these relationships (Denis et al., 
1999). 

As a result, there is a fundamental gap in communications about places between humans 
and computers. Conflicts in address validation, local search, navigation services, location-based 
services, emergency calls and emergency management, or by colloquial or vanity addressing cost 
the economy billions of dollars and can even cost lives. In one tragic case, in December 2006 
David Iredale tried multiple times to satisfy emergency operators’ demands for details about his 
location before he died in the Blue Mountains, and similarly place descriptions in urban 
environments can delay an emergency response if the 000 caller does not know the official 
address of an incident. 

One response of the geographic information community to the lack of place in spatial 
databases is standardization. They may be national standards, as for example the Geocoded 
National Address File (G-NAV). Also standardized exchange formats for location information exist, 
e.g., OpenLS (OGC, 2008). 

Standardization is necessary but not sufficient. A recent think tank with Australian 
stakeholders revealed gaps between state-of-the-art systems and the in-depth knowledge required 
to understand human place descriptions, or to enter into a dialog about place descriptions (Bennett 
and Winter, 2009); see also (Davies et al., 2009). Significant obstacles to achieving automated 
understanding of place descriptions include vernacular place names (or the incompleteness of 
place databases); the lack of spatial semantics of place names (spatiotemporal extent and 
vagueness of extent); and lack of tools to represent and reason about spatial relations between 
places, such as containment or nearness.  

The project Talking about Place will address these obstacles, generating and integrating new 
knowledge using the resources from a range of related disciplines, and translating this into 
concrete applications for automated understanding of place descriptions. 

 

3 TALKING ABOUT PLACE 

Talking about Place is a research project funded by the Australian Research Council through 
its Linkage program (LP100200199). It commenced at the end of May 2011. The partners in this 
project are the University of Melbourne, RMIT University, PSMA Australia Ltd., the Committee for 
Geographic Names in Australia represented through two of its state sponsors (Victoria and New 
South Wales), and ESTA, the emergency call-taking and dispatch service in Victoria. The 
academic expertise in this project spans from spatial information science to computational 
linguistics and linguistics.  

Talking about Place aims to significantly improve current understanding of place, and 
techniques for dealing with place, to enrich place name databases, to improve human-computer 
interaction about place, and to support Australia’s spatial information sector in providing smarter 
products and services. The project in particular searches for contributions into: 

• methods for large scale automated collection and storage of place names together with 
their spatial semantics and related metadata, using purpose-built mobile location-based 
gaming (crowd-sourcing) and emergency communication transcripts; 

• enriching place databases further by the inclusion of prominence, dependencies and 
other spatial relationships that can improve place name search functionality; and 

• methods for automated interpretation of complex natural descriptions of place, including 
resolving ambiguity and underspecification. 

The approach and contribution of the project are by and large aligned with current 
mainstream research on tapping human knowledge by crowd sourcing (Surowiecki, 2004), citizens 
as sensors (Goodchild, 2007), user-generated content (Haklay and Weber, 2008; Krumm et al., 
2008), or volunteered geographic information (Elwood, 2008). This emergent field is held back by 
some challenges, which are mostly in the area of spatial semantics. User-generated spatial data 
consists of a combination of sensor data (e.g., coordinates) and user-added semantics (e.g., place 
descriptions). While databases are good at collecting and interpreting sensor data, the 
management and use of the user-added semantics is still in its infancy (Richter and Winter, 2011). 
This is the area where the current project will focus on. 
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Up-to-date information about the project, further resources and links can be found online 
(www.telluswhere.net). 

 

4 TELL US WHERE 

In preliminary work for Talking about Place we have developed, implemented and applied a 
location-based mobile game for collecting a larger corpus of geotagged human place descriptions: 
Tell us where (short for “Tell us where you are”). A mobile location based game can form an 
efficient way to tap human knowledge. It potentially reaches a large number of people, records 
interactions, and can analyse and learn (Richter and Winter, 2011). Tell us where (Figure 1) was a 
web-based location-based mobile game collecting human place descriptions from the players of 
the game. The game idea was deliberately simple. Wherever they are, players can submit an entry 
to the game in the form of a textual description of their location. The place descriptions are stored 
at the web-server together with the position of the mobile device, which is automatically obtained 
by GPS and confirmed by the player on a map. As an incentive each submitted place description 
had the chance to win a gift voucher. Tell-us-where was optimized for the web-browsers of 
different current smartphone operating systems; shown in Figure 1 is the appearance in Apple 
iPhones’ Safari browser.  

 

            
Figure 1: Tell us where started with a self-localization of the players (left), and then asked for a 

verbal description of where the players are (right). 
 

The game was covered by the media and quickly attracted attention. We collected a large 
number of place descriptions over the six months of running the game. These place descriptions 
are distributed all over Victoria and beyond, but the majority is concentrated in Greater Melbourne 
(Figure 2).  

The collected place descriptions are now being investigated (see next section for first 
results), but the game also allowed us to make a number of generic observations (Winter et al., 
2011).  

The most important observation is a relative lack of context in our game. Place descriptions 
are context-dependent. For example, I would describe my location differently to a emergency call 
centre operator (“corner Barry St / Grattan St”), my colleague I intend to meet here (“Baretto cafe”), 
or my friend living overseas (“in Melbourne”). Hence to interpret the collected data, knowing (or 
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designing) the context is crucial. Generally, context is created by a role for the player in the game 
and by a purpose for specific actions. In Tell us where the context was set only by (a) a 
confirmation of the self-localization by GPS on a map, (b) the question: “Tell us where you are: 
[textbox]”, and (c) the purpose of pastime and a chance to win a voucher. This specification 
actually underdetermined the context. Players could enter place descriptions imagining any game 
role or purpose, and this contributed to the variety of the results. One additional and recorded 
factor to infer the context imagined by the player was the map zoom level the players had chosen 
for their self-localization. 

 

 
Figure 2: Tell us where showing some of the locations of place descriptions collected by the 

end of Week 1. 
 
Tell us where was originally constrained to be played within the boundaries of Victoria. Within 

this area we observe an inhomogeneous sampling distribution, influenced by population 
distribution, mobile internet coverage, and the social networks through which the game was 
promoted. Depending on the type of knowledge the researchers are interested in an 
inhomogeneous distribution might be acceptable. If a more regular distribution is desirable other 
filter strategies can be implemented (Dykes et al., 2008).  

Not everybody plays location-based mobile games seriously. Location-based mobile games 
need other filter mechanisms to keep the collected data sets clean. Especially the opportunity to 
win vouchers made Tell us where vulnerable for fake participation, and we implemented several 
mechanisms to test in real-time whether the provided descriptions were actually valid place 
descriptions. Initially, one of these mechanisms was filtering out place descriptions that did not 
contain a place name found in a gazetteer of Victoria. These mechanisms constrained the context 
as well. They actually rejected some place descriptions that would have been acceptable by the 
rules; therefore, they were removed in a later stage of the game. 
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Tell us where’s game aspect is minimal (restricted to the fortune element), and the 
immersion effect is accordingly limited. Nevertheless, the lessons learned are applicable to other 
location-based mobile games, despite the relatively small and local set of results. 

 

5 PRELIMINARY RESULTS 

A total of 2221 place descriptions have been collected within about seven months (15/8/2010 
– 24/3/2011) of running Tell us where. To investigate granularity of place descriptions with respect 
to spatial and semantic context as well as to the chosen zoom level of the mobile game, we looked 
at different entities: the participant/player, the mobile game, as well as the described places and 
self-localization. Here we are reporting on preliminary findings, an in depth linguistic, grammatical 
analysis is in progress. 

All records were directly attributed with a record number, latitude and longitude, the zoom 
level, the date, and an indication as to whether the submitted place description actually won a 
voucher. Filtering out datasets included the removal of datasets with empty strings or random 
characters (3.7% of total records) as well as double entries (same coordinates, date, and 
description / 3.7% of total records). After this filtering, we obtained 2057 distinct descriptions for 
1915 unique places (coordinate pairs). In addition to the directly recorded attributes we derived text 
length, which is the number of characters in a given description and which serves as an indicator 
for the complexity or degree of specificity in our preliminary investigation.  

Place descriptions were labelled with category information according to various criteria. Our 
preliminary analysis uses for this purpose a subset of 154 randomly selected records (maximal 10 
per zoom level), in order to investigate different approaches, which will be explained in the 
following. 

Looking at the player, initially we found three different methods as to how people dealt with 
the question “Tell us where you are?“: In 75% of cases in our subset they reported their positions 
using addresses, landmarks and spatial relations, for example “I am at the corner of Swanston and 
Bourke street”, or “near town hall” (all citations of collected place descriptions are shown here in 
their original spelling). 7% indicated that they were actually moving / getting around somewhere, 
e.g. “walking down Collins street”, “heading to emerald off road”, and 2% gave a rather complex 
route description, either how they have reached the respective location and/or how they will 
proceed to their destination, or, they tried to give detailed instructions allowing other people to find 
the place. All these methods incorporate official place names found in the Gazetteer of the State 
Government of Victoria, Google Maps or Microsoft Bing , including also vernacular place names 
and spelling errors or abbreviations that we manually checked, such as “st.kilda footy club” (St 
Kilda Football Club), “royal melb hospital” (Royal Melbourne Hospital), or “sa” (South Australia). 
Despite the fact that search engines may provide common spelling variations this task is 
challenging especially regarding vernacular places. The remaining 16% of records did not contain 
any specific geographical information, i.e., neither official nor vernacular place names. However, 
13% involved semantic information normally related to functions of places like “the beach”, “at a 
little cafe of a side street”, to personal context (“at work”, “my house”), or business names and 
trademarks (“Anz Bank”, or “Apple store”). We filtered out the remaining 3% that contained no 
identifiable spatial information, this means records with information such as “bbq in the sun” or “i 
am lost”. The distribution of the different methods is outlined in Figure 3. 

 
Figure 3 Classification of description types (subset of 154 records). 
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Analysing place descriptions of our subset, we found about 45% of reports that contain 

hierarchical structures referring to particular locations, for example, “I am on the banks of a pond in 
the botanical gardens“, “Esta support office 6/215 spring Street“, “131 Pelham st, Carlton, 3053, 
Victoria“ or “building 174, Grattan St, Melbourne, Victoria, Australia“. This supports findings from 
literature in spatial cognition suggesting that people normally describe places in hierarchical ways 
(Shanon, 1979; Paraboni et al., 2007). However, participants within Melbourne often did not 
explicitly tell they were in Melbourne, which is most likely related to the setup and promotion of the 
game. Only 11% of all records mention Melbourne in their descriptions, including all (implicit) cases 
such as “Melbourne Museum”, “Melbourne Town Hall”, or “Melbourne University”. Direct 
references to Melbourne mostly included specification of spatial relationships, e.g., “a suburb 
located in the east of Melbourne”, “1k south of Melbourne”. Often, categorical information is used 
to further specify locations “i am on the Docklands esplanade in the multi coloured 6 story 
building”. A general spatial distribution of all submitted place descriptions is shown in Figure 4. As 
already mentioned Tell us where was distributed from Melbourne, and thus we found 40% of 
descriptions located in the City of Melbourne and further 51% within a surrounding commuter belt 
of 100 km. The remaining 6% were spread throughout rural Victoria and a low 3% were located 
throughout the rest of Australia.   

 

 
Figure 4: Spatial distribution of place descriptions (complete set of 2057 after filtering). 

 
Investigating granularity and complexity of place description, we looked at two pieces of 

information: a granularity classification and text length. With respect to the finest granular place a 
person describes, we applied a hierarchical classification to group the descriptions into 6 different 
classes (in brackets are the observed percentages referring to our subset): country/state (7%), city 
(19%), street (15), region (8%), building (33%) and room (2%). As we selected records from all 
zoom levels equally in this initial subset, the distribution will look different for the whole data set, 
since zoom level 15 in particular prevails in the data. However, so far we have been able to 
observe positive correlations between the classes and recorded zoom levels. For preliminary 
analysis using our subset we obtained a correlation coefficient r=0.78 (R²=0.9277). This means 
that descriptions of coarse granularity such as “somewhere in westaustralia”, “going to perth along 
the coast”, or “in the simpson desert” also show low zoom levels, which is understandable 
considering the absence of landmarks in remote areas, and thus the necessity to choose a less 
detailed zoom level in order to get some location-related information.  

Positive correlations were also noted between zoom level and text length (subset correlation 
coefficient r=0,274, R²=0.35; total data: r=0,13, R²=0.59). Figure 5 shows the correlation between 
the recorded zoom level of the mobile game and the text length of the whole set of given place 
description. We recorded in general shorter descriptions in lower zoom levels, whereas we found 
longer and thus presumably more detailed ones when people chose higher zoom levels e.g. to 
explain where to find a specific building or even where exactly in the building to find them, e.g., “In 
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my office on the 7th floor of the Babel building on the University of Melbourne Parkville campus. I 
am on the south side of the building…”  
 

 
Figure 5: Average text length of description and zoom level for the complete dataset. 

 
However, it is obvious that people were likely affected by the default zoom level 15 as 69% 

used this level. 6% chose level 16, 4 % level 13 and 3% each level 17, 14, 12 and 11. All other 
single zoom levels ranging from 2-22, above 17 and below 11 were chosen by 2 or less percent. 
This distribution can be explained in terms of the respective level of detail, since a zoom level of 5 
will show the whole of Victoria, a level of 2 the continent of Australia whereas a high zoom level of, 
for example, 19 would only cover an area of approximately 60m x 80m on a smartphone. 

In a last step we looked at context information related to the user’s activity such as “i am 
jogging at hillside park”, “fleetwood drive heading home”, or to surroundings/events such as in 
“burwood highway jam”, “at a loud street intersection”, or “...there is a busy road nearby”, context 
information in individual statements (“In a really nice restaurant on Victoria street”), as well as for 
indications whether the person was actual familiar with the place. People in unfamiliar situations 
often use semantic names such as “in the park”, “i'm sitting on a bench”, “near a building”, or “i am 
in north melbourne trying to find a car park”, instead of official place names or addresses. The link 
of place and the affordance of the environment for certain activities has to be further investigated 
(Scheider and Janowicz, 2010). 

 

 
Figure 6: A player of Tell us where at leisure in a coffee house. 

 

6 CONCLUSIONS AND FURTHER DIRECTIONS 

This paper presented novel approaches to capture the names and the meanings of places. It 
suggested investigating corpora of human (common language) place descriptions, ideally 
geotagged place descriptions, to learn how people refer to places. One particular way to collect 
such a corpus is by mobile location-based games, and this paper has presented such a game, and 
analysed some of the preliminary observations made on the collected place descriptions. 

In these preliminary observations it has become clear that games as a method to capture 
knowledge are shaping the context of people’s interactions. We made a number of corresponding 
observations in the Tell us where game. First, the given place descriptions can be categorized into 
different types (where, how to find, what activity), which reflects on the purpose of the place 
description, or the context of the player has imagined. Secondly, the given place descriptions can 
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be categorized by their finest level of granularity, which might be correlated with the zoom level in 
the self-localization. Granularity is also related to purpose or context imagined. Thirdly, the given 
place descriptions can be categorized by their length or complexity. The shorter place descriptions 
are either put at coarser levels of granularity, or they are more ambiguous. 

Descriptions also often include further context information, e.g., respective activities or 
events. We observed that people are guided by their respective zoom level chosen for self-
localization for choosing a context for their place description. Other factors were their activities and 
their familiarity with the place, as far as the latter could be inferred from their wording. 

The project is now investigating the collected material and first experiences, but also 
addressing questions of making use of what has been learned. Our preliminary experiment, the 
mobile location-based game, showed some limitations that will shape our future research. The 
most significant one is the need to specify the communication context for the players more clearly, 
for example by assigning them a role and a communication purpose. In this respect, the default 
zoom level for self-localization already impacts on the kind of response we collected in the game. 
Similarly, if the purpose of the game is a collection of place names all over a specified area then 
the game must be playable everywhere in that area and promoted accordingly. Thirdly, cheating 
must be controlled and filtered out. For example, the discovery of a number of entries of identical 
coordinates suggests that they were given by the same persons just to raise their chances to win a 
voucher. Such opportunistic behaviour indicates that the players were not immersed, and hence 
their contributions were questionable (and not considered in the analysis). 

Also the preliminary interpretations made on the place descriptions allow the formulation of 
future research questions. In particular we have started a more detailed linguistic and grammatical 
analysis of the place descriptions. This includes further semantic properties, such as the places’ 
functions, but also the spatial relations used. Introducing and monitoring further parameters in 
future games to capture more about people’s circumstances or their spatial context would be 
desirable. 
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