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Preface

Place is a central concept in human spatial cognition and communication. It also serves
as the prototypical spatial reference in human, economic and cultural geography. The
papers in this proceedings survey the recent discovery of the topic of place in more
formal and computational directions of research, such as location-based services, gam-
ing, human computer interface design, ontology, robotics and localization, social net-
works, gazetteers and georeferencing, vernacular geography, tagging and text mining,
geographic information retrieval, qualitative modeling of environments, modeling af-
fordance, and modeling uncertainty.

The workshop aimed to bring together researchers working on the topic of place
from different disciplines and viewpoints, reflected in the multi-disciplinary program
committee. Disciplines involved include geography, computer science, artificial intel-
ligence, philosophy, psychology and linguistics. These papers should provide an early
overview of the ubiquitously emerging topic: approaching and modelling place.

Researchers in any of these areas were invited to submit a full paper of 3000-5000
words. Seven papers were submitted and underwent a double blind peer-review pro-
cess. Each paper received three reviews. Five papers were accepted for presentation at
the workshop. At the workshop these papers were orally presented and discussed. Fur-
thermore, paper authors were invited to submit their workshop papers revised with the
feedback received at the workshop for a special issue in Spatial Cognition and Compu-
tation.

19 September 2008 Stephan Winter, Werner Kuhn and Antonio Krüger
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User Needs and the Implications for Modelling Place1 

Clare Davies, Ian Holt, Jenny Green, Jenny Harding and Lucy Diamond 

Ordnance Survey Research, C530, Ordnance Survey, Romsey Road, Southampton 

SO16 4GU, U.K. 

{clare.davies, ian.holt, jenny.green, jenny.harding, lucy.diamond}@ordnancesurvey.co.uk 

Abstract. Focusing on vague and vernacular aspects of place, results are 

reported from a qualitative empirical study of workplace end-users of 

geographic information. The study revealed certain patterns of need for place 

and placename data; these are compared with current sources of place 

information and with various proposed methods for modelling vagueness in 

geographic extents. Conclusions centre around the need for multiple methods in 

multiple use contexts, and for further research into the vague and vernacular 

phenomena of place itself. 

1 Introduction 

The concept of 'place' is, at best, an uncomfortable challenge for geographic 

information (GI) science. Place tends, in the geography literature, to be almost 

defined as undefinable, both spatially and semantically, with little agreement on its 

nature (Cresswell 2004). 

However, for this paper we would argue that the aspects of place of most interest to 

geographic information (GI) researchers are independent both of definition and scale, 

yet seem intuitively inseparable from the humanistic or psychological notion of place 

debated by geographers. Whatever we choose to include in the definition, what 

challenges us as data modellers and forms the focus of this paper is the frequent lack 

of precise locations, crisp boundaries and single universal names for many places that 

people talk about in everyday life. 

 Personal experience warns us that a given area may have multiple names and 

extents for different people and contexts, while a given name may mean different 

landmarks or areas to different people. Furthermore, in an increasingly centralised and 

data-dependent society, articles abound in which professional bodies such as national 

government or emergency services are seen to fail, confuse or anger local people, 

whose name or understood extent of a particular lake, street, neighbourhood, 

landmark or wood is not the one officially mapped. (For two examples among many 

see BBC 2007; Meegan & Mitchell 2001.) That places also often have vague extents 

in people's minds is also well established in the literature (e.g. Couclelis 1996; 

Bennett 2001; Montello, Goodchild, Gottsegen et al 2003; Evans & Waters 2007), 

although until now there has been little study of its impact on real GI end-users. 

                                                           
1 © Crown copyright 2008. Reproduced by permission of Ordnance Survey. 
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Almost by definition, this tendency to conceptualise the world without 

unambiguous, crisp, metric geometry is bound to be difficult to capture and reflect in 

systems and data that have been designed specifically for such geometry. Indeed, 

some human geographers may argue that you cannot capture place on a computer at 

all, if it is a socially constructed or individual experience understandable only through 

non-scientific perspectives such as phenomenology (Cresswell 2004). It is almost as 

though, by trying to model such vague and contextually sensitive entities, place 

modelling becomes an attempted interface between artificial and human intelligence. 

Yet, despite the complexities of 'placeness' discussed widely in the geographic 

literature, common sense says that any sense of place must partly arise in people's 

minds from known and measurable social and physical entities and constraints. For a 

given type of place certain relevant factors may strongly predict people's assumptions 

about its name, location and extents. Therefore, for each place we should be able to 

use data about relevant causal factors to model something close to most people's 

understanding of it. In fact, the creation of official boundaries is usually itself based 

on some assumptions of consensus about what and where local places are, although 

constrained by administrative needs alongside actual knowledge. 

If nobody needed a better representation of place than is currently available from 

those official boundaries, we would not need to bother with place modelling issues at 

all. However, as suggested above, professional GI users might greatly benefit 

themselves and society by having richer and more locally valid data on place in many 

situations. Checking and understanding these users' apparent needs for better place 

data and models should ideally precede and direct our attempts to provide them. 

Previously little research has reviewed users' tasks concerning place, let alone directly 

gathered their user requirements, so this paper describes a qualitative empirical study 

of these among workplace GI users in a variety of public and commercial settings. 

Then we will discuss the implications of these user needs for known methods of 

computational place modelling. 

2 Discovering place requirements 

Users of geographic information (GI) work in many sectors of industry, 

government and academia, as well as being 'consumer users' of maps and geospatial 

web resources in their everyday lives outside work. The current study focused on 

workplace GI usage, although some such tasks involve supplying it to 'consumer 

users' via websites, maps or navigation systems. 

It is a massive task to capture the breadth of needs of these professional GI users, 

let alone to think ahead to the future potential of richer, more task-appropriate GI.   

Empirical workplace-based studies (e.g. Davies & Medyckyj-Scott 1994; Davies & 

Medyckyj-Scott 1996) inevitably trade off depth of analysis and breadth of sample. 

The present study used a mainly qualitative approach (strategic sampling, semi-

structured interviewing and concept mapping) allowing us to dip into various users' 

high-priority needs - those implying social, environmental or national benefit 

alongside commercial potential - across as many domains as possible. 
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It should be noted that the study aimed to understand the full spectrum of users' GI 

needs, and was performed completely independently (and mostly prior to) our current 

research on placenames and extents. Therefore there was no prior bias in the sampling 

or method towards finding specific place-related issues. Rather, these arose 

spontaneously (and sometimes surprisingly) during  interviews to generally capture 

users' tasks and needs. 

2.1 Sampling and Method 

The study began with hierarchical task analysis to identify known GI use tasks and 

'supertask' domains (higher-level organisational goals), across the range of known 

public and private sector use domains within Great Britain. We aimed to optimise and 

balance relevance and breadth of scope (geographically across GB, as well as 

taskwise) by interviewing genuine end users across key domains. These included 

national and regional government, emergency services, disaster prediction and 

management, environmental forecasting and conservation, transport, health, crime 

and others. Accessing such participants is time-consuming and difficult, necessitating 

a mixture of stratified and purposive sampling (Barnett 1974). 

The resulting 56 interviews cut across as many key domains as possible, across the 

public and private sectors, and across different scales of focus from site-specific to 

national. 

Users often "don't know what they want" and find it hard to imagine a future 

working differently from today. Therefore this study focused on what users currently 

do in a key everyday task, and the "geographic things" they have to consider. 

Importantly, we stressed that this included anything in "the world out there", whether 

or not users currently had digital GI about it. 

The method mainly involved a qualitative semi-structured interview, preceded and 

enhanced where possible by a document analysis (using a structured contextual 

analysis method provided by an international human factors consultancy), based on 

documents supplied by the prospective interviewee. Each interview happened at the 

user's workplace, lasting at least one hour. Standardised questions elicited a structured 

task description along with inputs and outputs, contextual constraints, stakeholders 

and problems. 

After these, the interviewee undertook an exercise to create a flexible concept map 

of all geographic entities involved in the current task. Interviewees were prompted to 

add extra information such as the degree of geometric accuracy required for each 

entity, and any attributes or characteristics of it that were important to the task. The 

results were documented, tabulated and sent back to the interviewees for corrections 

and verifications. 

2.2 Results 

Only the results relevant to place are discussed here. Other results have been or are 

being published separately (e.g. Sargent, Harding, & Freeman 2007). 
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In total 299 distinct geographic concepts were mentioned across the 56 concept 

tables, but only 163 were mentioned by more than one user. Half of the users sampled 

(28 interviewees) spontaneously identified place, placename or neighbourhood 

(locality) as a key data concept. Moreover, most of these (20 interviewees, over a 

third of the sample) rated these concepts as 'high priority' for their tasks. Four 

additional users stated that establishing 'place' or 'sense of place' was a part of their 

task goals. 

What did respondents mean by 'place'? Since the definition is highly contested, as 

mentioned above, we need to know what end-users mean when they use the term. Of 

the 32 users just mentioned, only one did not use the term 'place' at all (despite 

requiring "neighbourhoods"). Figure 1 shows the meanings suggested by the others, 

where given. 

 

Fig. 1. Meanings of 'place' by users mentioning it (n=31; some users gave multiple 

meanings) 

The seven 'other' place meanings in Figure 1 were: areas of unique character, travel 

destinations, streets and housing estates, ethnic areas, town centres, road intersections 

and broydd (Welsh for distinctive area of rural landscape). By their scale and nature 

five of these could be recoded as urban localities, the sixth specific urban features and 

the last a natural area feature. This strengthens the predominant interpretation of 

'place' as sub-urban localities or neighbourhoods, for the users we surveyed. It was 

notable that users mentioning 'place' mostly did quite local or region-specific tasks; 

this, and Great Britain's size and density, could both induce a smaller-scale focus than 

might be found elsewhere. 

Of course, many other specified concepts could also overlap with the concept of 

'place'. A few users mentioned some of these: examples include urban area, suburban 

area, townscape, housing estate, town, village and urban structure. Most again 

appeared to imply either whole settlements or localities. Including these alongside the 
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above would increase the total number of place-concerned interviewees to at least 37 

(66%). However, since most such concepts could be either non-spatial, subject to 

definition or derived from more specific or geometrically crisp data, we will not 

discuss them further in this paper.  

Of the 31 users who mentioned place, 27 stated that they required or recorded the 

names of at least some kinds of place, as summarised in Figure 2. 

Fig. 2. Need for names by users mentioning 'place' (n=31; most users had multiple needs) 

Some important points emerge from this breakdown. First, all but two of the 

thirteen users specifying "locally used" (vernacular) named places also required their 

extents. Thus, although not all users mentioned vagueness, almost a quarter of our 

total sample wished for named areas whose extents are often inherently vague and 

multiple – whether or not they wish to know this. Some recognition at least of 

multiplicity is shown by the 8 users who stated that local placenames could have 

multiple 'aliases' which they would also need to know. Meanwhile, once again Figure 

2 shows localities and urban features as the places that people most want named. 

Perhaps surprisingly, only thirteen users mentioned vagueness. Four of these 

referred to aspects of specific topographic features irrelevant to place – riverbanks, 

drainage and cliffs. The other nine, all of whom also required vernacular names, 

discussed vague extents of localities (4), settlements (1), historical conservation areas 

(1), "communities" (1), and two were unclear but seemed primarily concerned with 

areas named on maps. 

While most of these users recognised that these entities were vaguely bounded in 

reality and in observed data as well as in their own requirements, the uses to which 
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they put the data did not always match the "space-time modeller" scientists that 

Couclelis (1996) saw as primarily fitting this scenario. Instead, their tasks included: 

landscape characterisation, urban neighbourhood regeneration, emergency planning 

(x2), traffic information provision, and nature conservation mapping. Three other 

users – engaged in crime analysis, navigation system development and 

epidemiological health risk analysis – all described their place extent needs as 

'approximate', which could imply either vagueness or a desire for a crisp extent 

despite awareness of its inaccuracy. One emergency healthcare planner mentioned 

neighbourhood extents as 'polygons', implying a need for crispness, but three other 

users requiring crisp place polygons all expected these to come from official 

administrative boundaries rather than vernacular localities. 

Clearly, those requiring explicit modelling of vague extents tend to be working at a 

scale somewhere between whole towns and individual sites, and need to accurately 

correlate local place understanding with other spatial variables – but currently this is 

apparently often done visually from maps rather than through GIS analysis. This is 

possibly because real-world constraints can cause many GIS users to lag far behind 

the potential for automated analyses, with many users still forced to produce and 

study maps manually (e.g. Davies 1995). This is apparently true of the users above: 

most appeared to want to be able to communicate and interpret local placenames, or 

to select and place them appropriately on the maps they produced, but not necessarily 

to attempt GIS analysis with them (yet). 

Nevertheless, all users who mentioned vernacular placenames might need to 

appreciate where they might be used – in other words to be aware of uncertainty in 

their application to a given point in space – to avoid unrealistic expectations of their 

usage. As we will see later, there are various ways of creating this awareness. 

Effectively, this creates a vision of users who primarily need to: 

• Find or disambiguate locations based on a received name (e.g. emergency 

service call centres) 

• Communicate effectively with the public and colleagues using an 

accepted name for a given location (e.g. traffic and navigation information 

providers; civic emergency planners) 

Some users appear to want to go beyond this to appreciate the vagueness of local 

places, usually urban localities. We may expect this number to grow as technical 

implementations improve in many user organisations over time. Meanwhile, however, 

a key requirement of many users was to see or output local vernacular placenames 

within mapping, as well as querying and verbalising them. Therefore a key 

requirement of any vagueness model would be its ease of allowing appropriate 

selection and placement of names on a map, with or without visualisation of 

associated vague extents, as well as easily querying a location for its most common 

vernacular name and/or querying a name to find its approximate extents. 

The next section briefly summarises the data that users currently have available 

that may include place information, and reviews its shortcomings in the light of the 

above findings. Section 4 will then look more closely at matching the expressed user 

requirements to place modelling techniques proposed in the literature, to improve 

future datasets. 

6
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3 Problems of Current Approaches and Datasets 

Current sources of place are often limited by their sources and history. Originally the 

data collected for mapping was used by cartographers who would create maps that 

maximised usability by minimising clutter.  Ideally they would (not always 

successfully) attempt to position placenames such that they were unambiguously 

associated to the place they named, and did not obscure other cartographic features 

(particularly other names). This sacrificed location accuracy: the location of a name, 

possibly the only indication of the place it identifies, is often not at its centre or even 

within its extent.  

Cartography and data manipulation are now increasingly in the hands of end-users 

who can visualise data in their own way, rendering irrelevant the previous 

cartographic location of a name. Even if the name was consistently positioned within 

the place it referenced, having that named point no longer suffices: as shown above, 

many users need a representation of place extents. Place data derived from previous 

mapping is therefore subject to some inaccuracy and ambiguity; it requires 

improvement for modelling and analysis purposes. 

As well as topographic map data, gazetteers are widely used for searching for 

geographical locations. These usually indicate a place's location using coordinates of 

a point that is within or near it. This can suffice for providing a visual result, where 

the purpose is to centre a displayed map on the feature. However, again this kind of 

data gives no indication of a place's size, extent or relationships to other features. It is 

usually up to the user to know that they have searched for a locality and to infer its 

size and relations from the displayed information. 

As shown above, the demands of modern GI use require more than a gazetteer of 

points and administrative boundaries. Figure 3 shows a real-life example. 

Thus it is apparent that current solutions lack both accurate location and name 

information, let alone the vague extent and multiplicity issues of which users are 

becoming aware. Any solution to this problem needs to address the constraints both of 

currently held data and the way it is presented to users in mapping and gazetteers. 

Past efforts to include vernacular names on maps were based on attempts to reflect 

local consensus wherever it existed, because only so many names could appear on a 

map or be returned by a gazetteer. Digital data gives us the opportunity to model 

multiple views of vernacular place knowledge, but this opportunity has not yet been 

realised. The next section considers how some known modelling techniques might 

help the user needs identified above. 
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Fig. 3. Vernacular place problems: is the street marked by dots in Pemberton? Gazetteers and 

addressing data said not (in 2005), yet locals used the name there when calling emergency 

services. 

(Ordnance Survey © Crown Copyright 2008) 

4 Filling the gap: implications for modelling 

As stated earlier and recognised by some interviewees, many spatial regions that we 

call 'places' lack precise regional boundaries. They may also have multiple names, and 

a given name may apply to multiple candidate places. Finally, and crucially for many 

users, local vernacular names need to be captured and spatially located, although that 

location and its extents will again usually (though not always) be vaguely bounded. 

Various approaches have been designed to handle different types of vagueness in 

spatial data; only some would apply to vague place extents as required by the 

interviewees (usually referring to settlements and/or neighbourhoods), and few have 

tackled the issues of multiple or ambiguous naming (except for Vögele, Schlieder, & 

Visser 2003). 

About half the users who specified a need for place extents recognised that these 

were, and needed to be, vague. However, this does not mean that different methods 

for modelling vague extents would be of equal use to them. For example, it may be 

that often fine distinctions between place membership values, say 0.8 and 0.7 for 

different locations, is simply not relevant to most users' tasks. 

Current ideas for modelling vagueness tend to use one of the following approaches: 

probability surfaces (e.g. Montello et al 2003; Twaroch, Jones, & Abdelmoty 2008), 

fuzzy sets (e.g. Fisher, Wood, & Cheng 2004; Fonte & Lodwick 2004), 'egg yolk' 

8
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(Cohn & Gotts 1996) which is related to rough sets (Vögele, Schlieder, & Visser 

2003; Bittner & Stell 2003), and supervaluation (e.g. Kulik 2001) which seems related 

to 'vague granular partitions' (Bittner & Smith 2003). 

Fuzzy sets and probability surfaces are characterised by trying to assign values to 

every location in an area according to either its degree or its probability of 

membership of the named place. Fisher 1996) discussed fuzzy, Boolean and 

probabilistic methods and their applicability to spatial data processing. He concluded 

that some phenomena with indeterminate boundaries may be modelled using fuzzy 

sets and some by probability; suitability of each may depend on the particular 

application case. It may also depend on the type of data collected to create the model 

in the first place, as suggested by Montello, Goodchild, Gottsegen et al 2003). 

Rough sets and 'egg yolk' models avoid the problem of not knowing the 

intermediate values to apply at locations between those 'definitely in' and 'definitely 

not in' a given named place, by simply having a 'maybe' region surrounding the 

'definitely in' (like the white of a fried egg surrounding the yolk). The egg yolk 

approach has an advantage over fuzzy set and probability surface approaches in not 

requiring the imposition of arbitrary numerical values at unmeasured points. Of 

course the exact placement of the inner and outer boundaries leaves some room for 

arbitrary decision, but this need not always matter where the intention of indicating an 

extent that is intrinsically vague is clearly understood. Any dataset for general use that 

was based on this approach would therefore have to make this clear through 

attribution and/or representation of the different boundary types. 

Similarly, in Vögele, Schlieder, & Visser 2003) imprecise named places are 

described in terms of their topological relations to related places, with an upper and 

lower approximation. The lower approximation consists of related regions that are 

definitely inside or equivalent to the imprecise place; the upper approximation 

consists of these plus overlapping regions. This allows reasoning with multiple named 

places whose relations are only partly specified, Another advantage over the egg yolk 

model may be that, assuming that data exists for neighbouring regions, a boundary 

could be created between them from either the lower or upper approximation.  

Supervaluation theory (Fine 1975; Kulik 2001) uses the idea of a precisification (a 

way of making something precise) of a vague region. For example, taking ‘southern 

France', although this region may be vague there exist many crisp regions which are 

possible representations of it. These crisp regions are therefore all the precisifications 

of the vague region called ‘southern France'.  Assuming that the set of allowable 

precisifications is determined, any point falling within every precisification is 

definitely in southern France, and any point outside them all is definitely not, with all 

other points indeterminate. While this may seem to create a model quite similar in 

effect to egg yolk or rough sets, i.e. an overall yes-maybe-no, the preservation of  

individual precisifications might be useful where various data sources about a 

disputed place have differential relevance to specific task contexts. 

Beyond these basic model types, a few others could apply to place. One was 

proposed by McIntosh & Yuan 2005), and argued for a dual representation of vaguely 

extended phenomena. This combines a fuzzy or a probabilistic model (a continuous 

raster layer of varying values) with crisp boundaries held in vector form, thus 

allowing both for semantic queries and spatial analyses based on the vector data, and 

spatial correlation with other continually varying quantities. This type of combined 

9
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approach could be useful for the few users apparently requiring both crisp and vague 

extents for different subtasks; alternatively they could use a continuous model such as 

probability surfaces and then derive crisp extents when needed via a chosen threshold 

value  as per Purves, Clough, Joho et al 2005). 

Another (quite similar) potential model is anchor theory (Galton & Hood 2005). 

Anchor theory was intended to apply to objects whose spatial locations are vague, 

undefined or unknown. These may be ‘anchored’ to spatial regions whose boundaries 

are precisely defined. The theory makes use of two layers: a ‘precise’ quantitative 

layer and a ‘vague’ qualitative layer of objects whose location may be indeterminate. 

‘Locational spatial anchoring’ constrains the spatial location of a vague object by 

relating it to a precise region.  This relation is done either by letting the vague object 

fall within the precise region, or by letting it cover the precise region: ‘anchoring in’ 

versus ‘anchoring over’. Anchor theory again preserves the uncertainty inherent in 

some place data, providing yes/maybe/no answers to queries. 

However, where 'place' is taken to refer to an area in which single points need to be 

located, and where (as seems to be the case with many tasks listed earlier) the point 

locations are actually more precise (or must be determined as such) than the extents of 

that area, anchor theory almost needs to be reversed to be useful: known geocoded 

and precisely-bounded topographic features would form the 'precise' layer while the 

larger vague places (regions) would have to be anchored to them. 

In effect, this leads us to another potential way of modelling place in GIS (and 

within other location models, e.g. Becker & Dürr 2005): including all known 

applicable placenames within the attribution of known topographic features and other 

objects (e.g. geocoded address points), so that a database query can return (say) all 

features to which a given placename has been assigned, perhaps alongside a 

probability or membership rating as in the fuzzy/probabilistic models. For those users 

not concerned with extents, e.g. in real-time emergency response, this may suffice as 

a solution for resolving callers' stated combinations of placenames and other details. 

However, users who required visualisation of extents, or who wished to query a 

location to find its applicable names, would need to use additional GIS functionality 

to extract and present the data in the form required. 

To summarise, we can hypothesise which techniques may be best suited to the 

basic categories of need implied by the analysis above, as shown in Table 1. The 

types of model above clearly have different implications for different user needs. 

While several interviewees above required vague extents, their descriptions suggested 

that not all would need to know the precise degree of membership of a given location 

in a given place, most of the time. For those who needed vague extent data primarily 

for interpreting or communicating location descriptions, or for mapping or decisions 

based on rough place extents, a simplified model such as egg yolk or rough sets may 

suffice and avoid complicating their tasks. For a few others the continuously varying 

nature of place was an inherent part of their analyses; this was particularly true for 

what Couclelis would call 'space-time modellers', such as those characterising 

landscapes across a region based on a range of variables. Finally, as mentioned above, 

those who required vernacular names but did not mention extents might benefit from 

including those names in the attribution of known features and addresses, rather than 

requiring an extra spatial dataset in itself. 
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User requirement Potential modelling techniques 

Vernacular placenames, vague extents. 

 

Probability/fuzzy sets; possibly egg yolk 

or supervaluation if degrees of 

'maybeness' superfluous 

Vernacular placenames, vague and/or 

crisp extents. 

 

Vague model which can be made crisp 

e.g. egg yolk/rough sets; probability 

surface/fuzzy sets with boundary 

generation when required (e.g. 

thresholding). 

Vernacular placenames, not specifying 

any extents. 

 

Placenames in feature attribution; 

potential inverse anchor theory, if some 

definite objects or areas known to form 

part of the named place. 

Table 1. User requirements tentatively matched with potential modelling techniques 

The user requirements identified earlier also raise many other questions concerning 

the physical implementation of any model on actual data. For example: 

• As we saw, users' most common idea of 'place' included urban localities. Only 

some of the above techniques have been tested on those; others were intended for 

natural features, or for vagueness of location but not extents. Can they work for 

localities too? 

• What happens with some of these techniques when (only) part of a place's 

boundary is certain, unique and crisp, e.g. localities ending at a river? 

• Since some users wanted to visualise vague extents (and yet none mentioned the 

possibility that those could overlap), how does each technique lend itself to this 

visualisation, and to simplifying extents to not overlap when necessary for a task? 

• Where users wanted to select and communicate the most appropriate placename for 

a specific location, where multiple and ambiguous names apply, how could 

querying obtain this? 

• Since some users' tasks covered extensive local regions, can each model support 

enough data when loaded into a typical GIS configuration, without impacting 

system performance? 

• Where different models suit different user needs, and hence alternative GI 

products, which model can a data provider use for basic storage and update, 

allowing efficient 'translation' into each required format? 

 

Clearly further research is needed, applying the proposed techniques to relevant 

data of the types identified earlier, to resolve these and similar questions. 

5 Conclusions 

As shown above, even for one user performing one task, there may be different ways 

of solving the vagueness problem for place extents. Since most users perform a range 

of tasks, and as workplace GI usage becomes more sophisticated and starts catching 

11
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up with academic developments, many more possibilities may arise for intelligently 

modelling and analysing place. We may need further investigation of specific user 

needs before resolving the 'ideal' model for each task scenario. 

However, any solutions should be tailored not only to tasks, but also to users' 

understanding of the complexities of the data. Particularly where partly spatial and 

partly semantic concepts like place are expressed in an unfamiliar form, and degrees 

of uncertainty are implied by the data, end-users in domains with lower GIS literacy 

may need educating in its meaning and intended use. A simpler model may avoid 

misuse, at the cost of simplifying reality beyond necessity. After all, maps have 

always attempted to decrease user error by avoiding overcomplication; geographic 

data and its visualisation should follow this tradition to optimise usability (see e.g. 

Nyerges, Mark, Laurini et al 1995; Peuquet 2002). 

In the long run users' needs for specific tasks may be satisfied by on-demand 

customised data, supplied already modelled and generalised to appropriate scales 

(Regnauld 2007). It then becomes even more important to ensure that different end-

user needs for place are fully understood, and addressed by a suite of tools to convert 

base data into a usable form for queries, analyses or mapping. 

Finally, it would help to build a more systematic understanding of how vernacular 

geographic phenomena occur. What types of things count as a 'place' (clearly not just 

settlements and localities)? Which types tend to receive ambiguous and multiple 

vernacular names? Who uses them? Under what circumstances? When and why does 

vagueness occur? Background research into these issues should draw on existing 

studies in geography and related disciplines, and examine sources of placename use 

such as call centre logs, media stories on naming confusions, surveys and local 

experts. However, unlike much past (humanistic) place research , new research should 

aim at usable conclusions for iteratively improving place data collection and 

modelling. The full agenda for such research is beyond the scope of the present paper, 

but we believe it must occur alongside computational modelling efforts. 
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Abstract. Spatial footprints of vague places with imprecise boundaries
are a well-known problematic issue for the gazetteer services that many
geospatial applications depend on. We present an approach toward an
automated generation of such footprints, based on the stastical evalua-
tion of a set of points that are assumed to lie in the region. Two classes
of statistical methods are applied, kernel density estimation and support
vector machines, and their assets and drawbacks as well as limitations
for the task at hand are discussed. The overall approach is evaluated
using imprecise as well as precise regions and the results obtained from
the two classes of methods are evaluated by means of statistical classifi-
cation measures. The evaluated point set is acquired from georeferenced
photographs freely available on the web.

Key words: gazetteer, placename, footprint, imprecise region, kernel
density estimation, support vector machines, geotag

1 Introduction

Geographical queries typically take the form <object><relation><location>
(e.g., to retrieve “hotels in Paris”), where the location is often given as a pla-
cename. The evaluation of these queries therefore usually requires to retrieve
a representation of the place as some spatial datatype (point, line, polygon),
known as the place’s footprint, that is then related with the locations of the
requested object.

? This work was partially supported by Deutsche Forschungsgemeinschaft as part of
the research training group nr. 1362 Cooperative, Adaptive and Responsive Moni-
toring in Mixed Mode Environments.
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Gazetteer services are the main source for these footprints, but they com-
monly lack appropriate footprints for natural geographic objects, general regions,
and vernacular geographies (e.g., the Alps, New England, the British Midlands),
mainly because these places are inherently vague, i.e. their boundary is ill-defined
(Hill 2006).

However, many people know (more or less exactly) where such an imprecise
region is and it seems consequential to exploit this non-expert knowledge to
derive an approximation of the region’s footprint.

This paper presents an approach to automated footprint generation for im-
precise regions through statistical evaluation of a set of points which are assumed
to lie in the region. The points are acquired from geotagged photographs, i.e. pho-
tos containing in their metadata latitude/longitude coordinates of the location
where they were taken. The approach exploits the fact that textual descriptions
of such photos published on the web often also contain the name of the location.

Two different techniques are applied for the statistical evaluation, the well-
known Kernel Density Estimation (KDE), which is an often used tool in geo-
graphical/geospatial analysis, and Support Vector Machines (SVMs), a class of
methods from the field of statistical learning, which is not yet very prevalent in
this discipline.

The overall procedure of estimating the footprint R∗ of a region involves the
following steps.

1. Acquisition of geotagged photographs annotated with the name of the region
and extraction of the geotags to compile a set of points.

2. Preprocessing of the set aiming to diversify the sample data and enhance its
fitness for statistical evaluation.

3. Application of KDE and SVMs methods to derive a representation R as an
approximation of R∗.

In our experiments, we first performed these steps for a number of precise
regions (where R∗ is defined unambiguously) to benchmark the methods with
the goal to derive heuristics for a good choice of the method’s parameters so
that the overall approach is applicable to imprecise regions as well. The steps
were then executed on a number of imprecise regions to produce an estimation
of their footprints.

The remainder of this paper is organized as follows. The first two steps are
described in Sec. 2. Section 3 formalizes the problem as a statistical classifi-
cation task and describes the application of the KDE and SVMs methods for
this task. Section 4 presents experimental results. Precise regions are used in
Subsec. 4.1 to evaluate the preprocessing steps and to benchmark the KDE and
SVMs methods. Heuristics for the choice of parameters for both methods are
discussed and results of the application to imprecise regions are presented in
Sec. 4.2. Section 5 summarizes the drawn conclusions. The paper concludes with
an overview of related work in Sec. 6.
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2 Acquiring Sample Data from Geotagged Photographs

In online photo-sharing sites, millions of geotagged photos are freely available
on the web.3 The description of a photo often contains the name of the place
where the photo was taken in form of a textual tag. In this case, the photos are
georeferenced in two ways, by a placename and latitude/longitude coordinates.
Extracting the geotags from such photos results in a set of points that can be
assumed to be located at the place, or, for the task at hand, inside the region.

2.1 Sample Data Errors

The acquired dataset naturally contains “errors”, i.e. points that are not located
in the region, because either the photo was assigned a wrong coordinate (man-
ually or by a malfunctioning device), or the placename tag does not denote the
place where the photo was taken. This in turn can be due to either a wrong
assignment of the tag (the user thought that the photo was taken at the place,
but it actually was not), or a semantical misinterpretation of the tag (the user
did not intend to denote with the tag the place where the photo was taken).4

However, the assumption that the points are predominantly located in the ac-

(a) (b)

Fig. 1. Locations of geotags from photographs tagged with “Alps”

tual region seems reasonable. In Fig. 1, one can estimate the region visually by
seeking in the point pattern the area with the highest density, the global cluster.
The errors in the above sense manifest as outliers to this cluster.

2.2 Sample Data Bias

Point density also varies within the global cluster as can be seen in Fig. 1 (b).
Local clusters exist at places where many geotagged photos were taken. These
3 According to Catt (2008), Flickr solely has more than 60 million geotagged photos

online as of April 2008.
4 An example for the last case would be if a user assigned the tag “black forest” to a

photo of a Black Forest cake, but by the assumption place semantics are assigned to
the tag.

17



local variations in density are characteristics of first order effects like population
density or touristical attractivity (O’Sullivan and Unwin 2003, p.65). For our
task, these are interfering effects which undesirably bias the dataset, because
they do not serve to estimate the extent of the region.

This bias is further intensified, if single users contribute many photos to the
dataset, because their geotags usually cover a small part of the entire region, and
furthermore, users sometimes batch geotag photos resulting in the same coordi-
nates assigned to all photos. Both effects add to the local clusters. The impact
can be alleviated by firstly, limiting the maximum number of photos per user
and secondly, eliminating duplicate points from the dataset. These reductions
aim to diversify the dataset as preprocessing steps for the statistical evaluation
described next.

Note that, because of the prevalence of local clusters from these influencing
effects, point density is an inappropriate means of modelling a footprint’s vague-
ness in order to achieve a fuzzy representation. Instead, the properties of the
sample data militate in favor of seeking a crisp delineation of the global cluster.

3 Statistical Evaluation

3.1 Formalization

We aim to find a representation of a region by identifying the global density
maximum in a dataset of coordinate pairs through unsupervised learning.

Let R∗ be the actual footprint of a region and R an approximation derived
from a sample dataset S, which is given by

S = {xi}Ni=1, xi ∈ R2. (1)

The dataset consists of N individual observations xi of coordinate pairs repre-
senting points on the Earth. Only samples of a single class — which is: “User
has tagged the coordinate pair with <placename>” — are forming the dataset.
Hence, the problem is to find the points which most probably lie in R∗ through
an unsupervised training procedure. This results in an estimated footprint R.
Points located in R∩R∗ are correctly identified as belonging to R∗, while those
located in R \R∗ are falsely identified as belonging to R∗. The goal is to maxi-
mize the number of true positives in R∩R∗, while at the same time minimizing
the number of false positives in R \R∗.

As noted above, the available datasets do not permit to model the intrinsic
fuzziness of the phenomenon. Instead, the decision function

fD = sgn(f(x)). (2)

is employed to map the continuous functions f(x) provided by KDE and SVM
to a discrete set. The estimated footprint R is found for fD = +1.
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3.2 Kernel Density Estimation

Kernel Density Estimation (KDE) is a class of statistical methods aimed to es-
timate the probability density function of a random variable (see, e.g., Bowman
and Azzalini 1997). Its bivariate implementation is used frequently in geospa-
tial/geographic information analysis to estimate the density distribution of the
geographic process underlying a set of observations (O’Sullivan and Unwin 2003).
The application of KDE can be thought of as placing a bump at each of the ob-
servation points and summing the bumps’ heights. The bumps are described by
a parameterized kernel function kh(·). The function

f̂(x) =
N∑

i=1

αikh (x− xi) . (3)

gives the density at x. The αi are the kernel weights with
∑

i = 1Nαi = 1.
Usually, all kernels are equally weighted, αi = 1

N , i = 1, . . . , N . The kernel
function is required to satisfy

∫
kh(x)dx = 1 and kh(x) ≥ 0 ∀ x ∈ R2.

Many options exist for the choice of kh(·), but most commonly used is the
Gaussian kernel, which is also assumed for the rest of this paper. The bandwidth
h is a smoothing parameter, which controls the kernel’s width (and thereby also
height), as can be seen Fig. 2. Choosing it right for a given task is of significant
importance for the usefulness of KDE.

Footprint estimation with KDE To enable the use of KDE to derive a crisp
footprint representation, a threshold or bias b is chosen. The contour line of
the density surface of all points with density value b forms the boundary of the
footprint. For this purpose, f̂(x) is shifted by b

fKDE(x) = f̂(x)− b, with b > 0. (4)

This function can now be used with Eq. (2).
Figure 2 reveals the importance of the right choice of bandwidth h and bias

b for our task. Using the same dataset S but different values for b and h, widely
differing estimations R of the actual region R∗ result.

In practice, h is often chosen interactively when analyzing a specific process
with one dataset. However, the goal for the case at hand is to develop an auto-
mated process. Hence, we employ a data-based bandwidth selection heuristics.
The rule of thumb described by Silverman (1986) and others was chosen. Its
properties are well suited for this application, because it does not specifically
emphasize local clusters within global clusters, which other techniques aim to
do (such as adaptive bandwidth selection as proposed by, e.g., Brunsdon 1995).

Hence, h is chosen automatically based on the dataset S. As a consequence,
the KDE-derived approximation of R∗ depends solely on S and the remaining
input parameter bias b. It is therefore described by RKDE

S (b).
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Fig. 2. Approximations of the boundary R∗ of Ukraine with density levels. Density
surfaces with h = 1.5 (left) and h = 0.5 (center) using the same dataset, and derived
footprints R (dark gray: h = 1.5, b = 0.0042; light gray: h = 0.5, b = 0.001).

3.3 One-class Support Vector Machines

Support Vector Machines (SVMs) are widely applied in the field of classifica-
tion. The method is based on the statistical learning theory (Vapnik 1995) and
is characterized by improved generalization capabilities compared to other clas-
sification methods. The goal in classification is to decide to which one of two
classes a given observation belongs. If the dataset consists only of specimen of a
single class, the formulation of the problem changes slightly. Now the goal is to
decide whether a new observation belongs to the training dataset. This problem
can be solved with one-class SVMs introduced by Schölkopf et al. (2001).

One-class SVMs allow to obtain a compact subset of the input space, which
contains a predefined fraction of all training data points. This can be applied
to find a two-dimensional approximation of the region based on the given train-
ing dataset. The method provides a free parameter ν that allows to define the
maximum fraction of outliers obtained after solving the optimization problem.
Hence, available information on the uncertainty included in the training dataset
can be considered by choosing 0 ≤ ν ≤ 1. It can be shown that the fraction of
outliers of the found SVM solution after optimization is always smaller than ν.

The output of an SVM is given by the weighed sum of parameterized kernel
functions kh(x) minus bias b.

fSVM(x) =
N∑

i=1

αi kh(x− xi)− b. (5)

While this function equals that in Eq. (4) for KDE, the difference is that b and the
αi are obtained here through the SVM optimization step. Weights can become
zero. All non-zero αi belong to a support vector (SV), which is a datapoint
xi where fSVM(xi) ≤ 0 holds. Every outlier, i.e. datapoints which are later
considered not to fall into the footprint region, is a SV. This means that, given
an appropriate choice of ν, most of the αi are zero.
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Reduced one-class SVM The computational complexity of the obtained one-
class SVM footprint is determined by the number of SVs nSV. This number can
be controlled by the choice of the trade-off parameter ν, which describes the
number of outliers and therefore predominantly the number of SVs. However,
the choice of ν is primarily determined by the problem to be solved. By ν and
the size of the dataset N the model complexity is roughly predetermined with
nSV ≈ νN .

To further reduce the complexity of the SVM solution, a reduction step can
be applied as proposed by Schaab et al. (2005). The reduction step succeeds the
computation of a one-class SVM. With the solution of the obtained “complete”
one-class SVM the training dataset is shrinked and a new, “reduced” one-class
SVM is computed. Therefore, the dataset S of Eq. (1) is devided into three
subsets based on the obtained weights αi

A0 =
{
xi | αi = 0

}
(6a)

F =
{
xi | 0 < αi <

1
νN

}
(6b)

AC =
{
xi | αi =

1
νN

}
. (6c)

The first subset A0 consists of all data points which lie inside the estimated
region. Subset F contains the points which lie exactly on the boundary and
subsetAC contains the outliers. To reduce the SVM solution a condensed dataset
Scon is build of subsets A0 and F omitting the fraction of outliers,

Scon = A0 ∪ F . (7)

Based on this condensed dataset the reduced one-class SVM is computed with
ν = 0, as no outliers are assumed in this dataset. This leads to an approximation
of the first solution, however with significantly less SVs and therefore with signif-
icantly reduced computational complexity. No modifications to the optimization
algorithm are necessary as only the training dataset and the trade-off parameter
need to be changed.

In the rest of this paper, SVM always refers to reduced one-class SVMs.

Footprint estimation with SVM As for KDE, the kernel width h needs to
be chosen heuristically for the SVM. In the following, h for SVMs is taken to be
half the mean Euclidian distance between any two points in the training dataset.
Thereby, the fraction of outliers ν remains the only free parameter in footprint
estimation with SVM. Consequently, the SVM-derived footprint estimations is
described by RSVM

S (ν).

4 Experimental Results

We evaluated the overall approach using a set of over 650,000 geotagged photos
from Flickr, tagged with the names of imprecise and precise regions.
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As precise regions, we chose a collection of 11 European countries5 selected
for their diversity in size, shape, and the availability of geotagged photos (and
thus sample data), which allowed for testing the approaches under varying con-
ditions. The unambiguous footprints make it possible to evaluate the methods
with quantitative measures, for which we used recall, precision, and F-scores, as
described next.

The results obtained from applying the methods to the precise regions are
later in Subsec. 4.2 used to find heuristics for choosing the methods’ input pa-
rameters, which are then applied to imprecise regions.

4.1 Quantitative Evaluation

As before, let R∗ denote the footprint of a region and R the derived approxi-
mation of R∗. We define the recall as the ratio to which R includes R∗ and the
precision as the ratio to which R is included in R∗.

p(R) =
area(R ∩R∗)

area(R)
(8)

r(R) =
area(R ∩R∗)

area(R∗)
(9)

The F-score F1 is defined as the harmonic mean with recall and precision evenly
weighted.

F1(R) =
2p(R)r(R)
p(R) + r(R)

(10)

Note that for KDE-generated footprint approximations, RKDE
S (b) becomes in-

finitely large for b→ 0 because of the unbounded extent of the Gaussian kernel.
Thus, a small b results in a recall value of 1, because RKDE

S (b) completely covers
R∗. As b increases, RKDE

S (b) contracts until it is completely included inside R∗

and the precision is 1.6 The input parameter ν does affect RSVM
S (ν) similarly,

but not as steady as b. As the fraction of outliers is always smaller than ν, the
area of RSVM

S (ν1) tends to be smaller than the area of RSVM
S (ν2) with ν1 > ν2.

Evaluation of Dataset Preprocessing Let S∗ denote the initial dataset for a
given region R∗, and Sm the reduced dataset, in which a maximum of m photos
per user is represented as described in Subsec. 2.2. A superscript d denotes a
dataset with duplicate points removed.

To evaluate the dataset preprocessing, we produced different reduced datasets
from the initial set S∗ for each country and calculated precision and recall values
5 Albania, Belarus, Croatia, France, Germany, Greece, Ireland, Italy, Luxembourg,

Switzerland, and Ukraine
6 A caveat: The precision does not become 1, if the highest point density is outside R∗,

which can easily happen if R∗ consists of several parts (e.g., a country with islands,
see below).
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for RKDE
S (b) for 100 values of b for each dataset. Figure 3 shows as an example

the precision/recall and F-score plots for the sets S∗, S10, and Sd
1 of France. The

discrete points are connected to a continuous curve for presentation purposes;
maximal F-scores are marked with a circle.
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Fig. 3. Precision/Recall-diagram and F-scores for KDE method applied to original and
reduced datasets for France.

It can be seen that the dataset reductions do not have a negative effect on
the result, which also holds for all other countries. Over all 11 countries, the
number of sample data points was reduced by 88–96% from S∗ to Sd

1 without
considerable loss of quality. In some cases (where very few users contributed
to the dataset), better results were even achieved with the reduced sets, which
corroborates the usefulness of the approach to achieve diversification through
reduction. Therefore, only the reduced sets Sd

1 are considered in the further
discussion, and references to S implicitly mean Sd

1 .

Comparison of KDE and SVM For each country, SVM-derived footprint
estimations RSVM

S (ν) were generated for twelve evenly spaced values from the
interval [0.01, 0.3] for ν. The best estimations (with respect to F1) were compared
to the best KDE estimations. The SVM outperformed the KDE for 8 of the
11 countries. Table 1 lists the mean values over all countries. The asterisk ∗

denotes the values for which F1 was maximal. Figure 4 exemplarily shows the
precision/recall diagram for RKDE

S (b) and RSVM
S (ν) for Ukraine.

Low F-scores prevail with countries with islands that have a separated foot-
print R∗. Both methods tend to estimate a continuous footprint including the
space between the parts of R∗ resulting in low precision values. Furthermore,
due to the methods’ smoothing properties, estimations of footprints with rough
boundaries also result in low precision scores. Figure 5 shows examples. This
cannot be considered a weakness of the methods because in the case of impre-

23



Table 1. Results of KDE and SVM for precise regions.

KDE SVM

Quantity b∗ ν∗ F ∗1 r∗ p∗ ν∗ F ∗1 r∗ p∗

Mean µ 0.047 0.14 0.69 0.8 0.62 0.14 0.74 0.86 0.66
Std. σ 0.085 0.14 0.14 0.16 0.14 0.06 0.13 0.091 0.17
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Fig. 4. Precision/recall-diagram for estimations RKDE
S (b) and RSVM

S (ν) of the footprint
of Ukraine.

cise regions, a continuous footprint with a smooth boundary seems desirable.

4.2 Heuristics for Input Parameters

For the automated generation of footprints of imprecise regions, the input pa-
rameters to the methods have to be chosen apriori based on heuristics.

With SVM, the best results were achieved with a mean ν = 0.14. The small
standard deviation of ν∗ indicates that good overall results can be expected if
this value is chosen as heuristics.

In the case of KDE, no equally good heuristics for the choice of b can be
found due to the large standard deviation of b∗. Instead, we found that following
a similar approach as with SVM seems promising, namely to regard the fraction
of outliers ν. Outliers are, as with SVM, those points not within RKDE

S (b) for
any b. In Tab. 1, ν∗ denotes the fraction of outliers for RKDE

S (b∗), i.e. for which
F1 is maximal. A choice of ν = 0.14 seems a promising heuristics for KDE, too,
although the standard deviation is larger than with SVM.

The KDE function is re-parameterized to take ν as an input parameter to be
able to apply this heuristics, RKDE

S (ν). Its computation is much more laborious,
because for a given ν0 it requires searching for the largest b0 for which the fraction
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Fig. 5. Left: Croatia, Right: Greece, Actual footprint R∗ and best estimations RKDE
S (b∗)

(solid) and RSVM
S (ν∗) (dashed). Dots mark sample data points.

of outliers of RKDE
S (b0) does not exceed ν0 in order to then define RKDE

S (ν0) :=
RKDE
S (b0).

We applied both methods on the precise regions and on some imprecise re-
gions using ν = 0.14 as input parameters to assess the heuristics. For the precise
regions, similar F-scores F̂1 were achieved as in the optimal case F ∗1 (Tab. 2). It
can hence be assumed that footprint estimations generated with either method
using this heuristics are good approximations for most regions.

Table 2. Best F-scores F ∗1 and F-scores by heuristics F̂1 using ν = ν̂ = 0.14

KDE SVM

Quantity F ∗1 F̂1 F ∗1 F̂1

Mean µ 0.69 0.65 0.74 0.71
Std. σ 0.14 0.19 0.13 0.16

Figures 6, 7, and 8 show the resulting footprint estimations RKDE
S (ν) and

RKDE
S (ν) when applying the heuristics, ν = ν̂ = 0.14, for the imprecise regions

Alps, Black Forest, and Rocky Mountains. In a qualitative evaluation, we note
the following.

– For the Alps both methods find good approximations of the footprint. The
KDE’s estimation seems more precise than the one obtained from SVM.

– The footprint of the Black Forest is approximated very well by the SVM,
the KDE shows a lower precision.

– The dataset of the Rocky Mountains exhibits two major clusters with few
points in between, which leads to a separation in the KDE footprint. The
SVM footprint preserves the orientation and tends to connect the two clus-
ters, which can be attributed to the good generalization capabilities of the
SVM.
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Fig. 6. Footprint estimations of Alps generated with KDE (solid) and SVM (dashed)

Fig. 7. Footprints estimations of Black Forest generated with KDE (solid) and SVM
(dashed)

Fig. 8. Footprints estimations of Rocky Mountains generated with KDE (solid) and
SVM (dashed)
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5 Conclusions

Two statistical methods, Kernel Density Estimation and reduced one-class Sup-
port Vector Machines, were assessed for the automated generation of footprints
for imprecise regions based on a set of points extracted from geotagged pho-
tographs retrieved from an online photo-sharing site. Dataset preprocessing steps
were applied, aimed to reduce and thereby diversify the dataset.

The applied preprocessing steps proved valuable as they could significantly
reduce the sets while preserving the information of interest. In a quantitative
comparison of the quality of footprint estimations generated with KDE and
SVMs, the SVM approach outperformed the KDE in the majority of cases.

A heuristics for the choice of the SVM parameter ν (a measure for the ex-
pected fraction of errors in the sample data) was found by analysing the results.
The KDE was re-formulated to exploit a similar heuristics, and both methods
achieved good results in a completely automated process based on the heuristics.

In the application to imprecise regions, both methods proved useful to esti-
mate the footprints. In an informal assessment of the results, we found that the
SVM produced better footprint estimations for its good generalization capabili-
ties.

Finally, it has to be noted that the applicability of the overall approach de-
pends largely on the availability of appropriate datasets. While there are other
options for acquiring this set beyond geotagged photos (see Related Work),
the achievable quality of the footprint estimation depends on the fitness of the
dataset for this task, and sample data bias has to be considered carefully.

6 Related Work

Recently, some research has focused on methods to derive footprints of imprecise
regions from location data retrieved from the web.

Jones et al. (2008) (based on earlier work of Purves et al. 2005) queried
regular web search engines with terms like “hotels in <placename>” aiming to
identify location information on the retrieved web pages that can be grounded.
The point locations are assigned a weight from the quantity of their occurrence
within the web pages, before the dataset is statistically evaluated.

Arampatzis et al. (2006) follow a similar approach, but use trigger phrases
for the search engine queries and apply heuristics on the set of points to label
them as being located either inside or outside the imprecise region. A geometric
algorithm is applied to delineate interior from exterior points.

Schockaert et al. (2005) also use trigger phrases to retrieve a set of points,
but apply possibility distributions to derive footprints in a degree-of-membership
representation using fuzzy sets.

All of the mentioned approaches require geoparsing and geocoding steps to
find and ground placenames, which is not necessary using geotagged photos.
At the time of writing this paper, Twaroch et al. (2008) also described the
exploitation of geotagged media from the web for the creation of a “vernacular
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gazetteer” and also noted that this method of sample data acquisition is much
less labor-intensive than other approaches.

KDE techniques have often been applied for modelling the footprints of im-
precise regions, such as in most of the works above. In many cases, the footprints’
vagueness was implicitly or explicitly modeled with density surfaces, whereas it
can be critized that bias issues and first order effects that commonly prevail in
the sample data were often disregarded.

To our knowledge, SVMs have not yet been applied for the generation of
footprints of imprecise regions. Neither are we aware of an earlier description of
a completely automated procedure with heuristically chosen input parameters
for the KDE approach.
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Abstract. What a Place means to an individual or a group is elucidated partly 
by the use it presents to them. This is critical in the context of geospatial 
ontologies that claim to specify semantics of geospatial entities. In this paper 
we argue that geospatial ontologies need to deal with concepts of places rather 
than spaces and hence explicate the human actions and activities that constitute 
the use of a particular space. This in turn necessitates specification of concepts 
of occurents along with continuants, often overlooked in conventional 
geospatial ontologies. Challenges in the specification of knowledge about 
human actions in ontologies include the problem of specification of partial 
knowledge about such actions in the context of a place. We illustrate using a 
case study of road network entities, the specification of partial knowledge based 
on probabilistic geospatial ontologies that characterize places such as Roads 
and Streets based on actions they afford.  

Keywords: Place, space, geospatial ontologies, partial knowledge, case study 

 
“There are places I remember 
All my life though some have changed 
Some forever, not for better 
Some have gone and some remain 
 
All these places have their moments…” ‘The Beatles’, 1963 

1   Introduction 

The long discussed subject about ‘What is a place’ and the sense of a place has 
thrown up many interesting ideas and considerable literature. (See (Cresswell 2004)). 
An essential part of the discussion is the humanistic perspective of place as opposed 
to the physical space, wherein places are located. The notion of place combines the 
concept of the particular space that it covers, along with the knowledge of activities 
that people carry out and also meaning related to emotional aspects such as 
‘Topophilia’ and ‘Topophobia’(Tuan 1974). 
 The renewed interest in the sense of a place in geographic information 
science and geography in general can be attributed to the much-needed linkage 
between social science approaches to that of the spatial sciences. Some of the 
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emerging topics such as vernacular geography (Waters and Evans 2003) and 
geospatial information retrieval of imprecise regions in a highly connected world 
(Purves, Clough et al. 2005) have shown the need for understanding the sense of a 
place and its relevance to computational models in geography. Coincidentally, these 
are very much the challenges that are faced by knowledge representation models in GI 
Science and geospatial ontologies in particular as they attempt to solve pragmatics 
related problems of semantic interoperability (Brodaric 2007) involving partial 
knowledge and imprecise regions (Sen 2007). 

A long-standing issue in the (non) representation of human activities in geospatial 
ontologies and therefore the exclusion of the human geography approach in GI 
Science has been related to the inflexibility of algorithmic solutions devoid of 
qualitative inputs (Schuurman 2004). The Place-space discussion presents an 
important opportunity to bring in the flexibility to algorithmic propositions of the 
rather spatial ontologies in order to incorporate social contexts. This paper attempts to 
outline such an approach by illustrating the need to include partial knowledge about 
human actions and activities to specify geospatial ontologies. It highlights the need to 
include specifications about hierarchies of human action concepts as an equally 
important constituent of geographic space and illustrates its practical value in 
mapping concepts of place across cultures. 

The remainder of this section provides further introduction to the relevance of the 
notion of places to geospatial ontologies. A background to relevant literature is 
provided along with the motivation of the work presented in this paper. We discuss 
the notion of places in the context of geospatial ontologies related to geomorphology 
and hydrology. In section 2 we provide an overview of the idea of probabilistic 
geospatial ontologies and its contribution to representing places. We provide a case 
study drawn from traffic code texts across three different countries to illustrate the 
success of such ontologies to map concepts of places related to transportation across 
cultures. Thereafter in section 3, we provide a brief discussion. Conclusions and 
future work in this area is provided in section 4.    

1.1   Background 

The notion places are closely related to semantics of the name given to entities in 
geographical space.  Holt-Jensen (1999) explains that place is a portion of geographic 
space sometimes defined as ‘territories of meaning’. Yi-Fu Tuan’s idea is that place is 
an emotional bounded area, often the dwelling-place, to which an individual or a 
group has strong emotional relationship. Such emotional attachments are often related 
to the utilitarian perspective of the place. Such places may be officially recognized 
geographical entities or more informally organized sites of interesting social relations, 
meanings and collective memory.  
 The complexities of ‘Topophobia’ and ‘Topophilia’ can be best established based 
on the differentiation of different types of spaces such as Mathematical space, Socio-
economic space, Cultural space and Behavioural space (Couclelis 1992). Under such 
a classification, places come into light of what is considered to be Cultural or 
Experiential space. It combines the notion of the Socio-economic space where 
different sites characterised by socioeconomic activities of human. Arguably, Tuan’s 
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narration of the meanings attached to places includes many non-formal socio-
economic activities and is difficult to formalize, since it involves notions of creativity, 
consciousness and human significance of life events (Tuan 1977). However it is 
essential to understand the implications of such notions in the meanings of places. 
 A more workable idea is presented out in the literature review by Turner and 
Turner (2006) who have componentised the sense of a place with  

1. physical characteristics of the environment 
2. affect and meanings such as those related to memories and associations and 
3. activities afforded by the place 

Turner and Turner (ibid) also list social interactions associated with the place as a 
component of its sense but for our convenience we group such associations to the 
item 3 above by claiming that activities include social activities and the notion of 
affordances can be extended to include social affordances as well (Raubal 2001). It is 
important not to trivialize the combined effect of each component and assume the 
whole as a sum of the parts. However, by recognizing the components, it is possible 
to make important observations about the role of human activities afforded by places 
in constituting its sense. The semantics of categories of places such as homes or 
streets is therefore rather closely related to the activity and its physical characteristics 
where as instances of these categories such as a particular home or a particular street 
can be argued to have bigger contribution from individual experiences although this 
would always find exceptions. 

1.2   Motivation 

The sense of a place is developed in the course of one’s life and is life-long learning 
experience. It follows that meanings vary over time and while considering the 
semantics of categories of places related to a culture or a nation it needs to be kept in 
mind that they also evolve over time. It is not possible to categorize a particular place 
into a category, especially in the context of imprecise regions and vernacular 
geography. Nevertheless there are pieces of incomplete information about the overlap 
of human activities with certain categories of places. These are strongly related to the 
notion of affordances1 and learning about them over one’s lifetime. 
 Conventional ontology frameworks arguably lack mechanisms to specify partial 
knowledge and hence suffer from a technical drawback that they are not able to 
reason about similarity between two categories and such other important inference 
tasks that humans usually commonly undertake. Sen (2008) provides a mechanism of 
specifying such partial knowledge in a framework for probabilistic geospatial 
ontologies. It enables ontology based reasoning to quantify similarity of concepts 
inside and across geospatial ontologies. There is a need to extend this framework to 

                                                           
1 We have already noted that the notion affordances used in this paper include the socio-

economic affordances beyond the conventional notion of physical affordances usually 
attributed to Gibson’s affordances Gibson, J. (1977). This broader definition of affordances 
and hence a broader definition of activities (including social activities) has been used in this 
paper. 
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find similarity of the categories2 of places. This is in a way an attempt to understand 
the similarity of the sense of places across cultures. 
 To illustrate the above it is sufficient to note the difference in the activities of 
people in different countries. Figure 1 (A) and (B) shows two pictures of Highways in 
India and UK. The place called Highway clearly has different sense in the context of 
different countries based on what the Highway affords. To trivialize the sense of the 
category of Highway on a single snapshot of a single instance is a wrong. However 
we obtain an indication of the human activities such as walking that are afforded by it, 
suggesting that there are differences between the senses involved. We motivate 
ourselves to quantify such differences (or in the reverse case, the similarity) based on 
the framework of probabilistic geospatial ontologies. 
 

 
  

 
Figure 1 Pictures of Highways in UK (A) and India (B) suggesting that the sense of 
the place and hence its category is greatly different. The extent of such difference 
needs to be quantified. 

                                                           
2 We denote the category of a place as a class of places such as Streets or Homes. These are 

groups of places that are conceptualized by individuals or groups. For simplicity we shall 
assume that concepts of individuals or groups do not differ in their essential properties.  

(A) 

(B) 
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1.3 Concepts of places as opposed to spaces in geospatial ontologies  

Although the remaining of the paper deals with the places that are essentially related 
to transportation and part of road networks, we list some examples from 
geomorphology and hydrology to illustrate the need for a more comprehensive notion 
of a place as opposed to they physical properties of the space in which it is located. It 
highlights the need for the inclusion of functional properties of geospatial entities in 
geospatial ontologies to specify the semantic aspects of a place as opposed to space 
alone. 
 Knowledge representation in the geographic domain and geospatial ontologies in 
particular have been dominated with aspects related to space (Varzi 1996; Smith and 
Mark 2001). This is dominated by theories about space and spatial relations or in 
other words, efforts to model spatial knowledge (Kuipers 1978). However, the 
humanistic perspective has also been argued to be different from the physical 
geographer’s perspective commonly seen in geographic information systems 
(arguably due to its early adoption by environmental scientists). Massey (1999) has 
suggested that the notion of space and time among physical geographers is associated 
to the assumptions of physics as the model of science. However in the context of 
human geography she argues that “…(social) spatiality and entities such as ‘places’ 
are products of our (social) interactions.” She begins by pointing out the divide in the 
basic premises of these two branches pointing out that while physical geographers 
position themselves as natural scientists human geographers have an approach closer 
to that of social sciences. In argument Raper and Livingstone (2001) have stated,  “In 
human geography, many give a phenomenological account in which identity emerges 
from social action…” On the other hand “In physical geography, identity is 
established using classical methods of ontology based on meaningful collections of 
attributes or ‘essences’ of identity”. The element of associated to the later approach 
that has been the subject of discussion (see Smith and Mark (1998)) although the term 
‘moderate realism’ has been conceded by Smith (1995a; 1995b); to account for many 
entities discussed in geography that do not emerge from the real world. (Lane 2001) 
has discussed the use of spatio-temporal closure as an instrument to rationalize some 
of the contradictory research that may emerge in physical geography and argues that 
such a tool would be problematic in the context of human geography. As Massey 
(1999) states, the conventional assumption for human geographers is to conceptualize 
entities along with the space (and time) itself and is perhaps strongly linked to the 
perdurantist approach as opposed to the rather endurantist approach of physical 
geographers (Raper and Livingstone 2001). 
 It cannot be directly claimed that the two views being discussed, correspond to the 
two streams based on given arguments mainly since the use of geographic 
information (GI) and systems (GISs) are all-pervading across geographers and also 
beyond. However, the first principles of geospatial (as opposed to spatial) information 
need to govern the specification of geospatial ontologies. To claim that realism and 
endurantist approach can alone account for knowledge representation in the geospatial 
domain is therefore only one part of the story. It is necessary to understand that the 
geospatial entities in question are rather associated to ‘place’ as opposed to ‘space’ 
and as discussed by Agarwal (2004) the contested nature of ‘place’ necessitates a 
more comprehensive view on geospatial ontologies. Bennett and Agarwal (2007) have 
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concluded that epistemic state is important in relation to the question of place. Man-
made geospatial entities such as road network elements (Roads, Intersections, 
Highways etc) are indeed ‘places’ and very much associated to the view of human 
geographers. However, to highlight a perspective closer to this view shall now 
explore this connection in greater detail especially in the case of natural kinds. 
 
Mountains and Hills: Mountains are places most commonly cited by speakers of 
English (Mark, Freksa et al. 1999; Smith and Mark 2001). The distinction between 
what can be constituted as a Mountain or Hill has been a part of the study by (Wood 
2004) and Dawson (1992). In the discussion of classification of topographic 
eminences Mark and Sinha (2006) have argued that eminences are characterized by 
(a) Morphographic character such as shape, size, position and orientation  (b) spatial 
relationships such as proximity, prominence and topology (c) Visual signature such as 
viewshed statistics, angle of elevation and visual prominence. Thus a cluster of such 
properties can be used for categorization of Mountains and Hills. However, the 
ambiguities and difficulties in the clusterization of such eminencies highlights the role 
of utilitarian factors not clearly specified in the three ‘structure-based’ properties 
discussed above. On the contrary, looking at the perceptual component and the human 
activities (or its possibilities for a given culture) has a more promising start. To think 
of eminences as something that one climbs, the essential difference of a mountain to a 
hill is that it is more difficult to climb than a Hill. Further elaborations of the kind of 
activities that a human culture can do on a mountain (say mountaineering) as opposed 
to what one could do on a hill (say walking or trekking) can be easily seen to be more 
reliable tool.  
 
Lakes and Rivers: Santos and Bennett (2005) describes the use of formal concept 
analysis and supervaluation semantics to construct a water feature ontology. One of 
the important claims of this work is the disambiguation of lakes with rivers using  (a) 
linearity ratio (b) average depth, (c) average flow, (d) maximum length, and (e) 
maximum width. An algorithm developed there in claims to identify the river stretch 
as shown in Figure 2, below based on properties mentioned above. Clearly such 
properties are important for the perception of possible human activities such as 
boating, fishing or even leisure but not deterministic. The parameters such as stretch 
linearity ratio threshold used for the identification process (or any other any other 
thresholds that may be used in another possible model) are clearly culture dependent 
and would be of interest to the social scientist. Also in this case, perhaps the social 
scientist would therefore believe to approach the river identification rather from the 
utilitarian point of view. 
 Feng, Bittner et al. (2004) provide an interesting study of hydrology concepts using 
the philosophical concepts of endurance and perdurance that can be seen in light of 
the above example of river identification. They model endurants and perdurants of the 
surface hydrology domain in separate hierarchies. The nature of the four trans-
ontological relations between endurants and perdurants as discussed by Grenon and 
Smith (2004) such as ‘exists’ or ‘exists during’ are however kept out of the 
discussion. 
 Clearly, the sense of place related to Lakes or Rivers are not characterised by 
physical properties such as shape and flow alone. The need for using knowledge of 
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the human activities (including socio-cultural activities such as tourism or recreation) 
is important in what constitutes a Lake or River. 
 

 
 

 
Figure 2 River stretch identification by Santos et al (2005). This figure shows 

continuous water body with varying spatial properties differentiated into regions 
classified as river marked with a thick black medial axis. The remaining part is 
classified as a lake. 

2 Case study: Mapping places in the transportation domain 
across cultures 

Traffic code texts are formal documents reflecting the conceptualizations of 
geospatial entities in the transportation domain related to a region or a country. More 
importantly they list the actions and activities associated to these entities, which can 
also be seen as places in the transportation network. They provide important textual 
resources for developing ontologies that specify actions and activities. (Kuhn 2000; 
2001). We present a case study related to two traffic code texts, that of the 
Maharashtra Motor Vehicles Act3, 1998 (MMA), which is implemented in 
Maharashtra state of India, and the Highway Code (HWC) of UK. The MMA is 
available in Marathi while the HWC is available in English. Most importantly they 
belong to distinctly different cultural context although there are some connections 
between the regulations due to historical reasons. We begin with a brief outline of the 
framework of probabilistic geospatial ontologies and the methodology involved in 
creation of its components. 

                                                           
3 http://www.maharashtra.gov.in/english/homedept/motorVehicleActShow.php  
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2.1 Probabilistic geospatial ontologies 

The framework of probabilistic geospatial ontologies reported by Sen (2008) uses 
Bayesian Networks (BNs) to specify geospatial ontologies based on BayesOWL 
(Ding, Peng et al. 2005). Important practical applications of such a framework include 
concept mapping and measuring naming heterogeneities across ontologies. 
The main aspects of such a framework include 

1. Extraction of separate ontologies (by linguistic-based analysis or alternative 
methods), one that contains entity or noun based concepts and the other that 
contains action or verb based concepts. The ontology is expressed as a 
subsumption hierarchy and the degree of overlap between parent concepts 
and child concepts is specified as probabilistic information. 

2. Establishing linkages between each of the concepts on the former ontology 
with the other. This entails extraction of information about the degree by 
which an action concept is afforded by a certain entity concept. In terms of 
the notion of a place, such information provides probabilistic information 
about its use. 

3. The probabilistic information from step 1 and step 2 is combined in the form 
of Bayesian Network using the BayesOWL approach as shown in Figure 3, 
which shows the HWC ontology. Stochastic inferences are obtained by 
setting the truth-values or appropriate concepts and applying Bayes rule as 
described by Ding, Peng et al. (2005). Such inferences include most similar 
(or dissimilar) concepts within an ontology, degree of overlap between 
concepts and feasibility of concepts. 

4. By creating virtual nodes based on (assumed) common concepts between 
two different ontologies, as shown by Sen (2008), it is also possible to 
measure similarities between concepts of two different ontologies. Thus it is 
also possible to create machine-based mappings between most similar 
concepts across ontologies by assuming certain concepts to be invariants. It 
can be argued that human activities or actions do not greatly vary across 
cultures as discussed by (Sen 2007). The name used for a place may vary 
across culture but the sense would remain same to a great extent. This is 
exactly the question explored in the case study with the Highway Code of 
UK (HWC4) and New York Driver’s Manual (NYDM5) by Sen (2008). 

                                                           
4 http://www.dft.gov.uk/pgr/roadsafety/drs/highwaycode  
5 http://www.nydmv.state.ny.us/dmanual/ 
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Figure 3 DAG extracted from the NYDM text. The figure shows DAG in the form 

of a Bayesian Network containing both geospatial entity concepts (on the left with 
first letters in capitals) and action concepts (on the right and outlined from the 
outside). The highlighted edges within the BayesOWL ontology indicate subsumption 
relations. Linkages between action concepts and entity concepts are special cases and 
indicate subsumption of the entity concept by the group of entities that afford the 
particular action (e.g. Entities that afford driving subsume Expressways). 

Based on a similar process a Bayesian network based ontology of the MMA was 
also extracted. However, in this case the language of the traffic code text was 
Marathi.  

Thus there was a need to extend the mechanism further based on principles of 
Computational Linguistics. We are assisted in our objective by international efforts in 
developing multilingual lexical knowledge base by aligning Princeton’s WordNet 
(Miller 1990) to other language. Such efforts include the multilingual Indo-WordNet 
(Sinha, Reddy et al. 2005). The process now required to obtain a probabilistic 
geospatial ontology of MMA comprise of  

• identification of frequently occurring geospatial entity concepts and human 
action concepts. 

• construction of individual entity and action hierarchies. Marathi WordNet6 
was used to obtain the associated Princeton’s WordNet terms. The 
probabilistic values from WordNet Similarity (Patwardhan and Pedersen 
2006) enabled the construction of BN ontologies 

• co-occurrence analysis and heuristics based on Sen and Krüger (2007) was 
used to generate the final BN ontology as shown in Fig. 4. 

 

                                                           
6 http://www.cfilt.iitb.ac.in/wordnet/webmwn/wn.php  
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Figure 4 BN ontology of road network entities as per MMA. Three nodes on the 

right with an outline represent action concepts where as the remaining nodes represent 
entities occurring in the MMA. Highlighted edges represent subsumption hierarchies 
while the non-highlighted edges represent linkages between entities and actions. The 
truth values of top level concepts (Way and move) are taken as 100% and remaining 
truth values are representative of the partial information about the overlap between 
concepts, propagated by Bayes rule. 

2.2 Affordances of Places 

We have discussed that places afford human activities and actions7 and these are 
instrumental in providing some sense to the place. It is also known that affordances 
are usually discussed at the instance level and difficult to quantify at the level of a 
category. Also affordances vary for every individual and depend on the context at 
hand. The epistemological constraints of affordances make it difficult to encode them 
in formal ontologies, especially in view of the principles of ontology engineering 
(Guarino and Welty 2004). 

We therefore turn to the more expressive specifications such as BayesOWL (Ding, 
Peng et al. 2005). As discussed above, Sen (2008) has shown how overlaps between 
action concepts and a given entity concept expressed in a Bayesian network enables to 
specify what can be argued to be the concept of the place.  

                                                           
7 Note that we use a broad definition for human  activities which encompasses social activities 

as well. Actions should be seen as smaller units of such activities, which can be 
conceptualized individually.  
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At this point of time we discount the emotional content of the sense of a place but 
note that by extending the notion it is possible to encode special affordances of  
‘Topophilia’ type of places as opposed to ‘Topophobia’ type places. Indeed, such a 
mechanism would be intensely complex because of the individual nature of the 
emotional properties of places and is possibly a grey area for further research.  

2.3 Mapping across ontologies 

The Highway Code8 ontology (available in English) used by Sen (2008) was adapted 
directly for this case study as shown in Fig. 2. In comparison to the MMA the HWC 
has much detailed descriptions of road entities and the actions related to each. Finding 
most similar terms across ontologies based on the framework of probabilistic 
geospatial ontologies requires the use of some common concepts in both ontologies. 
However, the MMA could provide significant information related to only three 
actions also included in the HWC, related to general movement (move), driving motor 
cars (drive) and walking (walk).  

Assuming that these concepts remain invariable and based on stochastic reasoning 
as described by Ding, Peng et al. (2005) and Sen (2008), the most similar concepts 
and dissimilar concepts were determined as shown in Tab. 1 (A) below. The most 
similar entities provides cross-cultural mapping of road network entity concepts 
across the MMA and HWC.  

As further extension of this experiment, 31 human subjects were asked for asked 
(in Marathi) to indicate whether a certain road network entity afforded one of the 
human actions shown in Fig. 1. The use of entity-action linkage values from human 
subjects testing as opposed to co-occurrence analysis (and hence avoiding formal text 
as the source for prior evidences) resulted in an alternate set of most similar entities as 
shown in Tab. 1 (B). 

 
Table 1.  Most similar entities of the MMC to those of the HWC (A) based on 
analysis of formal text only (B) based on inputs from human subjects. 
 

 
 
 

 
 

                                                           
8 http://www.dft.gov.uk/pgr/roadsafety/drs/highwaycode  

(A) 
 
 HWC conepts Most similar MMC concept(s) Most disimilar MMC concept(s)

Footpath PedCrossing, Footpath Highway, PubRoad
Highway Road, Highway Footpath, Path
Motorway Road, Highway Footpath, Path
Path PedCrossing, Footpath PubRoad, Highway
Road Road Path
Street Road Path
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HWC concepts Most similar MMC concept(s) Most disimilar MMC concept(s)
Footpath PedCrossing, Footpath Highway, PubRoad
Highway Road, Highway Footpath, Ped Crossing
Motorway Road, Highway Footpath, Ped Crossing
Path PedCrossing, Footpath PubRoad
Road Road, Highway Path  

3 Discussion 

The above case study is significant in the context of our discussion of the sense of a 
place especially in relation to characterization of places in geospatial ontologies. One 
of the key features of places is that they have an identity formed out of emotional 
aspects. Thus a Road in India would present a different identity to an Indian as 
compared to Road in UK as per by Relph (1976) based on ‘existential outsideness’. 
Under such a situation it becomes extremely difficult to ascertain the mapping of 
place concepts across cultures. 

However, the need for identification of places names differently but with the same 
sense is a strong necessity for geographic information retrieval and the above 
mechanism demonstrates a particular case. It is noteworthy that formal texts such as 
traffic code do not exactly reflect the exact perspectives of a community as pointed by 
social psychologists on the basis of social inequality. Nonetheless the study also 
outlines the use of alternative knowledge sources for building linkages between 
geospatial entity concepts and action concepts. It is important to explore the 
differences in the legal and social perspectives in the context of the sense of places, 
within a society.  

Interestingly, since a majority of information related to the sense of a place is not 
available directly, hermeneutics involved in most of environment-behaviour research 
is likely to attract criticisms of unreliability (see von Eckartsberg 1998). Questions 
regarding the accuracy of expressions and actual experience raises the point that the 
affordances values obtained from texts or by human subjects testing can deviate from 
what may be real case. The other point of debate is the equivalence of measurement as 
discussed by Churchill, Lowery et al. (1998). In spite of the relativity of 
phenomenological trustworthiness, one can identify qualitative criteria that can help 
to judge the validity of the interpretation as discussed by Polkinghorne (1993) and this 
applies to the case study above.  

Finally, this case study and the work reported by Sen (2008) which explores 
mapping between geospatial concepts across nations should also be seen in the 
perspective of a computational model exploring the sense of the category of a place, 
to provide semantic correspondence to names used to denote geospatial entities. Such 
models are revisable, similar to the sense of a place as it evolves over one’s lifetime. 
Such models provide important linkages to the humanistic perspectives of geospatial 
information, which has been defended by Kuhn (2001).  

(B) 
 
 

40



4 Conclusions and future work 
 

It has been argued extensively in this paper that the sense of a place is important for 
geospatial ontologies and their characterization requires the specification of the utility 
of such places in terms of actions and activities they afford. However such 
specification entails the use of partial information beyond the capabilities of 
conventional geospatial ontologies. 

The case study based on geospatial entities of the transportation domain illustrates 
the use of the framework for probabilistic geospatial ontologies towards the goal of 
cross cultural mapping of names used for road network entities and hence enables 
comparison of the sense of the category of a public place such as a Road or a 
Highway. The study should be seen as a modest beginning and several challenges 
exists outline in future work. Some of the directions that need to perused further 
include 

• Use of extensive theories of space in association with probabilistic 
geospatial ontologies. Since BayesOWL allows Descriptive Logics (DL) 
based statements, it is possible to encode the rules developed for spatial 
ontologies (and hence applicable to geospatial domain as well). This part 
of work has been avoided deliberately in order to minimize complexities. 

• Experimentation with cross lingual ontologies beyond the Indo-European 
languages and hence challenge the lexical alignment problem to the 
maximum. 

• Explore the use of higher number of ‘invariant action concepts’ For 
example, the MMA has specific details related to driving of other vehicles 
such as tractors and also concepts related to parking of vehicles, which 
need to be further examined.   
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Abstract. There is still a large gap between the modeling of naviga-
tion knowledge and the mapping of route descriptions toward spatially-
referenced systems. This paper introduces an experimental cooperative
and stochastic algorithm for the discovery of a spatial route that �ts
the semantics of a verbal route description in natural environments. The
algorithm mimics the behavior of a colony of ants, where positive feed-
backs consist of pheromone trails, deposited on attractive paths. The
novelty of the approach relies on the integration of the semantics of a
verbal route description within the heuristic of the search algorithm. A
route is modeled using a graph-based description where landmarks and
spatial relationships play a central role. The algorithm is experimented
and illustrated by a preliminary prototype implementation applied to
foot orienteering.

Key words: Verbal route description, route �nding, ant colony algorithm.

1 Introduction

Modeling navigation knowledge is an activity that still requires a better link be-
tween common sense perceptions of space and formal models that integrate this
kind of knowledge (Egenhofer and Mark, 1995). This implies an evaluation of how
human beings conceptualize space and their displacements. Navigation knowl-
edge is materialized as a form of mental map where multiple representations of
space are related by cognitive associations (Tversky, 1993; Hirtle and Jonides,
1985; Timpf and Frank, 1997). These mental representations are mediated by
structural elements, often language-based, categorized as image schemata built
upon human experiences and practices with the environment (Johnson, 1987).
The notion of place comes into existence when humans give meaning and identity
to a place of the geographic space (Tuan, 1979). Places are instrumental con-
cepts in navigation knowledge (Golledge, 1992). They are associated to a mental
representation of location, together with metric and orientation quali�ers that
reference them in the environment (Agarwal, 2005). Places model landmarks
and objects in the environment (Sorrows and Hirtle, 1999). A landmark is com-
monly de�ned in navigation as a decision point, or assimilated to a decision
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point, and where decisions are taken (Sorrows and Hirtle, 1999; Golledge, 1999).
Several empirical studies have revealed the prominent roles played by landmarks
and actions (Presson and Montello, 1988; Denis, 1997; Golledge, 1999; Winter,
2003). Their role and salience in navigation knowledge have been widely investi-
gated (Sorrows and Hirtle, 1999; Raubal and Winter, 2002), and their potential
for the derivation of computational models of navigation tasks have been for-
mally investigated and applied to street networks (Duckham et al., 2003; Elias
and Sester, 2006; Hansen et al., 2006; Claramunt and Winter, 2007; Tomko et al.,
2008). In a previous work we introduced a structural and logical model that ap-
plies graph principles to the modeling of verbal route descriptions (Brosset et al.,
2007). The main assumption of this approach is that a route description can be
modeled as a path made of locations and actions, and semantically quali�ed by
landmarks and qualitative spatial relationships.

Based on this logical and semantic representation, this paper develops a
stochastic algorithm whose objective is to derive plausible spatial representa-
tions of a verbal route description. This algorithm belongs to a class of solutions
recently introduced as a new computational paradigm to solve combinatorial
optimization problems, and for rapid discovery of satisfactory solutions (Dorigo,
1992; Dorigo and Gambardella, 1997; St�utzle and Hoos, 2000; Dorigo and St�utzle,
2004). The main principle of these algorithms reproduces the behavior of a colony
of ants, i.e., agents with very basic capabilities, that move essentially at random,
and deposit rewards on the ground, i.e., pheromone trails, when satis�ed by the
route they have followed. Therefore, an ant encountering a route with a previ-
ously deposited pheromone will decide with a higher probability to follow this
route. This generates positive feedback loops, where the probability of having
ants following this route progressively increases. These algorithms have been in-
spired by the observation of termite communication (Grass�e, 1959). Termites use
a form of indirect communication, so-called stigmergy, where the environment
acts as the exchange support. The advantage of these algorithms when applied
to route �nding problems is that they facilitate convergence. This is particularly
interesting in the case of verbal route descriptions which are often imprecise,
incomplete, and where the derivation of a satisfactory solution in a large-scale
space is a complex task. Exploring space using a heuristic and combinatorial
algorithm is not only a computational solution to a complex problem, but also
a metaphor that shares many similarities with a route �nding problem. How-
ever, current implementations of these algorithms to geographic spaces have been
mainly limited to conventional shortest paths or the classical Traveling Salesman
Problem.

Our algorithm is experimented in the context of path �nding applied to foot
orienteering course descriptions. Foot orienteering has been created in 1857, and
was �rst used by the Scandinavian army as a training method. Orienteers have
to visit a set of control points in a given order and within the shortest possi-
ble time. The objective of each orienteer is to �nd the correct control points
according to a route description given at the start of the orienteering course.
Control points are colored ags distributed randomly in the exercise area. For
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each control point, several candidates are possible solutions. The objective of
our algorithm is that, although based on local knowledge and a stochastic ap-
proach, it should identify plausible solutions to a route �nding problem where
the number of candidate paths is very large, these paths being not prede�ned by
the structure of the environment. This is due to the fact that our algorithm is
experimented in a natural environment non constrained by a street network as
in urban contexts. These solutions should help to search for a plausible mapping
of a route description toward a Geographic Information System. Potential appli-
cations are varied as such route �nding problems cover a wide range of situations
from rescue operations to orienteering processes in natural environment.

The remainder of this paper is organized as follows. Section 2 introduces the
principles of the structural and graph based modeling approach of a verbal route
description. Section 3 develops the algorithm initialization and execution while
the early setup of a prototype implementation is presented in section 4. Finally,
a discussion and the concluding remarks are developed in section 5.

2 Modeling approach

Landmarks and actions are the core elements of our modeling approach. Land-
marks model salient points where decision are taken, whereas other objects not
acting as decision points are hereafter considered as spatial entities. Actions
expressed by verbs convey the dynamic component of human navigation (De-
nis et al., 1999). An action describes an elementary displacement and can be
schematized by a directed path between two locations. A navigation process
can be modeled as a path in the sense of graph principles, where the nodes of
the path represent locations, edges of the path actions between these locations.
Locations and actions can be quali�ed by landmarks or spatial entities.

More formally, a route is modeled as an oriented graph G(NG; EG; lG; dG)
where NG denotes the set of nodes, EG the set of edges, lG a function that
associates a location to a node, and dG a function that associates an action to
an edge. A route description is modeled by an ordered set of connected 3-tuples
(pi, ai, pi+1), named route segments, where pi, pi+1 2 LG and ai 2 AG, and
where LG denotes the set of locations, AG the set of actions. An action starts
and terminates at a location, that might be closed to or on a landmark. Similarly,
an action might interact with a landmark during its execution.

At a �ner level of granularity, actions in the environment can be also qualita-
tively described by orientation terms. An action can be quali�ed by its cardinal
or relative directions (e.g., go to the north, turn to the right). Similarly, land-
marks are quali�ed when present in the route descriptions according to their
proximity to a decision point. We make the di�erence between two cases: either,
the decision point is on a landmark (e.g., "go to the green control point") or
in the proximity of a landmark (e.g., "start near the red control point"). While
qualitative terms give an additional component to route descriptions, landmark
categories complement route descriptions. For each kind of environment and
navigation, a set of landmark categories are identi�ed and derived from an on-
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tology that applies to the environment considered. The one used in our case
study is derived from the orienteering symbols set de�ned by the International
Orienteering Federation (IOF) (Brosset et al., 2008).

Table 1. Action-landmark modeling primitives

De�nition Boolean representation Graphic representation

An action that starts at a lo-
cation and terminates at a
location

[0; 0; 0]

An action that starts at a lo-
cation and terminates at, or
near a landmark

[0; 0; 1]

An action that starts at a lo-
cation, quali�ed by a land-
mark, and terminates at a
location

[0; 1; 0]

An action that starts at a lo-
cation, quali�ed by a land-
mark, and terminates at, or
near a landmark

[0; 1; 1]

An action that starts at, or
near a landmark and termi-
nates at a location

[1; 0; 0]

An action that starts at, or
near a landmark and termi-
nates at, or near a landmark

[1; 0; 1]

An action that starts at, or
near a landmark, quali�ed
by a landmark, and termi-
nates at a location

[1; 1; 0]

An action that starts at, or
near a landmark, quali�ed
by a landmark, and termi-
nates at, or near a landmark

[1; 1; 1]

In order to give a visual component to the formalism used at the interface
level, we provide a schematic representation of a path (Figure 1). This rep-
resentation considers an elementary part of a route description, and supplies a
Boolean-based and schematic view of a directed path between two locations (Ta-
ble 1). Verbal route descriptions are manually mapped to equivalent schematic
representations at the interface level. Figure 1 illustrates the example of the fol-
lowing verbal route description taken from an orienteering course exercise: "Go
to the North to a Red control point. Go to the West for �ve hundred meters,
then go to the South to arrive near a Green control point. Finally, go to the East
to a Red control point". This description contains four route segments and three
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landmarks, each action is quali�ed by an orientation term, and one of them by
a distance. This modeling approach generates a logical representation of a route
description that constitutes the input of the algorithm developed.

Fig. 1. Schematic representation of a route description

3 Algorithm principles

The algorithm presented is based on the principles of ant colony algorithms, but
introduces additional spatial semantics derived from a qualitative and structural
representation of a verbal route description. The main di�erences with conven-
tional ant algorithms are as follows:

{ the network that constitutes the search space is not explicitly de�ned, but the
result of systematic exploration of the search space, as we preferably consider
a natural terrain non constrained by a prede�ned network structure,

{ proximity to landmarks, when present in route descriptions, constrains the
searching process,

{ additional spatial relationships, i.e., edges direction and length, also con-
strain the searching process,

{ exibility of the algorithm is guaranteed by regulation of its execution at the
interface level.

The search problem is qualitative per nature, the objective is not to �nd a
minimal length (closed) route that passes through each node once, but rather
to �nd the ones that ful�ll as much as possible the route description given, and
particularly its semantics. The algorithm is made of two parts: an initialization
and an execution. The initialization generates the search space, that is, the can-
didate nodes for the route �nding process. The algorithm execution triggers the
ant colony search process where a balance between exploration and con�rmation
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of candidate solutions is maintained. After a number of iterations the algorithm
should discover several route solutions.

3.1 Algorithm initialization

The algorithm is initialized by a stochastic generation of M paths of length n,
and where n + 1 denotes the number of nodes of the route description (M is
parameterized at the interface level, and preferably very large). We assume that
the route description is semantically rich, that is, most of the nodes are quali�ed
by landmarks. The landmarks are those identi�ed on a reference map according
to the ontology given. This ensures that the node selection process and the
generation of layers do not overshadow candidate solutions. A layer represents
here a set of candidate nodes that represent possible solutions for a given node of
the route description. For each path i (i 2 N; 1 � i �M), an evaluation process
is applied to each vertex vij (j 2 N; 1 � j � n+ 1) as follows:

{ for a given vertex vij of the path i and when the jth node of the route given
is labeled by a landmark, the algorithm searches for similar landmarks in the
neighborhood de�ned by a distance � around the vertex vij . The distance
� is parameterized at the interface level, it should reect the topography
characteristics and the average visibility. When no landmark labels the node
in the description, the vertex vij is added to the set of candidate nodes Nj .

{ when several landmarks are found, one of them is selected randomly, when
one landmark is found, it is selected. Two cases are then considered (Figure
2):

Case 1: the node j is a landmark explicitly given by the route description
(e.g., "go to a Red control point"). The vertex vij is relocated to the
location of the landmark and retained.

Case 2: the node j is in the neighborhood of a landmark given by the route
description (e.g., "arrive near of a Green control point"). The vertex vij
is retained.

{ the vertex retained by the application of either Case 1 or Case 2 is added to
the set of candidate nodes Nj ,

{ when no landmarks are found for this vertex, the algorithm passes to the
next vertex vij if any, otherwise passes to the next path i+1 if any, otherwise
terminates.

The algorithm generates a number n + 1 of layers where each layer Lj (j 2
N; 1 � j � n+1) is associated to a set Nj of Kj candidate nodes that represent
possible solutions for the jth node of the route description. Figure 3 shows the
principles of a node selection for one of the layers, and according to case 2
described above. A landmark is �rst selected as a candidate for the third node of
the route description (I), then a node in the neighborhood is selected (II), and
�nally integrated in the third layer L3(III).
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Fig. 2. Candidate node selection: principle

Fig. 3. Layers derivation example (Case 2)

3.2 Algorithm execution

The algorithm execution applies an ant-based colony optimization process to
solve the route �nding problem. The main steps of the algorithm execution are
as follows:

1. at each iteration of the algorithm, each ant of the colony population generates
a path amongst the set of candidate nodes,

2. these paths are initialized using a probabilistic process that maintains a bal-
ance between exploration of novel solutions and con�rmation of good solu-
tions, and using the candidate nodes selected by the algorithm initialization,

3. at each iteration of the algorithm, pheromone trails on the candidate edges
are rewarded according to the evaluation of the routes followed by the ants.

At the �rst iteration of the algorithm, the candidate edges of every layer Lj
are incremented with a pheromone null value. Each ant builds a path of length
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n. At each decision point, i.e., each node j (j 2 N; 1 � j � n + 1), each ant
selects stochastically the next node amongst the set Nj+1. Then the probability
Probj;j+1(t) of choosing the node j+1 amongst the set Nj+1 from j at the time
t is given by

Probj;j+1(t) =
�j;j+1(t)

Kj+1P
k=1

�j;k(t)

(1)

where �j;j+1(t) gives the pheromone value of the edge (j; j + 1) at t.

This approach maintains a balance between the necessity of favoring good
solutions to a certain degree, while allowing the exploration of novel paths. At
each iteration of the algorithm, two valuations are performed. First, a pheromone
evaporation ensures that routes not followed by the ants are progressively for-
gotten. Secondly, the amount of pheromone deposited on each edge (j; j + 1) is
derived. The pheromone value for an edge (j; j + 1) is given by

�j;j+1(t+ 1) = �j;j+1(t)(1� p) + �j;j+1(t+ 1) (2)

where the evaporation rate p is valued in the unit interval [0; 1].

The value given to p should ensure a balance between the necessity of ex-
ploring new solutions (i.e. values that tend to 1), and the con�rmation of good
solutions (i.e. values that tend to 0). The reward on each edge (j; j +1) is given
by the valuation of the pheromone �j;j+1 at each step of the algorithm, while
constraining these values in order to give a chance to each edge to be selected.
The quantity of pheromone �j;j+1 laid on the edge (j; j + 1) at t+ 1 is given by

�j;j+1(t+ 1) =

QX

q=1

�
q
j;j+1(t+ 1) (3)

where Q denotes the number of ants, and �
q
j;j+1 the quantity of pheromone laid

on the edge (nj ; nj+1) at t+ 1 by the ant q.

Next the pheromone deposited on each edge (j; j + 1) should be evaluated.
This evaluation is local to a given edge, but should reect the positive rewards
of the ants that pass through this edge to complete their route. For each edge
on a given route we make the di�erence between three cases, from the best to
the worst ones:

Case A: The starting node j and the ending node j+1 �t the semantics of the
route description, i.e., each node is associated to a landmark of similar class.

Case B: Either the starting node j or the ending node j + 1 �t the semantics
of the route description, i.e., one node only is associated to a landmark of
similar class.

Case C: None of the nodes j and j+1 �t the semantics of the route description.

8
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In order to give representative scores to these cases, they are quali�ed by a
coe�cient �j;j+1 whose value is given by the unit interval [0; 1], and that tends
to 1 for case A, 0:5 for case B and null for case C.

0

0.5

1

SW W NW

�j;j+1

(a) Direction

0

0.5

1

400m 500m 600m

�j;j+1

(b) Length

Fig. 4. Edge compliance evaluation: example

The compliances to the direction relationship (�j;j+1) and the length (�j;j+1)
of each edge (j; j + 1) are also evaluated. These mappings are scored according
to their degree of match given by a Gaussian membership function as illustrated
in Figure 4. This allows to not eliminate paths close enough to the directions
or distances given. The compliance �j;j+1 is given by values that range from 0
(the edge (j; j + 1) does not �t the direction given) to 1 (the edge (j; j + 1) �ts
the direction given, or no direction information is given). Similarly, the length of
each edge is evaluated by a coe�cient �j;j+1 2 [0; 1] that ranges from 1 when the
length of the edge �ts the length given by the route description or no distance
information is given, to the null value when the di�erence of the length of the
edge with the length of the route description is larger than a threshold value.
Figure 4 illustrates the example given by the edge description "Go to the West
for �ve Hundred meters". Overall, the amount of pheromone deposited on an
edge (j; j + 1) at t+ 1 by an ant q is given by

�
q
j;j+1(t+ 1) =

nX

j=1

(
�j;j+1

n
� �j;j+1 � �j;j+1) (4)

The algorithm is terminated when the best solutions do not change, or the
number of ants following this route does not evolve signi�cantly, or the number
of iterations given as a limit is reached.

4 Algorithm implementation

The algorithm has been implemented and validated by a prototype written in
Java and specialized functions of the Geotools library. The algorithm is illus-
trated by the example of route description introduced in section 2. We consider
a large-scale environment of approximatively one square kilometer size, mostly
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wooded with a few barriers and a relatively large diversity of landmarks. The
terrain is initialized with around ten to twenty landmarks for each of the three
classes considered.

Figure 5 shows the prototype interface. The verbal route description and
its graphic representation are presented at the top-left of the interface. The
geographical environment that constitutes the search space appears at the right
part of the interface. Last, the control parameters constitute the interaction part
of the interface to the left. The landmarks identi�ed are categorized according
to the classes they belong to.

Fig. 5. Prototype interface

The algorithm is �rst initialized. Figure 5 illustrates the results of this ini-
tialization process, after a stochastic generation of a high number of paths (for
a matter of clarity, a subset of the thousand of path generated are displayed),
and generation of n + 1 layers where each layer Lj contains the Nj candidate
nodes of the jth node of the path of length n. The algorithm is ready to process
its execution, when all the parameters required have been valued by the user in
control at the interface level. The valuation of these parameters should main-
tain a balance between the necessity of ensuring convergence and the need for a
search space large enough to avoid local solutions. The algorithm parameters are
calibrated at the experimentation level in order to ensure a balance between the
necessity of implementing a performing algorithm, and the need for a su�cient
level of exploration. They are as follows:
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{ the spatial parameters employed during the algorithm initialization: the dis-
tance � used for the neighborhood analysis to relocate the vertices when
required,

{ the pheromone evaporation rate p,
{ the number of ants Q, although its inuence should be marginal as far as its
value is large enough,

{ the maximum number of iterations.

Several experiments have been conducted to evaluate the degree of complexity
of the algorithm and the role played by these parameters. The algorithm applied
to the example of route description previously introduced has produced the fol-
lowing results. As shown in the example presented in Figure 5, a large number
of paths have been generated. The algorithm initialization has created several
layers of landmarks with around four hundred to �ve hundred nodes per layer.
We initialized the algorithm execution with one hundred ants. The experiments
have been conducted with a neighborhood distance � = 50 meters which is ac-
ceptable considering the topography of the terrain considered, and a pheromone
evaporation value p = 0.3. The experiments reveal that the algorithm converges
after a few iterations. This shows that, while based on minimal knowledge and
local behavior, the ant colony algorithm rapidly evolves toward solutions that
comply with the route description given. Four best solutions have been identi-
�ed with respect to the semantics of the route description provided (Figure 6).
It is worth noting that, although these solutions �t to the route given as input,
they are relatively di�erent. The main di�erence relies in the length of the four
paths generated, whose value if described, can also help to di�erentiate these
solutions. Overall, providing several solutions favors critical evaluation at the
interface level.

Experimental results also reveal several patterns. Although the number of
ants should be relatively high at the initialization level, it can be reduced at
the execution level. The level of pheromone evaporation should be balanced
in order to allow both exploration and con�rmation, this being an expected
result. Several route �nding problems have been tested and executed on top of
the environment chosen as the case study, but considering routes of di�erent
lengths and of similar semantics. The results show that when the length of the
route description increases, the initial number of solutions increases while the
�nal number of candidate solutions decreases toward a low number of solutions.
Preliminary performance experiments show that the algorithm performs in linear
time with respect to the length of the verbal route description.

The respective inuence of the landmarks and directions on the computa-
tional complexity is still to be con�rmed. Preliminary results show that the lack
of landmarks appears as the most constraining computational factor. The results
also reveal that although longer routes require more calculation time, their com-
plexity evolves in linear time. This is an encouraging result for the application
of the algorithm to long route descriptions.

The algorithm design appears particularly adapted to route descriptions qual-
i�ed by landmarks and directions, thus making the search process a complex
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Fig. 6. Algorithm solution example

problem. Also, the number of candidate solutions should be large enough to
justify a stochastic approach. The main advantage of the algorithm is that al-
though it combines a stochastic approach with a local knowledge of the environ-
ment, it guarantees the emergence of acceptable solutions to a relatively complex
way�nding problem in satisfactory computational time. Of course, the fact that
the algorithm converges toward several potential solutions does not ensure a sat-
isfactory solution to the route �nding problem. Rather it provides an input for a
human-based expertise whose objective will be to study and identify a possible
solution with respect to the verbal route description given as an input.

5 Conclusion

The integration of biologically inspired algorithms into computational processes
o�ers stimulating perspectives for solving complex spatial problems. Way�nd-
ing typically belongs to this class of problems as developing a bridge between
cognitive models and spatial representation is still an open avenue of research.

The research introduced in this paper applies an experimental ant colony al-
gorithm whose objective is to derive a plausible solution to a way�nding problem.
The algorithm considers as an input a graph and logical based representation of
a verbal route description, where landmarks and actions are the main constructs
identi�ed. The exploratory algorithm stochastically explores the geographical
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space support of the route �nding task, and selects potential decision points to
constitute a search space. The ant colony model explores this search space, ac-
cording to the spatial semantics of the verbal route description, rewarding good
solutions, and progressively converges toward what should appear as the most
satisfactory solution.

The algorithm design and its implementation are at their initial stage. The
algorithm is exible enough to integrate additional spatial semantics and con-
straints with some minor adaptations. Barriers in the environment can be inte-
grated as restricting variables at the initialization stage of the algorithm and the
generation of paths. Elevation can also constitute an additional topographic vari-
able and integrated into the de�nition of the pheromone values. We also plan to
conduct further experiments in order to compare computational solutions with
real paths followed by orienteers.
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We ask whether the photographs published in web-based image collections do 

represent different conceptualizations of a city. We present a method for gather-

ing and analyzing a data set of more than 12.000 images from Amsterdam, 

Bamberg, Cardiff, and Dublin. A measure for the popularity of a location in a 

city is described. The analysis of the data set reveals that the popularity follows 

a power law with very few highly popular locations and a long tail of places in 

a city that are visited only occasionally. The most popular locations can be 

identified with the semantic core of the conceptualization of the city in terms of 

images. This raises the issue of individual differences. We propose another 

measure that permits to identify users with similar conceptualizations of a city. 

Subject areas: Geospatial semantics 

1  Introduction 

The model-theoretical approach to semantics that underlies the Semantic Web’s con-

ceptual modeling languages (RDF, OWL) seems almost incompatible with the notion 

of a collaborative semantics which dominates the Social Web. A popular semantic 

activity that communities of users engage in is social tagging. Data objects – in our 

case, geo-referenced images – are annotated with key words (“tags”) that categorize 

their content. The tag set is often called a folksonomy (Gruber, 2005; Guy & Tonkin, 

2006). We will use the term “tag” in the most comprehensive sense which includes 

any type of information about spatial coverage that is generated by the community of 

users, e.g. place names or geographic footprints. 

Recently, different scenarios for geospatial information services have been identi-

fied in which the Semantic Web and the Social Web act as complementary rather than 

competing technologies (Bishr & Kuhn, 2007). Several of these scenarios relate to the 

personalization of geospatial services. A similar observation has been made by 

(Schlieder 2007) with respect to geo-recommending services. These services identify 

geo-referenced data objects that might be of interest to the user based on information 

about the past choices of that user and the choices made by the community (Burke 

2002).  
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Most often, information services use social tagging to improve the access to the 

tagged data (e.g. Morris & al. 2004). Folksonomies then serve as the poor man’s on-

tology supporting services such as semantic search. In the context of our research on 

geographic recommendations, we found that another way of using tag information 

could be even more valuable to geospatial information services. This requires a shift 

in focus from data object categorization to concept characterization as suggested by 

Schlieder (2007). This implies that we no longer try to determine the correct categori-

zation for a geographic data object from its tag set. Instead, we analyze which geo-

graphic objects are used to instantiate the concept designated by a tag. 

The data objects we consider are geo-referenced images from web collections 

such as Panoramio1. We restrict our attention to tags which attach place names or 

geographic footprints to the images and ask how different conceptualizations of a city 

can be recovered from the photographs that are associated with a particular geograph-

ic footprint. The paper makes four major contributions:  

 We describe a method for gathering and analyzing data about the spatial choices 

of photographers who publish images in web-based image collections (section 2) 

 We show how to interpret images in terms of spatial choices and we define a 

measure for the popularity of a place in a city based on the analysis of spatial 

choices (section 3 and 4). 

 The analysis of the data set reveals that the popularity distribution follows a 

power law. There exist a few highly photographed sights which, if one looks at 

the community as a whole, constitute the semantic core of the conceptualization 

(section 4). 

 At the same time, the spatial choices show considerable variation as evidenced 

by the long tail of the popularity distribution. We discuss two ways of measuring 

similarity of users with respect to their spatial choices. (section 5) 

2  Collaborative Semantics 

Image collections such as Flickr contain a considerable number of images of objects 

with changing geographic footprints which are nevertheless annotated with geograph-

ic coordinates. In March 2008, Flickr gives access to almost 40 million geo-

referenced images. Most of them are photographs of people. Fortunately, some web-

based image collections, for instance, Panoramio or Locr, specialize on photographs 

of objects with a persistent spatial footprint. “People posing, portraits or persons as 

main subject” are excluded by the acceptance policy2. The community may even vote 

out images that do not match that constraint. Consequently, almost all photographs in 

these collections show geographic objects: urban landmarks, mountain ranges, and so 

on.  

                                                           
1 www.panoramio.com, similar services are offered by www.locr.com.   
2 See www.panoramio.com/help for the complete set of restrictions applying. 
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Photographing a City: An Analysis of Place Concepts Based on Spatial Choices   3 

From the point of view of semantic analysis it is most interesting to know whether 

there are sights that tend to be associated more frequently with a city concept than 

others. To study that issue we developed the Heatmapper application which accesses 

an image collection3 through its API to obtain all images within a specified geograph-

ic region together with their metadata: the associated tags, the geographic coordinates, 

and the user ID under which they were submitted (see Fig. 1).  

 

 

Fig. 1 Heatmap analysis of Panoramio photographs of Bamberg 

 

We used the Heatmapper to collect all images of four cities that were available on 

Panoramio on February 21, 2008: Amsterdam (NED), Bamberg (GER), Cardiff 

(GBR), and Dublin (IRL). The cities are touristic destinations from European coun-

tries representing different population sizes: Amsterdam 750.000, Dublin 510.000, 

Cardiff 320.000, and Bamberg 70.000. 4  

                                                           
3 Currently, Heatmapper is able to access Panoramio, Locr, and Flickr. 
4 The cities are also sites of research partners in the EU-project Tripod. 
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For each city, the image collection has been queried with a clipping rectangle of 

100 km2 centered on the historic (touristic) part of the town. The data set consists of a 

total of 12.066 images which have been submitted under 3.369 different user IDs. 

Tab. 1 specifies for each city the number of images returned for the range query as 

well as the number of user IDs. 

As each image is associated with a user ID, it is possible to give a descriptive sta-

tistics of the number of images per user ID (ipu). Tab. 1 shows the average and the 

median images per user ID. Note that the median is 1 for all four cities, that is, half of 

the users contribute only a single picture. These are most likely tourists documenting 

a trip through several cities. The mean ipu of Bamberg is more than the double of that 

of the other cities. This is due to an extremely skewed distribution caused by a single 

user, most probably a local of the town, who submitted more than 500 images. With-

out this user, the mean ipu for Bamberg is 3.61 and, thus, comparable to that of the 

other cities. Note also the effect of this user on the number of images for Bamberg. 

The purpose of our study, however, is not individual differences between cities but 

individual differences between users. Therefore, the number of images per user is less 

interesting than the spatial choices that these images stand for. 

 

 images user mean ipu median ipu 

Amsterdam 7460 2172 3.44    1 

Bamberg 1035 141 7.34 1 

Cardiff 597 176 3.39 1 

Dublin 2974 880 3.38 1 

    

Tab. 1 Data set with central tendency measures for the images per user ID (ipu) 

3  Sights as Spatial Choices 

We use the term photographic sight to denote the subset of images in the data set that 

have been photographed from a specific geographic position and that are depicting the 

same geographic object. A photographic sight reflects a combination of two types of 

spatial choices. First, there is the choice of what location to visit. The photographer is 

walking around the city and has to move to a location before he or she can take a 

picture using the location as point of view. Second, there is a choice of what object(s) 

to depict from the point of view. It is generally not difficult to determine by visual 

inspection what object(s) the photographer primarily aimed at: a doorway, a building, 

a city panorama, etc. Note that the primary object, judged by the esthetic criteria of 

photographic composition, needs not to be the object on which the image is centered.  
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The spatial choices concern the photographer’s location (which we will refer to as 

point of view, POV) and the photographed location, the geographic object. In our data 

set, most users contribute only a few images at each POV. Obviously, they also make 

a number of non-spatial choices before publishing their images. Non-spatial choices 

involve, for instance, sorting out photographs showing people and selecting images 

according to esthetic preferences etc. We concentrate on the spatial choices because 

they convey the spatial semantics. Image metadata helps to reconstruct the spatial 

choices at least as far as the POV is concerned. The images in the data set come with 

a geographic footprint consisting of geographic coordinates in the WGS84 reference 

system. Coordinate data typically stems from a GPS data logger and is obtained by 

postprocessing the images and the GPS log using the time stamps associated with 

both, images and waypoints. As with other forms of social tagging no information is 

given about the data quality of the spatial footprints.  

With respect to the second type of spatial choice, the photographed object, the me-

tadata is less informative5. Only the tags that categorize the image content are availa-

ble. Unfortunately, the identification of the object based on tags is not possible in 

most cases because they are too unspecific (“building” instead of “Old Town Hall”). 

In future, with appropriate pan and tilt sensors attached to consumer cameras and with 

the background knowledge contained in 3D city models, the situation might improve. 

Our data set, however, permits the evaluation of only one type of spatial choice, the 

POV. Note that the POV permits to discriminate between different sights of the same 

object. The only situation in which the identification of the primary image object does 

add information is when there are several objects of interest which could be photo-

graphed from the same POV. Fig. 1 illustrates the differences: it shows 5 POVs, 3 

objects and 6 sights. 

 

POV1

A

sight1A

POV2

POV3

POV4

POV5

B

C

 

Fig. 2 Geographic objects (A,B,C), point of views (POV), and sights 

 

The primary interest of semantic analysis lies in finding the photographic sights 

that are associated with a city concept. The only reliable way to pass from images to 

sights is by visual inspection which is clearly not feasible for large data sets. We 

therefore base our analysis on information about the POV. Two issues need to be 

taken into account: (1) Different photographers visiting the same POV will very likely 

end up with different GPS coordinates. (2) Geometrically speaking, the POV is a 

                                                           
5 However, some image collections such as www.locr.com provide the author with the possibil-

ity of distinguishing between the POV and the photographed location. 
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region rather than a point, namely, the set of all points that permit the same sight(s). 

Some sort of clustering of the POV is needed to resolve the issues.  

We adopt a spatial clustering approach that simplifies the variant of the k-means 

clustering algorithm which has been described by Ashbrook and Starner (2002). Both 

algorithms use a search radius of fixed size to find the elements of a cluster. However 

in our approach, a point in the data set is added to a cluster if it lies within the search 

radius of that cluster. Otherwise, the point forms the center of a new cluster. Every 

time a point is added to a cluster, the centroid is computed to relocate the cluster’s 

center point.  

Fig. 1 from section 2 shows how the Heatmapper application presents the result of 

the clustering algorithm applied to the geographic footprints of the 1035 images from 

Bamberg. 222 clusters were found with the cluster radius set to 80 m. The largest 

cluster contains 111 images submitted under 59 different user IDs while on the small-

er end there are 98 clusters containing a single image each.  

4  Measuring the Popularity of Point of Views 

In the following, we no longer consider individual POV but the aggregates produced 

by the spatial clustering algorithm, i.e. clusters of points of view (CPV). It is instruc-

tive to rank the CPV which the Heatmapper generates for a city by the number of 

images they contain. Tab. 2 lists the top three CPV of that rank order for Bamberg. 

Remember that all CPV cover the same circular area specified by the cluster radius.  

Each CPV stands for a specific spatial choice which consists in entering the CPV’s 

region and taking at least one photograph from within the region.  

 

CPV images user IDs popularity  example image 

Town Hall 111 
 

59 
 

68.5 
 

 

Little Venice 19 
 

18 
 

18.3 
 

 

Cathedral 22 
 

14 
 

16.0 
 

 

  

Tab. 2 The three largest clusters of points of view (CPV) for Bamberg 
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The data shows that when people upload images they seem not to search whether 

similar images already exist. It is the very essence of popularity that one does not care 

about uploading the 111th image of the Bamberg town hall. An obvious measure for 

the popularity of a CPV within the community of users seems to be the number of 

images in the CPV. However, we found cases where individual users contribute an 

excessively large number of photographs (> 20) from a single location. A measure of 

popularity that counts only images would overestimate the popularity of such a CPV. 

On the other hand, we miss an important piece of information if we focus exclusively 

on the number of users who show interest in the CPV. There are CPV that attract a 

similar number of people but differ considerably in the number of images per user.  

A measure of popularity should therefore also reflect differences in the photo-

graphic attractiveness between CPV. A compromise between both objectives is 

achieved when the first photograph submitted under a user ID contributes significant-

ly more to the popularity of the CPV than subsequent images of that user. We suggest 

a measure of popularity which meets these requirements.  

Let C denote the set of CPV identified by the clustering algorithm. Consider a CPV 

cC that contains images which have been submitted by k different users Uc = {u1, 

…, uk}. The number of images submitted by user u is n(u). Note that by definition 

n(u) > 0 for all uUc.  The popularity of a cluster is given by a real-valued function p: 

C  R. We define 

  )(log)(log1)( unkuncp
cc UuUu




  

With this measure, the first image of a user increases the popularity of the cluster by 

1, while subsequent images of that same user add less and less popularity: the second 

image increases popularity by log 2 and the n-th image by log (n / n-1).  

Tab. 2 gives the popularity p(c) for the three largest CPV of Bamberg. The numeri-

cal computation of p(c) is based on the decimal logarithm log10. We can also see from 

Tab. 2 that ranking by popularity and ranking by the number of images produces 

different results. Although the ranking by popularity agrees with the ranking by the 

number of user IDs on the first three positions, we find differences starting from the 

fifth rank place.6 

We are now in a position to rank the spatial choices expressed by the CPV accord-

ing to their popularity and to address our initial question: How does popularity distri-

bute over the spatial choices? Social tagging gives a hint. It is known that most folk-

sonomies which arise from the tagging of document content using thematic categories 

follow a power law distribution of tag frequency. Very few tags are used with high 

frequency; actually, most tags are used once only. If tags are ranked according to their 

frequency, one finds that the rank of a tag and its frequency are related by frequency= 

β · rank -α (Guy & Tonkin, 2006).  

                                                           
6 The three most popular CPV agree with the three most frequently depicted objects on printed 

patchwork postcards of Bamberg that were analyzed by Schlieder (2007). Thus, the populari-

ty ranking seems to match at least the notion of popularity used by the postcard editors. 
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Our situation, however, seems quite different. The data set consists of geo-

referenced images which are all tagged with the place name of one of the four cities 

(or could be automatically tagged with the place name using the geographic foot-

print). In other words, the images constitute the data and the metadata vocabulary 

consists of the four place name tags. By shifting the perspective from object categori-

zation to concept characterization we ask which CPV are most frequently used to 

instantiate the place concepts of Amsterdam, Bamberg, Cardiff, and Dublin. It is not 

at all clear that this pictorial representation of spatial choices shows the same power 

law distribution pattern that is known from verbal tag vocabularies. 

For each of the four cities, we rank the CPV according to their popularity as meas-

ured by p(c). Fig. 3 shows graphs of the rank-popularity distribution for Amsterdam, 

Bamberg, Cardiff, and Dublin. We computed a least-square fit of the empirical distri-

bution with the function popularity= β · rank -α. The data is plotted in blue while the 

fitting function is shown in red. For all four cities, R2 values > 0.94 indicate a surpri-

singly good fit with the data. This substantiates the claim that the rank-popularity 

distribution of CPV follows a power law. 

 

    
 

Fig. 3a Amsterdam            Fig. 3b Bamberg 

 

   
Fig. 3a Cardiff                      Fig. 3b Dublin 

 

The top ranks represent the places of the city that have been visited most frequently 

for taking photographs. Visual inspection of the top ranked CPV shows for all four 
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cities that these are places from which the top touristic attractions of the city can be 

seen. This may not come as a surprise but it indicates that the clustering algorithm, 

although working with a fixed radius and a simplified spatial heuristic, performed 

well. We may think of the images from the top ranked CPV as the stereotyped im-

age(s) of the city. The three images shown in Tab. 2, for instance, are easily identified 

by locals of Bamberg as a tourist cliché, or, with a different emphasis, as the semantic 

core of the place concept Bamberg.  

In the lower ranked CPV we find the unexpected views of the city. This is where 

individual differences come into play. In the collaborative semantic effort of social 

tagging, the semantic core is constituted by instances that many users agree upon. The 

lower ranks correspond to the semantic fringe, to the exceptional, the atypical images. 

5 Similarities of Spatial Choices 

How similar are two users with respect to their photographic conceptualization of a 

place? Many photographers of Bamberg (41.8%) take a picture of the Old Town Hall 

from a specific location on a bridge nearby, thus making the same spatial choice. 

Users may, of course, agree in more than one CPV choice. Fig. 4 shows an example 

from the data set where two users selected the same 6 places for taking photographs. 

This suggests a considerable similarity of these users, at least as far as the interest for 

photographic sights is concerned. Note that the agreement also holds for some less 

frequently chosen CPV such as the one with popularity rank 42, a CPV that permits a 

rarely noticed panorama shot of the city.   

 

 
Fig. 4 Agreement in the spatial choices of two users 

 

The spatial choices made by a user from our dataset constitute a geospatial object 

or feature set A = {a1, .., am} where the ai denote the CPV visited by the user. A 
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second user making the choices B = {b1, .., bn} is compared to A. Generally, the fea-
ture sets are of different cardinality n ≠ m. A number of ways to measure the similari-

ty of spatial feature sets have been proposed. Rodriguez and Egenhofer (2004), for 

instance, use the following variant of the Tversky measure. 

sim(A,B) = |AB|  / (|AB| + |A\B| + β |B\A|) with  + β = 1 

This measure permits to capture the asymmetry of similarity judgments which is 

frequently found in cognitive reasoning processes. Although asymmetry is certainly 

an important characteristic, we use a symmetric variant of the Tversky measure to 

point at another issue that needs to be resolved in order to measure user similarity in 

our data set. With  = β = 1 (which violates the constraint  + β = 1 of the above 

defintion) the Tversky measure simplifies to what is sometimes called the Tanimoto 

measure: 

sim(A,B) = |AB| / |AB|. 

To illustrate our issue, we consider two hypothetical and extreme cases of choices 

of two visitors, A and B, of Bamberg (Fig. 5). In both cases the set of locations visited 

by at least one of A and B is the same. The set contains the three most popular CPV 

which in Fig. 5 are denoted by the name of the photographed objects, that is, the Old 

Town Hall, Little Venice, and the cathedral. In addition, three locations with lower 

popularity have been chosen by user A and/or B. These CPV are ranked on position 

22, 23 and 24 with respect to popularity.  

The two cases differ, however, in the CPV that are shared by A and B. In the first 

case (Fig. 5 left), the users agree on the three most popular locations, whereas in the 

second case (Fig. 5 right) they make corresponding spatial choices for three much less 

popular locations. The Tanimoto similarity, however, returns the same value for both 

cases: sim(A,B) = |AB| / |AB| = 3/6 = 0.5. Any similarity measure which only takes 

the cardinalities of the feature sets into account will run into the same problem. 

 

Town Hall

Little Venice

Cathedral
rank22

rank23

rank24A
B

   
 

Fig. 5 Measuring the similarity of spatial choices 

 

Measuring the similarities of spatial choices should reflect the fact that certain 

choices do occur more often or are considered more important than others. As we 

have seen, the differences in the popularity of the spatial locations are very pro-

nounced – they follow a power law. We describe two ways to achieve a weighting of 

features, the first based on popularity, the second on frequency. More relevant than 

the absolute popularity of a location is its share of the total popularity. Tab. 3 speci-

Town Hall
Little Venice

Cathedral
rank24

rank22
rank23

A
B

68



Photographing a City: An Analysis of Place Concepts Based on Spatial Choices   11 

fies the relative popularity rp(c) for the CPV of our example. In Bamberg, 12.8% of 

the total popularity goes to the Old Town Hall. Locations with higher rp(c) should 

contribute less when comparing the feature sets for similarity. The following similari-

ty measure is based on the assumption that the contribution is inversely proportional 

to rp(c). 

















 









BAcBAc

p crpcrpBAsim 11 )()(),(  

This measure is able to discriminate between our two examples. In the case where 

A and B agree on popular features (Fig. 5 left) we obtain simp(A,B) = 0.15. For the 

opposite case (Fig. 5 right) where the agreement concerns rarely chosen features we 

find simp(A,B) = 0.84. 

Another assumption about the contribution of a location to similarity measurement 

is based on the frequency with which users tend to visit the location. Tab 3 gives the 

relative number of users ru(c) in our data set for the CPV of the example. We interpret 

the frequency in terms of information content. The information that a user has visited 

the location c is quantified by the negative log likelihood –log2 ru(c). In our data set, 

the fact that a user has visited the Old Town Hall gives 1.26 bit of information whe-

reas a visit of the CPV on rank 24 is more informative, namely 5.57 bits. Using in-

formation content as a weight, we obtain the following similarity measure: 


















 

 BAcBAc

u crucruBAsim )(log)(log),( 22
   

Using this similarity measure, we can again discriminate between the two cases of 

our example. For the agreement on the popular locations (Fig. 5 left) we find        

simu(A,B) = 0.32 whereas the agreement on the locations with low popularity results 

in simu(A,B) = 0.68.  

  

 Town 
Hall 

Little 
Venice  

Cathe-
dral 

rank 22 rank 23 rank 24 

rp(c) 0.128 0.034 0.030 0.008 0.008 0.007 

rp(c)-1 7.8 29.4 33.3 125.0 125.0 142.8 

ru(c) 0.418 0.128 0.099 0.028 0.028 0.021 

-log2 ru(c) 1.26 2.97 3.34 5.14 5.14 5.57 

 

Tab. 3 Relative popularity rp(c) and relative number of users ru(c) for selected CPV 

 

In the example, the popularity-based measure simp(A,B) stresses the difference be-

tween the two cases more than simu(A,B) does. This is due to the use of 1/x as a 
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weighting function which overemphasizes low frequencies. Ultimately, it is in the 

context of a concrete application, in our case a geographic recommending service, 

that the similarity measures have to be evaluated. The basic idea behind recommenda-

tion is that users who agree in their spatial choices for one city are likely to agree in 

their choices for other cities too. Although our data set is sufficiently large in terms of 

number of images, the user network has not yet grown sufficiently dense to compute 

recommendations. Too few users have submitted images from more than one city: 42 

Panoramio users travelled to Amsterdam and Dublin, 6 to Amsterdam and Bamberg, 

6 to Amsterdam and Cardiff, 4 to Bamberg and Dublin, 2 to Cardiff and Dublin, but 

none to Bamberg and Cardiff.  

6  Related Work and Conclusions 

We presented a method for automatically analyzing web-based collections of images 

of geographic objects located in cities. The method permits us to gain insight into the 

spatial choices of the photographers. It is based on spatial clustering and has been 

implemented in a software tool, the Heatmapper. We discussed the concept of (photo-

graphic) popularity of a place and we introduced a measure of popularity for the 

points of view used by the photographers. With this measure, we analyzed more than 

12.000 images from four European cities finding that the rank-popularity distribution 

for points of view follows a power law.  

The idea of looking at spatial choices to uncover spatial conceptualizations is not 

entirely new. Ashbrook and Starner (2002), for instance, analyze GPS tracks of 

people moving in an urban environment. They use a clustering algorithm similar to 

ours for learning which locations in a city are of significance to a particular user. The 

emphasis of their work lies on behavior prediction, however. More importantly, the 

places of personal significance they try to identify do not aggregate in the same way 

as the photographic points of view do which we studied. This is little surprising since 

people live, work, shop or go to school at many different places. While the most pop-

ular sight of a city exists, there is not such a thing as the most popular office or flat in 

town.  

Recently, Girardin et al. (2007) have analyzed web-based images collections with a 

tool similar to our Heatmapper. The goal of their study is to understand tourist dy-

namics and the research focus is on visualization. While the Heatmapper presents 

discrete clusters, their approach uses spatial interpolation algorithms to generate a 

continuous density plot of touristic attractiveness. Neither the issue of how to define 

the popularity of a place nor the issue of measuring the similarity of users in terms of 

their spatial choices is addressed. 

To correctly interpret our empirical findings, it is important to remember that we 

studied concept characterization, not object categorization. Research on social tagging 

has so far focused almost exclusively on the latter issue asking which tags are used to 

categorize web content and resolving semantic conflicts between tags (Gruber 2005). 

With respect to object categorization it is known that many folksonomies show a tag 

popularity distribution that follows a power law (Guy & Tonkin, 2006). Although we 
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did not study this issue, we would not be surprised to find that images from Panora-

mio use some place name tags much more frequently than others. In fact, the data 

from Tab. 1 points in that direction: many more images are taken in Amsterdam than 

in Bamberg, for instance. However, it seems that the converse problem of concept 

categorization has not been studied in the context of social tagging.  

We asked what instances were used to instantiate a concept, what images were 

chosen to illustrate a city concept. The answer has immediate implications for seman-

tic modeling and highlights a fundamental difference between the Social Web and the 

Semantic Web. In the Semantic Web, concepts are defined by a set of necessary and 

sufficient criteria often stated in an ontology modeling language such as OWL Lite or 

OWL DL. Any instance is as good as any other as long as it satisfies the concept 

defining criteria. In this semantic paradigm, place concepts are defined, for instance, 

in terms of a polygonal geographic footprint. Images taken from point of views within 

the Amsterdam polygon instantiate the concept Amsterdam – all others do not.  

However, the power law that we found indicates that some images (instances) of a 

city (concept) tend to be more typical than others. This links to a very different type 

of concept modeling which has been explored extensively by cognitive semantics and 

permits to capture prototype effects (Rosch, 1973; Gärdenfors, 2000). The most fre-

quent spatial choices constitute the semantic core of the pictorial conceptualization of 

a city whereas the long tail of the frequency distribution describes the semantic fringe 

of the city concept. The semantic fringe opens the possibility of individual differences 

in conceptualization.  

We proposed two ways of measuring the similarity of spatial choices. Much re-

search has been devoted on similarity measures for spatial feature sets. Rodriguez and 

Egenhofer (2004) give a good survey of the major results. More recent work is found 

in Janowicz et al. (2007). The feature set approach to similarity is especially adopted 

when cognitive adequacy is a design goal. There is little work, however, on the rela-

tionship between feature similarity and user similarity. Information theoretical ap-

proaches to concept similarity have been studied mainly outside geospatial applica-

tions in connection with taxonomic reasoning (Resnik, 1999). We suggest that espe-

cially our information theoretical similarity measure could be used to measure the 

similarity of the corresponding pictorial conceptualizations of a place.  

Human geographers have studied the social construction of place concepts. Curry 

(2002) formulates three fundamental questions of this line of research: Is the world 

somehow getting smaller? Is the world becoming more homogeneous? Are unique 

places disappearing? All these issues relate to changes in the conceptualization of 

places. Although our data and our analysis focus on the present, we hold that our 

method can be used to analyze future change in place conceptualization and to partly 

answer the last two of Curry's questions by looking at image collections. 

In conclusion, we may say that the place for studying individual differences in spa-

tial conceptualizations is the Social Web much more than the Semantic Web. It is not 

by chance that successful information services of the Social Web such as recom-

mender systems focus on the long tail of the frequency distributions, that is, on indi-

vidual differences. Our results indicate that notions of spatial similarity useful for 
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recommending will have to take data about the frequency of spatial choices into ac-

count. There are a number of other aspects to spatial similarity which we plan to study 

in the future, most notably the interaction of levels of granularity and frequencies of 

spatial choices. Basically, similarity should increase if it is manifest at different spa-

tial scales. A recommending service would consider two tourists highly similar if they 

visited the same European countries, within these countries a similar choice of re-

gions, and within the regions comparable cities.  
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