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Although the BDI framework was not designed for human modelling applica-

tions, it has been used with considerable success in this area. The work presented

here examines some of these applications to identify the strengths and weaknesses

of the use of BDI-based frameworks for this purpose, and demonstrates how these

weaknesses can be addressed while preserving the strengths. The key strength that

is identified is the framework’s folk-psychological roots, which facilitate the knowl-

edge acquisition and representation process when building models. Unsurprisingly,

because the framework was not designed for this purpose, several shortcomings

are also identified. These fall into three different classes. Firstly, although the

folk-psychological roots mean that the framework captures a human-like reasoning

process, it is at a very abstract level. There are many generic aspects of human

behaviour – things that are common to all people across all tasks – which are not

captured in the framework. If a modeller wishes to take these things into account in

a model, they must explicitly encode them, replicating this effort for every model.

To reduce modellers’ workload and increase consistency, it is desirable to incorporate

such features into the framework. Secondly, although the folk-psychological roots fa-

cilitate knowledge acquisition, there is no standardised approach to this process, and

without experience it can be very difficult to gather the appropriate knowledge from

the subjects to design and build models. And finally, these models must interface



with external environments in which they ‘exist.’ There are often mismatches in the

data representation level which hinder this process. This work makes contributions

to dealing with each of these problems, drawing largely on the folk-psychological

roots that underpin the framework. The major contribution is to present a sys-

tematic approach to extending the BDI framework to incorporate further generic

aspects of human behaviour and to demonstrate this approach with two different

extensions. A further contribution is to present a knowledge acquisition methodol-

ogy which gives modellers a structured approach to this process. The problems at

the agent-environment interface are not straightforward to solve, because sometimes

the problem lies in the way that the environment accepts and receives data. Rather

than offering the golden solution to this problem, the contribution provided here

is to highlight the different types of mismatches that may occur, so that modellers

may recognise them early and adapt their approach to accommodate them.
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1. INTRODUCTION

Capturing human behaviour in a computational model has been a goal of the ar-

tificial intelligence community since (at least) 1950, when Turing postulated that

within about fifty years a computer program could be developed that could “play

the imitation game so well that an average interrogator will not have more than 70

per cent. chance of making the right identification after five minutes of questioning”

[137]. Although admittedly we did not follow Turing’s envisaged approach (“about

sixty workers, working steadily through the fifty years might accomplish the job”),

we are unfortunately still a considerable distance from Turing’s vision.

Nevertheless there are today a wide range of applications that do include models

of human behaviour. These models do not simply play Turing’s imitation game:

depending upon the application, they may be used to entertain users, evaluate tac-

tics and strategy, train users, or explore human cognition. Perhaps unsurprisingly,

the models that are used to achieve these various aims vary considerably; what is

perhaps more surprising is that sometimes even models with quite similar aims vary

considerably. These variations fall into two categories:

1. The knowledge contained in a model that allows the model to reason about its

sensed world in order to generate action, and

2. The mechanisms used by the model to sense the environment, access stored

knowledge, reason about this knowledge, and act in its world.

The variations in knowledge contained in models reflects the fact that different

people know different things. Models are equipped with the knowledge required to

perform the tasks that they may encounter in their environment, so a model of a

radio operator will contain different knowledge to that of a navigator, for example.

1



2 1. Introduction

Even when people are performing the same task, different people will go about it

in different ways, and use different cues, and this too is a source of differences in

knowledge within models.

The variations in mechanisms have another source. The mechanisms are the

things that Newell considered to be core elements of a unified theory of cognition

[103, p. 15], mechanisms that are expected to be constant across individuals, and

that would be incorporated into a modelling framework to be reused in every model.

Two people may have different abilities for remembering telephone numbers, for

example, but the underlying mechanism for memory will be the same in each case.

Why then, if these mechanisms are expected to be constant across individuals, are

there so many variations in these mechanisms across different modelling frameworks?

In 1990, Newell’s answer to why he was discussing unified theories rather than

a unified theory of cognition was “multiple theories are the best that we can do,”

[103, p. 17] and the current situation is no different to this. Many of the mechanisms

of human reasoning are incompletely understood, and there are multiple competing

theories to explain different elements of cognition.

However many elements of the various frameworks used for human modelling

are not even candidates for theories of cognition — they use mechanisms that are

obviously wrong. That is, many the mechanisms used in the frameworks differ from

the way we know these elements of cognition work in humans. Even amongst frame-

works that are recognised as cognitive architectures (that is, they attempt to capture

the way the mind works, rather than just generate behaviour) there is not always

agreement in the underlying mechanisms. For example, Turnbull et al. examined the

ability of three cognitive architectures to determine their suitability for evaluating

notification systems [138] and found different mechanisms in all three. Further-

more, the authors’ conclusion was that none of the three architectures examined

were suitable for the task.

Broadly speaking, there are two reasons for divergences between the mechanisms
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used within frameworks and what is known of human cognition. The first is that

these models are constrained by the environments that they inhabit: if the envi-

ronment differs from the real world, the sensing, deliberating and acting in that

environment will perforce differ from human sensing, deliberating and acting in the

real world. The second reason for variation is for the sake of simplicity, both in

constructing the models and running them: even if a particular element of cogni-

tion is be well-understood, the implementation of it might either be too complex to

run in a suitable time frame, or might require too many parameters to be adjusted

for each model to be suitable for general use. The simplifications in this case can

take one of two forms: either a simplification of a well-understood mechanism, or

the use of a mechanism that does not necessarily correspond to what is known of

human cognition, but at some level of abstraction produces human-like behaviour.

In either case, it is important to understand the implications of the simplification,

particularly how it will impact on the behaviour of models, and what constraints

this puts on their use.

This work discusses the use of the BDI architecture as a human modelling frame-

work. This is one framework that grossly simplifies human cognition. Indeed, the

BDI architecture was not originally designed as a human modelling framework,

merely as an agent architecture that balanced reactive and deliberative planning

[15]. Nevertheless, as I outline in this chapter, it has a history of success in human

modelling. Perhaps unsurprisingly (given that it was not designed for this purpose),

it also has some weaknesses when used as a human modelling framework. The pur-

pose of this work is to demonstrate how the framework’s folk-psychological roots

are not only a key element in its existing successes in human modelling, but also

provide a sound foundation for developing and using an extended framework specif-

ically intended for human modelling. I feel it is important to note now that the goal

of this thesis is not to provide an optimal architecture for human modelling, but to

provide a strengthened basis for BDI-based human modelling.



4 1. Introduction

In this introductory chapter, my aim is to position the BDI architecture in the

world of human behaviour modelling, give the reader a feeling for how it relates to

other human modelling frameworks, and outline how I believe it should be strength-

ened to provide a BDI-based architecture designed for human modelling. By BDI-

based, I mean an architecture that at its core has the structure originally envisaged

by Bratman, but extended and supported to more specifically support the purpose

of modelling human behaviour. In the following section I will explore some examples

of different applications that use models of human behaviour, creating a ‘map’ of

the human modelling landscape. This will be used to identify the different appli-

cation areas that use models of human behaviour, and indicate the areas in which

BDI-based modelling is currently used.

For readers who are unfamiliar with the BDI architecture, Section 1.4 presents

a high level description of the architecture, ignoring the details of implementations.

While implementations of the architecture do vary in the details, the aim throughout

this work has been to keep the discussion above the level of implementation details.

Readers who are unfamiliar with the BDI architecture, or indeed, who are familiar

with a different implementation to that which I have used (the JACK programming

language [2]) should be able to proceed on the basis of the high-level description

presented here.

In Section 1.5 I introduce the applications of BDI-based human behaviour mod-

elling that inspired this work, explaining how they fit in to the ‘map’ of Section 1.1

and the ways in which they have evolved over time. Section 1.6 then briefly out-

lines the strengths and weaknesses of using the BDI architecture for this type of

modelling, a subject to which I will return in greater detail in Chapter 2. I then

go on to outline the approach to building a BDI-based architecture designed for

human modelling applications that will be presented in detail in the remainder of

this thesis.

By the end of this chapter, the reader should have a feeling for the types of
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applications for which one would use BDI-based human modelling, and also a taste of

the problems involved in using a basic BDI architecture for human modelling. These

problems fall into three broad categories: shortcomings of the existing framework in

terms of representing generic human mechanisms, difficulties in interfacing models

with external environments, and a lack of a structured methodology for development

of models (from knowledge acquisition through to implementation). This chapter

also introduces the folk-psychological underpinnings of the BDI framework, and

outlines how I intend to draw upon these to extend and support the framework for

use in human modelling applications.

1.1 Applications of and Approaches to Human Behaviour Modelling

The wide variety of applications of human modelling have a range of different needs.

When used by cognitive scientists, for example, the model is itself (the implementa-

tion of) a theory of human cognition, and in order to test this theory, the outputs

must be comparable to what can be measured in human behaviour. For entertain-

ment purposes, realism plays a secondary role in the model, the most important

characteristic being the ability of the characters that are created through the mod-

els to engage users. In this preliminary discussion, I will consider a wide range of

applications of human modelling, before looking in more detail at the areas in which

BDI-based frameworks have been demonstrated to be particularly useful. The ap-

plications presented here are intended to be a representative sample of the world of

human behaviour modelling, but represent only tiny a fraction of the total applica-

tions that populate this landscape.

Figure 1.1 presents one view of the world of human modelling. It has been di-

vided into three regions, which I shall come to shortly, but first, consider the axes.

To the left on the horizontal scale are simple models, which use small numbers of

simple rules (or other simple mechanisms) to generate behaviours. The behaviours
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that are produced can themselves appear to be quite complex, but the mechanisms

that drive these behaviours are not, and have little resemblance to (what we know of)

the way human minds work. To the right are systems that (to some extent) attempt

to capture the mechanisms used in human reasoning; these are far more complex

mechanisms for producing behaviour (but do not necessarily produce more complex

behaviour than simple mechanisms). On the vertical scale, the lower end repre-

sents applications that focus on a narrow range of (individual) behaviours (which

nevertheless may produce quite complex system-level behaviours when individuals

interact), while the higher end represents applications that show a broader range

of behaviours. The placement of the sample applications on this map is necessarily

imprecise: it is difficult to quantify either the diversity of behaviours or the com-

plexity of mechanisms, unless one is looking at models of the same entities (in which

case behaviours can be compared directly) or models using the same framework (in

which case the number of features of the framework that are used in the model can

be compared). What the figure is intended to do is give a feeling for the way dif-

ferent types of simulation relate to each other, rather than be precise in saying ‘the

mechanisms used in model X are n times more complex than those used in model

Y .’

Strength on either axis does not necessarily correspond to more successful hu-

man behaviour modelling — in fact exactly what ‘more successful’ human behaviour

modelling is depends largely on the application. If the purpose of the application

is entertainment, ‘more successful’ modelling corresponds to ‘more engaging char-

acters.’ Bates and his collaborators on the Oz project draw an analogy with Disney

cartoon characters: while there is no way that we believe these characters are real,

we are willing to suspend disbelief, empathising with them as they go through their

trials and triumphs [6]. Contrast this with an application designed for training

military commanders. The key measure of success in this application will be the

effectiveness of the training — how well the trainees learn skills that will be effective
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in the field. If models are used in this application to represent the commanders’ sub-

ordinates, what is important is how realistically they respond to the commanders’

orders. Engagement is of relatively little importance in this application; in fact, if

a commander suspends disbelief to accept behaviours that are obviously not ‘real,’

this may lead to them learning inappropriate skills.
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Figure 1.1: Mapping the landscape of human modelling

Now let us consider the three regions that are indicated in this figure. It is use-

ful to classify human modelling applications into three (loosely distinct) categories

according to their goals. There are those that attempt to explain behaviour, by

implementing theoretical models and using these to generate behaviour in widely-

studied domains (where model data can be compared to human data, thus validating

the model). There are those that attempt to predict human behaviour, by imple-

menting models and ‘letting them loose’ in an environment to see what happens.

Examples of this type of application include those that are used to evaluate tactics,

strategies, policies and equipment, and also those that simulate team members and
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other entities for pedagogical purposes. Finally, the third group of applications are

those where entertainment is the primary aim of the models, as in computer games

or interactive story-telling.

Clearly, each of these application areas has quite different goals, and also different

emphases within the models. Models that attempt to explain behaviour often (if not

usually) focus on a narrow aspect of cognition in order to avoid confounding factors,

which in turn limits the range of behaviours that can be generated. Models that are

used to predict behaviour are often (if not usually) used for tasks that employ many

aspects of cognition. Thus explanatory models may have detailed and well-validated

aspects of certain aspects of cognition, but may not implement all the aspects of

cognition that are needed in predictive models. Predictive models in some cases do

use results from explanatory models, but often the models are simplified for the sake

of computational efficiency. Predictive models are usually required to run at least

at real time speed (if not faster), whereas this is rarely a requirement of explanatory

models. Models used for entertainment purposes have a different emphasis again,

with reality playing second fiddle to engagement. As Bates said of the Oz project,

“it is our view that believability will not arise from copying reality” [6].

Figure 1.1 shows examples from all three categories. Explanatory models (Sug-

arscape [29], the Clarion SRT task model [129] and the ACT-R Tower of Not-

tingham model [69]) lie close to the horizontal axis (though cover a wide spectrum

across this axis), whereas models designed for entertainment (Eliza [145], the Oz

project [7, 88], ALICE [140], The Sims [98] and Black&White’s creature [100])

cluster close to the vertical axis (but again, vary considerably along this scale).

Predictive models (Dial-a-Ride [104, 105], military semi-automated forces (SAFs)

[110, Ch. 2], Salvucci’s driving and cell phone use simulation [116], STEAM’s at-

tack helicopters [132], SWARMM [96], TacAir-Soar [85], Steve [68] and the Mission

Rehearsal Exercise [130, 48]) lie in between, populating the diagonal of the space.

What this map shows most though is that there is a considerable range even
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within these broad categories. Sugarscape, for example, is used to demonstrate

how even simple individual behaviours can generate complex societal behaviours.

At the other extreme of explanatory models is the ACT-R tower of Nottingham

model, which explains the relationship between perception, action and cognitive

problem solving using a sophisticated model of human cognition. Amongst the

models for entertainment, Eliza uses a limited set of rules to give the appearance

of a Rogerian psychologist, and The Sims uses a basic pyramid of needs to drive

its characters, whereas Black&White’s creature uses a BDI-based model that is

augmented with learning and various heuristics to create what has arguably been one

of the most engaging characters in the computer games market. Predictive models

range from the simplistic Dial-a-Ride model (used to evaluate the feasibility of an on-

demand bus service), to the Mission Rehearsal Exercise (a virtual environment for

training military commanders, where the key characters in the scenario are modelled

using Soar-based agents). These variations are sometimes driven by scaling issues

(for example, applications that involve large numbers of individual agents tend to

use more simple mechanisms and behaviours), but are also driven by advances in

technology (for example, the Mission Rehearsal Exercise has been developed within

the same group that produced STEAM, TacAir-Soar and Steve).

1.2 Why Use a Computational Architecture?

The purpose of using a computational architecture for modelling is that it provides

the basic framework for models, and the modellers need only to fill in the domain-

specific details for particular models. This reduces the modellers’ workload and

allows faster and more efficient development of models. Frameworks for modelling

human behaviour provide the mechanisms for generic aspects of human behaviour,

to which the modeller then adds the domain-specific knowledge required for the

particular modelling exercises — Section 2.1 discusses some related frameworks for
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human modelling applications. This thesis focuses on the use of the BDI agent

architecture for human behaviour modelling, for reasons that I explain in Section 1.6.

1.3 Defining “Folk Psychology”

The term folk psychology is used frequently throughout this work, and as such it is

important to have a clear understanding of its meaning. Perhaps the most concise

definition of folk psychology is given by Goldman: “Just as scientific psychology

studies folk physics [...] viz., the common understanding (or misunderstanding) of

physical phenomena, so it must study folk psychology, the common understand-

ing of mental states.” [46]. Far more extensive discussion of the term is provided

by Stich and Ravenscroft [127] or Stich and Nichols [126].

Essentially, it is Goldman’s definition that is used here: folk psychology is the way

we think we think. Just as folk physics may involve misunderstanding of physical

phenomena, so too may folk psychology involve misunderstanding of mental states.

It does not matter though that a folk view of a phenomenon does not understand

the underlying mechanism; what is important is that provides both explanatory

and predictive power. As Dennett puts it, folk psychology is used for predicting

and/or explaining the behaviour of others, “particularly when we are perplexed by

a person’s behaviour, and then it often yields satisfactory results” [26, p. 51].

The term folk psychology is heavily used in this thesis for two reasons. Firstly,

it is one of the cornerstones of the BDI architecture, as discussed by Pollack [42],

who makes the distinction between:

– “Models of practical reasoning that employ the folk-psychology

concepts of belief, desire, and intention, perhaps among others.

Let’s call these Belief-Desire-Intention (BDI) models.

– Particular BDI models that center on claims originally propounded

by Bratman [14] about the role of intentions in focusing practical
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reasoning. Specically, Bratman argued that rational agents will

tend to focus their practical reasoning on the intentions they have

already adopted, and will tend to bypass full consideration of op-

tions that conict with those intentions.”

The BDI architecture referred to in this work (explained further below) is based in

Bratman’s original work, and so falls into this second class.

These folk-psychological roots are now so widely accepted in the BDI agent

community that researchers in general do not feel the need to explain them (e.g. they

are referenced without citation in [13, 16, 50, 55]). However in this work — and this

is the second reason for defining the term explicitly here — these roots are of key

importance. They have been identified as one of the reasons for the success of BDI

in human modelling (see Section 1.6.1), and more importantly, the approach taken

in this work has been to make further use of folk psychology to provide a systematic

approach to BDI-based human modelling (Section 1.7).

1.4 A Brief Explanation of BDI Agents

For readers who are unfamiliar with the BDI architecture I present here a very

brief introduction to BDI agents; further detail may be found in Bratman, Israel

and Pollack’s original work [15] or Wooldridge’s book [152]. The description here is

presented at an abstract level, without reference to a particular implementation or

formalism of the BDI architecture, as are the majority of the discussions throughout

this work. The BDI architecture has been loosely defined from the start, and there

is considerable variance between the various implementations of the BDI architec-

ture (which include PRS [41], dMARS [112], JAM [63], AgentSpeak [111], Jason [12]

and JACK [62]), as well as a variety of logical formalisms describing the architec-

ture (perhaps best exemplified by Wooldridge [151]). The hope is that keeping the

discussions at this level will allow readers to explore the ideas presented here using
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whatever BDI language or formalism they prefer (although undoubtedly those who

choose to do so will be forced to make adaptions to suit their preferred instantia-

tion, as I have in implementing (in JACK) the examples presented throughout this

thesis).

As discussed above, the roots of the BDI architecture are in folk psychology.

However in contrast to the usual use of folk psychology (for predicting or explain-

ing behaviour), the reasoning mechanism of a BDI agent uses folk-psychological

principles to generate behaviour. In particular, the BDI architecture draws upon

Dennett’s intentional stance:

“Here is how it works: first you decide to treat the object whose be-

haviour is to be predicted as a rational agent; then you figure out what

beliefs that agent ought to have, given its place in the world and its

purpose. Then you figure out what desires it ought to have, on the same

considerations, and finally you predict that this rational agent will act

to further its goals in the light of its beliefs. A little practical reasoning

from the chosen set of beliefs and desires will in most instances yield a

decision about what the agent ought to do; that is what you predict the

agent will do.” [26, p. 17]

The BDI agent architecture was developed in the late eighties as a means of

balancing reactive and deliberative planning in goal-oriented autonomous systems

[15]. In other words, BDI agents were not originally designed for human modelling.

At the core of the original proposal was the idea that agents would have some notion

of commitment to a course of action (in other words, an intention) [15]. Once an

agent had decided on a particular course of action to achieve a goal, it did not need

to re-plan for that goal at every time step, but could continue with that course of

action until either 1) the goal was achieved, 2) the goal became irrelevant, 3) it

became impossible to proceed with that course of action, or 4) an opportunity arose
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for a better way of achieving the goal. This last case is what gives this type of

agent the balance between reactive and deliberative behaviour. It involves a trade

off: under certain circumstances, it may be beneficial for the agent to reconsider its

intentions, but there is a cost in doing so. Bratman, Israel and Pollack [15] presented

an early discussion the merits of reactive agents (agents that constantly re-evaluate

their options) versus commitment to intentions, a topic that continues to attract

considerable attention. Despite this discussion, implemented BDI systems tend to

use strong commitment, with little internal support for reconsideration.
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Figure 1.2: A high-level abstraction of BDI agents

Figure 1.2 illustrates the core components of a BDI agent. They are:

1. The beliefs of the agent, which comprise its knowledge about the world. The

beliefs are likely to be incomplete, and possibly erroneous, because the sensors

of the agent may not give a perfect view of the world. The beliefs may even

be inconsistent, for example because an agent may sense one thing but infer

the opposite based on other sense data.
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2. The agent’s goals (which are usually used in place of desires — see Sec-

tion 1.6.5). These define the things that the agent may wish to achieve, and

in order to achieve them, the agent should have one or more suitable plans

available in the plan library.

3. The plan library is a set of ‘recipes for action.’ Each plan is annotated with the

goal that it is intended to achieve and the conditions (or context) under which

the plan is applicable. The body of a plan consists of a sequence of actions

and/or sub-goals that, when successfully performed/achieved, should (but do

not guarantee to) allow the agent to achieve the goal under the specified initial

conditions. A consequence of allowing sub-goals as plan steps is that plans can

be partially specified: the agent need not commit to a particular sequence of

actions (or sub-sub-goals) for a sub-goal until it reaches that step in the plan.

4. The intentions of an agent are the particular plans that the agent has com-

mitted to performing in order to achieve its goals.

5. Finally, the reasoner of the agent is the engine that ties together the previous

four components. It is what receives sense data, updates beliefs and goals,

selects plans to achieve goals, and selects the next action to perform from the

set of intentions.

Of these five components, it is the first three that must be populated with

domain-specific knowledge in order to create a model. The beliefs provide the knowl-

edge about things (including things in the environment, such as landscape features,

or other agents, and also things about the agent, such as resource levels), whereas

the plans provide the knowledge about what can be done and how to do it. BDI

beliefs and plans are closely related to the declarative and procedural knowledge of

cognitive architectures such as ACT-R [4] and Soar [86]. An agent’s goal is what

triggers the plan selection mechanism, the result of which is an intention.
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One feature of the BDI architecture is that it allows for re-posting of goals. This

means that if for some reason the plan that was originally selected to achieve a goal

does not succeed, the agent can consider its options afresh. It can then select a new

plan to achieve its goal (if one exists), and different options may be available due to

changes that have evolved since the goal was first considered.

As mentioned previously, another feature of the BDI architecture is its ability

to balance reactive and deliberative behaviour. In theory it is possible for an agent

to monitor its environment and take advantage of opportunities that would allow it

to better achieve its goals. In practice, it is difficult to determine how to do this.

The agent should not spend too many resources searching for these opportunities,

or it perhaps would be just as well off being purely reactive. Instead, almost all

implementations of the BDI architecture use strong commitment, whereby an agent

only abandons a plan for achieving a goal if it becomes impossible to proceed with

it. However due to the hierarchical nature of plans and goals, this is not quite so

strict as it at first sounds, because the agent will not commit to plans for its sub

goals until they arise.

1.5 Positioning BDI-Based Models Within the Landscape

Figure 1.1 includes two examples of BDI-based human modelling. The SWARMM

pilot models are an example of its use in predictive military simulation models,

and have led to the development of a range of related applications, as outlined

below, while Black&White’s creature demonstrates how BDI-based modelling can

be used to create characters for entertainment. The work presented in this thesis

was inspired by the experiences of developers and users of the BDI-based military

simulation systems within Air Operations Division (AOD) of Australia’s Defence

Science and Technology Organisation (DSTO).
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1.5.1 SWARMM and its Progeny

BDI-based modelling has been used in a number of applications in military simu-

lation, but the earliest examples were developed at AOD, and the technology has

continued to be developed and used within the division and more widely within

DSTO. The types of application for which BDI-based modelling has been used has

evolved over the years, starting with the migration from a legacy system for opera-

tions analysis that was written in FORTRAN, to current developments, which are

moving towards human-in-the-loop simulation.

The first use of BDI-based human modelling at AOD was in the Smart Whole

AiR Mission Model (SWARMM), which was designed for modelling combat mis-

sions of a group of aircraft [97, 102, 134]. Before this system was built, simulations

were developed and run using a monolithic system written in FORTRAN, in which

all aspects of the system — models of the environment, platforms and entities —

were inextricably linked in the code. In this system, it could take several months

to implement a change in tactics [47, Tab. 1]. “Recognition of the barriers to de-

veloping models and conducting studies efficiently led to a new approach employing

software-agents featuring the Beliefs-Desires-Intentions (BDI) paradigm” [97]. The

introduction of the SWARMM system in 1996 allowed changes to be implemented in

a matter of hours [47], allowing the division to provide timely answers to questions

posed by their customer, the Royal Australian Air Force (RAAF).

SWARMM separated the models of pilot reasoning from the underlying physical

models of environment and platforms (platforms, in this context, being aircraft).

dMARS [27] (an early BDI implementation) was used to model the reasoning while

the original physical models were retained. Hooks from the FORTRAN code fed

sense data directly into the agents’ beliefs, as well as allowing the agent to perform

actions in the model of the physical world. The system was used to model teams

of fighter aircraft in battle scenarios, with up to eight aircraft in each team. A

visualisation tool gave a three dimensional representation of the battle space, while
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dMARS itself provided a means of graphically tracing the reasoning of the agents.

The application was further able to run in batch mode, without the visualisation

tools, enabling the exploration of large parameter spaces.

The next stage in the development of BDI-based modelling at AOD was the de-

velopment of BattleModel. Operationalised in 1999, BattleModel is not in itself an

application, but a framework that provides the infrastructure for modelling the envi-

ronment and platforms. In SWARMM, dMARS had been used to replace the models

of human reasoning in the legacy FORTRAN code; BattleModel was used to replace

the remaining components, the models of the platforms and environment. Battle-

Model provides a standard interface through which models of the human entities can

interact with the platforms and environment. Such models do not necessarily need

to be BDI agents, and in many cases the more peripheral entities are implemented

as far simpler models.

The first use of the BattleModel framework was to evaluate tenders for an Air-

borne Early Warning and Control (AEW&C) system [57], and has since been ex-

tended to be used in other areas, including the development of deployment tactics

for the Eurocopter Tiger helicopter for the Australian Army. This new framework

led to the development of a wide range of models of human behaviour, which operate

in a correspondingly wide range of scenarios. This contrasts with the SWARMM

system that was rigidly constrained to fighter combat operations. Whereas the

SWARMM system consisted of a single entity in each aircraft, and each aircraft

the same, BattleModel allows for teams of people in different vehicles, or even per-

forming ground-based roles (such as radar operators). Another change from the

SWARMM system is that BattleModel has also been used to evaluate equipment

(as in the AEW&C tender evaluation) as well as tactics.

To this date, all the systems had been designed for closed loop or constructive

simulations, in which the simulation is set up and then run with no further human

input. This type of simulation is widely used in the military world, and is typically
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designed so that it may be run (much) faster than real time, to allow statistical sam-

pling over runs with variations in initial settings. However during the development

of the above systems there was a growing interest in human-in-the-loop (HiL) sim-

ulations, in which a human participant could be inserted into the simulated world.

Traditionally, defence forces have maintained the skills of their personnel through

an ongoing series of training exercises. These exercises aim to ensure the readiness of

the forces to step into whatever role is required of them in the defence of the nation,

including both humanitarian and conflict operations. The number of personnel

involved in such exercises can range from tens to thousands, and these personnel

take on the roles of civilians as well as friendly and opposition forces. There is

obviously enormous cost involved in coordinating and hosting such exercises, and

computer simulated training is seen as a way of reducing the number of (although

not completely replacing) these exercises. A major advantage of computer simulated

exercises (as opposed to live simulated exercises) is the reduction in the number of

personnel required. If the civilians and opposition forces, and possibly even some of

the friendly forces, can be replaced by simulated entities the cost may be significantly

reduced. This in turn frees resources for developing more targeted exercises.

The AEW&C model that was developed for tender evaluation provided the first

step towards HiL simulation. After the model had been used as part of the tender

evaluation project, the model of the successful tender was then used for developing

tactics for new platform, before the aircraft was delivered to the RAAF. These

tactics were first tested using the BDI agents, but subsequently interfaces to the

BattleModel environment were developed for the human crew members, allowing

them to take the place of the agents in the simulation [57]. These crew members

could then train in the operation of the new platform, using the tactics that were

developed with the aid of agents, before physically having possession of the platform.

In this particular exercise, all of the operator models were replaced by their human

counterparts, but another possible scenario would be to have a mixed team of agents
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and human operators. This would allow new team members to learn at least some

of the tactics without the cost of using a full cohort of experienced team members

to support them in the process.

1.5.2 Entertaining Games Instead of Wargames

Black&White’s creature is an extreme contrast to the human modelling used in

military simulation. In the latter case, the emphasis is on the accuracy and value of

the simulation results for prediction and training, while in Black&White the purpose

is pure entertainment. Indeed, the creature does not even have the appearance of

a human: the player initially gets to choose between a cow, monkey or tiger, with

other animals available later in the game. The intention was for this creature to

be human-like other than in looks, as evidenced by Richard Evans, the AI designer

of the game, in this statement: “We wanted the user to feel he was dealing with a

person” [31].

Many of the issues that arose during the development of the creature are very

closely related to those identified in the military simulation domain. The technology

used to create the creature consists of considerably more than the standard BDI

architecture: it is combined with decision tree learning and networks of perceptrons

as well as “a number of techniques which ... are just used for speed and efficiency”

[32]. Although the BDI architecture provided inspiration, it alone did not provide the

detail required to implement the creature, and the additional technologies provided

this detail, addressing many of the weaknesses in BDI-based human modelling that

were identified by AOD staff. The particular solutions that were chosen are not

necessarily appropriate in military simulation due to the fundamentally different

aims of the applications, but do provide a starting point for consideration.
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1.5.3 When Would One Use a BDI-Based Model of Human Behaviour?

In the area of the landscape in which these BDI-based models are situated — towards

the top-right of Figure 1.1 — the models typically perform complex tasks in complex

environments. They will have multiple goals, which may be competing, and actions

that are performed will not necessarily lead to the desired results because of the

uncertain nature of the environment and the other entities (real or simulated) that

interact within the environment. In order to create models for such applications,

frameworks are needed that provide the basic infrastructure for human behaviour

(so that it does not need to be recreated for each model that is built). At the same

time, it must be possible to encode the wide range of behaviours required of these

models in a timely and efficient manner, as will be discussed further below, and

furthermore, when simulations require large numbers of models to be incorporated,

the run time resources of the models are an important consideration.

Another desirable feature of models used in this area of the landscape is the

ability to give post-justification of any behaviour or action, through a trace of the

reasoning that lead to that behaviour/action. Although this area of the landscape

is labelled “prediction,” (or in the case of Black&White, “entertainment”), and is

differentiated from “explanation,” a different type of explanation plays a role in these

models. Being able to understand why a model produced unexpected behaviour, at

the level of its ‘reasoning’ (that is, the cues that were considered and the decisions

that were made, rather than a detailed code trace) means that the subjects who are

being modelled can provide more detailed feedback and assistance with debugging

models. It can also aid in the acceptance of the models, because stakeholders are

more likely to accept behaviour if they can understand the ‘reasoning’ behind it.

The basic BDI architecture — that is, as originally described by Bratman —

would not be used for explanation in the sense of gaining an understanding of how

the mind works, however, for the simple reason that the underlying philosophy of

the BDI architecture (that is, folk psychology) is not intended to explain how the
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mind works. It is not completely unfeasible that the architecture could be used as

the basis of a cognitive architecture if the approach to extending the architecture

that is presented in Chapter 3 was taken to the extreme, but as it stands the BDI

architecture uses a reasoning model that makes no claim to match how human

reasoning actually proceeds.

Some of the other examples that are used in similar applications are based upon

frameworks with roots more firmly in psychology, such as Soar [86]. However the

Soar-based applications shown in Figure 1.1 (the attack helicopters, TacAir-Soar,

Steve and the Mission Rehearsal Exercise) do not use the full features of the standard

Soar framework. For example, the chunking mechanism is disabled, or in the case of

the Mission Rehearsal Exercise a new mechanism has been added to model appraisal.

It is arguable whether this modified framework would be any more useful than the

BDI framework in explaining how the mind works. In these applications Soar too has

become a framework that in some way approximates, but cannot claim to explain,

human cognition. The relationship between Soar, other cognitive architectures and

the BDI architecture is discussed further in Section 2.1.

As in all cases, there is a balance between the complexity of the mechanisms

used and the behaviour that is produced, although in this area of the landscape the

balance is perhaps more evenly distributed. Complex mechanisms, such as those

in the Soar cognitive architecture, can produce complex behaviours, but knowledge

must be encoded at a low level of detail, and parameters carefully tuned in order to

do so [135]. While it is possible to encode knowledge in fine-grained detail for the

simple tasks that are typically studied by cognitive scientists, this is not true in this

area of the landscape, as will be discussed in Chapter 6. Parameter tuning too can

be problematic in this domain, as there is limited data against which the models

can be matched.

The simulated environments that are used in these types of applications are usu-

ally rich — in that they are modelled to a high degree of detail, including space
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(usually 3D), and other factors such as weather, variable lighting, and different ter-

rain types — and the tasks that the models must perform often depend significantly

upon this environment and the actions of other entities within the environment.

Thus the models must operate under uncertainty, both due to incomplete knowl-

edge of the world, and also the possibility that their actions may not have the desired

effects. They must interact with other entities, in some cases simulated and in other

cases real human operators. These characteristics create exponential explosions in

the possible states of the world, and any state-based system would have to be in-

tractably large in order to deal with it. At the same time, these models are generally

required to run either in real time (especially when used in human-in-the-loop train-

ing) or (many times) faster than real time (when used for evaluation, to allow for

multiple runs and statistical sampling).

The frameworks used for applications in this area of the landscape generally use

some form of goal-directed behaviour, creating or using pre-scripted plans in order

to achieve their goals, but the full complexity of human cognition (or even what

we understand of it) is too much. The BDI architecture achieves this by using an

abstraction of human reasoning as its basis, whereas the Soar-based models in this

quadrant achieve this by ‘dumbing-down’ a cognitive architecture. Whichever ap-

proach is taken, there is room for improvement. Not one of the models in these

applications would pass the Turing test, or even come close to it, in that the average

user can easily determine which characters in an application are model-driven as

opposed to human-controlled. Moreover, building these models is a time-consuming

and specialist task. Standard frameworks provide the potential to reduce the diffi-

culty of and degree of specialisation required for building such models, when they

are accompanied by tools and dogma to support development.
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1.6 Features and Failings of BDI for Modelling Human Behaviour

It is not my intention to try to argue that BDI-based models are the best way of

modelling human behaviour in the area of the landscape that has been identified.

Rather, I have approached this work on the basis that BDI-based human modelling

is already widely used and indications are that its use base looks likely to continue

to expand. The experience to date has shown that there are good reasons for taking

a BDI-based approach, but also that this approach has shortcomings. I maintain

that given that the BDI architecture will continue to be used for this purpose, it is

important to develop extensions, tools and methodologies to support this use. The

first step in this process was to identify the current strengths and weaknesses. This

was achieved by a combination of literature review and informal discussions with

users of the technology at AOD. Where this has come from the literature, citations

have been given, but obviously no explicit references can be given for the informal

discussions.

1.6.1 Folk Psychology

The practitioners believed that the key reason that BDI simplified the development

of models was its ‘naturalness’ due to its roots in folk psychology. The core concepts

— beliefs, desires (goals), plans and intentions — are those which we as people

naturally use to explain the reasoning of both ourselves and others. This not only

facilitates knowledge acquisition, but allows subject matter experts (who rarely have

a background in modelling) to follow the reasoning of the agents, particularly when

this is aided by graphical tracing of plans [55]. This in turn greatly improves the

process of developing and debugging models, because experts being modelled can

provide direct feedback that can usually be implemented in a matter of minutes [47].

Folk psychology is ‘lay-man’s psychology’ — a means of explaining the behaviour

of others via their (supposed) reasoning. Although it makes no attempt to model
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the low-level details of human reasoning, it is a robust tool for understanding and

predicting the behaviour of others. The folk-psychological model used in the BDI

paradigm is perhaps the most abstract version of folk psychology, simplifying all

reasoning to the agent intending to do what it believes will achieve its desires, given

its beliefs about the world. The knowledge that must be encoded in the model takes

the form of the things about which it can hold beliefs, the types of goals it might

have, and the plans that it can use to achieve these goals.

Although subjects being modelled may have no prior experience in human mod-

elling exercises, these core constructs of the BDI framework map naturally to the

terms in which they already think about their reasoning. When asked about how

they think about a problem, they already have a tendency to explain their actions

in terms of what their intentions were, which in turn are explained in terms of their

goals and beliefs. Moreover, when they describe the ways in which they try to

achieve goals (that is, the plans that they use), they will do this in a hierarchical

manner, which maps to the partial plans needed for the plan library. While there is

no doubt that knowledge acquisition is still a challenging problem (see below), the

folk-psychological roots do help with this process.

Another benefit cited by modellers is that BDI gives “appropriate abstraction”

[55]; that is, it is possible to capture the subject’s reasoning at a level that they can

easily explain, yet at the same time gives enough detail to create credible models.

It is not, for example, necessary to model the way a pilot makes adjustments to

correct his course while flying, but capturing why he/she might choose to fly around

a ridge rather than over it could be important. This is an extremely important

matter in the knowledge acquisition process, because often the experts do not have

conscious access to how they perform the low-level details of their tasks. At some

point behaviour is a matter of routine, not something that is consciously thought

about, and trying to get the experts to explain their behaviour below that level

can lead to misleadingly false post-justifications of their behaviour, as I will discuss
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further in Chapter 6.

1.6.2 Generic Reasoning and Behaviour

While the intentional stance that is the basis of the BDI architecture is a key strength

when it comes to human modelling, it can also be seen as a weakness. For some

applications, the level of abstraction provided by the intentional stance is exactly

what is needed, but in many others, more detail is required than the basic BDI

framework provides. In these cases, the modellers must encode the additional detail

for the required mechanisms together with the knowledge during the development

of the models. This increases their workload and potentially reduces re-usability, as

there is a risk that the mechanisms become inextricably linked with the knowledge

in the way that they are encoded.

This lack of the generic mechanisms of human reasoning is the greatest short-

coming of BDI when it comes to modelling human behaviour. For some applications,

the intentional stance upon which the framework is based provides an appropriate

level of abstraction of human reasoning, but this class of applications is limited. For

many more applications, more precise models of various aspects of human reasoning

(which I will discuss in more detail in Section 2.2) are required. In Chapter 3 I

present an approach to extending the BDI framework to incorporate more of the

generic mechanisms of human reasoning. Most importantly, this approach draws

further on folk psychology, maintaining the ‘naturalness’ of the framework while pro-

viding more support for a wider range of human modelling applications. Chapters 5

and 7 present examples of two particular mechanisms that have been implemented

using this approach.

1.6.3 Knowledge Acquisition

A further shortcoming of BDI-based human behaviour modelling is the lack of a

standard approach to knowledge acquisition. Although it is acknowledged that
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the folk-psychological roots of the paradigm support knowledge acquisition (e.g.

[96, 55]), there is no standard structured approach to the process. Graphical devel-

opment tools have been widely applauded as supporting the process of representing

knowledge [61], but the process of gathering the knowledge from experts is still a

difficult process. In Section 2.5 I discuss existing approaches to knowledge acquisi-

tion as a background to that that I advocate in Chapter 6, which again draws upon

folk psychology, marrying it with an approach to knowledge acquisition that has

been developed for other purposes.

1.6.4 External Environments

The final issue that I shall address is the difficulties that are often encountered

when trying to interface agents with an external environment. This problem is

not limited to BDI-based models of human behaviour, but applies to any models

that must interface with an external environment. Difficulties can arise because of

mismatches between the way the agent senses and acts in the world and the way

in which the world is represented in the environment. There is no ‘golden bullet’

solution to this problem, but in Chapter 4 I discuss how these problems can be

avoided if possible, and how folk psychology can again be drawn upon when the

issues are unavoidable.

1.6.5 Desires, Goals and How They are Handled

It has been mentioned several times already that I use goals in place of desires. This

follows a trend amongst BDI agent researchers, but in philosophical terms, there is

a significant difference between desires and goals. For example, I might desire to

be rich, but have no specific goal associated with it. Conversely, I might have a

goal to pay my taxes, but no desire to do so. If we are to truly model human-like

reasoning, we should attempt to capture this distinction between these concepts,

and the interplay between them. This issue is not explored further in this work, but
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flagged here as an area for future research.

It is also worth noting that goals themselves are treated somewhat naively within

this work. Goals are created and the agent works towards achieving them. Re-

planning is an inherent part of the agent’s reasoning, but reasoning about goals

(for example when they might be revised or abandoned) must be explicitly coded

in higher-level plans. Some work on the explicit handling of goals within a BDI

framework has been undertaken by Winikoff and colleagues [150], although not

specifically in the context of modelling human behaviour. Again, this is flagged as

an area for future research, rather than being addressed within this work.

1.7 Developing a Systematic Approach to BDI-Based Human

Modelling

Although the BDI architecture was not designed as a human modelling framework,

it has been used for this purpose with some notable successes, as were outlined in

Section 1.5. These applications have been largely in the area of military simulation,

where multiple entities interact and perform complex tasks in rich environments.

Other similar applications (including non-military ones) have used frameworks that

were designed to be cognitive architectures, but to deal with the detail required

in the models, some aspects of those cognitive architectures have been simplified

or ignored. This has resulted in frameworks that are in many ways comparable to

the BDI architecture — see Section 2.1. The key contribution of this thesis is to

provide a mechanism for extending the BDI framework to incorporate further generic

aspects of human behaviour, providing a BDI-based framework that maintains the

desirable features of the original framework while providing more support for human

modelling applications. In particular, it takes further advantage of folk psychology

to maintain the appropriate level of abstraction needed for laypeople to understand

models, yet at the same time build credible models of human behaviour. Secondary
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contributions are in providing a methodology for knowledge acquisition for BDI-

based human behaviour modelling, and some insights on the difficulty of interfacing

models with external environments.

Figure 1.3: The process of developing models of human behaviour, highlighting the
shortcomings of using a BDI-based framework.

Section 1.5 introduced some of the existing successes of BDI-based human be-

haviour modelling, and Section 1.6 discussed the strengths and weaknesses of BDI-

based human behaviour modelling, as identified by the developers and users of these

applications. The great strength of the framework is its folk-psychological roots.

These roots facilitate the development of models, allowing rapid design, implemen-

tation, testing and revisions. The process of developing a BDI-based model of human

behaviour is summarised in Figure 1.3, highlighting the weaknesses. The weaknesses

fall into three categories: the failure of the framework to capture a range of generic

aspects of human behaviour, the agent-environment interface, and the knowledge

acquisition process.

In the next chapter, after considering some other representative frameworks that
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are commonly used in the types of applications that BDI-based human modelling is

used, I consider how these weaknesses have been addressed in other frameworks and

applications, giving the background for the approach I take in the later chapters of

this thesis. In this chapter I also focus on two particular generic characteristics that

will be revisited later in Chapters 5 and 7 as examples of the approach I advocate

to extending the BDI framework.

This approach is presented in Chapter 3, and is based on the argument that

the intentional stance that forms the basis of the BDI architecture is just one form

of folk psychology, and an abstract one at that. More detailed folk-psychological

models consider other aspects of human behaviour, such as emotions and decision-

making strategies. I argue that it is possible to integrate such models with the

existing framework, providing more of the mechanisms that will be required for

human behaviour modelling applications. However there are some generic aspects

of human behaviour that cannot be explained using folk psychology, and in this

chapter I also explain how such characteristics should be included using a different

approach, that aims to preserve the strengths brought about by folk psychology.

The framework that incorporates these two extensions that exemplify this approach

(presented in Chapters 5 and 7) is by no means yet the ideal human modelling

framework, however the process of adding these extensions demonstrates how future

extensions should be incorporated. I envision that mechanisms would be added

to the framework when the applications dictate that they are needed, and that if

this continues to be done following the approach in Chapter 3, the framework will

maintain the benefits of BDI-based human modelling while being suited to a wider

range of applications.

The two characteristics of human behaviour that are introduced in Chapter 2

have been chosen to illustrate the approach described in Chapter 3, particularly the

two different ways in which one can extend a BDI-based framework while maintain-

ing the ‘naturalness’ of the roots. The first extension, a simple model of perception
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and action (Chapter 5), is an example of a low-level extension. In this type of exten-

sion, low-level details of human performance are used to moderate the behaviour of

the agent, but these details are hidden from model builders, who are simply provided

with an interface to the extension at an appropriate level of abstraction, as will be

seen in that chapter. The second extension, a model of a particular type of decision

making (Chapter 7), illustrates the process of incorporating a folk-psychological ex-

planation of a characteristic of human behaviour. This extension illustrates how

one can incorporate more detailed folk-psychological explanations of behaviour into

a BDI-based framework. Here, new high-level concepts may be added to the frame-

work, but as they are part of a folk-psychological explanation, they should maintain

the ‘natural’ conceptualisation for model builders. However the actual implementa-

tion of the concepts will involve low-level details, and as before, these details must

be hidden from modellers. Both the extensions provided serve to illustrate how it is

possible to extend the framework while hiding low-level details of implementation,

so that model builders can still construct ‘natural’ models of their subject, using

folk-psychological concepts.

The evidence that the approach described in Chapter 3 is successful is provided

by the implementation of these two extensions and models that utilise these ex-

tensions. The implementation of the extensions demonstrates that it is a feasible

approach, and furthermore allows one to consider how it would be possible to take

the same approach to incorporate other generic aspects of human behaviour. The

development of models that use these extensions demonstrates:

1. That low-level details are hidden from the model builder, leaving him/her to

work at the appropriate level of abstraction,

2. That the models developed using the extended framework maintain plausible

behaviours (in the sense that they are at least as believably models of human

behaviour as those built with the non-extended framework), and
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3. That these extensions enhance the behaviour of models, providing richer ge-

neric behaviours (which after all is the motivating factor for extending the

framework).

In order to demonstrate these points, it is not necessary that the extensions provided

be shown to perfectly address the relevant human performance characteristics. In-

deed, to do so was beyond the scope of the work presented here, and although there

is some discussion of what a full evaluation of an extension might involve (particu-

larly in the context of Chapter 4), the testing and results presented in Chapters 5

and 7 focus on addressing the above points.

I draw further on the folk-psychological roots of the BDI architecture when I

present methodologies for interfacing models with external environments (Chapter 4)

and eliciting knowledge for the development of the models (Chapter 6). Although

the problems involved in interfacing with external environments and gathering and

encoding knowledge for models of human behaviour are not unique to the BDI-based

approach, the approach I advocate here for dealing with these issues is tailored to

BDI-based human behaviour modelling.

The key contribution of this work is to show that a BDI-based framework (en-

hanced following the approach given in Chapter 3) is well-suited to certain appli-

cation areas of human modelling, when supported by appropriate methodologies

for knowledge acquisition (Chapter 6) and interfacing with external environments

(Chapter 4). These application areas are those that require models that perform

reasonably complex tasks (in the sense that there are multiple ways of performing

these tasks, and which way is most appropriate for a given task will depend on the

context in which it is to be performed) while interacting with other entities in a

rich environment. Examples of these application areas include human-in-the-loop

training simulations, simulations for evaluation of strategies, tactics and user inter-

faces, and also in entertainment, where this type of model could be used for the

key characters in computer games or interactive story-telling. As I discuss in the
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next chapter, the folk-psychological roots of the BDI architecture are a key reason

for its existing successes in this type of modelling; in the remainder of this thesis

I will demonstrate how folk psychology can contribute further to the success of a

BDI-based framework for modelling human behaviour.



2. BACKGROUND

To ground the contributions of this thesis more soundly, it is important to consider

how they relate to other work. In this chapter I start by considering related architec-

tures for human modelling, not with the intention of proving that BDI is better than

these other candidates. (I would in fact stress that each has different strengths and

weaknesses, and it is difficult to point to any one as being significantly better than

the others.) Rather, the purpose of considering these alternatives is to highlight the

similarities and differences: understanding these can help in the goal of improving

BDI-based human modelling.

Next, I discuss the idea of extending the architecture to incorporate more of

the generic aspects of human behaviour. Many such missing characteristics were

identified by practitioners at AOD, which I outline in Section 2.2, but it was never

my intention to attempt to incorporate all of them into the BDI framework. Rather

my contribution in Chapter 3 focuses on developing a formal approach to incorpo-

rating such characteristics into the framework. I illustrate this approach with two

particular examples, presented in Chapters 5 and 7, and to support these exam-

ples I present the background of these characteristics (including considering other

implementations) in Sections 2.3.1 and 2.3.2 respectively.

As mentioned in Chapter 1, the problems associated with interfacing agents with

external environments and with gathering knowledge to be used in the models are

not limited to BDI-based models of human behaviour. Sections 2.4 and 2.5 consider

how these issues arose in the context of work at AOD, and go on to consider these

issues in the broader context of modelling human behaviour.

33
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2.1 Related Architectures for Human Behaviour Modelling

Figure 1.1 showed a sample of applications that had been used for similar purposes

as those including BDI-based models of human behaviour. In this section I consider

some of the alternative architectures that have been used in similar types of applica-

tions (military simulation, computer games characters and some types of cognitive

modelling). It should be noted though that the systems mentioned here are only

the tip of the iceberg when it comes to architectures for human modelling. For mili-

tary simulation alone, there are many other examples — the SAF family mentioned

here are the dominant US (and best-known) frameworks, but other nations have

numerous examples of their own. There are also many lesser-known examples of

symbolic and hybrid architectures that have not been mentioned, and a whole class

of modelling frameworks, that are purely sub-symbolic (or connectionist), that have

not been mentioned at all. This last group of frameworks (for example those based

upon neural nets) have been passed over because they are unlikely to be used in

the same class of application as BDI agents. BDI agents have been used in areas

where explanation is important — something that is provided by symbolic systems

(and to a lesser extent by hybrid systems), but not by sub-symbolic systems. If, for

example, one wants to know why a neural network generated a particular output,

one is limited to information about neuron values, weights, biases and connectivity.

The premise of this thesis is that while BDI is not a perfect framework for human

modelling, it is used for this purpose, and is likely to continue to be used in this

way. One might reasonably ask “Why is this likely? Why not use one of the other

frameworks listed here, or some other alternative?” The answer is that there is no

one candidate that is clearly better than the others for this type of modelling. As

discussed below, many of the shortcomings of the BDI framework are also apparent

in the alternatives, and other difficulties also appear.
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2.1.1 Soar

Of the other frameworks that have been used for human modelling, Soar is probably

the one that has been used most similarly to BDI-based frameworks [86]. Like

BDI, Soar has had significant use in military simulation, including TacAir-Soar

[85], STEAM [132], and the Mission Rehearsal Exercise [130]. It has also been

used to create interactive characters in computer games (for example [84] and [91]).

However unlike the BDI framework, Soar has been explicitly developed as a cognitive

architecture — that is, as a theory of how the mind works. The key features of the

Soar architecture are:

1. Goal-directed behaviour, as in BDI agents.

2. Problem spaces, which are used to solve tasks. When the agent reaches an

impasse in its deliberations (when there is no obvious ‘next step’ to take), it

creates a new problem space to try to resolve the impasse.

3. Long-term (production) memory, which contains rules mapping preconditions

to outcomes.

4. Short-term (working) memory, which is used in evaluating the rules.

5. A two phase decision cycle, of elaboration (when all productions that match

the current working memory fire), followed by decision (when the agent chooses

the next problem space, state, operator or goal).

6. Chunking, which is Soar’s learning mechanism. Chunking allows the agent to

generalise, linking together productions to form new productions.

Despite the differences in the philosophical foundations of the two architectures,

Soar and BDI are surprisingly similar, particularly when it is noted that for most

implementations that use Soar — including all those cited above — chunking is

turned off. Both architectures have goal-directed behaviour, Soar’s problem spaces
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correspond to BDI’s sub-goals, production memory to plans, and working memory to

beliefs. Certainly at a conceptual level the two are very similar, and the contributions

of this thesis could be applied to Soar nearly as well as BDI-based frameworks.

The caveat is that the premise of the methodology for extending the framework

that is presented in Chapter 3 — that folk-psychological explanations of human

characteristics should be used where they are available — would be at odds with

Soar’s roots in cognitive science.

2.1.2 ACT-R

ACT-R is another architecture that is in many ways similar to Soar, but the sym-

bolic reasoning is complemented by a sub-symbolic system — a set of equations

that control many of the symbolic processes, including the time taken to retrieve

knowledge, or fire a production, or which production to use when multiple are appli-

cable [4]. In addition to declarative and procedural knowledge memory modules (for

symbolic representations of beliefs and plans), ACT-R contains modules governing

perceptual and motor systems. (These modules have only been included in the more

recent releases of ACT-R.) ACT-R is widely used in the cognitive science research

community, but has no commercial applications. Although the source code is freely

available, it is implemented in Common Lisp, which presents problems both with

portability and integration with legacy systems.

2.1.3 Clarion

In contrast to Soar and ACT-R, which are basically symbolic cognitive architectures,

Clarion is a relatively new hybrid cognitive architecture that is beginning to be

used in similar application areas [128]. Clarion consists of several sub-systems:

the action-centred subsystem, the non-action-centred subsystem, the motivational

subsystem, and the meta-cognitive subsystem. A key assumption of the design of

Clarion is the dichotomy between implicit and explicit knowledge, which are rep-
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resented as separate components in each of the subsystems. Clarion is a relatively

young cognitive architecture, and does not yet have a very wide community of use.

There are certainly no commercial applications of the system, but this may well

change as the architecture and its community of use grows.

2.1.4 PMFServ

PMFServ (Performance Moderator Function SERVer) “was designed to provide a

relatively loose framework with slots where human behavior modelers can insert

and evaluate whatever performance moderators they feel are appropriate.” [66] It

has been developed by Silverman and colleagues over a number of years at the

University of Pennsylvania. Rather than attempting to provide a single framework

for human modelling, it is a framework into which any of a number of performance

moderator functions (representing different generic aspects of human behaviour)

can be added as needed for a particular application. Silverman et al. started by

classifying a wide survey of existing PMFs into four categories: stress, emotion,

physiology and decision making [120]. An architecture was then designed that could

integrate inputs of PMFs in these categories, and over the years, various PMFs have

been implemented and validated, providing a toolkit that can be drawn upon to

develop a framework for any particular modelling application [121].

2.1.5 Script-Based Frameworks

Another class of frameworks that feature in Figure 1.1 are script-based frameworks.

These frameworks, which include the SAF frameworks, Eliza and ALICE, have

limited representation of beliefs and generate behaviour through fairly simple rules

and scripts. Chatterbots like Eliza [145] and ALICE [140] use pattern matching in

rules to generate responses and maintain conversations. Although such chatterbots

may fool a user into believing that he/she is talking to a real person for a short while,

it is relatively easy to stumble upon an ‘unnatural’ response, and easy to generate
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one if you are actively testing. (Many ALICE and Eliza bots are available on the

web if you wish to test this for yourself!) Similarly, the SAF family of frameworks for

military simulations are limited by their simple rule sets (see for example a report

on JSAF by the US Air Force Research Laboratory [136, Section 3.5]). The rules

do not offer the flexibility of goal-directed systems, producing behaviours that are

much more rigid and brittle.

2.2 Incorporating Generic Human Behaviours

As indicated in Chapter 1, one of the difficulties in using the BDI framework for

human modelling is its lack of support for generic aspects of human behaviour.

The reasoning mechanism within the framework is a rough abstraction of how we

think we think, but for many human modelling applications even this is too gross

an abstraction, besides there being many other generic aspects of human behaviour

that are ignored entirely in the framework. This is of course because BDI was never

intended to be a human modelling framework. However if a BDI-based framework

is to be used for human modelling, it should extend the existing framework to

incorporate relevant generic characteristics of behaviour.

There are many generic characteristics of behaviour that could be included in a

human modelling framework, some of which are listed in the following subsections.

Exactly which characteristics should be included in a model will depend on the

application. In the following subsections I list those which were identified by staff at

AOD as being important in some or all of the applications they used (or envisioned

using), but it is not a comprehensive list, nor will every one of these characteristics

play a part in the outcome of every application used at AOD. Indeed, in future

applications, other generic aspects of behaviour may start to play an important

role. For this reason, rather than trying to extend the framework to incorporate

models of all these characteristics, or even to identify the most important ones and
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incorporate them, my goal instead has been to identify a systematic approach to

incorporating generic characteristics of human behaviour within the BDI framework.

It is important to note that even frameworks that are designed for human mod-

elling do not incorporate all of the characteristics identified below, and that all

frameworks evolve and are refined over time. For example, ACT-R did not include

perceptual/motor models in its early versions. These models were initially devel-

oped as an extension to version 4 of the framework [17] and then integrated into

release 5 [4]. Similarly, a model of appraisal is not part of the Soar framework, but

EMA has been built on top of Soar to include a model of appraisal [48], and this

could (but will not necessarily) be integrated into a later release of Soar.

One of the major differences between BDI and most other frameworks used for

human modelling is that BDI is a conceptual framework with several different im-

plementations, whereas frameworks such as Soar or Clarion have particular imple-

mentations. These implementations can change considerably from one version to the

next (adding and refining features, and changing the underlying implementation),

but for these frameworks it is possible to point to one particular implementation that

represents the current state of the framework (e.g. [86] for the case of Soar, and [128]

for Clarion). Although the examples within this thesis have been implemented

using the JACK Agent Language [2], the aim has been to present solutions that

could be applied to any BDI implementation. Thus when the example extensions

are presented in Chapters 5 and 7 the focus is on the conceptual level, which could

be implemented in any BDI-based language, rather than the details of how they are

actually implemented in JACK. Similarly the discussion of knowledge acquisition

and the agent-environment interface focuses on generic BDI concepts rather than

the specific issues that arise with JACK.

So while particular implementations of the BDI architecture might add features

or relabel them, the work in this thesis assumes the basic components that were

identified in Section 1.4 — beliefs, goals, plans, intentions and reasoning mechanism
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— as a starting point. These are the key components of any BDI implementation,

and as discussed in Section 1.6, their folk-psychological roots — in particular their

basis in the intentional stance — have made a significant contribution to the suc-

cesses of BDI in human modelling applications. In particular, it has been the natural

mapping between the way in which people commonly describe their reasoning and

these core components of the framework that has facilitated model development,

debugging and acceptance. It is important that any extensions to the framework

maintain and build upon this strength; the approach presented in Chapter 3 does

this.

Given an approach to extending the BDI framework, the next question to con-

sider is which aspects of human behaviour should be incorporated into it in order to

better support human modelling. Ideally, all the generic aspects of human behaviour

— that is, those aspects of human behaviour that are not task-dependent — would

be included in a human modelling framework, so that a model builder would only

need to supply domain specific knowledge when creating models. In reality, it is un-

feasible to account for all generic aspects of behaviour, because any computational

model that attempted to do so would be too cumbersome to be of practical use. In

addition, some aspects of human behaviour will have little or no impact on overall

behaviour in some types of simulation, so there would be little point in including

them in the framework.

Nevertheless, there are some generic aspects of human behaviour that do have

significant impacts on the overall outcomes of simulation in a wide range of cases.

Some human modelling frameworks address a subset of these characteristics — Soar

and ACT-R address characteristics of cognitive performance, for example, whereas

GOMS [65] and EPIC [71] have an emphasis on motor skills — but the number

of characteristics and which particular characteristics varies tremendously from one

framework to another. The BDI framework is particularly weak in this respect: while

it provides an abstract model of human reasoning, this is the limit of its support for
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generic aspects of human behaviour. Human modelling that uses the BDI framework

must explicitly account for any other generic aspects of human behaviour that will

influence the overall performance of the simulation, so that the model builder must

encode more than just domain-specific knowledge within the models.

The characteristics that are emphasised below are those which were identified

by staff at AOD as lacking and needed for either current or future applications.

The list is not intended to be comprehensive, but is illustrative of the types of

characteristic that are considered to be important in the military domain. Not

surprisingly, there is considerable overlap with characteristics that Pew and Mavor

[110] found to be broadly lacking amongst the many frameworks used for human

modelling in military simulation. In addition, many characteristics in this list were

also seen as important in Black&White, as noted in the text. A broader community

of human modellers may identify further generic characteristics that they consider

important, but nevertheless this list provides a good starting point.

2.2.1 Decision Making Strategies

People are bombarded with choices every day, yet spend very little time deliberating

over most of them. For example, although one might have a range of different modes

of transport and routes available for getting to work, one is likely to form a habit

of a particular way of travel, and only really consider the options in exceptional

circumstances (such as roadworks making the normal route congested). Choices are

always considered in the context of a person’s goals (including goals that are not

currently active). Although it is common to think of choices in terms of selecting

things, in reality, choices boil down to selecting courses of action (or in BDI terms,

plans). Even the choice of an object implies a choice of course of action: choosing

cake to go with your coffee may lead to a trip to the bakery, whereas choosing an

apple could mean getting it from the fruit bowl (and choosing to go without means

doing even less).
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BDI agents also make their choices in regard to courses of action, each time that

they are faced with an event. When an event occurs, the agent first considers all

the plans that it has in its plan library that can handle that type of event. This

subset of plans is further constrained by discarding any that are not relevant in the

particular context. The agent is then left with a set of plans that are able to handle

the event (or at least should be able to) given the circumstances at the time. This

set (the applicable set) may be empty, in which case the agent cannot do anything

about the event at that time. The set may contain just a single plan, in which

case the agent simply commits to that plan. Or it may contain two or more plans,

in which case the agent must select one of them — and this is where the decision

making comes in.

Theoretical descriptions of BDI usually assume that the agent uses a utility-

based mechanism for selecting a plan, whereby the agent somehow knows or can

calculate the utility of each plan in the current circumstance and selects the one

with the highest value. In practice however, the selection mechanism is often more

simple than this. In JACK, for example, the default selection mechanism is to sim-

ply pick the first plan in the applicable set. (Plans are ordered in this set in the order

that they were specified in the agent). An alternative selection mechanism is also

provided, whereby the agent randomly selects one of the plans from the applicable

set. As well as these built-in strategies, JACK also offers a meta-level reasoning

mechanism, whereby the modeller can specify an algorithm for choosing between

applicable plans. While this offers great flexibility, it requires the modeller to ex-

plicitly encode a decision-making strategy. It would be preferable for the decision

strategies to be part of the framework, given the modeller the choice of using them

or not as appropriate.

In contrast to BDI agents, people use a wide range of decision strategies, and

certainly not the same one all the time [78]. While they might sometimes make

utility-based choices, and other times choose the first applicable course of action, or
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choose randomly from among the applicable courses of action, they certainly don’t

use a single one of these strategies all the time, and they use a wider variety of

mechanisms than just these three. The meta-level reasoning mechanism of JACK

does allow the modeller to implement their own choice mechanisms, but this is at

once too much and too little. It allows the modeller unlimited flexibility in the

mechanisms that the agent uses, but it requires them to decide which mechanism

will be used for each type of goal, and then to implement each of these mechanisms.

Ideally, a human modelling framework would include a range of human decision

strategies, and also meta-level reasoning to decide when to apply each strategy (a

different sort of meta-level reasoning to what JACK provides).

In Section 2.3.2 one particular decision-making strategy from the field of natural-

istic decision making — recognition-primed decision making (RPD) — is discussed

in more detail. It is used in Chapter 7 to exemplify the approach to extending the

BDI framework that is presented in Chapter 3. Recognition-primed decision making

is by no means the only way in which people make decisions; the literature presents

a range of different strategies, some perhaps more plausible than others, but none of

which is applicable in all situations. It seems that people use different strategies in

different situations, and ultimately, further extensions to support human modelling

would be needed to incorporate not only additional strategies, but a meta-strategy

that would decide which strategy should be used when faced with a choice. However

while the literature abounds with alternative decision-making strategies, there is no

clear picture of what this meta-strategy would look like.

2.2.2 Cognitive Performance

Studies in psychology and cognitive science have identified a wide range of limitations

on cognitive performance (how people process and store information). This includes

factors such as the number of calculations that can be performed simultaneously,

the speed with which a person can perform calculations or retrieve information from
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memory, and the speed with which a person can react to a stimulus.

In existing military simulations, these factors were not seen to be important,

largely because the granularity of the simulated worlds that the agents inhabited

was too coarse. Even if the agents had the ability to produce accurate timing for

the details of calculations, these timings would be in the order of tens of millisec-

onds, whereas actions in the environment are performed at the granularity of several

hundred milliseconds or more. However in a world where information overload is

becoming a critical issue, simulations that study how personnel can make use of

their various sources of information are likely to be of key importance, and cognitive

characteristics will be of key importance here. Increasingly too the granularity of

simulated worlds is increasing, and as it does, the impact of cognitive performance

and its effect on the behaviour of an entity will be more noticeable in the simulated

worlds. For these reasons, cognitive performance characteristics are likely to become

more important in future applications.

Although some human modelling frameworks — most notably Soar and ACT-R

— attempt to capture some of these cognitive performance characteristics, they are

completely lacking from the standard BDI architecture. The reasoning capabilities

of a standard BDI agent are constrained only by the capabilities of the computer

on which it runs, unless of course the modeller explicitly encodes constraints when

constructing the model. There is one extension to JACK (itself a BDI-based lan-

guage) that adds a cognitive overlay to place constraints on the agent’s reasoning

capability [106]. The development of this extension was strongly influenced by the

work presented in Chapter 3, and the extension, known as COJACK, is discussed

in more detail in Appendix C.

2.2.3 Emotion

Emotions affect human performance in a range of ways, from influencing decision

making, to focusing attention and affecting the strength and nature of memory.
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There is however no universally-accepted model of how emotions work. Ortony,

Clore and Collins’ model [108] is popular and has been incorporated into a number

of frameworks, but it is by no means the only model that has been proposed.

The systems in use at AOD do not include emotional effects, despite the fact

that even military doctrine acknowledges the effects of emotion on behaviour. (For

example, fighter aircraft usually fly in pairs. If one member of the pair is shot down,

doctrine dictates that the remaining aircraft abort the mission, even if they believe

they could successfully complete it. This is in recognition of the emotional effects of

the situation, particularly that it may impair judgement.) When the models have

been based on doctrine such as this (which acknowledges the effect of emotion), the

lack of emotion in the models has not been a critical issue. However if the models are

being used to explore new doctrine, or non-doctrinal behaviour, accurately capturing

emotional effects may be critical to the outcome of the simulations.

In contrast, the BDI-based framework used by Black&White’s creature does in-

clude a model of emotions. Although no technical details of the implementation have

been published, it is obvious to a player of the game that the creature maintains an

emotional state, and Richard Evans, the AI programmer for the game, makes refer-

ence to it in one of his interviews: “if the creature is angry, it might be because...”

[31]. The creature’s emotions play an important part in engaging the player, who

will usually go to some lengths to please his/her creature.

2.2.4 Fatigue

Fatigue comes in two forms: mental and physical. Both are related to sleep, in that

tiredness will cause both mental and physical fatigue, but they also vary indepen-

dently. For example, heavy exertion will cause physical fatigue (that is, degraded

strength, reaction times and accuracy) but physical exertion alone will have little im-

pact on mental capacity. In contrast, mental performance can degrade significantly

during extended periods of intense concentration, but if the task was undertaken
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in a sedentary environment, the subject can remain physically fresh. Both types

of fatigue are offset by rest, particularly sleep, and can also be influenced by other

factors including food, lighting and pharmaceuticals.

The models developed at AOD do not include the effects of fatigue, either men-

tal or physical. However both types of fatigue can have a significant impact in air

operations: flying aircraft, particularly in combat situations, can be physically de-

manding, and air surveillance operations can involve cognitive effort over extended

periods. Including the effects of fatigue in the models is likely to bring valuable

insights in air operations analysis, not to mention other areas of operation.

Again, in Black&White, the creature does have a model of fatigue, albeit one

that is somewhat crude. The creature must rest regularly, preferably sleep, or he

will get ill, and the need becomes greater the more that the creature exerts himself.

Similarly, the creature’s need for rest is exacerbated by mental exertion (such as

spell-casting). The model is very simple and is included as much for game-play

reasons — it gives a mechanism for bounding resources — as for any illusion of

reality.

2.2.5 Learning

For people, learning is a continuous process, coming about through instruction,

emulation and experimentation. New skills are learnt, new objects recognised and

put to use, and we learn how to react to situations and when one course of action

is more appropriate than another. Although there are a variety of machine learning

techniques, the algorithms that they use make no claims to mimic human learning,

and the strategies learnt by these techniques have no guarantees of being human-like.

Because of this mismatch between machine learning and human learning, some

people have debated the value of including learning in human models. For example,

in his presentation at the Tenth Annual Conference on Computer Generated Forces

and Behavioral Representation, Petty expressed the fear that inappropriate learning
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techniques could result in behaviours that are “Martian” — that is, the models could

learn to do things that a human never would — and that even when the resulting

behaviour is human, it may be so far removed from “normal” human behaviour

that there would be little point in considering it [109]. A further concern that is

often voiced about models that learn is the problem of repeatability, although this

perhaps reflects lack of knowledge of the technology, as it is certainly possible to

produce repeatable results in systems that learn — they must simply start from the

same point each time. (That is, anything that is learnt during a simulation run is

only used during that run, not saved for the next run. On the next run — assuming

all else is constant — the same learning will take place.)

Despite these reservations, many others see learning as one of the key character-

istics of human behaviour, and one that must be incorporated into models of human

behaviour. Three types of learning are of particular interest:

• The most ambitious is for the models to be able to learn new skills and ways

of doing things, whether that be through emulation of other entities, or simply

through experimentation.

• The ability to learn when to apply a particular course of action; that is, if the

model knows more than one way of achieving a particular goal, it should be

able to learn under which conditions a given plan is ‘better.’

• The final type of learning that is often advocated is the ability to learn to

recognise the intentions of others. Intention recognition itself is a key issue

in military exercises, and also in adversarial computer games [56]. Most cur-

rent systems that incorporate intention recognition work on the basis that the

opponent will be using the same set of plans as the subject, or at the very

least, that the subject will know the opponent’s possible plans (for example,

see [92]). The subject can then match the opponent’s actions against the pos-

sible plans, and from this infer the opponent’s goals. However in real life the
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opponent may well have plans that the subject does not know in advance, yet

this does not prevent the subject from learning to recognise the opponent’s

intentions, through previous examples.

The BDI models in use at AOD do not incorporate any learning, although there

has been some exploration of learning in these systems [58]. For the types of sim-

ulations that are being run (relatively short-term — simulating days at most —

and aimed at analysis rather than exploration), models that learn new skills and

tactics would be inappropriate. The models could not learn effectively in such short

time frames, and analysis tends to be concerned with doctrinal behaviour, which is

pre-defined. The other two forms of learning would however be useful:

• Although every plan in a BDI model has a context condition that describes

the conditions under which the plan may be used, it is difficult to capture

fine distinctions in this way: although subjects can usually give the general

conditions in which a plan is applicable, the fine distinctions are more difficult

to elicit, and indeed people often make such distinctions at a pre-conscious

level. Furthermore, in real life, the context in which a plan is applicable is

rarely fixed: opponents will adapt their behaviour, and what worked once

may not work again. A real-time learning mechanism would address both of

these issues. The context condition could provide a pre-filter (as it currently

does), and the agent could further refine the choice using learning, taking their

opponents’ changing behaviours into account in the learning. The decision-

making strategy presented in Chapter 7 is an example of how this can work.

• In a closed system, where all components are under control of the developer,

it may be possible to artificially enable intention recognition by giving agents

prior knowledge of the plans that their opponents will use [56]. However if the

system includes humans, or even if some entities in the system are created by

third parties and not fully understood, such approaches do not work. When
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it is not possible to predict the plans that will be used by the opposition,

learning will be essential to enable intention recognition.

Learning is another extension to the BDI framework that is used in Black&White.

The creature displays two types of learning: both learning new strategies, and learn-

ing when to use particular strategies. The learning of new strategies is much simpli-

fied however due to the constraints of the game. There is only a finite set of possible

strategies, and it is likely — although not clear from any published account — that

the creature knows all these strategies in advance, and merely has them activated

when it recognises them being performed by others. The learning of when to use

strategies is explicitly added to the framework, in the form of decision trees [31].

2.2.6 Memory

Although strictly speaking memory is just one of the cognitive processes mentioned

earlier, it is highlighted here as it is one of the most important. Human memory

is a complex process: tremendous amounts of information are stored in a person’s

memory; only a fraction of that is readily accessible. There are various models

of memory, some having separate stores for short- and long-term memory, while

others do not make this distinction, but most distinguishing between declarative

and procedural memory. Most important, whatever way the memory is divided up,

is the notion that we forget: memory fades, and after a certain point, although it

may be still there, it is inaccessible without aids (such as the visual or particularly

olfactory stimuli that trigger childhood memories). The other important thing about

human memory is that we have a sense of history; we can trace the events that led

to the current circumstance.

The memory of BDI agents however is bounded only by the programming of

their beliefs. There is no notion of ‘forgetting’; a belief can be explicitly removed,

or replaced with another, but it does not fade over time. BDI agents also have a

very limited notion of history unless it is explicitly programmed into their beliefs.
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They keep track of the goals that they are performing, so that if a plan fails they

may reconsider how to achieve the goal, but their history does not extend beyond

the current goal stack.

The systems at AOD have made no effort to address these shortcomings. It is

also not clear from the published work on Black&White whether memory has been

explicitly addressed. The creature does appear to forget how to do things, but this

may simply be a product of the reinforcement learning. It is not clear if the creature

forgets about things, such as where to find food, or the location of a particular rock.

2.2.7 Perception and Attention

It is generally accepted that our knowledge of the world arises from a combination of

passive and active sensing. Passive sensing is used for things that we automatically

detect (such as explosive noises or flashes of light), whereas other things are not

noticed until we actively search for them — this being active sensing.

In many cases, software agents are simply given perfect vision, able to see all

objects within their field of vision (and occasionally even beyond these bounds)

equally clearly, and precise action, with every action being completely accurate and

instantaneous. For some types of simulation, these simplifications may have little

impact on the results, but in many applications the effects can be significant. In

human-computer interaction studies, for example, the time taken to find an object

on the display and move the mouse to this object can be significant in the overall

timing of the task, even for experts. In an air combat simulation, the accuracy

and speed of steering might make the difference between successful completion of

the mission and a fatal crash. The layout of an instrument panel can also have a

critical impact: as Gray discusses [49], small differences in interface design can have

a significant impact on the time taken to perform common tasks.

The BDI framework does not specify how an agent should sense the environment.

Information from the environment somehow becomes beliefs, but exactly how this
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happens is left open. The common approach at AOD has been to feed sense data

directly into the agent’s beliefs, which allows the agent to then react to its changing

beliefs. This however fails to acknowledge that the agent should have a focus of

attention, and depending on where this focus is, may notice (see, hear or otherwise

sense) different things. This can be a critical issue in military scenarios, allowing,

for example, the use of a distraction to aid an ambush. An alternate approach is to

have a plan that processes a data stream from the environment that is then turned

into beliefs. The way in which the data stream is interpreted can then simulate

passive and active sensing, but this must be done explicitly within a plan, rather

than it being a generic part of the framework.

In Black&White the creature does have a focus of attention, but it is not clear

how this has been implemented. It will fail to notice things when for example it is

focused on a task, and it will be distracted by unusual events.

In Chapter 5 an extension to the BDI framework is presented that includes a

limited model of perception (allowing the agent to “see” a simulation of a telephone

keypad). The background to this is discussed below in Section 2.3.1.

2.2.8 Timing and Accuracy of Actions

The final issue raised by the staff at Air Operations Division was that the models

do not take account of the timing and accuracy of actions. In the physical world,

every action has a timing and accuracy associated with it. For example, a pilot might

desire to fly to a particular position, so he/she would turn to the appropriate heading

and then fly in that direction. The original turn may not have been exact however,

and this would become apparent as the pilot approached the target. If accuracy

was important (for example the target was a landing strip), the pilot would make

adjustments to his/her heading, taking additional time, and possibly introducing

further error. This process would continue until the desired position was reached.

If on the other hand accuracy was unimportant (for example the target was a way
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point in a flight path), it might be possible to ignore the error, so long as it was not

too large.

Accurate models of timing and errors in actions are generally not included in

AOD’s simulations. Errors are sometimes introduced using probabilistic functions,

but this is the extent of it. The inclusion of such models would provide further

capabilities for analysis.

The extension in Chapter 5 also contains a limited model of timing and accuracy

of actions, by simulating the mouse control for interaction with the aforementioned

simulated telephone keypad. Again, the background to this is discussed below.

2.3 Two Specific Examples of Generic Human Behaviours

In Chapter 3 I present a methodology for adding generic human behaviours to a

BDI-based framework. It is a two-pronged approach, advocating different tech-

niques depending on the nature of the behaviour to be incorporated. Briefly (I

will explain in more detail in Chapter 3), behaviours that can be characterised by

folk-psychological explanations should be integrated using these folk-psychological

explanations, while a different approach is taken for behaviours that do not lend

themselves to folk-psychological explanations. Chapters 5 and 7 illustrate each of

these approaches by extending the framework with an example of each type.

2.3.1 The First Extension: A Simple Model of Perception and Action

Chapter 5 presents the first of two examples that illustrates the use of the approach

to extending the BDI framework that is described in Chapter 3. In this example, the

framework is extended to incorporate a simple hand and eye model, which allows

for interaction with a mouse-driven, Java-based graphical user interface.

Perceptual/motor extensions to various cognitive architectures have allowed re-

searchers to build models that interact with simulations of the interfaces an operator
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would use (such as Salvucci’s work on telephone use while driving [116]), and in some

cases with the interface itself (for example, the work of Byrne [18, 19] and St. Amant

and Riedl [125] on user interface evaluation). The growing interest in this approach

has been illustrated in a special edition of the International Journal of Human-

Computer Studies [114]. Although a significant amount of work has focused on GUI

testing and evaluation, there are also models that manipulate (simulations of) phys-

ical objects (for example [69, 116]). These studies all illustrate the importance of

including perception and action in the model in order to get a better match between

the model and the subject being modelled.

The perception and action models that are introduced in Chapter 5 are limited

to interactions with a mouse-driven, Java-based graphical user interface. The ac-

tion model could be extended to other forms of interaction, such as keyboard use,

following the same principles that are presented in Chapter 5. The model of percep-

tion is more limited. It does not incorporate a full computer vision model; rather

it uses a knowledge of where the Java components of the interface are placed on

the screen, ‘seeing’ then when the eye focus moves to their position. A computer

vision algorithm could replace this Java-based method and thus extend this work to

cover other types of interface (St. Amant and Riedl’s VisMap is an example of such

an approach [125]), but the development and/or integration of such a system was

beyond the scope of this work.

2.3.2 The Second Extension: Recognition-Primed Decision Making

The second, and more complex, of the two examples demonstrating the approach

to extending the framework is presented in Chapter 7. This extension incorporates

a particular decision-making strategy known as recognition-primed decision making

(RPD) into the framework.

The recognition-primed decision model was developed by Klein and associates to

describe a decision strategy that was commonly observed among people operating



54 2. Background

in their domain of expertise [73, 76, 74]. RPD is one of several models of deci-

sion making that have emerged from a field known as naturalistic decision making

(NDM). This field was established by researchers in the late eighties. Its aim was to

examine decision making in the fieldm, rather than the controlled laboratory spaces

in which it had traditionally been studied. In particular, the domains of interests

were characterised by the following characteristics:

• Ill-structured problems

• Uncertain, dynamic environments

• Shifting, ill-defined or competing goals

• Action-feedback loops

• Time stress

• High stakes

• Multiple players

• Organisational goals and norms

In these types of environments, people cannot afford to make slow and careful

deliberations. A delay in action may have catastrophic consequences, and moreover,

the dynamic nature of the environment may mean that by the time a decision has

been reached, the situation has changed so much that the choice made is no longer

appropriate. In such environments, a speedy decision that avoids disaster (but

does not necessarily give the optimal solution) is preferable to delaying action while

calculating the best option. Klein and colleagues have studied people operating in

a number of areas of expertise — including fire fighting, military command and

control, air fighter operations, and intensive care nursing — and found that experts
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in these domains used the RPD strategy for up to 95% of their decisions [74, Table

7.2].

RPD is based on the idea that people operating in their field of expertise spend

very little time on decision making ; rather they devote most of their energy to un-

derstanding the situation. For a person operating in their area of expertise, most

situations are automatically recognised as typical, and this recognition results in

four by-products. Firstly, the operator will have a good idea of what is likely to

happen next, and any deviation from what is expected will make them question

their diagnosis of the situation. They will also understand what cues are important,

avoiding information overload, but paying attention to key indicators about how the

situation is progressing. They will understand what goals are practical to pursue,

and also what courses of action are possible in order to achieve these goals. Fur-

thermore, studies have shown that in the majority of cases, the first course of action

that is thought of tends to be the best [79, 67]. Before implementing a particular

course of action however, the operator will run through a mental simulation of the

plan, making minor modifications if needed, or abandoning it completely if he/she

judges that it will not work (and if so, either selecting a different course of action,

or re-evaluating the situation). Finally, when a course of action has been selected

that seems likely to be successful, it will be implemented. This process, summarised

in Figure 2.1, is not usually explicitly considered by the decision maker (although

in some cases operators are trained to use this type of strategy [115]), but has been

formulated by Klein and associates as an explanation of the so-called “intuitive”

decisions that experts use so effectively.

2.3.3 Other Implementations of RPD

The recognition-primed decision model has attracted a great deal of interest in

many circles, and there have been other attempts to include it in models of human

behaviour, particularly in the military domain. Other implementations of RPD tend
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Figure 2.1: The recognition-primed decision model of decision making (adapted from
[76])

to view it as a complete solution to the problem of representing human decision

making, although studies have shown that in the best case, only 95% of decisions

are made using this model (and in some domains, the proportion can be below 50%).

Although the implementation presented in Chapter 7 is focused on extending the

BDI framework to incorporate RPD, it is not intended to be a complete solution to

the problem of human-like decision making, and is intended to be one of a suite of

decision-making strategies in a broader framework. In contrast, the implementations

that are discussed here appear to regard RPD as the sole decision-making strategy

needed in the models.

Sokolowski has proposed and implemented a composite agent that implements

the recognition-primed decision model [123, 124]. His agents are combined of several

sub-agents, each handling different aspects of the behaviour, some reactive, and some
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pro-active. Based on earlier work by Hiles et al. [59], Sokolowski mapped the various

elements of the RPD process onto existing components of the composite agent, in a

similar manner to that presented above for BDI agents. As with the BDI mapping,

he found no obvious way to map mental simulation into the composite agent. The

implemented agents were validated using amphibious assault simulations based on

historical data, with the decisions made by the agents comparing favourably with

those of thirty military officers who role-played the same scenarios. Over a number

of simulation runs, the pattern of the agent’s decisions almost exactly matched

those of the officers. There was no attempt however to capture any differences in

style: one agent was constructed that incorporated all knowledge from the various

subject matter experts that were involved. As discussed in Chapter 6, different

people have different ways of achieving the same task (in that they might perform

a different set of sub-tasks in order to achieve the same overall goal), and it may

well be inappropriate to merge knowledge from different sources in this way. As

the test scenario presented a narrow range of decisions, it was not possible to tell if

Sokolowski’s RPDAgents would produce inconsistent decisions (decisions that seem

reasonable in isolation but unlikely when considered as sequential decisions from an

individual) when faced with an extended scenario. It is possible that there is data

encoded into these agents that does ensure consistency of decisions over time, but

it is not mentioned in the published work to date.

Warwick et al. have focused very specifically on developing a computational

model of RPD, rather than implementing it as part of an integrative cognitive ar-

chitecture [142, 141]. This has allowed them to start from scratch with their ar-

chitecture, unencumbered by the constraints of an existing architecture. At the

same time, it means that their architecture will be required to be extended to in-

corporate other aspects of cognition, or embedded within an existing architecture,

before it can be more widely used for human modelling. Their RPD architecture

uses Hintzman’s multiple trace memory model [60] to create a long term memory of
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previous experiences that can be drawn upon for recognition. Input to the architec-

ture is in the form of a predefined set of cues, which are used to build up situation

awareness. When a decision is required, the current situation awareness is compared

with experiences in long term memory, and the best match is selected to determine

the course of action. The architecture has been tested in a very simple test bed,

where the agent must make a decision about what do do when it approaches a set of

traffic lights. Although no quantitative results were presented, the authors appear

confident that their implementation captures the essential characteristics of RPD.

A further implementation of RPD has been undertaken by Fan et al. [34, 33, 35].

Their implementation, known as R-CAST, is an extension of an agent architecture

known as CAST [153], and focuses on the use of recognition-primed decision making

in mixed human-agent team environments. The agents are provided with RPD so

that they may collaborate better with human team members (who are assumed to

also be using RPD). In particular, R-CAST has built-in mechanisms for collaborat-

ing with team members during each phase of the RPD process (situation analysis,

recognition, selection of course of action and expectancy monitoring). Unlike the

previous two examples, humans are explicitly involved in the decision making loop,

and the measures of effectiveness that have been used are comparisons of humans

performing the task unaided versus humans performing the task in collaboration

with RPD-agents. The results have shown that there is some improvement in per-

formance in the collaborative model, but there does not appear to be any evaluation

of the RPD agents in comparison to human data. Indeed, the aim is not to model

human behaviour per se, but to provide a decision support tool.

Ji et al. (John Yen is a contributor in both this and the previously-mentioned

project) have produced a fuzzy logic based model of recognition-primed decision

making, which has been used to develop a model to detect adverse drug reaction

[64]. In this case, the model is used in much the same way as a classical expert

system, presented with hypothetical patients and required to determine the strength
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of the causal relationship between a drug and its adverse affect. The results of these

determinations were then compared to those of physicians on the same data. As

with the model of Warwick et al., this model exists in isolation of other aspects

of cognition, and if it is to be more than an expert system there must be some

demonstration of how it could be integrated within a broader system.

The RPD extension to the BDI framework that is presented in Chapter 7 demon-

strates how a model of RPD can be integrated within a broader system. It is not

intended to be the decision-making strategy used by agents, and further extensions

would incorporate alternative strategies together with a meta-strategy to determine

which decision-making strategy to use.

2.4 External Environments

Another of the weaknesses identified by practitioners at AOD was the difficulty

of interfacing the agent-based models with external environments. This problem

is by no means limited to BDI-based human modelling; it can arise whenever a

model must interface with an external environment. As such, the discussion of the

potential pitfalls that is presented in Chapter 4 is relevant to anyone developing

a model that must interface with an external environment. However some of the

recommendations presented in that chapter on dealing with these pitfalls are specific

to the BDI paradigm.

In the early days of the development of BDI-based human models, developers at

AOD had control over both sides of the agent-environment interface; that is, they

were free to modify the environment model as well as their reasoning models in order

to achieve smooth interaction. This meant that they could do things like feed sense

data directly from the environment into the agents’ beliefs as mentioned previously.

In recent years, they have had less control over the simulated environments in which

the models must operate, which has been problematic.
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This problem first arose in early stages of work in the Virtual Air Environment

(VAE), when agents were inserted into the environment used in a training simulator

[10]. The problem in this case was that the environment was designed, in the words

of one developer, to “paint pixels on the retina” of the simulator operator. That is,

although the environment contained terrain such as hills and valleys, and objects

like trees and buildings, it was represented in the form of polygons to be drawn on a

screen. The agents could not ‘see’ these objects as the human operators could, and

it would take sophisticated processing to interpret them.

Related problems arise even when the environment is labelled so that the agents

can ‘see’ its features. If sense data is fed directly into their beliefs, as has been

typical at AOD, the agents can potentially notice more than a human would —

as discussed in Section 2.2.7, the distinction between active and passive perception

means that people may not ‘see’ some things even when staring directly at them

— and if the environment decides what the agent can see, this prevents some of

the modelling of perception and attention that is flagged as desirable below. Using

commercial off-the-shelf systems, or even in-house systems of other organisations,

the model builders may have little control over how and when sense data is provided

by the environment, but must do with it what they can.

The performance of actions in the environment can be another source of prob-

lems. Usually, the agents are limited to a fixed set of actions that can be performed,

which may not map exactly to the actions that a human can be perform. In envi-

ronments that allow both human and agent operators, it may be possible to allow

the agent to perform the same actions as a human operator, but this may be im-

practical. For example, a human flying a path will make minor adjustments to the

aircraft based on visual feedback, but without a full vision processing system, an

agent will not be able to do this even if it is possible to perform the appropriate

actions.

In the case of Black&White, these problems have been avoided because the de-
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velopers have had complete control over both the environment and the creature.

Inserting the appropriate labels into the environment representation was part of the

development process, and this has been a very thorough process. The creature is

able to perform almost the same actions as the player, and when it can’t, the rea-

son for this is clear (for example, the creature may not have fully learned a how to

perform a particular spell, and one will see the creature attempt it but fail).

2.4.1 Related Work

A series of workshops on environments for multi-agent systems were held in con-

junction with the Autonomous Agents and Multiagent Systems conferences in 2004,

2005 and 2006 [146, 147, 148]. The proceedings of the first of these workshops com-

mences with a survey of state-of-the-art and identification of research challenges

[149]. This makes clear that the interest of this workshop series is in systems in

which the environment is developed as part of the multi-agent system, rather than

the case where agents must interface with an externally-constructed environment.

They argue that the environment should be considered to be a first-class entity in

the design of such systems, which I fully endorse. This however is no help when

the environment is pre-defined, as is frequently the case in human-modelling appli-

cations. Furthermore, even when models of human behaviour are being developed

without a specific environment in mind (for example to test an extension to a hu-

man modelling framework), there are reasons why it is sometimes preferable to use a

pre-existing environment rather than develop a new one, as I discuss in Section 4.5.

2.5 Knowledge Acquisition

Although it was widely acknowledged that the BDI framework facilitated knowledge

acquisition due to its folk-psychological roots, many developers at AOD felt the need

for a more structured approach, as indicated in Section 1.6.3. Graphical development
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tools were widely applauded as supporting the process of representing knowledge

[61], but the process of gathering the knowledge from experts is still a difficult

process.

In every simulated environment, there is a fixed set of actions that any agent

can perform. The exact number of possible actions may vary considerably, but it

will be a finite set. Getting the agent to perform these basic actions in a realistic

manner can itself be a challenging task (particularly when it comes to full graphical

representation), but is only the first step, and not within the scope of this work

(although see Funge’s work for some insights into this issue [37, 38]). The focus of

this work is the challenge of getting the agent to string together these basic actions in

a realistic manner, reacting appropriately to changes but at the same time pursuing

its goals. This is where knowledge acquisition and representation comes in.

Knowledge acquisition and representation is the process of gathering and encod-

ing the domain-specific knowledge and reasoning that is used in the performance of

a task; the knowledge and reasoning that ultimately leads to action. This knowl-

edge is usually supplied by a subject matter expert (SME), someone who in real

life performs the task being modelled. When the task to be performed is relatively

straightforward, with only a limited range of possible courses of action and few exter-

nal factors influencing the performance of the task, gathering the required knowledge

is a correspondingly straightforward task. However when the subject must react to

a dynamic environment, and/or the influences of other agents, and/or when there is

a wide range of ways in which the task can be performed, gathering the knowledge

is more challenging.

Perhaps unsurprisingly, SMEs will rarely express their means of performing the

task of interest in a way that can be directly translated into the target modelling

language, whatever that modelling language might be. Firstly, the way in which they

present their knowledge will rarely correspond to the way in which the knowledge

must be represented in the modelling language, and secondly, they are likely to ‘gloss
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over’ small details that they themselves take for granted but are essential knowledge

for a model. If an SME is asked to describe the way that he/she performs the task,

there are a number of problems that may arise:

1. He/she will focus on the ‘normal’ performance of the task, that is, the way

that it is performed when everything goes as planned.

2. Even if the SME describes multiple possible ways of performing the task,

he/she will focus on ‘standard’ options, neglecting the less common ones.

3. The subject will get bogged down in technical and/or procedural details, rather

than the cognitive aspects of the task.

4. The task will be described without sufficient detail for implementation.

5. Some aspects of the explanation of reasoning will be post-justifications of the

subject’s actions. That is, they will present explanations of the reasoning

behind their actions that appear consistent, but may in practice be making

their decisions through quite different processes.

To combat these problems, knowledge acquisition needs to be carefully structured,

with probes designed to target each of these points.

Another issue that must be considered at this stage of the modelling process is

whether the aim is to build models of individual persons performing the task, or

to build a single model that captures all the possible ways of performing the task.

Gobet and Ritter have argued that it is unreasonable to attempt the latter [45], be-

cause individual differences — that is, differences in knowledge, skills, and personal

characteristics — play too much part in the performance of most tasks. In the ex-

amples presented in this thesis, the models are of specific individuals performing the

tasks, rather than generic models that capture all possible variations in behaviour.

This distinction between the model of an individual as opposed to a single model

capturing all individuals is important when performing knowledge acquisition. In
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the first case, all the required knowledge for a given model can be gathered from

a single SME. In the latter case, although a single SME may be able to provide

some of the information on how others perform the task differently (for example

he/she may be able to identify a different strategy, but may not fully understand

the reasoning that is used in implementing that strategy), multiple SMEs will be

required to give the full details. Exactly how many SMEs will be required will be

heavily dependent on the task and the amount of variation seen in the performance

of the task.

The approach to knowledge acquisition that will be presented in Chapter 6 is

tailored particularly to representation in a BDI-based language. It could also be

adapted to other goal-based modelling languages by adjusting the probes to suit

the requirements of the particular language being used. Allsopp et al. [3] have

instead taken the approach of creating a generic knowledge repository, suitable for

translation into a range of languages.1 The difficulty of this approach is that it

is then necessary to anticipate the requirements of a range of different languages.

At a certain level of abstraction, the task can be described in a form suitable for

almost any modelling language. However, when it comes to filling in the details,

different languages (or families of languages, such as BDI-based languages versus

production systems) have different requirements. Indeed one of the early findings

of Allsopp et al.’s work was that knowledge represented in a form that could be

directly translated into a JACK model could not easily be translated into a Soar

model [3]. If the knowledge was stored in the repository at a level general enough to

be used by a range of modelling languages, further details would need to be gathered

in order to construct a model within a specific language. On the other hand, storing

knowledge in a form suitable for a particular language will not necessarily aid the

construction of a model using a different language.

1This work focuses on the representation and storage of knowledge, ignoring the details of
knowledge acquisition.
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Here I consider practices in knowledge acquisition at AOD in the period 1995–

2005, before looking at techniques used for knowledge acquisition in other areas.

The approach presented in Chapter 6 draws largely on the last of these, Cognitive

Task Analysis, but is influenced by the others.

2.5.1 Knowledge Acquisition at AOD

Formal specifications of tactics and standard operational procedures can go some

way to providing the domain specific knowledge required to build models of air force

personnel, but subject matter experts — the people who perform the roles being

modelled — are required to fill in the details. These air force personnel have high

demands on their time, and it is both difficult and expensive to involve them in the

development process. Consequently it is important that the time spent with them

is used as efficiently as possible.

Thanks to the history of BDI-based human modelling at AOD, there is now

considerable collective experience in the process of developing BDI-based models of

human behaviour, and some individuals are well-practised in knowledge acquisition

for this purpose. These individuals have learnt through trial and error their own ways

of doing this, but this does not help newcomers to the process. These newcomers are

faced with a new programming paradigm, with few tools to support development in

this process, and little in the way of supporting methodology. Experienced model

builders can provide some guidance, but with no formal approach to knowledge

acquisition, the best that newcomers can hope for is a pseudo apprenticeship to an

experienced developer — and again, because of demands on these people’s time, this

is not always possible.

One approach that has been explored at AOD and more widely within the De-

fence Science and Technology Organisation is the use of cognitive work analysis

(CWA) [89, 24, 144]. Despite the similar name, cognitive work analysis bears no

relationship to cognitive task analysis (see Section 2.5.4). As the focus of CWA is on
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the constraints placed upon the subject by the system they are using [139, 117], it

may be useful in gathering knowledge surrounding these boundary conditions, but

less so for other situations.

One of the biggest challenges in knowledge acquisition is knowing when to stop

gathering knowledge. It is important to have enough input from the expert to build

the model, but how much is ‘enough’? The model builder usually has only limited

knowledge of the task — perhaps from reading manuals, but rarely from any personal

experience in the task. Identifying the gaps in the knowledge provided by manuals

that need to be filled by expert knowledge is non-trivial. Another problem is that

experts sometimes have a tendency to focus on technical details — for example, the

pre-flight check that is drilled into them early in their training. Those performing

knowledge acquisition can get bogged down in these procedural details, when the

knowledge that they really need to be gathering is about the cognitive aspects of

the task. (If the pilot performs the same check every time, that is straight-forward

to model. It is the exceptions to the rules, and particularly the reasons for these

exceptions, that it is important to capture in the models.) The methodology that

is presented in Chapter 6 attempts to address these issues, providing a structured

approach that newcomers can follow, giving an understanding of what knowledge is

required, and when to stop probing for knowledge.

2.5.2 Knowledge Acquisition in Expert Systems

Knowledge acquisition has long been regarded as a thorny issue for expert systems:

“Knowledge acquisition is a bottleneck in the construction of expert

systems. The knowledge engineer’s job is to act as a go-between to

help an expert build a system. Since the knowledge engineer has far

less knowledge of the domain than the expert, however, communication

problems impede the process of transferring expertise into a program.

The vocabulary initially used by the expert to talk about the domain
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with a novice is often inadequate for problem-solving; thus the knowledge

engineer and expert must work together to extend and refine it. One of

the most difficult aspects of the knowledge engineer’s task is helping the

expert to structure the domain knowledge, to identify and formalise the

domain concepts.”[54]

Although this quote dates to the early 80’s, and considerable advances have been

made since this time, knowledge acquisition remains a non-trivial task. Numerous

handbooks on the topic were produced in the late 80’s and early 90’s (e.g. [53, 1, 70],

and a series of journals, workshops and conferences were established (for example

Knowledge Acquisition [81], the Knowledge Acquisition Workshop series [82], and

the European Knowledge Acquisition Workshop series [30]).

Knowledge acquisition for expert systems falls into two categories: that which

is ‘manually’ gathered from experts, and that for which the collection is automated

(for example through data mining techniques). Most of the work in the last decade

has been in the latter area, or the fusion of the two; however the techniques that

are used in the manual knowledge acquisition are what are relevant to this work. In

particular, computer-based tools allowing visualisation of the relationships between

concepts were found to be useful [39], analogous to the use of graphical development

tools in JACK [61]. There still remains the issue of how to elicit these concepts from

subjects. In 1992 Byrd et al. provided a summary of the techniques for knowledge

acquisition for expert systems, contrasting them with requirements analysis tech-

niques [133]. Although the work is old and in many cases the particular techniques

that were considered have been superseded, the categorisation into five broad cate-

gories (observation techniques, unstructured acquisition techniques, mapping tech-

niques, formal analysis techniques, and structured acquisition techniques) is still

valid. Techniques from each of these categories have also be applied to knowledge

acquisition for modelling human behaviour.
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Although knowledge acquisition for expert systems does have many of the same

issues as knowledge acquisition for modelling human behaviour, there is one major

difference. In expert systems, the purpose of the knowledge is to derive conclusions;

in human modelling, the purpose of the knowledge is to generate action. This

subtle difference actually makes a considerable difference in knowledge acquisition,

because the reasoning behind actions becomes routine (and thus less accessible)

far more quickly than reasoning about facts. This means that while the techniques

used for knowledge acquisition in expert systems may be useful for human modelling

applications, they might fall short of gathering all the knowledge necessary to create

models.

2.5.3 Knowledge Acquisition through Participatory Modelling

An approach to knowledge acquisition that has proven successful for modelling

human behaviour in social simulations is participatory modelling (for example,

[9, 52, 51]). In this approach, subjects take part in simulations of their tasks (which

may be real-world or computer simulations), their actions observed and analysed,

and these observations are then used to develop models. These models are then

presented to the subjects, who provide feedback that is used to further refine the

models.

The relative simplicity of the models in these social simulation applications com-

pared to those in the area of interest for this work facilitates this approach because

the development time can be very short. It relies on extensive involvement by the

subjects being modelled, which is not practical in the case of the subjects for the

models at AOD. Furthermore, observation of behaviour alone will not provide suffi-

cient information to develop models of experts operating in complex domains (such

as military domains):

“Simply observing overt behaviour can sometimes give only a superficial

understanding of what an operator is doing and why. Furthermore even
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questioning the expert does not always reveal the underlying cognitive

structure, which, if known, would be a better predictor of performance

in as yet unobserved situations, such as a novel emergency.”[5]

Some means of accessing the reasoning behind the actions will be required to develop

even a first pass at models in this domain. For these reasons one would not directly

adopt this approach for the types of models considered in this thesis.

2.5.4 Knowledge Acquisition through Cognitive Task Analysis

As Annett explains:

“The term task analysis and variants such as hierarchical task analysis

and cognitive task analysis represent a wide range of approaches and

methods that reflect both current theories of human performance and the

practical demands made on the analyst by the sociotechnical context.”[5]

Cognitive task analysis (CTA) approaches and methods have been developed for a

range of purposes including individual training and performance assessment, human-

system interaction assessment (in particular looking at task and/or tool (re)design)

and team training and performance [118]. Despite these different goals, the focus

of these methods on the cognition underlying the performance of tasks matches

closely with the needs for the human modelling applications discussed in this thesis.

In Chapter 6 I adapt techniques from two CTA methodologies (Applied Cognitive

Task Analysis (ACTA) [99] and the Critical Decision Method [25]) to this purpose.

2.5.5 Other Forms of Subject-Based Knowledge Acquisition

Details of the knowledge acquisition methodologies used in the development of other

models of human behaviour are scant. The work of Allsopp et al. that was previously

mentioned [3], for example, talks of a knowledge repository, but has no information
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on how the knowledge for that repository is acquired. Silverman et al. use person-

ality profiling to develop models of individual behaviour in ethno-political conflict

[119], but this is a coarser-grained model than the type developed using BDI-based

models of human behaviour; it is unlikely that a modeller would be able to develop a

good model with the detail typically present in the BDI-based models without some

direct information from the subject(s) being modelled. Georgeon et al. use activity

traces in their development of driver models [43], but again, this is approach is un-

likely to provide the level of detail required for BDI-based models of behaviour. In

contrast, McAndrew et al. use an approach to knowledge acquisition that is in many

ways similar to that proposed in Chapter 6 [95], but the knowledge is used to develop

a different type of model (a causal belief map, rather than an executable model).

The general scarcity of information about the knowledge acquisition methodologies

that are used in practice points in itself to the need for a structured approach.

2.6 Summarising the Weaknesses; Building on the Strengths

In Chapter 1 I identified three key shortcomings of using a BDI framework for

developing models of human behaviour, namely

1. the lack of models of many generic human characteristics within the frame-

work,

2. the difficulties in interfacing the models with external environments,

3. and the lack of a standard approach to gathering and encoding knowledge

within the models.

The background presented in this chapter has evidenced that none of these problems

are unique to BDI-based human modelling, and that there are various approaches

that have been taken to addressing these problems in a range of other modelling
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frameworks. As I have discussed however it is not appropriate to directly adopt

these means of addressing the problems.

In the remainder of this thesis I address each of these weaknesses in turn, drawing

on these approaches that have been used in other areas, but most particularly,

drawing upon the folk-psychological roots of the BDI framework. This is key to

providing a strong BDI-based framework for human modelling applications, as it is

the key to the existing successes of BDI-based human modelling. In the following

chapter I shall explain how to build upon folk psychology when incorporating generic

human characteristics; this in turn is exemplified in Chapters 5 and 7. Chapter 4

examines the difficulties of interfacing with an external environment, looking to folk

psychology again to bridge this gap. And Chapter 6 presents a methodology for

knowledge acquisition that is geared to the folk-psychological concepts used within

the BDI framework.
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3. AN APPROACH TO EXTENDING THE BDI

FRAMEWORK

The main weakness of the BDI architecture that I focus on in this work is its lack

of generic human characteristics. As mentioned in Chapter 2, there is no human

modelling framework that contains every possible generic human characteristic. In

all likelihood, if such a framework did exist it would be hugely cumbersome: difficult

to use for building models, and slow and memory-hungry to run. Difficult to use

because many characteristics would need additional input (in the form of domain-

specific knowledge) from the modeller, and slow to run because each additional

characteristic entails some computational overhead. In other words, the fact that

no framework contains all the generic human characteristics is due to pragmatism

as much as anything. Rather, different frameworks are specialised for use in differ-

ent types of application, with each framework containing a different set of generic

characteristics. So for example cognitive modelling frameworks (such as Soar and

ACT-R) focus on those characteristics related to cognition, while others focus on

other areas, such as GOMS’ focus on perception and action.

The BDI architecture however has no area of specialisation in this respect: it

provides nothing more than an abstract model of human reasoning. If the BDI archi-

tecture — or at least, a BDI-based architecture — is to be more widely used for hu-

man modelling, at least some of these generic characteristics should be incorporated

into the architecture, an argument that I shall expand in Section 3.1. However the

addition of these characteristics must be undertaken with care: the great strength

of the BDI architecture when used for human modelling is its ‘natural’ fit with the

way knowledge is presented by experts and understood by laypeople. Thus it is im-

73



74 3. An Approach to Extending the BDI Framework

portant to preserve this feature of the architecture when additional characteristics

are incorporated into it.

To achieve this, I advocate taking advantage of the folk-psychological roots of

BDI, adding more detailed folk-psychological explanations of human behaviour to

capture more of the generic characteristics of human behaviour. The intentional

stance, upon which the BDI architecture is based, is one of the most abstract forms

of folk psychology. In our everyday explanations of behaviour, we often refer to

additional concepts to the beliefs, desires and intentions of BDI. For example, emo-

tions are often important in our explanations (“He ran away because he was scared),

and motivations or priorities are another common characteristic (“She dropped out

of her degree because it didn’t seem important”). It would be possible to formu-

late emotions, motivations and priorities in such a way that they could be encoded

within a ‘standard’ BDI framework, but this would require the model builder to

encode them for each model. Instead, I argue that if they are deemed necessary for

the target modelling exercise, they should be included in a new extended framework,

allowing the model builder to focus on the domain knowledge rather than having

to recreate generic behaviours. This chapter focuses on the process of creating an

extended framework; Chapters 5 and 7 give two examples of the process.

Characteristics that are commonly referenced when explaining the behaviour of

others often have their own folk-psychological models, such as Ortony, Clore and

Collins’ model of emotions [108]. This model describes not only how emotions affect

reasoning and action, but also how emotions arise. Like the intentional stance, these

folk-psychological models may not actually describe what is happening in a person’s

head, but they ‘deepen’ the explanation, again providing robust mechanisms for

predicting the behaviour of others. When such models are integrated with the ex-

isting framework, as I describe in Section 3.3, the ‘naturalness’ of the framework is

maintained. Even though the model builder may have to gather some extra domain

knowledge to support the operation of these mechanisms, the folk-psychological un-
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derpinnings mean that this will be ‘natural’ knowledge for both the domain experts

and subjects being modelled.

There are however some aspects of human behaviour and reasoning for which

there are no folk-psychological explanations, or for which the available explanations

are too ‘broad brush’ to account for behaviour with the level of detail that is required

in a particular application. For example, we are well aware that hunger affects

performance, but it rarely comes into every day descriptions of behaviour except at

a very general level (“She’s irritable because she is hungry,” for example). However

hunger has numerous effects at a physiological level that in turn influence cognition

and action, and in certain applications it may be important to capture these effects.

For these aspects of human reasoning and behaviour an alternative to the folk-

psychological approach is required. I advocate self-contained modules, that ‘attach

to’ rather than ‘integrate with’ the main framework, as I will describe in Section 3.4.

3.1 Why Extend the BDI Framework?

As already mentioned in Chapter 2, the BDI framework was not designed for human

modelling, but nevertheless it has had many successes in this area of application.

Practitioners who have used the framework for this purpose have identified a num-

ber of generic human characteristics that they believe, if they formed part of the

underlying framework, would provide a more powerful tool for modelling human be-

haviour. These are characteristics that the practitioners see as being important in

their applications of interest, characteristics that are likely to influence behaviour to

an extent that they will have an outcome on the simulation results. The particular

characteristics of interest vary from one application to another, because different

scenarios will exercise different aspects of human reasoning and cognition. For ex-

ample, physical reaction times are not likely to be important in a scenario that

focuses on long-term planning, but they are likely to be important in an air combat
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scenario. In contrast, the limitations of human memory are likely to be far more

significant in the long-term planning scenario than in the air combat scenario. The

incorporation of relevant characteristics into the underlying framework would allow

the development of more complex models: the model builders could produce models

with the desired behaviours without having to implement the desired characteris-

tics explicitly in each model; they would be free to focus on the domain-specific

knowledge required for the models.

In Chapter 2, I presented a number of generic characteristics that were identified

by modellers and application users at DSTO as being important for the types of

applications that they used. These characteristics were discussed in detail in Sec-

tion 2.2, and included cognitive limitations, decision-making strategies, emotions,

fatigue, learning, memory, perception and attention, timing and accuracy. This list

was not intended to be an exhaustive list of generic characteristics that could or

should be included in a human modelling framework, it is merely those which were

identified by practitioners at DSTO for their particular area of application. Other

characteristics that could be considered include physiological aspects, such as the

need for sustenance, or more abstract aspects, such as social intelligence. What

is key is that each of the characteristics — either in the list from DSTO, or more

generally — is something that is generic to human behaviour and reasoning, rather

than the domain-specific knowledge that is required to perform a particular task.

For models built using the existing BDI architecture, there were two options

available when it came to scenarios where these characteristics would have an im-

pact upon the outcomes: either avoid modelling these scenarios or explicitly build

the desired characteristics into each model in such scenarios. Each of these ap-

proaches has problems. With the former, the range of applications that can be

addressed is limited. The latter approach has a number of problems. Firstly, the

model builder has more work to do: not only does he/she need to capture and rep-

resent all the domain-specific knowledge from the expert, he/she must also build
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a model of whatever characteristic(s) is required. Secondly, the BDI architecture

(and the knowledge acquisition process described in Chapter 6) facilitates the acqui-

sition and representation of the knowledge related to the task. The subjects being

modelled are not reliable sources of knowledge about the underlying mechanisms

of their reasoning, although they may include references to these mechanisms when

they describe their knowledge. For example, they may refer to their emotional states

and the fact that they influence decisions without having a clear idea of how these

emotional states arise, or exactly how they influence decision making. Alternative

sources for the mechanisms related to these generic characteristics are theoretical

models from psychology, human factors research or even philosophy, but it is often

the case that the model builder will simply create ad hoc models from their own ex-

perience or the advice of the domain experts. The third problem with incorporating

these characteristics into each individual model is that these models of generic char-

acteristics often become entwined with the domain-specific knowledge in the model,

or the implementations of the characteristics are specific to the particular to the

particular scenario, and not generally applicable. Of course it should be possible for

the builder to implement the models of these characteristics in a modular manner,

allowing re-use across models and domains, but it would be better still if these im-

plementations were moved into the underlying framework, so that the model builder

could subsequently focus entirely on the domain-specific knowledge.

Clearly there is an advantage in including such characteristics in a human mod-

elling framework. What then are the disadvantages? Primarily these are in the

complexity that such characteristics add: both computational complexity, and also

complexity in the models themselves.

Despite the ever-increasing power of computers, computational complexity is still

an issue. Models do not exist in isolation, but are components of a larger system,

which includes a simulated world and (usually) models of other entities. As the

complexity of the world increases, and/or the number of entities being simulated in-
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creases, the computational complexity of an individual model becomes increasingly

important, and there is an imperative to prune away any non-essential computa-

tions, such as human characteristics that have little impact on the outcome of the

simulation. There are three possible solutions to this problem:

1. the characteristics included in the framework are carefully selected to be only

the relevant ones for the particular application,

2. the characteristics are implemented such that when they have little impact on

the outcome of the simulation, they also require very little computation (this

is difficult if not impossible to guarantee), or

3. the characteristics included in the framework can be turned on or off, or added

or removed, to suit the particular application.

This final solution is the preferred approach, because it gives the flexibility of a

framework that can be used in a range of applications, but allows the model builder

to judge what is needed in a particular application. Furthermore, if there is some

doubt about whether a characteristic will influence the outcome of the simulation,

this can be tested by running it both with and without the characteristic in question.

Complexity can also be an issue when building the models. The aim of incor-

porating additional characteristics into the framework is to remove the need for the

builders to explicitly account for these characteristics, and subsequently reduce the

effort required to build models. However the additional characteristics in the frame-

work can themselves introduce new requirements for the model builders — setting

parameters or tagging knowledge, for example. These additional requirements may

increase the modeller’s workload to such an extent that they negate the benefits of

the change. With one of the reasons for using a BDI-based framework being its close

mapping with the ‘natural’ explanations of experts, it is important that this isn’t

lost when extending the framework. The approach proposed here, that builds upon
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the folk-psychological roots of the framework, aims to maintain this ease-of-use in

the framework.

3.2 Which Extension(s) Should One Implement?

There are many characteristics that could be added to the BDI framework (such

as those mentioned in Chapter 2), but given the preceding discussion, the focus

should be on the ‘important’ ones — the ones most likely to affect the simulation

outcomes — so as to minimise the increase in complexity. Judging which character-

istics these are is in itself a difficult task, and one best answered by subject matter

experts (although not necessarily the experts being modelled). At DSTO, the large

body of developers and users of simulations were able to provide these insights; in

other domains the advice might come from the subjects being modelled1, or from

independent behavioural scientists observing the subjects.

Given a list of the characteristics that are likely to affect the simulation out-

comes, it would be inadvisable to attempt to address them all at once. Rather, they

should be incorporated into the framework on an individual basis, with testing and

evaluation of each extension in isolation from the others. This serves two purposes.

Firstly, it means that the characteristic can be tested independently of the other

characteristics, using the most appropriate form of evaluation for that characteris-

tic. (How to determine what this form is is discussed in Section 4.1.1.) Secondly,

testing each characteristic independently ensures that the characteristic that has

been added does indeed affect the outcome of the simulation. This second goal is

important due to the issues of complexity mentioned above: if the characteristic ac-

tually has minimal impact on the outcome of the simulation, the computational cost

of including it in the framework may outweigh the slight improvement in predictive

power.

1Relying on the subjects for this advice can be risky. They will not necessarily have access to
the required knowledge.
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It must be admitted however that the idea that individual characteristics of be-

haviour are isolated and hence can be tested independently is somewhat naive. In

at least some cases, one will impact upon another (for example, there is a body of

work that studies the impact of emotional state on risk-taking behaviour [80]). In-

deed there may be unanticipated interactions between a new characteristic that has

been added to the framework and existing characteristics. As such, those evaluating

an extension should pay careful attention to possible interactions. It is desirable

whenever possible to test any additions independently as this avoids the possibility

of results being confounded by interactions. However when there is dependency be-

tween characteristics, this must also be evaluated to ensure that it has been correctly

accounted for. It may in some cases be that the interaction between two character-

istics cannot be fully explained without the addition of further characteristics. In

such cases, it must be decided whether to implement them, or to note the range

of cases for which the model’s behaviour would vary from expected behaviour as a

limitation of the framework.

3.3 Taking Advantage of Folk Psychology

As discussed in Chapter 1, folk psychology is ‘layman’s psychology’ — a means of ex-

plaining the reasoning and behaviour of others that does not necessarily correspond

to the way the mind ‘really’ works, but nevertheless provides a robust mechanism for

predicting behaviour. It should be noted though that the folk-psychological model

used the BDI paradigm (that is, Dennett’s intentional stance [26]) is not definitive

of folk psychology: as discussed previously, there are also folk-psychological expla-

nations for particular aspects of or influences on reasoning and behaviour (such as

emotions). Like Dennett’s intentional stance (in which an entity is assumed to do

what he/she/it believes will achieve its desires), these models use everyday language

to explain human language and behaviour. Folk-psychological models may or may
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not map directly to ‘real’ human cognition (they usually do not claim to do so).

Nevertheless, these models provide robust mechanisms for predicting and explain-

ing the behaviour of others, and as with the intentional stance, it should be possible

to use these models to generate behaviour.

The aim then is to integrate these more detailed models of particular character-

istics of human behaviour/reasoning with the existing framework. One of the chal-

lenges of this approach is to determine the mapping between the concepts used in

the model of a particular characteristic and the concepts in the basic BDI framework

(or indeed a BDI-based framework that already incorporates other characteristics).

The terminology used in different models varies considerably, but the core concepts

of a given model will usually either (1) map directly to existing concepts in the

framework or (2) introduce new features into the framework. In this latter case, the

new features will add complexity to the framework (because the modeller will need

to gather more domain-specific knowledge in order to support these features). How-

ever because these will be folk-psychological concepts, the modellers and subjects

being modelled should still relate easily to them.

The only case in which it would not be possible to integrate a folk-psychological

model with the existing framework would would be when the core concepts of the

model directly conflicted with the concepts used in the existing framework. Because

folk psychology by its very nature does not have a formal grounding, it is conceivable

that this could happen, particularly when the basic framework has already been

extended with a number of additional characteristics. A particular folk-psychological

model of emotions, for example, may make assumptions about the nature of decision

making that could be incompatible with some models of decision making. For this

reason, even though characteristics should be added on an individual basis, it is

important to bear in mind the characteristics that are intended to be added at

later stages. If the folk-psychological explanation of the characteristic currently

being added does make assumptions about any of these later characteristics, extra
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care must be taken. In such a case, the mechanism that will be used for that

later characteristic must be considered in parallel, ensuring that the assumptions

do not clash. If they do, an alternative model must be found for one or both of

the characteristics in question, with the key issue being: which will give the best

predictive powers.

A second challenge of this approach is to ensure that the implementation of the

folk-psychological explanation does not overly complicate the framework, either com-

putationally or from the builders’ perspective (by requiring additional input when

building the model). In some cases the folk-psychological explanation for a charac-

teristic might be conceptually simple, but computationally challenging. Learning,

for example, is assumed in many folk-psychological explanations, but although there

are many machine learning algorithms, none is acknowledged as a definitive model

of human learning. Furthermore, each of the available machine learning algorithms

includes a range of parameters, such as the learning and exploration rates, which are

difficult if not impossible to map directly into human experience, but nevertheless

must be tuned for particular applications. Thus something (learning) that is implic-

itly understood from a folk-psychological perspective can be difficult to incorporate

into the framework.

These challenges are illustrated in the sample extension that is presented Chap-

ter 7. A decision-making strategy known as recognition-primed decision making

(RPD) is integrated into the BDI architecture. The core components of the model

of decision making were labelled differently, but mapped very closely, to those of the

BDI architecture. The explanation of the strategy involved learning, and the imple-

mentation of this learning algorithm introduced a number of parameters that could

be adjusted. These parameters were not part of the decision-making model but a

by-product of the way in which it was implemented. Fortunately, trials indicated

that in the area of interest, the performance of the models was largely insensitive

to these parameters, and so the modeller could accept the default values, ignoring
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them. If this had not been the case, the effort required to tune them would have be

balanced against the other benefits of the extended architecture.

3.4 When Folk Psychology Cannot Help

Not all generic human characteristics have folk-psychological explanations however:

these are characteristics that are taken for granted when explaining behaviour. They

do not need explanation because they are always there and largely invariant. This

does not mean that they are unimportant, it is just that they are so basic that we

don’t even try to understand how they work, we just accept and assume them. How

can such characteristics be added to the BDI architecture without adding a level of

complexity with which the model builder must cope? The answer lies in why these

characteristics do not have folk-psychological explanations.

Examples of these types of characteristics are things like basic movements, mem-

ory, or reaction speed. By default, it is assumed that a person walks, forgets things

and takes time to respond to a stimulus, but in the general course of events we

don’t try to explain how the person does these things. (That is not to say that

we could not explain them, just that in general we feel no need to explain them.)

These are things that ‘just happen,’ and although their effects might influence the

reasoning process, they do not directly influence it. For example, if a plan requires

a block to be picked up before continuing, the entity will pause while this action is

performed, but the action of picking up the block is something that ‘just happens,’

not something that is reasoned about.

This point is the key to how such characteristics can be incorporated seamlessly

into the BDI architecture. Because this type of characteristic does not directly influ-

ence reasoning, and because these characteristics are just assumed to be there, they

can be implemented in such a way that the model builder can make use of them but

otherwise ignore them. So a folk-psychological explanation might refer to ‘memory,’
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for example, but the mechanisms of memory, including forgetting things, might be

implemented so that they ‘just happen,’ with the result being that the model will

have beliefs that disappear over time. The implementation of this type of character-

istic should not require the builder to add any additional domain knowledge when

building models, because the natural invariance of such characteristics means that

default settings should suffice in most situations — variations from these defaults

would represent abnormal individuals.

An example of this approach is presented in Chapter 5, where a limited model

of perception and action is integrated with the BDI architecture. Perception and

action are added as ‘plug-ins’ to the basic architecture, giving models the ability to

interact with a mouse-driven graphical interface. The perception module provides

visual input to the agent, and the action module gives it a means of acting upon

the interface, but although the agent’s reasoning uses these modules, the modules

themselves do not directly influence the reasoning process (they do not, for example,

generate new goals or intentions).

3.5 Building Extensions, and Evaluating This Approach

Chapters 5 and 7 present examples of two extensions to the BDI framework, the first

being an example of the low-level characteristics that ‘just happen,’ and the second

being an example that takes an extended folk-psychological model and incorporates

it with the existing BDI framework. However it is not enough to simply build the

extensions, they must also be demonstrated. The reason for demonstrating them

is not to prove that they are gold-standard implementations of the characteristics

in question — indeed they are not — but to demonstrate that models built with

these extended frameworks are firstly at least as plausible as those using the original

framework, and furthermore that the underlying behaviour is enhanced. The process

of developing the models using these extensions this highlighted two of the other
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previously-identified weaknesses of BDI-based human modelling: the problems that

can arise when interfacing with an external environment, and the lack of a standard

approach to knowledge acquisition. Thus I discuss these problems in the context of

the extensions in Chapters 4 and 6 respectively.
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4. THE AGENT – ENVIRONMENT INTERFACE

Human behaviour models must naturally be situated in an environment, with per-

haps the exception of the most simple cognitive tasks (in which everything happens

‘inside the head’). However behaviour has been shown to be influenced by the phys-

ical manifestation of the task even in tasks that have been assumed to be purely

cognitive, such as the Tower of Hanoi [69], and even a task as simple as mental

arithmetic usually involves feedback (such as errors being noted) of some sort [72].

As discussed in Sections 1.6.4 and 2.4, staff at AOD indicated that interfacing agent

models with external environments was one of their areas of concern. However the

difficulties of interfacing models of human behaviour with external environments are

more widespread than this, not just limited to this domain or BDI-based models.

In this chapter I consider the issues surrounding the agent – environment in-

terface in the context of how one would test and evaluate the two extensions to

the BDI framework that are presented in Chapters 5 and 7. I note though that

the extensions presented in those chapters have been implemented to illustrate the

process of extending the BDI framework that was presented in Chapter 3; there was

no intention to provide fully-functioning models of perception and action or decision

making. Thus the testing and evaluation that has been performed is of a somewhat

superficial level. It demonstrates that the principle of the extension in each case is

sound, but does not go into the full details of the evaluation that is described here.

These details are provided as a thought experiment to illustrate the issues raised

here.

In this chapter, I start by considering what is required of environments to test

and evaluate framework extensions, and indeed how such extensions should be eval-

uated. I then go on to present environments that could be used to test and evaluate

87
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the extensions, highlighting particular issues in each case. I then move on to discuss

more generally the problems that arise in interfacing agents with external environ-

ments. These generally boil down to mismatches between representations, such as

the visualisation problem already discussed in Section 2.4. This particular mismatch

(where a “simple” object recognition problem for a human is difficult to program in

a model) is just one of several types of mismatches that are discussed in Section 4.4.

One way of avoiding these problems is to develop the environment in conjunction

with the models, designing the interfaces so that it exactly matches the modellers’

needs, as advocated in [149], however this is not always possible, practical, or even

desirable. Developing the environment in parallel with the models can lead to the

coupling between the two being too tight. It can also lead to “over-fitting” of data,

whereby models are developed to suit the modelled environment, rather than being

more general models of behaviour. Rather than parallel development of models

and environment, it is desirable to have a clear interface between the two, with the

‘right’ level of detail. If it is necessary to develop an environment at the same time

as models of behaviour, establishing this clear interface and then developing the two

independently will avoid this problem of over-fitting. Indeed, in practice it is not

even possible to have parallel development of the two, as models are often developed

that must interface with pre-existing systems (as is usually the case at AOD), over

which the model builders have no influence. Even when the environment is developed

simultaneously with the models, it may be preferable to build upon existing work

(for example basing it upon a pre-existing simulation engine) rather than develop

an environment from scratch, simply because of the effort required to do the latter.

Section 4.4 explains this in more detail.
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4.1 Test Beds for Framework Extensions

Unlike the case when one is building models for a particular application, when one

sets out to test and evaluate a framework extension there is no specific environ-

ment for which models must be developed. One is free to chose any appropriate

environment, which may be a pre-existing environment, or could be constructed

from scratch. If the extensions have been developed with a particular application in

mind, this environment could be appropriate for testing and evaluation, but there

are reasons why another might be more appropriate, as will be discussed below.

The first point that should be considered when choosing a framework for testing

and evaluation is how the extension will be evaluated.

4.1.1 How Should an Extension be Evaluated?

The first question that must be answered in order to evaluate an extension is “What

was the goal of the extension?” This will vary somewhat from one extension to

another. In some cases, the aim is to move the characteristic into the framework

because it is something that is being incorporated into models on a case by case

basis. In other words, the aim is to reduce the workload of the model builders and

bring consistency across models for the characteristic in question. In other cases,

the aim is to incorporate a characteristic that has not previously been considered in

models, but is expected to be important in the behaviour of the models (in that it is

likely to change the outcomes of simulations). It is this second case, where the aim

is to facilitate the creation of models that have more human-like behaviour, that is

the focus here.

What characterises being ‘more human-like’ is in itself a non-trivial question,

and again depends at least in part on the application. In some cases, it may mean

‘more believable,’ in other cases it may mean ‘more realistic behaviour.’ The dis-

tinction here is important: believability does not equate to realism. Bates makes
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this point in [6], pointing out that believability is something that animators strive

for, creating fictional characters, which, like Bugs Bunny or Mickey Mouse, have

little correspondence to ‘real life,’ but are nevertheless believable to their viewers.

Whether the aim is believability or realism, the differences between models devel-

oped in the original framework and those developed using the extended one can

be difficult to quantify. Thus deciding what is more human-like can depend upon

qualitative, and often subjective, judgements.

As a general rule-of-thumb, extensions using folk-psychological explanations are

more likely to require qualitative evaluations, whereas those which do not may be

more amenable to quantitative evaluations. Folk-psychological explanations by their

nature tend to be abstractions of the mechanisms that drive reasoning and be-

haviour, and as such it is difficult to quantify the changes — they do not lend them-

selves to numerical measurements. On the other hand, the low level characteristics

that do not have folk-psychological explanations are often studied and understood

at quantifiable levels. So for example while a new decision-making strategy (as in

Chapter 7) might bring about qualifiable changes (such as “the decisions being made

seem more reasonable”), it is unlikely to bring about quantifiable changes (except

at the level of “the proportion of ‘reasonable’ decisions,” which in itself involves a

qualitative judgement). Low level characteristics such as perception and action (as

in Chapter 5) are more likely to be quantifiable (as in time taken to click a button),

but will not always be so.

Evaluation Criteria

Cohen’s book, Empirical Methods for Artificial Intelligence [23] is an excellent ref-

erence book when approaching the evaluation of a framework for modelling human

behaviour. It looks at the various types of statistical analysis that can be used to

evaluate AI systems, explaining the assumptions of each and the conditions under

which it is appropriate to use them. However the examples and discussions in this
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book assume that there is a quantifiable measure to work with. In some examples,

such as the mycin case study [23, Sect. 3.1.2], the quantifiable measure is based on

qualitative judgements, but this qualitative judgement is reduced to a simple accep-

t/reject decision, discarding most of the information. He then goes on to perform

statistical analysis of this result.

However a common mistake — not one made in Cohen’s book I hasten to add

— when translating qualitative data into numerical results is to assume an under-

lying linear relationship, which rarely exists. The most common occurrence of this

mistake is with the use of Likert scales. Likert scales are typically used thus: ques-

tionnaire respondents are presented with a series of statements, and are asked to

give a response on a five point scale, with for example ‘1’ on this scale being ‘strongly

disagree’, ‘3’ being ‘neutral’ and ‘5’ being ‘strongly agree.’ The number of points on

the scale can vary, although there is usually an odd number (allowing for a neutral

response). The questions may also vary, so that, for example, the numbers might

represent the scale ‘much worse’ to ‘much better,’ or indeed anything that could be

expressed on such a comparative scale. Likert scales date back to 1932 [87], and

issues with their application have been identified many times over the years (for

example [21, 44]), but they continue to be used in an inappropriate manner, so it is

worth a brief discussion here.

The problem arises when statistical analysis that assumes a linear relationship

between the points on the scale is applied to the results. Although it is safe to

assume that respondents will treat it as an ordered scale, it should not be assumed

that, for example, the difference between “strongly disagree” and “disagree” is the

same as the difference between “disagree” and “neutral.” Nor is it safe to assume

that one person’s choice of “agree” is equivalent to another’s. Indeed rankings may

actually be lexicographic (as in Cohen [22]) rather than numeric. So for example if

respondents are asked to rate features of an item, rated from “very unimportant”

to “very important,” an object with three “very important” features might be more
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desirable than any object with only two “very important” features, regardless of the

relative numbers of “important” features.

What is the significance of this? Unless this condition of strict linearity holds,

few statistical manipulations of the numerical values are valid. If it does not hold,

it is for example meaningless to report an ‘average score for respondents’. The

respondents can be instructed that they should treat the scale as a linear one, but it

is important to recognise that simply by adding labels to points on the scale, their

meaning is loaded. It may be more appropriate to simply ask the respondents to

‘rank the importance of each feature, on a scale of one to five.’ The alternative is

to collapse the scale into a binary choice (as in the mycin analysis), usually around

the midpoint of the scale. In this case, standard techniques can be applied.

4.1.2 Other Considerations in Choosing a Test Bed

Whatever measure is being used for evaluation, be it qualitative or quantitative,

it is also important to consider how the models will be constructed and how they

will be judged. If domain knowledge will be required to construct the models, the

experts who will supply this knowledge should be readily accessible. If the model

results are going to be directly compared against human data, are there existing

data sets available, or will this data need to be collected for comparison? In the

case of qualitative assessment, who is qualified to make that assessment, and are

these people readily available?

The two extensions presented here would be tested and evaluated in quite differ-

ent ways. The first — the simple model of perception and action that is presented

in Chapter 5 — has a very simple test bed (which will be presented in Section 4.2).

This is because behavioural studies have shown that these human characteristics do

not have significant variation over different tasks [11], and so it was possible to use

a simple test bed, which helped to avoid confounding factors. If a more complex

environment (such as the Quake 2 game introduced in Section 4.3.3) was used as
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the test bed for this extension, additional sources of timing and error that were not

accounted for in the model might come into play, and there could be difficulties cor-

relating human and model data. However by correlating the model data with human

data on a simple interface, the timing and error for hand and eye movements could

be assumed to be correct on the complex task, and any variations in the complex

task must come from other sources (such as memory, or focus of attention). Thus

in this case, a simple test bed was not only easier to use, but also more appropriate

because it avoided details that could confound testing and evaluation.

However it is rarely the case that testing focuses on isolated human characteristics

in this way. Indeed often the aim of testing and evaluation is not simply to determine

whether a characteristic has been modelled accurately, but whether the extension

makes the models more human-like. As discussed above, what characterises being

‘more human-like’ is in itself a non-trivial problem, and however it is interpreted,

there is rarely an objective, let alone quantifiable, measure of it. The qualitative

judgements must be left to humans, who observe the behaviour (or traces thereof)

and decide whether or not the change to the framework is actually an enhancement.

To make these calls, the judges must have the opportunity to observe behaviour

in an appropriate test bed: one that illustrates the change brought about by the

modification, and one that bears some relationship to the target application (however

it need not be the target application itself).

In contrast to the test bed for the perception and action extension, the decision-

making extension that is presented in Chapter 7 would require a more complex test

bed for evaluation. For this extension, there is no objective measure of its success;

it was one of the cases where a qualitative judgement of whether the behaviour was

more human-like would be necessary. So judges would be required to observe the

behaviour of the models and make a judgement as to whether they (in particular,

their decision-making strategies) were more human-like when built with the extended

framework. Of course, a modification might in fact have the opposite effect to what
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is desired, making the models behave in a less human-like manner than before. One

of the difficulties in judging such extensions is the phenomenon that in robotics has

been termed “the uncanny valley” [101], whereby there is a period during which

behaviour continues to approach real human behaviour but observers experience a

revulsion. Judges must be careful to distinguish whether the changed behaviour is

less human-like, or more human-like but just subtly wrong as is the case in this

“uncanny valley.”

The extension described in Chapter 7 was motivated by the work at AOD, and

aimed at pilot models for air combat simulation (although not necessarily limited to

this domain). It would not have been practical to test and evaluate this modification

in the air combat domain: it would have been extremely difficult (if not impossible)

to get sufficient access to the subjects (fighter pilots) in order to develop the models,

not to mention the issues related to security concerns. The question then was:

what were the characteristics of the air combat domain that would affect decision

making, and what alternative domain(s) had similar characteristics but could be

modelled more easily? For the decision-making strategy in question, identifying

the characteristics was straightforward, as it was a particular set of characteristics

(discussed in Section 2.3.2) that motivated the choice of the recognition-primed

decision-making strategy. Action computer games were identified as an alternative

domain that had these characteristics, as well as having experts who were far more

accessible, and Quake 2 was identified as a suitable test bed. Quake 2 had further

advantages as a test bed, as will be discussed in Section 4.3.3. Unfortunately it also

had some unforeseen disadvantages, also discussed in that section.

The three essential characteristics of an environment for testing and evaluation

are then

1. That it provide the means and opportunity for the model to perform appro-

priate tasks to demonstrate the desired features,
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2. That there be easy access to the experts who perform these tasks that will be

modelled, to facilitate development of the models, and

3. That the impact of the desired features can be measured in some way, and

if qualitative judgements must be made, that suitably-qualified judges are

available.

This last point has only been touched upon so far, but is important. It may be

possible to draw from the same set of experts used to build the models (as was

planned with the Quake 2 test bed), but in some cases these may not be the best

judges of whether behaviour is more human-like. An alternative is to use behaviour

experts — people who are expert at analysing human behaviour, but not necessarily

expert at the task being performed. In this second case, it is important that the

task is not too highly specialised, so that the behaviour experts can understand and

judge it.

As well as these essential characteristics of the testing environment, there are a

number of additional characteristics to consider. The characteristics in this second

set are not essential characteristics; each must be considered in the context of the

features to be demonstrated. If the characteristic is necessary for the demonstration,

it should be included, and if it is not, it may be desirable to avoid it, since it may

confound results. These characteristics are:

• That there be multiple means of achieving tasks, giving the agent the oppor-

tunity to choose,

• That the environment be only partially controllable, so that the outcome of

an agent’s action is not guaranteed,

• That the environment be rich, with many sensory inputs (not necessarily rel-

evant to the task), and many different types of action that can be performed,
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• That the world contains stressors and moderators (physical or mental) that

can act upon the agent,

• That the agent is forced to make short term time-critical decisions as well as

long term strategic decisions,

• That the environment supports extended time frames, and

• That there are other autonomous entities with whom the agent may interact.

It is possible — indeed likely — that after identifying the desired characteristics,

there may be one or more existing environments that could be used as test beds

(see Section 4.4), and of course there is always the option of developing a tailored

environment as a test bed (Section 4.5). In both cases, the same pitfalls apply as

when developing models for a specific application.

4.2 A Test Bed for Simple Hand and Eye Interactions

The perception and action extension to the framework that is presented in Chapter 5

includes only limited capabilities, allowing the model to interact with a mouse-

driven, Java-based interface, assuming that the ‘viewer’ is seated directly in front

of the computer screen in an optimal position. In order to test and evaluate this

extension, a simple telephone-dialling task was developed, along the lines of one

used by Ritter et al. when working on a similar extension for Soar [113].

Figure 4.1 shows two different telephone interfaces with which the models and

human subjects would have to interact. The different button sizes in the two inter-

faces should lead to different times for telephone dialling tasks, because the smaller

the buttons, the more accurate the movements must be. The subject (human or

model) was required to read instructions from the top line of the interface, each of

which instructed him/her/it to dial a particular number, then click OK.
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Figure 4.1: Two sample interfaces with which the model and human can interact

The telephone numbers that the users were instructed to dial were numbers that

they knew well, such as their home or office numbers. The idea was that the users

should not have to think about the numbers — doing so would add time to the task

of the human subjects that was not accounted for in the agent models. Because

this meant that different subjects dialled different numbers, and some numbers are

naturally more easy to dial than others (for example 5-5-5 versus 1-9-4), models were

compared against individuals on a case-by-case basis, although the only difference

in each model was the numbers that it used for dialling.

Although this was a very simple task, the invariance of perception and action

over tasks meant that if there was a correlation between human and model results

on this task, the results should also hold for more complex tasks. Fitts’ law [36] is

used to govern mouse movements (details in Section 5.1.2), a law which has been

shown to hold across tasks. The rules governing visual perception again are taken

at a very low level (from [20], as described in Section 5.1.1). Higher level behaviours

and moderators may influence the timing and accuracy of these low level actions,

but the underlying behaviour should still hold.
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Figure 4.2: The perception and action test bed. The cross represents the centre of
focus and the arrow represents the mouse pointer.

4.2.1 Application Interface

The perception and action capabilities were designed to interact with a Java-based

application via a transparent overlay pane. This allowed the virtual eye and mouse

to ‘float’ over the interface, and in the case of the mouse, click on buttons. The

position of the virtual eye/hand in this pane could then be used to determine what

object (if any) on the interface was in focus/under the mouse. As mentioned above,

the perception module does not perform any complex vision processing; it simply

recognises object types (buttons, labels, etc.) and ‘reads’ the text upon them. (The

overlay pane simply passes the text to the perception module.) The overlay pane

was also used to show the current position of the virtual eye and mouse cursor on

the interface, as seen in Figure 4.2.

4.2.2 Tools for Supporting Testing and Evaluation

The models developed to interact with the above test bed were activated via a

control panel, as seen in Figure 4.3. This panel provided a number of additional

features:

1. A means of adjusting the fovea and parafovea size. (The fovea and parafovea

are different areas of the visual field, as described in Section 5.1.1. The de-
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Figure 4.3: An agent interacting with the interface, and the associated control panel

fault values for these parameters produced the results described in Chapter 5.

Varying these parameters did produce variations in behaviour, but these values

taken from the literature provided the best match to human data.)

2. A means to take control of the virtual mouse and eye movements in the tele-

phone interface, to test that the agent could adjust its actions depending upon

the position of the mouse and eye.

3. A switch between displaying the eye position as a cross-hair (as shown) or as

borders representing the foveal and parafoveal regions.

4. A list of the objects lying within these regions at a given point in time.

5. A list of actions, as they are performed, button click by button click. The

actions related to a particular instruction appear on a single line.

6. Buttons to
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(a) take control of the mouse/eye position (disabled during a run),

(b) reset a run (disabled if run not in progress),

(c) create an agent, which changes to kill agent during a run (shown in Fig-

ure 4.3), and finally,

(d) quit the application

4.3 Test Beds for the Decision Making Extension

As has already been discussed, testing and evaluating the decision-making exten-

sion would be a little more complicated than testing and evaluating the perception

and action extension. The extension provides one new form of decision-making

to the agent, but it is freely acknowledged that in real life, people use a range of

decision-making strategies, with recognition-primed decision making (the strategy

implemented in the extension) being just one of them. Thus one wouldn’t expect an

agent implemented with this extension to make strategies exactly as a real person

would, but the aim is to produce an agent that makes more human-like decisions.

There could be some decisions that are still obviously “wrong” in that a real person

wouldn’t make them, and there will probably be some decisions that are “wrong”

in that they are sub-optimal (just as a real person makes sub-optimal decisions),

however the decisions should be more human-like than those made by agents using

the ‘standard’ framework. In order to make this judgement, it would be necessary

to observe the agents performing in a rich simulated environment. Quake 2 was

identified as a suitable environment, as will be discussed in Section 4.3.3. However

although this provided a rich environment for observing behaviour, it was not pos-

sible to carefully control situations and events. Thus a more simple environment

was also used for the sensitivity analysis of the implementation (which included a

number of free parameters). This simple environment did not allow the agents to

display the full richness of human behaviour, but did allow controlled experiments
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Map A Map B Map C

Figure 4.4: Three sample maps in the gridworld test bed

to examine the parameter settings.

4.3.1 Initial Experiments

The initial experimental test bed was a simple path-finding task in a gridworld,

as shown in Figure 4.4. The aim is for the agent to find a path from any point

on the grid to a goal (green) square, while avoiding the anti-goal (red) squares.

The configurations shown here are samples — the grid can have any combination

of penalty or reward squares. Moreover, it is possible to change this configuration

at run-time, and observe how the agent behaves in a dynamic environment. The

agent’s goal is to find a shortest path to the goal square, from any point on the map.

The task itself is modelled upon one used by Masson to demonstrate Q-learning [94].

As Masson explains in the description of his Q-learning demo, “it would be silly

to build a path finder using Q-learning” [94]; for this problem there are specifically-

tailored techniques that are more appropriate. However this somewhat artificial

demonstration does allow exploration of the parameters, and has some correspon-

dence to the real world decision problems that this extension is designed to deal

with. Firstly, the number of options at any point is about right: faced with a par-
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ticular goal, a person typically does not consider a wide range of possible options,

usually no more than three [115]. Secondly, the idea of there being certain ‘good’

states, certain ‘bad’ states, but a large number of indeterminate states is also true

of real-world problems. Moving one step closer to a goal square is equivalent to

completing a sub-plan in a real-world problem: it might get you that little bit closer

to the ultimate goal, but unless it has unexpected consequences (good or bad), it is

usually fairly insignificant in the scheme of things.

4.3.2 Using a Commercial Game Engine

For a detailed evaluation of the decision-making extension, a rich environment would

be required in order to clearly illustrate the decision-making behaviour of the agents.

Many of the issues that will be discussed in Section 4.4 had already been identified as

risks, and it appeared that they could be avoided by using a commercial game engine

such as Quake 2 (which will be described in Section 4.3.3). By developing models

using the both the ‘standard’ and ‘enhanced’ BDI frameworks, it would be possible

to compare the behaviour of the two sets of models. Such models were developed

to illustrate the knowledge acquisition methodology presented in Chapter 6, but

this process also highlighted further issues, which are discussed below, which meant

that although the models were developed, they were unable to perform to their full

potential. Before exploring those issues, I explain the motivation for choosing a

commercial game engine, in particular Quake 2, as the test bed.

In order for the ‘standard’ and ‘enhanced’ models to be compared, the test

bed needed to be able to exercise the enhanced features, that is the modified

decision-making strategy in the enhanced framework. This decision-making strat-

egy (recognition-primed decision making, which was described in Section 2.3.2) is

one that is typically used by experts operating in particular types of environments,

namely, ones with the following characteristics:

• Ill-structured problems
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• Uncertain, dynamic environments

• Shifting, ill-defined or competing goals

• Action-feedback loops

• Time stress

• High stakes

• Multiple players

In other types of environments, or for people operating outside their area of expertise,

other decision-making strategies are likely to be used, and so it was important that

the test bed demonstrate these characteristics. Many of the environments used in

military simulation do display these characteristics, but for reasons already discussed

— namely restricted access to both the environment and the experts to be modelled

— these were inappropriate environments for this work.

Action games were identified as a suitable alternative to these military simulation

environments. They had the benefit of being readily available, with many local and

easily accessible experts, while at the same time having the above characteristics

(with some variation from one game to another). There were several possible game

engines that could have been used; Quake 2 was was selected because it had al-

ready been used for similar research (for example in Laird’s work [83]), considerable

information regarding its working were available on the web (facilitating agent con-

nections to the engine). At the time this project commenced, the most significant

alternative, the GameBots engine [40], was not yet public, and in any case the two

environments are very similar — the problems identified in the Quake 2 environment

(discussed in Section 4.3.4) apply equally to the GameBots environment.

Using a commercial game engine has several advantages. First of these is that

the worlds of these engines are rich, dynamic worlds, which the researchers can use
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rather than creating their own. Moreover they are worlds in which people (players)

regularly operate, so there are many subjects who can be modelled. Even people

who have never played the games usually have some concept of what is involved in

the game, and so the models themselves are meaningful to a wide range of people.

And the numerous players are available as critical judges of the models, as well as

subjects to be modelled.

4.3.3 Quake 2

Quake 2 was released as a commercial game for the PC in late 1997, with the engine

source code released under a GPL in late 2001. The game engine was chosen over

the military simulation environments that motivated this work due to the relative

accessibility of both the engine and the experts to be modelled. Military simulation

environments usually have restricted access due to security concerns, and in addition

are often designed to be run on specialised hardware. In contrast, the Quake 2 game

engine can be downloaded from the Internet and will run on a range of platforms,

with relatively low system requirements (90MHz processor, 16MB RAM). Further-

more, while military experts are few in number, have high demands on their time

and can be difficult to access for knowledge acquisition exercises, Quake 2 players

were plentiful and readily available at the time that this work was undertaken (as

the game gets older, this is less likely to be so), and many were happy to volunteer

their time for the knowledge acquisition exercise.

The three-dimensional world of Quake 2 is simulated with a moderate degree

of realism, with varied terrain and spaces (including, for example, surfaces with

different friction, and water- or lava-filled areas), and realistic lighting. It also

contains a range of different types of objects that can be manipulated in various

ways, from doors and elevators to weapons and armour. The game itself can be

played in a number of different modes, both single- and multi-player. For this work,

it is the multi-player deathmatch version that has been used, the aim of which is
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simply to get the highest number of kills. The number of players ranges upwards

from two, and is limited only by the size of the map, but is most commonly in the

range of four to ten players in any given game — although this number may include

‘bots’ (simulated players) as well as human players.

The Quake 2 World

The world of this game is specified by a three-dimensional map, through which

the human players navigate with a graphical first-person view, using mouse and

keyboard inputs. The map can vary enormously from one game to another, from

narrow hallways to wide open spaces, and can include hazards, secret hiding spots,

bright lights, dark corners, etc. Scattered throughout the map are various items —

weapons, armour, health, and others — each of which is periodically regenerated

in the same place in the map, and each of which has its own particular set of

characteristics. For example, a shotgun has very different range, firing speed, and

ammunition to a rocket launcher. Players respawn at a number of fixed positions

in this map, reappearing at a random one of these (respawning) after they have

been killed. Each time they are respawned, they lose any equipment that they had

accumulated, having full health but only the most basic weapon and no other items.

A sample of a player’s view is given in Figure 4.5, illustrating some of the detail

in the game. An expert player would get far more information from this view than is

indicated in any single snapshot — such as what type of weapons the other players

were using, as well as noticing when they ran out of ammunition. There is also

implicit knowledge in the picture. For example, at the position marked * there

would usually be a certain type of gun. The player may know, or at least suspect,

that the player who is now on the lower level has just picked this up before jumping

down.

Within this world, the players must equip themselves, seek out other players,

and kill them, all while avoiding being killed. (Being killed does not directly affect
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Figure 4.5: A sample of the detail in Quake 2

your score, but puts you at a distinct disadvantage due to lack of equipment.) There

are a wide range of strategies used by different players, with none appearing to be

significantly better than any of the others. That is, players with completely different

styles can be very closely matched in terms of score. Some of the details of how the

experts in this study operated are discussed in Section 6.3.4, but first, consider the

differences between human players and existing bots.

Existing Computer-Generated Characters in Quake 2

There are numerous bots available for download that can play Quake 2 deathmatch

with varying levels of success. The most simple of these are obviously ‘stupid,’ and

experienced players can easily predict their behaviour after watching them for a

short amount of time. There are also some very sophisticated bots, which are not

so easy to predict, but which nevertheless have obvious flaws in their strategies that

experienced human players would not display. As well as these strategic differences

that the bots display, they also have low-level differences. In particular, the bots
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have access to raw data about positions, velocities, etc, and this means that they

have a tendency to have much better aim than human players, who have to deal

with hand-eye coordination.

An example of the type of strategic flaw that bots display is as follows: If two

players are involved in a fight, this is an ideal chance for a third player to attack

them both. The first two players will already have taken some damage from each

other, while the third player is likely to be at full health. Also, the two fighting

players are likely to be focused on each other, and so the third player will have the

advantage of surprise. In this circumstance, the usual response for both of the first

two players, assuming they are human, is to get away from the fight as soon as

they notice the third player. However typically bots do not react to this situation,

continuing to attack their original opponent and ignoring the third player. This

is just one example, of which expert players can list many, and which the human

players use to their advantage.

4.3.4 Problems Encountered when Using Quake 2 as a Test Bed

Quake 2 multiplayer is a client-server game, with players connecting via their clients

to the game server. The information transferred from the server to a client is used

by the client to display the field of view for that player, as well as that player’s

status. The player’s actions (generated through mouse and keyboard events) are

relayed to the server, and the server calculates the outcomes of these actions, relaying

the appropriate changes to each client. The advantage of this is that (using the

appropriate protocols) an agent can connect to a game server, appearing within

the game exactly the same as any other client. The agent will receive exactly the

same data as a player’s client would, so the agent should have the same information

available as a human player would.

Unfortunately, although agents did receive the same data as a player’s client,

the agents did not have the same ability to interpret the data as a human does.
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One of the key reasons for choosing Quake 2 was that the data sent to the client

was labelled: object and entity data from the server included information about

things like type, location and speed. This was identified as important after the

problems that occurred in the early experiments with the Virtual Air Environment

(see Section 1.6.4). This labelling should have circumvented the problems of a

mismatch between the environment’s presentation of sense data and the agent’s

means of interpreting that data. The problem was in the map itself. The map’s data

structure (a binary space partitioning (BSP) tree) consisted of a series of polygons

that the player client used to paint the world. On face value though, this did not

seem to be a problem. The polygons in the map created a series of flat surfaces,

and these could be used to calculate paths through the world (using an A* search).

This allowed the agent to move through the world, collecting items and chasing and

fighting other entities. The problem was that the players being modelled used more

complex features of the map than could be easily interpreted computationally.

Ledges, stairs, rooms and alcoves are features of the map that are easily recog-

nised by human players through the graphical display. Being able to computationally

interpret the map’s polygons into these features was non-trivial however (particu-

larly since surfaces were not necessarily perpendicular to each other, nor were they

always continuous). In some of his work, Laird simplified the problem by using a

strictly two dimensional map [83]. Unfortunately this was not a suitable approach

in this case because the expert players used the three dimensional features to a great

extent in their game play. For example, one expert talks about a possible use of a

grenade launcher:

“You can do tricks with the grenade launcher that you can’t do with

other weapons because it’s got a delayed explosion. You can launch it

at the top of a door as you run through a door. Bounces off and lands

behind you and you can use that to... scare someone who’s behind you.”

While it was relatively easy to encode this strategy as a plan, actually recognising
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a doorway in the map was not. Similar difficulties were faced by plans that made

reference to other features of the map, and unfortunately these were common. What

this meant was that while it was possible to capture the behaviour of expert players

in plans, what the agent could ‘see’ was not as much as a human player could see,

and so many aspects of the plans were never activated. While it was still possible to

demonstrate the the agent’s decision making to some extent, the behaviour of the

agents was little like the humans being modelled.

These problems are not confined to the game of Quake 2; in particular they are

also present in Unreal Tournament and the GameBots mod to this game. Indeed,

many human behaviour models in computer games ignore even the problem of path

planning. Instead the map is studded with way-points, and the agents run from one

of these to the next, following exactly the same path each time. This contrasts with

the motion produced by a human player, which varies in part through deliberate

deception, and in part due to fallibilities of the human body — mouse movements

and clicks and keyboard presses varying in length and accuracy. Connecting as

a client to the Quake 2 engine, it was possible to simulate this movement based

upon the model of action described in Chapter 5, however the model of perception

described there relied upon a fully labelled environment.

4.3.5 A Proposal for Qualitative Evaluation

Before the difficulties arose with the Quake 2 interface, the plan for evaluating the

extension described in Chapter 7 was to have experienced Quake 2 players evaluate

the models. These players would be a different group to those upon whom the

models were based who would be invited to play against models built using both the

standard (unmodified) and enhanced frameworks. They would give their feedback

using the questionnaire that is included as Appendix A. This evaluation could not

proceed because of the problems that arose with the Quake 2 interface that were

discussed above. Many of the behaviours and reasoning that were reported by the
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experts, and indeed included in the models, were not activated. This meant that

the changes brought about by the enhanced framework were for the most part not

visible. Nevertheless, it is useful to examine the proposed evaluation in detail as an

example.

In the proposed evaluation, the evaluators would be split into two groups. The

first group would play first against the models built with the standard framework and

then against models built with the enhanced framework. The second group would

be a control group, playing against models built with the standard framework in

both cases — although they would still be told that the models in the second game

were built using the enhanced framework. The intention here would be to detect

whether the belief that they were using an enhanced framework would influence the

way that the players judged the models.

A further variation that could provide another control case would be to have a

third group of evaluators who played first against models built with the standard

framework and then against the actual players who were modelled. Rather than

being told that they were doing this, they would be told that they too were playing

against models built using an enhanced framework, and presented with the same

questionnaire as in the first two groups. The aim with this group would be to detect

how well the players were able to detect changes in play. The downside of such a case

would be the commitment needed by the players who served as subjects — they had

already been involved in several hours of interviews during the knowledge acquisition

process, and this evaluation would require several hours involvement in game play

(each game in the evaluation taking twenty minutes). To avoid overburdening these

volunteers, an alternative would be to run a sequence of games involving standard

models, enhanced models and the human subjects, and recording these games. The

evaluation would then involve viewing replays of these games, rather than playing

against the models and subjects. It is not clear however whether the game players

would be able to make the same judgements from watching the replays as they would
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from actually participating in the games.

The questionnaire itself (included in Appendix A) consists of three parts: one to

gather information about the evaluator, one about their judgement of the ‘standard’

models, and the final about their judgement of the ‘enhanced’ models. The questions

were a mixture of free-form responses and responses constrained by Likert scales.

The free-form responses were intended to provide a basis for future work (such

as what characteristic should be considered for the next enhancement) as well as

detailed feedback about the implemented enhancement.

The questionnaire includes two questions with Likert scale responses. The first

asks the respondent to compare the standard models with their conception of an

expert human player, and the second asks them to compare the ‘human-ness’ of

the models in the first game with those in the second. Given the discussion on the

pitfalls of the use of Likert scales in Section 4.1.1, what justification is there for

the inclusion of these questions? The answer is that as in Cohen’s description of

the mycin evaluation, the responses would be reduced to binary decisions for the

purposes of statistical manipulation. So the responses to the first of these questions

would be placed into one of two categories: ‘equal to or better than an expert human

player’ and ‘worse than an expert human player.’ For the second of these questions,

the categories would be ‘less or equally human-like’ or ‘more human-like.’ These

binary distributions could then be used for analysis and comparison between the

two groups of respondents.

Why then ask respondents for the finer-grained distinction that is provided by a

Likert scale? The answer is that there is more information in these responses than

in a binary response, although admittedly there may be more information still in the

open-ended responses. The full detail from Likert-scale responses may not be used

for the statistical analysis of the feedback, but it can be useful in the qualitative

analysis, particularly as a precursor to a related open-ended question (as in the case

here), where it can focus the responses. These responses to these questions might
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also be used to formulate more directed questions for focus groups as part of ongoing

research.

4.4 Avoiding the Pitfalls of Pre-Existing Environments

Pre-existing environments are used in two ways. They may be the core part of an

existing application, for which new models of human behaviour are being developed.

Alternatively, as mentioned above, an existing environment may be identified as a

suitable test bed for a new or modified framework. When the models are being

developed for existing applications — as is often the case in military simulation —

the existing environments may already be highly detailed and sophisticated world

models, and the models may only be a relatively small component. Whether the

existing environment is being used because it is part of the target application or

because it is deemed a suitable test bed for a framework, a number of issues can

arise due to the lack of control over the agent-environment interface. I shall highlight

the types of problems that can arise by discussing the Quake 2 game engine, which

was used for the work described in Chapters 6 and 7, before discussing the more

general issues.

The example given here illustrates one of the issues that can arise in pre-existing

environments – be they ones used for testing or target environments for the ap-

plications. In the Quake 2 example, the problem with the interface was due to a

mismatch between the way the map of the world was represented and the agent’s

reasoning about this map. Such mismatches in sense data are a common problem,

but by no means the only one. Other problems arise in the way that actions can be

performed, and timing issues can also be a concern, as I will discuss below.
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4.4.1 Perception

Problems with perception are not limited to interfaces giving graphical representa-

tions. Even when features of the environment are labelled, they are not necessarily

labelled appropriately from the agent’s perspective. For example, if the environment

supplies information about trees simply in the form (tree, (x, y, z)), there are many

unknowns from the agent’s perspective. Is it big enough to hide behind? Can it be

climbed? The way in which it has been labelled means that the agent has no way

of telling the answer to either of these questions. This limited labelling may reflect

an underlying problem with the environment model — that these actions are not

in fact possibilities either — or it could be that entities accessing the environment

via alternative interfaces have more information about trees available to them that

they can then put to use. Of course these questions are only important if the sub-

ject being modelled makes reference to these features — if the only thing that the

subject does with trees is go around them, or use them as way-points, then a simple

label with the position is sufficient.

Another problem is that the environment doesn’t always provide the right sense

data at a given point in time. In some cases the environment does a calculation of

what the agent should be able to see and sends only that information, but in other

cases that is left to the agent. The most common situation is a compromise. The

environment sends a limited set of information, but that set is still more than the

agent should really be able to sense — a first pass estimate, if you like. The agent

must then make a second pass to determine which of this data it can really see or

hear.

If such problems are encountered, what can be done? In the case of under-

representation — for example if the agent wants to know if a tree is big enough

to hide behind but it is only labelled with position — the only fix can be on the

environment side. If there is no means of changing the environment, and hiding

behind trees is an essential element in the agent’s performance of the task, the
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chosen environment is inadequate. However if the problem is that the information

is available but difficult to interpret — as in the case of the world map in Quake 2

— it may be possible to handle on either side of the interface. If it is not possible

to adjust the environment, it should be possible, given appropriate resources, to

perform the necessary processing in the agent. In the case of the Quake 2 engine,

theoretically would be possible, with enough resources, to provide a “bridge” for

this gap, which essentially would be a vision algorithm. Alternatively, the route

that others using this and similar environments (such as the Unreal Engine [28])

have taken is to label the environment with salient features, including ‘way points’

for path planning. This approach means that the models can only operate in known

environments, that have been appropriately labelled; I had hoped to be able to

have models that could operate in any Quake 2 environment. It comes down to an

engineering decision: is it easier to label the environment, or to let the agents ‘see’?

There is no easy answer to that question, in part because the ease of labelling the

environment is going to depend upon the environment being used. (See the Heinze’s

doctoral thesis for a detailed exploration of this issue [56].)

4.4.2 Action

There are related problems that can arise with the actions to be performed in the

environment, largely due to the coarse granularity of actions that can be performed.

This issue did not arise with the Quake 2 interface because the agent performed

actions in the environment by sending simulations of the same mouse movements and

key clicks that a human player would. This was an unusual case, where the models

were actually performing the same tasks as the human. (That is, the agents were

operating in the exact environment as the subjects that they were modelling.) When

the models are performing a simulation of the tasks that the humans perform, in a

simulation of a real environment (as is typical in military simulations, for example),

the actions that they are able to perform are typically modelled at a far coarser
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granularity than mouse movements and key clicks.

In an environment involving movement over terrain for example, there are a

variety of ways in which the interface could accept movement specification, such as:

1. Move to a specified point.

2. Move in a specified direction for a specified amount of time.

3. Move a single step, or turn.

Each of these three alternatives gives a different amount of control over the path to

the agent. In the first case, the path planning is handled entirely in the environment,

and there may well be no way for the agent to interrupt the movement. In the

last case, the agent has complete control over its path, but must send many more

commands via the interface. It may be possible to decompose 1) or 2) into the third

case by issuing commands for a series of very short movements, but the granularity

of the environment itself sometimes restricts this. It may only be possible to move

to a series of fixed points in the environment, making single steps impossible in some

cases.

Like the under-representation problem in perception, this problem is one that can

only be dealt with on the environment side of the interface. If there is no chance

to modify the environment, it is essential to determine the granularity of actions

that will be performed early in development. If it is essential to be able to perform

actions at a finer grain than is supported by the interface, an alternate environment

must be found.

Another problem that can occur is that entities may not be able to use specific

objects or features in the environment in the way that they would expect. For

example, there may be ledges that should allow handholds but do not, or small

rocks that can’t be picked up. Such a problem will be familiar to any computer

game player, who was frustrated at not being able to climb a wall, or not being able
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to use a flaming torch as a defensive weapon. In the world of military simulation the

problem is less common (perhaps because aesthetics are less of a concern, so there

is less ‘clutter’), but does crop up on occasion. In this case, it is possible to argue

that the problem is actually a bug in the environment model, and there is a chance

that the developers will fix it. If not, once again an alternate environment must be

found if the action is essential to the task.

4.4.3 Timing

The timing of pre-existing environments can also sometimes cause problems. Even

when environments operate in continuous time (as opposed to stepped-time), entities

that connect to the environment usually receive sense data and have the opportu-

nity to perform actions in fixed time slices. For most purposes, these time slices are

frequent enough as to be effectively continuous (in the order of a few hundred mil-

liseconds), but for applications where timing is critical, it is important to compare

the timing of the environment with that required by the agent.

4.5 (The Problem with) Building Tailored Environments

With all these potential problems with pre-existing environments, it might seem

that the solution would be to create tailored environments whenever possible. In

such environments, the agent-environment interface can be carefully designed so as

to avoid the aforementioned problems. The major difficulty in this approach is the

magnitude of the task. The pre-existing environments that have been mentioned —

be they game engines or military simulation environments — have been developed

by teams of programmers over several years. A tailored environment may take

somewhat less than this, as unnecessary detail can be omitted, but there is still

a huge amount of work required to create an environment of the complexity that

would be required. A secondary problem has already been mentioned: that there



4.5. (The Problem with) Building Tailored Environments 117

is a risk of over-fitting models to their environments when they are developed in

parallel.

A sample tailored environment was developed for the very early stages of the

work described in Chapter 7. The aim of that work was to provide an extension

to the BDI architecture that gave it a more realistic decision-making strategy. In

order to demonstrate this extension, the environment needed to provide sufficient

detail that models built using the extended framework could exercise the enhanced

decision-making strategy. In order to do this, the following scenario was considered:

“Suppose an agent has a goal of getting from one side of the business

district of town to the other (a distance of about 3km). She may have

three plans for handling this goal: the first involves walking; the second

involves driving; and the third involves catching the train. Each of these

plans has a context. The walking plan might specify that it is only

applicable if the agent has at least 40 minutes to achieve the goal, and

that it is not applicable if it is raining heavily. The driving plan might

indicate it is only applicable if the car has fuel. And the context of the

train plan might be that it is only applicable between 6am and midnight

(trains don’t run all night).”[107]

The world required to support this scenario is extremely limited, and it it provided

only the barest minimum for the preliminary testing of the decision-making strat-

egy. Nevertheless, the effort required to construct this simulated environment was

considerably more than that required to construct the models that inhabited it. The

experience gained from developing this simple environment largely contributed to

the decision to use a pre-existing environment for future work. The intention in the

later stages of the work was to compare the models using enhanced decision-making

strategy against those with standard ones, using experts to judge which version was

more human-like. It was obvious that this simple environment was grossly inad-

equate for this purpose (the models displayed so few human characteristics that
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change brought about by the decision-making strategy would be unnoticeable), yet

extending it, or creating an alternative, was obviously going to be a mammoth task.

Quake 2 appeared to provide the required complexity for relatively little effort.

(Having said that, considerable effort did go into developing the Quake 2 interface

for the agents, even to get it to its current stage. I believe though that the effort

to create an equivalent environment from scratch would be even greater than that

required to create a seamless interface for the agents to Quake 2.)

In some cases though it will be necessary to create a new environment — usually

when the models are part of the development of a new application for which there is

no suitable existing environment. Given the effort that this development can take,

it is important to get it right. Most importantly, the problems that can arise in pre-

existing environments should be studiously avoided, through careful attention to the

interface design. As discussed above, it is also imperative to avoid over-fitting the

models to the environment. This can be achieved by establishing a clear interface

between the two and then developing them independently.

4.6 Summary

Models of human behaviour must have an environment in which they can operate,

and if these models are to display complex behaviour, the environment must almost

certainly be at least equally complex. The models must also have some way of

sensing and acting within that environment, and it is the problems that can arise

with this interface that have been highlighted here. If agents do not receive the

required sense data, or if they are unable to perform the required actions, they will

be unable to perform their intended tasks. This is not however a problem that is

unique to BDI-based models of human behaviour, being true of any model that

must interface with an external environment.

The most common types of data mismatch have been highlighted here, which
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serves two purposes. Firstly, the designers and builders of any future environments

that will be populated by agent-based models of human behaviour may note these

issues and take appropriate action to avoid them. Developing an entire new environ-

ment is however a luxury that takes so many resources that it is rarely an option.

More often, models must be designed to interact with pre-existing environments,

with a fixed interface for providing sense data and allowing the model to act. This

is where the second purpose of highlighting these mismatches arises. It is important

to identify any problems or difficulties in the interface at an early stage of devel-

opment, so that either they may be addressed (for example by the reallocation of

programming resources), or an alternate environment found.
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5. A LOW-LEVEL ADDITION: BASIC PERCEPTION

AND ACTION

This chapter presents the first of two examples of applying the approach to extending

the BDI framework that was described in the previous chapter. Here, limited models

of two characteristics — perception and action — are added to the BDI framework.

The purpose of this extension is to demonstrate how human characteristics that do

not lend themselves to a folk psychological explanation can be added to a BDI-based

framework in such a way that a model builder need not be aware of the low-level

details of their implementation; as far as he/she is concerned, the framework still

has its ‘natural’ feel.

Perception and action are involved in almost all tasks (even mental arithmetic

tasks such as that described in [106] involve reporting answers and receiving feed-

back), but few human modelling frameworks account for these characteristics. One

framework that has from the start explicitly modelled certain aspects of perception

and action is GOMS [65], and more recently, ACT-R (from version 5.0 onward) has

also included some aspects of perception and action, based on Byrne’s perceptual/-

motor extension to an earlier version of ACT-R [17].

Perception and action are not characteristics for which one would expect to find

a folk-psychological explanation; rather, they are things that we ‘just do.’ They

are also characteristics that have been widely studied: Boff and Lincoln provide

extensive data on different types of perception and action [11]. For this reason, the

extensions presented here follow the low-level approach presented in Section 3.4.

The development and implementation of an extension to the BDI framework

that provides limited perception and action is presented here. It is limited in that

121
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it is confined to visual perception of an optimally-positioned computer display and

action via a mouse. The extension has also had only minimal evaluation, as described

in Section 4.2. The purpose of this extension however was not to provide a perfect

model of perception and action in a BDI-based framework, but to illustrate how such

‘low-level’ extensions should be implemented, following the approach presented in

Chapter 3. As such, it is the way in which the extension has been implemented,

which hides the details of perception and action from the model builder, that is

important, rather than how the resulting models actually perform compared to

human performance.

5.1 Interaction with a Mouse-Driven Interface

The perception and action models that are introduced here are limited to interactions

with a mouse-driven, Java-based graphical user interface. The action model can

be extended to other forms of interaction using the same principles, such as the

keyboard interaction used in the Quake 2 interface. The model of perception does

not incorporate a full computer vision model; rather it uses a knowledge of where

the Java components of the interface are placed on the screen, ‘seeing’ then when

the eye focus moves to their position. A computer vision algorithm could replace

this Java-based method and thus extend this work to cover other types of interface

(St. Amant and Riedl’s VisMap is an example of such an approach [125]), but the

development and/or integration of such a system was beyond the scope of this work.

A more complete model of vision could have helped with the problems encountered

with the Quake 2 interface, but even St. Amant and Riedl’s model is limited to more

basic interfaces (recognising text, buttons, and menus but not the more challenging

object recognition needed in the Quake 2 interface).
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Fovea (~2 degrees)

Peripheral vision (~180 degrees)

Parafovea (~7 degrees)

Figure 5.1: The three regions of visual perception: fovea, parafovea and peripheral
vision. (Not to scale)

5.1.1 Modelling Visual Perception

The model of visual perception added to the framework distinguishes between three

regions people have in their field of view, as shown in Figure 5.1. The first of

these is the fovea, a narrow region approximately two degrees in diameter, which

is the region of greatest visual acuity. The next is the parafovea, which extends

approximately five degrees beyond the fovea, and provides somewhat less acuity. For

example, if a labelled button on a computer screen appeared within the parafovea,

the approximate shape, size and location of the button would be seen, but the label

probably could not be read. The remainder of the field of view is the peripheral

vision. Perception in this area is extremely limited, with little information about

size, shape, colour or location being registered, although this region of vision is

extremely sensitive to movement.

Because of these limitations, a person will not be able to clearly perceive the

entire area on a computer screen, or even on the smaller window used in the test

interface described in Section 4.2. The eye will have to shift focus in order to perceive

the detail of different objects on the display. This is achieved through saccadic eye

movements, during which the eye effectively ‘jumps’ from one focus to another.

This ‘jump’ takes a fixed time, approximately 30 ms, during which the operator is
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effectively blind, followed by a longer fixation on the new focus, typically of about

230 ms duration [20].

5.1.2 Mouse Input

The action capabilities that were added were limited to mouse manipulation —

moving and clicking the mouse. Like all human movements, mouse movements

are not accurate, relying heavily on visual feedback and corrective movements, and

thus this capability was dependent on the visual capability. Rather than moving

in a single linear motion to the object, a person will move the mouse in a series

of (continuous) shorter segments, with a correction at the end of each one, until

the mouse pointer appears on the target. Studies have shown that each of these

segments has length approximately 1− εd, where d is the remaining distance to the

centre of the target, and ε is a constant 0.07 [20, p. 53]. Each of these movements

takes roughly the same amount of time, approximately 70 ms, plus a delay for visual

feedback, before the next movement begins. This means that although the final

position of the mouse will be within the target, it will not necessarily be at the

centre of the target, as shown in Figure 5.2.

initial mouse

d final mouse

target

position

centre of

!1-   d

target

position

Figure 5.2: Moving the mouse to a target

Because of error in the movement, the distance travelled in a single segment will

not be exactly 1−εd, nor will the point lie directly on the line between the origin and

the centre of the target. Unfortunately, as discussed by MacKenzie et al. [90], while
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there have been many studies that report error rates when using a mouse or other

pointing device, very few report the types or magnitudes of errors. The results of

MacKenzie et al. have been extrapolated to get a mean variability in final position

that is equal to 5% of the distance travelled. It should be noted that although

this extrapolation provided us with models that correlated well with the limited set

of subjects used here, laboratory studies of the types of error in movement would

provide greater confidence in the model. However such studies were beyond the

scope of this work, and the extrapolation from the results of MacKenzie et al. was

sufficient to demonstrate the principle of this type of extension.

5.2 Model Task

The test bed that was used for this extension has already been introduced, in Sec-

tion 4.2. It involved interaction with a simulated telephone keypad, which instructed

the user (human or model) to dial a sequence of numbers. Two different ‘telephones’

were used, one with considerably smaller buttons than the other.

A short sequence of tasks were created that the models and the human operators

would perform using the telephone interface. These tasks were displayed in the

instructions section at the top of the interface, and were identical for each subject

and model pair. The instructions (in order) were:

• To start, click OK

• Dial home, then click OK

• Dial work, then click OK

• Redial the last number, then click OK

• Dial directory enquiries, then click OK

• Call your mother, then click OK
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After this sequence, “Finished” appeared in the instruction section. The user was

told in advance which numbers they would be asked to dial, and in one case “your

girlfriend” was substituted for “your mother” because the user did not know that

number — the aim was to use numbers that were known ‘by heart,’ so that the

recall time for them was short and uniform. An alternative approach, of giving all

users exactly the same numbers to dial, was considered but discarded. It was felt

that in this case, users would be more likely to make mistakes (in terms of cognitive

recall) about the numbers being dialled, and that these errors would confound the

results.

5.3 Model Details

Other than the perception and action capabilities, the model was extremely simple,

with just two plans: one that interpreted the instructions and another that retrieved

the relevant number from memory and dialled that number. The details of eye and

movement were confined to the perception and action capabilities, so the model’s

reasoning in the instruction and dialling plans was at the level of posting goals such

as ‘move mouse to button ‘2’ ’ or ‘read instruction.’ The JACK ‘capability’ feature

enabled a separation of the low-level behaviours from the higher-level reasoning,

so that the actual movements and timings associated with achievements of these

goals were hidden from the modeller. The modeller simply knew which goals were

available in the capabilities and used them in their plans. During the performance

of these plans, they were forced to wait for the eye and mouse movements to take

place, and this is what produced the variation in behaviours.

5.4 Comparison of Model Predictions and Human Data

As stated previously, because the particular number that is dialled can have a signifi-

cant impact on the timing of this task, each model was compared with the individual
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Figure 5.3: Time taken to perform the sequence of tasks — worst case, that is,
biggest discrepancy between model and user (a) and best case (b)

user that it modelled, dialling the same numbers, rather than aggregating all users

and models. Gobet and Ritter have argued that such an approach should indeed be

more common than it is, as individual differences can have significant impact in a

wide range of tasks [45].

Each user was asked to perform this sequence of tasks 20 times — 10 for the

interface with the ‘standard’ size buttons, and 10 for the one with small, widely-

spaced buttons. (The two interfaces in Figure 4.1 show the scale of differences but

are smaller than the real size of 5.5 cm by 9.5 cm.) Every user encountered the

standard interface first. The users were instructed not to pause between starting a

sequence of tasks and seeing “Finished” appear, but to take as long as they wished

between sequences. The time was recorded each time the user clicked “OK.” The

results for each user were then averaged over each group of 10 sequences. Each

model performed the same sequences of tasks as the subject that it modelled (using

the same numbers as the subject), but the models performed 30 repetitions for each

version of the interface compared to the human users’ 10. In each case, the timings

were averaged for each user/model. Figure 5.3 shows results from two subjects —

the first is the worst fit of all subjects, and the second is the best.
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In all cases, the time taken to perform the tasks was significantly lower for

both the human and model using the GUI with large buttons. The models have a

tendency to out-perform the human users on both interfaces, probably because the

error introduced during mouse movement is too small. As mentioned previously,

further studies are needed to get an accurate figure for the magnitude of the error.

Despite this good match between the human subjects’ performance and model

performance, this model of perception and action is by no means ready for com-

mercial deployment. For one, as mentioned above, further studies are required to

determine the nature and magnitude of the errors in movements. Secondly, fur-

ther experimental studies would be required to confirm the correspondence between

human and model performance, with a larger set of subjects, and greater instrumen-

tation. The above tests looked only at the time taken to perform the tasks, but the

models also logged the paths taken by the mouse and eyes. The mouse movements

of human subjects can also be tracked by the interface, and ideally, an eye tracker

could also be used to track the human subjects’ gaze. This would allow a more

detailed comparison of the human subjects’ versus models’ performances.

5.5 What Has Been Demonstrated Here

The purpose of this extension was never to implement a perfect working model

of perception and action; rather it was to demonstrate the approach to extending

a BDI-based framework with a ‘low-level’ characteristic of human behaviour (one

which ‘just happens’ from the folk-psychological perspective), as was proposed in

Chapter 3. As discussed on page 30, the purpose of this extension, and the one

presented in Chapter 7, is firstly to demonstrate that it is possible to implement

extensions following the proposed approach. Although this extension is just one

example of how one would incorporate a low-level characteristic, it is not difficult

to imagine how one would implement other low-level characteristics following the
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same approach. For example, a model of keyboard interaction has been added for

the modelling of Quake 2 players (introduced in Section 4.3.3), which constrains

the models’ behaviour in terms of timing1. Similarly, COJACK (introduced in

Appendix C) introduces a “cognitive overlay for JACK” that includes constraints

based on a number of low-level human performance characteristics.

The purpose of implementing the models that use the extension was to demon-

strate that

1. Low-level details are hidden from the model builder, leaving him/her to work

at the appropriate level of abstraction,

2. The models developed using the extended framework maintain plausible be-

haviours (in the sense that they are at least as believably models of human

behaviour as those built with the non-extended framework), and

3. These extensions enhance the behaviour of models, providing richer generic

behaviours (which after all is the motivating factor for extending the frame-

work).

(from page 30)

For the extension described here, the low-level details of behaviour are hidden

from the model builder by encapsulating them within JACK ‘capabilities’ (a means

of modularising code within JACK). The inner workings of a capability are not

visible to other components of a model. The model only has access to one goal related

to vision (to ‘look’ at the current position, a particular position, or a particular

object), and two goals related to mouse movement (to move to a particular object or

the current visual focus, and to click the mouse on a particular object or the current

1It should be noted that in general there is considerable variation in keyboard skills, but for the
purpose of modelling expert players of the game, expert keyboard interaction could be assumed,
and the timing constraints were simply in terms of physical capabilities of how long it takes to
press a key or shift to a different keystroke. It was not necessary to consider, for example, any
cognitive constraints that would be introduced by someone unfamiliar with keyboard interaction
and who might have to search for particular keys.
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mouse position). The inner workings of how these goals are handled are hidden

within the vision and action capabilities. (Detailed code of the agent, capabilities,

plans, beliefs, etc. are contained in Appendix B.)

The second and third points have been answered by the results presented in

Section 5.4. Although the behaviours under the extended framework are not per-

fect (particularly with respect to the error in mouse movement, as discussed), the

only change in behaviour that is introduced by the extension is this error in mouse

movement and timing for eye and mouse movements. These changes are intrinsic

to the extended framework, in that by using this extended framework, models’ eye

and hand movements are automatically constrained.

5.6 Principles for Incorporating Low-Level Characteristics of

Human Behaviour

The extension described here has served to demonstrate the principle of how low-

level extensions can be added to a BDI framework. The key to this is to design the

extensions so that their inner workings are hidden from modellers, as discussed in

Section 5.5. This preserves the ‘natural’ level of representation in the models, and

means that modellers do not need specialist psychological or behavioural knowledge

to tune low-level parameters or provide additional information. It also has the

advantage of a modular approach: once the interface has been defined, the extension

can be refined or enhanced without requiring any changes to the models that are

dependent on the extension. For example, the model of perception and action that

has been provided here is extremely simplistic, and as already mentioned, does not

contain an accurate model of error in movement. However because of the modular

nature of the extension, a revised model of error could be incorporated, leaving

exactly the same interface for the model builder to use.

The most obvious cases for these low-level extensions are in other forms of per-
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ception and action that are well-studied and understood at this level. This might be

things such as auditory perception, keyboard interaction, or even locomotion (walk-

ing, running and so on). Care must be taken here however, because while there is

little variation between individuals for low-level actions, the more coarse-grained the

action is, the more variation there will be. Thus for locomotion there will be con-

siderable variation between individuals, depending on factors such as height, weight

and level of fitness. If locomotion, or even more specifically, walking, was to be

added, these dependencies must be noted, together with suitable default values and

valid ranges for them. In this way, a model could be built that could simply use

the default values, or the values might be pushed to extremes to see what impact

that had on the task. The key point though is that the modeller could construct

the models without any consideration of these parameters, because the knowledge

required for the model would be independent of these values.

Another way in which a low-level extension could be used is to account for cog-

nitive factors, such as processing and memory retrieval times, as in COJACK (an

extension to JACK that was developed based upon principles used in this thesis,

described in Appendix C). The data that is available for these types of characteris-

tics does not appear to be as plentiful as for perception and action, in part because

cognitive processes are not yet fully understood. Nevertheless, as has been demon-

strated with COJACK, it is possible to account for some cognitive factors in this

way.

5.6.1 What About Human Variability?

There is no doubt though that even in these ‘generic’ characteristics of human

behaviour, people are not cardboard cut-outs of each other. For example, different

people have different visual acuity, or different degrees of accuracy of movement.

There may be circumstances being modelled where it is important to understand

the impact of such variation, for example where the performance of someone with
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‘poor’ mouse movement accuracy might have critical impact on the timing of the

task. It is not clear that a BDI-based framework would be the best choice for such a

study — this is a slightly different area of the landscape described in Figure 1.1 than

that which was identified as suitable for BDI-based human behaviour modelling —

but it is conceivable that such a question might arise as a side-issue of a differently-

focused study.

For this reason, as well as providing default settings for any characteristics that

are added to the framework, documentation should be provided explaining what

the setting is as well as giving a range of ‘acceptable’ values — the values which in

some sense are ‘sensible’ settings. The extension might even provide a secondary

interface to the model builder which would allow him/her to adjust parameters

without having to delve into the depths of the code for the extension in order to

adjust them.

5.6.2 What About Higher-Level Level Characteristics?

In contrast to this low-level approach, the Chapter 7 presents an example exten-

sion that is based upon a folk-psychological explanation of a characteristic (in this

case, decision making in particular types of circumstance). Unlike the low level ap-

proach presented here, the extension introduces new constructs to the framework,

to which modellers must pay attention. However because these concepts arise from

a folk-psychological explanation, they are still things to which people make natural

reference when describing reasoning and action. This means that although the mod-

eller must provide additional information to the model, it is still information that

can be accessed with a slight adaptation of the knowledge acquisition techniques

presented in Chapter 6.



6. KNOWLEDGE ACQUISITION FOR BDI-BASED

HUMAN MODELLING

As explained in Section 1.4, the beliefs, goals and plan library of a BDI agent must

be populated with domain-specific knowledge in order to create a model. These are

used by the reasoner to receive sense data, update knowledge, form intentions, and

select actions to perform. The default reasoner in a BDI framework is an extremely

simplistic approximation of human reason, and the extension presented in Chapter 7

goes a small step towards addressing this shortcoming, but its details are not the

responsibility of model builders. This chapter focuses on the process of acquiring

the domain-specific knowledge that is needed to populate a model’s beliefs, goals

and plans.

The difficulties involved in knowledge acquisition and representation are by no

means unique to the BDI paradigm; as discussed in Section 2.5, capturing and

encoding the knowledge that people use to perform any complex task is challenging

whatever the modelling language. When it is the knowledge of experts that must

be captured the challenge is even greater because so much of the expert’s knowledge

is second nature to the expert but totally foreign to an outsider (which is what the

person performing knowledge capture usually is). Identifying and extracting this

implicit knowledge is perhaps the most difficult and time-consuming part of the task.

Knowledge capture is further complicated when the task being modelled involves

doctrine: although in practice non-doctrinal behaviour may readily be observed,

subjects providing the expert knowledge often display a reluctance to report it,

adhering instead to the doctrinal line.

The process of knowledge acquisition for BDI-based models of human behaviour

133
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is facilitated by the BDI framework’s roots in folk psychology (as discussed in Sec-

tion 1.6.3), but there is no standard approach to knowledge acquisition for BDI-based

models of human behaviour. In this chapter, I present a systematic approach to this

process. It it illustrated by the development of models of Quake 2 players, which

could be used for example to evaluate the extension which is presented in Chapter 7.

As discussed in Section 4.3.4, these models did not perform as desired in the Quake 2

environment, but this was due to limitations of the agent – environment interface,

not of the models themselves.

Because the experts being modelled often perform specialist tasks in which the

modellers have no experience, it can be difficult for the modellers to recognise when,

during the acquisition process, they are missing information that will be necessary

when building the model. As discussed in Section 2.5, experts will rarely provide all

the knowledge required for a model without careful probing, and the modeller needs

to understand the types of probes to ask and the most effective way of asking them.

The process should iterate between interviews with the expert and design of the

model: this facilitates the identification of knowledge gaps, ensuring that sufficient

knowledge is gathered to fully implement the model.

It is particularly important for those gathering expert knowledge to understand

the risk that experts may misreport their reasoning, for example by post-justifying

decisions, or claiming adherence to doctrine when in fact they are using some other

(perhaps far more effective) strategy. The knowledge acquisition methodology that

is presented in this chapter uses techniques adapted from the field of cognitive task

analysis (CTA) to help address these problems, and it is important for the inter-

viewer to make use of the techniques (discussed in Section 6.1) that are particularly

intended to highlight such misreporting. Once identified, the interviewer must de-

termine a suitable strategy for eliciting the real reasoning (being aware that the

subject may not wish, for one reason or another, to report it).

In Section 2.5 I discussed the challenges involved in knowledge acquisition, and
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related work in the areas of expert systems, agent-based social simulation, and

cognitive task analysis. As indicated above, the methodology presented here draws

strongly on elements of CTA to develop models in a BDI-based language; Section 6.1

introduces the particular elements of CTA that have strongly influenced the devel-

opment of this methodology. Section 6.2 then presents the methodology that has

been developed in the course of this work, and its use is illustrated in Section 6.3

with examples taken from the development of the models of Quake 2 deathmatch

players (the test bed introduced in Section 4.3.3).

In Section 6.4 I go on to discuss two cases that are not covered by this example:

what to do if subjects are reporting adherence to doctrine, and how to develop

models for which there are not subjects (such as for a hypothetical new environment

or situation, or indeed for fictional characters).

6.1 Relevant Techniques from Cognitive Task Analysis

The methodology that I present here draws largely upon two forms of cognitive

task analysis: applied cognitive task analysis (ACTA) [99], and the critical deci-

sion method (CDM) [25]. The summaries of these methodologies are largely based

upon presentations from a workshop on CTA by Gary Klein and Laura Militello in

November 2000 [75]. I have drawn upon a range of techniques because each provides

different types of insights into the reasoning process of the subject. ACTA is in a

sense a top-down approach, starting with the picture, and working down to the de-

tails. CDM is complementary because it focuses on filling in the details, assuming

the big picture is already there.

6.1.1 Applied Cognitive Task Analysis

Applied cognitive task analysis (ACTA) was originally developed as a means of

gathering task knowledge for the development of training programs and for task
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redesign [99]. The methodology consists of a series of semi-structured interviews

and data analysis, which I will explain further below:

1. A preliminary interview, to develop a task diagram.

2. A knowledge audit, contrasting expert and novice behaviours.

3. One or more simulation interviews, resulting in mental maps of the incidents.

The purpose of this process is to develop a picture of the whys behind the task,

as opposed to a procedural description of the task. Klein and his associates then

use this knowledge to develop new procedures and/or interfaces for the task, or to

develop training to bring novices quickly up to speed. However this process has been

adapted here to extract the knowledge required to build a model of the operator in

JACK.

For the interviews, Klein advises having at least two interviewers, and only one

SME per interview. This allows one of the interviewers to primarily act as a note-

taker, but also be alert for cues that the primary interviewer might miss, and follow

up on these. It should be noted that in most cases, the interviewers are novices

in the task(s) of interest, so it is particularly important during the interviews to

repeatedly check that the interviewer and the SME are “talking the same language.”

The interviewers should try to rephrase the SME’s responses to check that they have

understood correctly, and they should also be careful to make sure that the SME

understands the questions being posed (that is, that they are answering that which

has been asked). However it will not always be possible to have two interviewers,

as was the case for this project. In such situations the single interviewer must be

aware of these potential pitfalls and be careful to avoid them. Recordings audio

or audio/visual maybe be used to supplement note-taking in the interview, but

interviewers should not rely to heavily on this medium. The process of taking

notes can help the interviewer notice points which need elaboration and unexpected
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paths to pursue for questioning. If such things are only noticed upon review of the

recordings, this can necessitate additional steps in the interview process.

Development of a Task Diagram

The first interview is a brief interview, allowing the interviewer to develop a high-

level picture of the phases of a task. The result is a flow diagram of the phases

of the task, usually linear, and usually in the order of seven steps. This allows

the interviewer to focus in turn on each of these aspects of the task in subsequent

interviews. Despite the fact that this is a relatively short and simple stage of the

process (typically taking in the order of twenty minutes), it is inadvisable to merge

it with later stages. Separating it from the later stages gives both the interviewer

and the subject time for reflection, and is likely to improve the quality of both the

probes and the responses in later sessions.

The Knowledge Audit

A knowledge audit contrasts expert and novice performance for each decision task

that has been identified in the task diagram. Detailed and specific information is

obtained from the user through a series of probes. These probes are related to

different features of expertise, such as:

• noticing

• past and future

• big picture

• ‘job smarts’

• opportunities and improvisation

• anomalies
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• equipment difficulties

The aim of this stage is to fill in details of each of the stages identified in the task

diagram. The interviewer should be prepared with a range of probes for each area of

expertise for each stage in the task diagram, but their use should depend on the flow

of the interview: questions can be dropped or added depending upon the responses

received.

Simulation Interviews

A simulation interview highlights cognitive elements of the task within the context

of a specific incident. The interviewer develops a complex scenario, usually in con-

junction with other subject matter experts, which is put to the SME. The SME

describes the steps he/she would take to complete the task, and the interviewer can

probe the SME about any of the steps, with questions such as “What sort of thing

could have gone wrong here?”; “Say you noticed X at this point, what could have

caused it? What would you do about it?”; “What are the things you’d be checking

here to make sure things were proceeding as you expected?”.

This technique forms part of many CTA methodologies, but it can be difficult and

time-consuming to set up. Because the interviewer rarely has detailed experience

of the task being modelled, other subject matter experts are drawn upon in the

development of the scenario. This can greatly increase the cost of the exercise. An

alternative that is sometimes used is to ask the subject to be modelled to develop an

‘interesting’ scenario. They are then asked to explain why they consider the scenario

to be interesting and walk the interviewer through it. The interviewer is then able

to probe the subject about the choices that would be involved and where their

expertise would come into play, as for a knowledge audit. The major problem with

this approach however is whether the subject can come up with suitable scenarios: if

they do, the method works well, but if not, it can be a time-consuming and fruitless

exercise.
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6.1.2 The Critical Decision Method

The critical decision method (CDM) is another way of eliciting knowledge from

SMEs [77, 25]. It consists of four “sweeps”:

1. Incident verification and selection.

2. Time line verification and decision point identification.

3. Deepening, and “the story behind the story.”

4. “What if...” queries, expert/novice differences, decision errors, etc.

Initially, it is important to explain the purpose of the interview: to capture

expertise by exploring an incident that displays expertise in action. The sort of

incident required is one where expertise makes a difference, where a novice would

have run into trouble. Once the SME has thought of a suitable incident, he/she

should give a short (25 word) overview of the incident. The purpose of this overview

is to allow the interviewer to determine if it is a suitable incident — if not, it can

be abandoned without wasting too much time. The interviewer should also note

flags and key data mentioned in the overview: gaps in the story, conceptual leaps,

references to anomalies, ambiguous cues, and so on. These should be followed up in

later sweeps.

When a suitable incident has been agreed upon, the interviewer and subject

should work together to draw up a time line listing the major events (such as crit-

ical points, timing points and situation awareness labels). The decision points,

judgements and cognitive demands should be identified by the interviewer at this

point.

The next stage is to deepen on these points, developing a ‘map’ of cognitive

demands of the incident: why did decision points arise, what features were used to

make judgements, and what caused the cognitive demands.



140 6. Knowledge Acquisition for BDI-based Human Modelling

The final sweep focuses on the distinctions between novices and experts. It uses

the same sorts of probes as the knowledge audit stage of ACTA.

6.1.3 Direct Observation and Probes or Speak-Aloud Protocols

These techniques are not a methodology in themselves, but are often used as part

of other methodologies, including ACTA and CDM. The subject is asked to per-

form their task and this performance is either recorded or directly observed. If a

speak-aloud protocol is being used, the expert is asked to continually report the

thought process that is going on behind their actions. If probes are being used, the

performance of the task can be interrupted to present these probes, or the subject

may be asked to review the recording of their performance and asked the probes at

this point.

One problem with using a speak-aloud protocol is that the actual process may

cause the subject to introspect, thinking about the process that they are using and

consequently adapting their behaviour. Strictly speaking, the speak-aloud protocol

is intended to avoid introspection, with the subject only reporting the mental steps

that they are taking, rather than reflecting upon why they are taking them. In

practice, it is impossible to ensure that this is the case. Additionally, if the task

itself has high cognitive demands, the process of reporting his/her reasoning may

distract the subject from the performance of the task.

Similarly, if the interviewer asks probes during the course of the observation,

this may disrupt the subject’s performance of the task. The process of formulat-

ing answers to the probes may simply disrupt their flow, or more seriously, they

may change their course of action away from their normal behaviour because their

consideration of the probe has changed the way they are looking at the situation.

The final possibility, of recording the observation, and going back over the record-

ing with the subject to ask probes, is the most likely to capture an ‘unbiased’ per-

formance of the task, as the probes will not alter the performance of the task. It
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gives the interviewer the chance to select particular incidents of interest and focus

upon these — particularly useful if the task is characterised by extended periods

of routine sub-tasks with relatively infrequent incidences of novel sub-tasks. This

approach is particularly beneficial when events are extremely fast-moving, because

the recording can be paused to give the subject a chance to explain what is hap-

pening at these times. However this approach also has a disadvantage, in that the

subject may post-justify their actions. As discussed in Section 6.3.6, there are strate-

gies the interviewer can adopt to identify post-justifications and uncover underlying

reasoning.

Whichever technique is used — speak-aloud protocol, probes during observation,

or post-observation probes — it is difficult to get the full picture using this technique.

This is because a single observation period is unlikely to cover all possible scenarios

that could arise in the subject’s task. It may be possible to control the scenario to

a certain extent, forcing particular situations to arise, but in most cases, this will

close off the possibility of certain other situations arising. For this reason, direct

observation is usually only used as part of a methodology.

Direct observation can however be a useful tool as part of a larger approach.

For interviewers who are unfamiliar with the task of interest (or familiar only in

theory), it can give them a better feel for the task, and the typical unfolding of

events, which will allow them to be more focused in their interviews. Events that

arise during the observation session can also be flagged as particular reference points

for later interviews. (For example, “When I was observing you performing this task,

X happened, and you responded by doing Y . What about the situation made you

choose that course of action? Would you have done something different if Z had

happened immediately afterwards?”) The interviewer needs to be careful though to

think beyond the scenario that arose during observation as well: as discussed above,

it will only be part of a bigger picture.
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6.2 Proposed Knowledge Acquisition Methodology

The methodology that I have developed in the course of this work uses elements

from both ACTA and CDM. The stages are:

1. Direct observation, serving three purposes:

(a) Pre-filtering the subjects to ensure they are suitable for the modelling,

(b) Preparation of the interviewer with respect to the domain, and

(c) Providing reference points for discussion in later interviews.

2. Development of a task diagram, as in ACTA (See Section 6.3.2.)

3. An iterative process of:

(a) Expansion of each of the elements in the diagram through a combination

of

i. probes as per the knowledge audit process of ACTA,

ii. presentation of hypothetical situations, and

iii. CDM sweeps using scenarios proposed by the subjects.

(See Section 6.3.3.)

(b) Analysing the data and designing the models.

The number of iterations needed in this final step will depend on a number of

factors, including the care taken in planning the interview session, how forthcoming

the subject is, the complexity of the task being performed, and the experience of the

interviewer. Knowing when to stop can be difficult, as is discussed in Section 6.3.7.

6.3 Applying the Knowledge Acquisition Methodology

To demonstrate the application of this methodology, I use it to develop models

of expert Quake 2 players, as could be used for a full evaluation of the extension
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presented in Chapter 7.

Each player was interviewed independently by myself, acting both as interviewer

and note-taker. (Although Klein recommends two interviewers, resources did not

permit this in this project.) Although I was familiar with the game, I was not (and

did not become) an expert (or even competent) player of Quake 2, or any first-person

shooter type game. This was an advantage when it came to the interviews, because

I was not able to try to ‘fill the gaps’ with my own conceptions about the game —

one of the cautions noted below in the discussion of interviewer preparation.

The two players for whom models were developed had quite different playing

styles. One was a camper-type player (one who would find places to hide and wait

for victims to come in to range) while the second was a more aggressive player, who

would run around actively searching for victims. The knowledge acquisition process

was able to capture style differences, but it is worth noting that the different styles

did not lead to significant differences in their scores when the subjects competed

directly against each other. This highlights the challenge of assessing model quality

— it is not simply about overall performance as measured by tournament scores.

6.3.1 Direct Observation

As discussed in Section 6.2, the first stage of direct observation serves three purposes,

which I elaborate below.

Filtering

It is appropriate to have certain standards that subjects must meet, for example

a requirement to model a range of different approaches to the same task, or a

requirement for a certain level of accomplishment. Direct observation of the subjects

performing the task is one possible method of ensuring these requirements are met.

For this project, expertise was required because the models would be later used

to evaluate the extension described in Chapter 7, and the model of decision making
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used in this extension assumed expertise. In my work with volunteer subjects, three

players were initially involved, but eventually only two useful models were developed,

as the third player claimed to be an expert player, but it emerged was little more

than a novice. This is an example of the filtering1 that may be required.

Preparation

Direct observation can also be useful in helping to prepare for the interview stage.

There is a delicate balance that must be met by the interviewer in terms of under-

standing the task. He/she should understand the task well enough to have meaning-

ful discussion with the subjects, but also should avoid the pitfall of being focused on

a particular way of performing the task (which might preclude him/her from recog-

nising and/or understanding the alternative method(s) used by subjects). Direct

observation can be a useful tool for avoiding either extreme.

For interviewers who have little or no knowledge of the task to be modelled,

direct observation can be one of the ways (but should not be the only way) in

which the interviewer learns about it. The primary source of information should be

instructional manuals and other literature. However if the task requires significant

background knowledge or skills, this literature may not be particularly accessible to a

novice. Observation of experienced practitioners can provide the additional insights

to understand the literature, but in some cases this alone will not be sufficient. In

such cases briefing should be provided by a subject matter expert — preferably not

one who will be a subject for modelling, because this could introduce bias. If no

literature is available, a combination of direct observation and briefing by a subject

matter expert should be used.

For the interviewer at the opposite end of the spectrum, who has a high level of

expertise in the task of interest, the preparation should ensure that they are aware

1In practice, I did not use direct observation as the first step, and so commenced knowledge
acquisition with the inexperienced player, and had to discard that work. This highlights the benefit
of including this in the first step in the proposed methodology.
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of alternative means of performing the task. Such information may be available in

literature, but in general instruction manuals and similar do not go into the level

of detail required. In an adversarial environment, such as the one used here, an

expert should be aware of alternative approaches through their experiences with

different opponents, but in non-adversarial environments an expert might not be

aware of alternative approaches to their task. The risk then is that when eliciting

knowledge from other experts they misinterpret what they are told, mapping it

onto their knowledge and ignoring the subtle differences. It is possible that the

only preparation required is for the interviewer to be aware of this potential pitfall

and work carefully to avoid it during the knowledge acquisition process, but direct

observation of the subject(s) may also be a useful tool, because it can reveal some

of the alternative approaches to the task before the interview sessions.

Reference Points

A third use for the direct observation is to provide reference points — particular

incidents that can be revisited and discussed — for later interviews. While not an

essential tool, in some cases it may be easier for either the subject or interviewer

to refer to a particular instance that occurred during the demonstration. If the

observation was recorded, it can be used to replay specific excerpts and discuss

the reasoning behind the actions, similar to the role of Simulation Interviews in

Section 6.1.1, and Probes as in Section 6.1.3.

6.3.2 Development of a Task Diagram

The first interview in each case was designed to develop the task diagram for each

player, consisting of questions such as those in Table 6.1.2 The data from this picture

was then analysed and used to drive the questions in subsequent interviews. For the

2These probes are sample probes, and would be adapted depending on the subject’s responses.
For example, the second question would be meaningless, and hence omitted, if the subject answered
“No” to the first question.
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two core subjects, the resulting task diagram differed only slightly in the timings;

Figure 6.1 shows that for Subject A. Subject C (the less experienced subject) skipped

the first stage of the diagram, not bothering to try to build a mental model of the

world or get to know the other players.

Table 6.1: Sample First Interview Probes

When you play the game, do you perceive any distinct phases?
What are your main goals in each of these phases?
What are the relative priorities of these main goals?
Say you enter a new game, where you don’t know the world map, and you may
know some, but not all, of the players. What are the first things that you do?
Do you make an effort to get to know the style of the other players? How do
you use that knowledge?

Figure 6.1: The task diagram for Subject A

6.3.3 Expanding the Task Diagram

The second stage of interviews probed more deeply into the phases that were identi-

fied in the task diagrams, using the three strategies identified previously: 1) probes

about expertise, as in a knowledge audit, 2) probes using hypothetical situations to

elicit details about strategies, and 3) asking the subjects to give examples of situ-

ations that were unusual or where they felt they performed particularly well, as in

CDM. Due to the fast-moving nature of the game, the incidents presented by the

subjects in this third case were of limited duration. Nevertheless the exploration
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of a number of these small incidents revealed much about the subjects’ styles and

strategies.

Whereas the first stage of interviews focused on the subjects’ goals when playing

the game, the second stage turned to the strategies that they used, and the way that

they characterised the world. Some examples of the types of probes are presented

in Table 6.2.

Table 6.2: Sample Probes from Second Stage of Interviews

You say the first stage of the game is when you don’t know the map. When do you
consider that you do know the map? Do you explore every nook and cranny?

What makes a good sniping spot?

If you’d just respawned and you could hear but not see a fight nearby, what would
you do?

How important are the sounds in the game to you? What sorts of things do you listen
for?

What sort of things most clearly differentiate novice players from expert players?

Say you’d identified a particular opponent as being a better player than you. Would
you make an attempt to actively avoid him/her?

When you were talking about exploring the map, you said you explore cautiously.
What do you mean by cautiously?

The interviews in this stage were open-ended. Before each interview, a list of

questions was prepared, based upon the analysis of data from the previous interview.

But it was also important to be flexible during the interviews, picking up on key

points with the subjects’ responses and following up on these in order to fill in the

details. It was not critical if some of these details were missed during an interview,

as the post-interview data analysis should identify them, but this would then require

a further iteration in this stage of the knowledge acquisition. It was essential when

framing the questions to remember that the aim was to uncover the reasoning used,

rather than understand the task in a procedural sense. The task was complex

enough that it would be impossible to cover every hypothetical scenario; instead,

the aim was to understand the way they reasoned about their world, and hopefully



148 6. Knowledge Acquisition for BDI-based Human Modelling

by capturing this reasoning be able to generate realistic behaviours in unexplored

situations.

6.3.4 Data Analysis and Model Design

The models that were constructed in this exercise used the JACK agent language

[2], a BDI-based agent programming language that is implemented in Java. As such,

the analysis of the data and design of the models involved identifying

1. The goals of the subject,

2. The plans used by the subject, and

3. The beliefs of the subject, or more accurately, the things about which the

subject had beliefs.

If the models were being implemented in a different agent language and/or paradigm,

one might be looking for different elements in the text, but the same principles that

are used here could be applied.

Consider the fragment of interview below:

Subject: ...hearing doors open is a good one, or hearing lifts activate.

Like for instance if you’re up the top on that level you can hear the lift

coming before it gets there, so...

Interviewer: Right, so you’re ready to shoot at them?

Subject: As soon as you hear the lift activate, you can start lobbing

grenades into it.

...

Subject: One of the things that it’s common to do on this level... and...

a lot of other levels, is to run across the lift, activate it so it comes up...

umm... people will start... lobbing grenades in. Then if you’re quick
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enough you can actually run around the corner and umm... beat the lift

to the top. And... shoot them as they’re lobbing grenades into the lift.

This fragment gives information for the basis of two plans: one to attack players

in lifts, and another to trigger the lift and sneak up behind the player who thinks

there is someone in the lift. It also highlights the way in which the subject reasons

about various objects, as shown in Figure 6.2. The agent must have a relationship

between a particular type of sound and the location of lifts (elevators), and the lifts

have some attributes.

Figure 6.2: Working notes associated with the previous interview fragment. Under-
lined words in plans are things which must appear in beliefs. Circled items require
further details.

Appendix D gives the pseudo code for the plans used in this model. The code

itself was developed within the JACK development environment (JDE), which gen-

erates code that is rather incomprehensible to the human reader. This code is

available from the author upon request.
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6.3.5 Further Iterations

The analysis of interview data followed this process, aiming to identify the declar-

ative knowledge (that is, the things that needed to be represented in beliefs) and

the procedural knowledge (that needed to be represented in plans). It was then

necessary to expand upon each item to the extent that they could be implemented

in a model. For example, follow-up questions to the above included things such as

• “You said you used sounds like doors opening and lifts activating. Which other

sounds do you pay attention to?”

• “With your trick of activating a lift and then trying to run around and surprise

a person lobbing grenades in, do you just assume that there will be someone

there, or do you use other information to decide when/if to do this?”

• “If there was more than one route that would get you to the top of the lift in

time, how would you decide which one to use?”

6.3.6 Avoiding Post-Justification of Actions and Rote Responses

It is also important to cross examine the subjects’ responses, to ensure that they

are not post-justifying actions. As reported in [74], as expertise develops many

behaviours become habitualised, so that the subject no longer actively thinks about

why they are performing particular actions. When pressed to explain their reasoning,

it is easy for them to fall back on accepted doctrine or some other justification for

their reasoning that does not necessarily reflect the true thought process.

This is again a time when direct observation as the first step can be useful. If

non-doctrinal behaviour is observed during this period, it can be a starting point

for discussion. However the observation window may not include deviations from

doctrine, or even if it does, they may not be observable. Thus although direct

observation can again be a useful tool, the interviewer should not rely upon it for
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this purpose. Rather, they should structure their probes so as to expose superficial

explanations, then target these cases carefully. Questions probing things such as

the minimum change to the situation that would have led to a different action, or

why an alternative course of action wasn’t followed are effective at exposing post-

justifications. Once highlighted, further probes may identify the real reasoning, or,

as discussed below, it may be that the reasoning has become so instinctive that the

subject cannot access it at all. In certain situations, when the subject is echoing

doctrine and not explaining their deviations this may be because they do not wish

to be seen to be deviating from doctrinal behaviour. This case and how to deal with

it is discussed in Section 6.4.1.

6.3.7 Knowing When to Stop

These two steps of detailed interviews followed by analysis that generates further

questions must be repeated until sufficient data has been gathered to construct a

model. How then should the interviewer recognise that sufficient data has been

obtained? In the example here, the models connect to the Quake 2 engine in the

same way that a player’s client software would. This meant that the models needed

to generate actions at the level of keystrokes and mouse clicks and movements.

However subjects do not naturally express their behaviour and reasoning in such

low-level terms, nor is it appropriate to expect them to do so. Thus it was necessary

to determine the lowest level in which the subjects naturally referred to actions and

beliefs and somehow build a bridge in the model between this point and the low

level actions that could be performed.

The lowest level in which the subjects naturally expressed actions was that used

in expressions such as “fire into the lift shaft” or “move to the doorway.” Below

this level, the actions taken were part of an action-feedback loop, where constant

adjustments to movement were made with mouse or keyboard based on the visual

feedback from the game, but the subjects did not consciously think about it. This
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gap between the level at which the players described their behaviour and the level

at which the engine accepted input was addressed using an extension similar to that

presented in Chapter 5, based upon knowledge from other sources (specifically, [11])

rather than the experts. Such a gap will exist in almost every modelling scenario,

and it is important to be able to 1) identify the cut-off point for subjects, below

which they cannot explain their reasoning, and 2) find a means of bridging the gap

in a similar way as was done in this example, using data from an alternative source

to the subjects.

In this example, the iterative stage was conducted over two successive interview

sessions for one of the subjects, and only a single extended session for the other.

This was unusually brief however, and was largely due to the interviewer being

an extremely experienced model builder. This meant that knowledge gaps were

identified during the interviews, rather than being delayed to the post-interview

analysis, and so questions were posed to fill these gaps as the interviews progressed.

However for a less experienced interviewer, at least two interview sessions would

normally be needed, and quite possibly more.

Finally it must be noted that It is important to follow through all avenues of

questioning with each subject, even when they appear to be saying the same thing.

In the example presented here, the subjects were sometimes using the same expres-

sions to mean quite different things. Take for example the idea of “sufficient” health

to keep fighting:

“Subject A: ...basically I try to keep my health above sixty percent,

roughly sixty percent.”

“Subject B: ...I think it’d be probably around twenty-five percent

health [that I would run away from a fight]”

“Interviewer: ...would you run away from that fight for any reason?

Subject C: If I noticed that my health was very low, yes.
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Interviewer: Ok, what’s ‘very low?’

Subject C: Ahh... fifteen or below.”

Obviously the subjects had very different ideas about when to quit a fight. If it had

been assumed that “low health” (in terms of the time to run away from a fight)

was the same for all subjects, the model for Subject B would have been seriously

inaccurate (as for Subject C, had that model been developed).

6.4 What is Not Illustrated by this Example

Two important issues in knowledge acquisition are not illustrated through the pre-

vious example. The first is the question of how to deal with a subject who does

not report deviations from doctrine, and the second is what to do when there is

no subject to model — because the task is new (such as when building a model to

evaluate proposed new equipment), or the model is a fictional character, such as in

a computer game, who may be performing novel or even implausible tasks. I shall

deal with each of these in turn.

6.4.1 When the SME Reports Adherence to Doctrine

When modelling experts in a domain that involves doctrine, be it military, med-

ical or otherwise, a common problem is that the experts available for knowledge

acquisition will not report any deviations from doctrine. There are a number of

possible explanations for this. For example, they may feel that there will be an in-

stitutional backlash against them if they admit to deviating from the standard line,

or alternatively the rhetoric of the doctrine may be so strongly ingrained that the

subject actually believes that he/she is following it, and doesn’t consciously consider

their non-doctrinal behaviour. Whatever the reason, it is essential to overcome this

problem if these subjects are to be accurately modelled.

Many of the types of probes use in the knowledge audit process already go some
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way towards avoiding this problem. For example, subjects are asked to contrast

expert and novice behaviour, which can highlight some of the ‘gaps’ in doctrine —

places where the doctrine doesn’t fully specify the response to a situation. Further,

this line of questioning encourages the subject to recount incidents where unusual

happenings or responses occurred. Key to the success of this technique is building

up a rapport between the interviewer and the subject, ensuring that the subject

feels that 1) he/she is respected as an expert, and 2) the interviewer is correctly

interpreting his/her responses.

The interviewer must be prepared to adapt the questions depending on the re-

sponses of the subject. If the interviewer feels that the subject is spouting doctrine

without realising that he/she actually deviates from it, the approaches presented

in Section 6.3.6 can be used. If on the other hand it appears that the subject is

aware of his/her non-doctrinal behaviour but is unwilling to report it, there are a

couple of strategies that can be used. A simple option is to focus the subject on the

behaviour of others: if the subject is only concerned about him-/her-self being seen

to conform to doctrine, this can be successful, but he/she may also be unwilling

to report the ‘flaws’ of others. A better approach, assuming that the resources are

available, is to interview a number of SMEs, and make it clear to each one that their

input is strictly confidential and will never be individually identified. When subjects

are confident of their anonymity they will usually be more prepared to answer the

interviewer’s probes without reservation.

6.4.2 Creating Hypothetical Models and Fictional Characters

When the model being developed is not one of a real person performing a real task,

the knowledge acquisition process becomes more difficult. In this circumstance,

there is no SME who can describe exactly how the task is performed, and a slightly

modified strategy must be used, but the basic approach will be similar. The aim

would be to have a subject who would act as the SME.
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If the task being modelled is a new one (due to a new equipment platform, for

example), the subject should be skilled in a related task, which they will use to

judge how they would perform the new task. In these circumstances, there would

be a greater tendency towards the presentation of hypothetical scenarios in the

questions. A subject who is an expert in a related area would be particularly pushed

to consider how the new equipment, scenario and/or procedure would force them

to change their reasoning and behaviour. For this type of process, the iterative

process described above should be taken one step further, with the implemented

model being presented to the subject in order for it to be critiqued and adjusted.

There is of course no guarantee that the resulting model will behave in the same

way as a real person with training would in the given scenario, but such models can

nevertheless be powerful tools as part of a suite of techniques for evaluating new

equipment, tactics or procedures. It may not be possible to use such a model to ask

fine-grained questions, such as a precise measure of how long it will take to perform

the task, but it is useful for broader questions, such as ‘Is it physically possible to

perform the task in these circumstances, following this procedure?’

Creating fictional characters is a slightly different proposition. These characters

may or may not have specialist skills (for example, deep sea diving) that require

expert advice, and in addition, may have additional fictional skills and/or equipment

for which there is no real world equivalent. For the specialist skills, an expert

is certainly advised, but for the overall development of the character, it is more

appropriate to have a role-player to act as the subject. This is more likely to

ensure the consistency in the model that will be required to ensure the suspension

of disbelief needed in games and stories. The interviewer should then treat the role-

player as if he/she were a regular SME, using the same techniques described above.

It would be expected that the role-player would develop the character and his/her

history so that he/she could answer the probes appropriately.
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6.5 Summary

The methodology presented in this chapter addresses a gap in the literature of BDI-

based human modelling: that of how to gather the knowledge needed to construct

models and translate the natural language of experts into a BDI-based implementa-

tion. Existing examples of BDI-based human modelling tout the benefits of BDI’s

folk-psychological roots when it comes to capturing expert knowledge (for example,

[96, 55, 47]), yet they do not go into the detail of how they actually do it.

In this chapter I have presented a systematic approach to knowledge acquisition

for BDI-based human modelling, drawing upon techniques used in cognitive task

analysis. The approach has been demonstrated by constructing models of two expert

Quake 2 players who had significantly different playing styles. The process described

is used to populate items 1–3 of the core components of a BDI agent, as described on

pages 13–14. The techniques were able to define not only differences in the courses

of action that different players used (that is, plans), but also differences in the ways

they categorised the world (that is, beliefs), as discussed in Section 6.3.7.



7. A FOLK-PSYCHOLOGICAL EXTENSION:

RECOGNITION-PRIMED DECISION MAKING

The previous chapter presented an approach to populating the knowledge used in a

model’s beliefs, goals and plans, items 1–3 of the core components of a BDI agent

as described on pages 13–14. Item 4, the intentions are generated at run-time

(effectively the active plans), by item 5, the reasoner. The reasoner is an integral

part of the BDI framework, which chooses which plans should be executed when

goals arise. Bratman, Israel and Pollack call this the ‘means-end reasoner’ [15],

explaining how an agent adopts partial plans, and can reason about the subplans

to complete a partial plan right up to the point at which a particular subplan must

be activated. In JACK, reasoning about which plan to use to satisfy a subgoal is

deferred until a subplan must be activated, and when multiple plans are possibilities

for achieving a subgoal, the default action is to choose the first of these plans. This

in some sense is a loose approximation of human decision making, but the extension

presented in this chapter attempts to better capture this process for the case of

experts acting within their field of expertise.

In Chapter 3 a methodology for extending the BDI framework to incorporate

further generic characteristics of human behaviour was introduced, and Chapter 5

demonstrated the implementation of a simple model of perception and action. Per-

ception and action fall into the class of characteristics that ‘just happen’ from the

layman’s perspective; people do not typically think about how they move their hand

from one object to another, or how their visual focus changes. In contrast, people

do actively think about their decision-making strategies (although the way they

think they make decisions might not be how they actually make decisions). In this

157
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chapter, I use a folk-psychological model of a particular type of decision making

(recognition-primed decision making) to extend the decision-making capabilities of

BDI agents.

Just as the previous example did not model all aspects of perception and action,

the extension presented in this chapter does not model all aspects of decision mak-

ing. Human decision making is a complex process. As discussed in Section 2.3.2,

it is widely accepted that people employ a range of decision-making strategies, de-

pendent on the characteristics both of the situation and of the decision to be made.

The extension presented here implements just one of these strategies, and that in

a non-optimal way. The purpose is to demonstrate the principle of integrating a

folk-psychological explanation of a human performance characteristic, rather than to

provide a fully-functional model of decision-making for a BDI-based framework. Ul-

timately, a human modelling framework should incorporate the full range of decision-

making strategies, together with the meta-level strategy used to determine which

strategy should be used for any given decision. Folk psychological understandings

of these strategies could be used as the basis for their implementation, as has been

done here, or, if/when they are well enough understood, they could be implemented

at a lower level, as was done for perception and action in the Chapter 5.

As discussed in Chapter 2, the particular decision-making strategy that has been

implemented in this example is known as recognition-primed decision making (RPD).

RPD was introduced in Section 2.3.2; in Section 7.1 below I discuss how the core

concepts in the RPD model correspond to those in the BDI framework. The im-

plementation is presented in Section 7.2, with Section 7.2.2 discussing the results of

the parameter testing experiments (using the gridworld test bed, which was intro-

duced in Section 4.3.1). Unfortunately the problems encountered with the interface

to the Quake 2 world (discussed in Section 4.3.4) meant that it was not possible to

complete the evaluation of the extension that was proposed in Section 4.3.5.

As in the previous example, the purpose of this extension is to demonstrate the



7.1. Merging a New Folk-Psychological Explanation 159

Table 7.1: The mapping between RPD and BDI
RPD BDI
experiencing the situation
in a changing context

agent’s changing beliefs

situation recognition,
relevant goals & cues

plan selection

possible actions applicable set
expectancy violation plan failure
learning suitable courses of action ???

approach that was presented in Chapter 3, although this time with a characteristic

for which there is a folk-psychological explanation. As such, once again the focus is

on the process of implementing the extension, and of developing models that used

the extension, rather than the evaluation of the extension of itself. The inability to

complete the evaluation of the models that used this extension was regrettable, but

the important point is that from the model builder’s perspective, the ‘naturalness’

of the framework was preserved in the extended framework.

7.1 Merging a New Folk-Psychological Explanation

The core concepts in the RPD model (presented in Section 2.3.2) are loosely-defined

terms that are commonly used to describe human reasoning — in other words, it is

a folk-psychological model. While they do not correspond exactly to the terms used

by the BDI framework, there is a close mapping between the two, as summarised

in Table 7.1. The concept of mental simulation has no obvious equivalent in BDI,

unless one argues that plans themselves do this. However the key difference between

the two models is that in the RPD model, the agent learns from the results of its

actions, learning to recognise the subtle cues that distinguish one situation from

another and hence make one plan preferable over another.

The RPD model of decision making captures some of the adaptability that peo-

ple exhibit. While the model does not provide a mechanism for the agent to come
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up with completely new courses of action, it does allow the agent to vary the way it

assembles subplans, rather than always picking the same course of action in a given

situation. It also helps deal with one of the difficulties involved in knowledge acqui-

sition: that people are good at describing the plans that they use, but specifying the

conditions under which these plans are useful is a different matter — they often fail

to note subtle but important differences. Because a RPD-enabled agent can learn

to recognise different situations, it can compensate for this problem (so long as it is

acceptable to have the occasional failure from which it can learn).

As indicated in Table 7.1, a key concept in the recognition-primed decision model

that is lacking in BDI is learning. This is a concept that we naturally understand,

it is something we take for granted. However although we know and understand

learning as a key part of everyday life, what is not immediately clear is how we

learn, or how it should be implemented in a computational model. There is no

obvious candidate for a folk-psychological model of learning, and although there are

many different computational learning algorithms, they are not necessarily designed

to replicate the full complexity of human learning. Thus in the implementation de-

scribed below, a computational model of learning has been implemented, one which

may not be the ‘best’ for this application, but one that is sufficient to illustrate the

principle of how one can extend a BDI-based framework using a folk-psychological

explanation of a human performance characteristic.

7.2 Design and Implementation of the Extension

To incorporate this model of decision making into JACK agents, the key modification

that was required was the ability to learn to recognise situations and select the

appropriate plan based upon the situation. If the context condition in a JACK

agent’s plan could be dynamically updated at run time, this would be the ideal

mechanism for implementing the extension, but unfortunately, like the plan library
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itself, plan contexts are fixed, defined by the modeller at build time.

Instead, the implementation used JACK’s meta-level reasoning capability, using

Q-learning [143] to decide which plan should be selected from the applicable set for

execution. The meta-level reasoning capability kept a table of Q-values for each

plan in each state, and this table was updated on the completion (success or failure)

of each plan. Other learning algorithms than Q-learning could have been used,

the primary requirement was that it had to be an unsupervised learning algorithm

(learning from feedback from the environment, rather than external inputs). Indeed,

other algorithms may have been more efficient, or more human-like, or ‘better’

in some other way. Different learning algorithms can produce some variation in

behaviour (as can varying the parameter settings for any given algorithm) [131], but

the purpose here was not to give the models human-like learning capabilities, or even

efficient learning capabilities. It was simply to provide a learning algorithm that was

adequate to support the RPD extension. Certainly if this implementation was to be

used in an operational context the pros and cons of alternative learning algorithms

should be balanced, but for this implementation, in which the focus was on the

approach to extending the framework rather than the extension itself, Q-learning

provided the necessary features.

7.2.1 Q-Learning for Plan Selection

In the Q-learning algorithm, the state is characterised by a set of parameters, and

each state-action pair has a Q-value, which is constantly updated at run time. The

update equation is defined by

Q(st, at)← Q(st, at) + α[rt+1 + γmax
a
Q(st+1, a)−Q(st, at)] (7.1)

where α is the learning rate of the agent, r is the reward function (a function that

calculates the reward for being in any particular state), and γ is the payoff — a
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discount on the expected reward when selecting the ‘best’ next option.

In the implementation, this update function was encapsulated in a view — a

form of belief in the JACK language — and every plan was extended to access this

view and call the update function upon completion. This was achieved by inserting

the access into every pass and fail method, which are the last code fragments that

are executed when a plan succeeds or fails respectively. The Q-values were then

used by a meta-level reasoning plan that first shuffled the set of applicable plans

into a random other, and then, based on a random calculation, either explored (by

taking the first plan from the shuffled set), or selected the plan from this set with

the highest Q-value given the current state. Note that the applicable set returned

by JACK is always in the same order. Shuffling ensured both that a random plan

was selected when exploring, and that if two or more plans had the same Q-value,

a random one of these was selected.

7.2.2 Parameter Sensitivity

The first set of experiments using this extension were designed to test the sensitivity

of performance to the parameter settings of the Q-learning algorithm. The test bed

used was the path-finding task described in Section 4.3.1. The model is very simple,

with one top level plan (find-goal), and four low level plans (move-north, -east,

-south, -west). (The full source code for this test bed and model can be found in

Appendix E.) Conceptually, the model learns to recognise the better moves for each

position on the grid.

Figure 7.1 shows the results at three different stages for a particular run. It can

be seen that even after 1000 iterations, the model is not finding the optimal paths,

but it very quickly learns to avoid the anti-goal squares. The model is created at

a random position in the world, and it then ‘walks a path’ until it reaches a goal

or anti-goal square. By default, it is only rewarded when it reaches a goal square

and penalised when it goes through a penalty square, but it is also possible to
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Figure 7.1: The path-finding task for a particular map: (a) initial state (b) after
100 iterations (c) after 1000 iterations

penalise it on normal squares. At the completion of a path, the model is randomly

repositioned in the world, whereupon it repeats the process. The model uses an ε-

greedy exploration algorithm, by default using random exploration 10% of the time,

but otherwise selecting the plan with the highest Q-value.

Replacing this ε-greedy exploration (where the model either chooses the option

with the highest Q-value, or, with a given probability, chooses randomly — with

equal weight — between all available options) with softmax exploration (where the

probability of choosing a given option is weighted by its Q-value) would improve the

choices of the model further. In particular, the model could then avoid catastrophic

choices — in this case, selecting a move into an anti-goal square — having made

the bad choice once. However in the big picture, when used in modelling human

behaviour, reasons for catastrophic failure will almost certainly be identified by the

subjects being modelled. This will then be incorporated into the hard-coded context

(see Section 7.3). It is the subtle influences that do not directly lead to failure that

the subjects often fail to report (and indeed in some cases the subjects may not

even be consciously aware of these subtleties), and it is these that the reinforcement

learning can draw out. The ε-greedy exploration is far less computationally complex
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Map A Map B Map C

Figure 7.2: The three maps use to generate results shown in Figure 7.3

than softmax, so given that it is unlikely to impinge on critical decisions, it has been

retained.

Three different maps were used: as well as that shown in Figure 7.1 (referred to

as map C), a simple map with the four central squares set as goals and no anti-goals

was used (map A), and one with a goal at (5,5) and an anti-goal at (6,6) (map B),

as illustrated in Figure 7.2. The measure of effectiveness that was used was the

proportion of states for which the maximal Q-value represented an optimum move.

Figure 7.3 presents the effects of some of the variations of parameters in the different

maps.

It can be seen from Figure 7.3(a) that variations in the magnitude of the penalty

or reward applied for goals and anti-goals (even by a factor of 100) has very little

impact on the model, but penalising the model for making a move (even a rela-

tively small penalty) decreases the performance in the early stages, even though it

significantly increases it in the long term. If the aim is to reach a ‘reasonable’ level

of accuracy as quickly as possible, penalising a move that does not actually result

in a ‘bad’ state is obviously a counter-effective strategy. When one considers the

remaining parameters, adjustments seem to have little effect on the performance in

early stages; it is only in the long term that they have an impact on performance,
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(a) Map C only

(b) Comparing different maps

Figure 7.3: The effects of varying parameter settings. The default parameters
used were: reward=1000, penalty=-5000, step=0, learning=0.05, payoff=0.8, ex-
ploration=0.1. The legends show variations from these parameters.
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and even then, not by much. Figure 7.3(b) then contrasts some of the results for

the three maps. These are typical in that however the parameters were varied, the

results for the more complex map (map C) followed the trend of the other two maps,

but more slowly.

7.2.3 Handling a Significantly Larger State Space

As discussed in Section 4.3.5, the original plan for testing and evaluating this ex-

tension was to implement models of Quake 2 deathmatch players using both the

standard and extended frameworks. Other players would then play against the two

models and be asked to make judgements on the extension. Although the interface

problems prevented this evaluation, the design of the player models for the extended

framework did give some important results regarding usage of the extended frame-

work.

One significant difference between the Quake 2 test bed and the simple grid world

was the size of the state space. Whereas in the gridworld the space was characterised

by just two parameters (x and y) with ten distinct possible values each, the Quake 2

environment has considerably more. If the raw data from the game engine was

used, the size of the state space would be unfeasibly large. Considering the position

variable alone in Quake 2, the number of possibilities was orders of magnitude larger

than the gridworld example. Position in Quake 2 is specified in three dimensions,

with each dimension using a real, not integer, number. And position is only one

parameter in the specification of the state: on top of this there are parameters for

health, weapon, ammunition, armour, opponent, ... the list goes on. Obviously it

would be impossible to use Q-learning if the space was represented in terms of the

distinct values of these variables.

What emerged from early discussions with the experts though is that (of course)

they themselves abstract these variables into higher-level constructs, such as “open

area,” as opposed to “position (x,y,z)” or “low health” instead of “health = 32% ”.
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Table 7.2: The set of cues used by one of the subjects. The possible values of each
feature are given in terms of their abstractions; each of these categories had a set of
rules that defined it. Essentially these cues are the same as the context conditions
that were used in plans, as can be seen in the pseudo code in Appendix D.
Feature Possible values

Stage of game exploratory, main, final minutes
Health good, adequate, low
Weapon equipped desirable, acceptable, unacceptable
Level type open, confined
Level size large, small
Knowledge of level known, unknown
Target skill bot, experienced, inexperienced, unknown
Target style sniper, camper, mobile, unknown
Number of attackers one, more
Attacker visible yes, no
Target sighted yes, no
All opponents categorised yes, no

By using these abstractions, rather than the raw data, it was possible to reduce

the state space significantly, as illustrated in Table 7.2, which shows the cues used

by one of the subjects. The exact size of the state space depended upon the user

being modelled, although there was actually very little difference in this respect —

each user for example divided health into three categories: “good,” “adequate” and

“low.” What varied more was the way in which they carved up the space: what

the labels actually translated into varied considerably. For example, one subject

considered anything below 50-60% to be “low health,” whereas another would allow

his health to drop as low as 15% before calling it “low.” This in part reflected the

different subjects’ playing styles; it may also have been a reflection on their relative

skill levels.

The abstractions of the data that were used by the subjects emerged naturally

during the knowledge acquisition process. It was important though to ensure that

the interviewer correctly understood what the subject meant by their abstractions,

the case of “low health” highlighting a potential issue. If the interviewer had as-
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sumed that the subjects all meant the same thing by the term, information would

have been lost. However by simply asking the question “What do you mean by low

health?” this trap was avoided. The subject’s response could then be translated

directly into a logical test that was used to determine the exact location in the state

space.

7.2.4 Limited Comparisons

Unfortunately the problems with the agent-environment interface discussed in Sec-

tion 4.3.4 prevented these models from displaying their full range of behaviours,

so they did not play the game like the subjects they modelled — many of the be-

haviours were simply never activated due to the failings in perception. Although this

meant that it was not possible for the models built using the standard or extended

frameworks to come close to playing the Quake 2 game, it was possible to set up

contrived experiments to demonstrate the adaptability of the extended framework.

For example, it was possible to program a model so that it did not explicitly take

the number of opponents into account when deciding whether it should flee a fight

(that is, this was not in the context condition of any plan). So long as this cue (that

is, number of engaged opponents) was included in the Q-values table, the model

would learn to abandon the fight at a higher health point than it would otherwise

do.

However the value of such an observation is limited. A key benefit of using

this decision-making strategy should be that the model is able to adapt to unex-

pected situations. The limitations on the model’s behaviour that were caused by

the interface problems meant that it could only be tested in this environment in

highly-contrived situations. As such, these comparisons did not provide any more

information than the success of the model built for the simple gridworld environ-

ment. It was the development of the models for the Quake 2 environment, discussed

above, that provided additional important information about the extension.
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7.3 The Role of Plan Context in the Extended Framework

It could be argued that it may be possible to do away with the context tests in

plans entirely, using Q-values to determine while plans are applicable, rather than

the context conditions. Although I will argue that this would not be a desirable

thing to do, let us consider what the implications of using this approach would be.

If context was not used in the plans, any constraints on plan usage mentioned by

the subject matter experts should instead be used solely to determine the way that

they carve up the state space. If, for example, they say “I would only do this if my

health was good,” health is obviously a parameter in the state space representation,

and good is one possible value of this parameter. This knowledge is used in this

way even when context is also being used; the difference is whether the knowledge is

used in the plan context or not. More importantly, it would be essential to replace

the ε-greedy exploration with softmax exploration (or an alternative algorithm that

favours options with higher Q-values). The argument presented above in favour

of ε-greedy exploration was that the use of plan context meant that catastrophic

failures were automatically avoided, and so the risk of selecting a less-than-optimal

plan was outweighed by the computational gains of using the simple exploration

algorithm. However without plan context, the risk in selecting a plan with a very

low Q-value is severe (in the case of Quake 2, likely to be death), so an exploration

strategy that favours higher Q-values is preferable.

The problem with this is that it throws away information that has been supplied

by the subject matter expert. Even using softmax exploration, the agent must try

a plan at least once in any given situation to recognise that it is not appropriate

in that situation, whereas the explicit context conditions provide a first level of

filtering. The benefit of the RPD implementation presented here is that it takes

advantage of this knowledge provided by the experts, but at the same time fills in

the finer details that they cannot easily provide. It is still necessary to identify the
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cues used by the subject to recognise differences in the situation, but this is now

done at a global level, rather than for specific plans. Remembering that there may

be tens, or even hundreds of plans, considering the details of context for each plan

on a case-by-case basis can be tedious; determining the way in which the subject

carves up the state space is relatively easy.

A further benefit of combining static context with learnt Q-values is that the

Q-values introduce a level of adaptability to the model. In some circumstances,

particularly when other humans are involved, the applicable plan set may change

over time as the opponents and/or environment adapts to the behaviour. Q-learning

provides a means for the model to adapt its behaviour in turn, using a particular

plan while it continues to be successful, but shifting to an alternative if it begins to

fail. This was demonstrated using the gridworld test bed, which allowed the addition

and removal of goal and anti-goal squares during a run, and showed that the agent

could adapt its behaviour to these changes. It was hoped that similar adaptability

could have been demonstrated in the Quake 2 domain, but the technical difficulties

meant that the models simply didn’t have the variety of behaviours at their disposal

that would be required for this demonstration.

7.4 What Has Been Demonstrated Here

Once again, the purpose of implementing this extension was never to provide a per-

fect model of human decision making, or even of recognition-primed decision making.

Rather, it was to demonstrate the approach to extending a BDI-based framework

with a folk-psychological model of decision-making, as was proposed in Chapter 3.

As discussed on page 30, the purpose of this extension, and the one presented in

Chapter 5, is firstly to demonstrate that it is possible to implement extensions fol-

lowing the proposed approach. Although this extension is just one example of how

one would incorporate a folk-psychological explanation of a characteristic of human
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behaviour, it is not difficult to imagine how one could incorporate similar explana-

tions following the same approach. For example, the model of emotion by Ortony,

Clore and Collins [108] is also presented in folk-psychological terms, as the appraisal

theory of Smith and Lazarus [122]. This latter model has been used by Marsella

and Gratch as the basis for EMA, a computational model of emotion [93], In partic-

ular, Figure 8 of [93] illustrates a relationship between the concepts in the appraisal

model and a BDI-based framework that could be used as the first step the approach

followed here. As was the case here, the challenge would be to implement the details

of these concepts in such a ways as to hide low-level details from model builders.

7.4.1 The Model Builder’s View of the Extension

It should be acknowledged that this proof-of-concept implementation is too cum-

bersome for general use, and indeed fails to maintain the clear cut between folk-

psychological concepts and the underlying implementation. In particular, the ex-

tension involves the modeller adding identical code into the pass() and fail() methods

of every plan that is used by this mechanism (as shown in Figure 7.4), and including

a view to keep track of the Q-values (provided in Appendix E). However this imple-

mentation is a proof-of-concept, and one should consider that a full implementation

would simplify the system, introducing a new plan type to hide the calculation of

Q-values, and a new plan choice strategy instead of using the meta-level reasoning

capability. Under such an implementation, these low-level details would be hidden

from the model builder, who would only need to provide a single ‘reward’ function

(which would be called when plans of this type terminated).

A larger potential problem with the introduction of the Q-learning algorithm is

that it introduces a range of parameters to the framework (α, γ and the reward

function). If the model builder is required to tune these ‘artificial constructs’ (pa-

rameters that have no direct mapping to folk-psychological concepts), it negates the

purpose of using the folk-psychological explanation for the extensions (which was
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#reason ing method
pass ( ) {

St r ing name = getC la s s ( ) . getName ( ) ;
name = name . s ub s t r i n g (0 , name . indexOf ( ’ $ ’ ) ) ;
map . updateQs (name , s ta r tPos ) ;

}

#reason ing method
f a i l ( ) {

St r ing name = getC la s s ( ) . getName ( ) ;
name = name . s ub s t r i n g (0 , name . indexOf ( ’ $ ’ ) ) ;
map . updateQs (name , s ta r tPos ) ;

}

Figure 7.4: The code added to every plan that used the extended decision-making
mechanism. map is the instantiation of the JACK view QParameters.view that was
used to keep track of Q-Values, which can be found in Appendix E. Full code for
this implementation is available on request from the author.

to maintain the ‘naturalness’ of the representation). Fortunately the initial experi-

ments showed that the agent was not particularly sensitive to these parameters (see

Section 7.2.2), allowing the modeller to rely on the default values supplied. In gen-

eral though, this is a potential trap when building a folk-psychological extension:

there is always a risk that an explanation that in natural language seems straight-

forward is difficult to implement, and it is up to the developer to ensure that the

details of implementation do not detract from the benefits of the framework.

Another difficulty of using Q-learning (and most learning algorithms) is in rep-

resenting the world in terms of states. In the initial experiment described below,

this was straight-forward because of the simple environment, but in general, the

environments in which we wish to situate human models are complex ones, and if

we were to use the raw data from these environments to form the state space, it

would be unfeasibly large. The solution to this problem lies in the natural ability

of people to generalise, as was illustrated in Section 7.2.3.
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7.4.2 Model Behaviours

As discussed above, the limitations of the agent — environment interface for Quake 2

meant that the testing that was undertaken was limited to contrived situations, and

models could not perform anything like a full range of human player behaviours.

Nevertheless, the grid world test environment served to demonstrate that models

developed under the extended framework still maintained plausible behaviours — in

that they did not introduce behaviours that were obviously not human-like — and

furthermore that the generic behaviour was enhanced (by demonstrating adaptable

decision-making, where agents learned quickly to avoid critically bad situations, and

refined their decisions over time). The testing that was achievable in the Quake 2

domain (which essentially had to ignore any decisions that were based on map

features) showed the same adaptability. Thus the model behaviours have supplied

the evidence required for the second and third items enumerated on page 30.

7.5 Principles for Incorporating Folk-Psychological Explanations of

Characteristics of Human Behaviour

This example has illustrated how a folk-psychological explanation of a characteristic

of human behaviour can be integrated with a BDI-based agent framework to enhance

that framework. It has also highlighted a risk involved in this approach: that al-

though folk-psychological explanations might be intuitive and easy to understand,

they may include concepts (in this case learning) that are not so straightforward

to implement in a computational model. In such cases, the implementation of the

explanation may require the introduction of extra parameters (and perhaps addi-

tional encoding of knowledge), which in turn negates the original reason for using a

folk-psychological explanation (that is, the ease with which the modeller can gather

and encode knowledge for the framework).

Learning is an integral part of the recognition-primed decision model, but al-
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though we know and understand learning as a key part of everyday life, existing

computational learning algorithms fall well short of capturing the full complexity of

human learning. The implementation described here used Q-learning, which met the

basic learning requirements for RPD (being able to learn in real time from feedback

from the environment), but may not be either the most human-like of the existing

learning algorithms, nor the most efficient learning algorithm for this type of prob-

lem. However the biggest potential problem introduced with the learning algorithm

was that with it came a range of parameters that needed to be tuned — and this

would be true of any alternative algorithm. In this implementation the sensitivity

tests that were performed showed that these parameters had little impact on the

behaviour of the agent in the early stages of learning, which is the important stage

for RPD. Thus the parameter settings could safely be set to default values, hidden

from the modeller, and the framework visible to the modeller still has an intuitive

folk-psychological basis.

Using this approach to incorporate folk-psychological explanations of human

characteristics — where these exist — into a BDI-based modelling framework should

produce a framework that provides better support for human modelling, by main-

taining the strengths of the BDI architecture while addressing some of its weak-

nesses. It is imperative that when taking this approach to extending a BDI-based

framework, any additional parameters that are introduced by the implementation

either

1. Represent concepts that are clearly defined in folk-psychological terms; or

2. Can be set to default values and hidden from the model builder.

If these conditions are not met, the implementation will defeat the purpose of using

the folk-psychological explanation of behaviour; ‘unnatural’ terms will be added that

a model builder will need specialist knowledge to adjust appropriately. If it is not

possible to develop an implementation that does not satisfy these conditions, the
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explanation that has been chosen must be deemed unsuitable, and an alternative

should be sought.
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8. CONCLUSIONS

The motivating question for this research was: How can a BDI-based framework be a

framework designed for human modelling applications, rather than just using a BDI

framework for this purpose? The key to the answer to this question has been to take

advantage of the BDI framework’s folk-psychological roots, maintaining a level of

abstraction such that laypeople (in terms of model development) being modelled can

understand the models, while the underlying details incorporate more of the generic

aspects of human behaviour that are needed to generate meaningful results in the

target applications. In addition, to support the development of these BDI-based

models of human behaviour, I have contributed a structured knowledge acquisition

methodology, as well as looking at the difficulties that can arise when interfacing

these models with external environments. In this chapter I first revisit the context

of this research. I then go on to summarise the contributions to knowledge, followed

by a discussion of the limitations of the work presented here and areas for future

work.

8.1 Revisiting the Context of this Research

As discussed in Chapter 1, the BDI framework was not designed for human mod-

elling, but nevertheless has been used with some success for this purpose. Indeed,

in the area of military simulation, BDI-based models have been used in very similar

ways to those developed in languages that were designed specifically for modelling

human behaviour. The reason for this success is the folk-psychological roots of the

BDI framework — the ‘reasoning’ of the agent naturally maps to the way we ex-

plain our own reasoning. As a consequence of this, knowledge can be encoded at an

177
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appropriate level of abstraction using a BDI-based framework.

Figure 1.1, reproduced here as 8.1, illustrated some of the range of ways in which

agents are used to model human behaviour. In this ‘landscape,’ in which complexity

of mechanism is mapped against complexity of generated behaviour, BDI-based

models lie towards the top end of both measures. The aim of this research has been

to facilitate pushing BDI-based human behaviour modelling further along both axes

while maintaining the existing strengths of the framework.
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Figure 8.1: Mapping the landscape of human modelling (reproduction of Figure 1.1)

8.1.1 The Shortcomings of BDI-Based Human Modelling

One of the first shortcomings that modellers encounter is the lack of a standard

approach to knowledge acquisition and encoding. Although many of the reports

of successful applications of BDI-based human modelling cite the folk-psychological

roots as being a benefit in this endeavour, none of these reports actually describe

the process that was used. However eliciting knowledge from the subject(s) to be
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modelled and translating that knowledge into a form that can be encoded into the

BDI framework can be a challenging task.

In particular, it can be difficult to gather the required knowledge for the following

reasons:

1. The subject will tend to focus on the ‘normal’ performance of the task, ignoring

what happens when things go wrong,

2. The subject may describe things without sufficient detail to fully implement

their behaviour,

3. The subject may get bogged down with procedural details, rather than the

cognitive aspects of the task that are required for a BDI implementation, and

4. The subject may post-justify their actions, giving explanations that appear

consistent but do not actually reflect their reasoning.

The second shortcoming that modellers encounter is the difficulty interfacing

models with a simulated environment. Whether the models being developed must

interact with an existing environment or a new environment being developed specif-

ically for the models, similar problems are faced. They centre around a mismatch

between the representation used by the agent and that used within the environment.

For example, the environment might be represented by a series of polygons, because

this is the easiest way to render a graphical environment on a screen, and a human

user can then interpret the image. However computationally this interpretation is

a far from trivial task, and would require more computing resources than would be

practical in most systems. From the perspective of a model builder, it would be

preferable for the environment to be fully labelled, so that an agent could “see” by

reading these labels. However even in this case problems can arise when the labels

do not provide the required level of information. As well as problems relating to

perception such as these, similar issues arise surrounding the actions that can be
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performed. If the actions must be relayed to the environment at a very fine grain,

the subject(s) being modelled may not describe their actions in such detail, and

the gap must be bridged (as in the case of Quake 2 accepting inputs at the level

of mouse and keyboard input). If however the actions allowed in the environment

are too coarse-grained (for example only allowing movements between particular

way-points, rather than anywhere in the map), models may not have the means

to represent the desired behaviours. The third source of difficulty in the agent-

environment interface is in timings. Even if the environment operates in continuous

time, models typically only have access to it at particular time slices. Typically the

interval of these time slices is so small (in the order of hundreds of milliseconds) that

this will not be a problem, but in certain circumstances (for example when wanting

to model reactions to stimuli) it can be problematic.

The final shortcoming is related to the BDI framework’s folk-psychological un-

derpinnings. Folk psychology is a natural abstraction of human reasoning. In BDI,

reasoning is reduced to an entity intending to do what it believes is in its interests.

That is, based upon its beliefs about the world, its goals that it wishes to achieve,

and its understanding of how its possible courses of action should change the world,

entities will select particular courses of action to perform. This type of mechanism

is commonly used by people to predict and explain the actions of others; in the BDI

framework it is used to generate behaviour. The problem is, this abstraction ignores

many of the generic aspects of human behaviour that can be important when mod-

elling human behaviour. These are things that, unlike domain-specific knowledge,

are common across models, such as the time taken to react to a stimulus, or the way

in which a person selects a course of action when multiple are possible. It is possible

to account for these mechanisms within a particular model, but given that they are

common across models, it would be preferable to include them within a framework,

reducing the amount of effort required of a modeller to produce a model.
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8.1.2 Building Upon the Strengths

While it is important to address these shortcomings, it is equally important to ac-

knowledge the strengths of the BDI framework for modelling human behaviour, and

ensure that these strengths are maintained when the shortcomings are addressed.

In particular, it is important to maintain the ‘naturalness’ of the BDI framework

in any extension. Modellers believe that developing models, and explaining their

behaviour to observers, is made easier because of the mapping between the repre-

sentation used in the framework and ‘the way we think we think.’ It also allows

representation at an appropriate level of detail, although, as mentioned above, this

can lead to a gap between the representation in the model and the level of detail

required by the environment.

8.2 Contributions to Knowledge

In order to achieve the stated aim of this work — to provide solid foundations for

those wishing to build BDI-based models of human behaviour — these shortcomings

needed to be addressed. In doing this, I believe I have made three contributions to

knowledge, of different levels of importance. Most significantly, I have demonstrated

how the BDI framework can be extended to incorporate further generic human char-

acteristics while maintaining the ‘naturalness’ of the existing framework. Secondly,

I have provided a methodological approach to knowledge acquisition for BDI-based

human modelling. And finally, I have identified specific issues involved in interfacing

models of human behaviour with an external environment.

Figure 1.2, reproduced here as 8.2, identified the core components of a BDI agent,

namely, the beliefs, goals, plan library, intentions and reasoner. The first three of

these constitute the domain-specific knowledge of an agent, the information which a

model builder must supply when building an agent, and it is the process of gathering

and encoding this knowledge that was addressed in Chapter 6. The fourth, the
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Figure 8.2: A high-level abstraction of BDI agents (reproduction of Figure 1.2)

intentions, are dynamically generated during the running of a model (they are the

active plans). The work of Chapter 3 focused on the last component, the reasoner,

and how to extend it to support more generic human characteristics while at the

same time maintaining the ‘natural’ representation of knowledge. Chapters 5 and 7

present particular examples of how the approach should be applied. In particular,

the latter of these introduces a modification to how the reasoner selects courses

of action, aiming to more closely imitate human decision making (under particular

conditions). The path between sensors and actions is deliberately blurry in this

diagram, and reflects the fact that agents must interface with different environments

in different ways. Chapter 4 discussed the range of issues that can arise in this

interface.
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8.2.1 An Approach to Extending the BDI Framework to Support Human

Modelling

Chapter 3 presented an approach to extending the BDI framework, which allows the

incorporation of more of the generic aspects of human behaviour while at the same

time maintaining the ‘naturalness’ that makes the existing framework appealing for

human modelling. It does this by taking advantage of folk psychology.

The intentional stance that underlies the BDI framework is a form of folk psy-

chology, but a very abstract one. As I argued in Chapter 1, these folk-psychological

roots of the framework are what makes it particularly appealing for modelling human

behaviour — knowledge is captured in a form that people naturally think about.

However folk-psychological explanations often go deeper than the intentional stance,

and I argue that one way in which the framework should be extended is to incorpo-

rate these deeper levels of folk psychology. This should maintain the ‘naturalness’

that derives from the folk-psychological underpinnings, yet provide more generic

features. The model of decision making presented in Chapter 7 is one example of

this.

There are however some generic aspects of human behaviour that it may be im-

portant to model that are not captured in folk-psychological explanations. These

are low level aspects of human behaviour, in that they are things we do not con-

sciously think about when explaining the behaviour of others. For example, we all

know that people take time to react to a stimulus, but in everyday explanations

of reasoning we do not take that into account, we just take it for granted. For

such behaviour, I advocate a “plug-in” approach, such as was used in the simple

model of perception and action presented in Chapter 5. This plug-in influences

the behaviour of the model, but the mechanics are hidden in a separate module

that the model builder can ignore. Whereas integrating a folk-psychological model

might require the model builder to encode additional knowledge (which should be

relatively straightforward to acquire given its folk-psychological underpinnings), the
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low level plug-in can constrain behaviour, but should not require additional expert

knowledge.

The two extensions that have been presented here are not intended to produce a

framework that is ideally suited to human modelling applications. Rather they are

intended to illustrate the approach to extending the framework that is advocated in

Chapter 3. As such, it is the process of implementing the extension, and developing

models that use the extended framework, that is the important feature in both

Chapters 5 and 7, rather than the performance of the models implemented. The

implementations presented have demonstrated how one can incorporate both low-

level and folk psychological descriptions of characteristics of human behaviour while

hiding low-level details of implementation from the modeller, thus preserving the

‘natural’ feel of the level of representation used when building the models.

Using the twofold approach to extending the framework that has been advocated

in Chapter 3, it should be possible to incorporate a range of generic aspects of human

behaviour. The question then arises: Which aspects should be incorporated? I have

argued that rather than trying to incorporate as many of them as possible, it is

preferable to try to determine which are going to have the most impact in the

domain of interest. Each additional aspect will require additional computational

resources, and may require additional knowledge to be gathered and incorporated

into the model. Thus it would be undesirable to include extensions that would have

little or no impact on the outcome of simulations.

8.2.2 Structured Knowledge Acquisition for BDI-Based Human Modelling

In Chapter 6 I have presented a structured approach to knowledge acquisition for

BDI-based human modelling. It draws upon elements of cognitive task analysis, a

methodology that was developed for the purpose of training and task (re)design.

Interview-based knowledge acquisition is plagued by the risk of introspection and

subjectivity of both the interviewer and subject, but the techniques used in CTA



8.2. Contributions to Knowledge 185

are designed to mitigate these risks.

The approach to knowledge acquisition that I have presented consists of the

following steps:

1. Direct observation, serving the three-fold purpose of:

(a) Pre-filtering the subjects to ensure they are suitable for the modelling,

(b) Preparation of the interviewer with respect to the domain, and

(c) Providing reference points for discussion in later interviews.

2. Development of a task diagram, as in ACTA.

3. Finally, an iterative process of:

(a) Expansion of each of the elements in the diagram through a combination

of

i. probes as per the knowledge audit process of ACTA,

ii. presentation of hypothetical situations, and

iii. CDM sweeps

(b) Analysing the data and designing the models.

The number of iterations needed in the final step will depend upon a number of

factors, including the care taken in planning the interview sessions, how forthcoming

the subject is, and the complexity of the task being performed. As discussed in

Section 6.3.7, recognising when sufficient information has been gathered to construct

a model is the trigger for stopping this iterative process.

8.2.3 Identifying the Issues when Interfacing with an External Environment

The difficulties involved in connecting models of human behaviour with an external

environment are discussed in Chapter 4. These problems are not unique to BDI-

based models, but can arise with any models that must connect to an external
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environment. The problems arise due to mismatches between the representations

of data used in the environment and the model, and as the model builder may

only have control of one side of this interface, it is not always possible to solve the

problem. However by understanding the potential pitfalls, it should be possible to

identify them at an early stage and take appropriate action.

There are three areas to check in the interface: sensing, acting and timing. When

the environment provides data for any or all of these areas in too fine detail, in theory

it should be possible to provide a ‘plug-in’ extension to the framework (as described

in Chapter 3 and exemplified in Chapter 5) to bridge this gap. In practice, as was the

case with the sense data from the Quake 2 engine, such an extension might require

more resources (both in terms of development and run-time) than would be practical.

When the environment provides data in too coarse detail, there is little that can be

done at the models’ side of the interface. If the model builder can influence the

design of the environment, then it should be adjusted to suit the models’ needs,

but otherwise it might be necessary to find an alternative environment in which to

situate the models.

8.3 Limitations and Future Work

The approach to extending the BDI framework that has been presented in Chapter 3

has been illustrated by implementing two different extensions to the framework, but

these extensions alone are not sufficient to address all of the shortcomings that were

identified in Chapter 2. As stated there, it would not have been possible to address

all of them in the context of this work, and even if they had been addressed, using

that extended framework in a different domain of application would probably iden-

tify further shortcomings. The approach advocated has since been used in another

project (COJACK, as outlined in Appendix C), but this again does not address all

the identified shortcomings.
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Regarding the problems with the use of the Quake 2 world as a test bed, this

in fact reinforced the core message of Chapter 4: that data mismatches between

environment and agent can be catastrophic. In this case, the problem was that the

data provided by the environment was too detailed. As discussed in Section 4.4, in

theory it should be possible to provide a coded ‘bridge’ for this gap — essentially a

vision algorithm — but again, this was beyond the scope of this research.

Another area that is worthy of further research was flagged in Section 1.6.5: the

distinction between desires and goals, and how they are handled. Throughout this

work I have used simple goals in place of the desires implied by the belief-desire-

intention name of the framework. While such usage is normal in BDI research,

from a philosophical perspective there are strong differences between goals and de-

sires. Furthermore, BDI frameworks are in general vague about the process of goal

generation and management. In the context of modelling human-like reasoning,

capturing these differences could allow richer, more finer-grained models of human

behaviour. However these are just two of many possible extensions that could be

made to a BDI-based framework, and as discussed in Section 3.2, there are a num-

ber of considerations when choosing which extensions to implement from a practical

perspective. The issues surrounding goals and desires are definitely interesting from

a philosophical perspective, and would certainly have practical implications in some

models of human behaviour, however other aspects of human behaviour might be of

greater importance — it will depend on the context of use.

8.4 Revisiting the Choice of BDI

As I said in Section 1.6, it has not been not my intention to try to argue that

BDI-based models are the best way of modelling human behaviour in the area of

the landscape that has been identified for this work. Rather, I approached it on the

basis that BDI-based models were already being widely used in this area, and my
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research has focused on developing a BDI-based framework that is explicitly designed

for human modelling applications. The approach to extending the framework that

was presented in Chapter 3 is key to this, but so too is a structured methodology

for knowledge acquisition, such as that found in Chapter 6.

However what if I had not been constrained by this? In the introductory chap-

ter of this work, I referred to Newell’s 1990 comment that “multiple theories [of

cognition] are the best that we can do,” [103, p. 17], and claimed that the current

situation is no different. Pew and Mavor’s 1998 book highlighted a range of generic

characteristics that are widely lacking from human modelling frameworks, and more

importantly, failed to identify any framework that they considered to have all the

characteristics required for modelling human behaviour in their domain of interest

(military simulation). However this doesn’t mean that BDI was the best starting

point. Perhaps one of the other frameworks — most likely one explicitly designed for

human modelling applications — would be a better starting point if one wished to

design a framework for the types of application upon which I have focused. In truth

I cannot fairly answer this question, because I simply do not know most alternative

frameworks in sufficient detail. It takes considerable time and effort to learn to use

just one of these frameworks, and although I am familiar with several, I do not know

any at the same level of detail that I know JACK. I cannot however point to any

one of them and say that I would choose to use it over JACK.

What then if someone new to human behaviour modelling asked me which frame-

work I would recommend they use? My answer would be pragmatic: choose the one

for which you will have the most support. Local knowledge is the biggest help,

but if there is none, look for active user communities who can provide advice and

examples. Look for tools that will support your development, such as knowledge

acquisition methodologies and programming environments. And most importantly,

make sure that if the framework you choose does not provide all the features that

you need, that adding these features will not prove to be so difficult as to negate
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other benefits.
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A. A POTENTIAL QUESTIONNAIRE FOR

EVALUATING WHETHER AN EXTENSION IS “MORE

HUMAN-LIKE”

The following seven pages illustrate a questionnaire that could be used for the type

of evaluation outlined in Section 4.3.5. As discussed in Chapter 7, the purpose

of the RPD extension discussed in this thesis was to demonstrate the process of

implementing a folk-psychologically-based explanation, not to produce a full working

model of decision making. This, combined with the problems of interfacing the

models with the Quake 2 game, meant that such a detailed evaluation was not

undertaken in this work.
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Department of Computer Science and Software Engineering 
The University of Melbourne 

Software Agents with Human-Like Performance 
Characteristics 

 
Evaluation Questionnaire 

 

Introduction 
You are about to play two deathmatch games of Quake II. In each game, you will 
compete against three bots (i.e. fully autonomous computer controlled players), each 
of which is a model of a different experienced Quake II player. In the first game, the 
bots that you will be playing against are using current technology. In the second 
game, the bots have been modified, so that their behaviour should be more human-
like. 
The three bots have different skins, shown below. Each bot will have the same skin in 
both games. 

   
Bot A Bot B Bot C 

There are three sets of questions for you to answer. The first is to gather information 
about you as a player and your expectations, and should be completed before you play 
the first game. The second set should be answered after the first game, and the final 
set of questions should be answered after the second game. 
Play as closely as you can to what you normally would, aiming to get the top score, 
but at the same time, bear in mind the questions that you will be answering after the 
game.  
 
Before starting the first game, please complete set pre-game questions overleaf, 
and then take a moment to read the questions for game 1 that follow. 
 



 

 Pre-Game Questions 
1. Please describe your experience playing this game – approximately how many 

hours, have you entered any tournaments, etc? 
 

 

 

 

 
2. Briefly describe your own playing style. For example, are you aggressive / 

defensive / a sniper / a camper/ ...? 
 

 

 

 

 

 

 
3. How would you expect computer-controlled players (i.e. bots) to differ from 

human players? When you are asked to consider bots that are meant to be 
more human-like, what characteristics will you be focusing on? 

 

 

 

 

 

 

 

 

 
 

This completes the pre-game questions. Please take a few moments to read the 
four (4) questions for the first game before commencing to play. 



 

Game 1 Questions 
1. Please try to describe the playing style of each of the bots in similar terms to 

those you used to describe yourself. 
 

Bot A 

 

 

 

 

 

 

 
Bot B 

 

 

 

 

 

 

 
Bot C 

 

 

 

 

 

 

 



 

2. Please tick the box that best describes your opinion of these bots compared to 
an expert human player. 

 
 Far below 

human 
player 

Slightly 
below a 
human 
player 

Same as a 
human 
player 

Slightly 
better than 
a human 
player 

Far better 
than a 
human 
player 

Bot A ڤ ڤ ڤ ڤ ڤ 
Bot B ڤ ڤ ڤ ڤ ڤ 
Bot C ڤ ڤ ڤ ڤ ڤ 

 
 

3. Please expand upon your selections in Question 2 – what made you class the 
bots in the way that you did? In what ways were the bots better or worse than 
an expert human player? 

 

 

 

 

 

 

 

 

 

 

 



 

4. When you play the next game, where you will be playing against the modified 
bots that should be more human-like, what sorts of characteristics will you be 
focusing on? If you will be looking at different things for different bots, please 
explain. 

 

 

 

 

 

 

 

 

 

 

 
 

This completes the questions for game 1. The remaining questions should be 
answered after playing the second game. Please read those three (3) questions 

before commencing game 2. 



 

Game 2 Questions 
1. Please tick the box that most accurately describes what you believe about the 

behaviour of the modified bots. 
 

 Far less 
human-like 
than in the 
first game 

Slightly less 
human-like 
than in the 
first game 

Seemed no 
different to 

the first 
game 

Slightly 
more 

human-like 
than in the 
first game 

Far more 
human-like 
than in the 
first game 

Bot A ڤ ڤ ڤ ڤ ڤ 
Bot B ڤ ڤ ڤ ڤ ڤ 
Bot C ڤ ڤ ڤ ڤ ڤ 

 
 

2. Did you find any of the changes that you expected to (refer to Question 4 of 
the Game 1 questions)? Did you find any unexpected changes? What were 
they, and why did they make the bots more/less human-like? 

 

 

 

 

 

 

 

 

 

 

 



 

3. If you ticked different boxes for different bots, please explain what it was that 
made the difference. 

 

 

 

 

 

 

 

 

 

 
This completes the questionnaire. Thank you for your participation. 



B. JACK CODE FOR THE MODEL HAND AND EYE

The code here is the JACK code for the model hand and eye that are described in

Chapter 5.

Listing B.1: Dialer.agent: sets up the agent and posts the first event (goal), to read

the first instruction.

package handeye ;

import java . u t i l .Random ;

import java . i o . ∗ ;

import aos . j ack . jak . u t i l . t imer . Di latedClock ;

pub l i c agent D ia l e r extends Agent implements D i a l e r I n t e r f a c e {

#has c ap ab i l i t y Vis ion v i s i o n ;

#has c ap ab i l i t y Action ac t i on ;

#post s event Vis ionGoal v i s i onGoa l ;

#post s event In s t ruc t i onGoa l i n i t ;

#handles event DialGoal ;

#handles event In s t ruc t i onGoa l ;

#uses plan Get In s t ruc t i on s ;

#uses plan DialNumber ;

#pr i va t e data Buttons buttons ( ) ;

#pr i va t e data Numbers numbers (” numbers . data ” ) ;

#pr i va t e data I n s t r u c t i o n s i n s t r u c t i o n s ( ) ;

f i n a l s t a t i c long Tc = 70 ;

f i n a l s t a t i c long Tcsd = 15 ;

PrintStream act ionLog = nu l l ;

Random r ;

long startTime ;

D ia l e r (ModelPane pane ) {

t h i s (” D ia l e r ” , pane ) ;

}
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Dia l e r ( S t r ing name , ModelPane pane ) {

super (name ) ;

a c t i on . i n i t ( pane ) ;

v i s i o n . i n i t ( pane ) ;

r = new Random( System . cur rentT imeMi l l i s ( ) ) ;

t ry {

act ionLog = new PrintStream (new FileOutputStream (” d ia l e rLog . ”

+ timer . getTime ( ) ) ) ;

} catch ( Exception e ) {

System . e r r . p r i n t l n (”Cannot open log f i l e ; e x i t i n g ” ) ;

System . e x i t ( 1 ) ;

}

myinit ( ) ;

}

pub l i c void r e s t a r t ( ) {

act ionLog . p r i n t l n ( ” ” ) ;

myinit ( ) ;

}

pub l i c void myinit ( ) {

startTime = timer . getTime ( ) ;

l og (”NEW”) ;

postEvent ( i n i t . g e t I n s t r u c t i o n ( ) ) ;

}

pub l i c long getTc ( ) {

// Tc i s u sua l l y 70ms , but can range from 25ms to 170ms

return (Math . round (Math . abs ( r . nextGaussian ( )∗Tcsd+Tc ) ) ) ; ;

}

pub l i c void log ( S t r ing s ) {

act ionLog . p r i n t l n ( t imer . getTime()− startTime + ” ” + s ) ;

}

}
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Listing B.2: Vision.cap: Handles vision goals. Uses agent’s beliefsets about what it

can see. Plans within this capability are not accessible outside the capability.

package handeye ;

import javax . swing . ∗ ;

import java . awt . ∗ ;

import java . u t i l .Random ;

pub l i c c a p ab i l i t y Vis ion extends Capab i l i ty implements Eye Int e r f a ce {

#handles ex t e rna l event Vis ionGoal ;

#uses plan LookPos ;

#uses plan LookObject ;

#imports data Buttons buttons ( ) ;

#imports data I n s t r u c t i o n s i n s t r u c t i o n s ( ) ;

f i n a l s t a t i c double TIME PER SEG = 15 ;

// Do movement every TIME PER SEG ms

f i n a l s t a t i c long Tp = 100 ;

// Time to ” look ” ( pe rceptua l p ro c e s s o r cy c l e )

f i n a l s t a t i c long Tpsd = 8 ;

// (Card , Moran & Newell , p 26)

f i n a l s t a t i c long Tjump = 30 ;

// Time to ”jump” eye to new l o c a t i o n (CM&N p 25)

f i n a l s t a t i c i n t SACCADEmean = 230 ;

// Time to ” look ” at end o f saccade (CM&N p 25)

f i n a l s t a t i c long SACCADEsd = 53 ;

ModelPane pane = nu l l ;

Random r ;

pub l i c Frame getFrame ( ) {

r e turn pane . getFrame ( ) ;

}

pub l i c void moveEye ( i n t x , i n t y ) {

pane . setEye (new Point (x , y ) ) ;

pane . r epa in t ( ) ;

}

pub l i c TimedPoint [ ] calcMovePoints ( Point des t ) {

Point curr = pane . eyePos ;

double r i s e = curr . y − dest . y ;
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double run = curr . x − dest . x ;

i n t x s i gn = run > 0 ? −1 : 1 ;

i n t y s i gn = r i s e > 0 ? −1 : 1 ;

double d i s t = curr . d i s t anc e ( des t ) ;

i f ( d i s t == 0) { // a l r eady the re

re turn nu l l ;

}

double t o t a l t ime = Tjump ; // Saccade i s very quick !

i n t nsegs = ( i n t )Math . round (Math . c e i l ( t o t a l t ime /TIME PER SEG) ) ;

i f ( nsegs == 0)

nsegs = 1 ;

double t ime pe r s eg = to t a l t ime / nsegs ;

double s e g d i s t = d i s t / nsegs ;

double x inc , y inc , alpha ;

i f ( run == 0) {

alpha = Math . PI /2 ;

x i n c = 0 ;

y in c = y s i gn ∗ s e g d i s t ;

} e l s e i f ( r i s e == 0) {

alpha = 0 ;

x in c = x s i gn ∗ s e g d i s t ;

y i n c = 0 ;

} e l s e {

alpha = Math . atan (Math . abs ( r i s e /run ) ) ;

x i n c = x s i gn ∗ s e g d i s t ∗Math . cos ( alpha ) ;

y i n c = y s i gn ∗ s e g d i s t ∗Math . s i n ( alpha ) ;

}

TimedPoint [ ] po in t s = new TimedPoint [ nsegs ] ;

double cur x = curr . x ;

double cur y = curr . y ;

double time = 0 ;

f o r ( i n t i = 0 ; i < nsegs ; i++) {

cur x += x inc ;

cur y += y inc ;

time += t ime pe r s eg ;

po in t s [ i ] = new TimedPoint ( ( i n t )Math . round ( cur x ) ,

( i n t )Math . round ( cur y ) , Math . round ( time ) ) ;
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}

r e turn po in t s ;

}

pub l i c void i n i t (ModelPane pane ) {

t h i s . pane = pane ;

r = new Random ( ) ;

}

pub l i c Point getEyePos ( ) {

r e turn pane . eyePos ;

}

pub l i c Object [ ] getFovea ( ) {

r e turn pane . getFoveaView ( ) ;

}

pub l i c Object [ ] getParafovea ( ) {

r e turn pane . getParafoveaView ( ) ;

}

pub l i c Dimension getTextDimension (Component c ) {

r e turn pane . getTextDimension ( c ) ;

}

pub l i c Point adjustEdges ( i n t x , i n t y ) {

i n t i n s e t = pane . getFoveaPixe l s ( ) / 2 ;

i n t width = pane . getWidth ( ) ;

i n t he ight = pane . getHeight ( ) ;

i f ( width < 2∗ i n s e t ) {

x = width /2 ;

} e l s e i f ( x < i n s e t ) {

x = i n s e t ;

} e l s e i f ( x > width−i n s e t ) {

x = width−i n s e t ;

}

i f ( he ight < 2∗ i n s e t ) {

y = he ight /2 ;

} e l s e i f ( y < i n s e t ) {



224 B. JACK Code for the Model Hand and Eye

y = i n s e t ;

} e l s e i f ( y > height−i n s e t ) {

y = height−i n s e t ;

}

r e turn new Point (x , y ) ;

}

pub l i c Point guessPos ( S t r ing l a b e l ) {

i n t i n s e t = pane . getFoveaPixe l s ( ) / 2 ;

i n t width = pane . getWidth ( ) ;

i n t he ight = pane . getHeight ( ) ;

i n t buttonHeight = he ight /6 ;

i n t buttonWidth = width /3 ;

i f ( l a b e l . equa l s IgnoreCase (” i n s t r u c t i o n s ” ) ) {

r e turn new Point ( in s e t , i n s e t ) ; // top l e f t corner

}

i f ( l a b e l . equa l s IgnoreCase (”OK”)) {

r e turn new Point ( width−i n s e t , he ight−i n s e t ) ; / / bottom r i gh t corner

}

// Otherwise i t ’ s a d i g i t

i n t x , y ;

switch ( l a b e l . charAt ( 0 ) ) {

case ’ 1 ’ : case ’ 4 ’ : case ’ 7 ’ : case ’ ∗ ’ :

x = i n s e t ;

break ;

case ’ 2 ’ : case ’ 5 ’ : case ’ 8 ’ : case ’ 0 ’ :

x = buttonWidth + i n s e t ;

break ;

case ’ 3 ’ : case ’ 6 ’ : case ’ 9 ’ : case ’# ’:

x = 2∗buttonWidth + i n s e t ;

break ;

d e f au l t :

x = i n s e t ;

}

switch ( l a b e l . charAt ( 0 ) ) {

case ’ 1 ’ : case ’ 2 ’ : case ’ 3 ’ :

y = buttonHeight + i n s e t ;

break ;

case ’ 4 ’ : case ’ 5 ’ : case ’ 6 ’ :

y = 2∗ buttonHeight + i n s e t ;

break ;
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case ’ 7 ’ : case ’ 8 ’ : case ’ 9 ’ :

y = 3∗ buttonHeight + i n s e t ;

break ;

case ’ ∗ ’ : case ’ 0 ’ : case ’# ’:

y = 4∗ buttonHeight + i n s e t ;

break ;

d e f au l t :

y = i n s e t ;

}

r e turn new Point (x , y ) ;

}

pub l i c boolean focusedOn ( St r ing ob j e c t ) {

r e turn pane . focusedOn ( ob j e c t ) ;

}

pub l i c boolean focusedOn ( i n t x , i n t y ) {

r e turn pane . inFovea (new Point (x , y ) ) ;

}

pub l i c Component getFocus ( ) {

Component seen = pane . getFocus ( ) ;

r e turn seen ;

}

pub l i c long getTp ( ) {

// Tp i s u sua l l y 100ms , but can range from 50ms to 200ms

return (Math . round (Math . abs ( r . nextGaussian ( )∗Tpsd+Tp ) ) ) ; ;

}

pub l i c long getSaccade ( ) {

// Time eye dwe l l s on ta r g e t at end o f saccade

// mean 230ms , range 70ms − 700ms

return (Math . round (Math . abs ( r . nextGaussian ( )∗SACCADEsd+SACCADEmean) ) ) ;

}

}
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Listing B.3: Action.cap: Handles action goals. Uses agent’s beliefsets about what

it can see, and can also post vision goals (to find things for which it doesn’t have

location information)

package handeye ;

import java . u t i l .Random ;

import java . awt . Point ;

import java . awt . Rectangle ;

pub l i c c a p ab i l i t y Action extends Capab i l i ty implements MouseInter face {

#post s ex t e rna l event Vis ionGoal v i s i onGoa l ;

#handles ex t e rna l event MoveGoal ;

#handles ex t e rna l event Cl ickGoal ;

#uses plan ClickMouse ;

#uses plan ClickMouseObj ;

#uses plan MoveMouseObj ;

#imports data Buttons buttons ( ) ;

f i n a l s t a t i c long Tm = 90 ;

// Motor p ro c e s s o r cy c l e time (Card , Moran & Newell , p 26)

f i n a l s t a t i c long Tmsd = 20 ;

f i n a l s t a t i c double EPS = 0 . 0 7 ;

// Re la t i v e accuracy (Card , Moran & Newell p . 5 3 )

f i n a l s t a t i c double EPSsd = 0 . 0 1 ;

f i n a l s t a t i c i n t TIME PER SEG = 10 ;

f i n a l s t a t i c double ANGLE ERRORmean = 0 . 0 5 ;

// Mean e r r o r i s ˜3% of d i s t ance t r a v e l l e d

f i n a l s t a t i c double ANGLE ERRORsd = 0 . 0 2 5 ;

// S .D. e r r o r i s ˜1.25% of d i s t ance t r a v e l l e d

ModelPane pane = nu l l ;

Random r ;

pub l i c void moveMouse ( i n t x , i n t y ) {

pane . setMouse (new Point (x , y ) ) ;

pane . r epa in t ( ) ;

}

pub l i c void c l ickMouse ( ) {

pane . c l ickMouse ( ) ;

}
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pub l i c Point getMousePos ( ) {

r e turn pane . mousePos ;

}

pub l i c TimedPoint [ ] calcMovePoints ( Rectangle t a r g e t ) {

Point curr = pane . mousePos ;

i f ( t a r g e t . conta in s ( curr ) ) { // Mouse i s a l r eady over t a r g e t

re turn nu l l ;

}

// Aim f o r c ent e r o f t a r g e t

Point des t = new Point ( t a r g e t . x+ta rg e t . width /2 , t a r g e t . y+ta rg e t . he ight / 2 ) ;

double r i s e = curr . y − dest . y ;

double run = curr . x − dest . x ;

i n t x s i gn = run < 0 ? 1 : −1;

i n t y s i gn = r i s e > 0 ? −1 : 1 ;

double d i s t = curr . d i s t anc e ( des t ) ;

d i s t = d i s t −(r . nextGaussian ( )∗EPSsd+EPS)∗ d i s t ;

// Move a l l but EPS o f d i s t ance

// then model c o r r e c t s f o r e r r o r

// (CM&N p 52)

double alpha ;

i f ( run == 0) {

alpha = Math . PI /2 ;

} e l s e i f ( r i s e == 0) {

alpha = 0 ;

} e l s e {

alpha = Math . atan (Math . abs ( r i s e /run ) ) ;

}

// Introduce angular e r r o r to d e s t i n a t i on

// Assume t h i s e r r o r i s normally d i s t r i b u t e d

double e r r o r = Math . abs ( r . nextGaussian ( )∗ANGLE ERRORsd)+ANGLE ERRORmean;

double beta = Math . atan ( e r r o r ) ;

i f ( r . nextBoolean ( ) ) {

alpha += beta ; // ad jus t the ang le to i n co rpo ra t e e r r o r

} e l s e {

alpha −= beta ;

i f ( alpha < 0) {

alpha = −alpha ;
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y s i gn = −1;

}

}

double t o t a l t ime = getTm ( ) ;

i n t nsegs = ( i n t )Math . round (Math . c e i l ( t o t a l t ime /TIME PER SEG) ) ;

i f ( nsegs == 0)

nsegs = 1 ;

double t ime pe r s eg = to t a l t ime / nsegs ;

double s e g d i s t = d i s t / nsegs ;

double x inc , y i n c ;

i f ( alpha == 0) {

x in c = 0 ;

y in c = y s i gn ∗ s e g d i s t ;

} e l s e i f ( alpha == Math . PI /2) {

x in c = x s i gn ∗ s e g d i s t ;

y i n c = 0 ;

} e l s e {

x in c = x s i gn ∗ s e g d i s t ∗Math . cos ( alpha ) ;

y i n c = y s i gn ∗ s e g d i s t ∗Math . s i n ( alpha ) ;

}

TimedPoint [ ] po in t s = new TimedPoint [ nsegs ] ;

double cur x = curr . x ;

double cur y = curr . y ;

double time = 0 ;

f o r ( i n t i = 0 ; i < nsegs ; i++) {

cur x += x inc ;

cur y += y inc ;

time += t ime pe r s eg ;

po in t s [ i ] = new TimedPoint ( ( i n t )Math . round ( cur x ) ,

( i n t )Math . round ( cur y ) , Math . round ( time ) ) ;

}

r e turn po in t s ;

}

pub l i c double log2 ( double a ) {

r e turn (Math . l og ( a )/Math . l og ( 2 ) ) ;

}
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pub l i c void i n i t (ModelPane pane ) {

t h i s . pane = pane ;

t h i s . r = new Random( System . cur r entT imeMi l l i s ( ) ) ;

}

pub l i c long getTm() {

// Tm can vary − usua l time i s 70ms , but ranges from 30ms to 100ms

return (Math . round (Math . abs ( r . nextGaussian ( )∗Tmsd+Tm) ) ) ;

}

}
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Listing B.4: VisionGoal.event: Goals for ‘looking’ (changing focus and ‘seeing’ what

is at a particular location.

package handeye ;

import java . awt . Point ;

pub l i c event Vis ionGoal extends Event {

pub l i c i n t y ;

pub l i c i n t x ;

pub l i c S t r ing ob j ec tLabe l ;

#posted as

look ( ) {

x = −1;

y = −1;

t h i s . ob j e c tLabe l = nu l l ;

}

#posted as

lookAt ( i n t x , i n t y ) {

t h i s . x = x ;

t h i s . y = y ;

t h i s . ob j e c tLabe l = nu l l ;

}

#posted as

lookAt ( Point p) {

t h i s . x = p . x ;

t h i s . y = p . y ;

t h i s . ob j e c tLabe l = nu l l ;

}

#posted as

lookAt ( St r ing l a b e l ) {

t h i s . x = −1;

t h i s . y = −1;

t h i s . ob j e c tLabe l = l a b e l ;

}

}
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Listing B.5: InstructionGoal.event: Goal to read next instruction.

package handeye ;

pub l i c event In s t ruc t i onGoa l extends Event {

#posted as

g e t I n s t r u c t i o n ( ) {

;

}

}

Listing B.6: DialGoal.event: Goal for dialing a particular number.

package handeye ;

pub l i c event DialGoal extends Event {

pub l i c S t r ing t a r g e t ;

#posted as

d i a l ( S t r ing d i a l S t r i n g ) {

t h i s . t a r g e t = d i a l S t r i n g ;

}

}
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Listing B.7: GetInstructions.plan: handling the goal to get the next instruction.

package handeye ;

import java . u t i l . S t r ingToken ize r ;

pub l i c plan Get In s t ruc t i on s extends Plan implements aos . jack . u t i l . GCodeProvider {

Str ingToken i ze r i n s t r u c t i o nL i s t ; // the l i s t o f i n s t r u c t i o n s

#handles event In s t ruc t i onGoa l goa l ;

#pos t s event MoveGoal moveGoal ;

#post s event Cl ickGoal c l i c kGoa l ;

#post s event DialGoal d ia lGoa l ;

#post s event In s t ruc t i onGoa l i n s t ru c t i onGoa l ;

#post s event Vis ionGoal v i s i onGoa l ;

#uses i n t e r f a c e D ia l e r d i a l e r ;

#uses data I n s t r u c t i o n s i n s t r u c t i o n s ;

s t a t i c boolean r e l e van t ( In s t ruc t i onGoa l goa l )

{

r e turn true ;

}

context ( )

{

t rue ;

}

#reason ing method

performTask ( St r ing i n s t r u c t i o n ) {

Str ingToken i ze r s = new Str ingToken i ze r ( i n s t r u c t i o n ) ;

whi l e ( s . hasMoreElements ( ) ) {

St r ing word = s . nextToken ( ) ;

i f (word . equa l s IgnoreCase (” d i a l ”) | | word . equa l s IgnoreCase (” c a l l ”)

| | word . equa l s IgnoreCase (” r e d i a l ” ) ) {

St r ing t a r g e t = i n s t r u c t i o n . sub s t r i ng (

i n s t r u c t i o n . indexOf (word)+word . l ength ( ) ) ;

t a r g e t . tr im ( ) ;

@subtask ( d ia lGoa l . d i a l ( t a r g e t . tr im ( ) ) ) ;

r e turn t rue ;

} e l s e i f (word . equa l s IgnoreCase (” p r e s s ”)

| | word . equa l s IgnoreCase (” c l i c k ” ) ) {

i f ( ! s . hasMoreElements ( ) ) {

System . out . p r i n t l n (” Cl i ck what ! ? ” ) ;
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f a l s e ;

}

@subtask ( c l i c kGoa l . c l i c k ( s . nextToken ( ) ) ) ;

r e turn t rue ;

}

}

f a l s e ;

}

#reason ing method

decode In s t ru c t i on s ( ) {

l o g i c a l S t r ing i n s t ;

i n s t r u c t i o n s . getText ( i n s t ) ;

S t r ing text = i n s t . a s s t r i n g ( ) ;

i n s t r u c t i o nL i s t = new Str ingToken ize r ( text , ” , ” ) ;

}

#reason ing method

body ( ) {

d i a l e r . l og (”START” ) ;

@subtask ( v i s i onGoa l . lookAt (” i n s t r u c t i o n s ” ) ) ;

d e code In s t ru c t i on s ( ) ;

whi l e ( i n s t r u c t i o nL i s t . hasMoreElements ( ) ) {

St r ing i n s t r u c t i o n = i n s t r u c t i o nL i s t . nextToken ( ) ;

i f ( i n s t r u c t i o n . equa l s IgnoreCase (” done ”)

| | i n s t r u c t i o n . equa l s IgnoreCase (” f i n i s h e d ”)

| | i n s t r u c t i o n . equa l s IgnoreCase (” complete ” ) ) {

r e turn t rue ;

}

i f ( ! performTask ( i n s t r u c t i o n ) ) {

}

}

d i a l e r . l og (”END” ) ;

@post ( i n s t ru c t i onGoa l . g e t I n s t r u c t i o n ( ) ) ;

}

}
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Listing B.8: DialNumber.plan: handling the goal to dial the specified number.

package handeye ;

pub l i c plan DialNumber extends Plan implements aos . jack . u t i l . GCodeProvider {

#handles event DialGoal goa l ;

#pos t s event Cl ickGoal c l i c kGoa l ;

#uses i n t e r f a c e D ia l e r d i a l e r ;

#uses data Numbers numbers ;

s t a t i c boolean r e l e van t ( DialGoal goa l )

{

r e turn true ;

}

context ( )

{

t rue ;

}

#reason ing method

body ( ) {

l o g i c a l S t r ing number ;

long time = agent . t imer . getTime ( ) ;

i f ( numbers . lookup ( goa l . ta rget , number ) ) {

@wait for ( a f t e rM i l l i s ( time+d i a l e r . getTc ( ) ) ) ;

S t r ing n = number . a s s t r i n g ( ) ;

f o r ( i n t i = 0 ; i < n . l ength ( ) ; i++) {

St r ing d i g i t = ”” + n . charAt ( i ) ;

@subtask ( c l i c kGoa l . c l i c k ( d i g i t ) ) ;

}

time = agent . t imer . getTime ( ) ;

numbers . add (” the l a s t number ” , n ) ;

@wait for ( a f t e rM i l l i s ( time+d i a l e r . getTc ( ) ) ) ;

} e l s e {

System . out . p r i n t l n (” I don ’ t know the number f o r ” + goa l . t a r g e t ) ;

}

}

}
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Listing B.9: Buttons.bel

package handeye ;

/∗∗

This database s t o r e s the ” exact ” bounds o f an object ,

or at l e a s t the bounds o f which appeared with in the fovea .

∗/

pub l i c b e l i e f s e t Buttons extends OpenWorld {

#value f i e l d Object component ;

#value f i e l d i n t x ;

#value f i e l d i n t y ;

#value f i e l d i n t width ;

#value f i e l d i n t he ight ;

#key f i e l d St r ing Label ;

#indexed query getBounds ( l o g i c a l Object component ,

l o g i c a l i n t x , l o g i c a l i n t y ,

l o g i c a l i n t width , l o g i c a l i n t height , S t r ing Label ) ;

#complex query getComponent ( l o g i c a l Object component , S t r ing l a b e l ) {

l o g i c a l i n t x , y , width , he ight ;

r e turn getBounds ( component , x , y , width , height , l a b e l ) ;

}

#complex query getBounds ( l o g i c a l i n t x , l o g i c a l i n t y ,

l o g i c a l i n t width , l o g i c a l i n t height , S t r ing l a b e l ) {

l o g i c a l Object component ;

r e turn getBounds ( component , x , y , width , height , l a b e l ) ;

}

}

Listing B.10: Numbers.bel

package handeye ;

pub l i c b e l i e f s e t Numbers extends OpenWorld {

#key f i e l d St r ing name ;

#value f i e l d St r ing number ;

#indexed query lookup ( St r ing name , l o g i c a l S t r ing number ) ;

}
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Listing B.11: Instructions.bel

package handeye ;

pub l i c b e l i e f s e t I n s t r u c t i o n s extends OpenWorld {

#value f i e l d St r ing text ;

#indexed query getText ( l o g i c a l S t r ing text ) ;

}

Listing B.12: LookPos.plan: handles goal to look at a particular point.

package handeye ;

import javax . swing . ∗ ;

import java . awt . Point ;

import java . awt . Component ;

import java . awt . Rectangle ;

pub l i c plan LookPos extends Plan implements aos . j ack . u t i l . GCodeProvider {

Rectangle c ent e r ( Rectangle bounds ) {

r e turn new Rectangle (

bounds . x+bounds . width /2 , bounds . y+bounds . he ight /2 , 0 , 0 ) ;

}

#handles event Vis ionGoal goa l ;

#pos t s event Vis ionGoal v i s i onGoa l ;

#uses i n t e r f a c e D ia l e r d i a l e r ;

#uses i n t e r f a c e Vis ion v i s i o n ;

#uses data I n s t r u c t i o n s i n s t r u c t i o n s ;

#uses data Buttons buttons ;

s t a t i c boolean r e l e van t ( Vis ionGoal goa l )

{

r e turn goa l . x >= 0 && goa l . y >= 0 ;

}

context ( )

{

t rue ;

}

#reason ing method

updateView ( St r ing l abe l , Rectangle bounds , Component c ) {



237

l o g i c a l i n t x , y , width , he ight ;

i n t newX = bounds . x ;

i n t newWidth = bounds . width ;

i n t newY = bounds . y ;

i n t newHeight = bounds . he ight ;

i f ( buttons . getBounds (x , y , width , height , l a b e l ) ) {

// Already seen t h i s button , but t h i s might extend the bounds

i n t oldX = x . a s i n t ( ) ;

i n t oldWidth = width . a s i n t ( ) ;

i n t oldY = y . a s i n t ( ) ;

i n t o ldHeight = he ight . a s i n t ( ) ;

i f ( oldX < newX) {

// look ing r i g h t o f the prev ious l e f t edge

newX = oldX ;

}

i f ( bounds . x+bounds . width > oldX+oldWidth ) {

newWidth = bounds . x+bounds . width−newX ;

} e l s e {

newWidth = oldX+oldWidth−newX ;

}

i f ( oldY < newY) {

// look ing below the prev ious top edge

newY = oldY ;

}

i f ( bounds . y+bounds . he ight > oldY+oldHeight ) {

newHeight = bounds . y+bounds . height−newY ;

} e l s e {

newHeight = oldY+oldHeight−newY ;

}

i f (newX != oldX | | newWidth != oldWidth

| | newY != oldY | | newHeight != oldHeight ) {

buttons . add ( ( Object ) c , newX, newY, newWidth , newHeight , l a b e l ) ;

}

} e l s e {

buttons . add ( ( Object ) c , newX, newY, newWidth , newHeight , l a b e l ) ;

}

}

#reason ing method

f i x a t e ( long startTime ) {

Object [ ] fovea = v i s i o n . getFovea ( ) ;
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Object [ ] para fovea = v i s i o n . getParafovea ( ) ;

f o r ( i n t i = 0 ; i < fovea . l ength ; i++) {

SeenObject seen = ( SeenObject ) fovea [ i ] ;

i f ( seen . component i n s t an c e o f JButton ) {

updateView ( ( ( JButton ) seen . component ) . getText ( ) ,

seen . bounds , seen . component ) ;

} e l s e {

// I f i t ’ s not a button , must be the i n s t r u c t i o n s

S t r ing text = ( ( JLabel ) seen . component ) . getText ( ) ;

updateView (” i n s t r u c t i o n s ” , seen . bounds , seen . component ) ;

i n s t r u c t i o n s . add ( text ) ;

}

}

f o r ( i n t i = 0 ; i < parafovea . l ength ; i++) {

SeenObject seen = ( SeenObject ) para fovea [ i ] ;

i f ( seen . component i n s t an c e o f JButton ) {

updateView ( ( ( JButton ) seen . component ) . getText ( ) ,

c en t e r ( seen . bounds ) , seen . component ) ;

} e l s e {

updateView (” i n s t r u c t i o n s ” , c en t e r ( seen . bounds ) , seen . component ) ;

}

}

@wait for ( a f t e rM i l l i s ( startTime + v i s i o n . getTp ( ) ) ) ;

Point p = v i s i o n . getEyePos ( ) ;

d i a l e r . l og (”LOOK ” + p . x + ” ” + p . y ) ;

}

#reason ing method

body ( ) {

long time = agent . t imer . getTime ( ) ;

Point p = new Point ( goa l . x , goa l . y ) ;

TimedPoint [ ] po in t s = v i s i o n . calcMovePoints (p ) ;

i f ( po in t s != nu l l ) {

f o r ( i n t i = 0 ; i < po in t s . l ength ; i++) {

time += po in t s [ i ] . time ;

@wait for ( a f t e rM i l l i s ( time ) ) ;

v i s i o n . moveEye ( po in t s [ i ] . x , po in t s [ i ] . y ) ;

}

}

f i x a t e ( time ) ;

}

}
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Listing B.13: LookObject.plan: handles goal to look at a particular object.

package handeye ;

import javax . swing . JLabel ;

import java . awt . Component ;

import java . awt . Dimension ;

import javax . swing . Sw i n gU t i l i t i e s ;

import java . awt . Point ;

pub l i c plan LookObject extends Plan implements aos . jack . u t i l . GCodeProvider {

pr i va t e Point g e t I n s t r u c t i o n s S t a r t ( JLabel i n s t r u c t i o n s ) {

i n t hpos = i n s t r u c t i o n s . g e tHor i zonta lTextPos i t i on ( ) ;

i n t vpos = i n s t r u c t i o n s . g e tVe r t i c a lTex tPo s i t i on ( ) ;

Dimension d = v i s i o n . getTextDimension ( i n s t r u c t i o n s ) ;

Point l abe lPo in t = new Point ( hpos , vpos+d . he ight / 2 ) ;

Point p = Sw i n gU t i l i t i e s . convertPoint ( i n s t r u c t i o n s ,

l abe lPo int , v i s i o n . getFrame ( ) ) ;

r e turn p ;

}

pr i va t e Point ge t Ins t ruc t i onsEnd ( JLabel i n s t r u c t i o n s ) {

i n t hpos = i n s t r u c t i o n s . g e tHor i zonta lTextPos i t i on ( ) ;

i n t vpos = i n s t r u c t i o n s . g e tVe r t i c a lTex tPo s i t i on ( ) ;

Dimension d = v i s i o n . getTextDimension ( i n s t r u c t i o n s ) ;

Point l abe lPo in t = new Point ( hpos+d . width , vpos+d . he ight / 2 ) ;

Point p = Sw i n gU t i l i t i e s . convertPoint ( i n s t r u c t i o n s ,

l abe lPo int , v i s i o n . getFrame ( ) ) ;

r e turn p ;

}

#handles event Vis ionGoal goa l ;

#pos t s event Vis ionGoal v i s i onGoa l ;

#uses i n t e r f a c e Vis ion v i s i o n ;

#uses data Buttons buttons ;

s t a t i c boolean r e l e van t ( Vis ionGoal goa l )

{

r e turn goa l . ob j e c tLabe l != nu l l ;

}

context ( )

{
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t rue ;

}

#reason ing method

body ( ) {

l o g i c a l Object ob j e c t ;

JLabel i n s t r u c t i o n s = nu l l ;

l o g i c a l i n t x , y , width , he ight ;

Point p ;

i f ( goa l . ob j e c tLabe l . equa l s IgnoreCase (” i n s t r u c t i o n s ”) &&

buttons . getComponent ( object , ” i n s t r u c t i o n s ” ) ) {

i n s t r u c t i o n s = ( JLabel ) ob j e c t . a s ob j e c t ( ) ;

p = g e t I n s t r u c t i o n s S t a r t ( i n s t r u c t i o n s ) ;

} e l s e i f ( buttons . getBounds (x , y , width , height , goa l . ob j e c tLabe l ) ) {

p = new Point ( x . a s i n t ()+width . a s i n t ( ) /2 ,

y . a s i n t ()+ he ight . a s i n t ( ) / 2 ) ;

} e l s e {

p = v i s i o n . guessPos ( goa l . ob j e c tLabe l ) ;

}

@subtask ( v i s i onGoa l . lookAt (p ) ) ;

i f ( v i s i o n . focusedOn ( goa l . ob j e c tLabe l ) ) {

i f ( goa l . ob j e c tLabe l . equa l s IgnoreCase (” i n s t r u c t i o n s ” ) ) {

i f ( i n s t r u c t i o n s == nu l l ) {

buttons . getComponent ( object , ” i n s t r u c t i o n s ” ) ;

i n s t r u c t i o n s = ( JLabel ) ob j e c t . a s ob j e c t ( ) ;

}

Point end = get Ins t ruc t i onsEnd ( i n s t r u c t i o n s ) ;

i f ( ! v i s i o n . focusedOn ( end . x , end . y ) ) {

@subtask ( v i s i onGoa l . lookAt ( end ) ) ;

}

}

} e l s e {

@subtask ( v i s i onGoa l . lookAt ( goa l . ob j e c tLabe l ) ) ;

}

}

}
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Listing B.14: MoveGoal.event: Goal to move mouse to either current focus or par-

ticular object.

package handeye ;

pub l i c event MoveGoal extends Event {

pub l i c S t r ing ob j e c t ;

#posted as

moveToEye ( ) {

t h i s . ob j e c t = nu l l ;

}

#posted as

moveTo( St r ing s ) {

t h i s . ob j e c t = s ;

}

}

Listing B.15: ClickGoal.event: Goal to click on particular object or at current

position.

package handeye ;

pub l i c event Cl ickGoal extends Event {

pub l i c S t r ing ob j e c t ;

#posted as

c l i c k ( S t r ing s ) {

ob j e c t = s ;

}

#posted as

c l i c k ( ) {

t h i s . ob j e c t = nu l l ;

}

}
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Listing B.16: ClickMouse.plan: handles goal for a mouse click at the current posi-

tion, constraining with appropriate timing.

package handeye ;

import java . awt . Point ;

pub l i c plan ClickMouse extends Plan implements aos . jack . u t i l . GCodeProvider {

#handles event Cl ickGoal goa l ;

#uses i n t e r f a c e D ia l e r d i a l e r ;

#uses i n t e r f a c e Action ac t i on ;

s t a t i c boolean r e l e van t ( Cl ickGoal goa l )

{

r e turn goa l . ob j e c t == nu l l ;

}

context ( )

{

t rue ;

}

#reason ing method

body ( ) {

long time = agent . t imer . getTime ( ) ;

a c t i on . c l ickMouse ( ) ;

time += act i on . getTm ( ) ;

@wait for ( a f t e rM i l l i s ( time ) ) ;

Point p = act i on . getMousePos ( ) ;

d i a l e r . l og (”CLICK ” + p . x + ” ” + p . y ) ;

}

}
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Listing B.17: ClickMouseObj.plan: handles goal to click on particular object, in two

phases: move mouse to object, then click mouse.

package handeye ;

pub l i c plan ClickMouseObj extends Plan implements aos . jack . u t i l . GCodeProvider {

#handles event Cl ickGoal goa l ;

#pos t s event Cl ickGoal c l i c kGoa l ;

#post s event MoveGoal moveGoal ;

#post s event Vis ionGoal v i s i onGoa l ;

#uses i n t e r f a c e Action ac t i on ;

s t a t i c boolean r e l e van t ( Cl ickGoal goa l )

{

r e turn goa l . ob j e c t != nu l l ;

}

context ( )

{

t rue ;

}

#reason ing method

body ( ) {

@subtask (moveGoal .moveTo( goa l . ob j e c t ) ) ;

@subtask ( c l i c kGoa l . c l i c k ( ) ) ;

}

}
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Listing B.18: MoveMouseObj.plan

package handeye ;

import java . awt . Rectangle ;

import java . awt . Point ;

pub l i c plan MoveMouseObj extends Plan implements aos . jack . u t i l . GCodeProvider {

#handles event MoveGoal goa l ;

#pos t s event Vis ionGoal v i s i onGoa l ;

#post s event MoveGoal moveGoal ;

#uses i n t e r f a c e D ia l e r d i a l e r ;

#uses i n t e r f a c e Action ac t i on ;

#reads data Buttons buttons ;

s t a t i c boolean r e l e van t (MoveGoal goa l )

{

r e turn goa l . ob j e c t != nu l l ;

}

context ( )

{

t rue ;

}

#reason ing method

body ( ) {

@subtask ( v i s i onGoa l . lookAt ( goa l . ob j e c t ) ) ;

long time = agent . t imer . getTime ( ) ;

l o g i c a l i n t x , y , width , he ight ;

buttons . getBounds (x , y , width , height , goa l . ob j e c t ) ;

Rectangle bounds = new Rectangle ( x . a s i n t ( ) , y . a s i n t ( ) ,

width . a s i n t ( ) , he ight . a s i n t ( ) ) ;

TimedPoint po in t s [ ] = ac t i on . calcMovePoints ( bounds ) ;

i f ( po in t s != nu l l ) {

f o r ( i n t i = 0 ; i < po in t s . l ength ; i++) {

time += po in t s [ i ] . time ;

@wait for ( a f t e rM i l l i s ( time ) ) ;

a c t i on . moveMouse ( po in t s [ i ] . x , po in t s [ i ] . y ) ;

}

d i a l e r . l og (”MOVE ” + po in t s [ po in t s . length −1] . x

+ ” ” + po in t s [ po in t s . length −1] . y ) ;
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@wait for ( a f t e rM i l l i s ( time+d i a l e r . getTc ( ) ) ) ;

Point mousePos = act i on . getMousePos ( ) ;

i f ( ! bounds . conta in s ( ac t i on . getMousePos ( ) ) ) {

@subtask ( v i s i onGoa l . lookAt ( ac t i on . getMousePos ( ) ) ) ;

}

@subtask (moveGoal .moveTo( goa l . ob j e c t ) ) ;

}

}

}
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C. COJACK

This work is presented here as it was not undertaken as part of the research for

this thesis. My involvement in the COJACK project did however arise from the

work undertaken for this thesis, and it closely followed the approach that I have

advocated for extending the BDI framework in Chapter 3.

COJACK is “a cognitive overlay for JACK” [106] that was developed as part of a

commercial project that aimed to develop psychologically-plausible models of human

variability in military simulation. Although this project was not part of my doctoral

research, I was involved in the project on the basis of my doctoral research, and the

initial design of COJACK was strongly influenced by the approach to extending a

BDI framework that I have presented here. I should note that this is an ongoing

project, and one with which I am no longer involved. The outline that I present

here relates to the original design stage of the project; the current state of COJACK

may vary somewhat from what is presented here.

Human variability is the different behaviour that is seen between different indi-

viduals, or the same individual at different times, when performing a particular task.

The things which give rise to human variability fall into three categories: individual

differences, for example different individuals having different eyesight or memory

skills, behavioural moderators, such as drugs like caffeine, and of course knowledge.

The existing JACK framework can already account for differences in knowledge;

the challenge was to account for individual differences and behavioural moderators

using the cognitive overlay. The proposed architecture, summarised in Figure C.1,

augmented the core BDI architecture with four sets of parameters:

1. Perception parameters, which control the data received from the environment.
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Figure C.1: A conceptualisation of the COJACK framework

2. Action parameters, which control the actions performed in the environment.

3. Cognitive parameters, which control various aspects of cognitive processes,

from the time taken to perform a calculation, to the rate at which memories

decay.

4. Physiological parameters, such as heart rate and blood pressure.

These parameters would have default settings, representing an ‘average’ person, and

also sensible ranges in which they could be varied. They would control the individ-

ual differences, so for example you could create a person with poor eyesight, quick

mental reaction times and slightly better-than-average strength. As indicated in

the diagram, these parameters may well influence each other, although at the time

of design there was not sufficient data to implement these influences. Nevertheless,

the framework was designed so that they could be added if or when data became

available. The diagram also shows a series of triple arrows from each set of param-

eters into the core framework. These triple arrows are intended to represent that

the parameters constrain, rather than directly influence, the core framework. So an
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attempt to get the answer to a complicated arithmetic problem would be forced to

wait for the result — unless the problem had been solved recently, in which case

there would be only a minor delay while it was retrieved from memory.

It should be noted that behaviour moderators were not intended to be part

of the core framework. Rather, the framework would provide ‘hooks’ that would

allow external models of moderators to read and influence the parameters. Two

example moderators are shown in Figure C.1. The first is an ‘external moderator,’

something in the environment that influences the individual, such as heat or hu-

midity, and in this case, it influences parameters in the perception and cognition

groups. The second moderator is an ‘internal moderator,’ which only takes inputs

from the framework parameters. These types of moderators are things like stress or

emotions, which arise from the individual’s internal state, rather directly from an

environmental factor.

C.1 Constraints on Modelling

Ideally, according to the approach outlined in this chapter, the inclusion of these

parameters in the COJACK framework should not have placed any constraints on

model builders. The parameter-based approach presented above was of the ‘low-

level, invisible-to-modellers’ type approach, and the intention was that models would

be built in the same way that you would build any standard JACK model; the

parameters would simply alter the run-time behaviour of the models. In practice,

this was not possible, because the parameters rely on a particular form of knowledge

representation, one which is not natural when building JACK models.

For example, the cognition parameters controlled characteristics like the time

required to retrieve a piece of information from memory, or perform a simple cal-

culation, or whether a piece of information would be retrieved correctly or with

an error. However there was a mismatch between the type of information and
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calculations that these parameters worked upon and the type of information and

calculations normally used in military simulation. For example, in military simu-

lation, a plan might be of the form “If you see a vehicle which is within range of

firing upon your position, take evasive action.” However, the process of performing

this plan would involve (1) seeing a vehicle (2) identifying the vehicle’s firing range

and (3) calculating the distance to the vehicle. Each of these steps involves several

cognitive steps (and possibly actions too), and for the cognition parameters to have

the intended influence on the entity’s behaviour, each of these cognitive steps would

have to be explicitly represented.

In the scope of this project, the aim was to build up a set of libraries for the types

of knowledge, calculations and actions that would be needed for military simulation.

Modellers could then use these libraries as sub-plans in their JACK code, not having

to worry about the details required for the parameters to have their desired effect.

Unfortunately though this is not a general solution to the problem, but one while

is specific to the military simulation domain. Furthermore, specialist knowledge

would be required to extend the libraries when additional knowledge, calculations

or actions were required. There does not seem to be any way that this level of detail

in the ‘behind-the-scenes’ characteristics can be supported without impacting upon

the modellers.

C.2 Implementation and Evaluation

As I have previously mentioned, this is an ongoing project, and the full implemen-

tation and evaluation of COJACK had not been completed when my part in the

project was over. However the implementation of a subset of parameters and initial

testing was undertaken during my involvement.

The initial implementation of cognitive parameters involved further work for the

modeller, because it was not clear exactly which belief accesses and calculations
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should be treated as cognitive processes. Instead, the modeller was required to

label each update and retrieval in the code. This ‘feature’ however was intended to

be removed from the final product, once it was better understood exactly how the

parameters should influence belief accesses.

Two different evaluations were performed of this early implementation, the first

being the interesting one from the perspective of this thesis. (The second demon-

strated the framework’s use for modelling entities in a military scenario, testing

more generally that the framework was suitable for this purpose, rather than eval-

uating the extension.) The first evaluation used a test bed that was based upon a

widely-studied psychological task: the serial subtraction task. In this task, subjects

are given a (large) starting number, such as 2719, and a single digit number to

subtract from that number, such as 7. They are then asked to keep subtracting the

second number from the result until asked to stop. If mistakes are made, they are

corrected and asked to continue. Psychological studies typically record the number

of calculations that are performed in a fixed time frame, and the number of errors

that arise, under ‘normal’ conditions, and in the presence of stressors. Because the

task is so widely studied, there were well-defined measures of human performance

against which models could be compared.

The model performing this task demonstrated a close match with human data,

as close or closer than simulations using other behaviour modelling frameworks.

This was demonstrated for a model operating under ‘normal’ conditions. A model

of a moderator, caffeine, was also tested, and this was also found to have a close

match with human data. No other simulations of these conditions were available for

comparison. This evaluation focused on the cognition parameters, and ignored the

others. Further evaluations were required later in the project of the other parame-

ters.
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D. A MODEL OF A QUAKE 2 PLAYER

JACK code is designed to be viewed within the JACK Development Environment

(JDE), and as such is not very comprehensible as raw code. For this reason, pseudo-

code representing the model is presented here rather than the JACK code. The full

code is available from the author upon request.

The top level goal is GetKillsGoal.

Plan : Explore

Sat i s f i es : GetKi l l sGoal

Context : Unknown map and no v i s i b l e opponent

Method : Caut ious ly move to random unseen door / corner

Post GetKi l l sGoal

Plan : FindWeapon

Sat i s f i es : GetKi l l sGoal

Context : Known map and no v i s i b l e opponent and inadequate weapon

and in s a f e p lace

Method : Move to d e s i r e d weapon

Post GetKi l l sGoal

Plan : FindWeapon

Sat i s f i es : GetKi l l sGoal

Context : Vulnerable /∗ Just respawned or opponent s p o t t e d

and inadequate weapon ∗/

Method : Move to s a f e p lace

Wait u n t i l s a f e then move to weapon

Post GetKi l l sGoal

Plan : LearnOpponents

Sat i s f i es : GetKi l l sGoal
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Context : Known map and unknown opponents and no v i s i b l e opponent

and adequate weapon

Method : Caut ious ly move to l i k e l y s i t e f o r opponent

Post GetKi l l sGoal

Plan : FindOpponent1

Sat i s f i es : GetKi l l sGoal

Context : Known map and known opponents and no v i s i b l e opponent

and adequate weapon

Method : Move d i r e c t l y to l i k e l y s i t e f o r d e s i r a b l e opponent

/∗ d e s i r a b l e in g e n e r a l == not too good ∗/

Post GetKi l l sGoal

Plan : FindOpponent2

Sat i s f i es : GetKi l l sGoal

Context : Known map and known opponents and no v i s i b l e opponent

and adequate weapon and near l i f t base or doorway

Method : Act ivate doorway or l i f t

I f r e a c t i o n gained , take a l t e r n a t e route to ambush a t tacke r

Post GetKi l l sGoal

ReactiveGoal : ManageOpponentGoal

PostedUpon : S i gh t ing opponent or being attacked

Plan : EngageOpponent

Sat i s f i es : ManageOpponentGoal

Context : V i s i b l e opponent and hea l th good and adequate weapon

and number opponents <= 1 and opponent v i a b l e

/∗ e . g . bo t wi th r a i l gun not v i a b l e as too good a sh o t ∗/

Method : Maintain hea l th i s good and number opponents == 1

and opponent a l i v e

F i r e upon opponent whi l e dodging f i r e

Failure : I f s t i l l a l i v e , post ManageOpponentGoal
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Plan : EvadeOpponent1

Sat i s f i es : ManageOpponentGoal

Context : Unseen a t tacke r

Method : Move to s a f e p lace

I f a t t a cke r spotted , post ManageOpponentGoal

Plan : EvadeOpponent2

Sat i s f i es : ManageOpponentGoal

Context : Health < good

Method : Move to s a f e p lace

Subgoal FindHealthGoal

Plan : EvadeOpponent3

Sat i s f i es : ManageOpponentGoal

Context : number opponents > 1 and hea l th good

Method : Disengage

Snipe at prev ious opponents

ReactiveGoal : WeaponSpottedGoal

PostedUpon : s i g h t i n g weapon

Plan : CollectWeapon

Sat i s f i es : WeaponSpottedGoal

Context : Not engaged and hea l th good and d e s i r a b l e weapon spotted

Method : Divert path to c o l l e c t weapon

Plan : BoostHealth1

Sat i s f i es : FindHealthGoal

Context : (Unknown map or unknown opponents ) and known hea l th l o c a t i o n

Method : Move c a u t i o u s l y to hea l th l o c a t i o n

Plan : BoostHealth2

Sat i s f i es : FindHealthGoal

Context : Known map and known opponents
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Method : Move d i r e c t l y to hea l th l o c a t i o n

ReactiveGoal : ActivationSoundGoal

PostedUpon : Hearing l i f t or doorway ac t i va t ed

Plan : PreemptiveAttack

Sat i s f i es : ActivationSoundGoal

Context : Within range o f ob j e c t with a v a i l a b l e weaponry and not engaged

Method : F i r e at l i k e l y t a r g e t

Beliefs

Object : Weapon Features : Type , l o c a t i o n

Object : Health Features : Amount , Locat ion

Object : Respawn point Features : Locat ion

Object : Player Features : S k i l l l e v e l , s t y l e , cur r ent weapon ,

ac tua l l o ca t i on , l i k e l y l o c a t i o n /∗ i f not v i s i b l e ∗/

Object : Sa fe p lace Features : Locat ion

Object : L i f t Features : Locat ion

Object : Door Features : Locat ion

Object : Inventory Features : Item , ammunition remaining

Object : Health Features : Leve l

Object : Current t a r g e t Features : Player , c u r r e n t l y f i g h t i n g me?

Object : Leve l /∗ i e map ∗/ Features : type , s i z e , exp lored

Object : Time Features : Time remaining



E. CODE FOR SHOWING Q-VALUE UPDATES

GRIDWORLD MODEL

The code here is part of the gridworld example discussed in Section 7.2.2. It shows

the JACK view that was needed to encapsulate the code surrounding the Q-learning

used in the RPD extension presented in Chapter 7. Full code for the gridworld

example is available from the author on request.

Listing E.1: QParameters.view

package j a c k g r i d ;

import java . awt . ∗ ;

import java . u t i l . ∗ ;

pub l i c view QParameters {

double e x p l o r a t i o n ;

double payo f f ;

double learnRate ;

MapPanel map ;

i n t mapSize ;

double l ea rnRate s t ep = 1 .0E−8;

long s l e e p ;

Point pos = n u l l ;

p r i v a t e Hashtable [ ] [ ] QValues ;

pub l i c void se tVa lues ( double explore , double payof f ,

double learnRate , MapPanel map, long s l e e p ) {

t h i s . e x p l o r a t i o n = exp lo r e ;

t h i s . payo f f = payo f f ;
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t h i s . l earnRate = learnRate ;

t h i s . map = map ;

mapSize = map . getDim ( ) ;

QValues = new Hashtable [ mapSize ] [ mapSize ] ;

f o r ( i n t i = 0 ; i < mapSize ; i++) {

f o r ( i n t j = 0 ; j < mapSize ; j++) {

QValues [ i ] [ j ] = new Hashtable ( ) ;

}

}

t h i s . s l e e p = s l e e p ;

}

pub l i c void move( i n t d i r ) {

pos = map . g iveNextState ( pos . y , pos . x , d i r ) ;

}

pub l i c boolean sea r ch ing ( ) {

re turn (map . checkCe l l ( pos . y , pos . x ) != MapPanel .GOAL)

&& (map . checkCe l l ( pos . y , pos . x ) != MapPanel .ANTIGOAL) ;

}

pub l i c void showPath ( Vector path ) {

map . addPath ( path ) ;

}

pub l i c Point getPos ( ) {

re turn pos ;

}

pub l i c void randomPos ( ) {

pos = map . randomPos ( ) ;

}

pub l i c void updateQs ( St r ing name , Point oldPos ) {
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Double v = ( Double ) QValues [ oldPos . y ] [ oldPos . x ] . get (name ) ;

double oldValue = ( v == n u l l ) ? 0 : v . doubleValue ( ) ;

double reward = map . calcReward ( pos ) ;

double Qstar = giveBestQValue ( pos ) ;

double newQ = (1.0− l earnRate )∗ oldValue

+ learnRate ∗( reward+( payo f f ∗Qstar ) ) ;

QValues [ oldPos . y ] [ oldPos . x ] . put (name , new Double (newQ ) ) ;

map . s e tD i r ( oldPos . y , oldPos . x , g iveBestAct ion ( oldPos ) ) ;

}

pub l i c double getQVal ( S t r ing name) {

Double v = ( Double ) QValues [ pos . y ] [ pos . x ] . get (name ) ;

i f ( v == n u l l ) {

re turn 0 ;

}

re turn v . doubleValue ( ) ;

}

pub l i c double giveBestQValue ( Point pos ) {

Enumeration keys = QValues [ pos . y ] [ pos . x ] . keys ( ) ;

i f ( keys == n u l l | | ! keys . hasMoreElements ( ) )

re turn 0 ;

S t r ing bestKey = ( St r ing ) keys . nextElement ( ) ;

double bestVal = ( ( Double ) QValues [ pos . y ] [ pos . x ] . get ( bestKey ) )

. doubleValue ( ) ;

whi l e ( keys . hasMoreElements ( ) ) {

St r ing key = ( St r ing ) keys . nextElement ( ) ;

double va l = ( ( Double ) QValues [ pos . y ] [ pos . x ] . get ( key ) )

. doubleValue ( ) ;

i f ( va l > bestVal )

bestVal = va l ;

}

re turn bestVal ;

}
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pub l i c S t r ing g iveBestAct ion ( Point pos ) {

i f ( QValues [ pos . y ] [ pos . x ] . isEmpty ( ) )

re turn ”BAD” ;

Object [ ] os = ( QValues [ pos . y ] [ pos . x ] . keySet ( ) ) . toArray ( ) ;

i n t n = os . l ength ;

S t r ing [ ] s s = new St r ing [ n ] ;

f o r ( i n t i = 0 ; i < n ; i++) {

i n t r ;

f o r ( r = Math . round ( ( f l o a t )Math . random ( )∗ ( n−1)) ;

s s [ r ] != n u l l ;

r = Math . round ( ( f l o a t )Math . random ( )∗ ( n−1)))

;

s s [ r ] = ( St r ing ) os [ i ] ;

}

// now s s i s a random s h u f f l e o f the p lans

// t h i s means t h a t i f one than one plan has the b e s t Q value ,

// one o f them w i l l be s e l e c t e d randomly

St r ing bestKey = ss [ 0 ] ;

double bestVal = ( ( Double ) QValues [ pos . y ] [ pos . x ] . get ( bestKey ) )

. doubleValue ( ) ;

f o r ( i n t i = 1 ; i < n ; i++) {

double va l = ( ( Double ) QValues [ pos . y ] [ pos . x ] . get ( s s [ i ] ) )

. doubleValue ( ) ;

i f ( va l > bestVal ) {

bestKey = ss [ i ] ;

bestVal = va l ;

}

}

re turn bestKey ;

}

pub l i c boolean shouldExplore ( ) {
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re turn (Math . random ( ) < e x p l o r a t i o n ) ;

}

pub l i c boolean northMost ( ) {

re turn pos . y == 0 ;

}

pub l i c boolean eastMost ( ) {

re turn pos . x == mapSize−1;

}

pub l i c boolean southMost ( ) {

re turn pos . y == mapSize−1;

}

pub l i c boolean westMost ( ) {

re turn pos . x == 0 ;

}

pub l i c void s e t S l e e p ( long time ) {

s l e e p = time ;

}

pub l i c long s l e e p ( ) {

re turn t h i s . s l e e p ;

}

}



Minerva Access is the Institutional Repository of The University of Melbourne

Author/s:
Norling, Emma Jane

Title:
Modelling human behaviour with BDI agents

Date:
2009

Citation:
Norling, E. J. (2009). Modelling human behaviour with BDI agents. PhD thesis, Engineering -
Computer Science and Software Engineering, The University of Melbourne.

Publication Status:
Unpublished

Persistent Link:
http://hdl.handle.net/11343/37081

Terms and Conditions:
Terms and Conditions: Copyright in works deposited in Minerva Access is retained by the
copyright owner. The work may not be altered without permission from the copyright owner.
Readers may only download, print and save electronic copies of whole works for their own
personal non-commercial use. Any use that exceeds these limits requires permission from
the copyright owner. Attribution is essential when quoting or paraphrasing from these works.

http://hdl.handle.net/11343/37081

	Abstract
	Preface
	Acknowledgements
	Table of Contents
	List of Figures
	1 Introduction
	1.1 Applications of and Approaches to Human Behaviour Modelling
	1.2 Why Use a Computational Architecture?
	1.3 Defining ``Folk Psychology''
	1.4 A Brief Explanation of BDI Agents
	1.5 Positioning BDI-Based Models Within the Landscape
	1.5.1 SWARMM and its Progeny
	1.5.2 Entertaining Games Instead of Wargames
	1.5.3 When Would One Use a BDI-Based Model of Human Behaviour?

	1.6 Features and Failings of BDI for Modelling Human Behaviour
	1.6.1 Folk Psychology
	1.6.2 Generic Reasoning and Behaviour
	1.6.3 Knowledge Acquisition
	1.6.4 External Environments
	1.6.5 Desires, Goals and How They are Handled

	1.7 Developing a Systematic Approach to BDI-Based Human Modelling

	2 Background
	2.1 Related Architectures for Human Behaviour Modelling
	2.1.1 Soar
	2.1.2 ACT-R
	2.1.3 Clarion
	2.1.4 PMFServ
	2.1.5 Script-Based Frameworks

	2.2 Incorporating Generic Human Behaviours
	2.2.1 Decision Making Strategies
	2.2.2 Cognitive Performance
	2.2.3 Emotion
	2.2.4 Fatigue
	2.2.5 Learning
	2.2.6 Memory
	2.2.7 Perception and Attention
	2.2.8 Timing and Accuracy of Actions

	2.3 Two Specific Examples of Generic Human Behaviours
	2.3.1 The First Extension: A Simple Model of Perception and Action
	2.3.2 The Second Extension: Recognition-Primed Decision Making
	2.3.3 Other Implementations of RPD

	2.4 External Environments
	2.4.1 Related Work

	2.5 Knowledge Acquisition
	2.5.1 Knowledge Acquisition at AOD
	2.5.2 Knowledge Acquisition in Expert Systems
	2.5.3 Knowledge Acquisition through Participatory Modelling
	2.5.4 Knowledge Acquisition through Cognitive Task Analysis
	2.5.5 Other Forms of Subject-Based Knowledge Acquisition

	2.6 Summarising the Weaknesses; Building on the Strengths

	3 An Approach to Extending the BDI Framework
	3.1 Why Extend the BDI Framework?
	3.2 Which Extension(s) Should One Implement?
	3.3 Taking Advantage of Folk Psychology
	3.4 When Folk Psychology Cannot Help
	3.5 Building Extensions, and Evaluating This Approach

	4 The Agent – Environment Interface
	4.1 Test Beds for Framework Extensions
	4.1.1 How Should an Extension be Evaluated?
	4.1.2 Other Considerations in Choosing a Test Bed

	4.2 A Test Bed for Simple Hand and Eye Interactions
	4.2.1 Application Interface
	4.2.2 Tools for Supporting Testing and Evaluation

	4.3 Test Beds for the Decision Making Extension
	4.3.1 Initial Experiments
	4.3.2 Using a Commercial Game Engine
	4.3.3 Quake 2
	4.3.4 Problems Encountered when Using Quake 2 as a Test Bed
	4.3.5 A Proposal for Qualitative Evaluation

	4.4 Avoiding the Pitfalls of Pre-Existing Environments
	4.4.1 Perception
	4.4.2 Action
	4.4.3 Timing

	4.5 (The Problem with) Building Tailored Environments
	4.6 Summary

	5 A Low-Level Addition: Basic Perception and Action
	5.1 Interaction with a Mouse-Driven Interface
	5.1.1 Modelling Visual Perception
	5.1.2 Mouse Input

	5.2 Model Task
	5.3 Model Details
	5.4 Comparison of Model Predictions and Human Data
	5.5 What Has Been Demonstrated Here
	5.6 Principles for Incorporating Low-Level Characteristics
	5.6.1 What About Human Variability?
	5.6.2 What About Higher-Level Level Characteristics?


	6 Knowledge Acquisition for BDI-based Human Modelling
	6.1 Relevant Techniques from Cognitive Task Analysis
	6.1.1 Applied Cognitive Task Analysis
	6.1.2 The Critical Decision Method
	6.1.3 Direct Observation and Probes or Speak-Aloud Protocols

	6.2 Proposed Knowledge Acquisition Methodology
	6.3 Applying the Knowledge Acquisition Methodology
	6.3.1 Direct Observation
	6.3.2 Development of a Task Diagram
	6.3.3 Expanding the Task Diagram
	6.3.4 Data Analysis and Model Design
	6.3.5 Further Iterations
	6.3.6 Avoiding Post-Justification of Actions and Rote Responses
	6.3.7 Knowing When to Stop

	6.4 What is Not Illustrated by this Example
	6.4.1 When the SME Reports Adherence to Doctrine
	6.4.2 Creating Hypothetical Models and Fictional Characters

	6.5 Summary

	7 A Folk-Psychological Extension: Decision Making
	7.1 Merging a New Folk-Psychological Explanation
	7.2 Design and Implementation of the Extension
	7.2.1 Q-Learning for Plan Selection
	7.2.2 Parameter Sensitivity
	7.2.3 Handling a Significantly Larger State Space
	7.2.4 Limited Comparisons

	7.3 The Role of Plan Context in the Extended Framework
	7.4 What Has Been Demonstrated Here
	7.4.1 The Model Builder's View of the Extension
	7.4.2 Model Behaviours

	7.5 Principles for Incorporating Folk-Psychological Explanations

	8 Conclusions
	8.1 Revisiting the Context of this Research
	8.1.1 The Shortcomings of BDI-Based Human Modelling
	8.1.2 Building Upon the Strengths

	8.2 Contributions to Knowledge
	8.2.1 An Approach to Extending the BDI Framework to Support Human Modelling
	8.2.2 Knowledge Acquisition for BDI-Based Human Modelling
	8.2.3 Identifying the Issues when Interfacing with an External Environment

	8.3 Limitations and Future Work
	8.4 Revisiting the Choice of BDI

	Bibliography and references
	A A Potential Evaluation Questionnaire
	B JACK Code for the Model Hand and Eye
	C COJACK
	C.1 Constraints on Modelling
	C.2 Implementation and Evaluation

	D A Model of a Quake 2 Player
	E Code for Showing Q-Value Updates Gridworld Model

