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Abstract

In the late 1990s supernovae observations confirmed the late-time accelerated ex-
pansion of the Universe. This accelerated expansion is thought to result from the
repulsive gravitational force of a mysterious substance called ‘dark energy’, whose
physical properties are completely unknown. One of the key science goals for the
forthcoming decade is to obtain physical insight on the properties of dark energy
through measurements of the large-scale clustering of matter in the Universe. Nu-
merous dark energy experiments are planned employing a wide variety of techniques
to probe the large-scale structure. Crucial to maximising the full potential of these
experiments is assessing the impact of astrophysical systematics that can either di-
minish or destroy the cosmological signal. Within this thesis I focus specifically on
assessing the impact of astrophysical systematics on large-scale structure measure-
ments via the detection of Lyman-α (Lyα) radiation in both emission and absorption.

Firstly, the ongoing Baryon Oscillation Spectroscopic Survey (BOSS) will mea-
sure the baryon acoustic oscillation (BAO) scale from the three dimensional clus-
tering of matter via the Lyα forest. The BAO scale is a characteristic length scale
at which matter is observed to cluster in excess, imprinting a measurable signature
on the large-scale structure in the Universe crucial to understanding dark energy. I
develop calibrated semi-analytic Lyα forest simulations, equivalent in size and reso-
lution to the largest N-body and hydrodynamical simulations, that can be performed
on a single desktop computer in under a day. The synthetic Lyα forest spectra are
shown to be in broad agreement with a range of observational measurements includ-
ing the Lyα flux probability distribution and 1D line-of-sight flux power spectrum.

I demonstrate that the BAO scale can be correctly recovered from the 3D Lyα
flux power spectrum measured from the simulated data. I estimate that a BOSS-like
104 deg2 survey with ∼15 background quasars per square degree and a signal-to-
noise ratio of ∼5 per pixel should achieve a measurement on the BAO scale to
within ∼1.4 per cent. Recently, BOSS published the first measurement of the BAO
scale from the Lyα forest (Busca et al., 2013; Slosar et al., 2013) with a recovered
accuracy of ∼2.5 per cent. Using these simulations for an equivalent Lyα forest data
sample I recover a fractional error of ∼2.3 per cent. The speed and efficiency of this
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simulation approach is well suited for exploring the astrophysical systematics on the
recovery of the BAO signature from large scale spectroscopic surveys such as BOSS.

Using these semi-analytic Lyα forest simulations, I assess the impact of He II

reionisation on the recovered accuracy of the BAO scale. Inhomogeneous He II reion-
isation is driven by bright, rare quasars which can result in large-scale UV background
and temperature fluctuations that could potentially affect the fractional precision to
which the BAO scale can be recovered from the Lyα forest. I develop a semi-analytic
model for He II reionisation which agrees well both qualitatively and quantitatively
with existing numerical cosmological He II reionisation simulations. Investigating a
variety of He II reionisation models I assess their impact on the statistical measure-
ments of the Lyα forest. I observe that He II reionisation can produce a fractional
increase of ∼50 per cent in power at large-scales in the 3D Lyα flux power spectrum,
reducing to ∼5 per cent at k & 0.03 Mpc−1. However, despite the fractional increase
in the large-scale power, I do not observe any change in the predicted accuracy to
which the BAO scale can be recovered.

Secondly, the Hobby-Eberly Telescope Dark Energy Experiment (HETDEX) aims
to measure the large-scale clustering of Lyα emitting (LAE) galaxies to explore the
properties of dark energy. However, the observed clustering properties of LAE galax-
ies are sensitive to the radiative transfer of Lyα photons through the intergalactic
medium (IGM) which can mimic gravitational effects, potentially reducing the pre-
cision of cosmological constraints. I assess the impact of these non-gravitational
Lyα radiative transfer effects on the observed clustering of LAE galaxies, focusing
in particular on the effects of the IGM velocity gradients, local density within the
environment of an LAE galaxy and ionising background fluctuations. For example,
linear redshift-space distortions on the LAE galaxy power spectrum are potentially
degenerate with the Lyα radiative transfer effect owing to the dependence of Lyα
flux on IGM velocity gradients.

Using Fisher matrices I assess the impact of these Lyα radiative transfer effects
on recoverable cosmological constraints important for dark energy studies such as the
growth rate of structure, f , the Hubble rate, H(z) and the angular diameter distance,
DA(z). At the power spectrum level, I observe a complete degeneracy between f and
the Lyα radiative transfer effect associated with IGM velocity gradients, while DA(z)

and H(z) are independent of these degeneracies. Deriving next-to-leading order
corrections for the clustering of LAE galaxies within the Eulerian perturbation theory
framework I show that these degeneracies can be broken by considering higher order
galaxy clustering statistics such as the three-point function (bispectrum). Therefore,
making it possible to recover cosmological parameters from LAE galaxy surveys.
Finally, I observe that by combining the LAE galaxy power spectrum and bispectrum
measurements, the constraints on DA(z) and H(z) can be further improved.
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Preface

While the work presented herein is essentially my own, there are some elements that
are the result of collaboration or the work of others. Any such data or results are
acknowledged explicitly in the text, and are summarised here:

• Chapter 1 is an original review of the literature regarding cosmology, structure
formation and the basic principles for understanding the context of this the-
sis. The various figures in the introduction are reproduced from the work of
other authors to facilitate discussions and to illustrate key physical concepts.
References are quoted within the text.

• Chapters 2 and 3 are based very closely on the following publication of my own
original research:

Greig B., Bolton J. S., Wyithe J. S. B., 2011, Fast, large-volume, GPU-enabled
simulations for the Lyα forest: power spectrum forecasts for baryon acoustic
oscillation experiments, MNRASociety, 418, 1980.

• Chapter 4 is being prepared for journal submission in the near future. This
chapter is comprised entirely of my own original research.

• Chapters 5 and 6 is based very closely on the following publication of my own
original research:

Greig B., Komatsu E., Wyithe J. S. B., 2013, Cosmology from clustering of Lyα
galaxies: breaking non-gravitational Lyα radiative transfer degeneracies using
the bispectrum, MNRAS, 431, 1777.

• The conclusions presented in Chapter 7 have not been published elsewhere and
are entirely my own work.

• The calculation in Appendix H was derived by Dr. Donghui Jeong. Dr. Jeong
authorised me to include the derivation as a part of this thesis. All other
appendices are entirely my own original research.
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Chapter 1
Introduction
1.1 Historical overview

Albert Einstein, only two years after completing his theory of General Relativity (GR;
Einstein, 1915) introduced the first modern day cosmological model (Einstein, 1917)
assuming a finite, matter-dominated universe, statistically homogeneous on large
scales and static. Einstein had found his initial solution to the GR field equations,
which indicated the universe was evolving rather than static, to be incompatible
with his assumptions, leading him to subsequently modify his theory by introducing
a ‘cosmological constant’ (denoted by Λ) to enforce a static universe. The modern
interpretation of this cosmological constant is that it acts as a long range effect
counteracting the gravitational attraction of matter1.

By the mid 1920s, Friedmann and Lemaître independently derived solutions to
the GR field equation for a homogeneous and evolving universe (Friedmann, 1922,
1924; Lemaître, 1927). The evolving models predicted either an expanding or con-
tracting universe, not necessarily requiring the existence of the cosmological constant
(although some models still retained it). At the same time, it was shown that Ein-
stein’s static solution was unstable to either an expansion or contraction. In 1929,
Edwin Hubble reported the first direct evidence for an expanding universe (Hub-
ble, 1929) observing distant galaxies to have larger recessional velocities than nearby
galaxies, thus defining a constant of expansion, the Hubble constant which he mea-
sured to be H0 ∼ 570 km s−1 Mpc−1. In 1927, prior to Hubble’s observations,
Lemaître determined an equivalent expression for the linear expansion of the uni-
verse from his evolving cosmological model for small cosmological distances, deriving
a remarkably similar value to that of Hubble (H0 ∼ 625 km s−1 Mpc−1, Lemaître
1927)2 The theoretical predictions combined with the observational evidence support-
ing cosmic expansion removed the initial motivation for the cosmological constant.
Subsequently Einstein publicly denounced his cosmological constant, labelling it the

1At the same time, de Sitter (1917) published an equivalent static model, which included the
removal of all matter (the energy density of the cosmological constant dominates over all matter).
Any test particles inserted into de Sitter’s model would then accelerate away from one another.

2Interestingly, despite Lemaître publishing before Hubble, Lemaître’s contributions to under-
standing the expanding universe have until relatively recently been overlooked. This severe over-
sight can be attributed to the fact that the 1931 English translation of Lemaître’s 1927 manuscript
overlooked the key paragraphs discussing Lemaître’s derivation of the constant of expansion.
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greatest blunder of his life.
A consequence of the Friedmann and Lemaître evolving cosmological models was

that projecting the expansion back in time required the origin of the universe to
occur at a mathematical singularity, implying a universe of infinite temperature and
density. Lemaître (1931) discussed that the origin would contain all the mass of
the universe in the form of a singular ‘primeval atom’ whose disintegration would
produce the known universe. This violent picture for the early universe developed
over time to be known as the ‘hot big bang’ model3.

The hot, dense early universe formed via the hot big bang model should produce
an observable ‘Primeval Fireball’. The early universe will be filled with a sea of pro-
tons, neutrons, electrons and photons (as well as positrons and neutrinos) whereby
photons undergo multiple scattering events off free electrons to produce a charac-
teristic thermal or black body spectrum. Eventually as the universe expands and
cools, the electrons, protons and neutrons combine to produce atomic hydrogen, he-
lium and other light atomic species. The formation and predicted abundances of the
light atomic species, called ‘Big Bang Nucleosynthesis’ (BBN), and was first inves-
tigated in 1948 by Alpher, Bethe and Gamow (Alpher, Bethe & Gamow, 1948). A
direct consequence of developing the BBN theory, Gamow, Alpher and Herman, were
able to estimate the temperature of the relic thermal black body radiation following
the big bang (Gamow, 1948; Alpher & Herman, 1948), called the cosmic microwave
background (CMB).

In 1965, the relic CMB radiation was serendipitously observed first by Penzias &
Wilson (1965), and its cosmological interpretations were investigated soon after by
Dicke et al. (1965). The successful observation of the CMB provided crucial support
to the big bang model for an expanding cosmological model. By now the cosmological
constant had well and truly fallen out of favour with the cosmological community.

Zel’Dovich (1968), associated Einstein’s cosmological constant with the energy of
empty space (the vacuum energy density), implying the cosmological constant could
no longer be completely neglected. In quantum field theory, the vacuum is filled with
a sea of virtual particles whose total energy constitutes the vacuum energy density.
The vacuum energy density predicted from quantum field theory overestimated ob-
servations of the cosmological constant by at least 60 orders of magnitude resulting
in this disparity being known as the ‘cosmological constant problem’ (see review by
Weinberg 1989). The unsatisfactory solutions to the cosmological constant problem
combined with the success of the hot big bang model from observations of the CMB
and BBN ensured the cosmological constant would remain unpopular.

3The origin of the universe does not actually occur at any one singular location, nor spark into
existence following a colossal explosion. The term ‘big bang’ arose from a BBC radio broadcast from
1948 where British astronomer Sir Fred Hoyle, an advocate of the competing steady-state universe,
used the term to describe the definite singular origin of the expanding cosmological universe.
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However, during the 1980s and 1990s indirect evidence began to mount for the
reintroduction of the cosmological constant to reconcile observational measurements.
The theory of inflation4 (Guth 1981; Sato 1981; Linde 1982; Albrecht & Steinhardt
1982) was developed to explain the origin of the universe from the big bang model
(removing the mathematical singularity at the origin). The inflationary model as-
suming a spatially flat universe containing collisionless cold dark matter (CDM5)
provided the best fit to the observational measurements from large scale galaxy clus-
tering (Maddox et al., 1990; Efstathiou, Sutherland & Maddox, 1990; Turner, 1991)
compared to the purely matter dominated universe favoured at the time. The suc-
cess of the inflationary CDM model required the existence of an additional energy
component which dominated over the total matter energy. The normalisation of the
density perturbations from the CMB anisotropies using the Cosmic Background Ex-
plorer satellite (COBE; Smoot et al. 1992) provided constraints on the total matter
energy content. COBE determined the total matter energy to be below what would
be expected for a purely matter dominated universe, but acceptable for a spatially
flat universe containing the cosmological constant. In addition, the discrepancy be-
tween the high values of the Hubble constant and the measured age of galaxy clusters
favoured the existence of the cosmological constant (Pierce et al., 1994; Freedman
et al., 1994; Chaboyer et al., 1996).

Finally, in the late 1990s, Riess et al. (1998) and Perlmutter et al. (1999) in-
dependently reported the first direct evidence for the accelerated expansion of the
Universe. Within a matter dominated universe, GR predicts that the gravitational
attraction of matter should eventually slow the cosmic expansion causing a deceler-
ation of the universe. However, by measuring the light profiles from distant Type
Ia supernovae, these authors observed that the most distant supernovae (z ∼ 0.5)
were 20 per cent fainter than predicted by a matter dominated universe, indicating
instead a universe undergoing accelerated expansion. Both Riess et al. (1998) and
Perlmutter et al. (1999) interpreted this accelerated expansion as being consistent
with the inclusion of the cosmological constant. Hence, combined with the previous
indirect evidence, it was almost immediately universally accepted that the universe
is undergoing cosmic acceleration caused by a cosmological constant.

The cosmological constant is generally interpreted as an additional constant en-

4The theory was developed to reconcile the observed large-scale homogeneity in the CMB and
observed spatial flatness. Conveniently, it also provided an explanation for the formation of structure
from the initial density perturbations (see Section 1.3).

5CDM was initially postulated to explain observations of the orbital velocity of stars in the
Milky Way (Oort, 1932) and the orbital velocity of galaxies in a galaxy cluster (Zwicky, 1933).
Observations of the Andromeda galaxy (Rubin & Ford, 1970) provided further evidence for dark
matter and the subsequent study of a sample of spiral galaxies (Rubin et al., 1985) showed dark
matter to be ubiquitous. CDM provides additional mass and subsequent gravitational potential
(CDM interacts only gravitationally emitting no radiation) and is required to match observations.
Without CDM, the observed large-scale structure could not form in the age of the universe.
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ergy term entering into the GR field equation, whose origins are completely un-
known6, resulting in it being called ‘dark energy’7. However, the cosmic acceleration
problem arises from the application of the GR field equation. Perhaps the observed
cosmic acceleration is indicative of a breakdown of GR on large scales, requiring a
more complete theory of gravity (see the review by Jain & Khoury 2010 for a detailed
description of modified gravity models). Additionally, the cosmological constant is
the simplest modification to the GR field equation to match the observed cosmic ac-
celeration. Many scalar field models which allow the vacuum energy to be dynamic
have been theorised at various levels of complexity to explain the late time expansion
(see reviews by Peebles & Ratra 2003 and Copeland, Sami & Tsujikawa 2006 for the
theory and explanation of scalar field models). The distinction between the various
cosmic acceleration models are their links to the initial inflationary phase of the
universe, and most importantly the time-varying history of the cosmic acceleration.

The cosmological big bang model with inflationary initial conditions producing
spatial flatness containing energy contributions from radiation, matter (both CDM
and baryonic8 matter) and the cosmological constant is widely referred to as the con-
cordance model, or ΛCDM model. Since the first observational evidence for the cos-
mic acceleration, the success of the ΛCDM model has been remarkable and its preci-
sion is continually refined. Paramount to the improved precision of the ΛCDM model
has been the substantial improvements in the measurements of the CMB tempera-
ture anisotropies from the Wilkinson Microwave Anisotropy prove (WMAP; Bennett
et al. 2003a,b; Hinshaw et al. 2012), and its direct successor Planck (Planck Col-
laboration, 2005; Planck Collaboration I, 2013). In addition to Planck and WMAP,
other CMB measurements such as the South Pole Telescope (SPT; Carlstrom et al.
2011; Hou et al. 2012) and the Atacama Cosmology Probe (ACP; Swetz et al. 2011;
Sievers et al. 2013) have been combined to provide the most precise measurements
of the initial conditions of the universe.

The precision of the ΛCDM model is complimented by probes of the large-scale
distribution of matter in the universe. These include the observed clustering of galax-
ies from the 2dF Galaxy redshift survey (2dFGRS; Tegmark et al. 2004; Eisenstein
et al. 2005), Sloan Digital Sky Survey (SDSS; Cole et al. 2005), 6dF Galaxy red-
shift survey (6dFGRS; Beutler et al. 2011), WiggleZ (Parkinson et al., 2012) and
the Baryon Oscillation Spectroscopic Survey (BOSS; Sánchez et al. 2012; Reid et al.
2012; Anderson et al. 2012); supernovae (Conley et al., 2011; Sullivan et al., 2011;

6The vacuum energy density is mathematically the simplest explanation for the cosmic acceler-
ation and physically well motivated, but estimates of its size are completely uncertain.

7Dark energy is in fact used as a generic term to apply to the cosmic acceleration paradigm,
and does not always imply the addition of an extra exotic energy component acting as a repulsive
gravity or negative pressure.

8In cosmology, ‘baryonic matter’ is used to describe protons, neutrons and electrons.
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Suzuki et al., 2012); weak lensing (Schrabback et al., 2010; Lin et al., 2012; Huff
et al., 2011; Benjamin et al., 2013; Heymans et al., 2013; Kilbinger et al., 2013; Jee
et al., 2013); galaxy clusters (see recent review by Allen, Evrard & Mantz 2011 and
Benson et al. 2013; Reichardt et al. 2013; Hasselfield et al. 2013; Planck Collabora-
tion XX 2013) and Lyα forest data (Desjacques & Nusser, 2005; McDonald et al.,
2005, 2006; Zaroubi et al., 2006; Viel & Haehnelt, 2006; Seljak, Slosar & McDon-
ald, 2006), including the recent BOSS Lyα forest measurements (Busca et al., 2013;
Slosar et al., 2013).

The ΛCDMmodel, while successful at explaining the observational measurements
and providing accurate predictions from large-scale cosmological simulations (e.g.,
Millennium simulation, Springel et al. 2005; MultiDark, Prada et al. 2012; Horizon
Run, Kim et al. 2011; Millennium-XXL, Angulo et al. 2012 and Deus, Alimi et al.
2012), does not unequivocally explain cosmic acceleration. The most fundamental
questions still remain unanswered; Why does late time cosmic acceleration exist and
what is its cause? Is dark energy due to a cosmological constant or an unknown
physical concept? Is GR universally correct, or does it break down at large scales?

Understanding dark energy is therefore one of the key scientific goals of the com-
ing decades. The current approach to provide insight into dark energy is dominated
by high precision measurements of the cosmic expansion history from probes of large-
scale structure which provide a time-evolving history of the cosmic acceleration. In
the remainder of this chapter, I will outline the basic theoretical framework of the
cosmological model and its predictions for the formation of structure. I will then
outline the most effective probes of large-scale structure probes used to constrain
dark energy and how these probes can be used to provide constraints. I will then
conclude with an outline of this thesis.

1.2 Basic cosmology principles

1.2.1 Cosmological redshift

Consider a source emitting photons at position A and an observer at position B

separated by some fixed distance. The emitted photon (λemit) travelling at the speed
of light reaches the observer at position B some short time interval later. During the
finite travel time, the physical space between the source and observer has increased
due to the cosmic expansion, hence the observer detects the photon λobs at longer
(redder) wavelengths. The cosmic expansion results in the redshifting of photons,
defined by the cosmological redshift, z

1 + z =
λobs

λemit
, (1.1)

which is mathematically equivalent to the Doppler effect for a receding light source.
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1.2.2 Coordinate systems

The expansion of space yields different coordinate conventions for measuring dis-
tances in the universe. At any given epoch consider an infinite grid of points equally
separated in an expanding universe. After a short time interval the ‘space’ between
each point in the grid will expand due to cosmic expansion. The separation between
the grid points will continue to grow over cosmic time and this constantly expanding
coordinate system is defined as the proper coordinate system.

Alternatively, this constant expansion can be accounted for by dividing the grid
point separation by the rate of cosmic expansion. This allows the infinite grid of
points to remain at a fixed separation defined as the comoving coordinate system.
The conversion between the two systems is simply

rcomoving =
rproper

1 + z
. (1.2)

1.2.3 The cosmological model

The established cosmological paradigm for the physical universe is described by the
hot big bang model under the assumption that on large scales the distribution of
matter and energy be both homogeneous and isotropic (known as the cosmological
principle). Although it is well known that on small scales the Universe is highly
inhomogeneous due to observed structures such as galaxies, there exists strong ob-
servational evidence for large scale homogeneity and isotropy. Measurements of the
CMB (Smoot et al., 1992; Fixsen et al., 1996; Wu, Lahav & Rees, 1999) and the X-
ray background (Peebles, 1993; Scharf et al., 2000; Boughn, Crittenden & Koehrsen,
2002) observe a high degree of isotropy. Additionally, galaxy redshift surveys indi-
cate a transition to homogeneity on large scales (measured to be ∼100 Mpc, Hogg
et al. 2005; Scrimgeour et al. 2012).

In GR, the Friedmann-Lemaître-Robertson-Walker (FLRW; Friedmann, 1922;
Lemaître, 1927; Robertson, 1935; Walker, 1937) metric fully describes the cosmolog-
ical principle,

ds2 = c2dt2 − a2(t)

[
dr2

1− kr2
+ r2(dθ2 + sin2θdφ2)

]
, (1.3)

written in spherical comoving coordinates (r,θ,φ), and a(t) is the time-dependent
cosmological scale factor describing the evolution of the Universe. Here, k describes
the geometry of space-time, where k > 0 describes a closed (finite) universe, k < 0

describes an open (infinite) universe and k = 0 describes a flat (infinite Euclidean)
universe.

Since photons travel on null geodesics (ds2 = 0) with no preferred angular direc-
tion, using Equation (1.3) one can show the cosmological scale factor can be directly
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related to the cosmological redshift, z. Using Equation (1.1) the cosmological scale
factor can be written as,

a(t) =
a(t0)

1 + z
=

1

1 + z
, (1.4)

where the present day value for the scale factor, a(t0) is taken to be unity.

Solving Einstein’s field equation with the FLRW metric returns the Friedmann
equations,

H2(t) =

[
ȧ(t)

a(t)

]2

=
8πG

3
ρ− kc2

a2(t)
+

Λc2

3
, (1.5)

H2(t) = −8πG

c2
p− 2

ä(t)

a(t)
− kc2

a2(t)
+ Λc2, (1.6)

which relates the expansion rate of the universe to its energy density ρ, its pressure p,
Λ is Einstein’s cosmological constant, G is Newton’s gravitational constant and the
quantity H(t) is the Hubble parameter9. It is convenient to rewrite Equation (1.5)
for a flat space time (k = 0) from which the critical energy density, ρcrit, is defined,

ρcrit(t) =
3H2(t)

8πG
. (1.7)

For notational convenience the energy density of the cosmological constant can be
subsumed into the energy density ρ, allowing this to now be defined as the total
energy density (the sum of all the energy density components). The energy density
of the cosmological constant is then written as

ρΛ =
Λc2

8πG
. (1.8)

The critical energy density then leads to the definition of the total energy density
parameter, the sum of each individual component of the energy density,

Ω(t) =

n∑

i=1

ρi(t)

ρcrit(t)
. (1.9)

Hence for a spatially flat universe, the total energy density is Ω(t) = 1, while Ω(t) < 1

and Ω(t) > 1 for an open and closed universe respectively.

Under the assumption that the contents of the universe act as an ideal fluid,
the conservation of energy assuming the first law of thermodynamics dictates that
dU = −pdV for a comoving volume element, where p is the pressure, U is the total

9This is related to Hubble’s constant for the recessional velocity of nearby galaxies by, v = H(t)D,
where D is the proper distance to the galaxy and v is the galaxy’s recessional velocity.
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energy (U = ρc2V ) and the comoving volume scales as V ∝ a3. This relationship
provides the rate of change in energy density

ρ̇ = −3
ȧ

a

[ p
c2

+ ρ
]
. (1.10)

By taking the time derivative of Equation (1.5) and inserting the result into the
above equation yields an expression describing the cosmic acceleration,

ä

a
= −4πG

3

[
ρ+

3p

c2

]
. (1.11)

The term in the parenthesis can be thought of as an effective gravitational source
term. If

(
ρ+ 3p

c2

)
> 0 then gravity remains attractive and eventually the expansion

slows. However, if
(
ρ+ 3p

c2

)
< 0 then gravity becomes repulsive resulting in an

accelerated expansion.

Equivalently, taking the time derivative of Equation (1.5) and using Equation (1.6),
conservation of energy can be expressed as,

d

da
(ρa3) = −pda

3

c2
, (1.12)

which along with the thermodynamic approach above, dictates that the evolution of
the energy density is governed by an equation of state parameter defined as the ratio
of the pressure to the energy density,

wi =
pi
ρic2

. (1.13)

For non-relativistic matter (i.e. baryons, cold dark matter and non-relativistic neu-
trinos) wm = 0, hence using Equation (1.10) the energy density of matter evolves as
ρm ∝ a−3. For radiation (i.e. photons), wr = −1/3 and the energy density evolves as
ρr ∝ a−4. Finally, for dark energy described by a cosmological constant, wΛ = −1,
the energy density evolves as ρΛ ∝ constant.

The current day critical energy density can be defined as,

ρ0,crit = ρcrit(t)
H2

0

H2(t)
, (1.14)

where the subscript ‘0’ denotes current day values and H0 is the present day Hubble
parameter, written as,

H0 = 100h km s−1 Mpc−1, (1.15)

where h defines a dimensionless parameter to allow ease of comparison between vari-
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ous cosmological models. The Hubble parameter can then be conveniently rewritten
in terms of the current day energy density parameters for each component species,

H2(z) = H2
0

[
Ωr,0(1 + z)4 + Ωm,0(1 + z)3 + Ωk,0(1 + z)2 + ΩΛ,0

]
, (1.16)

where Ωr,0 is energy density component due to radiation, Ωm,0 the matter density,
Ωk,0 the curvature energy density and ΩΛ,0 as the dark energy component described
by the cosmological constant. Throughout the remainder of this thesis all energy
density parameters will be defined in terms of their present day values (unless oth-
erwise noted), hence the subscript ‘0’ can be dropped. The energy density of the
radiation component dominates only at early epochs, providing a negligible contri-
bution to the total energy density at the epochs considered in this thesis. Hence, for
the remainder of this thesis the contribution from the Ωr component will be removed.

1.2.4 Cosmological distance measures

The total comoving distance DC, between an observer at z = 0 and some distant
object at z, is defined by the integral,

DC =
c

H0

∫ z

0

dz′

[Ωm(1 + z′)3 + Ωk(1 + z′)2 + ΩΛ]1/2
. (1.17)

Additionally, the angular diameter distance DA to an object can be measured by
taking the ratio of the proper separation between two objects on the sky, D at the
same z, and their relative physical separation (measured in radians, δθ) as measured
by an observer,

DA =
D

δθ
=

DC

1 + z
. (1.18)

Finally, the luminosity distance DL can be measured from the relative brightness
of a distant object,

DL = (1 + z)DC, (1.19)

where the extra factor of (1 + z) comes from the time-dilation of the photons.

1.3 Structure formation

Thus far I have summarised the basic mathematical framework of the ΛCDM model,
which is built upon the cosmological principle, which assumes large scale homogeneity
and isotropy. However, a homogeneous and isotropic universe cannot produce the
observed inhomogeneous distribution of matter (e.g. galaxies, galaxy clusters etc.).
Therefore, in this section I discuss how inhomogeneous structure forms within the
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Planck Collaboration: The Planck mission

Fig. 14. The SMICA CMB map (with 3 % of the sky replaced by a constrained Gaussian realization).

Fig. 15. Spatial distribution of the noise RMS on a color scale of 25 µK
for the SMICA CMB map. It has been estimated from the noise map
obtained by running SMICA through the half-ring maps and taking the
half-difference. The average noise RMS is 17 µK. SMICA does not
produce CMB values in the blanked pixels. They are replaced by a con-
strained Gaussian realization.

for bandpowers at � < 50, using the cleanest 87 % of the sky. We
supplement this ‘low-�’ temperature likelihood with the pixel-
based polarization likelihood at large-scales (� < 23) from the
WMAP 9-year data release (Bennett et al. 2012). These need to
be corrected for the dust contamination, for which we use the
WMAP procedure. However, we have checked that switching
to a correction based on the 353 GHz Planck polarization data,
the parameters extracted from the likelihood are changed by less
than 1σ.

At smaller scales, 50 < � < 2500, we compute the power
spectra of the multi-frequency Planck temperature maps, and
their associated covariance matrices, using the 100, 143, and

Fig. 16. Angular spectra for the SMICA CMB products, evaluated over
the confidence mask, and after removing the beam window function:
spectrum of the CMB map (dark blue), spectrum of the noise in that
map from the half-rings (magenta), their difference (grey) and a binned
version of it (red).

217 GHz channels, and cross-spectra between these channels11.
Given the limited frequency range used in this part of the analy-
sis, the Galaxy is more conservatively masked to avoid contam-
ination by Galactic dust, retaining 58 % of the sky at 100 GHz,
and 37 % at 143 and 217 GHz.

11 interband calibration uncertainties have been estimated by compar-
ing directly the cross spectra and found to be within 2.4 and 3.4×10−3

respectively for 100 and 217 GHz with respect to 143 GHz
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Fig. 25. Measured angular power spectra of Planck, WMAP9, ACT, and SPT. The model plotted is Planck’s best-fit model including Planck
temperature, WMAP polarization, ACT, and SPT (the model is labelled [Planck+WP+HighL] in Planck Collaboration XVI (2013)). Error bars
include cosmic variance. The horizontal axis is �0.8.

than that measured using traditional techniques, though in agree-
ment with that determined by other CMB experiments (e.g.,
most notably from the recent WMAP9 analysis where Hinshaw
et al. 2012c find H0 = (69.7 ± 2.4) km s−1 Mpc−1 consis-
tent with the Planck value to within ∼ 1σ). Freedman et al.
(2012), as part of the Carnegie Hubble Program, use Spitzer
Space Telescope mid-infrared observations to recalibrate sec-
ondary distance methods used in the HST Key Project. These
authors find H0 = (74.3±1.5±2.1) km s−1 Mpc−1 where the first
error is statistical and the second systematic. A parallel effort by
Riess et al. (2011) used the Hubble Space Telescope observa-
tions of Cepheid variables in the host galaxies of eight SNe Ia to
calibrate the supernova magnitude-redshift relation. Their ‘best
estimate’ of the Hubble constant, from fitting the calibrated SNe
magnitude-redshift relation is, H0 = (73.8 ± 2.4) km s−1 Mpc−1

where the error is 1σ and includes known sources of systematic
errors. At face value, these measurements are discrepant with the
current Planck estimate at about the 2.5σ level. This discrep-
ancy is discussed further in Planck Collaboration XVI (2013).

Extending the Hubble diagram to higher redshifts we note
that the best-fitΛCDM model provides strong predictions for the
distance scale. This prediction can be compared to the measure-
ments provided by studies of Type Ia SNe and baryon acoustic
oscillations (BAO). Driven in large part by our preference for
a higher matter density we find mild tension with the (relative)
distance scale inferred from compilations of SNe (Conley et al.
2011; Suzuki et al. 2012). In contrast our results are in excellent

agreement with the BAO distance scale compiled in Anderson
et al. (2012).

The Planck data, in combination with polarization measured
by WMAP, high-� anisotropies from ACT and SPT and other,
lower redshift data sets, provides strong constraints on devia-
tions from the minimal model. The low redshift measurements
provided by the BAO allow us to break some degeneracies still
present in the Planck data and significantly tighten constraints on
cosmological parameters in these model extensions. The ACT
and SPT data help to fix our foreground model at high �. The
combination of these experiments provides our best constraints
on the standard 6-parameter model; values of some key parame-
ters in this model are summarized in Table 9.

From an analysis of an extensive grid of models, we find no
strong evidence to favour any extension to the base ΛCDM cos-
mology, either from the CMB temperature power spectrum alone
or in combination with Planck lensing power spectrum and other
astrophysical datasets. For the wide range of extensions which
we have considered, the posteriors for extra parameters gener-
ally overlap the fiducial model within 1σ. The measured values
of the ΛCDM parameters are relatively robust to the inclusion
of different parameters, though a few do broaden significantly if
additional degeneracies are introduced. When the Planck likeli-
hood does provide marginal evidence for extensions to the base
ΛCDM model, this comes predominantly from a deficit of power
(compared to the base model) in the data at � < 30.

The primordial power spectrum is well described by a
power-law over three decades in wave number, with no evidence
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Figure 1.1: Left: The observed temperature anisotropies in the CMB as observed by
Planck. To highlight the fluctuations in the temperature the mean CMB temperature
(TCMB = 2.72548 K), galactic emission and CMB dipole have been removed. The observed
fluctuations are one part in 100 000. Right: The measured angular temperature power spec-
trum, the amplitude of the CMB temperature fluctuations as a function of angular scale on
the sky. The data points correspond to various observations of the CMB. The dashed curve
is the ΛCDM model from the best-fit cosmological parameters measured by the Planck satel-
lite. Clearly visible in the CMB power spectrum are the acoustic oscillations resulting from
the interplay between gravity and pressure, whose amplitude and position are dependent
on the total mass energy density (e.g., photons, baryons, dark matter and dark energy; see
Section 1.5). Figures from Planck Collaboration I (2013).

ΛCDM model, beginning with the CMB.

1.3.1 The CMB

The observed CMB black body spectrum is produced by photons incurring their
final scattering events off free electrons in the primordial plasma (referred to as the
‘surface of last scattering’ or recombination epoch). This occurs once the universe
has sufficiently cooled, corresponding to a redshift of zr ∼ 1100 (about 380 000 years
after the big bang). The COBE satellite measured the CMB spectrum observing an
almost perfect black body spectrum with a temperature of 2.726±0.010 K, but with
small fluctuations at the level of one part in 105 (Mather et al., 1990; Smoot et al.,
1992; Mather et al., 1994). Subsequently, the increased angular resolution of WMAP
facilitated further refinement of this mean temperature (T0 = 2.72548 ± 0.00057,
Fixsen 2009) as well as measuring these temperature anisotropies over much smaller
angular scales. In the left panel of Figure 1.1 an all-sky map of the CMB is shown
highlighting the small-scale temperature fluctuations.

The source of these one part in 105 fluctuations in the CMB temperature result
from tiny perturbations in the density of the primordial plasma. Small perturbations
above the mean density expand slower due to the increased gravitational attraction,
allowing additional matter to infall into the gravitational potential and further in-
crease the local density of the region. At the same time, regions below mean den-
sity expand faster owing to the decreased gravitational attraction, pushing matter
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outward to higher density regions. These higher density regions continue to grow
gravitationally over time to eventually form structures such as galaxies and galaxy
clusters. Therefore, structure formation is seeded by density perturbations in the
primordial plasma. However, what forms these initial CMB temperature fluctua-
tions?

Prior to inflation the universe is characterised on quantum scales, during which
one expects quantum fluctuations to occur in the density of radiation and matter.
During inflation the exponential expansion of the universe (driven by the cosmolog-
ical constant) results in the exponential expansion of these initial quantum fluctua-
tions. These initial quantum fluctuations now appear as temperature anisotropies in
the CMB seeding structure formation.

1.3.2 Linear structure formation

Before I discuss the formation of non-linear structures such as galaxies, it is instruc-
tive to first discuss the linear gravitational growth of the initial density perturba-
tions. In a homogeneous universe, the cosmological expansion of the energy density
ρ, can be described by an ideal pressureless fluid. This assumption under the ΛCDM
paradigm is valid as the matter in the universe interacts only gravitationally. The
pressureless fluid will expand with the Hubble flow, H(t)r, where r is the proper
separation between the fluid elements (r = ax where x is the comoving coordinate).
If small perturbations in the energy density are imposed, the overdensity δ(x, t), can
be defined as

δ(x, t) =
ρ(x, t)

ρ̄
− 1, (1.20)

the relative density perturbation to the mean density (ρ̄). Perturbations in the den-
sity field can result in deviations away from a pure Hubble flow, which are described
by the peculiar velocity, v. Hence the total velocity of the fluid element is then the
sum of its Hubble flow and peculiar velocity, vtotal = H(t)r + v.

Following Peebles (1980), the evolution of the fluid is fully described by the
continuity and Euler equations in comoving coordinates,

∂δ

∂t
+

1

a
∇ · [(1 + δ)v] = 0 (1.21)

∂v

∂t
+H(t)v +

1

a
(v · ∇)v = −1

a
∇φ (1.22)

where φ is the potential defined by the Poisson equation relative to the density
perturbation,

∇2φ = 4πGρ̄a2δ. (1.23)
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For small perturbations (δ � 1) and assuming the initial velocity field is irro-
tational, θ = ∇ · v where θ is the velocity divergence, the above equations can be
linearised into a single P.D.E with two independent time-evolving solutions, of which
only one grows with time. This ‘growing mode’ fully describes the time-evolution of
the overdensity from its initial condition as a temperature fluctuation in the CMB up
until the perturbation becomes non-linear. Hence the growth of the initial linear over-
density can be fully described by a growth factor, D(z) where δ(x, z) = D(z)δ(x).
The growth factor is given by Peebles (1980),

D(z) ∝ (ΩΛa
3 + Ωka+ Ωm)1/2

a3/2

∫ a

0

a′3/2da′

(ΩΛa′3 + Ωka′ + Ωm)1/2
, (1.24)

and is typically normalised to D(0) = 1. For a matter dominated universe (Ωm = 1),
the growth factor is equivalent to the cosmological scale factor, D(z) ∝ a.

1.3.3 Power Spectrum

When discussing the properties of the density perturbations it is often convenient to
work in Fourier space. The Fourier transform of a density perturbation is,

δ(k) =

∫ ∞

−∞
d3x δ(x)e−ik·x, (1.25)

where k is the comoving wavenumber (k = 2π/L) and L is the comoving separation.
In the linear regime, the density perturbations in Fourier space can be fully described
by their variance,

〈δ(k)δ(k′)〉 = (2π)3P (k)δD(k + k′) (1.26)

where δD is the three dimensional Dirac delta function and P (k) is the power spec-
trum.

In the ΛCDM paradigm, the initial conditions of the universe are fully described
by the statistics of the temperature fluctuations in the CMB, which are generated
following inflation. Most inflationary models predict these initial perturbations to be
generated from a Gaussian random field, with statistically independent Fourier (k-)
modes fully described by a near scale-invariant power law, P (k) ∝ kns (known as
the primordial power spectrum), where ns ∼ 1 is the spectral index (with exact scale
invariance given by ns = 1). The latest measurements from the first year data of the
Planck satellite (Planck Collaboration XVI, 2013) show deviations away from scale
invariance for the spectral index (ns = 0.9603±0.0073). Additionally, some inflation
models predict a scale dependence in the spectral index (called ‘running index’),
parametrised by the logarithmic derivative of the spectral index, dns/dln(k). The
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Planck measurements show there is no statistically significant evidence for deviations
away from a pure power law primordial power spectrum [dns/dln(k) = −0.013 ±
0.009]. Precise measurements of the deviations away from scale invariant Gaussian
fluctuations can be used to constrain the physics of inflation.

After the formation of the primordial fluctuations from inflation, the primordial
power spectrum is significantly modified by various physical processes resulting in
the measured present day matter power spectrum. While the density perturbations
remain linear, the different Fourier modes remain statistically independent allowing
the power spectrum at any redshift to be expressed with respect to the primordial
power spectrum

P (k, z) = D2(z)T (k)2kns , (1.27)

where T (k) is the transfer function which fully encapsulates the various physical pro-
cesses that modify the primordial power spectrum10. The physical processes influ-
encing structure formation include growth under self gravitation, pressure effects and
dissipative processes. The mass energy content of the universe influences the degree
to which each physical process modifies the primordial power spectrum. Therefore
the power spectrum of the CMB temperature fluctuations (right panel of Figure 1.1)
provide detailed information about the contents and shape of the Universe at the
recombination epoch.

The differential perturbation growth during the radiation and matter dominated
epochs results in a characteristic turn-over scale in the power spectrum. The Jeans
length defines a natural length scale below which pressure effects can oppose grav-
itational growth. At the matter-radiation equality epoch, the Jeans length takes
its maximal value, providing the characteristic turn-over scale where perturbations
above the Jeans length grow purely gravitationally while perturbations below the
Jeans length are influenced by pressure effects. Hence, at large scales the power
spectrum continues to evolve as P (k) ∝ kns , whereas on smaller scales the power
spectrum now evolves as P (k) ∝ kns−4 (see Figure 1.2). Within the literature various
analytic fitting functions have been derived including the various physical processes
which define the current day matter power spectrum (e.g. Bond & Szalay 1983;
Bardeen et al. 1986; Hu & Sugiyama 1996; Eisenstein & Hu 1998, 1999) as well as
publicly available codes such as CMBFAST (Seljak & Zaldarriaga, 1996) and CAMB
(Lewis & Bridle, 2002).

The inflationary models, while predicting the spectral shape of the primordial
10In Equation 1.27 I have assumed that the growth factor, D(z) is separable from the Fourier

modes describing the density perturbations. However, this is not always the case. The presence of
massive neutrinos whose velocity dispersion decreases with redshift results in a redshift dependent
modification to the shape of the power spectrum (i.e. the growth factor becomes scale dependent,
D(k, z)).
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31

timation method in its entirety, but it should be equally
valid.

7.3. Comparison to other results

Figure 35 compares our results from Table 3 (modeling
approach) with other measurements from galaxy surveys,
but must be interpreted with care. The UZC points may
contain excess large-scale power due to selection function
e!ects (Padmanabhan et al. 2000; THX02), and the an-
gular SDSS points measured from the early data release
sample are di"cult to interpret because of their extremely
broad window functions. Only the SDSS, APM and angu-
lar SDSS points can be interpreted as measuring the large-
scale matter power spectrum with constant bias, since the
others have not been corrected for the red-tilting e!ect
of luminosity-dependent bias. The Percival et al. (2001)
2dFGRS analysis unfortunately cannot be directly plotted
in the figure because of its complicated window functions.

Figure 36 is the same as Figure 35, but restricted to a
comparison of decorrelated power spectra, those for SDSS,
2dFGRS and PSCz. Because the power spectra are decor-
related, it is fair to do “chi-by-eye” when examining this
Figure. The similarity in the bumps and wiggles between

Fig. 35.— Comparison with other galaxy power spectrum measure-
ments. Numerous caveats must be borne in mind when interpreting
this figure. Our SDSS power spectrum measurements are those from
Figure 22, corrected for the red-tilting e!ect of luminosity dependent
bias. The purely angular analyses of the APM survey (Efstathiou
& Moody 2001) and the SDSS (the points are from Tegmark et al.
2002 for galaxies in the magnitude range 21 < r! < 22 — see also
Dodelson et al. 2002) should also be free of this e!ect, but rep-
resent di!erent mixtures of luminosities. The 2dFGRS points are
from the analysis of HTX02, and like the PSCz points (HTP00) and
the UZC points (THX02) have not been corrected for this e!ect,
whereas the Percival et al. 2dFGRS analysis should be una"icted
by such red-tilting. The influential PD94 points (Table 1 from Pea-
cock & Dodds 1994), summarizing the state-of-the-art a decade ago,
are shown assuming IRAS bias of unity and the then fashionable
density parameter #m = 1.

Fig. 36.— Same as Figure 35, but restricted to a comparison
of decorrelated power spectra, those for SDSS, 2dFGRS and PSCz.
The similarity in the bumps and wiggles between the three power
spectra is intriguing.

Fig. 37.— Comparison of our results with other P (k) constraints.
The location of CMB, cluster, lensing and Ly! forest points in this
plane depends on the cosmic matter budget (and, for the CMB,
on the reionization optical depth "), so requiring consistency with
SDSS constrains these cosmological parameters without assumptions
about the primordial power spectrum. This figure is for the case of a
“vanilla” flat scalar scale-invariant model with #m = 0.28, h = 0.72
and #b/#m = 0.16, " = 0.17 (Spergel et al. 2003; Verde et al. 2003,
Tegmark et al. 2003b), assuming b! = 0.92 for the SDSS galaxies.

Figure 1.2: Comparison of the matter power spectrum, P (k), between theory and observa-
tion. The red solid line is the theoretical ΛCDM matter power spectrum generated from the
inferred best-fit cosmological constraints from the distribution of temperature anisotropies
in the CMB. Data points (and error bars) are inferred measurements of the matter power
spectrum from observational probes of the large-scale structure of matter. The remarkable
agreement between observation and theory provide strong evidence for the formation of
structure from linear density perturbations. Figure from Tegmark et al. (2004).

power spectrum, cannot infer the correct normalisation. The normalisation of the
power spectrum can be determined either from observational measurements of the
CMB temperature anisotropies or measurements of large-scale structure. The stan-
dardised method for determining the overall amplitude is to measure the variance
of the density perturbations once they have been smoothed by a spherical top-hat
window function, W (kR) over a sphere of radius R. The variance of the density field
is then,

σ2(R) =

∫ ∞

0

dk

2π2
k2W 2(kR)P (k, z). (1.28)

where the normalisation is performed at R = 8h−1 Mpc which is measured by Planck
to be σ8 ≡ σ(R = 8h−1 Mpc) = 0.829± 0.012 (Planck Collaboration XVI, 2013). In
Fourier space, the window function is W (kR) = [3/(kR)3][sin(kR)− kRcos(kR)].

1.3.4 Non-linear structure formation

In the previous section I described linear structure formation through the gravita-
tional growth of the initial density perturbations, however this only applies while
the amplitude of the density perturbations remain less than unity. On small spatial
scales density perturbations grow gravitationally to exceed unity, requiring full non-
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linear gravitational structure formation. The clustering of these non-linear structures
results in an excess of small scale power modifying the shape of the linear power spec-
trum. Therefore, the clustering of matter is fully described by the non-linear matter
power spectrum and cannot be obtained from analytic arguments alone (although see
Smith et al. 2003 for an analytic fitting function to N-body simulations). However,
while N-body simulations are required to accurately investigate non-linear struc-
ture formation, a simple analytic picture exists which encapsulates the fundamental
properties, providing valuable insight.

In the special case of a spherically symmetric dark matter overdensity on scales
much smaller than the horizon11 (or Hubble radius), the non-linear structure for-
mation can be modelled using Newtonian gravity with small modifications following
from GR (most notably the existence of the cosmological constant). The spherically
symmetric overdensity expands with the Hubble flow and its growth is fully described
by linear theory as described in Section 1.3.2. Eventually the overdensity expands
beyond the linear regime, and its expansion ceases once it reaches its maximum ra-
dius (which is set by the gravitational potential energy of the dark matter within the
radius of the overdensity). At the maximum radius the spherical overdensity begins
to collapse under its own gravitational force collapsing into a singularity (only in
the absence of dissipative processes). In practice, the dissipative processes convert
the kinetic energy of the collapsing matter into random motions preventing the col-
lapse into a singularity (Lynden-Bell, 1967). Once the potential energy (U) of the
bound dark matter equals twice its kinetic energy (K) the overdensity has reached
its equilibrium state (known as virialisation, from the virial theorem U = −2K).
This virialised object is known as a dark matter halo, within which the formation of
galaxies can occur.

Analytic expressions for the abundance of dark matter haloes have been derived
(e.g. Press & Schechter 1974; Sheth & Tormen 1999) which provide a reasonable
description compared to the dark matter halo population from numerical simulations.
The growth and evolution across epochs of the dark matter halo population occurs as
a result of hierarchical structure growth. The low mass haloes form first, consisting
mostly of dark matter and grow via accretion and merger events to produce larger
mass haloes. This picture of dark matter halo growth follows from both analytic
arguments (e.g. White & Rees 1978) and numerical simulations (Davis et al., 1985;
Jenkins et al., 1998; Colberg et al., 2000; Springel et al., 2005).

Finally, note that measurements of the large-scale clustering of matter continue to
discover large-scale structures (i.e. Shapley supercluster, Shapley 1930; Sloan great

11The horizon is defined as the depth of the visible universe, the distance at which a photon can
travel in the age of the universe. The present day horizon scale is ∼ cH−1

0 . Inflation allows these
density perturbations to exit and re-enter the horizon (Horizon problem) explaining why galaxies
that can no longer be in causal contact with one another originated with the same CMB properties.
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wall, Gott et al. 2005, the larger quasar cluster group; Huge-LQG, Clowes et al.
2013 etc) which push the boundaries of the ΛCDM structure formation paradigm.
However, as yet no observed large-scale structure has been found to be inconsistent
within the ΛCDM paradigm (e.g. Park et al. 2012). Alternatively, peculiar velocity
measurements of the local Universe, which map the distribution of matter as well as
the underlying gravitational potential, have observed large-scale bulk flows inconsis-
tent with ΛCDM (Watkins, Feldman & Hudson, 2009). However, more recent bulk
flow estimates find no such disagreement with ΛCDM predictions (Nusser & Davis,
2011; Planck Collaboration XIII, 2013).

1.3.5 Galaxy formation

Thus far I have discussed the basics of linear and non-linear gravitational growth
of structure within the ΛCDM structure formation paradigm. I now shift the focus
to the application of these concepts into developing models for the formation and
evolution of galaxies over cosmic time. In this section, I briefly outline the basic
elements for understanding galaxy formation.

Before the end of the cosmic dark ages the dark matter perturbations will have
grown into dark matter haloes. The baryonic gas (neutral hydrogen and helium)
which traces the dark matter, gravitationally infalls toward the centre of the dark
matter potential wells. However, unlike the dissipationless dark matter, the baryonic
gas shock heats as it infalls, driving the gas temperature toward the virial tempera-
ture of the dark matter halo. Eventually the gravitational collapse of the baryonic
gas ceases once the gas becomes pressure supported. Gravitational collapse can now
only proceed provided that the gas can efficiently cool. The dominant cooling pro-
cess is for the baryonic gas to radiate away its excess kinetic energy via the release
of photons via either Bremsstrahlung or recombination processes, with the efficiency
dependent on the gas density and temperature.

Provided radiative cooling remains efficient, the baryonic gas sinks towards the
centre of the dark matter halo eventually becoming sufficiently dense to collapse
under self-gravity. Density inhomogeneities in the collapsing baryon cloud then col-
lapse becoming conducive to nuclear fusion producing stars. While the baryonic gas
can radiate away its kinetic energy it cannot lose its angular momentum, hence the
baryonic gas will collapse into its lowest energy configuration which is a centrifugally
supported rotating thin disk (Fall & Efstathiou, 1980). These first collapsed objects
(protogalaxies) are small in mass, typically 105-108 M� equivalent to dwarf galaxies.
For galaxies to grow to the observed masses of 1010-1012 M� they grow hierarchically
through galaxy mergers or the accretion of cold gas from the surrounding environ-
ment. Star formation within the galaxy produces ionising photons and stellar winds
which can provide a feedback mechanism self-regulating galaxy growth. In addition
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galaxy merger events trigger massive star formation events, however the presence of
an active galaxy can quench or completely shut-off star formation. White & Frenk
(1991) developed the first galaxy formation models including most of the modern
day galaxy formation ingredients: dark matter, gas cooling, feedback and stellar
populations.

As galaxies form within dark matter haloes, they trace the underlying dark matter
distribution, clustering around the densest regions of dark matter density. Hence,
measuring the positions (redshifts) of galaxies produces a ‘biased’ map of how the
dark matter is distributed within the universe. By measuring the galaxy power
spectrum Pg(k), the clustering of galaxies can be related to the initial matter power
spectrum via,

Pg(k) = b2Pm(k), (1.29)

where b is the linear galaxy bias. While true at linear (large) scales, this relation
breaks down towards non-linear scales. To match the observed clustering of galaxies,
modifications to this relation can include either a non-linear galaxy bias or scale-
dependent galaxy bias (e.g. see Bernardeau et al. 2002 and references within).

An alternative approach to modelling galaxy clustering is performed using Halo
Occupation Distribution models (HOD: Jing, Mo & Boerner 1998; Ma & Fry 2000;
Peacock & Smith 2000; Seljak 2000; Scoccimarro et al. 2001; Berlind & Weinberg
2002; Cooray & Sheth 2002). HOD models statistically describe how galaxies are
distributed both within an individual dark matter halo as well as from halo to halo.
However, while it can be successfully matched to observed galaxy clustering mea-
surements (Tinker et al., 2005; Tinker, Weinberg & Zheng, 2006; Brown et al., 2008;
Abbas et al., 2010; Zehavi et al., 2011; Beutler et al., 2013), it cannot provide pre-
dictions for the expected galaxy clustering.

1.3.6 Quasars

Crucial to the topics investigated in this thesis, quasars (or quasi-stellar objects;
QSOs) were first discovered within early radio surveys (Hazard, Mackey & Shimmins,
1963; Schmidt, 1963) and are a subset of active galactic nuclei (AGN). Quasars are
a class of active galaxies where the majority of the total output power of the galaxy
occurs within the central few parsecs of the galactic centre. This cannot be associated
with normal stellar populations or interstellar gas typical of most galaxies. The
characteristic AGN luminosities lie in the range 1044− 1048 erg s−1, up to 104 times
brighter than typical galaxies.

It is thought that the accretion of gas onto the central supermassive black hole
(SMBH) is responsible for powering the AGN (Lynden-Bell 1969; SMBHs are theo-
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rised to reside within the centres of most if not all galaxies). The accretion of cold
(low kinetic energy) baryonic gas from within the galactic disk onto the SMBH re-
sults in the formation of an accretion disk. The accretion of gas from within the disk
onto the SMBH proceeds via the outward transfer of angular momentum from inner
to outer disk radii. Currently, the exact mechanism responsible for the momentum
transfer remains an open question, however the likely candidate is a form of mag-
netohydrodynamic instability (see e.g. Abramowicz & Fragile 2013). The conversion
of the gravitational potential energy of infalling gas particles into radiation peaks at
the inner most orbits of the accretion disk, producing the largest contribution to the
total radiated power nearest to the SMBH. The gas temperature in the innermost
regions of the accretion disk produces photons peaked in ultraviolet, which radiate
outward into the surrounding interstellar gas ionising neutral hydrogen. The ionised
hydrogen recombines two thirds of the time producing Lyα photons, producing a
characteristic emission spectrum for quasars peaked at Lyα (see Figure 1.7).

The emitted radiation from the accretion disk produces significant amounts of
power across large frequency ranges (from mid-IR to X-ray), distinctly different from
the spectra generated from stellar populations of typical galaxies. This distinct
emission spectrum combined with the immense total luminosity allow quasars to be
easily identifiable and directly measurable out to high redshifts. To date the most
distant quasar ever observed was spectroscopically determined to be at z = 7.085

(Mortlock et al., 2011)12.

1.3.7 Intergalactic medium

Thus far I have summarised the formation of non-linear structures (e.g. galaxies)
within the ΛCDM structure formation paradigm. In this section, I discuss the ΛCDM
prediction for how structure forms on large-scales within the Universe. Perturbations
in the dark matter density seeded by inflation grow gravitationally unchecked by any
other physical process (although gravitational interaction with the baryons can have
a minor influence). ΛCDM structure formation simulations gravitationally evolved
over cosmic time from Gaussian initial conditions via N-body techniques, solve the
non-linear fluid equations (Equations 1.21-1.23) for CDM particles. These dark mat-
ter simulations produce a graphical picture of large-scale structure formation in the
universe as shown by Figure 1.3. This picture illustrates structure formation re-
sults in the CDM distributing itself into a connected network, called the ‘cosmic
web’ (Bond, Kofman & Pogosyan 1996), first observed in the N-body simulations
of Klypin & Shandarin (1983) and Bertschinger & Gelb (1991). The four major

12Currently, the most distant observed galaxy candidates are found at z = 10.7 (Coe et al., 2012)
and z = 11.9 (Ellis et al., 2013) determined photometrically using the drop-out technique. However,
their exact distance is unknown due to the lack of spectroscopic follow-up (this will change with
the launch of the James Webb Space Telescope).
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Figure 1.3: Visualisation of the projected dark matter density distribution in a 15 h−1 Mpc
slice from the Millennium simulation (Springel et al., 2005) containing 21603 particles in a
cubic region of 500 h−1 Mpc on a side. The Millennium simulation is a dark matter only
N-body simulation, where the gravitational forces from all dark matter particles are solved
numerically from the full non-linear structure formation fluid equations (Equations 1.21-
1.23) and evolved with cosmic time. The colours encode the logarithmic density of the dark
matter. The brightest regions are the most overdense (‘knots’ and ‘sheets’), whereas the
darkest regions are the ‘voids’. Galaxy formation will trace the underlying dark matter
distribution, clustering around the densest regions forming galaxy superclusters. Figure
from Springel, Frenk & White (2006).

features of the cosmic web are knots, sheets, filaments and voids.

The dark matter overdensities grow by the accretion of additional dark mat-
ter via gravitational attraction. This funnels surrounding material from the local
environment into streams (‘filaments’) which interconnect between the competing
gravitational forces of other nearby overdensities. These filaments can merge to pro-
duce ‘sheets’, high density filaments transporting large amounts of material onto the
largest overdensities. The sites of highest density are located where these filaments
and sheets converge, called ‘knots’, which contract as they accrete additional matter
forming halos. Underdense regions which expand faster than the Hubble flow grow
less dense over cosmic time as their relative physical size grows. The expansion of
the underdense regions allows matter to flow outward into the surrounding filaments
resulting in large regions of physical space relatively devoid of dark matter (‘voids’).
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Baryonic structure growth follows a similar picture. The baryons will cluster
strongly around the dark matter distribution (due to the gravitational attraction),
but will be somewhat more diffuse owing to repulsive gas pressure forces exerted on
the baryons during structure formation. Highly clustered baryonic gas in the knots
and sheets can produce structures on various scales from galaxies to galaxy clusters,
whereas the gas in the filaments and voids can produce lower density objects (as well
as the occasional rare galaxy). Hence, baryonic gas which resides in voids and low
density regions of the filaments is classified as the intergalactic medium (IGM).

While dark matter cannot be directly measured, its influence can be indirectly
inferred from the clustering of baryonic structures (i.e. galaxies), since they trace the
underlying dark matter distribution. For example, measuring the power spectrum of
these galaxies recovers the clustering statistics of the dark matter distribution, from
which the amount of dark matter (and dark energy) can be inferred. Recovering the
power spectrum at various times within cosmic history provides a evolving picture
of the influence of dark matter and dark energy on the gravitational evolution of the
Universe. This latter point is an important concept within the context of this thesis
as it provides a means to probe dark energy.

1.4 Reionisation

At recombination the baryons capture free electrons within the primordial plasma
to form neutral atomic hydrogen (H I) and helium (He I) resulting in the IGM being
opaque to visible radiation. At the same time the universe is devoid of any structure
as structure formation via gravitational growth is only in its infancy. Recombination
heralds the beginning of the ‘cosmic dark ages’ (Sargent, 1986) which spans from
zr ∼ 1100 until the formation of the first stars and galaxies thought to occur at
z > 20.

Observations of the low redshift universe indicate the IGM to be highly ionised
(e.g. Gunn & Peterson, 1965). Hence, there is an inferred phase transition of the IGM
from neutral at the end of the cosmic dark ages to its current ionised state referred
to as ‘reionisation’. Current observational constraints on the ionisation state of the
IGM indicate that the first stars and galaxies were likely responsible for reionisation,
producing sufficiently numerous and energetic UV photons to ionise both the neutral
hydrogen (H I→H II, Eγ = 13.6 eV) and singly ionise the neutral helium (He I→He II,
Eγ = 24.6 eV) in a process called hydrogen reionisation. However, it is thought
that the double reionisation of helium (removal of the second electron, He II→He III,
Eγ = 54.4 eV) cannot occur until much later when the quasar population peaks,
producing sufficiently energetic UV ionising photons (called helium reionisation).

The epoch of hydrogen reionisation contains many open and unanswered ques-
tions; When did the epoch of reionisation end? How prolonged was the reionisation
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of the IGM? What sources are responsible for reionisation? How does the neutral
IGM evolve? This thesis does not aim to address any of these questions, only to
motivate discussion of a potential astrophysical systematic associated with helium
reionisation which will require further investigation in Chapter 4. I refer the inter-
ested reader to reviews by Barkana & Loeb (2001); Fan, Carilli & Keating (2006);
Furlanetto, Oh & Briggs (2006); Morales & Wyithe (2010) for detailed discussions
on reionisation but I will briefly touch on fundamental concepts for a basic level of
understanding. First, I introduce H I reionisation which has received the majority of
theoretical attention, to outline the fundamental concepts of the reionisation epoch.
I then translate these concepts to a discussion of He II reionisation, important for
this thesis.

1.4.1 Hydrogen Reionisation

The reionisation of H I produces free electrons, which can Thomson scatter CMB pho-
tons imprinting a signature onto the CMB temperature anisotropies. Determining
the Thomson scattering optical depth determines the integrated reionisation history
which provides an estimate for the redshift at which reionisation is well underway.
The latest Planck results, assuming a relatively sharp reionisation (∆zreion = 0.5),
estimate the earliest at which reionisation can be completed to be zreion = 11.1± 1.1

(Planck Collaboration XVI, 2013). On the other hand, observations of the fraction
of H I in the Lyα forest (see Section 1.8.1) of high redshift quasars directly probe
the ionisation state of the IGM which indicate hydrogen reionisation to be complete
at z > 5.5 (Fan et al., 2006). Figure 1.4 provides a visual representation of the
important changes to the IGM during reionisation.

The formation of the first star forming galaxies are thought to be the major
contributor to the reionisation of H I, with smaller contributions from the first mas-
sive stars (Pop-III) and quasars (the population of quasars drops off rapidly with
increasing redshift so it is likely they only contribute during the latter stages). Star
formation within the first galaxies produces UV ionising photons capable of escaping
into the surrounding IGM and ionising the H I. The formation of the first galaxies
occur within the highest density regions of the IGM. As a result, the varying density
(‘clumpiness’) of the IGM along with the initially isolated sources leads to hydrogen
reionisation being an inhomogeneous process. The UV ionising photons escaping into
the IGM can only maintain the reionisation of hydrogen provided the photoionisation
rate (dependent on the star formation rate) is larger than the recombination rate for
hydrogen (dependent on the clumpiness of the IGM). The H I photoionisation rate
decreases for increasing distance (due to the short mean free path of the ionising
photons) from the ionising sources, restricting the propagation of the UV ionising
photons into the surrounding neutral IGM. Subsequently, the UV ionising photons
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Figure 1.4: Schematic outline of cosmic history focusing on the epoch of H I reionisation.
The IGM is initially completely neutral (‘dark ages’), before the first stars and galaxies
produce individual ionised (H II) ‘bubbles’ which eventually overlap to conclude the epoch
of H I reionisation (see text for further details). Image Credit: NASA/CXC/M.Weiss

can only carve out small isolated ionised regions (‘H II bubbles’) around the ionising
sources.

The number of ionising sources as well as the size of the individual H II bubble
regions increase with galaxy growth eventually leading to the overlap of the H II

bubbles. This triggers rapid evolution of the ionisation state of the IGM. Over-
lapping bubbles contain multiple ionising sources, whose individual contributions
combine to increase the local photoionisation rate. This allows the ionisation of
the higher-density regions of the IGM which previously recombined fast enough to
remain neutral. With each overlapping bubble the reionisation process accelerates,
resulting in an increasing number of ionising sources per bubble producing a more
homogeneous ionising intensity and a rapidly increasing mean free path of ionising
photons.

Post-overlap, the UV photoionisation background becomes increasingly spatially
uniform as it eats away at the remaining dense pockets of H I in the IGM. Only the
densest regions of hydrogen in the IGM remain neutral by self-shielding against the
photoionisation background. The mean free path of the ionising photons is now set
by the separation between the dense self-shielded regions in the IGM and the UV
photoionisation background maintains the ionisation state of the IGM despite the
preference for hydrogen to recombine.

1.4.2 Helium Reionisation

The first stars and galaxies responsible for H I reionisation are insufficient to trigger
the onset of He II reionisation as the resulting UV ionising background is too soft
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(the photon energies are too low). Quasars on the other hand can produce the
sufficiently hardened UV ionising background required for He II reionisation, however
they are not likely to be sufficiently numerous until the quasar population peaks at
z ∼ 2.5. Indeed, direct evidence points to He II reionisation by quasars following
the observations of the He II fraction in the He II Lyα forest spectra of quasars at
z ∼ 2.2 (e.g. Jakobsen et al., 1994; Davidsen, Kriss & Zheng, 1996; Hogan, Anderson
& Rugers, 1997; Reimers et al., 1997; Anderson et al., 1999; Heap et al., 2000; Kriss
et al., 2001; Smette et al., 2002; Shull et al., 2004; Zheng et al., 2004; Reimers et al.,
2005, 2006; Fechner et al., 2006; Fechner & Reimers, 2007; Shull et al., 2010; Syphers
et al., 2011; Worseck et al., 2011; Syphers et al., 2012; Syphers & Shull, 2013).

Since quasars are bright, rare sources of He II ionising photons, the topology of
He II reionisation greatly differs from H I reionisation. During H I reionisation hun-
dreds to thousands of galaxies contribute to the growth of the H II bubble, leading
to the bubble structure tracing the galaxy distribution with typical sizes of the H II

bubbles being of order tens of megaparsecs (Zahn et al., 2007). In He II reionisa-
tion the harder UV ionising photons produced by quasars have considerably longer
mean free paths than the equivalent ionising photons during H I reionisation. As a
result, individual quasars can produce He III bubbles of order ∼ 30 Mpc resulting in
considerably larger ionised structures than H I reionisation (Furlanetto & Oh, 2008a;
McQuinn et al., 2009).

The harder UV spectrum of quasars produces ionising photons well above the
He II ionisation threshold (Eγ > 54.4 eV) which propagate further into the IGM
than the He II ionising photons due to their longer mean free paths. As a result,
photons above the He II threshold can partially ionise the He II ahead of the He III

ionisation front. Hence, He III bubbles are not sharp at the edges, but continuous
over several megaparsecs. When the He III bubbles overlap, the higher energy photons
propagate deeper into the IGM eventually ionising the He II far from the locations
of the overlapping He III bubbles. The reionisation of the He II by photons above the
ionisation threshold lead to the photoheating of the IGM temperature above that
set by the hydrogen ionising background. The sparsity of the quasars coupled with
the scale of the He III bubbles produces large-scale fluctuations in the UV ionisation
background along with temperature fluctuations at ∼50 Mpc scales (McQuinn et al.,
2009). Large-scale fluctuations in the IGM temperature and UV ionising background
can influence the distribution of H I in the IGM, potentially affecting measurements
of large-scale structure. In Chapter 4, I will investigate the impact of helium reioni-
sation on the IGM and the potential systematic errors associated with measurements
of large-scale structure.
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1.5 Baryon acoustic oscillations

Baryon acoustic oscillations (BAOs) are observed in the angular power spectrum of
the CMB temperature anisotropies from Planck, WMAP, ACT and SPT (Figure 1.1).
These oscillations in the power spectrum of the temperature anisotropies result from
the interplay between gravitational attraction and radiation pressure. The BAOs are
formed in the primordial plasma prior to recombination while the photons remain
strongly coupled to the baryons (Section 1.3).

The formation of BAOs follow from gravitational structure formation. In the pri-
mordial plasma, dark matter overdensities gravitationally attract both baryonic and
dark matter, increasing the excess clustering of matter on scales equivalent to the
initial perturbation. In addition, as the baryons infall under gravitational attraction
so to do the coupled photons. However, unlike dark matter, both the baryons and
photons are subject to dissipative and radiative processes. As the overdensity con-
tinues to grow under gravitational attraction, the increasing photon density results
in an increasing photon temperature generating an outward pressure force. Eventu-
ally the photon temperature becomes sufficient to produce an outward pressure force
counteracting the gravitational attraction driving the photons (and coupled baryons)
outward of the gravitational potential. The interplay between gravitational attrac-
tion and photon pressure drives oscillations in the density of the primordial plasma
producing low and high density regions analogous to the production of acoustic
(sound) waves (Sakharov, 1966; Peebles & Yu, 1970; Sunyaev & Zel’Dovich, 1970).

Once the mean free path of the photons become greater than the horizon (i.e.
recombination epoch), the photons decouple from the baryons and the BAOs remain
frozen into the baryon distribution. While the location of the initial dark matter
perturbation remains unaltered (as it can only be influenced gravitationally), the
baryon perturbation has been propagated outward by the BAOs resulting in an excess
clustering of baryons surrounding the initial dark matter perturbation in a spherical
shell of radii set by the characteristic BAO scale. Over cosmic time, these dark
matter and baryon perturbations will gravitationally attract additional matter and
are the most likely sites to collapse and form galaxies. Of course, however, the true
picture is not as straightforward. The Universe is populated with numerous density
perturbations causing these spherical shells to overlap, reducing the strength of this
preferred clustering scale. However, statistically, this preferred clustering radius
remains clearly measurable. Since the dark matter perturbations are correlated with
the baryon distribution in these spherical shells as a result of the BAOs, large-
scale structure measurements will show an excess of bound structures (e.g. galaxies)
clustering at the BAO scale.

Conveniently, we can measure the characteristic BAO scale precisely, as it is
simply the maximum distance an acoustic wave in the primordial plasma can travel



1.5 Baryon acoustic oscillations 25

from the Big Bang until the epoch of recombination. The characteristic BAO scale
is then,

sA =

∫ ∞

zr

cs(z
′)dz′

H(z′)
, (1.30)

where cs(z) is the sound speed in a plasma with cs(z) = c/
√
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1+z

3
4

Ωb
Ωγ

). The
sound speed is sensitive to the baryon-photon ratio which is well constrained by
fits to the acoustic peaks in the angular power spectrum of the CMB temperature
anisotropies (see Figure 1.1). In addition, the height of the BAO peaks can be used
to constrain the dark matter-baryon ratio. With the BAOs frozen into the baryon
distribution and its characteristic scale accurately measured from the CMB temper-
ature anisotropies, the BAOs act as a high precision cosmic ruler (i.e. a ‘standard
ruler’), a natural length scale whose distance is well known at all epochs. The use of
BAOs as standard rulers is analogous to the use of Type Ia supernovae as standard
candles. The characteristic BAO scale for the clustering of matter is measured by
the five year data from WMAP to be sA = 153.3± 2 Mpc13 (Komatsu et al., 2009).

It is important to note that the BAOs measured by the CMB temperature
anisotropies differ from the BAOs measured from the clustering of large-scale struc-
ture. The CMB temperature anisotropies are strongly influenced by baryons due
to the coupled photon-baryon plasma producing a strong oscillation signature. On
the other hand, the clustering of large-scale structure is strongly dependent on the
dark matter distribution which is not directly influenced by the BAOs. However, the
baryons can influence the dark matter gravitationally imprinting the BAO signature
onto the dark matter distribution. Although, this results in only a weakly measur-
able BAO signature in the clustering of dark matter as there is five times more dark
matter than baryons (Planck Collaboration XVI, 2013).

Measuring the excess clustering of matter at the BAO scale can be performed
by calculating the correlation function. Specifically, the galaxy correlation function
counts the number of galaxy pairs separated by increasing spatial scales and will
show an excess (or ‘bump’) at the BAO scale. Alternatively, in the power spectrum
(the Fourier transform of the correlation function), the excess clustering appears as
a damped sinusoid whose wavelength is given by the characteristic BAO scale. Not
just restricted to galaxies, all matter in the universe will be observed to cluster at
the BAO scale. In addition to the BAO measured in the CMB temperature power
spectrum, BAOs have been observed in the three dimensional clustering of tracers of
the large-scale matter distribution (Figure 1.5). The BAOs has been measured both

13The BAO scale measured by the clustering of matter is actually slightly larger than the BAO
scale measured by the CMB temperature anisotropies (sA = 146.8± 1.8 Mpc) since photon-baryon
decoupling occurs slightly later than the recombination epoch.
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data catalogue. The redshift correlation function itself is given by
Landy & Szalay (1993):

! data(s) = 1 + DD(s)
RR(s)
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"2

! 2
DR(s)
RR(s)

!
nr

nd

"
, (4)

where the ratio nr/nd is given by

nr

nd
=

#Nr
i wi(x)

#Nd
j wj (x)

, (5)

and the sums go over all random (Nr) and data (Nd) galaxies. We
use the inverse density weighting of Feldman, Kaiser & Peacock
(1994):

wi(x) = Ci

1 + n(x)P0
, (6)

with P0 = 40 000 h3 Mpc!3 and Ci being the inverse completeness
weighting for 6dFGS (see Section 2.1 and Jones et al., in prepa-
ration). This weighting is designed to minimize the error on the
BAO measurement, and since our sample is strongly limited by
sample variance on large scales, this weighting results in a signif-
icant improvement to the analysis. The effect of the weighting on
the redshift distribution is illustrated in Fig. 1.

Other authors have used the so-called J3-weighting which opti-
mizes the error over all scales by weighting each scale differently
(e.g. Efstathiou 1988; Loveday et al. 1995). In a magnitude lim-
ited sample, there is a correlation between luminosity and redshift,
which establishes a correlation between bias and redshift (Zehavi
et al. 2005). A scale-dependent weighting would imply a different
effective redshift for each scale, causing a scale-dependent bias.

Finally, we considered a luminosity-dependent weighting as sug-
gested by Percival, Verde & Peacock (2004). However, the same
authors found that explicitly accounting for the luminosity–redshift
relation has a negligible effect for 2dFGRS. We found that the effect
to the 6dFGS correlation function is "1" for all bins. Hence the
static weighting of equation (6) is sufficient for our data set.

We also include an integral constraint correction in the form of

!final(s) = ! data(s) + ic, (7)

where ic is defined as

ic =
#

s RR(s)! (s)#
s RR(s)

. (8)

The function RR(s) is calculated from our mock catalogue, and ! (s)
is a correlation function model. Since ic depends on the model of
the correlation function, we have to recalculate it at each step during
the fitting procedure. However, we note that ic has no significant
impact to the final result.

Fig. 2 shows the correlation function of 6dFGS at large scales.
The BAO peak at 105 h!1 Mpc is clearly visible. The plot includes
model predictions of different cosmological parameter sets. We will
discuss these models in Section 5.2.

3.3 Lognormal error estimate

To obtain reliable error bars for the correlation function, we use
lognormal realizations (Coles & Jones 1991; Cole et al. 2005;
Kitaura, Jasche & Metcalf 2009). In what follows, we summa-
rize the main steps, but refer the interested reader to Appendix A in
which we give a detailed explanation of how we generate the lognor-
mal mock catalogues. In Appendix B, we compare the lognormal
errors with jackknife estimates.

Lognormal realizations of a galaxy survey are usually obtained
by deriving a density field from a model power spectrum, P(k),

Figure 2. The large-scale correlation function of 6dFGS. The best-fitting
model is shown by the black line with the best-fitting value of #m h2 =
0.135 ± 0.020. Models with different #m h2 are shown by the green line
(#m h2 = 0.12) and the blue line (#m h2 = 0.15). The red line is a linear
CDM model with #b h2 = 0 (and #m h2 = 0.1), while all other models
use the WMAP-7 best-fitting value of #b h2 = 0.022 27 (Komatsu et al.
2011). The significance of the BAO detection in the black line relative to
the red one is 2.4" (see Section 7). The error bars at the data points are the
diagonal elements of the covariance matrix derived using lognormal mock
catalogues.

assuming Gaussian fluctuations. This density field is then Poisson
sampled, taking into account the window function and the total
number of galaxies. The assumption that the input power spectrum
has Gaussian fluctuations can only be used in a model for a density
field with overdensities "1. As soon as we start to deal with finite
rms fluctuations, the Gaussian model assigns a non-zero probability
to regions of negative density. A lognormal random field LN(x), can
avoid this unphysical behaviour. It is obtained from a Gaussian field
G(x) by

LN(x) = exp[G(x)] (9)

which is positive-definite but approaches 1 + G(x) whenever the
perturbations are small (e.g. at large scales). Calculating the power
spectrum of a Poisson sampled density field with such a distribution
will reproduce the input power spectrum convolved with the window
function. As an input power spectrum for the lognormal field, we
use

Pnl(k) = APlin(k) exp[!(k/k#)2] (10)

where A = b2(1 + 2$/3 + $2/5) accounts for the linear bias and
the linear redshift-space distortions. Plin(k) is a linear model power
spectrum in real space obtained from CAMB (Lewis, Challinor &
Lasenby 2000) and Pnl(k) is the non-linear power spectrum in red-
shift space. Comparing the model above with the 6dFGS data gives
A = 4. The damping parameter k# is set to k# = 0.33h Mpc!1, as
found in 6dFGS (see fitting results later). How well this input model
matches the 6dFGS data can be seen in Fig. 9.

We produce 200 such realizations and calculate the correlation
function for each of them, deriving a covariance matrix

Cij =
N$

n=1

[!n(si) ! ! (si)][!n(sj ) ! ! (sj )]
N ! 1

. (11)

Here, ! n(si) is the correlation function estimate at separation si and
the sum goes over all N lognormal realizations. The mean value is
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Figure 18. BAO in the power spectrum measured from the reconstructed
CMASS data (solid circles with 1σ errors, lower panel) compared with un-
reconstructed BAO recovered from the SDSS-II LRG data (solid circles
with 1σ errors, upper panel). Best-fit models are shown by the solid lines.
The SDSS-II data are based on the sample and power spectrum calculated in
Reid et al. (2010) and analysed by Percival et al. (2010); it has been shifted
to match the fiducial cosmology assumed in this paper. Clearly the CMASS
errors are significantly smaller than those of the SDSS-II data, and we also
benefit from reconstruction, reducing the the BAO damping scale.

Figure 19. A plot of the distance-redshift relation from various BAO mea-
surements from spectroscopic data sets. We plot DV (z)/rs times the fidu-
cial rs to restore a distance. Included here are this CMASS measurement,
the 6dF Galaxy Survey measurement at z = 0.1 (Beutler et al. 2011), the
SDSS-II LRG measurement at z = 0.35 (Padmanabhan et al. 2012a; Xu
et al. 2012; Mehta et al. 2012), and the WiggleZ measurement at z = 0.6
(Blake et al. 2011a). The latter is a combination of 3 partially covariant data
sets. The grey region is the 1 σ prediction from WMAP under the assump-
tion of a flat Universe with a cosmological constant (Komatsu et al. 2011).
The agreement between the various BAO measurements and this prediction
is excellent.

Figure 20. The BAO distance-redshift relation divided by the best-fit flat,
ΛCDM prediction from WMAP (Ωm = 0.266, h = 0.708; note that
this is slightly different from the adopted fiducial cosmology of this paper).
The grey band indicates the 1 σ prediction range from WMAP (Komatsu
et al. 2011). In addition to the SDSS-II LRG data point from Padmanabhan
et al. (2012a), we also show the result from Percival et al. (2010) using a
combination of SDSS-II DR7 LRG and Main sample galaxies as well as
2dF Galaxy Redshift Survey data; because of the overlap in samples, we
use a different symbol. The BAO results agree with the best-fit WMAP
model at the few percent level. If Ωmh2 were 1 σ higher than the best-
fit WMAP value, then the prediction would be the upper edge of the grey
region, which matches the BAO data very closely. For example, the dashed
line is the best-fit CMB+LRG+CMASS flat ΛCDM model from § 9, which
clearly is a good fit to all data sets. Also shown are the predicted regions
from varying the spatial curvature to ΩK = 0.01 (blue band) or varying
the equation of state to w = −0.7 (red band).

place the acoustic peak at other nearby locations and particularly
at smaller scales is rejected at 8 σ.

Fig. 18 repeats this comparison with the power spectrum from
the SDSS-II LRG analysis presented in Reid et al. (2010) and Per-
cival et al. (2010). This analysis did not use reconstruction, but one
can see good agreement in the BAO and significant improvement
in the error bars with the CMASS sample.

In Fig. 19, we plot DV (z) constraints from measurements of
the BAO from various spectroscopic samples. In addition to the
SDSS-II LRG value at z = 0.35 (Padmanabhan et al. 2012a) and
the CMASS consensus result at z = 0.57, we also plot the z =
0.1 constraint from the 6dF Galaxy Survey (6dFGS) (Beutler et al.
2011) and a z = 0.6 constraint from the WiggleZ survey (Blake
et al. 2011a). WiggleZ quotes BAO constraints in 3 redshift bins,
but these separate constraints are weaker and there are significant
correlations between the redshift bins. We choose here to plot their
uncorrelated data points for 0.2 < z < 1.0. Each data point here is
actually a constraint on DV (z)/rs, and we have multiplied by our
fiducial rs to get a distance.

As described further in Mehta et al. (2012), the WMAP curve
on this graph is a prediction, not a fit, assuming a flat ΛCDM cos-
mology. For each value of Ωmh2 and Ωbh

2, one can predict a sound
horizon, and the angular acoustic scale measured by WMAP plus
the assumptions about spatial curvature and dark energy equation
of state then provide a very precise breaking of the degeneracy be-
tween Ωm and H0 and hence a unique DV (z)/rs. Taking the 1σ
range of Ωmh2 and Ωbh

2 produces the grey band in Fig. 19. There
is excellent agreement between all four BAO measurements and the
WMAP ΛCDM prediction.
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et al. 2011a). WiggleZ quotes BAO constraints in 3 redshift bins,
but these separate constraints are weaker and there are significant
correlations between the redshift bins. We choose here to plot their
uncorrelated data points for 0.2 < z < 1.0. Each data point here is
actually a constraint on DV (z)/rs, and we have multiplied by our
fiducial rs to get a distance.

As described further in Mehta et al. (2012), the WMAP curve
on this graph is a prediction, not a fit, assuming a flat ΛCDM cos-
mology. For each value of Ωmh2 and Ωbh

2, one can predict a sound
horizon, and the angular acoustic scale measured by WMAP plus
the assumptions about spatial curvature and dark energy equation
of state then provide a very precise breaking of the degeneracy be-
tween Ωm and H0 and hence a unique DV (z)/rs. Taking the 1σ
range of Ωmh2 and Ωbh

2 produces the grey band in Fig. 19. There
is excellent agreement between all four BAO measurements and the
WMAP ΛCDM prediction.

c� 2011 RAS, MNRAS 000, 2–33
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Fig. 14. Monopole and quadrupole fits with a BAO peak (red
line) and without a BAO peak (blue line, Method 2). The fitting
range is rmin < r < 200 h!1Mpc with rmin = 20 h!1Mpc.

where the subscript f refers to the fiducial model. Following
Xu et al. (2012), we will use a fitting function, "̃#(r), for the
monopole and quadrupole that follows the expected peak posi-
tion as a function of (!t,!r):

"̃#(r) = "̂#(r,!t,!r, b, $) + A#(r) # = 0, 2 . (22)

Here, the two functions "̂#, derived from the power spectrum
given in appendix A, describe the underlying mass correlation
function, the linear bias b and redshift distortion parameter $,
and the movement of the BAO peak for !t,!r ! 1. The func-
tions A# take into account distortions, as described below.

For !t = !r " !iso, there is a simple isotropic scaling
of the coordinates by !iso and "̂(r) is given by "̂#(r,!iso) =
f#(b, $)"#, f (!isor), where "#, f are the fiducial monopole and
quadrupole and the normalizations f# are the functions of the
bias and redshift-distortion parameter given by Hamilton (1992).
For !t ! !r, Xu et al. (2012) found an approximate formula for
"̂(r) that was good in the limit |!t ! !r | # 1. We take the more
direct route of numerically expanding " f (!trt,!rrr) in Legendre
polynomials, P#(µ), to directly calculate the "̂#(r,!t,!r).

The functions A#(r) describe broadband distortions due to
continuum subtraction and the fact that the broadband correla-
tion function is not expected to change in the same way as the
BAO peak position when one deviates from the fiducial model.
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Fig. 15. Same as figure 14 except for di!erent fitting ranges:
blue, green and red curves are for fits with rmin = 20 h!1Mpc,
40 h!1Mpc and 60 h!1Mpc respectively (Method 2). The solid
lines for fits without a BAO peak and the dashed lines with a
peak.

They correspond to the term A#"dist# in equation (19). We have
used two forms to represent A#(r):

A(1)
#
(r) = a#

r2
+
b#
r
+ c# (23)

and

A(2)# (r) =
a#
r2
+
b#
r
+ c# +

d#$
r
. (24)

The observed monopole and quadrupole can then be fit to (22)
with free parameters !t, !r, bias, $, and the nuisance parameters
(a#, b#, c# and d#).

We first fixed (!t,!r) = (1, 1) to determine if we find reason-
able values of (b, $). These two parameters are highly degenerate
since both the quadrupole and monopole have amplitudes that
are proportional to b2 times polynomials in $. A well-determined
combination is b(1 + $), for which we find a value 0.38 ± 0.07;
this is in agreement with b(1 + $) = 0.336 ± 0.012 found at
r % 40 h!1Mpc by Slosar et al. (2011). The larger error of our
fit reflects the substantial freedom we have introduced with our
distortion function.

We next freed all parameters to constrain (!t,!r). The con-
tours for the two methods and two broadbands are shown in fig-
ure 16 and the %2 for the fiducial and best-fit models are given in
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Fig. 2.— The large-scale redshift-space correlation function of the
SDSS LRG sample. The error bars are from the diagonal elements
of the mock-catalog covariance matrix; however, the points are cor-
related. Note that the vertical axis mixes logarithmic and linear
scalings. The inset shows an expanded view with a linear vertical
axis. The models are !mh2 = 0.12 (top, green), 0.13 (red), and
0.14 (bottom with peak, blue), all with !bh

2 = 0.024 and n = 0.98
and with a mild non-linear prescription folded in. The magenta
line shows a pure CDM model (!mh2 = 0.105), which lacks the
acoustic peak. It is interesting to note that although the data ap-
pears higher than the models, the covariance between the points is
soft as regards overall shifts in !(s). Subtracting 0.002 from !(s)
at all scales makes the plot look cosmetically perfect, but changes
the best-fit "2 by only 1.3. The bump at 100h!1 Mpc scale, on the
other hand, is statistically significant.

two samples on large scales is modest, only 15%. We make
a simple parameterization of the bias as a function of red-
shift and then compute b2 averaged as a function of scale
over the pair counts in the random catalog. The bias varies
by less than 0.5% as a function of scale, and so we conclude
that there is no e!ect of a possible correlation of scale with
redshift. This test also shows that the mean redshift as a
function of scale changes so little that variations in the
clustering amplitude at fixed luminosity as a function of
redshift are negligible.

3.2. Tests for systematic errors

We have performed a number of tests searching for po-
tential systematic errors in our correlation function. First,
we have tested that the radial selection function is not in-
troducing features into the correlation function. Our selec-
tion function involves smoothing the observed histogram
with a box-car smoothing of width "z = 0.07. This cor-
responds to reducing power in the purely radial mode at
k = 0.03h Mpc!1 by 50%. Purely radial power at k = 0.04
(0.02)h Mpc!1 is reduced by 13% (86%). The e!ect of this
suppression is negligible, only 5 ! 10!4 (10!4) on the cor-
relation function at the 30 (100) h!1 Mpc scale. Simply
put, purely radial modes are a small fraction of the total
at these wavelengths. We find that an alternative radial
selection function, in which the redshifts of the random

Fig. 3.— As Figure 2, but plotting the correlation function times
s2. This shows the variation of the peak at 20h!1 Mpc scales that is
controlled by the redshift of equality (and hence by !mh2). Vary-
ing !mh2 alters the amount of large-to-small scale correlation, but
boosting the large-scale correlations too much causes an inconsis-
tency at 30h!1 Mpc. The pure CDM model (magenta) is actually
close to the best-fit due to the data points on intermediate scales.

catalog are simply picked randomly from the observed red-
shifts, produces a negligible change in the correlation func-
tion. This of course corresponds to complete suppression
of purely radial modes.

The selection of LRGs is highly sensitive to errors in the
photometric calibration of the g, r, and i bands (Eisenstein
et al. 2001). We assess these by making a detailed model
of the distribution in color and luminosity of the sample,
including photometric errors, and then computing the vari-
ation of the number of galaxies accepted at each redshift
with small variations in the LRG sample cuts. A 1% shift
in the r " i color makes a 8-10% change in number den-
sity; a 1% shift in the g " r color makes a 5% changes in
number density out to z = 0.41, dropping thereafter; and
a 1% change in all magnitudes together changes the num-
ber density by 2% out to z = 0.36, increasing to 3.6% at
z = 0.47. These variations are consistent with the changes
in the observed redshift distribution when we move the
selection boundaries to restrict the sample. Such photo-
metric calibration errors would cause anomalies in the cor-
relation function as the square of the number density vari-
ations, as this noise source is uncorrelated with the true
sky distribution of LRGs.

Assessments of calibration errors based on the color of
the stellar locus find only 1% scatter in g, r, and i (Ivezić
et al. 2004), which would translate to about 0.02 in the
correlation function. However, the situation is more favor-
able, because the coherence scale of the calibration errors
is limited by the fact that the SDSS is calibrated in regions
about 0.6" wide and up to 15" long. This means that there
are 20 independent calibrations being applied to a given
6" (100h!1 Mpc) radius circular region. Moreover, some
of the calibration errors are even more localized, being
caused by small mischaracterizations of the point spread
function and errors in the flat field vectors early in the
survey (Stoughton et al. 2002). Such errors will average
down on larger scales even more quickly.

The photometric calibration of the SDSS has evolved
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Figure 1. Measurements of the galaxy correlation function !(s), combining di!erent WiggleZ survey regions, for the redshift ranges
0.2 < z < 0.6, 0.4 < z < 0.8, 0.6 < z < 1.0 and 0.2 < z < 1.0, plotted in the combination s2 !(s) where s is the co-moving redshift-space
separation. The best-fitting clustering models in each case, varying the parameters "mh2, ", #v and b2 as described in Section 3, are
overplotted as the solid lines. Significant detections of the baryon acoustic peak are obtained in each separate redshift slice.

whole redshift range 0.2 < z < 1.0 which was constructed
by combining the separate measurements for 0.2 < z < 0.6
and 0.6 < z < 1.0. The corresponding lognormal covariance
matrices for each measurement are shown in Figure 2.

4.2 Parameter fits

We fitted the first, default correlation function model de-
scribed in Section 3 to the WiggleZ measurements in red-
shift slices 0.2 < z < 0.6, 0.4 < z < 0.8 and 0.6 < z < 1.0,
varying !mh2, !, "v and b2. Our default fitting range was
10 < s < 180 h!1 Mpc (following Eisenstein et al. 2005),
where 10 h!1 Mpc is an estimate of the minimum scale of
validity for the quasi-linear theory described in Section 3.
This minimum scale is a quantity which depends on the sur-
vey redshift and galaxy bias (which control the amplitude of
the non-linear, scale-dependent contributions to the shape of
the correlation function) together with the signal-to-noise of
the measurement. When fitting Equation 7 to the WiggleZ
Survey correlation function we find no evidence for a system-
atic variation in the derived BAO parameters when we vary
the minimum fitted scale over the range 10 ! smin ! 50 h!1

Mpc.
We minimized the #2 statistic using the full data co-

variance matrix derived from lognormal realizations. The
fitting results, including the marginalized parameter mea-
surements, are displayed in Table 1. The minimum values
of #2 for the model fits in the three redshift slices were
11.4, 10.1 and 13.7 for 13 degrees of freedom, indicating

that our model provides a good fit to the data. The best-
fitting scale distortion parameters, which provide the value
of DV (ze!) for each redshift slice, are all consistent with the
fiducial distance-redshift model (a flat "CDM Universe with
!m = 0.27) with marginalized errors of 9.1%, 6.5% and 6.4%
in the three redshift slices. The best-fitting matter densities
!mh2 are consistent with the latest analyses of the CMB
(Komatsu et al. 2011). The damping parameters "v are not
well-constrained using our data, but the allowed range is
consistent with the predictions of Equation 5 for our fidu-
cial model (which are "v = (4.8, 4.5, 4.2) h!1 Mpc for the
three redshift slices). When fitting "v we only permit it to
vary over the range "v " 0.

The 2D probability contours for !mh2 and !, marginal-
izing over "v and b2, are displayed in Figure 3. The measure-
ment of ! (hence DV = ! DV,fid) is significantly correlated
with the matter density, which controls the shape of the
clustering pattern.

We indicate three degeneracy directions in the param-
eter space of Figure 3. The first direction (the dashed line)
corresponds to a constant measured acoustic peak separa-
tion, i.e. !/rs(zd) = constant, where rs(zd) is the sound
horizon at the drag epoch as a function of !mh2, deter-
mined using the fitting formula quoted in Equation 12 of
Percival et al. (2010). This parameter degeneracy would be
expected in the case that just the baryon acoustic peak is
driving the model fits, such that the measured low-redshift
distance ! DV,fid is proportional to the standard ruler scale
rs(zd).

Figure 1.5: Observational measurements of the BAO feature from the large-scale clustering
of matter. Top left: Power spectrum measured from the 2dFGRS (Cole et al., 2005) at
z < 0.3. Top right: Correlation function measured from the SDSS galaxy sample (Eisenstein
et al., 2005) at z = 0.35. Middle left: Correlation function measured from the WiggleZ
sample of galaxies (Blake et al., 2011c) at 0.2 < z < 1.0. Middle right: Correlation function
measured from the 6dFGRS (Beutler et al., 2011) at z = 0.106. Bottom left: Power spectrum
measurement from the BOSS galaxy sample (Anderson et al., 2012) at z = 0.57 and Bottom
right: the highest redshift measurement to date (z ∼ 2.3) of the BAO feature from the
large-scale clustering of matter from the correlation function of the Lyα forest measured by
BOSS (Busca et al., 2013).
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with the correlation function and the power spectrum from the three dimensional
redshift space clustering of galaxies (2dFGRS; Cole et al. 2005, SDSS; Eisenstein
et al. 2005, 6dFGRS; Beutler et al. 2011, BOSS; Anderson et al. 2012 and WiggleZ;
Blake et al. 2011c) and most recently from the detected clustering of H I in the Lyα
forest from BOSS (Busca et al., 2013; Slosar et al., 2013).

1.6 Redshift-space distortions

Within observational cosmology it is convenient to determine the distance to a galaxy
(or quasar etc.) through measurement of its observed redshift (either spectroscopic or
photometric) as opposed to direct measurements using standard candle techniques.
However, peculiar velocities due to gravitational infall can produce distortions in
redshift-space altering the recovered distance from its true value. The coordinate
transform between a position in real-space, x, and redshift-space, s, is defined as

s = x+ (1 + z)
v(x) · ẑ
H(z)

, (1.31)

where v(x) is the line-of-sight peculiar velocity. Neglecting the curvature of the sky,
i.e. assuming that the projection of the sky is flat (‘plane-parallel approximation’) the
peculiar velocity vector can be aligned along the line-of-sight direction (either parallel
or anti-parallel). Defining a reduced velocity, u(x) ≡ (1 + z) v(x)

fH(z) , Equation (1.31)
can be rewritten as,

s = x+ fuz(x)ẑ. (1.32)

To solve the linear structure formation equations (Equations 1.21-1.23) requires the
assumption of an irrotational velocity field, θ(x, t) = ∇ · v(x, t), where θ(x, t) is the
velocity divergence field. Using the continuity equation, to linear order the velocity
divergence can be related to the density perturbations,

θ(x, t) = −δ̇(x, t) = −a(t)f(t)H(t)δ(x, t), (1.33)

where f = dlnD
dlna is called the growth rate of structure. After taking the Fourier

transform of the velocity divergence, θ(k, t) = −ikv(k, t) the peculiar velocity to
leading order in Fourier space can be written as,

v(k, t) = − ika(t)f(t)H(t)

k2
δ(k, t). (1.34)

Defining a density perturbation in real space, δr(x) and the corresponding red-
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shift space perturbation, δs(x), the conservation of mass relation can be written,

[1 + δs(s)]d
3s = [1 + δr(x)]d3x. (1.35)

Taking the Fourier transform of the mass conservation relation and applying the
coordinate transform in Equation (1.32), this allows the redshift-space perturbation
to be defined exactly,

δs(k) = δr(k) +

∫
d3x e−ik·x

(
e−ikzfuz − 1

)
[1 + δr(x)], (1.36)

After Taylor expanding the exponential in parenthesis, keeping only up to linear order
and substituting in Equation (1.34), the linear redshift-space density perturbation
becomes,

δs(k) = (1 + fµ2)δr(k), (1.37)

where µ = k · ẑ/k, is the cosine of the line-of-sight angle.

For biased tracers of the underlying density distribution (e.g. galaxies, Lyα forest
etc.) the measured redshift-space power spectrum is related to the underlying real-
space matter power spectrum,

P (k, µ) = (b+ fµ2)Pm(k), (1.38)

where b is a linear bias parameter, which varies for each biased tracer (e.g. each
type of galaxy observes a different galaxy bias). Unlike the real-space matter power
spectrum which is isotropic, the redshift-space power spectrum contains angular dis-
tortions dictated by µ. Coherent peculiar velocity flow into the central gravitational
potential results in the density perturbations along the line-of-sight being compressed
resulting in an increased amplitude in the clustering relative to perturbations perpen-
dicular to the line-of-sight (called the ‘Kaiser effect’, Kaiser 1987). The redshift-space
distortions can be best visualised by measuring the 2D correlation function projected
along and transverse to the line-of-sight (see Figure 1.6).

The growth rate of structure, f , approaches unity during matter dominated
epochs but slows as the cosmological constant takes effect. The growth rate of
structure is strongly dependent on the matter density (Ωm) and only weakly depen-
dent on the cosmological constant (ΩΛ) and as a result is typically parametrised by,
f(z) ≈ Ωγ

m(z) (Linder, 2005). The importance of this relation is that the growth
rate index, γ is directly predicted from a ΛCDM universe described by general rela-
tivity (γ ≈ 0.55). To date all observational evidence supports the general relativis-
tic ΛCDM model (Guzzo et al., 2008; Rapetti et al., 2010; Samushia, Percival &
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Figure 2 The redshift-space correlation function for the 2dFGRS, !(", #),
plotted as a function of transverse (") and radial (#) pair separation. The func-
tion was estimated by counting pairs in boxes of side 0.2 h!1 Mpc (assuming an
! = 1 geometry), and then smoothing with a Gaussian of rms width 0.5 h!1 Mpc.
To illustrate deviations from circular symmetry, the data from the first quadrant
are repeated with reflection in both axes. This plot clearly displays redshift
distortions, with ‘fingers of God’ elongations at small scales and the coherent
Kaiser flattening at large radii. The overplotted contours show model predic-
tions with flattening parameter $ ! !0.6/b = 0.4 and a pairwise dispersion of
"p = 400 km s!1. Contours are plotted at ! = 10, 5, 2, 1, 0.5, 0.2, 0.1.

The model predictions assume that the redshift-space power spectrum
(Ps) may be expressed as a product of the linear Kaiser distortion and a radial
convolution14: Ps(k) = Pr(k) (1 + $µ2)2 (1 + k2"2

pµ2/2H2
0 )!1, where µ = k̂ · r̂,

and "p is the rms pairwise dispersion of the random component of the galaxy ve-
locity field. This model gives a very accurate fit to exact nonlinear simulations15.
For the real-space power spectrum, Pr(k), we take the estimate obtained by de-
projecting the angular clustering in the APM survey13,16. This agrees very well
with estimates that can be made directly from the 2dFGRS, as will be discussed
elsewhere. We use this model only to estimate the scale dependence of the
quadrupole-to-monopole ratio (although Fig. 2 shows that it does match the full
!(", #) data very well).

The presence of bias is an inevitable consequence of the nonlinear nature of galaxy for-
mation, and the relation between mass and galaxy tracers is complex18,19,20. However,
there are good theoretical reasons to expect that b can indeed be treated as a constant
on large scales, where the density fluctuations are linear21,22. Redshift-space distortions

4

Figure 1.6: The 2D galaxy correlation function as measured from the 2dF Galaxy Redshift
Survey along the line-of-sight to the observer (π) and transverse to the line-of-sight (σ).
The non-circular contours are indicative of the redshift-space distortions. Coherent motions
of the peculiar velocities infalling onto the central gravitational potential result in the in-
creased clustering amplitude in the line-of-sight direction relative to the transverse direction
(observed as a squashing of the contours along the line-of-sight, called the Kaiser effect).
Peculiar velocities of galaxies aligned with the line-of-sight direction result in the elongation
of the observed clustering along the line-of-sight (‘fingers of god’ effect), which is difficult to
model as it is a non-linear effect. Figure from Peacock et al. (2001).

Raccanelli, 2012; Blake et al., 2011a; Reid et al., 2012; Basilakos, 2012; Hudson &
Turnbull, 2012; Rapetti et al., 2013; Beutler et al., 2012). Galaxy redshift surveys
alone cannot directly measure the growth rate of structure, but rather a degenerate
combination with the linear galaxy bias (see Section 5). However, by measuring
higher order clustering statistics (see Section 6) direct constraints on the growth
rate of structure can be determined. Hence, redshift-space distortions can provide a
powerful test of the assumed general relativistic ΛCDM model.

1.7 Dark energy

Up to this point I have summarised the concepts of structure formation within the
ΛCDM paradigm throughout cosmic time. In this section I discuss the application of
these fundamental concepts for exploring the properties of dark energy. I outline the
sensitivity of large-scale structure to dark energy and briefly summarise the various
methods in the literature to provide insight on the properties of dark energy.

The precision cosmology from the CMB measured by Planck already strongly
constrains the energy density of dark energy (ΩΛ = 0.686 ± 0.020; Planck Collabo-
ration XVI 2013). However, this provides limited insight on the properties of dark
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energy, as it does not explain the evolution history of dark energy. The primary ob-
servable influence of dark energy is its effect on the cosmic expansion rate. Distance
measures such as the Hubble parameter, H(z) and the angular diameter distance,
DA(z) along with the growth rate of structure are then sensitive to the effects of dark
energy. The contribution to the expansion rate by dark energy has only recently been
important (z < 2), as at earlier epochs the effects of dark energy must have been
minimal to allow the formation of large-scale structure. Hence, to provide insights
into the nature of dark energy, the redshift evolution of the dark energy equation
of state, w(z), must be measured from cosmological probes of the cosmic expansion
history to differentiate between the various theoretical models of dark energy.

The evolution of the dark energy density for a generalised equation of state is
produced by substituting Equation (1.13) into Equation (1.12) and integrating over z,

ρΛ(z) ≡ ρΛ(z = 0) exp

{
3

∫ z

0

[
1 + w(z′)

] dz′

1 + z′

}
. (1.39)

The simplest parametrisation of the redshift evolution of the dark energy equation of
state is for the cosmological constant (vacuum energy density), which is w = −1 at
all epochs. However, this does not describe scalar field or modified gravity models.
It is often then convenient to consider the following parametrised model,

w(z) = w0 +
wa

1 + z
, (1.40)

which allows redshift evolution of the equation of state parameter (Linder, 2003).
Current constraints of the ‘w0−wa’ model indicate no statistically significant devia-
tions away from the cosmological constant (e.g. Blake et al., 2011c; Anderson et al.,
2012; Hinshaw et al., 2012; Planck Collaboration XVI, 2013). Alternative methods
for constraining the dark energy equation of state parameter include the method of
principle component analysis (see e.g. Huterer & Starkman, 2003).

1.7.1 Probes for constraining dark energy

Various dark energy surveys are proposed to provide constraints on w(z) by probing
the cosmic expansion history. These experiments utilise a variety of complimentary
probes, for example; Type Ia supernovae, BAO, weak gravitational lensing and the
abundance of galaxy clusters. Within this thesis I focus primarily on probing the
large-scale structure with BAOs, and in the next section I provide specific details on
how BAOs can be used to constrain dark energy. However, for completeness in this
section I briefly summarise other alternative techniques.

Type Ia supernovae (SNe Ia) are produced by the thermonuclear explosion of a
white dwarf star exceeding the Chandrasekhar mass limit. All SNe Ia are shown to
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produce similar light curves peaking at the same absolute magnitude (intrinsic lumi-
nosity) days after the initial explosion and then declining in luminosity at the same
rate over the next couple of months (Phillips, 1993). The uniformity of SNe Ia light
curves provide a standardised candle, where the observed SNe Ia luminosity (appar-
ent magnitude, m) can be combined with the intrinsic luminosity (absolute magni-
tude, M) to provide the distance modulus, µ(z) = m −M = 5log10[DL(z)/10pc].
Subsequently the luminosity distance, DL(z), can then be determined, which is de-
pendent on w(z) through Equations (1.17), (1.19) and (1.39). Fitting to the measured
distance modulus from a large sample of SNe Ia across a large redshift range can
produce constraints on w(z) (Frieman et al., 2003).

Distortions to the space-time metric predicted by GR owing to the gravitational
potential of foreground structures leads to distant (faint) galaxies being lensed (mag-
nified). Foreground large-scale structure can produce weak lensing events (cosmic
shear) resulting in small distortions in the relative sizes and shapes of the imaged
background galaxies of order one percent. The lensing system is sensitive only to
the dark matter distribution and the growth rate of structure, independent of the
biases which impact galaxy clustering measurements, hence accurate modelling of
the weak lensing system has great potential as a cosmological probe of dark energy.
The intrinsic shape of the imaged galaxies however are unknown, hence measuring
the weak lensing signal can only be performed statistically from the correlations
in the galaxy shapes from deep wide-field imaging surveys using the shear angular
power spectrum. This is sensitive to dark energy through the geometrical factors
H(z) and DA(z) as well as the growth rate of structure, f . However, the amplitude
of the shear angular power spectrum scales proportionally to Ωm(z)σ8(z) requiring
combination of constraints on Ωm(z) and σ8(z) from other cosmological probes to
provide constraints on w(z).

Galaxy clusters are the largest virialised objects known to form and their rel-
ative abundance is dependent on the cosmic expansion history. The abundance of
galaxy clusters is dependent on the growth rate of density perturbations, sensitive to
the amplitude of the matter power spectrum, σ8(z) and the matter density, Ωm(z).
If dark energy becomes important at earlier times, σ8(z) is reduced, suppressing
structure formation and subsequently decreasing the number of galaxy clusters. In
addition, the number of galaxy clusters is sensitive to the geometrical factors H(z)

and DA(z) through the comoving volume element. Hence, by comparing the theoret-
ical galaxy cluster abundance measured from the number of cluster sized dark matter
haloes from N-body simulations within the ΛCDM paradigm against observational
measurements of high redshift (z ≥ 1) galaxy clusters can provide direct constraints
on w(z). Similar to weak lensing however, to provide constraints on w(z) requires
combining constraints on Ωm(z) and σ8(z) from other cosmological probes.
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In addition to the four major cosmological probes of dark energy mentioned
above, complementary observational probes can often be applied to the same data
sets providing improved constraints. The measurement of the local universe value of
the Hubble constant (z ∼ 0) combined with the CMB provides a tight constraint on
w(z) (Hu, 2005). Accurately measuring the redshift-space distortions can directly
probe the growth rate of structure, fσ8(z), while geometrical arguments such as
the Alcock-Paczynski effect (Alcock & Paczynski, 1979) can directly probe H(z)

and DA(z). Both redshift-space distortions and the Alcock-Paczynski effect can
naturally be investigated from any cosmological probe of the clustering of matter.
Alternative standard candles such as gamma-ray bursts (Schaefer, 2007; Demianski
& Piedipalumbo, 2011; Wei, Wu & Melia, 2013) and quasars (Watson et al., 2011;
Czerny et al., 2013) have been proposed to probe deeper into the cosmic expansion
history than supernovae. The measurement of the gravitational wave radiation from
inspiralling binary neutron stars or black holes can provide ‘standard sirens’ which
if combined with the redshift of the system can provide constraints analogous to
SNe Ia (Schutz, 1986; Holz & Hughes, 2005; Arun et al., 2007). Dark energy can
directly influence the CMB photons via the Integrated Sachs-Wolfe (ISW) effect.
CMB photons are redshifted as they pass through the gravitational potential wells of
large-scale structure, whose expansion rate is dictated by the presence of dark energy
yielding a measurable imprint at large angular scales in the CMB (Das, Shafieloo &
Souradeep, 2013, and references within).

1.7.2 Measuring dark energy from BAOs

In principle, any measurement of the large-scale matter distribution can be utilised
to measure the BAO signature provided the survey volume is sufficiently large to
adequately sample the BAOs while maintaining a high enough source number density
to produce a strong signal. Observational measurements of the BAO scale can be
used for elucidating the nature of dark energy by obtaining constraints on w(z) using
the following basic concepts.

The comoving size of an object or feature at a redshift, z, can be measured both
along the line-of-sight (r‖) direction and transverse to the line-of-sight (r⊥). The
relative size along the line-of-sight direction is dependent on the redshift separation,
∆z, and the Hubble parameter, H(z), while the size transverse to the line-of-sight
is given by the angular separation, ∆θ and the angular diameter distance, DA(z):

r‖ =
c∆z

H(z)
, (1.41)

r⊥ = (1 + z)DA(z)∆θ. (1.42)

Provided the true physical size of r‖ and r⊥ are known, as in the case of the BAO
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scale calibrated from the CMB, the measurements of the quantities ∆z and ∆θ from
the observational survey yield direct estimates for H(z) and DA(z), which in turn
provide estimates on the dark energy density, ΩΛ(z) and equation of state, w(z).
Objects with precision measurements of r‖ and r⊥ are referred to as standard rulers.

High precision measurements of the standard ruler and the inferred cosmic dis-
tances are required to provide meaningful constraints on ΩΛ(z) and w(z). Hence,
understanding the systematic uncertainties which can result in the quantitiesH(z)sA

and DA(z)/sA being inferred incorrectly is imperative. The measured BAO scale
from the distribution of matter produces a weak signal as the baryons can only
weakly influence dark matter gravitationally (see Section 1.5). Increasing the statis-
tical significance of the BAO scale can be obtained by sampling increasingly larger
cosmic volumes. The reasoning is simple; the larger the volume, the more objects
separated by the BAO scale can be measured (i.e. the number of times the BAO
scale fits inside a sphere increases as the volume increases).

The advantage of BAOs as a standard ruler is the high precision to which they
are constrained from the CMB. In addition, the BAO scale remains well within the
linear regime of structure formation, shielding it from the majority of non-linear pro-
cesses (Eisenstein, Seo & White, 2007). N-body simulations of non-linear structure
formation have been shown to produce only a one per cent shift in the BAO scale
since freezing into the matter distribution (Crocce & Scoccimarro, 2008; Padman-
abhan & White, 2009; Seo et al., 2010b; Mehta et al., 2011). Alternatively, while a
complex scale dependent relationship between the galaxy clustering and dark matter
distribution (galaxy bias relation) could yield significant shifts in the BAO scale,
cross-checks applied to the same data sample on small scales will provide corrections
accounting for the predict shift (Narayanan, Berlind & Weinberg, 2000).

Additionally, z ≤1 emission line galaxy redshift surveys can yield high precision
measurements on the position and distance to each galaxy through spectroscopy,
significantly minimising any measurement errors. Hence, the biggest issue for BAO
measurements is sampling large enough cosmic volumes and measuring the redshifts
of enough galaxies to yield a statistically significant measurement of the BAO scale.

Determining low redshift (z ≤1) dark energy constraints are impacted by a de-
generacy between the curvature energy density, Ωk and dark energy (Zhan et al.,
2005) minimising the usefulness of BAO alone, but this can be overcome to some
extent by combining results with CMB measurements. To alleviate this degeneracy,
one can instead consider higher redshift measurements of the BAO scale where the
evolution of Ωk and dark energy differ (Ωk evolves as ∝ (1+z)2, whereas dark energy
is expected to evolve more slowly with redshift). Although dark energy has an in-
creasingly reduced effect at higher redshift on the cosmic expansion, by breaking the
degeneracy between the curvature and provided sufficiently large cosmic volumes are
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obtained, high precision constraints on the distance scales remain achievable. The
combined measurements of both low and high redshift measurements of the BAO
scale will then significantly improve constraints on both ΩΛ(z) and w(z).

However, the application of existing low redshift BAO techniques towards higher
redshifts becomes technically challenging. Emission line galaxies used at low redshift
become increasingly fainter at higher redshift, yet the number of measurable sources
required must increases to compensate for the substantial increase in cosmic volume
required to produce a statistically significant signal of the BAO.

Alternative high-redshift probes of the large-scale matter distribution are then
required, such as the Lyα forest and Lyα emitting (LAE) galaxies (to be discussed in
Section 1.8). The Lyα forest, measured in the absorption spectra of quasars probes
the line-of-sight matter distribution in the IGM as opposed to a single position (i.e.
galaxy redshift). The increased line-of-sight information gained by measuring the
Lyα forest reduces the number of sources required for a statistically significant mea-
surement of the BAO scale. Combined with the relative ease with which quasars
can be observed, this make the Lyα forest an ideal probe of large-scale structure.
However, the Lyα forest measures the distribution of matter in the IGM via absorp-
tion features. This requires the understanding of the physical processes in the IGM
responsible for the absorption and how these relate to the underlying dark matter
distribution. LAE galaxies on the other hand, are an alternative emission line galaxy
sufficiently numerous and easily visible out to high redshift. However, the observa-
tion of LAE galaxies are subject to complicated physical processes which must be
well understood prior to generating cosmological constraints.

1.7.3 Current, upcoming and future probes of dark energy

One of the key science goals for observational cosmology in the next decade is un-
derstanding the nature of dark energy. The goal of this thesis is to aid in the
understanding of the recoverable cosmological constraints on dark energy utilising
BAOs, focusing specifically on the Lyα forest and LAE galaxies. However, to gauge
the combined effort contributing to solving the mystery of dark energy, I will briefly
mention the vast array of current, upcoming and future dark energy surveys.

The recently completed WiggleZ survey detected the BAO signature from galaxy
clustering providing constraints on both w(z) and f . The ongoing, considerably
larger BOSS survey continues to improve dark energy constraints by providing both
the low redshift detection of the BAO scale from their galaxy sample as well as the
first detection of the BAO scale at high redshift from the Lyα forest. Immediately
following on the success of BOSS, the BigBOSS programme (Schlegel et al., 2011) is
proposed to target the clustering of matter via galaxies and the Lyα forest improving
on survey volume, target numbers and resolution. Complimentary to BOSS, the
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Hobby-Eberly Telescope Dark Energy Experiment (HETDEX; Hill et al. 2004, 2008)
will soon commence, detecting the BAO scale from LAE galaxies, providing the
highest redshift to date large-scale structure galaxy redshift survey.

As BAOs in principle can be detected from any large-scale tracer of the matter
distribution, the detection of neutral hydrogen within galaxies from radio inten-
sity mapping has recently gained considerable attention. Projects such as the BAO
Broadband and Broad-Beam (BAOBAB) Array (Pober et al., 2013), Cylindrical Ra-
dio Telescope (CRT; Peterson, Bandura & Pen 2006; Seo et al. 2010a), Canadian Hy-
drogen Intensity Mapping Experiment (CHIME14), BAORadio (Ansari et al., 2012),
the BAO from Integrated Neutral Gas Observations experiment (BINGO; Battye
et al. 2013) and ongoing experiments at the Green Bank Telescope (GBT; Chang
et al. 2010) seek to measure the BAO scale at low redshift (complimentary to existing
galaxy redshift surveys) without the identification of individual galaxies, providing
a quick large-scale BAO measurement. Furthermore, the Square Kilometre Array
(SKA15) radio interferometer will have the capability of combining a very large H I

galaxy BAO measurement with a weak lensing survey.

The Panoramic Survey Telescope and Rapid Response System (Pan-STARRS;
Kaiser et al. 2002), Dark Energy Survey (DES; Dark Energy Survey Collaboration
2005) and the near future Large Synoptic Survey Telescope (LSST; Tyson 2002) plan
to conduct large-area imaging surveys targeting the four major dark energy probes,
weak lensing, direct identification of imaged galaxy clusters, BAO from galaxy clus-
tering and the monitoring of supernovae. The competing instrument, Subaru Hy-
per Suprime-Cam (Takada, 2010) additionally aims to perform large-area imaging,
however it will not detect supernovae. The space based satellite Planck (Planck
Collaboration, 2005), has recently provided the highest resolution map of the CMB
refining existing dark energy constraints and is complimentary to the ongoing ground
based experiments such as ACT and SPT. These CMB probes additionally provide
indirect identification of galaxy clusters further improving dark energy constraints.
Future space missions include the X-ray satellite extended Roentgen Survey with an
Imaging Telescope Array (eROSITA; Merloni et al. 2012) targeting galaxy clusters,
Supernova Acceleration Probe (SNAP; Aldering et al. 2002) measuring supernovae
and galaxy weak lensing, Wide-Field Infrared Survey Telescope (WFIRST; Green
et al. 2012) detecting supernovae and galaxy BAO and Euclid (Laureijs et al., 2011)
targeting galaxy BAO and weak lensing.

Within this thesis I focus on the development of a simulation method for pro-
ducing large volume Lyα forest BAO surveys directly applicable to both BOSS and
BigBOSS. Additionally, I perform analytic calculations determining the recoverable

14http://chime.phas.ubc.ca/
15http://www.skatelescope.org/
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cosmological constraints from the HETDEX LAE galaxy redshift survey.

1.8 Lyα as a cosmological probe

Thus far I have summarised the basic properties of the IGM and galaxy formation
throughout cosmic history. Additionally, I have discussed in detail how measuring
the cosmic growth history of large-scale structure is sensitive to dark energy, and
how this can infer constraints on the properties of dark energy such as its equation
of state. However, I have yet to discuss how to detect and measure the large-scale
structure in the Universe. In this section, I discuss in detail the methods used in this
thesis to detect structure in the Universe.

The detection of electromagnetic radiation is fundamental to astrophysical obser-
vations. However, only 32 per cent of the Universes total energy density constitutes
matter (Ωm = ΩCDM + Ωb = 0.315+0.016

−0.018; Planck Collaboration XVI 2013), of which
only 18 per cent of this matter interacts electromagnetically (baryons; Ωb = 0.0486).
Hydrogen, the most abundant atomic element, constitutes roughly ∼70 per cent of
the total baryon energy density, making it an ideal cosmological probe. However,
following the epoch of reionisation almost all atomic hydrogen in the IGM is ionised,
yielding only a small fraction of neutral hydrogen within galaxies, clouds of dense
gas and trace amounts in the IGM.

Despite this, neutral hydrogen remains a powerful cosmological tool requiring
only trace amounts to produce a measurable signal. The detection of neutral hydro-
gen is facilitated most extensively by measurement of either the UV Lyα or 21cm
radio line transitions. Rest-frame Lyα is the 2p→1s transition of atomic hydrogen
(λLyα = 1215.67 Å), detectable from ground-based observatories when redshifted
into optical frequencies. The 21cm line originates from the hyperfine splitting due to
the spin flip transition of the bound electron in atomic hydrogen (λ21 = 21.12 cm)
between the more energetic triplet state (parallel aligned spins) and the singlet state
(anti-parallel aligned spins).

Both the Lyα and 21cm lines are inextricably linked with the first attempts
to measure the IGM (Field, 1959; Gunn & Peterson, 1965). While observations of
the Lyα transition provide our current understanding of the IGM properties and
strong evidence for reionisation, 21cm observations still remain illusive. However,
while Lyα has provided valuable insights into the understanding of the ionisation
state and evolution of the IGM, the technological capabilities to fully harness the
immense potential of the Lyα and 21cm probes for measuring the distribution of
neutral hydrogen (and hence dark matter) on large cosmological scales have only
recently become available.

The detection of the large-scale distribution of neutral hydrogen via the 21cm
transition is a rapidly evolving area of research. A multitude of large-scale radio
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telescopes such as MWA (Lonsdale et al., 2009), LOFAR (van Haarlem et al., 2013),
PAPER (Parsons et al., 2010) and most importantly the SKA aim to measure the
distribution of neutral hydrogen during the epoch of reionisation, gaining valuable
insight into the duration and nature of the first ionising sources. Within this thesis
I focus my attention only on Lyα as a cosmological probe, specifically through the
Lyα forest (Section 1.8.1) and LAE galaxies (Section 1.8.2) and defer the interested
reader to reviews listed in Section 1.4 for further discussion of 21cm cosmology.

1.8.1 Lyα forest

Measuring the clustering of matter in the IGM and large-scale structure is crucial
for investigating the properties of dark energy. In this section, I outline how quasars
can illuminate the presence of neutral hydrogen in the IGM and how the refinement
of both theory and observations allows the IGM probed by quasars to constrain the
properties of dark energy. First, I begin with the formation of the Lyα forest.

The Lyα forest (Weymann, Carswell & Smith, 1981) describes the series of nar-
row absorption line features observed blueward of the Lyα peak in a source quasar
spectrum (see Figure 1.7). Due to cosmic expansion, photons emitted blueward of
Lyα redshift into resonance with any intervening neutral hydrogen in the IGM and
scatter out of the line-of-sight direction, producing an absorption feature. On the
other hand, photons emitted redward of the systemic Lyα redshift reach the ob-
server unaffected by any intervening structure along the line-of-sight, leaving the
intrinsic quasar spectrum in pristine condition. The frequency space location of the
absorption feature directly probes the redshift of the intervening neutral hydrogen,
while the shape and width of the absorption feature determines the properties of
the IGM (i.e., density, temperature and UV ionising background). Attributing the
absorption features to the resonant scattering of Lyα photons by intervening neu-
tral hydrogen was independently determined by Gunn & Peterson (1965); Scheuer
(1965); Shklovskii (1965). The absorption of metal lines16 redward of Lyα can be
attributed to the presence of an intervening dense structure (e.g. galaxy), which at
low redshifts can contaminate the pristine Lyα forest.

The production of an absorption feature is governed by the radiative transfer of
photons through the IGM. The spectral intensity of the intrinsic quasar spectrum,
Iemit(ν) is attenuated by any intervening neutral hydrogen along the line-of-sight
modifying the observed spectral intensity, Iobs(ν). For a single background source
quasar, the observed spectral intensity can be related to the intrinsic spectrum by

Iobs(ν) = Iemit(ν)exp[−τ(ν)]. (1.43)

16Atomic elements above Z = 2 are classified as metals in cosmology.
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scales and has a series of  ‘acoustic’ peaks that reflect the coherent oscil-
lations experienced by the photon–baryon fluid before the moment 
when the primordial plasma recombined and the radiation escaped. 
The fluctuation spectrum depends on the parameters that define the 
geometry and content of the Universe and the initial fluctuation distri-
bution, so their values are constrained by the data. In practice, there are 
degeneracies among the parameters, and the strongest constraints come 
from combining the CMB data with other large-scale structure data-
sets. Present estimates22,33–36 give a flat universe with !dm = 0.20 ± 0.020,  
!b = 0.042 ± 0.002, !! = 0.76 ± 0.020, h = 0.74 ± 0.02. The consistency 
of these values with other independent determinations and the close 
agreement of the CMB data with theoretical predictions formulated 
over 20 years earlier37 belong amongst the most remarkable successes 
of modern cosmology.

The growth of large-scale structure
The microwave background radiation provides a clear picture of the 
young Universe, where weak ripples on an otherwise uniform sea dis-
play a pattern that convincingly supports our standard model for the 
cosmic mass/energy budget and for the process that initially imprinted 
cosmic structure. At that time there were no planets, no stars, no galax-
ies, none of the striking large-scale structures seen in Fig. 1. The rich-
ness of the observed astronomical world grew later in a complex and 
highly nonlinear process driven primarily by gravity. This evolution 
can be followed in detail only by direct numerical simulation. Early 
simulations were able to reproduce qualitatively the structure observed 
both in large galaxy surveys and in the intergalactic medium16,38. They 
motivated the widespread adoption of the CDM model well before 
it gained support from microwave background observations. Many 
physical processes affect galaxy formation, however, and many aspects 
must be treated schematically within even the largest simulations. The 
resulting uncertainties are best estimated by exploring a wide range 
of plausible descriptions and checking results against observations of 
many different types. The main contribution of early CDM galaxy for-
mation modelling was perhaps the dethroning of the ‘island universe’ or 
‘monolithic collapse’ paradigm and the realization that galaxy formation 
is a process extending from early times to the present day, rather than 
an event that occurred in the distant past39.

In a "CDM universe, quasi-equilibrium dark matter clumps or 
‘haloes’ grow by the collapse and hierarchical aggregation of ever more 
massive systems, a process described surprisingly well by the phenom-
enological model of Press and Schechter and its extensions40,41. Galaxies 
form at the centres of these dark haloes by the cooling and condensation 
of gas which fragments into stars once it becomes sufficiently dense42. 
Groups and clusters of galaxies form as haloes aggregate into larger sys-
tems. They are arranged in the ‘cosmic web’, the larger-scale pattern of 
filaments and sheets which is a nonlinear gravitational ‘sharpening’ of 

the pattern already present in the gaussian random field of initial fluc-
tuations4. The first observable objects were probably massive stars col-
lapsing in small haloes and switching on at redshifts of 50 and higher43. 
By a redshift of 15 these may have been sufficiently numerous for their 
radiation to re-ionize all the gas in the Universe44. So far they have not 
been observed directly, but it is one of the main goals of the next genera-
tion of low-frequency radio telescopes to observe their effects directly in 
the strongly redshifted 21-cm transition of neutral hydrogen.

Detailed simulations from "CDM initial conditions have been used 
to study the formation of the first luminous objects and the re-ionization 
of the Universe, but these still await testing against observation44,45. In 
contrast, predictions for the structure, the ionization state and the heavy 
element content of intergalactic gas at redshifts below 6 can be checked 
in detail against absorption features observed in the spectra of distant 
quasars which provide, in effect, a one-dimensional topographic image 
of the intervening large-scale structure.

As an example, Fig. 2 shows a typical high-resolution spectrum of 
a distant quasar at redshift z = 3.26. At shorter wavelengths than the 
Lyman " emission line of the quasar, there is a ‘forest’ of absorption lines 
of differing strength. The modern interpretation is that these features 
arise from Lyman " absorption by the smoothly varying distribution of 
foreground intergalactic hydrogen, in effect from the filaments, sheets 
and haloes of cosmic structure. It was a conceptual breakthrough, and 
an important success for the CDM paradigm, when hydrodynamical 
simulations showed that this interpretation could explain in detail 
the observed statistics of the absorption lines38,46. Considerable recent 
advances both in the quality and in the quantity of data available have 
made it possible to measure a variety of statistics for the Lyman " forest 
as a function of redshift to high precision47–49. Comparing with appro-
priately designed numerical simulations has provided strong confirma-
tion of the underlying paradigm at a level that is remarkable, given the 
evidence that intergalactic gas is contaminated with galaxy ejecta in a 
way that the simulations do not yet adequately reproduce36,50–52. This 
approach has also helped to strengthen constraints on the paradigm’s 
parameters, in particular on the spectrum of fluctuations produced by 
inflation and on the masses of neutrinos.

At lower redshift direct and quantitative measures of large-scale struc-
ture can be obtained from the weak, coherent distortions of the images 
of faint galaxies induced by gravitational lensing as their light travels 
through the intervening cosmic web53. The distortions depend only on 
the gravitational field in intergalactic space and so lensing data test pre-
dictions for the mass distribution in a way that is almost independent of 
the complex astrophysics that determines the observable properties of 
galaxies. The lensing effect is very weak, but can be measured statistically 
to high precision with large enough galaxy samples.

As an example, Fig. 3 shows a measure of the mean square coherent 
distortion of distant galaxy images within randomly placed circles on the 

Figure 2 | The Lyman ! forest as a probe of 
large-scale structure. The panel on the top 
shows a typical high-resolution spectrum 
of a quasar at redshift z = 3.62. Shortward 
of the redshifted Lyman ! emission line at 
1216(1 + z) Å, the spectrum shows a ‘forest’ 
of absorption lines of different strength 
produced by intervening neutral hydrogen 
gas along the line-of-sight from the quasar 
to the Earth. Hydrodynamical simulations 
reproduce the observed absorption spectra 
with remarkable fidelity, as illustrated by 
the simulated spectrum in the bottom panel, 
corresponding to intervening large-scale 
structure at z " 3. The sketch in the middle 
panel shows an example of the gas distribution 
in a simulated "CDM model. 
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Figure 1.7: A visualisation of the Lyα forest. The top panel shows an example of a high
resolution quasar spectrum at z = 3.62 determined by the peak in observed Lyα emission,
λobs = λLyα(1 + z). Blueward of the Lyα emission, a ‘forest’ of absorption features result
following the absorption (and scattering out of the line-of-sight) of redshifted Lyα photons by
intervening neutral hydrogen in the IGM between the quasar and the observer. The middle
panel is an example of the neutral gas distribution in the IGM from a hydrodynamical
(gas and dark matter) ΛCDM simulation. The bottom panel shows a ‘zoomed in’ section
of the Lyα forest simulated from the hydrodynamical simulation where the strength of the
absorption feature is dependent on the properties of the IGM, showing remarkable agreement
to the observed high resolution spectrum. Figure from Springel, Frenk & White (2006).

The optical depth, τ(ν) is a dimensionless quantity measuring the line-of-sight trans-
parency of the medium through which the emitted radiation travels

τ(ν) =

∫ l

l0

n(l′, t)σ(ν)dl′, (1.44)

where n(l, t) is the IGM proper number density and σ(ν) is the frequency dependent
scattering cross-section. The cross-section for a rest-frame scatterer can be described
by:

σ(ν) =
1

4πε0

πe2

mec
fluφ(ν − νlu) = σluνluφ(ν − νlu), (1.45)

where φ(ν − νlu) is the absorption profile, typically defined by a Lorentzian,

φ(ν − νlu) =
Γul/4π

2

(ν − νlu)2 + (Γul/4π)2
, (1.46)
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and σlu is the cross-section for a specific atomic line transition,

σlu =
1

4πε0

πe2

mec2
fluλlu, (1.47)

while ε0, e, me and c are fundamental constants for the vacuum emissivity, elec-
tron charge, electron mass and speed of light respectively. The representation of the
cross-section by a Lorentzian profile follows directly from Heisenberg’s uncertainty
principle (∆E∆t ≈ ~), that atomic line features cannot be infinitely sharp resulting
in a natural broadening. The resonant line frequency, νlu defines the atomic line tran-
sition between the broadened, radiation damped upper level (with damping width Γul

determined by the upward oscillator strength flu) and the sharp lower level (ground
state). For Lyα absorption (hνLyα = 10.2 eV), fLyα = 0.4162, ΓLyα = 6.262×108 s−1

and σLyα = 4.48× 10−18 cm2.

Generally speaking, atoms in the IGM are not at rest, but instead undergo ther-
mal motions characterised by a Maxwellian velocity distribution corresponding to
their temperature, T . In addition, microturbulence may result from shocked gas
within collapsed regions providing an extra kinetic component. The convolution of a
Lorentzian cross-section by the Gaussian Maxwellian distribution produces a Voigt
profile fully describing the absorption profile for discrete absorbers,

H(a, x) =
a

π

∫ ∞

−∞

e−y
2

(x− y)2 + a2
dy, (1.48)

where x = (ν − νlu)/∆νD is the frequency shift away from line centre in units of the
Doppler frequency (∆νD) and a = Γul/4π∆νD. The Doppler frequency is given by,

∆νD =
νlu
c

[(
2kBT

ma

)2

+ b2turb

]1/2

=
νlu
c

[
b2thermal + b2turb

]1/2
=
νlu
c
ba, (1.49)

where bthermal and bturb are the thermal and turbulent widths of the absorption line,
ma is the mass of the scattering atom and kB is Boltzmann’s constant.

Lyα forest absorption features can be broadly classified into three major types
according to their estimated column density17(denoted NH I). Lyα forest systems,
by far the most common, result from the absorption by pristine clouds of neutral hy-
drogen. The narrowest absorption features are well approximated by their Doppler
widths, providing an upper limit for their column density of NH I . 1017 cm−2.
Lyman-limit systems (LLSs) are sufficiently dense to absorb photons above the Ly-
man limit and are indicative of column densities in the range 1017 .NH I . 1020 cm−2.

17The column density is a measure of the number of absorbing particles per unit area, and is used
to characterise the size of absorption features in the Lyα forest. The column density is calculated
from the line-of-sight integral of the proper number density of absorbing particles, NH I =

∫
n(x, t)dl.
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Finally, damped Lyα absorbers (DLAs), with NH I & 1020 cm−2 are so dense that
significant absorption of Lyα photons occurs even out in the damping wings of the
Lorentzian profile. For low column density systems (i.e. Lyα forest systems), the fre-
quency dependence of the scattering cross-section can instead be approximated by a
Dirac delta function, enabling the absorption features to be described by a Gaussian
function. Only for ‘damped’ systems are the absorption line profiles required to be
directly fit by a Voigt profile.

Gunn-Peterson approximation

Gunn & Peterson (1965) noted that in a homogeneous and isotropic universe, the
attenuation of the emitted quasar intensity by neutral hydrogen would produce a
Lyα absorption trough in the quasar spectrum. Gunn and Peterson subsequently
inferred the lack of a visible trough in the spectrum of a z = 2.01 quasar to instead
imply the IGM to be highly ionised. Of course, it is now known that the IGM is in
fact inhomogeneous and clumpy on small scales, and as a result the Gunn-Peterson
effect manifests itself as the observed Lyα forest.

At high-redshift however, towards the tail end of H I reionisation when the IGM
is still relatively neutral, no visible transmission in the Lyα forest region should
be observed. Indeed the observed growth in the relative size of the Gunn-Peterson
troughs in quasars at z > 5 (Djorgovski et al., 2001; Becker et al., 2001; Becker,
Rauch & Sargent, 2007; Songaila & Cowie, 2002; Pentericci et al., 2002; White et al.,
2003; Fan et al., 2004, 2006) have been used to infer a lower limit of z ' 6 for the
tail-end of H I reionisation.

To illustrate the sensitivity of the Lyα optical depth to neutral hydrogen in the
IGM it is instructive to derive the Gunn-Peterson relation. Consider a quasar (at
redshift zQ) emitting radiation, ν = νo(1 + z) through a uniform IGM with proper
number density, nH I(z). The corresponding Lyα optical depth τGP(ν), is then

τGP(ν) =

∫ zQ

0
nH I(z)σ[νo(1 + z)]

dl

dz
dz, (1.50)

following the change of coordinates from Equation (1.44),

dl = cdt = c
dt

da

da

dz
dz = − c

H(z)(1 + z)
dz. (1.51)

At z & 2, the Universe is matter dominated, hence the Hubble parameter can be
written as H(z) w H0Ω

1/2
m (1 + z)3/2 and assuming the frequency dependent cross-
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section is well approximated by a Dirac delta function, the optical depth is then,

τGP '
cσLyαnH I(z)

H0Ω
1/2
m (1 + z)3/2

. (1.52)

The proper mean density of hydrogen at any given redshift is nH(z) = ρH(z)/mH

where the density of hydrogen can be related to the critical density by ρH(z) = (1−
Y )Ωbρcrit(z)(1+δb) and Y is the helium mass fraction (Y = 0.24770±0.00012; Planck
Collaboration XVI 2013). The Gunn-Peterson optical depth is then evaluated to be

τGP ' 4.16× 105fH I

(
Ωbh

2

0.022

)(
Ωmh

2

0.143

)−1/2(
1 + z

7

)3/2

(1 + δb), z & 2 (1.53)

where fH I is the neutral hydrogen fraction in the IGM.

This relationship highlights the sensitivity of Lyα to trace amounts of H I in the
IGM. The lack of a Gunn-Peterson trough below z < 5 implies a neutral hydrogen
fraction less than 10−5, indicative of a highly ionised IGM. However, even at z ∼ 6, H I

fractions of only ∼ 10−4 are required to produce full Lyα absorption, contradictory
to the indicated change in the ionisation state of the IGM following the epoch of
reionisation. To improve constraints on the H I fraction, observations of the higher
Lyman-series transitions (i.e., Lyβ and Lyγ) with their lower absorption efficiencies
can be used (Fan et al., 2002, 2006), although high-resolution spectra are required.

Modelling the Lyα forest

To understand how the neutral hydrogen in the IGM forms the observed structure
in the Lyα forest, it is instructive to outline the basic conceptual developments in
the theoretical understanding of the Lyα forest over the past half century. I will
begin from the initial observations from Gunn & Peterson (1965) building up to our
current understanding.

In contrast to Gunn & Peterson (1965), both Bahcall & Salpeter (1965) and Wag-
oner (1967) instead predicted that as a result of the clumpy distribution of gas in the
IGM a population of discrete absorption features should be visible. Soon thereafter,
Lynds & Stockton (1966); Burbidge, Lynds & Burbidge (1966); Stockton & Lynds
(1966); Kinman (1966) provided the first observational evidence for a discrete series
of absorption lines. However, uncertainty remained as to whether the absorption was
truly caused by an intervening population of absorbers or whether these absorbers
were ejected by the quasar host galaxy.

Eventually, overwhelming observational evidence supported the intervening ob-
server hypothesis. Lynds (1971) and Baldwin et al. (1974) identified the majority of
the absorption lines as Lyα and higher Lyman-series transitions and subsequently
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attributed the absorption to H I in the IGM. Sargent et al. (1980) observed from
a small sample of quasars that the Lyα absorbers could not be ejected from the
host quasar instead indicating a new class of objects other than galaxies due to
their large rate of incidence and weak clustering. Additionally, Shaver & Robert-
son (1983) observed common absorption features between closely separated quasar
sightlines and Bergeron (1986) identified metal absorption systems with intervening
galaxies. The observations of Sargent et al. (1980) and Bergeron (1986) indicated
two distinct classes of absorption features, low column density Lyα absorbers result-
ing from discrete pristine intergalactic gas clouds and high-column density absorbers
(DLAs) associated with individual galaxy haloes.

Whereas the DLAs are sufficiently dense to self-shield against the UV ionising
background (the integrated emission of both the galaxies and quasars), the formation
of the pristine clouds of neutral gas required a confinement mechanism. Three scenar-
ios were initially proposed. A two phase IGM containing a hot intracloud medium in
pressure equilibrium with the cold, dense Lyα clouds (Sargent et al., 1980; Ostriker &
Ikeuchi, 1983; Ikeuchi & Ostriker, 1986). As an alternative to pressure confinement,
Melott (1980) and Black (1981) proposed self-gravitating Lyα clouds, while Rees
(1986) and Ikeuchi (1986) proposed that Lyα clouds would be a natural byproduct
of CDM structure formation, producing a CDM minihalo with deep enough potential
to confine hot gas, yet shallow enough to prevent gravitational collapse.

The breakthrough followed the advancement of hydrodynamical simulations, pro-
viding insights into the high-redshift Lyα forest and the physical properties of the
IGM (Cen et al., 1994; Petitjean, Mueket & Kates, 1995; Zhang, Anninos & Norman,
1995; Hernquist et al., 1996; Miralda-Escudé et al., 1996; Zhang et al., 1997; Theuns
et al., 1998; Zhang et al., 1998). These simulations showed that Lyα absorbers nat-
urally result from the fluctuating density distribution described by ΛCDM structure
formation. Low column density absorbers can be associated with gas being funnelled
along filaments in the cosmic web spanning multiple megaparsecs with thickness of
order ∼ 100s of kiloparsecs, consistent with observations from close quasar pairs (e.g.
Smette et al., 1992; Bechtold et al., 1994; Dinshaw et al., 1997). Increasing to higher
column densities, the absorbers correspond to dense clouds of gas either about to
collapse or already collapsed into galaxies. Additionally, these simulations showed
that close to 80-90 per cent of all baryons may reside in the low-column density
absorbers, leaving only ∼10 per cent to collapse to form galaxies, consistent with
analytic arguments (Meiksin & Madau, 1993; Meiksin, 2009). The broad agreement
between the simulations and observations show that the Lyα forest spectrum can
be fully described by the Hubble expansion as well as the IGM properties such as
the gas temperature, density (and ionisation fraction), UV photoionising background
and peculiar velocity along the line-of-sight. In addition, a complex relationship was
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observed between the IGM gas density and temperature resulting from the inter-
play between the dominant adiabatic cooling from cosmic expansion and the shock
heating of gravitationally collapsing dense gas.

The formation of the filamentary structure in the IGM can be well approxi-
mated by linear structure formation. As a result, semi-analytic models were devel-
oped which could provide accurate descriptions of the low column density absorbers
(McGill, 1990; Bi, Boerner & Chu, 1992; Bi, 1993; Bi & Davidsen, 1997). In partic-
ular, Bi, Boerner & Chu (1992) showed that by smoothing the linear density field
they could to some extent mimic the effects of gas pressure on the baryons. Despite
semi-analytic models being restricted to only mildly non-linear densities they have
been shown to produce remarkable agreement with hydrodynamical simulations.

Fluctuating Gunn-Peterson approximation

It is instructive to return to the Gunn-Peterson approximation, instead now in-
corporating the inhomogeneous IGM density and peculiar velocity fields from lin-
ear structure formation maintained by the UV photoionising background. The
complex relationship between the adiabatic cooling and photoheating of the IGM
can be reasonably well approximated by a power-law temperature density relation,
T = T0(1+δb)γ−1 for IGM densities below 1+δb ≤ 10 (Hui & Gnedin, 1997; Valageas,
Schaeffer & Silk, 2002). The power-law index, γ depends on the reionisation history
of the IGM, dictated by the strength and spectral slope of the UV ionising back-
ground. This approach is denoted the fluctuating Gunn-Peterson approximation
(FGPA; Miralda-Escudé & Rees 1993; Cen et al. 1994).

The mildly non-linear density fluctuations remain relatively unaffected by dis-
sipative processes and provided the neutral hydrogen is highly ionised and in pho-
toionisation equilibrium with the UV ionising background it can be expressed as
nH I ∝ n2

HT
−0.7/ΓH I. The temperature dependence follows from the recombination

rate of ionised hydrogen while ΓH I is the neutral hydrogen photoionisation rate,
which can be calculated in the optically thin limit from the specific intensity of the
UV ionising background J(ν),

ΓH I =

∫ ∞

νH I

4πJ(ν)

hpν
σH I(ν)dν, (1.54)

where σH I is the photoionisation cross-section for neutral hydrogen and hp is Planck’s
constant.

Using the Gunn-Peterson optical depth (Equation 1.52), ignoring thermal broad-
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ening and IGM peculiar velocities, the FGPA optical depth is then

τFGPA ' τ0
(1 + z)6(Ωbh

2)2

H(z)T 0.7
0 ΓH I(z)

(1 + δb)2−0.7(γ−1), (1.55)

where T0 is the IGM temperature measured at mean density and τ0 is a combination
of physical constants. Finally, the FGPA optical depth is,

τFGPA '
0.967

Γ−12

(
T0

104 K

)−0.7(Ωbh
2

0.022

)2(
Ωmh

2

0.143

)−1/2(
1 + z

4

)9/2

(1 + δb)β, (1.56)

where Γ−12 = Γ−12/10−12 s−1 and β = 2−0.7(γ−1). This expression highlights the
physical properties of the IGM as well as the cosmological parameters that impact
the Lyα opacity. Absorption features in the Lyα forest are sensitive to fluctuations
in the baryon density (δb; and how this relates to the CDM, δDM) which are in turn
affected by the thermal history of reionisation, γ, the strength of the UV ionising
background and the IGM temperature.

Constraints on the IGM from Lyα forest measurements

The remarkable agreement between simulated and observed Lyα forest spectra enable
a reliable avenue to probe both the physical properties of the IGM and cosmologi-
cal parameters. Direct Voigt profile fitting to individual absorption profiles applied
to high resolution quasar spectra can determine the observed distribution of the
Doppler widths. Schaye et al. (2000) and Ricotti, Gnedin & Shull (2000) approxi-
mated the Doppler widths with a log-normal distribution providing upper bounds on
the IGM temperature and its evolution. The column density distribution function
(CDDF; number of absorbers per density bin) can additionally be inferred from the
Doppler widths, suggesting a power-law fit which matches observational data across
ten orders of magnitude in column density (Tytler, 1987). The recovered Doppler
width distribution and the CDDF from simulations match well with the observed
distributions (e.g. Meiksin, Bryan & Machacek, 2001).

Strong constraints on the mean UV ionising background can be inferred by using
the quasar proximity effect (Bajtlik, Duncan & Ostriker, 1988). The number density
of Lyα forest absorbers has been shown to increase with redshift, however the number
of absorbers decreases systematically near bright quasars (Weymann, Carswell &
Smith, 1981; Carswell et al., 1982; Murdoch et al., 1986). This observed ‘proximity
effect’ occurs when the intrinsic UV flux from the source quasar dominates over
the mean UV ionising background. Estimating the UV ionising background can be
inferred by determining when the intrinsic UV flux of the source quasar drops below
the mean UV ionising background by observing when the absorption line density
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measured at increasing radii from the quasar matches the expected mean absorption
line density.

At low resolution, absorption lines suffer from line blending rendering direct line
profile fitting impossible, however low resolution spectra can be easily obtained al-
lowing larger data samples. Instead, by measuring the mean Lyα flux level of the
data sample (i.e. the total absorption of the Lyα absorbers relative to the continuum)
allows a direct comparison to be made between observations and simulations provid-
ing equivalent constraints on the IGM. The mean Lyα forest flux, 〈F 〉 is measured
between the Lyα and Lyβ emission features of the observed quasar spectrum and is
related to the Lyα forest opacity (τ ; e.g., from the FPGA, Equation 1.55),

〈F 〉 = 〈e−τ 〉 = e−τeff . (1.57)

The effective Lyα optical depth τeff , can be used to match simulated Lyα forest spec-
tra to observational measurements and its mean value and redshift evolution are well
understood from observations (e.g. Faucher-Giguère et al., 2008b). The simulated
Lyα optical depth (e.g., τFGPA) is dependent on a degenerate combination of IGM
and cosmological parameters (most notably, T0, ΓH I and Ωb). These parameters
can be iteratively changed within the simulation until the estimated τeff matches the
true observed value. This procedure provides the ‘correct’ (degenerate) combination
of IGM and cosmological parameters and these degeneracies can then be broken by
obtaining independent measurements for any of the parameters (e.g., Ωb from the
CMB or ΓH I from the proximity effect). This method has been applied to infer Ωb

from the Lyα forest (e.g. Hernquist et al., 1996; Miralda-Escudé et al., 1996; Rauch
et al., 1997) in agreement with the BBN and the CMB and the amplitude of the
mean UV ionising background (e.g. Bolton et al., 2005).

Higher order flux statistics can additionally provide IGM and cosmological con-
straints. By defining fluctuations in the Lyα forest flux

δF(x, z) =
F (x, z)− 〈F 〉

〈F 〉 . (1.58)

the power spectrum of the Lyα forest fluctuations PF(k, z), can then be related to
the linear matter power spectrum Pm(k, z), since the Lyα forest is fully described
by linear structure formation,

PF(k, z) = b2F(1 + βµ2)2Pm(k, z), (1.59)

where bF is the linear bias parameter describing the complex relationship between the
physical properties of the IGM gas and the underlying matter density distribution
and β is the redshift space distortion parameter. However, this β differs from that
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of galaxy redshift surveys as the Lyα forest has an additional linear bias term owing
to the impact of peculiar velocity gradients (i.e. bv) on the formation of the IGM
absorption features, such that β = fbv/bF (whereas in galaxy redshift surveys, the
conservation of the number of galaxies ensures bv = 1).

As is evident from the above expression, the Lyα flux power spectrum is sensitive
to the amplitude of the matter power spectrum, σ8, as well as the shape, ns. However,
to recover these cosmological constraints from the Lyα forest requires knowledge
of the three dimensional Lyα flux power spectrum, yet observations permit only
the measurement of the line-of-sight flux power spectrum. Two approaches were
investigated to overcome this issue. Direct inversion of the one dimensional power
spectrum to infer the true three dimensional power spectrum (Croft et al., 1998,
1999; Hui, 1999; Nusser & Haehnelt, 1999, 2000; McDonald et al., 2000; Croft et al.,
2002) or alternatively the calibration of the observed Lyα forest power spectrum
against simulations (McDonald et al., 2005, 2006; Viel & Haehnelt, 2006).

Direct inversion recognises that the three dimensional power spectrum can be
inverted from the line-of-sight power spectrum Lumsden, Heavens & Peacock (1989)
and the inversion can be facilitated further by the power-law dependence between the
measured Lyα optical depth and the IGM density field (i.e. τ ∝ (1 + δb)α; Zaroubi
et al. 2006). Provided sufficient numbers of spectra can be observed, direct inversion
can recover the shape and amplitude of the linear density power spectrum. The
calibration of the observed line-of-sight Lyα forest power spectrum to simulations
on the other hand is relatively straightforward. By matching the simulations to
observations through the iterative procedure described above, provides an estimate
of the cosmological parameters (or alternatively the IGM properties). However,
this approach is restricted by the number of cosmological simulations that can be
performed.

The advantages of these methods is that the Lyα forest provide unique estimates
of the overall normalisation of the matter power spectrum (σ8), as the Lyα forest is
sensitive to smaller scale density fluctuations than the CMB or galaxy clustering (see
Figure 1.2). These methods have both been utilised to infer cosmological constraints
in good agreement with other measurements (Desjacques & Nusser, 2005; McDonald
et al., 2005, 2006; Zaroubi et al., 2006; Viel & Haehnelt, 2006; Seljak, Slosar &
McDonald, 2006).

Advantages of the Lyα forest for BAO measurements

In the previous section I outlined the strength of line-of-sight measurements of the
Lyα forest in obtaining robust cosmological constraints. However, for constraining
dark energy the measurement of the BAO scale from the three dimensional clustering
of the Lyα forest is required. Therefore, in this section, I outline the advantages of
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the Lyα forest for BAO recovery.
The Lyα forest is well approximated by linear gravitational structure formation

allowing accurate relationships directly relating the observed Lyα forest flux to the
underlying density distribution required for BAO measurements. Additionally, sim-
ulations (both semi-analytic and N-body) can be easily calibrated to observations
further enhancing the understanding of the links between the IGM, the Lyα forest
and the matter distribution.

Measurements of the quasar luminosity function (Richards et al. 2006; the mea-
sure of the number of quasars per luminosity bin) indicate that the peak in the quasar
population occurs at roughly z ∼ 2.2 steadily decreasing out to higher redshift. In
addition, quasars are amongst the most luminous objects in the Universe, with each
observed Lyα forest spectrum probing of order 100s of megaparsecs of the neutral
hydrogen distribution in the IGM along the line-of-sight, in direct contrast to the
individual point-like measurements obtained from galaxy redshift surveys.

Furthermore, returning to the expression for the Lyα forest power spectrum
(Equation 1.59), numerical simulations by McDonald (2003) on the Lyα forest sug-
gest an approximate value of β ≈ 1.47 at z ≈ 2.25 dependent on the smoothing
scale of the IGM gas. As a result of the larger than unity value of β, redshift-space
distortions strongly enhance the recovered 3D Lyα forest clustering signal along the
line-of-sight allowing the Hubble parameter H(z) (measured along the line-of-sight),
to be constrained much more tightly than the angular diameter distance DA(z). This
is advantageous as H(z) is more sensitive to dark energy than DA(z) (which is more
tightly constrained from a galaxy survey).

Finally, the absorption line statistics per line-of-sight do not need to be accurately
measured (i.e. no line fitting required), hence only low to moderate signal to noise
Lyα forest spectra are required. Due to the substantial line-of-sight information per
Lyα forest spectrum, the number density of quasars does not need to be too large,
allowing larger survey volumes to be sampled. Since the fundamental requirement
for dark energy BAO surveys is volume, clearly the Lyα forest is an excellent BAO
probe.

Systematics affecting Lyα forest BAO measurements

It may seem straightforward to measure the BAO scale from the Lyα forest, however
in practice this is certainly not the case. Before the full potential of the Lyα forest
can be harnessed for dark energy experiments, the various systematic uncertainties
affecting the BAO scale must be explored. To this end, I will briefly discuss some of
the key uncertainties which could potentially impact the BAO scale.

Potentially the most important astrophysical systematic afflicting BAO recovery
from the Lyα forest is He II reionisation (Section 1.4.2), which is constrained to end
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at z ∼ 2.5 − 3 due to the presence of He II Gunn-Peterson troughs in the He II Lyα
forest spectra. The onset of He II reionisation by the peak in the quasar population is
thought to significantly modify the properties of the IGM, in turn modifying the Lyα
forest optical depth (e.g., FGPA; Equation 1.55). The bright, rare reionising quasars
inject hard UV ionising photons into the surrounding IGM inducing fluctuations into
the UV ionising background. In addition, the hard UV ionising photons photoheat
the IGM well outside the He III bubbles significantly increasing the IGM temperature
by more than ∼ 104 K (e.g. Furlanetto & Oh, 2008b; Bolton, Oh & Furlanetto, 2009b;
McQuinn et al., 2009; Compostella, Cantalupo & Porciani, 2013) and produce large-
scale fluctuations in the IGM temperature at ∼ 50 Mpc (McQuinn et al., 2009).
Finally, He II reionisation results in significant departures from an IGM temperature-
density power law relation, introducing considerable scatter into the relation (e.g.
Bolton, Oh & Furlanetto, 2009b; McQuinn et al., 2009; Compostella, Cantalupo &
Porciani, 2013). These large-scale fluctuations in the UV ionising background and
in the IGM temperature can have significant impacts on the clustering of the Lyα
absorbers and could potentially impact the recovery of the BAO scale from the Lyα
forest. The key to investigating the impact of He II reionisation on the BAO scale
is that the aforementioned effects should enter only as broadband power in the 3D
clustering measurements of the Lyα forest and not impact on the narrow BAO peak
feature (e.g. Xu et al., 2010; White et al., 2010). However, He II reionisation may
reduce the accuracy to which the BAO scale can be recovered.

The measurement of the mean Lyα flux must be determined relative to the intrin-
sic quasar continuum. However, the presence of the Lyα forest results in significant
uncertainties in estimating the true level (and shape) of the quasar continuum. Er-
rors in the quasar continuum level can alter the mean transmission level as well as the
relative strength and size of the absorption features potentially altering the inferred
clustering statistics. Techniques have been developed for determining the optimal
level of the quasar continuum (e.g. Hui et al., 2001; McDonald et al., 2006; Lee,
Suzuki & Spergel, 2012; Slosar et al., 2013) and quasar continuum errors have been
studied in the context of cosmological parameter estimates from the Lyα flux power
spectrum. However, while the size of the effect is thought to be small (McQuinn &
White, 2011) for three dimensional clustering analysis (i.e. BAO measurements) pro-
vided there are no correlations in the quasar continuum from sightline to sightline,
measurements of the Lyα forest power spectrum have never before been obtained on
such large spatial scales, hence this requires further investigation.

Finally, the Lyα forest is not a pristine measure of the neutral hydrogen in the
IGM. The abundances of hydrogen and helium are fixed by the BBN, while all heavy
atomic nuclei are produced in supernovae, which then pollute the IGM with metals.
Subsequently, while the low column density Lyα forest absorbers (NH I ≤ 1014.5)
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remain as pristine clouds of hydrogen (and helium), the higher column density clouds
can contain sufficient metallicity to produce additional absorption lines in the Lyα
forest. The most prominent source of contamination is caused by the Si III transition
(e.g. McDonald et al., 2006; Pieri et al., 2010). Additionally, DLAs contaminate
the Lyα forest by rendering large regions of the forest unusable due to the strong
Lyα damping wing absorption. The treatment of such contaminants can vary from
masking out contaminated regions to identifying and removing offending metal line
absorption features (e.g. McDonald et al., 2006; Slosar et al., 2011; Font-Ribera &
Miralda-Escudé, 2012; Slosar et al., 2013; Busca et al., 2013). These contaminants
are thought to induce additional correlations in the clustering amplitude as well
as providing additional noise (McQuinn & White, 2011), but their effect on the
recoverable BAO scale has yet to be investigated.

1.8.2 Lyα emitting galaxies

Thus far I have discussed how the Lyα forest is an excellent probe of the IGM
and large-scale structure well suited for recovering the BAO scale and providing
constraints on dark energy. Next, I discuss an alternative probe of large-scale struc-
ture, via the clustering of Lyα emitting (LAE) galaxies. I provide a brief historical
overview and discuss the basic properties of LAE galaxies before outlining the utility
of LAE galaxies for probing dark energy.

Partridge & Peebles (1967) initially proposed that young high redshift galaxies
undergoing their first star formation events should be detectable by their strong
Lyα emission line, providing a method to observe the first primeval galaxies. The
UV ionising photons emitted by the first young, massive O and B stars ionise the
surrounding H I in the interstellar medium (ISM). The H II then recombines due to
the high recombination rate for hydrogen, producing a Lyα photon two thirds of the
time (Osterbrock, 1989). However, attempts to observe these high redshift galaxies
proved difficult, the observed Lyα fluxes were considerably fainter than predicted,
hence not until ∼30 years later were the first Lyα emitting (LAE) galaxies observed
(Hu & McMahon, 1996; Cowie & Hu, 1998; Dey et al., 1998; Hu, Cowie & McMahon,
1998; Hu, McMahon & Cowie, 1999). Due to the strong Lyα emission produced in
LAE galaxies, they have been observed to populate a large redshift range, z ∼ 0.2−9

and additionally are no longer only considered young high-redshift galaxies, but are
classified as galaxies with starburst activity18.

Since their first detection, developments in observational techniques have facili-
tated the rapid increase in the number of observed LAE galaxies. Despite ground-

18Lyα emission by LAE galaxies is distinctly different to the Lyα emission from quasars. The
strong UV continuum emission from the AGN ionises the H I resulting in the strong production of
Lyα photons in two conical beams due to the two dimensional nature of the accretion disk.
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based detection of UV Lyα emission below z ∼ 2 being difficult due to the absorption
of UV photons by Earth’s atmosphere, space-based telescopes have facilitated the de-
tection of low redshift LAE galaxies (e.g. the Galaxy Evolution Explorer, GALEX).
The detection rate of LAE galaxies increases once the Lyα emission appears at op-
tical wavelengths (z ∼ 2 − 6.5) where the majority of LAEs are currently detected.
Ground based detections of LAEs into the infrared allow detection out to even higher
redshifts. The advancement in the number of LAEs follows surveys such as the Large
Area Lyman Alpha (LALA) survey (Rhoads et al., 2000; Kovač et al., 2007; Dawson
et al., 2007) and the Subaru Deep Field Taniguchi et al. (2005); Kashikawa et al.
(2011).

Although the Lyα emission was eventually observed, the fainter than predicted
Lyα emission line flux triggered intense investigations regarding physical mechanisms
responsible for the attenuation of the expected strong signal. Various studies discuss
the attenuation of the Lyα emission by physical effects within the galaxy such as the
kinematics of the H I gas (e.g. Kunth et al., 1994; Lequeux et al., 1995), attenuation
of the Lyα photons by dust or geometry (e.g. Meier & Terlevich, 1981; Pritchet,
1994), or by the complicated radiative transfer of the Lyα photons through the ISM
of the host galaxy (e.g. Neufeld, 1991; Giavalisco, Koratkar & Calzetti, 1996). Of
course, a combination of all these effects is likely responsible for the weaker emitted
Lyα flux. The situation however is further complicated by additional extragalactic
processes. Lyα photons escaping the source LAE galaxy are further attenuated by
resonant scattering out of the line-of-sight by H I in the intervening IGM analogous
to the Lyα forest (Section 1.8.1).

The detailed modelling of an individual LAE galaxy is then incredibly difficult.
Firstly, the complex internal radiative transfer of the Lyα photons within the ISM of
the galaxy must be treated fully and combined with the radiative transfer of the Lyα
photons through the IGM. The development of simulations with the dynamic range
to self-consistently simulate the internal physics of each individual galaxy while at
the same time sampling the immense volume of the IGM are not possible. To ease
the computational burden various simplified radiative transfer algorithms and semi-
analytic techniques have been developed.

Figure 1.8 illustrates the complex radiative transfer of Lyα photons escaping a
LAE galaxy. The left panel shows the characteristic Lyα line profile escaping from
the Lyα galaxy after processing by the ISM (e.g. Neufeld, 1990). The Lyα photons
emitted by a central source propagate outward and resonant scatter off H I in the ISM.
However, unlike in the IGM, the density of H I in the ISM facilitates the scattering of
photons back into the line-of-sight. Between each scattering event, the Lyα photons
attain a small additional velocity shift (Doppler shift) due to the random thermal
motions of the H I gas and eventually escape the LAE galaxy after multiple scattering
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Figure 5. Transmission F for z = 3.5 (left), 5.8 (middle), and 6.5 (right), for three different size categories of galaxies; small (dotted), intermediate (dashed), and large
(solid lines). Although slightly more absorption is seen in the vicinity of smaller galaxies, the transmission functions are quite similar for the three size ranges.

Figure 6. Illustration of the effect of the IGM on the observed Ly! profile emerging from a galaxy at z ! 3.5. Without taking into account the IGM, the two peaks are
roughly equally high (left panel). However, when the spectrum is transmitted through the IGM characterized by the transmission function F (") (middle panel), the
blue peak is diminished, resulting in an observed spectrum with a higher red peak (right panel).

redshifts the zre = 6 model clearly results in a much more
opaque universe, at lower redshifts the transmission properties
of the IGM in the different models are more similar, although at
z = 3.5, the zre = 10 model still transmits more light.

To see the difference in transmission around galaxies of
different sizes, Figure 5 shows the transmission function for
three size ranges (defined in Section 3.3). Since the distance
from the galaxies at which the sightlines start is given in terms of
virial radii, sightlines emerging from small galaxies start closer
to their source than for large galaxies, and since at lower redshifts
they tend to be clustered together in the same overdensities as
large galaxies, this results in slightly more absorption. However,
the difference is not very significant.

4.2. Effect on the Spectrum and Escape Fraction

In Figure 6, the “purpose” of the transmission function
is illustrated: the left panel shows the spectrum emerging
from a galaxy of Mvir = 4.9 " 109 M# and Ly! luminosity
LLy! = 4.9"1040 erg s$1, calculated with the Monte Carlo Ly!
RT code MoCaLaTA (Laursen et al. 2009a). Its circular velocity
of 42 km s$1 characterizes it as a small galaxy. The spectrum
which is actually observed, after the light has been transferred
through the IGM, is shown in the right panel. Although on
average the effect of the IGM is not very large at this redshift,
as seen by the solid line in the right panel, due to the large

dispersion in transmission (visualized by the gray-shaded area)
at least some such galaxies will be observed with a substantially
diminished blue peak.

In general, the larger a galaxy is the broader its emitted
spectrum is, since Ly! photons have to diffuse farther from
the line center for higher column densities of neutral gas. If
dust is present, this will tend to narrow the line (Laursen et al.
2009b). Larger galaxies tend to have higher metallicities and
hence more dust, but the lines will still be broader than the ones
of small galaxies. The galaxy used in Figure 6 is quite small. In
Figure 7, we show the impact of the IGM on the nine simulated
spectra from Laursen et al. (2009b), spanning a range in stellar
masses from !107 to !1010. For comparison, typical LAEs have
stellar masses of M#/M# ! 108–109 (Gawiser et al. 2006; Lai
et al. 2007; Finkelstein et al. 2007; Nilsson et al. 2007, obtained
from spectral energy distribution fitting).

Besides altering the shape of the emitted spectrum, the IGM
also has an effect on another quantity of much interest to
observers, namely the observed fraction fobs of the intrinsically
emitted number of Ly! photons. Since the bulk of the emitted
Ly! photons is due to young stars, the total Ly! luminosity
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Figure 5. Transmission F for z = 3.5 (left), 5.8 (middle), and 6.5 (right), for three different size categories of galaxies; small (dotted), intermediate (dashed), and large
(solid lines). Although slightly more absorption is seen in the vicinity of smaller galaxies, the transmission functions are quite similar for the three size ranges.

Figure 6. Illustration of the effect of the IGM on the observed Ly! profile emerging from a galaxy at z ! 3.5. Without taking into account the IGM, the two peaks are
roughly equally high (left panel). However, when the spectrum is transmitted through the IGM characterized by the transmission function F (") (middle panel), the
blue peak is diminished, resulting in an observed spectrum with a higher red peak (right panel).

redshifts the zre = 6 model clearly results in a much more
opaque universe, at lower redshifts the transmission properties
of the IGM in the different models are more similar, although at
z = 3.5, the zre = 10 model still transmits more light.

To see the difference in transmission around galaxies of
different sizes, Figure 5 shows the transmission function for
three size ranges (defined in Section 3.3). Since the distance
from the galaxies at which the sightlines start is given in terms of
virial radii, sightlines emerging from small galaxies start closer
to their source than for large galaxies, and since at lower redshifts
they tend to be clustered together in the same overdensities as
large galaxies, this results in slightly more absorption. However,
the difference is not very significant.

4.2. Effect on the Spectrum and Escape Fraction

In Figure 6, the “purpose” of the transmission function
is illustrated: the left panel shows the spectrum emerging
from a galaxy of Mvir = 4.9 " 109 M# and Ly! luminosity
LLy! = 4.9"1040 erg s$1, calculated with the Monte Carlo Ly!
RT code MoCaLaTA (Laursen et al. 2009a). Its circular velocity
of 42 km s$1 characterizes it as a small galaxy. The spectrum
which is actually observed, after the light has been transferred
through the IGM, is shown in the right panel. Although on
average the effect of the IGM is not very large at this redshift,
as seen by the solid line in the right panel, due to the large
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at least some such galaxies will be observed with a substantially
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spectrum is, since Ly! photons have to diffuse farther from
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dust is present, this will tend to narrow the line (Laursen et al.
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hence more dust, but the lines will still be broader than the ones
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Figure 7, we show the impact of the IGM on the nine simulated
spectra from Laursen et al. (2009b), spanning a range in stellar
masses from !107 to !1010. For comparison, typical LAEs have
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Figure 5. Transmission F for z = 3.5 (left), 5.8 (middle), and 6.5 (right), for three different size categories of galaxies; small (dotted), intermediate (dashed), and large
(solid lines). Although slightly more absorption is seen in the vicinity of smaller galaxies, the transmission functions are quite similar for the three size ranges.

Figure 6. Illustration of the effect of the IGM on the observed Ly! profile emerging from a galaxy at z ! 3.5. Without taking into account the IGM, the two peaks are
roughly equally high (left panel). However, when the spectrum is transmitted through the IGM characterized by the transmission function F (") (middle panel), the
blue peak is diminished, resulting in an observed spectrum with a higher red peak (right panel).
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Figure 5. Transmission F for z = 3.5 (left), 5.8 (middle), and 6.5 (right), for three different size categories of galaxies; small (dotted), intermediate (dashed), and large
(solid lines). Although slightly more absorption is seen in the vicinity of smaller galaxies, the transmission functions are quite similar for the three size ranges.

Figure 6. Illustration of the effect of the IGM on the observed Ly! profile emerging from a galaxy at z ! 3.5. Without taking into account the IGM, the two peaks are
roughly equally high (left panel). However, when the spectrum is transmitted through the IGM characterized by the transmission function F (") (middle panel), the
blue peak is diminished, resulting in an observed spectrum with a higher red peak (right panel).
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of the IGM in the different models are more similar, although at
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Figure 5. Transmission F for z = 3.5 (left), 5.8 (middle), and 6.5 (right), for three different size categories of galaxies; small (dotted), intermediate (dashed), and large
(solid lines). Although slightly more absorption is seen in the vicinity of smaller galaxies, the transmission functions are quite similar for the three size ranges.

Figure 6. Illustration of the effect of the IGM on the observed Ly! profile emerging from a galaxy at z ! 3.5. Without taking into account the IGM, the two peaks are
roughly equally high (left panel). However, when the spectrum is transmitted through the IGM characterized by the transmission function F (") (middle panel), the
blue peak is diminished, resulting in an observed spectrum with a higher red peak (right panel).
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of the IGM in the different models are more similar, although at
z = 3.5, the zre = 10 model still transmits more light.

To see the difference in transmission around galaxies of
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three size ranges (defined in Section 3.3). Since the distance
from the galaxies at which the sightlines start is given in terms of
virial radii, sightlines emerging from small galaxies start closer
to their source than for large galaxies, and since at lower redshifts
they tend to be clustered together in the same overdensities as
large galaxies, this results in slightly more absorption. However,
the difference is not very significant.
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which is actually observed, after the light has been transferred
through the IGM, is shown in the right panel. Although on
average the effect of the IGM is not very large at this redshift,
as seen by the solid line in the right panel, due to the large
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dust is present, this will tend to narrow the line (Laursen et al.
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hence more dust, but the lines will still be broader than the ones
of small galaxies. The galaxy used in Figure 6 is quite small. In
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Figure 5. Transmission F for z = 3.5 (left), 5.8 (middle), and 6.5 (right), for three different size categories of galaxies; small (dotted), intermediate (dashed), and large
(solid lines). Although slightly more absorption is seen in the vicinity of smaller galaxies, the transmission functions are quite similar for the three size ranges.

Figure 6. Illustration of the effect of the IGM on the observed Ly! profile emerging from a galaxy at z ! 3.5. Without taking into account the IGM, the two peaks are
roughly equally high (left panel). However, when the spectrum is transmitted through the IGM characterized by the transmission function F (") (middle panel), the
blue peak is diminished, resulting in an observed spectrum with a higher red peak (right panel).
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of the IGM in the different models are more similar, although at
z = 3.5, the zre = 10 model still transmits more light.

To see the difference in transmission around galaxies of
different sizes, Figure 5 shows the transmission function for
three size ranges (defined in Section 3.3). Since the distance
from the galaxies at which the sightlines start is given in terms of
virial radii, sightlines emerging from small galaxies start closer
to their source than for large galaxies, and since at lower redshifts
they tend to be clustered together in the same overdensities as
large galaxies, this results in slightly more absorption. However,
the difference is not very significant.
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In Figure 6, the “purpose” of the transmission function
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from a galaxy of Mvir = 4.9 " 109 M# and Ly! luminosity
LLy! = 4.9"1040 erg s$1, calculated with the Monte Carlo Ly!
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of 42 km s$1 characterizes it as a small galaxy. The spectrum
which is actually observed, after the light has been transferred
through the IGM, is shown in the right panel. Although on
average the effect of the IGM is not very large at this redshift,
as seen by the solid line in the right panel, due to the large
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diminished blue peak.
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the line center for higher column densities of neutral gas. If
dust is present, this will tend to narrow the line (Laursen et al.
2009b). Larger galaxies tend to have higher metallicities and
hence more dust, but the lines will still be broader than the ones
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masses from !107 to !1010. For comparison, typical LAEs have
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Figure 5. Transmission F for z = 3.5 (left), 5.8 (middle), and 6.5 (right), for three different size categories of galaxies; small (dotted), intermediate (dashed), and large
(solid lines). Although slightly more absorption is seen in the vicinity of smaller galaxies, the transmission functions are quite similar for the three size ranges.

Figure 6. Illustration of the effect of the IGM on the observed Ly! profile emerging from a galaxy at z ! 3.5. Without taking into account the IGM, the two peaks are
roughly equally high (left panel). However, when the spectrum is transmitted through the IGM characterized by the transmission function F (") (middle panel), the
blue peak is diminished, resulting in an observed spectrum with a higher red peak (right panel).

redshifts the zre = 6 model clearly results in a much more
opaque universe, at lower redshifts the transmission properties
of the IGM in the different models are more similar, although at
z = 3.5, the zre = 10 model still transmits more light.

To see the difference in transmission around galaxies of
different sizes, Figure 5 shows the transmission function for
three size ranges (defined in Section 3.3). Since the distance
from the galaxies at which the sightlines start is given in terms of
virial radii, sightlines emerging from small galaxies start closer
to their source than for large galaxies, and since at lower redshifts
they tend to be clustered together in the same overdensities as
large galaxies, this results in slightly more absorption. However,
the difference is not very significant.

4.2. Effect on the Spectrum and Escape Fraction

In Figure 6, the “purpose” of the transmission function
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RT code MoCaLaTA (Laursen et al. 2009a). Its circular velocity
of 42 km s$1 characterizes it as a small galaxy. The spectrum
which is actually observed, after the light has been transferred
through the IGM, is shown in the right panel. Although on
average the effect of the IGM is not very large at this redshift,
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Figure 5. Transmission F for z = 3.5 (left), 5.8 (middle), and 6.5 (right), for three different size categories of galaxies; small (dotted), intermediate (dashed), and large
(solid lines). Although slightly more absorption is seen in the vicinity of smaller galaxies, the transmission functions are quite similar for the three size ranges.

Figure 6. Illustration of the effect of the IGM on the observed Ly! profile emerging from a galaxy at z ! 3.5. Without taking into account the IGM, the two peaks are
roughly equally high (left panel). However, when the spectrum is transmitted through the IGM characterized by the transmission function F (") (middle panel), the
blue peak is diminished, resulting in an observed spectrum with a higher red peak (right panel).

redshifts the zre = 6 model clearly results in a much more
opaque universe, at lower redshifts the transmission properties
of the IGM in the different models are more similar, although at
z = 3.5, the zre = 10 model still transmits more light.

To see the difference in transmission around galaxies of
different sizes, Figure 5 shows the transmission function for
three size ranges (defined in Section 3.3). Since the distance
from the galaxies at which the sightlines start is given in terms of
virial radii, sightlines emerging from small galaxies start closer
to their source than for large galaxies, and since at lower redshifts
they tend to be clustered together in the same overdensities as
large galaxies, this results in slightly more absorption. However,
the difference is not very significant.

4.2. Effect on the Spectrum and Escape Fraction

In Figure 6, the “purpose” of the transmission function
is illustrated: the left panel shows the spectrum emerging
from a galaxy of Mvir = 4.9 " 109 M# and Ly! luminosity
LLy! = 4.9"1040 erg s$1, calculated with the Monte Carlo Ly!
RT code MoCaLaTA (Laursen et al. 2009a). Its circular velocity
of 42 km s$1 characterizes it as a small galaxy. The spectrum
which is actually observed, after the light has been transferred
through the IGM, is shown in the right panel. Although on
average the effect of the IGM is not very large at this redshift,
as seen by the solid line in the right panel, due to the large
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Figure 5. Transmission F for z = 3.5 (left), 5.8 (middle), and 6.5 (right), for three different size categories of galaxies; small (dotted), intermediate (dashed), and large
(solid lines). Although slightly more absorption is seen in the vicinity of smaller galaxies, the transmission functions are quite similar for the three size ranges.

Figure 6. Illustration of the effect of the IGM on the observed Ly! profile emerging from a galaxy at z ! 3.5. Without taking into account the IGM, the two peaks are
roughly equally high (left panel). However, when the spectrum is transmitted through the IGM characterized by the transmission function F (") (middle panel), the
blue peak is diminished, resulting in an observed spectrum with a higher red peak (right panel).
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opaque universe, at lower redshifts the transmission properties
of the IGM in the different models are more similar, although at
z = 3.5, the zre = 10 model still transmits more light.

To see the difference in transmission around galaxies of
different sizes, Figure 5 shows the transmission function for
three size ranges (defined in Section 3.3). Since the distance
from the galaxies at which the sightlines start is given in terms of
virial radii, sightlines emerging from small galaxies start closer
to their source than for large galaxies, and since at lower redshifts
they tend to be clustered together in the same overdensities as
large galaxies, this results in slightly more absorption. However,
the difference is not very significant.
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is illustrated: the left panel shows the spectrum emerging
from a galaxy of Mvir = 4.9 " 109 M# and Ly! luminosity
LLy! = 4.9"1040 erg s$1, calculated with the Monte Carlo Ly!
RT code MoCaLaTA (Laursen et al. 2009a). Its circular velocity
of 42 km s$1 characterizes it as a small galaxy. The spectrum
which is actually observed, after the light has been transferred
through the IGM, is shown in the right panel. Although on
average the effect of the IGM is not very large at this redshift,
as seen by the solid line in the right panel, due to the large
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spectrum is, since Ly! photons have to diffuse farther from
the line center for higher column densities of neutral gas. If
dust is present, this will tend to narrow the line (Laursen et al.
2009b). Larger galaxies tend to have higher metallicities and
hence more dust, but the lines will still be broader than the ones
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Figure 1.8: Left: The characteristic emitted Lyα line profile emerging from a LAE galaxy
(see text for further details). Middle: The transmission function of the IGM. Photons blue-
ward of Lyα from the emerging profile of the LAE galaxy will redshift into resonance with
the H I in the IGM due to the cosmic expansion and be scattered out of the line-of-sight
resulting in the reduction of the Lyα flux. Shaded regions are indicative of the line-of-sight
variations in the IGM. Right: The observed Lyα emission line from the LAE galaxy, the blue
peak can be completely absorbed while the red peak remains relatively unaffected. Hence
LAE galaxies produce asymmetric line profiles which depend strongly on the properties of
the IGM. Figure from (Laursen, Sommer-Larsen & Razoumov, 2011).

events. The intensity of the emergent line profile contains two distinct peaks, one
blueward and one redward of Lyα resonance due to the total summed contribution
from the velocity shifts after each scattering event. The blue peak corresponds to
Lyα photons initially directed towards the observer that scatter off H I escaping in
the line-of-sight direction (shortest travelled path). The red peak corresponds to Lyα
photons escaping perpendicular or away from the line-of-sight eventually scattering
back into the line-of-sight (longest travelled path). The observed drop in intensity at
Lyα resonance occurs as it is unlikely that Lyα photons can escape the LAE galaxy
without at least one scattering event.

The escaping Lyα photons are then transmitted through the IGM, and are sub-
jected to the same resonant scattering by H I along the line-of-sight as the Lyα forest.
The impact of the IGM on the transmission fraction of Lyα photons can be seen in
the middle panel of Figure 1.8 and the emergent Lyα line profile detected by the ob-
server can be seen in the final panel of Figure 1.8. The blue peak of the LAE galaxy
line profile redshifts into resonance with H I gas in the IGM due to cosmic expansion
and scatters out of the line of sight, indicated by a less than unity transmission frac-
tion. Properties of the IGM such as peculiar velocities and UV ionising background
fluctuations further reduce the transmitted fraction of Lyα photons, with variations
per line-of-sight indicated by the shaded region. This sightline to sightline variation
is indicative of the observed broad range of asymmetric Lyα emission line profiles
detected. The red peak on the other hand redshifts further from Lyα resonance re-
sulting in almost perfect transmission through the IGM, however small reductions in



52 Chapter 1: Introduction

the transmitted fraction occur near Lyα line centre due to peculiar velocities in the
IGM. This picture however is further complicated by additional internal processes
within the LAE galaxy. Galactic outflows resulting from the starburst activity will
impart bulk velocities onto the H I in the ISM further complicating the emergent Lyα
emission line profile (e.g. Verhamme, Schaerer & Maselli, 2006; Dijkstra & Wyithe,
2010; Dijkstra & Kramer, 2012; Duval et al., 2013).

Due to the strong Lyα emission yielding relatively easy detection out to high
redshift, LAE galaxies have been proposed as a cosmological probe. For example the
attenuation of Lyα emission by H I in the IGM allows LAE galaxies to probe the epoch
of H I reionisation (e.g. Miralda-Escudé & Rees, 1998; Malhotra & Rhoads, 2004;
McQuinn et al., 2007). By measuring the evolution of the luminosity function with
increasing redshift, any significant reduction in the normalisation of the luminosity
function could signal a significant increase in the neutral fraction of hydrogen (e.g.
Ouchi et al., 2010; Kashikawa et al., 2011). Additionally, since LAE galaxies trace
the underlying dark matter distribution, they provide an alternative high-redshift
(biased) tracer of large-scale structure for constraining dark energy. The HETDEX
survey aims to exploit this fact to measure the redshifts of LAE galaxies at z ∼ 2−3

to provide the highest redshift to date measurement of the BAO scale using galaxy
clustering. Within the context of this thesis, I will investigate the feasibility of LAE
galaxy clustering to provide cosmological constraints relevant for providing insights
into the nature of dark energy. I will tackle the problem from a purely statistical
viewpoint overlooking the complexities of detailed radiative transfer modelling of the
LAE galaxies, and instead attempt to quantify the effect of the IGM on the observed
clustering of LAE galaxies.

1.9 Outline

The Lyα transition provides an excellent high-redshift probe of large-scale structure
due to its strong dependence on H I in the IGM. For this reason large observing pro-
grammes have been proposed to utilise Lyα cosmology to probe the nature of dark
energy at higher redshifts than previously measured. BOSS will provide measure-
ments of the large-scale distribution of matter already providing the first measure-
ments of the BAO scale with the Lyα forest. HETDEX will measure the BAO scale
using LAE galaxies to provide the first cosmological analysis performed with LAE
galaxies with high redshift constraints complementary to BOSS. Both the Lyα forest
and the detectability of LAE galaxies are strongly dependent on understanding the
physical properties of the IGM. The aim of this thesis is to maximise the cosmological
potential of BOSS and HETDEX by understanding the astrophysical systematics of
the IGM on Lyα cosmology and how these affect measurements of the BAOs. There
are three main areas of focus:
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• Large volume simulations of the Lyα forest are computationally very expensive.
I discuss a semi-analytic Lyα forest simulation model developed to reproduce
large-scale observations of the Lyα forest in order to facilitate understanding
of the astrophysical systematics

• An investigation of whether large-scale fluctuations in the UV ionising back-
ground and IGM temperature as a result of the reionisation of helium by
quasars can impact the recovered accuracy of the BAO scale from the Lyα
forest

• An investigation of whether Lyα attenuation by the physical properties of the
IGM (i.e. H I densities, peculiar velocities or ionising background fluctuations)
impact the precision recovery of cosmological constraints from a LAE galaxy
redshift survey. I look at alternative measurements of galaxy clustering to
provide insightful information for separating cosmological information from
radiative transfer processes in the IGM

This thesis is organised as follows. Chapter 2 outlines the development of a semi-
analytic model for simulating large volume, Lyα forest surveys and investigates the
performance of the simulations by matching to observationally determined statistical
measures of the Lyα forest. Chapter 3 focuses on the recovery of the BAO scale
from simulations of the Lyα forest mimicking large volume Lyα forest surveys and
provides scaling relations and conclusions for BOSS and BigBOSS. Astrophysical
systematics in the recovery of the BAO scale need to be investigated to fully utilise the
cosmological information from Lyα forest surveys. Using the simulations developed
in the earlier chapters I investigate the impact of He II reionisation on the recovery
of the BAO scale in Chapter 4. Chapter 5 investigates using measurements of the
power spectrum of LAE galaxies as high redshift probes of large-scale structure
for constraining cosmological parameters. With the LAE galaxy power spectrum
suffering cosmological radiative transfer parameter degeneracies Chapter 6 develops
a model for using higher order statistics of LAE galaxy clustering for breaking non-
gravitational parameter degeneracies. This thesis concludes in Chapter 7 with a final
summary of the research presented in the preceding chapters and a short discussion
on proposed future extensions of this research and outlook.





Chapter 2

Developing the Lyα Forest
Simulations
2.1 Introduction

As discussed in the previous chapter, the Lyα forest provides an excellent alternative
to galaxies as a high redshift probe of dark energy. The advantage lies in the fact
that the Lyα forest probes the line-of-sight structure in the IGM via the absorption
of Lyα photons by neutral hydrogen. By measuring the three-dimensional clustering
of absorption from the Lyα forest we can obtain a map of the large-scale clustering
of matter, facilitating the measurement of the BAO scale.

McDonald & Eisenstein (2007) demonstrated that low to medium signal-to-noise
(S/N) spectra of a large number of quasars with sufficient density per square degree
could be used to detect the BAO signal with the Lyα forest. As an example, these
authors estimated that the BAO scale could be measured in a 2000 square degree
survey with 40 quasars per square degree. The BAO signal may then be statisti-
cally extracted from such a sample via either the correlation function (measured as a
characteristic peak) or the power spectrum (measured as a characteristic oscillation
period). More recently McQuinn & White (2011) demonstrated the sensitivity of fu-
ture Lyα forest surveys to the flux correlation function, and investigated the optimal
survey configuration for estimating the Lyα forest correlations including the use of
galaxies as background sources to boost the Lyα forest survey sensitivity. These au-
thors also estimate the sensitivity of a future BAO measurement to the systematics
associated with Lyα forest surveys.

In anticipation of the necessary large volume Lyα forest surveys such as BOSS
(Schlegel, White & Eisenstein, 2009; Slosar et al., 2011), simulation work has also
been carried out to construct synthetic Lyα forest spectra for use in constructing
mock surveys. Recently, large volume, high resolution dark matter (DM) N-body
simulations have been performed by White et al. (2010) and Slosar et al. (2009),
while Norman, Paschos & Harkness (2009) have presented fully hydrodynamical
simulations in slightly smaller volumes for this purpose. Alternatively, semi-analytic
approaches for studying the BAO in the Lyα forest have been developed (Le Goff
et al., 2011; Kitaura, Gallerani & Ferrara, 2012; Font-Ribera, McDonald & Miralda-
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Escudé, 2012).

In general there are two approaches when it comes to generating Lyα forest
mock surveys, and the preferred approach depends on the desired application. One
approach is to fully simulate the underlying inhomogeneous IGM density and velocity
distribution and subsequently generate synthetic Lyα forest spectra according to
the modelled small-scale physics (e.g. Norman, Paschos & Harkness, 2009; Slosar
et al., 2009; White et al., 2010; Le Goff et al., 2011; Kitaura, Gallerani & Ferrara,
2012). The other bypasses the computationally expensive simulation of the IGM
and instead generates realistic Lyα forest spectra assuming the IGM density and
flux properties are well-modelled by physically measurable probability distributions
(e.g. Font-Ribera, McDonald & Miralda-Escudé, 2012).

The advantage of the former is that by fully modelling the IGM properties, various
physical systematics that can impact on both the small and large scale structure
of the IGM (such as He II reionisation) can be explored and quantified. However,
the major drawback is the required computational resources and limited number of
realisations produceable, restricting their exploration of the astrophysical parameter
space (at least in the case of hydrodynamic and N-body codes). The second approach,
bypassing the modelling of the IGM is far more efficient at producing realistic mock
surveys. The advantage here is that one can easily produce synthetic Lyα forest
spectra mimicking the true observational footprint of a Lyα forest survey, while
the efficiency allows an increased number of realisations to be statistically analysed.
Furthermore, one can easily modify the Lyα forest bias and redshift-space distortion
parameters to match the mock survey to the realistic data while also being able to
introduce artificial power on different spatial scales to efficiently mimic systematic
effects. Clearly, both approaches are complimentary to one another with the desired
application being the deciding factor.

In this work I will outline a method for producing fast (i.e. less than one day),
similarly large volume, high resolution simulations using a single desktop PC with
a graphics processing unit (GPU). The approach, which is based on widely used
semi-analytical models for the Lyα forest (Bi, 1993; Reisenegger & Miralda-Escude,
1995; Gnedin & Hui, 1996; Bi & Davidsen, 1997; Hui, Gnedin & Zhang, 1997; Gnedin
& Hui, 1998; Choudhury, Srianand & Padmanabhan, 2001; Matarrese & Mohayaee,
2002; Viel et al., 2002a,b), does not capture the mildly non-linear effects of the Lyα
forest modelled in the N-body and hydrodynamical simulations. Nevertheless, this
method is well suited for studying the statistics of Lyα forest absorption on large
scales, where the assumption of linear evolution is a reasonable approximation. Our
approach is therefore complimentary to more accurate but very expensive numerical
simulations.

In this chapter I will describe the testing and development of the semi-analytic
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large volume Lyα forest simulations to be used to investigate the BAO recovery in
Chapter 3 and the associated astrophysical systematics in Chapter 4. In Section 2.2,
I summarise the semi-analytic model techniques for generating a linear dark matter
density field and the associated approximation schemes for mapping the linear dark
matter density to the IGM gas density. In Section 2.3, I compare the semi-analytical
model density and velocity fields to a fully hydrodynamical simulation. In Section 2.4
I outline the method used for generating the synthetic Lyα forest spectra. In Sec-
tion 2.5 I describe the large volume Lyα forest simulations to be used to investigate
the recovery of the BAO scale in more detail. To test the semi-analytic Lyα for-
est simulations, in Section 2.6 I compare the simulated Lyα flux statistics against a
fully hydrodynamical simulation and a selection of observational data. The key to
the efficiency of the Lyα forest simulations is the implementation of a GPU, whose
performance enhancements will be discussed in Section 2.7. Finally, in Section 2.8 I
finish with closing remarks on the Lyα forest simulation method.

2.2 Semi-analytic model for the IGM

The initial dark matter density perturbations follow a Gaussian distribution (as de-
scribed by inflation) and their clustering properties are fully described by the CMB
power spectrum. This situation fully describes the initial conditions for cosmological
simulations of the density field. Working in Fourier space for mathematical con-
venience, the initial density fluctuations can be fully described by their real and
imaginary components (Martel, 2005)

Re δk ∝ G(0, 1)N3

[
P (k)

2Vbox

]1/2

, (2.1)

Im δk ∝ G(0, 1)N3

[
P (k)

2Vbox

]1/2

, (2.2)

where G(0, 1) is a random number drawn from a Gaussian distribution of zero mean
and unity variance, N is the number of discrete wavemodes per side length Lbox of
the total simulation volume Vbox. The constant of proportionality differs according
to the formalism describing the Fourier transformation.

Semi-analytic models of the ‘linear’ dark matter density field can then be ob-
tained by simply performing the three dimensional Fourier transformation and lin-
early evolving the resultant real-space density field by the linear growth factor D(z).
The problem with direct application of semi-analytic models however is that they can
produce unphysical values for the density field (δ < −1). The semi-analytic model
ensures the statistical distribution of the simulated linear densities are fixed to be
Gaussian and clustered according to the input power spectrum, however nothing
prevents individual densities becoming unphysical. In addition, while semi-analytic
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models can be used to simulated the statistics of the dark matter distribution, they
cannot simulate the complicated physical processes relating the dark matter distribu-
tion to the physically measurable baryon distribution important for understanding
the Lyα forest. On the other hand, the Lyα forest is well approximated by the
linear regime of structure formation, hence semi-analytic models can be extremely
useful for understanding the Lyα forest provided an accurate prescription between
the linear dark matter density and the baryonic IGM gas can be developed.

Many approximate techniques have been proposed for modelling the mildly non-
linear, low column density IGM from an initial dark matter distribution. Approaches
taken include the lognormal method (Coles & Jones, 1991) applied to the linear
DM distribution to mimic non-linear behaviour (Bi, 1993; Bi & Davidsen, 1997;
Choudhury, Srianand & Padmanabhan, 2001), the rank-ordered mapping of linear
to non-linear densities using a calibration hydrodynamical simulation (Viel et al.,
2002b) or using the Zel’dovich approximation (Zel’Dovich, 1970) to generate the DM
distribution. Many of these models also subsequently smooth the initial DM density
field on a scale related to the Jeans length in the low density IGM, accounting for
the effect of gas pressure on the baryon distribution on small scales (Reisenegger
& Miralda-Escude, 1995; Gnedin & Hui, 1996, 1998; Hui, Gnedin & Zhang, 1997;
Matarrese & Mohayaee, 2002; Viel et al., 2002a). The remainder of this section
will be dedicated to investigating the application of these various approximation
methods to determine the best approach for producing an accurate description of
the low density IGM for the Lyα forest simulations.

2.2.1 Hydrodynamic simulations

To investigate the performance of the semi-analytic model at producing the statistics
of the low density IGM, comparisons must be made against numerical simulations
which fully simulate the gravitational evolution of structure formation and the pres-
sure forces which complicate the relationship between the baryons and the dark mat-
ter. To serve as a calibration hydrodynamical simulation, I use model L3 of Bolton
et al. (2010), with a snapshot at z = 2.976 generated using the parallel Tree-SPH
code GADGET-3 (Springel, 2005). This simulation assumes a ΛCDM cosmology
with, h = 0.72, Ωm = 0.26, ΩΛ = 0.74, Ωb = 0.0444, ns = 0.96 and σ8 = 0.8.
The calibration simulation has a box size of 40 h−1 Mpc and contains 2× 5123 gas
and DM particles, yielding a gas particle mass resolution of 5.9 × 106h−1M�. Im-
portantly, this particular box size and mass resolution is sufficient for resolving the
gas densities responsible for the Lyα forest at z ' 3 (Bolton & Becker, 2009). The
cosmology used to generate this calibration hydrodynamical simulation will be used
throughout the remainder of this chapter, as well as Chapter 3 and Chapter 4 for all
our semi-analytic Lyα forest simulations.
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2.2.2 The IGM density field from the semi-analytic model

Our first step is to investigate the various approximation techniques for modelling
the mildly non-linear IGM density distribution from the initial linear dark matter
distribution. For all the semi-analytic models within this thesis we generate the
initial linear dark matter density field in Fourier space according to the linear dark
matter transfer functions of Eisenstein & Hu (1998).

Firstly, using the semi-analytic model we simulate the linear dark matter density
distribution from a 40h−1 Mpc simulation cube containing 512 pixels per side length.
We then investigate various smoothing procedures aiming to mimic the effects of gas
pressure on the low density IGM.

To account for the effects of gas on the baryons, following Bi & Davidsen (1997)
we smooth the initial linear dark matter density field with the kernel

δIGM(k, z) =
δDM(k, z)

1 + k2/k2
F(z)

, (2.3)

where kF is the filtering scale, which is related to the comoving Jeans scale kJ via
kF = εkJ. The comoving Jeans scale is given by

kJ = H0

[
3µmpΩm(1 + z)

2γkBT (z)

]1/2

, (2.4)

where µ is the reduced mass and T (z) is the gas temperature. The smoothing scale
kF is a free parameter in the simulations, and effectively accounts for the finite
delay between heating and the subsequent pressure response of the gas, which is
dependent on the specific reionisation history (Gnedin & Hui, 1998; Desjacques &
Nusser, 2005). In this work we choose kF = 6.5 Mpc−1, which we find provides good
agreement with spectra extracted from our calibration hydrodynamical simulation
and the observational data (see Section 2.6).

An alternative technique to mimic the effects of baryonic pressure was imple-
mented by the truncated Zel’dovich approximation (Kofman, 1991; Coles, Melott &
Shandarin, 1993; Melott, Buchert & Wiess, 1995). The approach is to smooth the
linear dark matter density field by a Gaussian window, W (k, ks) = exp(−k2/2k2

s )

with ks = 1.5knl where knl is the non-linear wavenumber given by

1 = D2(z)

∫ knl

0
P (k)d3k. (2.5)

Additionally, the lognormal method (Coles & Jones, 1991), has been applied to
the linear dark matter density distribution and found to produce an adequate de-
scription of the density PDF of the IGM (Bi, 1993; Bi & Davidsen, 1997; Choudhury,
Srianand & Padmanabhan, 2001). After smoothing the initial dark matter by the
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Figure 2.1: Comparison of the IGM gas density PDFs from the calibration hydrodynamical
simulation (thick-solid curve) to those generated from the various smoothing and mapping
techniques applied to the semi-analytic model (∆b = 1+δb). The details of the various curves
are as follows; IGM gas density obtained directly from the semi-analytic model assuming
no smoothing (thin-solid), Jeans smoothing (dashed), smoothing via Gaussian kernel with
various scales (dot-dashed and dotted) and Jeans smoothing followed by lognormal mapping
(triple-dot dashed).

Jeans scale, the IGM density obtained from the lognormal model is given by

1 + δIGM(x, z) = exp

[
δDM(x, z)− D2(z)〈δ2

DM〉
2

]
, (2.6)

where the lognormal model is dependent on the variance of the dark matter density
distribution, 〈δ2

DM〉.
To investigate the performance of the approximation techniques we apply each

method to our initial linear dark matter simulation. Aiding the comparison, we de-
termine the statistical distribution of the resultant mildly non-linear IGM density
distribution through measurement of the one dimensional probability distribution
function (PDF). In Figure 2.1, we compare the density PDFs from the various ap-
proximation techniques against the density PDFs of the calibration hydrodynamical
simulation and the initial linear dark matter distribution. Although all the approxi-
mation techniques improve on the statistics relative to the initial linear dark matter
distribution we observe a rather poor agreement when compared against the cali-
bration hydrodynamical simulation. It should be pointed out however, that all of
these approximation techniques contain free parameters that can be modified to im-
prove on the agreement between the semi-analytic description of the IGM density
and the calibration hydrodynamical simulation. Nevertheless, in the next section we
will outline more accurate methods for producing the mildly non-linear IGM density
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distribution from semi-analytic models of the linear dark matter density.

2.2.3 The IGM density field from the hydrodynamic simulation

Viel et al. (2002b) performed an in depth analysis of various approaches for produc-
ing more accurate models for the IGM gas density distribution from semi-analytic
models. These authors found that the approximation between the linear dark matter
density and the mildly non-linear IGM density can be improved by using a calibration
hydrodynamical simulation. Following these authors, we apply their approximation
methods to our calibration hydrodynamical simulation to determine the approach to
best suit our requirements.

In Figure 2.2, we provide two dimensional scatter plots of the relationship be-
tween the dark matter density drawn from the calibration hydrodynamical simulation
and the IGM gas density either directly from the hydrodynamical simulation or after
various approximation methods. In the top left panel, we provide the direct rela-
tionship between the IGM and dark matter density drawn from the hydrodynamical
simulation. An almost one-to-one relationship between the dark matter and IGM
density is evident toward low densities, with a slight decrease in the slope for increas-
ing densities due to the pressure effects of the baryons. Additionally, below mean
density, the IGM density can be significantly higher than the dark matter density,
as pressure effects push the baryons back into the voids. However, significant scat-
ter about this one-to-one relationship is evident for all densities. The source of the
scatter at low densities results from shock heated gas infalling into the dark matter
potential wells, whereas at larger densities the scatter depends on the conversion
of baryonic gas within the galaxies. To aid the visual comparison, both the IGM
density and the dark matter density PDFs are provided in the bottom left panel.

Viel et al. (2002b) suggested fitting the mean relationship between the IGM and
dark matter density with a third-order polynomial. In the top right panel, we pro-
vide the IGM density after application of our third-order polynomial fit to the dark
matter density. The third-order polynomial fit more clearly shows the near one-to-
one relationship, with slight upturn and decrease in the IGM density at low and high
density respectively. The third-order polynomial method is fit to the mean of the
relationship and hence it is sensitive to the amount of scatter about the relationship.
Additionally, fitting by a polynomial completely removes the scatter resulting from
Jeans smoothing. The density PDF following the third-order polynomial method
(dot-dashed curve) produces a reasonable fit compared to the calibration hydrody-
namical IGM density PDF except it produces an excess at low densities and under
represents the higher density regions.

For applications of semi-analytic models, Viel et al. (2002b) suggest to perform
a direct rank ordered map between the linear density field and the non-linear den-
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Figure 2.2: Two dimensional scatter plots detailing the relationship between the underlying
dark matter density from the calibration hydrodynamical simulation and various techniques
to determine the IGM gas density. Top left: Relationship between the dark matter and
IGM gas density from the calibration hydrodynamical simulation. Top right: Fitting the
relationship between the dark matter and IGM gas density using a third-order polynomial
fit (Viel et al., 2002b). Middle left: Direct rank-order mapping the hydrodynamical dark
matter density to the hydrodynamical IGM gas densities. Middle right: Obtaining the
IGM density via Jeans smoothing the hydrodynamical dark matter density. Bottom left:
Jeans smoothing the dark matter density then rank-order mapping to the IGM gas density.
Contour levels increase by a factor of 10 up to a maximum of 104 (a total of 5.12×106 points
are used). Bottom right: Density PDFs of the hydrodynamical dark matter (solid) and IGM
density (dashed), the IGM gas density PDF after polynomial fitting (dot-dashed) and Jeans
smoothing (dotted). By design the rank-ordered mapping density PDFs are equivalent to
the hydrodynamical IGM gas PDF.
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sity field from a calibration hydrodynamical simulation before approximating the
relationship between the IGM density and the dark matter density. Instead we use
this idea to perform the rank ordered map from the dark matter distribution to the
IGM density distribution from the calibration hydrodynamical simulation. The two
dimensional relationship can be seen in the middle left panel of Figure 2.2. The
relationship is almost identical to that of the third-order polynomial fit, save for the
slightest of changes to the slope. However, the two approaches are notably differ-
ent when compared to the density PDFs. The rank ordered procedure produces a
direct one-to-one map of one of the statistical distributions of the density field. The
two-point statistics are fully described by the power spectrum, so we perform the
rank ordered map on the density PDFs, ensuring the density PDF of the IGM gas
density always matches the calibration hydrodynamical simulation. However, again
the scatter resulting from Jeans smoothing is lost in the dark matter to IGM density
relationship.

In an attempt to mimic the pressure effects of the baryonic physics, we return
to the application of Jeans smoothing. In the middle right panel, we apply Jeans
smoothing to the dark matter distribution from the hydrodynamical simulation. The
scatter about the relationship is significantly increased relative to the actual relation-
ship from the hydrodynamical simulation (top left panel) as does the IGM density
PDF (dashed curve). However, combining the Jeans smoothing followed by direct
rank-ordered mapping (bottom left panel) to the IGM density field from the hy-
drodynamical simulation produces the correct IGM density PDF. Additionally, this
method provides scatter in the IGM to dark matter density relationship mimicking
Jeans smoothing.

To summarise, we choose to calibrate our semi-analytic simulations of the Lyα
forest using Jeans smoothing and a rank ordered map of the resulting smoothed dark
matter densities to the IGM densities of the calibration hydrodynamical simulation
using the density PDF. This approach differs from the proposed best method of Viel
et al. (2002b). The justification of our approach is that it ensures we obtain both
accurate one and two point statistics for most of the absorption in the resulting Lyα
forest spectra, as well as including an approximate description of the expected scatter
as a result of Jeans smoothing. However, as noted by Viel et al. (2002b) the two
point statistics for regions of strong absorption with F = e−τ < 0.1, where non-linear
effects are important, will not be properly captured by this model. In the remainder
of this chapter and Chapter 3, we demonstrate this limitation will not present a
serious impediment to extracting the BAO signal on large scales from our simulated
data. We stress, however, that our semi-analytical simulations are based on linear
theory and they do not include large scale non-linear evolution and BAO damping
as described in the detailed N-body work of Seo & Eisenstein (2007). Rather, our
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models can be used to address the non-gravitational issues associated with the Lyα
forest, and will need to be coupled with N-body studies of the gravitational evolution
of the BAO in order to make detailed comparisons with real data. Additionally, we
note that in our simulations we assume a constant redshift of z = 3. The accuracy
to which the BAO scale can be recovered is redshift dependent and as such we would
expect our results to differ slightly across the redshift range of z = 2− 3.

2.2.4 Generation of the velocity field

In addition to the density field, the Lyα forest is also sensitive to the peculiar velocity
field. We generate the linear peculiar velocity field, based on our linear DM density
field prior to performing the rank ordered mapping as this produced a better match
to the calibration hydrodynamical simulation. In Fourier space, the linear peculiar
velocity of the IGM can be determined from the dark matter density distribution
using Equation (1.34),

vIGM(k, z) = E+(z)ik/k2δDM(k), (2.7)

where E+(z) = H(z)f(Ωm,ΩΛ)D(z)/(1+z), f(Ωm,ΩΛ) = −dlnD(z)/dln(1+z) and
vIGM is expressed relative to the comoving wavenumber k. We estimate the linear
growth rate of structure using the expression derived within Lahav et al. (1991).
In the next section we compare the linear peculiar velocities generated from Equa-
tion (2.7) with the peculiar velocities from the calibration hydrodynamical simulation
in more detail.

2.3 Semi-analytic model performance

Before moving onto the production of synthetic Lyα forest spectra and comparing
them against observations, we first verify the performance of our rank-ordered semi-
analytic model. Firstly, we investigate the effect that rank-ordered mapping of the
linear density field has on the matter power spectrum, and secondly, we check that
our linear peculiar velocity field produces a reasonable description of the peculiar
velocity field when compared to hydrodynamical simulations.

2.3.1 Matter power spectrum

In Figure 2.3, we illustrate the effect of the rank-ordering procedure on the linear
dark matter density field by comparing the dimensionless dark matter power spec-
trum from our semi-analytic simulations to the dark matter power spectrum from the
calibration hydrodynamical simulation. We find that the rank-ordered linear matter
power spectrum correctly recovers the large scale behaviour when compared to the
non-linear dark matter power spectrum from the hydrodynamical simulations. For
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Figure 2.3: The dimensionless dark matter power spectrum of our 40 h−1 Mpc, 5123 semi-
analytical simulation before (dot-dashed) and after (dotted) the rank-ordered mapping of
the linear density field with our calibration hydrodynamical simulation. For comparison we
also show the theoretical linear input power spectrum (solid) and the dark matter power
spectrum of the calibration hydrodynamical simulation (dashed).

smaller spatial scales, the non-linear density from the rank-ordered method under-
predicts the correct non-linear behaviour. We do not expect an exact match between
our rank-ordered mapping power spectrum and the non-linear power spectrum as on
non-linear scales the shape of the non-linear power spectrum has to do with the
shape of the halos. Nevertheless, underproducing the small-scale power will have no
significant effect on the BAO scale. Thus, provided we are able to maintain roughly
the same spatial resolution in our large-scale simulations as in our calibration sim-
ulation, the rank-ordered mapping procedure will perform well at reproducing the
correct large-scale behaviour required for accurately simulating the recovery of the
BAO scale.

2.3.2 Peculiar velocities

As discussed in the previous section, we also produce the linear peculiar velocity field
prior to the rank-ordered mapping of the density field. In Figure 2.4 we compare the
resulting linear peculiar velocity PDFs to those from the hydrodynamical simulation.
We find the linear peculiar velocity field to be isotropic, and that the velocities from
our simulations match quite well in the low density regions. However as expected,
higher density regions with larger (but rarer) peculiar velocities (which correspond
to regions of infall in the hydrodynamical simulation) are not correctly captured in
this model.
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Figure 2.4: The linear peculiar velocity PDFs of our 40 h−1 Mpc, 5123 semi-analytical
simulation. From left to right are the peculiar velocity PDFs in the x, y and z directions of
our simulation (dashed) and the calibration hydrodynamical simulation (solid). The linear
peculiar velocity field matches reasonably well in the low density regions which have smaller
peculiar velocities. However, the semi-analytical model does not produce the larger (rarer)
peculiar velocities expected in non-linear, overdense regions.

2.4 Generation of Lyα forest spectra

To generate the synthetic Lyα forest spectra, we draw line-of-sight baryonic density
and peculiar velocity skewers from within our calibrated semi-analytic simulations.
We use the approach outlined in Hui, Gnedin & Zhang (1997), assuming that the
neutral hydrogen in the ionised IGM is in photo-ionisation equilibrium; this should
be a reasonable approximation at z ' 3. The proper number density of neutral
hydrogen in the IGM is

nH I(x, z) = 7.24× 10−6n̄H(z)

(
T

104K

)−0.7(Ωbh
2

0.024

)(
1

Γ−12

)

×[1 + δb(x, z)]2
(

1 + z

4

)3

, (2.8)

where n̄H is the proper mean density of neutral hydrogen, Γ−12 is the hydrogen
photo-ionisation rate in units of 10−12 s−1 and δb is the baryonic overdensity and is a
function of the comoving position x. Since we assume the gas to be in photoionisation
equilibrium, we choose the case-A recombination rate for neutral hydrogen which is
4.17× 10−13

(
T

104K

)−0.7
cm3 s−1.

In Figure 2.5 we show the relationship between the IGM temperature and the
IGM density from the calibration hydrodynamical simulation. The temperature
of the low density IGM, δb + 1 ≤ 10, can be modelled assuming a power-law
temperature-density relation

T = T0(1 + δb)γ−1, (2.9)
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Figure 2.5: Two dimensional scatter plot detailing the relationship between the IGM
temperature and the IGM density as drawn from the calibration hydrodynamical simulation
at z = 3. For low density, δb < 10 this relationship can be approximated by a power-law
relationship. Contour levels increase by a factor of 10 up to a maximum level of 103 (total
of 5.12× 106 points used).

where γ is the polytropic index describing the slope of the temperature-density re-
lation. This relation is expected to arise following reionisation due to the interplay
between photo-heating and adiabatic cooling, where typically 1 < γ < 1.6 (Hui,
Gnedin & Zhang, 1997; Valageas, Schaeffer & Silk, 2002). However, at densities
δb + 1 > 10, radiative cooling becomes more efficient and the power-law temper-
ature density relation is no longer a good approximation. We therefore employ
a pivot point at δb + 1 = 10, below which the typical temperature-density rela-
tion still holds, but above which we set the temperature to be constant, such that
T (δb + 1 > 10) = T (δb + 1 = 10). Note, however, shock heating will introduce
some scatter into this relation. Furthermore, He II reionisation, which is expected to
end around z ' 3, may also produce a relationship between temperature and den-
sity which is more complicated than this tight power-law (Bolton, Oh & Furlanetto,
2009b; McQuinn et al., 2009). There is also some observational evidence for γ < 1

(i.e. an inverted temperature-density relation, Viel, Bolton & Haehnelt 2009), al-
though it appears difficult to achieve this via heating during He II reionisation alone
(Bolton, Oh & Furlanetto, 2009b; McQuinn et al., 2009). However, we defer discus-
sions of possible systematic uncertainties such as He II reionisation until Chapter 4.

We next generate the transmitted Lyα flux along the line-of-sight for our synthetic
Lyα forest spectra using the relation F = e−τ , where τ is the Lyα optical depth.
The optical depth of the synthetic Lyα forest spectra is computed using (e.g. Theuns
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et al., 1998)

τα(i) =
cσαδR

π1/2

N∑

j=1

nH I

bH I(j)
exp

[
−
(
vH(i)− u(j)

bH I(j)

)2
]
, (2.10)

where i and j denote pixels along the line-of-sight through the simulation volume,
δR is the pixel width in proper coordinates, σα = 4.48× 10−18 cm2 is the scattering

cross-section for Lyα photons, bH I =
(

2kBT
mH

)1/2
is the Doppler parameter describing

the thermal width of the line profiles, vH is the Hubble velocity and u(j) is the total
velocity given by the summation of the Hubble flow and the peculiar velocity along
the line of sight, u(j) = vH(j) + vpec(j).

Finally, once we have our optical depth along the line of sight, we renormalise
the optical depths of all of our spectra to match the observed mean flux of the Lyα
forest at z ' 3. We define the transmitted flux as 〈F 〉 = 〈e−Aτ 〉, where A is a
normalisation constant to be solved for. This modification is equivalent to rescaling
the H I photo-ionisation rate produced by the UV background. We solve for A by
summation over all generated spectra and iterate A until the mean transmitted flux
from the simulated spectra matches the observationally measured value. We match
our mean transmitted flux to that observed by Kim et al. (2007), corresponding to a
mean transmitted flux of 〈F 〉 = 0.72 or an effective optical depth of τeff = 0.329 at
z = 3. Lastly, we note that in the generation of our Lyα spectra, we do not include
the redshift evolution of the effective optical depth along individual lines-of-sight.
The effect of metal absorption lines and the damping wings originating from high
column density absorption systems are also excluded.

After the renormalisation of the Lyα forest spectra we provide an example of
a synthetic Lyα forest spectrum drawn from a 40h−1 Mpc, 5123 pixel simulation
from our calibrated semi-analytic model in Figure 2.6. We provide the line-of-sight
IGM density, peculiar velocity and IGM temperature as well as the optical depth
determined from Equation (2.10) and the transmitted Lyα flux through the IGM.

2.5 Lyα forest simulations

Within this thesis we construct two different types of Lyα forest simulations; a high
resolution simulation for comparison to our reference hydrodynamical simulation,
and a low resolution, large volume simulation for recovery of the BAO signature. In
addition, both models can be compared to published measurements of the Lyα flux
PDF and the 1D flux power spectrum. In both simulations we assume a temperature-
density relation with γ = 1.3 and we set the temperature T0 = 1.7× 104 K, broadly
consistent with the observational constraints on the IGM thermal state at z = 3

(Schaye et al., 2000; Lidz et al., 2010; Becker et al., 2011).
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Figure 2.6: An example synthetic Lyα forest spectrum as drawn from the 40h−1 Mpc,
5123 pixel semi-analytic model. From top to bottom: The IGM density, the IGM peculiar
velocity and the IGM gas temperature along the line-of-sight. The H I opacity (τH I) along
the line-of-sight as calculated from Equation (2.10) and the H I Lyα forest transmission along
the line-of-sight.
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2.5.1 Producing realistic Lyα forest spectra

The synthetic Lyα forest spectra drawn from our calibrated semi-analytic models are
idealised, perfect estimates of the Lyα forest. The quality of observational measure-
ments of the Lyα forest and corresponding Lyα flux statistics however are dependent
on the read-out noise and instrumental resolution of the spectrograph which differs
from telescope to telescope. Matching our synthetic Lyα forest spectra to the obser-
vational measurements then requires reprocessing of the simulated spectra to mimic
the properties of the observational data.

Spectroscopic measurements of the transmitted Lyα forest flux are obtained as
a function of the observed wavelength (or frequency), as opposed to the distance
(or Hubble velocity) as drawn from our simulations. The conversion between the
comoving distance of a line-of-sight drawn from our simulation volume to the ob-
served wavelength as measured by an observer can be performed using the following
relationship

dλ

dDC
=
λLyα

c
H(z), (2.11)

where λLyα is the rest-frame resonant frequency of Lyα photons.

The spectral resolution of an individual spectrograph is defined by the ability to
resolve individual features in the electromagnetic spectrum, defined by the smallest
wavelength separation ∆λ. More widely reported, however, is the resolving power of
the spectrograph R, the spectral resolution at the observed wavelength λ, R = λ

∆λ .
To mimic the effects of instrumental resolution on our synthetic Lyα forest spectra
we degrade the raw Lyα forest spectra by convolution with a Gaussian of full-width
at half-maximum (FWHM) equivalent to the properties of the observational mea-
surements. The degraded Lyα forest spectra are then resampled using cubic-spline
interpolation onto wavelength bins equivalent to the target observation, matching
the resolving power of the spectrograph.

Finally, to mimic the effects of read-out noise from the detector, we add noise
per pixel to the degraded Lyα forest spectra. Assuming the read-out noise to be
thermally limited we can approximate the noise distribution to be Gaussian. We then
simply add a random variable to each pixel of our degraded Lyα forest spectra drawn
from a Gaussian distribution with zero mean and a standard deviation of one over
the S/N of the detector, σ = 1/(S/N). To illustrate the degradation process for a low
resolution Lyα forest measurement, Figure 2.7 contains the initial raw synthetic Lyα
forest spectrum drawn from our large volume Lyα forest simulation (see Section 2.5.3
for specifics), the degraded Lyα forest spectrum after the convolution process and the
final realistic low resolution Lyα forest spectrum after resampling and the addition
of detector noise.
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2.5.2 High resolution simulations

In our high resolution model, we simulate a 40 h−1 Mpc simulation box, contain-
ing 5123 pixels. The box size and resolution are chosen to mimic our calibration
GADGET-3 hydrodynamical simulation, although we note that the resolution com-
parison will not be exact due to the spatially adaptive resolution of GADGET-3. In
order to compare our simulated Lyα forest spectra to observed high resolution data,
we must also process our simulated spectra to mimic the properties of the data (see
Section 2.5.1). To mimic the high resolution observations we convolve our synthetic
Lyα forest spectra with a Gaussian with a FWHM = 7 km s−1, and resample our
spectra onto 0.05 Å bins. We finally add Gaussian distributed noise assuming S/N
∼ 50 per pixel. The same procedure is also performed on the Lyα spectra generated
from the hydrodynamical simulation.

2.5.3 Low resolution, large volume simulations

Recovery of the BAO signal from our semi-analytic model requires the generation
of two large volume simulations at lower resolution. One simulation is generated
using a matter power spectrum containing baryon oscillations, and the other has the
baryon oscillations suppressed. We use the transfer functions of Eisenstein & Hu
(1998) for this purpose. Each simulation is generated in a 1 Gpc3 comoving box,
containing 40963 pixels (chosen to be comparable with the 4000 pixels per spectra
computed using the roadrunner supercomputer by White et al., 2010). Each pixel is
therefore ∼ 244 comoving kpc. In comparison, the comoving Jeans smoothing scale
(given by Equation 2.4) at z = 3 is ∼ 760 kpc (and our filtering scale kF = 6.5 Mpc−1

corresponds to a comoving scale of ∼ 966 kpc). Importantly, this implies our large
volume simulations adequately resolve the Jeans scale at mean density.

In order to mimic the low resolution Lyα forest data expected in forthcom-
ing BAO surveys we also convolve our spectra with a Gaussian with a FWHM of
∼ 3.63 Å ( ∼ 224 km s−1) and resample the spectra onto 1.0375 Å bins. These values
are representative of BOSS spectra (Eisenstein et al., 2011). We also add Gaussian
distributed noise, S/N = 5 per pixel.

In the case of our large volume Lyα forest simulations, the 1 Gpc comoving
sidelength of our simulation produces line-of-sight spectra longer than physically
measurable at this redshift. In a Lyα forest BAO survey the usable pathlength of
the line-of-sight spectra is restricted to the physical separation between the quasar
rest frame Lyα and Lyβ transitions, minus the first 3000 km s−1 blueward of Lyα
in the quasar rest frame. The latter accounts for the quasar proximity effect in the
observational data, where the ionising flux from the source QSO dominates over the
mean UV ionising background affecting the measurable absorption statistics. Hence,
in addition to the degradation process outlined in Section 2.5.1, we ensure that
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Figure 2.7: Example synthetic Lyα forest spectrum generated from our 1 Gpc3 simulation
with 40963 pixels. Upper panel: The transmitted flux along the line-of-sight predicted by the
simulation. Middle panel: The same spectrum after convolution with a Gaussian instrument
profile with FWHM= 224 km s−1. Lower panel: The fully processed spectrum, resampled
onto pixels of width ∼ 1Å with Gaussian distributed noise corresponding to a signal-to-noise
of 5 per pixel. This spectrum is representative of the mock data set we use to recover the
BAO signal from the Lyα forest. Note that the redshift evolution of the effective optical
depth along the line-of-sight is not included in this model.
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our synthetic Lyα forest spectra are restricted to the true measurable pathlengths
observed in a Lyα forest BAO survey. An example Lyα forest sightline drawn from
our large volume simulation mimicking BOSS is displayed in Figure 2.7. It is these
spectra which will be used in the BAO recovery described in Chapter 3. Before this,
however, we now proceed to perform consistency checks on our simulation output by
comparing the synthetic Lyα forest spectra to measurements of Lyα flux statistics.

2.6 Flux statistics

2.6.1 Available data

We shall compare our simulations to the measured flux PDF (McDonald et al., 2000;
Kim et al., 2007; Desjacques, Nusser & Sheth, 2007) and the 1D line-of-sight flux
power spectrum (McDonald et al., 2000; Croft et al., 2002). The Kim et al. (2007)
sample contains 18 high resolution quasar spectra obtained with the VLT/Ultraviolet
and Visual Echelle Spectrograph (UVES), specifically chosen to have a signal-to-noise
of at least 30 − 50 and to fully sample the Lyα forest region. In comparison, the
McDonald et al. (2000) sample contains 8 high resolution quasar spectra obtained
using the High Resolution Echelle Spectrometer (HIRES) at the Keck telescope.
However, the Croft et al. (2002) sample contains both high resolution spectra from
Keck HIRES and 23 low resolution spectra obtained with the Low Resolution Imaging
Spectrometer (LRIS). The Desjacques, Nusser & Sheth (2007) sample contains 3492
low resolution quasar spectra from the Sloan Digital Sky Survey (SDSS) data release
three (DR3).

2.6.2 The flux probability distribution function

We first compare the flux PDF constructed from our synthetic Lyα forest spectra
to measurements at z ' 3 obtained from high resolution data in Figure 2.8. The
data points correspond to the measurements presented by Kim et al. (2007) and
McDonald et al. (2000). Note that Kim et al. (2007) and McDonald et al. (2000)
use different prescriptions for the removal of the metal lines. The flux PDF measure-
ment performed by Kim et al. (2007) removes suspected metal lines by Voigt profile
fitting, whereas the McDonald et al. (2000) sample instead excises regions which are
suspected of being contaminated by metal lines.

Following the observational measurements, we compute the flux PDF from our
simulations by separating the transmitted flux into 21 equally spaced flux bins of
width ∆F = 0.05, from F = 0 to F = 1 (i.e. at F = 0, the first data point contains
flux from −0.025 ≤ F < 0.025). The solid and dashed curves in Figure 2.8 corre-
spond to the flux PDF computed from the synthetic Lyα spectra extracted from our
high resolution semi-analytical simulation and the full hydrodynamical simulation,
respectively. These spectra have been processed to resemble the observational data,
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Figure 2.8: The flux PDF generated from our 40 h−1 Mpc, 5123 semi-analytical simulation
(solid curve) and our calibration hydrodynamical simulation (dashed curve), compared to
observational measurements made using high resolution quasar spectra by Kim et al. (2007)
(closed circles) and McDonald et al. (2000) (open circles) at z ' 3. The simulated data
has been processed to resemble the resolution and S/N of the observational data. For
comparison, the flux PDF from our large volume (1 Gpc, 40963) semi-analytical simulation
is also displayed (dot-dashed curve). The spectra have not been processed to resemble
observational data in this latter instance.

as described in Section 2.5.2. The dot-dashed curve instead shows the flux PDF
computed from the spectra extracted from the 1 Gpc3 simulation box before the
data are processed to resemble the low resolution data.

The PDF generated by our high resolution semi-analytical simulation matches
remarkably well with the hydrodynamical simulation, with only a small difference
observed in the PDF at F = 0.8–1. Furthermore, the simulations are also in broad
agreement with the McDonald et al. (2000) data, although they do not agree so well
with the more recent observations of Kim et al. (2007). On the other hand it has been
shown by Bolton et al. (2008) that a better match to the observational data of Kim
et al. (2007) may be achieved when an inverted temperature-density relation (γ < 1)
is assumed; we have instead adopted γ = 1.3 in this work. The lower resolution, large
volume simulation also matches the high resolution simulations reasonably well.

As an additional consistency check, in Figure 2.9 we also compare the flux PDF
constructed from our large, low resolution simulation to the flux PDF measured from
low resolution data by Desjacques, Nusser & Sheth (2007). In order to compare our
simulated spectra to the Desjacques, Nusser & Sheth (2007) flux PDF, we process
our simulated spectra to mimic the SDSS DR3 data by convolving the flux by a
Gaussian with FWHM of 170 km s−1, resampled onto∼ 1Å bins and adding Gaussian
distributed noise with S/N = 3.8 per pixel. In contrast to the high resolution PDF,
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Figure 2.9: The Lyα forest flux PDF measured from the low resolution SDSS DR3 data at
z = 3 (Desjacques, Nusser & Sheth, 2007) is shown by the dashed curve with data points.
The solid curve compares the flux PDF generated from our 1 Gpc semi-analytical simulation
after the spectra have been modified to match the resolution and noise properties of the data.
Note that the level of disagreement between the simulations and observational data is similar
to that found by Desjacques, Nusser & Sheth (2007). These authors noted that altering the
continuum level on the synthetic spectra can significantly improve agreement with the data.

the agreement between our simulated low resolution spectra and the observed flux
PDF from the low resolution data is rather poor. However, Desjacques, Nusser &
Sheth (2007) found a very similar disagreement between their simulations and the flux
PDF. These authors attributed this difference to the single power law approximation
used for the quasar continuum level in the observational data. Desjacques, Nusser
& Sheth (2007) found they could improve the agreement between their observations
and simulation by introducing a break in the continuum slope, with a decrease in
the mean quasar continuum (∼ 10 − 15 per cent) and introducing residual scatter
(∼ 20 per cent) into the continuum level.

Finally, we note that the flux PDF is sensitive to the free parameters which are
inputs to our simulation model. Changes to either the smoothing scale, kF, or the
slope of the temperature-density relation, γ, in particular will alter the shape of the
PDF, although the flux PDF is relatively insensitive to the assumed temperature at
mean density T0 for fixed τeff (Bolton et al., 2008). For example, we could match
the data of Kim et al. (2007) more closely if we allowed the free parameters in our
model such as γ or kF to vary.

2.6.3 The 1D flux power spectrum

A more stringent test of the simulated data is the comparison of the synthetic spec-
tra to higher order flux statistics such as the line-of-sight flux power spectrum. Fig-
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ure 2.10 displays the measurements of the 1D flux power spectrum made by Mc-
Donald et al. (2000) and Croft et al. (2002) at z = 3. We generate the 1D flux
power spectrum along the line-of-sight for both the high resolution semi-analytical
simulation (solid curve) and the hydrodynamical simulations (dashed curve) for com-
parison to the data. The simulated results are again in excellent agreement, and for
our choice of γ, T0 and kF (1.3, 1.7 × 104 K, 6.5 Mpc−1) the semi-analytical and
hydrodynamical simulations both match well with the observations of Croft et al.
(2002).

We also compare the 1D flux power spectrum computed from the lower reso-
lution, large volume simulation to the data. The dot-dashed curve in Figure 2.10
displays the 1D power spectrum computed from the unprocessed spectra, which
agrees well with the observational data and smaller box simulations. Note, however,
the power spectrum in this case extends to much larger spatial scales. The 1D flux
power spectrum for the Lyα forest spectra that has been processed to resemble low
resolution data is shown by the dotted curve in Figure 2.10. On larger scales this
matches the power of the high resolution spectra from the 1 Gpc simulation well,
demonstrating that lower resolution leaves the large spatial scales largely unaltered,
as is required for measurements of the BAO scale. Note, however, the low resolution
power spectrum exhibits less power at smaller scales as expected, and also flattens
out at k > 0.01 s km−1 due to noise.

As in the case of the flux PDF, the flux power spectrum is sensitive to our choice
of free parameters. In particular, the shape of the flux PDF is highly sensitive to
the smoothing scale kF (for k > 0.01 s km−1). For a smaller kF, the power on small
scales decreases as the underlying density field becomes smoother. The flux power
spectrum is also sensitive to both the slope of the temperature-density relation γ and
the temperature T0, and the power decreases on small scales for both an increasing
γ and temperature T0 at z = 3 (see also Viel, Haehnelt & Springel, 2004). However,
in this work our main goal is to demonstrate that our simulations provide a model
of the Lyα forest which is adequate for extracting the BAO signature. The broad
agreement with the observational data and previous modelling suggests this is indeed
the case.

2.7 Fast and efficient large volume, Lyα forest simulations

Within this chapter we have developed a fast and efficient calibrated semi-analytic
model for producing mock large volume Lyα forest surveys. We are able to reproduce
semi-analytic simulations equivalent in size and resolution to the largest N-body and
hydrodynamical Lyα forest simulations in under a day on a single desktop computer.
The general advantage of any semi-analytical model is the short computation time
and the modest computational resources required. However, developing large volume,
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Figure 2.10: The 1D line-of-sight flux power spectrum generated from our high resolution
semi-analytical simulation model (solid curve) compared to the result from our reference
hydrodynamical simulation (dashed curve). Observational measurements by McDonald et al.
(2000) and Croft et al. (2002) at z = 3 are shown by the open and closed circles, respectively.
The 1D flux power spectrum from our large 1 Gpc simulation box before (dot-dashed curve)
and after (dotted curve) the spectra are degraded to resemble low resolution Lyα forest
spectra are also displayed. The degraded spectra resemble the line-of-sight displayed in the
lower panel of Figure 2.7.

high resolution semi-analytic Lyα forest simulations which may be performed on a
desktop computer requires some further algorithm development.

The execution time of the semi-analytical model described in this chapter scales
as N3, where N is the number of pixels per sidelength of the simulation. Matching
our simulations to the largest N-body simulation of the Lyα forest for investigating
the recovery of the BAO scale by White et al. (2010) requires ∼ 40003 pixels, which
cannot be performed on a single desktop computer owing to the physical memory
required. However, in this section we outline the computational techniques we employ
to circumvent these issues facilitating the speed and efficiency of our large volume
Lyα forest simulations.

2.7.1 Implementation of a GPU into our semi-analytic model

The linearisation of semi-analytic models makes them excellent candidates for par-
allelisation of the simulations. The more CPU cores available for computations the
faster the simulation code. However on a single desktop machine the number of
computational cores available is limited. In the past decade however, significant ad-
vancement in computational performance has been facilitated by the development of
general purpose computing on graphics processing units (GPUs).

Over the last few years major steps have been taken in the implementation of
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GPU programming into many astrophysical applications. The advantage of GPUs
is that they facilitate parallelised computation across hundreds of computational
cores per GPU device and yet fit within standard desktop computers (even laptops).
In recent years, GPU supercomputers have overtaken CPU computers in terms of
computational performance, yet remain a fraction of the cost. Implementations of
current astrophysical simulations with GPUs can report upward of a 10-100 factor
speed up in computational time (see Fluke et al., 2011, and references therein). One
of the major problems for GPU programmers however is taking full advantage of
a GPU for solving computational problems. One must maximise usage of on-chip
resources, while allowing as much of the calculation to be run without intervention
from the host CPU. One must also avoid data dependency, where a result at one
point in the data can impact on the outcome of a separate piece of data (i.e. data
must be as independent as possible, a criteria easily met by our semi-analytic model).
The transfer of data from the CPU and GPU can also limit the effectiveness of the
GPU programming application, and is dependent on the details of the individual’s
computer.

In this section we describe the implementation of GPU programming into our
semi-analytic Lyα forest simulations. To highlight the advantage of the GPU in our
simulations, our simulation code has been implemented in three formats; single core,
parallelised multicore and a mix of parallel multicore and GPU programming. The
larger simulations used in this thesis are performed using both a parallel multicore
and a single GPU. For all simulations we use an Intel Xeon 2.00Ghz quad core CPU
and a nVidia FX580 CUDA enabled graphics card.

The goal of our simulations is to provide a model that can be used to investigate
the systematics of Lyα forest BAO surveys requiring large volume simulations. To
accomplish this we only generate a limited number of sightlines per simulation rather
than the entire density field (i.e. we generate our density field in Fourier space, and
only Fourier transform the number of sightlines required). Our semi-analytical model
is perfectly suited for implementation on a GPU, allowing us to quickly run mock
survey simulations in less than a day.

In Figure 2.11, we show the increase in computational performance gained by
using a GPU for the most computationally intensive functions in our simulations
relative to the single and parallelised quad core implementations. Figure 2.11 shows
the total runtime of the individual section of the code used to generate the Fourier
space density field, the calculation of the spherically averaged 3D power spectrum and
the calculation of the 2D fast Fourier transforms (FFTs) of the Fourier space density
field. In all, we scale up the number of pixels along the length of the simulation in
powers of two, from 256 to 4096. We include in the timing all required overhead,
such as data transfer from the host CPU to the GPU and the allocation of memory.
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Figure 2.11: Comparison of the total computation time required for performing various
calculations of the semi-analytic model as a function of the pixel number per side length
of the simulation cube. Top right: Generation of the density field in Fourier space. Top
right: Performing the calculation of the full 3D power spectrum. Bottom: Calculating the
2D FFTs for the entire simulation cube. The solid curve shows the timing for the single core
calculation, the dashed for quad core, and the dot-dashed curve is obtained using the GPU.
The timing takes into account all required overhead such as data transfer between devices
and memory allocation.

For the calculation of the Fourier space density field we observe a reduction in
runtime by roughly a factor of 4 on moving from the single to quad core implementa-
tion, with a further factor of 4 from quad core to GPU. For the 3D power spectrum,
we observe a factor 3 decrease in runtime from single to quad core, and a factor of 8
decrease from quad core to GPU. In the case of the 2D FFTs of the density field we
observe a factor 4 decrease in the runtime from single to quad core, and a further
factor of 4 decrease in runtime from quad core to GPU.

Although the decrease in runtime is only a factor of ∼4-8 (relative to the paral-
lelised CPU) for our three chosen processes, this is mainly due to the specific GPU
used. The GPU used in our simulation is designed for data visualisation rather than
for scientific computing, nor is it near the top of the line devices. Our GPU contains
only 1.12Ghz clock speed, with a maximum of 32 cores, whereas top of the line GPUs
allow up to as many as ∼3000 cores with clock speeds of 1.3Ghz. Implementation
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of our GPU enabled code onto one of the newest devices would facilitate the 10-100
factor increase in computational speed.

2.7.2 Memory limitations when generating large simulation boxes

In this chapter we have used our semi-analytic Lyα forest simulation code to generate
40963 simulation boxes on a desktop PC. As alluded to earlier, on a desktop PC we
are memory limited and hence we cannot store our entire simulation box in memory
at once.

We circumvent this problem by using the natural symmetry of the density field in
Fourier space to break up our large simulation volume into 8 smaller simulation vol-
umes (i.e. the large simulation volume can be broken up into 8 quadrants associated
with the various combinations of ±kx, ±ky and ±kz defined within the simulation
cube). However, even these 8 smaller simulation volumes cannot be fully read into
memory at one time, and hence we only read into memory a small section of the
volume at any one time. The advantage of such an approach is that our code can be
performed easily on any desktop computer.

In addition, instead of computing the 3D FFTs which would require the full
simulation cube to be read into memory, we again use the symmetry of the density
field and break up the 3D Fourier transform. The 3D FFT is equivalent to a 2D FFT
followed by a 1D FFT in the third dimension. To perform the 2D FFT, we require
only a 2D slice from each of the 4 smaller simulation volumes at any one time. After
the completion of the 2D FFTs we Fourier transform along the final dimension of
the simulation cube only along the lines of sight randomly generated to mimic a Lyα
forest BAO survey. Although breaking up the 3D FFT into a 2D FFT following by
a 1D FFT is considerably slower for Fourier transforming the entire 3D density field,
performing the 1D FFT along a limited number of sightlines as in the case of a Lyα
forest BAO survey, provides a significant boost in computational performance.

2.8 Summary

In this chapter we have shown that our semi-analytic model calibrated against a
hydrodynamical simulation can produce very large volume, high resolution Lyα for-
est simulations well suited for mimicking Lyα forest BAO surveys (such as BOSS).
We outline the computational techniques exploited by our semi-analytical model to
facilitate the computational performance boosts required to perform our simulations
on a single desktop in under a day. Most notably, we detail the specific improve-
ments gained by the implementation of general purpose GPU computing into our
simulation method.

A series of recent studies have used large volume, high resolution N-body and
hydrodynamical simulations to study the detection of the BAO scale in forthcoming
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large volume Lyα forest surveys. One limitation of these simulations is the large
computational cost required for a simulation of sufficient volume. On the other
hand, in order to study the systematics involved in the detection of the BAO signal,
it will be critical to run many simulations to fully probe the parameter space of
the astrophysical systematics. We have demonstrated that our semi-analytic model
can produce very large volume, high resolution simulations at a fraction of time and
computational cost, and at a reasonable level of accuracy.

We find good quantitative agreement between our semi-analytical model and the
hydrodynamical simulation for a range of observables. In particular, we show we are
able to reproduce the one and two-point statistics of the Lyα forest, such as the one
dimensional Lyα forest flux PDF and power spectrum, in reasonable agreement with
observational measurements of high resolution Lyα forest spectra.

The speed and efficiency of our calibrated semi-analytic Lyα forest simulations
make them ideal for investigating the key astrophysical systematics which may im-
pact the recovery of the BAO scale from the Lyα forest. Hence, our Lyα forest
simulations are complimentary to large N-body and hydrodynamical simulations.
Before we investigate the potential astrophysical systematics (Chapter 4) however,
we first investigate the recovery of the BAO from our simulations.





Chapter 3
Extracting the BAO Signal from the
Lyα Forest
3.1 Introduction

In the previous chapter we focused on the development of a fast and efficient simu-
lation method for producing mock Lyα forest BAO surveys. Prior to applying this
simulation method to investigate the astrophysical systematics associated with BAO
scale recovery, in this chapter we focus on the actual recovery of the BAO scale from
our mock Lyα forest surveys.

Measuring the BAO scale from probes of the large-scale structure requires the
measurement of the full three dimensional clustering of matter (e.g. via either the
power spectrum or the correlation function). Early cosmological analyses from the
Lyα forest contained limited numbers of quasar sightlines restricting investigation to
correlations from only along the line-of-sight 1D power spectrum (Croft et al., 1998,
1999; McDonald et al., 2000; Croft et al., 2002; Viel, Haehnelt & Springel, 2004;
McDonald et al., 2005, 2006), thus restricting the successful measurements of the
BAO to galaxy clustering.

It was not until after McDonald & Eisenstein (2007) (see also White, 2003)
that the Lyα forest was considered a suitable probe of the large-scale structure to
provide measurements of the BAO scale. Subsequently, one of the goals of BOSS
was to provide sufficient number densities of quasar sightlines to probe the full three
dimensional distribution of neutral hydrogen in the IGM for the purpose of BAO
dark energy studies. A study by Slosar et al. (2011) from the first year data release
of the Lyα forest data from BOSS provided the first 3D clustering of the Lyα forest,
showing the first direct evidence for the expected large-scale correlations. Only
recently, Busca et al. (2013) and Slosar et al. (2013) reported the first measurement
of the BAO scale recovered from the three dimensional correlation function measured
from the Lyα forest data sample from BOSS.

In this chapter we discuss the recovery of the BAO scale from our calibrated
large volume Lyα forest mock BAO surveys. In Section 3.2 we outline the simulated
data sample to be used to measure the 3D Lyα forest power spectrum and how to
estimate the true 3D clustering from a Lyα forest survey. In Section 3.3 we discuss
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the uncertainties impacting the recovery of the BAO scale from a Lyα forest survey.
In Section 3.4 we fit for the recovered BAO scale from our Lyα forest simulations
and provide predictions for proposed large volume Lyα forest surveys such as BOSS.
In Section 3.5 we compare our recovered estimates of the BAO scale against other
simulations in the literature of mock Lyα forest BAO surveys. In Section 3.6 we
provide simple two parameter scaling relations for varying Lyα forest survey prop-
erties. Finally, in Section 3.7 we conclude with our final remarks on the recovery of
the BAO scale from our mock Lyα forest BAO survey simulations.

3.2 Recovery of the BAO scale from the Lyα forest simulations

In the previous chapter we showed broad agreement between our semi-analytic sim-
ulations and the data, as well as the excellent agreement of our models with our ref-
erence hydrodynamical simulation. This gives us confidence that our semi-analytical
simulations provide a good representation of the Lyα forest on large scales. We
therefore now proceed to extract the BAO scale from our large scale simulations of
the z ∼ 3 Lyα forest.

3.2.1 Mock data set

Within this chapter we will investigate a variety of Lyα forest survey properties,
investigating how the accuracy of the BAO scale varies with sightline density and
signal to noise. To provide consistency in our measurements we generate a total data
sample of 100 000 lines of sight drawn parallel to the box boundaries of our 1 Gpc
simulation volume. We then generate mock Lyα forest surveys by randomly selecting
sub-samples of Lyα forest spectra from the total data sample corresponding to the
corresponding survey strategy (i.e. number density of quasar sightlines). For each
mock Lyα forest survey, the Lyα forest spectra are then reprocessed to mimic the
observational data through the process outlined in Section 2.5.1.

At our fiducial redshift (z = 3), our total simulation volume corresponds to a total
sky survey area of ∼79 deg2. We make the approximation that all background sources
are at the redshift of the simulation (i.e. z = 3), the sight-lines are parallel, and that
the spectra all have the same usable pathlength (see Section 2.5.3). Note that because
our method allows us to generate many simulations using different realisations for
the density field at various redshifts quickly and efficiently, we may easily extend the
volume of a mock survey data set as required. Indeed much larger survey volumes
will be required in practice to extract the BAO signature from observational data
(e.g. McDonald & Eisenstein 2007).
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3.2.2 Reconstructing the 3D power spectrum from Lyα spectra

In practice, as there are only ever a limited number of skewers (quasar sight-lines)
drawn through a survey volume, we cannot directly measure the full 3D Lyα flux
power spectrum from the data. In order to estimate the full 3D Lyα flux power
spectrum from our simulations we must therefore reconstruct the true 3D Lyα flux
power spectrum from the 3D Lyα power spectrum computed from the individual
sight-lines, minus a weighted term which introduces aliasing-like noise to the analysis.
We adopt the approach of McDonald & Eisenstein (2007) and use the following
expression for the reconstruction:

PF,true(k) = PF,box(k)− PF,1D(k‖)P2D,w(k⊥)− PN. (3.1)

Here we measure the full 3D Lyα forest power spectrum, PF,box(k), of our simulation
volume using only the information given by the individual lines-of-sight in the mock
survey. That is, we populate our simulation volume with the mock Lyα forest data
mimicking the Lyα forest survey and fill the remaining simulation volume with zeros.
We then perform the 3D Fourier transform of the mock data cube and measure the
corresponding 3D Lyα forest power spectrum.

We then subtract off a ‘3D’ Lyα forest power spectrum generated by the mul-
tiplication of a 2D weighting power spectrum, P2D,w(k⊥), measured from positions
of the Lyα spectra in the mock Lyα forest survey and the corresponding 1D Lyα
flux power spectrum, PF,1D(k‖), measured from the synthetic Lyα spectra along
the line-of-sight. Finally, we also subtract off the noise power spectrum, PN, which
is generated from the noise along the line-of-sight multiplied by the 2D weighting
power spectrum. After completion of this reconstruction process we are then left
with an estimate of the true 3D Lyα forest power spectrum of the simulation vol-
ume, PF,true(k).

By spherically averaging the true 3D Lyα forest power spectrum we boost the
measurable BAO signal by increasing the number of modes per Fourier wavenumber
bin, k (i.e., reduce the Poisson noise per bin). We choose to bin the spherically
averaged 3D Lyα forest power spectrum using concentric spheres of radii equal to
multiples of the Nyquist frequency. Since the Fourier modes are discrete the position
of each k-bin is calculated by taking the average of all k values which fall in each
concentric sphere. This binning strategy is to ensure we do not introduce a systematic
shift in the BAO signal which could affect the recovered value of the BAO scale.

To recover the BAO signal we complete the reconstruction step defined by Equa-
tion (3.1) on our mock data sets from our two simulations; one generated with
the matter power spectrum including baryonic oscillations and another with the
smoothed reference power spectrum. By taking the ratio of these two reconstructed
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3D Lyα flux power spectrum, we completely remove all the shape information in the
Lyα forest power spectrum leaving only the resulting BAO signature. This final step
of dividing through by a smooth reference power spectrum is crucial to improving
the accuracy of the measured BAO as it enhances the relative variations in the BAO
signal. For observational measurements of the BAO scale the performance of this
final step is dependent on the assumed cosmology, as variations between the assumed
and measured cosmology can impact the recovered accuracy of the BAO scale.

Note that in our reconstruction of the 3D Lyα forest power spectrum we have
simply assumed each individual line-of-sight has the same weighting (i.e. a value of
unity at the location of each Lyα forest spectrum in the simulation cube and zero for
all other sightlines). Realistically, the weightings will vary from sightline to sightline
according to the quality of the measured Lyα forest spectra (McDonald & Eisenstein,
2007; McQuinn & White, 2011).

To highlight the performance of the power spectrum reconstruction method pro-
vided by Equation (3.1) we apply it to the 3D power spectrum of the density and Lyα
forest spectra at various stages in our Lyα forest simulations. In Figure 3.1 we apply
the reconstruction method to both the 3D linear matter density power spectrum (top
left panel) and to the 3D matter density power spectrum post rank-ordered mapping
(top right panel). We additionally recover the 3D Lyα forest power spectrum from
the raw (high-resolution) Lyα forest spectra (bottom left panel) as well as from a
mock survey of degraded Lyα forest spectra at S/N=5 (bottom right panel). For
all, we recover the 3D power spectrum at the same sightline densities (∼45 deg−2),
highlighting the significant degradation in the recovered BAO signal in low S/N Lyα
forest BAO surveys.

In the upper left panel we observe the recovered BAO signature from the 3D
linear matter density power spectrum to exactly match the input BAO signal. This is
important as this highlights that no systematic errors are appearing in the recovered
BAO signal as a result of the reconstruction method. In the upper right panel we
observe the BAO signal from the 3D matter density power spectrum after rank-
ordered mapping. As a result of the rank-ordered procedure we observe a notable
decrease in the amplitude of the BAO signature as well as a slight decrease in the
mean reference level of the BAO signal to below unity. However, it is important to
note that while the amplitude of the BAOs appears to be degraded as a result of
the rank-ordered mapping process, the actual scale of the baryon oscillations remain
unaffected. As a result our conclusions on the recovered accuracy of the BAO scale
in this chapter will remain unaffected.

In the bottom left panel we recover the BAO scale from the 3D Lyα flux power
spectrum of the raw (high-resolution) Lyα forest spectra. These synthetic Lyα forest
spectra are generated from our rank-ordered density field, yet we do not observe the
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Figure 3.1: The data points correspond to the recovered BAO scale using the reconstruc-
tion method given by Equation (3.1) at various stages within a single realisation of our
40963 pixel, 1 Gpc3 mock Lyα forest BAO survey. In all we recover the BAO signal from
a quasar sightline density of 45 deg−2. Top left: The 3D density power spectrum prior
to rank-ordered mapping. Top right: The 3D density power spectrum after rank-ordered
mapping. Bottom left: The 3D Lyα forest power spectrum of the raw Lyα forest spectra
prior to being degraded to mimic observational data. Bottom right: The 3D Lyα forest
power spectrum for a Lyα forest BAO survey with S/N = 5. For comparison, the solid
curve in each panel is the expected BAO signature generated from the ratio of the input
linear dark matter power spectra with and without baryon oscillation features. The shaded
region corresponds to the expected 1-σ cosmic variance errors for our 1 Gpc3 volume (see
Section 3.3.1).
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same decrease in amplitude as observed in the recovery of the BAO scale from the
rank-ordered density field (top left panel). This arises as the Lyα forest is a complex
function of the underlying density field. However, we still observe a slight decrease
in the mean reference level of the BAO signature, but this will not have any impact
on the recovery of the BAO scale. Importantly, this highlights the utility of the Lyα
forest in recovering the BAO signal.

Finally in the bottom right panel we recover the BAO scale from the degraded
Lyα forest spectra from a single realisation. We observe a rather poor recovery of the
BAO scale as a result of the low S/N of the degraded Lyα forest spectra. However,
we should point out that our simulations correspond to only ∼ 79 deg2, whereas a
large-scale Lyα forest survey programme such as BOSS will target a survey area of
104 deg2, significantly improving the quality of the recovered BAO signal. To account
for this poor recovery of the BAO signal, we shall employ a Monte-Carlo approach to
statistically investigate the recovered accuracy of the characteristic BAO scale and
scale our errors to the corresponding BOSS volume.

3.3 Measurement uncertainties

There are two contributions to the uncertainty on the reconstructed BAO signal we
consider here; cosmic variance and shot noise. We shall estimate the former by using
eight further 1 Gpc3 simulations using different random seeds to generate the initial
conditions. For the latter we shall adopt a Monte-Carlo error bar estimate.

3.3.1 Cosmic variance

We seek to measure the BAO scale, a feature with a relatively weak signal measurable
only through the clustering of large-scale structure. Large volume BAO surveys are
limited by the total sky area that can be probed, reducing the total number of
available large-scale modes to be measured. This limits the statistical significance to
which large-scale clustering modes can be measured within a large volume survey.
Due to this, one can expect the statistical significance of large-scale clustering to
vary from one patch of sky to the next; this is what is known as cosmic variance.

Within our mock Lyα forest BAO surveys we seek to recover the BAO scale
from the power spectrum. To estimate the fractional error on the large-scale modes
probed by the power spectrum we perform nine different 1 Gpc3 simulations with
each realisation generated from a new set of initial conditions. In each realisation we
generate both the 3D matter and Lyα forest power spectra reconstructed from 20 000

lines of sight, corresponding to a sightline density of ∼ 250 deg−2. This artificially
high background source density is chosen to render the shot noise error due to under-
sampling negligible. In the case of the Lyα forest spectra we reconstruct the 3D Lyα
forest power spectrum from our noiseless, high-resolution simulations.
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Figure 3.2: Comparison of the measured cosmic variance from nine different 1 Gpc3 volume
simulations (dashed curves) to the theoretical expression given by Equation (3.2) (solid
curves). Left panel: The fractional error on the measurement for the matter power spectrum.
Right panel: The fractional error on the Lyα flux power spectrum.

In Figure 3.2 we estimate the fractional error on the power spectrum measurement
due cosmic variance by measuring the 1-σ variations in both the matter (left panel)
and Lyα forest power spectra (right panel) across the nine different boxes, shown
as dashed curves. We compare our estimated cosmic variance errors against the
theoretical expression, displayed as the solid curves in each panel, given by,

(σP
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= 2

(2π)3

V

1

4πk2∆k
, (3.2)

(see e.g. Peacock & Nicholson, 1991) which gives the error on a power spectrum
measurement averaged over spherical k-bins of width ∆k. For both the matter and
Lyα forest power spectra the theoretical expression is in good agreement with our
estimated cosmic variance errors except at the largest scales, k . 0.015 Mpc−1, and
this is due to the fact that the largest scales are sampled the least (highest variance).
Hence for the remainder of this thesis we choose to use Equation (3.2) to estimate
our cosmic variance errors.

3.3.2 Shot noise

In a Lyα forest survey, the accuracy of the recovered BAO signal is determined by
the number of Lyα forest sightlines separated by length scales large enough to probe
the BAO scale. The distribution of quasar sightlines is observed to be essentially
random, and owing to the low sightline densities (∼15 deg−2 probed by BOSS) the
accuracy of the BAO scale will be significantly impacted by shot noise errors. To
estimate our shot noise errors on the extracted Lyα forest power spectrum from the
mock Lyα forest simulations, we adopt a Monte-Carlo approach.



90 Chapter 3: Extracting the BAO Signal from the Lyα Forest

Using our 1 Gpc3 Lyα simulation (containing 100 000 lines-of-sight over∼ 79 deg2)
we randomly generate subsamples of Lyα forest spectra corresponding to the required
sightline density and degraded to mimic the observational data (Section 2.5). For
each randomly generated subsample, we complete the power spectrum reconstruction
process outlined in Section 3.2.2. We repeat this procedure 100 times and use the
distribution of recovered power spectrum values to then estimate the full covariance
matrix and the corresponding 1-σ error for each k-bin (diagonal elements of the co-
variance matrix). We apply this approach for each combination of sightline density
and signal-to-noise we investigate throughout our work. In Appendix A, we provide
a couple of examples of our measured covariance matrices.

3.3.3 Error bar estimates

In Figures 3.3 and 3.4 we compare the reconstructed BAO signature generated from
our mock Lyα forest data to the input BAO signature from the matter power spec-
trum for various assumptions on the S/N ratio and sightline density. The error bars
are the 1-σ shot noise errors estimated from our Monte-Carlo approach while the
data points correspond to the median of the 100 Monte-Carlo realisations used to
generate the shot noise errors. We also compare our Monte-Carlo shot noise errors to
the expected cosmic variance error (shaded region) due to our chosen survey volume
computed using Equation (3.2).

In Figure 3.3 we compare the reconstructed BAO signature for different assump-
tions regarding the S/N ratio (S/N = 2, 5, 10, 20) assuming the Lyα forest spectra are
sampled at a density of 15 quasars per square degree (corresponding to the planned
density of BOSS targets). For S/N ratios of 2 and 5 per pixel the Monte-Carlo esti-
mates of the errors are larger than the expected cosmic variance error for a ∼ 79 deg2

survey area. As the S/N is increased to S/N> 10 the recovery of the BAO signature
becomes limited by cosmic variance. We reiterate that our simulations used a volume
of 1 Gpc3 and that the error bars are proportional to the inverse square root of the
survey area. We use a volume much smaller than a survey would require in order to
illustrate the size of the error bars.

In Figure 3.4, we instead compare the Monte-Carlo shot noise errors to the cosmic
variance error estimates while varying the background source density and assuming
a fixed S/N ratio of 5 per pixel. The line-of-sight densities are 15, 30, 45 and finally
60 quasars per square degree; background source densities larger than 45 per square
degree are cosmic variance limited for our mock survey area of 79 deg2.

3.4 Fitting for the BAO scale

We now quantify the recovery of the BAO signature from our simulations by fitting
the recovered 3D Lyα flux power spectrum with a function dependent on the char-
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Figure 3.3: The data points with 1-σ error bars display the BAO signature recovered from
the 3D Lyα flux power spectrum generated from a mock Lyα dataset containing 1200 (at
∼ 15 per square degree) lines of sight for a 79 deg2 survey (see text for details). Clockwise
from the top left, the recovered BAO signature is extracted from spectra constructed with
S/N ratios of 2, 5, 20 and 10. The error bars for varying S/N are generated using the Monte-
Carlo approach described in Section 3.3.2. For comparison, the solid curve in each panel is
the expected BAO signature generated from the ratio of the input linear dark matter power
spectra with and without the baryon oscillation features. The shaded region, which is the
same in each panel, displays an estimate of the cosmic variance error using Equation (3.2)
for our mock survey volume of 1 Gpc3.
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Figure 3.4: Comparison of the Monte-Carlo generated shot noise errors (error bars) and
the cosmic variance errors (shaded region) for varying background source density and a fixed
S/N of 5 per pixel. The Monte-Carlo shot noise errors are generated following the outline in
Section 3.3.2. Clockwise from the top left, the recovered BAO signature is extracted from
sight-line densities of 15, 30, 60 and 45 deg−2.
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acteristic BAO scale length. Following the approach of Blake & Glazebrook (2003),
we assume a simple two parameter decaying sinusoidal model for the ratio of the 3D
power spectrum with baryonic oscillations and the smooth reference power spectrum.
The functional form of the assumed fitting function is:

PF(k)

PF,r(k)
= 1.0 +Ak exp

[
−
(

k
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)1.4
]

sin

(
2πk

kA

)
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where PF,r is the smoothed reference power spectrum with no baryon oscillations,
A is an arbitrary normalisation constant and kA is the characteristic BAO scale in
Fourier space (where the characteristic BAO scale sA = 2π/kA). To determine the
two unknown parameters we perform a χ2 minimisation for the ratio of the power
spectrum obtained from our simulation to the function in Equation (3.3), such that:

χ2(p) =

nk∑

i=1

nk∑

j=1

Cij−1[Pratio(ki)− Pratio,fit(p, ki)][Pratio(kj)− Pratio,fit(p, kj)], (3.4)

where p contains the parameters for the fitting formula (A and kA), and Cij−1

is the inverse of the covariance matrix generated from our Monte-Carlo shot noise
error bars (Section 3.3.2). Here Pratio(k) is the ratio of the two simulated power
spectrum (with and without the baryon oscillations) and Pratio,fit(p, k) is given by
Equation (3.3). We restrict the range of our χ2 minimisation to wavenumbers below
k = 0.25 Mpc−1, where the summation index denotes the summation over k space
bins in our simulated power spectrum.

The best fit values for sA = 2π/kA are summarised in Table 3.1 for various S/N
ratios (including the idealised case of noiseless data) assuming a background source
density of either 15 or 45 deg−2. The 1-σ relative errors on sA are again estimated
by using 100 Monte-Carlo subsamples of mock Lyα data. For each subsample we
performed the χ2 minimisation and used the distribution of recovered values to es-
timate the 1-σ relative error, ∆sA. The results are shown for a 1 Gpc3 volume with
an area of 79 deg2, and are also shown after scaling to 2000 deg2 (assuming ∆sA

is proportional to the inverse square root of the survey area) to match to the pro-
posed survey volume of McDonald & Eisenstein (2007). We do not quote the best
fit parameters and their associated errors for S/N= 2, as we could not recover the
characteristic BAO scale at all for our small simulated volume. Even for S/N= 5,
the recovery of the BAO signal is fairly poor. However, this is to be expected for
the small survey area used here, and an increase in the survey area or S/N would
improve the fractional error on the recovered BAO scale considerably (McDonald &
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Number Density S/N sA (2π/kA) ∆sA ∆sA (2000 deg2)
(deg−2) (comoving Mpc) (per cent) (per cent)
15 5 150.7 12.70 2.53

10 157.4 8.51 1.70
20 154.2 2.64 0.52

Noiseless 153.1 0.63 0.13
45 5 155.7 5.73 1.14

10 152.0 2.41 0.48
20 151.9 1.23 0.24

Noiseless 152.4 0.30 0.06

Table 3.1: The recovered best fitting values for the BAO scale, sA, along with the fractional
1-σ errors obtained by applying the χ2 minimisation described by Equation (3.4) to the
simulated data displayed in Figure 3.3. Results are shown for a background source density
of 15 and 45 deg−2 and for S/N ratios of 5, 10 and 20. The χ2 minimisation is performed
using only the Monte-Carlo shot noise error estimates. The final row also provides the
parameters recovered from noiseless data. For comparison, the input value is sA = 152.5
comoving Mpc. The final column contains the fractional error on the BAO scale after scaling
our simulation result to a 2000 square degree survey area (McDonald & Eisenstein 2007).

Number Density S/N sA (2π/kA Mpc) ∆sA ∆sA (104 deg2)
(deg−2) (comoving Mpc) (per cent) (per cent)
15 5 150.7 15.51 1.38

10 152.3 14.59 1.30
20 152.0 6.28 0.56

Noiseless 153.5 3.75 0.33
45 5 155.6 9.12 0.81

10 152.6 5.66 0.50
20 151.3 4.46 0.40

Noiseless 151.1 4.24 0.38

Table 3.2: As for as Table 3.1, except now showing the recovered best fitting parameters
for the BAO scale, sA, using both the Monte-Carlo shot noise errors and the cosmic variance
summed in quadrature. The final column contains the fractional error on the BAO scale
after scaling our simulation result to a 104 square degree survey area.
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Eisenstein 2007). We nevertheless find that we are able to recover the BAO scale
from our 1 Gpc3 simulations to within a few percent for S/N> 5.

In Table 3.2 we again provide the best fit values for sA, but we instead perform
the χ2 minimisation taking into account the associated cosmic variance errors. We
replace the covariance matrix in Equation (3.4) from just the Monte-Carlo shot
noise errors with the covariance matrix computed from the Monte-Carlo shot noise
errors added in quadrature with the cosmic variance errors from Equation (3.2) (in
Appendix A we compare the covariance matrix from the Monte-Carlo shot noise
errors only to the quadrature sum of the shot noise and cosmic variance errors). We
find that for 15 quasars per square degree, increasing the signal to noise continues
to reduce the fractional error on the BAO scale. However for 45 quasars per square
degree the fractional error saturates for S/N > 10, indicating the mock survey is
cosmic variance limited for these parameters.

As a consistency check, we also obtain the recovered BAO signal from noiseless
spectra. We performed the same 100 subsample estimation of the error bars both
ignoring the estimated sample variance (Table 3.1) and including the sample variance
(Table 3.2). We recover a BAO scale of 152.4 comoving Mpc (shot noise error only,
45 deg−2), compared with the BAO scale of the input power spectrum which was
152.5 comoving Mpc. This confirms that our semi-analytical simulations provide a
reasonable description of correlations in the density field on large scales.

We note that the two parameter fitting formula used in Equation (3.3) does not
provide a perfect description of our simulated data. There is a small reduction in
the amplitude of the power spectrum toward small scales which arises following the
mapping and smoothing of the initial linear density field described in Section 3.2.2.
This means the oscillations do not occur exactly around a mean value of one as
expected in the fitting formula, and this affects the recovery of the arbitrary constant,
A, in Equation (3.3). Importantly, however, this does not affect the recovery of the
BAO scale from our simulations.

3.5 Comparison to other work

Several other authors have recently described simulations designed to recover the
BAO signature from the Lyα forest. It is therefore constructive to compare the results
presented in this work to the approaches taken by other studies using our results
from Table 3.1. However, before performing this comparison it is first important
to highlight the various subtleties that need to be considered when discussing the
reported accuracy to which the BAO feature has been recovered from the Lyα forest.
In this section we shall be comparing our estimates for the BAO scale accuracy to
both numerical simulations and analytical calculations, which operate under different
underlying assumptions.
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Returning to the simple linear expression for the Lyα forest power spectrum
(Equation 1.59), the amplitude of the Lyα forest power spectrum and hence the
BAO peak are dependent on both the Lyα forest bias parameter and associated
redshift-space distortions. Therefore, the reported accuracy on the BAO scale will
be dependent on the value of these two parameters recovered from numerical sim-
ulations or the assumed value used in any analytic calculations. However, both
our semi-analytic simulations and the other numerical simulations considered in this
section do not recover an estimate of these two parameters, making a direct compar-
ison less straightforward. Therefore, in this section we perform a direct one-to-one
comparison of our recovered BAO accuracy to other authors overlooking this subtle
difference, however emphasise that any reported difference (or similarity) may be
simply attributable to variations in these bias parameters.

Firstly, McDonald & Eisenstein (2007) used analytical arguments to predict that
one should be able measure the radial and transverse distance scales used for BAO
measurements to within a fractional error of ∼1.4 per cent for S/N = 1.8 per pixel,
∼40 quasars per square degree and a survey area of 2000 square degrees. For a S/N
of 5 per pixel over ∼79 square degrees for ∼45 quasars per square degree, we obtain
a fractional error on the BAO scale of ∼5.7 per cent. Scaling our survey area to 2000
square degrees (assuming the error scales as the inverse square root of the survey
area) we would expect a fractional error of ∼1.1 per cent (final column Table 3.1),
consistent with the results of McDonald & Eisenstein (2007).

Large N-body simulations were used by Slosar et al. (2009) to measure the correla-
tion function and also the cross-power spectrum, rather than the 3D power spectrum.
Each dark matter N-body simulation used by Slosar et al. (2009) contained 30003

particles in a box of size 1500 h−1Mpc, which does not fully resolve the Jeans scale.
However, the authors argue this should not affect the power on the acoustic scale.
They conclude that the correlation function provides a better method for recovery of
the BAO signal compared to both the 3D flux power spectrum and the cross-power
spectrum, which is consistent with the approach taken by White et al. (2010). Slosar
et al. (2009) fit for the BAO peak at z = 2.5 using ∼56 quasars per square degree
over a total area of ∼ 400 square degrees. For noiseless spectra we find a fractional
error on the BAO scale of 0.30 per cent compared to 0.53 per cent from Slosar et al.
(2009). The survey area of Slosar et al. (2009) is ∼5 times larger than ours, imply-
ing an error that should be ∼2.2 times smaller than our error. The origin of this
difference is unclear, but may be in part due to the use of the diagonal covariance by
Slosar et al. (2009), as opposed to the full covariance matrix we use in our best-fit
parameter estimation.

Finally, we compare our results to those of McQuinn & White (2011) who provide
sensitivity estimates for large Lyα forest surveys. Although a direct comparison here
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is less straightforward, using their table 4, a background source density of ∼ 15 deg−2

corresponds to an n̄eff = 1.4 × 10−3 Mpc−2 at z = 2.5. However, at z = 2.5 for
S/N = 2, the effective number density varies from the true number density by roughly
0.59 (their table 3) and so n̄eff ∼ 0.8 × 10−3 Mpc−2. From figure 8 in McQuinn &
White (2011), this gives the fractional precision in the angular diameter distance
and Hubble expansion of ∼ 2− 3 per cent for a ∼ 104 square degree survey volume
at z = 2.5. Scaling our z = 3 results for the fractional precision of the BAO scale
assuming S/N = 2 (Section 3.6), a survey area of 104 deg2 and 15 quasars per square
degree, we find a fractional precision of ∼ 2.5 per cent on the BAO scale. McQuinn
& White (2011) also find that the amount of information obtained from a quasar is
maximised for S/N ∼5-10, consistent with our findings in Figure 3.3.

3.6 Approximate scaling relations for the fractional error

To summarise our results we provide approximate scaling relations for the expected
recovered fractional error on the BAO scale as a function of both survey S/N and
quasar number density. We approximate our scaling relations assuming a simple,
two parameter power law expression,

fractional error (per cent) = axb
(
Survey area

79 deg2

)−1/2

, (3.5)

where x is either S/N or quasar number density. We also scale our expressions for
the fractional error on the BAO scale by the inverse square root of the survey area
(i.e. total volume).

3.6.1 Fitting the scaling relations

To determine the unknown scaling relation parameters, a and b we perform a χ2

minimisation to our simulation results,

χ2(p) =

nk∑

i=1

nk∑

j=1

Cij−1[F.E.(xi)− F.E.fit(p, xi)][F.E.(xj)− F.E.fit(p, xj)], (3.6)

where p contains the unknowns (a and b) and F.E.(x) is the fractional error on the
BAO scale estimated from our simulations and F.E.fit(p, x) is the scaling relation in
Equation (3.5) for either varying S/N or quasar number density, x.

To perform our χ2 minimisation for the scaling relations of the fractional error
on the BAO scale we need to determine the confidence intervals on our recovered
fractional error on the BAO scale. However, the fractional error on the BAO scale
drawn from our mock Lyα forest simulations is already estimated from the entire
distribution of recovered BAO scales from the 100 Monte-Carlo realisations. Hence,
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Figure 3.5: χ2 minimisation fitting of our scaling relations for varying S/N at fixed quasar
sightline density. Data points correspond to the estimated fractional error on the BAO scale
from 100 Monte-Carlo realisations of the BAO fitting procedure (Section 3.4) for varying
S/N (S/N = 2, 3.5, 5, 7.5, 10, 15 and 20) at fixed sightline density (left panels: 15 deg−2

and right panels: 45 deg−2). Top row: BAO fitting assuming only shot noise errors and
bottom row: BAO fitting including shot noise and cosmic variance added in quadrature.
The 1-σ error bars are estimated using the statistical process of bootstrap resampling (see
Appendix B).

using our 100 Monte-Carlo realisations we are provided with a single value of the
fractional error with no associated confidence interval. Rather than estimating the
relative errors from a significantly larger sample of Monte-Carlo realisations, we can
instead estimate the confidence intervals on the BAO scale fractional error using the
statistical method of bootstrap resampling (see Appendix B). Bootstrapping is a
statistical method to estimate properties of the sample distribution of a statistical
estimator, hence we apply it to provide 1-σ estimates on the recovered BAO scale
fractional error as well as the full covariance matrix to be used in our χ2 minimisation
fitting (Equation 3.6). We describe in further detail in Appendix B our application
of the bootstrapping technique.

In Figure 3.5 and summarised by Table 3.3 are the best fit parameters a and b
from the scaling relation for the fractional error on the BAO scale (sA) from varying
the assumed signal to noise at fixed source background densities of 15 and 45 quasars
per square degree. We quote the best fit parameters for two scenarios; shot noise only
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Error Number Density a b
(sq. deg.)

Shot noise 15 52.85 -0.91
45 26.50 -1.04

Shot noise 15 41.34 -0.54
+cosmic variance 45 27.55 -0.66

Table 3.3: Best fit parameters for a and b in Equation (3.5) for the fractional error on sA

for varying S/N (the models used to obtain the scaling fit have S/N=2, 3.5, 5, 7.5, 10, 15
and 20). Scalings are given for background source densities of both 15 and 45 quasars per
square degree, and a total survey area of 79 deg2. Top row : Fit parameters for Monte-Carlo
shot noise error bars only. Bottom row : Fit parameters for shot noise and cosmic variance
errors added in quadrature.

Figure 3.6: χ2 minimisation fitting of our scaling relations for varying quasar sightline
density at fixed S/N. Data points correspond to the estimated fractional error on the BAO
scale from 100 Monte-Carlo realisations of the BAO fitting procedure (Section 3.4) for vary-
ing sightline density (5, 10, 15, 22.5, 30, 45 and 60 deg−2) at fixed S/N (left panels: S/N=5
and right panels: S/N=10). Top row: BAO fitting assuming only shot noise errors and
bottom row: BAO fitting including shot noise and cosmic variance added in quadrature.
The 1-σ error bars are estimated using the statistical process of bootstrap resampling (see
Appendix B).
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Error S/N a b

Shot noise 5 99.12 -0.78
10 140.39 -1.14

Shot noise 5 76.16 -0.61
+cosmic variance 10 53.35 -0.55

Table 3.4: Best fit parameters for a and b in Equation (3.5) for the fractional error on sA

for varying quasar sightline density (the models used to obtain the scaling fit have 5, 10,
15, 22.5, 30, 45 and 60 deg−2). Scalings are given for both S/N = 5 and 10, and a total
survey area of 79 deg2. Top row : Fit parameters for Monte-Carlo shot noise error bars only.
Bottom row : Fit parameters for shot noise and cosmic variance errors added in quadrature.

and cosmic variance combined with shot noise. This notation is used to differentiate
between the two types of fractional error on the BAO scale we obtain from the
100 Monte-Carlo realisations used in Section 3.4. We either recover the BAO scale
using just the shot noise errors or the quadrature sum of the shot noise and cosmic
variance errors. To improve estimates of the best fit parameters we estimate the
recovered BAO scale at seven different assumed S/N ratios. The full assumed range
of S/N values are 2, 3.5, 5, 7.5, 10, 15 and 20. While in Section 3.4 we discussed the
unreliability of measurements of the BAO scale at S/N=2, we include these values
in our scaling relations to attempt to improve our scaling relations (by the inclusion
of an additional data point).

In Figure 3.6 and Table 3.4 we provide the best fit parameters for sA from varying
the assumed sightline density for fixed S/N (S/N = 5 and 10). We improve our
estimated best fit parameters by determining the fractional error on the BAO scale
for seven different sightline densities. The full range of sightline densities used in our
parameter fitting were 5, 10, 15, 22.5, 30, 45 and 60 deg−2.

3.6.2 Scaling constraints to a BOSS-like survey

Using the best fit parameters from our model for the BAO scale from Table 3.2,
we can estimate the accuracy of forthcoming large volume BAO Lyα forest surveys.
BOSS anticipates the detection of 150 000 quasars in a total survey area of 104 deg2,
with S/N = 5 and a source number density of 15 deg−2. Scaling our simulation
results from Table 3.2, we anticipate a detection of the BAO scale to within ∼1.4
per cent including cosmic variance. However, before performing the comparison, it
is important to revisit our discussions on the associated subtleties of comparing our
recovered accuracy on the BAO scale against other measurements, i.e., in this case
against observational data.

Firstly, we re-emphasise that in our analysis we assume no redshift evolution
within our Lyα forest simulations and furthermore assume that all Lyα forest spec-
tra are centred at the same mean redshift (z = 3), have the same mean S/N, have
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the same wavelength coverage (i.e. same pathlength) and are positioned parallel to
the line-of-sight direction through our simulation volume. As one expects, none of
these are valid when comparing to observational data. The redshift evolution of
the observed survey volume results in diverging Lyα forest sightlines, removing the
simplicity of a simulation cube, requiring accurate modelling of the observed sur-
vey geometry to measure the true Lyα forest correlations. The observed redshift
distribution of quasars varies the number of closely separated quasars which affects
the distribution of closely separated Lyα forest pixel pairs for measuring correla-
tions (unlike our assumed constant sightline density across our entire simulation
volume). Variations in the observing conditions and the magnitudes of the surveyed
QSOs will result in varying S/N across individual Lyα forest spectra as well as from
spectra-to-spectra. Additionally, line-of-sight contaminants in the measured Lyα
forest spectra result in a distribution of useable Lyα forest pathlengths, unlike the
assumed equal pathlengths in our simulations. Furthermore, as in the case of the
simulations (Section 3.5), one additionally would expect that the observed Lyα for-
est bias and redshift-space distortion parameter would vary between our simulations
and the observational measurements.

Therefore, as a result of the underlying assumptions in our Lyα forest simulations,
a direct one-to-one comparison between our estimates for the BAO scale and those
measured from observational data cannot yield anything beyond a simple qualitative
comparison. For example, any drastic variation between our estimated errors and the
observational data could easily be attributed to any of the aforementioned differences.
Nevertheless, we proceed to perform such a qualitative comparison in the remainder
of this section.

Recently, Busca et al. (2013) (also Slosar et al. 2013) reported the first detection
of the BAO scale using the Lyα forest measured from the correlation function. These
authors determined a fractional precision on the BAO scale of ∼ 2.5 per cent at a
mean redshift of z = 2.3. The Lyα forest spectra used by these authors was from the
SDSS ninth data release (Ahn et al., 2012). The total combined sample used in their
analysis consisted of 48 640 Lyα forest spectra within a total survey area of ∼ 3000

deg2 at a mean S/N of 5.17. This roughly corresponds to one-third of the planned
BOSS programme. Using our scaling relations at z = 3, for the corresponding S/N
(mean∼ 5) and sightline density of ∼ 16 deg−2, we predict an estimated fractional
error of ∼2.3 per cent, consistent with the observed result.

Finally, the proposed direct successor to BOSS, BigBOSS (Schlegel et al., 2011)
plans to improve upon the target selection of BOSS measuring ∼ 630 000 quasar
sightlines in a total sky area of ∼ 14 000 deg2. Using our z = 3 scaling relations,
for an assumed sightline density of ∼ 45 deg−2 and S/N=10 within a total sky area
of 14 000 deg2, we estimate the predicted fractional error on the BAO scale to be
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∼ 0.50 per cent.

3.7 Summary

In this chapter we have applied our calibrated semi-analytic Lyα forest simulations
to investigate the fractional precision to which we can recover the BAO scale from
various mock Lyα forest survey properties. We perform a reconstruction method
(McDonald & Eisenstein, 2007) on the 3D Lyα forest power spectrum to recover
the true 3D clustering from the under-sampled 3D clustering of a mock Lyα forest
survey. We apply this procedure on two concurrent simulations; one generated from
a power spectrum with baryonic oscillations and one with a smooth reference power
spectrum. This step allows us to highlight the BAO signal by taking the ratio of
the two simulations, removing all the shape information in the power spectrum and
hence improving the relative strength of the signal.

We investigated two separate sources of statistical errors in our simulations and
their impact on the recovery of the BAO scale. We estimated the cosmic variance
errors from nine different realisations of our large volume Lyα forest simulations
and determined that our cosmic variance errors are equivalent to those theoretically
predicted. A Lyα forest survey measures low quasar sightline densities, hence we
investigated the associated shot noise errors. We performed 100 Monte-Carlo real-
isations of our power spectrum reconstruction technique for each set of mock Lyα
forest survey parameters to estimate the 1-σ shot noise errors and their full covariance
matrix.

We observed that the relative error on the recovered 3D Lyα forest power spec-
trum is a combination of competing effects. The relative shot noise errors swiftly
reduce for increasing quasar sightline density and S/N as expected, however the im-
provements gained are quickly saturated by the relative size of the cosmic variance
errors (which simply scale with total survey volume). Hence, large volume Lyα forest
BAO surveys are cosmic variance limited, requiring only low S/N Lyα forest spectra
(∼5 per pixel) and low quasar sightline density (∼15 per square degree). This key
design feature however is already a well know property of Lyα forest surveys (Mc-
Donald & Eisenstein, 2007), but serves to illustrate that our semi-analytic model for
generating mock Lyα forest surveys is capable of mimicking well known observational
properties.

We used our semi-analytic model to generate mock Lyα forest data sets drawn
from a 40963 1 Gpc3 simulation volume at z = 3 corresponding to a total survey
area of ∼ 79 deg2, and recover the characteristic BAO scale length by applying a χ2

minimisation of a simple two parameter fitting function (Blake & Glazebrook, 2003).
Our mock surveys of ∼ 15 quasars per square degree over ∼ 79 square degrees with
S/N = (5, 10, 20, ∞) yield relative errors of (12.7, 8.51, 2.64, 0.63) per cent and
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for ∼ 45 quasars per square degree (5.73, 2.41, 1.23, 0.30) per cent on the recovered
BAO scale. The accuracy to which we can recover the BAO signal scales with the
square root of the inverse volume allowing ease of comparison to existing Lyα forest
simulations. We find our results to be consistent with the predictions presented by
McDonald & Eisenstein (2007), Slosar et al. (2009) and McQuinn & White (2011).

Additionally, we provide simple scaling relations for estimating the expected frac-
tional error on the BAO scale for varying Lyα survey properties. We provide relations
for varying S/N at a fixed quasar sightline density (15 or 45 deg−2) or varying sight-
line density at fixed S/N (S/N = 5 or 10 per pixel). We stress however, that in this
work we assume a constant redshift, z = 3, whereas one expects that the accuracy of
the recovered BAO scale will be redshift dependent, and hence our results will differ
slightly at different redshifts.

Busca et al. (2013) (see also Slosar et al. 2013) recently reported the first mea-
surements of the BAO scale from the clustering of the Lyα forest from BOSS. These
authors reported a fractional error of ∼2.5 per cent at z = 2.3 measured from the
Lyα forest correlation function. Using our scaling relations we predict a recovered
accuracy of ∼ 2.3 at z = 3, consistent with their observations. Furthermore, we an-
ticipate that by the completion of the full BOSS programme, their overall fractional
error on the BAO should reduce to ∼1.4 per cent.

Both in this chapter and the previous chapter we have extensively tested our
calibrated semi-analytic Lyα forest simulations. We have found we can accurately
reproduce observational Lyα forest data as well as accurately recover the BAO scale.
The speed, accuracy and flexibility of our approach has been demonstrated in this
chapter to investigate the recovery of the BAO scale for mock Lyα forest surveys
varying the S/N of the Lyα forest spectra and the quasar sightline density. This
gives us the confidence to now apply our semi-analytic model to investigate potential
astrophysical systematics that may impact the BAO scale. To this end, in the next
chapter we develop a model for the late stages of He II reionisation, which could
result in large-scale temperature and UV ionising background fluctuations that could
potentially occur at length scales equivalent to the BAO scale.





Chapter 4
Investigating the Impact of Helium
Reionisation
4.1 Introduction

In the previous chapter we investigated the recovery of the BAO scale from our large
volume Lyα forest simulations for mimicking current observational Lyα forest surveys
such as BOSS. Subsequently, we found that the predicted accuracy with which we
recover the BAO scale was consistent with the first year data release of BOSS and
other alternative computationally expensive simulations. However, our simulations
(like all other large volume Lyα forest simulations) have assumed that H I gas in the
IGM is in photoionisation equilibrium with a mean UV ionising background and that
the IGM temperature can be predicted using a simple power-law expression relating
the IGM density to its temperature. At the epoch of the BAO measurements from
the Lyα forest, these assumptions are likely to be incorrect, as the IGM has recently
undergone a secondary phase change, the reionisation of singly ionised helium (He II)
to doubly ionised helium (He III), known as the epoch of He II reionisation. Therefore
it is crucial to investigate the impact that He II reionisation has on the IGM and
subsequently the potential effects it may have on the recovery of the BAO scale from
measurements of the H I Lyα forest at z ∼ 2.5.

He II reionisation occurs considerably later than H I reionisation as the birth of the
first astrophysical sources (i.e. stars and galaxies) responsible for reionising the H I

(and He I) in the IGM cannot produce the substantially harder UV ionising radiation
(Eγ = 54.4 eV) required to ionise He II. Hence, before He II reionisation can proceed,
sources producing harder UV ionising radiation are required. The most likely culprits
are quasars, which can produce sufficiently numerous hard UV ionising photons to
reionise He II. However, while the first quasars are detected at z & 6, they are too rare
in the early Universe to reionise He II at z ∼ 6−7. In addition, the He II recombination
rate is ∼ 5 times greater than for H I (Osterbrock, 1989). Therefore, He II reionisation
cannot occur until the quasar population becomes sufficiently numerous (the QSO
population peaks at z ∼ 2.5, Richards et al. 2006) to maintain a hardened UV
ionising background to overcome the high He II recombination rate.

Direct observational evidence for He II reionisation can be obtained via measure-
ments of the He II Lyα optical depth in the IGM from the He II Lyα forest (and ob-
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servable He II Gunn-Peterson trough) of high-redshift quasars (Jakobsen et al., 1994;
Davidsen, Kriss & Zheng, 1996; Hogan, Anderson & Rugers, 1997; Reimers et al.,
1997; Anderson et al., 1999; Heap et al., 2000; Kriss et al., 2001; Smette et al., 2002;
Shull et al., 2004; Zheng et al., 2004; Reimers et al., 2005, 2006; Fechner et al., 2006;
Fechner & Reimers, 2007; Shull et al., 2010; Syphers et al., 2011; Worseck et al., 2011;
Syphers et al., 2012; Syphers & Shull, 2013). Unfortunately direct measurements of
the He II Lyα forest are challenging. The far-UV rest-frame He II Lyα transition
restricts observations to space-based telescopes (i.e. Hubble Space Telescope), while
also requiring the He II Lyα forest to not be contaminated by interloping H I absorp-
tion. Nevertheless, from existing observations of He II Lyα forest quasars we can
infer an ongoing patchy He II reionisation history, with observed fluctuations in the
He II optical depth across the redshift range 2.2 < z < 3.8 indicative of an extended
reionisation process.

Further indirect evidence for He II reionisation can be obtained from its impact
on the thermal history of the IGM. The IGM directly in the vicinity of a source QSO
is photoheated by low energy ionising radiation, before adiabatically cooling with
cosmic expansion. As a UV ionisation front passes through the inhomogeneous IGM,
dense structures tend to filter the ionising radiation hardening the UV spectrum of
the ionisation front (Haardt & Madau, 1996; Fardal, Giroux & Shull, 1998; Abel &
Haehnelt, 1999; Bolton, Meiksin & White, 2004; Bolton, Oh & Furlanetto, 2009b;
McQuinn et al., 2009; Meiksin & Tittley, 2012). Higher energy photons (Eγ � 54.4

eV) have longer attenuation lengths (which vary substantially between z = 2.5−3.5,
Davies & Furlanetto 2012), travelling deep into the IGM from the initial source
quasar, depositing significant thermal energy into the IGM through photoheating.
This photoheating results in IGM temperature boosts of 1-2×104 K (Ricotti, Gnedin
& Shull, 2000; Schaye et al., 2000) before cooling adiabatically. This differential
heating during He II reionisation imprints large-scale temperature fluctuations on the
IGM, which are observed to appear at ∼ 50 Mpc scales within the He II reionisation
simulations of McQuinn et al. (2009).

Measuring the distribution of Doppler line widths by fitting the individual H I

Lyα forest absorption lines from high-resolution quasar spectra indicate a charac-
teristic broadening representative of this expected IGM temperature boost (Ricotti,
Gnedin & Shull, 2000; Schaye et al., 2000). However, a similar analysis performed
using the Lyα forest power spectrum reported no evidence for a sudden temperature
boost (McDonald et al., 2001; Zaldarriaga, Hui & Tegmark, 2001; Viel, Haehnelt &
Springel, 2004; McDonald et al., 2006).

Additionally, heating the IGM will lower the H I fraction, leading to an observable
decrease in the redshift evolution of the H I effective Lyα optical depth. Subsequently,
Theuns et al. (2002), Bernardi et al. (2003), Dall’Aglio, Wisotzki & Worseck (2008)
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and Faucher-Giguère et al. (2008b) all reported the presence of a distinguishable
decrease in the effective optical depth from their observational samples indicative
of sudden He II reionisation. However, McDonald et al. (2005), Kim et al. (2007),
Dall’Aglio, Wisotzki & Worseck (2009) and more recently Becker et al. (2013) found
no such evidence from their equivalent observational measurements. Furthermore,
while Faucher-Giguère et al. (2008b) observed a notable decrease in the effective op-
tical depth they did not require He II reionisation to be responsible, arguing the case
for alternative physical processes. Finally, simulations by Bolton, Oh & Furlanetto
(2009a), McQuinn et al. (2009) and Lidz et al. (2010) all agreed that an observed
dip in the H I effective optical depth could not be produced by sudden He II reioni-
sation rapidly heating the IGM. These authors preferred instead an extended He II

reionisation, as is observationally observed. Nevertheless, such drastic changes to
the IGM state following extended He II reionisation could have a significant impact
on the recovery of the BAO scale.

Since quasars are bright, rare objects they produce a strongly fluctuating UV
ionising background, present even after the completion of He II reionisation (see e.g.
Fardal, Giroux & Shull, 1998; Bolton et al., 2006; Meiksin, 2009; Furlanetto, 2009).
The signature of these fluctuations are very high photoionisation rates within ‘prox-
imity zones’ near the source QSO and rapidly declining photoionisation rates with
increasing radii from the source. Observations of He II quasars indicate the presence
of strong, order of magnitude fluctuations in the UV ionising background (Shull et al.,
2004; Zheng et al., 2004; Fechner et al., 2006; Fechner & Reimers, 2007; Shull et al.,
2010; Syphers & Shull, 2013). However, a recent re-analysis by McQuinn & Worseck
(2013) instead observed only factor of two range in fluctuations in the amplitude
of the UV ionising background, attributing any larger fluctuations to errors in the
estimate of the quasar continuum. Nevertheless, these findings counter our previous
assumption that the IGM is in photoionisation equilibrium with a mean UV ionising
background.

As a result of the conflicting indirect evidence, increased emphasis has been placed
on understanding the physical properties of the IGM during He II reionisation through
simulations. However, accurately modelling He II reionisation is computationally
challenging. Huge dynamic range is required to simultaneously resolve the small-scale
physics in the Lyα forest and to provide sufficiently large cosmic volumes to include
the sparse ionising sources. In addition, current radiative transfer algorithms to self-
consistently track the propagation of the UV ionising radiation are too inefficient at
such large dynamic ranges.

Hence, several studies instead mix various combinations of analytic, Monte Carlo,
semi-analytic and semi-numerical methods to investigate various properties of both
the local and global fluctuating UV ionising background, morphology of ionised bub-
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bles and heating of the IGM (Gleser et al., 2005; Furlanetto & Oh, 2008b; Dixon &
Furlanetto, 2009; Furlanetto, 2009; Furlanetto & Dixon, 2010; Davies & Furlanetto,
2012; Dixon, Furlanetto & Mesinger, 2013). On the other hand, current numeri-
cal cosmological simulations of He II reionisation employ a variety of post-processed
hydrodynamics and radiative transfer techniques to investigate the evolution of UV
ionisation fronts, He II ionisation fractions and fluctuations in the IGM temperature
and UV background (Sokasian, Abel & Hernquist, 2002; Paschos et al., 2007; Mc-
Quinn et al., 2009; Compostella, Cantalupo & Porciani, 2013). Recently, Meiksin
& Tittley (2012) performed a full coupled hydrodynamical and radiative transfer
simulation investigating the propagation of ionisation fronts through the IGM, but
as a result were restricted to small cosmic volumes.

In McQuinn et al. (2011) the impact of large-scale temperature and UV ionising
background fluctuations during He II reionisation on the measurement of H I Lyα
flux statistics were investigated. These authors focused their analysis on the one
dimensional Lyα flux PDF and power spectrum as well as the three dimensional
H I Lyα flux power spectrum measured from He II reionisation simulations to those
with a typical power-law IGM temperature-density relation. While only 5-10 per
cent variations were observed on the one dimensional flux statistics, significant order
unity variations in the amplitude of the 3D Lyα forest power spectrum were observed
at large-scales in addition to a change in slope. Since the 3D Lyα forest power
spectrum is required to measure the BAO scale, large-scale temperature and UV
ionising background fluctuations arising during He II reionisation could significantly
impact the recovery of the BAO scale. This latter point has yet to be investigated.

Therefore, it is important to assess the impact of large-scale temperature and
UV background fluctuations resulting from He II reionisation on the recovery of the
BAO scale. Our semi-analytic simulations, designed to mimic BOSS are best suited
to investigating the impact of astrophysical systematics, as discussed in Chapter 3.
In this chapter, we develop an extension to our semi-analytic model to include an
analytic model for He II reionisation, which enables us to maintain sufficiently high-
resolution, large volume simulations to simultaneously resolve the Jeans scale and
large-scale structure. We then apply our updated large-volume Lyα forest simula-
tions to assess the impact of He II reionisation on the recovery of the BAO in the
context of BOSS measurements.

This chapter is organised as follows. Firstly, we introduce our post He II reion-
isation semi-analytic model in Section 4.2 and in Section 4.3 we discuss the corre-
sponding changes to our existing Lyα forest simulations (as discussed in Chapters 2
and 3). In Section 4.4 we then qualitatively compare our new He II reionisation sim-
ulations against existing numerical simulations. In Section 4.5 we first discuss the
impact of He II reionisation on a variety of observable H I Lyα flux statistics before
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we discuss the impact of He II reionisation on the BAO scale in Section 4.6. Finally,
we summarise our results and conclude in Section 4.7.

4.2 Semi-analytic model for He II reionisation

In this section we outline the basic approach we take to produce our UV ionising
background and the various He II reionisation properties we will investigate. Since,
we are interested in assessing the impact of He II reionisation on the recovery of
the BAO scale measured from the H I Lyα forest at z ≈ 2.5, we therefore are only
interested in the late-stages of He II reionisation. Observations of He II quasars be-
tween 2.2 < z < 3.8 indicate that He II reionisation proceeds inhomogeneously over
an extended period of time, driven by the hard UV ionising radiation emitted by
quasars. While accurately modelling the entire He II reionisation process is compu-
tationally expensive, the tail-end of He II reionisation is rather more straightforward
to accurately model.

Within our He II reionisation simulations we will therefore utilise existing semi-
analytic methods to model the fluctuating UV ionising background responsible for
reionising He II (e.g. Furlanetto, 2009; Bolton & Viel, 2011; Dixon, Furlanetto &
Mesinger, 2013). In addition, by accurately modelling the fluctuating UV ionising
background our simulations will also imprint the patchy morphology of He II reioni-
sation onto the IGM which will assist in the production of the observed large-scale
temperature fluctuations.

4.2.1 Spatial fluctuations in the UV ionising background

To describe the spatially varying UV ionising background we must first accurately
match our source quasar population to observational measurements from the quasar
luminosity function (QLF). We determine the correct number of quasars to be placed
within our simulation volume, V , by integrating the B-band QLF, φ(LB, z), which
has been measured over a broad range of redshifts by Hopkins, Richards & Hernquist
(2007),

N(LB > Lmin) = V

∫ ∞

Lmin

φ(LB, z)dLB. (4.1)

Here, we restrict our quasar population to Lmin = 1044.25 erg s−1 (MB = -22).
This lower cut-off is slightly larger than what is typically chosen as we attempt
to balance the increasing computational cost of simulating larger cosmic volumes
with adequately sampling the faint-end of the QLF. Dixon, Furlanetto & Mesinger
(2013) observed that in their recent semi-numerical simulations of the fluctuating
UV ionising background that their results were insensitive to the imposed luminosity
cut-offs.
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We randomly assign to each quasar a B-band luminosity by Monte-Carlo sam-
pling the observed B-band QLF. Since we are concerned with the production of He II

ionising photons, we must extrapolate the B-band luminosity out to much higher
frequencies. We extrapolate the quasar luminosity by assuming the typical broken
power-law spectral energy distribution (Madau, Haardt & Rees, 1999),

Lν =





ν−0.3 (2500 < λ < 4600),

ν−0.8 (1050 < λ < 2500),

ν−αs (λ < 1050),

(4.2)

where αs is the extreme UV (EUV) index which describes the spectral slope of
the highly uncertain far-UV spectrum for each quasar. A large scatter exists in
the literature for the measured values for αs (e.g. Zheng et al., 1997, 1998; Telfer
et al., 2002; Scott et al., 2004). Telfer et al. (2002) observed from a sample of radio
quiet quasars, ᾱs = 1.57±0.17, which is a slightly harder distribution than what was
measured by Zheng et al. (1998) (ᾱs = 1.8). Telfer et al. (2002) additionally observed
significant source-to-source variations estimating a total EUV sample distribution
with ᾱs ≈ 1.6 and a standard deviation of 0.86. More recently, Shull, Stevans &
Danforth (2012) measured a best-fit spectral index of ᾱs = 1.41 ± 0.21 for their
quasar sample. On the other hand, Scott et al. (2004) measured a significantly
harder spectral index, with ᾱs ≈ 0.5 from their lower redshift, lower luminosity
quasar sample. It is important to note that while the Scott et al. (2004) spectrum
is significantly harder than all other observed samples, their measurements are less
affected by the corrections required to obtain a measurement for αs (Meiksin, 2009).
However, more recently Shull, Stevans & Danforth (2012) discussed various potential
sources of error within the analysis of the Scott et al. (2004) sample that could have
produced such a hard spectral index.

With the large observed variability in the mean EUV index we choose to consider
three separate quasar spectral models in our He II reionisation simulations. Firstly, in
what we shall consider our fiducial case, we encompass the large observed variability
in the EUV index (Telfer et al., 2002) by Monte Carlo sampling a Gaussian with mean
EUV spectral index of 1.5 and a standard deviation of 0.5 over the range of three
standard deviations. Our second model assumes instead a constant EUV spectral
index representative of the Telfer et al. (2002) sample, ᾱs = 1.5. Finally, as an
extreme case, we consider a model with a constant EUV spectral index representative
of the Scott et al. (2004) sample, ᾱs = 0.5. Such an extreme case should amplify any
potential modifications to the IGM following He II reionisation that could impact the
recovery of the BAO scale from the H I Lyα forest.

Our He II reionisation simulation assumes that quasars are randomly distributed
within our simulation volume. In reality, however, this is certainly not the case
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(Shen et al., 2007). While we do expect the quasars to trace the underlying density
field, the sparsity of the ionising sources tend to restrict the number of quasars per
ionising bubble, so their locations may not truly be random. Therefore, the random
(Poisson) fluctuations should dominate over the fluctuations due to clustering. In-
deed this was observed by Furlanetto (2009), who found the Poisson fluctuations in
the photoionisation rate and the wide luminosity distribution of quasars dominated
over any clustering effect. This was confirmed in the simulations by McQuinn et al.
(2009), however, it may be important on scales within the He III bubbles (Mesinger
& Furlanetto, 2009; Furlanetto & Dixon, 2010).

Once we have randomly assigned each quasar its position, luminosity and spectral
properties we can calculate J(x, ν) [erg s−1 cm−2 Hz−1 sr−1], the total UV ionising
background. This quantity can be determined at any location, x, within our simula-
tion volume for a given frequency, ν, by summing the contribution to the UV ionising
background from each quasar. At frequencies between the H I and He II photoionisa-
tion edges, νH I < ν < νHe II, the total contribution to the UV ionising background is
given by,

J(x, ν) =
1

4π

N∑

i=1

Li(xi, ν)

4π|x− xi|2
. (4.3)

The UV ionising background is the total summed contribution from all quasars within
the simulation volume where |x−xi| is the distance at a point x to quasar i. At fre-
quencies above the He II ionisation threshold, ν > νHe II, the UV ionising background
is determined by,

J(x, ν) =
1

4π

N∑

i=1

Li(xi, ν)

4π|x− xi|2
e
− |x−xi|
λHe II

(
ν

νHe II

)−3(β−1)

, (4.4)

where λHe II is the mean free path of helium photons at the He II ionisation threshold,
which varies substantially during He II reionisation (Davies & Furlanetto, 2012) re-
sulting in significant uncertainties in its accepted value (see Section 4.2.2 for further
discussion).

Under the assumptions that quasars are point sources surrounded by discrete,
Poisson distributed absorbers, a power-law distribution naturally arises to describe
the column density distribution, f(NHe II) ∝ N−βHe II

(Faucher-Giguère et al., 2009),
where β describes the slope of power-law distribution for He II absorbers. Unlike the
H I column density distribution which is well constrained, the equivalent distribution
for He II absorbers is highly uncertain. For simplicity we choose to allow the He II col-
umn density distribution to have the same power-law index as that for H I absorbers
(β = 1.5, Petitjean et al. 1993; Kim et al. 2002). However, it is important to note
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that the slope of the He II distribution may differ significantly from that for H I ab-
sorbers during He II reionisation, especially at high column densities (Fardal, Giroux
& Shull, 1998; Faucher-Giguère et al., 2009). More recently, it has been shown that
the H I Lyα forest column density distribution may be more complicated than such a
simple power-law dependence (Prochaska, O’Meara & Worseck, 2010; Rudie, Steidel
& Pettini, 2012; O’Meara et al., 2013), however, close to the ionisation threshold it
is sufficiently accurate (Davies & Furlanetto, 2012).

Finally, it is important to note that within our He II reionisation simulations we
model the contribution to the UV ionising background from quasars only. While star-
forming galaxies make a significant contribution to the UV ionising background at
ν . νHe II (Bianchi, Cristiani & Kim, 2001; Haehnelt et al., 2001; Bolton et al., 2005;
Kirkman et al., 2005; Faucher-Giguère et al., 2008a), their soft spectra are not likely
to significantly contribute to the spatial fluctuations in the UV ionising background at
ν & νHe II. To calculate the UV ionising background within our simulation volumes,
at every location we calculate the specific intensity at 30 different photon energies
spanning the range, E = 1-100 Ryd and performing the summations described above.

4.2.2 He II mean free path

Spatial fluctuations in the UV ionising background are strongly dependent on the
assumed value of the mean free path of ionising photons at the He II ionisation
threshold. However, its exact value remains uncertain and rapidly changes with
redshift over z ≈ 2.5 − 3.5 and is subject to uncertainties in the source population.
Therefore a range of allowed values have been estimated ranging from 15 to 150 Mpc
at the He II ionisation edge during He II reionisation.

To account for this variability in λHe II we shall consider three separate values.
Firstly, a very low value of λHe II = 15 Mpc. While the analytic and numerical work
of Bolton et al. (2006), Furlanetto & Oh (2008a), Furlanetto (2009), Dixon & Furlan-
etto (2009), Furlanetto & Dixon (2010), and Davies & Furlanetto (2012) disfavour
such a short He II mean free path, we choose to consider this value as an extreme
case. An assumed value of λHe II = 15 Mpc will highlight the potential impact of the
strongest possible fluctuations in the UV ionising background during He II reionisa-
tion considered during this work. Secondly, for our fiducial case, we assume a value
of λHe II = 45 Mpc. At λHe II = 45 Mpc, we match the scale of the UV fluctuations to
the expected mean separation of bright quasars during He II reionisation (Davies &
Furlanetto, 2012). Finally, recent radiative transfer calculations by Davies & Furlan-
etto (2012) estimated the He II mean free path to be ∼ 115 Mpc at z = 2.5. This
final value is approaching the characteristic scale length for BAOs (∼ 150 Mpc), and
hence will be important for determining whether such large-scale fluctuations can
impact the recovery of the BAO scale.
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4.2.3 IGM photoionisation and photoheating rates

With our model for the spatially varying UV ionising background in place we can
determine the impact of He II reionisation on the IGM, specifically the large-scale
temperature fluctuations. To do this we must first estimate the spatially varying
H I and He II photoionisation and photoheating rates, which are calculated from the
spatially varying UV ionising background. We calculate the photoionisation rate,
(Γi s−1) at all locations within our simulation volume by performing the following
integral,

Γi(x) =

∫ ∞

νi

4πσi(ν)J(x, ν)
dν

hpν
. (4.5)

The photoheating rate (gi erg s−1) is equivalently determined via,

gi(x) =

∫ ∞

νi

4πσi(ν)hp(ν − νi)J(x, ν)
dν

hpν
, (4.6)

where the subscript i denotes each atomic species of hydrogen and helium (H I, He I

and He II), hp is Planck’s constant, σi(ν) is the photoionisation cross-section and the
integral is performed over photon frequencies above the ionisation threshold for the
corresponding atomic species.

4.2.4 IGM temperature boost

During He II reionisation, the excess energy of a hard UV ionising photon above the
the He II ionisation threshold goes into heating the IGM gas, resulting in a substantial
boost in the overall temperature. Estimates for the amount of heating the IGM
undergoes widely varies, with reported temperature boosts (∆T ) as low as 5 000 K
and up to as much as 30 000 K. Driving these widely discrepant values are large
uncertainties in the properties of the IGM responsible for the heating.

The amount of heating the IGM undergoes strongly depends on the spectral
slope of the ionising radiation (i.e. αs). Additionally, the assumed value of the He II

mean free path can alter the amount of IGM heating. For example, a short λHe II

strongly attenuates the low energy ionising photons, resulting in a larger volume
in the IGM being heated by harder ionising photons (larger temperature boosts).
Further uncertainties exist on the time-scales at which the IGM responds to this
photoheating, with some authors reporting evidence for rapid changes in the IGM
temperature to signify sudden He II reionisation.

The large uncertainty in the expected temperature boosts owes to the difficulty
in modelling the photoheating of the IGM self-consistently. During He II reionisation,
the IGM is optically thick to He II ionising photons, whereby all energetic photons
are absorbed by the IGM. Initial attempts to investigate the expected temperature
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boosts following He II reionisation using radiative transfer calculations observed that
radiative transfer effects could filter the ionising radiation, further boosting the IGM
heating (Abel & Haehnelt, 1999). While these first attempts only approximated
the optically thick IGM, since then higher resolution numerical simulations confirm
the extra temperature boosts via radiative transfer effects (Tittley & Meiksin, 2007;
Paschos et al., 2007; McQuinn et al., 2009; Meiksin & Tittley, 2012).

Despite these difficulties in modelling the IGM response to the UV ionising radi-
ation, we can still approximate the expected temperature boost in the IGM following
He II reionisation (Furlanetto & Oh, 2008b),

∆T (x) = 0.035fHe II

(
2

3kB

)
EHe II(x). (4.7)

Here, EHe II(x) = gHe II(x)/ΓHe II(x) is the excess energy per He II photoionisation
at any location, x, within our simulation volume and fHe II is the He II fraction in
the IGM when He II photoheating commences. This expression for the temperature
boost assumes all excess energy per He II photoionisation must be absorbed by all
the baryons in the IGM via Coulomb interactions. This in an excellent assumption
as while in reality the ionised second electron may instead collisionally ionise another
atom, excite a bound electron or suffer coulomb collisions that heat the gas it will
only do this ∼ 1 per cent of the time (Shull & van Steenberg, 1985; McQuinn et al.,
2009).

4.3 Lyα forest simulations

In this section we briefly discuss the integration of our new semi-analytic He II reion-
isation model into our existing semi-analytic large volume Lyα forest simulations
(as discussed in detail in Chapter 2). We shall mainly focus on highlighting major
changes to the operating assumptions within our simulation method.

4.3.1 Generating the IGM temperature

The first major change to our Lyα forest simulations following the inclusion of our
He II reionisation model is how we calculate the IGM temperature. Previously, we
have assumed that the IGM temperature is related to the IGM density following
a physically motivated power-law relation (see Section 2.4). This assumption is
valid, however only when the IGM gas is in photoionisation equilibrium with the
UV ionising background. During He II reionisation, the UV ionising background
strongly fluctuates and as discussed previously, the IGM can experience significant
temperature boosts following photoheating.

As a result, the IGM temperature-density relation during He II reionisation no
longer follows a simple power-law relation. Numerical simulations indicate that soon
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after the commencement of He II reionisation the IGM temperature-density relation
can in fact take on a bimodal distribution (McQuinn et al. 2009; Compostella, Can-
talupo & Porciani 2013), where the strongly photoheated IGM gas will tend to follow
a separate temperature-density relation. However, after the completion of He II reion-
isation, adiabatic cooling becomes the dominant effect, and thus the bimodal IGM
temperature-density relation disappears and eventually a single IGM temperature-
density relation is recovered, but with significant scatter and a shallower slope.

To account for the expected scatter in the IGM temperature-density relation
following He II reionisation we consider the following simplistic model for estimating
the IGM temperature. Firstly, again we assume the IGM temperature follows a
power-law temperature density relation,

Tpl = T0(1 + δb)γ−1, (4.8)

except now, we evaluate this expression at z = 4, prior to the commencement of
He II reionisation, when the assumption of a simple power-law relation is still valid.
We now choose to set T0 = 10 000 K and γ = 1.3, consistent with the observational
constraints from (Schaye et al., 2000; Lidz et al., 2010; Becker et al., 2011). We then
determine the IGM temperature at z = 2.5 by adding the expected temperature
boost following He II reionisation to the z = 4 IGM temperature-density power-law
expression (Equation 4.8),

TIGM = Tpl(z = 4) + ∆T. (4.9)

This expression for the IGM temperature ensures that our post He II reionisation
Lyα forest simulations include both the large-scale temperature fluctuations arising
from the fluctuating UV ionising background but also the expected increase in the
scatter in the IGM temperature-density relation.

In Figure 4.1, we provide an IGM temperature-density scatter plot to highlight
the performance of our simple model for estimating the IGM temperature post He II

reionisation. We compare our IGM temperature-density relation including He II

reionisation (black points), to the assumed power-law expression without He II reion-
isation (red line; Section 2.4). To highlight the boost in the IGM temperature and
the increased scatter in the relationship following He II reionisation, we also show our
initial (z = 4) IGM temperature expression (blue line).

We observe a remarkable agreement between the IGM temperature relationship
from our simplistic model and the post-processed hydrodynamic simulations of Com-
postella, Cantalupo & Porciani (2013). We find, at all IGM densities, a comparable
level of scatter in the IGM temperature, as well as a similar (shallower) slope than
the initial γ = 1.3 assumed. Finally, in Section 2.4 we introduced a cut-off in our
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Figure 4.1: Scatter plot of the IGM temperature against the IGM density drawn from our
large volume Lyα forest simulations with width 1 Gpc and 4096 pixel per side length at
z = 2.5. Black points correspond to points drawn from our He II reionisation simulations
with our fiducial quasar spectral model (ᾱs = 1.5 and σαs

= 0.5) and λHe II = 45 Mpc while
the blue line corresponds to our initial z = 4 IGM temperature-density relation assumed
prior to He II reionisation (T0 = 10 000 K and γ = 1.3). The red line corresponds to the
IGM temperature-density relation assumed from our Lyα forest simulations without He II
reionisation (T0 = 17 000 K and γ = 1.3). The change in slope at 1 + δb = 10 corresponds
to our imposed cut-off representative of the expected temperatures when radiative cooling
becomes important (see Section 2.4).

simulations at 1 + δb = 10 to prevent IGM densities above this threshold obtaining
unphysical temperatures (where radiative cooling becomes important). This same
behaviour is observed in the numerical simulations of Compostella, Cantalupo &
Porciani (2013), indicating that even at high IGM densities, our simulations are still
valid.

4.3.2 IGM properties

In Section 2.2 we outlined our semi-analytic method to simulate the IGM density and
peculiar velocity field. This procedure remains unchanged in our He II reionisation
simulations. However, the conversion from an IGM overdensity to a H I (and He II)
density changes following the inclusion of helium into our simulations (compare with
Equation 2.8). We must now take into account the abundances of each ionic species
of hydrogen and helium as well as a spatially fluctuating UV ionising background.

In Appendix C we outline the derivation for the post He II reionisation equilibrium
expressions for all neutral and ionised components of the IGM (H I, H II, He I, He II

and He III). However, to generate synthetic Lyα forest spectra we only require the
H I and He II fractions. Therefore, we can calculate the H I and He II fractions at any
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location within our simulation volume via,

nH I(x, z) =
αH II(T )

ΓH I(x)

2− Y
2(1− Y )

n2
H(x, z), (4.10)

nHe II(x, z) =
αHe III(T )

ΓHe II(x)

Y (2− Y )

8(1− Y )2
n2

H(x, z). (4.11)

Here, αH II(T ) and αHe III(T ) are the temperature dependent recombination rates,
ΓH I(x) and ΓHe II(x) are spatially dependent photoionisation rates determined via
Equation (4.5) and Y is the helium mass fraction. In our He II reionisation simula-
tions we assume Y = 0.24, consistent with Planck (Planck Collaboration XVI, 2013).
In our He II reionisation simulations, we assume the case-B recombination rates as
we assume the IGM is optically thick to the He II ionising photons (i.e. all ionising
photons are absorbed) and additionally our simulations begin at fHe II = 1 at z = 4.
While neither case-A or case-B is completely accurate, case-B is better representative
of the expected physical properties of He II reionisation. Ideally, a mixture of the two
would best suit the description of He II reionisation, with case-A in underdense and
highly ionised regions and case-B in the overdense, neutral regions of the IGM.

4.3.3 Generating synthetic Lyα forest spectra

The H I Lyα forest

In Section 2.4 we outlined the initial procedure for generating our synthetic H I

Lyα forest spectra. Now, to include the effects of large-scale UV background and
temperature fluctuations associated with He II reionisation on the H I Lyα forest we
still use Equation (2.10) to generate the H I optical depth, however, we now must
feed in the new expression for the H I fraction including the fluctuating UV ionising
background (Equation 4.10) and the IGM temperature following He II reionisation
(Equation 4.9).

The He II Lyα forest

In our H I Lyα forest simulations to assess the impact of He II reionisation on the
recovery of the BAO scale we do not explicitly require the computation of synthetic
He II Lyα forest spectra. However, we can use the synthetic He II Lyα forest spectra
as an additional calibrator for the assumed physical properties of He II reionisation
(i.e. λHe II and αs) by testing the recovered He II forest statistics against observational
measurements.

In Section 2.4 we outline the procedure for producing synthetic H I Lyα forest
spectra, and we use an analogous expression for generating synthetic He II Lyα forest
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spectra, (e.g. Theuns et al., 1998)

τα,He II(i) =
cσα,He IIδR

π1/2

N∑

j=1

nHe II

bHe II(j)
exp

[
−
(
vH(i)− u(j)

bHe II(j)

)2
]
, (4.12)

where i and j denote pixels along the line of sight through the simulation volume, δR
is the pixel width in proper coordinates, σα,He II = 1.12× 10−18 cm2 is the scattering

cross-section for He II Lyα photons, bHe II =
(

2kBT
mHe

)1/2
is the Doppler parameter

describing the thermal width of the line profiles, vH is the Hubble velocity and u(j)

is the total velocity given by the summation of the Hubble flow and the peculiar
velocity along the line of sight, u(j) = vH(j) + vpec(j).

4.3.4 Effective optical depth

Once we have randomly generated our synthetic H I Lyα forest optical depth skewers
along lines of sight through our simulation volume, we renormalise them to match
the observed mean H I Lyα flux at z = 2.5 (as outlined in Section 2.4). For our
new He II reionisation simulations we now match our synthetic H I Lyα forest spectra
to the mean H I flux measurements at z = 2.5 from the high resolution sample of
Faucher-Giguère et al. (2008b) (τ eff

H I
= 0.229).

We additionally renormalise the He II optical depths in our synthetic spectra.
However, we use the same normalisation factor used to match the H I Lyα forest
effective optical depth to the observations. Rescaling the synthetic He II Lyα forest
spectra by the same factor as the H I Lyα forest spectra ensures the spectral shape
of the UV ionising background in the models remains fixed. Once we have modified
the synthetic He II Lyα forest spectra we can then compare the He II Lyα effective
optical depth to observational measurements. As we do not specifically tune the
synthetic He II Lyα forest spectra to match observations, this comparison serves as
an additional consistency check for our assumed He II reionisation model parameters
and the overall performance of our semi-analytic He II reionisation model.

In the case of our He II Lyα forest spectra, we compare against the observational
measurements of Fechner et al. (2006), who recovered an effective He II Lyα optical
depth of, τ eff

He II
= 0.74. However, with only a small number of observed He II quasars,

large scatter exists in the measured He II flux. A compilation of all existing He II data
was provided by Dixon & Furlanetto (2009), with a mean τ eff

He II
∼ 0.7 − 1.0, while

more recent measurements by Shull et al. (2010) and Worseck et al. (2011) report
measurements of τ eff

He II
∼ 1.2 and τ eff

He II
∼ 1.4 respectively. Therefore, when comparing

our synthetic He II Lyα forest spectra to observations, we consider τ eff
He II

= 0.7− 1.5

as being representative of the expected value.

Finally, we again note (as in Section 2.4) that in the generation of our Lyα
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Figure 4.2: Slice of the H I fraction (XH I = nH I/nH) within the IGM from our simulations
with width 190 Mpc and 1024 pixel per side length at z = 2.5. Left panel: XH I from our
simulation volume containing our semi-analytic He II reionisation model with λHe II = 45 Mpc
and our fiducial quasar spectral model (ᾱs = 1.5 and σαs

= 0.5). Right panel: XH I from our
simulation without He II reionisation. The key difference between the two simulations is the
additional structure in the IGM following ionisation of the IGM by quasars. Clear ‘bubbles’
in the IGM appear as a result of the QSO proximity effect further reducing the H I fraction.

spectra, we do not include redshift evolution of the effective optical depth along
individual lines-of-sight. The effect of metal absorption lines and the damping wings
originating from high column density absorption systems are also excluded.

4.4 Semi-analytic He II reionisation model performance

With our semi-analytic model for He II reionisation in place, it is first illustrative to
qualitatively compare our He II reionisation simulations against previous work, be-
fore we assess the impact of He II reionisation on the recovery of the BAO scale. We
shall compare our Lyα forest He II reionisation simulations against the most recent
cosmological N-body and hydrodynamical simulations by McQuinn et al. (2009) and
Compostella, Cantalupo & Porciani (2013) who both include post-processed radia-
tive transfer algorithms to simulate He II reionisation. These simulations are the
most physically accurate He II reionisation simulations available on large cosmolog-
ical scales. Compostella, Cantalupo & Porciani (2013), while providing higher res-
olution He II reionisation simulations are restricted to smaller cosmological volumes
(100h−1 Mpc) compared to the simulations by McQuinn et al. (2009) (186 Mpc;
these authors additionally perform a single 429 Mpc simulation). To aid the com-
parison between our simulations and previous work, we perform our He II reionisation
simulations in a cosmological volume of width 190 Mpc and 1024 pixel per side length.

In Figure 4.2, we compare a simulated slice of the H I fraction (XH I = nH I/nH)
in the IGM between our He II reionisation simulation (left panel) and our Lyα forest
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simulations without He II reionisation (right panel). In the case of our He II reionisa-
tion simulation we assume λHe II = 45 Mpc, and our fiducial quasar spectral model
(ᾱs = 1.5 and σαs = 0.5).

In our He II reionisation simulation, the impact on the H I fraction in the IGM
is immediately obvious. The presence of nearby QSOs further ionises the H I in
the IGM. This can be clearly seen in our He II reionisation simulation where clear
‘bubble-like’ structure appears in our IGM simulations due to a reduced H I fraction.
This ‘bubble-like’ structure arises owing to the proximity effect associated with the
QSOs. Furthermore, at regions in the IGM furthest from the source QSOs the H I

fraction can be observed to be slightly higher than our equivalent IGM simulation
without He II reionisation and a spatially inhomogeneous H I ionising background.
This latter effect can most notably be seen in the top left and bottom left corners of
our IGM simulations.

Next, we consider the impact that He II reionisation has on raising the IGM tem-
perature. In Figure 4.3, we show the excess energy injected into the IGM following
He II reionisation from the same simulated slice of the IGM as shown in the left panel
of Figure 4.2. This excess energy results from the assumption that all remaining en-
ergy after the photoionisation of He II ions in the IGM is converted into thermal
energy. Comparing Figure 4.3 to Figure 4.2, clearly shows the influence that the
source QSOs have in producing the observed patchy He II reionisation morphology.
In close proximity to the source QSOs, the He II in the IGM is ionised by low energy
(soft) UV ionising photons and subsequently limited excess energy remains to heat
the IGM. On the other hand, regions in the IGM far from the background QSOs
are preferentially ionised by high energy (hard) UV ionising photons with long mean
free paths. As a result, these regions are substantially heated.

An important point to consider in our He II reionisation simulations is the He II

photoionisation time-scale (e.g. Bolton, Oh & Furlanetto, 2009b). If the He II pho-
toionisation timescale (tion = 1/ΓHe II) is longer than the typical life-time of the
ionising quasars then temperature boosts in the IGM as a result of photoheating can
only occur in the vicinity of the ionising quasars. If this condition is not met, we
cannot use our expression for the expected temperature boost in the IGM following
He II reionisation, i.e. our He II reionisation model is insufficient at producing a strong
enough He II ionising background to reionise the He II in the IGM.

Observational estimates for the lifetimes of QSOs vary widely from 1-100 Myr
(Haiman & Hui, 2001; Martini & Weinberg, 2001; Jakobsen et al., 2003; Porciani,
Magliocchetti & Norberg, 2004; Cantalupo, Lilly & Porciani, 2007; Shen et al., 2007;
Bolton et al., 2012b; McQuinn & Worseck, 2013). Across all our He II reionisation
simulations we observe a mean He II photoionisation rate, Γ̄He II = 10−14− 10−15 s−1

which is consistent with tion ≈ 3 − 30 Myr. Therefore, our semi-analytic model for
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Figure 4.3: The excess energy (in eV) injected into the IGM temperature due to He II
reionisation for the same simulation slice as shown in Figure 4.2. In the direct vicinity of a
source QSO, the IGM is heated by the absorption of low energy photons (shown in blue).
However, regions of the IGM far from the source QSO can only be heated by higher energy
photons (longer mean free paths), resulting in significantly larger temperatures.

the He II UV ionising background is sufficient to photoheat the entire IGM.
To compare the level of photoheating the IGM experiences for our various as-

sumed He II reionisation properties, we provide a slice of the IGM temperature
through our He II reionisation simulations in Figure 4.4. Again, we provide the same
slice through the IGM as in Figures 4.2 and 4.3. To highlight the variation in the IGM
temperature for the various assumed He II reionisation properties in the top left, top
right and centre left panels we assume our fiducial quasar spectral model (ᾱs = 1.5

and σαs = 0.5) and vary the He II mean free path, λHe II = 15, 45 and 115 Mpc respec-
tively. In the centre right and bottom right panel we assume λHe II = 45 Mpc for our
constant quasar model (ᾱs = 1.5) and for our significantly harder quasar spectral
model (ᾱs = 0.5) respectively. Finally, we compare our He II reionisation simula-
tions against the assumed IGM temperature without He II reionisation, i.e. with a
power-law temperature-density relation with T0 = 17 000 K and γ = 1.3 and a mean
UV ionising background in the bottom left panel. These IGM temperature slices
through our He II reionisation simulations qualitatively compare remarkably well to
the numerical simulations of McQuinn et al. (2009) and Compostella, Cantalupo &
Porciani (2013).

When we assume λHe II = 15 Mpc, we find that the IGM temperature closely
follows the patchy He II reionisation morphology. Here, the UV ionising photons
are strongly attenuated by the IGM, requiring significantly harder ionising radiation
to be responsible for reionising He II in the IGM far from the source QSOs. As
expected such a model produces the strongest fluctuations in the IGM temperature.
As we consider longer He II mean free paths (e.g. λHe II = 45 and 115 Mpc), the IGM
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Figure 4.4: Slices of the IGM temperature through our He II reionisation simulations with
width 190 Mpc and 1024 pixel per side length at z = 2.5 for various He II reionisation prop-
erties. Top left: The IGM temperature from our fiducial quasar spectral model (ᾱs = 1.5
and σαs

= 0.5) assuming λHe II = 15 Mpc. For the same quasar spectral model, top right: as-
suming λHe II = 45 Mpc and centre left: assuming λHe II = 115 Mpc. Centre right: The IGM
temperature from our constant quasar spectral model (ᾱs = 1.5) assuming λHe II = 45 Mpc
and bottom right: assuming a much harder quasar spectral model (ᾱs = 0.5) for the same
He II mean free path (λHe II = 45 Mpc). For comparison bottom left: the IGM temperature
obtained from our H I Lyα forest simulations without He II reionisation.
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becomes more uniformly heated. Directly in the vicinity of nearby QSOs lengthening
λHe II has no impact, as the photoheating so close to the source QSOs occurs as a
result of the low energy (soft) UV ionising radiation. As we consider regions of the
IGM further from the source QSOs, the IGM is more uniformly heated, as the IGM is
reionised by more moderate UV ionising radiation before it can be photoheated by the
significantly harder UV ionising radiation compared to the case for λHe II = 15 Mpc.

As a result of the more uniform heating of the IGM for an assumed λHe II = 45 and
115 Mpc these IGM temperature maps closely resemble the IGM temperature map
from our simulations without He II reionisation (bottom left panel). The IGM tem-
perature in the low density void regions is almost identical across these simulations.
The major difference between our simulations with and without He II reionisation are
in the high density regions. Since we no longer assume a single temperature-density
power law relation, the high density regions do not reach as high a temperature in
our He II reionisation simulations.

Quantitatively, we observe an average boost in the IGM temperature following
He II reionisation of ≈ 4 000 K in the direct vicinity of a source QSO across all of
our He II reionisation simulations. Within regions of the IGM far from the source
QSOs we typically observe ∆T ≈ 8 000−12 000 K for an assumed λHe II = 45 Mpc. If
instead we assume λHe II = 15 Mpc, we observe as much as ∆T ≈ 18 000 K (ᾱs = 1.5)
and ∆T ≈ 25 000 K (ᾱs = 0.5). For comparison, McQuinn et al. (2009) observes
an average temperature boost at mean density of ≈ 12 000 K with regions ionised
last experiencing ∆T & 30 000 K. Additionally, Compostella, Cantalupo & Porciani
(2013) observed a temperature boost at mean density of ≈ 10 000 K. Observational
measurements for the change in the IGM temperature at mean density across the
He II reionisation epoch indicate a boost in the IGM temperature of ≈ 10 000 K
(for an assumed γ = 1.3, Becker et al. 2011). Therefore, our He II reionisation
simulations roughly reproduce the expected level of heating in the IGM following
He II reionisation at mean density, perhaps slightly under predicting the expected
boost by 1 − 2 × 103 K. However, we cannot recover the expected ∆T & 30 000 K
heating observed in the IGM in the simulations by McQuinn et al. (2009), which is
likely due to the fact we have no prescription for the additional filtering of the UV
ionising radiations by dense structures in the IGM.

4.5 The impact of He II reionisation on observational measurements
of the H I Lyα forest

After observing good qualitative and quantitative agreement between our semi-
analytic He II reionisation simulations and the numerical simulations of McQuinn
et al. (2009) and Compostella, Cantalupo & Porciani (2013), we now focus our at-
tention on investigating the impact of He II reionisation on observational statistics
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of the H I Lyα forest. During He II reionisation the IGM is sensitive to large-scale
temperature and UV background fluctuations as discussed in the previous sections.
As a result the measured statistics of the H I Lyα forest could be sensitive to the level
of these fluctuations, providing a means of discriminating between He II reionisation
properties.

Previous attempts to assess the impact of these fluctuations on a variety of H I

Lyα forest statistics when compared against an assumed power-law IGM temperature-
density relation have met with limited success owing to the small available Lyα forest
data samples (Meiksin, 2000; Theuns & Zaroubi, 2000; Zaldarriaga, 2002; Fang &
White, 2004; Lai et al., 2006; Lee & Spergel, 2011). However, in light of the ongoing
large volume Lyα forest programme, BOSS, which will provide ∼ 150 000 Lyα forest
spectra in a total survey area of 10 000 deg2, sufficient data should be available to
investigate the impact of He II reionisation on the properties of the IGM. Therefore,
BOSS will provide unprecedented numbers of low to moderate resolution H I Lyα
forest spectra in a large cosmological volume. Subsequently, it is interesting to in-
vestigate whether the wealth of observation data provided by BOSS could potentially
provide new or improved constraints on the uncertain astrophysical properties during
He II reionisation.

In the context of the BOSS data, only White et al. (2010) and McQuinn et al.
(2011) have investigated the impact of He II reionisation. White et al. (2010) observed
that while large-scale UV background fluctuations have little impact on the recovered
two- and three-point Lyα forest correlation function, large temperature fluctuations
could produce a significant effect. On the other hand, McQuinn et al. (2011) observed
both large scale temperature and UV intensity fluctuations to have a significant
impact on the 3D H I Lyα forest power spectrum, potentially affecting the recovery
of the BAO scale. Additionally, McQuinn et al. (2011) investigated the 1D line-of-
sight H I Lyα flux power spectrum and PDF and found little effect as a result of
these large scale fluctuations owing to He II reionisation.

In the remainder of this chapter we will focus on assessing the impact of He II

reionisation on various statistical measures of the H I Lyα forest. Prior to assessing
the impact of He II reionisation on the BAO scale, we will first investigate the ability
to discriminate between He II reionisation properties using our semi-analytic H I Lyα
forest He II reionisation simulations. We do this as our simulations are better suited
to assessing the impact of astrophysical systematics on measurements of the H I Lyα
forest from large volume Lyα forest surveys such as BOSS (Chapters 2 - 3). We
shall focus on three separate statistical measures of the H I Lyα forest; (i) the 3D
H I Lyα flux power spectrum (required for recovering the BAO scale), (ii) the 1D
line-of-sight H I Lyα flux power spectrum and (iii) the H I Lyα flux PDF.
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λHe II(Mpc) τ eff
He II

log〈S(x)〉 〈η(x)〉
Model 1a 15.0 3.07 3.48 1298.58

45.0 1.88 2.81 227.63
115.0 1.22 2.37 100.80

Model 2b 15.0 2.76 3.33 919.32
45.0 1.57 2.61 175.17
115.0 0.96 2.15 60.74

Model 3c 15.0 1.62 2.62 179.25
45.0 0.80 1.98 41.06
115.0 0.47 1.55 15.26

a QSO EUV; ᾱs = 1.5 and σαs
= 0.5

b QSO EUV; ᾱs = 1.5
c QSO EUV; ᾱs = 0.5

Table 4.1: The global properties of our 1 Gpc3, 40963 pixel H I Lyα forest simulations at
z = 2.5 including our post-He II reionisation semi-analytic model. We compare our simula-
tions against observational constraints of the He II effective optical depth (τ eff

He II
) determined

from our synthetic He II Lyα forest spectra, the softness parameter [S(x) = ΓH I(x)/ΓHe II(x)]
and the number density ratio η(x) ≈ 0.43S(x) (see text for further details).

4.5.1 Large volume He II reionisation simulations of the H I Lyα
forest

To investigate the impact of He II reionisation within the context of BOSS we must
perform similarly large volume Lyα forest simulations as we performed previously to
investigate the predicted accuracy on the BAO scale without He II reionisation (i.e.
Chapter 3). Again we choose to mimic the resolution and scale of the largest N-body
Lyα forest simulations. Therefore we perform our H I Lyα forest He II reionisation
simulations in a simulation volume of 1 Gpc3 with 4096 pixels per side length at
z = 2.5. These are the largest volume He II reionisation simulations ever performed
(including both analytic and numerical simulations).

We can assess the performance of our large volume He II reionisation simula-
tions by matching measurable global properties from within our simulations against
observational constraints. This serves to illustrate which combination of uncertain
He II reionisation properties are best capable of matching observational constraints
(i.e. produce the most physically accurate results). We choose to compare our He II

reionisation simulations against the He II effective optical depth (Section 4.3.4), the
logarithm of the spatially averaged softness parameter, S(x) = ΓH I(x)/ΓHe II(x) and
the observed ratio of He II to H I number density, η(x) ≈ 0.43S(x). It is important
to note that our He II reionisation simulations were not tuned to match these obser-
vational constraints. In Table 4.1 we outline the measurements of τ eff

He II
, log〈S(x)〉

and η(x) for each combination of assumed λHe II and quasar spectral model.

In Section 4.3.4 we outlined that an acceptable range of 0.7 < τ eff
He II

< 1.5 was
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representative of the observationally measured value. Significant scatter additionally
appears in the estimated spatially averaged softness parameter. Using the estimates
of Bolton et al. (2006) for a spatially fluctuating UV ionising background at z = 2.5
we expect 1.7 < log〈S(x)〉 < 2.4. More recently, McQuinn & Worseck (2013) mea-
sured the mean number density ratio, 〈η(x)〉 ≈ 0.43S(r) from two well studied He II

quasars to be 〈η(x)〉 ≈ 100, consistent with previous measurements (Shull et al.,
2004; Fechner & Reimers, 2007; Worseck et al., 2011). However, these authors ob-
served a reduced scatter in their observations of η, 50 < 〈η(x)〉 < 200.

Our simulations are for the most part broadly consistent with the expected scatter
in the observational constraints for τ eff

He II
, S(x) and 〈η(x)〉. We find that an assumed

λHe II = 45 Mpc is broadly consistent across all quasar spectral models. For either
of the quasar spectral models assuming ᾱs = 1.5 we find both λHe II = 45 and
115 Mpc to be consistent with observations. This is also consistent with previous
estimates for the He II mean free path from Davies & Furlanetto (2012). In the case
of λHe II = 15 Mpc we observe strong disagreement due to the strongly fluctuating
UV ionising background. However, this is to be expected as we constructed these
simulations to serve as an extreme case. On the other hand, it is interesting to note,
that for the considerably harder quasar spectral model (ᾱs = 0.5) and λHe II = 15 Mpc
all three measured statistics are consistent with observational estimates potentially
highlighting a degeneracy between ᾱs and λHe II.

Finally, to assess the impact of the He II reionisation on measurements of the H I

Lyα forest we concurrently perform two separate simulations. In one simulation we
generate synthetic H I Lyα forest spectra from our He II reionisation simulations as
described throughout this chapter, and in the other we generate our H I Lyα forest
spectra from our previous simulations assuming a single IGM temperature-density
power-law expression (i.e. no He II reionisation). As an example, in Figure 4.5 we
show a randomly selected synthetic H I Lyα forest spectrum to compare the line-of-
sight variation between these two simulations methods.

In Figure 4.5, our synthetic H I Lyα forest spectrum comes from our 40963 pixel,
1 Gpc3 He II reionisation simulation with an assumed λHe II = 45 Mpc and our fiducial
quasar spectral model (ᾱs = 1.5 and σαs = 0.5). This example Lyα forest spectrum
is at the native resolution of our He II reionisation simulation, prior to our degra-
dation process to mimic the instrumental resolution and noise properties of BOSS
(Section 2.5.1). Additionally, our H I Lyα forest spectrum only spans ∼ 620 Mpc
(not 1 Gpc), corresponding to the maximum usable path-length of the Lyα forest at
z ∼ 2.5 (see Section 2.5.3). From top to bottom we present the IGM overdensity,
the H I photoionisation rate, the excess energy injected into the IGM following He II

reionisation, the IGM temperature and the synthetic H I Lyα forest spectrum. In all
cases, the black solid curve corresponds to our He II reionisation simulations while
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Figure 4.5: An example line-of-sight drawn through our large volume Lyα forest sim-
ulation volume of width 1 Gpc with 4096 pixel per side-length at z = 2.5. Our He II
reionisation model assumes our fiducial quasar spectral model (ᾱs = 1.5 and σαs

= 0.5)
and λHe II = 45 Mpc. Top panel: The IGM density generated from our semi-analytic rank-
ordered simulations (see Section 2.2.3). Second panel: The H I photoionisation rate from our
He II reionisation model (black solid curve) and the mean H I photoionisation rate from our
simulations without He II reionisation (red dashed curve). Third panel: The excess energy
deposited into heating the IGM temperature following He II reionisation. Fourth panel: The
IGM gas temperature from our He II reionisation simulations (black solid curve) and the
IGM gas temperature from the IGM temperature-density relation (red-dashed curve). Final
panel: Comparison of the synthetic H I Lyα forest spectrum drawn from the two simulations.
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the red dashed curve corresponds to our simulations without He II reionisation.
This specific line-of-sight passes in close proximity to three QSOs (with the

marginal contribution from a fourth), including two closely separated QSOs located
at ∼ 15 000 km/s. Their impact on the IGM temperature can be seen clearly in the
third and fourth panels. Whereas the IGM is on average heated by ∆T ≈ 10 000 K,
within the proximity region of the source QSOs the IGM is only heated by as little
as ∆T ≈ 3 500 K due to the majority of ionisations occurring as a result of soft
photons. This produces significant large-scale fluctuations in the IGM temperature
not present in our previous simulations without He II reionisation. Additionally, in
our He II reionisation simulations the highly ionised, low density regions are heated
substantially compared to an assumed IGM temperature-density expression (as seen
in Figure 4.1). As a result of He II reionisation in our simulations, we observe signif-
icantly smaller fluctuations in the IGM temperature at small-spatial scales (fourth
panel).

In the final panel of Figure 4.5 we compare the extracted synthetic H I Lyα forest
spectrum between our two simulation methods. Our H I Lyα forest spectra differ
only when in direct proximity of a source QSO. Within the proximity region of the
source QSO the H I fraction is reduced, resulting in more transmitted flux.

4.5.2 Mock H I Lyα forest data set

Since we are assessing the impact of He II reionisation in the context of BOSS, we must
degrade our synthetic H I Lyα forest spectra to mimic the instrumental resolution
and noise properties for the BOSS spectrograph (see Section 2.5.1). Additionally, we
must ensure our simulated Lyα forest surveys match the survey properties of BOSS.
Now, we perform our H I Lyα forest He II reionisation simulations at z = 2.5, which
is equivalent to the median redshift of the BOSS Lyα forest data sample reported
in the recent publication of the BAO scale (Busca et al., 2013; Slosar et al., 2013).
At z = 2.5 our H I Lyα forest simulations correspond to a simulated survey area of
∼ 95 deg2, compared to ∼ 79 deg2 at z = 3.

We consider two types of scenarios in our mock Lyα forest survey simulations.
Firstly, to represent the target quasar sightline density of BOSS (Dawson et al.,
2013; Bolton et al., 2012a) we consider a density of 15 quasars per square degree (i.e.
≈ 1400 sightlines). Secondly, we additionally consider the expected quasar sightline
density for the next generation large volume Lyα forest survey, BigBOSS (Schlegel
et al., 2011) of 45 deg−2 (i.e. ≈ 4200 sightlines). Furthermore, we consider two levels
of S/N; first, to represent BOSS we add S/N = 5 per pixel to our degraded Lyα forest
and secondly, to represent a more idealised case, corresponding to the expected S/N
properties of BigBOSS of S/N = 10 per pixel.

For each combination of He II reionisation model parameters we simulate 60 000
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lines of sight. To estimate the shot noise errors on our measurements of the various
H I Lyα forest statistics due to sparsely sampling the simulation, we adopt a Monte-
Carlo approach (see Section 3.3.2 for further details). We estimate the 1-σ errors for
each H I Lyα forest statistic by measuring the covariance matrix of the Monte-Carlo
sample of the measured H I Lyα flux statistic.

4.5.3 The 3D H I Lyα forest power spectrum

We choose to first consider the impact of He II reionisation on the 3D H I Lyα forest
power spectrum as this flux statistic is expected to produce the largest effect (White
et al., 2010; McQuinn et al., 2011). To be exact, McQuinn et al. (2011) observe that
at large-spatial scales the 3D H I Lyα forest power spectrum deviates by more than
a factor of a few compared to an equivalent model assuming an IGM temperature-
density power-law expression.

To highlight the impact of He II reionisation on the measured 3D H I Lyα forest
power spectrum we consider the fractional change in the 3D H I Lyα forest power
spectrum compared to our reference simulation without He II reionisation. We calcu-
late the fractional change in the 3D H I Lyα forest power spectrum by taking the ratio
of the median from our Monte-Carlo distribution with He II reionisation with the me-
dian from our Monte-Carlo distribution without He II reionisation. We perform this
step for each assumed combination of model He II reionisation parameters.

In Figure 4.6 we show the fractional change in the 3D H I Lyα forest power
spectrum for varying assumed He II mean free path (left panel) and quasar spectral
model (right panel). For all curves we assume a BOSS-like survey with 15 quasars per
square degree and S/N = 5 per pixel. The shaded regions in Figure 4.6 correspond to
the 1-σ error in the fractional change for the 3D H I Lyα forest power spectrum. We
estimate these 1-σ errors by dividing all 100 3D H I Lyα forest power spectra with
He II reionisation drawn from our Monte-Carlo distribution by the 3D H I Lyα forest
power spectrum without He II reionisation. The light shaded region corresponds to
the expected 1-σ errors from a BOSS-like survey with 15 deg−2 and the dark shaded
region corresponds to a BigBOSS-like survey with 45 deg−2. The shaded regions are
estimated from our fiducial simulation with λHe II = 45 and quasar spectral model
with ᾱs = 1.5 and σαs = 0.5. These errors are representative of the recovered 1-σ
errors for each combination of He II reionisation model parameters.

In the left panel of Figure 4.6 we consider the impact of varying λHe II for our
fiducial quasar spectral model (ᾱs = 1.5 and σαs = 0.5). We find close agreement
in the fractional change in the 3D H I Lyα forest power spectrum as a result of He II

reionisation irrespective of the assumed λHe II. At most we observe a few percent
difference between each assumed λHe II, well within the expected 1-σ errors. This per
cent level of variation is consistent across all spatial scales, while the observed 1-σ
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Figure 4.6: The fractional change in the 3D H I Lyα flux power spectrum from our mock
Lyα forest survey simulations including He II reionisation. Left panel: The fractional change
from varying the He II mean free path for our fiducial quasar spectral model (ᾱs = 1.5 and
σαs

= 0.5). The solid, dashed and dot-dashed curves correspond to λHe II = 15, 45 and
115 Mpc respectively. Right panel The fractional change for the various quasar spectral
models at fixed λHe II = 45 Mpc. Solid, dashed and dot-dashed curves represent our fiducial
quasar spectral model, our constant spectral model (ᾱs = 1.5) and hardened spectral model
(ᾱs = 0.5) respectively. The shaded regions correspond to the representative 1-σ errors for
different assumed quasar sightline density, i.e. 15 and 45 deg−2 corresponds to the light and
dark shaded regions respectively (see text for further details).

errors reduce significantly at smaller spatial scales (larger k) as we better sample the
Fourier modes. Therefore at large k, it is possible to discriminate at the level of a
few per cent in the 3D H I Lyα forest power spectrum. Additionally, our estimated
1-σ errors are from our ∼ 95 deg2 simulations, scaling our expected errors to the full
BOSS survey volume (104 deg2), one would expect improved discriminatory power
between the three assumed values of λHe II, although, we will additionally be limited
by cosmic variance.

At the largest spatial scales in our simulation volume we observe upward of a
median 30 per cent increase in the overall power in the 3D H I Lyα forest power
spectrum as a result of He II reionisation, increasing to as much as 50-60 per cent
within our 1-σ errors. This extra large-scale power however is much less than the
factor of two increase observed by McQuinn et al. (2011). Additionally, we only
observe a significant impact on large-scales, drastically reducing to only a ∼ 5 per
cent fractional increase in the power in the 3D H I Lyα forest power spectrum beyond
k ∼ 0.03 Mpc−1. In contrast, McQuinn et al. (2011) expect to observe significant
increases in the power in the 3D H I Lyα forest power spectrum at all scales below a
scale of k ∼ 0.2 Mpc−1, which corresponds roughly to ∼ 30 Mpc, which is equivalent
to the expected scale of the He III bubbles. The spatial scales at which we observe
our deviations in the 3D H I Lyα forest power spectrum do not have any physical
significance. It is important to note that while McQuinn et al. (2011) observed
significant increases in the large-scale power in the 3D H I Lyα forest power spectrum
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at scales equivalent to the peaks of the BAO feature, we only observe an increase in
the power at much larger spatial scales.

Similar behaviour is observed when we instead compare against various assumed
spectral properties of the source QSOs at λHe II = 45 Mpc (right panel of Figure 4.6).
As we might expect, the fractional change between a quasar spectral index with a
constant ᾱs = 1.5 and a dispersion around ᾱs = 1.5 is indistinguishable. On the
other hand, an assumed harder UV ionising background ᾱs = 0.5 can produce close
to a 10 per cent increase in the power of the 3D H I Lyα forest power spectrum at all
spatial scales. Even with such a hard UV ionising background we can only observe
a ∼ 50 per cent increase in the large-scale power of the 3D H I Lyα forest power
spectrum (closer to 80 per cent within our 1-σ errors).

Additionally, it is important to note that at large-scales (small k), we observe a
slight steepening of the slope in the fractional change in the 3D H I Lyα forest power
spectrum to larger-scales. However, this is only a marginal effect, and occurs only in
our most under sampled large-scale modes. Therefore any potential discriminatory
information that may be contained in the slope of the fractional change in power is
not recoverable.

Given that we observe a vastly different impact (both amplitude and scale depen-
dence) on the 3D H I Lyα forest power spectrum as a result of He II reionisation than
McQuinn et al. (2011) we now focus on understanding the differences between our
simulation methods. McQuinn et al. (2011) argue that both large-scale temperature
and UV background fluctuations have a significant impact on the power in the 3D H I

Lyα forest power spectrum. To investigate which of these two effects dominate our
observed change in the 3D H I Lyα forest power spectrum at large-scales as a result
of He II reionisation, we can remove the spatially varying UV ionising background.
We perform this by going through our He II reionisation procedure as outlined earlier
in this chapter, however, we instead assume a spatially uniform ΓH I when we cal-
culate the H I fraction (Equation 4.10) for constructing our synthetic H I Lyα forest
spectra. This ensures our H I Lyα forest spectra still contain our IGM temperature
fluctuations.

In Figure 4.7 we show the same panels as Figure 4.6, except now our 3D H I

Lyα forest power spectrum has the spatially varying UV fluctuations removed. It
is immediately clear that any fractional change we observe at large scales in the 3D
H I Lyα forest power spectrum during He II reionisation is driven by the spatially
varying UV ionising background. Large-scale IGM temperature fluctuations do not
provide any scale-dependent behaviour owing to the typical scales of the He III bub-
bles, in contrast to what was observed by McQuinn et al. (2011). Finally, with
the UV fluctuations removed, the ability to discriminate between models with dif-
ferent assumed λHe II has improved. In this case, an assumed λHe II = 15 Mpc can
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Figure 4.7: The fractional change in the 3D H I Lyα flux power spectrum from our He II
reionisation simulations with the ΓH I spatial fluctuations removed, divided through by our
Lyα forest simulations without He II reionisation. Left panel: The fractional change from
varying the He II mean free path for our fiducial quasar spectral model (ᾱs = 1.5 and
σαs

= 0.5). The solid, dashed and dot-dashed curves correspond to λHe II = 15, 45 and
115 Mpc respectively. Right panel The fractional change for the various quasar spectral
models at fixed λHe II = 45 Mpc. Solid, dashed and dot-dashed curves represent our fiducial
quasar spectral model, our constant spectral model (ᾱs = 1.5) and hardened spectral model
(ᾱs = 0.5) respectively. The shaded regions are the same as in Figure 4.6.

be clearly separated from longer He II mean free paths (although the importance of
this is insignificant as such a short He II mean free path is not expected during He II

reionisation). While it appears difficult to discriminate between λHe II = 45 and 115
Mpc, the level of difference between the two is a few per cent, enough, especially at
large scales for a BOSS-like Lyα forest survey to discriminate.

In Figure 4.7 (also evident in Figure 4.6) we additionally observe that the mean
level of fractional change is driven by the mean increase in the IGM temperature. For
example, both a λHe II = 15 Mpc model and a hard quasar spectral index (ᾱs = 0.5)
significantly increase the mean IGM temperature boost (when compared to more
physical models), driving up the overall normalisation of the 3D H I Lyα forest power
spectrum by as much as 10 per cent. Therefore, this fractional change in the normal-
isation of the 3D H I Lyα forest power spectrum is measurable (assuming the ionising
intensity fluctuations can be correctly modelled), providing important information
on the overall IGM temperature boost following He II reionisation when compared
against a model of the IGM assuming a mean temperature-density relation.

One final important question remains. Why do we observe a large fractional
change in the 3D H I Lyα forest power spectrum at k ∼ 0.03 Mpc−1, a different
and non physically motivated scale compared to what is observed by McQuinn et al.
(2011)?. Additionally, why is the amplitude of our fractional change less than ob-
served by these same authors?

One possible solution to these questions is that our semi-analytic He II reionisa-
tion simulations are missing important physics. First, we assume that quasars are
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randomly located within our simulation volumes. However, we know quasars cluster
(Shen et al., 2007), therefore we could be missing an additional quasar clustering
component to provide an additional fractional change in the 3D H I Lyα forest power
spectrum. Furthermore, we do not assign QSO to the densest regions in our simula-
tion volumes. Quasars populate the most massive dark matter haloes, therefore we
could additionally be missing a further clustering component to the 3D H I Lyα forest
power spectrum. Indeed, McQuinn et al. (2011) show that most of the impact of
IGM temperature fluctuations arises from the density-temperature cross correlation,
which is not included in our work (potentially explaining why we observe no impact
from IGM temperature fluctuations; see Figure 4.7 and associated discussion). Fi-
nally, we assume a uniform temperature boost to the IGM (added on top of an IGM
temperature-density relation). Therefore high-density regions of the IGM will receive
the same additional temperature boost following He II reionisation as regions of the
IGM at mean density. However, dense regions of the IGM not located in proximity
to a source QSO will be substantially heated by the filtered UV radiation to a level
not reached in our He II reionisation simulations (∆T > 30 000 K, McQuinn et al.
2009). Hence we may be missing additional fluctuations in the large-scale tempera-
ture fluctuations. In future we will investigate improvements to our He II reionisation
simulations to incorporate these effects.

An alternative solution is that the McQuinn et al. (2011) calculations are not
representative of the expected behaviour of He II reionisation on the 3D H I Lyα
forest power spectrum. First and foremost, the much stronger fractional change in
the 3D H I Lyα forest power spectrum observed by McQuinn et al. (2011) only occurs
at z = 3. At earlier times, while He II reionisation was still ongoing, the amount of
fractional change at large-scales is closer to 20-50 per cent, in line with our level of
fractional change. In McQuinn et al. (2011), these authors only had one realisation
at their disposal to perform their analysis, whereas we have performed Monte-Carlo
simulations to investigate the level of fractional change on the 3D H I Lyα forest
power spectrum. Therefore, the observed behaviour reported by McQuinn et al.
(2011) may simply have been an extreme case.

Additionally, in McQuinn et al. (2011) these authors report that the scale at which
the fractional change in the 3D H I Lyα forest power spectrum becomes important
corresponds to the rough size of their He III bubbles (k ∼ 0.2 Mpc−1, ≈ 30 Mpc).
These numbers are obtained from the 190 Mpc He II reionisation simulations of Mc-
Quinn et al. (2009). If we instead consider their larger 430 Mpc He II reionisation
simulations, McQuinn et al. (2011) observe that this transition scale shifts to larger
scales with increasing redshift, and at z = 3 corresponds to k ∼ 0.09 Mpc−1. It is
interesting that this shift to larger scales before the 3D H I Lyα forest power spec-
trum becomes affected by He II reionisation corresponds to the same factor increase
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in their simulation volume, i.e. this transition scale may not be due to the physical
size of the He III bubbles. Hence, the strong fractional changes observed in the 3D
H I Lyα forest power spectrum as a result of He II reionisation at large-scales by Mc-
Quinn et al. (2011) may be due just to the limited sampling of the largest spatial
scales in their simulation volumes rather than being linked to any physical property
of He II reionisation. This observation is consistent with our observations of strong
fractional changes observed in the 3D H I Lyα forest power spectrum at the largest
spatial scales within our own He II reionisation simulations.

Finally, the McQuinn et al. (2009) simulations used in the analysis of McQuinn
et al. (2011) end at z = 3, whereas our semi-analytic post He II reionisation simula-
tions are performed at an assumed z = 2.5. Perhaps, over the course of ∆z = 0.5,
the IGM in the McQuinn et al. (2009) simulations relaxes due to adiabatic cooling
following cosmic expansion, diminishing the strongly observed fractional change at
large-scales in the 3D H I Lyα forest power spectrum to a level representative of our
results.

In summary, we observe a strong increase in the power of large-scale modes of the
3D H I Lyα forest power spectrum as a result of He II reionisation. We observe at most
a 5 per cent increase in the 3D H I Lyα forest power spectrum at spatial scales above
k ∼ 0.03 Mpc−1 but as much as a 50 per cent (±20 per cent) increase at the largest
spatial scales resolved in our simulations. However, we observe smaller increases in
power and at larger spatial scales compared to McQuinn et al. (2011). Furthermore,
we observe that any significant change in the large-scale power of the 3D H I Lyα
forest power spectrum is solely driven by the spatially varying UV background. We
conclude that the 3D H I Lyα forest power spectrum measured in a BOSS-like survey
should be sensitive enough to determine the boost in the IGM temperature as a result
of He II reionisation assuming UV intensity fluctuations can be adequately modelled.

4.5.4 The 1D line-of-sight H I Lyα forest power spectrum

The 1D line-of-sight H I Lyα forest power spectrum has been extensively studied
and provides unique constraints on the observed matter power spectrum and on
cosmological parameters (Croft et al., 1998, 1999; McDonald et al., 2000; Croft et al.,
2002; Viel, Haehnelt & Springel, 2004; McDonald et al., 2005, 2006). Compared to
existing samples BOSS provides orders of magnitude more Lyα forest data and will
enable precise measurements of the 1D line-of-sight H I Lyα forest power spectrum
across z ∼ 2.2− 4. Therefore, it is important to investigate whether the 1D line-of-
sight H I Lyα forest power spectrum is sensitive to He II reionisation.

As discussed by McQuinn et al. (2011) the 1D line-of-sight H I Lyα forest power
spectrum will not be as sensitive to any large-scale temperature and UV background
fluctuations as these large-scale modes will be diluted by the aliasing of power from
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Figure 4.8: The fractional change in the line-of-sight 1D H I Lyα flux power spectrum
from our degraded H I Lyα forest spectra following the inclusion of our He II reionisation
model. Left panel: The fractional change from varying the He II mean free path for our
fiducial quasar spectral model (ᾱs = 1.5 and σαs

= 0.5). The solid, dashed and dot-dashed
curves correspond to λHe II = 15, 45 and 115 Mpc respectively. Right panel The fractional
change for the various quasar spectral models at fixed λHe II = 45 Mpc. Solid, dashed and
dot-dashed curves represent our fiducial quasar spectral model, our constant spectral model
(ᾱs = 1.5) and hardened spectral model (ᾱs = 0.5) respectively.

smaller scale modes. McQuinn et al. (2011) observed that various He II reionisation
models could produce only small (less that 10 per cent) changes in the 1D line-of-
sight H I Lyα forest power spectrum. These results qualitatively agreed with earlier
attempts to investigate the observable impact of He II reionisation on the 1D line-of-
sight H I Lyα forest power spectrum by Lai et al. (2006).

Nevertheless, our H I Lyα forest simulations are better suited to investigating the
impact of He II reionisation on the 1D line-of-sight H I Lyα forest power spectrum
as we can perform physically larger mock Lyα forest surveys. Additionally, neither
McQuinn et al. (2011) or Lai et al. (2006) mimic the survey design and properties of
BOSS, therefore their conclusions are not in the context of the potential constraining
power of the BOSS data set.

In Figure 4.8 we show the fractional change in the 1D line-of-sight H I Lyα flux
power spectrum from our BOSS-like H I Lyα forest simulations including He II reion-
isation. In the left panel we investigate the fractional change in the 1D line-of-sight
H I Lyα flux power spectrum as a result of varying the He II mean free path and
in the right panel for varying the quasar spectral index. Lai et al. (2006) observed
that temperature fluctuations in the IGM following He II reionisation could produce
up to ∼ 10 per cent changes in the large-scale power and up to ∼ 20 per cent at
small scales (due to thermal broadening of the Doppler line width). The S/N of
the BOSS spectra are too low (S/N∼ 5) to resolve individual lines, hence we do not
observe such an effect at small spatial scales. We do observe the equivalent changes
of ∼ 10 per cent at large scale, as observed by Lai et al. (2006) and McQuinn et al.
(2011). Therefore, at large scales the BOSS data will still able to provide equivalent
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discriminatory power as high-resolution spectra. In addition, the sheer volume of the
BOSS data should provide tight constraints on the 1D H I Lyα flux power spectrum
since the errors will scale as 1/

√
N , with N being the number of sightlines.

Therefore, given the tight constraints that will be available from the full BOSS
data sample, it should be possible to distinguish between the three assumed He II

mean free paths. As the amplitude of the 1D line-of-sight H I Lyα flux power spec-
trum is sensitive to the boost in the IGM temperature following He II reionisation,
a precision estimate of this IGM temperature boost could discriminate between as-
sumed values of λHe II. The same arguments apply to discriminating between the
spectral index of the ionising QSOs. However, the 1D line-of-sight H I Lyα flux
power spectrum will not be able to disentangle between the two effects. It will there-
fore be important to combine these measurements with other H I Lyα forest probes,
which are more sensitive to just the amplitude of the IGM temperature.

4.5.5 The H I Lyα forest flux PDF

The final H I Lyα forest statistic we investigate for a measurable He II reionisation
signature is the H I Lyα flux PDF. Observational measurements of the H I Lyα flux
PDF from high-resolution Lyα forest spectra (e.g. McDonald et al. 2000; Kim et al.
2007) can be used to constrain the properties of the IGM temperature as it is typically
more sensitive than the 1D line-of-sight H I Lyα flux power spectrum. Specifically,
the H I Lyα flux PDF is sensitive to the slope of the IGM temperature-density relation
rather than the IGM temperature at mean density (Bolton et al., 2008) compared
to the 1D line-of-sight H I Lyα flux power spectrum which is sensitive to both (Viel,
Haehnelt & Springel, 2004). Therefore the H I Lyα flux PDF and 1D line-of-sight
H I Lyα flux power spectrum combined could discriminate between He II reionisation
model parameters.

Although we have observational measurements of the H I Lyα flux PDF from
high-resolution observational data, BOSS will provide a strongly constrained low
resolution H I Lyα flux PDF that could potentially yield additional information on
He II reionisation. We therefore explore the impact of He II reionisation on the low
resolution H I Lyα flux PDF from a BOSS-like Lyα forest survey. For comparison,
McQuinn et al. (2011), who only considered the high-resolution H I Lyα flux PDF,
observed only a marginal fractional change of ∼ 5 per cent as a result of He II reion-
isation when compared against a single IGM temperature-density relation.

In Figure 4.9 we show the fractional change in the low resolution 1D H I Lyα flux
PDF following He II reionisation in our BOSS-like Lyα forest survey simulations.
Again, as previously shown, in the left panel we consider the fractional change with
He II mean path and in the right panel the fractional change with quasar spectral
model. In the observed flux range of 0.3 < F < 1.2 we observe at most a ∼ 2 per
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Figure 4.9: The fractional change in the 1D H I Lyα flux PDF from our degraded H I
Lyα forest spectra following the inclusion of our He II reionisation model. Left panel: The
fractional change from varying the He II mean free path for our fiducial quasar spectral
model (ᾱs = 1.5 and σαs = 0.5). The solid, dashed and dot-dashed curves correspond to
λHe II = 15, 45 and 115 Mpc respectively. Right panel The fractional change for the various
quasar spectral models at fixed λHe II = 45 Mpc. Solid, dashed and dot-dashed curves
represent our fiducial quasar spectral model, our constant spectral model (ᾱs = 1.5) and
hardened spectral model (ᾱs = 0.5) respectively.

cent fractional change in the 1D H I Lyα flux PDF as a result of He II reionisation.
Within this flux range we expect to have the most observational data and hence the
best constraining power, however, it is highly unlikely the 1D H I Lyα flux PDF can
discriminate between He II reionisation models.

On the other hand, at the extrema of the 1D H I Lyα flux PDF, F < 0.3 and F >

1.2 we appear to observe significant fractional variations which should be measurable.
However, the number of pixels that fall within these regions are very limited, hence
the sizeable fractional changes are an artefact of dividing a small number by an even
smaller number. Additionally, at F < 0.1, non-linear effects become important (Viel
et al., 2002b) and hence our semi-analytic He II reionisation simulations are likely
not accurate at these small Lyα fluxes. Finally, at F > 1.2 we observe at most a
∼ 5 per cent increase in the amplitude of the 1D H I Lyα flux PDF, even in the case
of strongest IGM heating (λHe II = 15 Mpc).

In the high-resolution 1D H I Lyα flux PDF, cosmological hydrodynamical sim-
ulations aiming to match the observed 1D H I Lyα flux PDF are significantly dis-
crepant at F > 0.8. This discrepancy has led to the proposal of an inverted IGM
temperature-density relation (Bolton et al., 2008; Viel, Bolton & Haehnelt, 2009).
Even with the substantial data sample provided by BOSS, the low resolution 1D H I

Lyα flux PDF will not provide any new insights into solving this discrepancy. We
conclude the BOSS Lyα flux PDF is unlikely to provide strong constraints on the
properties of He II reionisation.
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4.6 The impact of He II reionisation on the recovered BAO scale

Finally, the primary goal of BOSS is the precision recovery of the BAO scale from
the H I Lyα forest to provide new and insightful constraints on dark energy and the
growth rate of structure. In McQuinn et al. (2011), the first attempt to quantify the
effect of He II reionisation on the three dimensional clustering statistics (required for a
BAO measurement) found that He II reionisation could produce significant fractional
change on the power in the 3D H I Lyα forest at scales equivalent to the BAO. These
authors however did not provide an estimate on the recovery of the BAO scale. On
the other hand, our semi-analytic H I Lyα forest He II reionisation model is perfectly
suited to investigate the impact of He II reionisation on the recovery of the BAO scale
(Chapter 3). Therefore, in this section we will investigate any potential systematic
effects in the recovery of the BAO scale due to He II reionisation.

4.6.1 Method for investigating the impact of He II reionisation on
the BAO scale

To investigate the impact of He II reionisation on the BAO scale we require several
additional simulations compared to those of the previous section. Specifically, we
require four separate simulations. Two He II reionisation simulations, generated with
and without a baryon oscillation feature in the initial matter power spectrum and two
fiducial IGM simulations without He II reionisation but generated with and without
the baryonic oscillation feature (see Section 3.2.2 for further details on this method).
Each simulation is again performed within a 1 Gpc3 volume with 4096 pixels per
side length at z = 2.5 and our spectra are degraded to mimic the survey properties
of BOSS.

In Chapter 3 we outline our Monte-Carlo procedure for estimating the recovery
of the BAO scale from our mock H I Lyα forest survey simulations, and we apply the
same approach to recover the BAO scale from our H I Lyα forest simulations including
He II reionisation. We now briefly reiterate the major points. To fit for the BAO scale
we feed in both a covariance matrix estimated from the Monte-Carlo distribution
(Section 3.3.2) and the expected cosmic variance expression (Equation 3.2) into a χ2

minimisation routine using a two-parameter fitting function for the expected BAO
signature. The recovered BAO scale we then report from our mock H I Lyα forest
survey simulations is the median of the 100 Monte-Carlo realisations and the 1-σ
errors are obtained from sampling the same distribution.

To assess the impact of He II reionisation on the precision recovery of the BAO
scale we want to observe whether the recovered 3D H I Lyα flux power spectrum
from a mock H I Lyα forest survey has additional power at the BAO scale that can
mask or deteriorate the expected BAO signature. The BAO scale from the power
spectrum is best estimated by dividing through by a smooth, featureless reference



4.6 The impact of He II reionisation on the recovered BAO scale 139

0.05 0.1 0.15 0.05 0.1 0.15
k (Mpc−1) k (Mpc−1)

0.6

0.8

1.0

1.2

1.4

0.0

P
L
y
α
(k

)/
P

L
y
α

,r
e
f
(k

)

Figure 4.10: The recovered BAO scale from our 1 Gpc3, 40963 pixel IGM simulations
at z = 2.5 assuming a BOSS-like Lyα forest survey (S/N = 5 per pixel and a quasar
sightline density of 15 deg−2). Left panel: The BAO scale is recovered from our He II
reionisation simulations for λHe II = 45 Mpc and fiducial quasar spectral model (ᾱs = 1.5
and σαs = 0.5). Both the 3D H I Lyα flux power spectrum and the smooth reference power
spectrum (containing baryons but no baryonic oscillations) include our He II reionisation
model. Right panel: The BAO scale from our simulations without He II reionisation (as in
Chapter 3). Error bars correspond to our Monte-Carlo shot noise errors (see Section 3.3.2)
and the shaded region corresponds to the expected cosmic variance error. The smooth curve
is the ratio of our input linear matter power spectrum with and without baryonic oscillations.

power spectrum. If our reference power spectrum does not include the expected
impact of He II reionisation, then the precision with which we can recover the BAO
may be greatly affected. To assess this effect, we consider three scenarios for our
BAO fitting routine.

Firstly, as per Chapter 3, we fit for the BAO scale from our H I Lyα forest sim-
ulations without He II reionisation, i.e. ratio of recovered 3D H I Lyα flux power
spectrum with and without baryonic wiggles but no He II reionisation (to serve as
a reference point). Secondly, we fit for the BAO scale from our He II reionisation
simulations, but assume that our smooth reference simulation contains a He II reion-
isation model (i.e. we know what impact He II reionisation has and we account for it
in our smooth reference power spectrum). Finally, we fit for the BAO scale from our
He II reionisation simulation, without the assumed impact of He II reionisation (i.e.
fit the BAO scale blindly, not aware of the potential impact of He II reionisation).

4.6.2 Recovery of the BAO scale including He II reionisation

In Figure 4.10 we provide the recovered BAO scale from our mock H I Lyα forest
survey simulation including He II reionisation assuming we can correctly account for
the impact of He II reionisation on the 3D H I Lyα flux power spectrum (left panel)
and our reference IGM simulations without He II reionisation, i.e. the same as was
performed in Chapter 3 (right panel). It is immediately obvious from Figure 4.10
that provided we can correctly model the impact of He II reionisation on the recovered
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Figure 4.11: The recovered BAO scale from our 1 Gpc3, 40963 pixel He II reionisation
simulations at z = 2.5 assuming a BOSS-like Lyα forest survey (S/N = 5 per pixel and
a quasar sightline density of 15 deg−2). Here, we incorrectly divide through our 3D H I
Lyα flux power spectrum from our He II reionisation simulations by a smooth reference
power spectrum without baryonic oscillations or a He II reionisation model to highlight any
significant observed change in the BAO scale. In all we consider our fiducial quasar spectral
model (ᾱs = 1.5 and σαs = 0.5) and from left to right we vary the assumed He II mean free
path; λHe II = 15, 45 and 115 Mpc respectively. Error bar details are the same as discussed
in Figure 4.10.

3D H I Lyα flux power spectrum from a Lyα forest survey, then we can recover the
BAO scale to the same level of accuracy as in simulations without He II reionisation.
Therefore, there will be no systematic effect on the precision recovery of the BAO
scale provided the impact of He II reionisation on the recovered 3D H I Lyα flux power
spectrum is well known.

Unfortunately, however, we do not know the exact impact of He II reionisation
on the measured 3D H I Lyα flux power spectrum. Both in this chapter and in Mc-
Quinn et al. (2011) we observe vastly different effects on the expected impact of the
large-scale power in the 3D H I Lyα flux power spectrum. This could be caused by
a number of potential issues between the two different simulation methods which
prevent a general consensus being drawn on the impact of He II reionisation (see
Section 4.5.3 for detailed discussions). Nevertheless, we proceed under the assump-
tion that our He II reionisation simulations produce a reasonable description of the
large-scale fractional increase in the power of the observed 3D H I Lyα flux power
spectrum.

In Figure 4.11 we assess the impact of He II reionisation on the recovery of the
BAO scale by incorrectly dividing our recovered 3D H I Lyα flux power spectrum
from our mock H I Lyα forest survey simulation including He II reionisation with
a smooth reference power spectrum not including the effects of He II reionisation.
From left to right we show the recovered BAO scale assuming λHe II = 15, 45 and
115 Mpc for our fiducial quasar spectral model (ᾱs = 1.5 and σαs = 0.5). In this case,
the impact of He II reionisation is clearly evident on the BAO scale. At the largest
spatial modes (smallest k), we observe significant fractional changes in the amplitude
of the expected BAO signature, due to the large fractional change as a result of He II
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reionisation on the 3D H I Lyα flux power spectrum (Section 4.5.3). Importantly
however, these scales are at much larger spatial modes than the first acoustic peak,
which is most important for precision cosmology from the BAOs. Therefore, the
significant fractional change at large scales in 3D H I Lyα flux power spectrum due
to He II reionisation does not impact the recovery of the BAO scale. Furthermore,
we do not observe any notable impact on the shape of the BAO signature as the He II

mean free path approaches the characteristic BAO scale (sA ≈ 152 Mpc). Hence,
even in the worst case scenario of λHe II ≈ sA, He II reionisation does not impact the
recovery of the BAO scale.

In Section 4.5.3 we additionally observed that He II reionisation could adjust the
overall normalisation of the 3D H I Lyα flux power spectrum by up to ∼ 10 per cent.
This effect can be observed in Figure 4.11 by the overall shift upward in the BAO
scale relative to the reference level. This upward shift decreases for increasing λHe II

as was observed in Section 4.5.3. Nevertheless, this will not affect the recovery of
the BAO scale as this effect does not alter the scale of the oscillations.

It is important to note however that our observation that He II reionisation does
not influence the ability to recover the correct BAO scale is not unexpected. Xu et al.
(2010) have shown that, in the case of the Lyα forest correlation function, all available
information on the BAO scale is localised in the narrow BAO peak. In other words,
unless He II reionisation can produce a feature mimicking the narrow feature at the
BAO scale, He II reionisation cannot impact on the recovered position of the BAO
feature. On the other hand, the large-scale UV background and IGM temperature
fluctuations of He II reionisation can impact the shape and power in the broadband
component of the Lyα forest correlation function. This broadband component of the
Lyα forest clustering is dominated by systematics such as continuum fitting and is
generally difficult to model and correct for (e.g. Busca et al., 2013; Kirkby et al.,
2013; Slosar et al., 2013) increasing the overall recovered accuracy of the fitted BAO
feature. Therefore, while He II reionisation may not impact the BAO peak position,
it may reduce the overall accuracy of the BAO scale measurement. Hence, in the
remainder of this section, we attempt to quantify to what extent He II reionisation
may impact on the precision recovery of the BAO scale.

We quantify our previous observation that He II reionisation does not affect the
precision recovery of the BAO scale, by providing the recovered BAO scale and
associated accuracy from each scenario considered in this section in Table 4.2. We
consider all various assumed He II model parameters (i.e. λHe II and quasar spectral
model) and our three scenarios for the recovery of the BAO scale (i.e. assuming
correct He II model, reference simulation without He II reionisation and incorrect
removal of the impact of He II reionisation). In addition, we scale all of our recovered
fractional errors on the BAO scale to be representative of the expected total BOSS
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area, ∼ 104 deg2.
We confirm from Table 4.2 that we find no observable decrease in the recovered

accuracy of the BAO scale from any He II reionisation model we have considered.
We find that all He II reionisation models we consider reproduce a recovered accuracy
consistent with our reference simulations without He II reionisation included (i.e. with
a single IGM temperature-density relation). In addition, even in the case where we
have divided through by an incorrect model for He II reionisation (i.e. the case with
the largest possible impact on the recovered BAO scale), we observe no reduction in
the recovered precision on the BAO scale. Our recovered accuracy on the BAO scale
from our new z = 2.5 He II reionisation simulations scaled to the expected survey
area of BOSS produces consistent errors as predicted by our z = 3 simulations
(see Chapter 3). We have already confirmed in Chapter 3 that our recovered BAO
errors are consistent with other large volume H I Lyα forest simulations and the first
reported measurement of the BAO scale from the Lyα forest at z ∼ 2.5 from BOSS
(Busca et al., 2013; Slosar et al., 2013).

In summary, we find no evidence for He II reionisation having any systematic
impact on the recovered accuracy of the BAO scale from the three dimensional
clustering of the H I Lyα forest. However, we must caution that our conclusions are
highly dependent on the expected impact of He II reionisation on the 3D H I Lyα forest
power spectrum. Our results are largely discrepant with the numerical simulations
of McQuinn et al. (2011), resulting in different conclusions on the impact of He II

reionisation. In Section 4.5.3 we discuss numerous potential issues in our simulation
method and in the analysis method of McQuinn et al. (2011). Therefore, further
work is required to understand the differences between the two simulation methods
before robust conclusions can be made.

4.7 Conclusion

Observational evidence indicates that He II reionisation proceeds imhomogeneously
and is likely to have concluded by z ∼ 2.5, however its impact on the properties of the
IGM (i.e. temperature, H I fraction etc) are highly uncertain. The requisite hard UV
ionising radiation responsible for the reionisation of He II is thought to be produced by
the QSO population. QSOs are bright, rare objects producing significant harder UV
ionising radiation (Eγ � 54.4 eV) than is required for He II reionisation. As a result,
during He II reionisation strong, large-scale fluctuations in the IGM temperature
and UV ionising background could have a significant impact on the measurable H I

Lyα forest flux statistics. Placing this into context, the current large volume Lyα
forest survey BOSS seeks the precision recovery of the BAO scale from the three
dimensional clustering of the H I Lyα forest at z ∼ 2.5. Therefore, in this chapter we
have investigated the potential systematic effect of He II reionisation on measurable
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Number
λHe II Density S/N sA

a sA
b sA

c ∆sA ∆sA ∆sA
(Mpc) (deg−2) (Mpc) (Mpc) (Mpc) (per cent) (per cent) (per cent)

Model 1 15.0 15 5 154.43 148.41 149.62 20.33 (1.98) 17.70 (1.73) 22.64 (2.21)
- - 10 150.05 150.08 151.82 10.85 (1.06) 9.31(0.91) 11.81 (1.15)
- 45 5 150.15 153.73 150.15 7.73 (0.75) 5.71 (0.56) 9.52 (0.93)
- - 10 152.63 151.25 147.90 4.17 (0.41) 5.48 (0.53) 3.91 (0.38)

45.0 15 5 149.15 148.44 150.38 17.88 (1.74) 17.08 (1.66) 16.97 (1.65)
- - 10 150.25 150.18 151.72 13.46 (1.31) 13.03 (1.27) 11.78 (1.15)
- 45 5 151.39 150.38 150.22 11.82 (1.15) 10.98 (1.07) 9.86 (0.96)
- - 10 148.98 152.19 152.56 5.86 (0.57) 6.03 (0.59) 5.28 (0.51)

115.0 15 5 154.16 151.42 155.77 20.26 (1.97) 22.07 (2.15) 23.00 (2.24)
- - 10 152.02 151.62 152.93 10.90 (1.06) 9.33 (0.91) 10.13 (0.99)
- 45 5 152.09 152.79 147.21 12.67 (1.23) 11.01 (1.07) 11.63 (1.13)
- - 10 152.36 149.68 151.96 3.98 (0.39) 4.76 (0.46) 4.80 (0.47)

Model 2 15.0 15 5 146.87 146.17 155.47 22.83 (2.23) 18.61 (1.81) 19.68 (1.92)
- - 10 151.45 149.35 153.93 14.23 (1.39) 15.52 (1.51) 13.86 (1.35)
- 45 5 149.15 147.81 149.25 8.67 (0.85) 9.46 (0.92) 7.47 (0.73)
- - 10 150.82 152.02 149.88 7.05 (0.69) 6.03 (0.59) 7.89 (0.77)

45.0 15 5 146.24 154.03 151.19 16.59 (1.62) 17.84 (1.74) 15.34 (1.50)
- - 10 152.32 148.91 146.84 11.92 (1.16) 8.51 (0.83) 11.07 (1.08)
- 45 5 152.99 145.70 149.82 9.04 (0.88) 9.54 (0.93) 14.62 (1.42)
- - 10 149.98 150.85 149.45 5.36 (0.52) 7.12 (0.69) 7.04 (0.69)

115.0 15 5 152.99 150.35 156.51 17.79 (1.73) 20.04 (1.95) 23.94 (2.33)
- - 10 150.72 151.92 151.66 10.83 (1.06) 9.44 (0.92) 11.24 (1.10)
- 45 5 152.63 153.03 151.19 10.08 (0.98) 8.48 (0.83) 11.70 (1.14)
- - 10 150.35 152.42 149.15 5.72 (0.56) 7.35 (0.72) 6.05 (0.59)

Model 3 15.0 15 5 154.63 154.97 160.08 18.59 (1.81) 20.04 (1.95) 19.86 (1.94)
- - 10 148.91 152.69 145.57 12.62 (1.23) 9.77 (0.95) 12.03 (1.17)
- 45 5 152.56 149.18 158.81 8.69 (0.85) 10.49 (1.02) 11.01 (1.07)
- - 10 150.62 149.41 145.84 5.41 (0.53) 5.32 (0.52) 4.43 (0.43)

45.0 15 5 150.15 150.84 147.27 18.71 (1.82) 19.66 (1.92) 21.81 (2.13)
- - 10 151.39 150.95 152.33 13.43 (1.31) 13.36 (1.30) 9.53 (0.93)
- 45 5 152.93 150.15 148.83 11.96 (1.17) 10.00 (0.97) 13.71 (1.34)
- - 10 149.45 150.79 151.12 6.47 (0.63) 6.92 (0.67) 10.60 (1.03)

115.0 15 5 149.55 154.16 154.50 17.75 (1.73) 17.87 (1.74) 20.72 (2.02)
- - 10 148.58 153.60 150.25 9.59 (0.93) 10.39 (1.01) 7.06 (0.69)
- 45 5 152.69 149.72 151.32 8.82 (0.86) 9.93 (0.97) 12.57 (1.23)
- - 10 150.85 152.39 151.29 5.92 (0.58) 4.93 (0.48) 6.80 (0.66)

a The ratio of the 3D H I Lyα flux power spectrum with and without baryon oscillations both
obtained from our He II reionisation simulations
b The ratio of the 3D H I Lyα flux power spectrum with and without baryon oscillations both
obtained from our fiducial simulation without He II reionisation
c The ratio of the 3D H I Lyα flux power spectrum from a simulation containing both BAOs
and He II reionisation and a smooth reference simulation without BAO or He II reionisation

Table 4.2: The recovered best-fitting values for the BAO scale, sA, along with the fractional
1-σ errors obtained from applying our χ2 minimisation to the simulated data. The χ2

minimisation is performed using the quadrature sum of the Monte-Carlo shot noise errors
and cosmic variance. Results are shown for a quasar background source density of 15 deg−2

and 45 deg−2 and for S/N = 5 and 10 for all our He II reionisation simulations. Values in
parenthesis correspond to the fractional errors on the BAO scale after scaling our simulation
result to a 10 000 deg2 survey area (representative of BOSS). For comparison, the input value
is sA = 152.5 comoving Mpc.
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H I Lyα forest statistics and most importantly on the recovery of the BAO scale from
the 3D H I Lyα forest power spectrum.

To assess the potential impact of He II reionisation on measurable H I Lyα for-
est statistics we have modified our existing semi-analytic H I Lyα forest simulations
(which we have outlined and tested in Chapters 2 and 3) to include a semi-analytic
prescription for the post He II reionisation epoch. The He II reionisation model we
develop is built upon fundamental physical arguments developed by previous authors
for investigating various properties of the He II reionisation epoch. We then qualita-
tively test the performance of our semi-analytic He II reionisation simulations against
recent N-body and hydrodynamical simulations (McQuinn et al., 2009; Compostella,
Cantalupo & Porciani, 2013) and find strong qualitative agreement between our post
He II reionisation IGM properties and the two recent numerical simulations.

Buoyed by the performance of our new semi-analytic H I Lyα forest simulations
including a model for He II reionisation we then assess the impact of He II reionisation
on a variety of measurable H I Lyα flux statistics. We focus primarily on the 3D
H I Lyα flux power spectrum (important for recovering the BAO scale) as well as
the 1D line-of-sight power spectrum and PDF. Our analysis is performed in the
context of BOSS, to investigate (i) whether the BOSS data set can provide important
constraints on the properties of He II reionisation and (ii) whether He II reionisation
can impact the precision recovery of the BAO scale.

We observe the H I Lyα flux PDF will be essentially insensitive to He II reionisa-
tion, providing no new information on the properties of He II reionisation. We find
He II reionisation produces ∼ 2 per cent modifications to the H I Lyα flux PDF. On
the other hand, we observe that He II reionisation can produce up to ∼ 10 per cent
changes in the amplitude of the 1D line-of-sight H I Lyα flux power spectrum. This is
consistent with previous investigations on the impact of He II reionisation (Lai et al.,
2006; McQuinn et al., 2011). Given the sheer volume of the BOSS data set, this
could potentially provide useful constraints on the boost in the IGM temperature
expected following He II reionisation.

When we consider the 3D H I Lyα forest power spectrum we observe strong
fractional changes to the power on large scales of up to ∼ 50 per cent. However,
this is significantly less than the predicted & 100 per cent changes in the power
observed by McQuinn et al. (2011). We observe that the large-scale impact of He II

reionisation on the 3D H I Lyα forest power spectrum is solely driven by the UV
ionising background fluctuations unlike McQuinn et al. (2011) who find both UV
background and temperature fluctuations to be important. Furthermore, McQuinn
et al. (2011) observe these large deviations in the 3D H I Lyα forest power spectrum
to occur at ∼ 30 Mpc scales, equivalent to the physical size of the He III bubbles.
We do not observe any physical significance to the scales at which He II reionisation
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begins to impact the 3D H I Lyα forest power spectrum in our He II reionisation
simulations. Instead we observe significant changes in the 3D H I Lyα forest power
spectrum only at the largest (most under sampled) spatial modes in our simulation
volume.

Finally, we consider the impact of He II reionisation on the recovery of the BAO
scale. McQuinn et al. (2011) predicted that the observed large-scale impact of He II

reionisation on their measurements of the 3D H I Lyα forest power spectrum could
impact the recovery of the BAO scale. However, from our analysis of the 3D H I

Lyα forest power spectrum we observe no noticeable impact from He II reionisation
at the spatial scales required to measure the BAO scale (any significant impact
occurs at much larger spatial scales). We quantify this by applying our Monte-Carlo
approach to fitting the BAO scale (see Chapter 3) from our mock H I Lyα forest
survey simulations now including He II reionisation. Subsequently we observe no
notable impact on the recovered accuracy of the BAO scale, even when we consider
extreme He II reionisation models that should highlight any potential effect. As a
result, we find the recovered accuracy on the BAO scale to remain consistent with
the recent BAO measurements from BOSS (Busca et al., 2013; Slosar et al., 2013).

However, we caution that numerous potential issues between our semi-analytic
model and the simulations of McQuinn et al. (2011) must be addressed before robust
conclusions can be made on the impact of He II reionisation on the 3D clustering of
the H I Lyα forest. Larger numerical simulations investigated by McQuinn et al.
(2011) tend to suggest a shift away from the ∼ 30 Mpc scales at which the impact
of He II reionisation becomes important potentially indicating instead that the ef-
fect only arises on the largest scales in the simulations. Additionally the numerical
simulations analysed by McQuinn et al. (2011) are lower resolution than our simu-
lations. On the other hand, our semi-analytic He II reionisation simulations may be
missing important physics. We do not allow for the clustering of the source QSOs,
nor do we associate the QSOs with the highest density regions in the IGM. These
could result in our simulations under predicting the strength of the He II reionisation
impact on the 3D H I Lyα forest. Additionally, we do not account for the filtering of
the UV ionising radiation by dense structures in the IGM, instead we assume a uni-
form heating independent of the IGM density of the heated region. This latter point
could result in our simulations under predicting the importance of IGM temperature
fluctuations.

Therefore we conclude that further work is necessary to provide robust constraints
on the impact of He II reionisation on measurable H I Lyα forest statistics and the
recovery of the BAO scale. In the next two chapters we shift our focus to an al-
ternative Lyα probe of the high-redshift universe. We assess the physical impact
of Lyα absorption in the IGM on the precision recovery of cosmological parameters
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from LAE galaxy redshift surveys. Additionally, we investigate potential ways to
circumvent any potential model degeneracies between Lyα radiative transfer effects
and important cosmological parameters.



Chapter 5
Cosmology from the LAE Galaxy
Power Spectrum
5.1 Introduction

In Chapters 3 and 4 we investigated the precision recovery of the BAO scale from
the Lyα forest, which can be used to provide constraints on dark energy. We now
focus our attention on the clustering of Lyα emitting (LAE) galaxies, an alternative
high-redshift large-scale structure probe for constraining dark energy.

For the past three decades galaxy redshift surveys have served as the traditional
method for constraining cosmological parameters such as the matter density of the
Universe and the equation of state of dark energy, by measuring the clustering of
galaxies. These have been restricted to z < 1 due to the increasingly fainter galaxy
magnitudes and larger required cosmic volumes, which render spectroscopy of large
numbers of photometrically selected early type galaxies plausible only at such low
redshifts. Recently the WiggleZ collaboration has pushed galaxy clustering work to
z ∼ 1 using emission lines from star-forming galaxies (Blake et al., 2011a,b,c, 2012).

Large surveys for LAE galaxies on the other hand have been proposed as a new
method for measuring clustering of the galaxy population at high redshift with the
goal of determining cosmological parameters and constraints on dark energy. LAE
galaxies are relatively easy to detect out to high redshift (Iye et al., 2006; Kashikawa
et al., 2006; Lehnert et al., 2010; Ouchi et al., 2010), due to their strong Lyα line
emission. Indeed over the previous few years, the number of detected LAE sources
has steadily grown and the sample sizes of LAE galaxies have reached sufficient size
for clustering studies (Gawiser et al., 2007; Kovač et al., 2007; Orsi et al., 2008;
Guaita et al., 2010; Ouchi et al., 2010).

Although the existing samples of LAE galaxies are still too small for cosmological
purposes, the rate of detection of these LAE galaxies will significantly improve with
the upcoming HETDEX (Hill et al., 2004, 2008) survey, whose aim is to spectroscopi-
cally measure the redshifts of 800 000 LAE galaxies in the redshift range 1.9 ≤ z ≤ 3.5
(Hill et al., 2004, 2008) with the total sky coverage of 420 square degrees and the
total volume coverage of 10 Gpc3. This survey is specifically designed to use the
clustering of LAE galaxies to make the precise measurement of the distance scales,
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both the angular diameter distance (DA) and the Hubble rate (H), as a function of
z out to z ∼ 3. The precision recovery of these two distance scales can then in turn
be utilised to provide constraints on the properties of dark energy, most notably its
equation of state (see Section 1.7.2).

In order for us to use the clustering of LAE galaxies to measure the distance
scales, we must understand how the clustering of LAE galaxies relates to the un-
derlying matter distribution. Simulations by Zheng et al. (2010, 2011) and Laursen,
Sommer-Larsen & Razoumov (2011) have investigated the radiative transfer effects
on the Lyα emission of LAE galaxies both within the circumgalactic environment
around the halo and from the resonant scattering of diffuse neutral hydrogen in the
IGM. Of particular interest is the clustering of the LAE galaxies: Zheng et al. (2011)
find that line-of-sight gradients in the peculiar velocity of LAE galaxies could lead
to an observed reduction in the line-of-sight clustering amplitude of the galaxies,
counteracting the strength of the typical Kaiser effect (Kaiser, 1987) caused by grav-
itation. Conversely, the clustering of LAE galaxies transverse to the line-of-sight is
found to be significantly boosted by the Lyα radiative transfer effects1. In addi-
tion to the local effects of peculiar velocity gradients, the transmission of the Lyα
emission line of LAE galaxies through the diffuse IGM could also be affected by
fluctuations in the UV ionising background and to changes in the neutral hydrogen
fraction associated with changes in the density around the local environment.

To understand these effects, Zheng et al. (2011) and Wyithe & Dijkstra (2011)
derived analytic models describing the observed modifications to the power spec-
trum of LAE galaxies. Both these authors derive quantities that directly relate to
the non-gravitational effects expected from the Lyα radiative effects. In particular,
Wyithe & Dijkstra (2011) use their model to study the expected recovery of both
cosmological and Lyα radiative transfer parameters from a survey corresponding
to HETDEX. They find that some cosmological parameters derived only from the
power spectrum are degenerate with the Lyα radiative transfer effects, and that this
has direct consequences for the accuracy with which cosmological parameters can be
recovered from the LAE galaxy power spectrum. Wyithe & Dijkstra (2011) find that
prior knowledge of the magnitude of the radiative transfer effects can improve the
recovery of the cosmological constraints.

1Recently, Behrens & Niemeyer (2013) investigated the clustering properties of LAE galaxies
within hydrodynamical simulations at z = 2− 4, observing no notable transverse clustering arising
from Lyα radiative transfer effects. While at lower redshifts the strength of the transverse clustering
observed by Zheng et al. (2011) is expected to be diminished, it should still be observable within
the simulations by Behrens & Niemeyer (2013) if indeed Lyα radiative transfer effects play an
important role. However, these authors conclude that their lack of observed transverse clustering
may be affected by limited statistics owing to the finite box size of their simulations. Therefore,
larger simulations are required to robustly conclude the importance of these Lyα radiative effects
on the clustering of LAE galaxies.
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In this chapter we further investigate the effects of non-gravitational LAE clus-
tering on the recovery of cosmological parameters. In Section 5.2 we summarise the
Lyα radiative transfer effects and how they impact on the clustering of LAE emit-
ters, and apply this knowledge to derive analytic expressions for the Lyα radiative
transfer effects and the LAE galaxy power spectrum. In Section 5.3 we perform a
Fisher matrix analysis of the LAE galaxy power spectrum, investigating the recovery
of cosmological parameters for the HETDEX survey. Finally, in Section 5.4 we pro-
vide a summary and final remarks on the clustering of LAE galaxies from the LAE
power spectrum. In our numerical calculations within this chapter and the next, we
consider the standard set of cosmological parameters (Komatsu et al., 2011), with
Ωm = 0.275, ΩΛ = 0.725, Ωb = 0.0458, ns = 0.968, h = 0.702 and σ8 = 0.816.

5.2 Clustering of LAE galaxies

As discussed in Section 1.8.1, the radiative transfer of Lyα photons transmitted
through the IGM is highly dependent on the physical properties of the intervening
IGM. In the case of the Lyα forest, the line-of-sight scattering of the Lyα photons
owing to radiative transfer effects aids in large-scale clustering measurements by
highlighting the presence of neutral hydrogen in the IGM. However, for the case of
LAE galaxies, we are observing the Lyα flux from a single emission line. Radiative
transfer effects can modify the Lyα emission line profile and either diminish (or
enhance) the observed Lyα emission line flux. The observed number density of LAE
galaxies at a fixed observed flux is dependent on how many Lyα photons can escape
from the LAE galaxy and transmit through the IGM toward the observer. Thus the
observed density of LAE galaxies can be modified by the local environment nearby to
the Lyα galaxies and the IGM through which the Lyα photons are transmitted. As
a result, Lyα radiative transfer effects can potentially modify the power spectrum of
LAE galaxies away from the expected redshift-space clustering observed for typical
galaxies (e.g. Equation 1.38).

5.2.1 Lyα absorption by the IGM

To highlight the dominant Lyα radiative transfer effects affecting LAE measure-
ments, we return to the expression for the Lyα optical depth (e.g. Equation 1.44).
For Lyα photons escaping a LAE galaxy we derive an expression for the optical depth
of the IGM in the presence of peculiar velocity gradients (e.g. Hui, Gnedin & Zhang
1997),

τ(ν) =

∫ robs

rvir

nH(r)XH(r)σLyα

[
ν

(
1 +

vz(r)

c

)]
dr, (5.1)
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where σLyα is the Lyα scattering cross-section, vz(r) is the peculiar velocity of the
IGM along the line-of-sight and the integral is performed between the positions of the
observer, robs and the edge of the LAE galaxy, rvir (defined to be the virial radius,
where the Lyα photons are no longer influenced by the gravitational potential of the
LAE host galaxy). The variable XH denotes the hydrogen fraction in atomic form,
which for gas in photoionisation equilibrium is given by XH = nHαrec/Γ, where nH

is the number density of hydrogen and Γ is the photoionising background strength.

Following Wyithe & Dijkstra (2011) we approximate the Lyα absorption profile
as a Dirac delta function (as opposed to the Lorentzian in Equation 1.45). The Lyα
scattering cross-section can now be written as σLyα(ν ′) ∼ σLyανLyαδ(ν

′ − νLyα)

where ν ′(r) = ν [1 + vz(r)/c], νLyα = ν [1 + vz(rLyα)/c] and rLyα is the distance
at which the Lyα photon is at resonance. Performing the change of variable from
line-of-sight velocity to radius,

δ(ν ′ − νLyα) =
δ(r − rLyα)

1
c

dvz
dr rLyα

, (5.2)

the Lyα optical depth can then be written as,

τ(ν) =

∫ robs

rvir

cn2
H(r)αrecσLyα

Γ(r)dvz
dr rLyα

δ(r − rLyα)dr. (5.3)

After evaluating the integral, we arrive at an expression for the Lyα optical depth
through the IGM,

τ ∝ ρ2

ΓT 0.7 dvz
dr

∝ ρ2−0.7(γ−1)

Γdvz
dr

, (5.4)

where the temperature dependence in the first expression appears due to the recom-
bination coefficient and γ is the polytropic index, used to relate the temperature to
the underlying density field as T ∝ ργ−1 with γ = 1.4 (Hui & Gnedin, 1997, but see
also the discussion in Section 2.4). Hence, the observed LAE galaxy emission line
flux will be dependent on fluctuations in the local environment density ρ, the ion-
ising background strength Γ, and also on the strength of the local peculiar velocity
gradient along the line-of-sight dvz/dr.

5.2.2 Lyα radiative transfer coefficients

We now focus on describing the effect of these Lyα transmission fluctuations on the
observed clustering of LAE galaxies, following Wyithe & Dijkstra (2011). Modifica-
tions to the intrinsic Lyα luminosity emitted by the LAE galaxy due to the IGM
should induce a change in the measured number counts of LAE galaxies. Consider,
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for example, a LAE galaxy survey with an observational flux threshold, F0, corre-
sponding to an intrinsic LAE galaxy luminosity of L0. Owing to the Lyα radiative
transfer effects, the number density of LAE galaxies observed above the flux threshold
of the survey, nLyα(> F0) can be expressed as a perturbation relative to the number
density of LAE galaxies with intrinsic luminosities above L0, n̄Lyα(> L0, ρ,Γ, δ(x)),
as

nLyα(> F0) = n̄Lyα(> L0, ρ,Γ, δ(x))× [1 + δg(x)], (5.5)

where δ(x) is the large-scale matter-density perturbation, and δg(x) is the perturba-
tion in the galaxy number density. Now the average number density of LAE galaxies
depends on the fluctuations due to the non-gravitational Lyα radiative transfer ef-
fects; namely, the local density in the LAE environment, ρ, ionising background, Γ,
and peculiar velocity gradients, dvz/dr.

To progress, we seek an expression for the mean number density of observed LAE
galaxies explicitly in terms of the Lyα radiative transfer effects. We accomplish this
by performing a Taylor expansion on n̄Lyα(> L0, ρ,Γ, δ(x)) with respect to the three
radiative transfer effects,

n̄Lyα(> L0, ρ,Γ, δ(x)) = n̄
(0)
Lyα

(
1 + n̄

(1)
Lyα

)
, (5.6)

where n̄(0)
Lyα is the average number density of LAE galaxies evaluated at the mean

IGM quantities [i.e., n̄(0)
Lyα = n̄Lyα(> L0, ρ0,Γ0, δ(x))], and n̄

(1)
Lyα is the first-order

Taylor-expanded expression allowing for fluctuations in the mean IGM properties,

n̄
(1)
Lyα =

1

n̄
(0)
Lyα

[
(Γ− Γ0)

∂n̄Lyα

∂Γ F0,Γ0

+ (ρ− ρ0)
∂n̄Lyα

∂ρ F0,ρ0

+

(
dvz

d(arcom)
−H

)
∂n̄Lyα

∂ dvz
d(arcom) F0,ρ0

]
. (5.7)

Here, H is the Hubble rate, and the line-of-sight velocity gradient is taken with
respect to the comoving distance, rcom.

We can simplify this expression by defining Lyα radiative transfer coefficients,
which encompass the functional derivatives of the number density of LAE galaxies
with their respective radiative transfer effects. To perform this task, it is convenient
to define an arbitrary transmission function, T , which depends on the radiative
transfer effects, T (ρ,Γ,dvz/dr) [T = exp(−τ); Wyithe & Dijkstra 2011]. Firstly,
consider the derivative of the number density of LAE galaxies with respect to the
ionising background. This derivative can be re-written following the application of
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the chain rule as,

∂n̄Lyα

∂Γ F0,Γ0

=
1

Γ0

∂log(T )

∂log(Γ) T0,Γ0

∂n̄Lyα

∂log(T )F0,T0
, (5.8)

which enables the first term of Equation (5.7) to be re-defined,

1

n̄
(0)
Lyα

(Γ− Γ0)
∂n̄Lyα

∂Γ F0,Γ0

=
1

n̄
(0)
Lyα

(
Γ− Γ0

Γ0

)
∂log(T )

∂log(Γ) T0,Γ0

∂n̄Lyα

∂log(T )F0,T0
≡ δΓCΓ, (5.9)

where δΓ ≡ (Γ− Γ0) /Γ0 defines fluctuations in the ionising background relative to
the mean, Γ0, and CΓ is the radiative transfer coefficient describing the relative
strength of ionising background fluctuations on the clustering of LAE galaxies,

CΓ ≡
1

n̄
(0)
Lyα

∂log(T )

∂log(Γ) T0,Γ0

∂n̄Lyα

∂log(T )F0,T0
. (5.10)

Following the same arguments, we can redefine the other two terms in Equa-
tion (5.7) as fluctuations in the density field, and in the line-of-sight velocity field.
In the case of the density field we obtain,

1

n̄
(0)
Lyα

(ρ− ρ0)
∂n̄Lyα

∂ρ F0,ρ0

≡ δρCρ, (5.11)

where δρ ≡ (ρ − ρ0)/ρ0 defines the fluctuations in the density field relative to the
mean, ρ0 and

Cρ ≡
1

n̄
(0)
Lyα

∂log(T )

∂log(ρ) T0,ρ0

∂n̄Lyα

∂log(T )F0,T0
. (5.12)

However, for the velocity gradient term, it is not as straightforward. We re-write the
corresponding term in Equation (5.7) as

(
dvz

d(arcom)
−H

)
∂n̄Lyα

∂
(

dvz
d(arcom)

)
F0,ρ0

=
1

a

(
dvz

d(rcom)
−Ha

)
∂n̄Lyα

( 1
a)∂

(
dvz

drcom

)
F0,ρ0

=
dvpec

d(rcom)

∂n̄Lyα

∂
(

dvz
drcom

)
F0,ρ0

, (5.13)

where we have used vz = H(arcom) + vpec, describing the total velocity along the
line-of-sight direction which yields the following

dvz
d(rcom)

= Ha+
dvpec

d(rcom)
. (5.14)
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As in the example for the ionising background, we rewrite the partial derivative with
respect to the velocity gradient as,

∂n̄Lyα

∂ dvz
drcom F0,ρ0

=
∂log(T )

∂log( dvz
drcom

)T0,ρ0

∂log( dvz
drcom

)

∂ dvz
drcom 0

∂n̄Lyα

∂log(T )F0,T0
. (5.15)

Using Equation (5.14), we obtain the following expressions when no peculiar velocity
gradients are present,

(
dvz

drcom

)

0

= Ha, (5.16)

∂log( dvz
drcom

)

∂ dvz
drcom 0

=
1

Ha
, (5.17)

which we then substitute back into the expression for the velocity gradient term from
Equation (5.7),

1

n̄
(0)
Lyα

(
dvz

d(arcom)
−H

)
∂n̄Lyα

∂ dvz
d(arcom) F0,ρ0

=
1

n̄
(0)
Lyα

1

Ha

dvpec

d(rcom)

× ∂log(T )

∂log( dvz
drcom

)T0,ρ0

∂n̄Lyα

∂log(T )F0,T0
≡ Cvδv, (5.18)

where δv ≡ 1
Ha

dvpec

d(rcom) defines fluctuations in the IGM velocity gradient, and

Cv ≡
1

n̄
(0)
Lyα

∂log(T )

∂log( dvz
drcom

)T0,ρ0

∂n̄Lyα

∂log(T )F0,T0
. (5.19)

The constants, CΓ, Cρ, and Cv are referred to as the Lyα radiative transfer coeffi-
cients and these constants capture the distinct physical effects caused by changes to
the local environment corresponding to either changes to the ionising background,
the density, or the velocity gradient along the line-of-sight, respectively.

5.2.3 The linear LAE galaxy power spectrum

To obtain an expression for the clustering of LAE galaxies dependent on the Lyα
radiative transfer effects, we return to the expression for the number density of LAE
galaxies. Rewriting Equation (5.7) in terms of the newly defined Lyα radiative
transfer coefficients and the fluctuations in the mean IGM properties we obtain,

n̄
(1)
Lyα = δΓ(x)CΓ + δρ(x)Cρ + δv(x)Cv. (5.20)

Hence, the total number density of LAE galaxies observed above the flux limit
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can be written as,

nLyα(> F0) = n̄
(0)
Lyα[1 + δg(x)]

[
1 + n̄

(1)
Lyα

]
, (5.21)

where we have substituted Equation (5.6) into Equation (5.5). We then define the
fluctuation in the number density of LAE galaxies, δLyα, as the observed number of
LAE galaxies relative to the mean number of LAE galaxies expected in the absence
of Lyα radiative transfer effects,

δLyα(x) =
nLyα(> F0)

n̄
(0)
Lyα

− 1 = [1 + δg(x)]
[
1 + n̄

(1)
Lyα

]
− 1. (5.22)

After substituting Equation (5.20) into Equation (5.22) and taking the Fourier trans-
form of the resultant expression to first order only, the linear real-space fluctuations
in the number of LAE galaxies can be written as,

δLyα(k) = δg(k) + δΓ(k)CΓ + δρ(k)Cρ + δv(k)Cv. (5.23)

Since galaxy clustering measurements are performed explicitly in redshift-space,
we perform the linear redshift-space transformation (see Section 1.6), defining the
redshift-space LAE galaxy fluctuation as,

δLyα,s(k) = δLyα(k) + fµ2δ(k), (5.24)

where δ(k) is the linear matter-density perturbation.

We can further simplify the expression for the LAE galaxy perturbation by rewrit-
ing each term in Equation (5.23) with respect to the linear matter-density perturba-
tion. Galaxies are biased tracers of the linear density perturbation, δg(k) = b1δ(k)

(see Equation 1.29), the radiative transfer coefficient for local density perturbations
in the IGM (Cρ) encompasses fluctuations away from the linear density perturbations
mimicking the effect of galaxy bias, δρ(k) = δ(k) and the peculiar velocity gradients
in the IGM induce additional redshift-space distortions, δv(k) = −fµ2δ(k). The
expression for the fluctuating ionising background is more complicated. To model
the effect of the fluctuating ionising background we convolve the galaxy overdensity,
δg(k), with a kernel of the form, ∝ exp[−|x−xo|/λ]/[(x−xo)2] (Morales & Wyithe,
2010), where λ defines the mean free path of the ionising photons. The Fourier
transform of the ionising fluctuations can then be written as (see Appendix D),

δΓ(k) = δg(k)
arctan(|k|λ)

|k|λ . (5.25)

In this remainder of this thesis we do not consider the scale dependence of the ion-
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ising background fluctuations, which is the major difference between our expression
and the expression in Wyithe & Dijkstra (2011). The ionising background fluctua-
tions are expected to be scale dependent, important on large scales (set by the mean
free path of the ionising photons) and becoming negligible on small scales. However,
including the scale dependence associated with the ionising background fluctuations
increases the model complexity, providing additional model degeneracies. We feel
that this simplification is justified since the transmission models investigated by
Wyithe & Dijkstra (2011) find the magnitude of ionising background fluctuations
(CΓ) to be small compared to the other two radiative transfer effects. Hence, while
ignoring the scale dependence is a simplification, the overall impact of removing this
scale dependence should be minor.

Using the relations above, the linear redshift-space LAE galaxy density pertur-
bation can now be written solely in terms of the linear matter-density perturbation,

δLyα,s(k) =
[
b1 (1 + CΓ) + Cρ + fµ2(1− Cv)

]
δ(k), (5.26)

as well as the Lyα radiative transfer effects and the linear galaxy bias for LAE
galaxies. Finally, we can define the redshift-space LAE galaxy power spectrum as

〈δLyα,s(k1)δLyα,s(k2)〉 = (2π)3PLyα,s(k)δD(k1 + k2), (5.27)

where PLyα,s(k) is given by

PLyα,s(k, µ) =
[
b1 (1 + CΓ) + Cρ + fµ2(1− Cv)

]2
PL(k), (5.28)

and PL(k) is the linear real-space matter power spectrum. When compared to the
typical redshift-space galaxy power spectrum (e.g. Equation 1.38), it is clear that
the addition of the Lyα radiative transfer effects can lead to significant changes in
the amplitude of the measured power spectrum.

The LAE galaxy power spectrum derived in Equation (5.28) is identical to the ex-
pression derived by Wyithe & Dijkstra (2011) except for the lack of scale dependence
on the ionising background fluctuations (see above). In addition, Equation (5.28)
contains the main contributing terms of Zheng et al. (2011). However, we do not
include the transverse line-of-sight velocity-gradient or the density-gradient (as pro-
vided by Zheng et al. 2011). As shown in Zheng et al. (2011), the effect of the density-
gradient adds additional scale-dependent terms to the expression for the clustering
of LAE galaxies on small scales. In this work, we are working at much larger scales,
and so can ignore this scale-dependence and we allow the density-gradient terms to
be absorbed into the existing parameters of Equation (5.28).

Additionally, it is important to discuss the impact of He II reionisation on the
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Figure 5.1: Lyα radiative transfer effects on the two dimensional clustering of LAE galaxies.
Left panel: Real-space galaxy clustering (Equation 1.29). Middle panel: Redshift-space
galaxy clustering (Equation 1.38), highlighting the amplified clustering along the line-of-
sight (Kaiser 1987). Right panel: Redshift-space LAE galaxy clustering with Cρ = CΓ = 0
and Cv = 1.5. In this scenario, the IGM peculiar velocity effect counteracts the Kaiser effect,
resulting in an amplification in the clustering of LAE galaxies transverse to the line-of-sight.
In all panels we have assumed the linear galaxy bias to be b1 = 2.2 and the solid contours
are separated by a decade in PLyα(k).

clustering of LAE galaxies. As discussed in Chapter 4, the reionisation of He II by
quasars produces strong UV background and IGM temperature fluctuations that
modify the distribution of neutral hydrogen in the IGM. As a result, one would
expect that our simple scale-independent non-gravitational bias parameters would
not accurately encapsulate these physical effects and breakdown. While this is true,
the additional non-gravitational effects of He II reionisation should only impact on
small to intermediate spatial scales (e.g., Chapter 4 and McQuinn et al. 2009) not
on the large spatial scales needed to probe the BAO scale considered in our analysis
for the clustering of LAE galaxies.

5.2.4 The redshift-space clustering of LAE galaxies

To highlight the influence that Lyα radiative transfer effects have on the observed
redshift-space clustering of LAE galaxies we generate the two dimensional LAE
galaxy power spectrum,

PLyα,s(k‖, k⊥) =
[
b1 (1 + CΓ) + Cρ + fµ2(1− Cv)

]2
PL(k). (5.29)

We separate the LAE galaxy power spectrum into a component parallel to the line-
of-sight, k‖ = kµ, and a component transverse to the line-of-sight, k⊥ = k

√
1− µ2.

To aid the visual comparison we additionally determine the two dimensional real-
space galaxy power spectrum (Equation 1.29) and the two dimensional redshift-space
galaxy power spectrum (Equation 1.38). In Figure 5.1 we show the corresponding
contour plots, assuming for all a linear galaxy bias to be b1 = 2.2.
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The first two panels of Figure 5.1 highlight the effect of the redshift-space dis-
tortions on typical galaxy clustering measurements. Whereas the real-space galaxy
power spectrum is isotropic, the redshift-space galaxy power spectrum is amplified
along the line-of-sight direction due to the coherent gravitational infall of galaxies
towards overdense regions (Kaiser effect; Kaiser 1987). However, in Equation (5.28)
it is clear that the Lyα radiative transfer coefficient associated with IGM peculiar
velocity gradients (Cv) can modify the expected redshift space distortions either
suppressing or enhancing the observed clustering. In fact, if Cv > 1, the Kaiser
effect inverts and LAE galaxies appear to cluster transverse to the line-of-sight. To
highlight this, in the final panel of Figure 5.1 we calculate the LAE galaxy power
spectrum with Cρ = CΓ = 0 and Cv = 1.5.

This amplified clustering transverse to the line-of-sight was first observed in the
high-redshift simulations of Zheng et al. (2011). These authors observed that the
modified LAE galaxy clustering was dominated by the effect of peculiar velocity gra-
dients on the Lyα radiative transfer. Peculiar velocity gradients are anti-correlated
with the density field (δ = −∇·v), hence high density regions on average correspond
to smaller velocity gradients, which for typical galaxies is observed in redshift-space as
the Kaiser effect (Kaiser, 1987). The observed Lyα flux emitted by a LAE galaxy on
the other hand reduces for a decreasing peculiar velocity gradient (see Equation 5.4).
Hence, LAE galaxies will be observed less frequently in high density environments
relative to typical galaxies and more frequently in underdense regions. This en-
vironmental preference on the observation of LAE galaxies results in the observed
suppression in the line-of-sight clustering amplitude.

5.2.5 The Lyα radiative transfer degeneracies

In linear theory, the power spectrum of typical galaxies in redshift-space is given by

Pgal(k) = (b1 + fµ2)2PL(k), (5.30)

where b1 is the linear galaxy bias, since galaxies are biased tracers of the matter
density field (Kaiser, 1984), f ≡ dlnD(a)/dln a is the growth rate of structure,
D(a) is the linear growth factor, PL(k) is the power spectrum of the linear density
fluctuations, and µ is the cosine of the angle between the line-of-sight vector ẑ and
the wavevector k, i.e., µ ≡ k · ẑ/k.

Of particular interest for cosmology is the recovery of the growth rate of structure,
f , which can be parametrised as f = Ωγ

m. The value that γ takes can distinguish
between cosmological models described by general relativity or other gravitational
descriptions (Linder, 2005). However, the galaxy bias, b1, and the growth rate of
structure, f , are degenerate in the above model. Hence, what is actually measur-
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able from a galaxy redshift survey is the linear redshift-space distortion parameter,
β = f/b1. With this parameter, the above expression becomes

Pgal(k) = b21(1 + βµ2)2PL(k). (5.31)

Whereas the clustering of typical galaxies can be fully understood purely in terms
of gravitation, the clustering of LAE galaxies are further complicated by the non-
gravitational Lyα radiative transfer effects which can alter the expected gravitational
behaviour. The inclusion of Lyα radiative transfer effects introduces degeneracies
between the cosmological parameters and Lyα radiative transfer parameters. In
particular, from Equation (5.28), we note the degeneracy between the growth rate
of structure, f , and the line-of-sight peculiar velocity radiative transfer effect, Cv.
Additionally, the galaxy bias, b1, is degenerate with the local environment density,
Cρ, and the fluctuations in the ionising background, CΓ.

To simplify the expression, consider the following redefinition of Equation (5.28),

PLyα,s(k) = b̃21

[
1 + β̃µ2(1− Cv)

]2
PL(k), (5.32)

where

b̃1 ≡ b1 + Cρ + b1CΓ. (5.33)

This includes the large-scale effects of density and ionising background which mod-
ify the observed galaxy clustering, and β̃ which is a modified linear redshift-space
distortion parameter corresponding to the modified galaxy bias, β̃ ≡ f/b̃1.

Now, the problem is clear: while Equation (5.32) has the same structure as
Equation (5.31), the meaning of each parameter is different. The correspondence
is b1 → b̃1 and β → β̃(1 − Cv), which shows the parameter degeneracy. In the
next section we illustrate the resulting effect of radiative transfer parameters on the
potential cosmological constraints.

5.3 Cosmological constraints based on the linear LAE galaxy power
spectrum

To generate the expected constraints on cosmological parameters for a given survey
configuration, we calculate the Fisher matrix which, for the galaxy power spectrum,
can be written as (e.g., Tegmark, 1997; Seo & Eisenstein, 2003)

Fij =

∫ kmax

0

k2dk

2π2

∫ 1

0

∂lnPLyα,s(k, µ)

∂θi

∂lnPLyα,s(k, µ)

∂θj
w(k, µ)dµ, (5.34)
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where w(k, µ) is the weight given by

w(k, µ) ≡ 1

2

[
ngPLyα,s(k, µ)

1 + ngPLyα,s(k, µ)

]2

Vsurvey. (5.35)

Here, θi is the parameter set of our ith dimensional model, ng is the number density
of LAE sources, and Vsurvey is the volume of the redshift survey.

We focus our attention on a survey like HETDEX, for which we assume the linear
galaxy bias to be b1 = 2.2 (E. Komatsu, private communication). We generate con-
straints assuming measurement of one redshift bin at the midpoint of the HETDEX
redshift range, zmin = 1.9 and zmax = 3.5. At this redshift we have f = 0.972 for the
growth rate of structure. We assume HETDEX will detect 800 000 LAE galaxies in a
total survey area of 420 sq. deg and we restrict our analysis to the weakly non-linear
regime, selecting a maximum wavenumber, kmax = 0.3hMpc−1.

To generate the 1-σ constraints for our cosmological parameters, we construct the
one-dimensional maximum likelihood distribution from the Fisher matrix assuming a
Gaussian distribution (see Appendix E). The likelihood for the ith model parameter
is

L (xi) = exp


−1

2
x̄2
i


Fii −

n−1∑

j,k 6=i
Fij(F̄jk)

−1Fki




 , (5.36)

where x̄i ≡ (xi−xo) is defined to be the cosmological parameter value, xi, subtracted
by its fiducial value, xo. F is the full Fisher matrix of the n parameter model, and
F̄ the reduced Fisher matrix of the n − 1 parameter model with the ith row and
column removed.

To generate the two-dimensional joint constraints on any two parameters, we use
(see Appendix E)

L (xi,xj) = exp



−

1

2


x̄2

i


Fii −

n−2∑

k,l 6=i
Fik(F̄kl)

−1Fli




+x̄2
j


Fjj −

n−2∑

k,l 6=j
Fjk(F̄kl)

−1Flj




+2x̄ix̄j


Fij −

n−2∑

k,l 6=i,j
Fik(F̄kl)

−1Flj







 ,

(5.37)

which contains the cross term which determines the correlation between the two
parameters being considered. Here, F is the full Fisher matrix of the n parameter
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model, and F̄ is the reduced Fisher matrix of the n − 2 parameter model, with the
ith and jth rows and columns removed.

To investigate the degeneracies due to Lyα radiative transfer parameters, we
consider the recovery of cosmological parameters from three power spectra:

1. The galaxy power spectrum given by Equation (5.31),

2. A fiducial LAE power spectrum given by Equation (5.32) with the fiducial
values of radiative transfer parameters set to vanish, i.e., CΓ = Cρ = Cv = 0

(but these radiative transfer parameters are marginalised over), and

3. A LAE power spectrum given by Equation (5.32) with the fiducial values of
radiative transfer parameters set to some indicative values.

5.3.1 Galaxy power spectrum

For the galaxy power spectrum given by Equation (5.31), the galaxy bias is com-
pletely degenerate with the amplitude of the power spectrum (σ8). Furthermore, one
cannot directly measure the growth rate of structure, f , but only the parameter β.

The cosmological parameters we determine from this model are therefore the
overall amplitude [ln(A)], the linear redshift-space distortion parameter [β], and the
two distance measurements given by the angular diameter distance [ln(DA)] and the
Hubble rate [ln(H)]. The information on the galaxy bias is factored into the linear
redshift-space distortion parameter and we redefine the amplitude to include galaxy
bias. To calculate the logarithmic derivatives of the galaxy power spectrum with
respect to the two cosmological distances we follow the same approach as Shoji,
Jeong & Komatsu (2009),

∂ lnPLyα,s(k, µ)

∂ ln(DA)
=

∂ lnPLyα,s(k, µ)

∂ lnk

∂ lnk

∂ ln(DA)
+
∂ lnPLyα,s(k, µ)

∂µ2

∂µ2

∂ ln(DA)
(5.38)

∂ lnPLyα,s(k, µ)

∂ ln(H)
=

∂ lnPLyα,s(k, µ)

∂ lnk

∂ lnk

∂ ln(H)
+
∂ lnPLyα,s(k, µ)

∂µ2

∂µ2

∂ ln(H)
(5.39)

where,

∂ lnk

∂ ln(DA)
= 1− µ2, (5.40)

∂µ2

∂ ln(DA)
= −2µ2

(
1− µ2

)
, (5.41)

∂ lnk

∂ ln(H)
= −µ2, (5.42)

∂µ2

∂ ln(H)
= −2µ2

(
1− µ2

)
. (5.43)
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Parameter Marginalisation PS
1-σ (per cent)

β ln(A) 0.0091 (2.06)
β ln(A), ln(DA), ln(H) 0.0213 (4.82)
ln(DA) ln(A), β, ln(H) 0.0110 (1.10)
ln(H) ln(A), β, ln(DA) 0.0132 (1.32)

Table 5.1: The 1-σ constraints for the linear redshift-space distortion parameter, β, the
angular diameter distance, ln(DA), and the Hubble rate, ln(H), for a galaxy redshift survey
with HETDEX-like survey parameters. The other model parameters are marginalised over,
but no Lyα radiative transfer effects are included, i.e., the power spectrum (PS) is given by
Equation (5.31).

Figure 5.2: Two-dimensional joint marginalised likelihood distribution for the two cos-
mological distance scales: the angular diameter distance (DA) and the Hubble rate (H).
(Left) a typical galaxy redshift survey (no Lyα effects; no marginalisation over Cv), (mid-
dle) a fiducial LAE galaxy redshift survey (the fiducial values of the Lyα radiative transfer
parameters set to vanish; marginalised over Cv) and (right) a LAE galaxy redshift survey
including the first-order Lyα radiative transfer effects given by CΓ = 0.05, Cρ = −0.39, and
Cv = 0.11. The error ellipse is slightly bigger for this case because the effective bias of LAE
galaxies, b̃1 = 1.9, is about 15 per cent smaller than the fiducial value, b1 = 2.2, reducing
the amplitude of the power spectrum relative to the shot noise. The solid and dashed curves
show the 1- and 2-σ constraints generated from the likelihood distribution, respectively. The
scale is selected to aid comparison with Figure 6.7.

The constraints for β as well as ln(DA) and ln(H) represent the best case scenario
for how accurately we can recover the cosmological parameters from a galaxy power
spectrum analysis, for which all remaining results in this chapter and the next will
be compared against.

In Table 5.1, we provide the 1-σ constraints on β, and the two distance scales,
DA and H. For a galaxy redshift survey with HETDEX-like survey parameters,
the expected uncertainty on the linear redshift-space distortion, β, is 0.021 (4.8 per
cent), on the angular diameter distance it is 1.1 per cent, and on the Hubble rate it
is 1.3 per cent. Our distance constraints for the above model are consistent with the
results of Shoji, Jeong & Komatsu (2009).

Of particular interest for the cosmological analyses of dark energy is the two-
dimensional joint constraints on the two distance measures, ln(DA) and ln(H). In
the left panel of Figure 5.2, we show the 1-σ and 2-σ joint constraints on ln(DA) and
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ln(H), which give the baseline for comparison with the recovery of the cosmological
distance parameters for DA and H for the remainder of this work.

5.3.2 Fiducial LAE galaxy power spectrum

We now turn to our LAE galaxy power spectrum model as defined in Equation (5.32).
To investigate the effect of including the degenerate Lyα radiative transfer parame-
ters into the linear power spectrum model, we firstly consider a fiducial LAE galaxy
power spectrum model. In our fiducial case, we set all Lyα radiative transfer coef-
ficients to zero, i.e., b̃1 = b1, β̃ = β, and Cv = 0, so that our fiducial LAE galaxy
power spectrum is equivalent to the typical galaxy power spectrum as in the previous
section. However, although we set the Lyα radiative transfer effects to zero, we still
marginalise over the possible existence of Cv in this case.

The amplitude of the power spectrum is completely degenerate with the mod-
ified galaxy bias, and so we can redefine the amplitude to include b̃1. The LAE
galaxy power spectrum includes Cv, the Lyα radiative transfer effect associated with
the line-of-sight peculiar velocity gradient. Hence, for the LAE galaxy power spec-
trum, the model contains five parameters, ln(A), β̃, Cv, ln(DA), and ln(H). The
linear redshift-space distortion parameter, β̃, and the radiative transfer effect, Cv,
are completely degenerate; however, with the addition of priors on Cv, one can break
the degeneracy and improve the constraints on the linear distortion parameter, β̃
(Wyithe & Dijkstra, 2011).

In Table 5.2, we provide the resulting 1-σ constraints on the linear redshift-space
distortion parameter, β̃, as well as the distance constraints, marginalised over the re-
maining model parameters including Cv. The columns from left to right in Table 5.2
consider priors added to Cv; essentially perfect knowledge of Cv, σCv = 0.00012,
σCv = 0.01, σCv = 0.1, and σCv = 0.5. The inclusion of Cv into the model sig-
nificantly impacts the recovery of the linear redshift-space distortion parameter, β̃,
whereas the distance constraints remain unaffected by the marginalisation over the
radiative transfer effects. This differs from Wyithe & Dijkstra (2011) where inclu-
sion of scale-dependent ionising background fluctuations lead to reduced distance
constraints.

With sufficiently tight priors on Cv, the constraints on β̃ approach the results
given in the previous section, as expected. If we have a poor understanding of Cv,
however, the ability to recover β̃ drops by an order of magnitude. The left panel of
Figure 5.3 displays a graphical representation of the effect of the priors.

On the other hand, the distance constraints are unaffected by the degeneracy

2Throughout this work we define the ‘perfect knowledge on Cv’ as a prior set to σCv = 0.0001,
which is to ensure that our Fisher matrix elements remain finite, yet still mimic the behaviour for
perfectly understood parameters.
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Figure 5.3: One-dimensional marginalised likelihood distributions for the linear redshift-
space distortion parameter (β̃) generated from; (left) the fiducial LAE galaxy power spec-
trum (no Lyα effects, but marginalised over Cv), and (right) a LAE galaxy power spectrum
including Lyα radiative transfer effects (CΓ = 0.05, Cρ = −0.39, and Cv = 0.11). The resul-
tant offset in β̃ in the LAE galaxy power spectrum (right panel) is due to the modified bias
because of the included Lyα radiative transfer effects. The various curves denote different
priors added to Cv and are as follows, black solid: perfect knowledge (σCv

= 0.0001), grey
dotted: σCv

= 0.01, grey dot-dashed: σCv
= 0.1, grey dashed: σCv

= 0.5, and grey solid: no
priors added. In the right panel, the black dashed offset curve is the comparison to the case
corresponding to perfect knowledge on Cv from the fiducial LAE galaxy power spectrum
(black solid curve, left panel).

between β̃ and Cv (compare the middle panel of Figure 5.2 with the left panel). This
is because β and Cv enter into the power spectrum in the same way: as far as the
distance scales are concerned, it makes no difference whether one marginalises over
β in Equation (5.31) or β̃(1− Cv) in Equation (5.32).

5.3.3 LAE galaxy power spectrum

We now turn our attention to the inclusion of Lyα radiative transfer effects in the
LAE galaxy power spectrum model. Wyithe & Dijkstra (2011) show that the mag-
nitude of the Lyα radiative transfer parameters varies significantly depending on
the LAE model considered. In particular the magnitude of the effect is significantly
larger in the absence of a galactic outflow, so that the absorption is dominated by the
infalling IGM. For illustration we consider this ‘infall’ model with an escape fraction
of 10 per cent, as this is the model with the largest magnitude Lyα radiative transfer
effects. Hence, when we include the radiative transfer effects into our model, we set
CΓ = 0.05, Cρ = −0.39, and Cv = 0.11 in Equation (5.32).

In Table 5.3, we provide estimates for the recovery of cosmological parameters
when we include the radiative transfer effects. The linear bias is modified from its
fiducial value of b1 = 2.2 to b̃1 = 1.9, acting to reduce the observed clustering of LAE
galaxies. As the level of the shot noise is the same, a reduced effective bias implies a
lower signal-to-noise for measuring the power spectrum of LAE galaxies. As a result,
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the expected constraints on the angular diameter distance and the Hubble rate are
worse than the previous two cases. One can see this clearly in the right panel of
Figure 5.2. While the relative size of the distance scale constraints do not seem
to be significantly worse, it corresponds to roughly a 16 per cent reduction in the
overall constraining power. This overall reduction in the distance constraints then
propagate into the errors on the dark energy parameters reducing the effectiveness
of the LAE galaxy redshift survey.

The same is true for β̃: due to a smaller effective bias, the fractional precision
by which we can determine β̃ is slightly worse than the previous cases. (One can
see this by comparing the rows of ‘β’ in Table 5.2 and 5.3.) Note also that, as the
fiducial value of b̃1 is different due to the radiative transfer parameters, the fiducial
value of β̃ = f/b̃1 is also different.

In Figure 5.3, we show the one-dimensional likelihood distributions for β̃ for both
the fiducial LAE galaxy model (left panel) and the LAE galaxy model (with Lyα
effects, right panel). As already described in the previous section, the recovery of β̃
from these models is highly sensitive to the priors on Cv, with marginal improvement
on the priors breaking the degeneracy between β̃ and Cv. In the right panel, we
compare the likelihood distribution for the case of perfect knowledge of Cv for the
fiducial LAE galaxy model (the dashed line) to the LAE galaxy model (the solid
line), showing the degree of offset that the Lyα radiative transfer parameters have
on the fiducial value of β̃.

Thus inclusion of the Lyα radiative transfer parameters impacts the recovery of
cosmological constraints, most notably the growth rate of structure f through the
recovery of the linear redshift-space distortion parameter β̃. Indeed, unless we have
a good prior knowledge on the value of Cv, it seems hopeless to determine β̃ with
any precision.

5.4 Summary

Owing to their strong Lyα emission line flux LAE galaxies have been proposed as an
alternative high-redshift probe for determining cosmological parameters and more
importantly constraining dark energy. However, the radiative transfer of Lyα pho-
tons through the IGM impacts on the observed clustering of LAE galaxies (e.g. Zheng
et al. 2011), potentially affecting the recovery of cosmological parameters (Wyithe
& Dijkstra, 2011). In this chapter we followed the approach of Wyithe & Dijkstra
(2011) investigating how the radiative transfer of Lyα photons through the IGM can
impact upon the recovery of cosmological parameters from the LAE galaxy power
spectrum.

In a flux limited LAE galaxy survey, the observed LAE galaxy population will
differ from the intrinsic LAE galaxy population owing to fluctuations in the local
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environment affecting the radiative transfer of Lyα through the IGM. Fluctuations
in the IGM density field, ionising background, and most importantly in peculiar
velocity gradients, can alter the transmission of the emitted Lyα line flux through
the IGM either diminishing (or enhancing) the expected LAE galaxy clustering.

Using analytic arguments we derived an expression for the LAE galaxy power
spectrum, describing the expected clustering of LAE galaxies with respect to both
the standard gravitational clustering and the non-gravitational Lyα radiative transfer
effects (Zheng et al., 2011; Wyithe & Dijkstra, 2011). In the process we derive Lyα
radiative transfer coefficients (Cρ, CΓ and Cv) which encompasses the magnitude of
each Lyα radiative transfer effect on the observed LAE galaxy clustering.

We then investigated the recovery of cosmological parameters important for con-
straining dark energy by performing a Fisher matrix analysis. We apply our analysis
to the forthcoming HETDEX survey, the first LAE galaxy redshift survey, specifically
focusing on the recovery of the growth rate of structure, f , as well as the angular
diameter distance, DA, and the Hubble rate, H. In the case of the linear power spec-
trum, f is degenerate with the linear galaxy bias, b1 (or the effective galaxy bias,
b̃1 for the LAE model), and we can only recover the linear redshift-space distortion
parameter, β (or β̃). To investigate the impact of Lyα radiative transfer effects on
our LAE galaxy power spectrum model we considered three separate power spectra:
a traditional galaxy power spectrum (no Lyα radiative transfer effects), the fiducial
LAE galaxy power spectrum (no Lyα effects, but we marginalise over their existence)
and the full LAE galaxy power spectrum.

As the non-gravitational Lyα radiative transfer effects modify the expected clus-
tering of LAE galaxies, the recovered cosmological constraints for the traditional
galaxy power spectrum provides a baseline for the constraining power of the HET-
DEX survey. We find a fractional precision on β of 4.8 per cent, the angular diameter
distance of 1.1 per cent and the Hubble rate of 1.3 per cent.

The inclusion of Lyα radiative transfer effects into our LAE galaxy power spec-
trum model results in complete degeneracies between the gravitational and non-
gravitational effects, namely the growth rate of structure and the Lyα radiative
transfer effect associated with peculiar velocity gradients (Cv). However, this degen-
eracy can be broken by applying a prior to Cv (Wyithe & Dijkstra, 2011). In the case
of the fiducial LAE galaxy power spectrum, with a modest prior on Cv of σCv = 0.1,
we recover β̃ to a fractional precision of 11.1 per cent. On the contrary, the distance
constraints are independent of the f − Cv degeneracy and are unaffected.

Finally, we allow the Lyα radiative transfer effects to modify the LAE galaxy
clustering. We consider a model taken from Wyithe & Dijkstra (2011) where, CΓ =

0.05, Cρ = −0.39, and Cv = 0.11. This combination of Lyα radiative transfer
parameters modifies the LAE galaxy bias, reducing the true galaxy bias, b1 = 2.2
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to an effective bias, b̃1 = 1.9. This modification reduces the signal to noise of the
measured LAE galaxy power spectrum diminishing the distance constraints. We
now recover the angular diameter distance to 1.3 per cent and the Hubble distance
to 1.5 per cent, an overall decrease of 16 per cent which will propagate into reduced
constraints on dark energy. At the same time, a decrease in the effective bias shifts
the recovered value for β̃ away from its true value and we subsequently recover β̃ to a
fractional precision of 12.5 per cent (at σCv = 0.1). Without including Lyα radiative
transfer effects, this measured shift in the recovered growth rate of structure could
be interpreted incorrectly as a deviation away from GR.

The recovery of cosmological parameters important for dark energy studies ap-
pear to be severely limited from the clustering of LAE galaxies. Unless we have good
prior knowledge on Cv, which requires accurate modelling of both the Lyα radia-
tive transfer within the host galaxy and through the IGM, it appears hopeless to
recover meaningful constraints on β̃. Fortunately, it is possible to break the degen-
eracy between the gravitational and non-gravitational effects (namely, β̃ and Cv) by
considering the LAE galaxy three-point function (bispectrum), as we shall discuss in
Chapter 6.



Chapter 6
Breaking Degeneracies with the LAE
Galaxy Bispectrum
6.1 Introduction

Throughout this thesis so far we have explicitly worked within the linear regime of
structure formation. In Chapters 2-4 we performed linear theory simulations of the
Lyα forest to investigate the recovery of the BAO scale from the Lyα forest power
spectrum and in Chapter 5 we investigated the measurable cosmological constraints
from the linear LAE galaxy power spectrum. However, structure formation is an
inherently non-linear process.

The recovery of the BAO scale from the Lyα forest remains relatively unaffected
by non-linear structure formation as the BAO scale appears at sufficiently large cos-
mic scales, still well approximated by linear theory. On the other hand, the linear
LAE galaxy power spectrum provides insufficient constraining power to break the de-
generacies between gravitational clustering and the non-gravitational Lyα radiative
transfer effects. In this chapter we seek to improve the constraining power from the
clustering of LAE galaxies by considering higher order clustering statistics, namely
the three-point correlation function (or bispectrum).

In linear theory, the primordial perturbations are Gaussian, leading to linear
density fields which are also Gaussian. In this case all cosmological information is
fully described by the statistics measured by the two-point function (power spectrum)
and the three-point function (bispectrum) vanishes. However, gravitational growth
and collapse over cosmic time magnifies these density perturbations beyond the linear
regime. In addition, non-linear gravitational and non-gravitational evolution of the
galaxy bias renders the observed galaxy density field non-Gaussian. As a result, the
observed bispectrum does not vanish, and provides additional valuable cosmological
information. The bispectrum is defined as

〈δ(k1)δ(k2)δ(k3)〉 = (2π)3B(k1,k2,k3)δD(k1 + k2 + k3), (6.1)

which can only be evaluated for closed triangle configurations governed by the tri-
angular equality, k1 + k2 + k3 = 0. The bispectrum, in addition to providing extra
cosmological information regarding non-linear structure formation is expected to also
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be a powerful probe of cosmic inflation by measuring non-Gaussianity in the primor-
dial density perturbations.

As discussed in the previous chapter, the observed clustering of galaxies as mea-
sured by galaxy redshift surveys provides a means to constrain cosmological pa-
rameters. These constraints are obtained almost exclusively from the galaxy power
spectrum alone, however higher order statistics such as the three point correlation
function (bispectrum) have been applied to both SDSS (Kayo et al. 2004; Hikage
et al. 2005; Nichol et al. 2006; Kulkarni et al. 2007; Gaztañaga et al. 2009; McBride
et al. 2011a,b; Marín 2011) and the 2dFGRS (Verde et al. 2002; Jing & Börner 2004;
Pan & Szapudi 2005).

In Chapter 5 we found that the non-gravitational Lyα radiative transfer effects
were degenerate with gravitational clustering when considering the linear LAE galaxy
power spectrum, severely restricting the recovery of cosmological parameters from a
LAE galaxy redshift survey. Since structure formation is a non-linear process one
would expect to increase the constraining power by considering the true non-linear
galaxy power spectrum as opposed to the linear galaxy power spectrum used in
Chapter 5. However, the non-linear power spectrum alone will not achieve this, due
to the additional parameters required to fully describe it. Hence the simple linear
LAE galaxy power spectrum is preferred instead of the increased model complexity
provided by the non-linear LAE galaxy power spectrum.

In this chapter we will extend our linear theory work on the LAE galaxy cluster-
ing. We include the LAE galaxy bispectrum to break these first order degeneracies by
including the additional information on large scales contained in the non-Gaussianity
associated with structure formation. There are three effects: (1) gravitational evo-
lution of matter density fields, (2) gravitational and non-gravitational evolution of
galaxy formation (captured by galaxy bias), and (3) non-gravitational Lyα radiative
transfer effects. To calculate our LAE galaxy bispectrum, we use a next-to-leading
order Eulerian perturbation theory approach (Bernardeau et al. 2002 and references
within), deriving expressions valid into the mildly non-linear regime. We also de-
rive higher-order expressions for the Lyα radiative transfer effects, including the
higher-order effects of redshift-space distortions. We then study how well a joint
analysis of the power spectrum and the bispectrum can break the cosmological and
radiative transfer degeneracies. We provide the expected constraints on cosmological
parameters through the application of Fisher matrices, with specific reference to the
HETDEX survey.

This chapter is set out as follows. In Section 6.2 we first outline and describe
existing Eulerian perturbation theory which we use to obtain our higher order cor-
rections for the Lyα radiative transfer effects and subsequently derive an expression
for the next-to-leading order non-linear LAE galaxy density perturbations. Using
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this expression we then outline both the LAE galaxy bispectrum and reduced bis-
pectrum models used in our analysis in Section 6.3. In Section 6.4 we outline the
generation of cosmological constraints from our Fisher matrices for the bispectrum
and perform an analysis on a simple galaxy bispectrum to investigate the recovery
of cosmological parameters in the absence of Lyα radiative transfer effects. We then
investigate the recovery of our cosmological constraints including the LAE radiative
transfer effects from just the LAE galaxy reduced bispectrum in Section 6.5, and
the cosmological constraints after combining the LAE galaxy power spectrum to the
LAE galaxy reduced bispectrum in Section 6.6. Finally, we finish with our summary
and final remarks in Section 6.7.

6.2 Eulerian perturbation theory

Before we obtain our expression for the LAE galaxy bispectrum, we first summarise
the non-linear gravitational evolution of the matter density fields. Specifically, we
apply standard Eulerian perturbation theory (Bernardeau et al. 2002 and references
within) which, at larger redshifts, has been shown to accurately describe the non-
linear power spectrum measured from N-body simulations (Jeong & Komatsu, 2006).
In this section we shall slowly build up to an expression for the non-linear redshift-
space LAE galaxy density field by incrementally introducing each of the key elements:
(1) the non-linear density field, (2) the non-linear redshift-space density field, (3)
non-linear galaxy bias and (4) non-linear Lyα radiative transfer coefficients.

6.2.1 Non-linear density field

To describe the evolution of the density and velocity fields beyond the linear approx-
imation, we briefly summarise the established approach in the literature (Vishniac,
1983; Fry, 1984; Goroff et al., 1986; Suto & Sasaki, 1991; Makino, Sasaki & Suto,
1992; Jain & Bertschinger, 1994; Scoccimarro & Frieman, 1996). We return to our
fluid description (Equations 1.21-1.23) for the density perturbations,

∂δ

∂τ
+∇ · [(1 + δ)v] = 0 (6.2)

∂v

∂τ
+Hv + (v · ∇)v = −∇φ, (6.3)

∇2φ = 4πGρ̄a2δ, (6.4)

where for notational convenience we now express the fluid equations with respect
to the conformal time, τ =

∫
dt/a and H = dlna/dτ = aH. Assuming the initial

velocity field is irrotational, these equations of motion can be fully described in
terms of the density field and the velocity divergence, θ(x, τ) = ∇ · v(x, τ). In
Fourier space these equations become two coupled integro-differential equations for
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δ(k, τ) and θ(k, τ),

∂δ(k, τ)

∂τ
+ θ(k, τ)

= −
∫

d3k1

(2π)3

∫
d3k2δ

D(k − k1 − k2)
k · k1

k2
1

θ(k1, τ)δ(k2, τ), (6.5)

∂θ(k, τ)

∂τ
+H(τ)θ(k, τ) +

3

2
H2(τ)Ωm(τ)δ(k, τ)

= −
∫

d3k1

(2π)3

∫
d3k2δ

D(k − k1 − k2)
k2(k1 · k2)

2k2
1k

2
2

θ(k1, τ)θ(k2, τ). (6.6)

Here the left hand side of the equations are linear in the density and velocity fields
whereas the right hand side describes the non-linear evolution of the Fourier modes
which are determined by the mode coupling of the fields at all pairs of wavevectors,
k1 and k2 and k = k1 + k2. It is important to note that Equations 6.5 and 6.6 are
valid to any order in the density and velocity perturbations, however they begin to
breakdown in the mildly non-linear regime (i.e. once shell-crossing occurs).

These two equations of motion can be solved by the following perturbative ex-
pansion in both the density and velocity divergence fields,

δ(k, τ) =
∞∑

n=1

Dn(τ)δn(k), (6.7)

θ(k, τ) = −H(τ)f
∞∑

n=1

Dn(τ)θn(k). (6.8)

The equations of motion, (Equations 6.5 and 6.6) now provide the solutions to both
δn(k) and θn(k),

δn(k) =

∫
d3q1

(2π)3
...

∫
d3qn−1

(2π)3

∫
d3qnδ

D(k −
n∑

i=1

qi)

×F (s)
n (q1, ..., qn)δ1(q1)...δ1(qn), (6.9)

θn(k) =

∫
d3q1

(2π)3
...

∫
d3qn−1

(2π)3

∫
d3qnδ

D(k −
n∑

i=1

qi)

×G(s)
n (q1, ..., qn)δ1(q1)...δ1(qn). (6.10)

The remarkable feature of this perturbation expansion is that the higher order ex-
pressions, δn(k) and θn(k) can be fully described by the linear density field, δ1(k).
The functions F (s)

n and G(s)
n are dimensionless, scalar, symmetric kernel expressions

of the wavevectors and are constructed from recursion relations arising from the
Fourier mode coupling (Goroff et al., 1986; Jain & Bertschinger, 1994). At linear
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order, F (s)
1 (k) = G

(s)
1 (k) = 1, whereas the next-to-leading order expressions are,

F
(s)
2 (q1, q2) =

5

7
+

2

7

(q1 · q2)2

q2
1q

2
2

+
q1 · q2

2

(
1

q2
1

+
1

q2
2

)
, (6.11)

G
(s)
2 (q1, q2) =

3

7
+

4

7

(q1 · q2)2

q2
1q

2
2

+
q1 · q2

2

(
1

q2
1

+
1

q2
2

)
. (6.12)

6.2.2 Non-linear redshift-space density field

In this chapter we seek to break the degeneracies between gravitational clustering
effects and the non-gravitational Lyα radiative transfer effects by determining the
LAE galaxy bispectrum. In Section 1.6 we discussed how the determination of an
individual galaxy redshift is affected by its associated peculiar velocity along the
line-of-sight leading to redshift-space distortions, for which we derived a linear order
expression to describe the effect. Now that we seek an expression for the LAE
galaxy bispectrum we require an expression for the higher order effect of redshift-
space distortions.

We return to Equation (1.36) where we provided the exact expression relating
the redshift-space matter density perturbation, δs(k) to the real-space matter density
perturbation δr(k),

δs(k) = δr(k) +

∫
d3x e−ik·x

(
e−ikzfuz − 1

)
[1 + δr(x)], (6.13)

where uz = v(x) · ẑ/(fH). This expression is related to the velocity divergence field,
θ(k) = −ikv(k) and therefore we can provide a general expression for the velocity
component, uz, valid to all higher orders explicitly in terms of the linear density
field,

uz(k, τ) =
1

fH

[
− ikθ(k)

k2

]
· ẑ (6.14)

=
iµ

k
η(k, τ), (6.15)

where,

η(k, τ) =
∞∑

n=1

Dn(τ)

∫
d3q1

(2π)3
...

∫
d3qn−1

(2π)3

∫
d3qnδ

D(k −
n∑

i=1

qi)

×G(s)
n (q1, ..., qn)δ1(q1)...δ1(qn) (6.16)

Here, again we define µ = k·ẑ/k to be the cosine of the wavevector k and line-of-sight
direction, ẑ, and we have used the perturbative expression for the velocity divergence
(Equation 6.8) which is related to the linear density field through Equation (6.10).
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To obtain the next-to-leading order expression for the redshift-space matter den-
sity field we Taylor expand the exponential in parenthesis, this time keeping up to
second order in the perturbations,

δs(k) = δr(k)− ikzfuz(k)−
∫
d3xe−ik.x

[
ikzfuz(x)δr(x) +

1

2
k2
zf

2u2
z(x)

]
. (6.17)

In a similar vein to the density and velocity divergence perturbative solutions above,
we use Equations (6.7)-(6.10) and (6.15) to define the redshift-space matter density
perturbation,

δs(k, τ) =

∞∑

n=1

Dn(τ)

∫
d3q1

(2π)3
...

∫
d3qn−1

(2π)3

∫
d3qnδ

D(k −
n∑

i=1

qi)

×J (s)
n (q1, ..., qn)δ1(q1)...δ1(qn), (6.18)

where J (s)
n are symmetric kernels containing the non-linear mode coupling of the den-

sity and velocity fields as well as the redshift-space distortions. Explicitly performing
the perturbative expansions, the first and second order kernels for the redshift-space
matter density perturbation can be obtained from Equation (6.17),

J
(s)
1 (k) = 1 + fµ2, (6.19)

J
(s)
2 (q1, q2) = F

(s)
2 (q1, q2) + fµ2G

(s)
2 (q1, q2)

+
1

2
fµk

(
q1z

q2
1

+
q2z

q2
2

)
+

1

2
(fµk)2 q1zq2z

q2
1q

2
2

, (6.20)

where J (s)
1 is the same as the expression derived in Section 1.6, k = q1 +q2 and qiz =

qi · ẑ = µiqi. These expressions for the redshift-space matter density perturbations
are equivalent to those first derived by Heavens, Matarrese & Verde (1998).

6.2.3 Galaxy bias

Galaxies are biased tracers of the underlying dark matter density field (Kaiser, 1984).
Pushing into the weakly non-linear regime, we anticipate contributions from both the
linear and non-linear mapping of galaxies to the dark matter field.

The bias of galaxies differs from population to population, and their exact value
depends on the underlying galaxy formation processes. Typically we expect a scale-
dependent bias relating the clustering of the galaxies to the underlying matter density
on small scales, but on large scales we expect the bias to be scale-independent.

To estimate the clustering of galaxies, we Taylor-expand the fluctuations in the
number density of galaxies, δg(x), in terms of the underlying matter density field
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fluctuations (Fry & Gaztanaga 1993; McDonald 2006):

δg(x) = ε(x) + b1δ(x) +
1

2
b2δ(x)2 + ... , (6.21)

where δ(x) is the non-linear matter density field, and b1 and b2 are the linear and
non-linear bias parameters, respectively. The ε(x) term is a stochasticity parame-
ter describing the non-deterministic relationship between galaxies and the underly-
ing matter distribution (e.g. Yoshikawa et al., 2001, and references within). This
stochasticity arises due to various physical uncertainties in the formation of galax-
ies from the matter density distribution such as galaxy morphology, environment,
star formation history and galaxy mergers. However, this inherent stochasticity in
the galaxy bias relation only significantly impacts on small spatial scales, as on large
scales it only contributes white-noise. As a result, we can assume that ε is a Gaussian
field which is not correlated with δ, i.e., 〈ε3〉 = 0 and 〈εδ〉 = 0. Under this assump-
tion, ε does not contribute to the bispectrum, and thus we shall ignore stochasticity
throughout this chapter.

6.2.4 LAE kernel expressions

In Section 5.2, we outline the derivation for the first-order Lyα radiative transfer
effects. To be consistent with our approach of obtaining higher order expressions for
the matter density and galaxy fields, we additionally seek higher order expressions
for the Lyα radiative transfer effects.

To obtain these expressions we return to Equation (5.6), Taylor expanding the
expression for the average number of LAE galaxies about our three non-gravitational
Lyα radiative transfer effects, in analogy to the galaxy bias derivation (Fry & Gaz-
tanaga, 1993). Keeping up to second order we obtain,

n̄Lyα(> L0, ρ,Γ, δ(x)) = n̄
(0)
Lyα

(
1 + n̄

(1)
Lyα + n̄

(2)
Lyα

)
, (6.22)

where n̄(1)
Lyα and n̄

(2)
Lyα are the first- and second-order Taylor-expanded expressions,

respectively, evaluated around the mean quantity n̄(0)
Lyα. The term n̄

(1)
Lyα is given in

Equation (5.7), and n̄(2)
Lyα is given by

n̄
(2)
Lyα =

1

2

1

n̄
(0)
Lyα

[
(Γ− Γ0)

∂

∂ΓF0,Γ0

+ (ρ− ρ0)
∂

∂ρF0,ρ0

+

(
dvz

d(arcom)
−H

)
∂

∂ dvz
d(arcom) F0,ρ0

]2

n̄Lyα. (6.23)
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The number density of LAE galaxies above a flux limit can then be written as

nLyα(> F0) = n̄
(0)
Lyα[1 + δg(x)]

[
1 + n̄

(1)
Lyα + n̄

(2)
Lyα

]
, (6.24)

where we have substituted Equation (6.22) into Equation (5.5).

In Section 5.2.2 we outlined an approach to recast the first-order derivatives as
explicit constants with respect to their Lyα radiative transfer effect (i.e. CΓ, Cρ and
Cv). We can additionally recast these second-order derivatives in Equation (6.23)
as explicit constants with respect to the second-order Lyα radiative transfer effects,
using the same basic ideas. We subsequently obtain six second-order Lyα radiative
transfer effects, three associated with the second order effects of ionising background
fluctuations, IGM density field and peculiar velocity gradients (i.e. CΓΓ, Cρρ and
Cvv) and three cross-terms (i.e. CΓρ, CΓv and Cρv). With these new second order
Lyα radiative transfer coefficients, we can now rewrite Equation (6.23) as,

n̄
(2)
Lyα =

1

2

[
CΓΓδ

2
Γ(x) + Cρρδ

2
ρ(x) + Cvvδ

2
v(x)

]

+CΓρδΓ(x)δρ(x) + CΓvδΓ(x)δv(x) + Cρvδρ(x)δv(x). (6.25)

To obtain an expression for the fluctuations in the LAE galaxy density field, we
express the number density of LAE galaxies in the flux limited survey relative to the
mean, given by

δLyα(x) =
nLyα(> F0)

n̄
(0)
Lyα

− 1 = [1 + δg(x)]
[
1 + n̄

(1)
Lyα + n̄

(2)
Lyα

]
− 1. (6.26)

Now, we seek the perturbative solutions for the LAE galaxy density field, both in
real and redshift-space, which again will be similar to the expressions for the real-
space matter density field (Equation 6.7). Subsequently, we define the real-space
LAE galaxy density field,

δLyα(k, z) =
∞∑

n=1

Dn(z)

∫
d3q1

(2π)3
...

∫
d3qn−1

(2π)3

∫
d3qnδ

D(k −
n∑

i=1

qi)

×Z(s)
n (q1, q2, ..., qn)δ1(q1)δ1(q2)...δ1(qn), (6.27)

and the redshift-space LAE galaxy density field,

δLyα,s(k, z) =

∞∑

n=1

Dn(z)

∫
d3q1

(2π)3
...

∫
d3qn−1

(2π)3

∫
d3qnδ

D(k −
n∑

i=1

qi)

×K(s)
n (q1, q2, ..., qn)δ1(q1)δ1(q2)...δ1(qn), (6.28)

where Z(s)
n and K(s)

n are the Lyα radiative transfer kernels, which fully describe the
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modifications to the clustering of LAE galaxies owing to both the gravitational effects
and non-gravitational Lyα radiative transfer effects.

Finally, we must generate explicit expressions for the Lyα radiative transfer ker-
nels, which is performed by expanding Equation (6.26) up to second order in our
perturbed quantities,

δLyα(x) = δg(x) + n̄
(1)
Lyα + δg(x)n̄

(1)
Lyα + n̄

(2)
Lyα. (6.29)

Substituting in Equations (5.20) and (6.25) into the above expression and again
keeping up to second order only,

δLyα(x) = δg(x) + δΓ(x)CΓ + δρ(x)Cρ + δv(x)Cv

+
1

2

[
CΓΓδ

2
Γ(x) + Cρρδ

2
ρ(x) + Cvvδ

2
v(x)

]

+CΓρδΓ(x)δρ(x) + CΓvδΓ(x)δv(x) + Cρvδρ(x)δv(x)

+δg(x) [δΓ(x)CΓ + δρ(x)Cρ + δv(x)Cv] . (6.30)

Now, we substitute Equation (6.21) for the non-linear galaxy bias into Equation (6.30)
and take the Fourier transform of the resultant expression. We additionally substi-
tute in the relationships between the fluctuations in the Lyα radiative transfer effects
and the matter density field, δΓ(k) = δg(k) (in the absence of scale dependent ionis-
ing fluctuations), δρ(k) = δ(k) and the fluctuations in the peculiar velocity gradient
are related to the linear density field via, δv(k) = −fµ2η(k). Expanding both the
matter density and velocity gradient perturbations only to second order, we obtain
an expression for the LAE galaxy density field up to second order,

δLyα(k) = [b1 + CΓb1 + Cρ] δ
(1)(k)− fµ2Cvη

(1)(k) + [b1 + CΓb1 + Cρ] δ
(2)(q1, q2)

−fµ2
12η

(2)(q1, q2) +

[
1

2
b2 +

1

2
CΓb2 +

1

2
CΓΓb

2
1 +

1

2
Cρρ + CΓρb

2
1 + b21CΓ

+b1Cρ] δ
(1)(q1)δ(1)(q2)− fµ2

2 [CΓvb1 + Cρv + b1Cv] δ
(1)(q1)η(1)(q2)

+
1

2
f2µ2

1µ
2
2Cvvη

(1)(q1)η(1)(q2). (6.31)

Here, δ(1)(k), δ(2)(q1, q2), η(1)(k) and η(2)(q1, q2) are read as the n = 1 and n = 2

terms of Equation (6.7) and Equation (6.16) respectively. This expression is true only
in the absence of scale-dependent ionising background fluctuations, which is a rea-
sonable approximation at large scales (see Section 5.2.3). However, in Appendix F we
provide the full expression including scale dependent fluctuations for completeness.

We can simplify Equation (6.31) by using our definition of the effective linear
galaxy bias, b̃1 (Equation 5.33), defining a new effective non-linear galaxy bias, b̃2 and
an effective Lyα radiative transfer coefficient arising from second order perturbations
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with respect to the peculiar velocity gradient,

b̃2 ≡ b21 (CΓΓ + 2CΓ) + Cρρ + b2(1 + CΓ) + 2b1(CΓρ + Cρ), (6.32)

C̃ ≡ b1Cv + Cρv + b1CΓv. (6.33)

Finally, we need an expression for the symmetric Lyα radiative transfer kernels,
which are obtained by symmetrising Equation (6.31). We simply read off the real-
space Lyα radiative transfer kernels, Z(s)

n , by comparing our perturbative solution for
the real-space LAE galaxy density field (Equation 6.27) to the symmetrised Equa-
tion (6.31) using our perturbative expressions for the matter and galaxy density fields
(Equations 6.7, 6.9 and 6.16). The real-space Lyα radiative transfer kernels are then,

Z
(s)
1 (k) = b̃1 − fµ2Cv, (6.34)

Z
(s)
2 (q1, q2) =

1

2
b̃2 + b̃1F

(s)
2 (q1, q2)− fµ2

12CvG
(s)
2 (q1, q2)− 1

2
f
(
µ2

1 + µ2
2

)
C̃

+
1

2
f2µ2

1µ
2
2Cvv, (6.35)

and the redshift-space Lyα radiative transfer kernels are,

K
(s)
1 (k) = Z

(s)
1 (k) + fµ2, (6.36)

K
(s)
2 (q1, q2) = Z

(s)
2 (q1, q2) + fµ2

12G
(s)
2 (q1, q2) +

1

2
(fµ12q12)2 q1zq2z

q2
1q

2
2

+
1

2
fµ12q12

[
q1z

q2
1

Z
(s)
1 (q2) +

q2z

q2
2

Z
(s)
1 (q1)

]
, (6.37)

where, k = q1 + q2 and

qij ≡ |qi + qj |, (6.38)

µij ≡
(qi + qj) · ẑ
|qi + qj |

(6.39)

qiz ≡ qi · ẑ. (6.40)

In our model, we choose to keep the second-order effect due to the peculiar
velocity gradient (Cvv) separate, as this has the potential to be degenerate with the
growth rate of structure, f . Additionally, C̃, which contains the linear-order effects
with respect to the peculiar velocity gradient, can also become degenerate with f . We
note that setting the Lyα radiative transfer effects to zero reduces Equation (6.37)
to the typical second-order redshift-space galaxy kernel, as required.
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6.3 LAE bispectrum and reduced bispectrum

In the previous section we derived higher order expressions for the non-linear LAE
galaxy density field including both non-linear gravitational and non-gravitational
effects. The non-zero second order terms provided by Equation (6.37) subsequently
yield a non-vanishing LAE galaxy bispectrum which we will use to break the first
order degeneracies due to the Lyα radiative transfer effects. Using our perturbative
solution for the LAE galaxy density field (Equation 6.28), we can now calculate the
LAE galaxy bispectrum,

〈δLyα,s(k1)δLyα,s(k2)δLyα,s(k3)〉
= 〈

[
δ

(1)
Lyα,s(k1) + δ

(2)
Lyα,s(k1)

] [
δ

(1)
Lyα,s(k2) + δ

(2)
Lyα,s(k2)

] [
δ

(1)
Lyα,s(k3) + δ

(2)
Lyα,s(k3)

]
〉,

= 〈δ(1)
Lyα,s(k1)δ

(1)
Lyα,s(k2)δ

(1)
Lyα,s(k3)〉+ 〈δ(1)

Lyα,s(k1)δ
(1)
Lyα,s(k2)δ

(2)
Lyα,s(k3)〉+ (2 cyc.),

= 〈δ(1)
Lyα,s(k1)δ

(1)
Lyα,s(k2)δ

(2)
Lyα,s(k3)〉+ (2 cyc.), (6.41)

where, δ(1)
Lyα,s(ki) is the linear LAE galaxy density field, which by definition is Gaus-

sian, hence the three-point function vanishes, 〈δ(1)
Lyα,s(k1)δ

(1)
Lyα,s(k2)δ

(1)
Lyα,s(k3)〉 = 0.

Therefore from the definition of the bispectrum (Equation 6.1), we can define the
LAE galaxy bispectrum in redshift-space:

BLyα,s(k1,k2,k3) = 2
[
K

(s)
1 (k1)K

(s)
1 (k2)K

(s)
2 (k1,k2)PL(k1)PL(k2) + (2 cyc.)

]
,

(6.42)

where K(s)
1 (k) and K(s)

2 (k1,k2) are given by Equations (6.36) and (6.37), PL(k) is
the linear matter power spectrum and the LAE galaxy bispectrum is summed over
the cyclic permutations of the three wavevectors, k1,k2 and k3.

The redshift-space bispectrum defined by Equation (6.42) is dependent on six
variables: three wavenumbers, k1, k2, and k3, giving the sides of a triangle; and the
cosines of the angles that these three vectors make with the line-of-sight direction,
µ1, µ2, and µ3. However, due to the triangular condition, these six variables are
not all independent. Instead, the bispectrum can be written as a function of five
independent variables (Scoccimarro, Couchman & Frieman, 1999; Smith, Sheth &
Scoccimarro, 2008): three parameters (k1, k2, and the angle between them, cosθ12)
define the shape of the triangle; and the remaining two parameters (µ1 and φ) define
the orientation of the triangles with respect to the line-of-sight.

By convention, we align the first wavevector, k1, to the line-of-sight direction,
ẑ, about which the triangle can be rotated through the azimuthal direction, φ̂ (see
Appendix G for a detailed description). The cosines of the angles that k2 and k3
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make with the line-of-sight direction are given by

µ2 = µ1cos(θ12)−
√

1− µ2
1sin(θ12)cos(φ), (6.43)

µ3 = −k1

k3
µ1 −

k2

k3
µ2. (6.44)

Here the last equality comes from the triangular condition, k1 + k2 + k3 = 0.

In Section 5.3.1, we briefly mentioned that the galaxy power spectrum ampli-
tude (σ8) is completely degenerate with the linear galaxy bias, b1, restricting the
cosmological constraints to the linear redshift-space distortion parameter, β. Un-
fortunately the same problem arises with the LAE galaxy bispectrum, where the
bispectrum amplitude is completely degenerate with the galaxy bias parameters, b1
and b2.

Conveniently, instead we can define the ‘reduced’ bispectrum, given by the ratio
of the bispectrum to the products of the power spectra:

QLyα,s(k1,k2,k3) ≡ BLyα,s(k1,k2,k3)

PLyα,s(k1)PLyα,s(k2) + 2 cyc.
. (6.45)

This quantity is insensitive to the overall amplitude of the power spectrum, as the
second-order expression for the bispectrum given in Equation (6.42) is proportional
to the products of the power spectra. This properly removes the degeneracy between
the galaxy bias parameters and the amplitude of the matter power spectrum.

6.4 Cosmological constraints from the LAE galaxy bispectrum

To generate our expected cosmological constraints from our new LAE galaxy bispec-
trum, we return to the calculation of the Fisher matrix. Throughout the remainder
of this chapter, we will investigate the recoverable cosmological constraints from
both the LAE galaxy bispectrum and reduced bispectrum. The Fisher matrix for
the bispectrum is

Fij =
∑

k1,k2,k3≤kmax

1

σ2
B

∂Bg(k1, k2, k3)

∂θi

∂Bg(k1, k2, k3)

∂θj
, (6.46)

while for the reduced bispectrum it is

Fij =
∑

k1,k2,k3≤kmax

1

σ2
Q

∂Qg(k1, k2, k3)

∂θi

∂Qg(k1, k2, k3)

∂θj
, (6.47)

where we sum the Fisher matrices over all possible triangular configurations which
satisfy the triangular condition. In all our remaining Fisher matrix calculations we
assume the same survey strategy, i.e. a HETDEX-like survey (see Section 5.3) while
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in addition we set the non-linear galaxy bias to be b2 = 1.5 (E. Komatsu, private
communication).

The variances for our calculated bispectrum and the reduced bispectrum are
given, respectively, by

σ2
B =

sBVsurvey

Nt
Ptot(k1)Ptot(k2)Ptot(k3) (6.48)

and

σ2
Q =

sBVsurvey

Nt

Ptot(k1)Ptot(k2)Ptot(k3)

[PLyα,s(k1)PLyα,s(k2) + 2 cyc.]2
. (6.49)

Here sB is the symmetric factor describing symmetry of the side lengths of a given
bispectrum triangle (sB = 6, 2, 1 for equilateral, isosceles, and general triangles, re-
spectively) and Ptot(k) is the sum of the power spectrum component and the Poisson
shot noise:

Ptot(k) = PLyα,s(k) +
1

ng
, (6.50)

where ng is the number density of LAE galaxies. The quantity Nt is the total number
of bispectrum triangles available:

Nt =
VB
k3
F

, (6.51)

where kF is the fundamental frequency and

VB = 2πdµdφk1k2k3(∆k)3 ×
{

1 if ki 6= kj + kk,
1
2 if ki = kj + kk.

(6.52)

This states that, for ‘collapsed’ (or ‘co-linear’) triangles defined by ki = kj + kk,
the bispectrum volume is reduced by a factor of two. (For the derivation of VB, see
Appendix H). In the simplest spherically averaged scenario this reduces to

VB = 8π2k1k2k3(∆k)3 ×
{

1 if ki 6= kj + kk,
1
2 if ki = kj + kk.

(6.53)

It is important to note that, unlike the previous works on estimating the cosmo-
logical constraints from the galaxy bispectrum which simply multiplied the real-space
bispectrum by a linear redshift distortion factors (Scoccimarro, Couchman & Frie-
man, 1999; Sefusatti et al., 2006; Sefusatti & Komatsu, 2007), we include the full
wavenumber dependence of the redshift-space distortion up to the second order (e.g.
Equation 6.37). By including the full second-order redshift-space distortion, we gain
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additional information which helps to further break the degeneracies between the cos-
mological information and the radiative transfer effects, especially those associated
with the peculiar velocity gradient.

6.4.1 Understanding the cosmological constraints from the reduced
galaxy bispectrum

For the purposes of constraining dark energy the most important cosmological pa-
rameters are the growth rate of structure, f and the two cosmological distance scales,
the angular diameter distance, DA and the Hubble rate, H. In Chapter 5 we observed
that the growth rate of structure is completely degenerate with the linear galaxy bias
when we consider only the LAE galaxy power spectrum, instead we can only con-
strain the redshift-space distortion parameter, β. However, this in turn is completely
degenerate with the Lyα radiative transfer effect due to peculiar velocities, while the
linear galaxy bias itself is completely degenerate with the power spectrum ampli-
tude. On the other hand, the strength of the constraints on the two cosmological
distances are dependent only on the amplitude of the estimator (i.e. power spectrum,
bispectrum etc.), independent of any model degeneracies (see Chapter 5).

Therefore, before we proceed with generating the expected constraints on these
cosmological parameters from our LAE galaxy bispectrum model including the Lyα
radiative transfer effects, it is first instructive to investigate the expected cosmolog-
ical constraints from the simpler galaxy bispectrum (i.e. all Lyα radiative transfer
parameters set to zero, and not marginalised over). We shall only investigate the
constraints generated from the galaxy reduced bispectrum model as the galaxy bis-
pectrum amplitude is completely degenerate with the galaxy bias parameters. Addi-
tionally, as the distance scales are independent of any model parameter degeneracies
there is no need to consider these in our simplified model. Hence, we only investigate
the constraints on the growth rate of structure, f , and the galaxy bias parameters,
b1 and b2.

The galaxy reduced bispectrum is given by Equation (6.45), however it is de-
scribed by the simpler redshift-space kernels,

K
(s)
1 (k) = b1 + fµ2, (6.54)

K
(s)
2 (k1,k2) =

1

2
b2 + b1F

(s)
2 (k1,k2) + fµ2

12G
(s)
2 (k1,k2) +

1

2
(fµ12k12)2k1zk2z

k2
1k

2
2

+
1

2
b1fµ12k12

[
k1z

k2
1

+
k2z

k2
2

]
, (6.55)

where we have set all Lyα radiative transfer constants to zero in Equations (6.36)
and (6.37). After performing our Fisher matrix analysis we generate the two dimen-
sional likelihood contours for each of the parameter combinations as shown in Fig-
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b2

b1

b 1

f

Figure 6.1: Two-dimensional joint marginalised likelihood distributions computed from
our simple galaxy reduced bispectrum, investigating the constraints on only the growth rate
of structure, f and the two galaxy bias parameters, b1 and b2. The solid and dashed curves
show the 1- and 2-σ joint marginalised constraints respectively.

ure 6.1, where the solid and dashed curves indicate the 1- and 2-σ joint marginalised
constraints.

We find our 1-σ constraints on the three parameters, f , b1 and b2 to be 14.6,
3.9 and 15.0 per cent respectively. The galaxy reduced bispectrum performs well
at constraining the linear galaxy bias, b1, however the constraints on the non-linear
bias, b2 and the growth rate of structure are relatively poor. It is important to note
that, while the constraints on the growth rate of structure are weak, they are on f
directly rather than via β (as in the case of the power spectrum). We additionally
note a strong degeneracy remains between b1 and b2 (ρ = 0.99), indicating that the
reduced bispectrum is barely able to break a complete degeneracy between b1 and
b2. The strength of this degeneracy is to be expected due to the limited constraining
power on b2 from the second order kernel, K(s)

2 . For the remaining two parameter
combinations we still observe relatively strong correlations, ρ = 0.84 between f and
b1 and ρ = 0.83 between f and b2.

To further understand the constraining power of the reduced bispectrum it is
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γ = b2/b1

β
=

f
/
b 1

α = 1/b1

α
=

1
/
b 1

Figure 6.2: Two-dimensional joint marginalised likelihood distributions computed from
our simple galaxy reduced bispectrum, investigating the constraints on only the redshift-
space distortion parameter, β and the two galaxy bias parameters through the parameters,
α = 1/b1 and γ = b2/b1. The solid and dashed curves show the 1- and 2-σ joint marginalised
constraints respectively.

instructive to consider the following alternative parameter combination,

K̂
(s)
1 (k) =

K
(s)
1 (k)

b1
= 1 + βµ2, (6.56)

K̂
(s)
2 (k1,k2) =

K
(s)
2 (k1,k2)

b21
=

1

2
αγ + αF

(s)
2 (k1,k2) + αβµ2

12G
(s)
2 (k1,k2)

+
1

2
βµ12k12

[
k1z

k2
1

+
k2z

k2
2

]
+

1

2
(βµ12k12)2k1zk2z

k2
1k

2
2

, (6.57)

where α = 1/b1, γ = b2/b1 and β is the redshift-space distortion parameter as defined
previously, β = f/b1.

In Figure 6.2 we show the two dimensional likelihood contours for each of the
parameter combinations in this alternative model. What is immediately obvious is
the weaker correlations between these parameter combinations, indicating that this
parameter set better indicates the true constraining power of the reduced bispectrum.
While the strong degeneracy still remains between the two galaxy bias parameters,
i.e. ρ = −0.98 between α and γ, the correlations between α and β (now ρ = −0.73)
and β and γ (ρ = 0.71) have reduced. Additionally, we observe improved constraints
on our model parameters. We find 1-σ constraints on both β and γ of 11.5 and 11.2
per cent respectively, while recovering the same constraints on α as before, i.e. 3.9
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per cent.
What does this all mean? Both the observed reduction in the correlation strength

and 1-σ constraints when we consider β and γ as opposed to f and b2 indicates that
the primary constraining power of the reduced bispectrum is to yield the parameter
combinations b2/b1 and f/b1 rather than the individual parameters f and b2. What
is more, our ability to constrain both f and b2 individually from the first model
arises from only from the tight constraints possible on b1, which acts to break the
degeneracies between f and b1 and between b2 and b1. However correlations still
remain amongst these parameters. Therefore, the constraints on f are dictated by
how well the constraints on b1 can break the strong degeneracy between b2 and b1.

6.5 Constraints from the reduced bispectrum alone

Now that we understand the constraining power of the galaxy reduced bispectrum
on the expected recovery of cosmological parameters in the absence of Lyα radiative
transfer effects, we now investigate the effect of including the Lyα radiative transfer
effects. In Section 5.3, we observed that the growth rate of structure, f (or β̃),
was completely degenerate with the Lyα radiative transfer effect due to the velocity
gradient, Cv, as long as we relied solely on the LAE galaxy power spectrum.

However, the bispectrum provides additional constraining power that can be
used to break the degeneracy between the growth rate of structure, f , the linear
galaxy bias, b̃1, and Cv. This is because, unlike the power spectrum which just tells
us the amplitude of the fluctuations at a given scale, the bispectrum tells us also
how the structure forms. For example, one needs information in the bispectrum in
order to reproduce the ‘cosmic web,’ the filamentary structures in the Universe. The
power spectrum cannot distinguish between the distribution with random phases
and that with the filamentary structures, as it is sensitive only to the amplitude of
the fluctuations. As a result, the bispectrum can distinguish between the structures
caused by gravitational and non-gravitational effects.

In this section we firstly generate the expected cosmological constraints from
just the LAE galaxy reduced bispectrum. As mentioned previously, the reduced
bispectrum is insensitive to the amplitude of the matter power spectrum. We again
consider the two models to investigate the importance of the Lyα radiative transfer
effects; a fiducial model where we set the radiative transfer coefficients to be zero
but marginalise over them, and a model where we use explicit values for the Lyα
radiative transfer effects in our redshift-space expressions.

Since the recovery of the growth rate of structure f is most affected by the radia-
tive transfer effects, we investigate the two-dimensional joint likelihood distributions
for f with each of the other model parameters (marginalised over all the remaining
model parameters).
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6.5.1 Fiducial LAE reduced bispectrum

We first consider our fiducial model where we set all Lyα radiative transfer coefficients
to zero, but marginalise over the Lyα effects. With the addition of the bispectrum,
the number of parameters in our model has increased to eight. These include three
cosmological parameters: f , ln(DA), and ln(H); three radiative transfer parameters:
Cv, Cvv, and C̃; and the linear and non-linear galaxy biases: b̃1 and b̃2.

We find that the constraints generated from the LAE galaxy reduced bispectrum
contain no strong degeneracies between f and the radiative transfer parameters (see
Figure 6.3). The reduced bispectrum does however exhibit some degeneracies be-
tween f , and the galaxy bias parameters, b̃1 and b̃2, as was discussed in Section 6.4.1.

To understand these results between f and the other LAE galaxy model param-
eters, we follow a similar approach as was performed Section 6.4.1. We write the
reduced bispectrum given in Equation (6.45) as

QLyα,s(k1,k2,k3) =
2K̂

(s)
1 (k1)K̂

(s)
1 (k2)K̂

(s)
2 (k1,k2)PL(k1)PL(k2) + 2 cyc.

[K̂
(s)
1 (k1)]2[K̂

(s)
1 (k2)]2PL(k1)PL(k2) + 2 cyc.

, (6.58)

where we follow the same approach as in Section 6.4.1 defining the LAE galaxy
kernels as

K̂
(s)
1 (k) ≡ 1

b̃1
K

(s)
1 (k) = 1 + β̃µ2(1− Cv), (6.59)

K̂
(s)
2 (k1,k2) ≡ 1

b̃21
K

(s)
2 (k1,k2)

=
1

b̃1

[
1

2

b̃2

b̃1
− 1

2
β̃(µ2

1 + µ2
2)C̃ + F

(s)
2 (k1,k2)

+β̃µ2
12(1− Cv)G(s)

2 (k1,k2)
]

+
1

2
β̃(k12µ12)

[
k1z

k2
1

+
k2z

k2
2

]

+O(µ4). (6.60)

Here, O(µ4) are the terms that contain four powers of cosines (see Equation 6.37
for the full expression of K(s)

2 ). These terms contribute less, as their contributions
are important only near the line-of-sight direction, for which the number of available
modes is limited.

Equations (6.58), (6.59), and (6.60) show that the reduced bispectrum determines
the following parameter combinations:

• b̃1 from the overall amplitude of the first four terms in K̂(s)
2 ,

• b̃2/b̃1 from a constant, k-independent term in K̂(s)
2 ,

• β̃(1− Cv) from K̂
(s)
1 and the term proportional to G(s)

2 in K̂(s)
2 ,
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Figure 6.3: Two-dimensional joint marginalised likelihood distributions computed from
the fiducial LAE galaxy reduced bispectrum alone (no Lyα radiative transfer effects, but
including marginalisation over Cv, Cvv, and C̃). We show the correlations between the
growth rate of structure, f , and various parameters including (clockwise from top left): the
linear bias, b̃1, non-linear bias, b̃2, linear peculiar velocity Lyα effect, Cv, non-linear peculiar
velocity Lyα effect, Cvv, the non-linear combination of other radiative transfer effect, C̃,
angular diameter distance, ln(DA), and the Hubble rate ln(H). The solid and dashed curves
show the 1- and 2-σ joint marginalised constraints, respectively.
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• β̃C̃ from the second term in K̂(s)
2 , and

• β̃ from the last term before O(µ4) in K̂(s)
2 .

Recalling β̃ = f/b̃1, there are five unknown variables (b̃1, b̃2, f , Cv, and C̃), and the
reduced bispectrum yields five combinations of these variables.

From our Fisher matrix calculations, we observe that the fiducial LAE galaxy
reduced bispectrum primarily yields b̃2/b̃1 and β̃, the same as what was observed in
the absence of the Lyα radiative transfer effects (see Section 6.4.1). The information
on b̃1 appears through the first four terms in K̂

(s)
2 again breaking the complete

degeneracy between b̃2 and b̃1 and f . Again, while breaking the degeneracies the
correlations between these parameters still remain as can be seen in the first two
panels in Figure 6.3. On the other hand, we do not find any significant correlations
between f and the radiative transfer parameters, C̃, Cv, and Cvv (see the third to
fifth panels of Figure 6.3). This last point indicates that the reduced bispectrum
does indeed break the degeneracies between f and the Lyα radiative transfer effects.

However, while the reduced bispectrum does break the degeneracy between f

and Cv seen in our power spectrum analysis, it cannot provide strong constraints
on f . In the fourth column of Table 6.1 we provide the 1-σ constraints generated
from the one-dimensional likelihood distribution for f . In the fiducial case with no
additional priors, we find the 1-σ constraint on the growth rate of structure, f , to be
0.16 (17 per cent). It is important to note that, while the constraints are relatively
weak, they are on f as opposed to β̃. Also, β̃ and Cv are totally degenerate in the
LAE power spectrum, and thus the error bar on β̃ is infinite unless we put a prior
on Cv. Therefore, the reduced bispectrum provides a massive improvement on the
constraint on f : the error bar shrinks from infinity to 17 per cent.

In the left panel of Figure 6.4, we show the one-dimensional likelihood distri-
butions for the growth rate of structure, f , for various priors on Cv. The addition
of priors to Cv does not improve the constraints on f from the reduced bispectrum
alone, as the reduced bispectrum contains no degeneracy between f and Cv.

In the fourth column of Table 6.1 we also provide the 1-σ constraints from the
one dimensional likelihoods for ln(DA) and ln(H) given various priors on Cv. We
find that (independent of priors on Cv) the fiducial LAE galaxy reduced bispectrum
can recover the angular diameter distance scale at 3 per cent and the Hubble rate
at 2.5 per cent. This should be contrasted with the 1.1 per cent and 1.3 per cent
errors on DA and H expected from the fiducial LAE galaxy power spectrum. Clearly
the reduced bispectrum alone provides weaker distance constraints. This is not sur-
prising, as the distance information is contained in the shape of the power spectrum
(e.g., baryon acoustic oscillation (BAO) and Alcock-Paczynski (AP) test), which is
largely divided out in the reduced bispectrum.
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Figure 6.4: One-dimensional marginalised likelihood distributions for the growth rate of
structure, f , for the fiducial case (no Lyα radiative effects added, but including marginali-
sation over Cv, Cvv and C̃) generated from; (left) the LAE galaxy reduced bispectrum only,
(centre) the LAE galaxy power spectrum combined with the LAE galaxy bispectrum, and
(right) the LAE galaxy power spectrum combined with the LAE galaxy reduced bispectrum.
The various curves denote different priors added to Cv; black solid: Perfect knowledge of
Cv, grey dotted: σCv

= 0.01, grey dot-dashed: σCv
= 0.1, grey dashed: σCv

= 0.5, and grey
solid: no priors added.

6.5.2 LAE reduced bispectrum

We now consider the inclusion of Lyα radiative transfer effects by adding the linear
Lyα radiative transfer model parameters, CΓ = 0.05, Cρ = −0.39, and Cv = 0.11

from Wyithe & Dijkstra (2011). The inclusion of these parameters modifies the
effective bias parameters, b̃1 and b̃2, and the Lyα radiative transfer effects associated
with C̃. We still set the fiducial values of the second-order Lyα radiative transfer
coefficients to vanish. Although we set Cvv = 0, we still marginalise over Cvv in our
models.

In the fourth column of Table 6.2, the 1-σ constraints on f , ln(DA), and ln(H)

are generated from the likelihood distributions for various priors on Cv as per the
previous section. With the inclusion of the Lyα effects, the precision with which we
can constrain the growth rate of structure f has been reduced to an error of 0.21

(22 per cent) compared to 0.16 (17 per cent) for the fiducial model. Once again, this
is due to the reduced effective linear galaxy bias, which reduces the signal-to-noise
ratio of the LAE power spectrum relative to the shot noise.

6.6 Cosmological constraints from combining the power spectrum
and bispectrum

Although the LAE galaxy reduced bispectrum contained sufficient information to
break the degeneracies between f and Cv to allow independent constraints on f ,
the relative strength of the constraints were rather poor. In addition, the LAE
galaxy reduced bispectrum performed considerably worse that the LAE galaxy power
spectrum in providing constraints on the cosmological distances, DA and H.

However, in this section we now explore the potential of combining the informa-
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tion contained in both the LAE galaxy power spectrum and bispectrum (or reduced
bispectrum) to provide further improvements on the cosmological constraints re-
quired for constraining dark energy. When combining the reduced bispectrum (and
the bispectrum) with the information from the power spectrum, we assume that there
is no covariance between the power spectrum and the reduced bispectrum (or the bis-
pectrum), which is incorrect. Therefore, the numerical values of the 1-σ constraints
on various parameters reported here should be considered as lower bounds.

6.6.1 Fiducial LAE model for power spectrum and bispectrum

As before we first consider a fiducial model in which all Lyα radiative transfer coef-
ficients are set to zero. While the LAE galaxy reduced bispectrum is insensitive to
the amplitude of the matter power spectrum, we must marginalise over the ampli-
tude information from the LAE galaxy power spectrum. Therefore in this model the
number of parameters has increased to nine. The parameters include four cosmolog-
ical parameters: the amplitude ln(A), f , ln(DA), and ln(H); three radiative transfer
parameters: Cv, Cvv, and C̃; and the linear and non-linear galaxy biases: b̃1 and b̃2.

Combined power spectrum and reduced bispectrum

Figure 6.5 shows the expected constraints from a joint analysis of the LAE galaxy
reduced bispectrum and the power spectrum on the various pairs of parameters
involving f .

Comparing this figure with Figure 6.3, we find that the additional information
provided by the LAE galaxy power spectrum does not improve the constraints on
f or the galaxy bias parameters very much, however it does substantially improve
the constraints on the Lyα radiative transfer parameters as well as the distance con-
straints. As an illustration of this, Figure 6.6 compares the relative improvement on
the constraints of Cv against f after the addition of the LAE galaxy power spec-
trum information by overplotting the 1- and 2-σ joint likelihood ellipses from this
parameter combination on top of the joint likelihood ellipses from the LAE galaxy
reduced bispectrum only. The inclusion of the power spectrum information substan-
tially improves the constraints on Cv, however it barely improves the constraints on
f .

This implies that the uncertainty in f is now almost completely dominated by the
correlation between f and the galaxy bias parameters - the correlation that we dis-
cussed in Section 6.4.1. The constraints on f are dominated by the b2-b1 degeneracy,
and the LAE galaxy power spectrum provides no additional information to reduce
the severity of this degeneracy. However, since the LAE galaxy reduced bispectrum
completely removes the degeneracy between f and Cv, any additional information
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Figure 6.5: Two-dimensional joint marginalised likelihood distributions computed from
the fiducial LAE galaxy power spectrum combined with the fiducial LAE galaxy reduced
bispectrum (no Lyα radiative transfer effects added, but including marginalisation over
Cv, Cvv, and C̃). We show the correlations between the growth rate of structure, f , and
various parameters including (clockwise from top left): the amplitude, ln(A), linear bias,
b̃1, non-linear bias, b̃2, linear peculiar velocity Lyα effect, Cv, non-linear peculiar velocity
Lyα effect, Cvv, the non-linear combination of other radiative transfer effect, C̃, angular
diameter distance, ln(DA), and the Hubble rate, ln(H). The solid and dashed curves show
the 1- and 2-σ joint marginalised constraints, respectively.
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Figure 6.6: Comparison of the joint two-dimensional constraints on f and Cv. The outer
two ellipses correspond to the 1- and 2-σ constraints generated from the fiducial LAE galaxy
reduced bispectrum only. The two narrower ellipses correspond to the 1- and 2-σ constraints
generated from the fiducial LAE galaxy power spectrum combined with the fiducial LAE
galaxy reduced bispectrum.

provided by the power spectrum on Cv will further improve the constraints on Cv.
Comparing the fourth and sixth columns of Table 6.1 shows this quantitatively.

Comparing the fourth and sixth columns of Table 6.1 also shows that adding
the power spectrum does improve the constraints on DA and H substantially, as the
power spectrum contains features such as BAO and AP test, whereas such informa-
tion is largely cancelled out in the reduced bispectrum.

Nevertheless, as the reduced bispectrum still has some sensitivity to these fea-
tures (i.e., cancellation is not exact), the constraints on DA and H from the power
spectrum and the reduced bispectrum are slightly better than those from the power
spectrum alone. Comparing the third column of Table 5.2 and the sixth columns of
Table 6.1, we find that the expected constraints improve from 1.1 to 1.0 per cent for
DA and 1.3 to 1.2 per cent for H.

Combined power spectrum and bispectrum

Next, we combine the power spectrum with the bispectrum (rather than the reduced
bispectrum). As far as f is concerned, we have the same story: adding the power
spectrum does not improve the expected error bar on f (see the fifth column of
Table 6.1).

On the other hand, a joint analysis of the power spectrum and the bispectrum
yields a significant improvement on the angular diameter distance and the Hubble
rate. This is because the bispectrum also contains the BAO features and the AP
test in its wavenumber dependence. However, this improvement could also be due to
ignoring a covariance between the power spectrum and the bispectrum: a correlation
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between them would degrade the constraints in a joint analysis. This point requires
further investigation.

6.6.2 LAE model for combined power spectrum and bispectrum

Finally, we consider the inclusion of Lyα radiative transfer effects on the recovery
on f , ln(DA), and ln(H), by adding the linear Lyα radiative transfer parameters,
CΓ = 0.05, Cρ = −0.39 and Cv = 0.11 from Wyithe & Dijkstra (2011). Table 6.2
shows the results: the expected constraints are slightly weaker than those from the
fiducial case, which is again due to a smaller effective bias, b̃1, reducing the amplitude
of the signal relative to the shot noise.

6.7 Summary

In this chapter we have investigated whether the inclusion of higher-order gravi-
tational clustering statistics (i.e. bispectrum) can be used to separate between the
degenerate Lyα radiative transfer effects and the cosmological effects that afflict
the recovery of cosmological constraints from just the LAE galaxy power spectrum
(Chapter 5). The goal of breaking these degeneracies is to provide improved con-
straints on the cosmological parameters associated with understanding dark energy,
the growth rate of structure, f and the two cosmological distance scales, the angular
diameter distance, DA and the Hubble rate H.

Following on from Chapter 5 where we considered only the LAE galaxy power
spectrum with linear Lyα radiative transfer effects, we performed a perturbation
theory expansion of the Lyα radiative transfer effects to derive the next-to-leading
order corrections for the Lyα radiative transfer effects. Combining these perturbative
expansions with existing non-linear Eulerian perturbation theory we built up an
expression for the LAE galaxy bispectrum.

Before investigating the ability of the LAE bispectrum to break the Lyα radia-
tive transfer degeneracies we explored how well the galaxy reduced bispectrum (no
Lyα effects and no marginalisation over their existence) could break the degeneracy
between f and the linear galaxy bias b1, in the absence of radiative transfer effects.
Here it should be remembered that the power spectrum can only constrain the linear
redshift space distortion parameter β (β = f/b1). We observed that the reduced
bispectrum could independently constrain both f and b1, although the constraints
on f were relatively poor. However, we can directly constrain f as opposed to only
β. Crucially, we determined that the poor constraints were as a result of the almost
complete degeneracy between b2 and b1.

Once we include the Lyα radiative transfer effects we observed that the reduced
bispectrum alone can determine f and Cv separately, leaving no degeneracy between
them. We no longer require the addition of priors on Cv to break the degeneracy.
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Figure 6.7: Two-dimensional joint marginalised likelihood distributions for the angular
diameter distance, DA, and the Hubble rate, H. Shown also are the 1- (solid) and 2-σ
(dashed) joint likelihood contours. Top panels: The constraints generated from the tradi-
tional galaxy power spectrum, the fiducial LAE galaxy power spectrum and LAE galaxy
power spectrum respectively from Figure 5.2, to aid the visual comparison with the LAE
bispectrum models. In the remaining two panels from left to right show the constraints
generated from the LAE galaxy reduced bispectrum only, the LAE galaxy power spectrum
and bispectrum combined, and the LAE galaxy power spectrum and reduced bispectrum
combined. Middle panels: Fiducial case, with no Lyα radiative transfer effects added to the
fiducial parameters, but marginalising over Cv, Cvv, and C̃. Bottom panels: The inclusion
of the first-order Lyα radiative transfer effects, Cv = 0.11, CΓ = 0.05, and Cρ = −0.39, and
marginalising over Cv, Cvv, and C̃.

In fact, by considering the higher-order clustering statistics from the bispectrum we
observed no degeneracies between f and any of the first or second order Lyα radiative
transfer effects.

We additionally found that combining the LAE power spectrum information with
the reduced bispectrum (or bispectrum) does not improve the precision on f any
further. Importantly, this signifies that our precision on f is now completely dictated
by the remaining correlations between f and the galaxy bias parameters, b1 and b2
and not the Lyα radiative transfer effects.

We find that HETDEX-like surveys of LAE galaxies can determine f to about
20 per cent accuracy, if we do not assume any prior information on Cv. Including
the prior on Cv, the uncertainty on f can be reduced to 7 per cent. Note that this
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is the uncertainty on f , rather than on β = f/b1.
As in Chapter 5, we again find that the constraints on the angular diameter

distance and the Hubble expansion rate are not directly affected by the radiative
transfer parameters (with the caveat that we have assumed that the effect of UV
ionising background fluctuations is not scale dependent). The only indirect effect
is a slight reduction of the effective galaxy biases b̃1 and b̃2, which can reduce the
overall amplitude of our LAE power spectrum (or bispectrum) with respect to the
shot noise, thus slightly increasing the uncertainties in the angular diameter distance
and the Hubble rate. Although the inclusion of the Lyα radiative transfer effects
diminishes the distance constrains relative to the fiducial models with no Lyα effects,
the distance information generated by combining both the LAE power spectrum
and bispectrum can improve the distance constraints back to a level comparable to
traditional galaxy redshift surveys. Comparison between the top and bottom panels
of Figure 6.7 shows this graphically.

Finally, to summarise the results of this work we provide Table 6.3 detailing the
constraints on β, f , DA, and H expected from HETDEX-like surveys. This table
shows how powerful such surveys will be in terms of measuring the distance, the
expansion rate, as well as the growth rate of the structure in a high-redshift universe,
and the determination of these quantities are not significantly compromised by Lyα
radiative transfer effects.
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Chapter 7
Conclusion
7.1 Summary of conclusions

The Lyα transition provides an excellent high-redshift probe of large-scale struc-
ture in the Universe, revealing new and exciting constraints on cosmology at epochs
currently unexplored. As a result, Lyα cosmology will play an important role in
answering one the greatest astrophysical mysteries to date, what is dark energy? To
maximise the immense potential of Lyα cosmology, all systematic uncertainties that
can impact the Lyα transition must be fully explored and understood. To this end,
in this thesis, I have assessed the astrophysical systematics on the precision recovery
of cosmological constraints from the Lyα forest and the clustering of LAE galaxies.

7.1.1 Semi-analytic simulations of the Lyα forest

In Chapter 2, I developed a semi-analytic model designed specifically to mimic cur-
rent and future large volume Lyα forest survey programmes. The semi-analytic
model is calibrated against hydrodynamical simulations using a rank-ordered map-
ping procedure to ensure that realistic synthetic H I Lyα forest spectra are produced.
The semi-analytic model reproduced the one- and two-point statistics of the Lyα
forest, such as the one dimensional Lyα forest flux PDF and power spectrum, in
reasonable agreement with observational measurements of high resolution Lyα forest
spectra.

The semi-analytic model produces very large volume, high-resolution Lyα forest
spectra equivalent to the largest N-body and hydrodynamical simulations of the
Lyα forest. However, I implement GPU computing techniques to ensure that these
simulations can be performed on a desktop PC in under a day. The speed and
efficiency of these simulations make them ideal for investigating the key astrophysical
systematics associated with the recovery of the BAO scale from the Lyα forest.

In Chapter 3, I assessed the utility of the semi-analytic model by providing pre-
dictions for the recovered accuracy on the BAO scale from the three dimensional
clustering of the Lyα forest. Using a Monte-Carlo approach I explored the precision
recovery of the BAO scale from a variety of Lyα forest survey design properties, such
as the survey area, S/N and quasar sightline density. Due to the flexibility of the
Lyα forest simulations, I developed simple scaling relations to estimate the expected
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accuracy on the BAO scale given any Lyα forest survey design.

The predicted accuracy on the recovered BAO scale compared favourably with
all existing semi-analytic and numerical simulations additionally aiming to explore
the recovery of the BAO scale. Recently, BOSS published the first measurement of
the BAO scale from the Lyα forest using their existing (incomplete) data sample
(Busca et al., 2013; Slosar et al., 2013). These authors reported an accuracy on the
BAO scale of ≈ 2.5 per cent at z ≈ 2.3, consistent with the predicted accuracy of
≈ 2.3 per cent from the semi-analytic model. This again re-enforced the utility of
the simulation method for assessing the impact of systematics on the recovery of the
BAO scale from the Lyα forest. Finally, I anticipate by the completion of the BOSS
programme that their overall fractional error on their BAO measurement should be
≈ 1.4 per cent.

In Chapter 4, I assessed the impact of He II reionisation on the recovery of the
BAO scale from the Lyα forest. To investigate this, I developed a physically moti-
vated semi-analytic model for He II reionisation and incorporated it into the existing
Lyα forest simulations. I compared the new He II reionisation simulations against
existing numerical simulations and found strong qualitative agreement on the phys-
ical properties of the IGM following He II reionisation, such as the structure of the
IGM as well as the expected temperature boost in the IGM following photoheating.

Applying the semi-analytic He II reionisation model for assessing astrophysical
systematics, I explored the impact of large-scale temperature and UV background
fluctuations as a result of inhomogeneous He II reionisation on statistical measure-
ments of the H I Lyα forest. As a result of He II reionisation, I observed up to a
∼ 50 per cent increase in power on large scales in the three dimensional H I Lyα
forest power spectrum, reducing to at most ∼ 5 per cent below k ∼ 0.03 Mpc−1. I
anticipate, given the volume of the BOSS data set, that constraints on the amount
of heating the IGM undergoes during He II reionisation may be recoverable from the
three dimensional H I Lyα forest power spectrum. Additionally, I observed that fluc-
tuations in the UV background were solely responsible for any significant large-scale
increase in power. The results, however, are inconsistent with a previous analysis
by McQuinn et al. (2011), highlighting the need for further work to understand the
inconsistencies.

Finally, in the context of BOSS, I explored the impact of He II reionisation on the
precision recovery of the BAO scale. I observed that the large-scale power increase in
the three dimensional H I Lyα forest power spectrum was beyond the relevant scales
required for precision BAO measurements. Investigating a range of He II reionisation
scenarios I did not observe any notable systematic shift in the recovery of the BAO
scale nor in its recovered accuracy. Therefore I conclude that He II reionisation will
not impact the precision recovery of the BAO scale from the Lyα forest at z ∼ 2.5.
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7.1.2 Cosmological constraints from the clustering of LAE galaxies

In Chapter 5, I assessed the impact of Lyα radiative transfer effects on the precision
recovery of cosmological constraints from the high-z clustering of LAE galaxies us-
ing the power spectrum. I focused primarily on constraining the angular diameter
distance, the Hubble rate and the growth rate of structure, important for providing
new and insightful constraints on dark energy. I derived, consistent with earlier work
by Wyithe & Dijkstra (2011), analytic expressions for the clustering of LAE galaxies
including both the non-gravitational Lyα radiative transfer effects and the expected
gravitational contributions.

Using these derived analytic expressions I perform a Fisher matrix calculation
to predict the precision to which cosmological constraints can be recovered from
the LAE galaxy power spectrum. I observed that the Lyα radiative transfer effect
associated with peculiar velocities is completely degenerate with the growth rate of
structure. This degeneracy can only be broken provided prior knowledge on this
highly uncertain Lyα radiative transfer effect is known. Therefore, as a result of this
degeneracy, the LAE galaxy power spectrum measured by a LAE galaxy redshift
survey such as HETDEX will provide limited (if any) constraining power for dark
energy studies, unless significant improvement is made in the understanding of these
Lyα radiative transfer effects.

In Chapter 6, I assessed the potential of breaking these linear order Lyα radiative
transfer degeneracies by considering higher order clustering statistics such as the LAE
galaxy bispectrum. To facilitate this investigation, I derived the next-to-leading
order Eulerian perturbation theory expressions for the clustering of LAE galaxies,
including both higher order gravitational and non-gravitational effects.

Repeating the Fisher matrix calculation using instead these next-to-leading or-
der expressions for the LAE galaxy bispectrum I observed that these Lyα radiative
transfer degeneracies can be broken. Therefore, HETDEX will be able to recover
important cosmological constraints from LAE galaxies even in the presence of these
unknown Lyα radiative transfer effects by measuring higher-order clustering statis-
tics. However, the precision can be further improved if prior knowledge on the Lyα
radiative transfer effects is known. Additionally, cosmological constraints on the
angular diameter distance and Hubble rate (not the growth rate of structure, see
Section 6.6 for discussions) can be further improved by combining the information
contained in both the LAE galaxy power spectrum and bispectrum. Finally, in Ta-
ble 6.3 I provide a summary of all the predictions for the recovered accuracy of the
growth rate of structure, angular diameter distance and the Hubble rate from the
clustering of LAE galaxies for a HETDEX-like redshift survey. I conclude that Lyα
radiative transfer effects should not strongly impact the cosmological constraints on
dark energy from the clustering of LAE galaxies.
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7.2 Future work

In this thesis I have performed an initial analysis on some potential astrophysical
systematics affecting precision cosmology from the Lyα transition. However, I have
only touched on a few of the major topics, further work is still required to investigate
the remaining outstanding questions regarding the systematics of Lyα cosmology. I
now discuss potential future extensions of the work outlined in this thesis to answer
these questions.

7.2.1 Assessing the astrophysical systematics of the Lyα forest as
a BAO probe

I have developed a unique semi-analytic simulation method important for assessing
the impact of potential systematic effects on the recovery of the BAO scale from the
Lyα forest. In this thesis, I demonstrated the utility of this simulation method by
investigating the impact of He II reionisation on the Lyα forest. I propose to further
extend this simulation method to assess the impact of the following systematics
uncertainties.

Within the semi-analytic Lyα forest simulations I have assumed that the syn-
thetic Lyα forest spectra are free of line-of-sight contaminates. However, realistically
the recovered Lyα forest spectrum should be contaminated by intervening metal ab-
sorption lines as well as dense self-shielded structures with column densities varying
from Lyman-limit systems to Damped Lyα absorbers. The impact of these two con-
taminates have been briefly considered by Slosar et al. (2011) and Font-Ribera &
Miralda-Escudé (2012). These authors observe that such contaminates induce addi-
tional correlations in the clustering amplitude of the H I Lyα forest as well as provide
additional noise to the measured clustering scale. The effect that this may have on
the precision recovery of the BAO scale is unknown.

Additionally, I have assumed perfect understanding of the placement and shape
of the quasar continuum level. However, the incorrect placement of the quasar con-
tinuum can alter the mean transmission level and relative strength and size of the
Lyα forest absorption features. As a result, incorrect continuum subtraction could
induce changes in the recovered clustering signature. McQuinn & White (2011) ob-
served this effect to be small in a three dimensional clustering analysis provided there
are no correlations in the quasar continuum from sightline to sightline, however this
has yet to be investigated in the context of BAO scale recovery.

7.2.2 LAE galaxies as a cosmological probe of the high-z Universe

Using analytic calculations I outlined the impact of Lyα radiative transfer effects
on the precision recovery of cosmological constraints from the clustering of LAE
galaxies. I showed that by combining the cosmological information contained in
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both the LAE galaxy power spectrum and bispectrum with modest priors on the
Lyα radiative transfer effects precision cosmological constraints can be achieved.

However, the combination of the LAE galaxy power spectrum and the bispectrum
should be correlated, which could potentially provide additional information for gen-
erating improved constraints for the dark energy equation of state. This is true for
galaxy redshift surveys, where the correlation between the power spectrum and the
bispectrum has been shown to yield additional constraining power (Sefusatti et al.,
2006). I aim to determine whether this is applicable to LAE galaxies by investigat-
ing the correlation between the power spectrum and the bispectrum by performing
detailed hydrodynamical simulations incorporating Lyα radiative transfer.

7.3 Outlook

The first direct observational evidence for the accelerated expansion of the Universe
in the late 1990s (Riess et al., 1998; Perlmutter et al., 1999), confirmed for the first
time the existence of dark energy. Yet, to this day the simple question, ‘what is dark
energy?’ remains unanswered. Numerous theoretical models, spanning a continuum
of complexity, have been proposed to provide a physical explanation for dark energy.
However, our ability to constrain our understanding has been restricted by the very
limited observational evidence currently available.

Within the next decade, I anticipate significant advancements in the understand-
ing of dark energy. This advancement will follow on the back of an immense wealth
of observation data that will be obtained from the upcoming and future dark energy
experiments discussed in Section 1.7.3. However, to realise the full potential of these
dark energy experiments, an enormous amount of exploratory work is required to
assess the impact of all possible systematics. To gauge the enormity of the problem,
this thesis covers only a small subset of the astrophysical systematics affecting BAO
measurements from Lyα cosmology. The scale of the problem quickly snowballs as
Lyα cosmology is just a subset of the various cosmological probes of BAOs, while
BAOs are just one of many various methods for probing the properties of dark en-
ergy. Nevertheless, I expect the next decade will herald a period of enlightenment
regarding the properties of dark energy, moving us one small step closer to answering
the question, ‘what is dark energy?’.





Appendix A
Correlation Matrix
In Section 3.3.2 we determined the relative size of the shot noise errors affecting our
mock Lyα forest survey simulations. To estimate the shot noise errors we recon-
structed the 3D Lyα forest power spectrum from 100 Monte-Carlo realisations of
the mock Lyα forest survey and generated the covariance matrix from the recovered
distribution. In Figures 3.3 and 3.4 we show the 1-σ shot noise error bars generated
from the diagonal elements of the covariance matrix, however when we perform the
χ2 minimisation fitting for the BAO scale we utilise the full covariance matrix.

In this appendix, we instead investigate the structure of the entire covariance
matrix. To provide a better visualisation of the covariance matrix we calculated the
related correlation matrix,

rij =
Cij√
CiiCjj

. (A.1)

The correlation matrix by design provides a normalised covariance matrix. It allows
simple visualisation of the relative size of the off-diagonal elements in the covariance
matrix.

In Figure A.1 we show the correlation matrix for a select few mock Lyα survey
properties. In the top panel we provide the correlation matrices for S/N = 5 and
quasar sightline density of 15 deg−2, middle panel S/N = 5 and 45 deg−2 and bot-
tom panel S/N = 10 and 15 deg−2. In the left and right columns respectively are
correlation matrix from just the shot noise errors and the correlation matrix from
the quadrature sum of the shot noise and cosmic variance errors.

As discussed in Section 3.3.3 once we consider either S/N=10 or sightline density
at 45 deg−2 cosmic variance errors begin to dominate. We can see this more clearly
in Figure A.1. The effect of the cosmic variance errors is to completely wash out any
structure in the off-diagonal elements of the covariance matrix for the largest spatial
modes (smallest k’s).
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Figure A.1: The correlation matrix from our Monte-Carlo shot noise errors as discussed
in Section 3.3.2. We provide the correlation matrix for various mock Lyα forest survey
parameters. Top to bottom: S/N = 5 and sightline density of 15 deg−2, S/N = 5 and 45
deg−2 and S/N = 10 and 15 deg−2. Left panel: Shot noise errors only and right panel: Shot
noise and cosmic variance errors added in quadrature. The correlation matrices highlight
the effect of the cosmic variance errors on the mock Lyα forest simulations.



Appendix B
Bootstrapped Error Bars
In Section 3.6.1 we briefly discuss our application of the statistical method of boot-
strap resampling to estimate the relative errors on our recovered BAO scale fractional
errors to generate our simple scaling relations. In this appendix we will provide de-
tailed discussions and illustrative examples of our bootstrapping technique.

Bootstrap resampling is a statistical method for estimating the properties (such as
the variance) of an estimator (such as the mean). The basic idea is to infer the global
properties of the estimator via resampling the measured data sample. Subsamples
of the measured data are generated with replacement (called a bootstrap sample) at
the same size as the measured data sample. A large number of bootstrap samples are
generated and for each we apply the estimator to determine the bootstrap estimate.
Binning the distribution of bootstrap estimates then allows the properties of the
estimator to be investigated.

In our application, for each combination of our mock Lyα forest survey parame-
ters we have 100 Monte-Carlo realisations of the recovered best-fit BAO scale from
application of our χ2 minimisation fitting. Our estimated BAO fractional error is
then determined from the 1-σ errors on the mean recovered BAO scale from the 100
realisations. We resample our 100 Monte-Carlo realisations with replacement gen-
erating bootstrap samples of size N = 100. For each bootstrap sample we estimate
the BAO fractional error by generating the 1-σ errors on the mean recovered BAO
scale. We repeat this procedure 106 times and subsequently generate the cumulative
distribution function of the 106 different fractional errors. We then estimate the 1-σ
errors on the fractional error on the BAO scale from the 16th and 84th percentiles
of the cumulative distribution function.

We repeat this procedure for each of the data points to be used in Section 3.6.1 to
fit for our scaling relations. Rather than performing the χ2 fitting of the scaling rela-
tions using only the 1-σ errors generated from the cumulative distribution functions
we instead estimate the full covariance matrix for each data point. In Figures 3.5
and 3.6 we show the corresponding best-fit scaling relations generated from the χ2

minimisation using our bootstrap error bars.

As an example, in Figure B.1 we show the estimation of the bootstrap error
bars for the χ2 fitting of our scaling relation for the fractional error on the BAO
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scale for varying S/N at fixed quasar sightline density of 15 deg−2. The recovered
BAO scale is recovered from both the shot noise and cosmic variance errors added
in quadrature. In the top left panel, we provide the best-fit scaling relation from the
χ2 fitting. In the remaining panels we provide the cumulative distribution functions
of the fractional error on the BAO scale for each of the data points (i.e S/N = 2, 3.5,
5, 7.5, 10, 15 and 20). In each we mark the 1-σ errors on the fractional error with
vertical dotted lines estimated from the 16th and 84th percentiles of the distribution.
We also mark the location of both the median and mean of the distribution via the
dot-dashed and dashed vertical lines respectively. For the most-part, the median and
the mean correspond to the same location in the distribution, however throughout
our BAO analyses we choose to report the median rather than the mean value of the
distribution.

Our choice of 106 bootstrap samples was to ensure convergence of the error on the
fractional error of the BAO scale. As can be seen from Figure B.1, the cumulative
distribution functions on the fractional error for the most part are well behaved and
symmetric. Hence, we obtain sufficient convergence for 106 bootstrap samples. It is
important to note, that some of the 1-σ error bars from the cumulative distribution
function are asymmetric (e.g for S/N=10) however the χ2 fit error bars are sym-
metric. The reason for this is that the error bars shown in the χ2 fit are estimated
from the diagonal elements from the covariance matrix, hence they are symmetric.
To investigate the difference between the χ2 best-fit parameters from the covariance
matrix and the asymmetric error bars we repeat our χ2 fit procedure using only the
asymmetric 1-σ errors. What we find is that the resultant best-fit parameters from
the asymmetric error bars are a = 42.28 and b = −0.56 with χ2 = 1.66, very similar
to what we recover from the full covariance matrix.
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Figure B.1: The resultant cumulative distribution functions used to estimate the error
on the fractional error on the BAO scale (assuming shot noise and cosmic variance) after
generating 106 bootstrap samples. We show the cumulative distributions for each of the
data points used to generate our scaling relation for varying S/N for fixed sightline density
(15 deg−2). Top left: The best-fit scaling relation for varying S/N at 15 deg−2. The
remaining panels show the cumulative distribution function for S/N = 2 (top right), 3.5
(second-row left), 5 (second-row right), 7.5 (third-row left), 10 (third-row right), 15 (bottom
left) and 20 (bottom right). The vertical lines indicate the mean and median (dashed and
dot-dashed respectively) and the 16th and 84th percentiles used to estimate the 1-σ errors
(dotted).





Appendix C
The Abundance of H and He Species
During He II Reionisation
In Chapter 4, we include He II into our large volume, Lyα forest simulations. In
doing so, we must take into account that our model for the IGM now contains two
species of atomic elements (H and He), hence, our expressions for the H I fraction
used previously to generate our synthetic H I Lyα forest spectra have changed (e.g.
Chapters 2 and 3).

To derive expressions for the abundance of all neutral and ionised species in the
IGM, we first consider the ionisation balance equations for the three ionised species,

dnH II

dt
= nH I(ΓH I + neΓeH I)− nH IIneαH II, (C.1)

dnHe II

dt
= nHe I(ΓHe I + neΓeHe I) + nHe IIIneαHe III

−nHe II(ΓHe II + neΓeHe II + neαHe II), (C.2)
dnHe III

dt
= nHe II(ΓHe II + neΓeHe II)− nHe IIIneαHe III, (C.3)

and the corresponding closure conditions,

nH I = nH − nH II, (C.4)

nHe I =
Y

4(1− Y )
nH − nHe II − nHe III, (C.5)

ne = nH II + nHe II + 2nHe III. (C.6)

Here, ne is the number density of free electrons (i.e. ionised from the neutral species),
ΓeX are the collisional ionisation rates for each species ‘X’ and Y is the helium mass
fraction.

Now, we are interested in the post He II reionisation regime, therefore we can as-
sume that the IGM has reached equilibrium (i.e. ionisations equal recombinations).
We additionally assume collisional ionisations to be subdominant compared to ionisa-
tions from the fluctuating UV ionising background. Furthermore, post He II reionisa-
tion all H and He in the IGM should be completely ionised, therefore we can assume
nH ≈ nH II and nHe ≈ nHe III. With all this we can now re-write Equations (C.1)-
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(C.6) as,

0 = nH IΓH I − nH IIneαH II, (C.7)

0 = nHe IΓHe I + nHe IIIneαHe III − nHe II(ΓHe II + neαHe II), (C.8)

0 = nHe IIΓHe II − nHe IIIneαHe III, (C.9)

0 = nH − nH II, (C.10)

0 =
Y

4(1− Y )
nH − nHe III, (C.11)

0 = nH II + 2nHe III − ne. (C.12)

Finally, solving this set of six equations for the six IGM species, we obtain,

ne =
2− Y

2(1− Y )
nH, (C.13)

nH I =
αH II

ΓH I

2− Y
2(1− Y )

n2
H, (C.14)

nH II = nH, (C.15)

nHe I =
αHe II

ΓHe I

αHe III

ΓHe II

Y (2− Y )2

16(1− Y )3
n3

H, (C.16)

nHe II =
αHe III

ΓHe II

Y (2− Y )

8(1− Y )2
n2

H, (C.17)

nHe III =
Y

4(1− Y )
nH. (C.18)



Appendix D

Scale Dependent Ionising Background
Fluctuations

In Section 5.25, we outline an expression for scale-dependent fluctuations in the
ionising background radiation. To obtain this expression we convolve the galaxy
density field, δg(x), by a kernel describing the propagation of ionising radiation in
the IGM. The kernel we choose is ∝ exp(−|r|/λ)/(4πr2), where r = x − xo, the
distance between a point in the IGM and the source galaxy. This kernel encompasses
the attenuation of the ionising radiation through the IGM via the mean free path of
ionising photons, λ, and the inverse square law for radiation emitted by point sources
(e.g. galaxies).

To derive this expression it is convenient to work in Fourier space, where the
convolution theorem dictates that fluctuations in the ionising background radiation,
δΓ(k), can be written as the product of the galaxy density field, δg(k) and the kernel
function, K(k),

δΓ(k) = δg(k) ∗K(k). (D.1)

It is now just a matter of solving the Fourier transform of the kernel function,

K(k) = A

∫ ∞

−∞

e−|r|/λ

4πr2
e−ik·r d3r, (D.2)

where A is an unknown normalisation constant. Due to the symmetry of the inte-
gration function, the kernel can be written as,

K(k) = 2A

∫ ∞

0

e−r/λ

4πr2
e−ik·r d3r. (D.3)

Converting from cartesian to spherical coordinates the kernel can be written as,

K(k) = 2A

∫ ∞

0

∫ π

0

∫ 2π

0

e−r/λ

4πr2
e−ikrcos(θ) r2sin(θ)dφ dθ dr. (D.4)
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Evaluating the first integral and performing the change of variable, u = cos(θ),

K(k) = A

∫ ∞

0

∫ 1

−1
e−r/λe−ikru dudr

= A

∫ ∞

0
e−r/λ

(∫ 1

−1
e−ikru du

)
dr

=
2A

k

∫ ∞

0

sin(kr)

r
e−r/λ dr. (D.5)

Using the following identity,
∫ ∞

p
e−qt dq = t−1e−pt, (D.6)

we can rewrite Equation (D.5) as,

K(k) =
2A

kλ

∫ ∞

(1/λ)

(∫ ∞

0
sin(kr)e−qr dr

)
dq

=
2A

kλ

∫ ∞

(1/λ)

k

k2 + q2
dq

=
2A

kλ

[
arctan

( q
k

)]∞
(1/λ)

, (D.7)

and arctan
( q
k

)
→ π

2 as q →∞, which results in,

K(k) =
2A

kλ

[
π

2
− arctan

(
1

kλ

)]

= 2A
arctan(kλ)

kλ
. (D.8)

Therefore, scale-dependent fluctuations in the ionising background can be written
as,

δΓ(k) = δg(k)
arctan(|k|λ)

|k|λ , (D.9)

where we allow the constant of proportionality to be absorbed into the expression
for the Lyα radiative transfer coefficients, CΓ.



Appendix E

Generating N-dimensional
Likelihoods from Fisher Matrices
Throughout Chapters 5 and 6 we utilise the Fisher matrix to estimate our uncer-
tainties on the recovered cosmological or Lyα radiative transfer parameters. The
visualisation of both uncertainties and the model parameter degeneracies are aided
by estimation of the maximum likelihood distribution.

Under the assumption of a Gaussian likelihood function, the n dimensional like-
lihoods are obtained via

logL = −1

2
(XTC−1X), (E.1)

where, XT = (x1,x2, ...,xn), C−1 is the inverse covariance matrix and xi = xi − x0,
the ith model parameter xi, subtracted by its fiducial value, x0.

The N -dimensional marginalised likelihoods are obtained via integration of the
n dimensional likelihood over the remaining n−N model parameters,

L (x1,x2, ...,xN ) =

∫
dxN+1

∫
dxN+2...

∫
dxnexp

(
−1

2
XTC−1X

)
. (E.2)

The Fisher matrix, F is equivalent to the inverse covariance matrix, F ≡ C−1, allow-
ing Equation (E.1) to be rewritten in terms of the individual Fisher matrix elements.
Evaluating the n−N integrals and renormalising the resulting expression to main-
tain a likelihood of unity for the fiducial model, the N -dimensional marginalised
likelihoods for Fisher matrices are given by

L (x1,x2, ...,xN ) = exp



−

1

2




N∑

i=1

x̄2
i


Fii −

n−N∑

k,l 6=i
Fik(F̄kl)

−1Fli




+2

N∑

j>i

x̄ix̄j


Fij −

n−N∑

k,l 6=i,j
Fik(F̄kl)

−1Flj







 . (E.3)

Here, x̄i = xi − x0, Fii are the individual elements of the Fisher matrix and F̄kl are
the individual elements of the reduced Fisher matrix with the corresponding N rows
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and columns removed from the original Fisher matrix.



Appendix F
LAE Galaxy Clustering Including
Scale Dependent Ionising Background
Fluctuations
In Section 6.2.4 we outlined the derivation of the next-to-leading order expressions
for both the Lyα radiative transfer coefficients and the LAE galaxy density field.
However, the expressions for the Lyα galaxy density field were derived for our sim-
plified model containing no scale dependent ionising background fluctuations. In this
appendix, we outline the full derivation for the next-to-leading order expressions in-
cluding these scale dependent fluctuations.

F.1 Real-space Lyα radiative transfer kernels

In this subsection, we derive the symmetrised kernels, Z(s)
n , for the LAE galaxy den-

sity field in real-space. Keeping up to second order in the perturbation expressions,
the real-space LAE galaxy density field is given by,

δLyα(x) = b1δ(x) +
1

2
b2δ(x)2 + δΓ(x)CΓ + δρ(x)Cρ + δv(x)Cv

+
1

2

[
CΓΓδ

2
Γ(x) + Cρρδ

2
ρ(x) + Cvvδ

2
v(x)

]

+CΓρδΓ(x)δρ(x) + CΓvδΓ(x)δv(x) + Cρvδρ(x)δv(x)

+b1δ(x) [δΓ(x)CΓ + δρ(x)Cρ + δv(x)Cv] . (F.1)

Again, we substitute Equation (6.21) for the non-linear galaxy bias into Equa-
tion (F.1) and take the Fourier transform of the resultant expression. Additionally
we use the same relations, δρ(k) = δ(k) and δv(k) = −fµ2η(k). However, this time
the expression for the ionising background fluctuations is not as straightforward.

In Appendix D we derived expression in Fourier space for the scale-dependent
ionising background fluctuations,

δΓ(k) = δg(k)
arctan(|k|λ)

|k|λ . (F.2)
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Using Equation (6.21) for the non-linear galaxy bias, this yields to second order,

δΓ(k) =

[
b1δ(k) +

1

2
b2δ(k)2

]
arctan(|k|λ)

|k|λ . (F.3)

Substituting in this expression for the ionising background fluctuations into the
Fourier transform of Equation (F.1) then yields up to second order,

δLyα(k) = [b1 + CΓb1A(k) + Cρ] δ
(1)(k) + Cvδ

(1)
v (k)

+ [b1 + CΓb1A(q1, q2) + Cρ] δ
(2)(q1, q2) + Cvδ

(2)
v (q1, q2)

+
1

2

[
b2 + CΓb2A(q1, q2) + CΓΓb

2
1A(q1)A(q2) + Cρρ + 2CΓρb1A(q1)

+2b21CΓA(q1) + 2b1Cρ
]
δ(1)(q1)δ(1)(q2) +

1

2
Cvvδ

(1)
v (q1)δ(1)

v (q2)

+ [CΓvb1A(q1) + Cρv + b1Cv] δ
(1)(q1)δ(1)

v (q2), (F.4)

where k = q1 + q2, A(q1) ≡ arctan(|q1|λ)
|q1|λ , and A(q1, q2) ≡ arctan(|q1+q2|λ)

|q1+q2|λ . It is
clear that the introduction of scale-dependent ionising background fluctuations sig-
nificantly complicates the expression for the higher order LAE galaxy density field as
we can no longer simplify the expression by defining scale independent effective bias
parameters (e.g. b̃1, b̃2 and C̃). After we symmetrise Equation (F.4) we can simply
read-off the first and second order real-space scale-dependent Lyα radiative transfer
kernels,

Z
(s)
1 (k) = b1

(
1 + CΓ

arctan(|k|λ)

|k|λ

)
+ Cρ − fµ2Cv, (F.5)

Z
(s)
2 (q1, q2) =

1

2
b21CΓΓA(q1)A(q2) +

1

2
Cρρ + b1Cρ +

b2
2

[1 + CΓA(q1, q2)]

−1

2
fCρv(µ

2
1 + µ2

2) +
1

2
b1 (CΓρ + b1CΓ) [A(q1) +A(q2)]

−1

2
b1Cvf(µ2

1 + µ2
2)− fµ2

12CvG
(s)
2 (q1, q2)

+ {b1 [1 + CΓA(q1, q2)] + Cρ}F (s)
2 (q1, q2)

−1

2
fb1CΓv

[
µ2

2A(q1) + µ2
1A(q2)

]
+

1

2
f2µ2

1µ
2
2Cvv. (F.6)
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F.2 Redshift-space Lyα radiative transfer kernels

In this subsection, we provide the symmetrised kernels, K(s)
n , for the redshift-space

LAE galaxy density field.

K
(s)
1 (k) = b1 [1 + CΓA(k)] + Cρ + fµ2(1− Cv), (F.7)

K
(s)
2 (q1, q2) = Z

(s)
2 (q1, q2) + fµ2

12G
(s)
2 (q1, q2) +

1

2
(q12µ12f)2

[
q1zq2z

q2
1q

2
2

]

+
1

2
(q12µ12f)

[
q1z

q2
1

Z
(s)
1 (q2) +

q2z

q2
2

Z
(s)
1 (q1)

]
,

=
1

2
b21CΓΓA(q1)A(q2) +

1

2
Cρρ + b1Cρ +

b2
2

[1 + CΓA(q1, q2)]

+
1

2
b1 (CΓρ + b1CΓ) [A(q1) +A(q2)]− 1

2
f(µ2

1 + µ2
2)(b1Cv + Cρv)

+ {b1 [1 + CΓA(q1, q2)] + Cρ}F (s)
2 (q1, q2)

−1

2
fb1CΓv

[
µ2

2A(q1) + µ2
1A(q2)

]
+

1

2
f2µ2

1µ
2
2Cvv

+fµ2
12(1− Cv)G(s)

2 (q1, q2) +
1

2
(q12µ12f)2(1− Cv)

[
q1zq2z

q2
1q

2
2

]

+
1

2
(q12µ12f)

[
q1z

q2
1

+
q2z

q2
2

]
(b1 + Cρ)

+
1

2
(q12µ12f)

[
q1z

q2
1

A(q2) +
q2z

q2
2

A(q1)

]
b1CΓ (F.8)

where

µ12 ≡ (q1 + q2) · ẑ/q12, (F.9)

q12 ≡ |q1 + q2|, (F.10)

q1z ≡ q1 · ẑ = q1µ1. (F.11)





Appendix G
Rotation Matrix
In Section 6.3 we briefly outlined a convenient coordinate transformation as per-
formed by Scoccimarro, Couchman & Frieman (1999) and Smith, Sheth & Scocci-
marro (2008), to express the LAE galaxy bispectrum as a function of five independent
variables. In this appendix we outline the derivation of this coordinate transform.

The bispectrum is defined by three spatial vectors, k1, k2 and k3, which are
related by the triangular condition, k1 + k2 + k3 = 0. This condition dictates that
these three k-vectors be defined within a plane, closing to form a triangle. It is
convenient to align one of these vectors (i.e. k1) with the line-of-sight direction, ẑ,
where now the triangle is completely defined within the z-y plane (e.g. Figure G.1).

The bispectrum is evaluated by summing over all possible triangle configurations
that meet the triangular condition. Each individual configuration can be obtained
by a rotation of the z-y plane, where this rotation can be defined by a set of three
angles (Euler angles). Consider the triangle configuration defined in Figure G.1. All
possible triangle configurations can be obtained by a rotation of the plane defined
by k1, k2 and k3 by the following series of rotations: a rotation by φ about the ẑ
axis, a rotation by α about the new x̂′ axis and finally a rotation of β about the new
ẑ′ axis. Each of the three k-vectors, k1, k2 and k3, are then subject to the rotation,

θ12

θ13

θ23

ẑ

n̂

k1

k2

k3

ẑ�

αŷ

ŷ� φ

Figure G.1: Visualisation of the bispectrum triangle with the k1 vector oriented along
the line-of-sight direction, ẑ. All subsequent configurations of the bispectrum triangle can
be obtained by a rotation of the plane defined by the vectors, k1, k2 and k3, by the Euler
angles, φ, α and β.
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which for this set of Euler angles can be defined by the following rotation matrix,

R = Rẑ′(β) · Rx̂′(α) · Rẑ(φ)

=




cosβ cosφ− cosα sinφ sinβ cosβ sinφ+ cosα cosφ sinβ sinβ sinα

−sinβ cosφ− cosα sinφ cosβ −sinβ sinφ+ cosα cosφ cosβ cosβ sinα

sinα sinφ −sinα cosφ cosα


 .

(G.1)

In the z − y plane, the components of the three k-vectors are,

k1 = (0, 0, k1), k2 = (0, k2sinθ12, k2cosθ12),

k3 = (0,−k2sinθ12,−k1 − k2cosθ12), (G.2)

where the last equality arises due to the triangular condition. We then rotate these
three k-vectors into their new basis by the rotation matrix and we take the dot
product with the line-of-sight vector, ẑ as we are only interested in the line-of-sight
component,

(R · kT1 ) · ẑ = k1cosα ẑ, (G.3)

(R · kT2 ) · ẑ = k2cosαcosθ12 − k2sinαcosφsinθ12 ẑ,

= k2

[
cosαcosθ12 − cosφsinθ12

√
1− cos2α

]
ẑ, (G.4)

(R · kT3 ) · ẑ = k2sinαcosφsinθ12 − k1cosα− k2cosαcosθ12 ẑ

= −k1cosα− k2

[
cosαcosθ12 − cosφsinθ12

√
1− cos2α

]
ẑ.(G.5)

These equations can then subsequently be rewritten by returning to our definition
for the cosine of the angle between the k-vectors and the line-of-sight direction, ẑ
(i.e. µ1 = k1 · ẑ/k1 ≡ cosα). Therefore,

µ2 = µ1cosθ12 −
√

1− µ2
1sinθ12cosφ, (G.6)

µ3 = −k1

k3
µ1 −

k2

k3
µ2. (G.7)



Appendix H

The Volume of the Bispectrum
Estimator, VB

To calculate the sample variance of the bispectrum (and reduced bispectrum), we
need to determine the volume of the bispectrum estimator, VB, used in Equa-
tion (6.51), which determines the number of triangular configurations sampled at
each position. We begin with the definition of VB:

VB =

∫

k1

d3q1

∫

k2

d3q2

∫

k3

d3q3 δ
D(q123). (H.1)

Rewriting δD(q123), we find

VB =

∫
d3x

(2π)3

∫

k1

d3q1 e
ix·q1

∫

k2

d3q2 e
ix·q2

∫

k3

d3q3 e
ix·q3 .

Now, we approximate each integral by the following,
∫

k3

d3q3 e
ix·q3 ' 4π [ k3

sin(k3x)

x
∆k +O(∆k3 ) ]

' 4π k3
sin(k3x)

x
∆k, (H.2)

where ∆k is the width of the Fourier wavemode, yielding

VB = 32πk1k2k3(∆k)3

∫ ∞

0

sin(k1x)sin(k2x)sin(k3x)

x
dx.

(H.3)
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Evaluating the integral,
∫ ∞

0

sin(k1x)sin(k2x)sin(k3x)

x
dx

=
1

2

∫ ∞

−∞

(
sin(k1x)

x

)
sin(k2x)sin(k3x)dx

=
1

2

∫ ∞

−∞

(
1

2
k1

∫ 1

−1
eixk1µdµ

)
sin(k2x)sin(k3x)dx

= −π
8
k1

∫ 1

−1
dµ

∫ ∞

−∞

dx

2π

[
eix(k1µ+k2+k3) − eix(k1µ−k2+k3)

−eix(k1µ+k2−k3) + eix(k1µ−k2−k3)
]

=
π

8

∫ 1

−1
dµ

[
δD
(
µ− k2 − k3

k1

)
+ δD

(
µ+

k2 − k3

k1

)
−

δD
(
µ+

k2 + k3

k1

)
− δD

(
µ− k2 + k3

k1

)]
. (H.4)

Here, we have used

sin(k2x)sin(k3x) = −1

4

(
eixk2eixk3 − eixk3e−ixk2 −eixk2e−ixk3 + e−ixk2e−ixk3

)
.

(H.5)

Once we consider the triangular condition, and that k1 ≥ k2 ≥ k3, we obtain

VB = 8π2k1k2k3(∆k)3 ×





1 normal triangles

1−Θ0 if k1 = k2 + k3

Θ0 if k2 = k1 + k3 or

k3 = k1 + k2

(H.6)

where Θ is the Heaviside theta function, and Θ0 = 1
2 .



Appendix I

Derivation of the Bispectrum
Distance Derivates
To calculate the Fisher matrix for the angular diameter distance and the Hubble rate,
we need to calculate derivatives of the bispectrum with respect to the distances,
namely, ∂B(k1,k2,k3,µ1,µ2,µ3)

∂ln(DA) and ∂B(k1,k2,k3,µ1,µ2,µ3)
∂ln(H) . However, we are dealing with

the variables k1, k2, k3, µ1, µ2 and µ3, which are not all independent of one another.
Hence we perform the chain rule with respect to the independent functions, k1,
k2, k3(θ12, µ1, φ), µ1, µ2(µ1, φ), and µ3(k1, k2, θ12, µ1, φ). Here, we have written the
dependent variables, k3, µ2 and µ3, as functions of the independent variables k1,
k2, θ12, µ1 and φ, which fully describe the shape and orientation of the bispectrum
triangles.

Performing the chain rule,

∂B

∂ln(DA)
=
∂B

∂k1

∂k1

∂lnk1

∂lnk1

∂ln(DA)
+
∂B

∂k2

∂k2

∂lnk2

∂lnk2

∂ln(DA)
+
∂B

∂k3

∂k3

∂lnk3

∂lnk3

∂ln(DA)

+
∂B

∂µ1

∂µ1

∂ln(DA)
+
∂B

∂µ2

∂µ2

∂ln(DA)
+
∂B

∂µ3

∂µ3

∂ln(DA)
, (I.1)

and

∂B

∂ln(H)
=
∂B

∂k1

∂k1

∂lnk1

∂lnk1

∂ln(H)
+
∂B

∂k2

∂k2

∂lnk2

∂lnk2

∂ln(H)
+
∂B

∂k3

∂k3

∂lnk3

∂lnk3

∂ln(H)

+
∂B

∂µ1

∂µ1

∂ln(H)
+
∂B

∂µ2

∂µ2

∂ln(H)
+
∂B

∂µ3

∂µ3

∂ln(H)
, (I.2)

where for notational convenience we have dropped the dependent variables on all
functions. For the determination of the actual derivatives, in the evaluation of the
second-order kernels, we write k12 = k3, k13 = k2, and k23 = k1; and µ12 = −µ3,
µ13 = −µ2, and µ23 = −µ1. Following this we find, for example

∂k12

∂k1
=
∂k3

∂k1
= 0,

∂k13

∂k1
= 0 and

∂k23

∂k1
= 1. (I.3)

We apply similar logic when calculating the derivatives with respect to k2 and k3 as
well as when performing the derivatives with respect to µ1, µ2, and µ3.
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When performing the derivatives of the bispectrum with respect to, e.g., k1, we
hold k2, k3, µ1, µ2 and µ3 fixed, despite k3 and µ3 depending on k1 as per the
definition of the chain rule. We have chosen to write Equations (I.1) and (I.2) in the
form above, to then insert the following derivatives of ki and µi from Shoji, Jeong &
Komatsu (2009),

∂lnki
∂ln(DA)

= 1− µ2
i , (I.4)

∂lnki
∂ln(H)

= −µ2
i , (I.5)

∂µi
∂ln(DA)

= −µi(1− µ2
i ), (I.6)

and

∂µi
∂ln(H)

= −µi(1− µ2
i ). (I.7)
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