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Abstract

T  presents a new optical imaging technique which measures the struc-

ture of objects without the use of lenses. Termed diffraction-contrast imaging (),

the method retrieves the object structure from a Fresnel diffraction pattern of the

object, using a deconvolution algorithm.  is particularly adept at imaging highly

transparent objects and this is demonstrated by retrieving the structure of an al-

most transparent cloud of laser-cooled atoms. Applied to transparent Bose-Einstein

condensates,  should allow the non-destructive imaging of the condensate while

requiring only the minimum possible apparatus of a light source and a detector.

The algorithm is derived from the free-space Fresnel diffraction integral under

the assumption that the object is monomorphous (composed of a single material)

and weakly absorbing. With a further assumption of slow spatial variation of the

phase-shift, a linear expression is obtained relating the column density of the object

to the diffraction-pattern contrast. Unlike previous derivations, I show that this

contrast transfer function () formalism is not limited to weakly phase-shifting

objects.





Diffraction-contrast imaging avoids the use of lenses to form images, and so is

free of lens aberrations. The technique may be particularly useful at x-ray wave-

lengths where lenses are difficult to fabricate. Although lenses are avoided, magni-

fication of the image is still possible if a point source of light projects an enlarged

diffraction-pattern onto the detector. New validity conditions for the validity of

this magnification are derived.

From the  expression, a retrieval algorithm is derived which returns a col-

umn density image given the diffraction pattern and the imaging parameters: wave-

length, detector size, propagation distance and the object refractive index. This

regularised deconvolution algorithm is fast and remains numerically stable even

for objects with very weak absorption. An extension of the algorithm uses wavelet

techniques to dramatically improve stability when the diffraction pattern has a low

signal-to-noise ratio. Retrievals from exposures as low as 10 photons/pixel were

successful in simulations.

Diffraction-contrast imaging was demonstrated by imaging a cloud of laser-

cooled and trapped atoms illuminated with off-resonant laser light. A magneto-

optical trap provided a cloud of 85Rb atoms. Diffraction patterns were obtained

with a defocused lens system; focused absorption and fluorescence images were also

taken for comparison. Retrieved column densities agreed quantitatively and visu-

ally with absorption images. Later, holographic diffraction patterns were imaged

with no lens between the atom cloud and the  detector and column densities

retrieved. Point projection magnification was demonstrated using a bare optical

fibre source.

Diffraction-contrast imaging of cold atoms is expected to have a signal-to-noise

ratio comparable with other off-resonant imaging techniques. Holographic depth-

of-field has been demonstrated, removing the need to focus optical systems. The

 apparatus is the simplest possible, requiring only a point-source of light and

a detector. This lack of optical elements obviates most calibration uncertainties so

that retrievals are highly accurate.
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Chapter 

Introduction

T   a new method of seeing transparent, microscopic objects.

No optics need be used and only the coherent-light diffraction pattern is recorded.

A regularised-deconvolution algorithm extracts the structure of the object from the

diffraction pattern.

The objects of interest in this work are clouds of laser-cooled atoms. The cold-

est such clouds, Bose-Einstein condensates, are destroyed by the absorption of light

and must be imaged when transparent. This thesis presents images of the diffrac-

tion patterns produced by transparent clouds of cold atoms, and demonstrates the

retrieval of detailed structural information from these patterns.

. Cold atoms

Early work on laser-cooling of atomic beams led to the first demonstration of

magneto-optical trapping of an atomic gas in  []. This achievement revitalised

the field of atomic physics and stimulated advances in areas as diverse as metrology

and microfabrication. Fundamental new processes were discovered in the interac-

tion of light with free atoms. The first Bose-Einstein condensate () in an atomic

gas was created in  [–]: a gas of millions of weakly-interacting atoms all in the

same internal and external quantum states. This novel state of matter offered an un-

precedented level of control over interactions, exposing familiar condensed-matter

physics to new experiments and revealing entirely new physical processes. Interest

in cold atom physics, and  in particular, continues to grow as the theoretical

possibilities of quantum entanglement and teleportation of atoms become experi-

mental realities. Perhaps the most interesting prospect of all is that atoms cooled in



 

optical lattices could form the substrate for a scalable quantum computer [].

. Imaging cold atoms

Almost everything we know about Bose-Einstein condensates comes from optical

observation. Cold atoms in general show conventional optical behaviour: they ab-

sorb and phase-shift light passing through them. s are no exception. The act

of observing a Bose-Einstein condensate, however, is quite capable of destroying

it. If the illuminating radiation is resonant with an atomic transition, the  will

become opaque, absorbing all incident light. Even though absorbed photons are

re-emitted, carrying away almost all of their energy, the momentum recoil from ab-

sorbing a single photon is enough to eject an atom from the condensate. For alkali

condensates, imaging the dark shadow of a condensate is destructive: if enough

photons are scattered to form an image, the condensate will be destroyed in the

process.

It is possible to image a condensate without also destroying it. If illuminated

with laser light far-detuned from atomic resonances, absorption falls to negligible

levels. Such transparent s may still have a measurable effect on the phase of

the optical wave, and it is then an optical problem to make the phase-variations

visible. Non-destructive imaging was demonstrated only a year after the first 

was produced and several new dynamic processes were observed as a consequence.

Despite the demonstrated success of non-destructive imaging, all but two of the

more than   experiments worldwide continue to use destructive absorption

imaging. Presumably, this is due to the considerable complexity of fabricating and

aligning the phase-imaging optics.

This thesis presents a phase-imaging method, termed diffraction-contrast imag-

ing (), which uses much simpler apparatus than methods currently employed

for non-destructive imaging of cold atoms. Diffraction-contrast imaging retrieves

the structure of the object from an image of its diffraction pattern.  should

be capable of non-destructive imaging of a , while using the same optics as

destructive absorption imaging. An extension of the method offers high-resolution

imaging with no lenses at all: only a light source and a detector are required.  is

not limited to cold-atom imaging: it has also been applied to x-ray point-projection

microscopy and femtosecond imaging of laser-induced plasmas. These extensions

of  are not discussed in this thesis. A journal article concerning x-ray theory

and experiments is included as Appendix I.
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F . A conceptual view of diffraction-contrast imaging. A plane-wave of
light is incident on an object, which absorbs and phase-shifts the light. The light
propagates in free-space and is measured by a spatially-resolved detector. The sec-
ond step of diffraction-contrast imaging is retrieving the column-density of the
object from the measured diffraction pattern. This is done computationally.

Chapters  and  describe diffraction-contrast imaging as a general optical tech-

nique. Chapters  and  apply  to imaging of cold atoms in a magneto-optical

trap (). Prospects for future work are discussed in Chapter .

. Diffraction-contrast imaging

Perceiving a transparent object is an old problem. Our ancestors must have won-

dered at the tangibility of the clear but turbulent air above a fire, and at how the

gentle ripples on the surface of a pool render violent caustics on its bed.

The invention of new ways of seeing brought new transparent objects into view.

Newton cursed the air, transparent but ‘in perpetual Tremor’, that lay between his

telescope and the stars []. The first microscopists found the translucency of the

microcosm allowed its observation in transmitted light. They saw, however, that

the smallest things were so transparent as to be hardly visible.

.. Concept

Diffraction-contrast imaging combines the oldest phase-contrast method with the

newest mathematical tools for recovering the object structure. The principle is de-

picted in Figure .. A plane-wave of light passes through a transparent, or almost-



 

transparent, object and after propagating through a distance z of free-space, the

intensity is measured by a spatially-resolved detector, in particular a  camera.

In the absence of the object, a constant intensity would be recorded. If the propaga-

tion distance is zero, we have a contact image which shows only absorption-contrast.

A contact image of a completely transparent object shows nothing but the con-

stant background intensity. The wavefield will have been phase-shifted by the ob-

ject, but the wave amplitude is unchanged and so the intensity is unchanged. As the

detector is moved away from the object, refraction and diffraction cause amplitude

variations in the wavefield and so variations in the measured intensity. Ripples of

light on a river-bed are diffraction-contrast images of the water surface, although

there the contrast is blurred by the limited spatial and temporal coherence of sun-

light.

It does not seem possible to construct a simpler system than  which records

an ‘image’. In the limit of small propagation distances, the image will resemble

an outline of the object which a single bright and dark fringe pair outlining edges

of the object. If the light is coherent, images at greater distances develop more

diffraction fringes until the object is an unrecognisable mass of fringes (see left-

hand column on p ). To be an imaging technique,  must be able to recover a

meaningful image of the object from this diffraction-pattern. This thesis shows that

quantitative images can be recovered, subject to certain conditions on the object’s

composition, thickness and on the propagation distance. The recovery process is

termed diffraction-contrast retrieval ().

.. Forward and inverse problems

An important theme of this thesis is the distinction between forward and inverse

problems []. Leaving aside the finer points of etiology, we can describe the light

passing through the object as a cause, and the detected diffraction-pattern as its

effect.

The forward problem is predicting the effect of a known cause: in our case, the

forward problem is predicting the diffraction-pattern of a known object. After in-

troducing the scalar optics framework used in this thesis (§.), Chapter  describes

the steps for solving the forward problem:

. Determine the wavefield incident on the object. Usually this is well approxi-

mated by a spherical or plane wave.
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. Given information about the object, such as refractive index and thickness,

calculate the wavefield immediately after the object (§.).

. Propagate this exit-surface wavefunction a distance z to the imaging plane

(§.), using either the Rayleigh-Sommerfeld diffraction integral (§..) or

the angular-spectrum transfer function (§..), which are formally equiva-

lent.

. Square the amplitude of this propagated wavefield to obtain the intensity at

the detector.

Solving the forward problem is relatively simple. It is obviously unique: there is

only one diffraction pattern for a given object, and the solution is stable: small

changes to the object result in only small changes of the diffraction pattern.

Diffraction-contrast retrieval demands that we solve the inverse problem: given

an effect (the diffraction pattern), we want to know as much as we can about its

cause (the object). An example of the difficulty in solving this inverse problem is

the well-known Talbot effect.

Imagine that the object to be imaged is a phase grating. It has been known since

 that the intensity following a grating shows periodic vanishings and reappear-

ances of ‘images’ of the grating []. Equivalently, for any given propagation distance

z , there are a countably infinite number of different grating periods which produce

exactly zero contrast. Any combination of these gratings oriented in any direction

in the plane could be added to any object and produce no change in the diffraction

pattern. The inverse problem is thus not unique. Chapter  presents a solution to

the non-uniqueness of a similar inverse problem.

.. Inline holography: phase, amplitude and the twin-image

We assumed in the previous discussion that the object was a phase object: one that

is completely transparent and affects only the phase of the wavefield. If the object

could be a phase-grating or an amplitude grating, it would not be possible to tell

which from a diffracted image.

One way of viewing this problem is that we need two numbers at every point to

specify the amplitude and phase of the wavefield after the object. The detector mea-

sures intensity, and so yields one number at each point. In a sense there is twice as

much information in the wavefield than there is in the measured image. This gen-

erates a much deeper inverse problem than the vanishing contrast problem: rather



 

than missing information only at exact spatial frequencies, one-half of the infor-

mation is gone. If using a 1000 × 1000 pixel detector, recovering the full wavefield

would be analagous to finding a unique solution to  million equations in  million

unknowns! The general inverse problem of reconstructing the full wavefield from

a diffraction pattern cannot be solved.

The first attempt to recover a wavefield from a diffraction pattern was made

by Denis Gabor in . He recorded a diffraction pattern on photographic film,

and showed that illuminating the developed film reconstructed a wavefield which

approximated the original wavefield incident on the film. We just saw, however,

that there isn’t enough information to reconstruct the full wavefield, and Gabor’s

method – which he termed holography – always produces a wavefield corrupted by

an out-of-focus twin-image (§.).

.. The monomorphous-object assumption

 has much in common with Gabor holography. Both techniques record diffrac-

tion-patterns, but Gabor holography attempts to reconstruct the full wavefield ei-

ther optically, or by a digital simulation of optical propagation. Diffraction-con-

trast imaging assumes that the object is composed of a single material. Under this

assumption, the phase and amplitude of the exit-surface wavefield are no longer

independent quantities and both are simply related to the thickness of material the

light has travelled through. There is then enough information to retrieve this thick-

ness – a single number at each point – from the diffraction-pattern.

While the concept of thickness is sensible for conventional materials, it must

be modified slightly for cold-atom imaging. I define the neologism monomorphous

to describe an object composed of a single material. A monomorphous object is

defined here to have a refractive index n with deviation from unity proportional to

its density ρ :

n(r) = 1 + ρ(r)(δ + iβ). (.)

β is termed the absorption coefficient and δ the phase coefficient. A conventional

material has a constant density, and therefore has a constant refractive-index: it

is homogeneous. A cold-atom cloud does not have a constant density or refractive

index, but still has a refractive index of the monomorphous form (.) if composed

of a single species. The idea of thickness is then replaced by the column-density:

the integral of the density ρ(r) along the direction of light propagation. For plane-
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wave illumination as in Figure . the column-density is

ρ(x) =
∫ 0

−∞
ρ(r) dz , (.)

where r = (x, y, z) and x = (x, y). The wavefield after the object is then

exp(−µ) exp(iφ) with phase-shift φ and absorption-coefficient µ given by

φ(x) = kδρ(x) and µ(x) = kβρ(x). (.)

Here we must assume that light rays are not refracted so much by the object that

they are significantly transversely-displaced over its length. The derivation and va-

lidity of these expressions forms Section ..

Diffraction-contrast imaging seeks to retrieve the column-density ρ(x) from

the diffraction-pattern intensity I (x). It seems that there is enough information to

do this, but for our results to be meaningful the object must be monomorphous

and we must know the phase and absorption constants β and δ.

The monomorphous object assumption includes two commonly-used assump-

tions in optics. The phase object assumption of a purely-transparent object corre-

sponds to β = 0, while the real object assumption of a purely-absorbing object cor-

responds to δ = 0. Pure phase-objects are particularly unrealistic: transparent ma-

terials have a small residual absorption which can be accounted for with (.). We

will see in §.. that doing so offers great advantages when retrieving the column-

density.

.. Contrast transfer functions

It is all very well to use information theory to argue that this retrieval is possible.

These arguments tell us nothing about how to carry out such a retrieval. This the-

sis presents a direct solution to this inverse problem: we incorporate our assump-

tions (.) into the forward problem and after further assumptions and approxi-

mations we obtain an expression for the diffraction-pattern intensity which can be

solved for the column-density. Finding this expression is the subject of the Sec-

tions ..

Section §. shows that if the rigorous Rayleigh-Sommerfeld diffraction is ap-

proximated by Fresnel diffraction (a good approximation for objects significantly

larger than a wavelength) then a simplified expression may be written for the mea-

sured diffraction-pattern intensity in terms of the object’s phase-shift and absorp-
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F . The monomorphous contrast transfer function. The object is as-
sumed to be phase-advancing.

tion. Further assuming that the object absorbs weakly and causes limited phase-

shifts leads to a linear shift-invariant relationship between the diffraction-pattern

contrast I (x)/I0 − 1 and the phase and absorption:

F

{
I (x)− I0

I0

}

= 2 sin πλzu2
F{φ(x)} − 2 cos πλzu2

F{µ(x)} , (.)

in which I0 is the illumination intensity, F{ · } indicates a Fourier transform and

u2 = u2
x + u2

y is the spatial frequency. This expression makes it particularly clear

that phase and absorption contribute to the diffraction pattern in a fundamentally

inseparable manner. The factor sin πλzu2 is known as the phase contrast transfer

function () and cos πλzu2 as the amplitude .

Substituting the monomorphous-object expressions (.) for absorption and

phase-shift yields

F

{
I (x)− I0

I0

}

= 2k
(

δ sin πλzu2 − β cos πλzu2
)

F{ρ(x)} . (.)

The term in parentheses, plotted in Figure ., is termed the monomorphous .

This equation can be solved for column-density ρ , suggesting that it can be used to

recover column-density images from diffraction contrast.
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.. Retrieving the column-density

Re-arranging for ρ yields

ρ(x) = 1

2k
F

−1

{
1

δ sin πλzu2 − β cos πλzu2
F

{
I (x)− I0

I0

}}

. (.)

This formal solution to the inverse problem is no use at all unless it can be made

numerically stable and also fast enough to execute in a realistic period of time. We

can already see that there is a profound problem with stability: for some spatial-

frequencies u the denominator will be zero! It should be no surprise that these

spatial frequencies are exactly those of the Talbot gratings for which there is no

contrast.

Section . begins by discussing the conventional Tikhonov regularisation me-

thod used to stabilise many inverse problems. Unfortunately, this method retrieves

column-density images that are either too noisy or too distorted. The theoretically-

optimal retrieval method is known as a Wiener filter, but it cannot be implemented

in practise as it assumes prior knowledge of the object structure. I show that a

partial-Tikhonov filter more closely approximates the Wiener optimum without

making strong assumptions about the object structure. Simulated retrievals with

this filter display lower noise and less distortion.

When imaging the smallest Bose-Einstein condensates, every photon counts.

Non-destructive imaging may require exposures of fewer than 50 photons per pixel.

Under these conditions, shot-noise is high enough that even the ‘optimal’ Wiener

filter does not yield satisfactory retrievals. The Wiener filter is really only the op-

timum for stationary objects, such as crystals, which look similar at all locations

in space. It is far from optimal for finite-sized objects. Formulating a better filter

requires moving away from the Fourier basis, which is good at representing crystals

but very bad at representing compact objects with sharp edges. Section . shows

that a wavelet basis is better for representing finite-sized objects, but not well-suited

to deconvolving the contrast transfer function. In Section ., I extend a hybrid

Fourier-wavelet deconvolution algorithm known as ora to use the partial-

Tikhonov filter. Simulations suggest that this solution to the inverse problem is ca-

pable of retrieving accurate column-density images from diffraction-patterns with

only a few photons per pixel exposure. Some possible further enhancements of the

diffraction-contrast retrieval algorithm are considered in §..

If we know the propagation distance z , the wavelength λ and the absorption



 

and phase coefficients β and δ, these algorithms are capable of retrieving an image

of a monomorphous object from a single diffraction-pattern. How do we select

the propagation distance to use? A propagation distance of zero clearly renders

the least contrast for an almost-transparent object, while in the far-field the pattern

simply spreads out over a greater area of detector but with a concomitant reduction

in contrast. Somewhere inbetween the contact and far-field images there must be

a point of optimal contrast. Section . shows that integrated contrast is higher

at larger distances where the diffraction-pattern is holographic: an unrecognisable

tangle of fringes with all but the largest structures highly diffracted.

.. Phase-advancing and phase-retarding objects

Diffraction-contrast imaging suffers from a fundamental instability when applied

to phase-retarding objects. Phase-retarding materials have refractive indices with

real part greater than one, equivalently, they have positive δ in the monomor-

phous refractive index expression (.). Conventional translucent materials at visi-

ble wavelengths are phase-retarding, for example glass has n ≈ 1.5.

The instability is clear if we imagine a lens-shaped object made of phase-re-

tarding material with some finite absorption, a piece of coloured glass for example.

The phase effect of the object tends to focus light towards the optical axis, however

this is where absorption is strongest and the absorption and phase effects cancel

and contrast is lost. More rigorously, when δ is positive the first zero of the mono-

morphous  in (.) is at a much lower spatial-frequency than for negative δ

materials and a much wider interval of the spatial-frequency spectrum is lost (see

also Figure . on p ).

This instability is less of a restriction than might be imagined: conventional

objects of interest, such as biological cells, are not monomorphous and so do not

fall within the ambit of  in any case. The highest-energy electronic resonance in

light atoms lies in the soft x-ray region and so these materials are phase-advancing

at hard x-ray wavelengths. Cold atoms are imaged in the visible, but by tuning to

the blue of strong atomic resonances, they too become phase-advancing materials

suitable for diffraction-contrast imaging.

.. Magnification by point-projection

One important advantage of diffraction-contrast imaging over focal phase imaging

techniques, such as Zernike phase-contrast, is the absence of imaging optics. Re-
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F . Magnification by point-projection. A point-source of light is located
a distance R1 before the object, and the detector is a distance z after.

moving lenses removes lens aberrations, reduces losses from optical surfaces and

removes image noise due to dust and imperfections on the lens surface. But re-

moving lenses also removes magnification – or does it?

Figure . shows how lensless magnification can be achieved by point projec-

tion. The effect must be amongst the oldest known optics: the looming, enlarged

shadows thrown by a fire on a distant wall must have been noticed millennia before

the first lenses were ground. From geometry it is clear that the magnification is

M = (R1 + z)/R1. With coherent light, the image will naturally not be a shadow,

but a diffraction pattern.

What is less obvious is that the diffraction pattern will be magnified but other-

wise identical to the diffraction pattern observed with collimated illumination (Fig-

ure .) at an effective propagation distance zeff = R1z/(R1 + z). A careful proof of

this isomorphism is given in §., and a novel and simple validity-bound is derived.

The result assures us that we can retrieve a column-density from a point-projection

magnified diffraction-pattern simply by using the effective propagation distance zeff

in place of z in the retrieval algorithm.

The ‘apparatus’ of Figure . may be even simpler than Figure . as it is often

easier to produce a point-source of radiation than a well-collimated beam. In x-ray

imaging, for example, a point source is readily produced by focusing an electron

beam to a very small spot-size on a metal target. X-ray point-projection micro-

scopes using this method have achieved magnifications of 1000× with no x-ray



 

T . Benefits and restrictions of diffraction-contrast imaging.

Benefits Restrictions

Simplest possible apparatus Object must be monomorphous
Single image sufficient Unstable for phase-retarding objects
Holographic depth-of-field Absorption must be weak.
Lenses not required Phase must be slowly-varying.
Uses full  resolution Lower  than Zernike imaging
Residual absorption stabilises retrieval
Stable, fast retrieval algorithm
Temporal coherence not critical
Minimal calibration
No optical alignment
Low sensitivity to vibration

lenses required. Diffraction-contrast imaging has the potential to increase the res-

olution of these microscopes by deconvolving diffraction in the projected image.

.. Benefits and restrictions of DCI

The relative merits of phase-imaging techniques depend greatly on the object to

be imaged. If imaging stained biological cells, any one of the first four restrictions

given in Table . would be enough to rule out . On the other hand, when

imaging cold atoms these four restrictions are not a concern, as we will soon see.

Other methods for retrieving information from diffraction-patterns are dis-

cussed in §. and compared with . There are, of course, non-holographic

methods of phase imaging which rely on optics – phaseplates, prisms, aperture-

stops – placed between the object and the detector. These methods tend to be less

general. For example, a prism with substantial refraction angle is a trivial device to

make at visible wavelengths but quite impractical at x-ray wavelengths.

The benchmark non-holographic method used for comparisons in this thesis

is the Zernike phase-contrast method depicted in Figure .. An image of the object

is focused on the detector by a telescopic lens system. A transparent object would

produce no image if it was not for a phase-plate placed between the lenses. The

phase-plate has a small bump at the focal point of the lens system so that the in-

cident plane-wave component is phase-shifted and interferes with the component

of the wavefield phase-shifted by the object. The result is a bright-field image with

intensity

I (x) = I0

(

1 + 2φ(x)
)

(.)
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F . Zernike phase-contrast imaging. A standard telescopic imaging sys-
tem is modified by placing a phase-plate in its Fourier plane. The incident plane-
wave (grey) is phase-shifted by the central bump of the phase-plate. The scattered
wave (black) is little affected. Superimposing the two components on the detector
yields phase-contrast.

for small phase-shifts φ. A more thorough description of the Zernike method is

given in §...

An advantage of the Zernike method is that the phase-contrast is directly visible

and does not require a retrieval algorithm. Signal-to-noise is also the highest of all

in-line imaging methods.

On the other hand, phase-contrast imaging requires fabrication and alignment

of the phase-plate. The measured phase is highly sensitive to the phase-plate thick-

ness and alignment. Lens aberrations ultimately limit the imaging resolution. These

drawbacks are avoided using . Zernike phase-contrast assumes a completely

transparent object, although it can be corrected for absorption in a monomorphous

objects.

One fundamental advantage of  over non-holographic methods such as

Zernike imaging is its holographic depth-of-field. As no lenses are necessary, there

is no focusing step when recording the diffraction-pattern. Setting the propagation

distance in the retrieval is equivalent to focusing a lens system in a non-holographic

method. It is impossible to record an out-of-focus diffraction-pattern, it is merely

possible to retrieve at an incorrect distance. The retrieval distance can be adjusted

at leisure, even after the apparatus has been dismantled. Further, if the diffraction-

pattern was due to multiple objects at different distances from the detector, it is

possible to ‘focus’ on them individually by retrieving at different propagation dis-

tances.

Diffraction-contrast imaging and Zernike phase-contrast are simulated for few-

photon exposures and compared in §.. and a signal-to-noise analysis is given

in §... The relative merits of Zernike,  and other cold-atom imaging systems



 

are discussed in §..

v

T   Chapters of this thesis describe diffraction-contrast imaging, a

phase imaging technique based on recording diffraction-patterns without the use

of optics. Restricting Fresnel diffraction theory to consider only monomorphous

objects generates a retrieval algorithm which can be stabilised by inverse-problem

techniques. Diffraction-contrast imaging offers the depth-of-field of inline holog-

raphy, but avoids the twin-image problem of holographic reconstruction.

. Diffraction-contrast imaging of cold atoms

The latter part of this thesis applies diffraction-contrast imaging to imaging of

cold atoms. Chapter  describes the design and construction of a magneto-optical

trap () which produces a cloud of cold atoms. The cloud is larger, less dense

and less cold than a , and consequently is not as sensitive to heating when im-

aged. Nevertheless, the  makes an excellent test object for  experiments;

the results of these are presented in Chapter .

.. A cold atom trap

The magneto-optical trap was originally designed to also function as a cold-atom

beam; §. describes the design decisions for this dual-use system, and the vacuum

system is detailed in §.. The restoring force that confines atoms in a  is

provided by Zeeman-adjustment of the optical spontaneous force. A spherical-

quadrupole magnetic field traps atoms in three dimensions and is produced by

anti-Helmholtz coils (§.).

The viscous cooling force is generated by an optical molasses of counter-propa-

gating laser beams. Laser light was produced by external-cavity diode lasers (s).

Design and construction of these lasers was a major component of this project. The

lasers themselves are described in §.. Stabilising lasers to an atomic transition re-

quires electronic or optical feedback. Stabilisation techniques are reviewed in §.,

and the controller design is described in detail in §.. Optics for the trapping

beams are described in §.. Finally, the arrangement of the imaging system is

given in §..
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.. Optical properties of cold atoms

Chapter  begins with a derivation of the refractive index of cold atoms. It is shown

that cold atom clouds behave as monomorphous objects, and even the transition to

 does not significantly alter this behaviour. They are phase-advancing objects

when the probe light is detuned blue of the atomic resonance.

The destructive effects of photon absorption are considered in §.. and then

an example is given of how off-resonant imaging can be non-destructive. Resolu-

tion of the imaging system is shown to be optimal when the atom cloud phase-shifts

the probe beam by around one radian (§..).

It follows that a  imaged off-resonance is a weakly-absorbing object which

confers a moderate phase-advance on the probe radiation. Typically, atoms in a

 are in a single internal quantum state and the cloud is then a monomorphous

object. With reference to Table . it is clear these are just the conditions needed

for a  to be valid. Indeed, it is not an exaggeration to say that the diffraction-

contrast method is ideally suited to imaging cold-atoms.

.. Cold atom imaging results

Alkali atoms have rich hyperfine structure. The interaction of this structure with

the probe field determines the absorption and phase coefficients β and δ. This

spectroscopy is the subject of §..ff.

Although  is capable of imaging without lenses, the first series of results

presented in §. were taken with a re-imaging lens. This allowed a continuum of

images to be taken including in-focus absorption images and diffraction-contrast

images with arbitrarily small propagation distance. Isomorphism between a defo-

cused lens systems and free-space propagation are elucidated in §.. and §... Of

particular interest is that defocusing towards the object is equivalent to a negative

propagation distance, and that this can be used to render the diffraction-pattern

of a phase-retarding object identical to that of the equivalent phase-advancing ob-

ject (§..).

Column-density images retrieved with the partial-Tikhonov filter and with the

hybrid Fourier-wavelet filter are shown on p . The retrievals are of compara-

ble quality and resolution to fluorescence and absorption images. A quantitative

comparison with absorption imaging (§..) shows that  is more precise.

A second series of experiments demonstrated diffraction-contrast retrievals with-

out the reimaging lens (§..) and with point-projection magnification (§..).



 

A Diffraction-contrast image. I (x)/I0: 0.7 1.3 B Retrieval ρ(x)/1012 atoms m−2: −1 5.6

F . A diffraction-pattern and retrieved column-density. The
diffraction-pattern section shown is 4 × 4 mm and the retrieval is 2 × 2 mm.
The number on the black background corresponds to the black level in the
image, the number on the white background to the white level. See Figures .
and Figure . for details of the retrieval.

Considerable detail in the atom cloud is visible, and distortions introduced by the

retrieval process are negligible. A diffraction-pattern () and retrieved column-

density () are reproduced in Figure ..

Section §. comments on resolution limits in focal phase-imaging (i.e. Zernike

phase-contrast) and in diffraction-contrast imaging. Re-imaging is shown to be

advantageous when optical access is poor and the effective f-number of a bare de-

tector limits the resolution. When optical access is good – such as imaging s

held in  glass cells – resolution down to a few micrometres should be possi-

ble. An example geometry achieving 3.7 µm resolution with a standard commercial

 detector is given in Figure .. Even better resolutions may be possible with

in-vacuum fibre point-sources. The Section concludes by discussing obstacles to

realising wavelength-resolution, and potential paths around them.

.. Comparison with other techniques

Prior to this thesis, three techniques had been demonstrated for off-resonant phase-

imaging of cold atoms: dark-ground imaging, Zernike phase-contrast and spatial-

heterodyne imaging. The first two are standard microscopy techniques, the latter is

more commonly known as off-axis image holography.
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Section . presents a thorough critical comparison of the three techniques with

diffraction-contrast imaging, summarised in a table on p . While the ultimate

signal-to-noise ratio of  is somewhat lower than other techniques, there is no

question that it is the simplest. I also argue that the simplicity of  and its lack

of adjustable parameters to calibrate should make it more accurate than any other

technique. Further,  has holographic depth-of-field, unlike the focal Zernike

and dark-ground techniques. Spatial-heterodyne imaging also has holographic

depth-of-field, but is the most elaborate of all techniques and has never been used

for non-destructive imaging.

The final Section of the thesis is a quantitative analysis of signal-to-noise ratio in

off-resonant imaging and its relation to destructive heating of . The minimum

heating of the condensate depends only on its density and on the signal-to-noise

ratio of the measurement. Additionally, the  cannot be improved by exploiting

coherences in the condensed atoms. I note, however, that non-destructive image

sequences presented to date have been limited by technical considerations rather

than heating of the condensate.

This thesis does not demonstrate that  is non-destructive. Nevertheless, I

believe that the arguments advanced in the final two Sections show that a sequence

of several diffraction-contrast images of a  should be possible without destroy-

ing the condensate. The next step is clearly to demonstrate  for Bose-Einstein

condensates. In concluding, I comment on some other possible extensions of this

work.

v

T  distinguish diffraction-contrast imaging from all other imaging

techniques: no optics are needed, and only a single image is required. The lack of op-

tics simplifies apparatus and removes technical variables from the imaging process.

Diffraction-contrast imaging is uniquely suited to the requirements of cold-atom

measurement. I hope that this new way of seeing will lead to new understandings

in atomic and optical physics.

. A note on precedence and publications

The course of this project has not, of course, followed the linear and coherent

trajectory outlined in this precis. Initially the aim of the project was to make a



 

non-interferometric measurement of the phase of an atomic beam by Transport-

of-Intensity techniques. I contributed to some early experiments with a thermal

atomic beam; these are described in the article included as Appendix F. Seeking to

improve these results led to the design of the cold atomic beam apparatus discussed

in §..

It became clear, however, that the atomic physics community would be more

interested in non-interferometric measurements of optical phase-shifts, in partic-

ular the phase-shifts due to cold atom clouds illuminated off-resonance. Standard

Transport-of-Intensity solutions require two images, but a single-image solution

for monomorphous objects was described by David Paganin in early  (see §.).

The cold beam system was set up as a magneto-optical trap, and defocused images

of the  were processed with the monomorphous  algorithm. These results

were published in the article included as Appendix H. In considering the resolu-

tion limits of the  method, I derived the -deconvolution solution, and later

found that a similar expression was used by electron microscopists.

It was clear to me that the  deconvolution would be a powerful technique in

x-ray point-projection microscopy. I sought a provisional patent on the solution,

in particular the partial-Tikhonov regularisation procedure, and was granted Aus-

tralian Provisional Patent number  on  June . I presented a poster

describing this work at the Second International Workshop in Non-Crystallogra-

phic Phase Retrieval [] on  June . The following day, Timur Gureyev gave a

talk outlining the same  deconvolution method []. As this was a genuine case

of scientific coincidence, I decided that it was improper to proceed with the patent

application.

. What’s new?

This work extends the deconvolution of optical diffraction patterns in a number of

fundamental ways. A formally similar solution to (.) was derived in the electron

microscopy literature as long ago as . The derivation from the ambiguity func-

tional marginal given in §. is new, however, as is the consequent determination of

extended validity conditions. The application of the monomorphous  outside

electron microscopy is also novel. Electron and optical methods are compared and

contrasted in §...

Previous optical work on deconvolving the diffraction patterns due to pure

phase objects (§..) came chiefly from particle holography literature. None of
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these results demonstrate retrieval of the detailed structure in an object.

This thesis rigorously analyses of the inverse problem, and its relationship to

the Wiener filter. A partial-Tikhonov filter follows from this; it is a new results and

is carefully justified. More generally, the spectral analysis of signal and coloured

noise (for example Figure . and accompanying discussion) has not previously

been attempted. The wavelet-enhanced deconvolution of holograms is completely

new.

This work is the first investigation of diffraction-based imaging of cold atoms.

One  article describes analysis of cold-atom diffraction patterns by regression

method. As discussed in §.., only the mean size of the cloud (Gaussian width)

was recovered. This thesis presents the first retrieval of an image of an atom cloud

from its diffraction pattern. The demonstration of holographic depth-of-field is

novel, as is point-projection magnification of the diffraction pattern.

The design and assembly of the atom trap was my work. I also derived, coded

and applied the retrieval algorithms, with the exception of the Fourier-wavelet reg-

ularised deconvolution (ora) algorithm described in §. which was modified

from published source code as cited.

All of the images presented in this thesis were taken by two colleagues, who were

also responsible for constructing the imaging apparatus. Karl Weber obtained the

first set of defocus-contrast images in , taking data before I had debugged the

 retrieval code. Despite this ‘blind’ data collection, the images form a meticu-

lous set of data, more than sufficient to demonstrate the quantitative nature of 

and its relative insensitivity to focusing errors. In , Kenian Domen greatly en-

hanced the imaging apparatus, synchronising rapid, computer-controlled switch-

ing of the trapping and imaging lasers with the electronic camera shutter. Kenian

obtained the first holographic diffraction patterns and performed the first point-

projection imaging experiments.

I am deeply grateful to Karl and Kenian for their careful work and their in-

terest and enthusiasm. Their results have rendered the ideas of this thesis into a

demonstrated and useful technique.

. A note on image reproduction

Many images are presented in this thesis, both simulations and data. I have pre-

sented them in linear greyscale rather than false colour; it appears to be the con-



 

sensus in the signal processing community that this best facilitates the comparison

of results.

In this  version of this thesis, images have been embedded without com-

pression or resampling. On-screen viewing of images allows comparison without

the artifacts introduced by the printing process.



Chapter 

The forward problem:

Diffraction and contrast transfer

I   I consider the forward problem: given a monomorphous ob-

ject with known column-density, illuminated by a collimated or point source, what

is the diffraction pattern measured by an optical detector some distance after the

object? The problem separates into two parts: propagating light through the inho-

mogeneous medium (§.) and through free-space (§.).

The problem of diffraction through free-space can be solved exactly. This Chap-

ter presents two equivalent and exact solutions: the angular spectrum and the

Rayleigh-Sommerfeld integral. Although useful for simulating diffraction patterns,

neither yields an invertible expression relating the object structure and the intensity

of its diffraction pattern. Section §. gives a novel derivation of a contrast trans-

fer function expression which yields the desired simple and invertible relationship

between object structure and diffraction contrast.

Point-projection of light through an object onto a detector achieves magnifica-

tion without lenses. The point-projection magnification pattern is isomorphic to

the magnified plane-wave pattern at a related propagation distance. An incidental

result of this Chapter is a new extended validity condition for this isomorphism

given in Section ..

Both the ray optics approximations used inside the object, and the diffraction

solutions used in free-space are derived from the scalar Helmholtz equation. This

Chapter begins by summarising the provenance of the scalar Helmholtz equation

and relating its scalar wavefield to the measured intensity.



    

. Scalar optics in free space and in inhomogeneous media

The forward problem of diffraction-contrast imaging breaks into four sequential

physical processes. First, the illuminating radiation must be generated, although

the physical process involved is irrelevant. This Chapter considers two useful forms

of illumination arriving at the object: plane-wave (collimated) and spherical wave

(point-source). Second, the light propagates through the object and is attenuated

and phase-shifted in the process. This disturbed wave then propagates through

free-space and its amplitude and phase are altered by the process of diffraction.

Finally, the intensity of the wavefield is measured on the detector.

Different models are used for propagation in the object and propagation in

free space. Ray optics is used to describe the light inside the object (§.) while

Fresnel diffraction describes propagation over a longer distance in free space (§.).

Both models are based on scalar optics, which is only an approximation to the full

Maxwell theory which governs the behaviour of classical fields. This Section is a

brief discussion of the approximations involved in the underlying theory of scalar

optics, and its connections to the measured intensity and the fundamental Maxwell

theory of classical fields.

.. Intensity: the result of optical measurement

Diffraction-contrast imaging measures the intensity of light. Optical experiments

in general measure intensity, even if this measurement is often interpreted as a

measurement of wavelength, phase, polarisation or some other quantity of interest.

An example is the spectrometer, which indirectly measures the wavelength of light

but directly measures intensity as a function of the grating angle.

But what is intensity? Many texts define it in terms of the Poynting vector,

either its magnitude or its projection onto a surface normal. The intensity is better

defined in terms of the magnitude of the electric field vector E as

I =
√
ε

µ
〈E·E〉 (.)

where ε is the dielectric permittivity, µ is the magnetic permeability and the brack-

ets 〈·〉 denote a time-average over many optical cycles. This is the same intensity as

the Poynting vector definition for a plane wave, but in more complicated cases (.)

is consistent with the measured intensity while the Poynting vector definiton is not.

Appendix A discusses this further.
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The electric field E of an optical wave is a rapidly-oscillating vector quantity.

The next two Articles show how the oscillations and polarisation information can

be factored out. But we must start with the knowledge that the intensity is the

square-magntiude of the electric field vector.

.. The vector wave equation in an inhomogeneous medium

The electric field vector obeys the Maxwell equations. In a medium composed

of atoms, some of the microscopic interactions of electrons with the field are ac-

counted for by introducing the displacement field D = εE where ε is the permit-

tivity of the medium. If ε is allowed to be a complex number, then absorption

by the medium is accounted for. This model assumes that the medium is linear,

isotropic, uncharged, non-conducting, non-magnetic and does not vary over time.

The macroscopic Maxwell’s equations [] yield:

∇2E − ∇ (∇· E) = ε

c2

∂ 2E

∂ t 2
, (.)

where c is the speed of light in vacuum. In free-space, the second term vanishes

(absence of charges was assumed) leaving the familiar vector wave equation.

In a material, the induced polarisation must be included. It is useful to define

here the refractive index n ≡ √
ε and substitute it into Gauss’s Law yielding

∇· D = ∇·
(

n2(r)E(r)
)

= 0, (.)

where the spatial variation of the refractive index has been made explicit by showing

n as a function of the position vector r = (x, y, z). Expanding and solving for ∇· E,

the source term in (.) may be written

∇ (∇· E) = −2∇(E · ∇ ln n). (.)

Strohbehn [] has considered a perturbative expansion of this expression for

small deviations δn of the refractive index from unity, and found that it may be

neglected if the refractive index varies slowly compared to the wavelength. Ignoring

this source term leaves the vector wave equation

∇2E(r, t ) = n2(r)

c2

∂ 2E(r, t )

∂ t 2
, (.)

which is identical to the free-space wave equation except for the spatially-varying



    

refractive index. Just like the free-space equation, it separates into its Cartesian

components, implying that radiation initially polarised along the x-direction will

remain so polarised after propagating through the material. The source term (.)

couples the Cartesian components and so depolarises the field if the material is

structured at the wavelength scale.

.. The scalar wave equation in an inhomogeneous medium

If the incident radiation is indeed linear polarised, then we can ignore the wave

equation components in Ey and Ez and solve only the equation in Ex . For general-

ity, write the scalar wavefield as f (r, t ) and identifying f with Ex we have the scalar

wave equation

∇2f (r, t ) = n2(r)

c2

∂ 2 f (r, t )

∂ t 2
. (.)

The electric field is a real quantity. It is, however, a universal convention to use

a complex representation for the scalar wavefield. This greatly simplifies the math-

ematics: for example, a phase-shift φ of the wavefield is expressed as multiplication

by exp iφ while there is no equivalent for a wave written as a cosine. The conven-

tion dictates that the electric field component Ex is recovered from the real part

of the complex wavefield: Ex = < f . This convention was formalised by Gabor as

the analytic signal transform for conversion of a real value such as Ex to a complex

equivalent such as f [, §.]. For monochromatic light the transform is just the

familiar expedient of replacing cos φ with exp iφ.

For the purposes of this thesis, the assumption of linear polarisation is no great

restriction. More generally, both components Ex and Ey are needed to describe a

transverse wave. Monochromatic field with arbitrary polarisation can also be rep-

resented in free-space by a scalar complex wavefield [] as can completely incoher-

ent fields such as cavity radiation []. Further, the scalar wave equation can also

be used to propagate the correlation functions of partially-coherent light. Scalar

optics does not replace full vectorial optics in all circumstances and there is no gen-

eral ‘scalarisation’ procedure for vector fields [, p ]. Scalar optics is, however,

sufficient for our purposes.

.. The Helmholtz equation for a monochromatic wave

The wave equation can be further simplified by factoring out the time-dependence

of the wavefield. For a monochromatic wavefield of frequency ν the spatial and
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temporal factors separate:

f (r, t ) = f (r) exp(−2π iν t ), (.)

and substituting into the scalar wave equation (.) yields the Helmholtz equation

∇2f (r)+ k2n2(r) f (r) = 0. (.)

The wavenumber k and wavelength λ of the monochromatic wave are related by

k = 2π

λ
≡ 2πν

c
. (.)

Solving (.) determines the wavefield f at all points in space. Finding the

intensity from the wavefield requires stepping back to find the electric field and

then using (.). However, it can be shown that the intensity can be found directly

from the square-amplitude of the scalar wavefield f (r) [, p ]:

I (r) ∝ | f (r)|2. (.)

As we will only be dealing with intensity ratios, from now on we omit the constants

and define the dimensionless intensity, or just intensity to be I = | f |2.

The Helmholtz equation can readily be extended to non-monochromatic fields

by replacing (.) with a temporal Fourier integral over spectral amplitudes f (r, ν).

Complications arise when calculating the intensity however, and assumptions of er-

godicity and stationarity of the fields are necessary. In practice, there is no problem

integrating over spectral densities I (r, ν) to form a total intensity of a polychro-

matic wave.

In free space, the refractive index is exactly one and the free-space Helmholtz

equation is just

∇2f (r)+ k2 f (r) = 0. (.)

v

I   analysis of the forward problem, we will use the scalar Helm-

holtz equation rather than the vector wave equation and use complex numbers to

represent the amplitude and phase of the wavefield, although it is fundamentally

a real quantity. This simplifies the algebra but the measured intensity remains the

square-amplitude of the wavefield.



    

Although we expedited the derivation by assuming a monochromatic, linearly-

polarised wavefield, the same scalar optics applies to polychromatic wavefields and

arbitrary pure polarisation states in free space, and even is useful for partially-

coherent radiation. Diffraction-contrast imaging is based on scalar optics, and is

definitely valid for non-laser sources. Although not a subject of this thesis, the pa-

per included in Appendix I demonstrates  with synchotron x-rays of limited

spatial and temporal coherence.

. Propagation of light through a monomorphous object

Given an incident wavefield, either planar or spherical, arriving at the object, and

knowing the object’s density, we want to find the wavefield immediately after the

object. This Section uses the formalism of ray optics to approximate the propaga-

tion of light in an inhomogeneous medium.

.. The eikonal equation

In inhomogeneous media, the asymptotic expansion

f (r) = A(r) exp(ikS(r)) = exp(ikS(r))

∞
∑

m=0

Am(r)

(ik)m
, (.)

known as the Debye expansion is a solution of the inhomogeneous Helmholtz

equation (.). We refer to A(r) as the amplitude, although it is a complex quantity,

but refer to S(r) as the eikonal. In the short wavelength k → ∞ limit, f reduces to

the plane wave solutions of the free-space Helmholtz equation. Substituting f into

the inhomogeneous Helmholtz equation and equating coefficients in equal powers

of k yields:

(k0) |∇S|2 = n2(r); (.)

(k1) 2∇A0∇S + A0∇2S = 0, (.)

(km) 2∇Am∇S + Am∇2S = −∇2Am−1. (.)

Equation . is a first-order Hamilton-Jacobi equation known as the eikonal equa-

tion and the equations (.) and (.) are known as the transport equations.

 Also known as the Luneburg-Kline expansion and the  expansion.
 Proving that it is a general solution has not been done, although special cases have been proven [,

§.].
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F . Optical rays defined. An optical ray r(s) is a trajectory everywhere
perpendicular to surfaces of constant eikonal S. The grey vector is the quantity in
Equation (.).

.. Ray solutions to the eikonal equation

Born and Wolf [, §..] consider only the first term in an asymptotic expansion

for the electric field vectors, and show that the Poynting vector is everywhere or-

thogonal to surfaces of constant S. Thus we interpret these surfaces as geometrical

wavefronts and the orthogonal trajectories as geometrical lightrays. Integrating the

eikonal equation is the mathematical analog of ‘ray-tracing’; the transport equa-

tions then provide the link between the amplitude of the field and the eikonal,

allowing the full wavefunction to be propagated.

We define a ray, or trajectory, r as a position vector parameterised by a scalar

arclength s. A unit vector along a ray orthogonal to surfaces of constant eikonal

must then obey
dr

ds
= ∇S

n
, (.)

as depicted in Figure .. Two important results follow immediately from using this

definition of rays in the eikonal equation (.). The first is Fermat’s expression for

the optical path length along a ray:

S(P2)− S(P1) =
∫ P2

P1

n ds. (.)

Traditional derivations of ray optics take Fermat’s expression as an ansatz and de-

fine the optical ray as the extremal path that minimises the optical path length. We



    

have seen that the eikonal equation is in fact the more fundamental, and may be

obtained from the wave equation. The optical path length is of interest to us as it

relates the wavefield after propagation through the object to a integral along a ray

through the object; it forms a projection.

The second result eliminates the eikonal function yielding a differential equa-

tion for light rays,
d

ds

(

n
dr

ds

)

= ∇n. (.)

This equation can be used to determine the path of rays in an inhomogeneous

object, or at least to quantify the error in assuming that rays remain undeviated. In

conventional materials the refractive index changes only at the edges: the refractive

index is not continous. This is accounted for in the ray model by Snell’s law of

refraction, which is readily derived from (.) [, §..].

.. Rays in absorbing media

The summary of geometrical optics presented above was derived for real n, i.e. in

the absence of absorption. The problem of propagation in inhomogeneous ab-

sorbing media has attracted comparatively little attention; a recent review is Refer-

ence , §..

Ray optics is little affected by moderate levels of absorption. Simply replacing

the refractive index (.) with the complex refractive index yields a complex eikonal

S in (.), and accounts for absorption along the ray. The real part of the refractive

index suffices when finding the ray direction using (.). Pure absorption does

not deflect rays unless it is significant over wavelength-scale distances. Appendix B

presents a mathematical justification for these comments.

.. Projection through a monomorphous material

The wavefield f (P2) at a point P2 on a ray is related to the wavefield at an earlier

point P1 on the ray by

f (P2) = A(P2) exp(ikS(P2)) = A(P1)√
J

exp

(

ikS(P1)+ ik

∫ P2

P1

nds

)

, (.)

where we have used the eikonal definition (.) and Fermat’s expression (.). The

ray divergence J would be one for collimated illumination and r−2 for point-source

illumination; it is inessential to this argument.
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We have defined a monomorphous material as one with refractive index

n(r) = 1 + ρ(r)(δ + iβ) (.)

with ρ(r) the density distribution. Now we make a central assumption of this sec-

tion: that refraction in the object is sufficiently weak that rays in the object deviate

negligibly from the straight line paths taken in the absence of the object.

For such a weakly refracting monomorphous material, the wavefield at point

P2 after the object becomes:

f (P2) = A(P1)√
J

exp

(

ik

(

S(P1)+
∫ P2

P1

ds

))

exp

(

ik(δ + iβ)

∫ P2

P1

ρ(r) ds

)

= f 0(P2) exp

(

ik(δ + iβ)

∫ P2

ρ(r) ds

)

(.)

where f 0 represents the wavefield in the absence of the object, and the integration

takes place over the ray passing through P2 in the absence of the object. We are

thus at liberty to deduce the ray trajectories and the free-space wavefunction f 0,

for example by symmetry arguments, and then employ the aperture function – the

factor in the preceding equation – to account for the effect of the object. The three-

dimensional density distribution ρ(r) enters as its projection along the rays onto

the exit-surface; we define the column density ρ(x) by

ρ(P) =
∫ P

ρ(r) ds. (.)

where P is a point on the surface with transverse position vector x = (x, y) and the

integration is performed along the ray passing through P.

This column-density ρ(x) represents the maximum amount of information we

can hope to extract from a single image of a monomorphous object. The subject of

this thesis is the retrieval of this column-density from a single diffraction pattern.

.. Plane wave illumination

We now consider two specific illuminating wavefields. Plane wave illumination

propagating along the z-axis is depicted in Figure .. Rays are parallel to the z-

axis, and the osculating surface is the z = 0 plane. The unperturbed wavefunction



    

is f 0 = exp(ikz), and so the wavefield after the object on the z = 0 plane is

f (x, y, z = 0) = exp
(

ik(δ + iβ)ρ(x, y)
)

(.)

where

ρ(x) =
∫ 0

−∞
ρ(x, y, z) dz . (.)

This case is known as the eikonal approximation.

.. Spherical wave illumination

We place a point source of radiation at z = −R1. By symmetry, rays radiate out-

ward from the point and the wavefronts are spherical; the osculating surface is the

sphere centred on z = −R1 of radius R1 (or at least the right half of it!). The un-

perturbed wavefunction is f 0 = exp(ikr)/r with r2 = x2 + y2 + (z + R1)
2. The

wavefield on the z = 0 plane is then

f (x, y, z = 0) = exp
(

ik(δ + iβ)ρs(x, y)
) exp

(

ik
√

R2
1 + x2 + y2

)

√

R2
1 + x2 + y2

, (.)

where ρs(x, y) is the column-density projected along the diverging rays. For thin

objects with transverse extent much less than R1, to a good approximation ρs ≈ ρ .

Figure . shows the case of an object very close to the point source. The ray for-

malism remains capable of determining the wavefield on the z = 0 plane, but geo-

metric distortions are introduced. The problem of correcting for such distortions

is a problem of interpreting the column-density, and so lies outside the scope of this

thesis.

.. Ray optics and the Born and Rytov approximations

The reader might be forgiven for thinking that the introduction of the full appa-

ratus of ray optics to obtain the above relationships is not justified. After all, we

have assumed rays propagate undeviated from their free space paths. Indeed, the

results may be obtained rather more directly from the Helmholtz equation by ex-

panding it in a Liouville-Neuman series [, §.]. For plane wave incidence, the

first term in the series is known as the first Born approximation and our collimated

illumination result follows rather directly. The Rytov ‘series’ – actually a product
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of wavefunctions rather than a sum – is an extension of the Born series applica-

ble to non-planar incident waves [, §.]. Nieto-Vesperinas derives the eikonal

approximation from the Rytov approximation [, §..]; his derivation is read-

ily extended to confirm our point-source illumination result (.). Reference 

presents an excellent summary of the equivalence of ray optics and the Rytov ap-

proximation.

The great distinction between the Born and Rytov scattering formalisms on

the one hand, and ray optics on the other, arises when considering the validity of

the approximations made. Within the ray optics framework, the accuracy of the

eikonal approximation is assessed by estimating the deviation of the supposedly

undeviated ray, using the straightforward ray tracing formula (.), or Snell’s Law

for discontinuous media. The scattering formalisms do not offer any such simple

estimates of validity, and the available global conditions tend to be unnecessarily

stringent [, p ].

One further distinction between these solutions of the inhomogeneous wave

equation is that the Born approximation requires weak scattering: phase-shifts

through the object must be much less than one radian. The Rytov and ray-optics

approaches do not, and require only that refractive index vary slowly at wavelength

scales []. This assumption was already made in obtaining the Helmholtz equa-

tion. A significant and novel result of this thesis is the extension of the mono-

morphous contrast-transfer function to non-weak objects. Avoiding the Born ap-

proximation assures us that the column-densities of such non-weak objects remain

related to the exit-surface wavefield by eikonal-approximation expressions such

as (.).

v

T   half way on its journey having propagated from the source and

then through the monomorphous object. We have seen that the wavefield is phase-

shifted and attenuated along optical rays. The result is a simple expression relating

the phase and amplitude of the wavefield to the column-density of the monomor-

phous object. The next step is to propagate this wavefield through free-space to the

detector.
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. Diffraction in free space and the Fresnel approximation

Now that the light has propagated through the object, we must abandon the ray for-

malism. Propagation from the object to the detector occurs in free-space. The wave

equation can be solved exactly in free-space, and this Section presents two equiv-

alent solutions: a Fourier-domain transfer function (the angular spectrum, §..)

and a real-space convolution (the Rayleigh-Sommerfeld integral §..). Deriving

the contrast-transfer function expressions (§.) requires the Fresnel approxima-

tion to the exact solution. The Fresnel approximation and its validity are discussed

at the end of this Section.

.. The transverse Fourier transform

At this point we introduce the Fourier transform definitions used in this thesis.

Having assumed monochromatic radiation, we won’t need the temporal Fourier

transform. Note however, that our choice of positive phasors, exp ikz for a wave

propagating in the +z direction and exp ikr for an outgoing spherical wave, implies

a choice of negative temporal frequency component, i.e. f (r) = f (r, −ν). The au-

thors of Reference  take the positive component f (r, ν) with the same phasors by

altering the Fourier sign convention for the temporal transform. Considerable care

must be taken when comparing the literature. The use of phasors and Fourier con-

ventions in general in this thesis is consistent with Goodman’s use in Introduction

to Fourier Optics [] and with that used in the online Reference .

The two-dimensional Fourier transform is used extensively in this thesis. The

Fourier transform of a function f (x, y) is given by

f̃ (ux , uy ) =
∫∫ ∞

−∞
f (x, y) exp

(

−2π i(xux + yuy )
)

dx dy, (.)

and the inverse transform by

f (x, y) =
∫∫ ∞

−∞
f̃ (ux , uy ) exp

(

2π i(xux + yuy )
)

dux duy . (.)

The spatial frequencies ux and uy have units of cycles per unit length, rather than

radians per unit length. The factor of 2π in the exponent also allows the transforms

to be written without pre-factors. This has become the convention in the recent



    

optics and signal processing literature, although there are exceptions, notably the

books by Born and Wolf [] and Mandel and Wolf [].

The expressions may be written more compactly if we introduce the transverse

position vector x ≡ (x, y) and the transverse spatial frequency vector u ≡ (ux , uy ).

The vector forms of the forward and inverse transverse Fourier transforms are then

f̃ (u) =
∫ ∞

−∞
f (x) exp (−2π iu · x) dx (.)

and

f (x) =
∫ ∞

−∞
f̃ (u) exp (2π iu · x) du. (.)

We will write the magnitude of the transverse spatial frequency vector |u| as u, but

note that x is always the x-coordinate and the real space lengths are always written

|x|. The Fourier transform is a linear operator; it will ocassionally be convenient

to denote it alternatively in operator form:

f̃ (u) = F
{

f (x)
}

; f (x) = F
−1
{

f̃ (u)
}

. (.)

Although we won’t need the following definitions until Chapter , here is also a

good place to define the Hermitian inner product
〈

f , g
〉

of two functions f and g as

〈

f , g
〉

=
∫ ∞

−∞
f (x)g (x) dx. (.)

The L2-norm, denoted ‖ · ‖ which is a measure of the total ‘energy’ in a signal []:

‖ f (x)‖2 =
〈

f , f
〉

=
∫ ∞

−∞
| f (x)|2 dx =

∫ ∞

−∞
| f̃ (u)|2 du. (.)

The equality of this norm in real and Fourier space is known as Parseval’s theorem.

.. The angular spectrum

This Article describes the angular spectrum approach to solving the Helmholtz

equation in free space (hereafter just the Helmholtz equation). The solution is

both easier to derive and easier to implement than the Rayleigh-Sommerfeld in-

 By this asymmetry, we avoid both the attaching of ⊥ subscripts to every second symbol, and the false
expedient of carrying out all derivations in one dimension.
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tegrals considered in the next Article. It is rather curious then that the angular

spectrum approach was not formulated until , more than  years after the in-

tegral solutions were derived. The angular spectrum is still not explained in some

standard optics text such as Born & Wolf. This derivation follows that of Refer-

ence . Greater rigour at the expense of some clarity is provided by Goodman [,

§.] and Mandel and Wolf [, §.]. Absolute rigour and opacity may be found

in Reference .

Consider the plane waves

f = exp(ik · r) = exp
(

i(kx x + ky y + kz z)
)

, (.)

which are readily shown to be solutions of the Helmholtz equation provided that

the magnitude of the wavevector k equals the wavenumber k. Recall that for a

given monochromatic component k2 = k2
x + k2

y + k2
z is a constant, and so we may

eliminate kz and obtain, for waves propagating in the +z direction,

f(x, y, z) = exp
(

i
(

kx x + ky y + z
√

k2 − k2
x − k2

y

))

. (.)

It may be seen that waves with k2
x + k2

y < k2 propagate ad infinitum while waves

otherwise are evanescent, decaying exponentially. In the plane z = 0, the plane

waves take the form

f(x, y, z = 0) = exp
(

i(kx x + ky y)
)

. (.)

Making the substitution kx = 2πux , ky = 2πuy in the preceding two expressions,

it is clear that equation (.) is a Fourier component of an arbitrary wavefield

in the z = 0 plane (compare (.)). This suggest a solution to the diffraction

problem whereby a wavefield f (x, y, z = 0) known on the z = 0 plane is Fourier

decomposed into elements of the form of (.). Each such element propagates

trivially as (.), and so a Fourier reassembly of elements so propagated should

yield the wavefield f (x, y, z) at any given propagation distance z .

We Fourier decompose the wavefield in the z = 0 plane

f (x, y, z = 0) =
∫∫ ∞

−∞
f̃ (ux , uy , z = 0) exp

(

2π i(xux + yuy )
)

dux duy (.)

but consider it as a weighted sum over basis elements of the form (.) with weight-

ing f̃ (ux , uy , z = 0). Each such element propagates as (.) and so, by the linearity



    

of the wave equation, we may write down the wavefield at a subsequent plane z > 0:

f (x, y, z) =
∫∫ ∞

−∞
f̃ (ux , uy , z = 0)

× exp
(

2π i
(

xux + yuy + z
√

1/λ2 − u2
x − u2

y

))

dux duy

or, rearranging:

=
∫∫ ∞

−∞
f̃ (ux , uy , z = 0) exp

(

2π i z
√

1/λ2 − u2
x − u2

y

)

× exp
(

2π i(xux + yuy )
)

dux duy (.)

which is clearly itself a Fourier integral of the form of (.). This result, known

as the angular spectrum of the wavefield lets us relate the Fourier transform of the

wavefield on a plane z > 0 to the Fourier transform of the wavefield on z = 0:

f̃ (ux , uy , z) = exp
(

2π i z
√

1/λ2 − u2
x − u2

y

)

f̃ (ux , uy , z = 0). (.)

This is exactly the solution suggested above, and forms a complete theory of

diffraction in scalar optics. The wavefield at an arbitrary plane z > 0 is found by

Fourier transforming the two-dimensional wavefield at z = 0, multiplying by the

transfer function

h̃(u; z) = exp
(

2π i z
√

1/λ2 − u2
)

(.)

and taking the inverse Fourier transform. I use exactly this algorithm to produce

the simulated diffraction patterns used throughout Chapter . The transfer func-

tion h̃ is essentially the spatial-frequency response of free-space diffraction. It has

unit modulus for spatial-frequencies up to 1/λ but rapidly falls at higher frequen-

cies. Diffraction preserves information about structures larger than the wavelength,

but sub-wavelength variations in the wavefield quickly die out.

It bears re-iteration that this angular spectrum approach to diffraction is for-

mally complete, in the sense that it solves the Helmholtz equation in the right half-

space. Note however that the absence of explicit boundary values considerations is

illusory and must be treated in a rigorous derivation [].
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.. Diffraction as a linear shift-invariant system

The construction of the theory of linear spaces was a major achievement of math-

ematics in the first half of the twentieth century. During the s it was realised

that a very broad class of problems in fields as diverse as optics, electronics, com-

munications and control could be understood in terms of linear systems. Although

concerned with very different phenomena, the underlying physics of these fields is

characterised by linear differential equations, time and space invariance and causal-

ity. This confluence of ideas has formed a new field now known as signal processing.

A theme of this thesis is the use of signal processing techniques to extract informa-

tion from observed intensity patterns. Reference  is an introduction to the signal

processing approach in optics, while a more rigorous approach to the field may be

found in Reference .

In this section, the propagation of a wavefield in free space is placed in the

framework of linear systems. Section . shows that subject to certain restrictions a

further linear relationship exists between measured intensity and the column den-

sity of a monomorphous object.

Equation (.) relates the Fourier-transform of the diffracted wavefield

f̃ (ux , uy , z) to that of the initial wavefield f̃ (ux , uy , z = 0) by multiplication in

Fourier space by a transfer function h̃. This transfer function depends only on the

transverse Fourier co-ordinates (ux , uy ) and is not a function of the real-space co-

ordinates (x, y). Systems meeting this criterion are termed linear shift-invariant.

In this case, the convolution theorem [, p ], a standard result readily derived

from the Fourier transform relation (.), relates the wavefields in real space by a

convolution, denoted ∗

f (x, y, z) =
∫∫ ∞

−∞
f (x ′, y ′, z = 0)h(x − x ′, y − y ′, z) dx ′ dy ′ (.)

≡ f (x, y, z = 0) ∗ h(x, y, z). (.)

Convolution is a multiplication-like operation being associative, commutative and

bilinear. The impulse response h is the inverse Fourier transform of the transfer

function h̃. The linearity of the system is a natural consequence of the linearity of

the wave equation. The shift-invariance is made explicit in the convolution relation,

where the impulse response is seen to depend only on the separation (x − x ′, y −

 Also space-invariant and isoplanatic. Signal processing literature betrays its time-domain origins,
often referring to ‘linear time-invariant’ or  systems.



    

y ′) and not on absolute position in space. Shift-invariance is a natural consequence

of the homogeneity of free space.

The question now arises of whether the impulse response h of free space prop-

agation may be written in a closed form. If such a representation exists, then equa-

tion (.) will be an alternative formalism to the angular spectrum for describing

diffraction. It has been shown [] that the Weyl representation of a spherical wave

may be used to write

h(x, y, z) = F
−1

{

exp

(

2π i z

√

1

λ2
− u2

x − u2
y

)}

= 1

2π

(
1

r
− ik

)
z

r

exp(ikr)

r
, (.)

where r2 = x2 + y2 + z2. This result allows us to express diffraction as a convolu-

tion []

f (x, y, z) = 1

2π

∫∫ ∞

−∞
f (x ′, y ′, z = 0)

(
1

l
− ik

)
z

l

exp(ikl)

l
dx ′ dy ′, (.)

where l2 = (x − x ′)2 + (y − y ′)2 + z2.

While the linear systems interpretation of this expression as convolution with

an impulse response function is relatively recent, the expression itself is exactly the

first Rayleigh-Sommerfeld diffraction integral originally written in . The same

expression may be derived by using Green’s theorem to solve the Dirichlet problem

of the scalar wave equation in the z > 0 half-space [, §..].

It is interesting to note that the impulse response h takes the form of a spher-

ical wave with cosine obliquity factor for z � λ. The convolution is then the

addition of the effects of such spherical wavelets originating at each point in the

z = 0 plane. Although he was likely unaware that he was describing complex am-

plitudes in the analytic signal representation, this is exactly the concept introduced

by Christiaan Huygens in . More recently, it has been shown that h is a wavelet

in the sense of multiresolution analysis (see Appendix D), raising the possibility of

diffraction calculations without employing the non-compact Fourier basis [].

Free space propagation is equivalently described by a transfer function modu-

lating the propagation of plane waves, or by convolution with spherical wavelets.

The two forms of linear shift-invariant system analysis correspond to angular spec-

 H. Weyl () [], a simplified derivation has been given by Marathay [], a summary with refer-
nces to rigorous derivations may be found in Mandel & Wolf [, §..].
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trum and Rayleigh-Sommerfeld diffraction respectively. While the two are for-

mally equivalent, the numerical implementations are very different. Convolution

is much slower than Fourier methods. The use of rapid discrete Fourier transform

algorithms such as the  permits fast transition to and from the Fourier repre-

sentation, in which angular spectrum propagation is merely multiplication by the

transfer function. Thus angular spectrum propagation is numerically expedient,

although the question of sampling of the transfer function arises and is in general

not a simple problem to resolve. An alternative free-space propagation algorithm

has been proposed which uses the fractional Fourier transform. It predicts only

diffracted intensities, but does so at near and far propagation distances [].

.. The Fresnel approximation

The preceding discussion describes both a direct real-space diffraction theory, and

a computationally efficient Fourier-space method, both derived without approxi-

mation. Why should we impose approximations on these methods? Standard refer-

ences refer to the approximation of Fresnel diffraction as being a ‘more simple and

usable’ expression [, p ], and the angular spectrum or Rayleigh-Sommerfeld

forms as ‘difficult to evaluate’ []. These comments seem somewhat unfair until

one tries to repeat the derivations of the following two sections using the Rayleigh-

Sommerfeld formula instead of the Fresnel one. In this section, I describe the Fres-

nel approximation and in discuss its regime of validity.

Consider the binomial approximation of the surd in the angular spectrum trans-

fer function, rewritten for the wavevector components kx = 2πux and ky = 2πuy

h̃(kx , ky , z) = exp
(

ikz
√

k2 − (k2
x + k2

y )

)

(.)

= exp



ik

√

1 −
k2

x + k2
y

k2



 . (.)

The second term under the surd is now sin2 θ = (k2
x + k2

y )/k2, where θ is the angle

between the wavevector k and the z-axis. We now make the paraxial approximation

that this angle is small, and expand the surd

h̃(kx , ky , z) = exp

(

ikz

(

1 − 1

2

k2
x + k2

y

k2
− · · ·

))

. (.)



    

Truncating the expansion obtains the Fresnel transfer function

h̃Fr(ux , uy , z) = exp(ikz) exp
(

−iπλz
(

u2
x + u2

y

))

, (.)

written again in terms of spatial frequencies.

Finding an associated impulse-response function is much easier than for the

full angular spectrum transfer function. Taking the inverse Fourier transform is

easily shown to result in:

hFr(x, y, z) = i

λz
exp(ikz) exp

(

ik
x2 + y2

2z

)

(.)

and so the convolution, or direct, expression that approximates the Rayleigh-Somm-

erfeld integral is the Fresnel diffraction integral

f (x, y, z) = i

λz
exp(ikz)

∫∫ ∞

−∞
f (x ′, y ′, z = 0)

× exp

(
iπ

λz
(x − x ′)2 + (y − y ′)2

)

dx ′ dy ′. (.)

Conventionally, k is written instead of λ in the constant phase factor to emphasise

that exp(ikz) is the phase shift accumulated by an undiffracted wave propagat-

ing from (x, y, 0) to (x, y, z). The spherical wavefronts of Rayleigh-Sommerfeld

diffraction have been approximated by parabolic wavefronts, in a manner superfi-

cially analogous to a how a spherical lens approximates the desired parabolic thick-

ness of glass.

There is no reason to use the Fresnel diffraction integral (.) to propagate

wavefields. For computational effort of the same order, the Rayleigh-Sommerfeld

integral (.) yields an exact solution to the Helmholtz equation, rather than the

approximate solution offered by the Fresnel expression. Notwithstanding this, Sec-

tion . derives expressions for the propagated intensity starting with the Fresnel

diffraction integrals. Equivalent forms cannot be obtained from the full Rayleigh-

Sommerfeld integrals.

.. Where is Fresnel diffraction a valid approximation?

The question of at which distances from the diffracting object the Fresnel approx-

imation is valid has received much attention, but has not been definitively re-

 This analogy should not be taken too far, see References , .
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solved. From the consideration of paraxiality, it is clear that if the initial wavefield

f (x, y, z = 0) is band-limited, that is that there is a maximum spatial-frequency

(ux , uy ) above which the Fourier representation f̃ vanishes, then there is a maxi-

mum angle θ of diffraction and so a maximum error for the Fresnel approxima-

tion may be determined. In practice, the detector may subtend a limited angle as

viewed from the object, ensuring that steeply diffracted components are not de-

tected (see §.).

More formally, the Uncertainty Principle of Fourier analysis [, p ] states

that a function may not be limited in both spatial and frequency representations:

a band-limited function has infinite spatial extent, while a compactly-supported

(spatially finite) function is not band-limited. While the concept of Fresnel validity

in the paraxial limit is sound, it does not yield a formal condition for finite objects.

Some authors consider instead the expansion of Rayleigh-Sommerfeld impulse-

response function (.). A series of approximations are necessary, first removing

the 1/r term by the approximation that z � λ, and then approximating r ≈ z in

all but the exponential factor. There r is multiplied by the large quantity k, and so

even a very small relative error in approximating r can yield an absolute error of

more than one radian in evaluating the Fresnel integrand. Expanding

r = z

√

1 +
(

x − x ′

z

)2

+
(

y − y ′

z

)2

≈ z + (x − x ′)2 + (y − y ′)2

2z
−
(

(x − x ′)2 + (y − y ′)2
)2

8z3
+ · · · (.)

and retaining the first two terms for r in the exponent recovers the Fresnel diffrac-

tion formula (.) derived above. Goodman argues that the error made in discard-

ing higher-order terms is well approximated by the magnitude of the third term and

so a sufficient condition for the Fresnel approximation to be valid is [, §..]

z3 � π

4λ

(

(x − x ′)2 + (y − y ′)2
)2

max
. (.)

This condition is suitable for objects of finite extent, and indeed all of the results in

this thesis satisfying this inequality at least marginally. It has long been observed,

however, that Fresnel diffraction accurately predicts patterns closer to the object

where this inequality does not apply. Goodman explains this in terms of a sta-

tionary phase argument whereby oscillatory error components in the exponential

 The principle of stationary phase is briefly discussed and references given on page .



    

partially cancel, but does not derive a rigorous condition. Some problems with this

argument are pointed out in Referencegaskill- (§.).

Given these arguments, several authors conducted purely numerical studies of

the regime of validity of Fresnel diffraction, their results confirming that agreement

with rigorous diffraction theory is maintained closer to the diffracting object than

indicated by simple analyses [, ]. Recently, a very thorough investigation by

G W Forbes [] yielded analytic error bounds for Fresnel diffraction from an aper-

ture of maximum extent 2R in an opaque screen, and confirmed the form of (.)

and that it need only be weakly satisfied: z ≈ 4(R4/λ)1/3 being accurate to 1%.

In closing this discssion, there are two points salient to our use of the Fresnel

approximation. The first is that we are not concerned with the diffraction pattern

very close to the object, and the propagation-distance bound (.) is not of great

concern. Second, most studies of Fresnel validity consider an aperture in an infi-

nite opaque plane. This almost certainly leads to more stringent conditions than

necessary for our case of a weakly-absorbing, limited phase-shift object perturbing

an infinite plane wave. Of more concern is the paraxial restriction to small an-

gles and the consequent limit on resolution. Extending the work of this thesis to

near-wavelength resolution imaging (discussed in §..) would test this limit of

the Fresnel approximation.

. Diffraction and magnification by point-projection

I now consider diffraction from an object illuminated by a point source. I show

that there is an isomorphism between the Fresnel diffraction intensity of an object

illuminated with plane waves and of same object illuminated with a point-source of

radiation. The point-source diffraction patterns is a magnified version of a plane-

wave pattern at certain effective propagation distance.

Some approximations must be made in deriving this isomorphism from the

Rayleigh-Sommerfeld diffraction integrals. When using point-projection for mag-

nification in , it is important to know if these approximations are valid. I find

that range of validity of the isomorphism is larger than previous derivations would

suggest, and give more accurate error bounds that have not been reported else-

where.
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.. Diffraction with spherical-wave illumination

Figure . depicts diffraction with point-source illumination. In the limit of λ → 0,

diffraction effects disappear and the image is a magnified shadow of the object,

known as the geometric shadow. The magnification M is clearly given by:

M = R1 + z

R1
. (.)

Diffraction naturally leads to the pattern extending beyond the geometric bound-

ary. Nevertheless, we shall see that the geometric magnification M plays an impor-

tant role in calculating the diffraction pattern.

Equation (.) describes the wavefield in the z = 0 plane when an object on

the left of the plane is illuminated by a point-source at z = −R1. Substituting it

into the Rayleigh-Sommerfeld diffraction integral (.) yields an expression for

the spherical wave diffracted field fs

fs(x, y, z) = i

λ

∫∫ ∞

−∞
q(x ′, y ′)

exp
(

ik
√

R2
1 + x ′2 + y ′2

)

√

z2 + x ′2 + y ′2
z

l

exp(ikl)

l
dx ′ dy ′,

(.)



    

where

l2 = z2 + (x − x ′)2 + (y − y ′)2, (.)

and we have assumed z � λ and denoted the aperture function by q(x, y) to pre-

serve both generality and ink. We further make zeroth order approximations for all

amplitude terms, but not for the exponent where, as we have seen, the integral is

most sensitive. The problem now takes the form

fs(x, y, z) = i

λzR1

∫∫ ∞

−∞
q(x ′, y ′) exp

(

ikφ(x, x ′, y, y ′)
)

dx ′ dy ′, (.)

with

φ(x, x ′, y, y ′) =
√

R2
1 − x ′2 − y ′2 +

√

z2 + (x − x ′)2 + (y − y ′)2. (.)

The algebra below becomes quite involved, and is simplified somewhat by con-

sidering the problem for one transverse dimension:

fs(x, z) = i√
λz

∫ ∞

−∞
q(x ′) exp

(

ikφ(x, x ′)
)

dx ′, (.)

with phase

φ(x, x ′) =
√

R2
1 − x ′2 +

√

z2 + (x − x ′)2. (.)

The approach taken by Cowley [, p ], Papoulis [, , p ], and Pogany et

al. [] is to retain only the first two terms in the expansion of the spherical wave

phase-factor
√

R2
1 − x ′2 = R1 − x ′2

2R1
+ x ′4

8R3
1

+ · · · (.)

approximating spherical wave illumination by parabolic wave illumination just as

Fresnel diffraction approximates spherical Huygens wavelets by parabolic wavelets.

Indeed, making the Fresnel approximation in the other term of φ(x, x ′), these au-

thors refactor the resulting quadratic expression for φ(x, x ′) and arrive at the re-

sult (.) derived below by somewhat different means. For this derivation to be

valid however, the third term in the expansion (.) must contribute much less
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than one radian, that is
ka4

8R3
1

� 1 or a � 4

√

λR3
1, (.)

for an object of half-width a. Such arguments are only directly applicable for a

finite region of transmittance in an opaque screen. Further, the condition (.) is

more stringent than is necessary, as I now show.

In considering the parabolic wave error in approximating the first term of

φ(x, x ′) separately from the Fresnel error in approximating the second term, we

have overlooked a significant cancellation of errors. This cancellation was pointed

out by Southwell, who compared the numerical propagation of spherical or parabolic

wavefields with spherical or parabolic propagators. My analysis extends Southwell’s

in that I consider diffraction by an arbitrary object q(x) rather than an aperture,

I provide a full derivation of the Fresnel isomorphism, and I quantify the Fresnel

approximation errors in that derivation. A recent asymptotic analysis of the Fresnel

approximation for converging spherical waves [] expresses errors only in terms of

derivatives of the diffracted field and does not seem to yield conditions analogous

to those derived below.

.. A stationary phase analysis

Although the sum-of-surds form of φ(x, x ′) is off-putting, we may expand it in the

same manner as we expanded the individual terms, albeit with somewhat greater

algebraic effort. The principle of stationary phase asserts that the greatest contri-

bution to the diffracted wavefield (.) occurs around extremal points where φ is

slowly varying. Outside a finite region around these points, φ(x, x ′) varies more

rapidly than q(x ′) and so the exponent oscillates rapidly and contributions to the

integral tend to cancel. The extremal points occur where

∂φ(x, x ′)

∂x ′ = 0. (.)

Omitting some unenlightening algebra, the solution is:

x ′
0 = xR1

R1 + z
= x

M
. (.)

 A useful overview, with references to the rigorous literature, is given in [, §.]. Here I do not take
the expression to the asymptotic limit, but rather use the principle to guide an appropriate expansion.



    

The Taylor expansion in x ′ of φ(x, x ′) about x ′
0 is then (recall (.))

φ(x, x ′) = φ

(

x,
x

M

)

+ 1

2

(

x ′ − x

M

)2 ∂ 2φ

∂x ′2 + 1

6

(

x ′ − x

M

)3 ∂ 3φ

∂x ′3 + · · · (.)

For two transverse dimensions the mixed partial derivative enters the expansion,

but can be obviated by an appropriate rotation of the (x ′ − x ′
0, y ′ − y ′

0) coordinate

system [, §..a]. Evaluating the partial derivatives with Mathematica (Wolfram

Research, Champaign , ) yields

φ

(

x,
x

M

)

= (R1 + z)

(

1 + x2

(R1 + z)2

) 1
2

(.)

∂ 2φ

∂x ′2

(

x,
x

M

)

= R1 + z

R1z

(

1 + x2

(R1 + z)2

) 3
2

, (.)

∂ 3φ

∂x ′3

(

x,
x

M

)

= 3x(R1 − z)

R2
1z2

(

1 + x2

(R1 + z)2

)−2

. (.)

It can be shown that for when the magnification M is significantly larger than one,

that is, when z � R1, the error in approximating the second derivative by

∂ 2φ

∂x ′2

(

x,
x

M

)

≈ R1 + z

R1z
= M

z
(.)

is less than the error in dropping the cubic term by a factor very close to M . The

quadratic approximation to φ(x, x ′) is now

φ(x, x ′) = R1 + z + M (x ′ − x/M )2

2z
, (.)

and so the diffraction integral (.) is approximately

fs(x, z) = i exp (ik(R1 + z))√
λz

∫ ∞

−∞
q(x ′) exp

(

ik
(M x − x ′)2

2z/M

)

dx ′. (.)

This is the same formula obtained if the quadratic expansion is made on the two

terms of φ(x, x ′) independently. Extrapolating to two transverse dimensions, we

arrive at the primary result of this Section: the above approximation for the spher-

ical wave diffracted field fs is related to the plane wave Fresnel diffracted field fp

from the same object by

fs(x, y, z) = exp(−ikR1)

M
fp

( x

M
,

y

M
,

z

M

)

. (.)
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The point-source wavefield at distance z is therefore identical (up to a constant

factor) to the plane-wave illuminated wavefield a distance z/M beyond the object,

magnified by the geometric magnification M . The plane wave case is recovered in

the limit R1 → ∞ of an infinitely remote point source.

For z � R1, the effective propagation distance z/M is to a good approxima-

tion equal to the point-source to object distance R1. Varying the object to detector

distance z changes only the magnification of the diffraction pattern, a somewhat

counterintuitive result. A corollary is that point source diffraction never reaches

the far field, and so a point projection microscope will always produce a Fresnel,

not Fraunhoffer, diffraction pattern.

.. Validity of the isomorphism

This isomorphism will be valid provided the cubic term in the expansion (.)

contributes much less than one radian to the phase of the oscillatory function. Con-

sidering the behaviour of (.) in the geometric shadow of the aperture leads to

the condition:

a4 � λ

6π

R2
1z2

R1 − z
(.)

for a one-dimensional object of half-width a. In the large magnification limit of

z � R1, this condition is well approximated by the convenient expression

2a � 4

√

λzR2
1. (.)

Comparison with the overly stringent condition (.) shows that this new condi-

tion extends the validity of the isomorphism (.) to objects larger by a factor of

approximately M
1
4 /2. The astute reader may note that deriving this condition in

one dimension avoids the vexing issue of third-order mixed partial derivatives in

the expansion of φ(x, x ′). The naive condition (.) is valid for two transverse

dimensions, and the fact that condition (.) differs from it by a function of the

magnification – approximated by z/R1 in both one and two dimensions – lends

support to a hypothesis that (.) is valid in two-dimensions.

Future work on this result would seek to confirm (.) in two dimensions by

further algebraic analysis. This extension of validity conditions may be important

in x-ray projection microscopy at high magnifications.



    

. Contrast transfer

We have now considered the propagation of the complex amplitude f through the

object, and diffraction in the space beyond. The light then falls on an optical detec-

tor, which measure the intensity, which we have seen is proportional to the square

modulus of the complex amplitude. In this Section, I show how a result due to

J-P Guigay yields a linear shift-invariant system connecting the measured Fresnel

diffraction pattern to the column-density of a monomorphous object.

.. The intensity spectrum of Fresnel diffraction patterns

It is convenient to use vector notation in the following derivations. Note that one

integral sign is used for each vector variable. This derivation follows Guigay’s, but

note that Guigay used the opposite Fourier sign convention [].

The dimensionless intensity measured at a plane in the right half-space is

I (x; z) = f ∗(x; z) f (x; z). (.)

Inserting the Fresnel diffraction integral (.) and naming the dummy variables

x1 and x2 yields

I (x; z) = 1

(λz)2

∫∫ ∞

−∞
f ∗(x1) f (x2) exp

(

iπ
|x − x2|2 − |x − x1|2

λz

)

dx1 dx2,

(.)

where it is understood that f (x1) = f (x1; z = 0). This expression is rather unen-

lightening and there are no obvious simplifications to be made. Consider instead

its Fourier transform

Ĩ (u; z) =
∫ ∞

−∞
I (x; z) exp(−2π ix · u) dx

= 1

(λz)2

∫∫∫ ∞

−∞
f ∗(x1) f (x2) exp

(

iπ
|x − x2|2 − |x − x1|2

λz

)

× exp(−2π ix · u) dx dx1 dx2. (.)
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Expanding the quadratic terms and rearranging yields

Ĩ (u; z) =
∫∫ ∞

−∞
f ∗(x1) f (x2) exp

(

iπ
|x2|2 − |x1|2

λz

)

× 1

(λz)2
exp

(
2π ix

λz
· (x1 − λzu − x2)

)

dx

︸ ︷︷ ︸

δ(x1 − λzu − x2)

dx1 dx2, (.)

where as indicated the integration over x generates a delta function [, p ]. Car-

rying out the integration of x2, the delta function sets x2 = x1 − λzu leaving, after

some cancellations:

Ĩ (u; z) = exp(iπλzu2)

∫ ∞

−∞
f ∗(x1) f (x1 − λzu) exp(−2π ix1 · u) dx1, (.)

where u = |u|. For some simple aperture functions such as a circular aperture, slit,

or phase-shifting half-plane, this expression may be directly evaluated, expediting

the derivation of these standard results []. A more symmetric form results from

the change of variable x1 → x + λzu/2:

Ĩ (u; z) =
∫ ∞

−∞
f ∗
(

x + λzu

2

)

f

(

x − λzu

2

)

exp(−2π ix · u) dx. (.)

This is an odd looking expression! While it superficially resembles a Fourier trans-

form, it is not, as u is present outside the exponent. Equation (.) may instead

be understood as a slice of a particular space-frequency representation known as

the ambiguity function [, ]. The ambiguity function A[ f ](u, a) of a function f

may be defined as

A[ f ](u, a) =
∫ ∞

−∞
f ∗
(

x − a

2

)

f
(

x + a

2

)

exp(−2π ix · u) dx (.)

and so is a four-dimensional representation of a two-dimensional function. Com-

paring (.) with the ambiguity function definition, it is apparent that:

Ĩ (u; z) = A[ f ](u, −λzu), (.)

 Space-frequency representations are also known as time-frequency representations by the signal pro-
cessing community, and phase-spaces by physicists. Space-frequency distributions are briefly dis-
cussed in the next section, see p .

 There does not seem to be a standard convention for the ambiguity function. This definition is
consistent with our Fourier transform definition (.) and with that of Mallat [, p ].



    

that is, the Fresnel-diffracted intensity spectrum may be found on a slice through

the origin of the ambiguity function of the initial wavefield. The ambiguity func-

tion is also very closely related to the mutual intensity function of partially coherent

light, and a straight-forward generalisation of (.) describes the diffracted inten-

sity when the wavefield is quasimonochromatic and spatially partially coherent.

Equation (.) is already a much simpler expression than equation (.) and

was derived without further approximation. In the next Section, I show that further

simplifications result for weakly-absorbing and limited phase-shift objects. These

simplifications are the a posteori justification for making the Fresnel approxima-

tion; to my knowledge no similar forms have been obtained for the intensity of

unapproximated wavefields propagated with Rayleigh-Sommerfeld diffraction.

.. Contrast transfer of absorption and phase-shifts

Equation (.) is a more compact expression for calculating intensities, but does

not have any intrinsic advantages over the convolution form (.) or transfer func-

tion form (.) of Fresnel diffraction. This Article shows that certain assumptions

about the absorption and phase-shift due to the object produce a dramatically sim-

pler expression for the diffraction-pattern intensity. This contrast-transfer function

relation is the core of the solution to the inverse problem described in the next

Chapter.

The wavefield at z = 0 due to a thin object with absorption µ(x) and phase-

shift φ(x) is

f (x) = f0 exp (−µ(x)) exp (iφ(x)) , (.)

where f0 is the amplitude of the incident plane-wave, giving an incident intensity

of I0 = | f0|2. Substituting into (.) and combining the exponentials gives

Ĩ (u; z) = I0

∫ ∞

−∞
exp

(

− µ(x + λzu/2)− µ(x − λzu/2)

+ i (φ (x − λzu/2)− φ(x + λzu/2))
)

× exp(−2π ix · u)dx. (.)

We now make the central approximation of diffraction-contrast imaging: the entire

argument to the first exponential is assumed to be small, and so the exponential is

expanded to first order, exp ε ≈ 1 + ε . The implications of this approximation are
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discussed below. The approximated expression is now

Ĩ (u; z) = I0

∫ ∞

−∞

(

1 − µ(x + λzu/2)− µ(x − λzu/2)

+i
(

φ(x − λzu/2)− φ(x + λzu/2)
)
)

× exp(−2π ix · u) dx. (.)

which is clearly the Fourier transform of the sum of five terms. This breaks up as

Ĩ (u; z)

I0
= F{1}−F{µ(x + λzu/2)} − F{µ(x − λzu/2)}

+i
(

F{φ(x − λzu/2)} − F{φ(x + λzu/2)}
)

. (.)

The Fourier shift theorem relates the Fourier transforms of shifted and unshifted

functions by [, p ]

F{ f (x − a)} = exp(−2π iu · a) F{ f (x)}. (.)

Applying the Fourier shift theorem to (.) yields

Ĩ (u; z)

I0
= δ(u)− exp(iπλzu2)F{µ(x)} − exp(−iπλzu2)F{µ(x)}

+i
(

exp(−iπλzu2)F{φ(x)} − exp(iπλzu2)F{φ(x)}
)

. (.)

which rearranges to

Ĩ (u; z)

I0
= δ(u)− 2 cos πλzu2

F{µ(x)} + 2 sin πλzu2
F{φ(x)}. (.)

This is a rather remarkable expression as it indicates a linear shift-invariant re-

lationship between the diffracted intensity and both phase and absorption. The

cosine factor is known as the absorption contrast transfer function () and the

sine factor as the phase ; both are depicted in Figure .. There is no special

connection to the optical transfer function () which maps input intensity to

output intensity for incoherent imaging systems.

While the graph has an appealing simplicity, it should be emphasised that the

 parameter πλzu2 confounds propagation distance z and spatial frequency u

and so in general there are spatial frequencies at which contrast is due to both ab-

sorption and phase-shift. The phase and absorption contributions to a single image
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cannot, in general, be separated.

The mixing of phase and absorption information is less complete, and is even

beneficial, in the special case of small propagation distance z . For the contact image

at z = 0, only absorption contrast contributes but as the propagation distance is

increased phase effects become increasingly important. If λz is small enough that

the important spatial frequencies in the object satisfy λzu2 < 1/2 then we need

only consider the  curves up to the first zero-crossing. Over this range it is clear

that loss of contrast due to absorption at higher spatial frequencies is more than

compensated by increased phase contrast. The effect is particularly pronounced

for almost-transparent objects where the phase term grows to be larger than the

absorption term. This appears as the edge-enhancement effect familiar from the

focusing of optical microscopes. The effect has recently been exploited to increase

edge contrast in X-ray imaging when the absorption contrast is very low (see the

review Reference ).

Up to the first zero-crossing, no contrast reversal occurs and such images may

be interpreted directly; they appear as standard absorption images with sharp,

bright edges. In Section . I show that optimal signal-to-noise is obtained for

greater propagation distances where the contrast reverses several times. Such holo-

graphic images cannot be interpreted directly. We will shortly see, however, that

combining  formalism with the monomorphous object assumption yields an

expression capable of retrieving information from holographic diffraction patterns.
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.. Validity of the CTF expression

Before proceeding further with the contrast-transfer function expression, let us re-

turn to the linearising approximation made in obtaining it: explicitly that

∣
∣
∣− µ(x + λzu/2)− µ(x − λzu/2)+ i

(

φ(x − λzu/2)− φ(x + λzu/2)
)
∣
∣
∣� 1.

(.)

This inequality is satisfied if both

µ(x + λzu/2)+ µ(x − λzu/2) �1 (.)

and
∣
∣φ(x + λzu/2)− φ(x − λzu/2)

∣
∣�1. (.)

The first condition can only be satisfied everywhere if the absorption µ is every-

where much less than one. The second condition, which we might call the slowly-

varying phase condition (), does not require the phase-shift to be much smaller

than one radian: it merely requires the phase-shift to vary by much less than one

radian over a distance λzu. Clearly, assuming weak-phase shift |φ| � 1 is sufficient

to satisfy the , but it is not necessary.

The  is a surprisingly complicated condition, depending on the phase

structure of the object φ(x) and on the propagation distance z and the spatial-

frequencies imaged. It is discussed in more detail in §.., for now we simply note

that the  is more less restrictive than the weak-phase condition.

.. Previous use of contrast transfer functions

The above derivation of the contrast transfer relation (.) is new. The expression

itself is not new; it was first written as part of early research on Fourier optics [].

As a coherent-optics result, it attracted little attention until a related linear expres-

sion was derived by researchers seeking to improve the resolution of transmission

electron microscopes (s).

Electron optics suffer greatly from spherical aberration and until circa  this

aberration set the resolution limit of direct imaging in standard s []. The

first investigations of phase contrast in s arising from spherical aberration and

defocus were published by Scherzer in  [] and the so-called ‘linear imaging

theory’ of contrast transfer described in this section was developed by  [–].

In this theory, the electron microscope image has a contrast-transfer relation

Ĩ (u; z) = δ(u)− 2 cos χ(u; z)µ̃(u)+ 2 sin χ(u; z)φ̃(u), (.)



    

where the wave aberration χ is given by

χ(u; z) = πλzu2 − 2πλ3Csu
4 (.)

and has a familiar term due to the defocus z but also one including the spherical

aberration coefficient Cs . The form of (.) is familiar and reduces to the free-space

case (.) in the absence of spherical aberration. The theory, however, assumes

both weak absorption and weak phase-shifts from the outset.

The free-space case was not considered in detail until , when J-P Guigay

investigated Lorentz microscopes with negligible spherical aberration. Guigay’s

derivation was reproduced above in §.., but rather than substituting a wave-

field of arbitrary absorption and phase-shift (.), Guigay considered only the

pure-phase case and showed that the slowly-varying phase condition applies. Thus

Guigay extended the linear imaging theory to non-weak objects. The novel re-

sult of the previous Article is that the  expression (.) applies also to weakly-

absorbing objects with slowly-varying phase.

Interest in the contrast transfer theory has revived in recent years due to the

demands of cryoelectron microscopy of biological materials. Much of the relevant

literature on s and their deconvolution concerns electron microscopy. This

literature is reviewed when considering the inverse problem in §...

.. Contrast transfer of monomorphous objects

The  expression adds the weighted effects of phase and absorption information

in Fourier space, it does not assist us in separating them. Now consider the effect of

assuming a monomorphous object. From (.), the wave-absorption and phase-

shift due to a monomorphous material with column-density ρ are

µ(x) = kβρ(x) and φ(x) = kδρ(x). (.)

Substituting these into the  expression (.) yields

C̃(u; z) = 2k ρ̃ (u)
(

δ sin(πλzu2)− β cos(πλzu2)
)

, (.)
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where the dimensionless contrast C(x) is simply the normalised deviation of the

diffraction intensity from the background:

C(x) = I (x)− I0

I0
. (.)

We now have a single transfer function h̃mm

h̃mm(u, z) = 2k
(

δ sin πλzu2 − β cos πλzu2
)

(.)

relating, in the Fourier representation, the column-density ρ̃ of a monomorphous

object to the contrast of the diffracted image C̃ .

The phase coefficient δ may taken any value including zero, while the absorp-

tion coefficient may be zero (for a pure phase object) or greater. The transfer func-

tion may then be written in terms of a single trigonometric function as either

= −2k
√

β2 + δ2 cos

(

πλzu2 + arctan
δ

β

)

(.)

or

= 2k sgn δ
√

β2 + δ2 sin

(

πλzu2 − arctan
β

δ

)

(.)

where sgn is the signum function which is one for positive argument, minus one for

negative argument and zero when the argument is zero.

The normalised transfer function is plotted in Figure . for values of the ab-

sorption ratio β/δ of 0.2 and −0.2. Notice that for δ > 0, there is a contrast null

at low spatial frequencies, and the more transparent the object, the lower the first

frequency of vanishing contrast. At x-ray wavelengths all material have positive β

and δ, and this problem does not occur. For atomic gases, β/δ is a function of

the laser detuning, which can usually be adjusted so that the ratio is positive. At

visible wavelengths, a lens may readily be used to re-image the diffraction pattern,

and defocus towards the object has the effect of inverting the sign of δ. This im-

portant effect is discussed in §... The presence of zeros in the contrast transfer

function corresponds to the loss of information at certain spatial frequencies. This

is of critical importance to the inverse problem discussed in the next Chapter.

For completeness it is worth mentioning that this linear shift-invariant system

may be written in the convolution form, that is a closed form for the impulse-



    

PSfrag replacements

1 2 3

−1

−0.2

0

1 sgn δ sin(πλzu2 − arctan(β/δ))

u
√
λz

β

δ
= +0.2

β

δ
= −0.2

F . The monomorphous column-density CTF. The normalised  is
shown for positive and negative values of the phase-coefficient δ.

response function does exist. Taking the inverse Fourier transform of the transfer

function h̃ yields, after a modicum of trigonometry,

hmm(x, z) = F
−1
{

h̃(u; z)
}

= 2k

λz
sgn δ

√

β2 + δ2 cos

(
π |x|2

λz
+ arctan

β

δ

)

. (.)

The convolution form of the system is then

C(x; z) = 2k

λz
sgn δ

√

β2 + δ2

∫∫ ∞

−∞
ρ(x′) cos

(
π |x − x′|2

λz
+ arctan

β

δ

)

dx′.

(.)

This form makes absolutely explicit the linear relationship between the column

density ρ(x) of a monomorphous object, and the contrast C(x; z) of the resulting

diffraction-pattern. Note, however, that the impulse response function hmm(x; z)

is infinite in extent, and so there is no obvious truncation of the impulse response

that might allow efficient numeric implementation. The results of the next Chap-

ter exploit the transfer function representation (.) rather than this convolution

representation.

We have found the expression we sought: one that connects the column-density

of a monomorphous object with the intensity of its diffraction pattern. Indeed,

it even appears possible to solve (.) for the column-density. The zeros in the

contrast-transfer function present a signficant obstacle, however. Solving (.) for
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column-density is the subject of Chapter . Before concluding this Chapter, a little

further consideration of the  is in order.

.. The slowly varying phase condition

The slowly varying phase condition (.) was written down by Guigay when he

considered the spatial frequency spectrum of the diffraction pattern formed by a

pure phase object. It is an oddly formed inequality, being non-local and depending

on both spatial frequency u and propagation distance z . It is perhaps best inter-

preted by considering the distance λzu for each spatial frequency from zero to a

maximum spatial frequency set by, for example, the detector pixel size, or for the

case of spherical illumination, the effective pixel sized after demagnification. The

condition is that the phase must vary by much less than a radian over all separations

δx = λzu in the z = 0 plane. For phase variations that are everywhere much less

than one radian, the condition is satisfied at all spatial frequencies. For smoothly

varying phase excursions of order one radian or larger, it is always possible to find a

propagation distance z small enough that the condition is satisfied everywhere for

spatial frequencies up to some desired maximum.

Of course, this upper bound on the spatial frequency must be high enough

to include the structures of interest in the object! Consider the admittedly non-

compact case of a sinusoidal phase grating of positive phase-amplitude φ0

φ(x) = φ0 cos(2πu · x). (.)

The slowly varying phase condition is then

φ0| cos(2πu · x + πλzu2)− cos(2πu · x − πλzu2)| � 1, (.)

and using trigonometric identities allows us to write

φ0| cos(2πu · x + πλzu2)− cos(2πu · x − πλzu2)|
=2φ0| sin(πλzu2)|| sin(2πu · x)|
≤2φ0| sin(πλzu2)| (.)

as z is positive. Hence the slowly varying phase condition (.) is satisfied when

sin(πλzu2) � 1

2φ0
. (.)



    

Recall from Figure . and ensuing discussion on page  that the phase  is

sin(πλzu2). Thus the slowly varying phase condition requires that thick phase

gratings must be in the edge-contrast regime of diffraction, although as gratings

don’t have edges, a more appropriate term might be the single fringe regime.

Generalising this result to an arbitrary phase function by Fourier methods is

not as simple a task as might be expected, essentially due to the Uncertainty princi-

ple for real-space and Fourier-space representations. A numerical consideration of

the almost-compact case of a Gaussian phase-object of 1/e half-width a and peak

phase-shift φ0 leads to

0.8
λzu

a
� 1

φ0
. (.)

Selecting a maximum spatial frequency of u = 1/a includes essentially the entire

spectrum of the Gaussian and makes the condition

0.8 λzu2 � 1

φ0
(.)

which is clearly analogous to the grating case (.). If instead we solve for the

characteristic object size a, the condition reduces to

0.8
z

zR

� 1

φ0
, (.)

where zR is the Rayleigh range given by

zR = a2

λ
. (.)

The Rayleigh range, and the associated dimensionless Fresnel number NF = zR/z ,

parameterise the extent of diffraction. For propagation distances z much smaller

than zR , only a single fringe is evident, while for z considerably greater than zR

there are multiple fringes. The Rayleigh range is a general parameter in Fresnel

diffraction occurring, for example, in the analysis of diffraction from apertures,

where contrast transfer theory is inappropriate. Hence the condition z/zR � 1/φ0

forms a useful approximation to the slowly varying phase condition for compact

objects of characteristic size a.

An example simulation is shown on the facing page in which a one dimen-

sional phase object is illuminated with  nm radiation. The phase object, shown

in Figure ., consists of a  radian high Gaussian of half-width  µm on which

is superposed a small Gaussian of one-tenth the height and width. Ninety-five
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percent of the Fourier power spectrum of the sharp Gaussian, and essentially the

entire spectrum of the large Gaussian, is contained in the spatial frequencies less

than u = 31 200 m−1. Three propagation distances are considered: 200 µm, 2 mm

and 20 mm. Depictions of the equivalent distances λzu are shown superposed

on the plot of the phase object. The left column of plots shows the phase differ-

ence ∆φ(x) = φ(x + λzu/2) − φ(x − λzu/2), and the right column shows the

diffracted intensity for the three propagation distances, calculated using the angular

spectrum method described in §...

At 200 µm, the phase difference ∆φ(x) shown in Figure . is clearly much

smaller than one for all values of x and so the slowly varying phase condition (.)

is well satisfied. The diffraction pattern Figure . shows relatively strong single-

fringe diffraction from the sharp Gaussian and a lower contrast single-fringe pat-

tern due to the broad strong Gaussian. At 2 mm the phase condition is only mar-

ginally satisfied for the highest spatial frequencies, although is proportionally better

satisfied for components less than the maximum u. The diffraction pattern shows

many fringes due to the narrow Gaussian but still a single fringe due to the strong

phase component. At 20 mm the slowly varying phase condition is clearly violated.

There is very strong contrast due to the strong object; light has been partially fo-

cused. Note that the Rayleigh range a2/λ for the large Gaussian is 13 mm, and so

the 2 mm case marginally satisfies (.) while the 20 mm case clearly violates it.

The examples make clear that the slowly varying phase condition is neither a

weak-phase condition nor a single-fringe condition. Notice, however, that for a

grating, the condition reduces to (.), which on comparison with (.) is seen

to be a requirement of weak phase contrast, that is C̃(u; z) � 1. Similarly, in the

Gaussian case the requirement φ0λzu2 � 1 is satisfied by the same weak contrast

provision. This provision restricts the contrast in the Fourier representation, al-

though by Parseval’s theorem a similar relation might be expected to hold for the

image contrast C(x; z). Therefore I conjecture that the slowly varying phase con-

dition is satisfied if the contrast in the diffraction pattern is small. For the mono-

morphous case, a complete proof would also require consideration of the absorp-

tion condition (.), which is of course a weak contrast condition for the contact

image.

 Optimising the contrast as a function of propagation distance is discussed in §. on page .
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.. Breakdown of linearity for thick object diffraction

What can be said about the wavefield after a strong phase objects propagated be-

yond the slowly varying phase regime? Again, it is reasonable to consider phase

gratings as they form a basis for arbitrary phase objects. The problem dates back to

Talbot, who in  observed contrast fluctuations behind a grating; the rich frac-

tal structure of this simple system has only recently been appreciated []. Due to

its crystallographic importance the problem was considered analytically some time

ago [, et preq.], with a reasonably complete treatment in the Fresnel approxima-

tion published somewhat later [].

This treatment considered a Jacobi-Anger expansion of the phase grating (.),

and uses Graf ’s addition theorem on the resulting Bessel functions to simplify the

double sum for the intensity to

I (x; z) = I0 + 2I0

∞
∑

m=1

cos(2πmu · x) Jm

(

2φ0 sin(mπλzu2)
)

. (.)

For small ε , the Bessel function of order m has leading term of order Jm(ε) ' εm

and so we are lead naturally back to the condition (.). In this case, only the first

term in the sum is significant, and the first order Bessel function may be approxi-

mated as J1(x) ≈ 1
2 x to recover the linear system result for the grating. This analysis

makes it plain that configurations that violate the slowly varying phase condition

yield a fundamentally non-linear relation between the phase-shift φ0 through the

object and the diffracted intensity. Furthermore, even determining the phase shift

through a thick object is complicated by propagation effects within the object [];

the undeviated ray approximation of §.. may well not apply.

. Paraxial optics and space-frequency distributions

In this Chapter some connections between Fresnel diffraction, point projection,

the ambiguity function and contrast transfer have been explored in a detailed, if

necessarily ad-hoc, manner. In concluding, this section places some of these ideas

within the unifying framework of modern theoretical optics.

If the exp(ikz) phase-factor is excised from the expression for the Fresnel diff-

racted wavefield (.), the resulting function varies only slowly as a function of z .



    

It may be shown to be a solution of the paraxial wave equation

(
∂ 2

∂x2
+ ∂ 2

∂ y2
− 2ik

∂

∂ z

)

f (x, y; z) = 0, (.)

which alternatively may be obtained from the Helmholtz equation by assuming

variation of the wavefield in the z-direction is primarily of the form exp(ikz) [,

Appendix A,A]. The paraxial wave equation is a parabolic  while the Helm-

holtz equation is elliptic. The eigenfunctions of the Helmholtz equation, the plane

waves, have a continuous spectrum, while the eigenfunctions of the paraxial wave

equation are the discrete, enumerable Gauss-Hermite functions []. We have seen

that paraxial optics is, in many cases, an excellent approximation to the full scalar

diffraction theory. The mathematical structures of the two systems are, however,

profoundly different.

Comparing the transfer function formulation of Rayleigh-Sommerfeld diffrac-

tion (.) to that of Fresnel diffraction (.), it is clear that the Fresnel case is

a unitary transform whereas the full Rayleigh-Sommerfeld transform is not uni-

tary. A unitary although not shift-invariant generalisation of the Fresnel transform

known as the linear canonical transform and denoted L is given by

(L f )(x) = i

B

∫∫ ∞

−∞
f (x′) exp

(
iπ

B

(

D|x|2 − 2x · x′ + A|x′|2
)
)

dx′. (.)

The Fresnel transform is the special case of A = D = 1, B = λz . The  also

includes among its special cases the Fourier transform, geometric magnification

(scaling) and propagation through a thin parabolic lens. If the  parameters

are packed into a 2 × 2 matrix of elements A, B, C and D with C such that AD −
BC = 1 then the action of successive s may be conflated by multiplication of the

associated matrices. Further, the set of all possible s forms a group known as

the metaplectic group M p(2, R). [, ] [, p ]. Viewed through this formalism,

the isomorphism of Fresnel diffraction under the change from plane-wave to point

source illumination is a simple matrix or operator relation. I shall use this elegant

 Rediscovering this form is a popular pastime for workers in theoretical optics, verging on the popu-
larity of rediscovering the fractional Fourier transform. The  is also known as the quadratic phase

system, the extended fractional Fourier transform, the generalised Fresnel transform and other names.
An excellent discussion is in [, §.].

 For discussion of the Fresnel transform as an operator, see [].
 The process is formally equivalent to the operator optics introduced by van der Lugt [] and opti-

mised by Nazarathy and Shamir []. See Goodman [, §.] for a tutorial and Ozaktas [, p ]
for recent references.
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matrix calculus in §.. when I consider the reimaging of a diffraction pattern by

defocusing a simple lens.

The linear canonical transform is also intimately connected with space-fre-

quency representations, such as the Wigner distribution function [] and the am-

biguity function. Linear canonical transforms correspond to identical geometric

distortions of both the Wigner and ambiguity functions, in fact the transition ma-

trix in (x, u) coordinates is the -matrix [, p ].

There is also a deep and very close relationship between paraxial optics and

ray optics. The relationship is not germane to the discussion of general inhomo-

geneous media in §., as it concerns only optical systems composed of thin lenses

and quadratic-graded index media. It is nevertheless remarkable that the -

matrix of the  is exactly the -matrix of classical ray optics [, §.].

The paraxial optics formalism is not sufficient to explain the higher-order er-

ror cancellation in the Fresnel isomorphism described in §.. The extension of

the paraxial theory described in this section to full Rayleigh-Sommerfeld scalar

diffraction is currently incomplete. Alonso, Forbes and K B Wolf have described

a angle-impact Wigner distribution for solutions of the two-dimensional Helmholtz

equation []. A recent article describes non-paraxial diffraction using Wigner dis-

tributions []. There is little doubt that much remains to be discovered about the

mathematical structure of optics, and in particular the mathematical representa-

tion of finite objects and wavefields.

u

O      is now complete. We have seen that

a weakly-refracting monomorphous object imprints its phase and amplitude on

the wavefield. Both quantities are simply related to the column-density summed

along the rays of the radiation. We then considered the diffraction of the resulting

wavefield in free space. The problem of scalar wavefield diffraction is solved exactly

by either the angular spectrum or Rayleigh-Sommerfeld methods; the former is

computationally efficient and is used in simulating diffraction patterns in the next

Chapter.

Finding a linear relationship between the diffraction-pattern intensity and the

object phase and absorption required making the Fresnel approximation. After

some algebra and the further approximations of weak absorption and slowly-vary-

ing phase, a linear relationship was obtained, based on the contrast transfer func-

tions. This relationship applies more widely than was previously understood.



    

Applying the  relation to monomorphous objects resulted in a single trans-

fer function relating the column-density of the object to the diffraction-pattern

intensity. The relation appears to be invertible in a formal sense. The next Chap-

ter discusses the inverse problem of retrieving column-densities from diffraction

patterns using the monomorphous contrast transfer function.



Chapter 

Solving the inverse problem

I   I consider the inverse problem: given a single diffraction im-

age measured by an optical detector, what information may be retrieved about the

object? This is the problem of in-line holography and the first Section reviews holo-

graphic solutions to the inverse problem from a information-theoretic perspective.

Section . reviews deconvolution solutions for pure absorption and pure phase

objects and we arrive at the monomorphous object case in §... Similar decon-

volution methods have been used in cryoelectron microtomography; this work is

compared to the x-ray and optical results of this thesis. A distinct Transport-of-

Intensity solution to the inverse problem, advanced for x-ray applications, is con-

sidered in §.. I show that this solution may also be derived from the Guigay

ambiguity-function marginal.

Returning to the deconvolution solution, §. points out its formal similar-

ity with the much-studied field of incoherent-image deblurring. Fourier methods

for solving the inverse problem are discussed, and a partial-Tikhonov filter is de-

rived providing successful retrievals of column-density when diffraction pattern

 is relatively high. X-ray and cold atom images typically have low exposure

values and hence low . In §. I show that under these conditions, Fourier

deconvolution produces a distorted and noisy retrieval. A hybrid Fourier-wavelet

deconvolution algorithm, taken from the image deblurring literature, is modified

in §. to suit our diffraction-contrast retrieval. Simulated experiments show that

this algorithm performs much better than any Fourier method on noisy diffraction

patterns, approaching the quality of Zernike phase-contrast images. Other decon-

volution algorithms are reviewed in §. and I outline how some current research

in computational harmonic analysis might enhance the hybrid algorithm. In many



    

experiments, the propagation distance is adjustable. The final Section discusses the

optimal propagation distance from the inverse problem perspective.

. Holography: Retrieving information from

diffraction patterns

This thesis is concerned with retrieving information from diffraction patterns. The

study of wavefield reconstruction from diffraction or interference patterns is known

as holography. In this Section, methods for retrieving information from diffrac-

tion patterns are reviewed in terms of the information content of the pattern. The

information deficit implicit in retrieval a full wavefield from a single, unmodified

diffraction pattern can be resolved either by additional optics, or a obtaining a

second diffraction pattern. This review elucidates the close relationship between

holography and the problem of this thesis; but shows that traditional holographic

methods cannot yield a solution.

.. Gabor in-line holography

The early crystallographers Bragg and von Laue first considered the problem of

retrieving structure information from a diffraction pattern. The first attempted

retrieval of a non-crystallographic object was reported by Denis Gabor in  [].

Gabor was attempting to solve the problem of severe aberration in early elec-

tron lenses, which was then the limit on electron microscope resolution. His ‘new

microscopic principle’ was a two-step process, and consisted of first removing the

lens altogether and magnifying the object by point-projection onto a photographic

plate, as depicted in Figure .. The image recorded was, of course, a Fresnel

diffraction pattern as discussed in §..

Gabor was awarded the Nobel prize in  nominally for his attempt at retriev-

ing an image of the object from this measured diffraction pattern. He demonstrated

that if the developed plate is illuminated by a point source of light and the object re-

moved, the optical wavefield beyond the plate is, in part, a magnified equivalent of

the original wavefield in the same region of space (Figure .). An imaging system

such as a lens and detector, or an eye, looking through the plate towards the point

source sees the object suspended in space as if at its original loation: the full depth

of field and parallax are apparent. Gabor was interested in particular in record-

ing an electron diffraction pattern and reconstructing the pattern with visible light.
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This ‘method of reconstructed wavefronts’ was soon termed holography, with the

recording of the diffraction pattern termed a hologram.

Many forms of holography have been described over the last half-century; all

are concerned with reconstructing a wavefield. In some applications, the aim is

to generate a known wavefield. This is the regime of computer-generated holog-

raphy, where the first step of generating a hologram is performed in a computer.

Other applications are more closely allied to the problem of this thesis, seeking as

Gabor did to extract information from a wavefield. Here the hologram may be

digitised and the second step of propagating light through the hologram to form a

reconstructed wavefield is simulated by computer; this process is known as digital

holography []. The following Articles review several methods for retrieving infor-

mation from holograms. It should be noted that any optical apparatus used in the

first step (recording the hologram) is essential, while any optical processing in the

second step (reconstruction) may alternatively be performed in a digital computer.

.. The twin image and the information deficit

The reconstructed wavefront of Gabor holography is fundamentally flawed. As

shown schematically in Figure ., and algebraically in Appendix C, the recon-

structed wavefield is always accompanied by a second superposed wavefield pro-

portional to the conjugate of the first. The real, conjugate image which results is

widely known as the ‘twin image’, the term perhaps implying the inseparability of

the superimposed image. A series of attempts were made to separate or remove the

twin image in the years after Gabor’s announcement [–]. The requisite photo-

graphic information processing was awkward and interest in holography waned.

In , Leith and Upatnieks [] exploited the long coherence length of the

recently invented laser to record holograms with an off-axis reference beam. The

method thus records an interferogram of microscopic fringes modulated by the ob-

ject aperture function, rather than the diffraction pattern recorded by Gabor’s ge-

ometry. Upon reconstruction, holograms so produced yield non-overlapping real

and virtual images off-axis to the reconstruction beam. This solution of the twin

image problem initiated a revolution in optics; some   papers mentioning

holography in their abstracts have been published since .

Leith and Upatnieks’ solution to the twin image problem is not, however, ger-

mane to this thesis. The method requires beam splitting optics, placing it outside

the predicates of this work. It further requires high longitudinal coherence to en-
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A Recording an in-line hologram is
nothing more than photographing
the diffraction pattern.

Developed
transparency

Virtual
image

Real
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superposed real

and virtual imagesVirtual
wave

Real
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B Illuminating the developed transparency produces a wave proportional to the original wavefield
(grey) and a conjugate wave (black). The real image is pseudoscopic or reversed.

F . Gabor in-line holography is a two step process. Curves depict the
scattered wavefronts from an arbitrary point, see Appendix C for discussion.

sure interference fringes are formed with the off-axis reference, and high spatial

resolution detectors are needed to record fringes with wavelength-order spacings.

Many other methods for wavefield reconstruction have been developed; whe-

ther these are ‘holography’ or ‘phase retrieval’ is an essentially epistemological dis-

tinction. In the following Articles I classify some of these methods by considering

the information content of the problem. An in-line hologram is an intensity image,

and so may be represented by one real number for each resolution element of the

detector. The wavefield at the detector, however, is represented by a complex num-

ber at each resolution element. Even without entering into the vexed discussion on

the nature of information, it is apparent that there is twice as much information in

the wavefield as in the measured intensity. From this point of view, the twin-image

problem of Gabor in-line holography is the result of attempting a reconstruction

with inadequate information. This information deficit may be resolved by three
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general classes of solution:

Record only half of the available wavefield information for example, by record-

ing half the spatial-frequency spectrum of the object.

Record twice as much intensity information for example, by recording two holo-

grams at different propagation distances, or at different wavelengths.

Assume that the object is described by a real image for example, by assuming the

object is transparent and is therefore fully described by a real phase image.

Some previous methods of wavefield reconstruction are discussed in the remainder

of this Section in terms of either the first or second class of solution. The assump-

tion of a monomorphous object, on which this thesis is predicated, is a case of the

third class of solution and is discussed as such in §...

Finally, although the presence of the twin image in the Gabor technique makes

it unsuitable in many applications, it has found a niche in the analysis of particle

fields []. If a hologram is made of a very small object, or more precisely, the

object–detector distance is much larger than the Rayleigh range, then the twin-

image observed on reconstruction will be very far out of focus. The twin-images of

many small particles tend to add to form a featureless background. In-line holog-

raphy has thus been used to analyse aerosols [] and even to image plankton in

volumes of sea water []. This regime of application is, however, orthogonal to

the microscopy with which we are concerned: we wish to see details in a single

finite object, not to measure the distribution of many featureless objects.

.. Recording half as much information

One of the earliest attempts at solving the twin-image problem was the method of

single sideband holography described by Lohmann in  []. Rather than record-

ing the diffraction pattern directly, a -f lens system with a schlieren knife records

a diffraction pattern with one half of the spatial frequency plane removed. The re-

construction, performed through an identical system with the opposite half-plane

occluded, is found to be free of the twin-image. Early analyses of the system con-

cluded that only purely absorbing objects could be imaged [, ], but a recent re-

consideration [] shows that arbitrary wavefields are reconstructed without twin-

images. The information deficit is balanced by the intuitive result that recording

only half of the angular spectrum results in a reconstruction visible from only one

side of the optical axis.



    

The off-axis holography method of Leith and Upatnieks also corresponds to

the removal of half of the angular spectrum. An off-axis hologram is only success-

ful if the fringes formed by the interference of the reference and scattered waves

are resolved on the detector. Nyquist’s theorem requires two resolution elements

to resolve one cycle of the interference pattern, and so the spatial bandwidth avail-

able for encoding information about the scattered wave is halved. A similar loss of

resolution must occur for a recently proposed ‘in-line’ technique where a reference

wave is created on-axis but with a different curvature to the illumination [].

.. Recording two holograms

Off-axis holography requires beam splitting optics, and single sideband holography

requires a telecentric lens system. The use of optical elements may be avoided and

the information deficit resolved by obtaining two in-line holograms.

Gabor’s first attempt at eliminating the twin-image did require the use of a

quarter-wave plate to record two holograms in quadrature [] which could be

added so that the twin-image canceled. The extension of Gabor’s idea to all four

quadrature phases has recently been shown to eliminate the autocorrelation term as

well []. A proposal contemporaneous with Gabor’s by W L Bragg and G L Rogers

employed photographic subtraction of two holograms taken at distances z and 2z

for plane-wave illumination [, ], or analogous distances for point-source illu-

mination []. Although not requiring optical elements, the photographic subtrac-

tion of the two images presented a prohibitive technical challenge and the technique

was forgotten. Rogers re-proposed the technique in the light of digital image pro-

cessing [], and simulations of the algorithm with a view to x-ray experiments

have been published recently [, ]. A similar method valid for arbitrary separa-

tions in z had been described previously in the electron microscopy literature []

and much later in the optics literature [], although the retrieval comes at the

price of lower numerical stability.

New ideas for twin-image elimination continue to be advanced: an elegant

method has been demonstrated whereby the stochastic variation in speckle be-

tween two images taken on identical apparatus provides enough information to

reconstruct the wavefield without the conjugate contribution [].

Volume holograms [, §.] record information at many effective planes within

the volume of a photographic emulsion, and hence over-satisfies the information

deficit. An in-line volume hologram reconstructs the undistorted wavefield [],
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and may even reconstruct spectral information about a non-monochromatic inci-

dent wavefield. Solid-state detectors are, however, only sensitive to the intensity in

a single plane. Volume holography is only relevant to photographic recording at

visible wavelengths, and so falls outside the predicates of this thesis.

.. Two holograms: the Transport-of-Intensity solution

Although this thesis is predicated on the retrieval of object information from a

single image, the work was inspired by a series of important results concerning non-

interferometric phase retrieval from two closely-spaced images. I briefly introduce

these developments in this Article.

The transport equation analagous to (.) for the paraxial wave equation (.)

may be written as the Transport of Intensity Equation ()

∇· (I (x, z)∇φ(x, z)) = −k
∂ I (x, z)

∂ z
, (.)

where the vector derivative operator ∇ ≡ (∂/∂x, ∂/∂ y) acts in the transverse

plane. The intensity derivative is approximated by the finite difference of two im-

ages separated by a small∆z , and their mean is used for the intensity I (x, z). A nu-

merically efficient solution of the  derived by D Paganin and K A Nugent []

returns the phase at a plane midway between the two images, and thus retrieves

the full wavefield on this plane. The significance of this solution extends beyond

the regime conventionally defined as in-line holography as, unlike most of the so-

lutions described above, the  solution does not assume that the object scatters

weakly, and is in fact valid for a very general class of wavefield.

A novel concept of generalised phase valid for partially coherent wavefields is

introduced and shown to reduce to the coherent definition of phase for monochro-

matic fields. The relaxed temporal coherence requirements of the  solution have

led to applications to non-optical radiation for which high coherence sources are

impractical or unavailable.  phase imaging has been demonstrated for elec-

trons [], x-rays [], neutrons [] and laser-cooled neutral atom beams [–

], as well as for conventional optical microscopy with white light illumina-

 For a derivation of the  and thorough references see [, §..].
 The wavefield must be free of optical vortices, a condition equivalent to the absence of intensity

zeros. Refer [, passim]; a recent comment on boundary value conditions is []. Extensions to
non-linear [] and inhomogeneous [] media have been published recently.

 The paper [] describes work that I contributed to in the early stages of this project, and is not
otherwise discussed in this thesis. The paper is included in Appendix F, p .



    

tion []. While successful in many cases, the  solution must be regularised

at low spatial frequencies; see comments in §...

Early results during this project were processed with a -based single-image

solution for monomorphous objects. My study of the limitations of this solution

led directly to the  methods presented in this Chapter. This antecedant 

solution is discussed in §..

.. Reconstruction of wavefields by iterative methods

The solutions hitherto described are in closed form, a direct and deterministic rela-

tion between holograms and wavefield is shown to exist for each method. A class of

iterative solutions to the inverse problem has been developed, offering more general

solutions but without a guarantee that the algorithm will converge to the correct so-

lution. Iterative methods are also much more computationally intensive than direct

methods.

In , R W Gerchberg and W O Saxton published an iterative algorithm which

retrieved the phase of a wavefield, given the intensity of the contact image and

its Fourier transform []. Enhanced algorithms were soon developed that op-

erate on a single far-field diffracted image and require only limited a priori infor-

mation, known as the constraints, to be known about the object. An example of

such a constraint is knowledge of the compact support of the object, although the

method is very general and other convex and non-convex constraints have been

used []. The uniqueness of the retrieved phase has been shown to be unique

for all but ‘pathological rare’ cases []. Successful iterative retrieval from data has

been published by one group [] and results from a number of iterative phase re-

trieval experiments were presented recently at the Second International Workshop

in Non-Crystallographic Phase Retrieval [].

These algorithms are directly applicable only to phase retrieval from far-field

diffraction patterns. Iterative methods for Fresnel regime phase retrieval were sug-

gested by D L Misell [, ] soon after Gerchberg & Saxton’s original publication.

Misell’s method likewise requires two intensity measurements, but unlike the holo-

graphic techniques is not limited to weak scattering. The iterative method is found

to work better at larger separations of the imaging planes [] and is thus comple-

mentary to the closed-form  method.

Later the technique was extended to a single-image iterative method where only

a support constraint is used in the object plane. At first, only results for purely ab-



.  :    

sorbing objects were presented [, ]. More recently, iterative retrieval of wave-

fields propagated through realistic objects which both absorb and phase-shift has

been simulated in one [, ] and two [, ] dimensions. Few experimen-

tal results have been presented. An attempted retrieval from a single image of a

contaminated electron microscope aperture was only partially successful [].

This apparent ability of the iterative techniques to extract both amplitude and

phase from a single image is not a violation of the information theoretic limits

discussed. On the contrary, R Vincent [] describes how, even in the two-image

case, phases may only be recovered at half the image sampling interval; here the

information deficit is over-compensated.

A hybrid method has recently been proposed [] in which a  retrieved

phase is used as the initial guess for a Gerchberg-Saxton-Fienup iteration. While the

method undoubtedly accelerates convergence of the iterative method in the near-

Fresnel regime, it has only been demonstrated for pure phase objects, and it is not

clear if it offers any advantages when attempting to retrieve information about ob-

jects which are also absorbing.

Mathematical understanding of the far-field algorithm is now quite sophisti-

cated [, ]. In contrast, the question of uniqueness of retrieved phases in the

Fresnel regime, first raised by Gerchberg [] in response to Misell’s original sug-

gestion, has only been addressed for special cases []. In summary, while the far-

field iterative method seems to have come of age thirty years after it was invented,

the same cannot yet be said of iterative methods in the Fresnel regime.

. CTF deconvolution: overview and review

We have seen that the information deficit may be resolved by methods which limit

the bandwidth of the information recorded, or by incorporating a second image.

Preprocessing methods which reduce bandwidth require some form of optical in-

tervention between the object and the detector, either an additional reference beam,

or manipulation of the wavefield with a Fourier processor. This thesis is concerned

with extracting information from a single diffraction pattern without the use of

imaging optics.

If the object is such that its aperture function can be parameterised by a purely

real function, then there is not, in theory, an information deficit: both aperture

function and diffraction pattern are described by a real image. This raises the possi-



    

bility of finding a solution to the single-image inverse problem for such a particular

parameterisation.

Hitherto the discussion has been in terms of holography and wavefield recon-

struction. We are now considering retrieval of a real image which is explicitly not

the full complex wavefield, and as in the previous two Articles, the retrieval is per-

formed in a computer rather than by physically reconstructing and imaging a wave-

field. The problem is better thought of in terms of information retrieval and inverse

problems than in terms of holography and wavefield reconstruction. The holo-

graphic advantages of great depth-of-field and absence of imaging optics remain

pertinent, however.

The simplest parameterisation is a purely absorbing object, for which the aper-

ture function is already real. A more useful approximation for many materials is

transparency: the effect of the object on the wavefield is then parameterised by its

phase-shift φ.

.. The inverse problem for pure absorption objects

We first consider the case of purely absorbing objects. If the absorption is weak,

then the expression for image contrast (.) is simply

C̃(u; z) = −2µ̃(u) cos(πλzu2), (.)

which is recognisable as a linear shift-invariant system written in transfer function

form. It may be solved trivially for the absorption function µ by

µ(x) = −1

2
F

−1

{
1

cos(πλzu2)
F {C(x; z)}

}

, (.)

where we have written out the Fourier transform of the image contrast C , and taken

an inverse transform overall. This form of inversion, known as deconvolution, ob-

viously applies to any linear shift-invariant system, although it is most useful when

a closed-form exists for the transfer function. Equation . may only be consid-

ered a formal solution to the inverse problem, as in general the denominator may

be zero and direct implementation of (.) will produce wildly inaccurate results.

Modifying retrieval algorithms to avoid such divergences is known as regularising

the inverse problem, and is the subject of §. and §..

A regularised retrieval for purely-absorbing weak objects was demonstrated for

particle field holography applications []. These authors comment on the prob-
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lem of phase-shifting by supposedly purely absorbing objects. This problem does

not arise if the diffraction object is binary: at any point either completely transpar-

ent or completely opaque. Binary objects are not weak, however iterative methods

have been quite successful in retrieving binary structures at optical [] and x-

ray [] wavelengths. Recent wavelet [] and ambiguity function [] methods

allow the location in three dimensions of purely absorbing small particles to be

extracted from a single hologram.

The development of nanotip field emitters [] has revived interest in electron

projection microscopy [] for low radiation damage imaging [, ]. Oper-

ating at very low electron energies, these microscopes may produce almost pure

absorption-object diffraction patterns. To date, the only reports are of simulations

of iterative retrieval from electron projection microscopes [].

.. The inverse problem for pure phase objects

Considerably more work has been done on pure phase objects. Again, the con-

trast expression (.) reduces to a transfer function, this time for the phase-shift

through the object

C̃(u; z) = −2φ̃(u) sin(πλzu2), (.)

which can be similarly inverted to

φ(x) = −1

2
F

−1

{
1

sin(πλzu2)
F {C(x; z)}

}

. (.)

The sine denominator also is zero at infinitely many discrete points along a radius in

the Fourier plane, and so too must be regularised in any numerical implementation.

In transmission electron microscopy, thin biological objects absorb (inelasti-

cally scatter) on the order of 10% of incident electrons when shifting phase by 

radian, and so are phase objects to a reasonably good approximation. Traditional

phase imaging techniques such as off-axis holography and Zernike phase-contrast

are hard to apply to s; this motivated work on interpreting the phase contrast

resulting from defocus and spherical aberration. Electron microscopists experi-

mented with  deconvolution almost  years before the technique was applied

to optical problems. Although in practice the  work is quite divorced from the

results of this thesis, the formal similarities are substantial. The relevant electron

microscopy literature is reviewed in §...

Retrieval from free-space diffraction patterns of the form of (.) was consid-
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F . Several phase CTFs. By combining images taken at several difference
propagation distances z , the loss of information at higher spatial frequencies can
be avoided. Vanishing contrast at low frequencies remains a problem if objects are
assumed to be purely phase-shifting.

ered much later for x-ray microscopy []. In this study, diffraction patterns were

obtained at several propagation distances from an object assumed to be purely

phase-shifting. This appears to be the first publication to point out that in free

space, phase retrieval is possible from non-weak phase objects satisfying the slowly

varying phase condition. Figure . shows the phase contrast transfer function for

three values of z . Clearly there is contrast information at one propagation distance

or another for every spatial frequency shown except near u = 0. By appropriately

weighting the images in the Fourier representation, these authors formed a com-

posite image which was free of artefacts due to high-frequency zero-crossings in

the phase . In the limit of spatial frequency approaching zero, however, con-

trast vanishes in all of the images and so the retrieval was still unstable at low spatial

frequencies [].

Two of the iterative methods [, ] discussed in the previous Section at-

tempted retrieval from an arbitrary pure phase object, without the restriction that

the phase object be slowly varying. The fundamental instability of pure phase re-

trieval at low spatial frequencies is likely to remain a problem in any technique.

.. The inverse problem for monomorphous objects

No object is truly transparent. Many objects are better approximated by the as-

sumption that they are monomorphous. We have seen in §.. that a thin mono-
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morphous object has an aperture function parameterised by the real function ρ ,

the column-density. There is hence no information deficit in attempting to retrieve

the column-density of a monomorphous object from a single diffraction pattern.

The principal result of Chapter  was the linear shift-invariant system (.)

connecting the column-density of a monomorphous object to the contrast of the

diffracted intensity, measured at a subsequent plane after propagation in free space.

A formal solution to the inverse problem of retrieving the column-density ρ(x) is

ρ(x) = 1

2k
F

−1

{
1

δ sin(πλzu2)− β cos(πλzu2)
F

{
I (x; z)

I0
− 1

}}

, (.)

where the contrast C has been written out in terms of the diffraction pattern inten-

sity I and background intensity I0.

Figure . shows the  for a pure phase object in comparison with the 

for a monomorphous object of β/δ = ±0.2. Part  of the Figure compares the

unregularised inverses of the phase-advancing (negative δ) case and the pure phase

object case. At higher spatial frequencies the curves are similar, but the divergence

at low spatial frequencies is severe.

I now anticipate an intuitive result that will be discussed in much more detail

in the Section on regularisation (§.):

The column-density can be retrieved by multiplying by the inverse of

the  in Fourier-space. At frequencies where this inverse is greater

than the signal-to-noise ratio of the system, we multiply instead by a

regularised inverse which does not exceed the .

In this example, the monomorphous  dictates an amplitude boost of 5 or less

at low frequencies. Provided the  well above 5 there is no problem in perform-

ing the  correction at low frequencies. The inverse  still diverges at higher

frequencies and so regularisation is necessary there. Clearly, the high-frequency

regularisation affects only narrow bands of frequencies.

If a pure phase object is assumed, then some arbitrary regularisation proce-

dure must be used to remove the divergence at u = 0. The retrieved information

will be unquantitative for all spatial frequencies below a minimum value. Incorpo-

rating knowledge about the residual absorption of a monomorphous object has a

profound stabilising effect at low frequencies.

 The ‘system’ here is deliberately vague. A rigorous discussion is in §..
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Similar low frequencies divergences exist for more general methods. The two

image -based method is valid for any vortex-free wavefield, and so is clearly

valid for the field after a weak monomorphous object. Nevertheless, the  re-

trieval algorithm has an analagous divergence at zero spatial frequency, and while

it would be expected to yield better results than an erroneous assumption of a pure

phase object, it must still be regularised at u = 0 [, §..d]. On the other hand,

 retrieval does not require regularisation at higher frequencies. The catastro-

phe at zero spatial frequency is thus not limited to pure phase object imaging: it is

the Achilles’ heel of the -based methods, and similar problems are expected for

any arbitrary wavefield retrieval system operating on unmodified diffraction pat-

terns. For weakly-absorbing monomorphous objects,  deconvolution avoids

the catastrophe, and therefore has a fundamental advantage in stability, not only

over single-plane pure-phase deconvolution but over two-plane arbitrary-wavefield

methods as well.

This optimistic result only applies when the real part δ of the refractive index is

negative. Figure . shows that for a phase-retarding (positive δ) material, the in-

verse  will exceed the signal-to-noise ratio for a broad range of low frequencies,

and so retrieval will be unstable. An intuitive understanding of this contrast null

follows from considering the focusing action of a lenticular piece of tinted glass.

Glass has positive δ and so focuses light towards the centre of the lens. This is where

absorption is strongest, however, and so for a certain curvature of the lens, the two

effects cancel and there is no contrast. In §.. I show that using a negative propa-

gation distance converts the diffraction pattern of a phase-retarding object into that

of the equivalent phase-advancing object. A negative propagation distance sounds

absurd. I show in §.., however, that simple lens system is equivalent to negative

propagation if defocused towards the object.

The remainder of this Chapter is predicated on the phase-advance form of 

shown in Figure ., namely Equation . with δ negative. While this case is

free of contrast nulls at low frequencies, the nulls at high frequencies must still be

regularised. Optimal regularisation turns out to be a rather deep problem and is

discussed in §. through ..

 That the presence of absorption in the monomorphous case is formally equivalent to Tikhonov reg-
ularisation of  solutions was pointed out D Paganin et al., see discussion on p .



    

.. CTF deconvolution in electron microscopy

Most of the prior descriptions of phase  deconvolution, and all previous de-

scriptions of monomorphous  deconvolution are for transmission electron mi-

crographs.

Soon after the development of the linear imaging theory of electron micro-

scopes, several authors experimented with processing electron micrographs of thin

phase objects using analogs of (.) []. This work on deconvolution methods for

in-line electron holography predated by  years the optical holography deconvolu-

tions described in §... A discussion on the connection between contrast transfer

theory and holography may be found in §. of Reference .

Calculating a Fourier transform of a reasonable sized image took many hours

on early s digital computers, and so most of the research effort was directed

towards optical computing methods for retrieving phase images [–]. The

system (.) was implemented as a Maréchal optical computer [, §.] by interca-

lating a complex mask equivalent to sin−1 χ(u; z) in the Fourier plane of a -f lens

system. The attendant description [, p] of producing the mask and installing

it in the liquid gate of the optical computer makes soothing reading when one is

feeling aggravated at a digital computer.

These technical obstacles appear to have been overwhelming. A detailed com-

parison published after a decade of work on optical and digital retrieval techni-

ques [, ] showed similar quality images from both methods, but neither show-

ed compelling enhancement in resolution over the unprocessed image. Exposure

times in the  are relatively short, and focus is readily varied electronically, so

that two or more images of a specimen may easily be obtained. As computing

power increased, two image and focal-series [] retrieval methods were preferred

as they avoid the regularisation artefacts of the single image methods. Focal series

methods are not limited to weak phase objects – a significant limitation of the lin-

ear theory for electron microscopes [] – nor do they suffer the great sensitivity

to focus and spherical aberration parameters [] of single image retrieval.

Contrast transfer function fell from use, but was revived by the development of

energy-filtered cryoelectron microtomography in the early s. In this technique,

biomolecules are embedded in vitreous ice and imaged at high magnification. Low

electron doses reduce damage to the molecules so that resolution approaches that

of crystallographic methods, while not requiring crystallisation []. The absorp-

tion contrast between unstained molecule and ice is, however, very low, and the



A Cryoelectron micrograph showing many randomly-oriented capsids. Scale bars are 50 nm. a: Close
to focus. b: Greater defocus, contrast has increased.

B Stereo view of reconstructed capsid with resolution of 0.9 nm. Scale bar is 5 nm.

F . Cryoelectron microtomography of biomolecules. Hepatitis B virus
capsids. The technique assembles a large number of noisy images  into a three-
dimensional molecular structure .  sign-correction was performed on images
synthesised from near and far defocused image pairs. A value of 0.07 was assumed
for β/δ and the defocus z found by fitting to power spectra. Reprinted from Refer-
ence .



    

microscope must be defocused to render phase contrast. Early work assumed a

pure phase object and retrieved the column-density – projected potential to elec-

tron microscopists – from focal series taken at each molecular orientation [],

but the preferred method became monomorphous  correction on the recon-

structed tomogram [, ]. Figure . shows the enhancement of contrast due

to defocus, and Figure . is a stereogram of the  reconstruction of the molecule.

The monomorphous object assumption was not completely new to  stud-

ies, having been used by Erickson and Klug in  for a pseudo-crystallographic

retrieval of the coarse structure of catalase []. The tomographic reconstruction

and deconvolution steps were later combined into a single process in the Fourier

representation []. While the three-dimensional structures of ribosomes [],

capsids [] and other biological structures produced by these techniques are un-

doubtedly impressive, the only published retrieval from a single image is the origi-

nal catalase crystal image of Erickson and Klug.

.. Comparison of CTF deconvolutions: TEM and DCI

These electron microscopy results, and the results of this thesis, are based on 

deconvolutions of the form of (.). There is, however, little in common in the

practical application of the techniques. This Article compares  deconvolution

as applied to  with the diffraction-contrast imaging implemented in this thesis.

One major difference was discussed in §..: the electron microscopy solu-

tion must include the effects of spherical aberration and so is valid only for weak-

absorption and weak-phase objects. The free-space solution is restricted to weak-

absorption objects but the phase can be non-weak provided it is slowly varying in

the sense of (.).

Another fundamental difference between the electron microscope, and optical

or x-ray applications is how accurately the  parameters z and β/δ are known.

Although the defocus z is notionally a controlled parameter in an electron micro-

scope, in practice the calibration is not sufficiently accurate for  calculation [,

p]. The spherical aberration coefficient Cs is usually known somewhat better,

but the absorption ratio β/δ is now considered by electron microscopists to be a

purely empirical parameter. Parameters are deduced from the power spectra of the

defocused images [, ].

 In  Klug received the Nobel Prize in Chemistry ‘for his development of crystallographic elec-
tron microscopy. . . ’. His Nobel lecture places this work on  deconvolution in the context of the
structural analysis of biomolecules [].
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T . CTF deconvolution compared: TEM and free-space DCI.

 Free-space 

Optical process Defocus + Sph. Ab. Free-space propagation
Wave abberation χ(u, z) πλzu2 − 2πλ3Csu

4 πλzu2

Absorption µ � 1 µ � 1
Phase Must be weak, |φ| � 1 Slowly-varying 

Coherence Limited Typically high
Diffraction pattern Coherence limited Holographic possible
Parameters z , β/δ Regressed from image Measured
Image  Usually very low Reasonable
Application Tomographic retrieval Single-image retrieval
Quantitative? Returns structure Returns accurate ρ

This process is difficult enough for extracting defocus and Cs parameters. Ex-

tracting the absorption ratio from the low-frequency data is almost impossible.

Usually a separate determination of the absorption ratio is required []. Typke

and Radermacher [] deliberately enhanced the astigmatism of their microscope

to obtain a distribution of  nulls more sensitive to the absorption ratio. Their

experimentally determined values differed by more than 50% from electron diffrac-

tion calculations. The advent of cryo-electron techniques stimulated new attempts

to measure β/δ for frozen-hydrated specimens [, , , ] but results ranged

from 0.07 to 0.14. Although  parameters are only known to low accuracy, elec-

tron tomography is typically an over-determined system and so contrast compen-

sation errors are overwhelmed by the sheer weight of data.

 and  imaging are also distinguished by the coherence of their illumi-

nation. The limited longitudinal coherence of electron sources limits their defocus-

contrast to the few-fringe regime.

 deconvolution in  is essentially an empirical technique. Advanced nu-

merical models are now being used to extract the maximum structural information

from micrographs [–]. The interest is in getting the shape of the molecule

correct, not in knowing the electron density at every point to high accuracy.

In typical  applications, the parameters z , β and δ are known to high accu-

racy. Errors in propagation distance are easily corrected (see §..). The retrieved

column-density provides quantitative as well as structural information. Validity

conditions are extended. This comparison is summarised in Table ..

 Erickson and Klug achieved a fit only for β/δ, and only because they had a very high β/δ = −0.35
due to negative staining.



    

. A TIE solution for monomorphous objects

We have now reviewed the previous work on  retrieval, most but not all being

by electron microscopy researchers. This Section discusses an alternative solution

to the inverse problem for monomorphous objects []. The solution is based on

the  (.), rather than on contrast transfer expression, and so is not limited to

weakly-absorbing objects. This paper was the first to point out the utility of the

monomorphous object assumption in optics and inspired the results of this thesis.

Here I present a novel derivation of this solution starting from Guigay’s ambi-

guity-function marginal applied to a monomorphous object illuminated with col-

limated illumination.

.. Derivation from the ambiguity-function marginal

Written down as (.), Guigay’s ambiguity-functional marginal includes no ap-

proximations beyond the Fresnel approximation. In deriving the linear system in

§.., I started from the same equation but proceeded by making a linear approxi-

mation to the exponential in (.). Instead, consider the refactoring for absorption

and phase-shift

Ĩ (u; z) = I0

∫ ∞

−∞
exp

(

− kβ
(

ρ (x + λzu/2)+ ρ (x − λzu/2)
)
)

× exp
(

ikδ
(

ρ (x + λzu/2)− ρ (x − λzu/2)
)
)

× exp(−2π ix · u) dx. (.)

This form suggest making a Taylor series approximation for the column-density

sum and difference. Expanding

ρ

(

x + λzu

2

)

= ρ(x)+ λzu

2
· ∇ρ(x)+ (λzu/2 · ∇)2ρ(x)

+ 1

6
(λzu/2 · ∇)3ρ(x)+ · · · (.)

which yields to first order

ρ (x + λzu/2)+ ρ (x − λzu/2) ≈ 2ρ(x) (.)

and ρ (x + λzu/2)− ρ (x − λzu/2) ≈ λzu · ∇ρ(x). (.)
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Recall that phase φ(x) = kδρ(x), and so if we further assume that λzu · ∇φ(x) �
1 then the second exponential in (.) may be expanded to first order yielding

Ĩ (u; z) = I0

∫ ∞

−∞
exp

(

− 2kβρ(x)
)(

1 + ikδλzu · ∇ρ(x)
)

× exp(−2π ix · u) dx. (.)

Making use of the identity

exp
(

− 2kβρ(x)
)

∇ρ(x) = − 1

2kβ
∇
(

exp
(

− 2kβρ(x)
)
)

(.)

and separating the integral yields

Ĩ (u; z) =I0

∫ ∞

−∞
exp

(

− 2kβρ(x)
)

exp(−2π ix · u) dx

− i

2β
I0δλzu ·

∫ ∞

−∞
∇
(

exp
(

− 2kβρ(x)
)
)

exp(−2π ix · u) dx (.)

Now we use the Fourier derivative theorem [, p ] []

F
{

∇f (x)
}

= 2πiu F
{

f (x)
}

(.)

to find

Ĩ (u; z) =I0

∫ ∞

−∞
exp

(

− 2kβρ(x)
)

exp(−2π ix · u) dx

−I0
δ

β
πλzu2

∫ ∞

−∞
exp

(

− 2kβρ(x)
)

exp(−2π ix · u), dx. (.)

Recognising that the integrals are Fourier transforms of the absorption function

yields
Ĩ (u; z)

I0
=
(

1 − δ

β
πλzu2

)

F
{

exp
(

− 2kβρ(x)
)}

, (.)

and then re-arranging and taking inverse Fourier transforms as appropriate yields

exp
(

− 2kβρ(x)
)

= F
−1

{

β

β − δπλzu2

Ĩ (u; z)

I0

}

, (.)

which is a linear shift-invariant system connecting the measured intensity ratio I/I0

with the contact image of the object given by exp(−2kβρ(x)). Finally, taking the



    

logarithm, and writing Ĩ as an explicit Fourier transform results in

ρ(x) = − 1

2kβ
ln F

−1

{
β

β − δπλzu2
F

{
I (x; z)

I0

}}

, (.)

which is Equation  of Reference  modulo the sign convention on δ. Note that

the original paper, Reference , measures spatial frequency ‘k’ = u/2π in radians

per unit length.

.. Comparison with the deconvolution solution

This result resembles a deconvolution, but isn’t due to the presence of the non-

linear logarithm function. The solution may be thought of as deconvolving the

effects of propagation to find the contact intensity, and then retrieving the column-

density from the contact image by the Beer-Lambert law. As the Beer-Lambert law

is valid for strongly absorbing objects, it is clear that the  solution solution (.)

is valid for strongly absorbing objects in the limit of small propagation distance, in

contrast to the  solution which assumes weak absorption. The validity condi-

tions for phase-shift are better analysed from the full , and they appear to be

broadly similar to the slowly-varying phase condition (see discussion in attached

paper on p ). We consider the weak-absorption limit of the  solution (.)

to facilitate a comparison with the  solution discussed in the previous Article.

The exponential exp (−2kβρ(x)) on the left-hand side of (.) may be ap-

proximated by 1 − 2kβρ(x) if the object is weakly absorbing. A linear relation for

column-density

ρ(x) = 1

2k
F

−1

{
1

δπλzu2 − β
F

{
I (x; z)

I0
− 1

}}

(.)

then follows immediately. A moment’s consideration reveals that this expression

may be obtained from the  solution (.) on the assumption that πλzu2 � 1.

Figure . compares the inverse transfer functions for phase-advancing (negative

δ) case of the  solution as shown in Figure . with the weak-absorption case

of the  method (.). It is evident that the transfer functions agree for small

λzu2, beginning to diverge at spatial frequencies just below the first contrast peak.

Both solutions are predicated on the monomorphous object assumption, and both

have the inherent low-frequency stability as a result. At higher spatial frequencies,

 The Beer-Lambert ‘law’ is simply the square-modulus of (.). See [, §..] for the connection
with radiometry.
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F . Normalised transfer functions for TIE and CTF solutions. Shown as
inverse s for the weak-absorption limit of the  solution (.) (black) and
 solution (.) (grey). The  solution suppresses high-frequency informa-
tion.

 retrieval strongly suppresses information. Consequently regularisation is not

required: the  retrieval supresses information where the contrast is reversed.

This unregularised solution comes at a significant price, however. It is clear

from Figure . that for  solution to retrieve an unblurred column-density im-

age, the propagation distance z must be small enough that all structure of interest in

the object has spatial frequencies u satisfying πλzu2 � 1. Graphically, this requires

that the object power-spectrum be contained within the first peak of the  plot.

This is also equivalent to requiring only a single diffraction fringe for the smallest

details in the object. Real-world objects typically have structure across more than

a decade of spatial frequency. If the highest significant frequencies are to fall be-

low the first maximum of the , then the gross structure of the object will be

rendered at little more than absorption contrast levels.

Figure . shows simulated diffraction patterns (left column) and column-den-

sities retrieved with the  algorithm (right column). The simulations are for

x-ray illumination of a thin metal foil, somewhat implausibly embossed with the

Lena image. The simulation parameters (see caption) result in a peak absorption

of 0.115 and a peak phase-shift of −0.6 radian. This image has a real-world spatial-

frequency power spectrum and a mix of detailed and empty areas; reconstruction

artefacts are particularly easy to detect when viewing the image and it is widely used

in the image processing community [, ]. Forward propagation was simulated



z = 1 µm

z = 20 µm

z = 200 µm
Diffraction pattern I (x)/I0: 0.0 2.0  retrieval ρ(x)/µm: 0.00 0.67

F . TIE retrieval applied to a weakly-absorbing object. Simulated object
is a 5 × 5 µm Al foil, maximum thickness 670 nm, illuminated with 3 keV x-rays
(nominally n = 1 − 6 10−5 + i6 10−6). Poisson noise is 1000 photons/pixel.
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with the angular spectrum algorithm (§..).

The near-Fresnel image at top has most of the image spectrum below the first

 maximum, and the diffraction pattern shows only edge-enhancement. The

-retrieved column-density is relatively sharp, but shows coarse noise as much of

the coarse structure was retrieved from absorption contrast. The lower two diffrac-

tion patterns are more heavily diffracted and the retrievals are blurred.

Section . shows that the fidelity of the retrieved image is optimal at large prop-

agation distances where there are many contrast reversals within the spectral sup-

port of the object. The single-fringe regime is thus far from optimal for imaging

most weakly-absorbing objects. It must be said, however, that the  algorithm

fails gracefully when applied to images with contrast beyond the first  maxi-

mum. The rapid but smooth roll-off of the  filter blurs detail at higher frequen-

cies, but adds little ringing to images.

The  algorithm is generally valid for strongly-absorbing monomorphous

objects at short propagation distances and is, in a sense, complementary to the

 solution which is valid for weakly-absorbing objects at arbitrary propagation

distances.

.. Hybrid and iterative solutions for monomorphous objects

In light of the complementarity of the  and  solutions, it is natural to ask

if a more general solution may be found that reduces to the  solution in the

limit of short propagation distance, and to the  solution in the limit of weak-

absorption.

At the workshop on phase retrieval held in Cairns in July , T E Gureyev

discussed a two-step algorithm which combined -based retrieval with the -

deconvolution method []. In simulations, a low frequency object structure was

retrieved with -based methods and a synthetic diffraction pattern formed from

the difference between the ‘measured’ diffraction pattern and a calculated diffrac-

tion pattern due to the -retrieved object. This weak-contrast synthetic pattern

contained only high frequency information and so was amenable to processing

with  deconvolution methods. Results of simulations were presented for strong

phase objects. A subsequent paper published after this Chapter was written extends

the idea to an iterative method involving an asymptotic series for the aperture func-

tion [].

 The priority of these results is discussed in the Preface.



    

This paper, and a subsequent paper presenting experimental results [], err

in stating that the direct  deconvolution (which it refers to as the Born solution)

is valid only for weak phase-shifts. Reconstrution artefacts were attributed to non-

weak phase-shifts, but the artefacts appear to be due to regularisation. It would

be very interesting to compare the suppression of these artefacts by their iterative

technique with the artefact-suppression afforded by the wavelet methods discussed

in §. of this Chapter. Both basic  deconvolution, and the iterative extension

of Gureyev et al. failed to retrieve information from a heavily-diffracted pattern of a

strongly phase-shifting and strongly absorbing (φ = −10 radian, µ = −2) object.

Finally, recall that we saw in §.. that the assumption of monomorphicity

solves the problem of vanishing diffraction phase-contrast at low frequencies which

affects both pure-phase and arbitrary-wavefield retrieval algorithms. It is likely that

such low-frequency instability also affects iterative algorithms. Although assuming

a monomorphous object is a non-convex constraint, it would be most interesting to

attempt an interactive retrieval where the phase is corrected by the log-amplitude in

the object plane. In this manner, the gross structure of the object might be defined

on the first iteration and convergence achieved as iteration corrects progressively

higher spatial frequencies. An iterative method would be free of assumptions of

slowly-varying phase and need not even assume paraxiality as unapproximated an-

gular spectrum forward- and back-propagation may be employed.

We will see in Chapter  that the problem of imaging cold atoms demands weak

absorption. In this case the  of  retrievals is much lower than  retrievals.

Further, the ability to work at arbitrary propagation distances is a great practical

advantage.  retrieval is a much better fit for cold atom imaging. We now turn

our attention to the question of regularising the  solution.

. Fourier deconvolution of the inverse problem

In Methods of Mathematical Physics, Courant and Hilbert wrote [, p ]:

Data in nature cannot possibly be conceived as rigidly fixed; the mere

process of measuring them involves small errors. Therefore a math-

ematical problem cannot be considered as realistically corresponding

to physical phenomena unless a variation of the given data in a suffi-

ciently small range leads to an arbitrarily small change in the solution.
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Even in the absence of noise, it is clear that any implementation of (.) fails this

fundamental requirement that physical systems depend continuously on their in-

puts [, , §.]. Regularisation is the search for a compromise between the

stability and accuracy of a solution to an inverse problem.

This Section discusses the optimal linear solution to the inverse problem, known

as the Wiener filter. The Wiener filter assumes prior knowledge of the spectrum of

the column-density, which is usually not available. I derive an alternative partial-

Tikhonov filter which assumes only a power-law form for the spectrum. The Wiener

filter also assumes the statistical stationarity of the spectrum. Obviating this as-

sumption is a harder problem and takes us beyond the familiar Fourier basis to

wavelet bases; this extension is considered in the following Section.

.. The Wiener filter

We may explicitly introduce additive noise n to the forward problem (.) in con-

volution

Cmeas(x) = h(x) ∗ ρ(x)+ n(x) (.)

or transfer-function representations

C̃meas(u) = h̃(u)ρ̃(u)+ ñ(u). (.)

We are seeking the best possible retrieval at a given propagation distance, so we have

dropped the explicit z dependence. The naive estimate ρest of the column-density

is then

ρ̃est(u) = h̃−1(u)C̃meas(u) = ρ̃ (u)+ h̃−1(u)ñ(u), (.)

and consists of the signal ρ̃ which we wish to recover plus coloured noise h̃−1ñ. It

is clearly unstable at spatial frequencies where h̃ ≈ 0. The inverse problem is to

recover an estimate of the column-density ρest which is as close as possible to the

actual column-density ρ . We may quantify how close by the mean square error

 =
∥
∥ρest(x)− ρ(x)

∥
∥

2 =
∥
∥ρ̃est(u)− ρ̃ (u)

∥
∥

2
, (.)

by Parseval’s Theorem identical in the spatial and Fourier representations. The

L2-norm ‖ · ‖ was defined on p . It may be shown [] that the solution which



    

mimimises the  is the Wiener filter

ρ̃est(u) =

Wiener filter
︷ ︸︸ ︷

h̃(u)

|h̃(u)|2 + |ñ(u)|2
|ρ(u)|2

C̃meas(u). (.)

The general operation of the filter is clear: at frequencies where the  is high

it closely approximates the simple inverse filter, but when the  tends to zero

so too does the response of the Wiener filter, and it makes no attempt to retrieve

information at these frequencies.

We can already see a significant problem with implementing the Wiener filter:

we must know a priori the noise power spectrum |ñ|2 and the original signal power

spectrum |ρ̃|2. While the noise is usually estimable from a region of the image

away from the object, obtaining the spectrum of the signal is rather more difficult:

the spectrum is typically obtained from the signal, and the original signal is what

we are trying to estimate with the Wiener filter in the first place! In addition, one

must assume in deriving the Wiener filter that both the signal ρ and noise n are

uncorrelated and also wide-sense stationary; their power spectra do not vary across

the image. That noise is uncorrelated and stationary may reasonably be assumed

for many systems, and is true of Poisson noise on a weak-contrast image. Sta-

tionarity is not a reasonable assumption for many real-world images, which tend to

have fairly homogeneous regions separated by distinct edges. The power spectrum

within a homogeneous region will typically be quite different to that of a region

containing an edge.

These manifest limitations of the theoretically-optimal Wiener filter have cre-

ated a very sizable literature, under the moniker digital image restoration, describ-

ing improved algorithms for solving deconvolution problems of the form of (.).

Reference  is a  review of the field, although it predates much important

work in the wavelet field discussed later in this Chapter. The subject draws heav-

ily on the applied mathematical fields of inverse-problem theory and estimation

theory, although the purview of these fields is much broader than convolution op-

erators and includes more general linear and non-linear operators, and mappings

between spaces of other than two dimensions [].

Our deconvolution problem is quite vanilla by current digital image restoration

 The time-domain equivalent was derived by Norbert Wiener in  for applications in anti-aircraft
artillery tracking, but was not published in the open literature until  [].

 See §.. and §.. for discussions of the nature of noise in the imaging process.
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standards: the ‘blur operator’ h, which we call a contrast transfer function, is well

characterised and noise is essentially additive, stationary and readily measurable.

The only piquancy is that unlike the blur operators typically considered in the liter-

ature, the contrast transfer function is not, in general, a low-pass filter. Of course,

the physical interpretation of the convolution process is very different: our system

relates column-density and contrast, two distinct physical quantities, while imag-

ing systems relate intensity at one plane to intensity at another. This distinction

is irrelevant to the mathematical problem; Figure . compares the form of spatial

and Fourier representations of three standard blur operators with the monomor-

phous . Both linear-motion and defocus blurring have multiple zero crossings

in the Fourier representation. A solution suited to these incoherent image blurs is

worth considering for  deconvolution.

.. Simple Tikhonov regularisation

The Wiener filter resulted from minimising the mean-square error ‖ρ̃est − ρ̃‖2. It

should be no surprise that this yielded a filter requiring both restrictive assump-

tions about the stochastic properties of ρ , and detailed knowledge of those proper-

ties. An actually implementable filter may be found by admitting our ignorance of

the original signal ρ . Rather than the , consider instead the error

∥
∥C̃meas − h̃ρ̃est

∥
∥, (.)

which does not require knowledge of ρ , and simply seeks to minimise the residual

between the observed contrast C̃meas and the calculated contrast h̃ρ̃est due to the es-

timated column-density ρest . Unfortunately, taking partial derivatives and finding

the minimum takes us straight back to the naive inverse of (.).

We have come up against the problem of uniqueness: we can take a very large

sinusoid at a frequency where h̃ = 0, add it to ρest, and it will not change the

error (.). To distinguish amongst all the possible signals which yield the observed

diffraction pattern, we must place some constraint on possible values of the signal.

The Wiener filter used the very tight constraint of completely specifying the signal

power-spectrum. Instead, we minimise the noise-aware error

∥
∥C̃meas − h̃ρ̃est

∥
∥−

∥
∥ñ
∥
∥ (.)

subject to the much weaker constraint that the signal norm ‖ρest‖ be as small as
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possible. Solving with the Lagrange multiplier 1/α yields the method of Tikhonov

regularisation:

ρ̃est(u) =

Tikhonov filter
︷ ︸︸ ︷

h̃(u)

|h̃(u)|2 + α2
C̃meas(u). (.)

This Tikhonov filter is a special case of the Wiener filter (.) when the signal-

to-noise ratio does not vary with frequency ( = 1/α). The above derivation,

however, emphasises the critical importance of prior information in solving ill-

posed inverse problems. The error functional (.) measures agreement of the

estimate with observation, while the constraint ensures the uniqueness and stability

of the estimate by incorporating prior information or assumptions about the signal.

Balancing the fidelity and stability of the retrieved signal is our goal.

Figure . compares unregularised and regularised forms of our example de-

convolution filter for the somewhat arbitrary values of α values of 0.2 and 0.02.

In this and subsequent plots it is convenient to work with the normalised 

sin(πλzu2 − arctan β/δ). Doing so doesn’t change the analysis, it is simply equiv-

alent to working with the dimensionless column-density 2k
√

β2 + δ2ρ(x) rather

 Also known as Phillips-Twomey, Miller and pseudo-inverse regularisation. Tikhonov’s result [,
] applies very generally; essentially anywhere a norm is defined ie. any mapping between Banach
spaces []. Chapter  of Reference  presents a readable summary is [, Ch ]. Note that the
‘Wiener’ filter in Ch  of this reference is not.



    

than ρ(x).

It is clear that the Tikhonov filter mostly does what we want it to, tracking the

simple inverse filter where contrast is high and departing only where the contrast

falls to near the noise floor. Where the contrast vanishes, the filter makes no attempt

to include non-existent information. And it does all this smoothly, satisfying the

continuity requirement of Courant and Hilbert.

At higher frequencies, the regularised filter differs necessarily from the unreg-

ularised filter only in relatively narrow regions around the contrast nulls. Observe,

however, that the α = 0.2 filter diverges from the unregularised filter at frequencies

below the first contrast maximum and the divergence increases all the way to zero

spatial frequency. This behaviour is unsurprising given that our example filter has

a residual absorption contrast of 0.1, below the noise-floor assumed by α = 0.2.

A simulated experiment exposes the limitations of simple Tikhonov regulari-

sation. Figure . shows the column-density distribution Spheres used to calcu-

late the aperture function. The plane-wave illuminated diffraction pattern 20 µm

after the object is shown in Figure .. The simulation approximates a 3 keV x-

ray point-projection microscope image of micron-sized aluminium spheroids, in-

cluding a larger spheroid with spheroidal voids inside it. Maximum contact absorp-

tion was 8.5% and phase-shift −0.45 radian. Poisson noise was included, equiva-

lent to a mean exposure of 10 000 photons/pixel. Note that in this, and other im-

ages in thesis, the scale is indicated by a contrasting scale bar on the left-hand side.

The scale-bar also indicates the position of a horizontal lineout which is plotted

below. The scale bar is marked on the plot ordinate, while the plot abcissa corre-

sponds to the grey range in the image: the bottom of the abcissa is black in the

image and the top is white.

Figure . and  show column-density images retrieved from Figure . using

the simple Tikhonov filters plotted in Figure .. As we might expect, the more

heavily regularised image  has lower noise and hence structures are more clearly

visible, especially the detail within the large object. The lower noise has come at

the price of significant image artefacts, manifest as dark fringes around the large

object and in the vicinity of the regular array of spheres. Linescans show that the

dark fringes correspond to regions of negative column-density, a clearly unphysical

result. The artefacts are associated only with large-scale structures in the image and

are absent in image , lending support to the hypothesis that they arise from the

 At 3 keV, aluminium has β/δ = −0.115 []. The value β/δ = −0.1 was used in the simulation.
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over-regularisation at low frequencies mentioned above.

A degree of quantitativity may be introduced by comparing the relative mean-

square error

 = 10 log10

(‖ρest(x)− ρ(x)‖2

‖ρ(x)‖2

)

(.)

which is simply the  normalised to the mean-square of the actual signal. A

failed estimate of zero, or of zero-mean noise, yields an  of 0 dB. A uniform

error of 1% of signal yields an  of −40 dB.

The trade-off between signal distortion and noise amplification may be ex-

pressed analytically by writing out the Tikhonov filter (.) in terms of the original

signal ρ and coloured noise h−1n (see (.)):

ρ̃est(u) =

Distorted signal
︷ ︸︸ ︷

|h̃(u)|2

|h̃(u)|2 + α2
ρ̃ (u)+

Retained coloured noise
︷ ︸︸ ︷

h̃(u)

|h̃(u)|2 + α2
ñ(u). (.)

It is clear that small values of α lead to low distortion of the signal but large values

of α better suppress the noise. Our example indicated, however, that no value of α

yielded both low distortion and low noise. We will see in the next Article that this

failure occurs because the simple-Tikhonov assumption of constant  is poorly

suited to our particular deconvolution problem.

.. Partial Tikhonov regularisation

At this juncture, we ‘cheat’ and examine the spectrum of the input to our simula-

tion, shown as the black trace in Figure .. As for many images, the spectrum of

the example behaves broadly as a power-law. Convolution with the  is mani-

fest as the contrast curve (grey) falls below the column-density at low frequency,

and in sharp contrast nulls at higher frequencies. Spectrally white Poisson noise

is manifest where the contrast curve sinks into the noise floor after the first few

contrast reversals. It is immediately apparent why simple Tikhonov regularisation

is not very successful: the signal-to-noise ratio is by no means constant, indeed a

power-law signal varies at the same logarithmic rate at all spatial scales and so is no

more constant at low frequencies than at high frequencies.

 These artefacts are rendered more clearly by simulating retrievals of the simple image Spheres instead
of the more detailed image Lena used elsewhere in this Chapter.

 This metric seems more appropriate than the  and  metrics commonly used in image
restoration []. The non-logarithmic equivalent is used by Mallat [, eg p ].
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The red trace on Figure . is the amplitude of the unregularised inverse filter

1/h̃. The axes have been positioned so that h̃ = 1 coincides with the noise floor and

the  ρ̃/ñ may be compared directly to the inverse filter. In the vicinity of the

first contrast null, around u = 107 m−1, the  is of order , suggesting that there

the choice of α = 0.2 is appropriate. It is clear from (.) that when the signal-

to-noise ratio is significantly higher than the value of the inverse filter, the Wiener

estimate is very close to the inverse filter value. This is the case for all frequencies

below the first contrast peak: while the inverse filter increases through this range, it

is outpaced by the object spectrum. The conclusion is that, at least for this form of



    

object spectrum, there is no need for regularisation for u less than umin = (2λz)−1/2.

On the other hand, by the third contrast null the  has fallen to 2. Maintain-

ing a constant α of 0.2 through this region yields less distortion of the signal, and

greater amplification of noise than if an oracular Wiener filter had been employed.

The nett result is a higher mean-square error than the Wiener optimum, however

there are two reasons why this may be desirable. Firstly, human vision is a decidedly

non-linear system rather more tolerant of noise and less tolerant of blurred edges

than the linear optimum. Secondly, the hybrid Fourier-wavelet regularisation de-

scribed in the next Section is more adept at removing narrowband noise than it is

at undoing signal distortion, and so benefits from an under-regularised Tikhonov

filter in its initial Fourier-domain stage.

Our consideration of the column-density spectrum has lead to a partial Tik-

honov filter

g̃pTik(u; z , α) =











1
h̃(u)

if u < 1√
2λz

,

h̃(u)

|h̃(u)|2 + α2
otherwise,

(.)

which is a simple inverse filter at low frequencies, and a Tikhonov filter for most

of the detail in the image. This piecewise definition does not lead to significant

discontinuities in the filter however, as the step from zero to finite α occurs at the

first contrast maximum where the effect of regularisation is least.

Figure . compares this partial-Tikhonov filter with α = 0.2 to the Wiener

filter designed by an oracle knowing the column-density spectrum. Crucially, the

curves overlap to better than the plotting resolution at low frequencies, and the first

two contrast nulls are well-fitted. At higher frequencies, the partial-Tikhonov filter

is somewhat more zealous than the Wiener filter in attempting to retrieve infor-

mation as the  decreases. Figure . compares column-densities retrieved with

an oracular Wiener filter with the partial-Tikhonov approximation. The retrieved

images are essentially identical, although the lower  of the Wiener retrieval is

statistically significant, if barely perceptible in the image. The noise level is much

lower than the under-regularised image of Figure ., but without the artefacts

of Figure ..

 That is, a Wiener filter equipped with an oracle informing it of the noise-less and undistorted power
spectrum of the signal.
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.. Applicability of the partial-Tikhonov filter

Formally, α is determined by minimising the error (.). This method tends to

over-smooth the signal and some more sophisticated variants [] tend to assume

rather ad-hoc smoothness constraints []. Still more advanced techniques em-

ploy full-image iteration and are formally similar to Projection Onto Convex Sets

() iterations discussed in §.., only with less physical justification for the

constraints.

In practice, the quality of the retrieval is remarkably insensitive to the value of

α, with values outside the range 0.03 to 0.3 seldom required. Larger values may be

‘optimal’ but yield unacceptably large distortion, and a noisier but less distorted es-

timate is usually preferred. Very small values are indicated when the  is high. As

the Poisson  rises only as
√

I0, the high  regime is seldom reached. In prac-

tice, it is often sufficient to search this range of α manually for the best appearing

image. We will see in the next Article that for the hybrid Fourier-wavelet exten-

sion there described, the Tikhonov parameter α is readily optimised by a simple

functional analagous to (.).

It is perhaps not so surprising that the partial-Tikhonov retrieval presented

above is quite successful: after all, we cheated and looked at the spectrum of col-

umn-density, using this knowledge to design the filter! Is there any reason to believe

that the filter (.) should apply to other images, or for that matter to other trans-

fer function parameters?

Our test image has power-law behaviour |ρ̃| ∝ u−γ with slope γ very close to

two for almost the full range of u. At low frequencies, h̃−1 also rises as u−2 before

eventually leveling off at δ/β . The dashed curve on Figure . shows the case of

β/δ = −0.01; it is apparent that as the inverse filter does not increase faster than

the , low frequency regularisation is not required for any value of β/δ at this

propagation distance z . Increasing z translates the red inverse filter curve to the left

on Figure .. This only improves the situation at low frequencies but does increase

the range of s for which the flawed Tikhonov assumption of constant  is in

force. Decreasing z ultimately extends the first contrast peak at umin into the noise

floor at the right-hand extreme of the plot, putting high-frequency structure below

 This is unsurprising as it follows from the zeroth-order Hankel transform [, p ] that the Fourier

transform of the projection of a sphere ρ(x) = 2
√

a2 − |x|2 is

ρ̃ (u) = 1

4πu2

sin(2πau)− 2πau cos(2πau)

2πau
, (.)

which is absolutely bounded by u−2 for u > 1/2πa.
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the inverse filter level. This corresponds to a fundamental loss of resolution when

operating in the single-fringe regime where the  algorithm is valid.

A wide variety of images of ‘natural scenes’ – forests, mountains and even

faces – have been shown to have amplitude power-laws with γ close to one [].

Heuristically, such images are more ‘cluttered’ than our test image, and so have

relatively greater spectral density at higher frequencies. Why ‘real’ images have such

simple spectra has not yet been explained satisfactorily. Images with u−1 spectra are

scale invariant or self-similar, but the phenomenon is not restricted to obviously

fractal images of trees or snowflakes []. A recent analysis considered images

which at all scales are composed of overlapping regions of constant intensity with

sharp edges, not an unreasonable model for microscope images, and showed that

a power-law spectrum resulted []. Even when the slope of the spectrum is not

constant, it is almost always monotonic in its broad structure. This remarkably

consistent behaviour of real-world image spectra inspires confidence in the general

applicability of the partial-Tikhonov filter. It is true that for slope γ < 2, the

inverse filter 1/h̃ may slightly exceed the  at low frequencies; however, as the

inverse filter eventually levels off at δ/β it is likely that the important largest scale

structures will be relatively clear. Ultimately, a larger propagation distance z may be

required to keep the inverse filter below the . Section . discusses optimisation

of the propagation distance in some detail.

v

O   with implementing the Wiener filter was ignorance of the

original signal spectrum. We have combined some very limited assumptions about

the signal spectrum with our knowledge of the monomorphous column-density

filter. The resulting partial-Tikhonov filter performed almost as well in a simulated

experiment as the unrealisable oracular-Wiener filter.

We now have a solution to the inverse problem: partial-Tikhonov regularised

deconvolution. Given a diffraction pattern due to a monomorphous object, such

as Figure ., the solution retrieves the object’s column-density. Retrieval of cold-

atom column-densities with this filter are presented in §. and §.. The next

three Sections describe an extension of this solution which substantially improves

the quality of retrieved images, especially noisy image resulting from low exposures.

 Pathological examples may of course be constructed, but even regions of highly-periodic structure
do not cause great anomaly in the overall spectrum provided they are isolated and relatively small.



    

. Alternative bases for deconvolution

The simulation presented above used a mean exposure of 10 000 photons per pixel.

We now consider a simulated retrieval with mean exposure of only 50 photons per

pixel, a much more realistic model of x-ray and cold atom imaging. Figure .

shows the diffraction pattern due to the monomorphous object with a column-

density distribution following the Lena image . Lena is arguably a more realistic

object than the Spheres image, having a natural u−1 balance of coarse and fine detail.

The simulation parameters are identical to those used in Figure ., except that the

absorption ratio is reduced from β/δ = −0.1 to a more demanding level of β/δ =
−0.005. For x-ray experiments, this corresponds to imaging a lighter element such

as beryllium rather than aluminium.

The partial-Tikhonov filter described above yields either noisy (, ) or dis-

torted (, ) retrievals. This time, however, the problem is not our inadequate

knowledge of the  spectrum: the oracular Wiener retrieval  suffers from con-

siderable ringing artefacts, despite being computed with full knowledge of the 

spectrum. Pseudo-Wiener retrievals  and , which use only observations, are

much worse. Is this the best we can do with an image at realistic exposures?

In this Section we will see that the partial-Tikhonov filter represents an ade-

quate approximation to the actual  spectrum and the retrieval quality of Wiener

filtering is instead limited by the non-stationarity of the signal. The Wiener filter is

optimal only for stationary signals. I then show in the next Section that a combina-

tion of deconvolution in the Fourier basis with denoising in a wavelet basis yields a

retrieved image Figure . with low noise and a remarkable absence of artefacts.

The hybrid Fourier-wavelet deconvolution algorithm discussed in the next Sec-

tion is based on the PhD work of Ramesh Neelamani at Digital Signal Processing

group at Rice University []. The discussion in this Section broadly follows Nee-

lamani’s development of the topic.

.. An optimal basis for deconvolution

The Fourier basis was a natural choice for our first attempt at solving the decon-

volution problem. The linear system h that connect column-density to contrast is

diagonal in the Fourier basis, and so is trivially invertible. The Wiener filter ex-

ploits this inverse, but in doing so makes the assumption of stationarity which we

now call into question.
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Non-stationary extensions of the Wiener filter have a long history. In the time-

domain, the Wiener filter has been displaced by the adaptive Kalman filter. Early

uses included attitude control of the Apollo  lander, and the filter is now ubiqui-

tous in servo control systems. It has had less success in processing acausal signals,

such as most images, where there is no arrow of time to adapt along. In this Section,

we search for a better deconvolution basis than the Fourier basis.

For maximum generality, let us consider solutions to the deconvolution prob-

lem over N discrete elements (pixels) in an arbitrary orthonormal basis {bk}. The

Fourier basis corresponds to sinusoidal bk , while various adaptive Fourier filters

correspond to windowed sinusoidal bases []. The column-density ρ may be de-

composed

ρ =
N−1
∑

k=0

〈ρ , bk〉 bk . (.)

In the spatial basis h is a convolution and in the Fourier basis, simply multiplica-

tion. In our arbitrary basis {bk}, we cannot be more specific than taking h as a

linear operator. A regularised retrieval in the arbitrary basis can be written:

ρest =
N−1
∑

k=0

(

〈ρ , bk〉 +
〈

h−1n, bk

〉)

λkbk . (.)

In this formalism, the regularisation process corresponds to re-weighting with fil-

ter λk the basis elements bk (Neelamani refers to it as ‘shrinking’) for which the

coloured noise coefficient
〈

h−1n, bk

〉

exceeds the signal coefficient 〈ρ , bk〉. As an ex-

ample, the simple-Tikhonov filter corresponds to choosing the basis {bk} to be the

sinusoids, and choosing λk = h2
k/(h

2
k + α2); compare (.).

Of course, a regularisation procedure – a choice of {λk} – is dependent on the

choice of basis {bk}. Recall that in the Fourier basis the Wiener filter was the regular-

isation procedure which minimised the true mean-square error and the Tikhonov

filter minimised an observation-based error. While we can’t actually find regulari-

sation procedures in all possible bases, we can compare the ultimate success of the

best possible regularisation procedure for each basis. It may be shown that in a

given basis {bk}, of all regularisation procedures {λk}, none yields a  less than

1

2

N−1
∑

k=0

min
(

|〈ρ , bk〉|2, E
∣
∣
〈

h−1n, bk

〉∣
∣

2
)

, (.)

 Here k is a discrete enumerator and has no connection to spatial frequency or wavevector.



A Column-density image. ρ/µm: 0.0 2.0 B Diffraction pattern, z =20 µm. I/I0: 0.26 1.9

C partial-Tikhonov retrieval. α = 0.1, no cutoff.
=−6.0 dB.

D partial-Tikhonov retrieval. α = 0.1.
=−12.5 dB.

E partial-Tikhonov retrieval α = 0.5, no cutoff.
=−12.2 dB.

F partial-Tikhonov retrieval. α = 0.5.
=−14.8 dB.



G pseudo-Wiener retrieval using measured signal
spectrum. =−0.7 dB.

H Iterative Wiener retrieval [].  iterations.
=−6.9 dB

I oracular-Wiener retrieval.

=−15.8 dB. ρest/µm: 0.0 2.0

J Hybrid Fourier-wavelet retrieval.
α = 0.24,  decomp levels.
=−14.1 dB. ρest/µm: 0.0 2.0

F . Fourier deconvolution fails at low SNR. Simulated object is a
5 × 5 µm foil, maximum thickness 2 µm, illuminated with 3 keV x-rays. Refrac-
tive index is n = 1 − 2 × 10−5 + i10−7 (compare beryllium n = 1 − 3.9 × 10−5 +
i1.4 × 10−7 []) yielding 0.3% contact absorption and −0.6 radian phase-shift.
Poisson noise simulated at 50 photons/pixel.
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index k
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energy

Signal energy

|〈ρ , bk〉|2

Coloured noise energy

E|〈h−1n, bk〉|2

2× MSE lower bound

F . Signal and noise energies and the minimum possible MSE. The plot
shows how signal and coloured noise coefficients might be distributed in a fictitious

near-ideal basis.

where E| · | indicates that some appropriately defined expectation value, or av-

erage, is to be taken over an ensemble of possible noises n [] [, Thm .].

Clearly the best basis to use is one which minimises this minimum.

The schematic Figure . depicts the energy of signal and coloured noise co-

efficients in a near-ideal basis. The area under the minimum of the two traces is

shaded, the  lower bound (.) is proportional to this area. Small s are

indicated when the signal and noise are concentrated in a small number of coef-

ficients, and when those coefficients do not overlap. This is hardly surprising: for

such an ideal basis, the regularisation procedure would consist of retaining (λk = 1)

the basis elements corresponding to the signal and discarding (λk = 0) those other

elements corresponding to coloured noise. Unfortunately, there is no guarantee

that such an ideal basis exists.

.. The Fourier basis is optimal for coloured noise

We begin by searching for a basis that economically represents the coloured noise

h−1n. The Karhunen-Loève transform constructs the most economical basis for

an image, given its autocorrelation [, §.] []. It can be shown that for Gaus-

 This argument has been given in the language of minimax estimation, for a translation into linear
algebra –  and eigenthings – see [, §.–].

 Also known as the Hotelling transform and closely related to the singular value decomposition of linear
algebra and the principal component analysis of statistics.
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sian noise, the Karhunen-Loève transform asymptotes towards the Fourier trans-

form as the image size N increases [, §.–]. It is not assumed that the noise is

white: provided the noise n is Gaussian, the shift-invariant coloured noise h−1n is

also [, §]. The fundamental result is that stationary noise – noise unchanging

in nature across the image – is optimally represented in the Fourier basis.

Our particular variety of coloured noise has an especially parsimonious Fourier

representation. The great majority of the energy in h−1n is concentrated in the few

Fourier coefficients for which h̃ ≈ 0.

In the imaging systems considered in this thesis, the irreducible shot noise of

photon counting is Poisson rather than Gaussian. A shot-noise limited image with

strong variations in intensity will show substantial spatial variations in noise. In

this case the Fourier basis is no longer optimal; some elegant wavelet techniques

for Poisson denoising have already been demonstrated []. It was conjectured

in §.., however, that our contrast transfer function model applies only to weak

contrast images. Images with significantly non-stationary Poisson noise due to

strong contrast are unlikely to be valid subjects for the current deconvolution al-

gorithm. Poisson denoising might be required should it prove possible to extend

retrieval to strongly-absorbing objects as hypothesised in §...

.. A wavelet basis is optimal for real-world images

While the Fourier basis is near-optimal for stationary coloured noise h−1n, it is

far from optimal for most column-density images ρ which tend to be highly non-

stationary. There are exceptions: a high-resolution electron microscope image of

a crystal lattice appears as a regular array of fuzzy atoms, and is well-represented

by a few Fourier coefficients. In the previous Section we saw that most real-world

images have rather shallow power-law spectra and so are uneconomically represented

in the Fourier basis.

Only in the last  years have mathematicians constructed alternative orthonor-

mal bases better suited to unsmooth and discontinuous images. The field of wavelet

analysis was created in the late s around a remarkable confluence of ideas

from fields as diverse as signal processing, computer vision, seismology, theoret-

ical physics and harmonic analysis. A wavelet basis is composed of translations and

dilations (scalings) of a mother wavelet: a function localised in space and having at

least one zero-crossing so that it is also localised in frequency. Gabor realised the

utility of decomposing a signal into such atoms in  []. It was not until 



A 500 Fourier coefficients. B 500 wavelet coefficients.

C 2000 Fourier coefficients. D 2000 wavelet coefficients.

E 10 000 Fourier coefficients. F 10 000 wavelet coefficients.
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that I Daubechies found a class of such atoms which were compactly-supported,

arbitrarily smooth and, most importantly, formed an orthonormal basis for finite-

energy signals []. Appendix D gives an outline of wavelet properties with refer-

ences and includes plots of the Daubechies mother-wavelets used in this Chapter.

For the purposes of this discussion, it is entirely sufficient to consider wavelets as

‘just another orthonormal basis’.

On p  it was mentioned that the power-law spectra of real-world images

might arise from their ‘edginess’. Heuristically, to approximate an edge in a re-

gion of an image, one need only translate the mother wavelet to the region and

dilate it to an appropriate sharpness. Such a translation/dilation is already ‘on the

shelf ’ in the basis, and the sum of only a few such basis elements is sufficient to

approximate an edge. As compactly-supported wavelets are available, the edge can

be approximated without ringing through the rest of the image. In contrast, the

Fourier spectrum of an edge falls off slowly as u−1, and so approximating an edge

requires a large number of basis elements. More precisely, the  of a largest-N -

coefficient approximation decays as N −1 for wavelets and only as N −1/2 for Fourier

waves []. The Lena test image contains many edges of different contrasts: Fig-

ure . shows reconstructions from the largest N coefficients in both the Fourier

basis and a wavelet basis, for three values of N . It is obvious that the wavelet basis

is the more economic for this image.

Formally, it has been shown that wavelets form an unconditional [], and

therefore economic, basis for a class of functions known as a Besov space. A hand-

waving definition of the Besov space Bs
p,q is that it contains all functions which may

be differentiated s times and still have a finite L p-norm []. In an even vaguer

sense, the Besov space includes piecewise polynomial images: those having regions

of polynomially smooth variation between discontinuities. While encouraging, it

is a hard problem to show that all ‘natural images’ – or all images likely to be seen

with a projection microscope – belong to a subset of a Besov space [, ].

Unfortunately, although wavelets are a promising basis for real-world images,

F . (  ) Wavelets are more economical than sinusoids for

real-world images. The test image . reconstructed from the largest N Fourier
or Daubechies- wavelet coefficients. The image has 512 × 512 pixels and so there
are 262 144 distinct coefficients in the full transforms.

 The use of the Lp-norm [] rather than the more usual finite-energy L2-norm allows for rather
more sharpness; there being no great significance attached to the energy of spatial derivatives.



    

they are a very bad basis for our coloured noise. For a small class of dilation-

invariant transfer functions h̃(u) ∼ (1 + u)−ν , ν > 0, the coloured noise h̃−1ñ

is almost as economic in the wavelet domain as in the Fourier domain [], and a

wavelet-vaguelette deconvolution may be used. Tomographic data has been success-

fully deconvolved in the wavelet basis due to the dilation-invariance of the Radon

transform []. Our transfer function, however, is not dilation-invariant as it has

a characteristic scale
√
λz . It is high-pass rather than low-pass, and the multitude

of zero-crossings yield high-variance coloured noise at all locations and scales en-

suring that the coloured noise is large in all wavelet coefficients.

. Hybrid Fourier-Wavelet deconvolution

The result of §.. was that an optimal basis for deconvolution represents signal

and coloured noise economically and separately. Our search for such an optimal

basis has failed: the Fourier basis is optimal for the coloured noise, but poor for

real-world images. Wavelet bases are much better suited to real-world images, but

the coloured noise spreads itself across the wavelet coefficients.

Neelamani’s idea is to use Fourier and wavelet bases in tandem to obtain a near-

optimal deconvolution [–]. His ora (Fourier-wavelet regularised de-

convolution) algorithm is a simple catenation of Fourier deconvolution and wavelet

denoising:

. Deconvolve the transfer function with a Tikhonov filter. The Tikhonov pa-

rameter α is typically set lower than is optimal for Tikhonov retrieval, so that

the signal is less distorted at the expense of higher levels of coloured noise.

. Apply a wavelet Wiener filter to attenuate the coloured noise. After the

Tikhonov step, the minimally-distorted signal remains well-represented by a

small number of wavelet coefficients and the coloured noise remains spread

across many wavelet coefficients but now at a much lower level due to the

Tikhonov attenuation. A wavelet-domain Wiener filter retrieves the large

signal coefficients which stand above the coloured noise floor.

. Compute a cost functional assessing the success of the retrieval. Vary α and

retry the deconvolution until the functional is minimised.

The algorithm was developed for deblurring images degraded by motion or

defocus blurs – such as those depicted in Figure . – where simple-Tikhonov regu-
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larisation is appropriate. I have modified Neelamani’s algorithm to use the mono-

morphous  and a partial-Tikhonov filter, making it applicable to our problem

of retrieving column-density from a diffraction pattern.

.. Distribution of noise in the wavelet basis

Figure . illustrates the relative amplitude of the signal and partial-Tikhonov

coloured noise (for two values of α) in the wavelet domain. This is the situation af-

ter deconvolution with the partial-Tikhonov filter, but before wavelet filtering. The

Figure was calculated by separating the simulated diffraction pattern Figure .

into pure signal and pure noise, and performing separate partial-Tikhonov re-

trievals on the pure components. This ‘wavelet spectrum’ of the pure components

is somewhat analagous to the Fourier spectrum on p  which also shows the mean

coloured noise as the red trace. We can see that the very largest signal wavelets are

also large noise wavelets, but the vast majority of noise wavelets – all but the first

few hundred out of 2.6 105 – form a homogeneous background.

It is clear from the Fourier spectrum Figure . that the noise coloured by our

partial-Tikhonov filter takes on large values across several octaves of low spatial fre-

quencies, but beyond the first contrast maximum there are several coloured noise

peaks in each octave. This explains the presence of a few large noise wavelets at

coarse scales and broadly homogeneous wavelet amplitudes at finer scales of the

coloured noise. In contrast, the coloured noise in the Fourier spectrum is far from

homogeneous.

The dark red trace on Figure . on the next page shows coloured noise wavelet

amplitudes when very little partial-Tikhonov regularisation is applied. Only the

most significant 500 or so signal wavelets are above this noise floor. Even if these

500 wavelets were identified for us by an oracle, and even without the corrupt-

ing effects of the few noise wavelets that project above the signal level, we can see

from Figure . that 500 wavelets are not enough to reconstruct Lena. When a

somewhat greater degree of partial-Tikhonov regularisation is used (α = 0.24), the

coloured noise shown in red results. The homogeneous noise floor is clearly lower,

and now several thousand wavelet coefficients lie above the noise level. Reconstruc-

tions of Lena from this number of the most significant wavelets appears promising

given Figure . and Figure .. The noise suppression comes at the expense of

signal distortion; the hope is that the trade-off is more favourable using mutually

optimal bases than it was when working solely in the Fourier basis.
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Wavelet index k

Wavelet energy

α = 0.24

α = 0.01

Coloured noise
|〈h−1n, bk〉|

Column density
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F . Wavelet spectra of signal and coloured noise. The wavelet in-
dices are sorted in order of decreasing energy of the column-density components.
Coloured noise is shown for two values of the partial-Tikhonov parameter α. Com-
pare the equivalent Fourier plot Figure . on p , although note that all wavelet
coefficients are plotted here while only azimuth-averages of the Fourier coefficients
are shown.

.. Filtering in the wavelet basis

The actual algorithm, of course, does not operate separately on the signal image

and the coloured noise image, but on their sum. Figure . shows the noisy im-

age resulting from partial-Tikhonov filtering with α = 0.24. The second step of

Neelamani’s ora algorithm is to filter this image in the wavelet domain: es-

sentially to identify and retain as many of the uncorrupted signal wavelets which

lie above the coloured noise floor and discard those below it. Just as in the Fourier

domain, the optimal linear filter is a Wiener filter []. And, just as in the Fourier

domain, the -spectrum required by the Wiener filter is not known a priori.



.  -  

There are two points in favour of wavelets, however. First, simplistic hard-

thresholding is quite close to optimal in the wavelet domain [], but produces

ugly Gibbs phenomena in the Fourier domain as seen in Figure .. Second, there

is more than one wavelet basis to play with. The ora algorithm exploits both

points by using hard-thresholding in a first wavelet basis to obtain a reasonable

estimate of the signal. The signal estimate is then used to design a Wiener filter in a

sufficiently different second wavelet basis [, ].

Both the initial hard-threshold and the Wiener filter require a noise estimate,

which is provided by the median absolute deviation of the finest scale wavelets []

[, p ]. This noise estimator is heuristic, but is considered robust for white

noise and has been widely used. In many imaging applications we may sample

‘pure noise’ from an unoccupied region of the image plane should there be any

doubt [] about the validity of the noise estimator.

.. Determination of α

In §.. we discussed the difficulty of finding the optimal value of the parameter α

in Tikhonov regularisation. Neelamani introduces the least-squares functional

∥
∥
∥
∥
∥

h̃∗(u; z)

|h̃(u)|2 + 1/η

(

C̃meas(u)− h̃(u)ρ̃est(u)
)
∥
∥
∥
∥
∥

(.)

with η a bootstrap  determined from the mean-square deviation of the mea-

sured contrast Cmeas and the estimated noise. The functional estimates an error

value given the end result ρest of the Fourier-wavelet deconvolution. The Tikhonov

parameter α is varied until the error value is minimised. Neelamani shows [,

Fig .] that the value of α which results is very close to the optimal value which

would be chosen by an oracle with full knowledge of the column-density and noise

as separate quantities.

 Neelamani’s code uses Daubechies- and Daubechies- wavelets for the hard-threshold and Wiener
filters, respectively, and performs a redundant shift-invariant discrete wavelet transforms. Mother
wavelets are plotted in Appendix D.

 This is the form used in Neelamani’s ora version . code [, RegParamSetup.m, Line ],
and is not the same as the observation-based cost given in his thesis [, Eqn ., §..], although
the behaviour of the functionals should be similar.



    

.. Optimality of ForWaRD

On first impression, Neelamani’s ora algorithm seems somewhat ad-hoc and

even trivial, being a simple catenation of Fourier deconvolution and wavelet de-

noising. Only the Tikhonov parameter is optimised, and it is not used in designing

the wavelet filter. Neelamani shows, however, that the mutual optimality of the

Fourier and wavelet bases discussed in §.. and §.. renders ora asymp-

totically optimal for Besov space signals [, §..]. It seems reasonable to expect

a similar optimality for the partial-Tikhonov modification of ora used in this

thesis; a full proof would be rather involved [, App C, D].

.. Performance of the ForWaRD algorithm

ora retrieval was originally demonstrated for boxcar blur: convolution with a

square top-hat function [, §.]. This blur is not readily produced by a physical

process, but approximates both linear motion blur and defocus blur in an incoher-

ent imaging system.

I modified the original ora code [] which was written in  (The

Mathworks, Natick , ), replacing simple-Tikhonov regularisation with the

partial-Tikhonov regularisation described in §... The Tikhonov parameter α is

set to zero – no regularisation is performed – for spatial frequencies below the first

contrast null. This code was run on the noisy diffraction pattern shown in Fig-

ure . with varying values of α. Setting α = 0.24 minimised the error func-

tional (.): the red trace in Figure . represents this optimal level of coloured

noise. The output of the modified code is shown in Figure ..

It is obvious that the wavelet filter has removed almost all of the noise present

after the partial-Tikhonov step (Figure .). In comparison with the oracular-

Wiener filter, the ora retrieval has fewer artefacts and lower noise. This is not

reflected in the , possibly due to the presence of two very large noise wavelets

at large scales visible in Figure .. Note in particular the diagonal ringing parallel

to the brim of Lena’s hat which corrupts the oracular-Wiener estimate Figure ..

This distortion is particularly prominent on Lena’s nose and cheek, and also super-

imposed on the tassels in the lower left corner. This artefact is completely absent

from the ora retrieval. Some of the detail of the tassels at centre-left of Lena’s

hat, and on her hat band, is just discernible in the Wiener retrieval and absent in the

wavelet retrieval. Would an observer who had not seen the original image recog-

nise it as detail? Close inspection of the wavelet retrieval does reveal tiny flecks
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of wavelet dust, a characteristic artefact of undecimated discrete wavelet transform

denoising []. In general, the wavelet retrieval does not introduce spurious details

that could possible be confused with genuine structure, and appears to substitute

smooth patches where the signal is overwhelmed by noise. These are very desirable

properties for image processing in microscopy applications.

The preceding comparison of ora retrieval with oracular-Wiener retrieval

is not a fair one. The ora retrieval was calculated using only the ‘observed’

image Figure . while the oracular-Wiener calculation used full knowledge of

the original signal power spectrum. A fair comparison with the partial-Tikhonov

and iterative Wiener retrievals Figure .– demonstrates the clear superiority of

ora retrieval over purely Fourier methods.

.. Diffraction contrast versus Zernike phase contrast

We are now in a position to compare diffraction-contrast imaging diffraction pat-

terns with the established technique of Zernike phase-contrast imaging (see ..).

Figure . shows a simulation of the Zernike phase-contrast image which would

result from the same monomorphous Lena with the same mean exposure of 50

photons per pixel. The Zernike image was calculated with a full Fourier-optics

propagation through an ideal lens system of infinite extent with a perfect π/2-

bump phase plate.

Contrast is clearly higher in the Zernike image than in the diffraction pat-

tern. Naturally, the raw Zernike image shows shot noise, and so a version of the

Zernike image denoised with the same wavelet Wiener filter used in ora is

shown in Figure .. While the denoised Zernike image is slightly better than

the ora-retrieved image , it is interesting to note that details in Lena’s tas-

sels and hat band, visible in the raw Zernike image , are absent in both denoised

images  and . The loss of such detail from the Zernike image as well suggests

a limitation of wavelet-based deconvolution, rather than a fundamental limit of

diffraction-contrast imaging. Possible improvements beyond wavelet bases are dis-

cussed in §.. and §...

Figure . extends the comparison of denoised Zernike images and ora

retrievals to other exposure values. At an exposure of  photos per pixel we can see

on Figure . that about eight of the first hundred wavelet coefficients are swamped

by coloured noise. Reduction of the exposure to  photons per pixel increases the

coloured noise with manifest instability at coarse spatial scales, and at  photons per
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F . Wavelet denoising of diffraction-contrast and Zernike-phase im-

ages. Mean exposure 50 photons/pixel for both Zernike and diffraction images.
Other simulation parameters as for Figure ..
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pixel the image is subsumed by coarse-scale noise. The Zernike image progressively

loses detail only at the fine scales.

In §.. I show that successful retrievals are possible at exposures below  pho-

tons per pixel if the propagation distance is increased. Alternatively, low-frequency

instability could be reduced if the absorption ratio β/δ of the material was in-

creased above the value of 0.005 used in this simulation. Even at  photons per

pixel, these results demonstrated the applicability of the ora algorithm when

the  is very low. In comparison, Neelamani’s examples correspond to Poisson

noises equivalents of 10 000 photons per pixel [, Fig .].

. Further enhancements of the deconvolution solution

In this Section, I review some alternative deconvolution techniques which have re-

cently been described. An extension of wavelet analysis, known as curvelets, seem

particularly promising for deconvolving real-world images (§..).

.. Beyond white detector noise

In an extension mentioned in his PhD thesis, Neelamani has modified the noise

estimator to work across all scales, rather than only at the finest wavelet scale, and

demonstrated enhanced retrievals for signals corrupted by off-white noise. Real-

world image noise is seldom white, and in some systems has a u−1 technical com-

ponent. Initial experimental results are impressive, although the blur operator was

a relatively harmless Gaussian blur [, §..].

In §.. I discuss the characteristic noise of coherent imaging systems. This

noise tends to be localised at particular spatial frequencies, and it might be possible

to aleviate its affects in the retrieval by injecting an estimated noise spectrum into

the wavelet-Wiener filter stage of ora.

.. Better transforms: improved wavelets

Discrete -dimensional wavelets are implemented as products of the one-dimen-

sional functions (Appendix D). ora already uses a shift-invariant modifica-

tion [, ] of the standard Discrete Wavelet Transform (). However, the

preference of these separable wavelets for edges aligned with x- and y-axes causes

characteristic horizontal and vertical distortions as in Figure .. Rotationally-

invariant wavelet transforms have been advanced under the monikers cycle spin-
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ning [] and complex wavelets []. They have recently been used to enhance

denoising and deconvolution [] algorithms, where small improvements beyond

ora performance were reported. Another very recent innovation is the use of

overcomplete dictionaries of wavelets [] but the extension of these impressive 

results to  images has been judged difficult [].

.. Iterative enhancements

While the two-basis wavelet-Wiener filter used by ora performs quite well at

low , an iterative filter operating on several wavelet bases claims further reduced

 at low signal-to-noise ratios []. The filter performs  onto surfaces in

the different Besov spaces; it is presumably quite computationally intensive.

A very recent expectation-maximisation () algorithm extends such iteration

beyond the wavelet filter to the entire ora process []. The observed signal

is alternatively processed in the Fourier and wavelet bases. Results are encouraging,

with performance very similar to ora. Remember that the published ora

results used much higher s and a more conventional low-pass filter than in our

example, so comparisons with our particular inverse problem are merely sugges-

tive.

One significant advantage of the ora algorithm is that it is not iterative,

and so is fast to execute and questions of convergence do not arise. If an itera-

tive method is to be used, then it should probably include physical constraints, such

as positivity of the column-density and possibly the compact support of the object.

There are intriguing formal similarities between such iterative deconvolution meth-

ods and the iterative phase-retrieval methods discussed in §..: is there perhaps a

role for convex wavelet constraints in  approaches to phase-retrieval?

.. New bases: beyond wavelets

The wavelet-Wiener filter produces impressively low noise and artefact-free images,

but does tend to over-zealously suppress elongated fine structures: compare the

feathers and Lena’s hair in Figure . with Figure .. In §.. we introduced

wavelets as a near-optimal basis for real-world images with edges. And indeed, we

have seen that they perform well, at least much better than the Fourier basis. How-

ever, §.. discussed how translation and rotation invariance had to be ‘patched’

on to the wavelet transform. In an effort to represent real-world images even

more economically than wavelets can, a panoply of ‘exoticlets’ have been devised:



    

brushlets [], edgelets [], wedgelets [, ], beamlets [], ridgelets [] and

curvelets [] among others.

Curvelets are the most promising: they are atoms which have not only char-

acteristic position and scale as wavelets do, but also orientation and microloca-

tion []. A single curvelet looks rather like a brush-stroke. It is proved that

wavelets are optimal only for point discontinuities in signals of any dimension, and

so are truly optimal for ‘edgy’ signals only in one dimension where all disconti-

nuities are point discontinuities. Curvelets are proved to be asymptotically opti-

mal for line discontinuities in two-dimensions, surface discontinuities in three-

dimensions and so on []. Although some features of images, such as Lena’s

eyes, are well modeled by point discontinuities, edges in images are essentially line

discontinuities. Curvelets are mathematically attractive: they form a tight frame

(an ‘almost-basis’), and computationally attractive: fast digital transforms have

been devised []. It appears that just as wavelets have graduated from an image

processing research tool to wide application in the - image-compression

standard [], they are about to be overtaken by a new generation of multiresolu-

tion methods.

Naturally, as curvelets offer near-optimal economy in representing real-world

images, they should be an excellent ‘basis’ for denoising. Complications arise due to

non-orthogonality, but results are nevertheless impressive with much better preser-

vation of edges than the undecimated wavelet transform []. A simulation by J L

Starck et al. is reproduced as Figure . on page . Lena’s hair, tassels and hat

band are all better restored by curvelet denoising (Figure .), but small point-

like features – Lena’s eyes and nostrils – are still evident in the residual, motivating

an iteration between wavelet and curvelet denoising [] conceptually similar to

the use of two distinct wavelet-bases in the ora Wiener filter. The results ()

are truly impressive with no perceptible structure in the residual: it may be no ex-

aggeration to say that this work closes the problem of denoising standard images in

moderate levels of white noise.

 This area of research appears to be forming a subfield in its own right, the first conference on mul-

tiscale geometric analysis was held at  in  January. There is as yet no review article, but a
lecture series is available online [].

 The  in using only the largest N curvelets to represent step edge snaking its way C2-smoothly
across a plane falls as N−2 log3N , faster than wavelets at N−1 and sinusoids at N−1/2. No reasonable
scheme, including adaptive schemes, can do better than N −2 [].
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.. Deconvolving diffraction: Curvelets instead of wavelets?

We saw in §.. that the deconvolution is analagous to denoising with coloured

noise. In our case we had to first regularise the deconvolution so that the coloured

noise has finite variance; nevertheless, the formal analogy is valid. The prospects

are bright for a Fourier-curvelet regularised deconvolution (ForCuRD?): curvelets

seem to be even more economic than wavelets for representing the signal, and the

coloured noise should be at least as homogeneous as in the wavelet basis. There

the noise was homogeneous across position in the image, and flat at fine scales but

boosted at coarse scales due to the high-pass nature of the convolution. Curvelets

will show similar behaviour across position and scale, however the noise should

be completely homogeneous across orientation and microlocation. In compari-

son to wavelets, we might reasonably expect the signal to be concentrated in fewer

curvelets and the noise to be more evenly spread across the spectrum of curvelets.

Simple denoising does not enjoy this additional benefit of further noise decorrela-

tion as white noise remains white no matter how it is represented.

Two papers published in last six months consider curvelet deconvolution. The

first shows that the curvelet frame almost diagonalises the Radon transform [].

The second, published as I write this Chapter, discusses deconvolution by combined

wavelet-curvelet methods []. Fourier inversion followed by wavelet-curvelet re-

moval of the coloured noise is mentioned but discarded in favour of an iterative

method. A deconvolution of Gaussian-blurred test image yields a much clearer

result than a wavelet-only approach. In this example, and in one denoising ex-

ample [], noise levels were rather high with Poisson equivalents estimated at

 photons per pixel or fewer. Such results augur well for applying curvelets to

real-world diffraction patterns at low exposures. Regrettably, having outlined the

potential of curvelet methods, development must be left for future work [].

.. Inverse problems and assumptions

Our inverse problem can be approached from numerous formalisms: Fredholm

integral equations, linear algebra , minimax statistical estimation and informa-

tion theory are examples. Here I briefly review the preceding solutions from the

variational point of view, introduced in §...

We seek optimal agreement between the estimated column-density ρest and the

observed contrast Cmeas. To render the estimate stable and unique we use some prior

knowledge about the column-density, that is, we make assumptions. From the vari-



A Undecimated wavelet denoising. Performs least well on elongated sections: hat brim, background.

B Curvelet denoising. Performs least well on small point-like structures: eyes, nostrils etc.

C Hybrid wavelet-curvelet denoising. Residual shows no structure, denoising approaching optimal.
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ational point of view, we minimise some measure of the error between the estimate

and the observation, subject to a constraint representing the prior information.

The Fresnel iterative solution discussed in §.. is readily understood in this

framework: the estimate is constrained to the observation in the diffraction plane

and to the assumptions – positivity, compact-support etc – in the object plane.

The Wiener filter was derived explicitly by optimisation, under the assumption of

a stationary and known power spectrum. The simple Tikhonov filter was derived

with a much weaker assumption – equivalent to assuming constant  – which

was too far removed from reality to yield useful estimates for our inverse problem.

A much better assumption seems to be that the column-density image is of

the form of a real-world image. Such images have spatial frequency spectra which

broadly follow a power-law, and under this assumption we constructed a partial-

Tikhonov filter with performance approaching the Wiener filter. The assumption

has an inherent contradiction, however, as the power spectrum is not a well-defined

quantity for a non-stationary real-world image. The hybrid Fourier-wavelet algo-

rithm makes use of our assumption of real-world images implicitly. Wavelet fil-

tering improves the estimate only of signals economically represented by wavelet

bases. Translated into mathematics, our assumption of real-world images is an as-

sumption that the image is a member of a smoothness class of functions.

The real-world image assumption is a rather imprecise one. A recent arti-

cle [] argues that several supposedly distinct features of natural images – non-

Gaussian statistics and inter-scale correlations for example – are merely results of

the ubiquity of edges in natural images. Suggestions that this ubiquity leads to

power-law spectra were discussed in §... The more precise description images

smooth apart from smooth edges is perhaps justified.

In seeking enhancements to the elaborated partial-Tikhonov ora method,

we must be very careful in making further assumptions about the column-density

image. An array of magneto-optically trapped atom clouds, for example, might

have a column-density well described by a sum of Gaussians. These would be

economically represented in one of the smoother wavelet bases, and it seems that

F . (  ) Hybrid curvelet-wavelet removal of white noise.
Denoised images (left column) and residuals (right column) for Lena image with
approximately 10% white noise, similar to Figure .. See  version of thesis
for clearer reproduction. Images reproduced from Reference , first published in
Reference .



    

curvelets would do little worse than wavelets, but as there are no edges would

probably do little better. Some prior and less able edge-based methods [] [,

Figs .,.], which work very well on Lena, would likely perform very poorly in-

deed on edgeless Gaussians.

This is the fundamental trade-off made in solving inverse problems: we must

assume enough about the signal to ensure stability and uniqueness of the solution,

but we must not assume so much that we prejudice the solution by excluding possi-

ble column-densities which fall outside an assumption. Our assumption – smooth

column-density except for possible smooth edges – seems to strike a good balance.

One assumption which we have not made is that the column-density is positive.

There is no question that this is an impeccably justified assumption: the solutions

it excludes are unphysical. There is no risk of prejudicing our solution by including

it, so why don’t we? Unfortunately, there is no simple method for including this

constraint in our direct algorithm, although it is readily incorporated into iterative

solutions []. The assumption is desirable, but we have not the mathematical

eloquence to express it.

v

T   is solved. Although the Fourier-wavelet solution is not

perfect, it is a definite advance on the unaugmented partial-Tikhonov filter. Im-

ages of cold-atom column-density retrieved with the Fourier-wavelet solution are

presented in Chapter .

. Optimising the propagation distance

So far we have discussed retrieving the most information possible from a diffraction

pattern obtained at a given propagation distance. It is time to extend this discussion

and consider the effects of varying the propagation distance.

.. Intuitive view of optimal propagation distance

Intuitively, there must be an optimal propagation distance for diffraction-contrast

imaging. In the limit of zero distance, we have only absorption contrast. This repre-

sents optimal imaging only for purely absorbing objects, such as cold atoms imaged

on resonance. Cold atoms off resonance, or any weakly absorbing x-ray object, are

better imaged with some level of diffraction-contrast. Several considerations con-

strain the choice of propagation distance:
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Apparatus dimensions It may not be possible to place the detector closer than

some distance. For example, in the experiments described in Chapter , it is

not realistic to place the camera inside the vacuum system.

Far-field diffraction The numerical aperture, and hence optical resolution, of a

finite-sized detector falls as the propagation distance is increased. See §..

Slowly-varying phase condition (SVPC) Recall from §.. that the  model is

valid only when thick objects show a single diffraction fringe.

Behaviour of the inverse problem Further propagation yields higher contrast diff-

raction patterns, but a more oscillatory .

This Chapter is concerned with the formal inverse problem, however, and so we as-

sume that the detector may be placed at any distance from the object, and that the

detector is infinitely large with infinitesimally small pixels. Further, the Lena simu-

lation used in this Chapter has a maximum absolute phase-shift of 0.6 radian and

so the  is weakly satisfied regardless of propagation distance. In this Section,

we consider only the behaviour of the inverse problem as a function of propagation

distance.

Figure . shows our familiar simulation at three propagation distances, us-

ing an exposure of 10 photons per pixel. The propagation distances are those used

in Figure .: the short propagation distance shows only edge contrast and the re-

trieved signal is completely submerged in noise. The spectrum at right shows the

coloured noise above the signal at all frequencies. The intermediate distance of

20 µm was used for most of the preceding simulations, in particular Figure .

which showed  photons per pixel to be a lower limit for our simulated experi-

ment at this propagation distance. Here, at 10 photons per pixel, coloured noise

exceeds the signal across a broad band of low frequencies and this is manifest in

the retrieved image. At 200 µm distance, the diffraction pattern is now full holo-

graphic with no recognisable structure. Increased  is obvious in the diffraction

pattern, and the spectrum shows the signal remaining above the coloured noise up

to mid-range spatial frequencies. The retrieval is unavoidably blurred but is free

from coarse noise and artefacts.

Figure . simulates the same propagation distances, but with the much higher

exposure of 1000 photons per pixel. These results may be compared with those re-



    

trieved with the  algorithm on p . Again, the retrieval improves when z is

increased from 1 to 20 µm, however further increase to 200 µm appears to degrade

the quality of the retrieval. More quantitatively, the  increases from −21.8 dB

at 20 µm to −17.1 dB at 200 µm. The spectra make clear the improvement between

near and mid-range images. They also show that further propagation only intro-

duces additional contrast nulls, and moves the first contrast null to lower frequen-

cies. As mentioned in §.., the partial-Tikhonov assumption – constant 

above the first contrast peak – becomes less and less reasonable.

.. A quantitative comparison with Zernike phase-contrast

Let us consider briefly the increase in contrast visible with increasing propagation

distance. We might quantify the total contrast by an  value of the dimensionless

contrast C(x) = I (x)/I0 − 1 taken over the entire image. For the sake of compari-

son with a Zernike phase-contrast system, consider a pure-phase object φ(x). The

mean-square diffraction contrast is given by the norm

∥
∥C(x; z)

∥
∥

2 =
∥
∥C̃(u; z)

∥
∥

2 =
∥
∥2h̃(u)φ̃(u)

∥
∥

=
∫ ∞

−∞

∣
∣ sin πλzu2

∣
∣

2∣
∣2φ̃(u)

∣
∣

2
du, (.)

and if the variation of sin πλzu2 is highly oscillatory across the spectrum φ̃(u),

=1

2

∥
∥2φ̃(u)

∥
∥

2 = 1

2

∥
∥2φ(x)

∥
∥

2
; (.)

as the mean-square value of sin2 x is one-half. Parseval’s Theorem has been used

passim. On the other hand, it follows from (.) that the mean-square Zernike

phase-contrast is
∥
∥C(x)

∥
∥

2 =
∥
∥2φ(x)

∥
∥

2
. (.)

Thus in the far propagation limit, the root-mean-square diffraction contrast is 71%

of the  Zernike phase-contrast. In the Poissonian shot-noise limit, a  ex-

posure would need to be twice as long as a Zernike exposure to have the same 

contrast-to-noise ratio.

 The propagation distance and exposure values are the same, although the material used in the 

simulation was more absorbing. A more stable retrieval, particularly at z = 1 µm would be obtained
if the more absorbing material had been simulated.
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This limit corresponds to propagation much further than even the holographic

diffraction patterns at z = 200 µm shown in Figure . and .. Diffraction pat-

terns at more reasonable propagation distances must have much lower  con-

trast, but still yield retrievals of quality comparable to Zernike methods. The ad-

ditional Zernike contrast is ‘wasted contrast’ at low frequencies where the signal

already exceeds the coloured noise. Root-mean-square measures of contrast do not

take this into account, and thus give a very incomplete picture of the  error in

retrieval.

Contrast and signal-to-noise are more powerfully represented as functions of

frequency, which has been the approach throughout this Chapter. Indeed, we have

seen that increasing propagation distance reduces low-frequency instability, but

further increases degrade retrieval quality. There must therefore be an optimal prop-

agation distance, even from the formal perspective of this Chapter.

.. A minimax approach to optimal propagation distance

Here I mention how the variational approach to the inverse problem used in deriv-

ing the Tikhonov filter might be extended to optimising for the propagation dis-

tance. Rewriting the minimum-energy least-squares functional (.) with explicit

dependence on propagation distance z yields

W (ρ̃ ; z) =
∥
∥C̃meas(u; z)− h̃(u; z)ρ̃est(u)

∥
∥

2 −
∥
∥ñ
∥
∥

2 + 1

α

∥
∥ρ̃est(u)

∥
∥

2
. (.)

If z is assumed constant, minimising this functional over ρ̃ yields the simple-

Tikhonov regularisation formula (.). We would seek to minimise jointly over

ρ̃ and z , noting that the first engenders a variational derivative and the second a

standard partial derivative. Recall, however, that the simple-Tikhonov filter proved

ill-suited to our problem, and was modified to regularise only at frequencies above

the first contrast peak.

A full solution to the problem of optimal propagation distance would be a sig-

nificant exercise in approximation theory. Inspection of the spectra suggests that

a good rule of thumb is to set the propagation distance so that the first contrast

peak (the first minimum in h̃−1ñ) falls at a frequency 2–3 octaves below the inter-

section of the signal spectrum with the noise floor. For more absorbing objects,

the gap could be somewhat less. The resulting diffraction patterns have more than

two but less than, say, ten visible fringes around the largest scale structures in the

object. Finally, it should be noted that the  does not seem to be a very sensi-
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retrieval.
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tive function of propagation distance. We will see in Chapter  that apparatus and

diffraction limits often determine the propagation distance in practice.

.. Uncertainties in the propagation distance

The propagation distance is an experimental variable and subject to measurement

error. The effect of such error on retrievals is readily quantified by considering the

s for a correct value of z and an erroneous value z + ∆z . The sinusoids will

dephase as u increases. At the point where the arguments πλzu2 differ by π/2, a

contrast null frequency containing only noise is passed with unit amplitude, and

a contrast peak is eliminated. Selecting π/4 as a reasonable cutoff, the maximum

frequency umax passed with acceptable distortion is found by

πλ(z +∆z)u2
max − πλzu2

max = π

4
(.)

and so

umax = 1

2
√
λ∆z

, (.)

or, equivalently, structures larger than
√
λ∆z are minimally distorted. This is

merely the depth of field of any coherent imaging system.

In practice, fine adjustments to the measured propagation distance may be

made in software. The distance is adjusted until fringes or halos in the retrieved

image have disappeared. This is an example of the holographic nature of the re-

trieval process, introduced in §.. Such an adjustment might be used initially to

calibrate the absolute distance from object to detector, with subsequent offsets of

a translation stage being sufficiently precise that further numerical focusing is not

required.

Finally, recall from §.. that electron microscopists have developed spectral

estimation techniques for extracting propagation distance information from the

diffraction pattern. Very recently, similar methods have been suggested by workers

from the optics and signal processing community []. These methods might be

useful for automated retrieval, but robust estimation is difficult, and less relevant

to our case where a good initial measurement of propagation distance is available

and numerical fine focusing is readily achieved.
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.. Propagation distance and red-detuned imaging

The low-frequency instability when retrieving objects made of phase-retarding (pos-

itive δ) materials was discussed in §.., and thereafter phase-advancing materials

have been assumed.

The right-hand column on p  breaks with this assumption and shows the

signal and coloured noise spectra for a material with equal but opposite δ to that

used in all other simulations in this Chapter. At z = 1 µm, a broad range of low

frequencies are well below the coloured noise level and any retrieval (not shown) is

heavily distorted. At z = 20 µm, only a narrow band of the very lowest frequencies

in the image is affected, and by z = 200 µm the low frequency null occurs at a

frequency lower than any component of the image, and a successful retrieval is

possible.

Formally, the low-frequency null for positive δ occurs when the argument to

sine in the  is zero, that is when

πλzu2 − arctan β/δ = 0. (.)

Solving for spatial frequency yields

u2 = arctan β/δ

πλz
. (.)

If the image size is D, then the lowest spatial frequency in its transform is 1/2D and

so if we choose a propagation distance

z >
4D2 arctan β/δ

πλ
(.)

the low-frequency contrast null will not affect the retrieval. As will be shown in §.,

the diffraction limit due to finite detector size is 2λz/D and so if z is chosen to just

satisfy (.) then the diffraction-limited resolution is

a = 8

π
D arctan

β

δ
. (.)

The clear corollary is that this fix is only viable for phase-retarding materials which

are highly transparent with small absorption ratio β/δ.

This Article has considered the effect of errors in the propagation distance. Er-

rors in the other transfer function parameter – the absorption ratio β/δ – have



    

a much less significant effect on retrieval, affecting only low frequencies. In x-ray

and cold atom imaging, β/δ is likely to be known to high accuracy. Of course, the

presence of materials with differing absorption ratios is quite possible, and would

cause substantial artefacts in the retrieval. This would, however, be a violation of

the monomorphous object assumption on which this thesis is predicated, and is

not further considered.

u

T  the theoretical component of this thesis. In Chapter , a linear

shift-invariant system was derived, which takes the column-density of a monomor-

phous object and returns the dimensionless contrast of its diffraction pattern. In

this Chapter, I have shown how the inverse problem may be solved and the col-

umn-density retrieved from the diffraction pattern. The following Chapters de-

scribe how this solution was applied to specific experiments in cold atom imaging,

and simulated experiments in x-ray microscopy.



Chapter 

Atom trapping and imaging

apparatus

T   the magneto-optical trap and associated imaging ap-

paratus that I constructed during –. Background to the trap design is covered

in §. and details of the vacuum (§.) and coil (§.) systems follow. An external

cavity diode laser system was a major component of this apparatus. Section .

to . on pages – describe the mechanical and electronic design of this laser

system in detail. The final Section describes an imaging system for producing off-

resonant defocus-contrast images. Retrieval of column-density information from

these images is discussed in the next Chapter.

. Design of the apparatus

The original motivation for building the apparatus was not to provide a trapped

sample of cold atoms for optical imaging experiments, but rather to provide a slow,

cold atom beam for matter-wave phase imaging experiments. Preliminary results

on matter-wave phase imaging were obtained by Phil Fox in –, using a thermal

atomic beam (see Appendix F beginning p ). Imogen Colton and I modelled the

phase imaging process and determined that to obtain phase resolution approaching

that of standard atom interferometers would require an atom beam with much

higher transverse and longitudinal coherence – spectral brilliance in beam parlance

– than the velocity-selected thermal beam. It was decided that a cold atom beam

would be developed to pursue non-interferometric phase measurement of matter

waves. The beam may also be employed in investigations of light fields for atom



     

focusing and lithography.

.. Cold atomic beams

The first high spectral brilliance atomic beams were derived from standard effu-

sive oven or discharge sources. The beam is typically collimated with a one or

two-dimensional optical molasses transverse to the beam, before entering a Zee-

man slower which greatly reduce the longitudinal velocity of the beam, at the ex-

pense of its angular divergence. The resulting beam is well-suited to loading atoms

into magneto-optical traps, and such apparatus is employed in many laboratories.

Loading magnetic guides [], and other applications such as atom interferome-

try [], place more stringent demands on the coherence of the beam.

Coherence may be improved by further magneto-optical compression and fo-

cusing stages [–]. The background of thermal atoms inadequately slowed

by the Zeeman slower may be removed by spatial filtering [] or by deflection

of the cold atoms from the initial beam axis []. While the coherence of such

cold atomic beam is very high, the apparatus is elaborate: the cesium beam of the

Meschede group [] is over 4 m long and the metastable helium beam of the Bei-

jerinck group [] is over 15 m with multiple lasers and vacuum pumps required.

Early versions of the magneto-optical trap () [] were loaded with effusive

beams. It was soon shown that a  could be loaded quite rapidly from a thermal

vapour [], and this has become the standard loading method for atom traps.

Over the last decade, such vapour-cell s have been developed as sources of cold

atoms, initially with pulsed ejection of atoms from the trap and later [] with

continuous ejection; a review may be found in []. The apparatus is much more

compact than effusive beamlines – a recently described source occupies less than

20 cm−3 – and there is a concomitant reduction in laser power requirements.

In early  it was decided that I would develop a vapour-cell trap source for

phase imaging applications and that a separate Zeeman-slowed oven source would

be developed by Anton Barty and Luke Maguire for atom lithography applications.

.. Design for a cold atomic beam

A literature review in January  identified a cold beam source [] constructed

by the Thomann group as the most appropriate design for matter-wave phase mea-

surement. In its simplest form, the Thomann source consisted of a three-dimen-

sional optical molasses () [, §] in which two pairs of beams were detuned to
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F . The Thomann cold atomic beam. The Ioffe-Pritchard current-
carying bars are not required when operating in moving optical-molasses ()

mode. Adapted from Reference .

form a moving molasses, ejecting slowed atoms into a beam of well-defined velocity.

A conventional  consists of a   with a concentric spherical-quadrupole

magnetic field generated by anti-Helmholtz coils [, §.]. The apparatus may

therefore be operated as a standard  with stationary molasses and the anti-

Helmholtz coils on, or as a cold beam source with moving molasses and coils off.

The geometry of this beam apparatus is shown in Figure .. Upwards prop-

agating beams are detuned −1ν , and downward beams +1ν , from the opti-

mal  frequency used for the lateral beams, which is typically around 2 natu-

ral linewidths 0 red of the cooling transition. Atoms are cooled in the reference

frame moving downwards along the bisector of the detuned beams at a velocity of

v =
√

2λ 1ν . At small beam velocities of a few metres per second, the beam is

usually oriented vertically upward (fountain configuration) or downward; in this



     

T . Beam parameters of the Thomann source.

Longitudinal velocity vl Nominally 1–12 m/s
Min vl Flux falls below 107 atoms/s for vl < 1 m/s
Max vl Flux falls for vl > 8 m/s due to capture rate
Longitudinal temperature 70 µK or 0.15 m/s  velocity spread
Transverse temperature 70 µK, representing the  Doppler limit
Angular divergence 15 mrad at vl = 10 m/s
Beam area Above fluxes through 5 × 3 mm aperture
Flux Peak of 1.3 × 108 atoms/s at vl = 8 m/s.

case, a falling beam was chosen.

Although the apparatus described in this Chapter has not yet been used to gen-

erate a cold beam, the Thomann apparatus produced a cesium beam with the prop-

erties tabulated in Table ., and similar results would be expected from a rubidium

source.

The very low longitudinal velocity and longitudinal velocity spread, as well as

the low transverse temperature, make the source attractive for non-interferometric

phase measurements. Much lower ‘beam’ temperatures, as low as 200 nK and be-

low the photon recoil limit, have been achieved by Raman sideband cooling in a

moving optical lattice. These pulsed sources are not continuous beams, however.

Since , the - seems to have become the preferred trap source []. A

- constructued by the group of Pfau achieves a flux of 6 1010 atoms/s, ap-

proaching that of Zeeman-slowed oven systems []. The source used by Prentiss’

group produces a slow beam with longitudinal velocity 2 − 15 m/s at a somewhat

lower flux of 8 109 atoms/s []. Neither system attains the cold longitudinal tem-

perature available with optical molasses sources.

While the cold beam was designed for matter-wave phase imaging, its likely co-

herence properties would also make it an excellent beam for atom lithography: a re-

cent quantum-mechanical analysis of atom lithography cites the Thomann design,

commenting ‘. . . the beam properties are nearly ideal. . . ’ []. The low velocity

would potentially be useful for arbitrary pattern deposition, and the low longitudi-

nal temperature would reduce chromatic aberration.

.. Design for a magneto-optical trap

Preliminary research during  sparked interest in optical imaging of cold atoms

using non-interferometric methods. The project was reoriented towards non-inter-
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ferometric analysis of optical wavefields passing through cold atom objects.

It was resolved to construct the vacuum system and optical mounting hardware

for the cold atomic beam, but initially to operate the apparatus as a conventional

. This  provided the cold atom sample for the diffraction-contrast imag-

ing experiments discussed in the next Chapter.

A downward pointing cold-atom beam was preferred over an upward ‘fountain’

configuration. This required elevating the  chamber above the optical table,

and building vertical breadboards to mount the trap optics. The trap chamber was

designed for the best possible optical access consistent with welded construction.

The next two Sections describes the  vacuum system and magnetics and

the following Sections describe the laser and optical systems for the  and for

diffraction-contrast imaging.

. Vacuum system

This Section discusses the design of the  vacuum system, bakeout of the vac-

uum system prior to the experiment, and the getter source of rubidium.

.. Chamber design

For reasons of flexibility and cost, the vacuum system was constructed from stan-

dard ultra-high vacuum () vacuum fittings made from  stainless steel. Fig-

ure . shows the system. A custom chamber (Figure .) was constructed from a

- nipple with eight radial - flanges on half-connectors to accommo-

date: the four diagonal trapping beams, a feedthrough for the getter source, a beam

exit port and two additional optical accesses for a probe beam or imaging system.

The half-connectors for the trapping beams are 35 mm inside diameter (), while

the other flanges are on 25 mm  half-connectors.

The chamber is connected to a - -piece providing 100 mm unobstructed

diameter of optical access for the horizontal trapping beams and potentially for

other purposes. Three additional - flanges were welded to the -piece, at

present one accommodates a cold cathode ionisation gauge, another a metal-bon-

net angle-valve for initial pump down (see §..). The stem of the -piece connects

to an ion pump via a 800 mm - connector.

 Industry-standard Conflat metal knife-edge flanges, -, where  is the outer diameter of the
flange in hundredths of an inch.
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.. Mechanical design

The entire system (Figure .) is mounted so that the trap centre is 700 mm above

the optical table. A modular system of optical breadboards surrounds the vacuum

system and supports the trap optics, imaging optics and has provision for optical

access to a downward propagating cold beam (Figure .). Both support structures

are rigid, but particularly strong cross-bracing with viscoelastic vibration damping

connects the optical breadboards to the optical table (see §..). The vacuum and

optical support structures are mechanically connected only through the optical ta-

ble. Vibration of the more massive vacuum system is thus not coupled to the cold

atom sample through movement of the trapping beams. As currently constructed,

however, the anti-Helmholtz coils and the horizontal trapping beam mirrors are

attached to the vacuum support rather than the optical support.

In practice, this level of vibration isolation is only required for very high pre-

cision measurements, such as atom interferometry, and is not of concern for the

imaging experiments described in this thesis.

.. Windows

It is desirable to have anti-reflection () coated, optically flat windows to admit

trapping and probe beams to the vacuum chamber. The glass of conventional vac-

uum viewports is bonded to the stainless steel flange in a high temperature brazing

process which distorts the glass; wedge distortion and surface undulations of sev-

eral wavelengths are typical. Of even greater concern for imaging work are any

scratches or point imperfections – bubbles, inclusions and the like – on the surface

or in the volume of the glass. When illuminated with coherent laser light these

produce prominent diffraction rings which are one of the major sources of image

noise.

A paper by M Kasevich describes a technique for forming a bakeable  seal

between a glass window and a conflat knife-edge []. The windows used were

12 mm thickness -coated borosilicate glass optical flats. I attempted to seal these

to the  chamber using the Kasevich technique. A knife-edge was machined into

a standard copper gasket; the copper knife seals against the glass and the stainless-

steel flange knife seals against the other, unworked, side of the copper gasket. A

precision torque wrench was used to increase the bolt torque gradually to 4 Nm at

which point gross leaking stopped. Unfortunately, one or two of the eight windows

cracked on each of three successive bakeouts.
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Standard Viton fluoroelastomer gaskets were used instead to seal the optical

flats to the vacuum chamber. Viton is generally eschewed in  due to outgassing

and limits on bakeout temperature. The maximum temperature was already lim-

ited to 200 °C by other components (see §..). It has been shown that baking

Viton gaskets in situ at 150 °C for 4 hours reduces the outgassing rate by a factor of

one thousand to around the level of unbaked metal gaskets []. The pressure is

then limited by air permeation through the elastomer seals [].

The horizontal trapping beams enter through standard uncoated - view-

ports. This does not seem to adversely affect operation of the trap.

A rebuilt experiment might use Helicoflex seals [], although users have noted

that special preparation of flange faces is required [, p ]. Recently, a bakeable

seal to glass has been reported using lead solder []. This seems a promising and

simple approach should future experiments require substantially lower background

pressure.

.. Pumps and gauges

Ion pumps are ideal for vapour cell experiments. Getter sources outgas much less

than oven sources, and so the relatively slow pumping speed of ion pumps is not

a problem. Ion pumps are clean, vibration free, reliable and relatively inexpensive

with base pressures below 10−10 mbar possible. Although pumps as small as 2 L/s

have been employed [], a relatively high capacity 60 L/s Varian - triode

pump was selected. A Varian - controller supplies −5800 V. If the getter

source is switched off, the pump has sufficient capacity to reduce the background

pressure for experiments requiring long trap lifetimes.

There was some concern that the substantial magnetic fields surrounding the

ion pump could disturb cold beam experiments. Field compensation would be

required in any case, however magnetic shielding impedes optical access and so the

pump was exiled more than one metre from the trap centre on the end of a 800 mm

long 98 mm  connector. The total magnetic induction 1 m from the pump is less

than 3 mT. The conductance C in L/s of dry air at 20 °C through a long tube in the

molecular flow regime is given by

C = 0.116
D3

L
, (.)

where D is the tube diameter and L its length, both in millimetres []. The effec-

tive pump capacity is reduced to 45 L/s and so use of longer tubes is counterpro-



     

ductive.

Ion pumps must be started at pressures below 10−4 mbar. A cold-cathode ioni-

sation gauge (Pfeiffer -, all-metal construction) indicated when the starting

pressure was reached and monitored the pump down. During bakeout, the gauge-

head electronics must be removed, and during normal operation the strong magnet

on the gauge is also removed to reduce perturbing fields. The ion pump current

provides a rough measure of pressure in the chamber at these times.

.. Pump-down and bakeout

All stainless steel components and copper gaskets were cleaned in an ultrasonic

bath, first in water and detergent, then in distilled water, then in acetone and fi-

nally in ethanol. At atmospheric pressure, a turbomolecular pump (Pfeiffer -

) was attached via a zero-length reducer to the angle valve. The turbomolecular

pump was backed by a Pfeiffer  oil-sealed rotary pump via a zeolite foreline

trap. The ion pump was started once a pressure of 10−4 mbar was achieved and the

angle valve closed. The turbomolecular pump could then be disconnected. After

several days pumping, the pressure stabilised at 1.8 × 10−8 mbar.

A continuously loaded vapour-cell  is little affected by background gas at

this pressure. With a view to future precision measurement experiments, it was

decided to reduce the base pressure by baking the system. With the angle-valve

knob removed, the temperature-critical components which remained were: the Vi-

ton seals (rated at 150 °C, but easily capable of 180 °C for extended periods []),

the angle-valve (rated at 204 °C), and the enamel insulation of the wire used in the

anti-Helmholtz coils. In a test, the polyester-imide insulation (rated 20 000 hour

temperature index of 207 °C) discoloured at 220 °C and smoked at 260 °C. Type-K

thermocouples were attached at the extremities of the apparatus and near one win-

dow. By maintaining the thermocouple readings below 150 °C, one would expect

to maintain the maximum temperature below 200 °C. Glass-fibre insulated heat-

ing tape was firmly attached to the chamber, long connector and ion pump with

glass-cloth bandages. The entire system was wrapped in rockwool insulation blan-

kets (Fibretex , 25 mm thickness, aluminium foil backed. R-value: 0.74 m2K/W,

rated to 350 °C. Bradford Insulation, Ingleburn , Australia).

The successful bakeout with Viton window seals proceeded as follows. The

heating power was increased over 2 days to 110 W, the temperature stabilising at

156 °C at the ion pump and 144 °C at the  chamber. This temperature was
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maintained for 14 hours before ramping down the heating power over another day.

During the cooling phase, the getter was heated with a current of 2.3 A to prevent

condensation of contaminants on the reactive load. Ion pump current was 2 mA

during the 14 hr bake period but fell to 2 µA when cold. The remounted cold-

cathode gauge read 3.5 × 10−9 mbar, rather better than might be expected from

a Viton air-permeability model []. Over the following  months, the pressure

has increased to of order 3 × 10−8 mbar, not high enough to be of concern for

simple trapping experiments; this may be due to compression-setting of the Viton

or progressive failure of the ion pump.

Finally, a cautionary note. During one bakeout attempt, the system was left

unattended over night. The temperature had been stable at 65 °C for over an hour,

and the pressure as measured by the ion pump current had been decreasing for 30

minutes having remained constant for three hours prior to that. On returning eight

hours later, a considerable quantity of smoke was present in the laboratory, the ion

pump current was over 100 mA and the ion pump thermocouple read 205 °C! The

ion pump electrodes lose heat only through radiation or conduction down very

narrow stainless steel supports. Thermal runaway may occur when outgassing con-

taminants on the electrodes increase the discharge current, heating the electrodes

and stimulating further outgassing. I surmise that the reconditioned ion pump ar-

rived with electrode contamination, and due to the poor thermal coupling between

electrodes and the pump body, runaway occurred several hours after the pump

body had come to thermal equilibrium. A high-current interlock on the ion pump

controller failed, causing continuous operation of the ion pump at several hundred

watts dissipation. The interlock was repaired and a thermal interlock installed in

the heating circuit prior to the next bakeout. Install and test redundant interlock

systems before leaving a bakeout unattended!

.. Rubidium source

Early vapour-cell apparatus used the vapour pressure of liquid rubidium distilled

into a glass cell and connected to the main chamber by a controlled leak []. We

use a getter source ( Getters SpA, Lainate, Italy), a small oven containing rubid-

ium chromate and a reducing agent equivalent to 3 mg Rb which emits rubidium

vapour when heated with a few amperes of current [, , ]. The getters may

be handled with only normal vacuum hygiene precautions.

The getter is attached to an electrical feedthrough with standard CuBe screw



     

connectors. It exhibited the expected threshold emission behaviour, although near-

er to 3.5 A than the 2.5 A reported elsewhere []. Fluorescence from the  was

brightest at getter currents around 4.5 A, with trapping beams only weakly visi-

ble due to fluorescence of the background vapour. The vapour became optically

thick around 6 A. At 8 A a metallic layer of rubidium was visible on the stainless

steel walls and the viewports took on a blue translucency. The deposited rubidium

was evacuated after a few hours. These results are broadly consistent with other

reports []. In normal operation, the getter current is maintained around 4.5 A

for the duration of the experiment. Other groups have observed that getter perfor-

mance is unchanged after several months of full-time equivalent operation.

. Magnetics

In the simplest model of a , the optical molasses provides a damping force on

atoms proportional to their velocity, while a magnetic field provides a spring-like

restoring force proportional to the atom’s distance from the zero-field point [,

§.]. The appropriate magnetic field is created by two identical coils in anti-

Helmholtz configuration: separated by one radius with equal but counter-circu-

lating currents.

Very high magnetic field gradients have been used to trap a single atom in a

 []. The more common goal is to trap as many atoms as possible, and here

the required field gradients are modest. An axial gradient of around 1 mT/mm

(10 G/cm) is optimal across a rather wide range of trapping beam sizes and inten-

sities [].

.. Coil design

This gradient is readily achieved with anti-Helmholtz coils external to the vacuum

system. It is a somewhat surprising result, however, that for a fixed gradient and

cross-sectional area of the coil, the heat dissipated in the coils scales as the th power

of the coil diameter; see Appendix E. By the simple expedient of winding the coils

around the 100 mm  of the connector rather than the 150 mm  of the flange,

the typical dissipated heat is reduced from 95 W to 14 W. Water cooling might be

required for the former, but free convection is sufficient to cool a 14 W coil pair. A

disadvantage is that once wound onto the vacuum tank, removal of the coils would

require unwinding the entire coil.
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.. Coil construction

Two split-ring U-section coil formers were place around the  chamber, and the

whole chamber rotated in a lathe to wind on the wire. A Teflon () sheet was

placed between the aluminium former and the chamber, allowing the coils to slide

along the chamber for spacing adjustment. Aluminium tube was welded to one

side of each half-ring to permit water cooling should much larger field gradients

be required in future experiments. The coils consist of approximately 310 turns of

- (0.644 mm) wire yielding a nominal 6� resistance per coil. From (E.)

on p , the axial field gradient ∂B/∂ z in gauss per centimetre is given by

∂B

∂ z
= 1.48V (.)

where V is the voltage across the coils if connected in parallel. For 10 G/cm gra-

dients, currents close to 1 A are indicated, readily available from a standard bench

supply. In practice, the coils are connected to independent supplies so that the field

zero, and thus the atom cloud location, may be centred in the chamber.

.. Coil operation

Fluorescence from the  remained roughly constant as the coil current was var-

ied from 1 A to 3 A, corresponding to 10–30 G/cm. At a nominal current of 1.5 A,

the coils dissipate 13.5 W each, and the temperature of the coil inner windings sta-

bilised at 46 °C after 30 min.

. External-cavity diode laser system

The final essential component for the magneto-optical trap is a source of coher-

ent light to create the optical molasses. Alkali metals have dominated laser cool-

ing research partly due to their principle spectral line lying in the visible region

of the spectrum. Rubidium is particularly attractive having its alkali doublet in

the near infra-red. The 85Rb D2 (4S 1
2
–5P 3

2
) line has a nominal centre frequency

of 384.229 1815 THz corresponding to 780.24373 nm in vacuum []. Since the

advent of compact-disc writers operating at 780 nm, relatively high power (over

120 mW ) laser diodes have been mass-produced and these may be used in

 Laser diode refers to the packaged semiconductor unit, while diode laser refers to a complete laser
system based around such a diode, necessarily including a current source and potentially an external
cavity, temperature control, servo electronics etc.
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laser systems at much lower power consumption and cost than optically-pumped

ring lasers. The laser system described in this Section augments these laser diodes

with an external feedback grating and precision current and temperature control,

yielding 80 mW of stable, single-mode laser light. An early review of the use of such

diode lasers in atomic physics is Reference  while a more recent review may be

found in the thesis of Phillip Fox [, §..]. The next three Sections concentrate

on enhancements to the basic laser diode system which I have developed as part of

this project.

.. Mechanical design

Our design (Figure .) is a Littrow configuration in which an external cavity is

formed with a holographic grating held on a modified optical mirror mount [].

The laser diode and collimating lens are held rigidly in a focusing tube, and pre-

cision screws allow adjustment of the grating angle, and hence the wavelength. A

fold mirror cancels angular deviation of the output beam as the laser wavelength is

tuned [].

This design is a compromise between simplicity of construction and mechan-

ical stability (cf []). Co-axial mounting of the laser and lens obviates initial



. -    

alignment (cf []) and essentially eliminates thermal expansion effects transverse

to the lens axis, which may tune the laser as much as 50 MHz per nanometre of lens

displacement []. On the other hand, the design is susceptible to acoustic noise

pickup due to springs forming high-Q mechanical resonances.

A detailed description of the mechanical mount, grating and the other com-

ponents of the laser system is give in §.. of Reference . This Section con-

centrates on enhancements that I made to this mechanical design which provide

passive stabilisation of the laser frequency. The following two Sections describe an

active electronic stabilisation system.

.. Optical design

Linewidth is reduced by the external cavity in proportion to the square of the cavity

length [, Fig ]. A long cavity is indicated, except that the associated longitudinal

mode spacing will eventually become smaller than the the characteristic frequency

of relaxation oscillations in the diode itself. Under such conditions, single-mode

operation may be achieved only with anti-reflection coated diodes []. We choose

instead a relatively short 15 mm cavity, well-suited to cheap, uncoated laser diodes

and providing a free-running linewidth of 1–2 MHz at a typical mode spacing of

4 GHz, sufficient for a scan across the rubidium D2 manifold.

.. Environment isolation

A Peltier thermoelectric cooler is sandwiched between the mirror mount and an

aluminium base plate; it is used in conjunction with a thermistor mounted close

to the laser diode focusing tube to form a temperature servo-control loop (see next

Article). The entire assembly is bolted to a 2 kg steel block with thermal transfer

compound applied to the metal interfaces so that the block provides considerable

thermal inertia.

While the addition of an external cavity reduces the laser sensitivity to thermal

and current tuning, it increases sensitivity to vibration and acoustic pickup. I found

that a viscoelastic polyether-based polyurethane known commercially as Sorboth-

ane provided excellent vibration isolation and damping, and is readily attached to

metal with cyanoacrylate adhesives []. Sorbothane pads were attached to the

base of the steel block, the mass of the block providing near-optimal compression

 Known by trade names such as ‘superglue’.



     

for 4 mm thick 20 mm pads. Viscoelastics provide both vibration isolation (lower-

ing of resonant frequency) and damping (dissipation of vibration energy as heat).

Acoustic noise due to turbomolecular pumps, and impulsive shock due to doors

closing or ball drivers dropped on optical tables, has most energy at frequencies

above 1 kHz, much higher than most industrial vibration. Thin 4 mm isolation

pads are indicated [].

Vibrations coupled to the mirror mount change the length of the external cav-

ity, and thus the frequency of the laser. Slight variation in the pressure of air in

the cavity also alters the optical path length. The coefficients are −88 MHz/mbar

for air pressure and +300 MHz/K for air temperature []. The pressure fluctua-

tions due to someone walking past the optical bench is sufficient to move the laser

frequency by more than 100 MHz. An inner aluminium box surrounding only the

 is supplemented with an acrylic box enclosing the laser block, optical isolator

and saturated absorption spectrometer. Both covers rest on Sorbothane gaskets to

reduce coupling of vibrations through the support. The arrangement is not her-

metically sealed, however it would take an extreme drop in barometric pressure to

induce a mode-hop, which would anyway be the least of our concerns in such cir-

cumstances. The double enclosure does prevent mode-hops due to air currents in

the laboratory.

The entire apparatus was further isolated from the optical table by placing it on

a 400 × 400 mm breadboard which in turn rests on Sorbothane feet (Figure .).

The effect of these modifications is a dramatic reduction in the sensitivity of the

laser to mechanically and acoustically coupled vibrations. Lasers may be operated

on the same optical bench as a turbomolecular pump. Sharp rapping on the table

with a screwdriver handle rarely unlocks the servoloop. This unusually high degree

of stability is important in experiments using multiple lasers, the unlocking of any

of which terminates the experiment.

.. Temperature and current controllers

Laser diodes are highly sensitive to temperature fluctuations: AlGaAs diodes ex-

hibit temperature tuning of order −30 GHz/K []. Our external-cavity reduces

this sensitivity considerably, and the measured temperature coefficient of order

−1 MHz/mK is probably dominated by expansion of the aluminium cavity sup-

port [, Tbl ]. To stabilise the temperature, the thermoelectric element and ther-

mistor temperature sensor are closed into a servo-loop by a proportional-integral-
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derivative () controller. This controller was designed by Bill Drury of the Flinders

University Electronics Workshop based on a previously published design [].

Temperature stability is better than 5 mK and the settling time is of order 5 min

after which the laser may be locked. In normal use, the temperature controllers

are left on even when the laser is off; the setpoint must be no more than a few de-

grees below room temperature else condensation promotes mould growth on the

grating.

External cavity diode lasers are also highly sensitive to the injection current:

the laser frequency shifts approximately −160 MHz for a 1 µA increase in current.

Our laser current source is based on a design [] from  (Boulder , ).

A high-current transistor provides up to 200 mA to the laser diode with the volt-

age drop across a precision 25� resistor sensed by a precision, low-noise opera-

tional amplifier and fed back to the transistor. A more recent current controller

design [] improves the shielding, transient protection and current modulation

capabilities while using the same current servosystem. Inadequate transient pro-

tection has been identified as the leading cause of premature diode demise [].

Our diodes are protected when switched off by a shorting relay mounted close to

the diode.

Luiten et al. [] have shown that the  design outperforms two commercial

current sources. They also found that the laser frequency noise at Fourier frequen-



     

cies below 2 kHz was dominated by mechanical and acoustic effects, indicating

that further reduction of noise in the current source is unnecessary.

. Laser-frequency servocontrol systems

Our diode lasers are tuned to the appropriate atomic transition by adjusting the

grating angle with a fine screw. Uncoated diodes render certain wavelength ranges

inaccessible and the laser temperature may need to be adjusted. Despite the pas-

sive stabilisation described in the previous section, temperature and air pressure

fluctuations cause the tuned laser to drift off a hyperfine resonance in a matter of

minutes.

The lasers have two piezoelectric actuators which provide finer adjustment of

the grating angle and cavity length. The range of these actuators is enough to keep

the laser on resonance for many hours if they are actively controlled. Suitable con-

trol can be provided by an electronic servo which monitor the output of a spec-

trometer. A control bandwidth of only a few Hertz will keep the laser on resonance.

Substantially higher bandwidths are needed if a reduction in the  linewidth is

desired. The following Article discusses why linewidth narrowing might be desir-

able and I then review some approaches which have been used for optical and elec-

tronic servocontrol of diode lasers. The servo design used in this work is outlined

in the next Section.

.. Linewidth reduction

The definition of linewidth is inevitably somewhat arbitrary; in this thesis it refers

to the full width at half maximum of the optical-frequency power spectral density

() S(ν). This measure still depends on the duration of the average; formally

this is taken in the long-time average limit, but in practice non-stationary drifts

distort results when averaged over much longer than 1 s. A linewidth measured

over 1 s seems to include all significant Gaussian noise processes. Relations between

frequency noise , linewidth and the Allan variance (a time-domain measure

of stability) are given in Reference , and in the paper included in Appendix G

on p .

 The Fourier frequency refers to the frequency of modulation. Here the carrier frequency ν(t ) is the
optical frequency of the laser (many THz) and the Fourier frequency f indexes the laser frequency

modulation spectrum ν̃ ( f ).
 In this thesis, control bandwidth fb refers to the 0 dB point of the open-loop transfer function.
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A bare laser diode has a linewidth of order 30 MHz, considerably broader than

the 6.1 MHz natural linewidth of the rubidium D2 line. The laser frequency noise

power spectrum S1ν ( f ) is typically 1/ f up to 100 kHz and white thereafter [].

The white noise is a manifestation of the Schwalow-Townes spontaneous-emission

limit in the very short internal cavity of the diode. Adding an external cavity, es-

pecially one formed with a dispersive element such as a grating [], dramatically

reduces the white noise and reduces the linewidth to of order 1 MHz. We have

observed linewidths of this order as an  beatnote of two free-running s.

For simple laser cooling and trapping experiments, a linewidth of one or two

megahertz is marginally adequate. Precision laser cooling experiments, such as po-

larisation gradient cooling for nanodeposition [], require a linewidth much nar-

rower than the natural linewidth: 300 kHz is desirable. Even narrower linewidths

are needed when locking lasers to high-finesse cavities. With the bare-diode white

noise well-suppressed by the extended cavity,  linewidths are dominated by

1/ f noise. Some authors have described this noise spectrum as consisting of a ‘fast’

linewidth (averaging time of order milliseconds) of around 50 kHz jittering across

1 MHz of optical frequency due to acoustic disturbances []. For general use in

our atomic physics laboratory, we would be very satisfied if we could suppress these

acoustic fluctuations and achieve a slow (1 s) linewidth of order 300 kHz. I now re-

view some approaches to locking a diode laser to atomic resonances and narrowing

linewidths, before describing the particular approach chosen for our  design.

.. Approaches to laser locking

In our laser design the grating acts as a frequency dispersive element in the external

cavity, stabilising the lasing wavelength. A number of schemes have replaced the

grating with a frequency dispersive atomic vapour and so achieved an optical lock

to an atomic transition, among them: Faraday anomalous dispersion [, –

], resonant phase conjugation [], high-contrast saturated absorption [],

velocity-selective optical pumping [] and sub-Doppler polarisation spectrosc-

opy [].

Optical locks have inherent high bandwidth, suppressing noise up to high Four-

ier frequencies, and so might be expected to narrow the laser linewidth consider-

ably. However, the longer laser cavity with more optical elements inside it probably

increases the sensitivity of optically-locked lasers to acoustic pickup, in comparison

to short-cavity designs. Compounding the problem, optical noise suppression is



     

less effective at low Fourier frequencies [].

The vast majority of  systems in use are locked with purely electronic

servosystems, which are generally simpler than optical locks of equivalent perfor-

mance. Many electronic servos permit locking to any chosen saturated absorption

peak, dip or cross-over, and electronic frequency-lock or phase-lock loops per-

mit offset locking of lasers separated by several gigahertz. Notwithstanding, the

narrowest reported linewidth for an atomic resonance-locked laser diode is 44 Hz,

achieved with a hybrid electronic (slow) and optical (fast) lock [].

An electronic servo must measure the intensity output of a spectrometer, pro-

cess the resulting signal, and feed it back to an actuator which controls the laser

frequency. A saturated-absorption spectrometer is a simple configuration provid-

ing sharp resonances. Resonances are typically symmetrical and must be discrim-

inated to a zero-crossing error signal suitable for servo control, either by baseband

or modulation methods.

Perhaps the simplest baseband method is edge locking where the measured ab-

sorption signal of an atomic resonance, less a  offset, is fed back to control the

laser frequency. Such a scheme clearly can lock to the side of a spectral line, but

not to the peak. More advanced baseband methods modify the atomic spectrum

to yield an error signal, for example using magnetically-induced dichroism [].

Here, strong magnetic fields broaden the line and so the discriminator  is low.

Other systems electronically subtract the signal from two photodiodes monitoring

the same sharp resonance, but with centre-frequencies counter-shifted by acousto-

optic modulators [], incomplete Doppler cancellation [], laser-induced bire-

fringence [–] or even saturated interference methods []. Any imbalance

in these differential methods causes the laser frequency to drift off the peak centre.

Baseband methods in general are susceptible to technical 1/ f noise at low frequen-

cies: for example, room lighting falling on photodiodes will introduce powerline

harmonic noise into the laser frequency spectrum.

The simplest modulation method dithers the laser emission frequency, by add-

ing a small amplitude sine wave to the laser injection current or tuning piezo. This

results in a dither signal from the photodiode whose amplitude is symmetric on

either side of a resonance, but the phase changes sign as shown in Figure .. An

electronic phase-sensitive detector synchronously demodulates the photodiode sig-

nal to an error signal, which closely approximates the derivative of the spectral line

if the modulation is small compared to the linewidth [].

Intrinsically immune to drifts, modulation methods also have an  advan-
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tage over baseband methods as photodetection occurs at the modulation frequency

fm which is usually above most technical noise. A typical modulated system with

fm = 100 kHz can have more than 60 dB suppression of powerline harmonic signals

picked up on the photodiode. These advantages come at the price of increased elec-

tronic complexity, especially as the dither frequency must be substantially higher

than the desired bandwidth of the servosystem (see §..).

Direct modulation of the laser emission frequency is undesirable as it broadens

the laser linewidth, and if injection current modulation is used then the intensity is

also unavoidably modulated. These drawbacks are circumvented if instead only the

fraction of the laser output picked off for locking is frequency modulated, using an

acousto-optic [, ] or electro-optic [, ] modulator. These devices are

expensive and require radio frequency electronics.

At high modulation frequencies fm ≈ 10 MHz, the frequency deviation 1 f

over a modulation cycle is less than fm . The resulting wideband  spectrum has

an unbroadened central peak with sidebands spaced by fm . The signal may be syn-

chronously demodulated by an  mixer in a technique known as Pound-Drever-



     

Hall () locking [] when used on a cavity resonance and frequency modulation

spectroscopy when used on an atomic resonance [, ]. Shot-noise limited dis-

criminator performance is possible []. Coupled with the greater available con-

troller bandwidth, the / method offers the ultimate linewidth reduction of

purely electronic methods. Such stability is seldom necessary for locking a laser to

an atomic resonance [], but is needed when the light must remain resonant with

the much narrower resonance of a high-finesse Fabry-Perot cavity []. Much of

the literature on cavity locks is relevant to atomic resonance locking, with the pro-

visos that: cavity resonances are usually sharper and have higher contrast and so

higher , cavities store light and so have low-pass Fourier-frequency behaviour

and cavity experiments are generally less sensitive to modulation sidebands.

A simpler alternative to modulating the laser is to modulate instead the res-

onant frequency of the atomic transition, for which the Zeeman effect is conve-

nient. Here a dither current is applied to a solenoid surrounding the vapour cell

in a saturated-absorption spectrometer []. The apparatus is simple, and -

bandwidth detectors and electronics are not required. We have chosen this Zeeman

modulation for our laser servocontrol system.

. An electronic laser servo

The present controller design, used in the experiments described in the next Chap-

ter, is known as Claudius and is described in §.. of Reference . A new design,

termed Augustus, is currently being constructed, and its components are described

in some detail in the following Articles. Both designs rely on the same modulated

Zeeman spectrometer, and drive the same actuators. The differences are first in

improvements in component choice and in the detailed electronics, and more im-

portantly, the complete redesign of the compensator filters.

The remainder of this Section describes the components of the servo system.

New compensators have been designed for the Augustus controller, but have not

yet been tested. I comment briefly on compensator design at the end of the Section.

.. Overview

A schematic of the Melbourne laser controller is shown in Figure .. The output of

the saturated absorption spectrometer is measured on a photodiode connected by

a low-noise analogue link to the demodulation circuit. An error signal is recovered

by the phase-sensitive detector.
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Feeding this error signal back to control the laser is not a simple matter. Three

separate actuators are required to control the laser frequency: a wide-ranging but

very slow piezoelectric multilayer stack, a faster but narrower-range piezoelectric disc

and the laser current itself which effects very fast control of the laser frequency but

has a very narrow mode-hop-free tuning range. The stack is used only for coarse

manual tuning and is not part of the servo loop. The compensator electronics must

split the error signal into a fast, low amplitude component to be fed to the current

actuator and a slow, larger component to be fed to the piezo disc. A pair of lin-

ear compensators suffices, but both gain and phase responses of the compensators

must be very carefully designed so that the resulting control system achieves high

noise suppression, but remains stable against reasonable variations in parameters.

A significant early component of this PhD project was the development of

a novel beatnote demodulation technique which measures a two-laser joint fre-

quency noise spectrum with all-electronic discrimination. This work is described

in the paper included as Appendix G on p . This work showed that acoustic

noise is unambiguously the dominant contributor to the laser linewidth. The noise

is broadly 1/ f and has substantial peaks in the 1–6 kHz band and at powerline har-

monic frequencies. Analysis of these noise spectra suggested that a control band-

width of 30 kHz would be sufficient to reduce the laser linewidth to the 300 kHz

target. Achieving a control bandwidth of 30 kHz requires a dither frequency of at

least 100 kHz.

.. Zeeman-modulated saturated-absorption spectrometer

A bare glass plate picks off approximately 1 mW from the laser output beam after

the Faraday isolator (> 35 dB isolation) before variable attenuators set the pump

and probe beam powers to approximately 100 µW and 10 µW respectively. Quarter-

wave plates prepare the beams in identical circular polarisations. The beams over-

lap in a rubidium vapour cell (prepared at University of Melbourne [, App ],

nominal length 100 mm) mounted inside a solenoid. This saturated-absorption

spectrometer produces hyperfine-structure resonances which are power-broadened

to only slightly wider than the 6 MHz natural linewidth. Example spectra are

on p  of Reference .

A single layer of winding on the solenoid achieves the lowest coil capacitance

and hence raises the self-resonant frequency of the coil. A  resistance of order

10� is desirable and so fine winding wire is indicated. The coil is driven at 100 kHz
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by a stable monolithic oscillator (Exar ) via a high-current op-amp (Texas

Instruments ). There is provision for a  current to be added, providing

Zeeman tuning of the laser lock over ±30 MHz and allowing stray field components

along the propagation axis to be nulled for sharper saturated-absorption spectra.

The dither current amplitude, and thus the frequency deviation of the reso-

nance, should be set to maximise the slope of the error signal after the phase sensi-

tive detector. It can be shown that for a Lorentzian spectral line, this occurs when

the dither peak-peak deviation is the line  []. Harmonic distortion be-

comes substantial but only marginally distorts the linearity of the error signal at

the line centre if standard phase-sensitive detection methods are used (see §..).

Previous designs, including Claudius, operated with dithers 1 MHz or below, much

narrower than the line  of at least 6 MHz.

.. Photodetector and input stage

The probe beam is detected by a pre-amplified photodiode (Burr-Brown ,

no longer in production) configured for 300 kHz bandwidth yielding a sensitivity

of 1 V/µW. Photodiode signals are conveyed to the electronics box over shielded

twisted pair cable driven by a balanced line driver (Texas Instruments ).

The photodiode input of the Augustus electronics box connects to a pair of in-

strumentation amplifiers, one ac-coupled [–] and high-bandwidth ()

with a fixed gain of  and the other () -coupled with unity gain. This

novel input arrangement provides an immediate amplification of the dithered com-

ponent and suppresses technical noise. The -coupled channel allows monitoring

of the saturated-absorption spectrum as the laser is scanned. An optional filter in

this channel rejects the dither frequency, allowing a clear view of the saturated-

absorption spectrum when strong dithering is employed.

.. Phase-sensitive detector

The dither signal is demodulated by a switched multiplier (Analog Devices )

synchronised to the dither oscillator via an op-amp based phase-shifter. As the

switched multiplier effectively multiplies by a square wave, it also demodulates any

‘signals’ present at odd harmonics []. While we would expect little technical

noise in windows around 300, 500, 700 . . . kHz, nonlinearities in the optical dis-

criminator may cause harmonic components at the discriminator input.



     

Attempting to suppress dither harmonics at the multiplier input by bandpass or

notch-array filters is likely to fail; the significant differential phase-shifts produced

on either side of 100 kHz translate to substantial phase shifts of the baseband error

signal after demodulation. These additional phase-shifts complicate the design of

a stable compensator.

.. Post-filter

Ignoring harmonic contamination, the multiplication of the modulated dither from

the photodiode with the pure reference yields the demodulated error signal at base-

band plus an image component at 2 fm [, p –]. Any noise making it through

the initial high-pass filter (the ac-coupling of the instrumentation amplifier) is ‘de-

modulated’ to sidebands around fm . In a standard lock-in amplifier, the multiplier

output is heavily low-pass filtered and the 2 fm image as well as the noise around fm

are greatly suppressed.

Such a filter is inappropriate for control applications. Deep attenuations at high

frequencies induce large phase-shifts below the corner frequency. Large phase-

shifts within the control bandwidth of the filter make compensator design very

difficult. In Pound-Drever-Hall laser controllers, the modulation frequency is so

much higher than the controller bandwidth that passive low-pass filters and notches

can sufficiently attenuate the modulation harmonics without significant delay of

the baseband signal.

We seek a filter which has a small phase-shift below the corner frequency but

retains good attenuation around 100 kHz and particularly around 200 kHz. The

low-frequency phase-shift may be reduced if the stop-band response is allowed to

be non-monotonic. The Augustus filter has notches at 100 kHz and 200 kHz su-

perimposed on a basic 24 dB/oct rolloff. It offers strong noise and image frequency

attenuation with minimal phase-shifts below 25 kHz. Full details will be published

after the Augustus system has been tested.

.. Gain control

The filtered output passes through a master gain control and is buffered and made

available on a front-panel  so that the dispersion-shaped error signal may be

viewed as the laser sweeps. Overall loop gain may vary from day to day due to

changed laser power output, the strength of selected hyperfine transitions, and the

 Designed by Alex Slavec, School of Physics Electronics Workshop, University of Melbourne.
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sensitivity of the current and piezo actuators varying within a laser mode. Adjusting

the master gain control so that the error signal has a predefined amplitude corrects

for the first two of these variations. Measuring variations in actuator sensitivity is

more difficult, however actuators variations should be small enough to fall within

the gain margin of the controller.

At this point we have a clean error signal: a voltage proportional to the optical

frequency deviation from line centre. This signal must be shaped by compensators

before it is fed back to the actuators. The compensator must be designed so that the

total open-loop transfer function – the compound effect of the optics, demodula-

tor, filter, compensator and actuators – provides the maximum possible feedback

gain, and hence the maximum possible noise suppression, while remaining stable.

The next two Articles investigate the transfer functions of the laser current and 

disc actuators; once these are measured we have the information we need to design

the compensator.

.. Injection current actuator

Two physical effects link the frequency of laser diode emission with the injection

current. An increase in current naturally increases the charge carrier density in

the semiconductor and this affects the refractive index of the gain medium [,

§..]. Changing the index changes the optical path length and hence the emission

frequency. The charge carriers and photons come to equilibrium very rapidly, and

so this effect has a flat Fourier frequency response up to the relaxation oscillation

frequency, around 3 GHz [, §.].

The second effect is less direct. An increase in current leads to greater Joule

heating of the semiconductor and a consequent change in its refractive index with

temperature []. The thermal effect is somewhat stronger than the carrier-density

effect and opposite in sign, but its characteristic heating time is of the order of

microseconds rather than nanoseconds. The nett  transfer function therefore

shows a significant change in amplitude as a function of Fourier frequency as shown

in Figure ., and undergoes a 180° phase-shift between 100 kHz and 1 MHz. Ther-

mal resistances inside the diode determine the exact −90° point, and so it varies

considerably with the design of the diode.

Accurate knowledge of the laser diode’s  transfer function is critical when

designing a high-performance servo. We measured the current transfer function of

our laser using the side of a Zeeman detuned saturated-absorption resonance as a
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frequency discriminator to monitor the frequency deviation. A Fabry-Perot etalon

could also have been employed as a frequency discriminator []. A  lock-in

amplifier (Stanford Research ) swept the modulation signal and measured the

amplitude and phase of the photodiode signal. Intensity modulation was negligi-

ble. Figure . shows that our current actuator has monotonically decreasing gain

with the −90° point at 65 kHz. This is at the lower end of expected values, but

is consistent with the measured transfer function for a commercial  system

(Toptica - at 870 nm) [, Fig ] [].

While these linear characteristics of the current actuator are close to ideal, the

actuator has a severe saturation non-linearity. The gain of the control input of the

current source is set low enough that a full-scale input corresponds to a 0.2 µA

current increment, or a 32 MHz shift, and so is unlikely to provoke a mode-hop.

Once the current-control voltage is saturated at a supply rail, the laser is essentially

uncontrolled and will soon unlock. We need another actuator channel to control

for slow drifts over wide frequency ranges.

.. Piezoelectric disc actuator

A second  actuator, a 1 mm thick disc glued between the grating and the mount,

provides up to 2 GHz of tuning range. Varying the voltage across the piezoelectric

disc changes the external cavity length and hence the  emission frequency.
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A high-voltage amplifier provides up to 150 V to the disc yielding a 1.3 GHz

tuning range, much greater than that of the current actuator. However, the fre-

quency response of the disc actuator, measured with the same discriminator de-

scribed above and shown in Figure ., is clearly more complicated than the cur-

rent actuator. The fundamental mode determined by the disc elasticity and the

grating mass is at 22 kHz, yet there are substantial phase and gain variations in the

vicinity of 4 kHz. These are almost certainly due to mechanical resonances else-

where in the laser, mostly likely the springs which hold together the kinetic mount

(cf [, §]).

Designers usually take great pains to avoid including resonances in the control

bandwidth of a servosystem. There are substantial difficulties in designing a stable

resonant controller, and the frequencies and strengths of resonances tend to vary

between systems and over time within a system [, §..].

Many laser servo designs assume that the current modulation actuator is much

faster than the piezo actuator. Our  seems to have a particularly slow current

response and a somewhat faster piezo response (ignoring the 4 kHz resonances)

than others have reported [, –]. If the resonance problem could be solved,

a pure piezo lock would achieve a similar control bandwidth to the parallel chan-

nel scheme but without the parasitic intensity modulation inherent in current-

feedback schemes.

Two possible solutions to the resonance problem are gain stabilisation, in which
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a high-order controller boosts the loop gain well above the magnitude of the res-

onance [, §..], and reactuation [, p ] []. A reactuator is a second

piezo disc placed on the opposite side of the grating support arm with an attached

dummy mass similar in dimension to the grating. The centre of mass of the system

does not move when the piezos are driven with the same control signal, and reso-

nance damping of 30–40 dB is readily achieved [, p ]. The technique has been

used in high-performance dye [] and CO2 [] laser servos.

Notwithstanding, gain stabilisation requires complex servo design while reac-

tuation adds considerably to the mechanical complexity of the laser. We choose

to implement the more conventional parallel channel servosystem described in the

next Article.

.. Compensator design

The Claudius controller used a simple compensator design. Piezo feedback was via

an integrator, while current feedback was simply proportional to the error signal.

An integrator has a gain of slope −6 dB/octave, ensuring that at low frequencies

the piezo disc is in control and the current channel is desaturated. The overall

gain of this system, and hence its noise suppression capability, is much below the

achievable maximum.

A better compensator applies an integrator to the current channel, and a double
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integrator to the piezo channel. The piezo remains in control at low frequencies,

but the overall gain is higher. Cross-over occurs at 7 Hz in the prototype, well below

the region where there are resonances in the piezo response. Noise below 7 Hz is

likely to be dominated by thermal drifts and pressure fluctuations, affecting the

external cavity length. It is therefore desirable that this band is controlled by the

external cavity piezo actuator.

In classical feedback control theory, the optimal slope for the open-loop trans-

fer function is around −10 dB/octave [] and a compensating Bode step is intro-

duced above the control bandwidth to preserve gain and phase margins. In our

case, however, the critical region of frequencies where the open-loop gain is near

zero is dominated by phase-shifts due to the image-suppressing post-filter. The

significant phase-shifts in the current actuator must also be considered. Careful

loop-shaping is needed to maintain stability margins: accurate measurements of

actuator responses, such as those shown above, are critical.

Testing of the Augustus system will also compare the merits of parallel and

nested loop topologies. A full discussion of the loop-shaping process will be pub-

lished with an evaluation of the Augustus controller.

v

T   passive and active stabilisation systems for diode lasers has been

described in some detail. For the purposes of trapping atoms in a , the Claudius

laser system was more than adequate. Future experiments planned in the research

group, especially those applying quantum optics concepts to atomic physics exper-

iments, will require lasers with narrower linewidths. I have outlined the design of

the Augustus laser controller, which is currently in prototype assembly. The de-

tailed design of the Augustus compensators will be published once the loop shapes

have been optimised.

. Trap optical system

The trap optical system is distributed over four optical breadboards. The laser sys-

tems sit on a standard optical table which also supports the  superstructure.

Laser light is transported through single-mode, polarisation-maintaining optical

 For the sake of this discussion, gain and phase margins can be thought of as allowing for parameter
variations in the system. Controller performance can be improved at the expense off robustness by
reducing the margins.



     

fibres to vertical and horizontal breadboards surrounding the . The fibres are

convenient and reduce the system’s sensitivity to misalignment. They also act as

spatial filters, ensuring very high quality Gaussian beam profiles at the .

.. Cooling and repumping lasers

The  operates on the 85Rb isotope which constitutes 72.17% of the natural

element. The  requires two  systems: one providing cooling light red de-

tuned from the 85Rb 4S 1
2
(F = 3) ↔ 5P 3

2
(F ′ = 4) transition at 384.229 2420 THz

and one providing repumping light tuned to the F = 2 ↔ F ′ = 3 transition

2915 GHz to the blue at a frequency of 384.232 1567 THz (frequencies from Refer-

ence ).

Optimal red detuning of the cooling laser is typically 1 or 20. We are able to

take advantage of a strong F = 3 ↔ F ′ = (2, 4) cross-over resonance in the 85Rb

saturated-absorption spectrum located 92.183 MHz to the red of the F = 3 ↔
F ′ = 4 resonance. The beam picked off from the cooling laser diode is first blue-

shifted an adjustable frequency f by an acousto-optic modulator (Isomet C-

) before entering the saturated-absorption spectrometer. When the laser system

is locked to the cross-over, the laser output is actually detuned f − 92.183 MHz

from the cooling transition. The indicated  drive frequencies of 65–85 MHz

are easily achieved by a nominal 80 MHz , and as only the locking beam is

deflected by the , the detuning may be adjusted over this range without re-

aligning the modulator or using an awkward double-pass configuration.

A milliwatt of repump light is more than adequate to avoid hyperfine popula-

tion trapping. The nominally 3 GHz separation of the hyperfine ground-state levels

makes it awkward to generate repumping sidebands on the cooling laser, requir-

ing an expensive resonant acousto- or electro-optic modulator, or direct current

modulation near the diode’s relaxation frequency []. Instead, we use a sepa-

rate laser with the surplus repump power available for other rubidium experiments

in the laboratory. The laser is locked using the same vapour cell as the cooling

laser. Vale [] and I [] have observed the phenomenon of interactions be-

tween the spectrometers due to hyperfine-trapped atoms propagating between the

laser beams in the cell. This small effect is noticeable when scanning the laser but

does not seem to be adverse when the lasers are locked.
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.. Optical fibres

The lower table optical layout is shown in Figure .. The cooling beam is split in

a : ratio, the brighter component will be split : on the vertical table and become

the vertical plane trapping beams. A fraction of the repump output – nominally

3 mW – is combined with this component on a polarising beamsplitter cube.

The two beams are then coupled into single-mode polarisation-maintaining

fibres with integrated collimators as input couplers (OzOptics ---/--

.-----). Half-wave plates facilitate alignment of the beam polarisation

with the fibre axis; agreement to within 2° is needed for the exit polarisation from

the fibre to be stable against thermal and stress variations.

.. Beam diameter and beam quality

The fibres terminate in connectorised but bare ends, emitting a diverging Gaussian

beam. Placing the fibre end at the focal point of a lens collimates the beam; the focal

length determines the beam diameter. For a fixed total beam power, the number of

trapped atoms has been found to increase linearly with beam diameter within rea-

sonable limits []. We are, however, ultimately constrained by the 35 mm internal

diameter of the half-connectors.

If the beam diameter is of the same order as the internal diameter, then not

only will power be wasted by clipping, but there will be substantial fluctuations

in intensity across the trapping volume due to diffraction from the edges of the

half-connector. We aim to keep the edge-diffraction contribution to these inten-

 All beam diameters are taken as the full width at the 1/e2 (13.5%) intensity point.



     

sity fluctuations below 10% of the intensity; dust on optical surfaces and coating

imperfections contribute spurious fringes of roughly this magnitude. A complete

Fresnel-diffraction analysis of a truncated Gaussian beam has been published [].

We use the result that for beam diameter w and aperture diameter a, intensity fluc-

tuations are below the 10% level when w = a/1.5 and below the 1% percent level

when w = a/2.

The effective numerical aperture (the sine of 1/e2-cone half-angle) of the OzOp-

tics 5 µm-core fibre is 0.098 at 850 nm. Lenses of focal length f = 100 mm were

aligned by auto-collimation and yield a collimated beam diameter very close to

20 mm. All optical elements have clear diameters in excess of 38 mm, so we can be

confident that intensity inhomogeneities due to edge-diffraction are negligible.

.. Alignment and operation

The beam on the vertical table is split on a 40 mm polarising beamsplitter cube,

while the horizontal beam passes through a cube merely to enforce a known linear

polarisation. All beams then pass once though quarter-wave plates before entering

the  chamber, and twice after exiting the  chamber due to retroreflection,

as shown in Figure .. This realises the σ+ – σ− configuration needed for polari-

sation gradient cooling in a .

The retroreflected beams were aligned by observing the reflected spot focused

on the fibre-chuck. When the alignment is near-perfect, back-coupling up the fibre

destabilises the laser. We misalign slightly from this point until the laser is unper-

turbed.

A simple method described by Wieman [, §b] was used to align the circu-

lar polarisations with the magnetic field gradient. With the getter running at 4 A,

each anti-Helmholtz coil conducting 1 A and approximately 3 mW power in each

beam (peak intensity of order Isat) a  appeared as soon as the coil polarities

were set correctly.

A monochrome  video camera connected to a video monitor displayed the

 fluorescence. Blocking the repump beam caused the  fluorescence to

shrink and become much fainter.

.. Future work

By this time, the project focus had moved to diffraction-contrast imaging of cold

atoms. No diagnostic measurements were attempted, it being sufficient that cold
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trapped atoms were available as an imaging target.

Recently, my coworkers have implemented a master-oscillator power-amplifier

() laser configuration using a tapered amplifier to produce up to 500 mW of

cooling light. Figure . shows a possible optical schematic if it is desired to convert

to a cold beam system such as the one described in §... A third fibre is used to

bring the upward-propagating beam onto the vertical table, while optical access to

the horizontal ports is maintained.

. Imaging system

The optical layout Figure . was used for the  imaging experiments described

in the next Chapter.

.. Imaging laser

A third  system on a separate optical bench provided probe light for absorp-

tion and diffraction-contrast imaging. The output was tunable −50 to +50 from

the cooling transition resonance by a  Zeeman shift applied to the vapour cell.

More recently, an  shifting system has been introduced, providing more accu-

rate and stable detuning and also allowing the probe beam to be shuttered in less

than 1 µs.

The probe beam passed through a variable attenuator (0.1–2.5 10) before

entering another single-mode optical fibre.

.. Imaging optics

On the vertical  table, the beam expanded from the bare fibre end, before being

collimated by a lens ( f = 50 mm) into a 10 mm diameter beam, which passed

through the  chamber horizontally (Figure .).

Imaging experiments conducted in July  presumed that the Paganin al-

gorithm would be used to retrieve the column-density of the atom cloud. For a

nominally 250 µm diameter , the Rayleigh range is 80 mm while the -to-

window radius of the chamber is 160 mm. Reimaging the diffraction pattern onto

the detector reduced the effective propagation distance below the Rayleigh range.

Section §.. describes the equivalence between free-space propagation and defo-

cused imaging.
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Reimaging was by a macrophotography system comprising a lens (Nikon micro-

Nikkor  200 mm f/4), bellows (Nikon -) and a cooled -bit  camera

(Roper VersArray , 1340 × 1300 array of 20 µm square pixels). The optical

magnification of the system was 1.8.

When focused on the cloud, the system is in the standard absorption-imaging

configuration. The entire macrophotography system was mounted on a rail assem-

bly and could be translated more than 50 mm towards and away from the 

relative to the in-focus position. This range was adequate given the Rayleigh range

restrictions assumed during the  imaging experiments. Manual positioning of

the camera was accurate to approximately 0.5 mm.

The retrieval algorithm described in the previous Chapter is not restricted by

the Rayleigh range. Greater  is achieved at defocuses beyond the Rayleigh range.

Recently the imaging systems has been modified by removing the reimaging lens

and even removing the collimation lens for point-projection lensless imaging. This

work was carried out by Kenian Domen, a short description of the modified appa-

ratus is presented with the results of these experiments in §..

u

T C  discussed apparatus that produced a cloud of cold atoms. A

major component of the apparatus was an external cavity diode laser system. I have

outlined a design for an improved, narrow-linewidth diode laser system which is
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currently being constructed. The diode laser system provided light for the atom

trap and also for an absorption imaging system. The system was designed to be

easily defocused to obtain diffraction-contrast images of the atom cloud.

The next Chapter describes the application of the column-density retrieval al-

gorithms described in Chapters  and  to the problem of off-resonant imaging

cold atoms. In particular, Section . demonstrates the retrieval of column-density

maps from defocused imaged of the , obtained with the apparatus described

in this Chapter.





Chapter 

Column-density retrieval from

cold atom images

T   diffraction-contrast images of cold atoms obtained with

the apparatus of Chapter , and retrieves images of the atom column-density using

the algorithm discussed in Chapter . We begin with the physics of light interacting

with cold atoms in §., and find that optically-speaking, cold atoms clouds are sim-

ply monomorphous objects. Cold atoms clouds are, however, much more fragile

than most optical objects and sensitive to the mechanical action of light. In §. it is

shown that the conditions for non-destructive imaging of these object align closely

with the validity conditions for diffraction-contrast imaging. Sections . and .

present diffraction patterns due to light traveling through a cloud of cold atoms in

a magneto-optical trap. Column-density images are then recovered from these pat-

terns and compared qualitatively and quantitatively to those from fluorescence and

absorption imaging. The optical resolution of diffraction-contrast imaging is com-

pared with the resolution of conventional optics in §., and then §. compares

the features, sensitivity and accuracy of  with other non-destructive imaging

techniques.

The Chapter concludes by showing that, if applied to non-destructive imaging

of Bose-Einstein condensates, diffraction-contrast imaging should have a signal-to-

noise ratio comparable to the currently-used Zernike method. Diffraction-contrast

imaging is likely to measurements column-density at higher resolution and with

greater accuracy. The apparatus is much simpler and there is no need to physically

focus lenses.
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. Interaction of light with cold atoms

In  Ketterle et al. commented in a seminal review [] that ‘everything we

know about gaseous Bose-Einstein condensates has been obtained by optical diag-

nostics’. This is no longer completely true as in  the signature of condensation

in metastable helium was detected non-optically with a microchannel plate [].

The observation by Ketterle et al. that any ‘contact probe’ measurement is impossi-

ble remains valid, and optical interaction provides the only means of measurement

for the overwhelming majority of condensate and cold atom experiments.

After some comments on the fundamental resolution limits of imaging systems,

this Section shows that the effect of cold atoms on near-resonant light is readily

explained by the semi-classical theory of susceptibility. Unlike conventional mate-

rials, cold atom clouds may be heated and destroyed by even slight absorption of

probe light. This Section goes on to show how off-resonant probe light allows non-

destructive imaging of cold atoms, especially Bose-Einstein condensates ().

.. Resolution of imaging and non-imaging measurements

For the purposes of this thesis we consider diagnostics which yield information

on the column-density of the object. While some spectroscopic diagnostics may

yield direct information on velocities [], these are more usually inferred indi-

rectly from time-of-flight measurements [] in which the column-density is im-

aged after a known period of free expansion.

Column-density measurements may be partitioned into imaging and non-imag-

ing methods. This Chapter is concerned with imaging methods, in which an image

resolved in two dimensions is obtained instantaneously. The value of having an

image of the column-density is clear, however there are limits on both the spatial

and temporal resolution of imaging.

Imaging systems cannot resolve below one wavelength (§..). For imaging

near alkali resonances, this corresponds to resolutions somewhat below one mi-

crometer. Alkali metal s are typically 20–100 µm in diameter. Interesting struc-

tures within them, such as vortex lattices, have spacings below a few micrometers or

and so we desire resolution approaching the diffraction limit. The spatial resolution

of imaging techniques are compared in §..

The temporal resolution of imaging systems is limited in practice by technical

considerations, such as the readout time of the detector. The standard scientific

 cameras used in this work have readout times of several seconds. Scientific
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quality cameras with video frame rates (30 frames/second) are available and frame

rates may be extended to 640 Hz at the expense of reducing the dynamic range to 10

bits. In §.. I propose the intriguing possibility of using holographic multiplex-

ing to store multiple images in one  frame; if successful, the technique would

obviate camera restrictions on frame-rate for short sequences of images.

Non-imaging methods offer higher spatial and temporal resolution than imag-

ing techniques. Hybrid spatial-spectroscopic methods, such as magnetic resonance,

may allow sub-wavelength spatial resolution but only in one spatial dimension [].

The technique has not been demonstrated, but Fourier-limit and Stern-Gerlach ef-

fects would limit resolution to order 0.5 µm for a 50 µs measurement duration.

Modulated spectroscopic methods, such as frequency [] or phase [, ] mod-

ulation spectroscopy, offer very high temporal resolution but require fast (rf) pho-

todetection. Arrays of fast photodetectors are not available, and so these techniques

cannot make rapid spatially-resolved measurements.

In most experiments, such techniques will complement rather than replace

imaging methods. We are concerned with imaging methods and we begin by dis-

cussing the interaction of the probe beam with the cold atom cloud.

.. Refractive index of a two-level atomic gas

The interaction of light with an atomic gas is a vast topic. Fortunately when imag-

ing cold atoms, we are working with weak, monochromatic probe beams (and so

can ignore conventional optical non-linearities) and exposure pulses which are long

compared to the lifetime of the excited state (and so can assume time-independence).

The standard semi-classical approach considers a polarised, monochromatic

traveling wave interacting with an electron bound at a radius much smaller than

the radiation wavelength. The interaction between the wave and the electron is

modeled either implicitly by replacing the canonical momentum p with p − (e/c)A

in the field-free Hamiltonian, or explicitly by adding an interaction Hamiltonian d ·
E, in which d is the electronic dipole moment e〈g |r|e〉 connecting a single ground

state |g〉 to a single excited |e〉 and E = ε̂E0 exp(iωt ) is the field polarised along ε̂ .

The two approaches have only recently been shown to be equivalent [].

 For example the   camera manufactured by  , Kelheim, Ger-
many http://www.pco.de/

 This approximation is well-satisfied up to x-ray wavelengths, except for Rydberg atoms where atomic
radii may approach optical wavelengths.

http://www.pco.de/
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F . The refractive index for a two level atom. The grey trace is the real
part of n − 1 which corresponds to phase-shifting of the optical wavefield. The
black trace is the imaginary part of n − 1 which corresponds to absorption of the
wavefield. The detuning is in full linewidths: ∆ = (ω − ω0)/γ .

This latter direct coupling approach fits better with the classical description of

dielectrics in §... Indeed, the standard approach is to find the expectation value

〈g |d(t )|e〉 of the electronic dipole operator and average over the density of atoms

to obtain a macroscopic polarisation P(t ). This polarisation is defined as an addi-

tive response to the applied field field by D = E + P, and in the linear limit the

polarisability χe is P = χeE.

Extracting the temporal Fourier component of 〈g |d(t )|e〉 at the optical fre-

quency ω yields the polarisability χe(ω) of the atomic gas [, §] [, §].This

analysis correctly predicts that for the densities encountered in cold atom exper-

iments, the refractive index n(ω) is vanishingly small except near dipole-allowed

resonances. However, the finite lifetime of the excited state is not included in the

model and the refractive index diverges at resonance.

Spontaneous emission can be included phenomenologically in this semiclassi-

cal model [, p –], and is inherently accounted for by vacuum fluctuations

when the radiation field is quantised [, p –]. For relevant atom densi-

ties, the susceptibility is small enough that the complex refractive index n is well-

approximated by n = √
1 + χe ' 1 + χe/2. The resulting refractive index for a

cloud of two-level atoms is

n = 1 + ρ
e2X2

0

2ε0 h

iγ /2 − (ω − ω0)

(ω − ω0)2 + γ 2/4
, (.)
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with ρ the atom number density, γ = 2πΓ the natural linewidth, X0 = ε̂ · d the

atomic dipole matrix-element of the transition, ω0 the resonant frequency of the

transition and m the electron mass. In deriving this expression from, for example

Eq . in Reference , the rotating wave approximation is made; this amounts to

assuming ω − ω0 � ω0 which is a very well justified approximation in our case

(but see [, p ]). The refractive index is often written in terms of the resonant

cross-section σ0 as

n = 1 + ρ
σ0λ0

4π

i − 2∆

1 + 4∆2
(.)

where we have also written the frequencies as detunings from resonance ∆ = (ω −
ω0)/γ . The resonant cross-section is defined in terms of the fundamental con-

stants, wavelength λ0, linewidth γ and the transition-strength X 2
0 as [, Eq .]

σ0 = 4π e2

 hε0

X2
0

λ0γ
. (.)

Calculation of X2
0 and thus σ0 for hyperfine transitions is described in §... We

will see that symmetries often allow a simple expression to be used for σ0. Satu-

ration effects may be included by a Rabi-frequency power-broadening term in the

denominator of (.) [, §.]. As we will see in §.., the effects of power-

broadening will be negligible for typical non-destructive imaging parameters.

.. Refractive index of a multi-level atomic gas

If the energy levels of a multilevel atom are separated by many times their nat-

ural linewidths, then the refractive index is simply a sum of terms of the form

of (.) [, p –]. If the levels are closely spaced, as is typically the case for the

excited hyperfine states of alkali atoms, then the two-level atom assumption of the

above derivation is invalid. A multilevel model using the density-matrix formalism

can predict atomic polarisation when multiple optical frequencies and decay rates

are involved []. The susceptibility and hence the refractive index are recovered

in the manner described above []. The result should be of the monomorphous

 It is important to note that here we have simply added up the contribution of a density ρ of individ-
ual atomic matrix-elements X0. The derivation is often cast in terms of bulk dipole matrix-elements
d0 with an assumption that the atoms are randomly oriented. Under this assumption X 2

0 = 1
3 |d0|2.

Cold atom traps often contain highly-oriented populations of atoms, and we will deal explicitly with
orientation in terms of angular momentum states when considering the detailed spectroscopy in
§.. to .. on pages –. The notation used here is consistent with that of Loudon [,
See esp p ], except that Loudon’s γ is a half-linewidth. This thesis uses full linewidths.
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form n = 1 + ρ(δ + iβ); the coefficients β and δ would typically have to be found

numerically.

In the analysis of our experimental results, we will see that assumption of well-

separated energy levels is marginally satisfied, and so we assume a two-level system

correcting only for the hyperfine dipole transition-strength.

.. Refractive index for a dilute Bose gas

The first observation of Bose-Einstein condensation () of an atomic vapour in

 made a macroscopic, long-lived quantum state available for study. Condensa-

tion occurs when the phase-space density of atoms is greater than 2.612, implying

low temperatures (typically below 400 nK) but also high spatial densities.

Quantum statistical effects on the refractive index have been studied: a slightly

dated review may be found in Reference . Morice et al. determined corrections

to the refractive index to second order in the density (per cubic wavelength), and

found correlation and multiple scattering effects changed the index slightly for tem-

peratures near the transition temperature []. Other studies confirm that refrac-

tive index effects of condensation are small [, ] and we should be confident

that our results can be extended to imaging of Bose-Einstein condensates. The one

exception is superradiant scattering, an effect which exponentially enhances absorp-

tion for bright probe-beams above a threshold intensity. Superradiant scattering is

discussed in §...

.. Weak and strong absorption by MOTs and BECs

Equation . shows that on resonance, the atom cloud is purely absorbing with no

phase shift. In the wings of the spectral line, the cloud both absorbs and phase-

shifts but at larger relative detunings∆ the absorption falls as the reciprocal-square

of the detuning, while the phase-shift falls only as the reciprocal. The sign of the

phase-shift is positive δ for red-detuned light and negative δ when the probe is

detuned to the blue.

Given an estimate of the density ρ and the characteristic size of the atom cloud,

we can estimate an exit surface wavefield for a spherical or Gaussian object us-

ing (.). For a  around 300 µm in diameter and with a density of order

1016 atoms m−3, the on-resonant (ω = ω0) absorption is of order one optical den-

sity (: I = I0 exp(−)). Phase-shift at one linewidth 0 detuning is of order

one radian. It is readily shown, using for example (.), that optical rays are neg-
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ligibly displaced on propagating through such a medium, and so the use of (.)

is justified. At a detuning of ten linewidths, the object interacts only very weakly

with the probe light, with absorption below 1% and phase-shift below 0.1 radian.

A  may be regarded as an optically thin object.

Although most alkali s have small diameters of order 20 µm, the number

density is typically so high – at least 1018 m−3 – that on-resonant absorption is

commonly hundreds of optical densities. For all practical purposes, a resonantly-

imaged  is opaque.

Conventionally, s are imaged on-resonance by turning off the trapping

magnetic fields and allowing the  to expand ‘ballistically’. The cloud is then

imaged when the opacity is low enough. Clearly such a process is incompatible

with imaging an evolving Bose-condensed system in its trapping potential. Alter-

natively, the opaque cloud may be imaged in the trap with the desired data such as

peak density and  extracted from fitting to the steep sides of the absorption

profile []. It is clear that this technique is numerically unstable, and cannot be

used to image any detail except at the edges of the .

There is a much more critical problem with absorption imaging. The imaginary

part of the refractive index corresponds to absorption of photons by the atomic gas.

Under our assumption of a weak probe beam, absorbed photons will be re-emitted

after a characteristic period of the natural lifetime, 28.5 ns for 85Rb. The photon

is emitted in a random direction and so either misses the detector or forms an

isotropic low-level background, negligible in comparison to the probe illumina-

tion. The problem with absorption is not the spontaneously emitted photon itself,

but the recoil kick that spontaneous emission gives to the atom.

.. Photon absorption destroys BEC

The recoil of a single photon  hk – corresponding to a temperature of order 400 nK

for rubidium – may be greater than the depth of the trapping potential. Any atom

that absorbs a photon is kicked out of the trap by the photon momentum. For s

containing 1 × 109 atoms, such as the hydrogen  at  [], many millions

 The condensed component does not expand ballistically in the classical sense, rather the wavefunction
propagates but in a reversible manner, at least for the lowest Laudau level. The process has been
described as a ‘wavefunction microscope’ [].

 Some anisotropy is expected due to the orientation and alignment of the atom cloud and the magnetic
fields present, however spontaneous emission is typically into a much larger solid angle than the
coherent, elastic scattering process responsible for the real part of the refractive index.



 -     

of atoms may be ejected without seriously perturbing the condensate. Absorption

imaging can be non-destructive in such cases.

A discernible absorption image might be taken over 30 × 30 pixels with 100

photons per pixel [, p ]. Such an image involves absorbing of order 105 pho-

tons, which would be an unacceptable perturbation of a typical alkali  con-

taining 106 atoms. For alkali and metastable noble gas condensates, absorption

imaging is a destructive process.

This model of condensate depletion by the ejection of individual atoms is rather

simplistic. Close et al. point out that when the cloud is optically thick, the scattered

photon is likely to be reabsorbed before it leaves the cloud. This process is known as

radiation trapping and may be observed in thick vapours at any temperature [].

In conventional atomic vapour experiments, radiation trapping manifests itself as

a propagation delay of light diffusing out of the medium. In the case of ultracold

atoms, it magnifies the depletion of the condensate as one photon may knock many

atoms out of the condensate before it escapes. The photon’s peregrination within

the cloud is limited by its mean-free path, or ultimately by energy loss to the atoms

which red-shifts the photon out of resonance after ωrecoil/γ ≈ 1000 scatterings.

It is also possible for the recoiling atom to interact with other atoms in the

condensate as it departs []. The cross-section for atom-atom scattering is much

smaller than the resonant optical cross-section, however, and this effect contributes

inconsequentially to destruction when the probe light is resonant. Shortly, we will

consider imaging with off-resonant probe light where the optical cross-section is

much reduced. In this case, collective atomic recoil effects can be significant, and

we return to them in §...

These additional effects of interactions of the emitted photon and interactions

of the recoiling atom enhance the destructivity of resonant absorption. If the probe

laser is detuned from resonance, the absorption (and thus the destructivity) falls off

rapidly, but the phase-shift may remain substantial. Imaging the atom cloud with

off-resonant light is potentially non-destructive, but at large detuning the atom

cloud approaches a pure phase object. The next Article provides an argument for

the plausibility of off-resonant imaging. A quantitative comparison of imaging

techniques must consider the signal-to-noise ratio for a given number of absorbed

photons. This analysis is given in the critical comparison of imaging techniques

in §..



.       

F . Multiple non-destructive images of BEC taken at MIT. Images were
taken at 1.3 ms intervals, time advances to the right. Full length of condensate was
450 µm. The images show a sound-wave propagating outwards from the centre,
induced by an argon-ion laser pulse switched on 1 ms before the first image at left.
Probe detuning was 1.7 GHz and a Zernike phase-plate with a 500 µm spot was
used (see §..); other details of imaging apparatus were not published. Reprinted
from Reference .

.. The promise of off-resonant imaging

Consider a  with an on-resonance optical density D0 of 300. For probing on a

closed transition (see §..), this corresponds to typical  parameters: a den-

sity of 1020 m−3 in a 20 µm diameter cloud. It can be readily established from (.)

and (.) that for a detuning of D0/2π linewidths (around 500 or 300 MHz for

this example), the peak phase shift through the cloud is π/2 radians while the op-

tical density decreases to π 2/D0, in this case about 3%. The above-mentioned

imaging pulse of 100 photons per pixel into a 30 × 30 pixel array would now result

in the absorption of only 2400 photons (and negligible radiation trapping): a small

perturbation which would be non-destructive for most condensates.

The residual absorption of 3% is of the order of the technical noise on a care-

fully configured coherent imaging system, and so absorption imaging will result in

very noisy images. The phase-shift, however, is easily detected: indeed, π/2 is the

optimal phase-shift for an interferometric detection scheme.
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Off-resonant imaging of  was first demonstrated by the Ketterle group at

 in . They first used dark-ground imaging (§..) and subsequently a

Zernike phase plate (§..) to render the phase-shift visible. Their sodium 

had an on-resonant optical density of order 300 but was imaged 342 linewidths

(1.7 GHz) red of resonance yielding a peak phase-shift of 0.2 radian and a residual

absorption below 10−3. They demonstrated 11 consecutive non-destructive im-

ages of a sound-wave propagating through a  []; their published images are

reproduced in Figure ..

.. Optimising probe beam detuning, intensity and pulse length

While we defer a quantitative optimisation of the detuning and other parameters

until Section ., we can make some observations about the optical properties of an

atom cloud imaged off-resonance.

We have seen that there are two problems with on-resonant imaging: the total

opacity of the cloud and the destructivity. We might think that the first problem,

although not the second, could be overcome by detuning by
√

D0 linewidths so that

the optical density is of order unity and absorption imaging could then be used.

The problem is that the residual phase-shift is approximately
√

D0/2 or more than

8 radian in our example. This strong phase gradient across the object will refract

light, possibly beyond the aperture of the imaging system. Such lensing may even be

strong enough to violate the eikonal approximation (see §.) for light propagating

within the cloud.

More quantitatively, the angle of refraction θr of initially axial ray is related to

the transverse phase gradient by

θr = λ

2π
∇⊥φ, (.)

which is readily verified by considering the phase-gradient of a plane wave. A cloud

of diameter d has a gradient of approximately 2φ/d, yielding

θr = λ

π

φ

d
. (.)

This can be compared to the angle of diffraction θd = λ/2d. For us to be assured

that a diffraction-limited imaging system will capture all of the light refracted and
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F . Refraction and diffraction by a thick object. The lens cap-
tures all light diffracted by the object and so the imaging system is diffraction-

limited (see §.). But if the maximum phase-shift is > π/2 then refracted rays
will miss the lens and the image will be distorted.

diffracted by the object; θr must be less than θd . Thus we require that the phase-

shift through the object be less than π/2; in a sense, the optimal phase-shift for

very general phase-imaging system is the same as for an interferometer. In the

previous Article we saw that this condition is satisfied if the detuning is more than

D0/2π linewidths. Naturally, increasing the detuning ad infinitum decreases the

phase-shift, and hence the signal, and so in any practical system there must be

an optimum detuning. This trade-off is further discussed in terms of quantitative

signal-to-noise ratios in §..

At such detunings, the cloud is optically very thin, and destructivity is a func-

tion only of the number of photons scattered Ns . For a fixed detuning this depends

only on the photon dose, proportional to the product of intensity and exposure time.

Higher photon doses are more destructive, but produce images with better signal-

to-noise ratio (). A balance must be found between the quality of the images

and the number of images which can be taken before the object is too perturbed.

The upper limit to exposure time is dictated by blurring due to the oscillation of

the cloud in the trap, and is typically of order milliseconds. The lower limit of the

exposure time is rather more involved.

Short exposure times of a few microseconds might be required to resolve ex-

tremely fast processes in . Reducing the exposure time increases the intensity

 This argument is adapted from one in Reference .
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necessary to create an image with the same photon dose and therefore the same

. If the probe intensity approaches the saturation intensity Isat (1.64 mW cm−2

for rubidium) then the effects of power-broadening must be considered. This is

unlikely to be a major consideration as Isat for rubidium corresponds to a flux of

6.4 109 photons cm−2 µs−1, enough to saturate a standard -bit  camera in a

few microseconds.

There is, however, another effect which limits the probe beam intensity. In

§.., we saw that for resonant light, radiation trapping magnified the effect of

an absorbed photon whereas the cross-section for the recoiling atom to interact

with another atom was negligible by comparison. For off-resonant light, the opti-

cal cross-section is reduced by a factor of 1 + 4∆2 and radiation trapping ceases.

Although the atom-atom cross-section is still very small, a subtle collective-atomic

process has recently been discovered which is capable of amplifying the atom-atom

interaction exponentially.

.. Superradiant Rayleigh scattering limits probe intensity

When Bose statistics are included in the atom-light interaction, a new Bose-stim-

ulated scattering term appears in the cross-section []. Early discussions of this

term identified it as being relatively unimportant [], and Ketterle et al. ignore it

in their analysis.

In , the  group reported highly directional atom and light emission

when a condensate was illuminated by a traveling, off-resonant laser beam. Their

report [] and later analyses [–] attributed the phenomena to an exponen-

tial gain process in which the strength of the Bose-stimulated recoil term is con-

tinually enhanced as more atoms recoil into the state. This superradiant Rayleigh

scattering was found to have an onset-threshold scattering-rate set by the decoher-

ence properties of the trap. Provided the scattering (absorption) rate is below the

threshold, the Bose-stimulated contribution is indeed negligible. Once the absorp-

tion rate exceeds the threshold however, the run-away superradiant effect greatly

perturbs the condensate.

In our example given above, we expected a successful off-resonant image with a

few thousand absorbed photons in a condensate of a few million atoms: a per-atom

absorption of about 0.001. A bright, short 10 µs exposure with the same number

of absorbed photons gives a scattering rate of 100 photons/sec, higher than the

superradiant threshold of 50 photons/sec observed in the  experiment. This
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estimate illustrates that Bose-enhanced recoil may set a lower limit for exposure

times in non-destructive imaging.

.. Coherent recoil and backaction

We have so far considered atomic recoil for photons incoherently scattered (ab-

sorbed) by the atom cloud. Of course there must also be some back-action on the

condensate by the coherent scattering (phase-shifting) process.

Coherently interacting photons are scatted into a diffraction cone of angle λ/2d,

much smaller than the angles for incoherently scattered photons which are emitted

isotropically. The atom recoil is correspondingly much less. Ketterle et al. have

pointed out that if the imaging pulse is longer than the trap oscillation period, then

atoms ‘sample’ the light from both sides of the cloud and the recoils cancel [].

This Mössbauer-type effect couples the momentum to the entire trap, rather than

the individual atoms. Imaging pulses shorter than the trapping period will impart

a small recoil to individual atoms. This coherent recoil has less effect on the atom

number than the residual incoherent absorption recoil, however [–].

Although off-resonant imaging of a condensate has only a small back-action on

condensate number, it may have a larger back-action on the complimentary vari-

able: the condensate phase []. The physical picture of this possible quantum-

nondemolition measurement [] is light-shifting of the condensate potential due

to the probe beam. A recent study had to invoke an implausibly high probe inten-

sity of 100 mW cm−2 to predict a measurable squeezing effect []. This pertur-

bation may become more important as  are applied to the study of quantum

information processing.

v

T  has considered the effect of a cloud of cold atoms on a laser beam

propagating through it, and found that a simple two-level atom refractive index ac-

curately models the optical properties of the cloud over a wide range of parameters.

We have also considered the effect of the laser beam on the atom cloud, including

some unexpected collective effects due to the Bose statistics of the atoms. Bose-

Einstein condensates are destroyed by the recoil of spontaneously-emitted photons,

but by detuning off resonance the absorption can be reduced. The atom cloud be-

comes a weakly-absorbing phase object and sequences of many non-destructive

images have been demonstrated by researchers using Zernike and other phase-

imaging methods. In the next Section, we will see that these optical properties
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T . Constraints on object parameters. The requirements of optimal non-
destructive imaging mesh very well with the approximations used in deriving the
 solution linking column-density and diffraction-pattern contrast.

 with ∆ = D0/2π Contrast transfer relation

Refractive
n = 1 + ρ(x)σ0λ0

4π(1+4∆2)
(2∆− i) n = 1 + ρ(r)(δ + iβ)

index

Absorption π 2/D0, Must be � 1.
typically < 0.03.

Phase |φ| π/2, Must be slowly varying,
smaller at greater detuning. |φ(x)− φ(x − λzu)| � 1.

Phase (sign) δ > 0 for red detuning, Low-frequency  null
δ < 0 for blue detuning. avoided when δ < 0.

Diffraction θr < θd Fresnel approx requires
angles Small for d � λ. small angles < π/6.

make cold atom clouds particularly well-suited to measurements with diffraction-

contrast imaging.

. Column-density retrieval for cold-atom objects

We have seen that for a broad range of imaging parameters, a cloud of cold atoms

behaves as a classical, monomorphous object. The contrast transfer function the-

ory of Chapter  should apply. In this Section, the constraints of that theory

are compared with the destructivity constraints for off-resonant atom imaging.

Quantitative retrieval of column-density requires accurate knowledge of the atomic

transition-strength; these are given for linear and circularly-polarised probe light.

.. Non-destructive imaging and diffraction contrast

In Section . we saw how optimal and non-destructive imaging of cold atoms

places constraints on the absorption and phase-shifts of light propagating through

the cloud. In Section . we derived a linear shift-invariant system () relating

column-density and diffraction contrast, also subject to constraints on the absorp-

tion and phase-shift.
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Table . compares these constraints. First we see that the refractive index of

an atomic gas fits the monomorphous template: the real and imaginary parts of

n − 1 are each proportional to the density. Next, it is unsurprising that off-resonant

imaging satisfies the weak absorption constraint. Further, the imaging requirement

that refraction angles be smaller than diffraction angles keeps phase shifts to around

one radian, implying that the slowly-varying phase condition () should be

easily satisfied if propagation distances are moderate. Detunings of ∆ = D0 or

more yield phase-shifts considerably less than one radian, and the  is then

satisfied at any propagation distance.

These constraints are sufficient to ensure the validity of the  relation between

column-density and contrast. We saw in §.. that absorbing objects having a

positive real part δ of the refractive index produce diffraction patterns with a broad

contrast null at low spatial frequencies. This loss of information makes the inverse

problem much less stable. Fortunately, an atom cloud has negative δ when the

detuning is positive: that is, to the blue of the atomic transition.

It appears that cold atom clouds are ideal targets for diffraction-contrast imag-

ing. Non-destructive imaging is inconvenient for standard imaging systems as ab-

sorption is vanishing and extra apparatus is needed to render phase-contrast. These

are exactly the properties, however, which make non-destructive atom imaging an

excellent subject for diffraction-contrast imaging.

There has been one prior investigation related to diffraction-imaging of cold

atoms. In  the group of D Meschede published images of diffraction patterns

of a magneto-optical trap []. Although the authors recognised that this consti-

tuted a ‘holographic record’, they extracted information about the  by fitting

diffracted-Gaussians to the diffraction pattern. This is not a robust or practical so-

lution to the general inverse problem, and they recovered only the peak-height and

width of the . Experimental results presented in this Chapter show that the

methods of this thesis recover detailed images of atom clouds. Our method is not

restricted to Gaussian-shaped objects.

.. Diffraction contrast due to cold atoms

The two-level atom refractive index (.) matches the monomorphous template

n = 1 + ρ(δ + iβ) with

δ = −σ0

2k

2∆

1 + 4∆2
and β = σ0

2k

1

1 + 4∆2
. (.)
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Now substituting into the expression for diffraction contrast (.) yields

C̃(u; z) = −ρ̃ (u) σ0

1 + 4∆2

(

2∆ sin πλzu2 + cos πλzu2
)

, (.)

recalling that C̃(u; z) is the Fourier transform of the diffraction contrast C(x)mea-

sured at distance z after the atom cloud. The important feature of this equation is

that the cross-section σ0 appears only as an overall scaling factor and does not affect

the shape of the transfer function.

This feature is important because the cross-section σ0 is seldom known with

great precision. As we will see in the next Article, it depends on the hyperfine sub-

level populations and is modified by magnetic fields and the orientation of atoms

with respect to the probe laser polarisation axis ε̂ . However, the form of (.) as-

sures us that inaccuracies or variations in X 2
0 are manifest in the retrieved image

exactly as they would be in a traditional (focal plane) imaging system.

.. Hyperfine transition strengths

The refractive index (.) was derived under the assumption that any atomic orien-

tation would be accounted for in the transition strength X 2
0 . Alkali gases have non-

zero nuclear spin I and so to analyse the orientation of atoms we must consider the

coupling F = I + J of the nuclear I and total electron angular momentum J. For

alkali atoms, this in turn is the result of Russell-Saunders coupling J = L + S of

electron spin S and orbital L angular momentum.

The hyperfine structure of the 85Rb ground and excited states of the D2 tran-

sition is shown in Figure .. Often the atoms in the trap are optically pumped or

otherwise selected into a single Zeeman substate of the ground state |Fm〉, where

the quantum numbers F , m and so on are the eigenvalues of the angular mo-

mentum operators defined above. Under our two-level atom assumption, probe

light of polarisation q couples this ground state to the excited state |F ′m′
〉 with

m′
 = m − q and the usual 1F = 0, ±1 except F = 0 → F ′ = 0 selection rule

applying. The transition strength is then

X2
0 =

∣
∣〈Fm|rq|F ′m′

〉
∣
∣

2
. (.)

 This Article and the following two draw on the excellent set of unpublished notes by D A Steck,
available online []. References in text are to the published literature.

 The index q identifies the spherical basis in which q = −1 is right-handed circular, 0 linear and +1
left-handed circular polarisation.
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The angular dependence may be factored out using the Wigner-Eckart theorem [,

p ] and written in terms of the Wigner -j symbol, denoted by six parameters in

parentheses:

X2
0 =

∣
∣〈F‖r‖F ′〉

∣
∣

2
(2F + 1)

(

F ′ 1 F

m′
 q −m

)2

, (.)

and as the nuclear spin I is constant, the reduced hyperfine dipole element 〈F‖r‖F ′〉
may in turn be factored [, Eq .] into a Wigner -j symbol (in braces) and a

reduced fine-structure dipole element 〈J‖r‖J ′〉 giving

X2
0 =

∣
∣〈J‖r‖J ′〉

∣
∣

2
(2F + 1)(2F ′ + 1)(2J + 1)

(

F ′ 1 F

m′
 q −m

)2 {

J J ′ 1

F ′ F I

}2

.

(.)

We could take this one step further and factor the J dependence, but we are

working only with a single fine-structure transition, namely the D2 line. The re-

duced transition strength can be found in terms of the transition wavelength λ0

and the natural linewidth γ

∣
∣〈J‖r‖J ′〉

∣
∣

2 = 2J ′ + 1

2J + 1

3γ  hε0λ
3
0

8π 2e2
. (.)

For the D2 transition, which couples the 4S 1
2
–5P 3

2
states, the transition strength
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takes the value [, Eq .]

∣
∣〈J = 1/2‖r‖J ′ = 3/2〉

∣
∣

2 = 17.85(6) a2
0 = 5.003(5) 10−20 m2. (.)

These expressions are sufficient for us to calculate the transition strength for

circular or linear polarisations when all the atoms are in any single initial state.

Care must be taken that the quantisation axes are consistent: the axis of the optical

pumping or magnetic trapping process preparing the atoms in a particular state

must agree with the propagation vector of the probe light. If the axes do not coin-

cide, an appropriate change of basis is necessary. A change of basis is also required

if the bias magnetic fields of the trap induces Zeeman shifts which are a substantial

fraction of the detuning.

Fortunately, there are two experimentally-relevant cases which obviate the an-

gular momentum algebra: oriented atoms imaged on-axis with circularly-polarised

light, and arbitrarily-oriented atoms imaged with far off-resonant linearly-polarised

light.

.. Circularly-polarised probe light

Bose-Einstein condensates typically consist of atoms in a maximally-oriented

‘stretched’ state with F = I + J and m = ±F . For light at the D2 line, the appro-

priate choice of circular polarisation couples chiefly to the F ′ = F + 1, m′
 = ±F ′

extreme sublevel of the excited state from which atoms may only relax back to the

maximally-oriented ground sublevel, as shown in Figure .. This is known as a

closed transition.

Symmetry rules for the Clebsch-Gordan coefficients yield a particularly simple

value for the strength X 2
0 of a closed transition. Summing over all the transitions

which couple to a single excited sublevel reduces the transition strength to

∑

qF

∣
∣〈F m|rq|F ′ m′

〉
∣
∣

2 = 2J + 1

2J ′ + 1

∣
∣〈J‖r‖J ′〉

∣
∣

2
, (.)

where m = m′
 + q [, Eq ]. As only one of the extreme ground sublevel

couples to the extreme excited sublevel, the sum vanishes for the closed transition,

 More rigorously, see Eq . of Sobelman [] but note the use of  units and also the convention
( J‖r‖J ′) =

√
2J + 1 〈J‖r‖J ′〉.
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and on substituting (.) we have

X2
closed = 3γ  hε0λ

3
0

8π 2e2
. (.)

Substituting into the expression (.) for the resonant cross-section gives

σclosed = 3λ2
0

2π
. (.)

From (.), the associated refractive index is then

nclosed = 1 + ρ(x)
3λ3

0

8π 2

i − 2∆

1 + 4∆2
(.)

The expression contains no degeneracy parameters in J or J ′ and so applies to any

closed transition.

For this expression to apply, the quantisation axis of the atoms must coincide

with the imaging axis: the k-vector of the probe light. Typically this means imaging

along the quadrupole axis of the trap.

Accurate measurements of  column-density are probably best performed

with circular polarisation to ensure that only a single hyperfine transition con-

tributes to the transition strength. When imaging a , or other system where

atoms do not have a strong common orientation, imaging is better performed with

linearly-polarised light.

.. Linearly-polarised probe light far off resonance

An alternative simplification of the general expression (.) can be obtained when

the light is detuned far from resonance in comparison to the splittings between

upper hyperfine states. In 85Rb, this splitting is less than 200 MHz as shown in Fig-

ure ., and so this simplification clearly applies to a typical -imaging detuning

of at least 1000.

If the light is far-detuned then interactions with all possible excited-states con-

tribute to the total transition strength with similar weightings. Hence we must sum

over all possible excited states. If, in addition, the light is linearly-polarised then we

have the sum [, Eq ]

X2
linear =

∑

F ′

∣
∣〈F m|r0|F ′ m′

〉
∣
∣

2 = 1

3

∣
∣〈J‖r‖J ′〉

∣
∣

2
, (.)
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which is independent of which ground-state |F m〉 is chosen.

The proof of this simplification would require a long excursion into Racah al-

gebra [, §.], but the interpretation is straight-forward. The far-detuned light

interacts with the whole excited-state manifold, and so for a single ground state,

this is an interaction with the full J → J ′ transition. The linearly-polarised light

interacts with a single Cartesian component of the spherically-symmetric full tran-

sition and so the strength is reduced by a factor of one-third.

The resulting expression for the linearly-polarised resonant cross-section is

σlin = 2J ′ + 1

2J + 1

λ2
0

2π
(.)

where the degeneracy parameter is 2 for D2 lines and 1 for D1 lines.

Off-resonant imaging with linear polarisation has the advantage that the cross-

section (.) is independent of how the atomic population is distributed among hy-

perfine ground-states. The expression (.) for circularly-polarised light assumed

the atoms were in the maximally-oriented ground state. This is very likely an ex-

cellent assumption for imaging a standard  along its quantisation axis, but not

for other cases. Linearly-polarised imaging is more appropriate if the quantisation

axis is expected to vary significantly across the object, or if the atom cloud isn’t

macroscopically oriented or aligned.

Atoms in the σ+–σ− optical lattice of a  experience a linearly-polarised

field with the polarisation axis varying on a wavelength scale. This results in an

atomic population with at most slight overall alignment along the propagation-

axes but no orientation []; we would expect this from the symmetry of the

system. Linearly-polarised imaging is indicated, with the only caveat being that

practical detunings for  imaging are unlikely to be greater than the excited-

state hyperfine splitting for most of the alkalis. Nevertheless we might expect the

linear-polarisation result (.) to be accurate to better than 10% given the relevant

Clebsch-Gordan coefficients and the effect of the repumper in maintaining pop-

ulation in the upper ground state. This is the expression used for retrieving the

column-density from diffraction images of the  in the experiments described

in the next two Sections.

v

T  of non-destructive imaging align very well with those for re-

trieval of column-density from diffraction patterns. Applying the contrast transfer
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theory of Chapter  to imaging atoms required only the substitution of the refrac-

tive index components δ and β appropriate for cold atoms. We saw that the diffrac-

tion contrast is no more sensitive to inaccuracies in the transition strength than

other imaging methods. Uncertainties in the transition strength due to varying or

unknown distributions in the Zeeman population appear to be minimised by the

use of linear-polarised probe light. With the appropriate transition-strengths deter-

mined, (.) yields the diffracted intensity given an atom density distribution. The

inverse-problem solving methods of Chapter  should retrieve this density distribu-

tion from the measured diffraction pattern. The next Section presents experimental

demonstrations of such retrievals.

. Experiments with defocus-contrast imaging

The first Section of this Chapter showed that off-resonant imaging allows non-

destructive observation of Bose-Einstein condensates. A  was not available,

however, so experiments on diffraction-contrast imaging were instead performed

on a . This Section presents defocused images of a  and shows that imag-

ing with a defocused lens system is equivalent to free-space propagation. Column-

densities are then retrieved from the defocus-contrast images and compared to

column-densities obtained by conventional absorption imaging.

.. Why image a MOT off-resonance?

Only the very coldest or smallest atom traps are perturbed by resonant imaging.

Alkali and metastable noble gas condensates are destroyed by resonant imaging, but

most non-condensed systems are less sensitive. There is still a role for off-resonant

imaging, however, if resonant absorption is greater than a few optical densities and

the object is effectively opaque. This Section describes off-resonant imaging of a

: an object neither cold enough, small enough, nor opaque enough for off-

resonant imaging to have any advantage over resonant absorption imaging in terms

of  or destructivity. Despite this, we will see that the holographic nature of

diffraction-contrast imaging offers a much greater depth-of-field than focal-plane

imaging methods even when the non-destructivity advantage is negligible. We will

also see that a product relationship exists between the signs of the defocus and the

detuning, enabling stable retrievals even when the probe light is red-detuned from

resonance.
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The  trapping and imaging apparatus is an extremely good approximation

to that used for . Both systems have similar optical access constraints and tech-

nical noise sources. Successful diffraction-contrast imaging of a  would augur

well for using the technique to image s non-destructively.

.. Obtaining defocused images of the MOT

The first experiments were based on a defocused absorption imaging system. The

apparatus was depicted in Figure .. When the first series of experiments were

performed in , I was unaware of the contrast transfer function formalism and

intended to use Paganin’s -based method to retrieve column-densities from the

diffraction patterns.

As described in §., the  retrieves only weakly-diffracted details and so re-

quires short propagation distances. Structures of size d ≈ 50 µm are retrieved

quantitatively at propagation distances smaller than d2/λ ≈ 3 mm. The size of the

vacuum chamber makes it impossible to place a detector closer than 190 mm from

the . A lens placed outside the chamber reimages the diffraction-pattern onto

the detector, allowing images to be obtained at arbitrarily small effective propaga-

tion distances. Here I present images obtained at several defocuses and detunings;

the following Articles give a full discussion of the equivalence of defocused imag-

ing and free-space propagation and then column-densities are retrieved from the

defocused images.

Real-world imaging deviates from the ideal in several ways. The illuminating

wavefield incident on the object is far from uniform. On exiting the fibre it is, to

a good approximation, Gaussian but diffraction from imperfections in the colli-

mating lens and vacuum windows, and aperturing by the vacuum ports, induce

substantial nonuniformity in the probe wavefield incident on the . Etaloning

in the detector adds further fringes to the detected intensity; these noise sources are

discussed further in §... Ironically, these inhomogeneities are termed the flat-

field, visible when the  is turned off: an example is shown in Figure .. In

this first series of experiments, the  trapping beams were not turned off while

exposing the . Fluorescence from the  (Figure .) was measured with

the probe beams turned off. With both  trapping beams and the probe beam

turned off, the detector registered residual stray light and thermal dark currents

noise shown in Figure .. The raw diffraction pattern (Figure .) at the 

contains contributions from all three effects.



A Raw diffraction pattern Ibright: 0 65535
 on, probe on.

B Flat field Iflat: 0 65535
 off, probe on.

C Fluorescence Ifluoro: 0 600
 on, probe off.

D Dark field Idark: 120 152
 off, probe off.

E Corrected contrast I (x)/I0: 0.65 1.13

F . Contrast calculation

from raw images. Images – are
subframes directly from the camera.
Defocus 1z was +10 mm and detun-
ing ∆ was +12 MHz (20). Images are
3.15 × 3.15 mm. The fluorescence is
very blurred at this defocus, also note
intensity scaling. The contrast image
 at left was calculated from the raw
images using (.).
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A better measurement of the dimensionless contrast C(x) is found from

C(x) = Ibright − Ifluoro

Iflat − Idark
− 1; (.)

the result for our example is Figure ., which is clearly an improvement over the

raw image Figure .. This expression presumes that, to some degree of accu-

racy, the constant illumination intensity I0 in the derivation of the  relation can

be replaced with a non-uniform intensity Iflat(x). The general treatment of inline

holography outlined in Appendix C can be shown to support this presumption, at

least for weak objects.

For quantitative retrieval of the column-density, the trapping beams must be

turned off so that there is no saturation of the probe transition. The somewhat

complicated beam-gating and pulse sequencing apparatus needed to achieve this

was not implemented for this first series of experiments. Instead, a neutral-density

filter was placed in front of the imaging lens, reducing both the probe beam and the

fluorescence by a factor of 4. The probe intensity was then increased to compensate.

This approach was a poor substitute for gating the trapping beams but did enable

the fluorescence contribution to be reduced to below 1% of the probe intensity

(Figure .). If the trapping beams are turned off, or if imaging  or other non-

dissipative systems, there is no fluorescence signal and the Ifluoro in the numerator

should be replaced with Idark.

Images were obtained for a range of defocuses and detunings, using the imaging

apparatus which was described in §... In this first series of experiments, the

imaging apparatus was set up and images taken by Karl Weber.

Initially, the probe beam was turned off and the imaging system focused on the

 fluorescence by adjusting the lens focusing collar until the peak pixel value was

maximised. The imaging system was then translated through the defocus distance

along an optical rail. Laser detuning was accomplished by Zeeman-shifting the

saturated-absorption reference, calibrated by a beat-note measurement with an 

spectrum analyser.

The effective pixel size is the other critical parameter as it scales the spatial fre-

quency matrix used to calculate the inverse filter. While the actual pixel size is

determined by the photolithographic construction of the  chip, and is there-

fore known to better than 1%, the magnification of the imaging system must be

accounted for. This was achieved by focusing the image system on a resolution

target, measuring the effective pixel size to a few percent accuracy.
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New fluorescence, flat-field and dark-frame images were obtained at each de-

focus. Exposure time was 15 ms with a probe intensity of 5 µW cm−2 at the .

The  camera temperature controller was set to −15 °C and the readout rate to

the minimum to reduce thermal and digitisation noise. Images were acquired us-

ing Roper Scientific WinView- software and stored as 16-bit  files. At each

detuning and defocus, the dimensionless contrast C(x) was calculated from the ap-

propriate raw images using routines written in  (the Interactive Data Language,

Research Systems Inc, Boulder , ).

.. Analysis of defocused MOT images

Partial frame images are displayed for an array of defocus and detuning set-

tings in Figure .. Note that the greyscale is the same for all images to facilitate

comparison.

The second column shows images at zero defocus, that is, standard absorp-

tion images. The Lorentzian fall-off in absorption is clearly visible as the probe

is detuned. For +9 MHz (+1.50) detuning, anti-lensing is visible at +10 mm

defocus and prominent at +30 mm. Further to the blue at +15 MHz detuning,

the anti-lensing is less clear at +10 mm but becomes obvious by +30 mm defo-

cus. When the probe is shifted 9 MHz to the red, lensing is discernible at +10 mm

and very clear at +30 mm. On resonance, defocuses of ±10 mm seem to have

little effect, although spreading of the pattern due to diffraction is evident in the

∆ = 0, z = +30 mm image.

Interestingly, the negatively-defocused and red-detuned image (∆, z)=(−1.50,

−10 mm) in the upper-left corner closely resembles the positively-defocus and

blue-detuned image at (+1.50, +10 mm). The blue-detuned but negatively-de-

focused image at lower-right has bright spots towards its centre, indicating lensing.

To understand the effects of negative defocus, we have to look more closely at the

equivalence between a defocused imaging system and free-space propagation. The

next two Articles consider this isomorphism before we return to the analysis of the

defocused images using the retrieval techniques of Chapter  in §...

.. Equivalence of single-lens defocus and free-space propagation

The effect of the lens in reimaging a diffraction pattern is best understood using the

matrix optics methods mentioned in §.. Figure . shows an imaging system

composed of free-space propagation through a distance z1 followed by traversal of
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a lens with focal length f followed by a further free-space propagation of distance

z2. In the paraxial optics approximation, a lens imparts a phase-shift quadratic in

the radial position vector. The matrices for the system are

(

1 λz2

0 1

)

Free space

(

1 0

− 1
λ f

1

)

Lens

(

1 λz1

0 1

)

Free space

=
(

−z2
z1

0

− 1
λ f

− z1
z2

)

provided 1
f
= 1

z1
+ 1

z2

=
(

1 0

− 1
λ f M

1

)

Chirp multiply

(

M 0

0 1
M

)

Magnification

. (.)

Recall that we saw in §. that the matrix elements correspond to parameters in a

linear canonical transform of the wavefield. The product simplifies to the right-

hand side of (.) provided the thin lens equation 1/ f = 1/z1 + 1/z2 is satisfied;

in this case the action of the system is a magnification M = −z2/z1 followed by a

chirp multiplication. This last operation is the same as traversing a lens with focal

length M f . Note, however, that the basic lens matrix assumes an infinitesimally

thin lens which affects only the phase of the wavefield and does not displace rays.

As our detector is sensitive only to the intensity of the wavefield, the phase-chirp

multiplication has no effect on the measurement. This is proved formally in (.).

We have proved the familiar result that a lens maps intensity from one plane to

another with spacings satisfying the lens equation.

It is now straight-forward to analyse the defocused imaging case shown in Fig-

ure .. Consider moving the entire lens-and-camera assembly away from the

object by a distance 1z . The propagation distance from the object to the first lens

is z = z1 +1z and so we can write the right-most matrix in (.) as a propagation

of 1z followed by a further propagation of z1. Applying the result of (.) for the

F . (  ) The spread shows the measured contrast
C(x) as a function of defocus (horizontal axis) and detuning (vertical axis). In-
focus images lie along the vertical axis and on-resonance images along the horizon-
tal axis. Each image is a 160 × 160 pixel subframe with each pixel the equivalent
of a 7.15 µm square in the object-plane. All images are greyscaled identically, with
black corresponding to a contrast of −0.4 and white to 0.15. The on-resonance
images in particular have contrast beyond this range but this scaling was necessary
so that structure could be discerned in the lower-contrast images while keeping the
greyscale uniform.
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F . Equivalence of simple-lens defocus and propagation. Defocusing a
simple imaging system  images the diffraction pattern at the input plane onto
the detector (). Focusing behind the object () is equivalent to diffraction over a
negative propagation distance.
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effective focused system yields

(

M 0

− 1
λ f

M

)

Focal system

(

1 λ1z

0 1

)

Free space

=
(

M Mλ1z

− 1
λ f

1
M

− 1z
f

)

Defocused system

. (.)

This resulting -matrix has B 6= 0 and so the associated  is found by insert-

ing the A, B and D elements into (.). Note, however, that the factor involving D

does not involve the dummy variable x′ and so may be factored outside the integral.

Inserting the A and B elements inside the integral yields

(L f )(x) = i

B
exp

(
iπ

B
D|x|2

)∫∫ ∞

−∞
f (x′) exp

(
iπ

Mλ1z

(

−2x · x′ + M |x′|2
)
)

dx′.

(.)

Finding the intensity after propagation through the imaging system, I = |L f |2,

eliminates the factor involving D. Incorporating a further arbitrary phase factor,

we find

I (Mx) = 1

(λ1zM )2

∫∫ ∞

−∞
f (x′) exp

(
iπ

λ1z

∣
∣x − x′∣∣2

)

dx′, (.)

which is merely a magnification of the Fresnel equation for free-space propagation

over the distance 1z .

In general, we have a single lens of focal length f positioned a distance z af-

ter the object and a distance z2 before the detector. The system is isomorphic

to magnified free-space propagation. The effective magnification of the system

is M = z2/ f − 1 and the effective propagation distance is 1z = z − z1 = z −
f z2/(z2 − f ).

.. Equivalence of telescope defocus and free-space propagation

Most real-world imaging systems will use at least two lenses, enabling more com-

pact configurations, cancellation of aberrations and simpler focusing, especially if

 camera lenses are used. A less elaborate, but commonly used system is the

simple telescope shown in Figure ..

Matrix calculations readily prove that the magnification of the whole system

is M = − f2/ f1 with no residual curvature: the magnified wavefield is reproduced

exactly at the exit plane. It then follows directly that if the object is placed a distance

z1 before the entrance plane and the detector is placed a distance z2 after the exit
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B The above telescope with front-defocus 1z1 and back-defocus 1z2.

F . Focused and defocused imaging with a two-lens telescope. The tele-
scope in  creates at +2 f2 a magnified version of the wavefield at −2 f1. Additional
propagation shown in  before or after the telescope is equivalent to sequential
free-space propagation if magnification is accounted for by (.).

plane (Figure .), the effective propagation distance is

zeff = 1z1 + 1z2

M2
. (.)

The magnification is fixed by the focal lengths and, unlike for the single lens, is

not changed by moving the detector. This insensitivity simplifies the correction of

defocus errors, a topic we return to in §...

In our  imaging case we use effective propagation distances of several cen-

timetres with magnifications somewhat greater than one, and so it is more efficient

to defocus the front focal-plane than the back. In other applications, this mode

might be impractical or impossible. A very high resolution imaging system might
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be formed by placing a microscope objective lens inside the vacuum system. Such

a system could be conveniently defocused by moving the back-focal plane. At sub-

stantial magnifications back-focusing will also be less sensitive to focusing errors.

.. Negative defocus and red detuning

The immediate result is that, as expected, we can image the diffraction pattern arbi-

trarily close to the object simply by defocusing a standard absorption-imaging sys-

tem. As the apparatus is identical, defocus imaging can be readily assessed against

absorption imaging and fluorescence imaging.

A more subtle result follows if the imaging system is defocused towards the

object and so 1z is negative (Figure .). Very naively, we might expect the flat

intensity which would be measured by placing a detector before the object to be

imaged onto the detector, resulting in a featureless image. The matrix analysis tells

us that the intensity is a magnified version of the wavefield after propagating the

negative distance 1z . Propagation over negative distances is unphysical but is per-

fectly valid mathematically: there is no harm in using a negative z in the diffraction

integral (.) which corresponds to the free-space  matrix.

The contrast transfer expression (.) followed from this Fresnel diffraction

integral and so we can describe the defocus-towards-object case by substituting a

negative z into that expression. Putting z = −|z| into (.) yields

C̃(u; z) = 2k ρ̃ (u)
(

−δ sin πλ|z|u2 − β cos πλ|z|u2
)

, (.)

the only change being in the sign of the phase component δ sin πλzu2. In the case

of cold-atom imaging (.), the detuning ∆ is multiplied by the sign of the defocus.

The diffraction pattern measured for blue-detuning and positive defocus is iden-

tical to that measured for red-detuning and negative defocus. This isomorphism

explains the similarity between the (−1.50, −10 mm) and (+1.50, +10 mm) im-

ages in Figure ., which both show anti-lensing.

The lensing effect is less pronounced – a manifestation of the contrast null – but

is visible in the negatively-defocused blue-detuned image at (+2.50, −10 mm). A

consequence of the isomorphism is that the particularly ill-posed inverse problem

inherent in red-detuned imaging may be converted to the much better-behaved

blue-detuned case by defocusing behind the object.

Why might this symmetry be useful? Red-detuning may be desirable due to

the spectroscopy. In our case, we prefer to detune blue of the strong F = 3 →
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F ′ = 4 transition as it lies at the blue extreme of the F = 3 hyperfine structure

manifold and so blue detuning better matches the two-level atom approximation.

Different hyperfine structures may instead prefer red-detuning. Negative defocus

may be desirable as it permits a more compact optical system. Moving the finite

lens aperture closer to the object also increases the effective numerical aperture of

the imaging system, potentially increasing the resolution (see §..).

.. Implementing the algorithms

This Article briefly discusses how the Fourier retrieval algorithm was implemented;

the results are presented in the following Article.

Routines written in  were used for pre-processing, Fourier-regularised re-

trievals, analysis and plotting.  was used for wavelet retrievals. Implement-

ing the Fourier algorithm is simple: the code is little more than a transliteration of

the retrieval equation with appropriate regularisation included.

Fourier retrieval is performed by a routine apqr. Images are first checked for

normalisation error due to exposure variation by dividing by an average contrast

value taken over a region far away from the object. Equation . is then im-

plemented: the Fourier transform is taken, multiplied by the regularised inverse

 (.) and inverse transformed. In a high-level data language such as ,

Fourier transforms are accomplished by a single function call and the few com-

plexities in the routine involve initialising the matrix representing the spatial fre-

quencies u with the sample order expected by the Fourier transform routine.

 uses a version of the original Cooley-Tukey [] decimation-in-space Fast

Fourier Transform (). The algorithm’s speed is generally O(N log N ) when N

is a power of , but is usually substantially slower for N not a power of . Con-

sequently, there is usually a speed advantage in padding the contrast with zeros so

that the array dimensions are powers of . After the Fourier-processing, we unpad,

extracting the region of the original data from the centre of the processed array.

This padding and unpadding has a further advantage of ameliorating boundary

effects.

Boundary effects were not apparent when considering continuous Fourier trans-

forms in Chapter . Any machine transform must be discrete and finite. For the

Fourier basis, this implies periodic boundary conditions: we may think of the image

as ‘wrapping around’ between parallel edges. Non-white noise will be discontinu-

ous at the boundary and will ‘ring’ in both directions. Regularisation distortions
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centred on the object which ring over one boundary will wrap around and contam-

inate the other side of the image.

Zero-padding reduces these effects by providing a moat around the data into

which distortions sink, instead of wrapping back into the data. An alternative view

is that zeropadding better approximates a compactly-supported object. Indeed,

compact support would be perfectly represented in the limit of an infinitely-wide

zeropadding moat. In practice, padding by a factor of  in size gives substantial

improvement while more than a factor of  shows marginal further improvement.

 executes a double-precision complex  of a 1024 × 1024 array in 2.0 s

on the 1.2 GHz Pentium- machine used for data analysis. The  is clearly

the rate-limiting step for retrievals, although most  cameras with 16-bit digi-

tisers will take approximately this length of time to read out the . Padding

to 4096 × 4096 increases the  time to 45 s. More highly optimised Fourier-

transform algorithms exist. A popular library is  [] which has recently

been interfaced to  []. Speed-up factors of 2–4 have been reported for large,

complex -s. Even faster implementations [] may be possible for deconvo-

lution problems such as ours, in which the input and output data are real and only

the intermediate step is complex. These customised s outperform even purely-

real transforms such the Fast Hartley Transform []. For a  camera operating

in a 256 × 256 pixel subframe focusing mode even the standard  single-precision

 is fast enough for 16 retrievals per second. Such retrievals would likely have

sufficient quality for adjusting experimental parameters and the slower full-frame

retrievals would then employed when taking data.

By contrast, the wavelet-regularised retrieval algorithm (ora) uses a slow

undecimated wavelet transform. Retrievals take around 1 min on the data analysis

machine and the iterative optimisation of the regularisation parameter described

in §.. requires several such retrievals. ora retrievals are more likely to

be used at the analysis stage of an experiment rather than during acquisition and

so longer execution time is of less concern. In concluding, it is notable that cus-

tom hardware such as digital signal processors (s) and field-programmable gate

arrays (s), are capable of full-frame deconvolution at video frame-rates and

higher [] and may offer similar performance for wavelet algorithms []. By

the time camera technology produces full-frame images at video rates
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.. Retrieving column-density from defocus-contrast images

Defocus-contrast images including those shown in Figure . were processed with

three retrieval algorithms: monomorphous , Fourier-only  deconvolution

and Fourier-Wavelet (ora)  deconvolution. Two retrieved column-density

images are shown in Figure . on on page . The retrievals are from two defo-

cuses at the one detuning, details are given in the caption. The left page of the

spread shows (focused) absorption images, on- and off-resonance, and contempo-

raneous fluorescence images.

The fluorescence images are entirely free of the background fringes visible in

the absorption images. Fluorescence arriving at the detector is much less spatially

coherent than the probe beam, thus reducing the visibility of etalon fringes. Both

resonant (, ) and detuned ,  absorption column-densities show fringe-like hor-

izontal banding structures, which are present neither in the fluorescence image nor

the retrieved column-densities. The spacing of the bands is similar to the back-

ground fringe noise and it seems likely that they are due to incomplete cancellation

of the fringe noise. Notwithstanding this possible contamination, the resonant ab-

sorption image does show the subtle change in  structure between the two

days of image taking. This variation is much harder to discern in the off-resonant

absorption images.

The Fourier retrievals  and  show essentially all of the structure visible in the

fluorescence images ( and  respectively). The retrieval  from the image at greater

defocus has less background noise than retrieval . This is due to the greater diffrac-

tion contrast at the camera, visible in Figure .. The Fourier-wavelet retrievals 

and  are less noisy, albeit not dramatically so. They agree quantitatively with the

non-wavelet retrievals and show no discernible loss of detail in comparison with

the fluorescence image. On the other hand, the  retrievals  and  are clearly

blurred. In particular, image  retrieved from the z = 30 mm defocused image is

missing most of the structure visible in the other column-density images at lower

right and upper left of the  centre.

Figure . shows that spatially-resolved column-densities can be retrieved from

defocused, off-resonant images. The retrievals have much higher  than the in-

focus images at the same detuning, and approach the quality of in-focus images

at zero detuning: that is, absorption imaging. At 2.50 detuning, the off-resonant

images heat the  a factor of 7.25 less than the absorption images.

No images were taken at defocuses beyond 40 mm as the  algorithm avail-



A Fluorescence image -Jul- B Fluorescence image -Jul-

C Resonant absorption -Jul- D Resonant absorption -Jul-

E Off-resonant absorption -Jul- F Off-resonant absorption -Jul-



z = 10 mm z = 30 mm

G  retrieval ρ(x)/1012 m−2: −4 10 H  retrieval ρ(x)/1012 m−2: −1 13

I  retrieval ρ(x)/1012 m−2: −4 10

α = 0.5

J  retrieval ρ(x)/1012 m−2: −1 13

α = 0.03

K ora retrieval ρ(x)/1012 m−2: −4 10

α = 0.32

L ora retrieval ρ(x)/1012 m−2: −1 13

α = 0.055



 -     

able at the time retrieved highly blurred results at 40 mm defocus and beyond. Suc-

cessful  retrievals from propagation distance of 165 mm are described in §..

.. Quantitative comparison with absorption & fluorescence imaging

Defocus-contrast images were obtained at detunings from −2.50 to +50 and de-

focuses from −10 mm to +40 mm. Column-densities were retrieved from each

image using the Fourier algorithm with regularisation parameter α set to 0.2. This

is likely to be higher than optimal for the higher contrast images at small detunings

and large defocuses, while being lower than optimal for images with weak con-

trast. Nevertheless as all of these images have their broad structure in the first 

peak and partial-Tikhonov regularisation was employed, retrievals are expected to

be relatively insensitive to α. A Gaussian peak was fitted to each retrieval using

’s gauss2dfit routine with  free parameters (offset, height, minor-axis width,

major-axis width, x centre, y centre and axis angle).

As a preliminary check, Gaussian fits to the in focus (absorption) images were

plotted as a function of detuning. The expected Lorentzian profile was obtained,

but centred on a detuning of 1.9 MHz rather than 0. This detuning offset likely

resulted from bias in the laser servo, or uncompensated magnetic fields in the laser-

locking cell or  chamber. There were insufficient data to perform separate fits

for the two days of data collection. Images were reanalysed with correction for this

detuning offset.

Ideally, we would expect to retrieve the same column-density peak-height re-

F . (  ) Retrieval techniques compared for MOT

images. The left-hand page shows fluorescence and absorption images of the
 on two days. Figures  and  show in-focus fluorescence images which are
free of fringes,  and  are column densities calculated from resonant-absorption
images (such as the one shown at the intersection of the axes on p ) using the
Beer-Lambert law. Figures  and  are calculated from in-focus images, but with
the same ∆ = +2.50 detuning as the retrievals from defocused images on the
right-hand page. As expected, the absorption is weaker.
The right-hand page shows retrievals from defocus-contrast images taken at ∆ =
+2.50 and defocuses of 10 (taken -Jul-) and 30 mm (taken -Jul-). The
input images are the bottom row of p . Images were padded to 2048 × 2048
pixels. The  was significantly different each day; the left and right columns
of retrievals should be compared respectively with the left and right columns of
fluorescence and absorption images on the opposite page.
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F . Retrieved column-densities: Gaussian peak height. Height of
Gaussian peaks fitted to retrieved column-densities. Filled circles are from fits to
in-focus absorption images converted to column-densities with the Beer-Lambert
equation. Open circles are from fits to defocus-contrast retrievals using the
Fourier  algorithm with α = 0.2.

gardless of detuning or defocus. Realistically, the data are scattered by  fluctu-

ations and detuning and defocus errors. No trends were discernible for peak height

or widths as a function of defocus. The peak heights, but not the widths, did ap-

pear to differ for red-detuned, blue-detuned and resonant probe light as shown

in Figure ..

Each point corresponds to a separate configuration of detuning and defocus

and so the number of points is relatively small: 14 defocus-contrast retrievals and

20 absorption images. I have used parametric statistics to infer some tentative con-

clusions from these data at the p = 0.05 level of significance. One conclusion

not requiring recourse to statistical tests is the dramatically greater variation ap-

parent in the red-detuned data. This may to some extent be a selection bias, as

red-detuned negatively-defocused data were only obtained at the small defocus of

z = −10 mm. But the in-focus absorption data (filled circles) are also widely scat-

tered at red detunings. Further, the absorption data and – more arguably – the

retrieval data, show a dip near resonance. I don’t have a completely plausible expla-

nation for the red-detuned scatter or the dip. Saturation by the probe beam can be

ruled out: it was far too weak to saturate the transition. It also seems too weak to

cause significant optical pumping, especially as the  trapping and repumping

beams remained on during these exposures. The influence of the F = 3 → F ′ = 3
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transition, 121 MHz to the red, seems unlikely to be sufficient to explain the dis-

crepancy. Further experiments should include careful imaging at red detunings to

verify and explain this potential systematic error.

Restricting the analysis to blue-detuned data leaves 13 defocus-contrast data

and 9 in-focus absorption data. From this modest data set, the following inferences

can be made. First, the peak column-densities obtained from retrievals agree with

those from absorption imaging. The retrieved densities are less scattered than the

absorption densities; we will see in §.. that absorption imaging is fundamen-

tally more sensitive to focus errors than defocused imaging.

The question remains of how much of the scatter of the retrieved data reflects

true fluctuation in the  density, and how much is due to imaging errors such

as errors in setting the defocus, technical image noise, fluctuations in the detuning

and retrieval artefacts. In fluorescence imaging, the latter two imaging errors are

obviated and we have seen that technical image noise is much lower. Obtaining cal-

ibrated atom density data from fluorescence images is difficult and no attempt was

made to do so. However, we can compare the coefficient of variation of the Gaus-

sian peak-heights of fluorescence data (not plotted) with the coefficient of variation

of the peak-heights retrieved from defocused images. In doing this, we are mak-

ing the substantial assumption that if calibrated, the mean of the fluorescence data

would coincide with the mean determined from defocused images. With this pro-

viso, however, the variance of the blue-detuned retrievals is not significantly greater

than the variance of the fluorescence data. We can thus tentatively infer that much

of the scatter in the defocus-contrast retrievals is actually a measurement of fluc-

tuations in the  density. We saw that the absorption data were more scattered

than the retrieved data, so it is not surprising that the variance of absorption peak-

heights is very significantly greater than the fluorescence variance.

In summary, this experiment showed that column-densities retrieved from de-

focus-contrast images agree with those calculated from absorption images, and I

hypothesize that defocus-contrast imaging is less sensitive to defocus errors than

absorption measurements. A first-order analysis of defocus errors which supports

 One outlier excluded at > 8 standard deviations from the mean.
 Retrieval mean 9.22 × 1012 atoms m−2 and absorption mean 1.09 × 1013 atoms m−2 not signifi-

cantly different (Welch Two Sample t-test [, -], p = 0.068).
 Ratio of variances 0.252 significantly different from  (F-test [, p –], p = 0.032).
 The coefficient of variation is the standard deviation divided by the mean.
 N = 20 for fluorescence data. Ratio of variances 2.5 not significantly different from  (F-test, p =

0.072).
 Ratio of variances 7.1 significantly greater than  (F-test, p < 0.0005).
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this hypothesis is given in §... Retrievals using the  method were largely free

of distortion and showed none of the blurring evident in  retrievals. The ex-

periments were not powerful enough to measure errors introduced by the retrieval

process: there is evidence that  fluctuations were the dominant uncertainty.

A future course of measurement should investigate the red-detuning anomaly.

Use of a translation stage would increase the focusing precision. We saw in §.

that retrieval performance is likely to be optimal at substantial defocuses where

even the gross structure of the object shows several diffraction fringes. The next

Section shows retrievals from such highly-diffracted images of atom clouds.

. Experiments with holographic imaging

This Section describes experiments where diffraction patterns are measured with-

out an imaging lens. We established in §.. the formal equivalence between imag-

ing with a defocused lens and lensless detection of diffraction patterns. In practice,

however, the two configurations are not equivalent and we will see that lensless

imaging opens up new possibilities. Removing the imaging lens maximises the

holographic depth-of-field, and permits post-facto focusing in the computer. Re-

moving the collimating lens leaves the divergent probe beam emanating from a bare

optical fibre tip. We will see how this eliminates lens aberrations while magnifying

the diffraction pattern. There are also limitations when imaging without lenses, in

particular the diffraction limit on resolution due to the small size of  detectors,

which will be discussed in the next Section.

.. Removing the imaging lens

This Article considers the imaging configuration depicted in Figure .: the imag-

ing lens is removed but the collimating lens remains. A plane wave is incident on

the object, is perturbed by the absorption and phase-shift of the object and then

propagates through free space to the detector.

Conceptually, this is the simplest form of diffraction-contrast imaging; the con-

trast transfer function relations were derived in §. for such a configuration. The

effects of imaging lenses (§.. and §..) and point-projection (§.) were anal-

ysed by showing their equivalence, up to a magnification, to an underlying system

of plane-wave illumination followed by free-space propagation to the detector.

Because of the practical restrictions on placing the  detector, we first con-

sidered the defocused imaging case above. The continuum of defocuses included
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F . Configuration for lensless imaging of a MOT. The imaging lens is
removed. The remaining lens serves only to collimate the beam.

conventional absorption imaging at zero defocus. Now in this Article I show re-

trievals from the more heavily diffracted patterns detected when the wavefield prop-

agates from the  to the detector outside the vacuum system, without an inter-

vening reimaging lens. The next Article discusses how such diffraction patterns can

be processed for different propagation distances, allowing the imaging system to be

‘virtually focused’ after the images has been taken.

The diffraction pattern shown in Figure . was taken by placing a bare 

camera, without an imaging lens, as close as possible to the imaging viewport of

the . The detected diffraction pattern was normalised to yield contrast image

shown using (.), just as for the defocused images in the previous Section.

These experiment were performed by Kenian Domen, on sabbatical from the

Technical University of Eindhovem in the Netherlands. He also made a number of

improvements to the apparatus, beyond the original  configuration described

in Chapter . In particular, a tapered amplifier boosted trapping beam power

to around 8 mW cm−2, leading to a larger but not significantly more dense atom

cloud. A Photometrics Coolsnap  camera detected the diffraction pattern. This

camera has a 1392 × 1040 array of pixels spaced by 6.45 µm on both axes. Unlike

the VersArray model used in , the Coolsnap has a fast electronic shutter which

can be externally triggered by a  pulse. As the  hardware is optimised for
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A Diffraction-contrast image taken without an imaging lens. 775 × 400 pixel subframe.

B Power spectrum |Ĩ (u)/I0|2 of the above diffraction pattern. Logarithmic greyscale.

F . Holographic diffraction pattern of a MOT. Upper image  shows
the significant portion of the normalised diffraction pattern I (x)/I0. Lower image
 is the power spectrum of image . Zero spatial frequency is at centre, note the
periodic boundary wraps arcs of high-frequency noise at the edges.
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substantial frame rates, digitisation is only 12-bit. A computer-controlled delay

generator (Measurement Computing -) sequentially turned off the 

trapping beams, opened the electronic shutter and turned on the probe beam. Af-

ter an exposure delay, in this case 300 µs, the delay generator turned off the probe

beam, closed the shutter and turned the trapping beams back on for the next cycle,

before triggering the software to read out the . This arrangement overcomes

both the problem of  fluorescence contaminating the diffraction pattern and

of saturation of the probe transition by the  trapping beams. Probe detuning

was set to +8.4 MHz and the -to- distance was 165 ± 2 mm, the closest

achievable given the camera housing and vacuum geometry. The probe intensity

was of order 1 mW cm−2.

The diffraction pattern is clearly in the holographic regime: no object structure

is discernible and at least  fringes are visible. The contrast level is moderate, devi-

ating no more than 0.3 from the background. As a matter of incidental interest, Fig-

ure . shows the power spectrum of the diffraction pattern. The azimuthal-

averages of such spectra were discussed in §.; in particular, compare Figure .

on p . The smooth elliptical object in the centre is the spectrum of the atom

cloud, with  minima clearly visible as dark circles superimposed upon it. Weak

noise fringes visible in the background of the diffraction pattern appear as promi-

nent spots in the power spectrum. Well-targeted Fourier filtering could potentially

reduce this coherent background without undue distortion of the retrieved image

of the atom cloud.

Column-densities retrieved from Figure . are shown on p . The re-

trieval Figure . shows only very weak artefacts, manifest as wide and predom-

inantly vertical ring-segments starting at a significant radius from the cloud and

visible to the edge of the frame. Part  shows only the central section of the re-

trieval. The regularisation artefacts do not contaminate the atom cloud, but the

image is marred by broadly-stationary fringe and white noises which have been

coloured (amplified) by the retrieval. From the arguments of §. we might expect

wavelet denoising to attenuate this noise, and indeed the ora retrieval shown

in Figure . confirms this expectation.

Both Fourier and Fourier-wavelet retrieval algorithms performed well on heav-

ily-diffracted, noisy images. This Article has shown an example of  retrieval

from a holographic-regime image at least as successful as that from single-fringe

images obtained with the assistance of a re-imaging lens. The result is particularly

important in light of the result of §., which showed that holographic diffraction
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F . Column-densities retrieved from a holographic image. The
column-densities shown were retrieved from Figure ., assuming propagation
distance z = 151.9 mm and detuning ∆ = +0.440. Images were padded to
2048 × 2048 pixels. Residual regularisation artefacts are barely visible in  as partial
rings well-separated from the retrieved cloud profile.
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patterns yield the highest signal-to-noise ratio upon retrieval.

.. Focusing images at retrieval time

The retrieval Figure . used the propagation distance z = 151.9 mm, more than

a centimetre less than the measured distance of 165 mm. The discrepancy is easily

accounted for by a residual 2 m radius of curvature on the supposedly-collimated

probe beam. This curvature is, in turn, accounted for by an entirely plausible

1.3 mm displacement of the f = 50 mm probe collimating lens. The effective

propagation distance used in the successful retrieval was found by retrieving at a

range of z-values until the sharpest column-density image was obtained. Images re-

trieved from Figure . at several propagation distances are shown in Figure .;

z = 152 mm is clearly the sharpest.

This minor discrepancy is not significant. However, the focusing process that

was employed to find the best propagation distance points to a fundamental advan-

tage of diffraction-contrast imaging over other techniques. At first glance, the use

of a manual search to find the z-value yielding the sharpest image seems rather ad

hoc. But consider that all focal imaging systems – absorption, fluorescence, Zernike

phase-contrast and even spatial-heterodyne – require a manual focusing step. Fur-

thermore, focusing these lens-based systems requires moving lenses around on the

optical table. If it is later realised that the system was not correctly focused, or was

focused on the wrong object, there is little that can be done to the data to correct it.

By contrast, our search for the correct retrieval distance occurs in the computer. As

there is no imaging lens, there is no imaging system to focus.

When column-densities are retrieved at an incorrect distance, the result is blur-

red in a manner similar to a defocused imaging system. Figure . shows how

details in the retrieved column-density snap into ‘focus’. This virtual focusing pro-

cess is best understood by reviving the analogy with holography considered in §..

Recall that holography is a two-step process: the first step is recording a diffraction

(or interference) pattern, just as in diffraction-contrast imaging. Holography and

retrieval differ in the second step: holography attempts to reconstruct the entire

wavefield, while -deconvolution retrieves the structure of the object directly.

Setting the retrieval distance is equivalent to focusing on the virtual image pro-

duced by an inline hologram. Thus diffraction-contrast imaging has holographic

depth of field: while any single retrieval has the limited depth-of-field of the equiva-

lent focal system, the retrieval can be ‘refocused’ across a wide range of propagation
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F . Focusing at reconstruction time. The single diffraction pattern Fig-
ure . was processed with Fourier  retrieval at several different reconstruc-
tion distances. Sharpest retrieval is at z = 152 mm with a precision better than
1 mm.
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distances.

Naturally, the defocused-lens system of the previous Section also has an ex-

tended depth-of-field over the focused system. For a pure phase object, however,

there is no contrast when the object lies in the focal plane. For a fixed detuning, say

to the blue of resonance, any objects closer to the lens than the focal plane will have

a positive δ coefficient in (.) and retrievals will be unstable at low spatial fre-

quencies. Provided that the probe light is blue detuned, removing the lens obviates

these problems: for the apparatus used to obtain Figure ., the central 20 mm of

the  chamber lies between 150 and 170 mm from the . Any atom cloud in

this region will produce a diffraction pattern with holographic fringes.

It is, of course, impossible to reconstruct the full -dimensional atom-density

distribution through the probe-beam volume: there is simply not enough informa-

tion in a single diffracted image. When the retrieval is focused on one object of in-

terest, other objects will show ‘defocus’ fringes which may overlap and contaminate

the object of interest. If the objects are discrete atom clouds with non-overlapping

compact support, there might be iterative means of disentangling the contaminat-

ing fringes. Simulated retrievals and results of imaging multiple atom clouds will

be presented in a forthcoming paper [].

It is also noteworthy that the image was retrieved with the detuning parameter

set to ∆ = 0.440, when the detuning set with the acousto-optic modulator was

∆ = 1.40. The best detuning was found by a search procedure similar to the

focusing procedure described above. The detuning discrepancy in the retrievals

described in the following Article was much smaller. The origin of this discrepancy

is not clear, but it may be due to inhomogeneous broadening of the transition.

This discrepancy does appear to be easily corrected for. Nevertheless, current work

is investigating its provenance and amelioration.

.. Magnification by point-projection

Removing the imaging lens yields holographic diffraction patterns and great depth

of field. It also eliminates any magnification provided by the imaging systems. In-

dividual pixels are clearly visible in Figure ., and a bright spot in the lineout is

only three pixels across. It is not clear if this spot is a spurious background fringe

or genuine structure. This strongly suggests that the resolution of this retrieval is

not limited by any optical process or by the retrieval algorithm, but by the pixel

spacing, in this case 6.45 µm.
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F . Configuration for point-projection imaging of a MOT. The two rel-
evant apertures which set the diffraction-limited resolution are indicated. Note that
in the experiment the beam is clipped substantially by the second vacuum connec-
tor. Diagram not to scale, magnification is exaggerated.

We saw in §. that a diffraction pattern can be magnified by using point-source

rather than plane-wave illumination. No lenses are required. An excellent and con-

venient point-source is the bare end of an optical fibre. Fibres are commonly used

to transport probe light to atom-imaging systems, and in many cases the point-

source may be realised simply by removing the collimating lens from the fibre. The

beam emanating from a fibre is Gaussian and so corresponds to a spherical wave-

front with varying radius of curvature [, §.]. Beyond a few Rayleigh-ranges

from the fibre, the radius of curvature is indistinguishable from the source-to-

object distance: the fibre behaves as a point source. For typical fibre-core diameters

of 5 µm, the fibre behaves identically to a point source provided it is at least a few

hundred micrometres from the object.

If the dynamic range of the detector is ignored as a factor, there is no advantage

in having effective pixel sizes much smaller than one wavelength. In our case, this

corresponds to useful magnifications up to around 8×, or equivalently placing a

fibre-end 20 mm before the atom cloud. This is inside our vacuum system, which

is inconvenient but by no means impossible. Indeed, feeding through a fibre is

much easier than placing a lens or  detector inside []. A plausible set-up for
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imaging a  in a small glass cell is shown in Figure .. The fibre-end is outside

the vacuum and resolution down to a few wavelengths could be expected.

Using point-source illumination, we can remove the imaging lens without sac-

rificing magnification. Removing lenses also removes lens aberrations and optical

losses from the additional interfaces. Technical noise due to surface imperfections

and dust is obviated. Perhaps most importantly, the configuration is much less

sensitive to alignment of optical axes: the only significant axis in the system is the

wavevector itself.

A proof-of-principle experiment was carried out by Kenian Domen at the Uni-

versity of Melbourne, who placed a bare fibre-end abutting one imaging viewport

and the  camera some distance from the opposite viewport. The relevant di-

mensions are shown in Figure .. As the numerical aperture of the fibre is approx-

imately 0.1, the probe beam diverges to more than 20 mm  diameter before

passing through the exit connector of the  tank. Careful aiming of the probe

beam through the vacuum connectors is required to avoid bright caustics in the

image. Obviously the better optical access of a configuration such as Figure .

would solve this technical problem.

The probe beam was detuned +6 MHz from resonance. After normalisation,

the measured diffraction pattern appeared as shown in Figure . on on page .

Magnification and effective defocus for the point-projection system are found by

the expressions derived in §.:

M = R1 + R2

R1
= 2.24, zeff = R2

M
= 69.2 mm (.)

Accurate measurements of the distances R1 and R2 are not easily obtained as the

 position can vary up to several millimetres. However, the magnification M

and effective propagation distance zeff are not independent in their effect on the

contrast transfer function. Both enter only in the term πλzu2; the magnification

through the spatial frequency. Indeed, there is an unmagnified propagation distance

z given by

z = R2

R1
(R1 + R2) = 347 mm, (.)

valid where the spatial frequency discretisation is that for unit magnification. Vary-

ing this single parameter is sufficient to ‘focus’ a retrieval, although naturally for a

fully quantitative interpretation of the retrieved column-density the magnification

must be determined independently.
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Retrieving with z = 336 mm yields the column-density image Figure ..

The discrepancy with the predicted z is well within the error range for a nominal

3 mm uncertainty in the propagation distances z1 and z2.

Compare this retrieval with the collimated-illumination retrieval Figure .,

which is scaled identically: the magnification is plain. The collimated-illumination

image was taken several days earlier and the precise shape of the  had changed,

presumably due to fine adjustment of the trap field.

Fluorescence and absorption images taken on the same day as Figure . are

shown facing in Figure .. The fluorescence image  is overexposed, but does

not show more detail than the  retrieval, and arguably shows less. There is no

doubt that the retrieval has a higher level of coloured background noise, although

distortions are well-separated from the cloud and would not be mistaken for details.

Figure . is retrieved (negative log) from a resonant absorption image. The

absorption image is almost too opaque, reaching 2.5 , which may explain why it

too appears somewhat overexposed. The horizontal bands in the absorption image

are visible in the flat field: they arise from incomplete cancellation of fringe noise

and are not structure in the . Note that these bands are present neither in the

fluorescence nor in the  retrieval. Interestingly, as in the quantitative compar-

ison of the  data, there is a disagreement in overall scale between absorption

and  retrievals. This anomaly should be further investigated.

This qualitative comparison shows that point-projection can be used to add

magnification to diffraction-contrast imaging. The quality of the retrieved image is

qualitatively better than the absorption and fluorescence images. At the same time,

this  image heated the  around 5 times less than the absorption image.

v

T  - experiments conclude the results sec-

tion of this thesis. There is no simpler system than Figure . for interacting light,

cold atoms and a spatially-resolved detector: indeed, the only essential elements are

a point-source of light, the cold atoms and the detector! These experiments have

demonstrated that such a system can magnify, and render phase-contrast. The

system is inherently free of aberrations and requires no alignment beyond rough

colinearity. Finally, the  retrieval algorithm proved robust under real-world

conditions of technical noise and parametric variation.
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A Entirely lensless point-projected diffraction pattern. 1392 × 536 pixel subframe.

B Fourier retrieval from  above, α = 0.2. 775 × 400 pixel subframe. ρ(x)/1012 atoms m−2: −1 4

F . Point-projection magnified diffraction-contrast imaging. Upper
image  shows the full-width (cropped only in vertical direction) of the 

recording of the diffraction pattern from the apparatus of Figure .. Lower image
 shows the column-density retrieved from  with effective unmagnified propa-
gation distance z = 336 mm and detuning 1 = 0.80. The scale is the same
as Figure .; comparison demonstrates the magnification.



A Column-density from resonant absorption image. 775 × 400 pixels. ρ(x)/1012 atoms m−2: −1 9

B Fluorescence image. 775 × 400 pixel subframe. 50 ms exposure. Uncalibrated

F . Lens-magnified absorption and fluorescence images. The absorp-
tion image shows horizontal banding structure due to incomplete flat-fielding. The
fluorescence image is saturated at centre. A long exposure time of 50 ms was nec-
essary to collect enough fluorescence (300 µs used for absorption and ). Image
may be motion blurred over the long exposure.
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. Resolution limits in diffraction-contrast imaging

This Section considers the limits on the resolution of column-density information

retrieved from diffraction patterns. The theory of optical resolution is connected

to the idea of the information content of optical fields, an idea which is still evolv-

ing []. The resolution is limited by the weakest link in the optical chain, which

may be the lens, the detector size or the pixel size. Focal imaging systems are not

limited by detector size (except in field-of-view), while lensless-imaging obviously

avoids the lens diffraction-limit.

.. Pixel resolution limit

The most obvious resolution limit in any imaging system is the pixel resolution of

the detector itself. Optical resolution is conventionally defined by the closest peak-

to-peak spacing a of lines which can be resolved. By Nyquist’s sampling theorem,

two pixels are required to just resolve one line cycle.

A  camera has a very well-defined pixel resolution due to the lithographic

fabrication process used: the 6.45 µm pixel-pitch of the Sony   used

in the Coolsnap  really does define the resolution to a few nanometers accuracy.

Older film-based detectors have much higher resolutions, but are highly non-linear

and much less sensitive. The resolution of  detectors continues to improve,

with 2 µm devices developed for the consumer digital camera market (i.e. Sony

).

Pixel resolution at the detector is magnified to the effective pixel resolution at

the object. The magnification may be due to a lens system (§..) or due to point-

projection (§.). The smallest resolved line spacing is then

apixel = 2 × pixel-pitch

M
. (.)

By increasing the magnification, it is quite possible to make the effective pixel res-

olution finer than a wavelength. Of course this does not extract sub-wavelength

detail in the wavefield, but merely oversamples the wavefield. Over-sampling is

useful, however, in increasing the  as the full-well capacity per unit object-area

continues to increase even though the actual resolution does not. In other terms,

we can use brighter illumination across the object and avoid saturating the detector

if the image is magnified across a greater area of detector.
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.. Diffraction limit: intuitive view

If we are imaging with infinite-sized, perfect lenses, or if we are recording diffrac-

tion patterns with infinite-sized detectors, then there is little more to consider. In

reality, the finite size of lenses or detectors limits the resolution.

We can get an impression of the resolution limit by considering a featureless

cloud of size a, as we did in §... The scattered field varies significantly only

within a cone of half-angle θ = λ/a at distances far from the object compared to

the Rayleigh range z = a2/λ. Focused imaging with a telescope requires placing

the object at the focal-plane and so a lens of diameter D encompasses the scattered

wave provided D/2 f > λ/a. Thus the smallest resolvable object is roughly 2λ f /D.

The equivalent holographic system consists of a detector of diameter D at dis-

tance z from the object. It seems reasonable to assume that there will be diffraction-

contrast essentially only within the cone of the scattered wave and so the same

diffraction-limited resolution applies, and the smallest object able to be retrieved

from the diffraction pattern will be 2λz/D [, §.].

.. Diffraction limit: Abbe theory

This intuitive view of the diffraction limit is unsatisfying for a number of reasons.

We are not very interested in ‘featureless objects of diameter a’ for a start. The

scattering-angle assumption is rigorously valid for a Gaussian beam, but we work

with bright-field diffraction patterns rather than beams. Further, Gaussian spots do

not form a basis. A more rigorous approach to resolution arises from the angular

spectrum of plane-waves, although even this approach is imperfect.

Figure . shows a plane wave incident on an object with column-density vary-

ing sinusoidally at spatial frequency umax. We saw in §.. that this generates an

angular spectrum consisting of plane-waves at angles θ = arcsin λux . Here we have

added a telescope focused on the object, and the plane-wave shown is just captured

by the first lens of the telescope. The diffracted wave from a finer grating at higher

spatial frequency would miss the lens. We saw that the telescope is focused when

the object is at the focal-plane so the angle θ is also arctan D/2 f where D is the lens

diameter. The lens is thus diffraction-limited to resolving line-pairs no closer than

adiffrac = 1

umax
= λ

√

1 +
(

2 f

D

)2

≈ 2λ× f#, (.)

where f# = f /D is the focal ratio or f-number of the lens. High-resolution lenses
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F . Diffraction limit of a lens. A finite grating diffracts two beams at
angles ±θ , which are just captured by the lens. The grating spacing is the diffraction

limit of the lens.

such as microscope objectives are often described by their numerical aperture  =
1/(2 × f#) instead. Naturally, the second lens in the telescope must have an equal

or smaller f-number to achieve diffraction-limited resolution.

This discussion is a simplification of Abbe’s theory of image formation [] [,

§]. As emphasised by Walton [], it is erroneous to talk about a plane-wave

missing the lens: a plane-wave has infinite extent. Instead, we consider a finite-sized

grating, smaller than the lens aperture but much larger than the fringe spacing, so

that a narrow range of frequencies centred on umax are propagated. The net effect

is the transport of the grating oscillation at the central angle θ to the axis while its

envelope diffracts only slowly [, §.] []; this justifies the construction shown

in Figure .. It is then reasonable to talk about the diffracted beam missing the

lens or detector, and it is clear that this quasigeometric condition applies both to

an imaging lens and to a detector of the same diameter used in a holographic ex-

periment.

Naturally, the net resolving power of the system is limited by the weakest step.

In defocus-contrast imaging, it is no use applying a high-magnification high-res-

olution lens system if the resulting diffraction pattern is so large that it falls off
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the sides of the detector. When reimaging, the demagnified detector size and the

effective propagation distance must be used to find the detector diffraction-limit. If

it is a greater size than the lens diffraction limit then the lens resolution serves only

to enhance the saturation properties and not the resolution.

This model is still imperfect. In the limit of the grating becoming infinitely

large, the diffracted beams enter the lens or, in the holographic case, interfere on

the detector. In the correct Abbe theory, it can be shown [] that the truncated

beams after the lens fail to form an image if the resolution criterion (.) is not

met and so the two views of the Abbe theory are consistent []. This must also

be the case for a traditional holographic reconstruction of the wavefield. The result

of diffraction-contrast retrieval on such a hologram is presumably equivalent, but

has not been simulated.

.. Diffraction limit: PSWFs, sampling and Wigner distributions

The manifest difficulty in explaining resolution limits may be attributed to the in-

appropriate use of the Fourier (plane-wave) basis. We are inquiring about the detail

which can be retrieved within a finite object using a finite detector. It is then unsur-

prising that the spatially-infinite Fourier basis is unsuited.

A better basis may well be the prolate spheroidal wavefunctions (s) which

are eigenfunctions of the Helmholtz wave equation in elliptical coordinates [–

]. s have been applied to finite Fresnel transformation [] and most

interestingly to diffraction-limited imaging []. Some work has also been done

on communication modes connecting diffracted intensities and s [].

The question of resolution and information content is deeply connected to

sampling of the diffracted field []. Wigner-space analyses of wavefields []

and intensities [] offer a unified view of sampling in the space-bandwidth do-

main []. It seems very likely that a rigorous theory of resolution in diffraction-

contrast imaging could be built on these foundations; unfortunately, this must be

left for future work.

.. The diffraction limit in practice

In the experiments reported in this thesis, the atom cloud is much smaller than the

detector. The lens diffraction-limit (.) then applies to  as discussed in §...

The detector used in the holographic imaging experiments was 9.0 × 6.7 mm and

due to the size of the vacuum chamber could not be placed closer than about
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F . Possibility for point-projection imaging of a BEC. Given a  with
9 µm pixel-pitch, this configuration yields a pixel resolution limit of 3.0 µm and a
diffraction-limited resolution of 3.7 µm. The Gaussian beam profile of the fibre
will have fallen off considerably at the edges of the detector, but likely not below
the scattered-wave intensities so that Fresnel diffraction will still apply.

160 mm to the . This was equivalent to an f/20 imaging system or diffraction-

limit of 40λ = 31 µm. In comparison, an unremarkable 50 mm diameter lens

placed in the same position constitutes an f/3.2 system with 5 µm resolution. If

this lens was focused onto the same , the resolution limit would be set by the

6.45 µm pixel pitch unless the lens magnification was greater than one. In prac-

tice, the resolution of our system was limited to an equivalent of roughly f/6 by

the 20 mm diameter vacuum connector on the imaging port, which extended to

around 120 mm from the trap centre.

The preceding comparison argues for defocus-contrast imaging over the lens-

less version. Note, however, that the  is particularly small and the optical access

is particularly bad in these experiments. Much larger s are available (ie. Kodak

-, 40962 pixels, 37 × 37 mm) and better optical access (a few centimetres

can be realistic) quickly bring the equivalent focal ratio for a lensless system down

to f/2. At these resolutions, aberrations become hard to control in home-made op-

tical systems. The diffraction limit is easily below the pixel-pitch of common s

and so point-projection magnification would be needed.

Figure . shows a possible configuration for imaging a  formed in a 

glass cell of realistic size; see caption for details. Note that here the R1 distance from
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F . Imaging at wavelength resolution and below. A hypothetical
wavelength-scale atom grating is shown diffracting into a wide-angled cone. The
diffraction angle is wider than the illuminating beam from the fibre. Information
on the wavelength-scale detail would appear as Fraunhofer-diffraction spots in the
unilluminated area of the .

fibre to  cannot be made smaller than half the cell-width. Changing only R2 has

mixed effects: moving the  closer improves the diffraction-limit but reduces

the magnification and thus the pixel-limit. Reducing R1 by using a narrower cell

or moving the trap centre and using a yet-larger  would make a 1.5 µm (2λ)

resolution system plausible, if expensive. Achieving such resolutions at working

distances of order 30 mm would be essentially impossible with conventional lens

optics.

.. Fresnel-approximation limit

There are two foreseeable obstacles to holographic imaging at near-wavelength

resolution. First, conventional single-mode optical fibres illuminate only a cone

equivalent to about f/5. Second, diffraction angles greater than π/6 are really be-

yond the validity of the Fresnel (or paraxial) approximation and so we would expect

the  relations to lose accuracy for features below 2–3λ in size.

If the fibre illuminates an f/5 cone, then information about structures smaller

than about 10λ is eventually scattered outside the illuminating wave and will ap-

pear as a Fraunhofer diffraction pattern: bright spots on a dark background (see Fig-
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ure .). One solution is to use a spatial filter to ensure a smaller effective source

size, another is to place a diverging lens after the fibre. Optical fibres with tips taper-

ing to sub-wavelength dimensions are manufactured for use in near-field scanning

optical microscopy (). These fibre-tips are readily made as small as 20 nm. A

tip of order 500 nm would radiate around one-tenthof 780 nm light coupled into

the fibre, and would radiate it into a cone with half-angle of order 90°. For the

purposes of diffraction-contrast imaging, these fibre tips may be the perfect point-

source of light.

A more exotic solution would be to record the Fraunhofer pattern surround-

ing the illuminated region, and use an iterative retrieval technique to ‘fill in’ the

wavelength-scale details missing in a -retrieval from the illuminated region.

Such a hybrid Fresnel-Fraunhofer image would likely circumvent the Fresnel-ap-

proximation resolution limit, as angular-spectrum propagation could be used at

the iterative stage. Vortex lattices in a  might be imaged at wavelength or better

resolution as Laue spots in the dark section of the detector.

Another alternative for wavelength resolution imaging would be to place a mi-

croscope objective inside the vacuum system. The objective would pre-magnify the

wavefield and subsequent defocus of the back focal-plane would render defocus-

contrast while propagation would remain paraxial.

These obstacles are likely to be serious only for resolutions approaching one

wavelength. The Fresnel-approximation limit should not impede resolution of

structures larger than about 2λ, already a resolution extremely difficult to achieve

with conventional imaging optics. Future work should include simulations of 

retrievals at wavelength resolution to quantify this resolution limit.

v

O  is not a simple quantity to assess. Pixel size, detector size

and propagation distances interact to determine the resolution which can be re-

trieved from a diffraction-contrast image. In holographic , the complete ab-

sence of lens aberrations should make possible the resolution of details separated

by only two or three wavelengths. This extreme resolution is plausible even with

realistic constraints on optical access.
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. Comparison with other imaging techniques

In Section §. s were compared with absorption and fluorescence images and

shown to be of similar quality. Yet these two methods are destructive of Bose-

Einstein condensates. This Section compares diffraction-contrast imaging with

three other off-resonant imaging techniques that have been used to image cold

atoms. While the ultimate  achievable with  is somewhat less than that

achievable with Zernike phase-contrast or spatial heterodyne imaging, we will see

that diffraction-contrast imaging has specific advantages over the other techniques.

Most importantly,  has the simplest possible apparatus and alignment.

.. Near-resonant absorption

Although not a non-destructive imaging method, near-resonant absorption imag-

ing is a tempting possibility when imaging atom clouds of moderate (several) op-

tical densities [, Ch ]. Here residual absorption may still be appreciable at

detunings where phase-shifts are less than several radians. The lensing condition

discussed in §.. is roughly satisfied, and high-resolution absorption imaging is

possible. Indeed, the detuned absorption images forming the right-hand column

on p  are just such images, although the  was not quite dense enough for

on-resonant absorption to be excessive.

If destructivity is not an issue, high-contrast absorption images can be obtained

with detuned probe-light. While harmless in an accurately focused system, the off-

resonant phase-shift makes the absorption imaging very sensitive to focusing er-

rors. Elaborate procedures have been described for improving focus accuracy [,

p ].

We can estimate the contrast error ∆C(z) due to a focus error 1z from the

Taylor expansion

C(z +1z) ≈ C(z)+1z
∂C

∂ z
. (.)

As differentiation with respect to z commutes with the transverse Fourier trans-

form, we can insert the  expression (.) obtaining for the error term

1C(z) =1z F
−1

{

2k
∂

∂ z

(

δ sin(πλzu2)− β cos(πλzu2)
)

ρ̃ (u)

}

=1z F
−1
{

2kπλu2
(

δ cos(πλzu2)+ β sin(πλzu2)
)

ρ̃ (u)
}

. (.)

It is clear that for in-focus (absorption) imaging where z = 0, this first-order error
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vanishes for a purely absorbing object with δ = 0; on-resonant in-focus imaging is

stable against focusing errors. On the other hand, the off-resonant phase contri-

bution resulting from a focus error 1z is maximal at z = 0; off-resonant in-focus

imaging is sensitive to focusing errors.

The expansion (.) can be substituted into the retrieval expression (.) (or

the regularised form thereof) to obtain a retrieval error 1ρ(x). Consideration of

this retrieval error, and simulations of misfocused retrievals, have confirmed that

diffraction-contrast imaging is much less sensitive to focus errors than absorption

imaging. This insensitivity may explain why the retrieved data are less scattered

than the absorption data in Figure .. Even if non-destructivity is unimportant,

 might be preferred to absorption imaging due to its lower sensitivity to focus-

ing errors.

.. Dark ground

The first s were observed with absorption imaging. Dark-ground imaging was

used to obtain the first non-destructive images of  [] only a year later. The

dark-ground apparatus (Figure .) was first described by Toepler in  [].

An opaque mask is introduced in the Fourier plane of a telescope focused on the

object; the simplest mask is a half-plane just occulting the central focal spot, a sys-

tem known as schlieren imaging. A wire, or a dark spot on a transparent slide make

more efficient use of the scattered light. The idea is to remove the central focused

spot in the Fourier plane which corresponds to the unscattered component of the

wavefield.

If imaging a weak pure-phase object, the field at the input plane is exp(iφ(x)) ≈
1 + iφ(x) and so in the Fourier plane we have δ(u) + i φ̃(u). The mask removes

the bright central spot which corresponds to the delta function, and so the output

plane wavefunction is iφ(x) and the measured intensity I is approximately

I(x) ≈ I0|φ(x)|2 (.)

Clearly for weak, pure-phase objects the phase-shift is recovered from the square-

root of the normalised intensity. This nonlinearity frustrates the subtraction of

background phase signals measured with the atom trap empty, as cross-terms re-

main.

For stronger objects, the intensity becomes an oscillatory function of the phase.

Note, however, that simple analytic expression for the dark-ground and phase con-
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trast of stronger objects given in common references [, §., Fig. ] have been

shown to be flawed []. In general, there is no simple solution which extracts

the phase for a strong object. So-called ‘ phase unwrapping’ algorithms exist for

extracting ‘wrapped’ information from such images: they are a research topic in

their own right.

As the signal is on a dark background, the Poisson noise is just the square-root

of the signal count and so the  in the shot-noise limit is

(
S

N

)


∝ I0φ

2

√

I0φ2
= φ

√

I0. (.)

As we will see in the next Section, dark-ground imaging is highly sensitive to tech-

nical noise and is inferior to Zernike phase-contrast in all cases [, p ], its only

merit is its simplicity: one can create a dark-ground imaging apparatus simply by

moving a needle or wire around in an existing telescope until the field goes dark.

.. Zernike phase-contrast

The  group of Ketterle and co-workers soon upgraded their  imaging appa-

ratus to the Zernike phase-contrast configuration depicted in Figure .. As in the

dark-ground case, a mask is intercalated in the Fourier plane of the telescope but

rather than blocking the unscattered component, it phase-shifts it by π/2. This

is usually achieved by precisely etching a small depression or bump into a glass

plate. The phase-shifted unscattered wave then interferes with the scattered wave

in the image plane producing phase contrast: image contrast linear in the object

phase-shift. The technique was discovered by Zernike in  [] but publication

was delayed[, ]. Zernike received the Nobel Prize for this work in , in

recognition of how phase-contrast microscopy transformed biological imaging.

For a weak phase object, the measured intensity can be found with a similar

argument to the dark-ground case. The phase plate shifts, rather than removes, the

delta function in the Fourier plane yielding iδ(u)+ i φ̃(u) and so, neglecting terms

of order |φ|2 the Zernike phase-contrast signal is

I(x) ≈ I0 (1 ± 2φ(x)) (.)

with the sign positive for a phase-retarding plate (bump) and negative for a phase-

advancing plate (dip). This proportionality between contrast and phase makes

Zernike images particularly easy to interpret, provided the phase-shifts are small.
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F . Off-resonant imaging techniques demonstrated on cold atoms.
Dark-ground  and Zernike phase-contrast  have been used for non-destructive
imaging of . Spatial-heterodyne imaging has been demonstrated on a dark-spot
.
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A strong-object expression

I(x) = I0 (3 + 2 (sin φ − cos φ)) , (.)

can be derived [, §..c] which suggests that the Zernike intensity reaches a

value 5.8I0 before rolling over and is rather linear up to around 5I0, correspond-

ing to φ = 1.5 radian. It has recently been shown, however, that the effects of

finite lens size are important. While an excessively small phase bump reduces the

peak contrast, an excessively large one leads to curvature of the shifted, unscat-

tered field []. Choosing an optimum bump size is not a trivial process [].

The Zernike bump sizes used in cold-atom imaging appear to have been chosen

for convenience of alignment, rather than for quantitative phase measurment [,

p ]. In any case, it seems that intensities up to 5.8I0 could only be achieved, if at

all, at the price of a vanishingly small region of quantitative contrast about the op-

tical axis. Nevertheless, the dynamic range of phase-contrast is likely to be at least

I0 to 2I0 and so is larger than absorption imaging.

Being a focal, single-image technique, Zernike imaging cannot hope to give an

independent measurement of absorption and phase. An object with residual ab-

sorption will yield inaccurate results if treated as a pure phase object. However,

an appropriate modification of (.) can be derived which includes the effects of

absorption [, Eq. ,]. Under the monomorphous object assumption, the con-

trast remains proportional to the column-density. Absorption reduces the sensitiv-

ity and linear contrast range of Zernike imaging.

The Zernike contrast 2φ is larger than the dark-ground signal at small phase-

shifts. Unlike dark-ground imaging, the background illumination remains and so

the Poisson noise is also larger than the dark-ground noise being approximately

2
√

I0, where the factor of 2 arises from the subtraction of the background intensity.

Zernike phase-contrast then has the shot-noise limit 

(
S

N

)



∝ 2I0φ

2
√

I0
= φ

√

I0, (.)

which is identical to dark-ground imaging. Note, however, that because both signal

and noise are greater in absolute terms, Zernike phase-contrast is less sensitive to

technical noise.

Ketterle’s group first used phase-contrast imaging for quantitative, in-trap imag-

ing of  [] and shortly afterward exploited the non-destructive possibilities
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of the technique to obtain  sequential images of sound propagation through a

 []. Phase-contrast was critical to subsequent observation of bosonic stim-

ulation in condensate formation [], Feshbach resonances [], collective exci-

tations and second sound [], surface excitations [] and superfluid flow [].

Phase-contrast also assisted in observing vortex nucleation [] at . Work-

ers at  (Boulder , ) continued phase-contrast imaging of superfluid ef-

fects [] and vortex creation [, ], precession [], lattices [] and re-

cently, vortex equilibrium properties [].

Given this spectacular success of phase-contrast in illuminating dynamic pro-

cesses in , one might expect it to be widely used. However, none of the other

-plus  groups have published non-destructive imaging results. The rea-

son seemss to be the complexity in constructing and aligning a Zernike imaging

set-up. While white-light Zernike phase-contrast microscopes have been available

commercially for  years, Zernike phase-plates for coherent imaging are not com-

mercially available. Manufacturing one requires custom-coating a layer (MgF for

example) on an optical flat with precisely controlled size and thickness. Then comes

the problem of alignment. M R Matthews of  commented that ‘In general it is

not trivial to align the phase dot with the probe beam’ [, p ].  researchers

who have worked with phase-contrast imaging have described how, while rela-

tively large phase bumps can eventually be located, it is extremely difficult to dis-

tinguish phase bumps smaller than 200 µm from the effects of dust particles resting

on the glass.

A recently proposed improvement to Zernike imaging is to use a non-linear

photorefractive sheet to create a self-induced phase-bump [–]. Such a plate

would obviate both fabrication and alignment problems, although accurate control

of the phase-shift would still present some technical challenges.

.. Spatial heterodyne imaging

Zernike imaging is a special case of ‘common-path interferometry’: the unscattered

wave is shifted relative to the scattered wave by the phase-plate, maximising contrast

when they interfere at the detector. A more traditional separated-path interferom-

eter has also been demonstrated for cold-atom imaging. The group of Walker at

the University of Wisconsin-Madison (Madison , ) constructed the appa-

ratus of Figure ., describing the method as ‘spatial heterodyne imaging’ [].

 Hulet’s group at Rice have used Zernike phase-contrast but only in the destructive regime [].
 Personal communication with Wilbert Rooijakkers at University of Melbourne, -Jul-.
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Alternatively, the configuration could be described as an imaging Mach-Zehnder in-

terferometer or as off-axis image holography. One lens images the probe beam onto

the detector as in absorption imaging. A second lens images the reference beam

onto the detector at an angle to the probe beam. In the absence of an atom cloud,

the field-curvatures are matched to produce a pattern of parallel fringes on the de-

tector. Phase-shifts on the probe beam then manifest themselves as displacement

of fringes while absorption reduces the fringe contrast.

.. Comparison with diffraction-contrast imaging

The recorded fringe pattern cannot be directly interpreted, and must first be de-

modulated by computer processing: the spectrum is obtained by  and then

one sideband down-converted from the fringe carrier-frequency to baseband be-

fore it is inverse-transformed. This procedure returns the full complex wavefield,

demonstrating the similarity with off-axis holography. Information theory argu-

ments discussed in §.. dictate that retrieving the complex wavefield requires the

loss of half of the spatial resolution. Here, this is reflected by the minimum of two

pixels needed to resolve each fringe. In combination with a demodulation filter,

Kadlecek et al. reported a spatial resolution of 20 µm when the diffraction limit of

their lens systems was 5 µm.

The need to resolve fringes must also make spatial heterodyne imaging partic-

ularly sensitive to vibration. While a blur of a few pixels might be relatively harm-

less for baseband imaging (including  and Zernike phase-contrast), it would be

sufficient to blur the carrier fringes in spatial heterodyne imaging and destroy the

interference pattern completely. Low vibration sensitivity is critical in  exper-

iments as magnetostriction due to the sudden removal of trap fields can produce

a strong mechanical shock in the apparatus. Non-destructive image sequences are

usually taken after turning off the trap field, so that the magnetostrictive shock-

wave arrives during the image sequence.

Retrieving the full wavefield yields holographic depth-of-field. Although not

demonstrated by Kadlecek et al., the retrieved wavefield could be forward- or back-

propagated to an arbitrary plane of the probe beam. Zernike and dark-ground

imaging have no such possibilities: there, accurate mechanical focus is essential,

and imaging objects at different focal planes requires manual refocusing. A more

exotic possibility, also not considered by Kadlecek et al., is multiplex holography.

Multiple reference waves at different angles to the probe beam can record the object
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data modulated onto different spatial carrier frequencies []. The reference waves

could have different detunings to probe other states, different wavelengths to probe

other species, or could be sequenced to record object evolution at different times.

In an unrelated application area, three separate images taken at sub-microsecond

intervals have been reconstructed from one hologram recorded on a  [].

Multiplex holography makes very stringent demands of detector resolution as the

available spatial bandwidth, already half the focused-image bandwidth, is further

divided between the images.

Separated-path interferometry has one clear advantage over all other techniques

considered: a higher signal-to-noise ratio, at least in the presence of technical noise.

In diffraction-contrast imaging, and in Zernike and dark-ground imaging, the un-

scattered reference wave passes through the object. Dark-ground imaging is the

most wasteful, absorbing the reference while Zernike makes optimal use of it. But

with separated-path imaging, the reference can be made arbitrarily bright without

additional heating of the atoms. The resulting  is identical to the Zernike and

dark-ground s (.) in the shot-noise limit but substantially better than the

Zernike  in the presence of technical noise [].

Spatial heterodyne imaging offers excellent  and holographic refocusing,

while its resolution limit is inessential. Yet the technique has not been applied in

other laboratories, nor has it been used for imaging . Again, the likely expla-

nation is the complexity of the apparatus and the alignment process. The optics

are more complicated than Zernike optics and the interferometer must be carefully

aligned. The reference beam must be routed around the trap chamber. Further,

spatial heterodyne requires elaborate computer processing while Zernike offers a

direct image with contrast proportional to phase-shift. The added complexity in

apparatus and in processing seems to have outweighed the manifest advantages of

the technique.

Table . compares four aspects of the techniques discussed with diffraction-

contrast imaging: contrast generation, retrieval quality, imaging flexibility and im-

plementation.

T . (  ) Comparison of cold-atom imaging techniques.
Off-resonant techniques assumed to be operating at detunings > D0/π so that
phase-shifts are small. Resonant-absorption and fluorescence imaging are for a
D0 = 1 cloud using the same probe intensity I0. Signal-to-noise ratios are given
relative to those for Zernike phase-contrast imaging.
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Spatial-heterodyne imaging is the clear leader when comparing s for var-

ious forms of noise. This fully-holographic method has the potential, albeit not

yet demonstrated, for lensless imaging, extended depth-of-field and possibly even

multiplexed imaging. This comes at the expense of easily the most complicated

apparatus of the techniques considered.

Diffraction-contrast imaging appears to fall down on , having the lowest

shot-noise  of any technique except destructive fluorescence imaging. We saw

in §.. that the  shot-noise  of diffraction-contrast imaging approaches

half the Zernike phase-contrast value for substantially-diffracted images. After

wavelet-denoising, the diffraction-contrast  should be much closer to that of

the (denoised) Zernike image. Nevertheless, we must accept that an ideal diff-

raction-contrast retrieval will never equal the  of a similarly-denoised ideal

Zernike image taken with the same detuning and exposure.

There is no question, however, that the diffraction-contrast apparatus is the

simplest. For defocus-contrast imaging, the apparatus is just the imaging system for

absorption or fluorescence imaging thrown out of focus. For lensless , nothing

more than a fibre-end and detector are needed, although the images are more inter-

esting if there is an atom cloud present! While this simplicity reduces construction

and alignment effort and reduces sensitivity to vibration, it also fundamentally re-

duces uncertainties in image analysis. For example, residual fringe curvature in the

spatial heterodyne image will introduce artefacts in the retrieved image. In Zernike

imaging, an incorrectly sized or aligned phase-bump or imperfectly aligned lenses

will warp the reference, inducing errors in the measured phase. These are small

errors, not gross distortions, and would not be obvious without optical bench test-

ing of the imaging system. There are no parameters to adjust in , except for the

magnification and focus parameters inherent in all of the imaging systems. Further,

we have seen that focus can be adjusted digitally. Thus I argue that  is likely

to yield more accurate non-destructive measurements of column-density than the

other phase-imaging techniques.

v

I   is small or otherwise particularly sensitive, the extra optics and

processing required by spatial-heterodyne imaging may be the only way to obtain a

measurement given the tenacity of technical image noise (see §..). For standard

alkali condensates, diffraction-contrast imaging offers holographic depth-of-field

with the simplest apparatus of all. The only advantages of Zernike phase-contrast –
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the only method which has been used in multiple  experiments – are a slightly

greater  and simpler image processing.

. Imaging signal-to-noise and destructivity

Motivated by non-destructive imaging of cold atoms, this thesis has presented a

new phase imaging technique and shown that its regime of operation is pecu-

liarly well-adapted to cold-atom imaging. Although no experiments have been pre-

sented which demonstrate the non-destructive character of , we can infer non-

destructivity using the results of this Section. I consider two papers by J D Close,

J J Hope and J E Lye of the Australian National University (, Canberra, Aus-

tralia). The first shows that the minimum destructivity for a given experiment is

set by the desired  of the measurement, and does not depend on the probe

beam intensity or detuning []. These arguments are simplified somewhat and

adapted to our spatially-resolved imaging case in the first Article, and technical 

considerations are canvassed in §... The second paper shows that this minimum

destructivity is a rather stubborn limit, and cannot be circumvented by involving

multiple atomic states and multiple lasers []. I conclude by discussing the im-

plication of these results for diffraction-contrast imaging.

.. Non-destructive SNR independent of detuning and power

We will consider the form of the : its dependence on detuning, probe intensity

and column-density. The first  paper considers dynamic detection at a Fourier

frequency whereas we are concerned with an instantaneous observation which is

spatially resolved. Assuming unit quantum efficiency of the detector, we consider a

probe pulse delivering Np photons incident on the object in each pixel area. Further

assuming a shot-noise Zernike  (.) we have the pixel 

S

N
= φ

√

Np, (.)

which is reasonable provided the object image covers a relatively small area of the

detector. Of the Np photons incident on the pixel area at position x,

Ns = Np

(

1 − exp(−2kβρ(x)
)

= Np

(

1 − exp

(

−σ0ρ(x)
1

1 + 4∆2

))

(.)
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are absorbed, or scattered, by the atom cloud. Provided Bose-stimulated scattering

and such exotic effects are absent, the heating of the cloud may be represented sim-

ply by the number of scattered photons Ns (see §..). We are about to substitute

this expression into (.), but note that the phase is also a function of column-

density ρ and detuning ∆:

φ = kδρ(x) = σ0ρ(x)

2

2∆

1 + 4∆2
. (.)

Substituting both (.) and (.) into (.) yields the 

S

N
= σ0ρ∆

1 + 4∆2

√
√
√
√

Ns

1 − exp
(

−σ0ρ

1+4∆2

) , (.)

which asymptotes towards a limiting value for large detunings where ∆2 � σ0ρ ,

taking the value
S

N
→ 1

2

√

Nsσ0ρ . (.)

The quantity σ0ρ is just the resonant optical density D0, and so we see that, unsur-

prisingly, the  increases with heating and with density of atoms. This simple

expression allows us to make a more quantitative assessment of the hypothetical

image of §... For those parameters, 2400 photons were scattered for an image

subtending 900 pixels yielding Ns = 0.375 photons scattered per pixel. Given the

assumed resonant  of 300, the shot-noise  should be

S

N
≈ 1

2

√
0.375 × 300 = 5.3. (.)

This confirms that a meaningful image could be extracted under these conditions.

A condensate of this density will contain many more than 2400 atoms, so this level

of photon scattering is likely to be ‘non-destructive’.

.. Technical noise: sources and solutions

Technical noise has been ignored so far. While shot-noise limited detection is fairly

easy to achieve with dynamic detectors by using  techniques, these detectors are

 Note that in Reference  the analagous expression Eq  confuses optical power scattered by the 

with power absorbed. As discussed in §.. the energy imparted to an optically thin cloud is one
recoil energy  hωr not one photon energy  hω0. Their Pab overestimates the heating by a factor of
ω0/ωrecoil = 2λMc/h ≈ 1011.
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F . Spatially-coherent noise (SCN) on a CCD. This image is the result of
illuminating a standard scientific  chip (Sony ) with a single-mode laser
beam emanating from a single-mode fibre. The fringes are likely due to etaloning
in the 15 µm thick silicon substrate of the thinned, back-illuminated . Small
circular fringes are due to dust on the cover window.

not currently available in spatially-resolved arrays. Furthermore, the chief source of

contamination is not stationary noise: for modern, cooled cameras with low-noise

digitisers the aggregate stationary noise – thermal ‘dark’ noise and read-out noise

– is of order 10 electrons/pixel, below the shot-noise for exposures yielding more

than 100 electrons. Quantum efficiencies of up to 75% at 780 nm are available in

commercial detectors.

Illuminate a  with a coherent beam from a fibre-end and, rather than

the featureless Gaussian intensity profile you would expect, you will likely see an

amalgam of straight and circular fringe patterns superposed on the Gaussian back-

ground, rather like Figure .. This mess which we might term spatially coherent

noise () (in preference to the laboratory vernacular) is the major obstacle to

reaching the shot-noise limit. While some of the features are due to inevitable

dust particles on the  window, strong chip-wide fringes are likely caused by

etaloning in the silicon, or in the coverglass or  vacuum window. The problem

is particularly acute for the thinned, back-illuminated s used to achieve high

, as the opacity of silicon falls sharply through the near infra-red. With current

technology, photon sensitivity and  immunity are anti-correlated at 780 nm.

A recent study has shown that calibrating for pixel-to-pixel variation allows true

shot-noise limited spatial imaging for incoherent and partially-coherent sources,

but not for laser illumination due to etaloning [].
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Interposing vacuum windows and collimating and imaging lenses between the

fibre and the camera only introduces more , resulting in highly corrugated flat-

fields such as Figure .. However, there is little point in improving coatings and

zealously removing dust when the  chip itself is responsible for most of the

noise. Although flat-fielding removes the majority of these fringes (Figure .),

some noise is additive rather than multiplicative and the chip-etalon fringes move

visibly on sub-second time-scales, presumably due to temperature fluctuations.

The spatially coherent nature of the etalon fringes make them attractive targets for

Fourier filtering (Figure .). Experiments with manual filtering have been quite

successful. Circular diffraction fringes due to dust are harder to remove, being

concentric in Fourier-space with the signal. Filtering using the fractional Fourier

transform [] or using space-frequency distributions such as the Wigner distri-

bution function [] or the ambiguity function [] are current areas of research

and may be particularly well-suited to removing localised coherent noise.

Assuming some  remains above the shot-noise floor, is there any setting of

probe laser intensity or detuning which will minimise its effects? The probe detun-

ing and intensity affect the shot-noise  only through the scattering rate Ns . For

example, doubling the detuning from D0/2π to D0/π linewidths and quadrupling

the probe intensity would leave Ns unchanged. It would also reduce both the phase-

signal and the fractional shot-noise by a factor of two, leaving the shot-noise 

unchanged. The amplitude of technical noise is unlikely to be affected by detuning

or probe intensity and so the overall  will be optimal at smaller detunings where

the signal is higher. The lower-limit on detuning set by the no-lensing condition

of §.. is then the optimal detuning.

.. Fundamental limits to non-destructive SNR

Bose-Einstein condensates have been observed using species with negative scatter-

ing lengths, but they are limited to very small numbers of atoms []. The first

alkali  created was probably in 7Li, which has negative scattering length, but

the cloud was initially too small for unambiguous detection. Besides highlighting

the need for high-resolution, this condensate also demonstrates the limits of non-

destructive imaging. With around 1000 atoms in a 3 µm sized cloud, the resonant

 was of order 4: deep enough for unexpanded absorption imaging to lose ac-

curacy. However, the shot-noise expression (.) shows that for a  of 5, there

must be 25 scattered photons per pixel. Although the condensate is small, illu-
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minating even a 3 × 3 grid of pixels is enough to remove around one-quarter of

the atoms from the condensate. Indeed, non-destructive imaging of this conden-

sate was found to be impossible and only destructive phase-contrast images were

obtained [, ].

The question arises: could a better imaging system transcend the above-derived

 limit? In the above derivation, we assumed a single-frequency classical-light

probe laser interacting with a two-level atom in a single-pass optical configura-

tion. Experiments with electromagnetically induced transparency () have demon-

strated that in a three-level atomic system, a strong non-resonant pump beam can

induce a phase-shift on a weak-probe beam with no absorption whatsoever [].

Such a scheme appears at first glance very promising for non-destructive imaging.

However, the second  paper proves a theorem stating that

No single-pass optical technique using classical light, based on any

number of lasers or coherence between any number of [atomic] levels,

can exceed the [] limit imposed by the two-level atom [model] [].

The proof is quite intricate and is not elaborated here.

Close, Hope and Lye also describe two methods which can enhance the  for

a given destructivity beyond the limit (.). One is to use non-classical squeezed

light, which improves the  by the squeezing factor. Given the great technical dif-

ficulty in producing and detecting squeezed light and the modest squeezing factors

obtained, this approach must be considered impractical at present.

The other method circumventing the limit is to multipass the probe light, by

building a resonant cavity around the atom cloud. This too presents very substan-

tial technical difficulties: the  is increased by a factor of the square-root of the

cavity finesse, but the vibration sensitivity also increases. Active stabilisation would

be required [, §b]. This published analysis of the potential of cavity-enhanced

 measurement considered only dynamic measurement with a point detector.

Extracting spatially-resolved information from light exiting a cavity containing a

 would be even more complicated.

I have hypothesised that many laboratories have avoided phase-contrast and

spatial-heterodyne imaging due to perceived optical complexity of the techniques.

The complexity of squeezed-light or cavity-enhanced imaging is, by any assess-

ment, orders of magnitude greater. The conclusion of this Article is that the shot-

noise  limit (.) is robust: it seems most unlikely that any optical imaging

technique will surpass it in the foreseeable future.
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.. Prospects for non-destructive DCI

The  Zernike imaging experiments typically obtained  consecutive images.

Sub-images were accumulated by interline-transfer on a covered section of the

. The imaging rate seems to have been set by the camera line clock, not by

the probe beam heating the condensate. Further, the probe detuning of 1.7 GHz

was likely chosen for convenient locking to a sodium hyperfine ground-state. For

this condensate, D0/2π ≈ 500 MHz and so we might expect a sequence of  im-

ages taken at this optimal detuning to have similar or better  to the published

Zernike images.

In contrast to the 7Li , most sodium and rubidium experiments do not face

fundamental  limits when imaged off-resonance. Rather, the number of images

appears limited by the hardware. Phase-contrast imaging has no real advantage

over diffraction-contrast imaging in these circumstances.

The next generation of cold atom experiments is being constructed on atom

chips: microstructured surfaces using either current-carrying wires to generate trap

fields [] or using ferromagnets []. These devices make it much harder to per-

form conventional destructive imaging by turning off the trap field and allowing

the condensate to expand. Even if the field can be turned off, interactions with the

surface blur structures in the expanding condensate. These devices may provide a

new impetus to non-destructive in situ imaging. Interest in atom chips has been

spurred by the possibility of manipulating multiple condensates, with a view to-

wards quantum atom optics and quantum computation. The holographic depth-

of-field available with diffraction-contrast imaging may be particularly useful for

simultaneous imaging of multiple condensates on atom chips.

u

A   not possible to demonstrate the non-destructive ability of diff-

raction-contrast imaging using only a , it is clear that  can be applied to

non-destructive imaging of . A diffraction-contrast image can be recorded

with an optical fibre point-source, a  and a  detector: the apparatus lit-

erally could not be simpler. Focusing is also simplified, being performed digitally

rather than with translation stages. In practise, the  attained with diffraction-

contrast imaging should be equivalent to the Zernike technique. The tight contrl of

calibration factors should make  highly accurate. There seems to be little reason

not to use  in the non-destructive imaigng of cold atoms.



Chapter 

Conclusion

T   presented a new imaging technique for monomorphous ob-

jects, termed diffraction-contrast imaging, and applied it to the measurement of

the column-densities of cold atom clouds. Here I review some of the features of

 and its application to cold atoms. The intention is not to summarise the de-

velopment of the technique or the results; a precis of the work may be found in

Chapter . I then speculate on some ideas for future work on the imaging method

and its applcations.

. DCI: a new phase imaging technique

The first half of this thesis exposited a novel technique for optical imaging. Diff-

raction-contrast imaging records the diffraction pattern, or in-line hologram, of

an object and retrieves the structure of the object using a numerical algorithm.

Retrieving the full wavefield from this image is, in general, impossible. Instead, diff-

raction-contrast imaging assumes that the object is monomorphous, that is, made

of a single material, so that the phase-shift and absorption through the object are

correlated. The monomorphous object assumption includes purely absorbing and

purely phase-shifting object as special cases. Further assuming weak absorption

and slowly-varying phase shift resulted in a closed-form linear relation between

the object column-density and the image contrast.

Diffraction-contrast imaging is not a general purpose imaging technique; it will

return distorted results if applied outside its assumptions, for example to strongly

absorbing objects, or multimorphous samples. For the price of working within the

assumptions, we were able to obtain a direct solution to the inverse problem. The



 

solution is numerically fast and even very slight absorption is sufficient to ensure

the stability of the solution. No other imaging technique has been demonstrated

which can retrieve detailed information from a single diffraction image, obtained

without use of optical elements.

Most previous work on deconvolution in optics has treated questions of sta-

bility and uniqueness as mathematical inconveniences. This thesis approached the

deconvolution problem from the viewpoint of estimation theory, which provides a

rigorous framework for solving the inverse problem. I have shown that the power-

law characteristic of most object spectra can be exploited, leading to a new partial-

Tikhonov filter. This filter yields stable retrievals even when the residual absorption

is very small.

The mathematical and signal processing literature on deconvolution is exten-

sive. Although the underlying physics is very different, our deconvolution prob-

lem is mathematically similar to a number of well-researched inverse problems, no-

tably the removal of motion- and defocus-blurring from standard camera images.

I adapted a hybrid Fourier-wavelet algorithm, originally developed for these tradi-

tional image-restoration problems, to serve our holographic deconvolution. This

solution is capable of retrieving column-densities from noisy images without intro-

ducing the edge-ringing distortions characteristic of pure Fourier filters. Successful

retrievals were demonstrated from simulated diffraction-patterns with exposures as

low as 10 photons/pixel. This low-exposure capability makes  attractive in both

cold-atom imaging and x-ray imaging applications where exposure of the sample

to the illuminating radiation must be minimised.

. Diffraction-contrast imaging of cold atoms

The second half of this thesis demonstrated diffraction-contrast imaging of a cloud

of laser-cooled atoms. We saw that  made three core assumptions: weak absorp-

tion, slowly-varying phase and a monomorphous object. All three are satisfied by

imaging the atom cloud off-resonance. Imaging off resonance also achieves optimal

resolution and minimises the heating of a dense cloud.

An early series of experiments studied diffraction-contrast imaging of a 

at small defocus distances. Quantitative comparison with absorption imaging sug-

gested that  is less sensitive than absorption imaging to focusing errors. Resid-

ual scatter in the data was indistinguishable from the shot-to-shot fluctuation level.
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A more recent series of experiments demonstrated diffraction-contrast imaging

without a reimaging lens. Holographic diffraction patterns measured by the cam-

era appeared as concentric fringes, bearing no resemblance to the  as viewed by

fluorescence or absorption imaging. Detailed column-density images of the 

were retrieved from these patterns. Further experiments showed that the diffrac-

tion pattern, and hence the retrieved image, could be magnified simply by point

projectio, for example using a bare optical fibre as the illumination source.

Other imaging techniques, holographic and focal, have previously been used to

image transparent clouds of cold atoms. Diffraction-contrast imaging will always

be the simplest optical technique, requiring only a point source of light and a detec-

tor to be placed on opposite sides of the cold atom object. The signal-to-noise per-

formance of  is likely, in practise, to be similar to that of Zernike phase-contrast.

Unlike Zernike phase-contrast,  offers holographic depth-of-field, obviating the

need to focus an imaging system on the atom cloud. The lack of optical ‘variables’,

including the removal of focusing, makes  an accurate technique for measure-

ment of column densities.

. Future work on diffraction-contrast imaging

In concluding, I make a few comments on possible extensions of the  algorithm.

I consider only direct enhancements or alternatives to : techniques capable of

retrieving object information from a single diffracted image, without the necessary

involvement of optics.

The major impediment to shot-noise limited imaging of cold atoms is the spa-

tially coherent noise, or fringe noise, discussed in §... The monomorphous

 inverse-filter tends to amplify a few coherent noise components which are in-

evitably found near zeros in the transfer function. A particularly unfortunate align-

ment of noise and zeros can substantially degrade a diffraction-contrast retrieval.

Fringe noise plagues all types of cold atom imaging, although the  algorithm is

particularly sensitive to it. Sensitivity might be reduced by judicious modification

of the inverse filter to correct only for the  sign above a threshold frequency.

More generally, the noise should be decorrelated in the wavelet basis and might be

substantially reduced by feeding an atom-free flatfield image to the noise estimator

of the wavelet-Wiener filter. It seems very plausible that the phase of noise fringes

evolves more rapidly than the amplitude and such coherent filtering is likely to be

beneficial.



 

Possible extensions of  employing more exotic multiscale representations,

such as curvelets, were considered in §... It is notable that the most dramatic de-

noising results published were from hybrid wavelet-curvelet methods that iterated

between wavelet and curvelet frames.

There is also no question that the iterative  deconvolution proposed by

Gureyev (see §..) yields lower-noise images in simulations than a single step de-

convolution. Although approaching from very different mathematical angles, these

inverse problem solutions seem to be converging on an iterative solution which

starts with the monomorphous object approximation. Incorporating constraints

such as requiring positive column-density and finite support is effortless in an iter-

ative solution. It seems likely that future algorithms will use some form of iterative

refinement of an initial deconvolution retrieval.

Iterative solutions may also be of use in pushing the resolution limit of diffrac-

tion-contrast methods; there is no reason not to use the angular spectrum for

forward- and back-propagation and so resolution may be pushed as far sub-wave-

length as the detector aperture and  allow.

X-ray results have not been discussed in this thesis. The assumption of full op-

tical coherence was eminently justified for the laser illumination used in cold atom

imaging. Nevertheless, a partially-coherent extension of  follows quite natu-

rally from the Guigay ansatz, and was given by Guigay as early as  []. Spatial

and temporal coherence modulation of the s were considered in some detail

by electron microscopists in the s. Further work on x-ray  should inves-

tigate the estimation and deconvolution of coherence effects in the linear model.

Such analyses would be particularly germane to diffraction patterns produced by

point-projection microscopes based on laboratory (microfocus) x-ray sources.

. Future work on cold-atom imaging

The obvious next step for  of cold atoms is to demonstrate non-destructive

imaging of . A quantitative comparison with Zernike phase-contrast would,

hopefully, verify claims made here about the greater quantitativity of . On a

practical level, I intend to make an interactive version of the retrieval code available

as bytecode for the  virtual machine. This will enable researchers to use the

algorithm without requiring an  license. The code is available at

http://eprints.unimelb.edu.au/archive//

http://eprints.unimelb.edu.au/archive/00000835/
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Although I have presented results of holographic ‘focusing’ on a single object,

the depth-of-field property of  would be better illustrated by focusing separately

on two objects where one is defocused. Simulations of this process will be presented

in a forthcoming paper [].

An intriuging extension of the depth-of-field concept arises if imaging atoms

trapped above a microstructured surface []. An imaging system focused on the

atom cloud also sees the reflection of the atom cloud in the surface, which is usually

polished to a mirror finish. The optical distance from the reflection to the detector

is longer, however, and the reflection is typically out of focus. Diffraction-contrast

imaging would be capable of focusing on either atom cloud. There seems little

point in having two images of the same cloud, until one realises that the reflection

is viewed along a different propagation axis. If the angle of incidence between the

illumination and the chip is 45° then the reflection is viewed orthogonally to the

direct image. Two orthogonal views may be sufficient to locate simple structures in

the atom cloud in -dimensions. Additional or segmented mirrors raise the possi-

bility of tomographic reconstruction from a single diffraction pattern.

Finally, the prospects seem bright for technical improvements to  appara-

tus. While lens designs have changed little in recent decades, detector technol-

ogy and computer power continue to increase and the advantages of holographic

imaging should grow in parallel. Ever larger s are being designed with smaller

pixels and faster readouts. Wavelength resolution imaging appears to be a realis-

tic prospect. Perhaps a future generation of atom chip experiments will include

integrated s on the substrate, with optical fibres providing point-projection il-

lumination. Diffraction contrast imaging would remove the need to integrate bulk

optics into microstructured cold atom devices.

u

    will be lead to the wider use of phase imaging in cold-atom

research. The technique works with the absorption imaging systems already in

use in most cold atom laboratories, converting them to potentially non-destructive

imaging systems by moving (or removing) a lens. It would most satisfying if this

work contributed to the unveiling of new dynamic processes in this fascinating state

of matter.
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Appendix A

Intensity: the result of optical

measurement

An optical detector converts energy from the electromagnetic field incident on its

area into some other form: chemical potential for a photoplate, a current from

a photodiode. Hence the intensity is identified with an energy flux with units of

power per unit area. The Maxwell equations lead directly to a continuity equa-

tion relating the rate of change of electromagnetic energy inside a volume to the

flux of electromagnetic energy through its surface [, p –]. The energy flux vec-

tor so derived, S = c/4πE × H is the Poynting vector. Many authors, including

Born &Wolf [, p ] and Nieto-Vesperinas [, p ], have appropriated the time-

averaged magnitude of the Poynting vector as the intensity I , writing I = |〈S〉|,
where 〈· · · 〉 indicates a time average over a period much longer than one optical

cycle. Marathay [, pp –] has pointed out that in general, this intensity is

not what is measured by photodetectors.

The Poynting vector of a plane wave is oriented along the direction of propaga-

tion and has magnitude |S| = c/8π
√
ε/µ E·E. It is common practice in the optics

literature to define intensity as the magnitude of the Poynting vector, but then to

use this plane-wave expression to calculate it, not only for a single plane wave, but

for arbitrary fields. Marathay considered two plane waves incident at  degrees to

a detector, both of wavelength λ but with perpendicular wavevectors, and polari-

sations in the plane of incidence. The Poynting vector S predicts λ/2 fringes while

E·E predicts the absence of fringes. The experiment was first performed by Wiener

in  []. No fringes were observed. The Wiener experiment also confirms

 Born and Wolf [, pp -] review this experiment conducted with photographic film as the de-
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the insensitivity of standard optical detectors to magnetic fields.

It is thus an matter of experimental fact that the intensity is, in general, not

the magnitude of the Poynting vector. It is quite remarkable that this is so rarely

recognised. Of course, this has little bearing on the validity of most of the literature,

which uses the form I ∝ 〈E·E〉 and only errs in deriving it from the false premise

I = |〈S〉|.
Finally, note that semi-classical [, §.] and fully quantised [, §.] treat-

ments of photodetection yields probabilities proportional to A·A for coherent fields,

where A is the vector potential of classical electrodynamics. In the Coulomb gauge

and in the absence of free charges the detection probability is proportional to E·E,

confirming the classical result. In light of this discussion, we assume in this thesis

that the intensity measured by photodetectors is given by

I =
√
ε

µ
〈E·E〉 (A.)

where ε is the dielectric permittivity and µ the magnetic permeability. As we are

only concerned with intensity ratios in this thesis, we discard the dimensional con-

stants, and write

I ≡ 〈E·E〉 =
〈

|E|2
〉

. (A.)

tector, and reference others confirming the result for other types of detector.
 Assuming free charges is particularly questionable when considering the coupling of the incident field

to the single electron photodetector! A quantum treatment of Wiener’s experiment does not seem to
have been attempted.



Appendix B

Rays in absorbing media

Kravtsov and Orlov’s book briefly discusses the problem of rays in absorbing media,

and we follow their treatment here [, §..]. As the refractive index enters the

wave equation as n2, we work with the real and imaginary parts of n2 = ε =
εr + iεi . Our global assumption that the deviation of refractive index from unity is

small, |n − 1| � 1, ensures that εi � εr . Expanding n = nr + ini = √
ε about εr

yields to first order

nr = √
εr , ni = εi

2
√
εr

. (B.)

The separation of ε into a real component and a much smaller imaginary compo-

nent is reminiscent of the first two terms of the asymptotic expansion (.). The

artifice employed by Kravtsov and Orlov is to make this similarity explicit, writing

εi = κ/k so that the separation of ε may be included in (., .), which to first

order become

(∇S)2 = εr , (B.)

2(∇A0∇S)+ A0∇2S + kεi A0 = 0. (B.)

It may be seen immediately that the eikonal equation is that of the equivalent non-

absorbing medium; to first order, rays follow the same paths as in the absence of

absorption. The absorption term εi manifest itself in the transport equation. In our

summary of ray optics, we have not discussed the evolution of amplitude along a

ray. It suffices to note that by transforming into local ray coordinates, the transport

equation reduces to a first-order ordinary differential equation [, §..] with

 Note that the equivalent equation (..) in Reference [] erroneously has ∇S in place of ∇2S.



    

solution:

A(P2) = A(P1) exp

(

−k

2

∫ P2

P1

∇2S
√
εr

+ εi√
εr

ds

)

= A(P1)√
J

exp

(

−k

2

εi√
εr

ds

)

. (B.)

Following Kravtsov, we have written the amplitude change due to ray propagation

in terms of the ray divergence J. We are not concerned with the form of J, merely

that it separates from the factor involving εi . The expressions for the evolution

along a ray of the amplitude (B.) and eikonal (.), let us write the wavefunc-

tion (.) to first order along a ray between points P1 and P2 as:

f (P2) = A(P2) exp(ikS(P2))

= A(P1)√
J

exp

(

−k

2

∫ P2

P1

εi√
εr

ds

)

exp

(

ikS(P1)+ ik

∫ P2

P1

√
εr ds

)

= A(P1)√
J

exp

(

ikS(P1)+ ik

∫ P2

P1

√
εr + i

εi

2
√
εr

ds

)

and then using (B.),

= A(P1)√
J

exp

(

ikS(P1)+ ik

∫ P2

P1

n ds

)

. (B.)

where n in the final line is the complex refractive index n = nr + ini . Hence weak

absorption may be accounted for by substituting the complex refractive index for

the real refractive index in the standard expression for optical path-length. This

result was obtained from Fermat’s principle by David Hilbert in  [].

Second-order corrections to this result were considered by Arsaev and Kin-

ber [], who showed that ray deviation due to absorption is in direction ∇(εi/εr ).

 Kravtsov does not complete the derivation, one must substitute his equation (..) into (..).



Appendix C

Origin of the twin-image in Gabor

in-line holography

The reconstruction of the wavefield may be understood by decomposing the origi-

nal wavefield incident on a thin photoplate into a reference wave F corresponding

to the illumination in the absence of the object, and a scattered wave f [, §.–].

The irradiance at the plate is then

I (x) =
∣
∣F(x)+ f (x)

∣
∣

2

= |F(x)|2 +
∣
∣ f (x)

∣
∣

2 + f (x)F∗(x)+ F(x) f ∗(x). (C.)

If the object is weakly absorbing, then the autocorrelation term | f (x)|2 may be ne-

glected. Assume that after processing, the photoplate is a positive with amplitude

transmittance proportional to the incident irradiance, that is, the aperture function

of the photoplate is q = β I . Illuminating the developed plate with the the same

source results in a reconstructed wavefield fr after the plate given by

fr (x) = F(x)q(x)

= βF(x)
(

|F(x)|2 + f (x)F∗(x)+ F(x) f ∗(x)
)

= β |F(x)|2 F(x)+ β |F(x)|2 f (x)+ βF2(x) f ∗(x) (C.)

where β is the response constant of the plate. Note that the first two terms are, up

to a constant, the original wavefield F + f that was initially incident on the plate.

 See Born and Wolf [, §..] for the full glory of the chemical information processing possible with
the Hurter-Driffield photographic response curve. Note that the plate shifts phase as well as absorbs,
and indeed phase holograms can yield more efficient reconstructions.
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The third term is, however, of the same magnitude and involves the conjugate of the

scattered field. It can be shown [, §..] that the conjugate term corresponds to

the formation of a real image after the photoplate.

An optical system focused on the virtual image corresponding to the f (x) term

will see an out-of-focus copy superimposed. An optical system focused on the real

image, or for that matter a photodetector placed in the real-image plane, similarly

registers an image of the object with a diffracted version of the virtual image su-

perimposed. If the optical system renders phase-contrast, the phase-shifts in the

real-image plane are seen to be reversed, as is the parallax; this is known as a pseu-

doscopic image. The impossibility of separating these two superposed images at the

reconstruction stage is known as the twin-image problem.



Appendix D

Wavelets in ten minutes

In less than two decades, wavelet analysis has revolutionised signal processing. Wave-

lets have also found application across the landscape of modern physics from elec-

tromagnetic propagation to Hartree-Fock calculations of atomic states []. How-

ever, while wavelet techniques are now indispensible in signal processing, they are

still unfamiliar to most physicists. This Appendix gives the shallowest of reviews

of what wavelets are, hinting at the connection between wavelet transforms and

space-frequency analysis.

There are many books and review articles on wavelets, although most address

specific mathematics or engineering audiences. The collection Wavelets in Physics

provides a good introduction and references selected for a physics audience [].

Although mine is a physics thesis, my use of wavelets is mostly for their image anal-

ysis properties and these are best explained in the comprehensive but clear treatise

of Mallat []. The introduction is particularly concise and available online (see

references). Much of this Appendix is based on Mallat’s discussions, with many of

the figures adapted with permission from his book. I have eschewed references to

the primary literature; Mallat and others give thorough reviews. The historical de-

velopment is readably presented in the popular summary by Hubbard []. The

Wavelet Digest [] is a monthly e-mail newsletter published since ; its website

links to new books and articles as they appear.

D. What is a wavelet?

A wavelet ψ is a function localised in both in location and in frequency. It must

have zero mean, that is
∫∞
−∞ ψ(x) dx = 0, and so must go to zero at the extremes



    

and have at least one zero-crossing. To ensure localisation in frequency, the Fourier

transform ψ̃ (u) must fall off rapidly enough that

∫ ∞

−∞

|ψ̃ (u)|2

|u| du < ∞, (D.)

which in practice is satisfied if ψ is continuously differentiable (C 1). It is easy to

‘draw’ a wavelet: starting off at zero, or on a zero-asymptote, draw as many wiggles

as desired without taking the pen off the paper, before returning or asymptoting

back to zero. As long as the areas above and below the axis are equal, you have

drawn an admissible wavelet.

A simple closed-form wavelet is the Mexican-hat wavelet depicted in Figure D.,

it is the second derivative of the Gaussian given by

ψ(x) = 2

π 1/4
√

3

(

x2 − 1
)

exp

(

− x2

2

)

. (D.)

We can make a family of atomsψu,s with different centres and spreads by translating

the wavelet by u and dilating (scaling) it by s:

ψu,s(x) = 1√
s
ψ

(
x − u

s

)

, (D.)

the factor ensures that the family remains normalised with ‖ψu,s‖ = 1.

D. The Continuous Wavelet Transform

The wavelet transform W f (u, s) of a function f is just the correlation, or inner

product, of f with the scaled and dilated wavelet, that is

W f (u, s) =
∫ ∞

−∞
f (x)ψ ∗

u,s(x) dx. (D.)

An example function f consisting of a piecewise smooth section and a very un-

smooth section is shown in Figure D. above its wavelet transform W f (u, s). Such

continuous wavelet transforms are useful in transient characterisation or edge-

detection, and have been used in the analysis of physical systems []. It clearly

results in a two-dimensional representation of a one-dimensional function, how-

ever. The question arises: can we find a sampling of the translation/dilation space

with lower – or even zero – redundancy?
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At fine scales, near the top of the wavelet transform plot, the value of the trans-

form differs from zero (mid-grey) only in the immediate vicinity of singularities:

sharp wavelets are enlisted only near sharp edges. If we could sample this plane

efficiently we might need only a few wavelets from each scale, even for signals con-

taining singularities.

D. Discrete sets of wavelets

The transition from the continuous Fourier transform to the discrete transform is

straightforward: frequency space is sampled on an even grid. A general sampling

of the wavelet transform is a much more complicated exercise [, §], but for our

purposes a dyadic sampling suffices. We sample the scale variable by octaves s = 2 j

using twice the number of translations u = 2 j n each time the scale is halved. Our

family of atoms derived from the wavelet ψ(x) is now

ψ j ,n(x) = 1√
2 j
ψ

(
x − 2 j n

2 j

)

where j , n are integers. (D.)

This sampling is depicted on the space-frequency plot Figure D., each box cen-

tre is a sampling point. The well-known Uncertainty principle demands that the

more localised the wavelet in space, the more spread out in frequency. The Heisen-

berg boxes have fixed area corresponding to the space-frequency product. With only

a rescaling of the frequency axis to become a scale axis, we can imagine that over-

laying this sampling grid on the continuous transform plot Figure D. might yield

an economic sampled representation of f (x). Only a few fine-scale wavelets in the

upper region of the plot would differ significantly from zero.

Dyadic sampling of the space-frequency plane may be compared to the sim-

ple rectangular grid of the windowed Fourier transform [, §.], or to the grid-

less but quadratic Wigner distribution or ambiguity function discussed in §. [,

§.].

D. Wavelet bases

Unfortunately, ‘drawing’ a wavelet ψ(x) and then scaling and translating it accord-

ing to (D.) to form a set {ψ j ,n(x)} does not usually make a basis, orthonormal or

otherwise. The set of dilates and translates of the nice, smooth, easy-to-write-down
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PSfrag replacements
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F D. Space-frequency tiling by dyadic sampling of wavelets. The wavelet
shown at left has half the width of the one at right, and so has j-index higher by
one and has twice the frequency spread. Adapted from p  of Reference .

Mexican-hat wavelet does not make a basis, for example. One wavelet that does gen-

erate a basis has been known since : the Haar wavelet shown in Figure D.. On

inspection the three example wavelets shown are clearly orthonormal. The Haar

basis is, however, very bad at approximating smoothly varying functions; consider

that even f (x) = x is approximated by a very inefficient staircase.

As is the wont of mathematicians, Yves Meyer was not satisfied with the non-

discovery of any orthonormal wavelets smoother than the Haar wavelet, and sat

down to prove there exists no smoother wavelet that generates an orthonormal

basis. He failed spectacularly, discovering in  an eponymous family of very

smooth (C∞) orthonormal wavelets, and arguably creating the field of wavelet

analysis in the process.

A plethora of orthogonal wavelets ensued, culminating in the construction of

a family of near-optimal orthogonal wavelets by Ingrid Daubechies in . Like

the Haar wavelets, Daubechies’ wavelets are compactly-supported but, unlike the

 Note that the Haar wavelet is clearly not continuously differentiable. It is not even continuous. Being
C1 was only a sufficient condition: the Haar wavelet does satisfy the admissibility criterion (D.).

 Exactly zero outside a finite range (the ‘support’).
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Haar wavelets, may be made as smooth as one desires. A few examples from the

Daubechies family are shown in Figure D.; note that as the wavelet becomes smooth,

its support spreads out. The family includes the Haar wavelet as Daubechies-, hav-

ing the narrowest support but the least smoothness.

Daubechies wavelets are strange-looking functions. You certainly can’t tell by

looking at them that they are orthonormal to their own dyadic dilates and trans-

lates. You may not be surprised that they lack a closed-form representation. In-

deed, the Haar wavelet is the only known orthogonal wavelet that may be written

down in closed form. Some orthogonal wavelets have piecewise-vanilla forms in

the Fourier representation, but Daubechies wavelets must be generated by a re-

cursive process. This absence of reassuring formulae for wavelets may have led

some non-mathematicians to think of wavelets as being of only numerical signifi-

cance. In fact, the mathematical foundation of multiresolution analysis firmly an-

chors wavelet methods to the bedrock of modern applied mathematics.

 Unfortunately any remotely proper discussion of the provenance of orthogonal wavelets must con-
sider scaling functions and multiresolution analysis. See § of Reference .



PSfrag replacements

−1 2

−1

1

x

Daubechies-
ψD(x)

PSfrag replacements

−3 4

−0.5

1

x

Daubechies-

ψD(x)

PSfrag replacements

−5 6

−1

1

x

Daubechies-
ψD(x)

PSfrag replacements

−11 12

−0.5

0.5

x

Daubechies-
ψD(x)

F D. Four Daubechies wavelets. Ticks on the x-axis show the com-
pact support of the wavelet. Higher-order Daubechies wavelets are genuinely
smoother (it is not an artefact of the plot resolution), but have wider support. The
Daubechies- and - wavelets are used in the ora algorithm described in §..



    

D. Choosing a wavelet

Wavelets have been described as furnishing the analyst with ‘an embarrassment of

riches’. Our images are finite, encouraging us to choose wavelets of compact sup-

port. Both Daubechies- and Daubechies- wavelets plotted on the page before

have compact support, but have dramatically different trade-offs between smooth-

ness and length of support. A signal singularity will interact with a greater number

of wavelets if the wavelets have long support, but such wavelets will be smoother

and better represent the non-singular portions of the signal.

It has been suggested [, p ] by Rioul that in image processing work,

wavelets that are once or twice continuously differentiable are sufficient. The great

frequency localisation available with higher-order wavelets is useful in audio com-

pression but irrelevant to broadly non-harmonic signals such as real-world images.

These heuristics suggest the Daubechies- wavelet would be a good choice, if we

had to choose a single wavelet basis for image processing. The wavelet-Wiener

filter used in the ora algorithm requires two bases. Using Daubechies- and

Daubechies- wavelets allows sufficient independence of the power spectra to make

the two basis approach worthwhile, but does not stray too far from our smoothness

ideal.

A number of adaptive algorithms are able to choose the best basis from a dic-

tionary of orthogonal bases [, pp –] [, §.]. Going beyond orthogonal

bases, the multiwavelet approach finesses the trade-off between smoothness and

support at the expense of a more complicated algorithm. In our application, these

enhancements likely offer only incremental benefit. Dramatic improvements over

the demonstrated ora performance would likely require the use of new geo-

metric multiresolution frames such as the curvelets discussed in §...

D. The Discrete Wavelet Transform

The (re)discovery of the  by Cooley and Tukey [] transformed Fourier analy-

sis from a mathematical abstraction to an essential tool of science and engineering.

Mallat’s discovery of the Discrete Wavelet Transform () is having a similar ef-

fect on wavelet analysis. Mallat’s discussion [, §.] is rigourous but opaque; in

 See § of Reference . This chapter, entitled ‘Which Wavelet?’, provides a clear and equation-free
overview of wavelet choice.
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ence .

preference, see §. of Reference  and pp – and § of Reference .

While the Cooley-Tukey algorithm decimates in space, the  decimates in

scale. Beginning with the original array s0 of N sampled data, two filters are applied:

a smoothing filter S and a detail filter D. The detail filter captures the finest textures

d1 in the sampled data and these are stored. The output of the smoothing filter

s1 is then filtered again, capturing detail d2 on a coarser scale and appending this

information to the store. Eventually the signal has been smoothed away completely

and we are left with only detail {d1, d2, . . . , dn} at progressively coarser scales.

It should be no surprise that the smoothed signal s1 may be represented by

fewer than N samples. In fact, the  throws away every second sample in the

output of both S and D filters. Hence the first smoothed signal s1 contains N/2

samples as does the first detail signal d1. After the second filtering stage, s2 and d2

contain only N/4 samples. The algorithm iterates more and more rapidly through

its shrinking signal s j until only two samples remain in sn . We have, however, been

 Numerical Recipes provides a review of wavelets opposite to this Appendix: it begins with the dis-
crete transform as a linear algebraic process and ultimately the Daubechies wavelets emerge rather
naturally from the matrix algebra.



    

accumulating the details d j of length N , N/2, N/4, . . . , 2 and so the length of this

output signal {d1, d2, . . . , dn , sn} is just N , the length of the input signal.

This output signal, composed of evenly-spaced spatial samples at dyadically

finer scales, is the  of the input. The devil is in the only detail, the choice of

the filters S and D. Not only must the information content of the signal be split

between the smoothed and detailed channels without loss, this must be done so

that the subsampling – the deletion of every second sample – does not result in any

loss of information either. Pairs of filters which can do this are known as conjugate

mirror filters and were invented by engineers some time before orthogonal wavelets

were discovered.

Mallat showed that for every orthogonal wavelet there is a pair of mirror fil-

ters. The Daubechies- wavelet has corresponding filters which are merely discrete

convolutions with a particular four element vector. Daubechies-p wavelets are con-

volutions with vectors of length 2p. Consequently, the  is fast, taking the same

number of operations as a moving average over p points. In other words it is an

O(N ) algorithm, even faster than the  which is O(N log N ).

Finally, the inverse  sketched in Figure D. begins with the two-element

smoothest approximation and progressively pads out and reinserts the detail. Finer

and finer scale approximations result until the original signal is reconstructed.

D. Wavelets in two dimensions

In this thesis, our signals are images, and our wavelets must be two-dimensional.

Getting a two dimensional wavelet basis is as simple as multiplying two one-dimen-

sional bases:

{

ψ jx ,n(x)ψ jy ,m(y)
}

with jx , jy , n, m integers. (D.)

This basis doesn’t sit well with our concept of resolution, however. The elements

having jx and jy differing by more than one or two have shapes highly elongated

along the x- or y-axes. We would prefer to have one scale which we bisect to attain

finer and finer resolution, rather than having two ‘resolutions’ defined along the

two axes.

A proper discussion of this concept of resolution in separable bases requires

an understanding of the role of scaling functions in multiresolution analysis [,

§.]. Instead, we jump straight to the discrete two-dimensional wavelet transform,
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depicted in Figure D..

Exactly the same conjugate mirror filters are used, now acting on the rows or

columns of the image. We extract first the row detail, subsample and then pass it

off to a second pair of the same filters but this time operating on columns. The S

subfilter output is smoothed over columns but contains row details; we’ll call it d2
1 .

The D subfilter output contains both row and column detail; call it d3
1 . Returning

to the output of the first filter pair, we now take the row smooth component and

extract column detail; this is d1
1 . Finally, the smooth output of the column filter

acting on the smooth output of the row filter is, indeed, an overall smoothing of

the image. This is s1, and is passed on to the next iteration of the algorithm. At each

scale j , we produce three detail subimages d1
j , d2

j and d3
j , corresponding to column-

detail, row-detail and block-detail.

For an N ×N pixel input image s0, the three sets of detail data dk
1 are each

1
2 N × 1

2 N pixels, the next three sets 1
4 N × 1

4 N and so on. We can arrange these in a

nested tiling of subimages Figure D.; it is clear that the transformed output is an

N ×N pixel image. Fine detail in the image is encoded in the d
j
1 subimages; they

show the enlistment of the finest scale wavelets near image edges. Progressively

coarser details are encoded in the smaller subimages nested towards the top-left.

Wavelet coefficients dk
j [n, m] are still parameterised by four integers, but these are

now the translation coordinates n and m, the row/column/block index k and a

single dyadic scale index j .
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Figure . demonstrated that Lena could be reconstructed with low distortion

from a relatively small number of significant wavelet coefficients, at least in com-

parison to a Fourier reconstruction. This efficiency is also displayed by the Lena

 on on the facing page: large areas of small wavelet coefficeints are visible as

the mid-grey regions.

Again, the transform is efficient, especially as the eight notionally distinct D

convolution operations factor into the six filtering steps shown in Figure D.. For

a K -element filter (K = 4 for Daubechies- wavelets) the full   is complete

in fewer than 8
3 K N 2 operations [, p ]. The inverse transform reverses the

filtering and upsamples, in exact analogy with the one-dimensional case [, Figure

.].

Note that the ora algorithm actually uses a redundant  [, §.]

so that the retrieval performance is shift-invariant. Performance decreases to be

of the same N log N order as the , although other shift-invariant transforms

mentioned in §.. may be more efficient.





Appendix E

Power dissipated in

anti-Helmholtz coils

It is readily shown with the Biot-Savart law that the magnetic field due to a loop

centred on the origin of radius r carrying current N I is axial and has value [, ??]

Bz = µ0N I

2

r2

(r2 + z2)
3/2

. (E.)

The field gradient ∂B/∂ z due to an anti-Helmholtz coil pair, spaced by r is then

∂Bz

∂ z

∣
∣
∣
∣

z=0

= −3µ0N I

2r2

(
4

5

)5/2

= 1.079
N I (amp)

r2 (cm2)
G/cm (E.)

where N I is in amperes and r in centimetres. The number of turns N of wire of

radius w which fit into the coil former of cross-sectional area A depicted in Figure E

is

N = A

4w2
, (E.)

assuming square packing. Ignoring the enamel thickness, the resistance R of the

coils is

R = ρ l

πw2
(E.)

where ρ is the resistivity and the total length of wire is

l = 2π rN (E.)



    - 

A r

z

w

N turns

F E. Geometry of a single coil former.

when the coil depth is much smaller than its radius. The Joule heating P is given by

P = RI 2 = ρ2π rN

πw2

(
1

0.859µ0N

∂B

∂ z
r2

)2

(E.)

where we have used (E.) and (E.) to find the resistance and (E.) to find the

current. Using (E.) this simplifies to

= 2.72ρ

µ2
0A

(
∂B

∂ z

)2

r5. (E.)

The heat load does not depend on the w, the thickness of wire used, which may then

be chosen to provide an appropriate resistive load for the power supply in use. Dis-

sipated heat may be reduced by increasing the coil area, although this increases the

expense and there are typically quite stringent mounting constraints. The sensitive

dependence on the radius r is the rather surprising result of this Appendix.



Appendix F

Noninterferometric phase imaging

of a neutral atomic beam

This Appendix is a facsimile of the paper

P. J. Fox, T. R. Mackin, L. D. Turner, I. Colton, K. A. Nugent and

R. E. Scholten.

Noninterferometric phase imaging of a neutral atomic beam.

Journal of the Optical Society of America  () –

( Aug).

The paper describes non-interferometric measurements of the generalised phase

of a rubidium atomic beam. The Transport-of-Intensity equation (.) is trivially

solved in one dimension. Assuming a pure-phase object, it is possible to retrieve

the phase-shift from a single beam profile. In this experiment the phase-shift was

induced in the atomic beam by a strong off-resonant tranveling laser beam orthog-

onal to the beam direction.

My contribution was primarily to the data analysis. In conjunction with Imo-

gen Colton, I also estimated the ultimate sensitivity of this non-interferometric

phase measurement and compared it to existing atom interferometers. Achiev-

ing  sensitivity comparable with traditional atom interferometers seemed pro-

hibitively difficult. As a consequence of this analysis, I decided to explore non-

interferometric optical measurement of laser-cooled atoms: in some senses an in-

version of the work described in this paper.



        

Noninterferometric phase imaging of a neutral
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We demonstrate quantitative phase imaging of a neutral atomic beam by using a noninterferometric tech-
nique. A collimated thermal atomic beam is phase shifted by an off-resonant traveling laser beam with both
a Gaussian and a TEM01 profile and with both red and blue detuning of as much as 50 GHz. Phase variations
of more than 1000 rad were recovered from velocity-selective measurements of the propagation of the atomic
beam and were found to be in quantitative agreement with theoretical predictions based on independently
measured phase object intensity profiles and detunings. © 2002 Optical Society of America

OCIS codes: 100.5070, 120.3180, 120.5050, 260.3160, 350.5030.

1. INTRODUCTION

The measurement of the phase of a wave field has been at
the heart of many advances in physics and is the basis of
many important applications. Measuring phase with
atomic matter waves offers advances in both fundamental
and applied precision experiments1; for example, neutral-
atom interferometry has been used to measure rotation,
gravity, and gravitational gradients with remarkable
precision.2,3

Phase is traditionally measured by interferometry and
indeed is often defined in terms of interference. Phase
can more generally be defined in terms of the propagation
direction of the wave field, which can be determined
noninterferometrically.4,5 The noninterferometric ap-
proach was initially developed for applications in adap-
tive optics and has now been demonstrated for visible mi-
croscopy, x rays, electrons, and neutrons.6 The technique
inherently determines both intensity and phase simulta-
neously, and it directly measures the phase rather than
its cosine. It does not require beam splitters or mirrors
and places minimal constraints on the temporal coher-
ence of the wave field. These factors are particularly
valuable for matter wave phase measurements and allow
us to demonstrate the approach with a simple collimated
thermal rubidium beam.

2. DEFINING PHASE

For an arbitrary matter wave, the time-averaged prob-
ability current is an average of momentum vector p over
the Wigner distribution W(r, p):

j~r! 5

1

m
E pW~r, p!dp, (1)

where m is the atomic mass and r is position. We can
define a function F such that

j~r! 5

1

m
r~r!¹F~r!, (2)

where r(r) is the probability density. We refer to F as the
generalized phase. For a stationary scalar wave field in
the coherent limit, that is, when the wave function can be
written as7 c (r) 5 Ar(r)exp iS(r)/\, the probability cur-
rent reduces to j(r) 5 r(r)¹S(r)/m, where S is the con-
ventional phase. In this limit the generalized phase and
the conventional phase are the same, but the generalized
phase remains well defined for partially coherent fields.
This is particularly important for a noncoherent field
such as the thermal atom source used in our experiments
and permits phase measurement in circumstances in
which interferometric recovery would not be possible.
Measurements of the generalized phase are equivalent to
measurements of the interferometric phase in cases when
interferometry is possible. For a polychromatic wave,
the generalized phase measurement yields the same re-
sult as interferometry at the average wavelength.4

In free space, in the absence of sources or sinks, conser-
vation of probability implies that ¹ • j(r) 5 0. In the
paraxial approximation, where the z derivative of the
phase is constant (]F/]z ' k and ]2F/]z2 ' 0), this con-
servation of probability may be written as the paraxial
transport-of-intensity equation (TIE; Ref. 8):

]r~r'!

]z
5 2

\

p
¹' • @r~r'!¹'F~r'!#, (3)

where r' is the two-dimensional position vector in the
plane normal to the propagation axis and p 5 \k the
atomic momentum. The TIE is derived from the para-
bolic wave equation, which is satisfied by the conven-
tional Fresnel diffraction result but with broader
applicability.8 Experimentally, the probability distribu-
tion is measured at two planes separated by Dz and the
derivative is calculated numerically. If the field is free of
singularities, sources, or sinks, then a unique solution for
phase exists9 and can be readily obtained by Fourier
techniques.5

In the experiments discussed here, we measured the
probability density by using fluorescence imaging in one
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dimension only. The solution of the TIE was then ob-
tained by twice integrating along x.

3. APPARATUS

Our experimental arrangement for measuring atomic
matter wave phase is shown in Fig. 1. A rubidium beam
was produced with a recirculating thermal source10 and
collimated in one dimension (along x) by polarization gra-
dient (lin 3 lin) laser cooling.11 The residual transverse
velocity distribution is Dv ' 6vr (FWHM), where vr

5 6 mm/s is the single-photon recoil velocity for Rb.
The atoms were then influenced by the phase object, an

off-resonant traveling wave laser beam propagating along
ŷ. The probability density of the phase-shifted matter
wave was determined by velocity-selective fluorescence
imaging. The fluorescence probe laser was incident at 9°
to the atomic beam and was detuned from resonance by
being locked to the first crossover peak 60.35 MHz below
the desired F 5 3 → F8 5 4 transition of 85Rb. The se-
lected longitudinal velocity group was then approximately
v 5 300 6 15 m/s (atomic de Broglie wavelength, ldB

5 0.016 nm), where the width is determined by the ge-
ometry and the saturated probe laser linewidth. The
fluorescence was imaged by use of a cooled CCD camera
with a 16-bit dynamic range and a spatial resolution in
the image plane of 6.43 6 0.05 mm.

To measure the longitudinal derivative, probability dis-
tributions are needed in two planes separated along
propagation axis ẑ. Initial measurements were made
with two fluorescence probes separated by approximately
6 mm. The small separation distance allowed both
probes to be imaged on the same CCD frame, but the dif-
ference between the two closely spaced images did not
have an adequate signal-to-noise ratio for accurate phase
recovery. A much larger effective separation was
achieved with a single fixed CCD imaging system and a
single fluorescence probe. Two images were acquired, at
10 cm from the nominal phase object location, with the
phase object on and off. The image with the phase object
off is equivalent to a fluorescence profile taken immedi-
ately after the phase object, with two provisos: First, the
unperturbed atomic beam profile should not change be-
tween the phase object’s location and the fluorescence
probe. We satisfy this condition by ensuring that the

atomic beam does not diverge significantly (e.g., by no
more than one imaging pixel width) over the separation
between effective imaging planes. For our divergence of
66vr /v the maximum separation distance was Dz

5 10 cm.
The object-on–object-off method also assumes that the

phase object is nonabsorbing. Using measurements in
two separated planes, we determined both the phase and
the probability distribution simultaneously and unam-
biguously. With only one measurement plane, the effects
of absorption cannot be distinguished from gradients in
the phase. Optical pumping produces an effect equiva-
lent to absorption, for example, by transferring atoms
from the 85Rb F 5 3 to the F 5 2 hyperfine ground state,
where they are not detected. To minimize this effect we
pumped the atoms back into the F 5 3 ground state with
a low-intensity (2 mW, Gaussian profile, 1-mm waist di-
ameter) repumping beam tuned to the F 5 2 → F8 5 3
transition.

4. PHASE OBJECTS

The phase object is a traveling wave laser beam propagat-
ing in the ŷ direction, interacting with the atoms by
means of the dipole potential. Spontaneous emission is
effectively isotropic and hence is neglected. For a laser
beam with intensity profile I(x, z) 5 I0G(x, z), the di-
pole potential is12

U~x, z ! 5

\d

2
lnF1 1

I0

Is

G2

~G2
1 4d 2!

G~x, z !G , (4)

where d 5 v 2 v0 is the detuning of the laser frequency
from resonance, Is is the saturation intensity for the
atomic transition, and G is the transition linewidth.

The phase object intensity profiles are

G00~x, z ! 5 expF22S x2

sx
2

1

z2

sz
2D G (5)

and G01(x, z) 5 (x2/sx
2)G00(x, z), where sx,z are the

characteristic 1/e2 beam widths. For the Gaussian phase
object, a 500-mW 780-nm single-mode Ti:sapphire laser
beam was focused at the atomic beam by an f 5 300 mm
focal-length lens. The measured beam waist was sx

5 200 mm.
The TEM01 beam was generated with a binary diffrac-

tive phase mask (Fig. 2) fabricated from a glass substrate
by excimer laser ablation.13 Approximately 8% (40 mW)
of the Ti:sapphire beam was diffracted into the first-order

Fig. 2. Scanning-electron micrograph of the diffraction mask
used to generate the TEM01 mode pattern, fabricated from a mi-
croscope coverslip by excimer-laser ablation, and the measured
(dotted curve) and calculated (solid curve) profiles along x.
Grating spacing, 20 mm.

Fig. 1. Experimental setup. The probability density of the
atomic beam is modified by interaction with an off-resonant laser
beam. Measurement of the fluorescence profile with the phase
object on and off determines the evolution of the atomic beam.
Images were taken with a CCD camera oriented along ŷ.
ECDL, external-cavity diode laser.
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TEM01 beam, focused with the f 5 300 mm lens to a mea-
sured beam waist of sx 5 485 mm and oriented such that
the dark band in the mode was along the atomic beam
axis.

5. RESULTS

The atomic probability distribution and the longitudinal
derivative were found from the sum and the difference of
phase-on and phase-off image averages. The phase was
then calculated by integration along x. Figure 3 shows
the results for the 40-mW TEM01 phase object in compari-
son with theoretical phase profiles calculated from the
projected dipole potential. The agreement is generally
good across the range of detunings. The phase-retrieval
algorithm successfully determined the sign and spatial
structure of the phase shift for variations in phase of
nearly 200 rad. Note that the asymmetry in the profile is
due partly to asymmetries in the laser mode that were not
taken into account with the theoretical profiles.

At smaller detunings (61 GHz) the recovered phase
profiles show significant distortions at the profile edges.
The distortions result from relatively noisy data at these
detunings, which are particularly significant in regions
where the phase gradient is small. We could avoid these
low-spatial-frequency artifacts by collecting additional
data and ensuring that the result had converged.

Figure 4 shows the recovered and the calculated phase
profiles for the 500-mW Gaussian profile phase object.
The agreement is excellent for negative detunings, in this
case for phase variations of more than 1000 rad. The
agreement is also good for large positive detunings, d
5 120, 50 GHz. Discrepancies occur at smaller positive
detunings as a result of optical pumping losses. With the
phase-on/phase-off method, optical pumping removes de-
tectable atoms from the center of the atomic beam, in-
creasing the apparent phase gradient and the integrated
phase shift. The saturated linewidth is approximately 6
GHz for the beam intensity used with the Gaussian phase
object; hence there is significant overlap with both hyper-

fine ground states (3-GHz splitting) for smaller detun-
ings. This effect increases the phase shift but was ne-
glected in the calculated phase.

The results in Figs. 3 and 4 indicate that the phase of
an incoherent atomic beam can be determined noninter-
ferometrically, quantitatively, and with detailed spatial
structure over a range of at least 1000 rad. Problems
with optical pumping losses at small detunings could be
alleviated by use of increased power in the repump laser
or by the use of 87Rb, which has a larger ground-state hy-
perfine separation, but a true separated-beam measure-
ment should provide a direct measurement of the losses
and an unambiguous determination of the phase profile.

Even for large phase shifts, interferometry demands
sufficient stability and coherence to measure phase varia-
tions of less than one fringe. With our noninterferomet-
ric approach the necessary experimental precision is de-
termined by the final desired phase resolution, which
might be many wavelengths. The minimum phase re-
solvable with our noninterferometric method is approxi-
mately DF 5 kDu, where Du is the imaging resolution.
With slow atoms (20 m/s), a phase-shift resolution of the
order of 10215 m is feasible. Further research will de-
velop the technique with slow atoms and for retrieving
phase in two dimensions, where interferometry is particu-
larly difficult and the phase-recovery algorithm is inher-
ently more stable.

ACKNOWLEDGMENTS

We thank E. Harvey for collaboration in fabricating phase
masks and D. Paganin and A. Barty for helpful discus-
sions.

R. Scholten’s email address is r.scholten
@physics.unimelb.edu.au.

REFERENCES
1. P. R. Berman, ed., Atom Interferometry (Academic, San Di-

ego, Calif., 1997).
2. T. L. Gustavson, A. Landragin, and M. A. Kasevich, ‘‘Rota-

tion sensing with a dual atom-interferometer Sagnac gyro-
scope,’’ Class. Quantum Grav. 17, 2385–2398 (2000).

Fig. 3. Retrieved phase at ldB 5 0.016 nm for TEM01 phase ob-
jects. Results at small detunings show low-spatial-frequency ar-
tifacts induced by noise in regions of small phase gradients. The
statistical uncertainty in the original fluorescence images is
0.3%.

Fig. 4. Retrieved phase at ldB 5 0.016 nm for Gaussian phase
objects. The discrepancy at small positive detunings is due to
optical pumping losses into the undetected hyperfine ground
state.

Fox et al. Vol. 19, No. 8 /August 2002 /J. Opt. Soc. Am. B 1775



        () – () 

3. A. Peters, K. Y. Chung, and S. Chu, ‘‘Measurement of gravi-
tational acceleration by dropping atoms,’’ Nature 400, 849–
852 (1999).

4. K. A. Nugent and D. Paganin, ‘‘Matter–wave phase mea-
surement: a noninterferometric approach,’’ Phys. Rev. A
61, 063614 (2000).

5. D. Paganin and K. A. Nugent, ‘‘Noninterferometric phase
imaging with partially coherent light,’’ Phys. Rev. Lett. 80,
2586–2589 (1998).

6. K. A. Nugent, D. Paganin, and T. E. Gureyev, ‘‘A phase od-
yssey,’’ Phys. Today 54(8), 27–32 (2001).

7. A. Messiah, Quantum Mechanics (North-Holland, Amster-
dam, 1961), Vol. 1, p. 222.

8. M. R. Teague, ‘‘Deterministic phase retrieval: a Green’s
function solution,’’ J. Opt. Soc. Am. A 73, 1434–1441 (1983).

9. T. E. Gureyev, A. Roberts, and K. A. Nugent, ‘‘Partially co-

herent fields, the transport-of-intensity equation, and
phase uniqueness,’’ J. Opt. Soc. Am. A 12, 1942–1946
(1995).

10. M. R. Walkiewicz, P. J. Fox, and R. E. Scholten, ‘‘Candle-
stick rubidium beam source,’’ Rev. Sci. Instrum. 71, 3342–
3344 (2000).

11. R. E. Scholten, R. Gupta, J. J. McClelland, R. J. Celotta, M.
S. Levenson, and M. G. Vangel, ‘‘Laser collimation of a chro-
mium beam,’’ Phys. Rev. A 55, 1331–1338 (1997).

12. J. P. Gordon and A. Ashkin, ‘‘Motion of atoms in a radiation
trap,’’ Phys. Rev. A 21, 1606–1617 (1980).

13. E. C. Harvey, J. P. Hayes, B. C. Dempster, T. R. Mackin, and
R. E. Scholten, ‘‘Excimer laser ablation used for the fabri-
cation of micro-optic phase and diffraction elements,’’ in
Micro-Opto-Electro-Mechanical Systems, R. R. Syms, ed.,
Proc. SPIE 4075, 152–158 (2000).

1776 J. Opt. Soc. Am. B/Vol. 19, No. 8 /August 2002 Fox et al.





Appendix G

Frequency noise characterisation

of narrow linewidth diode lasers

This Appendix is a facsimile of the paper

L. D. Turner, K. P. Weber, C. J. Hawthorn and R. E. Scholten.

Frequency noise characterisation of narrow linewidth diode lasers.

Optics Communications (–) – ( Jan).

This paper describes the use of a single-chip phase-locked loop circuit to demod-

ulate the beat-note between two external-cavity diode lasers (s). Frequency

analysis of the demodulated signal gives a direct measurement of the optical fre-

quency noise of the lasers. This technique enabled us to identify and eliminate in-

dividual noise sources affecting our lasers as well as measuring the coloured noise

spectrum, a necessary step in designing the laser servo (see §.).

I designed, tested and calibrated the -demodulator circuit and obtained and

analysed most of the data presented in the paper.
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Abstract

We examine several approaches to laser frequency noise measurement in the frequency and time domains. Com-

monly employed methods such as optical frequency discrimination and the Allan variance are found to be complex,

expensive, time-consuming, or incomplete. We describe a practical method of demodulating a laser beat note to

measure a frequency noise spectrum, using a phase-locked loop frequency discriminator based on a single low-cost

integrated circuit. This method measures the frequency noise spectrum of a laser directly and in detail and is insensitive

to intensity fluctuations. The advantages of this scheme are demonstrated through measurement of the frequency noise

spectrum for two external cavity diode lasers (ECDL), clearly distinguishing several common noise sources. These are

isolated and removed, reducing the individual laser rms linewidth from 2 MHz to 450 kHz. The spectrum is used to

calculate the Allan variance, which shows almost none of the important information. � 2002 Elsevier Science B.V. All

rights reserved.

PACS: 42.55.-f; 42.55.Px; 42.60.Mi; 42.60.-v

Keywords: Diode lasers; Frequency noise; Frequency discrimination

1. Introduction

Narrow linewidth and highly stable lasers are

critically important in fields as diverse as optical

communications, laser cooling and atomic

frequency standards. When designing a laser sys-

tem, the identification and removal of frequency

noise sources is crucial to narrowing the linewidth.

Accurate measurement of the laser frequency

stability is also often required as an experimental

parameter.

External cavity diode lasers (ECDLs) are a

common example of such narrow linewidth lasers

[1]. ECDLs use semiconductor diode lasers in an

external cavity with dispersive feedback, often

from a diffraction grating. The linewidth is greatly

reduced with respect to the diode alone, and the

laser can be tuned through the broad gain curve of

the diode.
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ECDLs exhibit varying forms of frequency

noise from environmental, fundamental, and ar-

tificial sources. Environmental noise includes 50

or 60 Hz power-line-induced noise, and acousti-

cally coupled noise, in particular at frequencies

corresponding to mechanical resonances. Funda-

mental noise is typically dominated by white

phase noise at high frequencies and flicker

frequency noise (also known as 1=f noise or pink
noise) at low frequencies [2]. The flicker

frequency noise is often the dominant component

of the linewidth, and so it is common practice to

stabilise the laser to an external frequency refer-

ence, for example a Fabry–Perot etalon or sub-

Doppler atomic resonance. The feedback systems

usually rely on dithering the laser frequency [3] or

the reference frequency [4], but in both cases it is

common to find significant noise at the dither

frequency, thus introducing an artificial source of

frequency noise.

2. Measurement of laser frequency noise

Laser frequency noise may be measured directly

at the optical frequency, or by heterodyning to a

reference laser.

2.1. Optical frequency discrimination

Direct optical measurements use an optical

frequency discriminator to convert frequency

modulation to intensity modulation. Common

examples are transmission at the side of a Fabry–

Perot etalon fringe [5], or the side of an atomic

absorption resonance [6], either Doppler-broad-

ened or sub-Doppler. These can be convenient and

low cost, but high frequency resolution, signal to

noise ratio, and stability are more difficult to

achieve. In addition, such optical frequency dis-

criminators typically do not distinguish between

frequency and intensity fluctuations. This lack of

distinction between the two types of fluctuations is

particularly important when analysing the fre-

quency noise of diode lasers, because fluctuations

in the injection current affect both frequency and

output power.

2.2. Radio frequency discrimination

Laser frequency noise can also be measured by

heterodyning two lasers, for example by superim-

posing the two beams on a fast photodiode (PD) to

produce a radio frequency (rf) beat note at the dif-

ference frequency. Frequency fluctuations apparent

in the beat note are the combination of the indi-

vidual frequency fluctuations of the lasers. A single

laser can also be superimposed with itself via a fiber

delay loop [7], but such self-homodyne systems are

ill-suited to measuring laser noise at low frequen-

cies, since impracticably long delays are required.

The heterodyne method is very commonly used

to obtain a measure of the linewidth of a laser. The

beat note is analysed with an rf spectrum analyser

and the width of the spectral peak at the beat

frequency, averaged over some measurement time,

is taken as the combined laser linewidth. Unfor-

tunately this provides very little information on

the composition, and hence sources, of the fre-

quency noise [2].

3. Analysis of radio frequency spectra

Frequency noise analysis of the beat signal can

provide this information, either in the frequency

domain or in the time domain. The beat note sig-

nal produced by lasers with frequency difference m0
has voltage

V ðtÞ ¼ V0ðtÞ sin½2pm0 þ /ðtÞ�; ð1Þ
where V0ðtÞ describes amplitude fluctuations of the
two lasers and /ðtÞ is the difference of the indi-
vidual phases. The instantaneous beat frequency is

mðtÞ ¼ m0 þ
1

2p

d/ðtÞ
dt

¼ m0 þ DmðtÞ ð2Þ

with frequency fluctuations DmðtÞ � m0.

3.1. Time domain frequency analysis

The time domain parameters are variances of

multiple measurements of the instantaneous

frequency mðtÞ each of period s. The standard

measure is the Allan variance, the zero dead-time

two-sample deviation over a given time period s:
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r2ðsÞ ¼ 1

2
msðtÞ½

D

� msðt þ sÞ�2
E

; ð3Þ

where the brackets h i denote time averaging. The
measurement of an Allan variance requires two

frequency counters, a pulse sequencer, and a

computer with data acquisition system to calculate

the variance at each time interval [8].

3.2. Frequency domain analysis

The fundamental parameter in the frequency

domain is the frequency noise power spectral

density, measured in Hz2=Hz, given by

SDmðf Þ ¼ 2

Z 1

0

DmðtÞDmðth þ sÞi expð�i2pf sÞds;

ð4Þ

where f is termed the Fourier frequency. The root

mean square (rms) linewidth Dmrms is then

Dm2rms ¼
Z 1

0

SDmðf Þdf : ð5Þ

The beat note linewidth measured on an rf spec-

trum analyser is not simply related to the rms

linewidth. If the frequency noise spectrum is a delta

function, the rf beat spectrum will be approxi-

mately rectangular with width of L ¼ 2
ffiffiffi

2
p

Dmrms. If

the rf beat spectrum is Gaussian, the full width at

half maximum (FWHM) will be 2:35Dmrms [9].
The Allan variance may be determined from the

frequency noise spectrum SDm by the integral [10]

r2ðsÞ ¼ 2

Z 1

0

SDmðf Þ
sin4 ðpf sÞ
ðpf sÞ2

df ð6Þ

but in general the frequency noise spectrum cannot

be determined from the Allan variance [11]. The

frequency noise spectrum is therefore preferable to

the Allan variance.

4. Experiment

4.1. Phase-locked loop frequency discriminator

The frequency noise spectrum may be recovered

directly from the beat signal with a frequency

discriminator which outputs a voltage propor-

tional to DmðtÞ, with minimal dependence on am-
plitude fluctuations V0ðtÞ. The power spectral

density of this voltage, for example acquired with

an audio frequency spectrum analyser, is SDm.

Previous experiments using discriminators have

required complex rf electronics [12] and suffered

from poor spectral resolution [13]. We describe a

simple frequency discriminator and its application

to ECDLs, and demonstrate the increased infor-

mation over the rf beat spectrum alone and over

Allan variance measurements.

We use a single chip phase-locked loop (Philips

SA568), which consists of a local voltage con-

trolled oscillator phase-locked to the input signal

with a phase detector and feedback loop. The

feedback voltage depends on the frequency of the

input signal. Unlike previously employed dis-

criminators, this frequency discriminator operates

across a broad range of beat note frequencies from

40 to 110 MHz, tracks frequency deviations of up

to 10 MHz, and is insensitive to amplitude mod-

ulation (20 dB rejection).

Fig. 1 is a schematic of our apparatus. The

single frequency output beams from two ECDL

[14] are superimposed on a New Focus 1621

photodetector. The beat signal was amplified by

32dB with a wideband MMIC (Agilent MSA-

0886) and fed directly into the SA568. Our circuit

Fig. 1. Two external cavity diode lasers (ECDLs), locked to

saturated absorption resonances, were superimposed with a

non-polarising beamsplitter (NPS) onto a fast photodiode

(PD). The heterodyne signal was pre-amplified and analysed

with a frequency discriminator (Philips SA568) and the fre-

quency spectrum acquired with any one of the audio frequency

spectrum analysers shown.
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uses only a few associated passive components, as

specified in the Agilent and Philips datasheets. For

normal laboratory use, the frequency discrimina-

tor output spectrum can be acquired with an os-

cilloscope with FFT capability, a lock-in amplifier,

or the audio digitiser of a personal computer

sound card. For the high-resolution results pre-

sented here, we used an SRS760 FFT audio fre-

quency spectrum analyser.

4.2. External cavity diode lasers

The ECDL are based on the Littrow configu-

ration design of Arnold et al. [15] (Fig. 2). Each

consists of a Sanyo DL-7140-201 laser diode and

aspheric collimating lens (f ¼ 4:5 mm 0.55NA,

Thorlabs C230TM-B) mounted in a collimation

tube (Thorlabs LT230P5-B) fixed to a modified

mirror mount (Newport U100-P). A 10 kX

thermistor sensor and Peltier thermoelectric cooler

(Melcor CP1.4-71-045L, 30 30 3:3 mm3) are

used to stabilise the diode temperature. A gold-

coated diffraction grating provides wavelength-se-

lective feedback. We use Richardson Grating

Laboratory 3301FL-330H gratings with 1800

lines/mm on a 15 15 3 mm3 substrate, with a

typical diffraction efficiency of about 15%. Up to

80% of the intra-cavity power is directly reflected

to form the output beam. The grating is attached

to the front face of the modified U100-P, which

provides vertical and horizontal grating adjust-

ment. A 1 mm thick PZT piezoelectric transducer

disk under the grating is used to modify the cavity

length for fine frequency tuning. The output beam

is reflected from a mirror attached to the grating

arm. The double reflection from grating and mir-

ror maintains a fixed output beam direction as the

grating angle and lasing wavelength is adjusted

[14]. The output power is typically 40 mW at 780

nm, and the wavelength can be tuned discontinu-

ously over a 10 nm range by rotation of the grating

alone, and over a wider range with suitable tem-

perature adjustment.

The lasers also have a stacked piezoelectric

transducer (Tokin AE0203D04) which drives the

grating–mirror pivot arm. This stack alters the

grating angle and the cavity length, allowing

electronic wavelength adjustment of 20 GHz over

the 100 V range of the stack. This allows greater

scanning range and much safer voltages compared

to the original design [15].

Each laser is mounted to a heavy (5 kg) metal

base to provide inertial and thermal damping. The

base is isolated from the optical bench with vi-

scoelastic polymer (Sorbothane) at the corners and

enclosed with an aluminum cover, which is also

isolated from the laser by strips of Sorbothane.

The laser and saturated absorption optics are

covered with an acrylic enclosure. The aluminum

cover and acrylic enclosure shield the lasers from

air currents, improve temperature stability, and

suppress acoustic vibrations.

The laser frequencies were stabilised to two

saturated absorption peaks in a rubidium vapour

cell using ac (heterodyne) locking [3]. The laser

frequencies were initially dithered at 23 and 29

kHz by modulation of the piezo disk voltage. The

saturated absorption signals are detected with sil-

icon photodetectors (Burr-Brown OPT210) and a

home-made lock-in amplifier. One laser was

Fig. 2. External cavity diode laser design, based on [15]. An

AlGaAs laser diode, aspheric collimation lens, and diffraction

grating in a Littrow configuration, are mounted in a kinematic

mirror mount. A thermistor temperature sensor is used for

feedback to stabilise the laser temperature with a thermoelectric

cooler (not shown). An LM35 semiconductor sensor provides a

separate temperature readout. The mirror maintains a fixed

output beam direction as the grating angle is adjusted [14]. A

piezoelectric stack is used to adjust the grating angle and hence

wavelength (20 GHz/100 V) and a piezo disk adjusts the cavity

length for frequency locking feedback.
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locked to the Rb85 5S1=2ðF ¼ 2Þ ! 5P3=2ðF 0 ¼ 3Þ
hyperfine transition and the other to the

Rb85 5S1=2ðF ¼ 2Þ ! 52P3=2ðF 0 ¼ 2; 3Þ crossover,

separated by 60.35 MHz.

4.3. Frequency noise spectra

The rf beat between the two lasers was mea-

sured with an rf spectrum analyser (Fig. 3), and

with our phase-locked loop frequency discrimina-

tor (Fig. 4). Once the SA568 internal oscillator

frequency was set to within a few MHz of the beat

frequency, no further adjustments were necessary.

The SA568 output was analysed with the FFT

spectrum analyser to produce the frequency noise

spectra shown in Fig. 4.

The modulator voltage output per unit fre-

quency deviation input was calibrated by the

Bessel null method [16] in which absolute fre-

quency deviations are measured by viewing carrier

suppression on an rf spectrum analyser. This cal-

ibration is not required for general application,

where only the relative contribution of frequency

noise sources in a laser system is needed. Even if

absolute quantitation is desirable, the rf spectrum

analyser is necessary only for a once-off calibra-

tion.

The detail evident in the spectra of Fig. 4 im-

mediately illustrates the power of this method. The

prominent peaks at 50 and 150 Hz in spectrum (B)

are power-line harmonics which are evident up to

6 kHz. The sharp resonance at 990 Hz is due to a

turbo-pump on the same optical bench as the ex-

periment. The broad resonance around 1100 Hz is

an acoustic mode of the aluminum laser enclosure,

while the series of resonances between 2 and 7 kHz

are mechanical modes of the mirror mount on

which the laser diode and grating are fixed. Peaks

due to the dither imposed on the lasers are clearly

resolved at 23 and 29 kHz. The overall 1=f char-
acter is apparent above the bandwidth limit of our

control loop ðf > 2 kHzÞ.
Integrating frequency noise spectrum B using

Eq. (5), we find Dmrms ¼ 1:05 MHz. The rf beat
spectrum (Fig. 3(a)) is approximately rectangular,

hence we expect a FWHM linewidth of L ¼
2

ffiffiffi

2
p

Dmrms ¼ 2:97 MHz, which is consistent with

the measured results. This corresponds to indi-

vidual laser linewidths of 2 MHz.

Similarly, the relative contribution of the dither

and the mechanical modes may be assessed by

integrating over the appropriate range of Fourier

frequencies. The two dither contributions are 0.6

(a)

(b)

Fig. 3. (a) Beatnote spectra for two ECDLs locked to Rb

transitions at 780 nm, separated by 60.3 MHz, before and after

noise minimisation modifications. (b) Detail of the beatnote

spectrum after noise minimisation modifications, taken with 3

kHz resolution bandwidth, averaged over 64 sweeps of 2 s each.

The close agreement with a Gaussian fit (smooth curve) indi-

cates that the deviations in laser frequency are large compared

to the frequencies of modulation [9].

Fig. 4. Frequency noise linear spectral density (the square-root

of the power spectral density SDmðf Þ) of ECDL beat note, before
(B) and after (A) noise minimisation modifications.
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and 0:15 MHz2, and the total contribution of

mechanical modes and power harmonics for both

lasers was 0:2 MHz2. The square root of the sum
of these almost completely accounts for the total

rms linewidth.

4.4. Allan variance

Fig. 5 shows the Allan variance of the beat note

calculated using Eq. (6). Very little spectral detail

is evident. The oscillations at s > 10 ms are due to

the 50 and 150 Hz harmonics of the power line.

Oscillations due to the dither for s between 10 and

100 ls are barely discernible. The resolution of

subtle fluctuations due to the dither would require

prohibitively large numbers of frequency counts at

every delay. The region between 0.1 and 10 ms

corresponds to the mechanical modes. Here the

Allan variance is amorphous, showing none of the

rich structure of Fig. 4. Due to the need to make a

large number of counts for every period, deter-

mining an Allan variance spectrum is a laborious

process, especially for long periods (low frequen-

cies). In contrast, a frequency noise spectrum such

as Fig. 4 may be obtained in seconds.

4.5. Distinguishing and eliminating noise sources

The rf beat spectrum of Fig. 3 is a useful mea-

sure of laser performance, but provides little in-

sight into the sources of laser noise. In contrast,

the detailed laser frequency noise spectrum of Fig.

4 allows identification of the primary sources of

laser noise, such as the power-line harmonics,

turbo-pump, dither modulation, and mechanical

noise. By distinguishing these separate compo-

nents, it was possible to systematically reduce each

noise source.

The power-line harmonics were minimised by

careful elimination of ground loops. Changes to

the ground circuits produced changes in the laser

frequency noise which were readily apparent in

real time from the demodulated spectrum.

The turbo-pump-induced noise was only a small

contribution to the total laser linewidth, but was

nevertheless eliminated by relocating the lasers to a

separate optical table.

The dither modulation frequency noise, caused

by modulation of the cavity length via the piezo

disk, was reduced by locking to a modulation of

the atomic reference frequency rather than the la-

ser [4]. The atomic absorption resonance frequency

was modulated by the Zeeman effect, using sole-

noid coils around our vapour cells. The locking

electronics did not completely demodulate the di-

ther frequencies, and hence produced small mod-

ulations of the lasers as seen from the peaks in the

final laser noise spectrum, at the new dither fre-

quencies of 57 and 68 kHz.

The mechanical noise was investigated by sys-

tematically modifying various components of the

laser, for example by adding small masses or in-

elastic damping to the grating, the mirror mount

arm, and the retaining springs of the mirror

mount. These changes produced frequency shifts

of different noise peaks which allowed identifica-

tion of the mechanical noise sources. Through

these explorations, it became apparent that the

grating arm and associated retaining springs of the

mirror mount were the primary source.

The lasers were initially stabilised by feedback

to the piezo stack, which tunes the laser by rota-

tion of the grating, causing a frequency shift of 200

MHz/V. The stack was driven by a high-voltage

Fig. 5. Allan variance calculated from frequency noise data in

Fig. 4. The inset shows an expanded view with an added curve

(dashed) calculated from a frequency noise spectrum from

which the higher frequency dither peak has been deleted (� � �).
The two variances are almost indistinguishable, whereas in Fig.

4 the dither peaks are clearly resolved.
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(150 V) amplifier with a gain of 10, leading to a net

amplification of 2 MHz/mV from the feedback

circuit. Thus, the initial laser linewidth of 2 MHz is

consistent with just 1 mV of noise in the feedback

circuit.

The stack-induced mechanical noise was mini-

mised by connecting the high-voltage feedback to

the piezo disk rather than the stack. This reduced

the laser linewidth to 400 kHz, but unfortunately

also reduced the scanning range of the laser to

approximately 1.3 GHz. A regulated and filtered

variable dc supply was applied to the stack to al-

low laser frequency offset adjustment and hence

recover the broad tuning range, with only a small

penalty in the linewidth.

The final rf beat and frequency noise spectra are

shown in Figs. 3 and 4. From the rf beat spectrum,

the combined FWHM linewidth has been reduced

from 3 MHz to 640 kHz, consistent with individ-

ual laser linewidth reductions from 2 MHz to 450

kHz. Integrating the frequency noise spectrum

(Eq. (5)), we find Dmrms ¼ 540 kHz corresponding

to a FWHM linewidth of 635 kHz, in excellent

agreement with the rf width.

The final linear spectral density noise of Fig. 4

has increased by approximately 5 dB at low fre-

quencies, but is substantially smaller over most of

the spectral range. The increased noise at low

frequencies is due to a limitation of the simple

feedback servo circuit which used only an inte-

grator, leading to excessive gain at low frequen-

cies. While a more complex circuit could reduce

this noise, we expect that even if the noise in this

band was completely eliminated, each laser line-

width would be reduced by just 70 kHz.

5. Conclusion

These results show that phase-locked loop fre-

quency discrimination provides an unambiguous

and high-resolution frequency noise spectrum us-

ing common laboratory test equipment. The fre-

quency discriminator separates frequency noise

from intensity noise, which is particularly valuable

in characterising diode laser systems. In contrast

with Allan variance analysis, electronic, mechani-

cal and acoustic noise sources may be clearly

identified and observed in real time. The method

is applicable to lasers stabilised by electronic

and by optical means and is capable of analysing

lasers with linewidths from 10 MHz down to a few

kHz.
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Appendix H

Off-resonant defocus-contrast

imaging of cold atoms

This Appendix is a facsimile of the paper

L. D. Turner, K. P. Weber, D. Paganin and R. E. Scholten.

Off-resonant defocus-contrast imaging of cold atoms.

Optics Letters () – ( Feb).

This paper presents results from the first series of experiments with defocus-con-

trast imaging. Images were taken by Karl Weber during  July. In late  and

early  I processed these images with the -based retrieval algorithm (derived

by David Paganin and co-workers and described in §.). This paper presents this

-based work.

While writing this paper I became aware of the contrast-transfer formalism, but
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We demonstrate the retrieval of column-density images of cold atoms, using a noninterferometric phase-
recovery technique based on a single off-resonant and defocused intensity image. The quantitative column
density is retrieved via Fourier inversion and remains robust with respect to detuning and defocus. The
technique offers excellent prospects for simple, nondestructive imaging of atoms in magnetic and optical traps
and condensates. © 2004 Optical Society of America
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Optical imaging provides a powerful diagnostic
method for a diverse range of experiments involv-
ing cold atoms. On-resonant absorption imaging is
predominant, despite its limited dynamic range and
recoil heating. Off-resonant phase-imaging tech-
niques have allowed nondestructive and quantitative
imaging of Bose–Einstein condensates1,2 (BECs), but
conventional approaches require precisely aligned
phase plates or interferometers. We describe how
one may exploit Fresnel diffraction of an off-resonant
probe beam to observe weakly absorbing cold atoms in
phase contrast, using a standard absorption imaging
configuration modified only by a small defocus of the
imaging lens.

Off-resonant imaging relies on rendering phase
shifts into intensity variations measurable with a
CCD detector. Interferometry is the classic approach,
for example, in the recent implementation of off-axis
digital holography,3 but it is awkward to construct and
align an interferometer around a cold atom sample.
The Zernike phase-contrast technique4 forms a
common-path interferometer in which the background
unscattered wave serves as the interferometric ref-
erence. A p�2 phase plate inserted in the Fourier
plane of an image relay system shifts the phase
of the unscattered probe wave so that it interferes
with the field retarded by the atoms to produce a
phase-contrast image. Difficulties associated with
precise fabrication of the phase plate and exacting
alignment requirements have impeded the application
of the Zernike method to atom imaging.1

The Zernike phase plate produces an intensity
signal that is approximately linear in the phase shift
for small phase shifts. A phase-contrast signal is also
produced through Fresnel diffraction. The effect is
familiar in optical microscopy, where dark and bright
contours appear at the edges of a transparent object
(e.g., a cell, an optical f iber) at the slightest defocus.
The diffracted intensity image can be compared to a
calculated diffraction pattern and hence used to f it the
atom column density.5 Absorption and phase-shift
information can also be retrieved directly from the
Fresnel diffraction pattern by inverse methods. In
particular, a solution was recently derived for the
special case of x-ray imaging of homogeneous samples,
where absorption and phase retardation are both
functions only of the object thickness.6 Here we
outline this result as applied to the retrieval of a

column-density image of cold atomic gas from a single
defocus-contrast image.

A probe beam propagates through the atom cloud
and diffracts in the free space beyond (Fig. 1). The
probe beam is described as a scalar plane wave of com-
plex amplitude U in propagating along the z axis, inci-
dent on an object with a spatial distribution of complex
refractive index n�r, z�. For an optically thin object,
the amplitude over the exit plane is

U �r, z � 0� � Uin exp

Ω

ik0

Z

�n�r, z� 2 1� dz

æ
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where k0 � 2p�l0 is the wave number for vacuum
probe wavelength l0 and r � �x, y� are the transverse
coordinates.

The complex refractive index for a sample of
two-level atoms with number density r�r, z� can be
written as7
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nr and ni are the real and the imaginary refractive-
index components normalized to the atomic density
and relative to vacuum, and d is the detuning in full
linewidths; it follows that nr�ni � 22d. We wish to
measure the integrated column density of the sample,
r�r� �

R

r�r, z� dz. The intensity I and phase f of the
field at the exit plane are

I �r, z � 0�� jU �r, z � 0�j2 � Iin exp�22k0nir�r�� , (4)

f�r,z � 0�� k0nrr�r� , (5)

Fig. 1. Schematic of the imaging configuration. A cloud
of 85Rb atoms was illuminated with a f iber-coupled and col-
limated laser beam detuned from resonance. A lens reim-
aged the light from a plane at defocus distance R onto a
CCD. Rays illustrate the antilensing for above-resonance
illumination.
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where Iin � jUinj2. Equation (4) is the familiar Beer–
Lambert law, the basis of absorption imaging.

The paraxial wave equation implies a continu-
ity equation, known as the transport-of-intensity
equation8

=� ? �I �r, z�=�f�r, z�� � 2k0

≠

≠z
I �r, z� , (6)

where =� is the gradient operator in the transverse
plane. Substituting from Eqs. (4) and (5) and evalu-
ating at the plane z � 0, this may be written in terms
of r�r� as

nr

2k0ni
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We approximate the intensity derivative ≠I �r, z �

0��≠z as the f inite difference �I �r, z � R� 2 I �r,z �

0���R, where I �r, z � 0� is given by Eq. (4), so
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Equation (8) may be inverted in Fourier space, such
that the Laplacian =�

2 becomes a multiplication by
2jkj2, where k ��kx,ky� is the spatial frequency vector
in the transverse plane. The column density is then
recovered by deconvolution:

exp�22k0nir�r�� � F 21
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That is, to f ind the column density, the defocused im-
age is Fourier transformed, the Fourier coefficients
are reweighted, and the inverse Fourier transform is
taken. The result is a synthetic in-focus absorption
image, which is then converted to a column density
r�r� by taking the logarithm; setting R � 0 recovers
the Beer–Lambert case. Provided that the product
Rd is positive, the denominator is greater than unity
and the deconvolution is a well-posed inverse problem.

Figure 1 depicts our apparatus. A sample of cold
atoms was generated by a conventional magneto-
optical trap9 (MOT) with a getter source. The trap
accumulated 6 3 105 85Rb atoms in a nearly Gaussian
cloud of FWHM 230 6 9 mm at a peak density of
3.9 6 0.4 3 1016 m23. An imaging laser of 0.5-MHz
linewidth was detuned between 65 linewidths G from
the 85Rb 5S1/2�F � 3� ! 5P3/2�F � 4� resonance. The
cw probe beam was fiber coupled, linearly polarized,
and collimated before passing through the MOT with
irradiance of 10 mW cm22. The diffracted beam was
attenuated by neutral-density filters to reduce the
f luorescence contribution and imaged with a 35-mm
camera lens (200 mm Micro-Nikkor) onto a CCD
(Roper VersArray 1300F, 20-mm square pixels) with a
magnification of 1.8. A standard absorption imaging
configuration has been altered only by allowing the
lens and CCD assembly to translate an adjustable dis-
tance R along a rail so that an image of the diffraction
pattern at distance R beyond the object was produced
on the detector.

We emphasize that the lens serves only to reimage
and magnify the intensity pattern from one focal plane

to the other. Identical images could have been ac-
quired without imaging optics, had it been possible to
place the bare CCD detector at defocus distance R from
the MOT (inside the vacuum chamber in our setup).

We acquired four images at each detuning and de-
focus: Iabs with the MOT and probe beam on, Ifluoro
with the MOT on and probe off, Ibright with the MOT
off and probe on, and Idark with both off. The normal-
ized absorption ratio image,

I �r, z � R�

Iin
�

Iabs 2 Ifluoro

Ibright 2 Idark
, (10)

includes a correction for f luorescence that would not
be required if imaging a nondissipative object such as
a BEC. The f luorescence blurred rapidly with defocus
and added only a low-level featureless background to
the defocused images.

Figure 2 shows a typical defocused image, normal-
ized as above, taken at a detuning d � 13G and a de-
focus R � 30 mm. Blue detuning yields a refractive
index with the real component less than unity, and so
the probe beam is antifocused, darkening the center
and forming a bright ring around the edges. Red de-
tuned �d , 0� images yield a more familiar focusing
effect, brightening the middle of the image. However,
this is where residual absorption is strongest and the
effects tend to cancel, causing a loss of contrast related
to the singularity in Eq. (9) for negative Rd. If the
residual object absorption is significant and red detun-
ing is desired, the lens should be defocused by 2R, i.e.,
toward the atom cloud, to ensure positive Rd. The
line profile in Fig. 2 shows the extent of the defocus
contrast enhancement, comparing focused and defo-
cused images taken at the same detuning. The in-
focus absorption contrast of 6% increased to 30% when
the image was defocused by 30 mm.

We processed the in-focus image I �r, z � 0��Iin (not
shown) following Eq. (4) and the normalized defocus
image of Fig. 2, I �r,z � R��Iin, following Eq. (9). Us-
ing fast Fourier transforms, we obtained full retrieval
of a 512 3 512 pixel image in less than 1 s on a 1-GHz
Pentium processor.

Figure 3 shows the column-density image retrieved
from the defocused image and a central line profile
compared with the same line retrieved from the in-
focus image. The improvement in the signal-to-noise
ratio (SNR) is not unexpected given the higher
contrast shown by Fig. 2. Users of laser imaging

Fig. 2. Defocused image for detuning d � 13G and defo-
cus R � 30 mm. Line prof iles (three-pixel rows averaged)
are shown for the defocus image and (gray curve) for a con-
ventional in-focus absorption image at the same detuning.
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Fig. 3. Column-density gray-scale image retrieved from
the defocus image of Fig. 2. Line prof iles (single pixel row)
are shown for the column density derived from our method
compared with that retrieved from conventional in-focus
absorption imaging at the same detuning (gray curve).

systems will have noted the remarkable ease with
which vacuum windows and lenses align themselves
as unwanted interferometers. The resulting spurious
fringes are typically at a higher spatial frequency
than the majority of structure in the object. The
retrieval is biased against high spatial frequencies,
rolling off as jkj22 for large jkj. We found that this
inherent denoising successfully suppressed the effects
of unintended interference in our imaging system.

We obtained column densities from contrast images
at detunings from 0 to 15G and defocusing ranging
from 10 to 40 mm. We also took an in-focus image at
each detuning and retrieved the column density with
the standard absorption imaging method. As the den-
sity of our MOT was relatively low, absorption at 15G
was only 2%, yielding a unity SNR for standard ab-
sorption imaging at this extreme detuning. Column
densities retrieved from absorption and defocus-
contrast images showed good agreement, with the
central column density being 9.4 6 0.7 3 1012 m22.
Absorption imaging is very sensitive to small er-
rors in focus. As little as 0.5-mm defocus of our
imaging system caused a 20% error in the column
density retrieved with standard in-focus absorption
imaging, whereas the same error in R � 20 mm
caused negligible error in our defocus-contrast image.
Consequently, the peak column densities measured
by absorption imaging show greater scatter than the
defocus-contrast measurements, which exhibit only
small shot-to-shot variation consistent with MOT
f luctuations detectable from f luorescence images.

The optimal defocus distance depends on the
size and structure of the object being imaged. At
zero defocus, there is only residual absorption con-
trast. The contrast increases linearly with defocus
until the finite-difference approximation of the in-
tensity derivative used to obtain Eq. (8) no longer
holds. This transition from single fringe contrast
to holographic contrast nominally occurs at defocus
Rmax � 2p2�ljkj2. Therefore, at any defocus distance
R there is an object structure scale

p
p2lR that is

optimally diffracted.10 Much smaller structures in
the object will be in holographic contrast and will be

suppressed by the filter, while much larger structures
will show only absorption contrast with little addi-
tional defocus contrast.

Of previously reported methods for off-resonant
imaging, the Zernike phase-contrast technique is
most similar to our defocus-contrast approach. Both
our method and the Zernike method are bright-field
techniques and so have a SNR superior to those of
dark-field methods in the presence of technical noise.
Residual absorption by the atom cloud introduces
inaccuracies in the Zernike contrast but increases
the signal for defocus contrast. The Zernike method
has enabled many sequential nondestructive images
of a BEC to be taken.1 Our technique yields lower
contrast for all but the optimal spatial frequency
component of an image. Equivalently, our tech-
nique is somewhat more destructive for the same
SNR. Nevertheless, we expect that several sequen-
tial nondestructive images of a BEC could be obtained
with our method, using only conventional absorption
imaging optics.

Our results demonstrate a quantitative off-resonant
imaging technique based on defocus contrast. The
method uses a standard absorption imaging apparatus
but retrieves quantitative column-density images
calibrated by knowing defocus distance R and probe
detuning d. We expect that the great simplicity of
the technique will lead to the wider use of nonresonant
imaging in cold atom research.
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This paper presents results of diffraction-contrast imaging with monochromatic

x-rays. X-ray applications of  have not been included in this thesis. In this

experiment, x-rays from a synchrotron were focused with a zone-plate to form an

effective point-source. The diverging beam then passed through a test object fabri-

cated in polymer by laser ablation. A  detector measured the Fresnel diffraction

pattern. Retrievals of the object thickness with  and  retrieval methods were

compared with direct thickness measurements performed with an atomic force mi-

croscope.

My contribution was the derivation of the monomorphous , and the re-

trieval algorithm. This paper presents an abbreviated form of the derivation of Sec-

tion .. Andrew Peele fabricated the test object, coordinated the experiments and

processed the data. The paper was written primarily by Andrew Peele and secon-
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Abstract: We discuss contrast formation in a propagating x-ray beam. We
consider the validity conditions for linear relations based on the transport-
of-intensity equation (TIE) and on contrast transfer functions (CTFs). From
a single diffracted image, we recover the thickness of a homogeneous object
which has substantial absorption and a phase-shift of −0.37radian.
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1. Introduction

Absorption contrast has been the principal imaging mode for x-rays for over 100 years, nonethe-
less there has been considerable development recently in implementing phase contrast tech-
niques. Phase contrast can be strong when absorption contrast is minimal; for instance for
low-Z materials or for high energy x-rays [1, 2, 3]. Phase contrast can also be used without de-
livering a high dose to the sample [2]. And certain phase methods require no additional optics
leading to source-limited, rather than optics-limited, resolution [4].

Demonstrated methods for obtaining the phase from an x-ray wavefield are now legion. In-
terferometric methods include the use of Bonse and Hart [5] type interferometers [6], shear-
ing interferometers [7], differential interference contrast arrangements using two zone plates
[8] or diffractive optical elements [9]. Zernike phase contrast [1] has also been demonstrated.
Other methods include refraction measurement using crystal diffraction [10], and segmented
detectors [11]. Propagation-based methods have also been developed and involve recovery of
the object phase and/or amplitude from one or more measurements of the object diffraction
pattern. Methods include in-line holography [12], iterative schemes [13] and approaches based
on solution of the equations governing the propagation of the wavefield [14, 15, 3].

In this paper we consider aspects of the latter method. Here the Fresnel integral describing
the diffracted intensity is linearized allowing a straightforward retrieval of object phase and
transmission. A first order Taylor expansion obtains the transport of intensity equation (TIE)
solution [16, 3]. Alternatively a Born-type approximation [17, 16] gives a solution identical in
form to that derived by Guigay [18, 19] in the context of electron microscopy. We will refer
to this as the contrast transfer function (CTF) solution. Both the TIE and the CTF solution can
be further simplified under the assumption of a homogeneous object [20, 16]. This permits the
thickness distribution of an object to be retrieved from a single diffracted image.

In the TIE it is the first-order Taylor expansion that restricts the validity of the solution. Other
than a requirement for paraxiality, there is no limitation on the magnitude of the phase or the
absorption. On the other hand, the Born-type approximation previously used in deriving the
CTF method can be quite restrictive. Guigay showed [19] that a less restrictive requirement
applies for a pure phase object. Like the TIE condition, this condition depends on the feature
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sizes present as well as the wavelength and propagation distance.
Here we show that the Fresnel-diffracted intensity can be linearized at a later stage of the

derivation. As a consequence we find that the less restrictive phase condition extends to weakly-
absorbing objects. In Section 2 we outline the derivations of the TIE and the CTF solutions and
their validity conditions and show how the assumption of a homogeneous object allows retrieval
of the object thickness from a single diffracted image. In Section 3 we present experimental
results demonstrating quantitative thickness retrieval under our derived validity conditions.

2. Derivations

2.1. TIE and CTF

We begin with the Fourier transform, F[·], of the intensity I(r,z) obtained under Fresnel diffrac-
tion of an object-plane wavefield f (r) = f (r,z = 0) with wavelength λ [18]:

F [I(r,z)] =
∫

+∞

−∞
f ∗(r+λ zu/2) f (r−λ zu/2)exp(−2πir·u)dr. (1)

The transverse spatial coordinates and their corresponding Fourier conjugates are given by r
and u respectively. To obtain the TIE solution we Taylor expand the wavefield to first order,

f (r+λ zu/2) = f (r)+
1
2

λ zu ·∇ f (r), (2)

where ∇ is the gradient operator in the transverse plane. Substituting into Eq. (1) gives

∇·(I(r,z)∇φ(r,z)) = −2π
λ

∂
∂ z

I(r,z), (3)

where φ is the phase of the wavefunction f . The validity condition for the TIE solution is
therefore that the higher order Taylor expansion terms can be disregarded:

∣

∣

∣

∣

∣

∞

∑
j=2

1
j!

(

1
2

λ zu ·∇
) j

f (r)

∣

∣

∣

∣

∣

� 1. (4)

This condition can always be satisfied by choosing a sufficiently small propagation distance,
while requiring no approximation regarding the magnitude of the amplitude or phase.

The previous approach to obtain the CTF solution was to write the object wavefunction in
terms of its absorption µ and phase φ components such that:

f (r) = f0 exp(−µ(r)+ iφ(r)), (5)

where I0 = | f0|2 is the intensity of the plane wavefield incident on the object. Then the Born-
type approximation of µ � 1 and |φ | � 1 was made so that

f (r) = f0(1−µ(r)+ iφ(r)). (6)

Substituting Eq. (6) into Eq. (1) and retaining µ and φ to first order, obtained Guigay’s result

F [I(r,z)] = I0
(

δ (u)−2cos(πλ zu2)F[µ(r)]+2sin(πλ zu2)F[φ(r)]
)

(7)

in which δ (u) denotes the Dirac delta distribution. When the object is pure phase (µ = 0),
Guigay [19] also showed, by substituting Eq. (5) into Eq. (1), that the corresponding form
of Eq. (7) can be obtained if, for all r,

|φ(r+λ zu/2)−φ(r−λ zu/2)| � 1. (8)

This is sometimes referred to as the slowly-varying phase condition. It should be noted that
the displacement vector λ zu, over which points in the phase should be similar, is a function of
propagation distance z and of spatial frequency u.
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2.2. TIE for a homogeneous object

Consider the case of an optically thin and homogeneous object for which

µ(r) = kβT (r) and φ(r) = −kδT (r), (9)

where k = 2π/λ , the refractive index is n = 1−δ + iβ and T is the thickness of the object. We
substitute into Eq. (1), re-factor and make a first-order Taylor expansion of T yielding

F [I(r,z)] = I0

∫
+∞

−∞
exp(−2kβT (r))exp(−ikδλ zu ·∇T (r))exp(−2πir·u)dr. (10)

If we assume that |λ zu ·∇φ(r)| � 1 then we can expand the second exponential to first order,

F [I(r,z)] = I0

∫
+∞

−∞
exp(−2kβT (r))(1− ikδλ zu ·∇T (r))exp(−2πir·u)dr (11)

and then applying the Fourier derivative theorem F [∇ f (r)] = 2πiuF [ f (r)] we obtain:

F [I(r,z)] = I0F [exp(−2kβT (r))]
(

1+
δ
β

λ zu2
)

. (12)

This may be solved for the thickness T :

T (r) = − 1
2kβ

lnF
−1

[

β
β +δπλ zu2 F

[

I(r,z)
I0

]]

. (13)

The validity condition on the thickness T is similar to that for the TIE in Eq. (4).

2.3. Derivation of extended validity CTF solution

Here we begin by substituting Eq. (5) into Eq. (1):

F [I(r,z)] = I0

∫
+∞

−∞
exp(−µ(r+λ zu/2)−µ(r−λ zu/2)+ i(φ(r−λ zu/2)−φ(r+λ zu/2)))

×exp(−2πir·u)dr. (14)

Assuming both real and imaginary parts of the exponential are small, we expand, noting the
Fourier transforms:

F [I(r,z)]/I0 = δ (u)−F [µ(r+λ zu/2)+ µ(r−λ zu/2)]

+iF [φ(r−λ zu/2)−φ(r+λ zu/2)] . (15)

Applying the Fourier shift theorem F [ f (r−a)] = exp(−2πia · u)F [ f (r)] to each term and
rearranging recovers Eq. (7). If the object is homogeneous then, substituting Eq. (9), we can
retrieve the thickness T from a single diffracted image:

T (r) = F
−1

[

1
−2k (δ sin(πλ zu2)+β cos(πλ zu2))

F

[

I(r,z)
I0

−1
]]

. (16)

The linearizing assumption made in obtaining Eq. (15) is that

2µ(r) � 1 and |φ(r+λ zu/2)−φ(r−λ zu/2)| � 1. (17)

These conditions on the validity of Eq. (7) are much less stringent than previously realised.
While the object must be weakly absorbing it need not be non-absorbing, which is less restric-
tive than the pure phase assumption made by Guigay. Furthermore, the weak phase condition
required in the Born-type approach is here relaxed to the slowly-varying condition Eq. (8).

Assuming object homogeneity allows us to incorporate the effect of object absorption. Con-
sequently the contrast transfer function, which is the denominator term of Eq. (16), is non-zero
at u = 0. Nulls in the CTF at frequencies above u = 1/

√
2λ z may be avoided by incorporating

additional images at different propagation distances [21, 22], or simply by Tikhonov regularisa-
tion [23]. We find that Tikhonov regularisation leaves only minor artefacts at high frequencies
whereas assuming a pure phase object introduces intractable low-frequency instability.

(C) 2004 OSA 28 June 2004 / Vol. 12,  No. 13 / OPTICS EXPRESS  2963
#4387 - $15.00 US Received 20 May 2004; revised 19 June 2004; accepted 20 June 2004



 -  :    

0

-4

-2

2

10
5 /C

T
F 

(m
) 0

1 2 3 4 4.75 6cm
Effective propagation distance z

0 100µ m

-4.9

CTF

TIE

-5

Fig. 1. Inverse of the contrast transfer functions for the TIE (blue dotted line) and CTF (red
line) forms calculated for an infinite grid with spatial feature size of 1.9µm and the exper-
imental conditions. The green dashed line is at the experimental distance. The embedded
movie shows the inverse CTFs as shown here with a slider indicating the z position corre-
sponding to diffraction distance. Also shown in the movie is a plot of an input amplitude
(green) and the amplitude retrieved using either the CTF (red) or TIE (blue) methods for
the indicated propagation distance. The CTF method correctly accounts for the contrast re-
versals that arise on propagation. The TIE method should only be applied for z closer than
the first contrast reversal; it may retrieve inverted amplitudes if applied at greater z.

3. Experimental results

Laser ablation [24] was used to etch a grid of lines in a polyimide film (composition
C22H10N2O4 and density 1.45gcm−3). The lines were measured by atomic force microscope
(AFM) to be approximately 1.9µm apart and 90nm high and were superimposed on an 80µm
square of 650nm in height.

The experiments were performed at a wavelength of 0.436nm and with z = 0.0475m, where
z is as defined above. Through the thickest part of the object the transmission exp(−2µ) is
98.7% and the phase-shift φ is −0.37radian. Accordingly, neither the Born-type approximation
nor the phase-only requirement are met. However, for most positions and spatial frequencies
the slowly-varying phase condition Eq. (8) is obeyed.

Figure 1 shows a plot of the inverse of the contrast transfer function from the CTF solu-
tion Eq. (16) for the 1.9µm grid features. A contrast transfer function can also be defined, in
the weak absorption limit, for the TIE solution Eq. (13) and its inverse is also shown in Fig. 1.
Inspection shows that the TIE solution should yield grid features reversed in contrast compared
to the CTF solution. No contrast reversal is expected for the 80µm square.

The experiments were performed at beamline 2-ID-B at the Advanced Photon Source. A
beam of 2844eV (∆E/E ' 10−3) x-rays with FWHM size 1.5×0.5mm illuminated a 160µm
diameter gold zone plate with an outer zone width of 50nm. The focal length was 18.4mm
and a 10µm diameter order sorting aperture was placed at a distance of 17.2mm from the zone
plate. A 30µm wide gold beamstop blocked the zero order beam. This zone plate configuration
provided a point source of illumination at a distance of R1 = 54.7mm from the object. After
passing through the object the beam was allowed to propagate through a He-filled flight tube a
distance of R2 = 363mm onto a crystal scintillator which was imaged through a 20× objective
by a CCD camera with 13.5µm pixels. This expanding beam mode is analyzed using the parallel
beam mode derivations described above using the conversion [4]

IR1(r,R2) =
1

M2 I∞

(

r
M

,
R2

M

)

, (18)

where M = (R1 + R2)/R1 is the magnification, IR1(r,R2) is the expanding beam diffraction-

(C) 2004 OSA 28 June 2004 / Vol. 12,  No. 13 / OPTICS EXPRESS  2964
#4387 - $15.00 US Received 20 May 2004; revised 19 June 2004; accepted 20 June 2004



  () – () 

0.0

1.0

2.5

0 20 40 60 80 100µ m 45 50 55 60 65µ m

560

600

680

H
ei

gh
t

µ m nm

AFM

CTF

TIE

a

a b

Fig. 2. (a) CTF-retrieved thickness map for the square with grid lines.(b) Column-average
of retrieved thickness for the grid pattern in the region shown in (a) for the TIE solution
(blue) and the CTF solution (red). The AFM result (green) shows excellent agreement.
AFM measurements also confirm the presence of grid lines outside the square. These are
not a retrieval artefact, unlike the circular fringes around the contaminant at centre right.
The contaminating material presumably violates the assumption of an homogeneous object.

pattern due to a point source a distance R1 behind the object and I∞ is parallel beam diffraction-
pattern. The object thickness map was retrieved from the measured diffraction pattern using
both the CTF solution Eq. (16) with Tikhonov regularization, and the TIE solution Eq. (13),
and is shown in Fig. 2(a). We line average the essentially one-dimensional image in the region
outlined in white. Both CTF and TIE methods retrieve the mean height of the 80µm square as
610± 50nm, concurring with the AFM result of 650nm. However, the TIE retrieval grossly
underestimates the height of the grid pattern and, as predicted in Fig 1, reverses the contrast
(Fig. 2(b)). As expected from the validity conditions for Eq. (16), the CTF retrieval of the grid
pattern (Fig. 2(b)) is in excellent agreement with the AFM measurement of 90nm.

4. Conclusions

We have explored the validity conditions for the linear CTF expression relating object phase-
shift and absorption to the contrast of the Fresnel diffraction-pattern. The linear expression is
found not to be restricted to weakly phase-shifting objects: it applies to a substantially wider
class of objects which show weak absorption and slowly-varying phase.

If an object is made of one material with known complex refractive index, the CTF expression
may be inverted to retrieve the object thickness from a single diffracted image. We demonstrated
an example where the CTF solution could correctly retrieve thickness features of a weakly-
absorbing object with large, but slowly-varying, phase-shift. Thickness features at two well-
separated spatial frequencies were retrieved by the CTF solution while the TIE retrieval was
valid only at the lower spatial frequency. These results augur well for wider applications of the
CTF technique such as imaging cold atom clouds [25, 26] and plasmas [27].
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