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Abstract

The model-free analysis of NMR relaxation data, which is widely used for the study

of protein dynamics, consists of the separation of the Brownian rotational diffusion

from internal motions relative to the diffusion frame and the description of these

internal motions by amplitude and timescale. Through parametric restriction and

the addition of the Rex parameter a number of model-free models can be constructed.

The model-free problem is often solved by initially estimating the diffusion tensor.

The model-free models are then optimised and the best model is selected. Finally,

the global model of all diffusion and model-free parameters is optimised. These

steps are repeated until convergence. This thesis will investigate all aspects of the

model-free data analysis chain.

The currently used model-free model selection technique is based on hypothesis

testing ANOVA statistics. It has two significant flaws: under-fitting, and not select-

ing a model when one ought to be selected. As a consequence the protein falsely

appears to be more rigid than it actually is. Model selection has been extensively

developed within other fields and a number of techniques will be studied. Impor-

tantly, in certain situations model-free models have been identified to fail. If these

are not removed prior to model selection the final results could be far from the truth.

Through a series of empirical rules these failed models can be specifically isolated

and eliminated. Failure has also been identified to affect individual Monte Carlo sim-

ulations causing significant overestimation of the errors. Although the model-free

optimisation problem is often assumed to be trivial the long chain of dependencies

required to calculate the chi-squared value complicates the model-free space. By

comparing a large number of optimisation algorithms, and the programs Modelfree

and Dasha, a number of optimisation failures are identified: the inability to slide

along the limits, the singular matrix failure of the Levenberg-Marquardt minimi-

sation algorithm, the low precision of both programs, and a bug in the Modelfree

code.

The diffusion tensor parameters strongly influence the optimisation of, and model
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selection between, the various model-free models. Using set theory the entirety of

this complex global problem has been encapsulated by the universal set U the solu-

tion of which has been mathematically formulated as the universal solution Û. In

deriving the rotational autocorrelation function of a bond vector rigidly attached

to an ellipsoid and applying a parameter shift, simplified equations of the global

tumbling of the molecule are presented. A new methodology is proposed which

takes a very different approach to finding Û. Rather than starting with the diffu-

sion tensor this procedure begins by optimising the model-free parameters free of

any global parameters, selecting between the model-free models, and finally opti-

mising the diffusion tensor. The program relax has been designed for the analysis of

macromolecular dynamics through the use of NMR relaxation data. Every aspect

of data analysis, starting from the initial peak intensities and ending with the visu-

alisation of the final results, are implemented in the software. This includes all the

methodology investigated within this thesis.
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Chapter 1

Introduction

1.1 Protein dynamics

1.1.1 The cellular machinery

Within living systems proteins exhibit diverse functions, many of which are intri-

cately linked to the internal mobility of the protein. A number of protein classes

which are influenced by dynamics include:

Enzymes: The mobility of the atoms within the catalytic or substrate binding

sites is likely to influence substrate binding, catalysis, and product release. In

certain enzymes the timescale of the motion of the free state has been shown to

be the rate limiting step of catalysis (Eisenmesser et al., 2002; Wolf-Watz et al.,

2004; Kern et al., 2005; Eisenmesser et al., 2005). The regulation of enzymes

may also be due to the alteration of specific motions. For instance the allosteric

regulation of enzymes is a dynamic event whereby the equilibrium between

two exchanging conformations of the protein is perturbed. The binding of

an activator or inhibitor remote from the catalytic site shifts the equilibrium

towards the active or inactive form respectively (Campbell et al., 1999).

Membrane channels and transporters: For many integral membrane transpor-

ters dynamics determines the rate by which molecules are let through the mem-

brane. An example of this is the trans to cis isomerisation of retinal which

induces conformational changes in the bacteriorhodopsin proton pump causing

a single proton to be transported from one side of the bacterial membrane to

the other (Henderson et al., 1990). Control of the channels and transporters

can also be due to restrictions or changes in their mobility (Wang et al., 2004).

1
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Motor molecules and motility: These proteins convert different forms of poten-

tial energy into kinetic energy to cause directed movements – motion is their

function. For example the dynein and kinesin ATPase motors bind to micro-

tubules and their motion allows specific transport of attached cargo to different

parts of the cell (Alberts et al., 1994).

Signal transduction: When a hormone complexes with its membrane bound re-

ceptor a dynamic event occurs. The receptor experiences a structural change

which transfers the signal to the cytosolic side of the membrane. A number

of downstream cytosolic components of signal transduction pathways include

proteins which are activated by phosphorylation. It has been found that the

dephosphorylated form of these proteins exchange between two states and that

phosphorylation shifts the equilibrium towards the active form (Volkman et al.,

2001).

ATPases: Proteins which use ATP or other nucleotide triphosphates convert the

chemical potential energy of these high energy molecules into kinetic energy.

The induced mobility can then be harnessed by other parts of the protein to

perform work. This allosteric effect was demonstrated in the ATP-binding

cassette transporters (Wang et al., 2004).

Protein dynamics is essential to all life. These constantly moving molecules are

the cellular machinery performing almost all the functions of the cell. Although

solving the three-dimensional structure by NMR spectroscopy or X-ray crystallog-

raphy returns a static snapshot of this machinery, determining how and why the

various parts of the machine move will enable a much finer understanding of the

system. However, the intricacies of the coupling between mobility and structure to

enable function is largely unknown. The time dimension of these machines remains

very much a mystery.

1.1.2 Techniques for studying motion

The functionally important motions of macromolecules range from femtoseconds to

days or longer. To fully understand the action of proteins as cellular machines the

study at the atomic level of all timescales is necessary. Unfortunately there is no

technique currently available which allows detailed atomic level study of motions

across the entire timescale. Limited windows onto this expansive timescale are
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afforded by a number of specialised techniques, thus only allowing certain motions

to be probed.

Molecular Dynamics (MD) simulation is an in silico technique for studying all

atoms of a single macromolecule (McCammon and Harvey, 1987; Brooks et al., 1988).

All movements of the macromolecule within the window of the femto to nanosecond

timescales can be simulated. The upper limit of the window is due to inadequate

sampling. As the dynamics of only a single macromolecule is simulated, motions

slower than the sub-nanosecond timescale should be taken with a grain of salt. The

ergodic hypothesis cannot be applied as the time average of the simulated molecular

dynamics is very far from equalling the ensemble average of an in vitro solution

of the macromolecule. Bias caused by the initial simulation conditions prevents a

single long nanosecond simulation from accurately delineating the ergodicity of the

system. However multiple nanosecond simulations using different starting conditions

partially alleviates this bias (Likic et al., 2005). The simulated dynamics can be

validated using the less information rich experimental techniques.

NMR relaxation data, consisting of the R1 and R2 relaxation rates and the

steady-state NOE, contains information about the dynamics of individual atoms of

the molecule (Bloembergen et al., 1948; Abragam, 1961). Often only the amide

nitrogen (Kay et al., 1989) or Cα (Henry et al., 1986) of the protein backbone is

analysed to represent mobility of the entire protein. The timescale window probed

is from the picosecond to well into the nanosecond range (Lipari and Szabo, 1982a,b;

Clore et al., 1990b). The practical upper limit is roughly the Brownian rotational

correlation time of the macromolecule although, theoretically, information about

slower motions could be present within the relaxation data. In addition the extrac-

tion of the chemical exchange parameter gives an indication of the presence of micro

to millisecond motions.

The use of fluorescence opens a window onto the world of protein dynamics from

the nanosecond to sub-millisecond timescales. Using near-IR laser-induced temper-

ature jumps, the resultant time-resolved fluorescent emission contains a wealth of

information about microsecond protein-ligand binding events (Deng et al., 2001).

For example when NADH binds to lactate dehydrogenase four dynamic events oc-

cur, the 290 µs bimolecular binding rate and three faster events at 3.5 µs, 24 µs, and

200 µs (ibid.). However when compared with MD simulations and NMR relaxation

data the technique is of low information content – only a very limited number of

fluorescent probes can be used at one time. The microsecond timescale range can
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also be investigated using phosphorescence spectroscopy.

Electron Paramagnetic Resonance (EPR) is another low resolution technique

which can probe macromolecular dynamics (Kao and Bobst, 1985). High-field EPR

can be used to separate the global from local internal dynamics of a macromolecule

using nanomolar amounts of paramagnetic spin-label (Budil et al., 2000). Alterations

of movements on the millisecond timescale are revealed by the change in mobility

parameter ∆MS (Hubbell et al., 2000).

Microsecond to second timescale motions can be probed to atomic resolution by

investigation of the NMR chemical exchange phenomenon. Different experiments

can probe dynamics on specific timescales (Cavanagh et al., 2006): the Carr-Purcell-

Meiboom-Gill (CPMG) relaxation dispersion experiments explore the millisecond

range; the R1ρ relaxation dispersion experiments explore the microsecond to millisec-

ond range; and ZZ-exchange spectroscopy explores the millisecond to second range.

In measuring the chemical exchange process in the 13C labelled methyl groups of

a buried cavity mutant of T4 lysozyme via CPMG relaxation dispersion, a single

cooperative conformational change of the entire system was characterised (Mulder

et al., 2002).

One-dimensional solid state MAS NMR spectroscopy of wet powders can extract

additional millisecond dynamics (Krushelnitsky et al., 1999). Finally, motions from

the millisecond timescale to days or weeks can be probed to atomic resolution by

amide proton exchange using NMR spectroscopy (Englander et al., 1972; Wagner,

1983). For example changes in the unfolding equilbria of a helix and the propagation

of dynamics consistent with the local unfolding model of NH exchange was revealed

by elevated exchange rates in mutants of ferrocytochrome c2 (Gooley et al., 1992).

1.1.3 Model-free analysis

The technique which will be investigated within this thesis is the model-free analy-

sis of NMR relaxation data (Lipari and Szabo, 1982a,b; Clore et al., 1990b) which

reveals atomic level picosecond to nanosecond timescale motions and probes the

micro to millisecond chemical exchange phenomenon. Model-free theory translates

the R1, R2, and steady-state NOE relaxation data into interpretable dynamic pa-

rameters. Since the initial application of the theory by Henry et al. (1986) to the

M13 coliphage coat protein, the model-free dynamics of over 300 protein systems

has been studied (Jarymowycz and Stone, 2006). The list of systems studied in-

clude small-molecule-binding proteins; cytokines, growth factors, and peptide hor-
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mones; extracelluar matrix, connective tissue, and blood coagulation proteins; anti-

bodies, antibody-binding proteins, and complement proteins; membrane-associated

proteins; signal transduction proteins; metal-binding proteins; redox regulatory, elec-

tron transfer, and heme-binding proteins; regulators of protein translation, folding,

and degradation; proteases; protease inhibitors; nucleases and other nucleic acid-

binding proteins; and numerous other enzymes and proteins (ibid.). In this thesis

all aspects of model-free analysis will be investigated in great detail.

1.2 NMR relaxation data

The NMR relaxation data typically collected for a model-free analysis consists of

the heteronuclear R1 and R2 relaxation rates and steady-state NOE at one or more

magnetic field strengths. The recorded values are dictated by the relaxation rates

experienced by the spin system σ(t).

1.2.1 The relaxation equations

A spin system, denoted by the operator σ(t), evolving under the Hamiltonian H0

also experiences relaxation due to various mechanisms and evolves semi-classically

according to the Liouville-von Neuman equation

dσ(t)

dt
= −i[H0, σ(t)] − Γ̂(σ(t) − σ0). (1.1)

The relaxation superoperator (Cavanagh et al., 1995) is

Γ̂(σ) =
1

2

k∑

q =−k

∑

p

[A−q
kp , [A

q
kp, σ]]jq(ωq

p), (1.2)

where q and p are summation indices, Aq
kp are tensor spin operators, k is the rank of

the tensor operators, and jq(ω) is the power spectral density function defined as the

real component of the Fourier transform of the correlation function of stochastic lat-

tice fluctuations. The stochastic functions of spatial variables F q
k (t) include stochas-

tic reorientation, bond length fluctuations, or any other mechanism which modulates

the local magnetic environment in a time dependent manner. The relaxation be-

tween two spin operators Bi and Bj is derived from the relaxation superoperator

and is governed by the equation

Γij =
1

2

k∑

q =−k

∑

p

〈Bi|[A−q
kp , [A

q
kp,Bj]]〉

〈Bi|Bi〉
jq(ωq

p). (1.3)
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The spectral density functions jq(ωq
p) can be decomposed into two components: the

power spectral density function for stochastic reorientation J(ω) and the function

c0(t) encompassing all physical constants and other lattice fluctuations. For macro-

molecules experiencing Brownian rotational diffusion in solution c0(t) is assumed to

be the time independent quantity d00 (ibid.). For a spin-half heteronucleus X with

a singly attached proton H its NMR relaxation is dominated by the dipolar and

chemical shift anisotropy (CSA) relaxation mechanisms. In these mechanisms d00,

the dipolar and CSA constants, are defined in SI units as

d =
1

4

(µ0

4π

)2 (γHγX~)2

〈r6〉 , (1.4a)

c =
(ωX∆σ)2

3
, (1.4b)

where µ0 is the permeability of free space, γH and γX are the gyromagnetic ratios of

the H and X spins respectively, r is the bond length, and ∆σ is the chemical shift

anisotropy measured in ppm. Three relaxation processes affect the X nucleus: the

spin-lattice, spin-spin, and cross-relaxation rates. By expanding the sums in (1.3)

using the appropriate spin and tensor operators and including chemical exchange

relaxation, the spin-lattice, spin-spin, and cross-relaxation rates are respectively

(Abragam, 1961)

R1 = d
(
J(ωH − ωX) + 3J(ωX) + 6J(ωH + ωX)

)
+ cJ(ωX), (1.5a)

R2 =
d

2

(
4J(0) + J(ωH − ωX) + 3J(ωX) + 6J(ωH)

+ 6J(ωH + ωX)
)

+
c

6

(
4J(0) + 3J(ωX)

)
+Rex, (1.5b)

σNOE = d
(
6J(ωH + ωX) − J(ωH − ωX)

)
. (1.5c)

In these equations ωH and ωX are the Larmor processional frequencies at the given

magnetic field strength of the proton and heteronucleus respectively. Chemical ex-

change relaxation (Rex) occurs when the nucleus X moves between magnetically dis-

tinct sites on the micro to millisecond timescale, either by conformational changes

within the molecule or by chemical reaction. The exchange process stochastically

and adiabatically modulates the Zeeman Hamiltonian in a time dependent manner

causing longitudinal magnetic fluctuations. Hence chemical exchange only affects

the transverse relaxation rate R2. The cross-relaxation rate σNOE is related to the

steady-state NOE by the equation

NOE = 1 +
γH

γX

σNOE

R1
. (1.6)
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1.2.2 Mobility influences NMR relaxation data

Within a molecule the motion of an XH bond vector can be described by the stochas-

tic autocorrelation function of the motion C(τ) which is linked to the time integral

of the spatial function of stochastic reorientation F (t′) of the vector at times t and

t+ τ by

C(τ) ≡
∫ ∞

−∞

F (t)F (t+ τ)dt = F (t)F (t+ τ). (1.7)

Through equations (1.5a) to (1.5c) the relaxation data is dependant on the power

spectral density function J(ω). This function is related to the autocorrelation func-

tion C(τ) as the two are a Fourier pair. The two-sided power spectral density

function is given by

J(ω) =

∫ ∞

−∞

F (t)F (t+ τ) · e−iωτdτ, (1.8)

=

∫ ∞

−∞

C(τ) · e−iωτdτ, (1.9)

= Re

{
2

∫ ∞

0

C(τ) · e−iωτdτ

}
. (1.10)

Assuming axial symmetry of the NMR relaxation mechanisms, the spatial functions

are real and even functions (Wittebort and Szabo, 1978), hence F (t′) = F (−t′). The

Fourier transform of the correlation function is then also a real and even function

J(ω) = J(−ω). Hence taking the real component in (1.8) and (1.9) is unnecessary.

1.2.3 Why interpret NMR relaxation data?

Although the R1, R2, and NOE data exhibit trends caused by the mobility of the

macromolecule, interpreting these numbers by themselves to create a physical pic-

ture of the dynamics is difficult. The technique known as reduced spectral density

mapping (Lefevre et al., 1996) detangles these values into three spectral density

values J(0), J(ωX), and J(ωH). The spectral density values at the three higher

frequencies of ωH − ωX , ωH , and ωH + ωX are assumed to be approximately equal

and hence J(ωH) represents all three frequencies.

The spectral density values are a much better description of the dynamics than

the relaxation data yet are themselves difficult to interpret into a physical picture.

Importantly there is no separation of the Brownian rotational diffusion of the mol-

ecule from the internal mobility of individual atoms. For example if, in a protein,

an α-helix relaxes slower than the core of the molecule, is this because it is more

mobile than the rest of the protein or is it because the XH bond vectors of the
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helix are parallel with the short axis of a significantly anisotropic diffusion tensor?

How does the timescale, amplitude, or other characteristics of the motion influence

the spectral density values? Model-free analysis attempts to resolve these types of

ambiguity.

1.3 Model-free analysis

1.3.1 The model-free parameters

Model-free analysis of heteronuclear NMR relaxation data is used to extract easily

interpretable dynamical information from the R1, R2, and NOE (Lipari and Szabo,

1982a,b). The technique is widely used for the study of protein dynamics. It consists

of the separation of the global Brownian rotational diffusion from internal motions

relative to the diffusion frame and the description of these internal motions by ampli-

tude and timescale. The internal dynamics is quantified by three types of parameter:

the square of the Lipari and Szabo generalised order parameter S2 which charac-

terises the amplitude of the motion; the effective internal correlation time τe which

links the amplitude to a timescale; and the chemical exchange relaxation parameter

Rex which is an indicator of slower microsecond to millisecond timescale dynamics.

The order parameters range from one for complete rigidity to zero for high mobility

and the timescale of extractable motions can range from the picosecond range up to

the global tumbling time which is on the nanosecond timescale.

The theory was extended to include motions on two different timescales (Clore

et al., 1990b) in which the faster of the motions is parameterised by the amplitude

S2
f and correlation time τf and the slower by S2

s and τs. The two order parameters

are related by the equation

S2 = S2
f · S2

s . (1.11)

1.3.2 The model-free correlation functions

In model-free theory the internal motions of an XH bond are decoupled, by con-

struction, from the overall global rotational diffusion through the equation

C(τ) = CO(τ) · CI(τ). (1.12)

The simplest model of the overall correlation function is that of the isotropic diffusion

of a sphere

CO(τ) = 1
5
e−τ/τm , (1.13)
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where τm is the global tumbling time which is related to the isotropic Brownian

rotational diffusion constant by 1/τm = 6Diso (Bloembergen et al., 1948). The

overall correlation functions of the more complex diffusion equations for the axially

symmetric diffusion of a spheroid and the asymmetric diffusion of an ellipsoid will

be presented in Chapter 6.

The simplicity of model-free analysis arises from the modelling of the internal

correlation function by the exponential formula

CLS
I (τ) = S2 + (1 − S2)e−τ/τe . (1.14)

For a normalised correlation function this equation is exact at the positions τ = 0

and τ = ∞. The square of the generalised order parameter is the limiting value of

the internal correlation function,

S2 = CI(∞), (1.15)

and is a measure of the amplitude of the motion. If the internal motion is axially

symmetric then the generalised order parameter is identical to the standard order

parameter

S = P2(cos θ), (1.16)

where P2( ) is the second Legendre polynomial

P2(x) = 1
2
(3x2 − 1), (1.17)

and θ is the angle between the XH bond vector and the symmetry axis. To allow

the monoexponential Equation (1.14) to accurately approximate a motional model

whereby the correlation function is the sum of an infinite number of exponentials,

for example diffusion in a cone, the effective correlation time τe of an arbitrary

correlation function is constructed such that

τe =
1

1 − S2

∫ ∞

0

(CI(τ) − S2)dτ. (1.18)

This is derived by forcing the area of CLS
I (τ) to be identical to that of the true

correlation function CI(τ)

∫ ∞

0

(CLS
I (τ) − S2)dτ =

∫ ∞

0

(CI(τ) − S2)dτ. (1.19)

In combining (1.13) and (1.14), the resultant correlation function is

C(τ) = 1
5

(
S2e−τ/τm + (1 − S2)e−τ/τ

)
, (1.20)



10 CHAPTER 1. INTRODUCTION

where

τ−1 = τ−1
m + τ−1

e . (1.21)

Ignoring (1.21), this equation is identical in form to the correlation function of the

two-step model, Equation (42), of Halle and Wennerström (1981) after modification

for the dipole-dipole or CSA interaction. The Lipari and Szabo order parameter

S is identical to the Halle and Wennerström residual anisotropy parameter A, so

called because the parameter depends not only on the true order parameter but

also on the asymmetry of the motion and the asymmetry of the interaction tensor.

Equation (1.20), when the order parameter values are low, is also a limiting case

of the Slowly Relaxing Local Structure (SRLS) theory (Polimeno and Freed, 1993;

Tugarinov et al., 2001). The model-free theory was extended by Clore et al. (1990b)

by the modelling of two independent internal motions using the equation

CI(τ) = S2 + (1 − S2
f)e

−τ/τf + (S2
f − S2)e−τ/τs . (1.22)

1.3.3 The model-free spectral density functions

By combining the overall correlation function (1.13) and the model-free correla-

tion function (1.14) into the total correlation function (1.12) and then applying

the Fourier transform, the original model-free spectral density function presented in

Lipari and Szabo (1982a) is

J(ω) =
2

5

(
S2τm

1 + (τmω)2
+

(1 − S2)τ

1 + (τω)2

)
, (1.23)

The extended model-free spectral density function in Clore et al. (1990b) can be

similarly derived and is

J(ω) =
2

5

(
S2τm

1 + (τmω)2
+

(1 − S2
f)τ

′
f

1 + (τ ′fω)2
+

(S2
f − S2)τ ′s

1 + (τ ′sω)2

)
, (1.24)

where

τ ′−1
j = τ−1

m + τ−1
j , (1.25)

in which j represents either the subscript f or s.

1.3.4 Brownian rotational diffusion

The overall Brownian rotational diffusion of the macromolecule is described by a

three dimensional Cartesian tensor. Ignoring orientation the tensor can be described
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by three independent terms which are dependent on the eigenvalues of the matrix. If

the three eigenvalues of the tensor are equal the molecule tumbles as a sphere. This

isotropic diffusion can be described by the single global correlation time parameter

τm. If only two of the eigenvalues are equal the molecule tumbles as a spheroid.

Diffusion is anisotropic and axially symmetric and is described by the addition of

the anisotropy parameter Da. If all three eigenvalues are different then the molecule

diffuses as an ellipsoid. The global correlation time τm, the anisotropy Da, and the

asymmetry or rhombicity parameter Dr characterise the fully anisotropic diffusion

tensor.

In certain situations the assumption that all residues of the molecule under study

will experience the same global rotational diffusion may not be the best model of

the entire system. To redress this problem each residue can be assumed to tumble

independently with its own global correlation time parameter called the local τm.

1.3.5 The model-free models

Although appearing to be a contradiction in terms the expression ‘model-free model’

encapsulates two different concepts. ‘Model-free’ refers to Equation (1.23) being

derived in the absence of a physical model delineating all trajectories and microstates

of the internal motions of the system. These motions are solely characterised by

the model-independent parameters S2 and τe. In contrast the second use of the

word ‘model’ originates from the various ‘model-free’ mathematical models used to

represent different classes of motion.

By assuming certain order parameters or correlation times to be statistically

negligible, either being one or zero respectively, a number of model-free models can

be constructed. An order parameter of one means that the motion is statistically

insignificant whereas the correlation time of zero means that the motion is too fast

for that parameter to be reliably extracted. In combining parametric restrictions, in

which statistically insignificant parameters are dropped, together with the addition

of a parameter accounting for chemical exchange relaxation a number of increasingly

complex models of model-free motions can be constructed (Fushman et al., 1997;

Orekhov et al., 1999a; Korzhnev et al., 2001; Zhuravleva et al., 2004). Extending

this list the model-free models will be labelled as

m0 = {}, (1.26.0)

m1 = {S2}, (1.26.1)
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m2 = {S2, τe}, (1.26.2)

m3 = {S2, Rex}, (1.26.3)

m4 = {S2, τe, Rex}, (1.26.4)

m5 = {S2, S2
f , τs}, (1.26.5)

m6 = {S2, τf , S
2
f , τs}, (1.26.6)

m7 = {S2, S2
f , τs, Rex}, (1.26.7)

m8 = {S2, τf , S
2
f , τs, Rex}, (1.26.8)

m9 = {Rex}, (1.26.9)

where Rex is the parameter accounting for chemical exchange relaxation which solely

affects the R2 relaxation rate (1.5b). The chemical exchange is assumed to be fast

and is therefore scaled quadratically with field strength. This list of models could

be halved if the problematic Rex contribution to the R2 rate were to be eliminated

(Farrow et al., 1995; Phan et al., 1996; Kroenke et al., 1999; Butterwick et al.,

2004). Model m0 corresponds to the special situation whereby no internal motions

are statistically significant. These models overlap significantly and have no clear

boundaries as not only are many models parametric restrictions of others but the

simpler models will satisfactorily approximate the more complex ones. The distinc-

tions between them are not physical but purely statistical and depend on the data

collected and, most importantly, the errors. Often only the five models m1 to m5

are used in the literature.

When the local τm parameter is assumed rather than a global rotational diffusion

tensor a new set of model-free models can be created which include an additional

dimension to the above models. These are

tm0 = {τm}, (1.27.0)

tm1 = {τm, S2}, (1.27.1)

tm2 = {τm, S2, τe}, (1.27.2)

tm3 = {τm, S2, Rex}, (1.27.3)

tm4 = {τm, S2, τe, Rex}, (1.27.4)

tm5 = {τm, S2, S2
f , τs}, (1.27.5)

tm6 = {τm, S2, τf , S
2
f , τs}, (1.27.6)

tm7 = {τm, S2, S2
f , τs, Rex}, (1.27.7)

tm8 = {τm, S2, τf , S
2
f , τs, Rex}, (1.27.8)
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tm9 = {τm, Rex}. (1.27.9)

1.3.6 The steps of data analysis

The current procedure for obtaining the model-free description of the macromolecule

requires an initial estimate of the Brownian rotational diffusion tensor. Commonly

this is obtained by using the R2/R1 ratio first described in Kay et al. (1989). One

of the most advanced software packages used to elucidate the diffusion tensor using

this ratio is the program Tensor (Blackledge et al., 1998; Cordier et al., 1998; Dosset

et al., 2000; Tsan et al., 2000). Once an estimate of the spherical, spheroidal, and

ellipsoidal diffusion tensors have been obtained the three major steps of model-free

analysis are:

Model-free minimisation – Each model-free model for each residue is optimised

separately while the diffusion tensor is held fixed (Palmer et al., 1991; Mandel

et al., 1995; Orekhov et al., 1995a; Fushman et al., 1997; d’Auvergne and

Gooley, 2006b,e). This data analysis step belongs to the mathematical field of

optimisation.

Model-free model selection – The model-free model which best represents the

dynamics of the residue is chosen (Mandel et al., 1995; d’Auvergne and Goo-

ley, 2003; Chen et al., 2004). This data analysis component belongs to the

statistical field of model selection.

Diffusion tensor optimisation – The diffusion tensor parameters are optimised

simultaneously with the model-free parameters of all residues (d’Auvergne and

Gooley, 2006c,d).

Using the resultant diffusion tensor as a starting point these three steps are iterated

until convergence. Finally the global model, the combination of the diffusion tensor

with all the model-free models, which best describes the entire system is chosen

(d’Auvergne and Gooley, 2003). To obtain the model-free parameter uncertainties,

error analysis consists of running numerous Monte Carlo simulations (Palmer et al.,

1991).

1.3.7 Questioning the data analysis chain

All aspects of the model-free data analysis chain have been closely examined, probed,

and questioned in this thesis. In Chapter 2 the selection between the various model-
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free models was investigated and well established techniques from the statistical field

of model selection were employed to determine which approach best balances bias

and variance to obtain the model closest to Occam’s razor. Chapter 3 uncovers

the phenomenon of failed model-free models and presents empirical rules for their

elimination so that the final model-free description is free of this artefact. The

phenomenon was also found to affect Monte Carlo simulations creating outliers which

cause a significant overestimation of the parameter errors. The optimisation of the

individual model-free models was scrutinised in Chapter 4. The performance of

numerous techniques from the field of mathematical optimisation was tested within

the convoluted model-free space. The optimisation employed in the commonly used

programs Modelfree (Palmer et al., 1991; Mandel et al., 1995) and Dasha (Orekhov

et al., 1995a) was also investigated.

Chapter 5 recasts the entirety of the model-free problem, including the convo-

lution between the diffusion tensor and the model-free parameter values, into set

theory. The answer to the problem is restated as the solution within the universal

set U which is the union of all global models S. The NMR correlation functions

of an ellipsoid are rederived in Chapter 6 demonstrating that those currently used

are more complex than they should be. Significantly simplified diffusion equations

are presented. The chapter also presents a new model-free optimisation protocol

in which the whole data analysis chain is reversed. Rather than starting with an

initial estimate of the diffusion tensor and then finding the model-free description

of each residue, the new protocol starts by finding the model-free dynamics free of

any global parameters and then finally optimising the diffusion tensor. Chapter 7

presents the software program relax which was written to implement and test all the

components of the model-free data analysis chain. The chapter also demonstrates

the large differences in dynamic results when advanced data analysis tools and the

new optimisation protocol are utilised.



Chapter 2

Model-free model selection

2.1 Introduction

2.1.1 Model-free analysis

The study of NMR relaxation data is the richest source of experimental information

on protein dynamics and can reveal details on an atomic level. By analysis of the

backbone amide nitrogen relaxation a global picture of the dynamics of a protein

can be revealed. Standard analysis consists of the measurement of three relaxation

values per magnetic field strength: the {1H}-15N steady-state NOE, and the 15N R1

and R2 relaxation rates. The significance of these rates is revealed through model-

free theory.

Two distinct components influence the relaxation values – the global rotational

diffusion of the protein and internal motions of the NH bond vector relative to the

rotational diffusion frame. Model-free theory separates these two components as well

as describes the internal motion by amplitude and timescale. The original model-

free theory (Lipari and Szabo, 1982a,b) describes a single internal motion using

the two parameters S2 and τe, in which S2 is the square of the generalised order

parameter reflecting the amplitude of motion, and τe is the effective correlation time

reflecting the picosecond to nanosecond timescale of the motion. S2 will be referred

to as the order parameter and τe as the correlation time. The theory was extended

to include internal motions on two timescales with the faster of these described by

the parameters S2
f and τf and the slower by S2

s and τs (Clore et al., 1990b). An

additional term used in model-free analysis is Rex which is included to account for

the relaxation due to chemical exchange and is an indicator of motions on micro to

millisecond timescales. Through various combinations of the model-free parameters

15
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a number of model-free models describing different types of motion are constructed.

These include m0 to m9 (Models 1.26.0–1.26.9 on page 11). For simplicity this

chapter only uses models m1 to m5 (Models 1.26.1–1.26.5).

Each type of relaxation value is described by different combinations of spectral

density values at five frequencies (Abragam, 1961) and, in turn, the model-free

equations describe these spectral densities in terms of the model-free parameters

(Lipari and Szabo, 1982a,b; Clore et al., 1990b). Model-free analysis consists of

fitting the relaxation data by χ2 minimisation using the model-free and relaxation

equations. The fitting is repeated once for each of the model-free models.

2.1.2 Published model-free model selection techniques

The problem addressed in this chapter is which of the five model-free models should

be selected to describe the internal motion of the NH bond. The model selection

technique which is almost universally used in model-free analysis is that of Mandel

et al. (1995). This ANOVA technique is based on hypothesis testing using chi-

squared and F-tests. An older technique (Farrow et al., 1994), a set of rules based on

the fitted values of the model-free parameters and their errors, will also be examined.

2.1.3 The statistical field of model selection

The study of model selection is an important field in statistics which has been ex-

tensively developed for use in a broad variety of disciplines (Linhart and Zucchini,

1986; Burnham and Anderson, 1998; Zucchini, 2000). Three major categories of

model selection include hypothesis testing, Bayesian methods, and frequentist meth-

ods. Traditional hypothesis testing can be classed into the step-up, step-down, or

step-wise methods, with the model-free model selection technique of Mandel et al.

(1995) classified as a highly modified step-up procedure. The use of hypothesis test-

ing for model selection has many shortcomings (Burnham and Anderson, 1998), the

major concern being significance levels or α-levels for the tests. As the variance of a

model increases with the number of parameters, due to more noise being reflected in

the model, the α-levels should be adjusted for both the sample size and parameter

number yet no rules exist for the selection of correct α-levels. Due to the arbitrary

choice of constant α-levels the model selection of Mandel et al. (1995) is inconsistent

as different α-levels lead to different selection results. In addition different models

will be selected depending whether step-up, step-down, or step-wise testing is used.
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Importantly, hypothesis testing cannot be used for non-nested models. For model-

free analysis this is testing between model-free models m2 and m3, m3 and m5, and

m4 and m5. The adequacy of the model-free model selection technique of Mandel

et al. (1995) has previously been called into question but no solution has been put

into practise (Korzhnev et al., 1997; Jin et al., 1998; Andrec et al., 1999). Bayesian

statistical methods have been applied to the analysis of NMR relaxation data as a

means of determining both the global rotational diffusion parameters (Andrec et al.,

2000) and the model-free parameters (Andrec et al., 1999). As of yet Bayesian statis-

tics have not been implemented as a tool for model-free model selection although

the methodology has been proposed (Jin et al., 1998).

2.1.4 Occam’s razor – balancing bias and variance

Central to many of the frequentist techniques is the concept of parsimony. This

states that the simplest model which fits well should be used to describe the data

(Burnham and Anderson, 1998). The principle of parsimony is a manifestation of

Occam’s razor and is the balance between bias and variance. Bias is a distortion of

the results due to oversimplification whereas variance is the incorporation of more

experimental noise into the final model. Generally, as the number of parameters in

the model increases bias will decrease and variance will increase. Therefore in the

selection of a biased model, under-fitting results in an overestimation of precision

due to the low variance. Over-fitting increases the variance in the final model-free

results. The best balance is achieved by selection of the model with the lowest value

of a quantity known as the expected discrepancy (Zucchini, 2000). Unfortunately

this can never be calculated for real data but can be estimated using another value

termed a criterion.

All the advanced techniques studied in this chapter consist of the calculation of

five criteria, one for each model-free model, and the selection of the model with the

lowest criterion. The frequentist methods of AIC or Akaike’s Information Criterion

(Akaike, 1973), AICc or small sample size corrected AIC (Hurvich and Tsai, 1989),

bootstrap model selection (Linhart and Zucchini, 1986), and cross-validation (ibid.),

as well as the Bayesian method BIC, Bayesian Information Criterion or Schwarz

Criterion (Schwarz, 1978) will be applied to model-free analysis and a comparison

of various model selection techniques presented.
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2.2 Theory and methods

2.2.1 Model selection theory for NMR relaxation

The four relaxation data sets

For a single nucleus four different types of relaxation data sets exist, the true set

Rtrue, the sample set R, the true back calculated set Rtrue(θ), and the back calculated

set R(θ). A relaxation data set is defined as the collection of all the relaxation values

which influence the model. θ is the vector whose elements are the parameters of the

model. The true set is the true relaxation data underlying the measured data. It can

never be observed due to noise. The sample set is the experimentally available or

measured relaxation data set and is the true set plus noise. The true back calculated

and back calculated sets are determined from the model-free parameters which are

fitted using the true or sample sets respectively. The differences between the models

are reflected in the two back calculated sets whereas the true and sample sets remain

constant. For each of the four data sets there is a corresponding error set with the

same dimension. By assuming Gaussian errors the data and error sets together

describe a set of normal probability distribution functions (pdfs) with one normal

pdf for each data point. It is assumed that all four error sets are identical and

therefore the one error set σ will be used in association with all four data sets.

Maximum likelihood

The method of maximum likelihood is used to find the best fit model-free param-

eter values for each model-free model. By assuming Gaussian errors a maximum

likelihood estimate of the parameters is found by minimisation of the chi-squared

statistic defined as

χ2 =

n∑

i=1

(Ri − Ri(θ))
2

σ2
i

, (2.1)

where n is the dimension of the sets, Ri are the data points of the sample set R,

Ri(θ) are the data points of the back calculated set R(θ), and σi are the values

from the error set σ. After minimisation the model-free parameter vector is denoted

by the symbol θ̂. An alternative chi-squared statistic, labelled the true chi-squared

statistic, is defined as

χ2
true =

n∑

i=1

(Rtrue
i −Ri(θ))

2

σ2
i

, (2.2)

where Rtrue
i are the data points of the true set Rtrue.
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Discrepancies

Central to the frequentist model selection techniques is the concept of discrepancies.

A discrepancy is represented by the symbol ∆ and can be any measure for lack of fit.

The discrepancy chosen for this work is the common Kullback-Leibler discrepancy

∆K−L (Kullback and Leibler, 1951) which is associated with the concept of likelihood

and is a statistical measure of the distance between the probability distribution

functions of the true set and the back calculated set. The model with the lowest

discrepancy is therefore defined as the model which best describes the true relaxation

data set. Four variations of the Kullback-Leibler discrepancy are the realised or

overall discrepancy ∆, the expected discrepancy E∆, the empirical discrepancy ∆n,

and the expected empirical discrepancy E∆n.

The realised discrepancy, or simply the discrepancy for a given sample, is between

the true set Rtrue and the back calculated set R(θ). As different measurements will

result in different sample sets and, as the true set is constant, the discrepancy

varies due to the dependence of the back calculated set on the sample set. The

discrepancy is therefore a random variable and its average value is known as the

expected discrepancy. The expected discrepancy is independent of the errors in the

sample set and is fundamental to the derivation of the frequentist model selection

techniques. The empirical discrepancy is defined as being between the sample set

R and the back calculated set R(θ). The expected empirical discrepancy is defined

as the mean value of the discrepancies between back calculated sets, created by

randomisation of the sample set, and the sample set and is a natural estimator of

the expected discrepancy.

Two additional classes of the Kullback-Leibler discrepancy are the discrepancy

due to approximation, defined as being between Rtrue and Rtrue(θ), and the discrep-

ancy due to estimation, defined as being between Rtrue(θ) and R(θ). The relation-

ships between the discrepancies due to approximation and estimation, the realised

discrepancy, and Occam’s razor are demonstrated in Figure 2.1.

The Kullback-Leibler discrepancy is related to the likelihood formula by the

empirical discrepancy ∆n. L(θ) is the likelihood for a given model whereas l(θ) is

the log-likelihood. θ is the k-dimensional parameter vector and n is the dimension of

the data set. The relationship between the empirical discrepancy and the likelihood

is

∆n = −1

n
l(θ̂). (2.3)
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Figure 2.1: A hypothetical discrepancy curve. Along the x-axis are the number of

parameters of a hypothetical set of models. The y-axis is the value of the discrepancy, a

measure of the lack of fit between the model and the data. The smaller the discrepancy,

the better the model fits the data. The blue curve is the discrepancy for perfect, infinite

data (also known as the discrepancy due to approximation). As the number of parameters

increases in the model the fit of the model to the data improves. In opposition is the red

curve of the discrepancy due to estimation which increases as more parameters are added.

This is because as more parameters are added, increasing amounts of the noise from the

experimental data is absorbed into the fitted model moving it further away from the true

model. The green curve is the realised or overall discrepancy which is the sum of the

discrepancies due to approximation and estimation. Occam’s razor is defined as where the

overall discrepancy is minimal. From this hypothetical set of models, the two parameter

model is closest to Occam’s razor as it has the lowest overall discrepancy. Models which

lye to the right of Occam’s razor in this plot are over-fit. These models absorb more of

the experimental noise and hence become less and less accurate. The models which lye to

the left are under-fit. This is statistically less accurate than over-fitting as the remaining

parameters shift to compensate for the missing parameters causing a systematic bias in

the final model.
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Derivation of the log-likelihood

The likelihood for a relaxation data sample set is

L(θ) ≡ L(θ|R) =

n∏

i=1

L(θ|Ri), (2.4)

where L(θ|R) is the likelihood of the parameter vector θ given the sample set R and

L(θ|Ri) is the likelihood of the parameter vector θ given the sample data point Ri.

Fundamental to likelihood theory is the relationship (Edwards, 1972)

L(θ|Ri) ∝ P (Ri|θ), (2.5)

where P (Ri|θ) is the probability of the sample data point Ri given the parameter

vector θ. The difference between likelihood and probability is that in probability, Ri

is variable and θ is constant In likelihood, Ri is constant and θ is variable. Because

the constant of proportionality is invariant between the models, it can be ignored.

By assuming Gaussian errors for each relaxation data point in the set, the likelihood

for a single data point is given by the equation

L(θ|Ri) =
1√
2πσi

e
−

(Ri−Ri(θ))2

2σ2
i . (2.6)

By combining (2.1), (2.4), (2.5), and (2.6) the likelihood is therefore

L(θ) =

n∏

i=1

1√
2πσi

e
−

(Ri−Ri(θ))2

2σ2
i ,

=

(
1√
2π

)n
(

n∏

i=1

1

σi

)
e

−
n∑

i=1

(Ri−Ri(θ))2

2σ2
i

,

=

(
1√
2π

)n
(

n∏

i=1

1

σi

)
e−

χ2

2 . (2.7)

The log-likelihood is the natural logarithm of the likelihood and is therefore

l(θ) = ln(2π)−
n
2 + ln

(
n∏

i=1

1

σi

)
− χ2

2
,

= −n
2

ln 2π −
n∑

i=1

ln σi −
χ2

2
. (2.8)

Because the first two terms of the log-likelihood are constant under all models they

can be dropped and the log-likelihood simplifies to

l(θ) = −χ
2

2
. (2.9)
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The empirical and realised discrepancy

By combining (2.3) and (2.9) the empirical discrepancy is therefore

∆n =
χ2

2n
. (2.10)

L(θ)true and l(θ)true are the likelihood and log-likelihood of the parameter vector

θ given the true set. If L(θ), l(θ), and Ri are replaced with L(θ)true, l(θ)true, and

Rtrue
i in the derivation of the log-likelihood the formula for the realised or overall

discrepancy is

∆ =
χ2

true

2n
. (2.11)

Importantly, the back calculated set is not replaced by the true back calculated

set otherwise the discrepancy due to approximation is derived rather than the re-

alised discrepancy. Because the factor of 2n is constant for all models the realised

discrepancy can be simplified to the value of the true chi-squared statistic. The

simplest method for finding the value of the expected discrepancy is by Monte Carlo

simulations. The realised discrepancy is calculated for x sample sets, created by

randomisation of the true set using the error set and assuming Gaussian errors, and

the average of the x true chi-squared values is the expected discrepancy.

Criteria

In practise the expected discrepancy can never be calculated because the true set

cannot be measured. Therefore an estimator of the expected discrepancy which uses

only the sample set and back calculated set is required. This value is known as

a criterion. All of the frequentist model selection techniques used in this chapter

attempt to estimate the expected discrepancy through criteria, selecting the model

with the lowest criterion value.

Asymptotic methods – AIC and AICc model selection

The AIC and AICc criteria belong to a class of the frequentist model selection

techniques known as the asymptotic methods. When the derivation of the expected

discrepancy using only the sample and back calculated sets is extremely complex,

as with NMR relaxation data, a simpler alternative is to derive the asymptotic

value of the expected discrepancy as the sample size approaches infinity. Akaike’s

Information Criterion (Akaike, 1973) is the simplest of all model selection techniques
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and is defined by the formula

AIC

2n
= ∆n +

k

n
. (2.12)

Combining (2.10) and (2.12) the formula for relaxation data is

AIC = χ2 + 2k, (2.13)

where k is the number of parameters in the model. AICc is the small sample size

corrected AIC (Hurvich and Tsai, 1989) and is defined by

AICc

2n
= ∆n +

k

n
+

k(k + 1)

n(n− k − 1)
(2.14)

and, by substituting (2.10) into (2.14), the criterion is

AICc = χ2 + 2k +
2k(k + 1)

n− k − 1
, (2.15)

where n is the dimension of the relaxation data set. AICc is simply AIC with an

additional term used to compensate for the size of the sample by forcing under-

fitting.

BIC model selection

Analogous to the asymptotic methods is the Bayesian Information Criterion (BIC),

otherwise known as the Schwarz Criterion (Schwarz, 1978). BIC is similar in form to

the asymptotic criteria but is derived independently from within a Bayesian frame-

work. The defining formula is

BIC

2n
= ∆n +

k lnn

2n
(2.16)

and, by substituting (2.10) into (2.16), the criterion for relaxation data is

BIC = χ2 + k lnn. (2.17)

Bootstrap model selection

The bootstrap criterion is another method for estimating the expected discrepancy

(Zucchini, 2000). If the sample set is considered as the true set, the expected empir-

ical discrepancy E∆n can be used as an estimator of the expected discrepancy E∆.

The sample set is randomised with Gaussian noise using the error set σ to create x

new sample sets. The empirical discrepancy is calculated for each randomised sam-

ple set as the true chi-squared statistic (2.2). The mean value or expected empirical

discrepancy over the x data sets is the bootstrap criterion.



24 CHAPTER 2. MODEL-FREE MODEL SELECTION

Cross-validation model selection

The cross-validation model selection technique used in this chapter is single-item-out

cross-validation (Zucchini, 2000). The sample set is split into two different sets: the

validation set consisting of a single data point Ri and the calibration set consisting

of the remaining n − 1 data points. The model-free parameters are fitted using

the calibration set and then used to compute the back calculated data point Ri(θ).

The χ2 value between the validation set data point Ri and the back calculated data

point Ri(θ) is calculated. This is repeated for every value of i and the average χ2

value is the cross-validation criterion. Because models m4 and m5 contain three

parameters, cross-validation can only be used on NMR relaxation data sets with

n > 3 and, therefore, single field strength data cannot be used.

Hypothesis testing model selection

Model selection based on hypothesis testing derives from the field of statistics known

as Analysis of Variance (ANOVA). To minimise the under-fitting of the model-free

model selection technique of Mandel et al. (1995) high significance levels or α-levels

were used for the hypothesis testing. For the chi-squared tests the level was set to

0.1, for the F-tests the level was set to 0.2. The high chi-squared test is part of the

flow diagram of between the tests for models m2 and m3 and the tests for m4 and

m5 (ibid). It checks the value of the chi-squared statistic for model m1 and if below

an arbitrary cut-off value, m1 is selected. Otherwise the tests for models m4 and

m5 are carried out. The chi-squared cut-off value was set to 20. The technique of

Mandel et al. (1995) was only designed for use on single field strength data (n = 3)

but because this analysis uses both single and double field strength data the method

was extended for the larger data sets by the addition of extra chi-squared and F-

tests (Figure 2.2). The original method was retained for the single field strength

data. For the model-free model selection technique of Farrow et al. (1994) the model

selection rules were followed exactly as stated.

2.2.2 Data analysis

Searching the model-free space – the Rex and Double Motion Grids

By specifying the underlying motion of the NH bond vector the performance of the

different model selection techniques can be compared. To test the various methods,

two types of three-dimensional grid labelled the Rex Grids (RG) and the Double
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Figure 2.2: Modified hypothesis testing model selection for choosing between the model-

free models. This flow chart is based on that of Mandel et al. (1995). Chi-squared and

F-tests have been added for model-free models m4 and m5 to extend the technique for

multiple field strength relaxation data sets in which n > 3.
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Figure 2.3: Schematic depicting the back calculation, randomisation, fitting, and model

selection used in the creation of all grids.
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Motion Grids (DMG) were constructed to cover all model-free motions. The Rex

Grids cover the motions represented by single model-free motions with chemical

exchange and have the three dimensions S2, τe, and Rex. The Double Motion Grids

cover the model-free space in which there are two internal motions and have the

dimensions S2
f , S

2
s , and τs. The values for the parameter dimensions were non-linear

being concentrated at regions in which the distinction between the complex and the

simpler parametrically restricted models are blurred by noise. This occurs for high

S2 values as well as low τe and Rex values. The values used were

S2
i = {0.001, 0.388, 0.582, 0.698, 0.776, 0.831, 0.873, 0.905,

0.931, 0.952, 0.970}, (2.18)

τi = {0.1, 0.5, 1, 2, 4, 8, 16, 32, 64, 128, 256, 512, 1024,

2048, 4096, 8192}, (2.19)

Rex = {0, 0.149, 0.223, 0.332, 0.495, 0.739, 1.102, 1.644,

2.453, 3.660, 5.460, 8.145, 12.151, 18.127, 27.043}, (2.20)

where S2
i is either S2, S2

f , or S2
s and τi, having the units of picoseconds, is either

τe or τs. The Rex values were those for the 600 MHz data. The kinetic regime

was set to fast exchange and therefore the Rex values were scaled quadratically for

the 500 MHz data. This quadratic field strength dependence may not be a valid

assumption for real data (Millet et al., 2000) but is sufficient for the purposes of this

analysis. Due to the range of parameter values some of the grid points of the Rex

and Double Motion Grids will never be observed in a real system. For the sake of

completeness these were not excluded. The total number of grid points for each Rex

Grid and Double Motion Grid are 2640 and 1936 respectively.

Three perfect Rex Grids and three perfect Double Motion Grids consisting of

noise-free relaxation values at either 500 MHz (n = 3), 600 MHz (n = 3), or both

500 and 600 MHz (double field strength, n = 6) were back calculated for each grid

point. A schematic detailing the creation of all grids is presented in Figure 2.3. For

the Rex Grids the model m4 equations were used for the back calculation, for the

Double Motion Grids the equations were those of model m5. The diffusion tensor

used in the back calculation was isotropic with a correlation time of 10 ns. The

NH bond length r was fixed to 1.02 Å, the chemical shift anisotropy (CSA) fixed to

-160 ppm, and the angle between the principle axes of the chemical shift and dipolar

tensors assumed to be zero.
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Principles of model-free modelling

The ideal model to be selected for the Rex Grids ism4 but, when either one or both of

the τe orRex dimensions are considered insignificant because of the noise, modelsm1,

m2, and m3 are equally valid as these are parametric restrictions of the full model.

The model-free parameter values for these simpler models are statistically correct if

the dropped parameter is truly insignificant. For the Double Motion Grids the ideal

model to be selected is m5 but, when the two motions cannot be distinguished,

m2 is a valid approximation. By equating the fast and slow correlation times in

the extended model-free correlation function (Clore et al., 1990b) the model m2

parameters are given by S2 = S2
f · S2

s and τe = τf = τs and the extracted model-free

parameters can still be interpreted. Model m2 is also a parametric restriction of m5

if either of the order parameters is equal to one. If S2
f is equal to one, S2 = S2

s and

τe = τs. If S2
s is equal to one, S2 = S2

f and τe = τf . In addition if the values of

the correlation times are insignificant model m1 is also valid as it is a parametric

restriction of m5 whereby S2 = S2
f · S2

s and τf = τs = 0.

An extremely popular misconception is that the range of correlation times for

single internal motions is limited to motions which are within the extreme narrowing

limit. Although the extraction of correlation times in the nanosecond timescales is

less accurate than picosecond correlation times (Lipari and Szabo, 1982a) the only

limit on the parameter is the accuracy and quantity of the relaxation data (Jin et al.,

1998). For the extended model-free theory the only limit on the correlation times

is the separation of time scales by a magnitude determined by the local curvature

of the model-free space which itself is dependent on the relaxation data, experi-

mental errors, and model-free parameter values. After fitting all model selection

techniques additionally increase the magnitude of separation of time scales which

can be extracted from the data by selecting simpler models.

The four errors sets

The four errors sets corresponding to the four relaxation data sets are assumed to be

equal and, therefore, only one error set was created. This set was chosen to reflect

experimental noise and consisted of the fixed values 0.04 for the 600 MHz NOE, 0.05

for the 500 MHz NOE, and 2% for all R1 and R2 values. When the NOE is zero

the corresponding error is at a minimum and equal to the error from the saturated

spectrum divided by the peak intensity from the reference spectra. The exact NOE

error depends on the peak intensities and errors from both saturated and reference
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spectra but, as this information is no longer present in the NOE, fixed errors were

chosen as a balance between simplicity and accuracy.

Model-free minimisation

The six perfect grids were randomised five times with Gaussian noise creating thirty

random grids represented by synthetic noisy relaxation data. Each true set repre-

senting a single point from the perfect grids and each sample set representing a single

point from the random grids were fit separately to m1 to m5 (Models 1.26.1–1.26.5

on page 11). The program utilised for the fitting procedure was Modelfree 4.01

for Linux (Palmer et al., 1991; Mandel et al., 1995). The various model selection

techniques were used to select the best model for each grid point.

For the Modelfree calculations an initial linear grid search over the model-free

parameters was carried out before minimisation. Twenty increments were used for

each parameter dimension with the search from 0 to 1 for the order parameters, 0 to

10,000 ps for the correlation times, and 0 to 20 s−1 for the Rex values. The number

of increments per dimension reflects the examples section of the Modelfree4 manual

and hence will be similar to that used in most analyses. Although the search across

the correlation time dimension is very coarse with 526.316 ps steps, if optimisation

is successful then the granularity of the grid search will be inconsequential to model

selection.

Lower and upper bounds of 0 and 1 were placed on the order parameters while

the correlation times and chemical exchange values were restricted to positive values.

The chi-squared statistic of Equation (2.1) was used for model-free minimisation by

setting the Modelfree program variable optimisation to tval. The diffusion tensor

was fixed to 10 ns isotropic tumbling and the NH bond length and CSA values were

set to the previously mentioned values.

No trimming of the Monte Carlo results was used. For the perfect grids, which

were used for the ideal model selection using the expected discrepancy, 500 Monte

Carlo simulations were performed. The Modelfree program Monte Carlo variable

sim type was set to expr to randomise the original true set. For the random grids,

which were used for AIC, AICc, and BIC, and the model-free model selection tech-

niques of Mandel et al. (1995) and Farrow et al. (1994), 200 Monte Carlo simulations

were performed. So that the new sets would be created by randomisation of the back

calculated set, sim type was set to pred. These simulations were used to create the

chi-squared and F-distributions necessary for the hypothesis tests of the ANOVA
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model selection.

Separate model-free calculations were required for the bootstrap and cross-val-

idation model selection techniques. For the bootstrap method the random grids

were used in combination with 500 Monte Carlo simulations with sim type set to

expr. For the cross-validation method a model-free minimisation was carried out

per single-item-out iteration and no Monte Carlo simulations were used. The results

of model selection were visualised using the program OpenDX 4.1.3 from IBM (ht-

tp://www.opendx.org).

2.3 Results

2.3.1 Summary of all grids – model selection tables

The results are best summarised as the percentages of the model-free models selected

for each model selection technique. For the Rex Grid the double field strength,

600 MHz, and 500 MHz results are presented in Tables 2.1, 2.2, and 2.3 respectively.

For the Double Motion Grid the double field strength, 600 MHz, and 500 MHz

results are presented in Tables 2.4, 2.5, and 2.6 respectively.

For a single table the percentages are the average of the five random grids. An

exception is the expected discrepancy which is obtained from the single perfect grid.

These percentages are specific to the synthetic non-linear grids and can only be

used for a relative comparison of the performance of the various model selection

techniques.

2.3.2 Visualisation of final results – difference surfaces

A problem inherent in the tables is that, even though the percentages may appear

reasonable, a certain fraction may actually correspond to incorrect model selection

in which the parameter values of the fitted and selected model are far from the

true values specified in the creation of the grids. By creating surfaces in which the

height corresponds to the difference between the final fitted and selected model-

free parameter values and the original true values, anomalies which are present but

invisible in the tables will result in a distortion of the surface. All problematic

regions can be uncovered by visual inspection of the surfaces.

If a parameter is not represented in the selected model it is assumed to be equal

to one for order parameters or zero for correlation times and relaxation due to
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Table 2.1: Percentages of model-free models selected for the five randomised double field

strength Rex Grids consisting of the three dimensions {S2, τe, Rex}.

Selection method No model m1 m2 m3 m4 m5

AIC 0.0 8.6 13.5 27.4 49.1 1.5

AICc 0.0 14.5 19.0 32.9 32.6 1.0

BIC 0.0 8.0 13.2 27.0 50.2 1.6

Bootstrap 0.0 5.1 9.0 24.0 57.4 4.6

Cross-validation 0.0 7.9 11.3 27.6 47.9 5.3

Farrow et al. (1994) 18.9 4.8 9.4 22.7 43.9 0.3

Mandel et al. (1995) 13.3 16.2 13.7 25.0 31.8 0.1

∆a 0.0 4.6 10.4 26.3 56.3 2.5

E∆b 0.0 6.6 10.8 27.7 52.3 2.6

aThe realised or overall discrepancy.

bThe expected discrepancy – the ideal results.

Table 2.2: Percentages of model-free models selected for the five randomised 600 MHz

Rex Grids consisting of the three dimensions {S2, τe, Rex}.

Selection method No model m1 m2 m3 m4 m5

AIC 0.0 10.2 14.7 28.1 45.5 1.5

AICc 0.0 0.0 0.0 0.0 93.4 6.6

BIC 0.0 7.1 13.0 26.4 51.3 2.2

Bootstrap 0.0 5.8 10.4 24.3 54.6 4.9

Farrow et al. (1994) 15.1 6.6 11.1 25.7 41.1 0.4

Mandel et al. (1995) 12.9 20.2 12.8 23.6 30.2 0.3

∆a 0.0 6.1 11.5 28.0 52.0 2.5

E∆b 0.0 8.4 12.5 27.8 48.4 2.9

aThe realised or overall discrepancy.

bThe expected discrepancy – the ideal results.
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Table 2.3: Percentages of model-free models selected for the five randomised 500 MHz

Rex Grids consisting of the three dimensions {S2, τe, Rex}.

Selection method No model m1 m2 m3 m4 m5

AIC 0.0 13.6 15.7 27.9 41.1 1.7

AICc 0.0 0.0 0.0 0.0 91.1 8.9

BIC 0.0 9.8 14.3 26.2 47.4 2.4

Bootstrap 0.0 8.1 11.6 25.0 50.2 5.2

Farrow et al. (1994) 13.3 9.2 12.8 28.1 36.3 0.3

Mandel et al. (1995) 11.6 25.1 13.5 24.7 24.9 0.2

∆a 0.0 8.5 13.5 28.4 47.0 2.6

E∆b 0.0 11.6 15.2 28.7 41.9 2.7

aThe realised or overall discrepancy.

bThe expected discrepancy – the ideal results.

Table 2.4: Percentages of model-free models selected for the five randomised double field

strength Double Motion Grids consisting of the three dimensions {S2
f , S2

s , τs}.

Selection method No model m1 m2 m3 m4 m5

AIC 0.4 30.9 33.7 2.3 2.7 30.0

AICc 0.4 42.1 36.0 0.4 0.2 21.0

BIC 0.4 29.6 33.8 2.6 3.1 30.5

Bootstrap 0.0 24.1 24.7 3.6 6.8 40.8

Cross-validation 0.0 29.9 22.2 3.0 6.7 38.1

Farrow et al. (1994) 21.5 16.0 31.2 3.8 7.6 19.9

Mandel et al. (1995) 8.7 43.2 27.1 0.4 0.7 19.9

∆a 0.0 27.8 35.7 1.6 2.3 32.6

E∆b 0.0 33.7 27.6 0.0 0.7 37.9

aThe realised or overall discrepancy.

bThe expected discrepancy – the ideal results.
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Table 2.5: Percentages of model-free models selected for the five randomised 600 MHz

Double Motion Grids consisting of the three dimensions {S2
f , S2

s , τs}.

Selection method No model m1 m2 m3 m4 m5

AIC 0.4 32.5 33.5 2.5 2.9 28.2

AICc 0.0 0.1 0.4 0.0 55.4 44.1

BIC 0.4 25.4 32.4 4.0 5.7 32.1

Bootstrap 0.0 23.4 23.1 4.2 7.2 42.2

Farrow et al. (1994) 16.5 20.0 35.3 4.5 7.3 16.4

Mandel et al. (1995) 8.8 46.9 26.1 0.4 0.8 17.0

∆a 0.0 30.2 35.0 1.1 2.2 31.5

E∆b 0.0 35.3 24.7 0.0 1.1 38.9

aThe realised or overall discrepancy.

bThe expected discrepancy – the ideal results.

Table 2.6: Percentages of model-free models selected for the five randomised 500 MHz

Double Motion Grids consisting of the three dimensions {S2
f , S2

s , τs}.

Selection method No model m1 m2 m3 m4 m5

AIC 0.4 36.4 33.7 2.6 2.5 24.5

AICc 0.0 0.0 0.4 0.0 55.7 43.8

BIC 0.4 28.1 32.4 4.4 5.6 29.1

Bootstrap 0.0 27.0 21.7 4.7 7.2 39.3

Farrow et al. (1994) 14.9 22.8 35.6 5.1 7.8 13.8

Mandel et al. (1995) 8.0 51.2 25.6 0.7 0.7 13.9

∆a 0.0 33.7 33.8 1.2 2.2 29.1

E∆b 0.0 39.9 25.6 0.1 0.7 33.7

aThe realised or overall discrepancy.

bThe expected discrepancy – the ideal results.
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exchange. Because the dimensionality of the most complex model used is three a

surface corresponding to the difference in a single model-free parameter will be four-

dimensional. The fourth dimension, which is set to the S2 and S2
s dimensions for the

Rex and Double Motion Grids respectively, is split into a sequence of eleven three-

dimensional surfaces. The ideal results are those for the expected discrepancy E∆

(Figure 2.4). The results of the asymptotic methods of AIC and AICc are shown

in Figures 2.5 and 2.6 respectively. The results of the Bayesian method BIC are

shown in Figure 2.7. The bootstrap and single-item-out cross-validation results are

presented in Figures 2.8 and 2.9 respectively. The realised or overall discrepancy,

which is biased by the noise and is hence not ideal, is presented in Figure 2.10.

Finally, the results of the model-free model selection techniques of Mandel et al.

(1995) and Farrow et al. (1994) are presented in Figures 2.11 and 2.12 respectively.

These surfaces represent the results of the first randomised grids. In these dia-

grams a red sphere represents a grid point in which no model has been selected. For

the Rex Grid surfaces the S2 difference is set to zero when no model is selected. This

enables the resolution of fine differences between selection techniques by avoiding

large distortions in the surface. For the Double Motion Grid surfaces an additional

sphere, which is cyan and smaller, represents grid points in which model m5 is se-

lected and indicates where it is possible to differentiate between the two internal

motions. From a dynamics perspective the final model-free parameter values are

of more interest than the knowledge of which model was actually selected. The

only information available from the model type is the number of internal motions

yet the selection of a model describing a single motion does not necessarily mean

that two internal motions are absent (see Tables 2.4, 2.5, and 2.6). These surfaces

demonstrate the accuracy and quality of the final dynamic picture uncovered using

the various model selection techniques independent of the selected model.
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Figure 2.4: Difference surfaces for model selection using the expected discrepancy E∆.

From left to right the difference surfaces correspond to the parameters S2 of the RG, τe

of the RG, Rex of the RG, S2
s of the DMG, and τs of the DMG.
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Figure 2.5: Difference surfaces for AIC model selection. From left to right the difference

surfaces correspond to the parameters S2 of the RG, τe of the RG, Rex of the RG, S2
s of

the DMG, and τs of the DMG.
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Figure 2.6: Difference surfaces for AICc model selection. From left to right the difference

surfaces correspond to the parameters S2 of the RG, τe of the RG, Rex of the RG, S2
s of

the DMG, and τs of the DMG.
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Figure 2.7: Difference surfaces for BIC model selection. From left to right the difference

surfaces correspond to the parameters S2 of the RG, τe of the RG, Rex of the RG, S2
s of

the DMG, and τs of the DMG.
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Figure 2.8: Difference surfaces for bootstrap model selection. From left to right the

difference surfaces correspond to the parameters S2 of the RG, τe of the RG, Rex of the

RG, S2
s of the DMG, and τs of the DMG.
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Figure 2.9: Difference surfaces for single-item-out cross-validation (CV) model selection.

From left to right the difference surfaces correspond to the parameters S2 of the RG, τe

of the RG, Rex of the RG, S2
s of the DMG, and τs of the DMG.
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Figure 2.10: Difference surfaces for model selection using the realised or overall discrep-

ancy. From left to right the difference surfaces correspond to the parameters S2 of the

RG, τe of the RG, Rex of the RG, S2
s of the DMG, and τs of the DMG.
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Figure 2.11: Difference surfaces for the hypothesis testing model-free model selection

of Mandel et al. (1995). From left to right the difference surfaces correspond to the

parameters S2 of the RG, τe of the RG, Rex of the RG, S2
s of the DMG, and τs of the

DMG.
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Figure 2.12: Difference surfaces for the model-free model selection of Farrow et al. (1994).

From left to right the difference surfaces correspond to the parameters S2 of the RG, τe

of the RG, Rex of the RG, S2
s of the DMG, and τs of the DMG.
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2.4 Discussion

2.4.1 Flaws in the hypothesis testing model selection

Not selecting a model when one should be

From the results two important flaws in the hypothesis testing model selection tech-

nique of Mandel et al. (1995) are evident: not selecting a model when one should

be selected and under-fitting. Approximately 13% of the Rex Grids (Tables 2.1, 2.2,

and 2.3) and approximately 9% of the Double Motion Grids (Tables 2.4, 2.5, and

2.6) have no model selected. These percentages are independent of field strength or

set size thereby validating the extension of the technique for multiple field strength

data (n > 3) by the addition of chi-squared and F-tests for models m4 and m5

(Figure 2.2).

A few of the grid points for which no model is selected are clustered in a region

in the model-free space covered by the Rex Grids where τe values are in the range

of 128 to 512 picoseconds (Figure 2.11). The origin of this problem was traced to a

bug in the Modelfree program in which, under certain circumstances, the Levenberg-

Marquardt minimisation failed to optimise the parameter values obtained from the

initial grid search. This problem will be fully investigated in Chapter 4, specifically

in section 4.4.4 on page 156.

Apart from this region the majority of affected points appear to be randomly

distributed across the model-free space and are most likely the result of randomly

large errors in the affected sample sets. In the technique of Farrow et al. (1994)

the problem of not selecting a model is more severe with approximately 20% of the

double field strength grids (Tables 2.1 and 2.4) and approximately 15% of the single

field strength grids with no model selected (Tables 2.2, 2.3, 2.5, and 2.6).

Under-fitting

The second major problem of the ANOVA model selection technique of Mandel

et al. (1995) is under-fitting. This is revealed by comparison with the expected

discrepancy and AICc model selection. Theoretically the expected discrepancy is the

perfect balance between bias and variance. This means that neither under nor over-

fitting occurs, therefore the percentages of models selected are the ideal situation.

In comparison the small sample size corrected AIC (AICc) uses the property of

under-fitting to select the best model. The additional term in the AICc formula

induces under-fitting as a compensation for the size of the sample. From Tables 2.1
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Figure 2.13: Select S2 difference surfaces from the first randomised Rex Grids. The

difference is between the final fitted and selected parameter value and the true value

specified in the creation of the grids. The S2 dimension of the grid has been split into a

series of graphs with only a single member of the series shown. Black spheres represent grid

points in which no model has been selected. In these cases the difference is set to zero to

visualise the fine distinctions between the techniques. The model selection results for the

double field strength grid when S2 = 0.001 are: (a) AIC model selection (Akaike, 1973);

(b) the hypothesis testing model-free model selection of Mandel et al. (1995); and (c) the

model-free model selection technique of Farrow et al. (1994). These results demonstrate a

flaw of the model-free model selection techniques of Mandel et al. (1995) and Farrow et al.

(1994) whereby a high proportion of the grid points have no model selected. The model

selection results for the double field strength grids when S2 = 0.970 are: (d) AIC model

selection; and (e) the model selection of Mandel et al. (1995). These plots reveal the second

flaw of the model-free model selection of Mandel et al. (1995) – under-fitting. This results

in the overestimation of S2 and underestimation of τe and Rex. The overestimation of S2

is evident as the lighter elevated surface in (e). (f) AIC model selection when S2 = 0.970

for the 600 MHz grid demonstrating the increase in noise of the model-free parameters

compared to the double field strength data in (d).
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and 2.4 the percentages of models selected for the technique of Mandel et al. (1995)

are similar to AICc but are far from the balance of the expected discrepancy. This

demonstrates the under-fitting.

In model-free analysis under-fitting is manifested as the selection of a model

which is a parametric restriction of the best model. The model-free results incor-

porate less experimental noise but this artificially underestimates parameter uncer-

tainty (Andrec et al., 1999). In addition there is an increase in bias which skews

the final results. When the underlying motion is best described by model m4 but

either models m1, m2, or m3 are selected, the result is that S2 is overestimated

and τe and/or Rex are underestimated. An example of this is the lighter elevated

S2 difference surface in Figure 2.13e when S2 = 0.970. A numerical example of the

potential S2 overestimation is for the grid point {S2 = 0.698, τe = 64, Rex = 12.151}
of the first randomised double field strength Rex Grid. The fitted parameter values

are m1 → {S2 = 0.913}, m2 → {S2 = 0.877, τe = 88.74}, m3 → {S2 = 0.770, Rex =

10.885}, and m4 → {S2 = 0.697, τe = 67.91, Rex = 11.952}. As the parameter num-

ber decreases the value of S2 generally increases demonstrating how under-fitting

causes overestimation of S2. The parameters τe and Rex are underestimated, their

value being zero, because of their exclusion from the final model.

When the underlying motion is best described by the two internal motions of m5

under-fitting results in the selection of models m1 or m2 (Tables 2.4, 2.5, and 2.6;

Figure 2.14). This hides one of the two motions by merging the two order param-

eters into the single parameter S2 = S2
f · S2

s . This occurs naturally when the two

timescales are close to each other but is exaggerated by under-fitting. Over-fitting

results in the selection of an overly complex model in which one of the model-free

parameters is insignificant, its existence being blurred by noise. This occurs where

order parameters are close to one and correlation times and chemical exchange are

close to zero. The exclusion of the parameter would be beneficial to the final result

by reducing the variance, thereby increasing the stability and precision of the final

model. More experimental noise is reflected in the selected model which randomly

increases the error associated with the final model-free parameter estimates. Due

to the randomness of this effect the consequences of over-fitting are far less detri-

mental to the final results than the consequences of under-fitting, even if single field

strength data is all that is available. Because the technique of Mandel et al. (1995)

under-fits it breaks the principle of parsimony distorting the results and causing the

protein to appear much more rigid than it actually is.
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Figure 2.14: Select S2
s difference surfaces from the first randomised double field strength

Double Motion Grids. The S2
s dimension of the grid has been split into a series of graphs

and only results for S2
s = 0.001 are shown. Black spheres represent grid points whereby

no model has been selected, white spheres represent grid points whereby model m5 has

been selected. When no model is selected the S2
s value is assumed to be one. The plots

represent: (a) Model selection using the expected discrepancy (Zucchini, 2000); (b) AIC

model selection (Akaike, 1973); and (c) the model-free model selection of Mandel et al.

(1995). These surfaces demonstrate where the two internal motions can be separated. The

expected discrepancy neither under nor over-fits, therefore this is the ideal result. Because

the expected discrepancy cannot be calculated for real NMR data this figure demonstrates

the improvement in results using AIC compared to the technique of Mandel et al. (1995).

2.4.2 The expected discrepancy E∆

The ideal results

For the randomised RGs and DMGs the results closest to Occam’s razor are demon-

strated by the model selection using the expected discrepancy E∆ (Tables 2.1 to 2.6).

For real relaxation data, using E∆ for model selection is impossible as the true model

is not known. However for the RG and DMG the true models are known and model

selection using the expected discrepancy is possible.

The low percentages of model m5 in the DMG

The proportion of grid points with model m5 selected by E∆ in the double field

strength DMGs is much higher (38%) than can be achieved using any of the other

model selection techniques (Table 2.4). For the criteria based model selection tech-

niques the best that can be realistically achieved is 30%. There are two explanations

why the selection of m5 can only reach 30% when the expected discrepancy reaches

38%. Firstly, a proportion of the extra 8% is due to the expected discrepancy

incorrectly selecting m5 because of the Modelfree4 bug (Chapter 4, section 4.4.4,

page 156). There is a trend for these points to be clustered in a band with the same
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τs value (Figure 2.15a) located below the τs cut-off with its exact position dependent

on the value of S2
s . Secondly, the τs cut-off appears to move to higher correlation

times for noisy data. This is reflected in the differences in percentages between the

expected and realised discrepancies which are calculated using noise-free and noisy

data respectively. Since no model selection technique using noisy relaxation data

can replicate results of the expected discrepancy due to the τs cut-off change and

the effects of the program bug, the model selection techniques were compared to the

realised rather than expected discrepancy for the Double Motion Grids.

Bootstrap and cross-validation selection of model m5 in the DMG

The bootstrap and cross-validation techniques do have proportions similar to the

expected discrepancy but this is due to the over-fitting of the techniques and these

grid points tend to be randomly placed in the region of the Double Motion Grids

where the correlation time is low and the two internal motions cannot be separated

(Figure 2.15c). The fitted and selected model-free results for these points are far

from the true parameter values.

An example in the first randomised double field strength Double Motion Grid

using bootstrap model selection is where the true values of the model-free parameters

are {S2
f = 0.931, S2

s = 0.582, τs = 16} and the fitted and selected values are {S2
f

= 0.580, S2
s = 0.928, τs = 298.7}. As the true correlation time is located below

the τs cut-off, defined as the lowest correlation time in which the two motions can

be discriminated, the best result would be the selection of either model m1 or m2.

Because m5 is selected the corresponding percentage is artificially high.

Often in these cases the order parameters are reversed and the correlation time

overestimated, the result being the selection of an artificial motion on a time scale

much slower than the true model where in reality no such motions exist. The cause

of the reversed order parameters and overestimated τs is due to the low precision of

Modelfree4. This will be fully investigated in Chapter 4 in section 4.4.4 on page 151.

2.4.3 AICc model selection

Due to the skewing of results caused by under-fitting, AICc model selection is not

recommended for model-free analysis. Another reason for not using AICc is because

model selection actually fails for single field strength data (Tables 2.2, 2.3, 2.5, and

2.6). This is because if data sets with n 6 4 are used together with AICc model

selection the denominator of the additional term becomes zero for certain models
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causing the value of the criterion to be infinite.

2.4.4 The model-free model selection of Farrow et al. (1994)

Due to the extremely large proportion of the grids with no model selected (Fig-

ure 2.13c), as well as model selection inconsistencies between the Rex and Double

Motion Grids, the model-free model selection of Farrow et al. (1994) is not rec-

ommended. By comparing the Rex Grid percentages with those of the expected

discrepancy (Tables 2.1, 2.2, and 2.3) the results are not too far from the ideal sit-

uation with neither under nor over-fitting occurring. The percentages are lower for

all models due to the high proportion of the grids with no model selected. For the

Double Motion Grids comparison of the technique of Farrow et al. (1994) with the

realised discrepancy (Tables 2.4, 2.5, and 2.6) reveals a different pattern of results.

Under-fitting occurs for models m2 and m5 and over-fitting occurs for m1, m3,

and m4. These inconsistencies arise because of fundamental flaws in the selection

technique.

2.4.5 Bootstrap and cross-validation model selection

Both the bootstrap and cross-validation model selection techniques perform rela-

tively well. The percentages are similar to the expected discrepancy (Tables 2.1, 2.2,

2.3, 2.4, 2.5, and 2.6), the only difference being slight over-fitting. Cross-validation

is not represented in Tables 2.2, 2.3, 2.5, and 2.6 because the technique can only

work when n > 3. The slight over-fitting of the bootstrap method is evident in the

Rex Grids in which the percentages for m1, m2, and m3 are lower than the expected

discrepancy whereas m4 and m5 are higher. In the Double Motion Grids m1 and

m2 are lower than the realised discrepancy and m3, m4, and m5 are higher.

The results of the cross-validation model selection are different. For the Rex Grids

the percentages form1, m2, andm3 are almost the same as the expected discrepancy

whereas m4 is lower and m5 is higher. For the Double Motion Grids m1 is similar

to the realised discrepancy whereas m2 is lower and m3, m4, and m5 are higher.

The bootstrap technique is known to over-fit (Zucchini, 2000) but the reason for the

distinctive cross-validation results is unclear, especially since these results are not

what would be expected from normal over-fitting. The result is probably due to

either the Modelfree bug (Chapter 4, section 4.4.4, page 156) or due to artefacts of

the technique. Because over-fitting results in the selection of artificial motions in the
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Figure 2.15: Select τs difference surfaces from the first randomised Double Motion Grids

in which the S2
s dimension of the grid has been split into a series of graphs. White

spheres represent grid points in which model m5 has been selected. The model selection

results for the double field strength grid when S2
s = 0.582 are: (a) Model selection using

the expected discrepancy (Zucchini, 2000); (b) AIC model selection (Akaike, 1973); (c)

bootstrap model selection (Zucchini, 2000). These three surfaces demonstrate why both

the expected discrepancy and bootstrap model selection have higher percentages for m5 in

the Double Motion Grids compared to the other techniques. The additional percentages

are artificial, being placed below the τs cut-off which is located at approximately 128 ps

in this case, and these models have incorrect parameter estimates. The model selection

results for the 600 MHz grid when S2
s = 0.873 are: (d) The expected discrepancy; (e)

AIC model selection; (f) BIC model selection (Schwarz, 1978). The BIC m5 percentages

are higher than AIC for the 600 MHz Double Motion Grids. These surfaces show this is

artificial rather than truly reflecting the percentages of the expected discrepancy.
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Double Motion Grids, the bootstrap and cross-validation model selection techniques

are not recommended for model-free analysis.

2.4.6 AIC and BIC model selection

The perfect balance

The best performing techniques are AIC and BIC model selection with percentages

closest to the expected discrepancy E∆ in Tables 2.1, 2.2, and 2.3 and closest to

the realised discrepancy in Tables 2.4, 2.5, and 2.6. Because of the similarity in

percentages AIC and BIC therefore neither under nor over-fit. This is because the

expected discrepancy selects the model closest to Occam’s razor. By avoiding under-

fitting the final results do not overestimate precision and are free of bias which would

otherwise respectively cause error estimates to be too small and order parameters to

be overestimated and correlation times and chemical exchange to be underestimated.

By avoiding over-fitting the final results do not underestimate precision, which would

cause excessive parameter uncertainty and model instability, and are free of artificial

motions.

The validity of these percentages is confirmed by visual inspection of the full

difference surfaces. For double field strength data the two techniques perform almost

perfectly with the average difference value centred at zero (Figures 2.5, 2.7, 2.13,

2.14, and 2.15). After accounting for the experimental noise, visible as random

perturbations throughout the plots, the AIC and BIC surfaces are free of distortions

due to model selection. No grid points have difference values visible above the noise

with the exception of two regions which are due to minimisation artefacts rather

than problems associated with the selection technique. These regions, which are

explained below, are therefore independent of model selection and visible throughout

all surfaces.

AIC outperforms BIC

AIC and BIC model selection perform almost identically for double field strength

data. But when the results for the single field strength grids are studied AIC actually

performs better than BIC. For the Rex Grids the AIC percentages are similar to the

expected discrepancy E∆ whereas the BIC percentages are closer to the realised

discrepancy ∆. When both single field strength Double Motion Grids are studied

the performance of the two techniques varies. BIC appears to select m5 more often
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but this is abnormal as these grid points are randomly placed below the τs cut-off

resulting in approximately 4% of all grid points displaying artificially slow motions

(Tables 2.6 and 2.5; Figure 2.15f). AIC also suffers from this problem although

much less frequently with around 0.2% of grid points affected. BIC also has the

disadvantage of selecting quite a high percentage of m3 and m4. Therefore, because

of the almost perfect percentages and surfaces for all data studied in this analysis,

AIC is the recommended technique to use in combination with any type of relaxation

data set.

BIC outperforms AIC

In Chen et al. (2004), AIC and BIC model selection were again shown to perform

equally as well on double field strength data. However the reverse was found when

single field strength data was used – BIC performed better than AIC. A 10 ns

molecular dynamics (MD) simulation of the dihydrofolate reductase ternary complex

was used for validation. The performance of AIC, BIC, and hypothesis testing model

selection was tested by comparing the model selection results with order parameters

and effective correlation times calculated from the MD trajectory of XH bonds.

The differences in model selection results for AIC and BIC in both the Rex and

DMG Grids and in Chen et al. (2004) are relatively small. The discrepancies between

the results for single field strength data are likely to be explained by the optimisation

issues presented in Chapter 4. If a certain number of the model-free models utilised

in model selection are not fully optimised then their chi-squared values will be too

high and this will directly affect the results of any model selection technique. To

determine if either AIC or BIC perform better on single field strength data a study

free of optimisation issues (Chapter 4) and free of failed models (Chapter 3) would

be necessary.

2.4.7 Failure of optimisation

The failure of high correlation times

Two regions in the difference surfaces for all model selection techniques stand out

from the noise and are caused by minimisation problems rather model selection

artefacts. The first is in the correlation time surfaces for both the Rex and Double

Motion Grids when the true internal correlation time approaches the global rota-

tional correlation time (for example Figure 2.15). Model-free fitting fails in finding
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the correct parameter values and in most cases the correlation time dimension of

the model-free space never converges with the final value either stuck at the lower

or upper bounds. Because the value of the correlation time cannot be resolved,

the estimates of the S2 and Rex parameters are distorted yet are still close to their

true values (Figures 2.13 and 2.14). The problem increases in severity as S2 values

approach one. The four reasons for this failure are investigated in Chapter 4 in

section 4.4.4 on page 146.

The Modelfree bug

The second region in which optimisation fails is in the Rex Grid where correlation

times are around 128 to 512 ps. This region is distorted in the S2, τe, and Rex

difference surfaces for all model selection techniques. It is caused by the bug in the

Modelfree program (Chapter 4, section 4.4.4, page 156).

2.4.8 Effects of field strength and quantity of data

Both the size and the highest field strength of the relaxation data set make a differ-

ence to the final model-free results. One of the major advantages in the collection of

six data points is the reduction of the noise levels of the final model-free parameters

(Figure 2.13d versus 2.13f) thereby increasing the accuracy of the final results. By

comparing AIC model selection for the double field strength grids with the single

field strength grids (Tables 2.1, 2.2, 2.3, 2.4, 2.5, and 2.6) the proportion of models

m4 and m5 for both the Rex and Double Motion Grids for both the double field

strength and 600 MHz grids is higher than that for the 500 MHz grids. Therefore,

from these results, the extraction of more complicated motions is dependant on the

strength of the highest magnetic field that data was collected at rather than the

size of the relaxation data set. The reason for this may be due to the reduction of

experimental noise as field strength increases. Or it may be due to a property of

the relaxation and model-free equations. Further study is required to validate and

explain this result.

2.4.9 The truth

The complexity of the truth

In reality the underlying dynamics of the NH bond vector is far more complex

than could ever be modelled by model-free or any other theory which uses limited
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relaxation data. This complexity is evident when the information content of model-

free analyses is compared with MD simulations. Therefore trying to find the truth

– the correct model which is defined as the complete description of the dynamics –

is experimentally impossible.

Approximating the truth

The selected model must be considered as an approximation to the truth and in

using the frequentist methods this is the model which best describes the true data

set Rtrue. This does not mean that the information extracted is not physically

meaningful. Without prior knowledge of the true underlying dynamics it is not

possible to determine the degree of approximation. However the quality of the

model can be measured using the chi-squared statistic and criterion values. The

chi-squared statistic indicates how close the model is to the experimental data R

and is inversely proportional to the likelihood L(θ) of the model (Edwards, 1972).

Model selection uncertainty

The comparison of the relative criterion values between the contending models is

related to the concept of model selection uncertainty (Linhart and Zucchini, 1986;

Jin et al., 1998) whereby if two models have nearly identical AIC values they can

be considered to describe the true data equally well. Caution must then be taken

in reaching a conclusion. In most cases if the models are nested the additional

parameter is likely to be on the border of being insignificant. If the two model-free

models are non-nested this may be an indication that a more complex model is

required – one which contains the parameters of both models – although this is only

possible provided the number of parameters is less than or equal to the number of

data points in the relaxation data set. To reach valid conclusions careful analysis of

AIC values, chi-squared statistics, and model-free parameter values is required.

The selection of no model

The fundamental aim of the ANOVA technique of Mandel et al. (1995) is to find

the correct description of the underlying motion from a set of contending models.

If the true model is deemed to not be within that set – no model will be selected.

However, in this analysis, the model selection of Mandel et al. (1995) is shown to not

select a model when the true model is actually within that set. The black and white

concept of classifying a model as either correct or incorrect is counter intuitive to the
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philosophy of model selection due to the shades of grey introduced by the underlying

complexity of the true model, the parametric restrictions of nested models, and the

randomisation of data by experimental noise. For the frequentist and Bayesian model

selection techniques the aim is not to find the correct description of the motion –

they select the model which best describes the data. This is why these techniques

always select a model. The mathematical field of modelling is not about finding the

exact truth but about finding the description which best approximates the truth

given the experimental data.

The one special case in which the frequentist and Bayesian methods cannot select

a model is when the chi-squared value for all models is infinite. This occurs in certain

rare cases in the Double Motion Grids when both the S2
f and S2

s values are 0.001

and τs values are low. The problem is artificial and is due to the truncation of a

value in the error set to zero resulting in infinite chi-squared values (Tables 2.4, 2.5,

and 2.6; Figure 2.14b). Although the truth is very simple in this comparison, being

perfect model-free motions, the frequentist and Bayesian methods were designed

with the assumption that the underlying model may never be fully reflected in the

data. Therefore they are perfectly suited for real NMR relaxation data.

2.4.10 Decreased computation time

For model-free analysis using the ANOVA technique of Mandel et al. (1995) Monte

Carlo simulations for each model are required to generate the appropriate chi-

squared and F-distributions for hypothesis testing. An additional advantage of

using AIC model selection is that these simulations are no longer necessary. A

single model-free minimisation and resultant chi-squared statistic per nucleus is all

that is needed. The parameter error estimates can be determined following model

selection in a final minimisation run with Monte Carlo simulations. Assuming that

the simulations would only be used for the five model-free model runs and no final

optimisations would be carried out, the use of AIC would only require a fifth of the

computation time of the technique of Mandel et al. (1995). If, in addition, the diffu-

sion tensor parameters are optimised using a final run and are followed by multiple

iterations of the fitting, model selection, and final optimisation, all of this can be

accomplished without the use of Monte Carlo simulations.
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2.4.11 Simplicity

As well as speeding up model-free analysis by decreasing the computation time the

use of AIC would also simplify analysis by removing the need for multiple statistical

tests and the adherence to a complex flow diagram for model selection (Figure 2.2).

All that is needed for AIC is the calculation and comparison of five criteria using

the simple formula χ2 + 2k. Simply the results of a single optimisation per model

are sufficient for subsequent model selection.

2.4.12 The use of AIC for other types of model

The derivations of the likelihood formula L(θ) and the AIC equation (2.13) were

independent of the type of model. Hence AIC model selection using the formula

χ2 + 2k can be applied to any model which is dependent on NMR relaxation data.

This includes the SRLS models and the diffusion tensor models used in model-free

analysis.

SRLS

Slowly Relaxing Local Structure (SRLS) is an alternative theory for the interpreta-

tion of the R1, R2, and NOE NMR relaxation data (Tugarinov et al., 2001). SRLS

theory consists of five models analogous to those of model-free theory. The best

SRLS model is chosen using hypothesis testing model selection which is based on

the model-free technique of Mandel et al. (1995). Therefore the use of AIC for SRLS

model selection should increase the accuracy of those results as well.

In addition, as AIC is able to compare unrelated models, the model-free models

can be directly compared to other types of residue specific model. AIC is the per-

fect tool for comparison of model-free theory with alternative theories such as SRLS.

However the interdependence of model-free parameters on the global rotational dif-

fusion tensor should not be overlooked.

The models of Brownian rotational diffusion

AIC can easily be extended to other relaxation applications including the decision

of whether an isotropic, an axially symmetric, or a fully anisotropic diffusion tensor

best describes the global tumbling of the protein. For selection between the diffusion

models the AIC criterion is identical to Equation (2.13) in which the chi-squared

value is simply the sum of the chi-squared values over all residues and k is the
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sum of the number of global rotational diffusion parameters and the total number

of model-free parameters describing the system. A possible consequence of this

application may be the effective discrimination between chemical exchange effects

and anisotropic tumbling (Osborne and Wright, 2001; Pawley et al., 2001).

2.5 Conclusion

2.5.1 False rigidity

Two major flaws of the hypothesis testing model selection technique of Mandel et al.

(1995), which is almost universally used in the model-free analysis of protein dynam-

ics, have been identified by the study of synthetic data. These are not selecting a

model when one ought to be selected and under-fitting. The consequence of not

selecting a model is that a proportion of the protein backbone will not be described

using model-free parameters. The consequences of the under-fitting are that the

final model-free results are skewed with S2 overestimated and τe and Rex underes-

timated, and if two internal motions exist these are not separated. The principle

of parsimony states that the simplest model which fits well should be selected and,

since under-fitting results in a model which is too simple, the technique of Mandel

et al. (1995) breaks this principle. As a result the protein falsely appears more rigid

than it really is.

2.5.2 AIC – accuracy, speed, simplicity

The performance of the hypothesis testing model-free model selection technique of

Mandel et al. (1995) was compared to the model-free model selection technique of

Farrow et al. (1994); to various frequentist model selection techniques including

AIC, AICc, bootstrap methods, cross-validation, the realised, and expected discrep-

ancies; and to the Bayesian method BIC. Synthetic noisy relaxation data covering

all possible model-free motions was used for the comparison and it is concluded that

the most accurate model-free results for experimental NMR relaxation data can be

realised using AIC model selection. AIC is the best implementation of Occam’s

razor and the principle of parsimony. Its use will increase the accuracy, speed, and

simplicity of model-free analysis.
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Chapter 3

Model-free model elimination

3.1 Introduction

3.1.1 The model-free models

The model-free analysis of NMR relaxation data, specifically the R1 and R2 relax-

ation rates and the steady state NOE, is used to extract easily interpretable dy-

namical information describing both the overall tumbling and the internal motions

of a macromolecule (Lipari and Szabo, 1982a,b; Clore et al., 1990b). The internal

model-free dynamics are decoupled by construction from the global diffusion (Lipari

and Szabo, 1982a). A number of model-free models can be constructed by paramet-

ric restriction of the original and extended model-free descriptions. These include

models m0 to m9 (1.26.0–1.26.9 on page 11). By assuming that each residue tumbles

independently another set of model-free models can be constructed. Models tm0 to

tm9 (1.27.0–1.27.9 on page 12) are simply models m0 to m9 with the addition of

the local τm parameter. For simplicity only models m1 to m5 will be studied in

this chapter. These simple models are the subset most often utilised within the

literature. Although models m6 to m9 are not studied the concepts introduced in

this chapter apply to these higher, more complex model-free models equally as well.

3.1.2 Model validation

The model-free interpretation consists purely of data analysis methods using tech-

niques from the mathematical fields of modelling and optimisation and the statistical

field of model selection. Data analysis usually involves two major steps: model-

free minimisation (Palmer et al., 1991; Mandel et al., 1995; Orekhov et al., 1995a;

59
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Fushman et al., 1997) followed by model-free model selection (Mandel et al., 1995;

d’Auvergne and Gooley, 2003; Chen et al., 2004). Standard model-free analysis

uses a predefined set of mathematical models representing different types of mo-

tion, optimises the parameters of these models to fit the relaxation data, and then

uses model selection to determine which of the model-free models best describes the

data. However, no attempt is made to identify whether the optimised parameters of

any of these models are adequate. Mathematical modelling usually involves a stage

whereby a model is validated to check if it is credible (Bellomo and Preziosi, 1994).

The user can then decide whether the model is adequate, whether the model should

be adjusted, or whether the model should be rejected. Model modification in the

case of model-free analysis is irrelevant as the mathematical models were constructed

prior to model-free analysis (Models 1.26.0–1.26.9 on page 11 and 1.27.0–1.27.9). Yet

certain models should be rejected or eliminated prior to model selection. The effect

of not removing failed models is that a model with wildly incorrect parameter values

may be selected rather than one with parameters close to the true values.

3.1.3 Error analysis

Apart from its application between model-free minimisation and model-free model

selection, model elimination can also be used to improve the accuracy of model-free

error analysis. Multiple iterations of model-free minimisation, model elimination,

and model selection are required to obtain convergence of the global model – the

combination of the global diffusion tensor with the selected model-free model for

each residue. After convergence and model selection of the global model, error

analysis by Monte Carlo simulations can begin. The simulations consist of taking

the model-free parameters which were fitted to the collected data and errors and

back-calculating synthetic relaxation data. This data is then randomised n times

using the experimental errors creating n randomised synthetic relaxation data sets.

The data sets are assumed to have the same error as the original collected data.

Model-free parameters for each simulation are optimised by χ2 minimisation using

exactly the same methods as for the collected data. Each model-free parameter has

then been fitted n times creating a probability distribution, the standard deviation

of which is a good approximation of the true standard deviation of the model-free

parameter fitted to the collected data.

Monte Carlo simulations essentially involve a large number n of independent

model-free minimisations. Even if the model-free parameters fit the collected relax-
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ation data well and are a reasonable approximation to the truth, the randomisation

used to create the synthetic relaxation data sets can create a situation whereby a

number of the simulations fail by precisely the same mechanism by which model-

free models can fail. These have been identified in the past and have been removed

by trimming the upper and lower tails of the χ2 distribution of simulated results.

For example this has been put into practise as an option in the program Modelfree

(Palmer et al., 1991; Mandel et al., 1995). However the χ2 distribution is not a

good differentiator of failed verses reliable simulations. Using the concept of model

elimination a highly selective and accurate approach can be implemented for the

removal of failed simulations.

3.2 Methods

3.2.1 Searching the model-free space

The Rex and Double Motion Grids

To identify failure of model-free models, model-free minimisations were carried out

on large numbers of independent data sets. The methodology employed to select and

create the different data sets was similar to that presented in Chapter 2. Two three-

dimensional grids were created to cover a significant proportion of the model-free

parameter space.

The first grid, labelled the Rex Grid (RG), consists of the three dimensions {S2,

τe, Rex} and covers all single model-free motions with chemical exchange relaxation.

This grid corresponds to model m4 (Model 1.26.4 on page 12). When the parameters

τe or Rex are statistically zero the models m1, m2, and m3 (Models 1.26.1–1.26.3

on page 11), which are parametric restrictions of the higher model m4, are perfect

approximations.

The second grid is labelled the Double Motion Grid (DMG) and consists of the

dimensions {S2
f , S

2
s , τs}. This grid covers part of the model-free space encapsulating

the two separate motions of model m5 (Model 1.26.5 on page 12). If one of these

two motions is insignificant or indistinguishable from the other, in which case one of

the order parameters S2
f or S2

s is not statistically different from one, then model m2

is a perfect approximation of the model-free motions. In addition if the parameter

τs is statistically zero then model m1 is a perfect approximation. These two grids

cover the entire model-free space of the five simplest models (Models 1.26.1–1.26.5).
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The more complex double timescale motions of m6, m7, and m8 (Models 1.26.6–

1.26.8) which include the τf and Rex parameters have not been used to identify failed

models. However the conclusions apply to these models equally as well.

The structure of the two grids

The increments of each model-free parameter dimension in the two three-dimensional

grids are presented in (2.18), (2.19), and (2.20) on page 27. A total of four sepa-

rate grids were used: the Perfect Rex Grid with noise-free synthetic relaxation data;

the Random Rex Grid with randomised, noisy relaxation data; the Perfect Dou-

ble Motion Grid with noise-free data; and the Random Double Motion Grid with

randomised data. The total number of points in all four grids embodies 9,152 inde-

pendent data sets.

The relaxation data of the two grids

The data created for these grids consisted of synthetic 15N relaxation data. For

each data set or grid point six data points were generated: the 15N R1 and R2 and

the {1H}-15N steady state NOE, all at 600 and 500 MHz. By specifying the values

of the model-free parameters and the specific model-free model used for each grid

point, exact relaxation data was created by back-calculation. The data was then

randomised using errors of 2% for the R1 and R2 and 0.04 for the 600 MHz NOE

and 0.05 for the 500 MHz NOE. These errors were chosen to best mimick the white

noise associated with experimental NMR data (see section 2.2.2 on page 28).

The assumptions used in the calculation of the relaxation data include that the

CSA for all cases is -160 ppm and that the bond length r is 1.02 Å. The major

axes of the axially symmetric dipolar and chemical shift tensors were assumed to

be co-linear and chemical exchange was scaled quadratically with field strength. All

stated Rex values correspond to the chemical exchange contribution to R2 data at

600 MHz. The diffusion tensor was assumed isotropic and fixed to the value of 10 ns.

3.2.2 Model-free parameter constraints

The simple model-free models (Models 1.26.1–1.26.5 on page 11) and the simple

model-free models with a local τm parameter (Models 1.27.1–1.27.5 on page 12)
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were minimised separately. During minimisation the constraints

0 ≤ S2, S2
f , S

2
s ≤ 1, (3.1a)

0 ≤ τe, τs, (3.1b)

0 ≤ Rex, (3.1c)

0 ≤ τm (3.1d)

were applied. For the failed model-free models which possess a local τm parameter,

whereby its value at the minimum is infinite, the curvature of the model-free space

can cause the number of iterations required to find the minimum to be unreasonably

large. Therefore the constraint

τm ≤ 200 ns (3.1e)

was applied to decrease computation time.

3.2.3 Model-free model elimination

The set of elimination values ǫ

For the implementation of model elimination within model-free data analysis a se-

ries of empirical rules can be applied prior to model selection. These rules consist of

inequalities containing model-free parameters together with arbitrarily chosen con-

stants ǫi such that ǫi ∈ R
+. The ensemble of ǫi creates a set of elimination values

whereby the elements are specified by the index i. If the inequality has been violated

the model is judged to have failed. By searching over all grid points by eye only the

correlation time parameters can be singled out as suitable for the discrimination of

failed models. In all identified cases of model failure either the internal correlation

times τe or τs or the global rotational diffusion correlation time, the local τm, will

head towards infinity rather than minimising to a position in the model-free space

close to the true value.

Internal correlation times

In situations where one of the model-free internal correlation times heads towards

infinity the inequality

τe, τf , τs < ǫi (3.2)
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could be used for elimination. However, to account for the anisotropy of macro-

molecules and the variability of the global correlation time in real systems, the

inequality

τe, τf , τs < ǫi · τm (3.3)

would be more flexible as the internal correlation times are compared directly with

the global correlation time. As τm is the statistically limiting factor for the extraction

of model-free motions from relaxation data this inequality would be better suited

for practical applications. A reasonable and generous value of ǫi accounting for

significant anisotropy would be 1.5. This inequality is not only valid for models m2,

m4, m5, m6, m7, and m8 where a single τm exists as a global parameter for all

residues but is also valid for models tm2, tm4, tm5, tm6, tm7, and tm8 where an

independent local τm parameter exists for each residue.

The global correlation time τm

In cases where τm tends towards infinity the rule

τm < ǫi (3.4)

can be used for elimination. Unlike in Inequality (3.3) no correlation time parameter

can act as a reference for altering the limit in response to the variability of the system

under study. Therefore a constant, arbitrary constraint must be used. A reasonable

value of ǫi in most cases could be 50 ns. If the protein exhibits significant anisotropy

and the bond vector is parallel to the long axis of the global rotational diffusion

tensor, because the parameter τm is a local rather than global parameter in these

models, the empirical value of ǫi may need to be increased accordingly. Also if the

protein is thought to tumble close to or slower than the fixed value of ǫi then its

value should be increased as well.

During minimisation linear constraints have been implemented by Inequalit-

ies (3.1a) to (3.1d) and in certain cases Inequality (3.1e). These involve constraint

values ck where k is the constraint index. For example as both upper and lower lim-

its on τm have been set using Inequalities (3.1d) and (3.1e) the parameter is bound

by

ck−1 ≤ τm ≤ ck,

where ck−1 = 0 and ck = 200 ns. If an upper constraint ck has been set on τm

then the inequality

τm < ǫi < ck (3.5)
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must be used for model elimination. The second inequality is necessarily exclusive

due to the imperfections associated with machine precision during minimisation.

3.2.4 Data analysis and visualisation

After the constrained minimisation of the model-free model, the errors associated

with the model-free parameters were determined by Monte Carlo simulations. This

error analysis involved the constrained minimisation of five hundred independent

simulations using exactly the same methods as the original model-free model. All

model-free calculations were carried out using the program relax (see Chapter 7).

The isosurface representations of the χ2 values in the model-free parameter space

were created using the program Open Visualization Data Explorer 4.3.2, or OpenDX,

from IBM (http://www.opendx.com). The projections of the Monte Carlo sim-

ulations in the four-dimensional model-free space of Figure 3.4 were composed us-

ing the program Grace (http://plasma-gate.weizmann.ac.il/Grace/), formerly called

ACE/gr or Xmgr.

3.3 Results and Discussion

3.3.1 Model-free model failure

The three categories of failure

By searching over the tens of thousands of model-free minimisations spread through-

out the four separate grids (the Perfect Rex Grid, the Random Rex Grid, the Perfect

Double Motion Grid, and the Random Double Motion Grid) numerous examples of

failed model-free models are evident. These cases can be grouped into three cate-

gories designated as Categories One, Two, and Three dependent on how the model

failed as well as which model-free parameters are present in the model. The first

type of failure occurs in the standard model-free models (Models 1.26.0–1.26.9 on

page 11) and results in one of the internal correlation times τe, τf , or τs heading

towards infinity (Table 3.2 on page 67). The second category involves model-free

models containing the local τm parameter (Models 1.27.0–1.27.9 on page 12) and

results in τm heading towards infinity (Table 3.5 on page 76). The third category in-

volves the same models as the second, where a local τm parameter is present, except

that the internal correlation time heads towards infinity while the global correlation

time, local τm, remains close to the true value (Table 3.7 on page 82).
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Table 3.1: The full precision randomised 15N relaxation data and errors used for the

model-free minimisation, model-free model elimination, and model-free model selection of

three of the test cases representing the three categories of model failure.

Data type Value Error

Test Case 1

600 MHz R1 1.3607438126077531 0.028212431372334083

600 MHz R2 15.285185187439794 0.29273912435875549

600 MHz NOE 0.83126690996568853 0.04

500 MHz R1 1.8453066136464509 0.03603242845760548

500 MHz R2 14.126806539264148 0.27274019888341894

500 MHz NOE 0.75788616726447011 0.05

Test Case 3

600 MHz R1 1.2779288762002963 0.026171608253937394

600 MHz R2 18.601379356945866 0.38878447784580444

600 MHz NOE 0.82445156329111324 0.04

500 MHz R1 1.7217246390621328 0.034023907561236126

500 MHz R2 17.446689867478245 0.33972716512593082

500 MHz NOE 0.77090412852935197 0.05

Test Case 4

600 MHz R1 1.3645031921412598 0.027003467055169744

600 MHz R2 13.502004134930948 0.27434770250574586

600 MHz NOE 0.83775052138736938 0.04

500 MHz R1 1.7596749434196766 0.034823901208962289

500 MHz R2 12.749980907526275 0.25906731578629066

500 MHz NOE 0.84114634537543753 0.05
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Table 3.2: The number of Category One failures prior to and post model selectiona.

Modelb Perfect RGc Random RGc Perfect DMGc Random DMGc

m1 0 (0) 0 (0) 0 (0) 0 (0)

m2 190 (0) 210 (5) 0 (0) 1 (1)

m3 0 (0) 0 (0) 0 (0) 0 (0)

m4 0 (0) 91 (70) 0 (0) 1 (0)

m5 336 (0) 372 (2) 0 (0) 78 (52)

aCategory One failures are defined for models m0 to m9 and are when the internal cor-

relation time parameter τe, τf , or τs heads towards infinity. Failure was judged as the

internal correlation time being 1.5 times greater than the global correlation time τm of 10

nanoseconds. In brackets are the number of failed models chosen by AIC model selection.

bThe parameters of m1 to m5 are given in Models 1.26.1–1.26.5 on page 11.

cThe Perfect grid is an ensemble of noise-free relaxation data whereas the Random grid

consists of the same data which has been randomised to add noise. The Rex Grids, com-

posed of the three dimensions {S2, τe, Rex} corresponding to model m4, are an ensemble

of 2640 relaxation data sets. The Double Motion Grids, composed of the three dimensions

{S2
f , S2

s , τs} corresponding to model m5, are an ensemble of 1936 relaxation data sets.

The four test cases

Four test cases (Tables 3.3 on page 69, 3.4 on page 75, 3.6 on page 78, and 3.8 on page

83) were selected from the many failed models to represent these three categories

of failure, the randomised data of which is shown in Table 3.1 on page 66. As the

first of the test cases involves perfect, noise-free data the relaxation data and errors

can be recalculated from the original model-free parameter values. Hence this data

is not included in the table. To understand the latent issues of model failure these

models will be discussed irrespective of whether they are selected by AIC model

selection or not.

3.3.2 Category One failures

The number of failures

The first category of failure, whereby one of the internal correlation time parameters

τe, τf , or τs heads towards infinity, is associated with standard model-free analysis
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using Models 1.26.0–1.26.9 on page 11. These cases are distinguished by testing

against Inequality (3.3) where ǫi is set to the value of 1.5. As the global correlation

time of all grid points was fixed to 10 ns, failure was judged by the internal correlation

time value being greater than or equal to 15 ns. A comprehensive summary of the

Category One failures for model-free models m1 to m5 in each of the four grids is

presented in Table 3.2.

Within this table two distinct subclasses of failure are evident. The first subclass

of failure occurs in the models which correspond to those used in the creation of the

grids. This is the most critical type of failure as, although less prominent prior to

model selection, the majority of these failures appear post model selection. For the

Rex Grid the failed model is m4 (Model 1.26.4) whereas for the Double Motion Grid

the failed model is m5 (Model 1.26.5). This subset of Category One failures occurs

solely within the randomised grids, thus experimental noise is the genesis of failure.

Potentially, as only synthetic data was tested, noise may not be the sole factor which

induces these failures in real systems.

The second subset of failures are most evident when the true underlying model

experiences chemical exchange relaxation yet the fitted model is lacking the Rex

parameter. This Rex compensatory subset of Category One failures occurs in both

m2 (Model 1.26.2) and m5 (Model 1.26.5) in cases involving perfect, noise-free re-

laxation data and, although not statistically testable, the presence of noise may

slightly increase the likelihood of failure. For individual data sets within the Rex

Grids failure may occur solely in m2, solely in m5, or in both models. This subclass

is less concerning as only a tiny fraction of these models are favoured over all others

by AIC model selection.

The lost minimum subset of failures

A representative instance of the critical failures of models m4 andm5 in the Random

Rex and Double Motion Grids is displayed in Table 3.3. This example, which will

be referred to as Test Case 1, is from the Random Rex Grid. The original model-

free parameter values used to generate the randomised 15N relaxation data shown

in Table 3.1 are {S2 = 0.952, τe = 2048 ps, Rex = 0.739 s−1}. In this situation

both subclasses of failure are evident. Not only are the Rex compensatory failures

apparent in m2 and m5 but, crucially, model m4 has failed. The χ2 values and AIC

criteria demonstrate that model m4 is the most parsimonious of all the models and

would be selected by AIC model selection. This is despite the internal correlation
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time value of 279 ns which, when compared with the global correlation time of

10 ns, is clearly a failure. Interestingly the S2 value is zero. None of the five models

in the table have S2 or internal correlation time values close to the true values.

All models, excluding the failed model m4, have S2 values of one and all internal

correlation times are significantly overestimated in spite of the fact that these values

are meaningless when taken together with an S2 value of one. Clearly the best of

the five models is m3 as it is the only model which has a parameter value within

errors to the true values with a Rex value of 0.831 ± 0.279 where the true value

is 0.739. The implementation of model elimination using Inequality (3.3) would

remove models m2, m4, and m5 and subsequent model selection using the AIC

criterion would choose m3. With the given relaxation data and errors this result is

the most accurate and is best of all the models despite the inability to extract the

motion at 2 ns.

To visualise exactly how model m4 failed the χ2 values within three-dimensional

model-free parameter space were mapped to a very fine resolution (Figure 3.1). The

dimensions of this space are S2, τe, and Rex. The χ2 values are represented as a

fourth dimension, the curvature of the space, which is illustrated using isosurfaces

contouring regions of equal value. The position in this space where the original,

true parameter values lie is indicated by a red sphere. Normally noise would induce

a slight shift from the true parameter values and cause the area surrounding the

minimum to be perturbed but, in this test case, there appears to be no curvature in

the space indicating the existence of a minimum proximal to the true values. The χ2

value at the position of true parameters is 13.68 and minimisation initialised from

this point will follow the four-dimensional valley delineated by the funnel shaped

isosurfaces shown visible in the figure. This χ2 minimisation along the non-linear

route of the funnel from the initial location to the final minimum can be expressed

as

min
θ
χ2(θ) ⇔





S2 : 0.952 → 0,

τe (ns) : 2.048 → 279.145,

Rex (s−1) : 0.739 → 1.335,

where θ = {S2, τe, Rex} is the model-free parameter vector. Termination is due to

the constraint S2 ≥ 0 preventing minimisation from following the funnel beyond

the limit. If the constraints are lifted a different minimum is found

min
θ∈R3

χ2(θ) ⇒ χ2(θ̂) = 3.260,
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Figure 3.1: Test Case 1 isosurface representation of the three-dimensional model-free χ2

space composed of the parameters {S2, τe, Rex}. The true parameter values of {S2 = 0.952,

τe = 2048 ps, Rex = 0.739 s−1} where used to generate randomised R1, R2, and NOE

relaxation data at 600 and 500 MHz. These values are represented by the red sphere

where the χ2 value is 13.68. Due to the randomisation of the relaxation data and the

application of constraints the single minimum is located at {S2 = 0, τe = 279.145 ns,

Rex = 1.335 s−1} where χ2 = 3.27. If the constraint of S2 ≥ 0 were to be lifted τe would

shoot to infinity. The χ2 values of the four isosurfaces from outermost to innermost are 6,

5, 4, and 3.5 and the resolution of the space is one hundred data points per dimension.



72 CHAPTER 3. MODEL-FREE MODEL ELIMINATION

where the minimised parameter vector of Test Case 1 is

θ̂, where





S2 = −∞,

τe = ∞,

Rex = 1.35 s−1.

Rather than the minimum being completely lost an alternative hypothesis might

be that the space has been distorted by the noise to such an extent that the failure

lies not in the model but in the minimisation. The level of zoom together with the

one hundred data point per dimension resolution of Figure 3.1 may be insufficient

for a sharp and discrete minimum to be visible. Figure 3.2 dispels this hypothesis

by zooming into the region of the space surrounding the true parameter values and

by comparing this with the equivalent region in the noise-free space. The top three

images are orthogonal views of the zoomed in space of Figure 3.1 which, as Test Case

1 originated from the Random Rex Grid, was constructed from noisy relaxation data.

In comparison the bottom three images are equivalent orthogonal views of exactly

the same grid point as Test Case 1 except that the relaxation data originates from

the noise-free Perfect Rex Grid. The sole difference between the top and bottom

model-free spaces is that the top space is simply the bottom space with noise added.

A clear minimum surrounds the true parameter values indicated by the sphere in

the noise-free space, minimisation in which returns exact copies of the true values

with a χ2 value of zero. In contrast this distinct minimum in the noise-free data has

been completely destroyed by noise in the randomised space of Test Case 1. The

perturbation to the space is so severe that, rather than the sphere being located

next to a minimum, it is positioned close to the start of the four-dimensional valley,

represented by the funnels, which heads towards infinity in Figure 3.1. In this test

case the minimum of the noise-free data has been squeezed out of existence by the

noise.

These Category One, lost minimum failures occur purely because of the randomi-

sation of the relaxation data. Unlike the Category One, Rex compensation failures

AIC model selection will pick these failed models in the majority of cases. After

model selection 2.65% of the Random Rex Grid and 2.74% of the Random Dou-

ble Motion Grid consists of these failed models. Although the percentages are low

these values are significant due to the catastrophic nature of the failure. In addition

certain combinations of motions in macromolecules may induce much higher failure

rates. Because of the low χ2 value of the failed models no model selection scheme

is able to avoid these models. Therefore failures will surface within the final results
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Figure 3.2: The lost minimum of Test Case 1. All images are of the three-dimensional

{S2, τe, Rex} model-free χ2 space. The true parameter values are {S2 = 0.952,

τe = 2048 ps, Rex = 0.739 s−1} and are represented by a red sphere. The top three

images from left to right are the front view, side view, and top view of the χ2 space of

the randomised relaxation data from the Random Rex Grid. These are simply a zoomed

in view of Figure 3.1. In contrast the bottom three images show the same angles of the

χ2 space but originate from the noise-free relaxation data of the Perfect Rex Grid. The

isosurfaces from outermost to innermost correspond to χ2 values of 20, 5, 1, and 0.5 with

the exception that the last two isosurfaces are not present in the randomised space. The

minimum which is visible in the noise-free space has been obliterated in the randomised

space. Instead of a minimum the true parameter values are located next to the start of

the funnel visible in Figure 3.1. The resolution of the space is one hundred data points

per dimension.
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of a standard model-free analysis unless the models are eliminated prior to model

selection.

The Rex compensatory subset of failures

A select example representative of the Rex compensatory subset of failures is shown

in Table 3.4. In this case, which will be referred to as Test Case 2, failure occurs

solely in model m5. This Category One, Rex compensation test case originates from

the Perfect Rex Grid where the original model-free model was m4 (Model 1.26.4).

The grid point corresponding to the test case has parameter values of {S2 = 0.931,

τe = 256 ps, Rex = 27.043 s−1}. Perfect 15N relaxation data was used for the minimi-

sation and Monte Carlo simulation error analysis, hence, the optimised parameters

of m4 returned exact copies of true parameter values with a final χ2 value of zero.

Although the S2 value of models m1, m2, andm3 is overestimated the other parame-

ter values are reasonably close to the true values. In contrast the internal correlation

time parameter τs in model m5 has shot to the infeasible value of 83.67 µs. As this is

four orders of magnitude greater than the global correlation time of 10 ns the model

has clearly failed. Yet despite this failure comparison of the χ2 values of all models

clearly demonstrates that, within this test case, the failed model m5 will never be

selected as the best model. The χ2 value of m4 is zero whereas the value of m5 is

1883.11 thus, as both these models have the same number of parameters, model m4

should always be chosen over m5.

The two modelsm2 andm5 in which the Category One, Rex compensatory subset

of failures occurs (Table 3.2 on page 67) are retaliating to the missing Rex parameter

by their internal correlation time shooting towards infinity. The combination of an

Rex contribution to the R2 together with a model lacking the parameter results in

an apparent increase of the spectral density function at zero frequency J(0) which

would normally correspond to a slowing of correlation times. The combined effect of

τm being fixed, the apparent increase in J(0), and the invariance of high frequency

spectral density values J(ω) where ω ≈ ωH means that, in certain cases, an increase

in the internal correlation time parameter during minimisation can compensate. The

result is a model which has failed, its fitted parameter values being clearly incorrect.

Fortunately for this type of failure AIC model selection very rarely selects these

models with only five failed m2 models and two failed m5 models in the Random Rex

Grid of Table 3.2 having been selected which, as a percentage, is 0.265% of all data

points. For the failed models which have not been selected the internal correlation
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Table 3.5: The number of Category Two failures prior to and post model selectiona.

Modelb Perfect RGc Random RGc Perfect DMGc Random DMGc

tm1 17 (0) 17 (0) 0 (0) 0 (0)

tm2 371 (1) 465 (30) 0 (0) 2 (1)

tm3 0 (0) 0 (0) 0 (0) 0 (0)

tm4 0 (0) 21 (9) 1 (0) 5 (0)

tm5 503 (0) 699 (9) 2 (0) 44 (2)

aCategory Two failures are defined for models tm0 to tm9 and are when the local τm

parameter heads towards infinity. Failure was judged as the local τm parameter being

greater than 50 nanoseconds. In brackets are the number of failed models chosen by AIC

model selection.

bThe parameters of tm1 to tm5 are given in Models 1.27.1–1.27.5 on page 12.

cThe Perfect grid is an ensemble of noise-free relaxation data while the Random grid con-

sists of the same data which has been randomised to add noise. The Rex Grids, composed

of the three dimensions {S2, τe, Rex} corresponding to model m4, are an ensemble of 2640

relaxation data sets. The Double Motion Grids, composed of the three dimensions {S2
f ,

S2
s , τs} corresponding to model m5, are an ensemble of 1936 relaxation data sets.

time is prevented from heading to higher values by S2 hitting the one. Replacing

the order parameter with the value of one in the original Lipari-Szabo model-free

formulas (Lipari and Szabo, 1982a,b) results in a spectral density equation with no

τe parameter, thus the value of the correlation time is meaningless. The final value

reflects the curvature of the space prior to S2 minimising to one. With S2 at this

position τe can be changed to any value without affecting the minimised χ2 value,

hence the identical χ2 values of models m1, m2, and m5 in Table 3.4. In contrast

for the seven cases from Table 3.2 in which a failed model is selected the S2 value

of these models is never one.

3.3.3 Category Two failures

The number of failures

The second category of failure occurs in spaces which contain both an internal corre-

lation time parameter τe, τf , or τs together with a local τm parameter and is common

in model-free analysis using models tm0 to tm9 (Model 1.27.0–1.27.9 on page 12).
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As the original τm value for all data sets was set to 10 nanoseconds Inequality (3.5)

with the arbitrary time of ǫi = 50 ns was used to judge failure. This is necessarily

less than the constraint value ck of 200 ns which was implemented during minimi-

sation. Therefore any model with a local τm value greater than 50 ns is considered

a failure.

A summary of all Category Two failures is shown in Table 3.5. Comparison with

the Category One failures in Table 3.2 on page 67 reveals a very similar pattern of

numbers between the two tables. The Rex compensatory failures of Category One,

which occur in models m2 and m5 in both the Perfect and Random Rex Grids, also

occur in Table 3.5. In contrast the proportion of failure appears to be much higher

when a local τm parameter is present in the model and, in addition, a number of

these models are chosen by AIC model selection. Although less prominent than

the first category the lost minimum subclass of failures is also present within the

table with model tm4 failing in the Random Rex Grid and model tm5 failing in the

Random Double Motion Grid. The proportion of these models being accepted by

AIC model selection, though, is much less than that of the first category. A major

difference between Categories One and Two is that model tm1, which possesses a

correlation time parameter, fails a number of times in both Rex Grids.

The Rex compensatory subset of failures

A representative example of the Rex compensatory subset of Category Two failures

is shown in Table 3.6 on page 78. This third test case is from the Random Rex

Grid, the randomised data of which was back calculated from model-free model m4

with the parameter values of {S2 = 0.97, τe = 0.5 ps, Rex = 5.46 s−1} and where

the global correlation time was set to 10 ns. The randomised data and the errors

used for Test Case 3 are shown in Table 3.1. Both models tm2 (Model 1.27.2)

and tm5 (Model 1.27.5) have failed in this test case as evidenced by their local

τm parameter being stuck at the upper limit of 200 ns. In response the τe or τs

parameters have moved to the position of the global correlation time of 10 ns and

the S2 parameter has shifted towards zero. Both models have identical parameter

values, the additional parameter S2
f in tm5 which has minimised to one collapses its

model-free formula to that of tm2 where τs and τe are one and the same parameter.

Due to the low χ2 values of both failed models AIC model selection will choose tm2

over all other models. Despite the S2 values of one in the models which have not

failed their local τm values are close to the true value of 10 ns. For models tm3 and
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tm4 τm is within errors to the true value. Additionally both return estimates of Rex

almost within errors, the slight difference being because of the bias introduced by

the S2 value of one. Although not ideal selection of one of these models will return

reasonable parameter estimates. Model tm4 would be the least desirable of the non-

failed models as its internal correlation time is overestimated. Hence the best model

for Test Case 3 would be tm3 which can be extracted by using the combination of

model elimination followed by AIC model selection.

The reason for model tm2 failing within Test Case 3 is demonstrated in Fig-

ure 3.3. This diagram is the model-free χ2 space which was mapped to a resolution

of one hundred data points per dimension. The three dimensions are τm, S2, and

τe and the curvature of the space is represented by isosurfaces delineating regions

of identical χ2 values. The red sphere in the image is located at the true parameter

values with the exemption of the Rex parameter which does not exist within this

space. The χ2 value at the true parameter values is 300.17 and, from the curvature

of the space, it is clear that there is no minimum close to this position. As in Test

Case 1 the true values are located close to the start of a four-dimensional valley

visible through the funnel shaped isosurfaces in the figure. Minimisation from this

initial position will follow this highly curved valley and can be represented as

min
θ
χ2(θ) ⇔





τm (ns) : 10 → 200,

S2 : 0.970 → 0.015,

τe (ps) : 0.5 → 10435,

where θ is the model-free parameter vector {τm, S2, τe}. The minimised χ2 value is

1.94. If the constraint of τm ≤ 200 ns is removed a new minimum of

min
θ∈R3

χ2(θ) ⇒ χ2(θ̂) = 1.891

would be found where the fully minimised parameter vector is

θ̂, where





τm = ∞,

S2 = 0,

τe = 10.435 ns.

The minimisation results associated with the Rex compensatory subset of failures

in Category Two are significantly different from those of Category One. This is due

to the models in the second category possessing a local τm parameter whereas, in

the first category, the global correlation time was fixed to 10 ns. Just as in the

first category of failure the R2 values in both Rex Grids are elevated due to the Rex
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Figure 3.3: Test Case 3 isosurface representation of the three-dimensional model-free χ2

space composed of the parameters {τm, S2, τe}. The true parameter values of {τm = 10 ns,

S2 = 0.97, τe = 0.5 ps, Rex = 5.46 s−1} where used to generate randomised R1, R2, and

NOE relaxation data at 600 and 500 MHz. These values are represented by the red sphere

where, without the Rex parameter, the χ2 value is 300.17. Due to randomisation and the

fact that this space contains no Rex dimension the single minimum is located at infinity

{τm = ∞ ns, S2 = 0, τe = 10.435 ns} where χ2 = 1.89. If an upper constraint of 200 ns is

set for the parameter τm the minimum shifts to {τm = 200 ns, S2 = 0.015, τe = 10.822 ns}
where the minimum χ2 value is 1.94. The χ2 values of the four isosurfaces from outermost

to innermost are 500, 100, 20, and 7 respectively. The resolution of the space is one

hundred data points per dimension. After minimisation and model selection this is the

model which is chosen to represent the dynamics of the system.
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contribution to those relaxation data sets. For the models lacking the Rex parameter

this elevation appears as an increase in J(0) coupled with the other spectral density

values J(ω) where ω 6= 0 not changing. As an increase in J(0) is normally linked to

an increase in one of the correlation times together with a compensatory decrease in

the high frequency spectral density values, all the models lacking the Rex parameter

tm1, tm2, and tm5 can compensate by increasing their local τm parameter. This is

visible in Table 3.5 where not only do models tm2 and tm5 fail more often when

compared with Category One but model tm1 fails 17 times in both Rex Grids as

a compensation for the Rex contribution to the R2. In the first category of failure

(Table 3.2) models m2 and m5 failed by allowing their internal correlation time to

shoot towards ∞ during minimisation. However the final result was no different from

model m1 as their S2 values minimised to one. In contrast within Category Two,

models tm1, tm2, and tm5 fail by allowing their local τm parameter to shoot towards

∞ and, in the majority of these failures, the internal correlation time minimises to

the value of the global correlation time while the order parameter minimises to zero.

This flexibility allows these models to minimise to lower χ2 values and hence they

sometimes filter through model selection.

3.3.4 Category Three failures

The number of failures

By definition the third category of failure occurs in model-free analysis using models

tm0 to tm9. The failure is defined as one of the internal correlation times heading

towards ∞ while the local τm parameter stays at reasonable values. The satisfaction

of Inequality (3.5) where ǫi is set to 50 ns together with the violation Inequality (3.3)

where ǫi is set to 1.5 isolates the Category Three failures. As τm is a parameter of

the model the product ǫi · τm in Inequality (3.3) is flexible hence no fixed value of

τe, τf , or τs will be eliminated.

A summary of all Category Three failures is presented in Table 3.7. The total

number of failures which fall under this third category is much lower than the first

two categories and, importantly, almost none of these models are selected by AIC

model selection. To understand failure these models will be investigated neverthe-

less. Again the pattern within the table is very similar to the other two categories

(Tables 3.2 and 3.5) with the distinctive Rex compensatory failures in models tm2

and tm5 in both Rex Grids and the lost minimum failure of model tm4 in the Random

Rex Grid and model tm5 in the Random Double Motion Grid.
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Table 3.7: The number of Category Three failures prior to and post model selectiona.

Modelb Perfect RGc Random RGc Perfect DMGc Random DMGc

tm1 0 (0) 0 (0) 0 (0) 0 (0)

tm2 25 (1) 16 (0) 1 (0) 1 (0)

tm3 0 (0) 0 (0) 0 (0) 0 (0)

tm4 36 (0) 17 (0) 1 (0) 1 (0)

tm5 22 (0) 13 (0) 36 (0) 39 (0)

aCategory Three failures are defined for models tm0 to tm9 and are when the internal

correlation time parameter τe, τf , or τs heads towards infinity. Failure was judged as the

internal correlation time being 1.5 times greater than the variable local τm parameter. In

brackets are the number of failed models chosen by AIC model selection.

bThe parameters of tm1 to tm5 are given in Models 1.27.1–1.27.5 on page 12.

cThe Perfect grid is an ensemble of noise-free relaxation data while the Random grid con-

sists of the same data which has been randomised to add noise. The Rex Grids, composed

of the three dimensions {S2, τe, Rex} corresponding to model m4, are an ensemble of 2640

relaxation data sets. The Double Motion Grids, composed of the three dimensions {S2
f ,

S2
s , τs} corresponding to model m5, are an ensemble of 1936 relaxation data sets.

The lost minimum subset of failures

A representative example of the lost minimum failure in the Random Double Motion

Grid is presented in Table 3.8 as the fourth test case. Here the original model

was m5 with parameter values of {S2
f = 0.970, S2

s = 0.970, τs = 4096 ps}, thus

S2 = 0.941. As with the other lost minimum test cases the true parameter values

can be uncovered in the noise-free perfect grid with a χ2 value of zero. Essentially all

models in the table return exactly the same results and have identical χ2 values. In

models tm2, tm3, and tm4 the parameter τe is zero and Rex is insignificant. Failure

has occurred in model tm5 where the parameter τs is 1.3 µs. Despite the failure

being a lost minimum in this case the symptoms of failure mirror those of the Rex

compensatory failures demonstrated in Test Cases 1 and 2 (Tables 3.3 and 3.4). The

order parameter associated with τs is S2
s = S2/S2

f = 1 hence τs, during minimisation,

has moved towards infinity but can no longer move as its associated order parameter

has hit one.
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Optimisation failures

From the Category Three table (Table 3.7) another subclass of failure which is not

present in the first two categories is evident. These appear as a failure of model tm4

in the Perfect Rex Grid and model tm5 in the Perfect Double Motion Grid. Rather

than these being a failure of the model-free model they are in fact minimisation

failures. An example is from the Perfect Double Motion Grid where the original

model m5 parameters are {S2
f = 0.388, S2

s = 0.001, τs = 2048 ps}. Instead of finding

the true minimum where the χ2 value is zero the minimised parameter values are {τm
= 1.73 ns, S2

f = 0.388, S2
s = 0.963, τs = 3460.427 ps} where the χ2 value is 0.00132.

This example was judged a failure because τs violated Inequality (3.3) where ǫi · τm
= 2594 ps.

A simple test to differentiate minimisation versus model failure was to initialise

minimisation from the true values, the result of which was only one iteration of

optimisation returning the true values with a χ2 value of 1.11e−27. The reason

minimisation failed was because of the highly convoluted nature of the space induced

by the unrealistically low S2 value together with the grid search unable to find a

position close to the true values. The Category Three failures are of no concern,

however, as AIC model selection almost never picks these failures.

3.3.5 Model elimination

Trying to avoid model failure by using constraints

One possible solution to the failed model problem is to attempt to prevent the model

from failing by placing an upper constraint on the global and internal correlation

times. When this strategy is implemented the result is that the model still fails but

minimisation cannot reach the unconstrained minimum. The correlation times will

then be stuck at the upper limit and the χ2 value will be elevated in comparison

with the unconstrained value. The change in χ2 value will, in some cases, solve the

problem as the likelihood of model selection choosing one of the other models is

increased. This approach is, nevertheless, non-selective and does not guarantee that

the final model-free results will be free from failed models. Although constraints can

be used to keep parameter values within reasonable bounds this artificially creates

the appearance of reliable parameter values. Yet these parameters will be far from

the true values and therefore a failed constrained model with misleading parameter

values will appear in the final results. The application of constraints can never cause
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a failed model to recover by returning the parameter values close to the true values

as it is the curvature of the model-free space itself which is intrinsically linked to

model failure.

Model failure verses optimisation failure

It should be noted that a failed model is very different from a model in which

minimisation has failed. In the first instance the minimum is located at unreasonable

parameter values whereas in the second the minimum has not been found, in which

case constraints may help. Considering that only synthetic relaxation data was used

to search for cases of failure other categories of failed model-free models may exist

when the true underlying dynamics is much more complex than models m0 to m9.

However assuming that these failures exist they cannot currently be identified and

may not be as trivial to discern.

Handling model failure in model-free analysis

The only solution for preventing model failure is to collect better NMR spectra with

less noise or to collect additional data. These measures will improve the curvature

of the model-free space and possibly diminish the number of lost minimum subset

of failures. Yet this is not guaranteed and the minimum may not be uncovered

and failed models may still be present in the final results. In the case of the Rex

compensatory subset of failures no solution exists for their prevention as the failure is

due to the model missing a Rex parameter. As model failure in model-free analysis is

inevitable the addition of a model elimination step using Inequalities (3.3) and (3.5)

between model-free minimisation and model-free model selection will, with certainty,

weed out the failed models from the final model-free results.

3.3.6 Monte Carlo simulation failure

Model failure affects individual Monte Carlo simulations

Model failure has been identified within model-free data analysis manifesting itself

as when one of the correlation times heads towards infinity. This problem surfaces

not only after the initial minimisation of the model-free models but it can also plague

error analysis by affecting individual Monte Carlo simulations. Fundamentally, each

of the n Monte Carlo simulations is an independent model-free data set. They

all spawn from the same synthetic relaxation data which is back calculated from
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the minimised model-free parameter values of the selected model. The segregation

originates from the n discrete randomisations of the synthetic relaxation data which

creates n distinct relaxation data sets. Each data set is minimised separately using

the same methodology as for the real relaxation data.

As the failure of models is intricately linked to the relaxation data itself the n

randomised simulations which mirror the data used in the randomised Rex and Dou-

ble Motion Grids are thus susceptible to the same failures. Only the lost minimum

subset of failures surfaces within Monte Carlo simulations as the Rex compensatory

subset of failures are precluded by the nature of simulation construction. The ele-

vated R2 values are dealt with prior to error analysis by the model elimination and

AIC model selection data analysis steps and, therefore, the final model used for the

Monte Carlo simulations should include an Rex parameter.

An extreme example illustrating the significance of simulation failure is if just one

single simulation out of a million has a τe parameter which minimises to infinity the

standard deviation of τe will then be infinity. In reality the standard deviation should

be much lower – the single outlier causes a catastrophic failure of error analysis.

Test Case 5

Figure 3.4 demonstrates the failure of Monte Carlo simulations. The original re-

laxation data used in this example, which will be called Test Case 5, is from the

Perfect Rex Grid where the original model is m4. The true model-free parameter

values, which are found to machine precision by χ2 minimisation, are {S2 = 0.931,

τe = 2048 ps, Rex = 1.644 s−1}. These values are, for comparison, very similar to

those of Test Case 1 (Table 3.3 and Figures 3.1 and 3.2). Five thousand Monte Carlo

simulations were minimised to generate the figure. While the fourth dimension, χ2,

of Test Case 1 could be mapped as a continuous surface in a three-dimensional space

the simulations are independent, each mapping to a different position within this

space. Consequently the simulations within the four-dimensional {S2, τe, Rex, χ
2}

model-free space are best represented visually by the six orthogonal two-dimensional

projections of that space. Despite the completely different circumstances another ex-

ample portraying Monte Carlo simulations in this manner has been made by Andrec

et al. (1999) however, in that case, no failures have occurred. To further enhance

the visualisation of this space the τe dimension is plotted on a log scale.

In the figure the top three projections can be used to reconstruct a three-

dimensional space excluding the χ2 values. Comparison with the complementary
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Table 3.9: The model-free parameter values of the Test Case 5 model m4 together with

the errors calculated from the five thousand Monte Carlo simulations.

Data set S2 τe (ps) Rex (s−1)

True valuesa 0.931 2048.00 1.644

Minimised valuesb 0.931 2048.00 1.644

Errors (all simulations)c 0.210 38403.47 0.342

Errors (elimination)d 0.019 1624.20 0.342

Errors (10% trimming)e 0.212 38785.36 0.341

aThe true values of Test Case 5 used to back calculate the original noise-free relaxation

data. bMinimisation returned the true values to within machine precision with a χ2 value

of zero. cAll Monte Carlo simulations have been used in the calculation of parameter

standard deviations. dExclusion of the failed Monte Carlo simulations, judged by the τe

parameter being greater than 15 ns, from the calculation of parameter standard deviations.

eExclusion of the upper and lower tails of the χ2 distribution of Monte Carlo simulations

from the calculation of parameter standard deviations.

three bottom images of Figure 3.2, which is the perfect, noise-free χ2 space of Test

Case 1, unequivocally demonstrates that the positional probability of the Monte

Carlo simulation is intrinsically coupled to the curvature of the χ2 space of the orig-

inal relaxation data. The contours of equal χ2 value in Figure 3.2, represented by

isosurfaces, clearly matches the density of the Monte Carlo simulations in Figure 3.4.

The effects on parameter errors

The same rules for model elimination can be used for culling failed Monte Carlo

simulations. In Test Case 5 Inequality (3.3) with ǫi set to 1.5 was used to part the

simulations. As the global correlation time was 10 ns any simulations with a τe

value of greater than 15 ns was removed. These are represented in Figure 3.4 as

open circles whereas the accepted simulations are presented as crosses. The arbitrary

nature of the line drawn through the model-free space used to segregate failure from

non-failure is visible in the projections possessing a τe dimension. However the

projections with a S2 dimension illustrate the accuracy of ǫi set to 1.5 – only open

circles fall outside of the well defined S2 distribution. Without eliminating the failed

simulations the model-free parameter errors are quite large with the τe error being
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considerably greater than the value of the parameter itself (Table 3.9). After removal

of the failed simulations using Inequality (3.3) the parameter errors are a much more

reliable description of the system. The bias introduced into the error analysis by

not removing these outliers is embodied in an order of magnitude overestimation of

the S2 and τe standard deviations.

Trimming verses elimination

The failure of Monte Carlo simulations has been previously identified and their

removal attempted by the trimming of the upper and lower tails of the χ2 distribution

of simulations prior to calculating the standard deviation of the parameters. This

process is implemented within the Modelfree program (Palmer et al., 1991; Mandel

et al., 1995). In Figure 3.4 the one-dimensional projection of the three bottom

images onto the χ2 axis, each returning the same projection, is the distribution of χ2

values for all five thousand simulations. The failed simulations are evenly dispersed

throughout this distribution. When 10% of the simulations are culled by pruning

the tails of the χ2 distribution the bias in the parameter errors are slightly increased

in comparison with the errors calculated using all simulations (Table 3.9). Although

an upper limit on τe may cause some of the χ2 values of the failed simulations to be

elevated this does not guarantee that the χ2 values of all simulations will be clustered

at the upper tail of the χ2 distribution. Therefore the selective elimination of failed

simulations should be implemented over the non-selective trimming of simulations

using the distribution of χ2 values.

3.4 Conclusions

3.4.1 Model failure

Model failure has been identified as a phenomenon which plagues model-free analysis

and is manifested through one of the correlation time parameters heading towards

infinity. Dependent on the set of model-free models employed as well as which

correlation time parameter tends to infinity these failures can be classified into one

of three major categories. The first category of failure surfaces during standard

model-free analysis using models m0 to m9 (Model 1.26.0–1.26.9 on page 11) and

is characterised by the internal correlation time shooting to infinity (τe, τf , or τs →
∞). The second and third categories both occur in model-free analysis using models

tm0 to tm9 (Model 1.27.0–1.27.9 on page 12) where the global diffusion tensor is
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replaced by the local τm parameter. The second category is defined as the local

τm → ∞ whereas within the third category the local τm parameter remains close to

the true value while τe, τf , or τs → ∞.

These three categories can be further subdivided into the lost minimum subset

of failures whereby the minimum present in the equivalent noise-free data has been

distorted to such an extent that it no longer exists or the Rex compensatory subset of

failures whereby the correlation time is compensating for a missing Rex parameter.

3.4.2 Monte Carlo simulation failure

The lost minimum subdivision of failures have also been observed to affect individual

Monte Carlo simulations. The n simulations are equivalent to n independent model-

free minimisations. As these have been randomised using the experimental errors

the simulations are analogous to the randomised data of the Rex and Double Motion

Grids which were used to identify cases of model failure. If the small number of

Monte Carlo simulation failures are not removed prior to calculating the model-free

parameter standard deviations these outliers cause a catastrophic overestimation of

the errors.

3.4.3 Implementing model-free model elimination

Model-free data analysis is purely modelling incorporating the mathematical field of

optimisation, specifically χ2 minimisation (Palmer et al., 1991; Mandel et al., 1995;

Orekhov et al., 1995a; Fushman et al., 1997), and the statistical field of model selec-

tion to choose between a number of preset models (Mandel et al., 1995; d’Auvergne

and Gooley, 2003; Chen et al., 2004). Between these two steps the mathematical

modelling concept of model validation should be implemented. The result of not

removing the failed models prior to model selection is that the final results of a

model-free analysis will likely include models with parameter values far from the

truth. Although the alternative models selected after elimination may be missing

certain parameters the values of those which remain are reasonably close to the

truth.

The removal of failed model-free models and Monte Carlo simulations can be per-

formed by testing the correlation time parameter against the linear Inequalities (3.3)

and (3.5). These simple empirical rules will selectively eliminate the failed models

and simulations. The use of either constraints or the trimming of the upper and

lower tails of a χ2 distribution does not solve the problem as these techniques are
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non-selective. Therefore the sequence of data analysis steps which will yield the most

accurate model-free results is, in order: model-free minimisation, model-free model

elimination, and finally model-free model selection. In addition elimination of failed

Monte Carlo simulations is essential for the error analysis of the final model-free

results.
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Chapter 4

Model-free optimisation

4.1 Introduction

4.1.1 Model-free analysis

Detailed, atomic resolution information describing the dynamics of proteins or other

macromolecules can be obtained experimentally through NMR by the measurement

of the R1 and R2 heteronuclear relaxation rates and the steady-state heteronuclear

NOE. These numbers by themselves are, however, difficult to interpret meaningfully

and are therefore usually decomposed using the model-free analysis of Lipari and

Szabo (1982a,b) which separates the global rotational diffusion of the macromolecule

from the internal motions of the molecule’s bond vectors. The relaxation values are

translated into the parameters of Brownian rotational diffusion as well as those of

the internal motions which consist of the generalised order parameter S2 and the

effective correlation time τe. The order parameter S2 is related to the amplitude of

the internal motion. An S2 value of zero indicates large amplitude motions whereas a

value of one means that the bond vector is completely rigid. The effective correlation

time τe is correlated with the timescale of the internal motion of the bond vector

albeit being dependent on the amplitude of that motion. The original Lipari and

Szabo model-free analysis was extended by Clore et al. (1990b) to include internal

motions on two timescales. The order parameter S2
f and effective correlation time

τf describe the faster of the two motions whereas S2
s and τs are associated with the

slower motion. The two order parameters are related by the equation S2
f · S2

s = S2.

93



94 CHAPTER 4. MODEL-FREE OPTIMISATION

4.1.2 Model-free software

A number of computer programs have been written to minimise the chi-squared

value (4.4) described below in search of optimal parameter values of the model-

free models. The majority of these programs implement solely local minimisers

as it is assumed that only a single minimum exists within a given model-free chi-

squared space. In certain situations two minima within a single model-free space

have been identified (Orekhov et al., 1995b). This rare phenomenon is associated

with models which are too simplistic to describe the true underlying dynamics and

will be investigated in Chapter 6. Nevertheless, global minimisers such as sim-

ulated annealing or genetic algorithms are generally considered superfluous. The

most commonly used program in the literature is the Modelfree program (Palmer

et al., 1991; Mandel et al., 1995), the current version of which will be labelled as

Modelfree4 in this text. The optimisation technique implemented in Modelfree4 is

the Levenberg-Marquardt algorithm. Another widely used model-free optimisation

program is Dasha (Orekhov et al., 1995a) in which two local optimisation algorithms

are available. The first is Levenberg-Marquardt minimisation whereby all model-free

parameters of all selected residues of the protein together with the global parame-

ters of rotational Brownian diffusion can be simultaneously optimised. The second

method is a combined Newton-Raphson/conjugate gradient (Newton-Raphson-CG

or NR) minimisation algorithm whereby the model-free parameters are optimised

separately for individual residues. Less widely used are the programs DYNAM-

ICS (Fushman et al., 1997) and Tensor 2 (Blackledge et al., 1998; Cordier et al.,

1998; Dosset et al., 2000; Tsan et al., 2000). The former uses simplex minimisation

whereas the algorithm of the later is undocumented. The optimisation technique

in Tensor may be the same global algorithm as employed for the optimisation of

the diffusion tensor parameters – simulated annealing combined with a fuzzy logic

algorithm coupled to the Levenberg-Marquardt local optimisation algorithm.

4.1.3 Optimisation in the model-free space

Optimisation occurs within a chi-squared space as the quantity which is minimised by

Modelfree4, Dasha, DYNAMICS, and Tensor2 is the chi-squared value (4.4). Each

dimension of the space corresponds to a different model parameter and each position

in the space is associated with a corresponding chi-squared value. To assemble the

single chi-squared value from the multiple model-free parameter values, a long chain

of calculations is required. Firstly, the order parameters and internal correlation
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times are recombined within Lorentzian equations to calculate the power spectral

density values at the five frequencies which cause relaxation. These spectral density

values are then linearly combined to back calculate the R1, R2, and cross relaxation

rate σNOE. The NOE is then calculated using the ratio of the cross rate and the R1.

Finally these back calculated values are compared to the collected relaxation data in

a quadratic fashion through the chi-squared equation to return a single value. This

series of complex dependencies significantly convolutes the curvature of the model-

free space. For the double timescale motions of models m5 to m8 the convolution

can at times result in a long, deep, curved tunnel which needs to be navigated in

order to reach the minimum. This tunnel resembles the banana problem used as a

test case to challenge optimisation algorithms. As such, model-free minimisation is a

non-trivial problem requiring both high precision optimisation and many iterations

of the algorithm to find the local minimum. In certain situations some optimisation

algorithms may even fail by terminating prematurely. The behaviour and reliability

of numerous optimisation algorithms for model-free analysis will be investigated

and the performance of both Modelfree4 and Dasha will be probed using synthetic,

noise-free relaxation data.

4.2 Theory

4.2.1 Model-free theory

Numerically stabilised spectral density functions

The original model-free spectral density function presented in (1.23) on page 10 and

the extended model-free spectral density function presented in (1.24) on page 10 are

not numerically stable. An important problem encountered in the optimisation of

model parameters is that of round-off error in which machine precision influences

the result of mathematical operations. The double reciprocals in (1.21) and (1.25)

are operations which are particularly susceptible to round-off error, especially when

τe ≪ τm. By incorporating Equations (1.21) and (1.25) into the model-free spectral

density functions and then simplifying the equations this source of round-off error

can be eliminated. The new, numerically stabilised form of the original model-free

equation can be expressed as

J(ω) =
2

5
τm

(
S2

1 + (ωτm)2
+

(1 − S2)(τe + τm)τe
(τe + τm)2 + (ωτeτm)2

)
. (4.1)
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Analogously the new, numerically stabilised form of the extended model-free equa-

tion is

J(ω) =
2

5
τm

(
S2

1 + (ωτm)2
+

(1 − S2
f)(τf + τm)τf

(τf + τm)2 + (ωτfτm)2
+

(S2
f − S2)(τs + τm)τs

(τs + τm)2 + (ωτsτm)2

)
. (4.2)

The diffusion tensor

The spectral density functions presented in the previous section assume that the

macromolecule tumbles isotropically as a sphere in solution. For molecules which dif-

fuse as either a spheroid or an ellipsoid the correlation function of Brownian diffusion

becomes much more complex due to the presence of numerous exponential terms.

As this chapter solely investigates the optimisation of the model-free parameters of

individual residues, the derivation of the spheroid and ellipsoid formulae and the

optimisation of diffusion tensor parameters will be deferred to Chapter 6. Generic

model-free spectral density functions which include all three diffusion classes (the

sphere, spheroid, and ellipsoid) will be derived as replacements for Equations (4.1)

and (4.2).

4.2.2 Model-free optimisation theory

The model-free space

The optimisation of the parameters of an arbitrary model is dependent on a function

f which takes the current parameter values θ ∈ R
n and returns a single real value

f(θ) ∈ R corresponding to position θ in the n-dimensional space. For it is that

single value which is minimised as

θ̂ = arg min
θ
f(θ), (4.3)

where θ̂ is the parameter vector which is equal to the argument which minimises the

function f(θ). In model-free analysis f(θ) is the chi-squared equation

χ2(θ) =
n∑

i=1

(Ri − Ri(θ))
2

σ2
i

, (4.4)

where i is the summation index, Ri is the experimental relaxation data which belongs

to the data set R and includes the R1, R2, and NOE values at all field strengths,

Ri(θ) is the back calculated relaxation data belonging to the set R(θ), and σi is

the experimental error. For the optimisation of the model-free parameters while the



4.2. THEORY 97

diffusion tensor is held fixed, the summation index ranges over the relaxation data

of an individual residue. If the diffusion parameters are optimised simultaneously

with the model-free parameters the summation index ranges over all relaxation data

of all selected residues of the macromolecule (Chapter 6).

Given the current parameter values the model-free function provided to the al-

gorithm will calculate the value of the model-free spectral density function J(ω)

at the five frequencies which induce NMR relaxation by using Equations (4.1) and

(4.2). The theoretical R1, R2, and NOE values are then back-calculated using Equa-

tions (1.5a), (1.5b), (1.5c), and (1.6). Finally, the chi-squared value is calculated

using Equation (4.4).

Topology of the space

The problem of finding the minimum is complicated by the fact that optimisation

algorithms are blind to the curvature of the complete space. Instead they rely on

topological information about the current and, sometimes, the previous parameter

positions in the space. The techniques use this information to walk iteratively down-

hill to the minimum. Very few optimisation algorithms rely solely on the function

value, conceptually the height of the space, at the current position. Most techniques

also utilise the gradient at the current position. Although symbolically complex in

the case of model-free analysis, the gradient can simply be calculated as the vector of

first partial derivatives of the chi-squared equation with respect to each model-free

parameter. The gradient is supplied as a second function to the algorithm which

is then utilised in diverse ways by different optimisation techniques. The function

value together with the gradient can be combined to construct a linear or planar

description of the space at the current parameter position by first-order Taylor series

approximation

f(θk + x) ≈ fk + xT∇fk, (4.5)

where fk is the function value at the current parameter position θk, ∇fk is the gradi-

ent at the same position, and x is an arbitrary vector. By accumulating information

from previous parameter positions a more comprehensive geometric description of

the curvature of the space can be exploited by the algorithm for more efficient op-

timisation.

The best and most comprehensive description of the space is given by the quad-

ratic approximation of the topology which is generated from the combination of the

function value, the gradient, and the Hessian. From the second-order Taylor series
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expansion the quadratic model of the space is

f(θk + x) ≈ fk + xT∇fk + 1
2
xT∇2fkx, (4.6)

where ∇2fk is the Hessian, which is the symmetric matrix of second partial deriva-

tives of the function, at the position θk. As the Hessian is computationally expensive

a number of optimisation algorithms try to approximate it.

To produce the gradient and Hessian required for model-free optimisation a large

chain of first and second partial derivatives needs to be calculated. Firstly the partial

derivatives of the spectral density functions (4.1) and (4.2) are necessary. Then

the partial derivatives of the relaxation equations (1.5a) to (1.5c) followed by the

NOE equation (1.6) are needed. Finally the partial derivative of the chi-squared

formula (4.4) is required. These first and second partial derivatives, as well as those

of the components of the Brownian diffusion correlation function for non-isotropic

tumbling, are presented in Chapter 8.

Optimisation algorithms

Prior to minimisation, all optimisation algorithms investigated require a starting

position within the model-free space. This initial parameter vector is found by

employing a coarse grid search – chi-squared values at regular positions spanning

the space are calculated and the grid point with the lowest value becomes the starting

position. The grid search itself is an optimisation technique. As it is computationally

expensive the number of grid points needs to be kept to a minimum. Hence the initial

parameter values are a rough and imprecise approximation of the local minimum.

Due to the complexity of the curvature of the model-free space, the grid point with

the lowest chi-squared value may in fact be on the opposite side of the space to the

local minimum.

Once the starting position has been determined by the grid search the opti-

misation algorithm can be executed. The number of algorithms developed within

the mathematical field of optimisation is considerable. They can nevertheless be

grouped into one of a small number of major categories based on the fundamental

principles of the technique. These include the line search methods, the trust region

methods, and the conjugate gradient methods. For more details on the algorithms

described below see Nocedal and Wright (1999).
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Line search methods

The defining characteristic of a line search algorithm is to choose a search direc-

tion pk and then to find the minimum along that vector starting from θk (Nocedal

and Wright, 1999). The distance travelled along pk is the step length αk and the

parameter values for the next iteration are

θk+1 = θk + αkpk. (4.7)

The line search algorithm determines the search direction pk whereas the value of

αk is found using an auxiliary step-length selection algorithm.

One of the simplest line search methods is the steepest descent algorithm. The

search direction is simply the negative gradient, pk = −∇fk, and hence the direction

of maximal descent is always followed. This method is inefficient – the linear rate

of convergence requires many iterations of the algorithm to reach the minimum and

it is susceptible to being trapped on saddle points within the space.

The coordinate descent algorithms are a simplistic group of line search methods

whereby the search directions alternate between vectors parallel to the parameter

axes. For the back-and-forth coordinate descent the search directions cycle in one

direction and then back again. For example for a three parameter model the search

directions cycle θ1, θ2, θ3, θ2, θ1, θ2, . . ., which means that each parameter of the model

is optimised one by one. The method becomes less efficient when approaching the

minimum as the step length αk continually decreases (ibid.).

The quasi-Newton methods begin with an initial guess of the Hessian and update

it at each iteration using the function value and gradient. Therefore the benefits of

using the quadratic model of (4.6) are obtained without calculating the computa-

tionally expensive Hessian. The Hessian approximation Bk is updated using various

formulae, the most common being the BFGS formula (Broyden, 1970; Fletcher,

1970; Goldfarb, 1970; Shanno, 1970). The search direction is given by the equa-

tion pk = −B−1
k ∇fk. The quasi-Newton algorithms can attain a superlinear rate of

convergence, being superior to the steepest descent or coordinate descent methods.

The most powerful line search method when close to the minimum is the Newton

search direction

pk = −∇2f−1
k ∇fk. (4.8)

This direction is obtained from the derivative of (4.6) which is assumed to be zero

at the minimum of the quadratic model. The vector pk points from the current

position to the exact minimum of the quadratic model of the space. The rate of
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convergence is quadratic, being superior to both linear and superlinear convergence.

The technique is computationally expensive due to the calculation of the Hessian. It

is also susceptible to failure when optimisation commences from distant positions in

the space as the Hessian may not be positive definite and hence not convex, a con-

dition required for the search direction both to point downhill and to be reasonably

oriented. In these cases the quadratic model is a poor description of the space.

A practical Newton algorithm which is robust for distant starting points is the

Newton conjugate gradient method (Newton-CG). This line search method, which

is also called the truncated Newton algorithm, finds an approximate solution to

Equation (4.8) by using a conjugate gradient (CG) sub-algorithm. Retaining the

performance of the pure Newton algorithm, the CG sub-algorithm guarantees that

the search direction is always downhill as the method terminates when negative

curvature is encountered. This algorithm is similar to the Newton-Raphson-CG al-

gorithm implemented within Dasha. Newton optimisation is sometimes also known

as the Newton-Raphson algorithm and, as documented in the source code, the New-

ton algorithm in Dasha is coupled to a conjugate gradient algorithm. The auxiliary

step-length selection algorithm in Dasha is undocumented and may not be employed.

Once the search direction has been determined by the above algorithms the

minimum along that direction needs to be determined. Not to be confused with

the methodology for determining the search direction pk, the line search itself is

performed by an auxiliary step-length selection algorithm to find the value αk. A

number of step-length selection methods can be used to find a minimum along the

line θk + αkpk, although only two will be investigated. The first is the backtracking

line search of Nocedal and Wright (1999). This method is inexact – it takes a starting

step length αk and decreases the value until a sufficient decrease in the function is

found. The second is the line search method of Moré and Thuente (1994). Designed

to be robust, the MT algorithm finds the exact minimum along the search direction

and guarantees sufficient decrease.

Trust region methods

In the trust region class of algorithms the curvature of the space is modelled quadrat-

ically by (4.6). This model is assumed to be reliable only within a region of trust

defined by the inequality ‖p‖ 6 ∆k where p is the step taken by the algorithm and

∆k is the radius of the n-dimensional sphere of trust (Nocedal and Wright, 1999).
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The solution sought for each iteration of the algorithm is

min
p∈Rn

mk(p) = fk + pT∇fk + 1
2
pTBkp, s.t. ‖p‖ 6 ∆k, (4.9)

where mk(p) is the quadratic model, Bk is a positive definite matrix which can be

the true Hessian as in the Newton model or an approximation such as the BFGS

matrix, and ‖p‖ is the Euclidean norm of p. The trust region radius ∆k is modified

dynamically during optimisation – if the quadratic model is found to be a poor

representation of the space the radius is decreased whereas if the quadratic model

is found to be reasonable the radius is increased to allow larger, more efficient steps

to be taken.

The Cauchy point algorithm is similar in concept to the steepest descent line

search algorithm. The Cauchy point is the point lying on the gradient which min-

imises the quadratic model subject to the step being within the trust region. By

iteratively finding the Cauchy point the local minimum can be found. The conver-

gence of the technique is inefficient, being similar to that of the steepest descent

algorithm.

In changing the trust region radius the exact solutions to (4.9) map out a curved

trajectory which starts parallel to the gradient for small radii. The end of the

trajectory, which occurs for radii greater than the step length, is the bottom of

the quadratic model. The dogleg algorithm attempts to follow a similar path by

first finding the minimum along the gradient and then finding the minimum along

a trajectory from the current point to the bottom of the quadratic model. The

minimum along the second path is either the trust region boundary or the quadratic

solution. The matrix Bk of (4.9) can be the BFGS matrix, the unmodified Hessian,

or a Hessian modified to be positive definite.

Another trust region algorithm is Steihaug’s modified conjugate gradient ap-

proach (Steihaug, 1983). For each step k an iterative technique is used which is

almost identical to the standard conjugate gradient procedure except for two addi-

tional termination conditions. The first is if the next step is outside the trust region,

the second is if a direction of zero or negative curvature is encountered.

An almost exact solution to (4.9) can be found using an algorithm described

in Nocedal and Wright (1999). This exact trust region algorithm aims to precisely

find the minimum of the quadratic model mk of the space within the trust region

∆k. Any matrix Bk can be used to construct the quadratic model. However, the

technique is computationally expensive.
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Conjugate gradient methods

The conjugate gradient algorithm (CG) was originally designed as a mathematical

technique for solving a large system of linear equations Hestenes and Stiefel (1952),

but was later adapted to solving nonlinear optimisation problems (Fletcher and

Reeves, 1964). The technique loops over a set of directions p0, p1, . . ., pn which are

all conjugate to the Hessian (Nocedal and Wright, 1999), a property defined as

pT
i ∇2fkpj = 0, for all i 6= j. (4.10)

By performing line searches over all directions pj the solution to the quadratic model

(4.6) of the position θk will be found in n or less iterations of the CG algorithm where

n is the total number of parameters in the model. The technique performs well on

large problems with many parameters as no matrices are calculated or stored. The

algorithms perform better than the steepest descent method and preconditioning of

the system is used to improve optimisation. A number of preconditioned techniques

will be investigated including the Fletcher-Reeves algorithm which was the original

conjugate gradient optimisation technique (Fletcher and Reeves, 1964), the Polak-

Ribière method (Polak and Ribière, 1969), a modified Polak-Ribière method called

the Polak-Ribière + method (Nocedal and Wright, 1999), and the Hestenes-Stiefel

algorithm which originates from a formula in Hestenes and Stiefel (1952). As a line

search is performed to find the minimum along each conjugate direction both the

backtracking and Moré and Thuente auxiliary step-length selection algorithms will

be tested with the CG algorithms.

Hessian modifications

The Newton search direction, used in both the line search and trust region methods,

is dependent on the Hessian being positive definite for the quadratic model to be

convex so that the search direction points sufficiently downhill. This is not always

the case as saddle points and other non-quadratic features of the space can be

problematic. Two classes of algorithms can be used to handle this situation. The

first involves using the conjugate gradient method as a sub-algorithm for solving the

Newton problem for the step k. The Newton-CG line search algorithm described

above is one such example. The second class involves modifying the Hessian prior to,

or at the same time as, finding the Newton step to guarantee that the replacement

matrix Bk is positive definite. The convexity of Bk is ensured by its eigenvalues
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all being positive. The performance of two of these methods within the model-free

space will be investigated.

The first modification uses the Cholesky factorisation of the matrix Bk, initialised

to the true Hessian, to test for convexity (Algorithm 6.3 of Nocedal and Wright

(1999)). If factorisation fails the matrix is not positive definite and a constant τk

times the identity matrix I is then added to Bk. The constant originates from the

Robbins norm of the Hessian ‖∇2fk‖F and is steadily increased until the factorisation

is successful. The resultant Cholesky lower triangular matrix L can then be used

to find the approximate Newton direction. If τk is too large the convergence of this

technique can approach that of the steepest descent algorithm.

The second method is the Gill, Murray, and Wright (GMW) algorithm (Gill

et al., 1981) which modifies the Hessian during the execution of the Cholesky fac-

torisation ∇2fk = LILT , where L is a lower triangular matrix and D is a diagonal

matrix. Only a single factorisation is required. As rows and columns are inter-

changed during the algorithm the technique may be slow for large problems such

as the optimisation of the model-free parameters of all residues together with the

diffusion tensor parameters. The rate of convergence of the technique is quadratic.

Other methods

Two other optimisation algorithms which cannot be classified within line search,

trust region, or conjugate gradient categories will also be investigated. The first

is the well known simplex optimisation algorithm. The technique is often used as

the only the function value is employed and hence the derivation of the gradient

and Hessian can be avoided. The simplex is created as an n-dimensional geometric

object with n+1 vertices. The first vertex is the starting position. Each of the other

n vertices are created by shifting the starting position by a small amount parallel to

one of unit vectors defining the coordinate system of the space. Four simple rules are

used to move the simplex through the space: reflection, extension, contraction, and

a shrinkage of the entire simplex. The result of these movements is that the simplex

moves in an ameoboid-like fashion downhill, shrinking to pass through tight gaps

and expanding to quickly move through non-convoluted space, eventually finding

the minimum.

Key to these four movements is the pivot point, the centre of the face created

by the n vertices with the lowest function values. The first movement is a reflection

– the vertex with the greatest function value is reflected through the pivot point on
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the opposite face of the simplex. If the function value at this new position is less

than all others the simplex is allowed to extend – the point is moved along the line

to twice the distance between the current position and the pivot point. Otherwise if

the function value is greater than the second highest value but less than the highest

value, the reflected simplex is contracted. The reflected point is moved to be closer

to the simplex, its position being half way between the reflected position and the

pivot point. Otherwise if the function value at the reflected point is greater than all

other vertices, then the original simplex is contracted – the highest vertex is moved

to a position half way between the current position and the pivot point. Finally

if none of these four movements yield an improvement, then the simplex is shrunk

halfway towards the vertex with the lowest function value.

The other algorithm is the commonly used Levenberg-Marquardt algorithm (Lev-

enberg, 1944; Marquardt, 1963) which is implemented in Modelfree4, Dasha, and

Tensor2. This technique is designed for least-squares problems to which the chi-

squared equation (4.4) belongs. The key to the algorithm is the replacement of the

Hessian with the Levenberg-Marquardt matrix JTJ+λI, where J is the Jacobian of

the system calculated as the matrix of partial derivatives of the residuals, λ > 0 is a

factor related to the trust-region radius, and I is the identity matrix. The algorithm

is conceptually allied to the trust region methods and its performance varies finely

between that of the steepest descent and the pure Newton step. When far from

the minimum λ is large and the algorithm takes steps close to the gradient; when

in vicinity of the minimum λ heads towards zero and the steps taken approximate

the Newton direction. Hence the algorithm avoids the problems of the Newton al-

gorithm when non-convex curvature is encountered and approximates the Newton

step in convex regions of the space.

Constraint algorithms

To guarantee that the minimum will still be reached the implementation of con-

straints limiting the parameter values together with optimisation algorithms is not

a triviality. For this to occur the space and its boundaries must remain smooth

thereby allowing the algorithm to move along the boundary to either find the mini-

mum along the limit or to slide along the limit and then move back into the centre

of the constrained space once the curvature allows it. One of the most powerful ap-

proaches is the Method of Multipliers (Nocedal and Wright, 1999), also known as the

Augmented Lagrangian. Instead of a single optimisation the algorithm is iterative
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with each iteration consisting of an independent unconstrained minimisation on a

sequentially modified space. When inside the limits the function value is unchanged

but when outside a penalty, which is proportional to the distance outside the limit, is

added to the function value. This penalty, which is based on the Lagrange multipli-

ers, is smooth and hence the gradient and Hessian are continuous at and beyond the

constraints. For each iteration of the Method of Multipliers the penalty is increased

until it becomes impossible for the parameter vector to be in violation of the limits.

This approach allows the parameter vector θ outside the limits yet the successive

iterations ensure that the final results will not be in violation of the constraint.

For inequality constraints, each iteration of the Method of Multipliers attempts

to solve the quadratic sub-problem

min
θ

LA(θ, λk;µk)
def
= f(θ) +

∑

i∈I

Ψ(ci(θ), λ
k
i ;µk), (4.11)

where the function Ψ is defined as

Ψ(ci(θ), λ
k;µk) =




−λkci(θ) + 1

2µk
c2i (θ) if ci(θ) − µkλ

k 6 0,

−µk

2
(λk)2 otherwise.

(4.12)

In (4.11), θ is the parameter vector; LA is the Augmented Lagrangian function; k is

the current iteration of the Method of Multipliers; λk are the Lagrange multipliers

which are positive factors such that, at the minimum θ̂, ∇f(θ̂) = λi∇ci(θ̂); µk > 0 is

the penalty parameter which decreases to zero as k → ∞; I is the set of inequality

constraints; and ci(θ) is an individual constraint value. The Lagrange multipliers

are updated using the formula

λk+1
i = max(λk

i − ci(θ)/µk, 0), for all i ∈ I. (4.13)

The gradient of the Augmented Lagrangian is

∇LA(θ, λk;µk) = ∇f(θ) −
∑

i∈I|ci(θ)6µkλk
i

(
λk

i −
ci(θ)

µk

)
∇ci(θ), (4.14)

and the Hessian is

∇2LA(θ, λk;µk) = ∇2f(θ) +
∑

i∈I|ci(θ)6µkλk
i

[
1

µk
∇c2i (θ) −

(
λk

i −
ci(θ)

µk

)
∇2ci(θ)

]
.

(4.15)

The Augmented Lagrangian algorithm can accept any set of three arbitrary con-

straint functions c(θ), ∇c(θ), and ∇2c(θ). When given the current parameter values
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c(θ) returns a vector of constraint values whereby each position corresponds to one

of the model parameters. The constraint is defined as ci > 0. The function ∇c(θ)
returns the matrix of constraint gradients and ∇2c(θ) is the constraint Hessian func-

tion which should return the 3D matrix of constraint Hessians.

A more specific set of constraints accepted by the Method of Multipliers are

bound constraints. These are defined by the function

l 6 θ 6 u, (4.16)

where l and u are the vectors of lower and upper bounds respectively and θ is

the parameter vector. For example for model-free model m4 to place lower and

upper bounds on the order parameter and lower bounds on the correlation time and

chemical exchange parameters, the vectors are




0

0

0


 6



S2

τe

Rex


 6




1

∞
∞


 . (4.17)

The default setting in the program relax is to use linear constraints which are

defined as

A · θ > b, (4.18)

where A is an m× n matrix where the rows are the transposed vectors ai of length

n; the elements of ai are the coefficients of the model parameters; θ is the vector of

model parameters of dimension n; b is the vector of scalars of dimension m; m is the

number of constraints; and n is the number of model parameters. For model-free

analysis, linear constraints are the most useful type of constraint as the correlation

time τf can be restricted to being less than τs by using the inequality τs − τf > 0.

In rearranging (4.18) the linear constraint function c(θ) returns the vector A·θ−b.
Because of the linearity of the constraints the gradient and Hessian are greatly

simplified. The gradient ∇c(θ) is simply the matrix A and the Hessian ∇2c(θ) is

zero. For the parameters specific to individual residues the linear constraints in the
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notation of (4.18) are



1 0 0 0 0 0 0 0 0

1 0 0 0 0 0 0 0 0

0 1 0 0 0 0 0 0 0

0 −1 0 0 0 0 0 0 0

0 0 1 0 0 0 0 0 0

0 0 −1 0 0 0 0 0 0

1 1 0 0 0 0 0 0 0

1 0 1 0 0 0 0 0 0

0 0 0 1 0 0 0 0 0

0 0 0 0 1 0 0 0 0

0 0 0 0 0 1 0 0 0

0 0 0 0 −1 1 0 0 0

0 0 0 0 0 0 1 0 0

0 0 0 0 0 0 0 1 0

0 0 0 0 0 0 0 −1 0

0 0 0 0 0 0 0 0 1

0 0 0 0 0 0 0 0 −1




·




S2

S2
f

S2
s

τe

τf

τs

Rex

r

CSA




>




0

−1

0

−1

0

−1

0

0

0

0

0

0

0

0.9e−10

2e−10

300e−6

0




. (4.19)

Through the isolation of each individual element, the constraints can be see to be

equivalent to

0 6 S2 6 1, (4.20a)

0 6 S2
f 6 1, (4.20b)

0 6 S2
s 6 1, (4.20c)

S2 6 S2
f , (4.20d)

S2 6 S2
s , (4.20e)

τe > 0, (4.20f)

τf > 0, (4.20g)

τs > 0, (4.20h)

τs > 0, (4.20i)

τf 6 τs, (4.20j)

Rex > 0, (4.20k)

0.9e−10 6 r 6 2e−10, (4.20l)

−300e−6 6 CSA 6 0. (4.20m)
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To prevent the computationally expensive optimisation of failed models in which

the internal correlation times minimise to infinity (see Chapter 3), the constraint

τe, τf , τs 6 2τm was implemented. When the global correlation time is fixed the

constraints in the matrix notation of (4.18) are


−1 0 0

0 −1 0

0 0 −1


 ·



τe

τf

τs


 >



−2τm

−2τm

−2τm


 . (4.21)

However when the global correlation time τm is one of the parameters being opti-

mised the constraints become




2 −1 0 0

2 0 −1 0

2 0 0 −1


 ·




τm

τe

τf

τs




>




0

0

0


 . (4.22)

For the parameters of the diffusion tensor the constraints utilised are

0 6 τm 6 200.0e−9, (4.23a)

Da > 0, (4.23b)

0 6 Dr 6 1, (4.23c)

which in the matrix notation of (4.18) become



1 0 0

−1 0 0

0 1 0

0 0 1

0 0 −1




·



τm

Da

Dr


 >




0

−200.0e−9

0

0

−1



. (4.24)

The upper limit of 200 ns on τm prevents the parameter from heading towards

infinity when model failure occurs (see Chapter 3). This can significantly decrease

the computation time. To isolate the prolate spheroid the constraint
(
1
)
·
(
Da

)
>
(
0
)
, (4.25)

is used whereas to isolate the oblate spheroid the constraint used is
(
−1
)
·
(
Da

)
>
(
0
)
. (4.26)

Dependent on the model optimised, the matrix A and vector b are constructed

from combinations of the above linear constraints.
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Diagonal scaling

Model scaling can have a significant effect on the optimisation algorithm – a poorly

scaled model can cause certain techniques to fail. When two parameters of the

model lie on very different numeric scales the model is said to be poorly scaled. For

example in model-free analysis the order of magnitude of the order parameters is one

whereas for the internal correlation times the order of magnitude is between 1e−12

to 1e−8. Most effected are the trust region algorithms – the multidimensional sphere

of trust will either be completely ineffective against the correlation time parameters

or severely restrict optimisation in the order parameter dimensions. In model-free

analysis the significant scaling disparity can even cause failure of optimisation due

to amplified effects of machine precision. Therefore the model parameters need to

be scaled.

This can be done by supplying the optimisation algorithm with the scaled rather

than unscaled parameters. When the chi-squared function, gradient, and Hessian are

called the vector is then premultiplied with a diagonal matrix in which the diagonal

elements are the scaling factors. For the model-free analysis the scaling factor of

one was used for the order parameter and a scaling factor of 1e−12 was used for the

correlation times. The Rex parameter was scaled to be the chemical exchange rate

of the first field strength. The scaling matrix for the parameters {S2, S2
f , S

2
s , τe, τf ,

τs, Rex, r, CSA} of individual residues is




1 0 0 0 0 0 0 0 0

0 1 0 0 0 0 0 0 0

0 0 1 0 0 0 0 0 0

0 0 0 1e−12 0 0 0 0 0

0 0 0 0 1e−12 0 0 0 0

0 0 0 0 0 1e−12 0 0 0

0 0 0 0 0 0 (2πωH)−2 0 0

0 0 0 0 0 0 0 1e−10 0

0 0 0 0 0 0 0 0 1e−4




. (4.27)
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For the ellipsoidal diffusion parameters {τm, Da, Dr, α, β, γ} the scaling matrix is



1e−12 0 0 0 0 0

0 1e7 0 0 0 0

0 0 1 0 0 0

0 0 0 1 0 0

0 0 0 0 1 0

0 0 0 0 0 1




. (4.28)

For the spheroidal diffusion parameters {τm, Da, θ, φ} the scaling matrix is



1e−12 0 0 0

0 1e7 0 0

0 0 1 0

0 0 0 1



. (4.29)

4.3 Methods

4.3.1 The perfect, noise-free grids

To thoroughly test the optimisation algorithms across a large range of model-free

motions, two grids covering the entire model-free space of models m4 (1.26.4) and

m5 (1.26.5) were constructed. The parameter values at each grid point were used

to create a synthetic data set consisting of the R1, R2, and NOE at both 600 MHz

and 500 MHz. Each grid point was treated as a separate, independent residue of a

large protein, its correlation time of Brownian rotational diffusion being set to 10 ns.

These two grids are the same as presented in Chapter 2 and will be labelled the Rex

Grid (RG) for the data of model m4 and the Double Motion Grid (DMG) for the

data of model m5. The grid positions spanning these spaces are non-linear, being

concentrated towards motions which would normally be observed in proteins. The

values chosen are given in (2.18), (2.19), and (2.20) on page 27. Despite the three

dimensions of the DMG being {S2
f , S

2
s , τs}, the parameters of model m5 which were

optimised were {S2, S2
f , τs}.

In creating the synthetic relaxation data for each point the CSA value was set

to −160 ppm and the bond length was set to that of the NH bond of a backbone

amide, 1.02 Å. For the R1 and R2 relaxation rates errors of 2% were used whereas

for the NOE fixed values of 0.04 and 0.05 were used for the 600 MHz and 500 MHz

data respectively. As the real NOE experimental error is dependent on four quan-

tities, both the peak height and error in both the reference and saturated spectra,
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fixed rather than variable errors were favoured for the NOE as a balance between

simplicity and accuracy. These small errors, which are very similar to those of the

extremely diligent and thorough dynamics analysis of Orekhov et al. (1999a), were

used in combination with the original, synthetic, noise-free relaxation data. Perfect

relaxation data was favoured over noisy, randomised data as the accuracy of math-

ematical optimisation was being tested rather than the quality of any statistical

techniques.

4.3.2 Optimisation settings

Prior to optimisation a coarse grid search of 11 increments per dimension was carried

out to find the initial parameter vector. This grid search, which is a ubiquitous

optimisation technique, is in no way related to the RG and DMG described above

which were simply used to sample different model-free motions. For order parameters

the model-free space was searched from 0 to 1, for internal correlation times the space

was searched from 0 to 10 ns, while for the chemical exchange parameter the search

ranged from 0 to 20 s−1. A grid search over the same range was carried out but

with 20 increments per dimension when using Modelfree4. The granularity of this

grid search reflects the values presented in the examples section of the Modelfree4

manual and hence would be similar to that used by much of the model-free literature.

Although the steps of 526.316 ps in the correlation time dimension is coarse compared

to the values extracted in an analysis, this is finer than the 1000 ps steps used

for comparison. If optimisation is unsuccessful, then the granularity of the grid

search will have a large effect on the final results. An extreme hypothetical is if an

infinitely sized grid search is executed – the exact minimum will be found without

optimisation.

To enable high precision optimisation the cutoffs used to terminate the minimisa-

tion algorithms were either set to very small values or turned off. Optimisation was

only stopped after a chi-squared difference of 1e−25 between two successive iterations.

No step length or gradient difference cutoffs were implemented. The algorithms were

also terminated if 1e7 iterations were reached.

4.3.3 Mapping of the space

A third type of grid was used for the mapping of the model-free spaces. By laying

out a grid over select parameter values the chi-squared value was calculated at each

position. These values were then fed into the OpenDX program (Open Visualization
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Data Explorer 4.3.2, http://www.opendx.org) to create images of the model-free

spaces. The spaces were mapped to a resolution of 100 points per dimension.

4.4 Results and Discussion

4.4.1 The Rex and Double Motion Grids

All grid points of both the Rex Grid and Double Motion Grid were optimised us-

ing three different programs: Modelfree4, Dasha, and relax. The program relax

(http://nmr-relax.com) was written for model-free analysis and implements all of

the optimisation algorithms described in the theory section. relax will be described

in detail in Chapter 7. The exact versions of the programs used are version 4.15 of

Modelfree, version 3.48c of Dasha, and various versions of relax (1.0 to 1.2). Initially,

Modelfree4 was used to optimise the two perfect grids. Having identified problems in

these results several grid points were then selected to test the different optimisation

algorithms implemented in relax. As discussed below, the Newton line search algo-

rithm combined with the backtracking line search and GMW Hessian modification

was found to be the best combination for optimisation. Finally both Dasha and

relax were used to optimise both grids.

To visualise the results of the optimisation of both the Rex Grid (RG) and the

Double Motion Grid (DMG) using Modelfree4, Dasha, and relax the difference be-

tween each optimised parameter and the true value was calculated. For each param-

eter the difference for every grid point was joined to create a surface using OpenDX.

If the minimum has been successfully located the parameter difference should be

zero for each point and hence the surface should be perfectly flat with a height of

zero. The optimisation methods used by the three programs are: Modelfree4, the

Levenberg-Marquardt algorithm; Dasha, the combined Newton-Raphson/conjugate

gradient algorithm; relax, Newton optimisation together with the backtracking line

search, GMW Hessian modification, and the Method of Multipliers constraint algo-

rithm. The RG S2 difference surfaces for Modelfree4, Dasha, and relax are shown in

figures 4.1, 4.2, and 4.3 respectively. The RG τe difference surfaces for Modelfree4,

Dasha, and relax are shown in figures 4.4, 4.5, and 4.6 respectively. The RG Rex

difference surfaces for Modelfree4, Dasha, and relax are shown in figures 4.7, 4.8,

and 4.9 respectively. The DMG S2 difference surfaces for Modelfree4, Dasha, and

relax are shown in figures 4.10, 4.11, and 4.12 respectively. The DMG S2
f difference

surfaces for Modelfree4, Dasha, and relax are shown in figures 4.13, 4.14, and 4.15
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respectively. The DMG τs difference surfaces for Modelfree4, Dasha, and relax are

shown in figures 4.16, 4.17, and 4.18 respectively.
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Figure 4.1: The results of the optimisation of the Rex Grid using Modelfree4 presented

as a S2 difference surface. For each grid point Modelfree4 was used to optimise model

m4. If the minimum has been found for each point the difference between the optimised

and true parameter values should be zero. Positive and negative differences correspond

to over and underestimation respectively. As a surface has been draped over the discrete

differences perfect optimisation should result in a flat surface of zero height. The distance

between the contour lines is 0.002.
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Figure 4.2: The results of the optimisation of the Rex Grid using Dasha presented as a

S2 difference surface. For each grid point Dasha was used to optimise model m4. If the

minimum has been found for each point the difference between the optimised and true

parameter values should be zero. Positive and negative differences correspond to over and

underestimation respectively. As a surface has been draped over the discrete differences

perfect optimisation should result in a flat surface of zero height. The distance between

the contour lines is 0.002.



116 CHAPTER 4. MODEL-FREE OPTIMISATION

Figure 4.3: The results of the optimisation of the Rex Grid using relax presented as a

S2 difference surface. For each grid point relax was used to optimise model m4. If the

minimum has been found for each point the difference between the optimised and true

parameter values should be zero. Positive and negative differences correspond to over and

underestimation respectively. As a surface has been draped over the discrete differences

perfect optimisation should result in a flat surface of zero height. The distance between

the contour lines is 0.002.
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Figure 4.4: The results of the optimisation of the Rex Grid using Modelfree4 presented

as a τe difference surface. For each grid point Modelfree4 was used to optimise model

m4. If the minimum has been found for each point the difference between the optimised

and true parameter values should be zero. Positive and negative differences correspond

to over and underestimation respectively. As a surface has been draped over the discrete

differences perfect optimisation should result in a flat surface of zero height. The distance

between the contour lines is 50 ps.
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Figure 4.5: The results of the optimisation of the Rex Grid using Dasha presented as a

τe difference surface. For each grid point Dasha was used to optimise model m4. If the

minimum has been found for each point the difference between the optimised and true

parameter values should be zero. Positive and negative differences correspond to over and

underestimation respectively. As a surface has been draped over the discrete differences

perfect optimisation should result in a flat surface of zero height. The distance between

the contour lines is 50 ps.
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Figure 4.6: The results of the optimisation of the Rex Grid using relax presented as a

τe difference surface. For each grid point relax was used to optimise model m4. If the

minimum has been found for each point the difference between the optimised and true

parameter values should be zero. Positive and negative differences correspond to over and

underestimation respectively. As a surface has been draped over the discrete differences

perfect optimisation should result in a flat surface of zero height. The distance between

the contour lines is 50 ps.
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Figure 4.7: The results of the optimisation of the Rex Grid using Modelfree4 presented

as a Rex difference surface. For each grid point Modelfree4 was used to optimise model

m4. If the minimum has been found for each point the difference between the optimised

and true parameter values should be zero. Positive and negative differences correspond

to over and underestimation respectively. As a surface has been draped over the discrete

differences perfect optimisation should result in a flat surface of zero height. The distance

between the contour lines is 0.1 s−1.
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Figure 4.8: The results of the optimisation of the Rex Grid using Dasha presented as

a Rex difference surface. For each grid point Dasha was used to optimise model m4. If

the minimum has been found for each point the difference between the optimised and true

parameter values should be zero. Positive and negative differences correspond to over and

underestimation respectively. As a surface has been draped over the discrete differences

perfect optimisation should result in a flat surface of zero height. The distance between

the contour lines is 0.1 s−1.
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Figure 4.9: The results of the optimisation of the Rex Grid using relax presented as a

Rex difference surface. For each grid point relax was used to optimise model m4. If the

minimum has been found for each point the difference between the optimised and true

parameter values should be zero. Positive and negative differences correspond to over and

underestimation respectively. As a surface has been draped over the discrete differences

perfect optimisation should result in a flat surface of zero height. The distance between

the contour lines is 0.1 s−1.
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Figure 4.10: The results of the optimisation of the Double Motion Grid using Modelfree4

presented as a S2 difference surface. For each grid point Modelfree4 was used to optimise

model m5. If the minimum has been found for each point the difference between the

optimised and true parameter values should be zero. Positive and negative differences

correspond to over and underestimation respectively. As a surface has been draped over

the discrete differences perfect optimisation should result in a flat surface of zero height.

The distance between the contour lines is 0.001.
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Figure 4.11: The results of the optimisation of the Double Motion Grid using Dasha

presented as a S2 difference surface. For each grid point Dasha was used to optimise model

m5. If the minimum has been found for each point the difference between the optimised

and true parameter values should be zero. Positive and negative differences correspond

to over and underestimation respectively. As a surface has been draped over the discrete

differences perfect optimisation should result in a flat surface of zero height. The distance

between the contour lines is 0.001.
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Figure 4.12: The results of the optimisation of the Double Motion Grid using relax

presented as a S2 difference surface. For each grid point relax was used to optimise model

m5. If the minimum has been found for each point the difference between the optimised

and true parameter values should be zero. Positive and negative differences correspond

to over and underestimation respectively. As a surface has been draped over the discrete

differences perfect optimisation should result in a flat surface of zero height. The distance

between the contour lines is 0.001.
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Figure 4.13: The results of the optimisation of the Double Motion Grid using Model-

free4 presented as a reverse angle view of the S2
f difference surface. For each grid point

Modelfree4 was used to optimise model m5. If the minimum has been found for each point

the difference between the optimised and true parameter values should be zero. Positive

and negative differences correspond to over and underestimation respectively. As a surface

has been draped over the discrete differences perfect optimisation should result in a flat

surface of zero height. The distance between the contour lines is 0.005.
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Figure 4.14: The results of the optimisation of the Double Motion Grid using Dasha

presented as a reverse angle view of the S2
f difference surface. For each grid point Dasha

was used to optimise model m5. If the minimum has been found for each point the

difference between the optimised and true parameter values should be zero. Positive and

negative differences correspond to over and underestimation respectively. As a surface

has been draped over the discrete differences perfect optimisation should result in a flat

surface of zero height. The distance between the contour lines is 0.005.



128 CHAPTER 4. MODEL-FREE OPTIMISATION

Figure 4.15: The results of the optimisation of the Double Motion Grid using relax

presented as a reverse angle view of the S2
f difference surface. For each grid point relax

was used to optimise model m5. If the minimum has been found for each point the

difference between the optimised and true parameter values should be zero. Positive and

negative differences correspond to over and underestimation respectively. As a surface

has been draped over the discrete differences perfect optimisation should result in a flat

surface of zero height. The distance between the contour lines is 0.005.
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Figure 4.16: The results of the optimisation of the Double Motion Grid using Modelfree4

presented as a τs difference surface. For each grid point Modelfree4 was used to optimise

model m5. If the minimum has been found for each point the difference between the

optimised and true parameter values should be zero. Positive and negative differences

correspond to over and underestimation respectively. As a surface has been draped over

the discrete differences perfect optimisation should result in a flat surface of zero height.

The distance between the contour lines is 50 ps.
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Figure 4.17: The results of the optimisation of the Double Motion Grid using Dasha

presented as a τs difference surface. For each grid point Dasha was used to optimise model

m5. If the minimum has been found for each point the difference between the optimised

and true parameter values should be zero. Positive and negative differences correspond

to over and underestimation respectively. As a surface has been draped over the discrete

differences perfect optimisation should result in a flat surface of zero height. The distance

between the contour lines is 50 ps.
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Figure 4.18: The results of the optimisation of the Double Motion Grid using relax

presented as a τs difference surface. For each grid point relax was used to optimise model

m5. If the minimum has been found for each point the difference between the optimised

and true parameter values should be zero. Positive and negative differences correspond

to over and underestimation respectively. As a surface has been draped over the discrete

differences perfect optimisation should result in a flat surface of zero height. The distance

between the contour lines is 50 ps.
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4.4.2 Comparison of optimisation algorithms

The curvature of the single motion model-free space

For a large majority of the single timescale motions of models m1 (1.26.1) to m4

(1.26.4) represented by the Rex Grid, optimisation is relatively simple requiring only

a small number of iterations for most algorithms to find the minimum. Nevertheless,

minimisation can be complicated by being drawn towards and then being forced to

navigate along shallow, long, curved valleys which originate at infinite correlation

times but slowly head to the minimum (for example see Figure 4.24). This is the

same topological feature which can induce model failure due to distortion by ex-

perimental noise – the true local minimum is lost while a new minimum appears at

infinite τe values (see Chapter 3). Despite this topology, in which most algorithms

can navigate without problem, the curvature in the vicinity of the minimum is rel-

atively quadratic. The grid point chosen to represent the single motion spaces is

S2 = 0.831, τe = 256 ps, and Rex = 1.644 s−1. For simplicity this will be labelled

the 256 ps RG point. Within the model-free space of this example, the curvature

of which is illustrated in Figure 4.19, the gradient along the shallow valley is steep

and hence most optimisation algorithms reach the minimum reasonably quickly (Ta-

ble 4.1).

The tunnels of the double motion model-free space

For the models representing motions on two timescales, models m5 (1.26.5) to m8

(1.26.8), the curvature of the space can be much more convoluted. In certain situa-

tions to reach the single local minimum within the model-free space the optimisation

algorithms must pass through a long, curved, and deep tunnel or multidimensional

valley in which minimisation can be quite complex. The closer the timescales of the

two motions, τf and τs, the more drawn out, crescent-shaped, and finer the tunnel

becomes and therefore the more difficult it is to reach the local minimum. Examples

of this type of curvature are shown in Figures 4.20, 4.21, 4.23, and 4.25.

The ultimate test for the performance of optimisation algorithms within the

model-free space is therefore a model with motions on two timescales which are

extremely close to each other. This can be provided by the grid point S2 = 0.376,

S2
f = 0.970, and τs = 4 ps (S2

s = 0.388 and τf = 0 ps) of the Double Motion Grid

whereby the convolution of the S2
f and τs parameters creates a very long, curved,

and deep tunnel through the space (Figure 4.20). This example will be labelled
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Figure 4.19: A map of the model-free space of the grid point S2 = 0.831, τe = 256 ps,

and Rex = 1.644 s−1. The four isosurfaces of equal chi-squared values delineate the space

where, from outermost to innermost, the chi-squared values are 100, 50, 10, and 2. The

red sphere indicates the position of the true values.
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Table 4.1: Comparison of the optimisation efficiency of various optimisation algorithms

coupled to the Method of Multipliers constraint algorithm for the grid point S2 = 0.831,

τe = 256 ps, and Rex = 1.644 s−1.

Algorithm Auxiliarya S2 τe (ps) Rex ib fb gb hb χ2

Line search algorithms

Steepest descent Back 0.826 201.6 1.752 156500 317584 156813 0 2.07

Steepest descent MT 0.826 201.4 1.753 156500 313972 313972 0 2.09

Back-and-forth CD Back 0.831 256.0 1.644 1323 3419 1330 0 1.75e−27

Back-and-forth CD MT 0.831 256.0 1.644 34 122 122 0 8.40e−7

Quasi-Newton BFGS Back 0.831 256.0 1.644 93 312 99 0 6.20e−27

Quasi-Newton BFGS MT 0.831 256.0 1.644 69 224 224 0 4.88e−28

Newton CG Back 0.831 256.0 1.644 16 37 21 16 4.44e−28

Newton CG MT 0.831 256.0 1.644 16 38 38 16 1.80e−28

Newton Back + Chol 0.831 256.0 1.644 6 16 10 6 2.46e−28

Newton Back + GMW 0.831 256.0 1.644 6 17 10 6 2.35e−28

Newton MT + Chol 0.831 256.0 1.644 6 16 16 6 2.46e−28

Newton MT + GMW 0.831 256.0 1.644 6 17 17 6 4.44e−28

Trust region algorithms

Cauchy point 0.826 202.2 1.750 156500 156813 156813 156500 2.02

Dogleg (BFGS) 0.831 256.0 1.644 173 180 180 0 4.13e−28

Dogleg (Newton) Unmodified 0.831 256.0 1.644 6 10 10 6 6.63e−28

Dogleg (Newton) Chol 0.831 256.0 1.644 6 10 10 6 2.46e−28

Dogleg (Newton) GMW 0.831 256.0 1.644 6 10 10 6 6.63e−28

CG-Steihaug 0.831 256.0 1.644 59 63 63 59 4.20e−28

Exact trust region Unmodified 0.831 256.0 1.644 20 24 24 20 1.72e−28

Exact trust region Chol 0.831 256.0 1.644 20 24 24 20 1.72e−28

Exact trust region GMW 0.831 256.0 1.644 20 24 24 20 2.46e−28

Conjugate gradient algorithms

Fletcher-Reeves Back 0.830 238.5 1.668 156500 2390681 156813 0 1.59e−1

Fletcher-Reeves MT 0.831 256.0 1.644 54 286 286 0 6.72e−21

Polak-Ribière Back 0.831 253.5 1.647 156437 2400832 156750 0 2.93e−3

Polak-Ribière MT 0.831 256.0 1.644 360 1156 1156 0 2.24e−16

Polak-Ribière + Back 0.831 253.5 1.647 156437 2400832 156750 0 2.93e−3

Polak-Ribière + MT 0.831 256.0 1.644 360 1156 1156 0 2.24e−16

Hestenes-Stiefel Back 0.831 256.0 1.644 2779 39339 2786 0 2.01e−15

Hestenes-Stiefel MT 0.831 256.0 1.644 63 360 360 0 4.04e−21

Miscellaneous algorithms

Simplex 0.831 256.0 1.644 1635 2764 0 0 3.15e−28

Levenberg-Marquardt 0.831 256.0 1.644 8 14 14 0 4.47e−28

a The algorithms auxiliary to the main optimisation algorithm include: Back – backtracking line search; MT –

Moré and Thuente line search; Unmodified – no Hessian modification; Chol – Cholesky Hessian modification with

added multiple of the identity matrix; GMW – Gill, Murray, and Wright modified Cholesky Hessian modification

algorithm.
b i is the number of iterations and f , g, and h are the number of function, gradient, and Hessian calls respectively.
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the 4 ps DMG point. The twisting of the tunnel is such that a decrease in the

correlation time of the slower motion causes an increase in the order parameter of

the faster meaning that optimisation within the model-free chi-squared space is a

non-trivial problem. Despite the significance of this type of model-free motion being

zero, AIC model selection would never choose this model as it would be statistically

identical to model m2, the 4 ps DMG point can nevertheless be utilised to contrast

the performance and efficiency of different optimisation algorithms. The results of

unconstrained minimisation are presented in Table 4.2 whereas the equivalent results

from using the Augmented Lagrangian algorithm to constrain the parameters are

shown in Table 4.3. This problem is similar to, yet much more complex than,

the banana problem which is a popular challenging test of minimisation algorithms

within the mathematical field of optimisation.

The grid point S2
f = 0.952, S2

s = 0.582, and τs = 2 ps, which will be labelled the

2 ps DMG point, is an even more challenging optimisation problem than the 4 ps

DMG point. This is because the minimum is located further along the long, curved,

and deep tunnel (Figure 4.21). The results of the different optimisation algorithms

are presented in Table 4.4.

Another example, which will be labelled the 1024 ps DMG point, is where

S2 = 0.722, S2
f = 0.931, and τs = 1024 ps (S2

s = 0.776). The separation of timescales

is such that the space surrounding the minimum is very close to being quadratic and

no curved tunnels are present (Figure 4.22). Optimisation within this type of space is

relatively simple. The results of the numerous optimisation algorithms are presented

in Table 4.5.

The conjugate gradient algorithms

When the major classes of optimisation algorithms are compared with or without

constraints (Tables 4.1, 4.2, 4.3, 4.4, and 4.5) the group of algorithms which perform

the poorest, by either taking to many iterations or being incapable of finding the

minimum, are the conjugate gradient algorithms. The conjugate gradient algorithms

are techniques which are designed for large problems with many parameters. When

challenged with the long, curved, and deep tunnels of the model-free space of the

4 ps DMG point, none of the techniques are successful in finding the minimum

(Table 4.2). When unconstrained the Fletcher-Reeves, Polak-Ribière, and Polak-

Ribière + algorithms all overshoot the minimum terminating at an S2
f value close to

3 and a τs value of about 1 ps. If the Augmented Lagrangian constraints are used
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Figure 4.20: A map of the model-free space of the grid point S2 = 0.376, S2
f = 0.970, and

τs = 4 ps (S2
s = 0.388). Five isosurfaces of equal chi-squared values delineate the space

where, from outermost to innermost, the chi-squared values are 20, 10, 5, 1, and 0.05. The

red sphere indicates the position of the true values. The isosurfaces illustrate the long,

curved, and deep tunnel or multidimensional valley through the space – an innate feature

of the double motion models m5 (1.26.5) to m8 (1.26.8) amplified the closer τf and τs are

to each other. The curvature of this space creates a very difficult optimisation problem

which is useful for testing the various minimisation algorithms.
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Table 4.2: Comparison of the optimisation efficiency of various unconstrained optimisa-

tion algorithms for the extremely difficult to minimise grid point S2 = 0.376, S2
f = 0.970,

and τs = 4 ps (S2
s = 0.388).

Algorithm Auxiliarya S2 S2
f

τs (ps) ib fb gb hb χ2

Line search algorithms

Steepest descent Back 0.376 1.919 1.539 7.8e6 1.6e7 7.8e6 0 5.47e−9

Steepest descent MT 0.376 0.397 132.0 1e7 2e7 2e7 0 7.35e−3

Back-and-forth CD Back 0.400 1.400 0.000 1 3 2 0 36.44

Back-and-forth CD MT 0.400 1.400 0.000 1 3 3 0 36.44

Quasi-Newton BFGS Back 0.376 0.970 4 2292 5653 2293 0 1.64e−28

Quasi-Newton BFGS MT 0.376 0.970 4 2273 5322 5322 0 3.50e−28

Newton CG Back 0.376 0.970 4 2040 10566 2041 2040 1.63e−28

Newton CG MT 0.376 0.970 4 2711 10366 10366 2711 2.61e−28

Newton Back + Chol 0.376 1.919 1.539 89547 179133 89548 89547 5.47e−9

Newton Back + GMW 0.376 0.970 4 1327 3257 1328 1327 1.54e−28

Newton MT + Chol 0.376 1.919 1.539 28265 76044 76044 28265 5.47e−9

Newton MT + GMW 0.376 0.970 4 1428 3326 3326 1428 1.63e−28

Trust region algorithms

Cauchy point 0.376 1.765 1.710 1e7 1e7 1e7 1e7 5.04e−9

Dogleg (BFGS) 0.376 1.916 1.541 75674 75675 75675 0 5.47e−9

Dogleg (Newton) Unmodified 0.381 0.381 0.000 3 4 4 3 11.96

Dogleg (Newton) Chol 0.376 1.919 1.539 90891 90892 90892 90865 5.47e−9

Dogleg (Newton) GMW 0.376 0.970 4 1710 1711 1711 1455 2.29e−28

CG-Steihaug 0.376 0.970 4 4454 4455 4455 3639 1.39e−22

Exact trust regionc Unmodified 0.400 0.400 0.000 0 1 1 1 36.44

Exact trust region Chol 0.376 1.919 1.539 84134 84135 84135 84104 5.47e−9

Exact trust region GMW 0.376 0.970 4 7737 7738 7738 7458 1.89e−28

Conjugate gradient algorithms

Fletcher-Reeves Back 0.376 2.653 1.042 314 5474 315 0 6.55e−9

Fletcher-Reeves MT 0.376 2.827 0.968 19 200 200 0 6.68e−9

Polak-Ribière Back 0.382 2.724 1.196 29 545 30 0 3.03

Polak-Ribière MT 0.376 3.000 0.905 22 209 209 0 6.79e−9

Polak-Ribière + Back 0.382 2.724 1.196 29 545 30 0 3.03

Polak-Ribière + MT 0.376 3.000 0.905 22 209 209 0 6.79e−9

Hestenes-Stiefel Back 0.381 0.400 0.202 16 314 17 0 11.92

Hestenes-Stiefel MT 0.376 0.515 17.22 820 3498 3498 0 2.30e−6

Miscellaneous algorithms

Simplex 0.376 0.970 4 5825 9961 0 0 4.88e−26

Levenberg-Marquardtc 0.400 0.400 0.000 0 1 1 1 36.44

a The algorithms auxiliary to the main optimisation algorithm include: Back – backtracking line search; MT –

Moré and Thuente line search; Unmodified – no Hessian modification; Chol – Cholesky Hessian modification with

added multiple of the identity matrix; GMW – Gill, Murray, and Wright modified Cholesky Hessian modification

algorithm.
b i is the number of iterations and f , g, and h are the number of function, gradient, and Hessian calls respectively.
c Algorithm failure due to the Hessian not being positive definite or the Levenberg-Marquardt matrix being singular

and hence non-invertible.
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Table 4.3: Comparison of the optimisation efficiency of various optimisation algorithms

coupled to the Method of Multipliers constraint algorithm for the grid point S2 = 0.376,

S2
f = 0.970, and τs = 4 ps (S2

s = 0.388).

Algorithm Auxiliarya S2 S2
f

τs (ps) ib fb gb hb χ2

Line search algorithms

Steepest descent Back 0.380 1.000 0.862 19885 41231 19928 0 7.14

Steepest descent MT 0.380 1.000 0.620 18155 37800 37800 0 8.37

Back-and-forth CD Back 0.376 0.995 3.840 82 983 91 0 4.64e−11

Back-and-forth CD MT 0.376 1.000 3.807 87 625 625 0 6.65e−11

Quasi-Newton BFGS Back 0.376 1.000 3.807 61 343 68 0 6.64e−11

Quasi-Newton BFGS MT 0.376 0.970 4 432 1150 1150 0 2.15e−26

Newton CG Back 0.376 1.000 3.807 11515 23231 11540 11515 6.65e−11

Newton CG MT 0.376 1.000 3.807 11504 23159 23159 11504 6.65e−11

Newton Back + Chol 0.376 1.000 3.807 12899 25960 12926 12899 6.65e−11

Newton Back + GMW 0.376 0.970 4 226 635 232 226 2.48e−28

Newton MT + Chol 0.376 0.970 4 4482 12909 12909 4482 1.41e−28

Newton MT + GMW 0.376 0.970 4 238 606 606 238 1.89e−28

Trust region algorithms

Cauchy point 0.379 1.000 1.328 21808 21855 21855 21808 5.06

Dogleg (BFGS) 0.376 1.000 3.807 189 195 195 0 6.63e−11

Dogleg (Newton) Unmodified 0.381 0.531 0.150 3446 3454 3454 2193 11.73

Dogleg (Newton) Chol 0.380 1.000 0.619 12957 12984 12984 12885 8.38

Dogleg (Newton) GMW 0.376 0.970 4 345 351 351 255 1.94e−28

CG-Steihaug 0.376 0.970 4 1281 1287 1287 902 4.11e−19

Exact trust regionc Unmodified 0.381 0.481 0.100 2 4 4 4 11.86

Exact trust region Chol 0.376 1.000 3.807 13041 13069 13069 12934 6.65e−11

Exact trust region GMW 0.376 0.970 4 329 335 335 255 1.89e−28

Conjugate gradient algorithms

Fletcher-Reeves Back 0.376 0.974 3.972 335 5865 341 0 1.46e−12

Fletcher-Reeves MT 0.376 1.000 3.810 38 468 468 0 6.42e−11

Polak-Ribière Back 0.376 0.633 9.247 455 8082 460 0 1.42e−7

Polak-Ribière MT 0.376 0.999 3.812 55 475 475 0 6.36e−11

Polak-Ribière + Back 0.376 0.633 9.247 455 8082 460 0 1.42e−7

Polak-Ribière + MT 0.376 0.999 3.812 55 475 475 0 6.36e−11

Hestenes-Stiefel Back 0.376 0.875 4.760 282 4831 287 0 1.30e−9

Hestenes-Stiefel MT 0.376 0.993 3.853 32 217 217 0 3.91e−11

Miscellaneous algorithms

Simplex 0.376 0.970 4 4401 7656 0 0 2.09e−28

Levenberg-Marquardtc 0.400 0.400 0.000 0 1 1 1 36.44

a The algorithms auxiliary to the main optimisation algorithm include: Back – backtracking line search; MT –

Moré and Thuente line search; Unmodified – no Hessian modification; Chol – Cholesky Hessian modification with

added multiple of the identity matrix; GMW – Gill, Murray, and Wright modified Cholesky Hessian modification

algorithm.
b i is the number of iterations while f , g, and h are the number of function, gradient, and Hessian calls respectively.
c Algorithm failure due to the Hessian not being positive definite or the Levenberg-Marquardt matrix being singular

and hence non-invertible.
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together with the local optimisers (Table 4.3) they are prevented from overshooting

yet they still do not reach the minimum. Despite the Hestenes-Stiefel algorithm not

overshooting the mark this technique is also unsuccessful in reaching the minimum.

For the relatively simple space of the 256 ps RG point the backtracking line

search performs very poorly (Table 4.1). This is probably because the ideal step

length along the conjugate direction is beyond the initial step length yet the line

search only finds a minimum inside the initial length. If the conjugate gradient

techniques are to be used for model-free analysis the Moré and Thuente line search

should be employed. However the CG techniques are outperformed by many of the

line search and trust region algorithms within the model-free space.

The trust region algorithms

For the Cauchy point algorithm the results for all examples match the theoretical

predictions in that they are very similar to those of the steepest descent. As the

maximal number of iterations has been attained in Tables 4.1, 4.2, and 4.5 preventing

the minimum from being reached, as well as requiring one Hessian call per iteration

of the algorithm, the technique performs the poorest of all algorithms tested.

Comparing the different matrices used for dogleg optimisation, the results of the

unmodified Hessian for the 256 ps RG point are identical to those of the Cholesky

and GWM Hessian modifications (Table 4.1). This is because the model-free space

for this example is very close to being quadratic with the Hessian always positive

definite. Thus the matrix needs never to be modified. These techniques, together

with the more expensive BFGS method, all successfully find the minimum. However

when the techniques are challenged with the curved, deep tunnel of the 4 ps DMG

point, the optimisation results are very different. Only the GMW Hessian modifi-

cation allows the minimum to be found. The unmodified Hessian should never be

used as the curvature of this model-free space is not quadratic (Figure 4.20) causing

the algorithms to not move far from their initial position. The Cholesky Hessian

modification is both expensive and unreliable within this type of model-free space.

When optimising the 4 ps DMG point only three of the trust region methods are

capable of reaching the minimum. These are the dogleg and exact trust region algo-

rithms combined with the GMW Hessian modification as well as the CG-Steihaug

method. Nevertheless the number of iterations, function calls, gradient calls, and

Hessian calls are all greater than the Newton line search methods using the GMW

Hessian modification. This is because the ellipsoid trust region limits the step length
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Figure 4.21: A map of the model-free space of the grid point S2
f = 0.952, S2

s = 0.582,

and τs = 2 ps. The five isosurfaces of equal chi-squared values delineate the space where,

from outermost to innermost, the chi-squared values are 1, 0.5, 0.1, 0.02, and 0.005. The

red sphere indicates the position of the true values.
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Table 4.4: Comparison of the optimisation efficiency of various constrained optimisation

algorithms for the grid point S2
f = 0.952, S2

s = 0.582, and τs = 2 ps.

Algorithm Auxiliarya S2
f

S2
s τs (ps) ib fb gb hb χ2

Line search algorithms

Steepest descent Back 1.000 0.555 0.392 16346 33908 16385 0 3.92e−1

Steepest descent MT 1.000 0.554 1.415 15041 32170 32170 0 2.76e−2

Back-and-forth CD Back 0.820 0.676 2.999 76 647 82 0 3.97e−11

Back-and-forth CD MT 1.000 0.554 1.785 117 876 876 0 1.06e−12

Quasi-Newton BFGS Back 0.998 0.555 1.793 59 364 67 0 9.79e−13

Quasi-Newton BFGS MT 1.000 0.554 1.785 40 198 198 0 1.06e−12

Newton CG Back 1.000 0.554 1.785 28951 58529 29011 28951 1.06e−12

Newton CG MT 1.000 0.555 0.445 28925 57919 57919 28925 3.63e−1

Newton Back + Chol 1.000 0.554 1.785 32508 65289 32576 32508 1.06e−12

Newton Back + GMW 0.952 0.582 2 976 2511 983 976 1.22e−28

Newton MT + Chol 1.000 0.554 1.785 10668 28755 28755 10668 1.06e−12

Newton MT + GMW 0.952 0.582 2 1041 2586 2586 1041 1.41e−28

Trust region algorithms

Cauchy point 1.000 0.555 0.445 27792 27849 27849 27792 3.62e−1

Dogleg (BFGS) 1.000 0.554 1.785 167 175 175 0 1.05e−12

Dogleg (Newton) Unmodified 0.662 0.839 0.106 1788 1793 1793 1118 6.25e−1

Dogleg (Newton) Chol 1.000 0.554 1.785 47054 47152 47152 46907 1.06e−12

Dogleg (Newton) GMW 0.952 0.582 2 1371 1378 1378 1079 1.25e−28

CG-Steihaug 0.952 0.582 1.999 2059 2067 2067 1582 4.01e−18

Exact trust regionc Unmodified 0.656 0.847 0.100 3 5 5 5 6.27e−1

Exact trust region Chol 0.952 0.582 2 33906 33976 33976 33599 1.22e−28

Exact trust region GMW 0.952 0.582 2 1445 1452 1452 1124 1.32e−28

Conjugate gradient algorithms

Fletcher-Reeves Back 0.988 0.561 1.833 5962 100653 5975 0 6.50e−13

Fletcher-Reeves MT 1.000 0.554 1.785 20 297 297 0 1.06e−12

Polak-Ribière Back 0.933 0.594 2.102 5167 98951 5179 0 2.79e−13

Polak-Ribière MT 1.000 0.554 1.785 18 188 188 0 1.06e−12

Polak-Ribière + Back 0.933 0.594 2.102 5167 98951 5179 0 2.79e−13

Polak-Ribière + MT 1.000 0.554 1.785 18 188 188 0 1.06e−12

Hestenes-Stiefel Back 0.942 0.588 2.049 523 8823 529 0 6.34e−14

Hestenes-Stiefel MT 1.000 0.554 1.785 23 179 179 0 1.06e−12

Miscellaneous algorithms

Simplex 0.952 0.582 2 18849 32936 0 0 1.02e−26

Levenberg-Marquardtc 0.600 1.000 0.000 290 291 150 0 64.22

a The algorithms auxiliary to the main optimisation algorithm include: Back – backtracking line search; MT –

Moré and Thuente line search; Unmodified – no Hessian modification; Chol – Cholesky Hessian modification with

added multiple of the identity matrix; GMW – Gill, Murray, and Wright modified Cholesky Hessian modification

algorithm.
b i is the number of iterations and f , g, and h are the number of function, gradient, and Hessian calls respectively.
c Algorithm failure due to the Hessian not being positive definite or the Levenberg-Marquardt matrix being singular

and hence non-invertible.
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such that optimisation down the long, convoluted tunnel takes longer than the true

Newton step. Therefore the trust region does not aid optimisation in the model-free

space and only increases the computation time required.

The line search methods

Because the rate of convergence of the steepest descent algorithm is only linear,

theoretically, of all the line search methods it should perform the worst. Compar-

ison of the results in all the optimisation algorithm comparison tables shows that

this is indeed the case. Despite requiring close to 10 million iterations when uncon-

strained and reaching the maximum number of iterations imposed by the Method

of Multipliers (156500 in this case) the local minimum is never reached in any of

the examples. The back-and-forth coordinate descent (CD) method performs better

than the steepest descent as the minimum can be found for the 256 ps RG point.

However CD is totally ineffective within the deep, convoluted tunnels of the double

motion model-free spaces.

The results of the BFGS algorithm demonstrate the superlinear convergence of

the quasi-Newton algorithms. Not only is the minimum found in all but Table 4.4,

as no computationally expensive Hessian calls are made, the technique is relatively

quick. Despite a decrease in the number of iterations the Newton-CG algorithm is

computationally more expensive than the BFGS method. This is because both the

number of function calls is doubled for the 4 ps DMG point and one Hessian call

is made per iteration of the algorithm. Both techniques appear to have problems

recovering from an overshoot when constraints are used with only the BFGS method

using the Moré and Thuente line search finding the minimum in the constrained

version of the 4 ps DMG point (Table 4.3).

Of all the algorithms tested the Newton method in combination with the GMW

Hessian modification exhibits the best performance. Not only is the minimum found

in every example but the technique requires the least number of iterations to navigate

the long, deep, curved tunnels of the double motion model-free spaces. Although

the number of function calls is greater than the dogleg method with the GMW

modification the number of Hessian calls in the double motion spaces is always less.

Newton optimisation is therefore the best balance between computational intensity

and reaching the minimum with the least number of iterations.
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Figure 4.22: A map of the model-free space of the grid point S2 = 0.722, S2
f = 0.931,

and τs = 1024 ps (S2
s = 0.776). The four isosurfaces of equal chi-squared values delineate

the space where, from outermost to innermost, the chi-squared values are 50, 20, 5, and

1. The red sphere indicates the position of the true values.
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Table 4.5: Comparison of the optimisation efficiency of various constrained optimisation

algorithms for the grid point S2 = 0.722, S2
f = 0.931, and τs = 1024 ps (S2

s = 0.776).

Algorithm Auxiliarya S2 S2
f

τs (ps) ib fb gb hb χ2

Line search algorithms

Steepest descent Back 0.780 0.945 502.3 156500 317619 156813 0 47.88

Steepest descent MT 0.780 0.945 501.9 156500 313952 313952 0 47.96

Back-and-forth CD Back 0.722 0.931 1024.0 3153 7232 3163 0 3.14e−26

Back-and-forth CD MT 0.722 0.931 1024.0 170 628 628 0 1.03e−23

Quasi-Newton BFGS Back 0.722 0.931 1024.0 77 278 83 0 5.71e−17

Quasi-Newton BFGS MT 0.722 0.931 1024.0 84 328 328 0 5.38e−27

Newton CG Back 0.722 0.931 1024.0 35 77 40 35 1.57e−28

Newton CG MT 0.722 0.931 1024.0 33 73 73 33 1.78e−28

Newton Back + Chol 0.699 0.869 2400.0 156500 313313 156813 156500 50.48

Newton Back + GMW 0.722 0.931 1024.0 13 43 17 13 1.43e−28

Newton MT + Chol 0.699 0.869 2399.9 156500 420590 420590 156500 50.47

Newton MT + GMW 0.722 0.931 1024.0 14 64 64 14 1.46e−28

Trust region algorithms

Cauchy point 0.780 0.945 503.0 156500 156813 156813 156500 47.76

Dogleg (BFGS) 0.722 0.931 1024.0 172 179 179 0 9.81e−21

Dogleg (Newton) Unmodified 0.698 0.865 2622.3 209 212 212 83 56.05

Dogleg (Newton) Chol 0.699 0.869 2400.3 156500 156813 156813 156500 50.48

Dogleg (Newton) GMW 0.722 0.931 1024.0 16 20 20 13 1.46e−28

CG-Steihaug 0.722 0.931 1024.0 30 34 34 30 1.57e−28

Exact trust regionc Unmodified 0.722 0.931 1024.0 23 27 27 23 2.07e−28

Exact trust region Chol 0.722 0.931 1024.0 23 27 27 23 2.07e−28

Exact trust region GMW 0.722 0.931 1024.0 23 27 27 23 2.07e−28

Conjugate gradient algorithms

Fletcher-Reeves Back 0.722 0.931 1024.0 2485 38830 2491 0 5.99e−17

Fletcher-Reeves MT 0.722 0.931 1024.0 82 412 412 0 4.47e−22

Polak-Ribière Back 0.722 0.931 1024.0 4135 64453 4145 0 8.80e−14

Polak-Ribière MT 0.722 0.931 1024.0 163 715 715 0 2.60e−21

Polak-Ribière + Back 0.722 0.931 1024.0 4135 64453 4145 0 8.80e−14

Polak-Ribière + MT 0.722 0.931 1024.0 163 715 715 0 2.60e−21

Hestenes-Stiefel Back 0.722 0.931 1024.0 807 12741 813 0 1.32e−16

Hestenes-Stiefel MT 0.722 0.931 1024.0 44 233 233 0 8.75e−23

Miscellaneous algorithms

Simplex 0.722 0.931 1024.0 1701 2897 0 0 2.25e−28

Levenberg-Marquardt 0.722 0.931 1024.0 112 118 62 0 1.38e−28

a The algorithms auxiliary to the main optimisation algorithm include: Back – backtracking line search; MT –

Moré and Thuente line search; Unmodified – no Hessian modification; Chol – Cholesky Hessian modification with

added multiple of the identity matrix; GMW – Gill, Murray, and Wright modified Cholesky Hessian modification

algorithm.
b i is the number of iterations and f , g, and h are the number of function, gradient, and Hessian calls respectively.
c Algorithm failure due to the Hessian not being positive definite.
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The Hessian modifications

Within the deep, curved tunnels of the double motion model-free spaces the Cholesky

Hessian modification fails to find good step directions. Although the number of

iterations are much less than the steepest descent algorithm the technique performs

relatively poorly requiring one to two orders of magnitude more iterations before the

minimisation is terminated. In addition in almost all cases where the modification

is used the minimum within the model-free space is never reached.

The GMW modified Cholesky factorisation performs extremely well allowing the

minimum to be found in all example grid points when combined with the Newton,

dogleg, or exact trust region optimisation algorithms. If the model-free Hessian is

to be used in optimisation the matrix should be modified using the GMW algorithm

to allow the minimum to be found.

Step-length selection methods

The results of the two step-length selection algorithms vary depending upon which

type of optimisation algorithm they are used with. For the conjugate gradient

methods the backtracking line search is completely ineffective, hence the Moré and

Thuente search should always be employed. On the other hand for the line search

algorithms the backtracking algorithm is preferential. Not only are the number of

iterations required to find the minimum slightly less but the number of gradient calls

is halved. The inexact backtracking line search is much quicker than the exact Moré

and Thuente search in finding the minimum for the line search algorithms.

The simplex and Levenberg-Marquardt algorithms

Surprisingly, the simplex which wanders ameoboid-like through the model-free space

is quite capable of sliding down the deep, curved tunnels of the double motion

model-free spaces. The technique is able to find the minimum in all the examples

tested. Although no gradient or Hessian calls are required, significantly decreasing

the computation time per iteration, this is negated by the number of iterations and

function calls required to reach the minimum being orders of magnitude greater than

the Newton algorithm.

In the 256 ps RG and 1024 ps DMG points the Levenberg-Marquardt algorithm is

extremely effective in finding the minimum in a small number of iterations. However

for the 2 ps and 4 ps DMG point the algorithm completely fails due to the Levenberg-

Marquardt matrix being singular and hence non-invertible. The algorithm is unable
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to move from the initial starting position found by the grid search. This catastrophic

type of failure will be investigated below.

4.4.3 Parameter deconvolution

Due to the construction of the extended model-free correlation function (Clore et al.,

1990b) the use of the two model-free parameters S2
f and S2

s during optimisation

results in a convolution of the space because of their relationship S2
f · S2

s = S2.

Figure 4.23, which is a map of chi-squared space of the grid point S2
f = 0.952,

S2
s = 0.582, and τs = 32 ps of the DMG, illustrates this convolution and demonstrates

a solution which simplifies the curvature of the model-free space. In the left two

images the three dimensions of the model are {S2
f , S

2
s , τs}; in the right two images

the parameter S2
s has been replaced by S2. As optimisation slides down the curved

tunnel of the {S2
f , S

2
s , τs} model the S2

f value gradually increases while S2
s decreases.

The result is that by moving from the start of the tunnel to the minimum the values

of S2
f and S2

s swap. On the other hand for the {S2, S2
f , τs} model the S2 value

is constant throughout the length of the tunnel. If high precision optimisation is

used the final results are identical in both cases. The deconvolution by using the

S2 rather than the S2
s parameter results in the optimisation problem essentially

collapsing from three to two dimensions. Minimisation is thereby simplified and the

number of iterations required to find the minimum is decreased.

4.4.4 Failure of optimisation

By investigating the results of minimisation of Modelfree4, Dasha, and relax across

the grids spanning the model-free space a number of points of failure have been

identified. These include the failure of the limits algorithm within Modelfree4, the

singular matrix failure of the Levenberg-Marquardt optimisation algorithm in all

programs, the low precision of both Modelfree4 and Dasha causing incomplete op-

timisation, and a bug within the Levenberg-Marquardt algorithm of Modelfree4

causing random and early termination of minimisation.

Failure of the limits algorithm

To understand how the application of particular constraints during optimisation

can cause minimisation to miss the local minimum, a hypothetical example can be

constructed. Say minimisation is constrained within a cube arbitrarily placed within
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Figure 4.23: A demonstration of model-free parameter deconvolution. These maps of

the chi-squared space corresponds to the grid point S2
f = 0.952, S2

s = 0.582, and τs = 32 ps

of the Double Motion Grid. The cyan sphere indicates the position of the minimum within

the deep, curved tunnels which traverse the model-free space. The curvature of the space

is highlighted by four isosurfaces which correspond, from outermost to innermost, to chi-

squared values of 50, 20, 5, and 0.5. In the model-free space the use of the two parameters

S2
f and S2

s causes a convolution whereby, when heading down the tunnel, an increase in

one parameter causes a decrease in the other. This is shown in the two images on the left.

By using a model with the parameters {S2, S2
f , τs} a deconvolution of the space occurs

(as shown in the two images on the right). For this model the parameter S2 does not

change when following the tunnel. This parameter deconvolution significantly simplifies

optimisation of the model-free models.
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a space. Let there be a single minimum located towards one face of the cube. It

is simultaneously a local and global minimum within the cube. If the minimum is

much narrower than the length between points of the grid search it is conceivable

that a moderate curvature of the space will cause the grid search algorithm to select

a position distant from the minimum. This often occurs within the model-free space

because of the shallow, curved valley which starts at infinite correlation times and

heads down to the minimum. Assuming only one minimum within the entire space,

optimisation without constraints will follow a trajectory determined by the curvature

of the space from the initial position to the minimum. If the trajectory is contained

within the cube, constraints should not influence optimisation. However if part of

the trajectory lies outside the cube the constraint algorithm will influence whether

the minimum will be found.

Where the trajectory traverses the surface of the cube if, between the exit and

reentry points, there is a downhill path where the gradient is always negative, then

this path should be followed to allow the minimum to be found. The constrained

trajectory should be similar to the unconstrained trajectory for those parts within

the cube. The parts outside the cube should be replaced by a trajectory along the

face of the cube between the exit and entry points.

Within the model-free space this hypothetical situation does occur due to the

convoluted nature of the space. It is especially pronounced when the underlying mo-

tion is relatively small yet on a nanosecond timescale and when even small amounts

of chemical exchange relaxation are present. This type of curvature is illustrated in

Figure 4.24 by the grid point S2 = 0.970, τe = 2048 ps, and Rex = 0.149 s−1 where

the shallow valley parallel to the correlation time dimension is clearly visible. The

results of optimisation using Modelfree4, Dasha, and relax are presented in Table 4.6,

the corresponding positions in the model-free space being indicated by spheres in

Figure 4.24. This example was chosen because not only does it illustrate the failure

of the constraints algorithm in Modelfree4 but it also demonstrates a failure of the

Levenberg-Marquardt algorithm in Dasha which is due either to the singular matrix

failure of the algorithm or to Dasha’s constraint algorithm. The results of Dasha

using the combined Newton-Raphson/conjugate gradient optimisation are close to

the truth yet low precision prevents the exact values from being found. relax is able

to find the exact values to within machine precision.

The program relax implements the Method of Multipliers algorithm, also known

as the Augmented Lagrangian, which allows optimisation to follow a route similar
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Figure 4.24: The failure of the constraints algorithm in Modelfree4 demonstrated by

minimisation terminating at the upper limit of the τe parameter of 10 ns. The figure

is a map of the chi-squared space of model m4 which is composed of the parameters

{S2, τe, Rex}. Different χ2 values are demonstrated by the four isosurfaces which, from

outermost to innermost, possess the values of 1, 0.5, 0.3, and 0.05. The relaxation data

was generated by back calculation from the model-free parameter values of S2 = 0.970,

τe = 2048 ps, and Rex = 0.149 s−1. As no noise was added the minimum for this model

is located at this position. The four spheres in the plot correspond to the results as found

by Modelfree4 using the Levenberg-Marquardt algorithm (red sphere), Dasha using either

Levenberg-Marquardt or Newton-Raphson-CG minimisation (orange spheres), and relax

using Newton minimisation together with the backtracking line search and the GMW

Hessian modification (cyan sphere). The exact coordinates of the spheres are listed in

Table 4.6.
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Table 4.6: Optimisation of the grid point S2 = 0.970, τe = 2048 ps, and Rex = 0.149 s−1.

S2 τe (ps) Rex (s−1) χ2

Trutha 0.970 2048.00 0.149

Modelfree4b 0.947 10000.00 0.000 1.39

Dasha (LM)b 1.000 57.12 -1.00e−5 3.92

Dasha (NR)c 0.970 2056.97 0.182 4.87e−4

relaxd 0.970 2048.00 0.149 7.30e−28

aThe true parameter values.
bLevenberg-Marquardt minimisation.
cCombined Newton-Raphson/conjugate gradient minimisation.
dNewton optimisation combined with the backtracking line search and the GMW

Hessian modification.

to that described above. As a penalty is added to the chi-squared value when a

constraint is violated the optimisation trajectory can exit the box in which minimi-

sation is constrained. During the progression of the Method of Multipliers algorithm

the penalty is increased. Eventually it becomes very unfavourable to be outside the

box. The end result is that optimisation will slide along the constraint face, albeit

just outside the box, allowing the local minimum to be found.

Within Modelfree4 a very different algorithm is used. When a trajectory step of

the Levenberg-Marquardt algorithm exceeds a constraint, that step terminates flush

at the boundary. If the negative of the gradient at that position points back into

the box then optimisation will continue, otherwise optimisation terminates. This

approach will fail to find the minimum within the hypothetical example described

above.

In Dasha constraints are implemented by imposing a penalty on steps outside

the limit. The penalty is added to the chi-squared value as the distance outside

the constraint to the sixth power (Orekhov et al., 1995a). Equivalent penalties are

added to the chi-squared gradient and Hessian. This fixed, severe penalty creates

a steeply increasing wall outside the limit. The approach is similar in concept to

the penalty, barrier, or Augmented Lagrangian constraint algorithms (Nocedal and

Wright, 1999). However a major difference between the techniques which influences
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performance is that in Dasha the penalty is fixed whereas in the penalty, barrier,

and Method of Multipliers algorithms the penalty is iteratively increased. Whether

Dasha’s constraint algorithm will find the minimum in all circumstances remains to

be mathematically proven.

Incomplete minimisation due to low precision

A number of internal program settings influence the precision of optimisation. These

include the maximum number of iterations of the minimisation algorithm, the func-

tion tolerance, the gradient tolerance, and a step length tolerance. If the difference

in function values between iterations, the length of the gradient, or the length of

the step is less than the corresponding tolerances optimisation is terminated. All

these cutoffs are optional although minimally the function tolerance should be im-

plemented to allow the algorithm to terminate. For a simple space in which the

curvature is close to quadratic the local minimum will be found in relatively few

iterations and low optimisation precision will have a negligible effect. However the

model-free space is highly convoluted due to the Lorentzian nature of the spec-

tral density functions (4.1) and (4.2), the complex sum of spectral density terms in

Abragam’s R1, R2, and NOE equations (1.5a), (1.5b), and (1.5c), and the ratio of

the cross and auto-relaxation rates in the NOE equation (1.6). Both the curved,

shallow valley parallel to the correlation time dimensions as well as the curved, deep

tunnels through the double motion spaces are particularly sensitive to optimisation

precision.

The grid point S2
f = 0.952, S2

s = 0.582, and τs = 32 ps perfectly illustrates the

results of the different optimisation precisions of Modelfree4, Dasha, and relax. It

was chosen due to its optimisation complexity and hence its ability to thoroughly

test the precision of optimisation. The space close to the minimum demonstrates the

classic curved and deep tunnel of model-free double motion spaces (Figure 4.25). The

position of the optimisation results of Modelfree4, Dasha, and relax are indicated by

spheres. The parameter and chi-squared values are reported in Table 4.7. Despite

both the chi-squared difference between iterations and the length of each individual

step being quite small the addition of numerous small steps results in a large change

in parameter values and a large overall decrease in the chi-squared value.

The optimisation precisions of Modelfree4, Dasha using either the modified Lev-

enberg-Marquardt or the Newton-Raphson-CG algorithms, and relax are compared

in Table 4.8. From the low number of iterations as well as the relatively high cutoff
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Figure 4.25: The effect of optimisation precision on the final model-free parameter values.

The deep and curved tunnel of the model-free space is illustrated by the four isosurfaces

which correspond, from outermost to innermost, to chi-squared values of 50, 20, 5, and

0.5 respectively. The space corresponds to the grid point S2
f = 0.952, S2

s = 0.582, and

τs = 32 ps. The cyan sphere highlights the true parameter values as well as the results of

the program relax, the red sphere corresponds to the results of Modelfree4, and the two

orange spheres are the results from Dasha using the two available optimisation algorithms.

The parameter and chi-squared values of these positions are given in Table 4.7.
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Table 4.7: Optimisation of the grid point S2
f = 0.952, S2

s = 0.582, and τs = 32 ps.

S2
f S2

s τs (ps) χ2

Trutha 0.952 0.582 32.00

Modelfree4b 0.622 0.892 288.93 3.47

Dasha (LM)b 1.000 0.555 28.53 5.68e−3

Dasha (NR)c 0.803 0.690 52.10 9.15e−3

relaxd 0.952 0.582 32.00 3.31e−28

aThe true parameter values.
bLevenberg-Marquardt minimisation.
cCombined Newton-Raphson/conjugate gradient minimisation.
dNewton optimisation combined with the backtracking line search and the GMW

Hessian modification.

Table 4.8: The optimisation precision of various model-free minimisation programs.

Program Max itera f tolb g tolb s tolb

Modelfree4 50 1e−4

Dasha (LM)c 80n 1e−14 Off 1e−14

Dasha (NR)d Off 1e−5 1e−5 1e−4

relax 1e7 1e−25 Off

aThe maximum number of iterations.
bThe function, gradient, and step length tolerances.
cLevenberg-Marquardt minimisation. n is the number of parameters being opti-

mised.
dCombined Newton-Raphson/conjugate gradient minimisation.
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tolerances, of all programs, Modelfree4 by far exhibits the lowest precision. This

is reflected in the optimisation results in Table 4.7 where Modelfree4 terminates

optimisation at the very start of the tunnel (Figure 4.25). Due to the curvature of the

tunnel optimisation requires many small steps to reach the minimum. However the

high χ2 cutoff prevents small steps from being taken and the low number of iterations

terminates optimisation prematurely. The result is that the S2
f and S2

s parameters

appear to have swapped amplitudes and the correlation time of the internal motion

is overestimated by an order of magnitude. The chi-squared difference between the

results and the true minimum is 3.47, a statistically significant value which strongly

biases model selection away from model m5.

Although an improvement over Modelfree4 the precision of the Newton-Raphson-

CG algorithm within Dasha is nevertheless low. The results are much better than

that of Modelfree4 yet the minimum still has not been found and the S2
f order pa-

rameter is significantly underestimated. The precision of the Levenberg-Marquardt

algorithm is much higher and as such the results are much closer to the minimum.

The default optimisation precision of relax, which can be changed during execu-

tion, ensures that the minimisation results are always of high precision (Table 4.8).

These cutoffs allow the true parameter values to be found regardless of the curva-

ture of the model-free space thereby facilitating unbiased model selection and the

uncovering of a much richer description of protein dynamics. The precision of both

Modelfree4 and Dasha can be increased to the high default values of relax by modi-

fication and recompilation of the source code. The high precision model-free results

of both programs are presented in Table 4.9. To allow the minimum to be found the

precision of the proton and nitrogen gyromagnetic ratios within Dasha was increased

from 2.6753e4 to 2.67522e4 and −2.71e3 to −2.7126e3 respectively.

Singular matrix failure of Levenberg-Marquardt minimisation

The Levenberg-Marquardt optimisation algorithm is a widely used technique which

for most problems performs extremely well. This is the case for the majority of the

grid points of the RG and DMG providing that high precision cutoffs are utilised.

The method is known to, at times, experience outright failure. Its Achilles heel

is when the Levenberg-Marquardt matrix is singular. As there are zero pivots the

matrix cannot be inverted and therefore the step cannot be calculated. When the

singular matrix is encountered the algorithm necessarily terminates at the current

position. The failure is linked to the curvature of the space.
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Table 4.9: High precision optimisation of the grid point S2
f = 0.952, S2

s = 0.582, and τs

= 32 ps after modification and recompilation of the Modelfree4 and Dasha source code.

S2
f S2

s τs (ps) χ2

Trutha 0.952 0.582 32.00

Modelfree4 (HP)b 0.622 0.892 288.93 3.47

Modelfree4 (Debugged)c 0.730 0.758 75.39 5.8e−3

Modelfree4 (Both)d 0.900 0.616 36.94 1.0e−4

Dasha (LM+HP)e 0.952 0.582 32.00 2.08e−7

Dasha (NR+HP)f 0.911 0.608 35.75 2.06e−5

aThe true parameter values.
bHP – high precision optimisation where the chi-squared cutoff is 1e−25, the maxi-

mum number of iterations is either 1e7 or infinite, and no gradient or step length

cutoffs are used.
cRemoval of the bug in the Levenberg-Marquardt algorithm.
dBoth high precision and debugged optimisation.
eHigh precision Levenberg-Marquardt minimisation.
fHigh precision combined Newton-Raphson/conjugate gradient minimisation.
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The model-free space is particularly prone to the zero pivot or singular matrix

failure of the Levenberg-Marquardt technique. This is due to the Lorentzian form

of the model-free spectral density functions and occurs whenever one of the internal

correlation times is undefined due to the corresponding order parameter being equal

to one. The τe parameter is undefined when S2 = 1, the τf parameter is undefined

when S2
f = 1, and the τs parameter is undefined when S2

s = 1. When both order

parameters S2
f and S2 of the extended model-free spectral density function are equal

to zero the τs parameter is additionally undefined.

Two features of model-free optimisation tend to amplify the problem, the initial

grid search prior to optimisation and the constraints used during optimisation. When

searching through the order parameter dimensions the grid searches have upper

and lower limits of one and zero respectively. This characteristic, together with

the coarseness of the grid, results in a large number of initial starting positions

whereby the first iteration of the Levenberg-Marquardt algorithm is preconditioned

to fail. If constraints are used during optimisation the order parameters are limited

to being between zero and one. In Dasha and relax the parameter vector θ is allowed

outside of the limits as part of the trajectory en route to the minimum. However as

Modelfree4 stops all optimisation steps pointing outside of the constraints flush at

the limit, for many models the Levenberg-Marquardt algorithm will fail.

The probability of the singular matrix failure for certain model-free models can be

close to or greater than 30%. This is demonstrated in Table 4.10 whereby the number

of failures encountered by Modelfree4 for each model-free model in both the RG and

DMG was counted. Because the constraint algorithms do not stop at the limits

the percentages from both relax and Dasha would be lower. However the numbers

would still be high as the grid search is the cause of the majority of the failures in

the table. The result of these failures is that the model-free parameter values are

meaningless. The convolution of the space ensures that proximity to the minimum

cannot be guaranteed and the chi-squared value is significantly overestimated. The

model, irrespective of its validity, would most likely be eliminated in the model

selection process (see Chapter 2).

The Modelfree4 bug

One final issue affecting the results of model-free analysis was identified through the

examination of the Rex and Double Motion Grids. The problem resides solely in the

Modelfree program and has been traced back to a bug within the source code. The
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Table 4.10: The number of grid points of the RG and DMG whereby optimisation

has failed due to the singular matrix failure of the Levenberg-Marquardt algorithm in

Modelfree4.

Model RG (2640 points) DMG (1940 points)

N◦ % N◦ %

m1 0 0.00 0 0.00

m2 772 29.24 0 0.00

m3 0 0.00 0 0.00

m4 112 4.24 0 0.00

m5 834 31.59 232 11.96

result is that optimisation is terminated prematurely. In many cases optimisation

stops on the very first step – the final model-free parameters are those found by the

initial grid search. To demonstrate the failure the grid point S2 = 0.388, τe = 128 ps,

and Rex = 0.223 s−1 from the Rex Grid was chosen. The significance of this point is

that if the local minimum is successfully found for all model-free models, as when

using the programs relax and Dasha, then modelm4 is chosen by AIC model selection

(Akaike, 1973; d’Auvergne and Gooley, 2003). Instead, because the minimum has

not been found, model m2 is selected when using Modelfree4. The curvature of

the model-free space of this grid point is very simple and extremely close to being

quadratic (Figure 4.26). The gradient at the red sphere, which is the position of

the Modelfree4 results, is perpendicular to the isosurface passing through it and as

no convolution of the space is visible in the vicinity failure is clearly not due to

optimisation complexity. The results of optimisation using Modelfree4, Dasha, and

relax are presented in Table 4.11.

The cause of the problem lies in the details of the Levenberg-Marquardt algo-

rithm. Specifically, if an uphill step is encountered this does not indicate that the

local minimum has been found but rather that the Levenberg-Marquardt factor λ

has not adjusted to the optimal value. The algorithm should iteratively remain at

the current position, increase the factor λ, and then recalculate the step until a

downhill step is produced. Eventually the steepest descent direction will be selected

guaranteeing decrease in the chi-squared value. However in Modelfree4 this condi-
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Figure 4.26: An example of optimisation failure in Modelfree4 caused by the bug in

the Levenberg-Marquardt algorithm. The chi-squared space belongs to the grid point

where the true parameter values are S2 = 0.388, τe = 128 ps, and Rex = 0.223 s−1.

From outermost to innermost, the five isosurfaces illustrating the curvature of the space

correspond to chi-squared values of 1371.79, 500, 100, 20, and 7. The true parameter values

which were found by both relax and Dasha are indicated by the cyan sphere whereas the

red sphere corresponds to the final parameter values found by Modelfree4 (S2 = 0.263,

τe = 526.316 ps, and Rex = 1.053 s−1). The failure occurred in the first iteration hence

the final parameter values are those of the grid point with the lowest chi-squared value

(1371.79).
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Table 4.11: Optimisation of the grid point S2 = 0.388, τe = 128 ps, and Rex = 0.223 s−1.

S2 τe (ps) Rex (s−1) χ2

Trutha 0.388 128.000 0.223

Modelfree4b 0.263 526.316 1.053 1371.79

Dasha (LM)b 0.388 128.270 0.231 1.28e−4

Dasha (NR)c 0.388 128.270 0.231 1.28e−4

relaxd 0.388 128.000 0.223 1.25e−28

aThe true parameter values.
bLevenberg-Marquardt minimisation.
cCombined Newton-Raphson/conjugate gradient minimisation.
dNewton optimisation combined with the backtracking line search and the GMW

Hessian modification.

tion is not caught and the Levenberg-Marquardt algorithm accidentally terminates

whenever an uphill step is produced. A large number of these failures in the RG

and DMG cause the algorithm to remain at the initial position found by the grid

search. The number of failures for both grids are presented in Table 4.12.

4.4.5 Optimisation failure verses model failure

It should be noted that optimisation failure, caused by simplistic constraint algo-

rithms, low precision, the singular matrix error of the Levenberg-Marquardt algo-

rithm, or bugs within the software, is very different to model failure. Model-free

model failure (see Chapter 3) is a common phenomenon within model-free analysis

and occurs in models which possess either the internal correlation times (τe, τf , or

τs) or the local τm parameter. It is manifested by correlation times which shoot

towards infinity and is caused either by experimental noise destroying the true local

minimum or as a compensation for chemical exchange in models without the Rex

parameter. Due to both low precision and failure of minimisation many instances

of model failure remain hidden. However if optimisation failures are avoided and

high precision optimisation is employed, for example when using the program relax,

then the use of model-free model elimination is essential for obtaining the correct
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Table 4.12: The number of grid points of the RG and DMG whereby optimisation has

failed due to the Levenberg-Marquardt bug in Modelfree4.

Model RG (2640 points) DMG (1940 points)

N◦ % N◦ %

m1 545 20.64 461 23.76

m2 1093 41.40 529 27.27

m3 345 13.07 597 30.77

m4 715 27.08 735 37.89

m5 1176 44.55 696 35.88

description of the dynamics of the protein (see Chapter 3).

4.5 Conclusions

4.5.1 The complexities of the model-free space

Optimisation within the convoluted model-free space is a complex problem. Two

topological features work against the minimisation algorithm. The first is a long

but shallow and slightly curved valley which starts at infinite correlation times and

terminates at the minimum. This valley is related to the model failure phenomenon

whereby noise destroys the local minimum (see Chapter 3). The second feature

occurs in the models representing motions on two timescales where to reach the

minimum often requires navigation along long, deep, curved tunnels or multidimen-

sional valleys through the model-free space. The closer the two correlation times

τf and τs, the finer and longer the tunnel becomes and hence the more difficult

the problem. Because of the non-quadratic curvature and small gradient along these

tunnels, numerous small steps are required to find the local minimum. Although the

chi-squared decrease between each step is statistically irrelevant the overall change

in model-free parameter values from the start to the end of the tunnel is highly

significant. The result of not following the tunnel is that the values of the order pa-

rameter values S2
f and S2

s are swapped while the correlation time τs is considerably

overestimated.
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4.5.2 The best optimisation algorithm for model-free anal-

ysis

Of all the line search, trust region, and conjugate gradient methods, as well and

the simplex and Levenberg-Marquardt algorithms, the most efficient and reliable

local optimisation algorithm within the convoluted model-free space is Newton min-

imisation in conjunction with the backtracking line search and the Gill, Murray,

and Wright (GMW) Hessian modification. To implement constraints the iterative

Method of Multipliers algorithm, which is also known as the Augmented Lagrangian

technique, enables the local minimum to be found even if the trajectory of the equiv-

alent unconstrained optimisation exits and reenters the constrained space on its path

to a minimum located within the limits. Due to the convoluted nature of the model-

free space sliding along the limits is essential. These optimisation techniques are

implemented within the program relax which will be presented in Chapter 7.

4.5.3 The four failures of optimisation

By investigating a large number of grid points four problems have been identified

in the currently used model-free optimisation programs. The two most commonly

used programs, Modelfree and Dasha, both suffer from the singular matrix failure

of the Levenberg-Marquardt minimisation algorithm. In Dasha the problem can be

avoided by using the combined Newton-Raphson/conjugate gradient optimisation

technique. The singular matrix failure occurs when correlation times are undefined,

a phenomenon associated with order parameters of one or when the S2 and S2
f

parameters are both zero in model m5. Model-free analysis is highly prone to the

failure as two data analysis procedures amplify the problem. The coarse grid search

used to find the initial position for optimisation often returns S2 values of zero or

one. In addition the constraint algorithm of Modelfree4 terminate the step flush at

the limits. As order parameter values of one and zero are regularly encountered in

model-free analysis the Levenberg-Marquardt algorithm should not be used. The

second problem occurs in both Modelfree4 and Dasha. The programs can at times

be distant from the local minimum due to low precision. To find the minimum in

the twisted model-free space high precision optimisation with fine cutoffs and a large

number of iterations is essential. The third failure is due to Modelfree4’s constraint

algorithm in which sliding along the limits is never allowed. Finally, Modelfree4 is

heavily affected by a bug which causes early termination of the Levenberg-Marquardt
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algorithm frequently before the first step of optimisation is even taken. The result

of these four failures of optimisation is that minimisation is terminated early, often

far from the true model-free parameter values.



Chapter 5

Set theory

5.1 Introduction

A keystone problem to solving the model-free dynamics of a system (Lipari and

Szabo, 1982a,b; Clore et al., 1990b) is that of the convolution between the global ro-

tational diffusion of the molecule and the model-free dynamics of individual residues.

Despite the assumption of Lipari and Szabo (1982a) that the overall tumbling and

internal motions of a single residue are decoupled, as represented by the correlation

function (10) of that paper, the optimisation of the whole system is still quite a

complex problem. The convolution is due to the strong link between the values of

the model-free parameters and the values of the global diffusion tensor parameter

induced by co-dependence on the same NMR relaxation data. In addition, whereas

the model-free parameters are residue specific and numerically independent of the

parameters of all other residues, the parameters of the diffusion tensor are depen-

dent on the relaxation data of all residues. Finally, the diffusion tensor parameter

values influence which of the model-free models are selected by the chosen model

selection technique which in turn influences the minimisation of the diffusion tensor.

Collectively these properties of the global system create a complex, multi-universe,

multi-minima optimisation and model selection problem. The best minimised model

is sought across a large ensemble K of universes or spaces S in which each member

encompasses a different parameter space.

163
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5.2 Set theory formulation of protein dynamics

5.2.1 Recasting model-free theory into set notation

The symbol S represents a unique dynamic model of the molecule and consists

of the global diffusion model together with the specific model-free models of each

residue. Even if two models differ by a single parameter they nevertheless belong to

two different spaces

Si 6= Sj. (5.1)

Every global model S is a large multidimensional universe or space with each dimen-

sion corresponding to a different parameter of the model. Individual points within

this space are elements of the set S and are represented by the parameter vector

θ ∈ S. (5.2)

Specifically, S is the continuous set of all θ of a given global model and is synonymous

with the universe or space encapsulated by those values. The optimisation of the

parameters of the global model consists of finding the global minimum of the chi-

squared function within S.

5.2.2 Delineating the entirety of the model-free problem

Together, the ensemble of all universes S is the discrete, finite set K where

K = {S1,S2, . . . ,Sl·m·n}. (5.3)

The cardinality or number of elements within this ensemble of universes is

|K| = l ·m · n, (5.4)

where l is the total number of residues in the molecule (which have been selected for

inclusion in the dynamic analysis), m is the total number of model-free models (con-

structed by parametric restriction of the original (Lipari and Szabo, 1982a,b) and

extended (Clore et al., 1990b) model-free equations), and n is the total number of

Brownian rotational diffusion models (for example n = 4 if the diffusion as a sphere,

prolate spheroid, oblate spheroid, and ellipsoid are included in the study). The

immense magnitude of this simultaneously intertwined optimisation and modelling

problem can be fully circumscribed by the cardinality together with the dimension-

ality

dim S = j +
l∑

i=1

ki 6 6 + 5l, (5.5)
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where j is the total number of diffusion parameters in the universe S and ki is

the number of model-free parameters for the residue i in that same universe. The

number six corresponds to the maximum number of diffusion parameters (for the

ellipsoid) and the number five corresponds to the maximum number of model-free

parameters – {S2, τf , S
2
s , τs, Rex}. The dimensionality of the universe S is the total

number of parameters in the global model S and the cardinality is the total number

of possible models S.

5.2.3 The universal solution

The dynamics of the molecule under study can be revealed by finding the solution

Û to the global problem which is an element of the universal set U, the union of all

universes

U =
l·m·n⋃

i=1

Si. (5.6)

For simplicity Û will be referred to as the universal solution. Û lies within one of

the elements S ∈ K and is found at the global minimum within that space S. The

parameter values at this global minimum are denoted by θ̂. The universal solution

can be formulated as

Û = θ̂ ∈
{

S : min
θ̂∈U

∆K-L(θ̂)

}
, s.t. θ̂ = arg min

{
χ2(θ) : θ ∈ S

}
. (5.7)

This notation says that the minimised parameter vector within the space S which

minimises the common Kullback-Leibler discrepancy ∆K-L is selected from the uni-

versal set U as the universal solution Û. The discrepancy of Kullback and Leibler

(1951) is a measure of how well the model fits the data, in this case how well the

global model S of the diffusion tensor together with the model-free models of all

residues fits the relaxation data. This selection is subject to the condition that θ̂

is the argument or specific parameter vector which minimises the chi-squared func-

tion χ2(θ) such that θ is an element of the space S. Whereas the minimisation

of the continuous chi-squared function within the single space S belongs to the

mathematical field of optimisation (Nocedal and Wright, 1999), the selection of the

universe S which minimises the discrepancy belongs to the statistical field of model

selection (Akaike, 1973; Schwarz, 1978; Linhart and Zucchini, 1986; Zucchini, 2000;

d’Auvergne and Gooley, 2003).
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5.2.4 Parametric restrictions

No two universes are the same. However if two different universes share parameters

they are related and their intersection is not the empty set,

Si ∩ Sj 6= ∅. (5.8)

In the special case of the space Si being a parametric restriction of Sj,

Si ⊂ Sj. (5.9)

These properties, together with the similarity in mathematical form of certain pa-

rameters, is the origin of the modelling phenomenon that certain simple universes

are good approximations to higher dimension universes even in the case where they

are not parametric restrictions of each other. A localised example of this is when

m2 (Model 1.26.2 on page 12) approximates m5 (Model 1.26.5) by the τe parameter

taking the value of τs and the generalised order parameter S2 shifting to the value

of S2
f · S2

s . A global example is the approximation of ellipsoidal diffusion by both

the oblate and prolate spheroids (Blackledge et al., 1998). Care must be taken in

deciding which approximations are statistically significant as the bias of an under-

parameterised universe can result in misleading artefacts.

5.2.5 Artefacts of under-fitting

An important example of the problem of under-fitting is the artificial motions in-

duced when an isotropic diffusion tensor is used with a molecule exhibiting even

slight anisotropy (Schurr et al., 1994; Tjandra et al., 1996; Mandel et al., 1996; Lug-

inbühl et al., 1997; Gagné et al., 1998). This under-fitting results in two opposing

artefacts depending on whether the global correlation time experienced by the XH

bond vector is over or underestimated. These are, respectively, artificial nanosecond

motions and artificial chemical exchange.

Overestimation was investigated by the use of synthetic NMR relaxation data

created for an XH bond vector perpendicular to the long axis of a prolate spheroid

diffusion tensor (Schurr et al., 1994). To create the data the vector was assumed

to experience fast model-free motions described by the parameters S2 and τe of the

original model-free formula (Lipari and Szabo, 1982a). Assuming the isotropic dif-

fusion of a sphere, optimising the model-free parameters {S2, S2
f , τs} of the extended

model-free formalism (Clore et al., 1990b) causes the τs parameter to shift to sub-

nanosecond timescales. These false motions are associated with a decrease in the

generalised order parameter.
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On the other hand if the XH bond vector is parallel to the long axis and isotropic

diffusion is assumed then the global correlation time is underestimated and artificial

Rex contributions appear (Tjandra et al., 1996). This opposite effect is also asso-

ciated with an underestimation of the order parameter. To handle the artefactual

Rex terms and differentiate real chemical exchange contributions from anisotropy

in the Brownian diffusion of the molecule, the protocol named COPED (COmpari-

son of Predicted and Experimental Diffusion tensors) which utilises the comparison

of hydrodynamic calculations with the experimentally derived diffusion parameters

to distinguish genuine motions from artefact was developed (Osborne and Wright,

2001). The problem was also solved by Pawley et al. (2001) whereby a two step

filtering process for the elimination of residues from the diffusion tensor calcula-

tion was implemented within the collection of programs named NORMAdyn (NMR

Optimized Relaxation Modeling with Anisotropy, for dynamics analysis).

5.2.6 Simplification of U by eliminating Rex

A significant simplification of the model-free problem could be obtained if the Rex

contribution could be eliminated from the R2 relaxation rate. A number of method-

ologies could be used including the Rex dependence on the square of field strength

(Farrow et al., 1995; Phan et al., 1996) or the analysis of cross-correlated cross-

relaxation rates (Kroenke et al., 1999; Butterwick et al., 2004). The artificial Rex

values caused by the issues of under-fitting of the diffusion tensor (Tjandra et al.,

1996), structural inaccuracies, or any other factor causing the underestimation of the

global correlation time would be eliminated. As the number of model-free models

possessing the Rex parameter is equal to the number of model-free models con-

structed purely from the model-free spectral density functions of Lipari and Szabo

(1982a,b) and Clore et al. (1990b), the size of the universal set U effectively halves.

This collapse of complexity would aid in the finding of the universal solution Û and

would more than halve the computation time.

5.2.7 Decomposition of the problem

The current solution to the complex problem of finding Û is to break it into parts.

Not only is each diffusion tensor model handled separately but the optimisation

is often broken into two separate components – the minimisation of the diffusion

parameters and the minimisation of the model-free parameters. This partitions the

space S such that the diffusion parameters θD are an element of the set D and the
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model-free parameters θF of a single residue i are an element of the set F. For each

residue i there are multiple spaces Fi which correspond to the different model-free

models. The space S is therefore the union of all these sets

S = D ∪
(

l⋃

i=1

Fi

)
, (5.10)

where l is the total number of residues used in the analysis and where no sets overlap

D ∩ F = ∅, and
⋃

i6=j

Fi ∩ Fj = ∅. (5.11)

The diffusion parameters can be further subdivided so that the geometric parameters

belong to the set G and the orientational parameters belong to the set O. The various

parameter sets and their elements are linked by the relationships

U ⊃ S ⊃ F, D ⊃ G, O

∈ ∈ ∈ ∈ ∈ ∈

Û θ θF, θD θG, θO

(5.12)

where the top row consists of multidimensional spaces or sets and the bottom row

consists of the specific parameter values found within those sets. Although the

partitioning of the optimisation problem into finding the global minimum within D

and separately finding the global minimum within each Fi simplifies the search for

Û, the partitioning itself introduces new problems. For example the combination of

the global minimum in both D and all Fi is very rarely the global minimum in S

θ̂ 6= θ̂D ∪ θ̂F. (5.13)

The partitioning also creates a chicken-and-egg scenario. Should the diffusion tensor

be optimised first or should the model-free parameters?

5.3 Kay’s paradigm

5.3.1 First came the diffusion tensor

The T1/T2 ratio

Ever since Kay et al. (1989) the chicken-and-egg problem has most often been han-

dled by initially estimating the diffusion tensor and then applying model-free anal-

ysis. The methodology introduced was to use the T1/T2 ratio to calculate the value
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of τm. By assuming fast internal motions which are within the extreme narrowing

limit, τe . 100 ps when τm & 1 ns, the model-free spectral density function of

Equation (1.23) on page 10 can be approximated by

J(ω) =
2

5

(
S2τm

1 + (ωτm)2

)
. (5.14)

Taking the ratio of the R1 and R2 rates presented in Abragam (1961) – Equa-

tions (1.5a) and (1.5b) on page 6 – the parameter S2 cancels. The ratio is then

solely dependent on τm and its value can be easily determined. This estimate can

be used as the starting point for minimisation.

Anisotropy

For the diffusion of an ellipsoid or spheroid the additional components of the diffusion

tensor can be calculated from the dependence of R1 and R2 on the orientation of

the bond vector within the diffusion frame (Barbato et al., 1992; Brüschweiler et al.,

1995; Tjandra et al., 1995b; Zheng et al., 1995; MacKay et al., 1996; Lee et al., 1997).

Highly sophisticated tools now exist for solving this initial diffusion tensor problem.

The most powerful of these is the program Tensor (Blackledge et al., 1998; Cordier

et al., 1998; Dosset et al., 2000; Tsan et al., 2000) where estimates of all diffusion

tensors, including the distinction between the oblate and prolate spheroids, can be

found. The methodology employed by Tensor is based on the extreme narrowing

limit assumption and R2/R1 ratio of Kay et al. (1989) except that the form of the

spectral density is

J(ω) =
2∑

i=−2

ci
S2τi

1 + (ωτi)2
, (5.15)

where the correlation times τi are given in Equations (6.46a) to (6.46e) on page 190

of Chapter 6 and the weights ci in (6.52a) to (6.52e) on page 191. For the collapse

of the spectral density function to this simplistic form all the correlation times τi

must be relatively long with τi & 1 ns (Korzhnev et al., 2001) for the internal model-

free parameter τe to be within the extreme narrowing limit. The diffusion tensor is

estimated by minimisation, initially using simulated annealing combined with the

fuzzy logic algorithm, then terminated by the Levenberg-Marquardt local minimiser

(Dosset et al., 2000). This is a much more advanced version of the coarse grid search

employed in Tjandra et al. (1995a). Rather than minimising the sum of squares error

(SSE) as proposed in Kay et al. (1989) the chi-squared function, which takes the

errors associated with the relaxation data into account, is minimised (Dellwo and
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Wand, 1989). In this case the function is

χ2(θD) =
l∑

n=1

(
R2/R1 − R2(θD)/R1(θD)

)2

σ2
n

, (5.16)

where θD is the diffusion tensor parameter vector and n is the summation index over

all selected residues.

Selecting residues for diffusion tensor estimation

Due to the requirement of Equations (5.14) and (5.15) that the internal motions

of the macromolecule be within the extreme narrowing limit, numerous procedures

have been proposed to distinguish residues which meet this requirement from those

which exhibit significant motions. In addition, as the Rex parameter causes an

increase in the R2 value, residues affected by chemical exchange relaxation must

also be excluded. Three techniques widely used in the literature for deciding which

residues should be used in the initial diffusion tensor estimate include: the removal

of outliers from the average R2/R1 ratio, the removal of residues with low NOE

values, and only using residues within well defined secondary structure. For residues

which experience chemical exchange relaxation the R2/R1 ratio is elevated above

the molecular average. For residues which experience slow nanosecond motions the

R2/R1 ratio plunges below the average. The exclusion of these residues significantly

improves the initial estimate of the diffusion tensor (Clore et al., 1990a; Barbato

et al., 1992; Tjandra et al., 1995a) although the assumptions of low anisotropy and

the rigidity of the majority of the residues are necessary for the effectiveness of this

method. When below the molecular average the value of the NOE is also a good

indicator of the presence of large amplitude, slow timescale internal motions. These

residues should also be discarded from the initial diffusion tensor estimation (Kay

et al., 1989; Stone et al., 1992; Barbato et al., 1992). Although the low NOE is

correlated with large internal motions, such motions do not necessarily correspond

to a low NOE. If the internal correlation time is sufficiently slow, despite the presence

of large amplitude motions, the NOE returns to the molecular average (for example

see the top panel of Figure 1 in Clore et al. (1990b)). Finally if all else fails,

residues which are solely within distinct secondary structure elements can be selected

(Habazettl et al., 1996; Dosset et al., 2000). The data filtering procedure of Pawley

et al. (2001) represents one of the most advanced techniques for selecting the residues

for the initial diffusion tensor estimate. The first part is a coarse filter which uses
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both the low NOE criterion (NOE < 0.65) and eliminates residues with high R2

values (R2 > R2 + σR2) to avoid chemical exchange. Significantly the high R2

criterion is ignored if the R1 is low (R1 6 R1 − σR1) to allow for anisotropy of

the macromolecule. The second part, a fine filter, is applied after one iteration of

model-free optimisation using an initial estimate of the diffusion tensor.

Hydrodynamic calculations and experimental measurement

Two alternative methods exist for obtaining an initial estimate of the diffusion ten-

sor. The first uses hydrodynamic calculations (Garcia de la Torre et al., 2000).

However this methodology suffers from the fact that the approximate hydrodynamic

beads model is not a perfect representation of the solution conditions of the high pro-

tein concentration typical of NMR samples (Korzhnev et al., 2001). The theoretical

results may nevertheless be used as a validation tool (Osborne and Wright, 2001).

The second method is experimental measurement, for instance using fluorescence.

Again these results are approximate as the sample conditions are not necessarily

identical to those of the NMR sample. Because of the dominance of Brownian dif-

fusion on NMR relaxation even small inaccuracies in the tensor have a significant

influence on the model-free results.

5.3.2 Then came model-free analysis

Iteratively walking through the universal set

Once the initial estimate of the diffusion tensor D has been obtained the global so-

lution Û can then be found by an iterative procedure consisting of a model-free min-

imisation within F for each residue (Palmer et al., 1991; Mandel et al., 1995; Orekhov

et al., 1995a; Fushman et al., 1997), model-free model elimination (d’Auvergne and

Gooley, 2006a), model-free model selection (Mandel et al., 1995; d’Auvergne and

Gooley, 2003; Chen et al., 2004), and finally optimisation of the resultant global

model S. Initially the diffusion parameters θD are held constant while the model-

free parameters θF are optimised. Each model-free model F of each residue is treated

as an independent minimisation entity hence, when using models m0 to m9 (Mod-

els 1.26.0–1.26.9 on page 11), this initial optimisation is quite simple with

dim F 6 5. (5.17)

Prior to selecting which of these models best describes the dynamics of the residue

model elimination is required to remove any which have failed (see Chapter 3). The
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problem then shifts from the fields of mathematical optimisation and mathematical

modelling to the field of statistics known as ‘model selection’ (Linhart and Zucchini,

1986; Zucchini, 2000). For model-free analysis the most accurate and precise model

selection technique, as found in Chapter 3, is that of AIC model selection (Akaike,

1973). However BIC model selection (Schwarz, 1978) also performs well (d’Auvergne

and Gooley, 2003; Chen et al., 2004).

The final step of this data analysis chain is to optimise the selected global model

S which has been isolated from the set of all universes K. To do this the diffusion

tensor is optimised simultaneously with the model-free parameters of all residues to

find θ̂ ∈ S. Although the global minimum θ̂ in the universe S has been found this

universe is not necessarily the one which minimises ∆K-L in Equation (5.7), hence

repetition is necessary to be able to slide between different universes S so as to find

the space which does minimise the discrepancy. The procedure therefore repeats

with the final minimised diffusion tensor used as the starting point for the next

round of individual model-free optimisations.

Once convergence has been attained this iterative methodology can be termi-

nated. Convergence is defined as two successive iterations possessing the same

model-free models, the same model-free and diffusion parameter values, and the

same chi-squared values

Si ≡ Si−1, (5.18)

θi = θi−1 = θ̂, (5.19)

χ2
i = χ2

i−1. (5.20)

For isotropic diffusion, convergence to Û usually occurs after about three iterations.

For the more complex diffusion models many repetitions may be required. Despite

the differences between successive iterations being at times small many repetitions

can result in a large overall change to the apparent dynamics of the system. In certain

cases after tens of iterations the differences between successive repetitions actually

increases and convergence can never be obtained as one of the diffusion parameters

shoots towards infinity. This is similar to the failure of model-free models whereby

the internal correlation times τe, τf , or τs or the local τm parameter heads towards

infinity and should therefore be eliminated prior to model selection between the

diffusion tensors (see Chapter 3).
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The rigidity assumption

The methodology of finding the universal solution Û, and hence the dynamics of

the molecule, via the initial estimation of the diffusion tensor by searching within

D depends on the assumption that the majority of residues within the protein are

rigid (Kay et al., 1989). However this technique fails when most of the residues are

actually quite mobile (Orekhov et al., 1995b, 1999a,b). If the majority of residues in

a molecule experience slow, nanosecond timescale motions the initial optimised value

of the global correlation time τm is an underestimate of the true value (Korzhnev

et al., 1997). This is a direct consequence of partitioning the space S into the

diffusion parameter set D and the many model-free parameter sets Fi. By making

the assumption of rigidity to eliminate the τe parameters and using the R2/R1 ratio

to cancel the S2 parameters, the sets Fi become the null set

Fi = ∅. (5.21)

Hence the problem collapses from finding the χ2 minimum within S to minimisation

within D. This reduced parameter set forces a decrease in τm to accommodate

both the global correlation time and the nanosecond internal motions. When this

estimate is used as an initial starting point for model-free analysis the slow internal

motions end up being hidden. The procedure is trapped within the global minimum

of a space S but is far from the universal solution Û and unable to slide between

different universes S to get to Û. The discrepancy ∆K-L cannot be fully minimised.

Uncovering the hidden motions

Various methods have been proposed for solving this hidden motion problem. One

solution, proposed in Tjandra et al. (1995b), is where internal nanosecond motions

have been assumed prior to analysis. Within the calmodulin N and C-terminal do-

mains it was assumed that all residues exhibit slow nanosecond motions with the

same amplitude and timescale. By taking model m5 (Model 1.26.5 on page 12) and

holding the S2
f value at 0.85 the global tumbling time τm was optimised simultane-

ously with a global τs and global S2
s parameter per domain. In this situation the

nanosecond motions are restricted domain reorientations.

Although the optimisation of the chi-squared value of Equation (5.16) using

the R2/R1 ratio causes the τm parameter to be underestimated when significant

internal nanosecond motions are present, the use of multiple field-strength data can

be used to detect the problem. The field dependence of the estimated τm parameter
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is an effective criterion for revealing the presence of extensive nanosecond motions

Korzhnev et al. (1997).

Another solution Orekhov et al. (1999a) is the simultaneous optimisation of the

diffusion tensor and model-free parameters in which all residues are fit to the same

pre-chosen model ranging from m1 to m7 (Models 1.26.1 to 1.26.7 on page 11).

Because all residues of the molecule are described by the same model-free model

the cardinality of K is drastically reduced. The intermediate problem of uncovering

the hidden motions becomes much simpler as the number of models S to compare

is small. The best model S from a number of combinations of the ellipsoidal,

spheroidal, and spherical diffusion models together with the pre-chosen model-free

model is then selected by comparing the χ2 values using chi-squared and F-tests. In

using multiple field strength data it was shown that the nanosecond internal motions

which would normally be hidden could be uncovered using this method.

Although quite complex, an extremely effective procedure has been devised which

solves the problem of hidden internal nanosecond motions. This protocol, named

PINATA, consists of four iterative steps Larsson et al. (2003). By working through

an intricate flow diagram the hidden motions can be discovered without ambiguity

and the universal solution Û found.

Multiple field strength data is essential

One main underlying theme pervading the solutions to the majority of problems in-

herent in finding the dynamics of a molecule is that the collection of NMR relaxation

data at more than one field strength is an essential, uncompromisable prerequisite.

Using only single field strength data many of the problems and artefacts associated

with model-free analysis cannot be avoided.

5.4 Alternative approaches

5.4.1 Simultaneous optimisation of both D and all Fi

For the majority of the applications of model-free analysis, as listed in Jarymowycz

and Stone (2006), the dynamic description has been obtained by methodology con-

forming to Kay’s paradigm – the analysis is initialised using an estimate of the

Brownian rotational diffusion tensor. There are nevertheless a few published alter-

natives to this approach. Rather than partitioning the space S into D and many
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Fi then attempting to answer the question of whether the diffusion tensor or model-

free parameters should come first, Orekhov et al. (1999a) approached the problem

by answering both questions simultaneously. The universal solution Û is sought

by initially optimising many spaces S (vide supra). Because the same model-free

model was applied to all residues only a tiny fraction of the universal set U is probed.

However as all residues of the α-helical segment of Bacteriorhodopsin, comprising

residues 9–31, used in the analysis experience the same types of internal motion the

limitation is not an issue for the system. If the assumption cannot be made that

all spin systems experience the same types of motion then, for the simultaneous

optimisation methodology to be applicable, a significantly higher proportion of the

space U would need to be sampled.

5.4.2 Starting with Fi and ending with D

The local τm models

Rather than starting with the diffusion tensor, the model-free description can be

obtained free of any global diffusion parameters. By assuming that each residue

experiences its own isotropic Brownian rotational diffusion correlation time, the local

τm parameter, the complexity of the problem significantly collapses (Barbato et al.,

1992; Schurr et al., 1994). The issues of the interdependence between the global

diffusion parameters and models and the spin system specific model-free parameters

and models disappear. Each spin system can be treated independently and the

dimensionality of the problem decreases from the large value of dim S to the much

smaller value of dim Ti. The solution can be found through a single optimisation of

the parameters of Ti.

The quadric model

The parameters of D can be obtained using information from the local τm models.

In Brüschweiler et al. (1995) a quadric model of the diffusion tensor was formu-

lated to relate the local τm values to the full diffusion tensor. The quadric model,

which because of the construction of the problem is a mono-exponential geometric

approximation to the full multi-exponential correlation function, is

(6τm,i)
−1 = eT

i Qei, (5.22)

where ei is the unit vector parallel to the XH bond vector. Q is a matrix in which

the eigenvectors define the diffusion frame and the eigenvalues are equal to Qi =
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(Dj + Dk)/2 where i, j, and k are one of {x, y, z} and are all different, hence

Di = −Qi + Qj + Qk. By linear least-squares fitting the diffusion tensor can be

obtained from the local τm values.

The Butterwick et al., (2004) model-free optimisation protocol

In the study of calmodulin interdomain motions (Barbato et al., 1992), the study

of artificial nanosecond motions when the anisotropy of the diffusion tensor is not

taken into account (Schurr et al., 1994), and the domain orientation of three zinc

fingers (Brüschweiler et al., 1995) solely the local τm model corresponding to m2

(Model 1.26.2 on page 12) was optimised. In Butterwick et al. (2004) the list

of models is extended to include those corresponding to m1, m2, and m5 (Mod-

els 1.26.1, 1.26.2, and 1.26.5). The protocol commences with the reduced spectral

density mapping using method 3 of Farrow et al. (1995). The models containing

the Rex parameter are unnecessary as the J(0) value is determined by extrapolation

based on the squared field strength dependence of linear combinations of the auto

and cross-correlation relaxation rates (Kroenke et al., 1999). The protocol then ex-

pands on the ideas in Barbato et al. (1992); Schurr et al. (1994); Brüschweiler et al.

(1995); Lee et al. (1997) by re-determining the model-free parameters and models.

Local τm values for each XH bond vector i are calculated using the quadric model

and a refined diffusion tensor selected from one of the spherical, spheroidal, and el-

lipsoidal tensors. These τm values are fixed and the model-free parameters of Fi are

optimised using the spectral density values to obtain the final model-free description

of the system.

5.5 Conclusion

Through the use of set theory the entirety of the problem of finding the model-free

dynamics together with the Brownian rotational diffusion of a macromolecule has

been formulated into a flexible and expandable framework. The dynamic parameters

for each model-free model of residue i belong to the set Fi. The diffusion tensor

parameters on the other hand belong to the set D which is different for spherical,

spheroidal, and ellipsoidal diffusion. The union of the specific sets Fi for each residue

together with the specific set D creates the set or space S, the model-free description

of the molecule. A huge number of model-free spaces S exist for a protein as even a

single parameter change for one residue shifts the problem from the space Si into a
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new optimisation space Sj . The totality of the problem is described by the universal

set U which is the union of all model-free spaces S of the system. The solution within

U is termed the universal solution Û and has been formulated in Equation (5.7).

Since 1989 the study of the model-free dynamics of a system has most often fol-

lowed Kay’s paradigm in which an initial estimate of the diffusion tensor is used as

the starting point for model-free analysis. This has led to a number methodologies

for estimating this tensor including the R2/R1 ratio, hydrodynamic calculations, or

direct experimental measurement. The R2/R1 ratio can be used not only for calcu-

lating the global rotational correlation time but, by using the angular dependence

of the ratio, can also be used to determine the anisotropy and rhombicity of the

tensor. A number of programs have been developed which use the ratio to estimate

the diffusion tensor, one of the most advanced being the program Tensor. As the

R2/R1 ratio assumes rigidity many methods have been proposed for eliminating mo-

bile residues. However if all residues are mobile the technique fails and the slow

internal model-free motions are hidden, their correlation times being absorbed into

that of the global rotation of the molecule. In Chapter 6 an alternative to Kay’s

paradigm is presented in which the hidden motion problem and artefacts caused by

under-fitting can be avoided. This new methodology advances on the model-free

optimisation protocol of Butterwick et al. (2004) by specifically optimising Û.
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Chapter 6

The new model-free optimisation

protocol

6.1 Introduction

6.1.1 The model-free models

The study of the dynamics of a macromolecule using model-free analysis to interpret

the R1 and R2 relaxation rates together with the steady-state heteronuclear NOE

brings two distinct, yet linked physical theories into play. The Brownian rotational

diffusion of the molecule is the major contributor to relaxation. Although having

less of an influence on relaxation the internal dynamics of individual nuclei within

the molecule is nevertheless significant. The model-free description of the internal

motion and the global diffusion of the entire molecule are theories which are linked

due to their dependence on the same relaxation data. In Chapter 4 the optimisation

of the model-free models for individual residues, constructed from the original and

extended model-free theories (Lipari and Szabo, 1982a,b; Clore et al., 1990b), was

examined in detail. The models were assembled using parametric restrictions, the

dropping of insignificant parameters, and the addition of the chemical exchange

parameter Rex. Labelled as m0 to m9 (Models 1.26.0–1.26.9 on page 12) these

models are an extended list of those in (Fushman et al., 1997; Orekhov et al., 1999a;

Korzhnev et al., 2001; Zhuravleva et al., 2004).

179
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6.1.2 The diffusion tensor

The ellipsoid

The most general form of Brownian rotational diffusion of macromolecules is the

diffusion of an ellipsoid, a diffusion also labelled as asymmetric or fully anisotropic.

This diffusion tensor can be fully specified by the geometric parameters Dx, Dy,

and Dz, the eigenvalues of the tensor, as well as three orientational parameters,

the Euler angles α, β, and γ. The diffusion equation for an ellipsoid was derived

using the reasoning of Einstein (1905) in the two papers of Perrin (1934) and Perrin

(1936). Following this, Favro (1960) unknowingly derived the same equations as

presented in Perrin (1936) using a pseudo quantum mechanical approach. Borrowing

heavily from Perrin (1936), Woessner (1962) derived the correlation function relevant

for NMR relaxation of a bond vector rigidly attached to an ellipsoid. As will be

shown in this chapter these equations are not fully simplified and the parameter

set {Dx, Dy, Dz, α, β, γ}, the eigenvalues and Euler angles defining the tensor,

is not optimally constructed for minimisation. A parameter shift to the set {Diso,

Da, Dr, α, β, γ}, whereby the three geometric parameters are respectively the

isotropic, anisotropic, and rhombic components of the diffusion tensor, is proposed

which drastically simplifies optimisation.

The spheroid

When two of the eigenvalues of the diffusion tensor are equal the molecule diffuses

as a spheroid. This is also called axially symmetric anisotropic diffusion and can

be described by the two geometric parameters Diso and Da together with the polar

angle θ and azimuthal angle φ which define the unique axis of the diffusion tensor.

Two classes of spheroid can be distinguished dependent on the relative values of the

eigenvalues – the prolate and oblate spheroids.

The sphere

The simplest form of diffusion occurs when all three eigenvalues are equal and the

molecule diffuses as a sphere. This isotropic rotation can be characterised by the

single parameter Diso which is related to the global correlation time by the formula

1/τm = 6Diso (Bloembergen et al., 1948).
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The local τm model-free models

Not only can the diffusion tensor be optimised as a global model affecting all residues

of the protein but a set of model-free models can be constructed in which each residue

is assumed to diffuse independently. In these models a single local τm parameter

approximates the true, multiexponential description of the Brownian rotational dif-

fusion of the molecule. Each residue of the macromolecule is treated independently.

Another set of model-free models which include the local τm parameter can be cre-

ated and include tm0 to tm9 (Models 1.27.0–1.27.9 on page 12). These are simply

models m0 to m9 with the local τm parameter added. These models are an ex-

tension of the ideas introduced in Barbato et al. (1992) and Schurr et al. (1994)

whereby the model tm2, the original Lipari and Szabo model-free equation with

a local τm parameter, is optimised to avoid issues with inaccurate diffusion tensor

approximations.

Determination of the diffusion tensor from the local τm parameter

In Brüschweiler et al. (1995) and further investigated in Lee et al. (1997), a method-

ology for determining the diffusion tensor from the local τm parameter together with

the orientation of the XH bond represented by the unit vector µi was presented. A

local τm value was obtained for each spin i by optimising model tm2. The τm,i values

were approximated using the quadric model

(6τm,i)
−1 = µT

i Qµi, (6.1)

where the eigenvalues of the matrix Q are defined as Qx = (Dy + Dz)/2, Qy =

(Dx + Dz)/2, and Qz = (Dx + Dy)/2. The diffusion tensor is then found by linear

least-squares fitting.

6.1.3 The universal solution Û

In this chapter the optimisation of the global model, which consists of both the

diffusion tensor describing the Brownian rotational diffusion of the molecule and the

internal model-free motions of individual residues, will be studied. The complex

model-free problem, in which the motions of each residue are both mathematically

and statistically dependent on the diffusion tensor and vice versa, was formulated

using set theory in Chapter 5. Its solution Û was derived in Equation (5.7) as an

element of the universal set U, the union of the diverse model-free parameter spaces
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S (Equation (5.6)). Each set S was constructed in Equation (5.10) from the union of

the model-free models F for all residues and the diffusion parameter set D. A single

parameter loss on a single residue shifts optimisation to a different space S. Ever

since the seminal work of Kay et al. (1989) the model-free problem has been tackled

by first finding an initial estimate of the diffusion tensor and then determining the

model-free dynamics of the system. This concept, which for brevity will be called

Kay’s paradigm, is now highly evolved and much theory has emerged to improve

this path to the solution Û. The technique can, at times, suffer from a number of

issues including the two minima problem of the spheroid diffusion tensor parameter

space, the appearance of artificial chemical exchange (Tjandra et al., 1996), the

appearance of artificial nanosecond motions (Schurr et al., 1994), and the hiding

of internal nanosecond motions caused by the violation of the rigidity assumption

(Orekhov et al., 1995b, 1999a,b).

6.1.4 Model-free analysis in reverse

A different approach is proposed in this chapter for finding the universal solution Û of

the extremely complex, convoluted model-free optimisation and modelling problem.

This new model-free optimisation protocol incorporates the ideas of the local τm

model-free model (Barbato et al., 1992; Schurr et al., 1994) and the optimisation of

the diffusion tensor using information from these models, analogously to the linear

least-squares fitting of the quadric model (Brüschweiler et al., 1995; Lee et al., 1997).

The protocol also follows the lead of the model-free optimisation protocol presented

in Butterwick et al. (2004) whereby Kay’s paradigm was reversed. Rather than

starting with an initial estimation of the global diffusion tensor from the set D the

protocol starts with the model-free parameters from F.

The first step of the Butterwick et al. (2004) protocol is the reduced spectral

density mapping of Farrow et al. (1995). As Rex has been eliminated from the anal-

ysis, three model-free models corresponding to tm1, tm2, and tm5 (Models 1.27.1,

1.27.2, and 1.27.5 on page 12) are employed. The model-free parameters are opti-

mised using the reduced spectral density values and the best model is selected using

F-tests. The spherical, spheroidal, and ellipsoidal diffusion tensors are obtained by

linear least-squares fitting of the quadric model of Equation (6.1) using the local

τm values (Brüschweiler et al., 1995; Lee et al., 1997). The best diffusion model

is selected via F-tests and refined by iterative elimination of spins systems with

high chi-squared values. This tensor is used to calculate local τm values for each



6.2. THEORY 183

spin system, approximating the multiexponential sum of the Brownian rotational

diffusion correlation function with a single exponential, using the quadric model of

Equation (6.1). In the final step of the protocol these τm values are fixed and m1,

m2, and m5 (Models 1.26.1, 1.26.2, and 1.26.5 on page 11) are optimised and the

best model-free model selected using F-tests.

The new protocol utilises the core foundation of the Butterwick et al. (2004)

protocol yet its divergent implementation is designed to solve Equation (5.7) to find

Û. Models tm0 to tm9 (1.27.0–1.27.9 on page 12) in which no global diffusion pa-

rameters exist are employed to significantly collapse the complexity of the problem.

Model-free minimisation, model elimination (d’Auvergne and Gooley, 2006a), and

then AIC model selection (Akaike, 1973; d’Auvergne and Gooley, 2003) can be car-

ried out in the absence of the influence of global parameters. By removing the local

τm parameter and holding the model-free parameter values constant these models

can then be used to optimise the diffusion parameters of D. Model-free optimisa-

tion, model elimination, AIC model selection, and optimisation of the global model

S is iterated until convergence. The iterations allow for sliding between different

universes S to enable the collapse of model complexity, to refine the diffusion tensor,

and to find the solution within the universal set U. The last step is the AIC model

selection between the different diffusion models. Because the AIC criterion approx-

imates the Kullback-Leibler discrepancy (Kullback and Leibler, 1951), central to

the universal solution of Equation (5.7), it was chosen for all three model selection

steps over BIC model selection (Schwarz, 1978; d’Auvergne and Gooley, 2003; Chen

et al., 2004). The new protocol avoids the problem of under-fitting whereby artificial

motions appear, avoids the problems involved in finding the initial diffusion tensor

within D, and avoids the problem of hidden internal nanosecond motions and the

inability to slide between universes to get to Û.

6.2 Theory

6.2.1 Brownian diffusion

The diffusion equation

The Brownian diffusion of a particle was first described mathematically in Einstein

(1905) by the diffusion equation

∂f(x, t)

∂t
= −∇ · d,
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= D△f(x, t), (6.2)

where f(x, t) is the probability of the particle being at the position x at time t, ∇·
is the divergence operator, d is the gradient of diffusion, D is the positive diffusion

coefficient, and △ is the Laplace operator which is defined as the divergence of the

gradient. The divergence in the case of a three-dimensional Euclidean space is equal

to the trace of the Hessian of the function. This is represented as

△ =
3∑

i=1

∂2

∂x2
i

=
∂2

∂x2
+

∂2

∂y2
+

∂2

∂z2
. (6.3)

The solution of (6.2) within three-dimensional space (Nelson, 1967) is

f(x, t) =
1

(4πDt)
3
2

e−
‖x‖2

4Dt , (6.4)

where ‖x‖ is the Euclidean norm, the distance from the origin located at t = 0.

Rotational diffusion equation

This theory of translational Brownian diffusion was transformed and extended to

the Brownian rotational diffusion of an arbitrary rigid body, the ellipsoid, in Perrin

(1934). Using vector notation the gradient of diffusion is defined as

d = −D · ∇f(x, t), (6.5)

where ∇f(x, t) is the gradient of the probability function and D is the three-

dimensional, rank 2, symmetric, positive definitive diffusion tensor, the eigenvalues

of which are Dx, Dy, and Dz. By assuming Euler angles for a small rotation of the

diffusion frame, Perrin (1936) demonstrated that the diffusion equation is

∂U

∂t
=

3∑

i=1

Di

(
aρ

i

∂

∂xρ

)2

U ≡ ΛU, (6.6)

where U is the probability function in Perrin’s notation, the summation of i are over

the axes of the diffusion tensor, xρ are the Euler angles, and aρ
i are the coefficients

which give the variations of dxρ in function of the displacements dsi which are the

infinitely small rotations about the diffusion axes

dxρ =
3∑

i=1

aρ
i dsi. (6.7)
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Perrin (1936) also showed that the average of any function f of the orientation

of the particle is governed by the equation

df

dt
= Λf, (6.8)

where

Λ =(Dx cos2 ψ + Dy sin2 ψ)
∂2

∂θ2

+ (Dx sin2 ψ + Dy cos2 ψ)

[
cot θ

∂

∂θ
+

1

sin2 θ

∂2

∂φ2
+ cot2 ∂2

∂ψ2
− 2 cot θ

sin θ

∂2

∂φ · ∂ψ

]

+ (2Dx − Dy)
cosψ sinψ

sin θ

[
∂2

∂θ · ∂φ − cosφ
∂2

∂θ · ∂ψ +
1 + cos2 θ

2 sin θ

∂

∂ψ
− cot θ

∂

∂φ

]

+ Dz
∂2

∂ψ2
, (6.9)

and subsequently showed by substitution of the direction cosines cik of the axes of

the ellipsoid to a fixed frame into (6.6) that

Λ(cjjckk + cjkckj) = −(4Di + Dj + Dk)(cjjckk + cjkckj), (6.10)

Λc2ir = −2(Dj + Dk)c2ir + 2Djc2kr + 2Dkc2jr, (6.11)

where the indices i, j, k are all different. By letting

µi =
Di − Diso√
D2

iso − L2
, (6.12)

where

Diso = 1
3

∑

i

Di, L2 = 1
3

∑

i<j

DiDj, (6.13)

the solutions to these differential equations are (ibid.)

cjjckk + cjkckj = e−(4Di+Dj+Dk)t, (6.14)

c2ii = 1
3

+ 1
6
(2 + µi) e

−6
“

Diso−
√

D2
iso−L2

”

t

+ 1
6
(2 − µi) e

−6
“

Diso+
√

D2
iso−L2

”

t
, (6.15)

c2jk = 1
3
− 1

6
(1 − µi) e

−6
“

Diso−
√

D2
iso−L2

”

t

− 1
6
(1 + µi) e

−6
“

Diso+
√

D2
iso−L2

”

t
. (6.16)

Analogous equations were derived much later by Favro (1960) through the use of

a pseudo quantum mechanical description of rotations rather than the standard

Newtonian rotations of Perrin (1934, 1936).
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6.2.2 Correlation function of rotational diffusion

A new derivation of the correlation function

The autocorrelation function C(τ) describing the correlation between a function at

time t and after a period of time τ is defined as

C(τ) ≡
∫ ∞

−∞

F (t)F (t+ τ)dt = F (t)F (t+ τ), (6.17)

where F (t′) is a random, time dependent function of spatial variables. Using the

ergodic hypothesis the averaging can either be that of a single molecule averaged

over all time or the ensemble average at a particular instant in time.

For the dipolar, quadrupolar, and chemical shift anisotropy relaxation mecha-

nisms, all of which are second rank (k = 2), the complex conjugates of the functions

of spatial variables are given in Wittebort and Szabo (1978). Making the assumption

that the relaxation mechanisms are axially symmetric, the factors of η in Table 1

(ibid.) are all zero. Therefore the functions of spatial variables of rotational motion

for all mechanisms are identical and equal to

F ∗
q (ΩLF(t)) = Dq0

(2)(ΩLF(t)) ≡ Dq0
(2)(α(t), β(t), 0), (6.18)

where q is the index of the set {−k, . . . , k}, ΩLF(t) are the Euler angles {α(t), β(t),

γ(t)} defined as the z-y-z rotation set at a given time t and where the angles {α(t),

β(t)} are equal to the spherical angles {φLF(t), θLF(t)} defining the laboratory frame

unit vector µ̂LF(t) which is collinear with the major axis of the relaxation tensor,

and D2
q0 are the second rank Wigner rotation functions. In experimental NMR

the angular autocorrelation functions have the form (Wallach, 1967; Wittebort and

Szabo, 1978)

Cq(τ) = Fq(t)F ∗
q (t+ τ) = Dq0

(2)∗(ΩLF(t))Dq0
(2)(ΩLF(t+ τ)). (6.19)

The shift from the Wigner rotation matrix element to spherical harmonics is

Dm0
(l)(α, β, γ) =

(
4π

2l + 1

)1
2
Y ∗

lm(β, α), (6.20)

therefore

Dq0
(2)(α(t), β(t), 0) =

√
4
5
π Y ∗

2q(β(t), α(t)), (6.21)

and the correlation functions become

Cq(τ) = 4
5
π Y2q(β(t), α(t))Y ∗

2q(β(t+ τ), α(t+ τ)). (6.22)
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The addition theorem for spherical harmonics states that

Pl(cos θij) =
4π

2l + 1

l∑

m=−l

Y ∗
lm(θi, φi)Ylm(θj , φj), (6.23)

where Pl( ) is the associated Legendre polynomial. In letting i = t + τ and j = t,

θij is the angle between the unit vector at time t and time t+ τ hence

cos θij = µ̂LF(t) · µ̂LF(t+ τ). (6.24)

Because the relaxation mechanisms are of rank two (6.23) becomes

P2(µ̂LF(t) · µ̂LF(t+ τ)) =
4

5
π

2∑

q=−2

Y2q(β(t), α(t))Y ∗
2q(β(t+ τ), α(t+ τ)), (6.25)

where

P2(x) = 1
2
(3x2 − 1), (6.26)

is the second Legendre polynomial.

In isotropic media at the high temperature limit the five correlation functions

Cq(τ) are all proportional according to the relationship (Hubbard, 1969)

Y2m(t+ τ)Y2m′(t) = δm′,−m(−1)mY20(t+ τ)Y20(t) (6.27)

hence the five correlation functions can be averaged to the single function

C(τ) = 1
5
C0(τ) =

1

5

2∑

q=−2

Cq(τ). (6.28)

By combining (6.22), (6.25), and (6.28) the autocorrelation function of the motion

of an XH bond vector is

C(τ) = 1
5
P2(µ̂LF(t) · µ̂LF(t+ τ)). (6.29)

The unit vector which is collinear with the XH bond vector and fixed to the

diffusion frame is defined in the laboratory frame using the rotation matrix ρDF(t′)→LF

by

µ̂LF(t
′) = ρDF(t′)→LF · µ̂DF, (6.30)

where

µ̂DF = (δx, δy, δz). (6.31)

The δi are the fixed, time independent direction cosines or coordinates of the unit

vector within the diffusion frame. As such, these direction cosines are invariant
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across the ensemble. The δi can be calculated by taking the dot product of the unit

vector with the unit vector parallel to the i axis of the diffusion tensor

δi = µ̂DF · D̂i. (6.32)

After a period of time (the lag τ) the diffusion frame of a single member of the

ensemble has shifted from its initial position at time t. This shift can be described

by a single linear rotation from the position t+ τ back to t by the rotation matrix

ρDF(t+τ)→DF(t) =




c11 c12 c13

c21 c22 c23

c31 c32 c33


 , (6.33)

where each cij is the direction cosine of the diffusion frame at time τ within the

initial diffusion frame. The unit vector µ̂LF(t+ τ) is related to the unit vector in the

diffusion frame by

µ̂LF(t+ τ) = ρDF(t)→LF · ρDF(t+τ)→DF(t) · µ̂DF. (6.34)

The unit vector dot product of (6.29) simplifies to

µ̂LF(t) · µ̂LF(t+ τ) = µ̂T
LF(t)µ̂LF(t+ τ), (6.35)

= µ̂T
DF
ρT

DF(t)→LF
ρDF(t)→LFρDF(t+τ)→DF(t)µ̂DF, (6.36)

= µ̂T
DFρDF(t+τ)→DF(t)µ̂DF. (6.37)

As the second Legendre polynomial in Equation (6.29) is solely dependent on the

angle between the unit vector at times t and t+τ the ensemble average is independent

of the frame in which the members of the ensemble are defined. In setting the frame

of reference to the diffusion frame at time t, effectively all the members of the

ensemble are initially aligned. In summation notation, (6.37) can be written as

µ̂T
DF
ρDF(t+τ)→DF(t)µ̂DF =

∑

i,j

cijδiδj, (6.38)

where

{δ1, δ2, δ3} ≡ {δx, δy, δz}.

The square of the dot product is therefore

(
µ̂LF(t) · µ̂LF(t+ τ)

)2

=
(∑

i,j

cijδiδj

)2

=
∑

i,j,k,l

cijcklδiδjδkδl. (6.39)
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The ensemble average of the square is

(
µ̂LF(t) · µ̂LF(t+ τ)

)2

=
∑

i,j,k,l

cijcklδiδjδkδl (6.40)

and, as the direction cosines within the diffusion frame are invariant across the

ensemble by construction,

(
µ̂LF(t) · µ̂LF(t+ τ)

)2

=
∑

i,j,k,l

cijcklδiδjδkδl. (6.41)

Partially expanding this sum of eighty one components and collecting like terms

gives

(
µ̂LF(t) · µ̂LF(t+ τ)

)2

=
∑

i

c2iiδ
4
i + 2

∑

i,j

cijcjjδiδ
3
j + 2

∑

i,j

cjicjjδiδ
3
j

+
∑

i,j

ciicjjδ
2
i δ

2
j +

∑

i,j

c2ijδ
2
i δ

2
j +

∑

i,j

cijcjiδ
2
i δ

2
j

+ 2
∑

i,j,k

ciicjkδ
2
i δjδk +

∑

i,j,k

(cijcik + cjicki) δ
2
i δjδk

+ 2
∑

i,j,k

cijckiδ
2
i δjδk, (6.42)

where i, j, and k are all different. Due to symmetry of the rotation the averages

of the double-products cijckl where an index appears only once are zero (Perrin,

1936). Therefore the second, third, and last three components are all zero. Using

the inequality i < j, as c2ij = c2ji (Woessner, 1962),

(
µ̂LF(t) · µ̂LF(t+ τ)

)2

=
∑

i

c2iiδ
4
i + 2

∑

i<j

(
c2ij + ciicjj + cijcji

)
δ2
i δ

2
j . (6.43)

By combining Equations (6.29), (6.37), (6.38), (6.39), (6.40), and (6.43) the

global correlation time is therefore

C(τ) =
1

10

[
3
(
µ̂LF(t) · µ̂LF(t+ τ)

)2

− 1

]
,

=
1

10

[
3
(
µ̂LF(t) · µ̂LF(t+ τ)

)2

− 1

]
,

=
1

10

[
3
(
µ̂TρDF(t+τ)→DF(t)µ̂

)2

− 1

]
,

=
1

10

[
3
(∑

i,j

cijδiδj

)2

− 1

]
,
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=
1

10

[
3
∑

i,j,k,l

cijcklδiδjδkδl − 1

]
,

=
1

10

[
3
∑

i,j,k,l

cijcklδiδjδkδl − 1

]
,

=
1

10

[
3
∑

i

c2iiδ
4
i + 6

∑

i<j

(
c2ij + ciicjj + cijcji

)
δ2
i δ

2
j − 1

]
. (6.44)

Replacing the averages with (6.14), (6.15), and (6.16) which correspond to (24),

(32), and (33) from Perrin (1936),

C(τ) =
1

10

[∑

i

(
1 + (1 + µi/2) e

−6
“

Diso−
√

D2
iso−L2

”

τ

+ (1 − µi/2) e
−6

“

Diso+
√

D2
iso−L2

”

τ

)
δ4
i

+
∑

i<j

(
2 − (1 − µi) e

−6
“

Diso−
√

D2
iso−L2

”

τ

− (1 + µi) e
−6

“

Diso+
√

D2
iso−L2

”

τ

+ 6e−(Di+Dj+4Dk)τ

)
δ2
i δ

2
j − 1

]
. (6.45)

This equation has five different exponential terms. Therefore let

1/τ−2 = 6
(
Diso −

√
D2

iso − L2
)
, (6.46a)

1/τ−1 = 4Dx + Dy + Dz, (6.46b)

1/τ0 = Dx + 4Dy + Dz, (6.46c)

1/τ1 = Dx + Dy + 4Dz, (6.46d)

1/τ2 = 6
(
Diso +

√
D2

iso − L2
)
, (6.46e)

be the five correlation times of the exponents. In expanding the sums and collecting

the exponentials

C(τ) =
1

10

[(
δ4
x(1 + µx/2) + δ4

y(1 + µy/2) + δ4
z(1 + µz/2)

− δ2
xδ

2
y(1 − µz) − δ2

xδ
2
z(1 − µy) − δ2

yδ
2
z(1 − µx)

)
e−τ/τ−2

+
(
δ4
x(1 − µx/2) + δ4

y(1 − µy/2) + δ4
z(1 − µz/2)

− δ2
xδ

2
y(1 + µz) − δ2

xδ
2
z(1 + µy) − δ2

yδ
2
z(1 + µx)

)
e−τ/τ2

+ 6δ2
xδ

2
ye

−τ/τ1 + 6δ2
xδ

2
ze

−τ/τ0 + 6δ2
yδ

2
ze

−τ/τ−1

+ δ4
x + δ4

y + δ4
z + 2δ2

xδ
2
y + 2δ2

xδ
2
z + 2δ2

yδ
2
z − 1

]
. (6.47)



6.2. THEORY 191

Let the weights on the exponentials corresponding to τi be ci. Therefore

C(τ) =
1

5

2∑

i=−2

ci · e−τ/τi +
1

10

[(
δ2
x + δ2

y + δ2
z

)2 − 1
]
. (6.48)

As the length of the unit vector µ̂(t) is equal to one, then

‖µ̂(t)‖2 = δ2
x + δ2

y + δ2
z = 1 (6.49)

and the correlation function collapses to

C(τ) =
1

5

2∑

i=−2

ci · e−τ/τi . (6.50)

In simplifying the weights c−2 and c2 and collecting the µi terms,

2c±2 = δ4
x + δ4

y + δ4
z − δ2

xδ
2
y − δ2

xδ
2
z − δ2

yδ
2
z ∓ µx

(
δ4
x/2 + δ2

yδ
2
z

)

∓ µy

(
δ4
y/2 + δ2

xδ
2
z

)
∓ µz

(
δ4
z/2 + δ2

xδ
2
y

)
. (6.51)

Using the expanded square of Equation (6.49) c−2 and c2 simplify further. The five

weights are therefore

c−2 = 1
4
(d+ e), (6.52a)

c−1 = 3δ2
yδ

2
z , (6.52b)

c0 = 3δ2
xδ

2
z , (6.52c)

c1 = 3δ2
xδ

2
y, (6.52d)

c2 = 1
4
(d− e), (6.52e)

where

d = 3
(
δ4
x + δ4

y + δ4
z

)
− 1, (6.53)

e = µx

(
δ4
x + 2δ2

yδ
2
z

)
+ µy

(
δ4
y + 2δ2

xδ
2
z

)
+ µz

(
δ4
z + 2δ2

xδ
2
y

)
. (6.54)

Comparison with Woessner’s correlation function

In using the equations of Perrin (1936), Woessner (1962) derived the correlation

function associated with NMR relaxation of the Brownian rotational diffusion of

an arbitrary ellipsoid. The fundamental assumptions and methodology used for the

derivation presented in the previous section where the correlation function is defined

in (6.50), the five weights ci in (6.52a) to (6.52e), and the five correlation times τi in

(6.46a) to (6.46e) is intrinsically different from the derivation presented in Woessner
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(1962). The difference occurs within the weights, specifically the value of e as defined

in (6.52a), (6.52e), and (6.54). The value was calculated to be

e =
∑

i

µi(δ
4
i + 2δ2

j δ
2
k) (6.55)

where µi is defined in (6.12) and i, j, and k are all different. The value calculated

in Woessner (1962) is

e =
1

3

∑

i

µi(3δ
4
i + 6δ2

j δ
2
k − 1). (6.56)

The difference between the two is the factor

W = −1

3

∑

i

µi. (6.57)

Expanding this factor using Equation (6.12),

W = −1

3

(
Dx − Diso√
D2

iso − L2
+

Dy − Diso√
D2

iso − L2
+

Dz − Diso√
D2

iso − L2

)
, (6.58)

= −1

3

(
D2

iso − L2
)− 1

2 (Dx + Dy + Dz − 3Diso). (6.59)

As Dx + Dy + Dz = 3Diso, then

W = 0, (6.60)

hence the equations in Woessner (1962) are not fully simplified.

6.2.3 The rotational diffusion tensor

Six parameters of the ellipsoid

The most general description of the rotational diffusion of a rigid body is that of

an ellipsoid, a diffusion tensor with three distinct eigenvalues. This comprehensive

description may also be labelled as asymmetric, rhombic, or fully anisotropic. The

orientation of the tensor within the laboratory frame is specified by the single ro-

tation induced by the matrix ρD→L defined in Equation (6.30). Three independent

parameters can fully characterise the rotation matrix, the most widely used being

the set of three Euler angles. These angles comprise the dimensions of the orien-

tational diffusion parameter set O. In the study of angular momentum the most

common convention is the z-y-z axes rotations using the Euler angles O = {α, β, γ}
which are restricted to the limits of 0 6 α 6 2π, 0 6 β 6 π, and 0 6 γ 6 2π. Using
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this system of angles the elements of the rotation matrix ρD→L(α, β, γ) are

c11 = − sinα sin γ + cosα cos β cos γ

c12 = cosα sin γ + sinα cosβ cos γ

c13 = − sin β cos γ

c21 = − sinα cos γ − cosα cosβ sin γ

c22 = cosα cos γ − sinα cosβ sin γ

c23 = sin β cos γ

c31 = cosα sin β

c32 = sinα sin β

c33 = cosβ





where





0 6 α 6 2π,

0 6 β 6 π,

0 6 γ 6 2π.

(6.61)

The use of Euler angles can, in certain situations, cause a problem called the Gimbal

lock whereby particular values of two angles will cause the third to either cancel one

of the previous rotations or not cause a rotation at all. If this problem causes a failure

in optimisation switching to the three orientational parameters of the quaternion

(the polar angle θ and azimuthal angle φ defining the axis of rotation together

with the angle of rotation Φ) may be a necessity. This alternative rotation matrix

ρD→L(Φ, θ, φ) is often used for quantum mechanical rotations.

The ellipsoidal diffusion tensor is further defined by three independent param-

eters describing its shape. In the previous sections the geometric parameters in-

troduced were the positive eigenvalues of the tensor G = {Dx,Dy,Dz}. If these

parameters are defined arbitrarily Dx,Dy,Dz ∈ R
+ the ellipsoid has six fold sym-

metry such that

Di > Dj > Dk, (6.62)

where i, j, and k can be any of the six combinations of the axes x, y, and z. To

collapse this symmetry and shift the minimisation problem from one of six equivalent

local minima to a single minimum, let

0 < Dx 6 Dy 6 Dz <∞. (6.63)

This restricts minimisation to one of the six equivalent partitions of the six-dimen-

sional parameter space D.

The ellipsoid parameter shift

The weight and correlation time components of the correlation function (6.50) for

the NMR relaxation of an XH bond vector rigidly attached to an ellipsoid can be
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simplified by a transformation of the geometric parameters G. In defining this new

parameter set let

Diso = 1
3
(Dx + Dy + Dz), (6.64a)

Da = Dz − 1
2
(Dx + Dy), (6.64b)

Dr =
Dy − Dx

2Da
, (6.64c)

be the new, normalised geometric parameters of G where Diso describes the isotropic

component of the rotational diffusion, Da describes the anisotropy of the diffusion,

and Dr is a measure of the rhombicity which is normalised with respect to the

anisotropy. These definitions are very similar to those in Korzhnev et al. (2001).

Taking the restrictions of (6.63) and applying them to Equations (6.64a), (6.64b),

and (6.64c), the new parameter limits become

0 < Diso <∞, (6.65a)

0 6 Da <
Diso

1
3

+ Dr

6 3Diso, (6.65b)

0 6 Dr 6 1. (6.65c)

The lower limit on Da as well as both limits on Dr are sufficient to collapse the

six-fold symmetry of the tensor. The other limits are purely geometric restrictions.

Rearranging (6.64a) to (6.64c)

Dx = Diso − Da(Dr + 1
3
), (6.66a)

Dy = Diso + Da(Dr − 1
3
), (6.66b)

Dz = Diso + 2
3
Da. (6.66c)

After the parameter shift the correlation function (6.50) retains the same form

however the weights and correlation times are different. Let

R =
√

1 + 3D2
r, (6.67)

then the five correlation times of Equations (6.46a) to (6.46a) transform to

1/τ−2 = 6Diso − 2DaR, (6.68a)

1/τ−1 = 6Diso − Da(1 + 3Dr), (6.68b)

1/τ0 = 6Diso − Da(1 − 3Dr), (6.68c)

1/τ1 = 6Diso + 2Da, (6.68d)

1/τ2 = 6Diso + 2DaR. (6.68e)
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The significance of this arrangement of correlation times is that for all Da and Dr

when taken with the limits of (6.65a), (6.65b), and (6.65c) the correlation times are

ordered strictly from slowest to fastest. In addition the five correlation times are

limited to the values of

−6Diso <1/τ−2 6 6Diso, (6.69a)

−6Diso <1/τ−1 6 6Diso, (6.69b)

6Diso 61/τ0 < 12Diso, (6.69c)

6Diso 61/τ1 < 12Diso, (6.69d)

6Diso 61/τ2 < 18Diso. (6.69e)

The weights given in (6.52a) to (6.52e) remain the same, the only difference being

the factor e which is now

e = − 1

R

[
(1 + 3Dr)

(
δ4
x + 2δ2

yδ
2
z

)
+ (1− 3Dr)

(
δ4
y + 2δ2

xδ
2
z

)
− 2

(
δ4
z + 2δ2

xδ
2
y

) ]
. (6.70)

All weights ci now solely depend on the single geometric parameter Dr whereas,

prior to the parameter transformation, all three geometric parameters Dx, Dy, and

Dz influenced the weights. The parameter shift and associated change of correlation

times τi and weights ci significantly simplifies optimisation within the convoluted

space of D.

Collapse to a spheroid

When two of the three eigenvalues of the rotational diffusion tensor have the same

value the ellipsoid collapses to a spheroid and substantial simplifications to the

correlation function can be made. The spheroid is also known as anisotropic or

axially symmetric diffusion. Two classes of spheroid are possible dependent upon

the relative magnitudes of the eigenvalues. If the two equal eigenvalues are less than

the lone eigenvalue the geometric parameters specify a prolate spheroid, if they are

greater the spheroid is oblate. If the restrictions of (6.65a), (6.65b), and (6.65c)

are used then the rhombicity Dr of the prolate spheroid is equal to zero yet that

of the oblate spheroid is equal to one. As a spheroid should have a rhombicity of

zero it is essential to drop the parametric restrictions of the ellipsoid geometry. The

spheroidal geometric parameters of G can be defined as

D⊥ ≡ Dx = Dy, (6.71a)

D‖ ≡ Dz, (6.71b)
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and hence

Diso = 1
3
(D‖ + 2D⊥), (6.72a)

Da = D‖ − D⊥. (6.72b)

Rearrangement of (6.72a) and (6.72b) gives

D⊥ = Diso − 1
3
Da, (6.73a)

D‖ = Diso + 2
3
Da. (6.73b)

As the ellipsoidal limits which were used to collapse the symmetry of the tensor

have been dropped, solely the geometric restrictions

0 < Diso <∞, (6.74a)

−3
2
Diso < Da < 3Diso, (6.74b)

exist to limit the parameters.

Because of Equation (6.71a) the spheroid exhibits rotational symmetry about

the z-axis. Only two orientational parameters are required to specify the diffusion

tensor within the lab frame – the polar angle θ and the azimuthal angle φ describing

the orientation of the z-axis in spherical coordinates. These are related to the Euler

angles of the ellipsoid with θ ≡ β, φ ≡ γ, and the angle α being undefined. When all

instances of Dr are replaced with zero in the correlation times of (6.68a) to (6.68e)

the times τ−1 and τ0 collapse to the same value. The same occurs for the correlation

times τ1 and τ2. Therefore the spheroidal correlation function consists of only three

exponential terms the weights of which are equal to c−2, c−1 + c0, and c1 + c2. The

calculation of the weights can be simplified by rotating the diffusion frame around

the z-axis such that the projection of µ̂(t) along the new x-axis is maximal. Then

the direction cosine along the y-axis is zero (δy = 0). The three direction cosines of

the ellipsoid simplify to

δx = 0, (6.75a)

δy = sin θ, (6.75b)

δz = cos θ, (6.75c)

where θ is the polar angle of the unit vector µ̂(t). Using the Pythagorean trigono-

metric identity the square of the directional cosine along the x-axis is δ2
x = 1−δ2

z . As

the weights c−1 and c1 in (6.52b) and (6.52d) contain a δy component, these weights
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become zero. The weight c0 in (6.52c) becomes 3(1 − δ2
z)δ

2
z and the factors d and e

simplify to

d = 6δ4
z − 6δ2

z + 2, (6.76)

e = 3δ4
z − 1. (6.77)

As the weights c−1 and c1 disappear the correlation function which consists of three

components is

C(τ) =
1

5

1∑

i=−1

ci · e−τ/τi . (6.78)

where the weights simplify to

c−1 = 1
4
(3δ2

z − 1)2, (6.79a)

c0 = 3δ2
z(1 − δ2

z), (6.79b)

c1 = 3
4
(δ2

z − 1)2. (6.79c)

When Dr = 0 the correlation times of the ellipsoid collapse to

1/τ−2 = 6Diso − 2Da, (6.80a)

1/τ−1 = 6Diso − 2Da, (6.80b)

1/τ0 = 6Diso − Da, (6.80c)

1/τ1 = 6Diso − Da, (6.80d)

1/τ2 = 6Diso + 2Da. (6.80e)

Again as the weights c−1 and c1 are zero the correlation times after renumbering are

1/τ−1 = 6Diso − 2Da, (6.81a)

1/τ0 = 6Diso − Da, (6.81b)

1/τ1 = 6Diso + 2Da. (6.81c)

As both the prolate and oblate spheroids can approximate a true ellipsoid the

four-dimensional parameter space D = {Diso, Da, θ, φ} may contain two local

minima (Blackledge et al., 1998; Cordier et al., 1998). This minimisation problem

can instantly be solved by partitioning the space along the boundary of Da = 0.

By setting the limit Da > 0 the prolate spheroid subspace is isolated whereas the

complementary limit of Da 6 0 isolates the oblate spheroid subspace.
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Collapse to a sphere

When all three eigenvalues of the diffusion tensor are equal

0 < Dx = Dy = Dz <∞, (6.82)

the molecule diffuses as a sphere. The orientation of the diffusion frame has no

effect on relaxation and the diffusion tensor is fully specified by the single geometric

parameter G = {Diso}. The parameters Da and Dr are equal to zero and the Euler

or spherical angles are undefined and can take any value without affecting relaxation.

By rotating the diffusion frame to maximise the projection of µ̂(t) along the z-axis

the direction cosine along the z-axis δz becomes one and δx = δy = 0. Hence the five

weights of the ellipsoid simplify to

c−2 = 1
4
(d+ e), (6.83a)

c−1 = 0, (6.83b)

c0 = 0, (6.83c)

c1 = 0, (6.83d)

c2 = 1
4
(d− e), (6.83e)

where, using these values of the direction cosines, the weight components collapse

to

d = 2, (6.84a)

e = 2. (6.84b)

The rotation causes the weights c−1, c0, c1, and c2 to become zero and the weight c−2

to become one. As Da and Dr are equal to zero the five correlation times in (6.52a)

to (6.52e) collapse to the same value of 6Diso. Therefore the correlation function

becomes

C(τ) = 1
5
e−τ/τm , (6.85)

which is the familiar form derived by Bloembergen et al. (1948) in which the global

tumbling time is

1/τm = 6Diso. (6.86)

The glide reflection and translational symmetries of the diffusion tensor

orientational parameter spaces

Not only is there a six fold symmetry of the ellipsoid diffusion tensor defined by

the permutation of the eigenvalues defined in (6.62) but, as all the direction cosines
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in the correlation function weights (6.52a) to (6.52e) are squared, the weights are

independent of the sign of the axes on which they project. This means that for any

orientation of the diffusion tensor if the new position overlays geometrically with

the original position the relaxation of all XH bond vectors is unaffected. Three

rotations of π about the x, y, and z axes generates all combinations of overlaying

orientations. These three rotations, together with the original position, cause a

four fold symmetry in the orientational parameter set O. The six-fold symmetry of

the eigenvalue permutations within the space G in combination with the four-fold

symmetry in O results in twenty four equivalent minima with identical chi-squared

values within the full diffusion parameter space D.

The simplest symmetry of the set O is the translational symmetry of the angle α

which is manifested as the subspace between π 6 α 6 2π being an exact duplication

of the subspace between 0 6 α 6 π. To collapse this symmetry when α > π let

{α, β, γ} = {α− π, β, γ}. (6.87)

The other symmetry is evident as the subspace π 6 γ 6 2π being a glide reflection

symmetry of the subspace between 0 6 γ 6 π. The spaces are the same except for

two mirror reflections along α and β. Therefore when γ > π, by letting

{α, β, γ} = {π − α, π − β, γ − π}, (6.88)

the symmetry can be collapsed such that γ is between 0 and π. A third symmetry,

again a glide reflection, exists outside of the scope of the Euler angles yet must

be taken into account when analysing the diffusion tensor. The space between

π 6 β 6 2π is not a translational, but a glide reflection symmetry of the space of

O where 0 6 β 6 π. A single mirror reflection occurs along α. If β minimises to a

value between π and 2π by letting

{α, β, γ} = {π − α, β − π, γ}. (6.89)

the symmetry can be collapsed. For the above three operations which collapse the

symmetries it has been assumed that all three Euler angles have been previously

folded to be between 0 and 2π. In collapsing the glide reflection and translational

symmetries of the ellipsoid such that the Euler angles are all between 0 and π and

restricting the eigenvalue permutations by (6.63), the twenty four identical minima

of the space D are reduced to a single minimum.

In the case of the spheroid, due to the rotational symmetry about the z-axis,

the four-fold symmetry of the ellipsoid set O reduces to a two-fold symmetry. As
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Figure 6.1: The symmetries of the ellipsoid including (A) the six-fold symmetry in the

geometric diffusion parameter space G due to the eigenvalue permutations and (B) the four-

fold symmetry in the orientational diffusion parameter space O for Dx 6 Dy 6 Dz caused

by rotations of π about the three axes. For each of the six tensors in (A) there are four

overlaying configurations caused by rotations and as all combinations are geometrically

identical, twenty four equivalent minima exist within the diffusion parameter space D.
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there is no symmetry in the set G the symmetry of the entire diffusion tensor D is

two-fold. This symmetry is a glide reflection in which the subspace of π 6 φ 6 2π

is a duplication and mirror image along θ of the subspace 0 6 φ 6 π. When φ > π

by letting

{θ, φ} = {π − θ, φ− π}. (6.90)

the symmetry can be collapsed.

For proper error analysis the Monte Carlo simulations should not be restricted

to the boxes defined by all angles being between 0 and π. Rather these should be

restricted to boxes of length π around the minimised values of the angles of the

model. Firstly the angles should be folded to be between θ ± π/2 and φ ± π for

the spheroid and α ± π, β ± π, and γ ± π for the ellipsoid. Then the symmetries

should be collapsed such that all angles are within plus or minus π/2 of the true

fitted values.

Generic rotational correlation function of Brownian diffusion

Due to the similarity in form of the correlation function influencing NMR relaxation

for the ellipsoid (6.50), the spheroid (6.78), and the sphere (6.85) all three can be

encoded into one generic function

C(τ) =
1

5

k∑

i=−k

ci · e−τ/τi , (6.91)

where the summation index i ranges over the number of exponential terms within

the correlation function.

For the ellipsoid defined by the parameter set D = {Diso, Da, Dr, α, β, γ}
the variable k is equal to two, therefore the index i ∈ {−2,−1, 0, 1, 2}. The five

weights are given in (6.52a) to (6.52e) and the factors d and e in (6.53) and (6.70)

respectively. The five correlation times are given in (6.68a) to (6.68e). The variable

k is equal to one in the case of the spheroid defined by the parameter set D =

{Diso, Da, θ, φ}, hence i ∈ {−1, 0, 1}. The three weight components are presented

in (6.79a) to (6.79c) and the correlation times are given in (6.81a) to (6.81c). In the

situation of a molecule diffusing as a sphere the variable k is equal to zero. Therefore

i ∈ {0}. The single weight c0 is equal to one and the single correlation time τ0 is

equivalent to the global tumbling time τm given in (6.86).
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6.2.4 Model-free analysis of internal motions

Internal model-free correlation function

Central to model-free analysis (Lipari and Szabo, 1982a,b) is the construction that

the internal dynamics of the system is decoupled from the global tumbling of the

molecule. The total correlation function of all motions is equal to the product of the

correlation function of rotational diffusion and the correlation function of internal

motions

C(τ) = CO(τ) · CI(τ). (6.92)

The simple internal correlation function of the original model-free theory (Lipari

and Szabo, 1982a) as well as the correlation function proposed to extend the theory

to two internal motions (Clore et al., 1990b) are respectively

CI(τ) = S2 + (1 − S2)e−τ/τe , (6.93)

CI(τ) = S2 + (1 − S2
f)e

−τ/τf + (S2
f − S2)e−τ/τs , (6.94)

where S2 is the square of the generalised order parameter and τe is the effective

correlation time of the motion. The subscript f refers to the faster of the two

motions, the subscript s refers to the slower, and S2 = S2
f · S2

s .

Generic model-free spectral density function

The spectral density functions, linear combinations of which produce the R1, R2, and

NOE relaxation rates of a spin system, are the Fourier transform of the correlation

function (see Chapter 1). By taking the Fourier transform of Equation (6.92) in

which CO(τ) is the generic rotational correlation function (6.91) and the internal

motion is modelled by the original model-free correlation function (6.93), the spectral

density function is

J(ω) =
2

5

k∑

i=−k

ci · τi
(

S2

1 + (ωτi)2
+

(1 − S2)(τe + τi)τe
(τe + τi)2 + (ωτeτi)2

)
. (6.95)

For the isotropic diffusion of a sphere this equation is equivalent to the two-step

spectral density function of Halle and Wennerström (1981) modified for the dipole-

dipole and CSA interactions, however, this is not the case for the more complex

anisotropic spheroidal and ellipsoidal tensors. In Equation (43) of ibid. only the

slower autocorrelation function of the overall tumbling CHW
s (τ), equivalent to the

first Lorentizian of (6.95), is multiexponential. The faster autocorrelation function
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CHW
f (τ), corresponding to second Lorentzian of (6.95) containing the τe parameter,

differs in that it is mono-exponential. Using the extended model-free correlation

function (6.94) the spectral density function becomes

J(ω) =
2

5

k∑

i=−k

ci · τi
(

S2

1 + (ωτi)2
+

(1 − S2
f)(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+

(S2
f − S2)(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
.

(6.96)

Equations (6.95) and (6.96) take the numerically stabilised form presented in Chap-

ter 4.

6.2.5 A new model-free optimisation protocol

The five diffusion models

Rather than pursuing the elemental idea introduced in Kay et al. (1989) whereby

the universal solution Û is sought by initially estimating the parameters θ̂D of the

diffusion set D and then using these estimates to determine the parameter values

θ̂F and models F of the model-free dynamics of the molecule, the universal solution

Û can also be found by applying the reverse of this logic. Initially the model-free

parameter values θ̂F and models F can be determined by optimisation and model

selection respectively. Finally, the parameters θ̂D of the diffusion tensor D can be

optimised. This new protocol builds on the idea of initially optimising the local τm

model-free models (Barbato et al., 1992; Schurr et al., 1994) and is similar to the

model-free optimisation protocol of Butterwick et al. (2004) which uses the local τm

models and the quadric model of the diffusion tensor (Brüschweiler et al., 1995; Lee

et al., 1997) thus reversing Kay’s paradigm.

To find the universal solution Û five categories of global model S are constructed

MI =

l⋃

i=1

Di ∪ Fi, where D = {local τm}, (6.97.1)

MII = {Diso} ∪
(

l⋃

i=1

Fi

)
, (6.97.2)

MIII = {Diso,Da, θ, φ} ∪
(

l⋃

i=1

Fi

)
, where Da > 0, (6.97.3)

MIV = {Diso,Da, θ, φ} ∪
(

l⋃

i=1

Fi

)
, where Da 6 0, (6.97.4)

MV = {Diso,Da,Dr, α, β, γ} ∪
(

l⋃

i=1

Fi

)
, (6.97.5)
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where l is the total number of spin systems used in the analysis and Fi is one of the

model-free models m0 to m9 for spin system i.

Model I (MI) – local τm

Within the global models S ∈ MI the use of the local τm parameter means that

each XH bond vector experiences a different isotropic rotational correlation function

CO(τ) as defined in (6.85). For each spin system the single exponential associated

with the local τm parameter approximates the weighted sum of exponential terms

of Equation (6.91). The value of the local τm is then dependent on the geometry

of the true diffusion tensor as well as the orientation of the XH bond vector within

the diffusion frame (Barbato et al., 1992; Schurr et al., 1994). The MI diffusion

model is an expansion, encompassing all model-free models, of the concept of the

optimisation of the single tm2 model (Model 1.27.2) – used to study interdomain

motions (Barbato et al., 1992), to avoid artificial nanosecond motions when diffusion

anisotropy is not taken into account (Schurr et al., 1994), and to determine the

ellipsoidal diffusion tensor (Brüschweiler et al., 1995).

Although the introduction of model MI significantly increases the number of

universes S ∈ K, for the subset MI ⊂ U a complete collapse of the complexity of the

global problem occurs. As no global parameters exist in these models the space S

can be broken into l independent components or spaces

Ti = Di ∪ Fi, (6.98)

where i is the spin system number. The spaces T are synonymous with model-free

models tm0 to tm9 (Models 1.27.0–1.27.9 on page 12). The complexity reduces to

dim T = 1 + k 6 6, (6.99)

where 1 represents the single diffusion parameter, local τm, and k is the number

of model-free parameters. Due to this dimensionality collecting six relaxation data

sets at a minimum of two field strengths is essential. This drastic dissolution of

complexity is key to solving the chicken-and-egg problem of the dual optimisation

of the diffusion tensor and the model-free models (see Chapter 5).

To find the solution in MI, defined as the space S which minimises ∆K-L in

Equation (5.7) on page 165 solely for the subset MI ⊂ U, three simple steps are

required. Firstly and separately for each spin system the parameters of model-

free models tm0 to tm9 are optimised using Newton minimisation as described in
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Chapter 4. Failed models are then eliminated as described in Chapter 3. The last

step is to select between models tm0 to tm9 using AIC model selection to minimise

the value of ∆K-L (see Chapter 2).

Model II (MII) – the sphere

This subset of models represents the diffusion as a sphere, or isotropic diffusion. The

initial stage of optimisation involves setting the model-free models to those of MI

but with the local τm parameter removed. The model-free parameter values, taken

from MI, are then held constant while the single global diffusion parameter τm is

optimised.

The space S which has now been isolated, although very close to the solution of

Equation (5.7) on page 165 for the subset MII, may not actually be the space which

minimises ∆K-L due to the approximate nature of model MI. Therefore a repetitive

procedure, similar to the standard iterative methodology described in Section 5.3.2

on page 171, is necessary to slide between universes S to find the solution within the

MII subset of U. By holding the optimised diffusion parameters constant model-free

models m0 to m9 can be optimised. Failed models are then eliminated and the best

model is selected using AIC model selection. Finally all diffusion and model-free

parameters of the isolated space S are optimised simultaneously. These steps are

repeated until convergence.

Model III (MIII) – the prolate spheroid

This subset represents the axially symmetric diffusion of the prolate spheroid. The

procedure for optimising this model is the same as for MII except that the diffusion

set D = {Diso, Da, θ, φ} is minimised. In addition, the constraint Da > 0 is

implemented to isolate the prolate spheroid subspace.

Model IV (MIV) – the oblate spheroid

This subset also represents axially symmetric diffusion but of the oblate spheroid.

The technique is again the same as for MII except that the diffusion set D = {Diso,

Da, θ, φ} is minimised together with the constraint Da 6 0 to isolate the oblate

spheroid subspace.
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Model V (MV) – the ellipsoid

This subset represents the rhombic or fully anisotropic diffusion of the ellipsoid.

Applying the methodology used in MII, although using the diffusion set D = {Diso,

Da, Dr, α, β, γ}, the solution for this subset MV ⊂ U can be found.

The universal solution Û

Once all the global diffusion models have converged to satisfy Equation (5.7) on

page 165 for their respective subsets of U the universal solution Û can be found

by selecting between these global models using AIC model selection. If any of the

models MI to MV have failed with parameters shooting towards infinity these should

be removed prior to model selection (see Chapter 3). Finally the parameter errors

can be calculated by Monte Carlo simulation.

Relationship to the Butterwick and coworkers protocol

The new protocol is similar to the model-free optimisation protocol presented in

Butterwick et al. (2004). Common features include the reversal of the logic of Kay’s

paradigm by starting with the model-free description using the local τm models

rather than the initial diffusion tensor estimate, the optimisation of the diffusion

tensor using information from the local τm models, and finally the optimisation of

the standard model-free models. Despite the core similarities the implementation

details of these two protocols are highly divergent.

In the new protocol the initial and direct optimisation of the diffusion tensor

after the removal of the local τm parameter is analogous to the quadric methodology

of Brüschweiler et al. (1995) employed in Butterwick et al. (2004). Both approaches

use the optimised local τm parameter to probe the geometry of the diffusion tensor

prior to optimising the diffusion parameters. Whereas the technique of Brüschweiler

et al. (1995) uses solely tm2, both the new protocol and the protocol of Butterwick

et al. (2004) employ multiple model-free models. The two protocols utilise different

information from the local τm models for the optimisation of the diffusion tensor – the

Butterwick et al. (2004) protocol uses the local τm values discarding the model-free

information whereas the new protocol uses the model-free parameters and model

information discarding the local τm values. In the protocol of Butterwick et al.

(2004), the diffusion tensor is selected and refined prior to a single round of model-

free optimisation and model selection. In the new protocol the selection of the

diffusion tensor occurs at the very last step. To find the universal solution defined



6.3. METHODS 207

in Equation (5.7) on page 165 and allow for the collapse of model complexity the

model-free optimisation, model selection, and global optimisation of all parameters

is iterated until convergence. The over-complexity of the model-free models of the

first iteration is due to the approximate nature of the diffusion tensor obtained from

the over-fit, and hence noisy, local τm models.

6.3 Methods

6.3.1 Minimisation algorithms

All optimisations presented within this chapter employed Newton minimisation in

conjunction with the backtracking line search algorithm and the Gill, Murray, and

Wright modified Cholesky Hessian modification algorithm (see Chapter 4). For the

initial grid search of the diffusion tensor parameters all searches were carried out

between the values 1 ns 6 τm 6 12 ns, 0 6 Dr 6 1, and 0 6 θ, φ, α, β, γ 6 π. For

the prolate spheroid and the ellipsoid the parameter Da ranged from 0 to 1e7. For

the oblate spheroid the parameter ranged from -1e7 to 0.

6.3.2 Analysis of the relaxation data of cytochrome c2

The R1 and R2 relaxation rates for the 44 helical residues of cytochrome c2 from

Rhodobacter capsulatus were obtained from the supplementary material of Black-

ledge et al. (1998). For consistency and to enable a direct comparison with the

original publication a PDB file was created from the amide NH coordinates from

the same supplementary material. For optimisation model-free model m1 (1.26.1 on

page 11) was selected for all residues. Rather than using a grid search for finding the

optimal parameter values to use as an initial position for minimisation, this position

was chosen to be where the S2 values of all residues are 0.8. The diffusion tensor

parameters were set approximately to the values in the supplementary material of

Blackledge et al. (1998). For the constants used in minimisation the values from

Cordier et al. (1998) were used. The NH bond length was set to 1.01 Å, the CSA

value set to -170 ppm, and the field strength of the relaxation data was assumed to

be exactly 600 MHz.
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6.3.3 Replication and extension of Schurr’s data

Due to the severe truncation artefacts of using the R1, R2, and NOE values which

are presented to two or three significant figures in Table 4 of Schurr et al. (1994) the

relaxation data needed to be regenerated from scratch. This was done by creating

a PDF file of 12 NH bond vectors ranging from the z-axis to the x-axis. Hence the

azimuthal angle in the PDB frame is always zero. The direction cosines between the

NH bond vectors and the major axis of the prolate spheroid,

δz = µ̂(t) · D̂‖ = cos ǫ, (6.100)

were

cos ǫ = {1.00, 0.95, 0.85, 0.75, 0.65, 0.55, 0.45, 0.35, 0.25, 0.15, 0.05, 0.00}. (6.101)

Using the program relax (see Chapter 7) relaxation data was generated by setting

the diffusion tensor to the prolate spheroid where the geometric parameters G = {τm,

Dratio} were set to 8.5 ns and 1.3 respectively (θG = {8.5e−9, 1.3}). By setting both

orientational parameters O = {θ, φ} to zero, θO = {0, 0}, the unit vector parallel

to the major axis of the diffusion tensor D̂‖ is collinear with the z-axis of the PDB

frame. As only dipolar relaxation was assumed in Schurr et al. (1994) the CSA

component of the relaxation equations was eliminated by setting the CSA value to

zero. The bond length was never specified (ibid.) therefore a value of 1.02 Å was

assumed. Model-free model m2 was chosen with S2 set to 0.8 and τe set to 50 ps. To

use the new global optimisation protocol 500 MHz data in addition to the 600 MHz

data used in (ibid.) was generated. As a non-standard chi-squared statistic was used

for minimisation (ibid.) relaxation data errors needed to be generated so that the

standard chi-squared formula, Equation (4.4) on page 96, could be used. Therefore

for the R1 and R2, 2% errors were used whereas errors of 0.04 and 0.05 were used

for the 600 MHz and 500 MHz NOE respectively. These values were chosen to best

reflect experimental errors (see Section 2.2.2 on page 28).

6.3.4 Dynamics of the bacteriorhodopsin fragment (1-36)BR

The R1, R2, and NOE relaxation data at 500, 600, and 750 MHz of the bac-

teriorhodopsin fragment (1-36)BR was extracted from the comments inside the

PostScript file of the relaxation data figure from Orekhov et al. (1999a). For all

optimisations a CSA value of -170 ppm and a bond length of 1.02 Å was used. All
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residues were included in the optimisation of the diffusion model MI. For the opti-

misation of the spherical diffusion tensor in model MII only residues 9 to 31 were

selected. This strategy was chosen so that the results could be compared directly

with those in (ibid.).

6.4 Results and Discussion

6.4.1 Cytochrome c2 – optimisation of the diffusion tensor

Two different approaches

An ideal, real protein test case for the optimisation of the rotational diffusion

tensor is that of the ferrocytochrome c2 molecule from the photosynthetic alpha-

proteobacterium Rhodobacter capsulatus (Blackledge et al., 1998; Cordier et al.,

1998). This system, a proven ellipsoid, is perfect for testing the optimisation of the

diffusion tensor parameters using the new model-free optimisation protocol, the local

minimisers investigated in Chapter 4, and the chi-squared value presented in Equa-

tion (4.4) of that chapter. Blackledge et al. (1998) used R1 and R2 relaxation rates

which were collected at 600 MHz to characterise the diffusion tensor of cytochrome

c2 using the program Tensor. This approach employed the original ideas of Kay et al.

(1989) whereby the R2/R1 ratio is used to find the diffusion tensor by optimising

the chi-squared equation (5.16) on page 170. The optimisation algorithm was not

a local but a global minimiser – simulated annealing combined with a fuzzy logic

algorithm utilising the Levenberg-Marquardt local minimiser as a sub-algorithm.

To replicate as closely as possible the results of Blackledge et al. (1998) and

Cordier et al. (1998) model-free model m1 (1.26.1 on page 11) was chosen for all

residues. The diffusion tensor parameters and S2 values for all residues were opti-

mised simultaneously. This set of parameters S was used rather than the diffusion

parameters D alone for two reasons. Firstly the chi-squared equation used in Tensor

(Equation (5.16) on page 170) and that used in relax (Equation (4.4) on page 96) is

different. Secondly one of the key assumptions of Kay et al. (1989) in using the R2/R1

ratio is that the τe values are insignificant. Hence all S2 values cancel. Therefore,

despite the presence of internal fast motions, the diffusion tensor parameters can

be optimised by themselves. In using the same chi-squared statistic as in standard

model-free analysis, Equation (4.4) on page 96, the order parameters do not cancel

and hence the necessity of model m1. This model also makes the same assumption
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that the correlation time parameters of internal motions are insignificant.

Although the curvature of the space may be different between the two optimi-

sation approaches the final diffusion tensors should nevertheless be the same. This

is demonstrated in Table 6.1 where the original results from the program Tensor

(Blackledge et al., 1998; Cordier et al., 1998; Dosset et al., 2000; Tsan et al., 2000)

are contrasted with the results from the program relax. Comparing the eigenvalues

of the various diffusion tensors, the only geometric parameters presented for the sim-

plification and standardisation of results, both methodologies can be seen to return

the same geometric picture. Their orientations therefore must also be statistically

identical. The orientational parameters in the table cannot be contrasted as there

are major, unresolvable differences between the spherical and Euler angles between

the programs Tensor and relax. Firstly, within Tensor all eigenvalues are defined

strictly as Dx > Dy > Dz. As the ellipsoid eigenvalues are defined as Dx 6 Dy 6 Dz

in this chapter the two ellipsoids experience a frame shift requiring the rotation of all

three Euler angles. For both the prolate and oblate spheroids defined in this chapter

the unique axis of the tensor is set to Dz. In Tensor, because of the retention of

the above constraints, the unique axes of the prolate and oblate spheroids are Dx

and Dz respectively. Hence both spheroids also exhibit frame shifts. In addition,

the Euler angle and spherical angle conventions in Tensor are unknown and may

be difficult to convert to the standard physics conventions used here. Finally it is

unknown how Tensor handles the glide reflection and translation symmetries of the

orientational parameter set O.

The glide reflection and translational symmetries

Figure 6.2 shows a subset of the chi-squared space which is searched in the optimi-

sation of both the prolate and oblate spheroid diffusion tensors. The figure maps

the three-dimensional space of the parameters {Da, θ, φ} where the global geomet-

ric parameter τm and the S2 parameters of each residue have been held constant.

The values of these fixed parameters were taken to be those of the minimised global

model S of the prolate spheroid. Four distinct minima are clearly visible – two

correspond to the prolate spheroid, two to the oblate spheroid. The duplication of

minima within each of the spheroid types is due to the glide reflection symmetry

of the space O. The paired minima have identical χ2, τm, and Da values and the

spherical angles are related by (6.90). This figure is very similar to Figure 1 of

Blackledge et al. (1998) except Dratio has been swapped for Da. The latter only
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Table 6.1: The parameter values of the optimised diffusion models of cytochrome c2.

Diffusion model G (1e7 s−1)a O (deg)a kb χ2(θ̂)c AICd

Dx Dy Dz φ or α θ or β γ
(
χ2(θ̂) + 2k

)

Tensore

Sphere 1.630 1.630 1.630 1 53.2

Prolate spheroid 1.438 1.438 1.928 78.0 72.5 4 25.1

Oblate spheroid 1.700 1.700 1.432 -30.0 20.9 4 24.6

Ellipsoid 1.405 1.566 1.829 19.2 -27.8 -33.5 6 21.4

relax

Sphere 1.624 1.624 1.624 45 95.3 185.3

Prolate spheroid 1.443 1.443 1.913 162.0 101.7 48 44.0 140.0

Oblate spheroid 1.694 1.694 1.434 108.7 30.3 48 44.3 140.3

Ellipsoid 1.415 1.559 1.826 155.6 104.4 13.6 50 38.6 138.5

aAs the diffusion tensor eigenvalues for all diffusion models within Tensor are defined as Dxx >

Dyy > Dzz, the eigenvalues have been rearranged to match the convention used in this chapter.

The orientational diffusion parameter set O consists of the parameters {θ, φ} for the oblate and

prolate spheroids and {α, β, γ} for the ellipsoid.
bThe number of parameters in the model.
cThe chi-squared values between Tensor and relax cannot be compared as they are defined dif-

ferently. For Tensor the value used is that of Equation (5.16) on page 170, for relax the value is

calculated using Equation (4.4) on page 96.
d The chi-squared value from Tensor cannot be used to calculated the AIC value as derived in

d’Auvergne and Gooley (2003). The model which best fits the relaxation data is that with the

lowest criterion value.

eThe results presented here are taken from Table 4 of Cordier et al. (1998).
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Figure 6.2: Map of the chi-squared space of the spheroid diffusion tensor parameters

{Da, θ, φ} of cytochrome c2. This figure demonstrates the multiple minima of the space

due to both the prolate and oblate approximations to the true ellipsoid diffusion tensor

together with the glide reflection symmetry of the space. The glide reflection is most

evident in the top right image where the subspace between π 6 φ 6 2π is a duplication

and mirror image reflection about θ of the subspace between 0 6 φ 6 π. To map this

space all S2 parameters and τm were fixed to the values of the minimised prolate spheroid.

The χ2 values of the four isosurfaces from outermost to innermost are 300, 200, 100, and

70 respectively. The resolution of the plot is 100 data points per dimension.
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shows two minima due to the parameter φ being mapped between -π/2 and π/2.

Hence the glide reflection symmetry is not shown.

The map of the subspace of ellipsoid orientational parameters O ∈ S shown in

Figure 6.3 was constructed similarly to that of the spheroid subspace. The geometric

diffusion parameters G and all S2 values were fixed to those of the minimised diffu-

sion tensor while the Euler angles of O were varied. The figure clearly demonstrates

the four identical minima caused by the glide reflection and translational symmetries

of the space O.

The adequacy of local minimisers

For each of the diffusion models the parameter space D contains only a single local

minimum because of three restrictions: the eigenvalue permutation restriction of the

subspace G by (6.63); the collapse of the glide reflection and translational symmetries

of the subspace O by (6.87), (6.88), (6.89), and (6.90); and the isolation of the prolate

and oblate subspaces by the restrictions Da > 0 and Da 6 0 respectively. The

smoothness of the space and the presence of only a single local and, therefore, global

minimum in either the spheroid subspaces or full ellipsoid space is demonstrated in

both Figures 6.2 and 6.3. Because of these two factors Tensor’s global minimiser,

which is based on simulated annealing combined with a fuzzy logic algorithm, is

not necessary for optimising the diffusion tensor. The simple Newton line search

algorithm (see Chapter 4), which is implemented in the program relax, is more than

sufficient for optimisation when combined with an initial grid search (Table 6.1).

Finding the diffusion tensor using the new model-free optimisation protocol is not

a problem. The only disadvantage is that the indispensable grid search can be

computationally expensive.

6.4.2 Artifacts induced by ignoring parsimony when select-

ing the diffusion model

Selection of the diffusion model

The ensemble of universes K defined by Equation (5.3) on page 164 and extended by

the global model MI can be sub-classed by the diffusion model. These subgroups are

defined as the universes which diffuse as a sphere, as an oblate spheroid, as a prolate

spheroid, as an ellipsoid, or the global models with a local τm parameter per residue.

Deciding which of these subgroups best fits the relaxation data is a problem which, in
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Figure 6.3: Map of the chi-squared space of the ellipsoid orientational diffusion tensor

parameters O = {α, β, γ} of cytochrome c2. This figure demonstrates the four identical

minima of the space due to both the translational and glide reflection symmetries of the

ellipsoid orientational parameter set O arising from the squared direction cosines in the

weights of the rotational correlation function. The translational symmetry is visible as

the subspace between π 6 α 6 2π being a perfect duplication of the subspace between

0 6 α 6 π. The glide reflection can be seen as the subspace between π 6 γ 6 2π being

a duplication of the subspace between 0 6 γ 6 π where two mirror image reflections have

occurred about both α and β. The χ2 values of the four isosurfaces from outermost to

innermost are 300, 250, 100, and 50 respectively. The resolution of the plot is 100 data

points per dimension.
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the past, has been tackled by the use of chi-squared tests using step-up procedures.

Despite the collapse of Dr to zero in the ellipsoid when diffusion is spheroidal or the

collapse of Da to zero when the molecule diffuses as a sphere, these subgroups are

not nested due to their orientational parameters. For the collapse of the ellipsoid to

the spheroid the Euler angles β and γ reduce to the polar angle θ and the azimuthal

angle φ respectively. However the Euler angle α is undefined. For the collapse to

a sphere all Euler or spherical angles are undefined. Although the undefined angles

have no effect on the global model they can take any value. Thus they are very

different to a parameter which disappears due to insignificance. This key difference

means that the diffusion models are not nested. ANOVA statistics, specifically the

F-test, relies upon the fundamental assumption of nested models and therefore is

not appropriate for selection between the non-nested diffusion models. AIC model

selection (Akaike, 1973) does not require models to be nested and can therefore be

applied in this situation.

If the principle of parsimony is not followed when selecting the diffusion tensor

artefacts can be introduced. The scale of complexity for arbitrary models ranges from

the extremely simple to the extremely complex with Occam’s razor lying somewhere

in-between. Diffusion models lying to the simplistic side of Occam’s razor under-fit

the relaxation data whereas models lying to the complex side over-fit. The effects of

under-fitting, selecting the model closest to Occam’s razor, or over-fitting are very

different.

Under-fitting

If the selected diffusion tensor which as a representation of the true Brownian diffu-

sion of the molecule is too simplistic then under-fitting occurs. The majority of early

publications studying protein dynamics using Lipari and Szabo’s model-free theory

assumed that the global tumbling of the molecule was spherical (Schurr et al., 1994).

It has been shown that this simplistic assumption causes artefacts to appear in the

results of a model-free analysis when the diffusion is really anisotropic (Schurr et al.,

1994; Tjandra et al., 1996). A similar result is expected when a true ellipsoid is

approximated by the spheroid. These artefacts of under-fitting the relaxation data

are the manifestation of the bias introduced by not observing parsimony.

When the Brownian diffusion of a molecule is that of a prolate spheroid and the

internal motions are fast (assuming model m2), Schurr et al. (1994) demonstrated

that the use of a spherical tensor together with the extended model-free formalism
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(using model m5) induces artificial motions. These movements are on a slow sub-

nanosecond timescale and the order parameter is slightly overestimated. This is

best demonstrated by Table 4 (ibid.) whereby model m5 has been optimised for

XH bond vectors making certain angles ǫ with the unique axis of a prolate spheroid

diffusion tensor. Because of the regular spacing of the vectors ranging from the long

axis of the prolate spheroid D̂‖ to the short axis D̂⊥ a spectrum of parameter and

chi-squared values is returned.

The data from Table 4 (ibid.) has been replicated and presented in Table 6.2 with

the new chi-squared values. Starting from the unique axis of the diffusion tensor D̂‖

the S2 and S2
f values correctly represent the true dynamics of the system. However

the correlation times are slightly underestimated the closer the bond vector is to

being parallel to the unique axis. Once angles greater than 50◦ are reached the

artificial motions begin to appear. The correlation times τs rapidly increase from

the true value of 50 ps to the high sub-nanosecond range. The greater the angle

from the unique axis, the slower the motion. This is associated with S2
f dropping

from one to 0.85 for all residues and S2 being underestimated. As a non-standard

chi-squared statistic and no errors were originally used (ibid.) the chi-squared values

in Table 6.2 cannot be directly compared with Schurr’s original values.

To illustrate the second effect, revealed by Tjandra et al. (1996) whereby artificial

Rex contributions appear across the protein, model m4 was minimised against the

same data. Again the spherical approximation of the diffusion tensor was utilised

to force under-fitting. Comparing models m4 and m5 in Table 6.2 the diametrically

opposing effects of the under-fitting of the two models are evident. Whereas the

artificially slow sub-nanosecond motions appear perpendicular to the major axis of

the prolate spheroid, the fictitious chemical exchange occurs when the bond vector

is parallel to the major axis. This is associated with an underestimation of both the

order parameter and correlation time of the internal motion.

Occam’s razor

In using the new model-free optimisation protocol whereby no initial estimate of

the diffusion tensor is required the original true model used to create the data of

Table 4 of Schurr et al. (1994) is easily isolated. The parameter values of the first

model MI (where each residue has a local τm parameter) and the final selected

model MIII (the prolate spheroid) are given in Table 6.2. In the initial model MI

where no global diffusion parameters exist, tm2 (Model 1.27.2) was chosen for all
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Table 6.2: Replication and extension of Schurr’s Table 4a where R1, R2, and NOE data

at both 500 MHz and 600 MHz were generated for vectors at certain angles ǫ from the

major axis of the spheroid, with τm = 8.5 ns, Dratio = 1.3, and true model-free model m2

parameter values of S2 = 0.80 and τe = 50 ps.

Angle from the major axis of the spheroid – ǫ

0.0◦ 18.2◦ 31.8◦ 41.4◦ 49.5◦ 56.6◦ 63.3◦ 69.5◦ 75.5◦ 81.4◦ 87.1◦ 90.0◦

Model m5b,c

S2 0.803 0.804 0.803 0.802 0.801 0.791 0.778 0.768 0.761 0.756 0.754 0.754

S2
f

1.0 1.0 1.0 1.0 1.0 0.853 0.852 0.852 0.852 0.852 0.852 0.852

τs (ps) 37.7 40.0 43.9 47.2 49.9 440.3 689.2 829.3 920.6 977.3 1004.5 1007.9

χ2(θ̂)d 44.50 30.73 12.25 3.03 0.06 0.57 0.92 1.13 1.29 1.39 1.44 1.45

Model m4b,c

S2 0.751 0.760 0.775 0.788 0.800 0.799 0.798 0.797 0.796 0.795 0.794 0.794

τs (ps) 38.6 40.2 43.4 46.6 49.8 52.0 53.7 54.9 55.8 56.4 56.7 56.7

Rex 1.21 1.00 0.63 0.31 0.04 0.0 0.0 0.0 0.0 0.0 0.0 0.0

χ2(θ̂)d 2.64 1.86 0.77 0.20 0.00 1.03 4.16 8.07 11.77 14.60 16.12 16.31

AIC model selectionc (sphere)

Modelb m4 m4 m4 m4 m2 m2 m5 m5 m5 m5 m5 m5

S2 0.751 0.760 0.775 0.788 0.801 0.799 0.778 0.768 0.761 0.756 0.754 0.754

S2
f

1 1 1 1 1 1 0.852 0.852 0.852 0.852 0.852 0.852

τe or τs (ps) 38.6 40.2 43.4 46.6 49.9 52.0 689.2 829.3 920.6 977.3 1004.5 1007.9

Rex (s−1) 1.21 1.00 0.63 0.31 0 0 0 0 0 0 0 0

χ2(θ̂)d 2.64 1.86 0.77 0.20 0.06 1.03 0.92 1.13 1.29 1.39 1.44 1.45

AIC model selection (local τm)

Modelb tm2 tm2 tm2 tm2 tm2 tm2 tm2 tm2 tm2 tm2 tm2 tm2

S2 0.800 0.800 0.800 0.801 0.801 0.801 0.801 0.801 0.801 0.801 0.801 0.801

τe or τs (ps) 50.0 50.1 50.2 50.2 50.3 50.4 50.4 50.5 50.5 50.5 50.5 50.5

local τm (ns) 9.35 9.22 8.99 8.80 8.63 8.49 8.38 8.29 8.23 8.19 8.17 8.17

χ2(θ̂)d 4e−28 6e−6 5e−5 1e−4 2e−4 3e−4 4e−4 5e−4 5e−4 6e−4 6e−4 6e−4

Final global modele (χ2 = 2.782e−27)

Modelb m2 m2 m2 m2 m2 m2 m2 m2 m2 m2 m2 m2

S2 0.8 0.8 0.8 0.8 0.8 0.8 0.8 0.8 0.8 0.8 0.8 0.8

τe (ps) 50 50 50 50 50 50 50 50 50 50 50 50

afrom Schurr et al. (1994).
bThe standard model-free models m0 to m9 are defined in 1.26.0–1.26.9 on page 11 and the model-free models with

a local τm parameter, tm0 to tm9, are defined in 1.27.0–1.27.9 on page 12.
cIndividual residues were optimised separately. Spherical diffusion was assumed with τm fixed at 8.6 ns during

minimisation.
dθ̂ is the parameter vector at the minimum. These χ2 values cannot be directly compared to those in Schurr et al.

(1994) as their definitions are different.
eThe final global model is the prolate spheroid, the true model underlying the relaxation data. The new model-free

optimisation protocol was employed and the prolate spheroid was selected by AIC model selection between models

MI to MV. This final model is identical to the true model underlying the relaxation data to within machine precision.
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Table 6.3: Summary of the new model-free optimisation protocol applied to Schurr’s data

from Table 4a where the true model underlying the relaxation data is a prolate spheroid

with τm = 8.5 ns and Dratio = 1.3.

Global model Convergenceb Parameter numberc χ2(θ̂)d AICe

i k
(
χ2(θ̂) + 2k

)

MI (local τm) 2 36 0.00374 72.00374

MII (sphere) 2 35 14.00102 84.00102

MIII (prolate spheroid) 2 28 0.00000 56.00000

MIV (oblate spheroid) 2 28 0.00388 56.00388

MV (ellipsoid) 2 30 0.00000 60.00000

afrom Schurr et al. (1994).

bi is the number of iterations of the new protocol required for convergence which, in this

case, is defined as a change of χ2 of less than 1e−25. The minimum number of iterations

required to be able to test convergence is 2. i does not include the initial stage whereby

the local τm parameters are stripped from the global model MI, the model-free parameters

are held fixed, then the diffusion tensor is minimised.

ck is the total number of parameters in the global model. It is the sum of the number of

diffusion parameters added to the sum of all model-free parameters for all residues.

dθ̂ is the parameter vector at the minimum which includes all diffusion and model-free

parameters.

eThe model which best fits the relaxation data is that with the lowest criterion value (see

Chapter 2).

residues by AIC model selection. The S2 and τe values almost perfectly replicate the

original internal motions whereas the local τm parameter over and under estimates

the isotropic correlation time of 8.5 ns when the bond vector changes from parallel

to perpendicular to the unique axis D̂‖. Despite the triple exponential form of the

rotational correlation function of the Brownian diffusion of a spheroid the single

exponential of the local τm parameter adequately compensates.

Table 6.3 summarises the five global models (MI to MV) showing the total num-

ber of parameters, the global chi-squared value, and the AIC criteria. When optimis-

ing these models only two iterations of minimisation were required for convergence

of the global model. This is the minimum number of iterations required to be able
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to test convergence. The AIC value of the oblate spheroid is very close to that of

the prolate spheroid but, even if this global model is used, model-free model m2

is selected for all residues. The S2 values of 0.8 are replicated to within 0.2% and

the τe values of 50 ps are replicated to within 1%. However, the prolate spheroid

is chosen by AIC model selection. The final parameter values of this model are

shown in Table 6.2. The diffusion parameter values of the prolate spheroid are τm

= 8.5 ns, Da = 5.34e6 s−1 (which corresponds to Dratio = 1.3), θ = 0, and φ = π

(although φ is undefined when θ equals either 0 or π). For all residues model m2

was selected and the S2 and τe values of 0.8 and 50 ps were replicated to within

machine precision. These selected models and parameter values are identical to the

original true dynamics of the system. Thus, when using the new model-free optimi-

sation protocol, both under-fitting and over-fitting are avoided and the principle of

parsimony is closely adhered to.

Over-fitting

When too many parameters are included within the global model over-fitting occurs.

This situation, however, does not introduce bias. If overly complex diffusion tensors

are selected, and minimised properly, the diffusion parameters will take the values

of the simpler, true model with the additional geometric parameters of G being

statistically zero and the additional orientational parameters of O being undefined.

As Schurr’s data was noise-free this occurred for the ellipsoid diffusion tensor. A

similar situation occurs if an overly complex model-free model is selected whereby the

additional parameters take values which are insignificant. No statistically significant

artefacts will appear if the diffusion tensor is over-fit, the worst consequence being

the inclusion of additional noise into the model. Avoiding both under and over-

fitting is purely the balancing of bias against variance (see Figure 2.1 on page 20).

6.4.3 The double minima of the model-free space

Local versus global optimisation

In the model-free optimisation of models m0 to m9 of the set F (Models 1.26.0–

1.26.9 on page 11), models tm0 to tm9 of the set Ti (1.27.0–1.27.9 on page 12), the

Brownian rotational diffusion tensor parameters of D, or the totality of all model-

free and diffusion parameters of the space S one fundamental assumption about the

chi-squared space is made. The programs Modelfree4 (Palmer et al., 1991; Mandel
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Figure 6.4: A rare example of the double minima phenomenon existent in a space of

a simplistic approximation to the true model. In this case the true model is model tm5

where τm = 7 ns, S2
f = 0.9, S2

s = 0.8, and τs = 0.8 ns whereas the space in (A) is a map

of model tm2. The back calculated relaxation data used to generate this plot consisted

of data at 500 and 600 MHz. The four isosurfaces shown correspond, from outermost to

innermost, to χ2 values of 30, 22, 17, and 5 respectively. The resolution of the plot is 100

data points per dimension. The distributions of chi-squared values of 500 randomisations

of the original noise-free data for the two minima of model tm2 and the single minimum of

model tm5 are shown in (B). The chi-squared values were binned to increments of 2. These

distributions demonstrate that experimental noise will cause most instances of model tm2

in which two minima are present to be eliminated by AIC model selection as model tm5

is selected instead.

et al., 1995), Dasha (Orekhov et al., 1995a), DYNAMICS (Fushman et al., 1997),

and relax (Chapter 7) all use local rather than global optimisation algorithms. Their

success is reliant upon the presence of only one minimum within the space being

searched. If this is indeed true, finding the local minimum is synonymous with

finding the global minimum. However it has been noted that there are cases where

this basic premise collapses (Orekhov et al., 1995b).

The two minima

In Orekhov et al. (1995b), and subsequently discussed in Korzhnev et al. (1997),

it was demonstrated that there are situations in which two minima exist within a

single space. This occurs when motions are occurring on two timescales but the
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fitted model only represents a single internal motion. The example presented was

composed of synthetic data representing model m5 (1.26.5) where the parameter

values were S2
f = 0.9, S2

s = 0.8, and τs = 0.8 ns. The global correlation time was

set to 7 ns and, as there is only a single residue, this model is identical to tm5. To

approximately replicate the example the CSA and bond length were set to -170 ppm

and 1.02 Å respectively. Errors of 2% were used for the R1 and R2 rates whereas

values of 0.06, 0.05, 0.04, and 0.03 were used for the 400, 500, 600, and 800 MHz

NOE respectively. To further investigate the curvature of the space Figure 4 of

Orekhov et al. (1995b) was converted to a full three-dimensional parameter space

by adding a dimension for the τm parameter. The result when using data at 500

and 600 MHz is shown in Figure 6.4A where the two minima of the space are clearly

distingishable. When using noise-free synthetic data at 400 and 600 MHz, as in

Orekhov et al. (1995b), the first and broadest of the mimima is located at the

position S2 = 0.749, τe = 0.89 ns, and τm = 7.1 ns, its chi-squared value being 8.27.

The second minimum, which is narrower but is the global minimum, is at S2 = 0.790,

τe = 0.10 ns, and τm = 6.5 ns. Its chi-squared value is 1e−29 and, if found by the

local minimiser instead of the broad minimum, AIC model selection will pick tm2

over the true tm5 model. This situation demonstrates the absorption and loss of the

internal correlation time into a decreased global correlation time, hiding the internal

slow motions.

Avoidance of the problem

The selection of the simplistic and incorrect double minima model can be avoided

in a number of indirect ways. The first is implicit within experimental data as

the addition of noise to the synthetic test case of Orekhov et al. (1995b) shifts the

chi-squared values of all the models and, in most cases, tilts the balance towards

model tm5 (Figure 6.4B). 500 randomised data sets were created from the noise-free

relaxation data by the addition of Gaussian noise. For the first and second minima

of the tm2 space the average chi-squared values shifted to 28.0± 10.5 and 8.5 ± 5.2

respectively. The chi-squared value of model tm5 shifted from zero to an average of

2.0 ± 2.0 and, in using AIC model selection, this model is selected 84% of the time

over the global minimum of model tm2 (assuming that this minimum is found 100%

of the time). Therefore for most experimental data AIC model selection will discard

the double minima model and hence, for these residues, the problem of finding the

global minimum is nullified.
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Secondly, the double minima phenomenon is only a tiny subset of a much bigger

problem – the hiding of nanosecond motions when the whole protein exhibits mo-

tions on these timescales. This larger problem will be discussed in detail in the next

section and can be avoided by using the new model-free optimisation protocol. Of

all residues experiencing this problem a small fraction will exhibit a secondary broad

minimum appearing within the chi-squared space. If optimisation terminates at this

broad minimum the model will be eliminated via AIC model selection thus solving

the hidden motion problem for these residues. If the global minimum is reached then

the new protocol should solve the problem. This is because the underestimated τm

value of these residues will have little weight in comparison with the average across

the entire protein. Therefore the simplistic models will disappear upon optimisa-

tion of the global diffusion parameters followed by the iterative optimisation, model

selection, and diffusion tensor optimisation.

Finally, if all else fails, collection of data at another field strength will solve

the problem (Orekhov et al., 1995b). The addition of 800 MHz data to the above

synthetic, noise-free example causes model tm5, which now has a minimised chi-

squared value of 3.4e−10, to be chosen by AIC model selection over model tm2

which has a new global minimum of 6.82. The chi-squared value of the broader

minimum is 16.98.

6.4.4 Bacteriorhodopsin fragment (1-36)BR – testing the

new optimisation protocol

Violation of the rigidity assumption

One of the major causes of the failure of the standard protocol, introduced by Kay

et al. (1989) to find the true solution Û, is the violation of the rigidity assumption.

When the majority of the residues of a molecule experience motions on the nanosec-

ond timescale, local optimisation together with model selection combine to hide the

slow motions and steer the final solution far from Û. A perfect test case representing

a molecule in which all residues exhibit motions on the nanosecond timescale is the

bacteriorhodopsin fragment (1-36)BR (Orekhov et al., 1999a). This is a molecule in

which Kay’s paradigm fails. Applying the concept of estimating an initial diffusion

tensor and using this as a starting point for model-free analysis causes the global

correlation time τm to be underestimated. Subsequent minimisation of the model-

free models to this global model will then hide the internal nanosecond motions
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(Korzhnev et al., 2001).

Avoiding the initial diffusion tensor estimate

In Orekhov et al. (1999a) a novel protocol for avoiding the rigidity assumption was

presented. A number of global models S were created by using either the spherical,

spheroid, or ellipsoid diffusion tensors together with a residue invariant choice of

one of the model-free models m1 to m7. Models m6 and m8 were excluded as

they possess the τf parameter. All residue specific and global diffusion parameters

were then minimised simultaneously using the Levenberg-Marquardt optimisation

algorithm in Dasha, bypassing the need for an initial estimate of the diffusion tensor.

The global model S which was deemed closest to the universal solution Û by the

use of χ2 and F-tests was then selected for further analysis. The resultant model

was chosen to be spherical diffusion with model m5 used for all residues. The global

correlation time τm was found to be 5.77 ns and the average model-free parameter

values were S2
f = 0.84, S2

s = 0.61, and τs = 2.9 ns. As the minimised chi-squared

value was 120 and the number of parameters k was 66, the AIC value for this model

is 252.

The new model-free optimisation protocol

To test the robustness of the new protocol in avoiding the hidden motion problem,

the relaxation data of (1-36)BR was reanalysed. Initially the model-free models of

the global model MI (local τm) were optimised, model elimination applied to remove

failed models (see Chapter 3), and then AIC model selection was used to choose

between the remaining models (see Chapter 2). The global model MII (spheri-

cal diffusion) was then iteratively optimised for residues 9 to 31. Each iteration

consisted of optimisation of models m0 to m9 with the diffusion tensor fixed, model

elimination, AIC model selection, followed by the optimisation of the diffusion tensor

parameters together with all model-free parameters. Full convergence was achieved

in eleven iterations. The results of all subsequent iterations were identical. The

initial global correlation time was 4.34 ns but as the iterations progressed the value

slowly increased to 6.21 ns. The chi-squared value simultaneously decreased from

192.23 to 88.09. As each iteration selected a different space or universe S ∈ U, in

which the global minimum θ̂ for each S is found, the progress towards the universal

solution can be seen as a sliding between different universes S. In iteration 1 all but

one model-free model included the Rex parameter. The breakdown of model-free
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models for this iteration was m2 (1), m3 (2), m4 (4), m5 (1), and m7 (14). As the

iterations progressed the importance of the chemical exchange contribution dimin-

ished while the slower nanosecond motions became more and more prominent. The

final model-free model count was m5 (16), m6 (4), and m8 (2).

The global models MIII to MV corresponding to the prolate spheroid, oblate

spheroid, and ellipsoid were not optimised as Orekhov et al. (1999a) showed them

to be insignificant. Residues 9 to 31 form an α-helix whereby the NH bond vectors

are almost collinear with the major axis of the diffusion tensor. If the rhombicity

of the diffusion is low these residues will only experience a single global exponential

decay corresponding to the slowest global correlation time τ−k. This is because the

direction cosines are δx ≈ 0, δy ≈ 0, and δz ≈ 1. Assuming Dr ≈ 0 the weight c−k

becomes one while all other weights become zero. Therefore the spherical diffusion

tensor provides a sufficient description of the component of the Brownian diffusion

which causes NMR relaxation in these atoms. The final global models from Orekhov

et al. (1999a) and that of the new model-free optimisation protocol are very similar.

In fact, the parameters of the former are a subset of the later. In addition to all

residues having the parameters S2
f , S

2
s , and τs the new protocol adds the parameter

τf to the terminal residues 9, 10, 11, 12, 15, and 31 as well as the parameter Rex

to the terminal residues 10 and 31. The averages of the common parameters have

shifted to S2
f = 0.82, S2

s = 0.51, and τs = 3.8 ns. As the total number of parameters

k in this model equals 75, the AIC value is 238.09. In comparison with the AIC

value of 252 for the isotropic model with all residues set to m5, this model of higher

complexity is in fact more parsimonious. The model obtained using the new model-

free optimisation protocol is the universal solution Û, the global minimum of the

model S where S is the subset of the universal set U = ∪Si which minimises the

Kullback-Leibler discrepancy ∆K-L (Kullback and Leibler, 1951).

6.5 Conclusions

In using the equations of Brownian rotational diffusion of an ellipsoid from Perrin

(1934, 1936) the correlation function which influences NMR relaxation in solution

has been derived. By comparing this equation with that presented in Woessner

(1962) it was shown that Woessner’s correlation function was not fully simplified.

This together with an ellipsoid parameter shift to the isotropic parameter Diso, the

anisotropic parameter Da, and the rhombic parameter Dr significantly simplifies
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the equations of motion and the complexity of the optimisation problem collapses.

The oblate and prolate spheroid correlation functions and the spherical correlation

function of isotropic diffusion were derived from the ellipsoid equation. Compari-

son of the Euler angles of the ellipsoid and the spherical angles of the spheroidal

diffusion tensors is complicated by two types of symmetry – glide reflections and

translational symmetries. As many identical minima exist in the diffusion parame-

ter space collapsing these symmetries is essential for contrasting any two parameter

sets. In comparing the correlation function of the rotational tumbling of a sphere,

spheroid, and ellipsoid the forms of the three equations are analogous. Therefore a

generic correlation function has been constructed which encompasses all three molec-

ular shapes. By Fourier transform generic forms of the original (Lipari and Szabo,

1982a,b) and extended (Clore et al., 1990b) model-free spectral density functions

were derived. The structure of the generic spectral density functions is independent

of the diffusion tensor.

Kay’s paradigm of using an initial estimate of the diffusion tensor (Kay et al.,

1989) has been used in almost all model-free analyses presented in the literature.

There are, however, a number of problems associated with the approach. If the

macromolecule experiences significant internal motions then the rigidity assump-

tion, key for using T1/T2 ratio to estimate the tensor, is violated. If a rigid core

exists then a large number of techniques exists for determining which residues to

exclude from the initial estimate. Yet if all residues are mobile the result is that

the global correlation time is underestimated and subsequent model-free analysis

will tend to hide the slower internal motions (Korzhnev et al., 1997). To avoid the

numerous problems associated with the initial diffusion tensor estimate this chap-

ter presents a new model-free optimisation protocol which completely reverses the

logic of Kay’s paradigm. Rather than starting with the diffusion tensor the protocol

begins by optimising the model-free models free of any global diffusion parameters.

This is done by constructing the global model MI in which each residue has a local

τm parameter. Model-free models tm0 to tm9 are optimised and the best model se-

lected. In the next step of the protocol the local τm parameter is removed from the

models, the model-free parameters are held fixed, and the spherical diffusion tensor

(global model MII), prolate spheroid (MIII), oblate spheroid (MIV), and ellipsoid

(MV) parameters are optimised. Iterative steps of optimisation of models m0 to

m9 with the diffusion parameters fixed, model elimination, AIC model selection,

and then optimisation of all residues are performed until convergence. By using
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the cytochrome c2 relaxation data (Blackledge et al., 1998; Cordier et al., 1998),

the synthetic data from Schurr et al. (1994), and the bacteriorhodopsin fragment

(1-36)BR data (Orekhov et al., 1999a) the new protocol is shown to avoid all of the

problems associated with model-free analysis. These include artificial nanosecond

motions (Schurr et al., 1994), artificial chemical exchange (Tjandra et al., 1996), two

minima of spheroidal parameter space, and violation of the rigidity assumption and

hiding of nanosecond motions.

In using AIC model selection to choose between the model-free models as well

as the diffusion tensors (Chapter 2); implementing model elimination to remove

failed models (Chapter 3); employing Newton optimisation (Chapter 4) together

with the backtracking line search (Nocedal and Wright, 1999) and Gill, Murray,

Wright Hessian modification (Gill et al., 1981) and constraining the parameters

with the Augmented Lagrangian algorithm (Nocedal and Wright, 1999); minimising

the numerically stabilised model-free equations (Chapter 4); applying the simplified

Brownian rotational correlation functions; and utilising the new model-free optimi-

sation protocol to find the universal solution Û (Chapter 5), a significantly improved

and refined picture of the dynamics of a macromolecule can be obtained. All these

methodologies are implemented within the program relax described in the next chap-

ter.
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The program relax

7.1 Introduction

7.1.1 Model-free analysis

Model-free theory

NMR is a powerful tool for probing the fast internal motions of macromolecules

on the picosecond to nanosecond timescales. By collecting NMR relaxation data,

specifically the R1 and R2 relaxation rates together with the steady-state NOE, infor-

mation about the motions of individual residues within the protein can be gathered.

Interpreting these raw numbers by themselves to create a cohesive dynamic descrip-

tion of the molecule is difficult. Therefore a number of theories exist to interpret

these data. The most commonly used tool is model-free analysis (Lipari and Szabo,

1982a,b; Clore et al., 1990b).

The Model-free models

The original model-free theory of Lipari and Szabo (1982a,b) consists of decoupling

the autocorrelation function of the internal motions of the heteronuclear bond vec-

tor CI(τ) from the overall Brownian rotational diffusion of the macromolecule CO(τ)

through the equation C(τ) = CO(τ) ·CI(τ). The internal correlation function of the

XH bond vector is described as an exponential decay plateauing to the value of the

square of the generalised order parameter S2. This parameter, which will be referred

to as the order parameter, is a measure of the amplitude of the motions. Another

parameter in the model-free equations is the effective correlation time τe. Despite

being dependent on the amplitude of the internal motion τe is an approximate indi-

227
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cator of the timescale of the motion. Model-free theory was extended by Clore et al.

(1990b) to include internal motions on two timescales. The faster of the motions is

described by the parameters S2
f and τf , the slower by S2

s and τs.

By parametric restriction a large number of model-free mathematical models can

be constructed. An extensive set of models labelled from m0 to m9 was constructed

in (1.26.0–1.26.9 on page 11). These ten model-free models can be extended by ma-

nipulation of the global diffusion of the molecule. By assuming each residue tumbles

independently the overall rotational diffusion of each residue can be described by

a separate correlation time, the local τm. The addition of this parameter creates

a new set of model-free models which were labelled tm0 to tm9 and described in

(1.27.0–1.27.9 on page 12).

NMR relaxation is influenced not by the correlation function C(τ) of the motions

of the XH bond but by the power spectral density function J(ω), a quantity which

is related to the correlation function via Fourier transform. Generic, numerically

stabilised forms of both the original and extended model-free spectral density func-

tions which are independent of the model of the Brownian rotational diffusion of the

molecule are presented in (6.95) and (6.96) on page 202.

Brownian rotational diffusion

Depending on both the physical shape and the internal dynamics of the macro-

molecule, the Brownian rotational diffusion can be described by a number of differ-

ent models. The simplest type of rotation is isotropic diffusion whereby the molecule

tumbles as a sphere. The overall correlation function of this motion is presented in

(6.85) on page 198 and results from a diffusion tensor with three identical eigenval-

ues. The parameters of this model are simply {Diso}, where Diso is the isotropic

component of the diffusion tensor which is related to the global correlation time by

the formula 1/τm = 6Diso Bloembergen et al. (1948). When two of the eigenvalues

are equal the molecule diffuses as a spheroid. The spheroidal correlation function

is given in (6.78), (6.79a) to (6.79c), and (6.81a) to (6.81c). The anisotropy of the

diffusion tensor can be described by the parameter Da which when positive describes

a prolate spheroid, yet when negative describes an oblate spheroid. The parameters

of this model are {Diso, Da, θ, φ}, where the first two parameters belong to the geo-

metric set G and last two parameters, which are the spherical angles describing the

orientation of the unique axis of the tensor, belong to the orientational set O. The

model of highest complexity is the ellipsoid, a rhombic rotational diffusion described



7.1. INTRODUCTION 229

by a diffusion tensor with three different eigenvalues. The ellipsoidal correlation

function is described in (6.50), (6.52a) to (6.52e), (6.53), (6.67), (6.68a) to (6.68e),

and (6.70). The parameters of the ellipsoid are {Diso, Da, Dr, α, β, γ} where Dr is

a measure of the rhombicity of the tensor and the Euler angles O = {α, β, γ} define

the orientation of the tensor using the standard z-y-z convention.

7.1.2 Current model-free software

Model-free analysis involves mathematical modelling of the relaxation data and as

such optimisation is required to find the values of the model-free parameters. This

is accomplished by minimising the chi-squared equation (4.4) on page 96. A number

of computer programs have been written which optimise the resultant chi-squared

value to find both the parameters of the model-free models and those of the diffusion

tensor. The two programs most extensively used in the literature are Modelfree

(Palmer et al., 1991; Mandel et al., 1995) and Dasha (Orekhov et al., 1995a). Less

widely used are the software packages DYNAMICS (Fushman et al., 1997) and

Tensor2 (Blackledge et al., 1998; Cordier et al., 1998; Dosset et al., 2000; Tsan

et al., 2000).

7.1.3 The program relax

General features

The program relax is a new software package which is designed for the analysis of

NMR relaxation data. The program is open source, being licenced under the GNU

General Public Licence, and can be freely downloaded from http://nmr-relax.com.

The advantages of relax include a high precision of optimisation (Chapter 4); an

advanced and efficient constraint algorithm (Chapter 4); the ability to avoid the

Levenberg-Marquardt minimisation algorithm which tends to be problematic for

model-free analysis (Chapter 4); built-in support for both model elimination (Chap-

ter 3) and model selection (Chapter 2); support for all types of rotational diffu-

sion tensor (Chapter 6); the use of the numerically stabilised model-free spectral

density functions (Chapters 4 and 6); simplified diffusion equations (Chapter 6);

documented collapse of the diffusion tensor symmetries (Chapter 6); and an ad-

vanced flexibility enabling the program to be used in many non-standard ways. The

results or any data within relax can be visualised using a number of programs includ-

ing Grace (http://plasma-gate.weizmann.ac.il/Grace), previously known as ACE/gr
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or Xmgr, to plot two-dimensional data sets; OpenDX (http://www.opendx.org)

to visualise three-dimensional maps of any three parameter space; and MOLMOL

(http://www.mol.biol.ethz.ch/wuthrich/software/molmol) to overlay one-dimensional,

residue specific data onto a structure Koradi et al. (1996). relax can also cre-

ate the input files for both Modelfree (http://cpmcnet.columbia.edu/dept/gsas/bio-

chem/labs/palmer) and Dasha (http://www.nmr.ru/dasha.html), execute both pro-

grams in-line, and then read their output. This means that both programs can be

used as optimisation engines replacing the minimisation algorithms built into relax.

Not only are all aspects of model-free analysis implemented in relax but a number

of other data analysis techniques involving NMR relaxation data are also supported.

These include the calculation of the steady-state NOE and its error, exponential

curve-fitting to determine the R1 and R2 relaxation rates through optimisation and

error propagation through Monte Carlo (MC) simulation, and reduced spectral den-

sity mapping (Lefevre et al., 1996) using MC simulation to translate the uncertain-

ties. The internal structure of relax has been written with a modular design allowing

other forms of relaxation data analysis, which can easily be added to the program,

to take advantage of all the independent data analysis tools.

The interface

The primary interface of relax is the prompt. Rather than reinventing a new envi-

ronment relax’s interface is the Python prompt (http://www.python.org) which has

been specifically tailored for the program. While non-essential for normal use this

bestows the full power of a proven programming language on the user. For standard

data analysis a large number of specially tailored functions called ‘user functions’

have been implemented. An alphabetical listing of all accessible user functions to-

gether with full descriptions is presented at the end of the relax manual. These are

accessible from the relax prompt by simply typing the name of the function, for

example help().

Within the prompt a few special objects exist which are not actually functions.

For execution these objects do not require brackets at their end, an example is when

typing exit. Another special object is that of the function class which is simply

a container holding a number of user functions. These functions can be accessed

by typing the name of the class followed by the name of the user function and

separating the two by a dot. An example is the user function for reading relaxation

data out of a file and loading it into relax – the function is named read(), the class is
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relax data. Therefore the function can be executed by typing relax data.read()

and its documentation accessed by typing help(relax data.read).

Two features of the prompt improve the usability of the program. First is the

help system – typing help(function) produces a description of how to use that

function. Second is tab completion which can be used not only for completing the

long function names but also as a tool for listing all available user functions. The

behaviour of the tab completion is very similar to that of the bash prompt.

Scripting

Compared with the prompt, the scripting abilities of relax provides a more powerful

and flexible framework for controlling the program. By transferring the commands

typed at the prompt into a simple text file and then passing that file to relax, repet-

itive operations can be reduced and the intricacies of the analysis are permanently

archived for later reference. All the features available within the prompt environ-

ment are accessible to the script. The text file will be executed as an arbitrary piece

of Python code and therefore advanced programming can be used to automate data

analysis. A number of sample scripts are provided with the program to demonstrate

how to implement various aspects of relaxation data analysis.

Runs

Within relax the majority of operations are assigned to a special construct called a

‘run’. For example to load relaxation data into the program it must be committed

to a pre-created run. Within one instance of relax, multiple runs can be created

and various operations performed in sequence on these runs. This is useful for tech-

niques such as model selection where the function model selection() can process

a number of runs corresponding to different mathematical models and then assign

the results to a newly created run. The flow of data through relax can be thought

of as travelling through pipes where each pipe is synonymous with a run. User func-

tions exist to transfer data between these pipes. Other functions combine data from

multiple pipes into one or vice versa. The simplest invocation of relax would be the

creation of a single run where the data is processed as it passes through this pipe.

Model-free optimisation

Setting up relax for model-free analysis requires a number of steps. Initially a

run for the model-free model to be optimised must be created using the user func-
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tion run.create(). Then the nucleus type, usually nitrogen or carbon, must be

selected using nuclei() and the amino acid sequence either loaded into relax or

generated (sequence.read(), pdb(), or sequence.add()). The order of the next

steps is inconsequential. The relaxation data needs to be loaded via the function

relax data.read(), the CSA value and bond length set with value.set(), and the

model-free model specified by either model free.select model() or model free-

.create model().

Optimisation requires an initial starting point from which the algorithm will then

head towards the minimum. In relax this position can come either from setting spe-

cific parameter values using value.set() or from executing a grid search through

the user function grid search(). By executing minimise() all of the optimisation

algorithms described in Chapter 4 – the line search, trust region, and conjugate

gradient methods as well as the simplex and Levenberg-Marquardt algorithms – can

be chosen to optimise the model-free parameters. As it was found to be ideal for

model-free optimisation the Augmented Lagrangian algorithm, also known as the

Method of Multipliers, is used by default in combination with the selected minimi-

sation technique to constrain the parameters (Chapter 4). Diagonal scaling is also

turned on by default to improve the poorly scaled model-free problem. It is essen-

tial for certain optimisation algorithms and for avoiding optimisation failure due to

round-off error caused by machine precision (see Section 4.2.2 on page 109).

Model-free model elimination

Once all of the model-free models have been optimised those which have failed

need to be removed. Model failure is either due to noise destroying the true local

minimum or as a compensation for a missing Rex parameter (see Chapter 3). The

result is that optimisation follows a shallow but broad valley commencing close to the

true parameter values and heading towards infinite correlation times. These models

can be identified either by the internal correlation times (τe, τf , τs) or the local τm

parameter shooting to infinity. The user function eliminate() implements the tests

proposed in Chapter 3 thereby removing the failed models from the analysis.

Model-free model selection

One of the problems associated with the optimisation of a large number of model-free

models is deciding which of modelsm0 tom9 should be used to describe the dynamics

of the XH bond vector. Traditionally the choice of which model will represent the
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residue has been based on hypothesis testing ANOVA statistics, specifically χ2 and

F-tests (Mandel et al., 1995). This approach is fraught with danger. The order

in which tests are executed significantly influences which models will be selected;

the choice of step-up, step-down, or step-wise methods can heavily bias the results

by selecting over or under-fitted models; and most importantly F-tests require that

the models be nested which, for the model-free models, is often not the case (see

Chapter 2). In implementing ANOVA statistics for model selection the user is able

to bias the final results in any direction by choosing from a myriad of possible

combinations of statistical tests.

By executing the user function model selection() all of the advanced model

selection techniques investigated in Chapter 2 are available. This includes Akaike’s

Information Criteria or AIC (Akaike, 1973), the small sample size corrected AIC

or AICc (Hurvich and Tsai, 1989), the Bayesian or Schwarz Information Criteria

or BIC (Schwarz, 1978), bootstrap model selection (Linhart and Zucchini, 1986),

and single-item-out cross-validation (ibid.). The ANOVA approach of Mandel et al.

(1995) is also available but is not recommended. For model-free analysis the most

parsimonious model selection technique which best approaches Occam’s razor is AIC

(Chapter 2) however BIC also works well (Chapter 2) and (Chen et al., 2004).

Error analysis

Error analysis involves the propagation of experimental errors from the relaxation

data to the parameters of the model using non-linear optimisation. The most pre-

cise methodology for estimating the parameter errors is Monte Carlo (MC) simu-

lation, a technique which performs robustly in all situations. The function class

monte carlo provides a number of user functions which implement the steps of

Monte Carlo simulation. Firstly, the number of MC simulations n is specified

by the function monte carlo.setup(). Then the relaxation data for each sim-

ulation is back calculated from the minimised model parameters by the function

monte carlo.create data(). This function also randomises the back calculated

relaxation data for each simulation using Gaussian noise with a variance equal

to the square of the original measured relaxation errors. The initial position for

optimisation is then set to the values of the minimised model parameters using

monte carlo.initial values(). Each MC simulation is minimised using exactly

the same algorithms as was used for the original optimisation through the minim-

ise() user function. As each simulation is prone to model failure (Chapter 3),
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failed simulations should be removed using the eliminate() user function. Fi-

nally, the error associated with each parameter is calculated as the standard devia-

tion of the distribution of that parameter across all simulations using the function

monte carlo.error analysis().

7.1.4 The core design of relax

To enable flexibility the internal structure of relax is modular. By construction the

large collection of independent data analysis tools can be used individually and rel-

atively easily by any new code implementing other forms of relaxation data analysis

or even by other programs. The core modular design of the program is shown in

Figure 7.1.

The divisions of relax’s source code

relax’s source code can be divided into five major areas: the initialisation code, the

user interface (UI) code, the functional code, the number crunching code, and the

code storing the program state. The initialisation code starts the program, processes

the command-line arguments, and determines what mode the program will be run

in including the choice of the UI. Currently the prompt and the script are the only

user interfaces into relax. There are other program modes which are not part of a

user interface. These include the test mode in which the program instantly exits and

threading mode which is spawned by a parent process and waits for commands. In

the future a graphical user interface (GUI), a web based interface, or any other type

of interface may be added. The functional code is the main part of the program and

includes anything which does not fit into the other sections and comprises the generic

code, the specific code, and the specific setup code used as an interface between the

two. The computationally expensive code belongs in the number crunching section.

The state of the program is contained within the data structure self.relax.data

which is accessible from all parts of the program. It should only be read by the

generic, specific, and number crunching code. Only the generic and specific code

should change its contents.

The major components of relax

Each of the boxes in Figure 7.1 represents a different grouping of code.
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Figure 7.1: The core design of relax.



236 CHAPTER 7. THE PROGRAM RELAX

relax: The top level module. This initialises the entire program, tests the depen-

dencies, places the custom errors into the module builtin , and prints the

program’s introduction message.

Command line arguments: This code processes the arguments supplied to the

program and decides whether to print the help message, initialise the prompt,

execute a script, initialise a different UI, run the program in test mode, or run

the program as a slave thread.

Prompt: The main user interface consisting of a Python prompt. The namespace of

the interpreter contains the various user functions which are front ends to the

generic code. The user functions are simply Python functions which test the

supplied arguments to make sure they are of the correct type (string, integer,

list, or any other type) before sending the values to the generic code. The code

for the prompt is located in the directory prompt/.

Script: If a script is supplied on the command line or executed within another user

interface it will be run in the same namespace as that of the prompt. Hence

the script has access to all the user functions available at the relax prompt.

This allows commands which are typed at the prompt to be pasted directly

and unmodified into a text file to be run as a script.

GUI: The graphical user interface. The GUI should be relatively easy to tie into

relax. The design is such that the GUI can be dropped straight into relax

without effecting the normal prompt and script based operation of the pro-

gram.

Other interfaces: Any number of interfaces for example other GUIs, an ncurses

interface, a web based interface, or an MPI interface could be added to relax

without modification of the current sources.

Generic code: This code includes classes and functions which are independent of

the UI and not specific to a certain run type, for example not being involved

in model-free analysis, relaxation curve-fitting, the NOE calculation, and re-

duced spectral density mapping. All this code is located in the directory

generic fns/.

Specific setup: This code implements the internal interface between the generic

and specific code. The generic code calls the specific setup asking for a specific
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function for the given run type. For example by asking for the minimise func-

tion when the run type is model-free analysis the function self.relax.spec-

ific.model free.minimise() is returned. Although the generic code ac-

cesses the specific code solely through this interface the specific code can access

the generic code directly. The code is located in the file specific fns/speci-

fic setup.py.

Specific code: This is the code which is specific to the run type – model-free

analysis, relaxation curve-fitting, reduced spectral density mapping, and the

NOE calculation. Each type is located in a separate file in the directory

specific fns/.

Mathematical functions: This is reserved for CPU intensive code involved in

calculations. The code may be written in Python however C code can be used

to significantly increase the speed of the calculations. For optimisation the code

can include function evaluations, calculation of gradients, and calculation of

Hessians. These functions are located in the directory maths fns/.

Data: The program state stored in the class self.relax.data. This class contains

all the program data and is accessed by the generic and specific code. The

structure is initialised by the file data.py and the data is modified solely by

the generic and specific code.

7.2 Methods

To demonstrate the utility of the program relax the NMR relaxation data of the

Olfactory Marker Protein (OMP) from the original analysis of Gitti et al. (2005) was

reanalysed. The R1, R2, and NOE values at both 600 MHz and 800 MHz were taken

from the supporting information. To mirror the original analysis values of -160 ppm

and 1.02 Å were used for the CSA and amide NH bond length respectively. As

the new model-free optimisation protocol for the dual optimisation of the diffusion

tensor and model-free models was utilised (see Section 6.2.5 on page 203), no initial

estimate of the diffusion tensor was necessary.

When the Brownian rotational diffusion tensor of the entire molecule is aniso-

tropic, as is the case with the prolate spheroid, oblate spheroid, and the ellipsoid,

the orientation of the XH bond vector significantly influences the optimisation of

the model-free models. Inconsistencies are manifested as either the appearance of
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artificial nanosecond timescale motions (Schurr et al., 1994) or artificial chemical

exchange (Tjandra et al., 1996). Under-fitting through the use of an over simplistic

diffusion tensor is the major cause of these problems (Schurr et al., 1994; Tjandra

et al., 1996; Mandel et al., 1996; Luginbühl et al., 1997; Gagné et al., 1998). However

as discussed in Chapter 5 and demonstrated in Chapter 6 the quality of the structure

used in the analysis may also be correlated with the accuracy of the final model-free

results. At the time of writing the high precision NMR structures which were refined

using residual dipolar couplings (Wright et al., 2005) and used in (Gitti et al., 2005)

were not available from the PDB. Therefore the reanalysis of the relaxation data was

carried out against the first model of the original NMR structure 1JYT of Baldisseri

et al. (2002) as well as the 2.3 Å resolution X-ray crystallographic structure 1F35 of

Smith et al. (2002).

All optimisations of the model-free parameters, the diffusion parameters, or both

sets simultaneously utilised the Newton line search algorithm combined with the

backtracking step length selection technique (Nocedal and Wright, 1999) and the

GMW Hessian modification (Gill et al., 1981). The iterative Augmented Lagrangian

algorithm was used to constrain the parameter values (Nocedal and Wright, 1999).

The performance of these techniques within model-free analysis was investigated

in Chapter 4. Model selection between the model-free models and the diffusion

models (see Chapter 2) employed Akaike’s Information Criterion or AIC (Akaike,

1973; d’Auvergne and Gooley, 2003). As six relaxation data sets were collected for

the dynamic analysis of OMP the results of model selection using either AIC or BIC

should be very similar as the natural logarithm of n, the number of data sets, is

equal to about 1.8. Hence models selected using either the formulae AIC = χ2 +2k

or BIC = χ2 + 1.8k (ibid.) should produce almost the same results.

7.3 Results and Discussion

7.3.1 Reanalysis of the OMP relaxation data

The new model-free optimisation protocol

In Chapter 6 a new model-free optimisation protocol is presented for solving the

model-free dynamics of the entire protein system. Rather than following Kay’s

paradigm (Kay et al., 1989) wherein the problem is tackled by initially estimating

the diffusion tensor (Chapter 5) the new protocol approaches the problem from the
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opposite direction by first optimising and selecting between the model-free models

and finally optimising the diffusion tensor. The entire protocol has been written

into a single self contained relax script called full analysis.py which is packaged

with the program. The new protocol utilises five categories of global model S. Each

model S is, by construction, the union of the set of diffusion tensor parameters D

and the union of all specific model-free parameter sets Fi where i is the residue index

(Equation (5.10) on page 168). The number of spaces or universes S is immense

being equal to the cardinality |K| = l · m · n, where K is the ensemble of all S, l

is the number of residues used in the analysis, m is the total number of model-free

models, and n is the total number of diffusion models.

Global model MI - local τm

The first category of global models S to be optimised, MI, is where each residue

is assumed to experience independent Brownian rotational diffusion. Rather than

using a diffusion tensor which influences all of the macromolecule, each residue is

described by its own global correlation time – the local τm parameter. In model MI

model-free models tm0 to tm9 (1.27.0–1.27.9 on page 12) are optimised and then

the best model is chosen by AIC model selection. These two steps are implemented

by changing a variable at the start of the full analysis.py script to ‘local tm’

and running it once.

The local τm values of model MI are shown in Figure 7.2, a Grace plot created

through the grace.write() user function. The trend of the values is similar to

the R2/R1 ratio plot in Figure 2 of Gitti et al. (2005). Interestingly, the number

of residues experiencing chemical exchange in this model is significantly lower than

what was reported (ibid.). The chemical exchange is restricted to residues {26,

38, 44, 45, 46, 140} with values of {2.8±1.7, 6.6±0.7, 4.1±2.1, 1.4±0.9, 3.4±1.9,

3.4±1.4} respectively. The majority of the chemical exchange originally reported

for residues 20 to 35 (helix α1) is not present and the entirety of the Rex values

across residues 84 to 99 (Ω-loop 3) and residues 145 to 152 (β-hairpin loop 4) is

absent. Overlapping with this absence is an elevation of the local τm parameter in

the three distinct yet spatially proximal regions of residues 19 to 50 (helix α1 and

loop 1), 83 to 99, and 145 to 155.
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Figure 7.2: The OMP local τm parameter values of global model MI after optimisation

and AIC model selection. MI is the model whereby each residue of the protein is assumed

to tumble independently and hence each residue is described by its own global correlation

time, local τm. The Grace plot was created by relax.
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Iterative optimisation of global models MII to MV – finding the universal

solution Û

The next step of the new model-free protocol is to separately optimise the diffusion

tensor parameters of the sphere (model MII), the prolate spheroid (model MIII), the

oblate spheroid (model MIV), or ellipsoid (model MV) by first removing the local

τm parameters from MI then optimising the tensor while holding the model-free

parameters constant. This is done by running the full analysis.py script after

changing the global model variable to choose between MII to MV.

The initial optimisation is insufficient for finding the solution within the univer-

sal set U, the union of all spaces S. The optimal solution within the universal set

has been labelled the universal solution Û. It was formulated in (5.7) on page 165 as

the parameters θ̂ of the model S which minimises the Kullback-Leibler discrepancy

∆K-L (Kullback and Leibler, 1951). This is subject to θ̂ being the parameter vector

which minimises the chi-squared value. One reason that Û is not initially found may

be because the single exponential decay of the overall correlation function CO(τ)

associated with the local τm parameter is an approximation of the sum of the three

or five exponential components of the spheroid or ellipsoid tensors respectively. Nev-

ertheless according to Table 6.2 on page 217 the approximation is quite accurate.

Another reason may be because the number of parameters in MI is greater than the

other global models (MII to MV). Due to the variance introduced by over-fitting,

larger quantities of experimental noise will be reflected in the final parameters (see

Chapter 2). This variance will influence the parameters of the initial diffusion tensor.

To slide from this initial position to that of the universal solution, multiple

iterations of model-free optimisation, model elimination, model selection, and final

optimisation of the diffusion tensor together with the model-free parameters are

necessary to solve this intertwined optimisation and model selection problem. Each

iteration is achieved by running the full analysis.py script once. Convergence –

defined as the models, parameters, and chi-squared value being identical between

two successive iterations – is used to terminate the procedure.

The results of the iterative procedure applied to OMP are presented in Fig-

ures 7.3 and 7.4. These correspond to the use of the NMR structure 1JYT and the

X-ray structure 1F35 respectively. Each point in the figures prior to convergence

corresponds to the optimal parameters θ̂ located at the global minimum of a different

space S. For the OMP relaxation data up to ten iterations were required for con-

vergence. Surprisingly, when sliding between different universes S en route to con-
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Figure 7.3: Global statistics and parameters for the iterative optimisation of the OMP

global models MII (sphere), MIII (prolate spheroid), MIV (oblate spheroid), and MV

(ellipsoid) using the new model-free optimisation protocol. For the optimisation of the

diffusion tensor the orientation of the backbone NH bond vectors were taken from the

original NMR structure 1JYT. Each glyph in the plots corresponds to one iteration of the

new protocol and consists of the optimisation of the model-free parameters of models m0 to

m9, model elimination, AIC model selection, and finally the optimisation of the diffusion

tensor simultaneously with all model-free parameters. In the plot of the Da parameter

absolute values have been presented hence for the oblate tensor the values are the negative

of those shown.
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Figure 7.4: Global statistics and parameters for the iterative optimisation of the OMP

global models MII (sphere), MIII (prolate spheroid), MIV (oblate spheroid), and MV

(ellipsoid) using the new model-free optimisation protocol. For the optimisation of the

diffusion tensor the orientation of the backbone NH bond vectors were taken from the X-

ray crystallographic structure 1F35. Each glyph in the plots corresponds to one iteration of

the new protocol and consists of the optimisation of the model-free parameters of models

m0 to m9, model elimination, AIC model selection, and finally the optimisation of the

diffusion tensor simultaneously with all model-free parameters. In the plot of the Da

parameter, absolute values have been presented. Hence for the oblate tensor the values

are the negative of those shown.
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Table 7.1: Summary of the new model-free optimisation protocol for the OMP NMR

structure 1JYT.

Global model Parameter number χ2(θ̂) AIC

MI (local τm) 379 191.711 949.711

MII (sphere) 305 269.722 879.722

MIII (prolate spheroid) 300 252.652 852.652

MIV (oblate spheroid) 304 261.191 869.191

MV (ellipsoid) 301 247.873 849.873

vergence the chi-squared value actually increases. For different macromolecules this

is not always the case – during the optimisation of the bacteriorhodopsin (1-36)BR

fragment (Orekhov et al., 1999a) the chi-squared value decreased (see Section 6.4.4

on page 222). This apparent inconsistency can simply be explained through the

formulation of the universal solution in (5.7) on page 165. Although each itera-

tion minimises the chi-squared value, by contrast the overall iterative procedure

minimises ∆K-L. The AIC plot in the bottom left of Figure 7.4 demonstrates the

decrease of the discrepancy across iterations. This is because the new model-free

optimisation protocol uses Akaike’s Information Criterion as an estimate of ∆K-L.

Since for model-free analysis AIC = χ2 + 2k (see Chapter 2) the increase in the

chi-squared values of OMP is offset by a large decrease in the number of model

parameters k.

Once convergence of all models MI to MV has been attained the universal solution

Û is judged as the model S with the lowest AIC value. The last step of the new

model-free optimisation protocol is error analysis of the final model through Monte

Carlo simulations.

In total all calculations using the OMP relaxation data required less than one

week of computation on a dual processor, dual core Intel Xeon 2.8 GHz machine

using the program relax.

The OMP diffusion tensor – comparison of the NMR and X-ray structures

Two structures were available from the Protein Data Bank (PDB) for the reanalysis

of the OMP relaxation data. The optimisation and model statistics post-convergence
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Table 7.2: Summary of the new model-free optimisation protocol for the OMP X-ray

crystallographic structure 1F35.

Global model Parameter number χ2(θ̂) AIC

MI (local τm) 379 191.711 949.711

MII (sphere) 305 269.722 879.722

MIII (prolate spheroid) 294 252.819 840.819

MIV (oblate spheroid) 303 258.903 864.903

MV (ellipsoid) 300 241.318 841.318

of the first model of the NMR structure 1JYT are presented in Table 7.1 whereas

the global model statistics of the higher quality X-ray crystallographic structure

1F35 are shown in Table 7.2. The results using the NMR structure suggest that

the molecule diffuses as an ellipsoid whereas the X-ray structure leans towards the

prolate spheroid. When using the X-ray structure, in global model MV the rhombic

component of the ellipsoid tensor is insignificant (Dr = 0.064). Hence for the X-ray

structure the ellipsoid and prolate spheroid tensors are essentially the same.

When the NMR and X-ray structures are directly compared through the AIC

values of their optimal global models, the structural information is included in the

mathematical model together with the diffusion tensor and model-free parameters

of all residues. As such the discrepancy ∆K-L as reflected through the AIC values

deems the diffusion tensor of the X-ray structure to be a better description of the

NMR relaxation data. The significance of this result is that the OMP relaxation

data of Gitti et al. (2005) implies that the backbone NH bond orientations of the

X-ray structure 1F35 are more accurate than those of the first model of the NMR

structure 1JYT. The diffusion tensor of the universal solution, the prolate spheroid

using the 1F35 structure, together with the results of 200 Monte Carlo simulations

are presented in Figure 7.5.

In Gitti et al. (2005), where the precise RDC refined NMR structures were used,

the molecule was concluded to diffuse as a prolate spheroid. The shape of this tensor

differs significantly from the prolate spheroid selected in the reanalysis as the original

geometric parameters are θ̂G = {τm = 8.93 ns, Da = 3.5e7 s−1} whereas those of the

reanalysis are θ̂G = {τm = 9.09 ns, Da = 7.13e7 s−1}. If the geometric parameter
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Figure 7.5: The Brownian rotational diffusion tensor of OMP as determined by the

new model-free optimisation protocol. The tensor is the prolate spheroid using the 1F35

X-ray structure. Blue lines correspond to the D‖ axes of 200 Monte Carlo simulations.

The tensor geometric object is positioned at the centre of mass and scaled such that the

rotational diffusion rate per Angstrom is 5.56e5 s−1Å−1. The diffusion tensor object was

created as a PDB file by relax and displayed through PyMOL (DeLano, 2002).

Dratio is compared rather than the anisotropy, the original and new values are 1.2

and 1.45 respectively. The reason for the greater anisotropy in the reanalysis is

explained below.

Creation of a hybrid model

In model MI, four regions of the protein were identified from Figure 7.2 as hav-

ing elevated local τm values – helix α1, loop 1, Ω-loop 3, and β-hairpin loop 4.

Significantly these regions of model MI do not demonstrate the extensive chemical

exchange contributions present in the original results. Therefore to entertain the

possibilities that either these regions experience a slower correlation time than the

core of the protein or that the orientations of their backbone NH bond vectors are

inaccurate, a hybrid model was constructed whereby the core of the protein was

treated separately from the four structural elements. Residues 19 to 50, 83 to 99,
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and 145 to 155 were excluded and the new model-free optimisation protocol reap-

plied to the protein core using the X-ray structure. The universal solution using this

subset of residues was again a prolate spheroid. The diffusion tensor geometry, θ̂G

= {τm = 8.95 ns, Da = 3.4e7 s−1}, is very similar to that of the original results due

to both analyses utilising similar core residues of the β clam fold and helix α2.

In the three loops and helix α1 each residue was assumed to tumble indepen-

dently, each having its own local τm parameter, hence global model MI was used.

Subsequently two runs were loaded into relax: one being the universal solution

for the core of the protein whereby the loops have been excluded, the other being

model MI applied solely to the loops. These were then hybridised or fused into a

new run through the run.hybridise() user function. As the number of residues

and relaxation data sets were identical between the hybrid model and the solution

found when the protein is treated as a single unit, AIC model selection is able to

choose between the two. For the hybrid the optimisation and model statistics were

k = 310, χ2 = 227.4, and AIC = 847.4. In comparison the prolate spheroid statis-

tics from Table 7.2 were k = 294, χ2 = 252.8, and AIC = 840.8. Hence, despite

the chi-squared value of the hybrid being significantly lower than that of the prolate

spheroid the hybrid does not improve parsimony. Although hybridisation does not

enhance the description of the OMP dynamics, within other systems (for instance

multi-domain proteins) treating various components of the system separately and

then hybridising each individual component may significantly improve the dynamic

description.

7.3.2 OMP dynamics

The internal model-free motions

The solution to the model-free problem, as defined in Equation (5.7) on page 165, is

judged to be the model with the lowest global AIC value in Tables 7.1 and 7.2 – the

prolate spheroid optimised using XH bond orientations from the 1F35 X-ray struc-

ture. The final model-free results from this global diffusion model are presented in

Table A on page 333. For comparison with the original results of Gitti et al. (2005)

both sets of parameter values are plotted in Figure 7.6 and superimposed onto the

OMP X-ray structure in Figures 7.7 and 7.9. All figures were created using relax

in conjunction with either Grace or Molmol. The use of high precision optimisation

(Chapter 4), model-free model elimination (Chapter 3), AIC model selection (Chap-

ter 2), and the new model-free optimisation protocol (Section 6.2.5 on page 203) to
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Figure 7.6: OMP internal dynamics comparison between the original analysis (grey

circles) and the reanalysis using the new model-free optimisation protocol and the program

relax (black circles). The model-free parameters compared include (a) the generalised

order parameter S2, (b) all effective correlations times τe, τf , and τs, and (c) the chemical

exchange parameter Rex. These Grace plots were created by relax.
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find the universal solution not only improves the characterisation of the Brownian

rotational diffusion of the protein but the application of these advanced methodolo-

gies significantly changes the model-free description of the dynamics of the molecule.

The large differences in Lipari-Szabo order parameters, effective correlation times,

and the Rex parameter are clearly demonstrated in the three figures.

Amplitudes of the internal motions

In Figure 7.6a, a number of discrepancies between the original S2 values and the

reanalysis exist across the protein. To visualise and rationalise these trends in three

dimensions the original and new order parameters have respectively been mapped

onto the OMP X-ray structure in Figures 7.7b and 7.7c. The greatest anomaly,

which will be discussed below, occurs within residues 20–34 of the helix α1. In

addition both the N-terminus and residues 39–41 of loop 1 are more mobile in the

reanalysis whereas the β-hairpin loop 4 is more restricted. Although not statistically

significant on a per residue basis, systematic increases or decreases in mobility of

distinct secondary structural elements has occurred. For instance all residues of

helix α2 are slightly more mobile in the reanalysis. The validity of the new order

parameters are strongly supported by the NMR relaxation data – many of the trends

present in the R1, R2, and NOE values shown in Figure 2 of Gitti et al. (2005) are

combined and reflected in the new amplitudes of motion.

Rigidity of helix α1

The most striking difference between the new and the old analysis, as illustrated by

Figures 7.6 and 7.7, is the rigidity of the helix α1. In the original analysis (ibid.) helix

α1 was one of the most mobile regions of the protein yet in the new analysis the helix

is the most rigid secondary structure element in the protein. This rigidity is strongly

supported by the original NOE values. Not only are there significant differences in

the internal motions on the picosecond to nanosecond timescales (Figures 7.6a, 7.7b,

and 7.7c) but large quantities of chemical exchange which were present in the original

results are absent from the reanalysis (Figures 7.6c, 7.7d, and 7.7e). Although the

R2 values of α1 are elevated above the protein average and appear to support the

presence of chemical exchange the elevation is in fact caused by the geometry of the

diffusion tensor. The maximum correlation time of a vector attached to a prolate

tensor is when it is parallel to the long axis which, in the case of the reanalysis,

is approximately 10.5 ns. The local τm values of α1 are very close to this number



250 CHAPTER 7. THE PROGRAM RELAX

Figure 7.7: Illustrations of the OMP X-ray crystallographic structure (1F35) demon-

strating the differences between the results of the original model-free analysis and those

of the reanalysis. The reference orientation of the structure (a) is shown as a Molmol

ribbon diagram. The order parameters of (b) the original results verses (c) the new results

are mapped onto the structure. For residues in which the two timescale models (m5 to

m8) have been selected, the S2 values plotted are equal to S2
f · S2

s . Both the colour and

bond width reflect the amplitudes of the motion. In (d) and (e) the chemical exchange

parameter Rex is mapped onto the structure for the original and new analysis respectively.

The greater the quantity of chemical exchange, the darker and thicker the bonds. White

bonds indicate no chemical exchange whereas the bonds drawn as thin black lines repre-

sent residues for which no data was available. To accurately pinpoint the position of the

motions, backbone bonds between Cα atoms are coloured rather than the bonds of the

residue to which the NH vector belongs. The Molmol images were generated by macros

created by relax.
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(Figure 7.2). As was demonstrated in Table 6.2 on page 217 and in Tjandra et al.

(1996) underestimation of the global correlation time experienced by a bond vector

induces artificial Rex values to appear. Notably helix α1 is parallel to the major

axis of the prolate diffusion tensor (Figure 7.5) hence the halving of the anisotropy

(Da = 3.5e7 s−1 in the original, Da = 7.13e7 s−1 in the new) will result in the

underestimation of the correlation times of the α1 NH backbone bond vectors.

The reason for the underestimation of the rotational diffusion anisotropy in the

original analysis relates to the distribution of NH bond vectors used to determine

the initial diffusion tensor estimate (Figure 7.8). A number of empirical rules were

used to exclude residues from the initial tensor estimate including the low NOE rule

(Kay et al., 1989; Stone et al., 1992; Barbato et al., 1992), deviations from the R2/R1

ratio (Clore et al., 1990a; Barbato et al., 1992; Tjandra et al., 1995b), and utilising

solely residues located within distinct secondary structure elements (Habazettl et al.,

1996; Dosset et al., 2000) which for OMP include the strands of the β clam fold and

helix α2. The consequence of implementing these commonly used exclusion rules for

OMP is evident in Figures 7.8a and 7.8b – almost all residues perpendicular to the

unique axis of the diffusion tensor have been removed from the analysis. Hence there

is a paucity of information concerning the D‖ eigenvalue within the limited subset of

the relaxation data and extracting the true and full anisotropy of the tensor is not

possible. The result similar to the issue of using an isotropic diffusion tensor when

molecular tumbling is anisotropic – the appearance of artificial chemical exchange

contributions in XH bond vectors parallel to the unique axis of the diffusion tensor

(Tjandra et al., 1996).

The new model-free optimisation protocol solves this issue by using all the avail-

able relaxation data for determining the diffusion tensor. No rules are used for

excluding spin systems. As can be seen in Figures 7.8c and 7.8d the coverage of

space by the OMP amide NH bond distribution is more even and much denser. Im-

portantly a large number of vectors sample the space parallel to the unique axis of

the diffusion tensor. Hence information about all components of the diffusion tensor

are adequately contained within the full set of relaxation data. If the situation arises

whereby one axis of the diffusion tensor is inadequately sampled by the XH bond

vectors then that part of the diffusion tensor will be statistically invisible within the

analysis. However as there would be little to no XH vectors used in the model-free

analysis which point in that direction this is not an issue.
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Figure 7.8: The OMP backbone amide NH bond vector orientations employed in (a, b)

the original model-free analysis of Gitti et al. (2005) and (c, d) in the reanalysis using

the new model-free optimisation protocol. In the original analysis the diffusion tensor

was determined using residues solely within the strands of the β clam fold and helix α2

whereas in the reanalysis all residues were used. The distributions correspond surfaces

draped over artificial NH vectors with the nitrogen positioned at the centre of mass of

all selected residues and the bond length being set to 20 Å. Because of the symmetry of

spheroidal and ellipsoidal diffusion tensors the positive or negative orientation of the XH

bond has no effect on relaxation and, hence, a second artificial NH vector has been added

for each residue whereby the orientation has been reversed. The PyMOL images were

generated using relax.
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The correlation between structural quality and artificial motions

When the diffusion of the macromolecule under study is anisotropic, the accuracy

of the model-free results is dependent upon the quality of the structure underlying

the analysis. Inaccuracies in the orientation of the XH bond vectors cause the

component of the Brownian rotational diffusion which this vector experiences to be

either under or overestimated. For example in a prolate spheroid if an inexact bond

vector orientation is biased towards the unique long axis of the diffusion tensor then

the effective global correlation time which that bond experiences is overestimated.

In Table 6.2 on page 217, as the real tensor was actually a prolate spheroid yet a

spherical tensor with a similar Diso value was fit to data, the effects of both under

and overestimation of the correlation time are demonstrated.

When the vector is parallel to the major axis of the tensor (in the case of the

table ǫ = 0◦) the fitted local τm value is 9.35 ns. But as the isotropic correlation

time was fixed to 8.6 ns, vectors parallel to the long axis have their correlation times

underestimated. The result, as demonstrated by Table 6.2, is the appearance of arti-

ficial Rex contributions which form a perfect curve of increasing values commencing

where the global tumbling approximates 8.6 ns and terminating at the pole. This is

the same phenomenon as reported in Tjandra et al. (1996).

On the other hand when the vector is perpendicular to the major axis (in the

case of Table 6.2 ǫ = 90◦) the fitted local τm value is 8.17 ns. Therefore the use of an

8.6 ns correlation time overestimates the effective global tumbling of the vector. The

result shown in the table, which is a recalculation of the values in Schurr et al. (1994),

is that artificial nanosecond timescale motions appear. Again a perfect increasing

curve arises with the τs values starting at the true time of 50 ps when the global

tumbling approaches 8.6 ns and heading to 1 ns when perpendicular to the unique

axis.

For structural imperfections these artefacts appear to be reversed. When the

bond vector is biased towards the long axis the effective global correlation time

experienced is overestimated causing artificial nanosecond motions to appear. On

the other hand a bias towards the short axis leads to artificial Rex contributions.

The effects of random structural inaccuracies

For a perfectly spherical probability distribution of vectors centred at the origin, the

projection of the vectors onto the major axis of a spheroid will form a sinusoidal

probability distribution. This distribution has zero probabilities at the poles and a
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maximal probability at the equator. If the orientation of an arbitrary vector attached

to the sphere is slightly randomised with equal probability in all directions the mean

projection of many randomisations will shift towards the equator. This is because

the probability of moving towards the equator is greater than moving towards the

poles. The projectional bias, which is purely a geometric phenomenon caused by

the symmetry of the diffusion tensor, has important consequences for the model-free

analysis of non-spherical proteins.

If a spheroidal structure is taken and the bond orientations are slightly ran-

domised the projection of the vectors will be biased towards the equator. This can

have two opposing effects. If the molecule diffuses as a prolate spheroid the bias will

be away from the unique, long axis causing a mean underestimation of the effective

global correlation time and hence favour artificial Rex values over artificial nanosec-

ond motions. If the molecule diffuses as an oblate spheroid the bias will be away

from the unique, short axis of the tensor. The result will be a mean overestimation

of the effective global correlation time and therefore artificial nanosecond motions

are favoured.

The Rex values of OMP

Although loop 1, Ω-loop 3, and β-hairpin loop 4 all show significant chemical ex-

change in both Gitti et al. (2005) and the reanalysis, both of which chose the prolate

spheroid, the scarce appearance of Rex contributions in global model MI may be an

indication that the Rex values do not correspond to real chemical exchange. In

the reanalysis where the X-ray crystallographic structure 1F35 was employed the

residues in which Rex values appear (Figure 7.7e) are all located in regions which

vary significantly between the different PDB structures, as demonstrated by Fig-

ure 5 (ibid.). Because the molecule diffuses as a prolate spheroid inaccuracy in these

regions of the protein will bias the model-free analysis favouring the appearance

of artificial Rex values. As all Rex values in the OMP reanalysis could in fact be

explained by imprecise NH backbone bond orientations either reanalysis using the

RDC refined OMP structure (Wright et al., 2005) or relaxation dispersion experi-

ments could be used to prove the presence of true chemical exchange. Alternatively

the Rex contribution to the R2 relaxation rate could be eliminated prior to model-

free analysis (Farrow et al., 1995; Phan et al., 1996; Kroenke et al., 1999; Butterwick

et al., 2004).
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The internal correlation times

Another major difference between the original results and the reanalysis, as demon-

strated in Figure 7.6b, is the internal model-free correlation times. Originally only

42 correlation times were extracted whereas in the reanalysis 102 correlation times

were selected, the additional correlation times spanning from 10 ps to well into the

nanosecond range. The model-free model differences are primarily due to the more

parsimonious AIC model selection. In the original analysis the ANOVA step-up

hypothesis testing model selection which is coded into the FAST-modelfree interface

(Cole and Loria, 2003) to the Modelfree program (Palmer et al., 1991; Mandel et al.,

1995) and based on the step-up methodology of Mandel et al. (1995) was employed.

As step-up hypothesis testing under-fits the data (d’Auvergne and Gooley, 2003),

whereas step-down techniques over-fit, the result is the loss of the parameters of the

more complex models. Although less significant when compared with other param-

eters, the lost information is nevertheless still statistically significant. In the case of

model-free analysis under-fitting eliminates the effective correlation times and Rex

parameters causing a systematic bias in the dynamic picture (ibid.).

To make sense of the correlation times of Figure 7.6b, the values have been su-

perimposed onto the OMP X-ray structure in Figure 7.9. The fast internal motions

have been separated from the slower motions by using the arbitrary limit of 200 ps.

This separation allows the dynamic description to be independent of the selected

model-free model as the mobility rather than the model is more functionally impor-

tant. Large differences between the original and new analyses occur both on the fast

and slow timescales. On the fast timescale (< 200 ps) the majority of additional

correlation times are located within the rigid core of the protein (Figures 7.9b and

7.9c). These additions allow a comparison of the core with the loops of OMP –

the more restricted core motions are faster than the less restricted loop motions.

Together with the greater restriction of the β-hairpin loop 4 in the reanalysis, the

timescales of the motions can be seen to be similar to the core of the protein. On

the slow timescale (> 200 ps) all the new correlation times are located within loops

(Figures 7.9d and 7.9e). A significant patch of nanosecond motions occurs on the

β-hairpin loop 4 side of the β clam fold. However as these motions are not present in

global model MI (data not shown) and the loop positions are quite variable between

the X-ray and two NMR structures (Baldisseri et al., 2002; Smith et al., 2002; Wright

et al., 2005), these nanosecond motions may be artificial (Schurr et al., 1994). The

absence of these motions in the MI model could simply be explained by parsimony
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– to extract the nanosecond motions from the relaxation data in the presence of the

local τm parameter, over-fitting may be necessary. Either the collection of additional

relaxation data or a reanalysis using the RDC refined NMR structure (Wright et al.,

2005) would be required to determine the true motions at the end of the β clam fold.

Nevertheless the nanosecond motions of loop 1, loop 2, Ω loop 3, and the N-terminus

occur in both the universal solution and model MI and hence these slow motions are

likely to be real.

Parameter uncertainties

In Figure 7.6 it is evident that the parameter errors in the reanalysis are greater

than those of the original results. This is due to two factors: the effects of under-

fitting and the higher precision optimisation coupled with Monte Carlo simulations.

In mathematical modelling when the number of independent parameters increases,

greater amounts of noise from the collected relaxation data are transferred into

the model (d’Auvergne and Gooley, 2003). Occam’s razor is the perfect balance

between noise (variance) and bias. Hence the forced under-fitting of the ANOVA

step-up model selection of the original analysis not only skews the dynamic picture

but also results in a false underestimation of the uncertainties.

Higher precision optimisation also results in greater, yet real, parameter uncer-

tainties. The model-free parameter errors are determined via Monte Carlo simula-

tion whereby each simulation is minimised using the same optimisation algorithms

as the original data. Rather than using a computationally expensive grid search

to determine the initial parameter values for the MC optimisations, the initial po-

sition is set to the optimised model-free parameter values. Hence if optimisation

terminates early due to low precision or other issues (Chapter 4) then the affected

simulation does not move as far away from the mean as it should. The result is that

the parameter errors are underestimated.

7.4 Conclusion

All steps of model-free analysis from the initial spectral peak intensities to the final

model-free description of the dynamics of the system are implemented by the pro-

gram relax. The scripting abilities of the software enable many analysis steps to be

automated. The modular design and flexibility of relax afford the user much control

over the analysis and expose a powerful toolkit of data analysis tools to the developer.
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Figure 7.9: Illustrations of the OMP X-ray crystallographic structure (1F35) demonstrat-

ing the correlation time differences between the results of the original model-free analysis

and those of the reanalysis. The reference orientation of the structure (a) is shown as

a Molmol ribbon diagram. The fast correlation time parameters, defined as values less

than 200 ps, are mapped onto the structure for (b) the original results verses (c) the new

results. The slow correlation times, defined as values greater than 200 ps, are mapped

onto the structure for (d) the original and (e) new analysis. Both the colour and bond

width reflect the timescale of the motion – the thicker the bond the slower the motion.

White bonds indicate residues whereby no internal correlation times could be statistically

extracted from the relaxation data. Bonds drawn as thin black lines represent residues for

which no data was available. To accurately pinpoint the position of the motions, backbone

bonds between Cα atoms are coloured rather than the bonds of the residue to which the

NH vector belongs. The Molmol images were generated by macros created by relax.
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The numerous optimisation algorithms of Chapter 4, the model selection method-

ologies described in Chapter 2, data plotting abilities, relaxation curve-fitting, NOE

calculation, reduced spectral density mapping, and model-free analysis are all avail-

able as modular components. For solving the model-free dynamics of the system,

which is simultaneously both an optimisation and model selection problem, a script

is bundled with the program which implements all steps of the new model-free opti-

misation protocol (Section 6.2.5 on page 203). This protocol is designed for robustly

finding the universal solution Û defined in (5.7) on page 165. By reanalysing the

Olfactory Marker Protein relaxation data (Gitti et al., 2005) the use of this script

was demonstrated. The final results differed significantly from the original analysis

due to the combination of higher quality optimisation, model elimination of failed

models, improved model selection, and the use of the new optimisation protocol.



Chapter 8

Values, gradients, and Hessians

8.1 Introduction

The material presented in this chapter is intended as an in-depth explanation of

the mathematics involved in the optimisation of the parameters of the model-free

models. The chi-squared equation, relaxation equations, spectral density functions,

and diffusion tensor equations are presented. As are their gradients (the vector of

first partial derivatives) and Hessians (the matrix of second partial derivatives). All

these equations are used in the optimisation of models m0 to m9; models tm0 to

tm9; the ellipsoidal, spheroidal, and spherical diffusion tensors; and the combination

of the diffusion tensor and the model-free models.

8.2 Minimisation concepts

8.2.1 The function value

At the simplest level all minimisation techniques require at least a function which

will supply a single value for different parameter values θ. For the modelling of

NMR relaxation data this function is the chi-squared equation (8.15) on page 267.

For certain algorithms, such a simplex minimisation, this single value suffices.

8.2.2 The gradient

The majority of minimisation algorithms also require the gradient at the point in

the space represented by the parameter values θ. The gradient is a vector of partial

259
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derivatives and is defined as

∇ =




∂
∂θ1

∂
∂θ2

...
∂

∂θn




(8.1)

where n is the total number of parameters in the model.

An example of a powerful algorithm which requires both the value and gradient

at current parameter values is the BFGS quasi-Newton minimisation. The gradient

is also essential for the use of the Method of Multipliers constraints algorithm (also

known as the Augmented Lagrangian algorithm).

8.2.3 The Hessian

A few optimisation algorithms, which are among the most reliable for model-free

analysis, additionally require the Hessian at current parameter values θ. The Hessian

is the matrix of second partial derivatives and is defined as

∇2 =




∂2

∂θ1
2

∂2

∂θ1·∂θ2
. . . ∂2

∂θ1·∂θn

∂2

∂θ2·∂θ1
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. . . ∂2
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2



. (8.2)

As the order in which the partial derivatives are calculated is inconsequential the

Hessian is symmetric.

The most powerful minimisation algorithm for model-free analysis – Newton

optimisation – requires the value, gradient, and Hessian at the current parameter

values.

8.3 The four parameter combinations

In model-free analysis four different combinations of parameters can be optimised,

each of which requires a different approach to the construction of the chi-squared

value, gradient, and Hessian. These categories depend on whether the model-free

parameter set F, the diffusion tensor parameter set D, or both sets are simultane-

ously optimised. The addition of the local τm parameter to the model-free set F

creates a fourth parameter combination.
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8.3.1 Optimisation of the model-free models

This is the simplest category as it involves solely the optimisation of the model-free

parameters of an individual residue while the diffusion tensor parameters are held

constant. The model-free parameters belong to the set Fi of the residue i. The

models include m0 to m9 and the dimensionality is low with

dim Fi = k 6 5 (8.3)

for the most complex model m8 = {S2, τf , S
2
f , τs, Rex}. The relaxation data of a

single residue is used to build the chi-squared value, gradient, and Hessian.

8.3.2 Optimisation of the local τm models

The addition of the local τm parameter to the set Fi creates a new set of models

which will be labelled Ti. These include models tm0 to tm9. The local τm parameter

is the single member of the set Di and in set notation

Ti = Di ∪ Fi. (8.4)

Although the Brownian rotational diffusion parameter local τm is optimised, this

category is residue specific. As such the complexity of the optimisation is lower than

the next two categories. It is slightly greater than the optimisation of the set Fi as

dim Ti = 1 + k 6 6, (8.5)

where k is the number of model-free parameters.

8.3.3 Optimisation of the diffusion tensor parameters

The parameters of the Brownian rotational diffusion tensor belong to the set D.

This set is the union of the geometric parameters G = {Diso,Da,Dr} and the

orientational parameters O,

D = G ∪ O. (8.6)

When diffusion is spherical solely the geometric parameter Diso is optimised. When

the molecule diffuses as a spheroid the geometric parameters Diso and Da and the

orientational parameters θ (the polar angle) and φ (the azimuthal angle) are opti-

mised. If the molecule diffuses as an ellipsoid the geometric parameters Diso, Da,

and Dr are optimised together with the Euler angles α, β, and γ.
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This category is defined as the optimisation of solely the parameters of D. The

model-free parameters of F are held constant. As all selected residues of the macro-

molecule are involved in the optimisation, this category is global and can be more

complex than the optimisation of Fi or Ti. The dimensionality of the problem nev-

ertheless low with

dim D = 1, dim D = 4, dim D = 6, (8.7)

for the diffusion as a sphere, spheroid, and ellipsoid respectively.

8.3.4 Optimisation of the global model S

The global model is defined as

S = D ∪
(

l⋃

i=1

Fi

)
, (8.8)

where i is the residue index and l is the total number of residues used in the analysis.

This is the most complex of the four categories as both diffusion tensor parameters

and model-free parameters of all selected residues are optimised simultaneously. The

dimensionality of the model S is much greater than the other categories and is equal

to

dim S = dim D +

l∑

i=1

ki 6 6 + 5l, (8.9)

where ki is the number of model-free parameters for the residue i and is equal to

dim Fi, the number six corresponds to the maximum dimensionality of D, and the

number five corresponds to the maximum dimensionality of Fi.

8.4 Construction of the values, gradients, and He-

ssians

8.4.1 The sum of chi-squared values

For the single residue models of Fi and Ti the chi-squared value χ2
i which is optimised

is simply Equation (8.15) on page 267 in which the relaxation data is that of residue

i. However for the global models D and S in which all selected residues are involved

the optimised chi-squared value is the sum of those for each residue,

χ2 =
l∑

i=1

χ2
i , (8.10)
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where i is the residue index and l is the total number of residues used in the analysis.

This is equivalent to Equation (8.15) when the index i ranges over the relaxation

data of all selected residues.

8.4.2 Construction of the gradient

The construction of the gradient is significantly different for the models Fi, Ti, D,

and S. In Figure 8.1 the construction of the chi-squared gradient ∇χ2 for the global

model S is demonstrated. In this case

∇χ2 =
l∑

i=1

∇χ2
i , (8.11)

where ∇χ2
i is the vector of partial derivatives of the chi-squared equation χ2

i for the

residue i. The length of this vector is

‖∇χ2
i ‖ = dim S, (8.12)

with each position of the vector j equal to
∂χ2

i

∂θj
where each θj is a parameter of the

model.

The construction of the gradient ∇χ2 for the model D is simply a subset of that

of S. This is demonstrated in Figure 8.1 by simply taking the component of the

gradient ∇χ2
i denoted by the symbol ∂D (the orange blocks) and summing these for

all residues. This sum is given by (8.11) and

‖∇χ2
i ‖ = dim D. (8.13)

For the parameter set Ti, which consists of the local τm parameter and the

model-free parameters of a single residue, the gradient ∇χ2
i for the residue i is

simply the combination of the single orange block and single yellow block of the

index i (Figure 8.1).

The model-free parameter set Fi is even simpler. In Figure 8.1 the gradient ∇χ2
i

is simply the vector denoted by the single yellow block for the residue i.

8.4.3 Construction of the Hessian

The construction of the Hessian for the models Fi, Ti, D, and S is very similar to

the procedure used for the gradient. The chi-squared Hessian for the global models

D and S is

∇2χ2 =
l∑

i=1

∇2χ2
i . (8.14)
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Figure 8.1: The construction of the model-free gradient ∇χ2 for the global model S.

For each residue i a different vector ∇χ2
i is constructed. The first element of the vector

represented by the symbol ∂D (the orange block) is the sub-vector of chi-squared partial

derivatives with respect to each of the diffusion tensor parameters Dj. The rest of the

elements, grouped into blocks for each residue denoted by the symbol ∂Fi, are the sub-

vectors of chi-squared partial derivatives with respect to each of the model-free parameters

F
j
i . For the residue dependent vector ∇χ2

i the partial derivatives with respect to the model-

free parameters of Fj where i 6= j are zero. These blocks are left uncoloured. The complete

gradient of S is the sum of the vectors ∇χ2
i .
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Figure 8.2: The model-free Hessian kite – a demonstration of the construction of the

model-free Hessian ∇2χ2 for the global model S. For each residue i a different matrix

∇2χ2
i is constructed. The first element of the matrix represented by the two symbols ∂D

(the red block) is the sub-matrix of chi-squared second partial derivatives with respect to

the diffusion tensor parameters Dj and Dk. The orange blocks are the sub-matrices of

chi-squared second partial derivatives with respect to the diffusion parameter Dj and the

model-free parameter Fk
i . The yellow blocks are the sub-matrices of chi-squared second

partial derivatives with respect to the model-free parameters F
j
i and Fk

i . For the residue

dependent matrix ∇2χ2
i the second partial derivatives with respect to the model-free pa-

rameters F
j
l and Fk

l where i 6= l are zero. In addition, the second partial derivatives with

respect to the model-free parameters F
j
i and Fk

l where i 6= l are also zero. These blocks of

sub-matrices are left uncoloured. The complete Hessian of S is the sum of the matrices

∇2χ2
i .
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Figure 8.3: Dependencies between the χ2, transformed relaxation, relaxation, and spec-

tral density equations, gradients, and Hessians.

Figure 8.2 demonstrates the construction of the full Hessian for the model S. The

Hessian for the model D is the sum of all the red blocks. The Hessian for the

model Ti is the combination of the single red block for residue i, the two orange

blocks representing the sub-matrices of chi-squared second partial derivatives with

respect to the diffusion parameter Dj and the model-free parameter Fk
i , and the

single yellow block for that residue. The Hessian for the model-free model Fi is

simply the sub-matrix for the residue i coloured yellow.

8.5 The value, gradient, and Hessian dependency

chain

As the chi-squared function is dependent on the transformed relaxation equations,

the transformed relaxation equations are dependent on the relaxation equations, and

the relaxation equations are dependent on the spectral density functions a chain of

calculation dependencies is created. The transformed relaxation equations are a

mathematical simplification explained in section 8.7.1. Combined with the values,

gradients, and Hessians the calculation chain creates a complex web of dependencies.

The relationship between all the different equations of the values, gradients, and

Hessians are outlined in Figure 8.3.
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8.6 The χ2 value, gradient, and Hessian

8.6.1 The chi-squared function – χ2(θ)

For the minimisation of the model-free models a chain of calculations, each based

on a different theory, is required. At the highest level the equation which is actually

minimised is the chi-squared function

χ2(θ) =
n∑

i=1

(Ri − Ri(θ))
2

σ2
i

, (8.15)

where the index i is the summation index ranging over all the experimentally col-

lected relaxation data of all residues used in the analysis; Ri belongs to the relaxation

data set R for an individual residue, a collection of residues, or the entire macro-

molecule and includes the R1, R2, and NOE data at all field strengths; Ri(θ) is the

back-calculated relaxation value belonging to the set R(θ); θ is the model parameter

vector which when minimised is denoted by θ̂; and σi is the experimental error.

The significance of the chi-squared equation (8.15) is that the function returns

a single value which is then minimised by the optimisation algorithm to find the

model-free parameter values of the given model.

8.6.2 The χ2 gradient

The gradient of the chi-squared equation (8.15) in vector notation is

∇χ2(θ) = 2
n∑

i=1

(Ri − Ri(θ))
2

σ2
i

∇Ri(θ). (8.16)

8.6.3 The χ2 Hessian

The Hessian of the chi-squared equation (8.15) in vector notation is

∇2χ2(θ) = 2

n∑

i=1

1

σ2
i

(
∇Ri(θ) · ∇Ri(θ)

T − (Ri − Ri(θ))∇2Ri(θ)
)
. (8.17)
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8.7 The Ri(θ) values, gradients, and Hessians

8.7.1 The transformed relaxation equations – Ri(θ)

The chi-squared equation is itself dependent on the relaxation equations through the

back-calculated relaxation data R(θ). Letting the relaxation values of the set R(θ)

be the R1(θ), R2(θ), and NOE(θ) an additional layer of abstraction can be used to

simplify the calculation of the gradients and Hessians. This involves decomposing

the NOE equation into the cross relaxation rate constant σNOE(θ) and the auto

relaxation rate R1(θ). Taking equation (8.24) below on page 269 the transformed

relaxation equations are

R1(θ) = R′
1(θ), (8.18a)

R2(θ) = R′
2(θ), (8.18b)

NOE(θ) = 1 +
γH

γX

σNOE(θ)

R1(θ)
, (8.18c)

whereas the relaxation equations are the R1(θ), R2(θ), and σNOE(θ).

8.7.2 The Ri(θ) gradients

The Ri(θ) gradients in vector notation are

∇R1(θ) = ∇R′
1(θ), (8.19a)

∇R2(θ) = ∇R′
2(θ), (8.19b)

∇NOE(θ) =
γH

γX

1

R1(θ)2

(
R1(θ)∇σNOE(θ) − σNOE(θ)∇R1(θ)

)
. (8.19c)

8.7.3 The Ri(θ) Hessians

The Ri(θ) Hessians in vector notation are

∇2R1(θ) = ∇2R′
1(θ), (8.20a)

∇2R2(θ) = ∇2R′
2(θ), (8.20b)

∇2NOE(θ) =
γH

γX

1

R1(θ)3

[
σNOE(θ)

(
2∇R1(θ) · ∇R1(θ)

T − R1(θ)∇2R1(θ)
)

− R1(θ)
(
∇σNOE(θ) · ∇R1(θ)

T − R1(θ)∇2σNOE(θ)
)]
. (8.20c)
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8.8 R′
i(θ) values, gradients, and Hessians

8.8.1 The relaxation equations – R′
i(θ)

The relaxation values of the set R′(θ) include the spin-lattice, spin-spin, and cross-

relaxation rates at all field strengths. These rates are respectively (Abragam, 1961)

R1(θ) = d
(
J(ωH − ωX) + 3J(ωX) + 6J(ωH + ωX)

)
+ cJ(ωX), (8.21a)

R2(θ) =
d

2

(
4J(0) + J(ωH − ωX) + 3J(ωX) + 6J(ωH)

+ 6J(ωH + ωX)
)

+
c

6

(
4J(0) + 3J(ωX)

)
+Rex, (8.21b)

σNOE(θ) = d
(
6J(ωH + ωX) − J(ωH − ωX)

)
, (8.21c)

where J(ω) is the power spectral density function and Rex is the relaxation due to

chemical exchange. The dipolar and CSA constants are defined in SI units as

d =
1

4

(µ0

4π

)2 (γHγX~)2

〈r6〉 , (8.22)

c =
(ωH∆σ)2

3
, (8.23)

where µ0 is the permeability of free space, γH and γX are the gyromagnetic ratios of

the H and X spins respectively, r is the bond length, and ∆σ is the chemical shift

anisotropy measured in ppm. The cross-relaxation rate σNOE is related to the steady

state NOE by the equation

NOE(θ) = 1 +
γH

γX

σNOE(θ)

R1(θ)
. (8.24)

The partial and second partial derivatives of the relaxation equations of the set

R′(θ) are different for each parameter of the vector θ. The vector representation of

the gradient ∇R′
i(θ) and the matrix representation of the Hessian ∇2R′

i(θ) can be

reconstructed from the individual elements presented in the next section.

8.8.2 Components of the R′
i(θ) equations

To simplify the calculations of the gradients and Hessians the R′
i(θ) equations have

been broken down into a number of components. These include the dipolar and

CSA constants as well as the dipolar and CSA spectral density terms for each of the

three transformed relaxation data types {R1, R2, σNOE}. The segregation of these

components simplifies the maths as many partial derivatives of the components are

zero.
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Dipolar constant

The dipolar constant which is defined in (8.22) is independent of the parameter of

the spectral density function θj , the chemical exchange parameter ρex, and the CSA

parameter ∆σ. Therefore the partial and second partial derivatives with respect to

these parameters is zero. Only the derivative with respect to the bond length r is

non-zero being

d′ ≡ dd

dr
= −3

2

(µ0

4π

)2 (γHγX~)2

< r7 >
. (8.25)

The second derivative with respect to the bond length is

d′′ ≡ d2d

dr2
=

21

2

(µ0

4π

)2 (γHγX~)2

< r8 >
. (8.26)

CSA constant

The partial derivatives of the CSA constant, which is defined in (8.23), with respect

to all parameters but the CSA parameter ∆σ is zero. This derivative is

c′ ≡ dc

d∆σ
=

2ω2
X · ∆σ
3

. (8.27)

The CSA constant second derivative with respect to ∆σ is

c′′ ≡ d2c

d∆σ2
=

2ω2
X

3
. (8.28)

Rex constant

The Rex constant is defined as

Rex = ρex(2πωH)2. (8.29)

The partial derivative of this component with respect to all parameters but the

chemical exchange parameter ρex is zero. This derivative is

R′
ex ≡ dRex

dρex

= (2πωH)2. (8.30)

The Rex constant second derivative with respect to ρex is

R′′
ex ≡ d2Rex

dρ2
ex

= 0. (8.31)
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Spectral density terms of the R1 dipolar component

For the dipolar component of the R1 equation (8.21a) on page 269 the spectral

density terms are

JR1
d = J(ωH − ωX) + 3J(ωX) + 6J(ωH + ωX). (8.32)

The partial derivative of these terms with respect to the spectral density function

parameter θj is

JR1
d

′ ≡ ∂JR1
d

∂θj
=
∂J(ωH − ωX)

∂θj
+ 3

∂J(ωX)

∂θj
+ 6

∂J(ωH + ωX)

∂θj
. (8.33)

The second partial derivative with respect to the spectral density function parame-

ters θj and θk is

JR1
d

′′ ≡ ∂2JR1
d

∂θj · ∂θk
=
∂2J(ωH − ωX)

∂θj · ∂θk
+ 3

∂2J(ωX)

∂θj · ∂θk
+ 6

∂2J(ωH + ωX)

∂θj · ∂θk
. (8.34)

Spectral density terms of the R1 CSA component

For the CSA component of the R1 equation (8.21a) on page 269 the spectral density

terms are

JR1
c = J(ωX). (8.35)

The partial derivative of these terms with respect to the spectral density function

parameter θj is

JR1
c

′ ≡ ∂JR1
c

∂θj
=
∂J(ωX)

∂θj
. (8.36)

The second partial derivative with respect to the spectral density function parame-

ters θj and θk is

JR1
c

′′ ≡ ∂2JR1
c

∂θj .∂θk

=
∂2J(ωX)

∂θj · ∂θk

. (8.37)

Spectral density terms of the R2 dipolar component

For the dipolar component of the R2 equation (8.21b) on page 269 the spectral

density terms are

JR2
d = 4J(0) + J(ωH − ωX) + 3J(ωX) + 6J(ωH) + 6J(ωH + ωX). (8.38)

The partial derivative of these terms with respect to the spectral density function

parameter θj is

JR2
d

′ ≡ ∂JR2
d

∂θj

= 4
∂J(0)

∂θj

+
∂J(ωH − ωX)

∂θj

+ 3
∂J(ωX)

∂θj

+ 6
∂J(ωH)

∂θj

+ 6
∂J(ωH + ωX)

∂θj

.

(8.39)
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The second partial derivative with respect to the spectral density function parame-

ters θj and θk is

JR2
d

′′ ≡ ∂2JR2
d

∂θj · ∂θk
= 4

∂2J(0)

∂θj · ∂θk
+
∂2J(ωH − ωX)

∂θj · ∂θk
+ 3

∂2J(ωX)

∂θj · ∂θk

+ 6
∂2J(ωH)

∂θj · ∂θk

+ 6
∂2J(ωH + ωX)

∂θj · ∂θk

. (8.40)

Spectral density terms of the R2 CSA component

For the CSA component of the R2 equation (8.21b) on page 269 the spectral density

terms are

JR2
c = 4J(0) + 3J(ωX). (8.41)

The partial derivative of these terms with respect to the spectral density function

parameter θj is

JR2
c

′ ≡ ∂JR2
c

∂θj
= 4

∂J(0)

∂θj
+ 3

∂J(ωX)

∂θj
. (8.42)

The second partial derivative with respect to the spectral density function parame-

ters θj and θk is

JR2
c

′′ ≡ ∂2JR2
c

∂θj · ∂θk

= 4
∂2J(0)

∂θj · ∂θk

+ 3
∂2J(ωX)

∂θj · ∂θk

. (8.43)

Spectral density terms of the σNOE dipolar component

For the dipolar component of the σNOE equation (8.21c) on page 269 the spectral

density terms are

JσNOE
d = 6J(ωH + ωX) − J(ωH − ωX). (8.44)

The partial derivative of these terms with respect to the spectral density function

parameter θj is

JσNOE
d

′ ≡ ∂JσNOE
d

∂θj
= 6

∂J(ωH + ωX)

∂θj
− ∂J(ωH − ωX)

∂θj
. (8.45)

The second partial derivative with respect to the spectral density function parame-

ters θj and θk is

JσNOE
d

′′ ≡ ∂2JσNOE
d

∂θj · ∂θk

= 6
∂2J(ωH + ωX)

∂θj · ∂θk

− ∂2J(ωH − ωX)

∂θj · ∂θk

. (8.46)
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8.8.3 R′
i(θ) values

Using the components of the relaxation equations defined above the three relaxation

equations can be re-expressed as

R1(θ) = dJR1

d + cJR1
c , (8.47a)

R2(θ) =
d

2
JR2

d +
c

6
JR2

c , (8.47b)

σNOE(θ) = dJσNOE
d . (8.47c)

8.8.4 R′
i(θ) gradients

A different partial derivative exists for the spectral density function parameter θj , the

chemical exchange parameter ρex, CSA parameter ∆σ, and bond length parameter r.

In model-free analysis the spectral density parameters include both the parameters

of the diffusion tensor and the parameters of the various model-free models.

θj partial derivative

The partial derivatives of the relaxation equations with respect to the spectral den-

sity function parameter θj are

∂R1(θ)

∂θj
= dJR1

d

′
+ cJR1

c

′
, (8.48a)

∂R2(θ)

∂θj
=
d

2
JR2

d

′
+
c

6
JR2

c

′
, (8.48b)

∂σNOE(θ)

∂θj

= dJσNOE
d

′. (8.48c)

ρex partial derivative

The partial derivatives of the relaxation equations with respect to the chemical

exchange parameter ρex are

∂R1(θ)

∂ρex
= 0, (8.49a)

∂R2(θ)

∂ρex
= (2πωH)2, (8.49b)

∂σNOE(θ)

∂ρex
= 0. (8.49c)
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∆σ partial derivative

The partial derivatives of the relaxation equations with respect to the CSA param-

eter ∆σ are

∂R1(θ)

∂∆σ
= c′JR1

c , (8.50a)

∂R2(θ)

∂∆σ
=
c′

6
JR2

c , (8.50b)

∂σNOE(θ)

∂∆σ
= 0. (8.50c)

r partial derivative

The partial derivatives of the relaxation equations with respect to the bond length

parameter r are

∂R1(θ)

∂r
= d′JR1

d , (8.51a)

∂R2(θ)

∂r
=
d′

2
JR2

d , (8.51b)

∂σNOE(θ)

∂r
= d′JσNOE

d . (8.51c)

8.8.5 R′
i(θ) Hessians

Again different second partial derivatives with respect to the spectral density func-

tion parameters θj and θk, the chemical exchange parameter ρex, CSA parameter ∆σ,

and bond length parameter r. These second partial derivatives are the components

of the R′
i(θ) Hessian matrices.

θj – θk partial derivative

The second partial derivatives of the relaxation equations with respect to the spectral

density function parameters θj and θk are

∂2R1(θ)

∂θj · ∂θk
= dJR1

d

′′
+ cJR1

c

′′
, (8.52a)

∂2R2(θ)

∂θj · ∂θk
=
d

2
JR2

d

′′
+
c

6
JR2

c

′′
, (8.52b)

∂2σNOE(θ)

∂θj · ∂θk

= dJσNOE
d

′′. (8.52c)
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θj – ρex partial derivative

The second partial derivatives of the relaxation equations with respect to the spectral

density function parameter θj and the chemical exchange parameter ρex are

∂2R1(θ)

∂θj · ∂ρex
= 0, (8.53a)

∂2R2(θ)

∂θj · ∂ρex

= 0, (8.53b)

∂2σNOE(θ)

∂θj · ∂ρex
= 0. (8.53c)

θj – ∆σ partial derivative

The second partial derivatives of the relaxation equations with respect to the spectral

density function parameter θj and the CSA parameter ∆σ are

∂2R1(θ)

∂θj · ∂∆σ
= c′JR1

c

′
, (8.54a)

∂2R2(θ)

∂θj · ∂∆σ
=
c′

6
JR2

c

′
, (8.54b)

∂2σNOE(θ)

∂θj · ∂∆σ
= 0. (8.54c)

θj – r partial derivative

The second partial derivatives of the relaxation equations with respect to the spectral

density function parameter θj and the bond length parameter r are

∂2R1(θ)

∂θj · ∂r
= d′JR1

d

′
, (8.55a)

∂2R2(θ)

∂θj · ∂r
=
d′

2
JR2

d

′
, (8.55b)

∂2σNOE(θ)

∂θj · ∂r
= d′JσNOE

d
′. (8.55c)

ρex – ρex partial derivative

The second partial derivatives of the relaxation equations with respect to the chem-

ical exchange parameter ρex twice are

∂2R1(θ)

∂ρex
2 = 0, (8.56a)

∂2R2(θ)

∂ρex
2 = 0, (8.56b)
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∂2σNOE(θ)

∂ρex
2 = 0. (8.56c)

ρex – ∆σ partial derivative

The second partial derivatives of the relaxation equations with respect to the chem-

ical exchange parameter ρex and the CSA parameter ∆σ are

∂2R1(θ)

∂ρex · ∂∆σ
= 0, (8.57a)

∂2R2(θ)

∂ρex · ∂∆σ
= 0, (8.57b)

∂2σNOE(θ)

∂ρex · ∂∆σ
= 0. (8.57c)

ρex – r partial derivative

The second partial derivatives of the relaxation equations with respect to the chem-

ical exchange parameter ρex and the bond length parameter r are

∂2R1(θ)

∂ρex · ∂r
= 0, (8.58a)

∂2R2(θ)

∂ρex · ∂r
= 0, (8.58b)

∂2σNOE(θ)

∂ρex · ∂r
= 0. (8.58c)

∆σ – ∆σ partial derivative

The second partial derivatives of the relaxation equations with respect to the CSA

parameter ∆σ twice are

∂2R1(θ)

∂∆σ2 = c′′JR1
c , (8.59a)

∂2R2(θ)

∂∆σ2 =
c′′

6
JR2

c , (8.59b)

∂2σNOE(θ)

∂∆σ2 = 0. (8.59c)

∆σ – r partial derivative

The second partial derivatives of the relaxation equations with respect to the CSA

parameter ∆σ and the bond length parameter r are

∂2R1(θ)

∂∆σ · ∂r = 0, (8.60a)
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∂2R2(θ)

∂∆σ · ∂r = 0, (8.60b)

∂2σNOE(θ)

∂∆σ · ∂r = 0. (8.60c)

r – r partial derivative

The second partial derivatives of the relaxation equations with respect to the bond

length parameter r twice are

∂2R1(θ)

∂r2 = d′′JR1
d , (8.61a)

∂2R2(θ)

∂r2 =
d′′

2
JR2

d , (8.61b)

∂2σNOE(θ)

∂r2 = d′′JσNOE
d . (8.61c)
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8.9 Model-free analysis

8.9.1 The model-free equations

In the original model-free analysis of Lipari and Szabo (1982a) the correlation func-

tion C(τ) of the XH bond vector is approximated by decoupling the internal fluctua-

tions of the bond vector CI(τ) from the correlation function of the overall Brownian

rotational diffusion CO(τ) by the equation

C(τ) = CO(τ) · CI(τ). (8.62)

The overall correlation functions of the diffusion of a sphere, spheroid, and ellipsoid

are presented respectively in section 8.10.1 on page 299, section 8.11.1 on page 313,

and section 8.12.1 on page 317. These three different equations can be combined

into one generic correlation function which is independent of the type of diffusion.

This generic correlation function is

CO(τ) =
1

5

k∑

i=−k

ci · e−τ/τi , (8.63)

where ci are the weights and τi are correlation times of the exponential terms. In

the original model-free analysis of Lipari and Szabo (1982a,b) the internal motions

are modelled by the correlation function

CI(τ) = S2 + (1 − S2)e−τ/τe , (8.64)

where S2 is the generalised Lipari and Szabo order parameter which is related to the

amplitude of the motion and τe is the effective correlation time which is an indicator

of the timescale of the motion, albeit being dependent on the value of the order

parameter. The order parameter ranges from one for complete rigidity to zero for

unrestricted motions. Model-free theory was extended by Clore et al. (1990b) to

include motions on two timescales by the correlation function

CI(τ) = S2 + (1 − S2
f)e

−τ/τf + (S2
f − S2)e−τ/τs , (8.65)

where the faster of the motions is defined by the order parameter S2
f and the corre-

lation time τf , the slower by the parameters S2
s and τs, and the two order parameter

are related by the equation S2 = S2
f · S2

s .

The relaxation equations of Abragam (1961) are composed of a sum of power

spectral density functions J(ω) at five frequencies. The spectral density function is
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related to the correlation function as the two are a Fourier pair. Applying the Fourier

transform to the correlation function composed of the generic diffusion equation and

the original model-free correlation function results in the equation

J(ω) =
2

5

k∑

i=−k

ci · τi
(

S2

1 + (ωτi)2
+

(1 − S2)(τe + τi)τe
(τe + τi)2 + (ωτeτi)2

)
. (8.66)

The Fourier transform using the extended model-free correlation function is

J(ω) =
2

5

k∑

i=−k

ci · τi
(

S2

1 + (ωτi)2
+

(1 − S2
f)(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+

(S2
f − S2)(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
.

(8.67)

8.9.2 The original model-free gradient

The model-free gradient of the original spectral density function (8.66) is the vector

of partial derivatives of the function with respect to the geometric parameter Gi,

the orientational parameter Oi, the order parameter S2, and the internal correlation

time τe. The positions in the vector correspond to the model parameters which are

being optimised.

Gj partial derivative

The partial derivative of (8.66) with respect to the geometric parameter Gj is

∂J(ω)

∂Gj
=

2

5

k∑

i=−k

(
ci
∂τi
∂Gj

(
S2 1 − (ωτi)

2

(1 + (ωτi)2)2 + (1 − S2)τ 2
e

(τe + τi)
2 − (ωτeτi)

2

((τe + τi)2 + (ωτeτi)2)2

)

+
∂ci
∂Gj

τi

(
S2

1 + (ωτi)2
+

(1 − S2)(τe + τi)τe
(τe + τi)2 + (ωτeτi)2

))
. (8.68)

Oj partial derivative

The partial derivative of (8.66) with respect to the orientational parameter Oj is

∂J(ω)

∂Oj
=

2

5

k∑

i=−k

∂ci
∂Oj

τi

(
S2

1 + (ωτi)2
+

(1 − S2)(τe + τi)τe
(τe + τi)2 + (ωτeτi)2

)
. (8.69)

S2 partial derivative

The partial derivative of (8.66) with respect to the order parameter S2 is

∂J(ω)

∂S2
=

2

5

k∑

i=−k

ciτi

(
1

1 + (ωτi)2
− (τe + τi)τe

(τe + τi)2 + (ωτeτi)2

)
. (8.70)
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τe partial derivative

The partial derivative of (8.66) with respect to the correlation time τe is

∂J(ω)

∂τe
=

2

5
(1 − S2)

k∑

i=−k

ciτ
2
i

(τe + τi)
2 − (ωτeτi)

2

((τe + τi)2 + (ωτeτi)2)2 . (8.71)



8.9. MODEL-FREE ANALYSIS 281

8.9.3 The original model-free Hessian

The model-free Hessian of the original spectral density function (8.66) is the ma-

trix of second partial derivatives. The matrix coordinates correspond to the model

parameters which are being optimised.

Gj – Gk partial derivative

The second partial derivative of (8.66) with respect to the geometric parameters Gj

and Gk is

∂2J(ω)

∂Gj · ∂Gk
=

2

5

k∑

i=−k

(
− 2ci

∂τi
∂Gj

· ∂τi
∂Gk

(
S2ω2τi

3 − (ωτi)
2

(1 + (ωτi)2)3

+ (1 − S2)τ 2
e

(τe + τi)
3 + 3ω2τ 3

e τi(τe + τi) − (ωτe)
4τ 3

i

((τe + τi)2 + (ωτeτi)2)3

)

+

(
∂τi
∂Gj

· ∂ci
∂Gk

+
∂τi
∂Gk

· ∂ci
∂Gj

+ ci
∂2τi

∂Gj · ∂Gk

)(
S2 1 − (ωτi)

2

(1 + (ωτi)2)2

+ (1 − S2)τ 2
e

(τe + τi)
2 − (ωτeτi)

2

((τe + τi)2 + (ωτeτi)2)2

)

+

(
∂2ci

∂Gj · ∂Gk
τi

(
S2

1 + (ωτi)2
+

(1 − S2)(τe + τi)τe
(τe + τi)2 + (ωτeτi)2

)))
. (8.72)

Gj – Ok partial derivative

The second partial derivative of (8.66) with respect to the geometric parameter Gj

and the orientational parameter Ok is

∂2J(ω)

∂Gj · ∂Ok
=

2

5

k∑

i=−k

(
∂τi
∂Gj

∂ci
∂Ok

(
S2 1 − (ωτi)

2

(1 + (ωτi)2)2 +(1−S2)τ 2
e

(τe + τi)
2 − (ωτeτi)

2

((τe + τi)2 + (ωτeτi)2)2

)

+
∂2ci

∂Gj · ∂Ok
τi

(
S2

1 + (ωτi)2
+

(1 − S2)(τe + τi)τe
(τe + τi)2 + (ωτeτi)2

))
. (8.73)

Gj – S2 partial derivative

The second partial derivative of (8.66) with respect to the geometric parameter Gj

and the order parameter S2 is

∂2J(ω)

∂Gj · ∂S2
=

2

5

k∑

i=−k

(
ci
∂τi
∂Gj

(
1 − (ωτi)

2

(1 + (ωτi)2)2 − τ 2
e

(τe + τi)
2 − (ωτeτi)

2

((τe + τi)2 + (ωτeτi)2)2

)
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+
∂ci
∂Gj

τi

(
1

1 + (ωτi)2
− (τe + τi)τe

(τe + τi)2 + (ωτeτi)2

))
. (8.74)

Gj – τe partial derivative

The second partial derivative of (8.66) with respect to the geometric parameter Gj

and the correlation time τe is

∂2J(ω)

∂Gj · ∂τe
=

2

5
(1 − S2)

k∑

i=−k

(
2ci

∂τi
∂Gj

τeτi(τe + τi)
(τe + τi)

2 − 3(ωτeτi)
2

((τe + τi)2 + (ωτeτi)2)3

+
∂ci
∂Gj

τ 2
i

(τe + τi)
2 − (ωτeτi)

2

((τe + τi)2 + (ωτeτi)2)2

)
. (8.75)

Oj – Ok partial derivative

The second partial derivative of (8.66) with respect to the orientational parameters

Oj and Ok is

∂2J(ω)

∂Oj · ∂Ok

=
2

5

k∑

i=−k

∂2ci
∂Oj · ∂Ok

τi

(
S2

1 + (ωτi)2
+

(1 − S2)(τe + τi)τe
(τe + τi)2 + (ωτeτi)2

)
. (8.76)

Oj – S2 partial derivative

The second partial derivative of (8.66) with respect to the orientational parameter

Oj and the order parameter S2 is

∂2J(ω)

∂Oj · ∂S2
=

2

5

k∑

i=−k

∂ci
∂Oj

τi

(
1

1 + (ωτi)2
− (τe + τi)τe

(τe + τi)2 + (ωτeτi)2

)
. (8.77)

Oj – τe partial derivative

The second partial derivative of (8.66) with respect to the orientational parameter

Oj and the correlation time τe is

∂2J(ω)

∂Oj · ∂τe
=

2

5
(1 − S2)

k∑

i=−k

∂ci
∂Oj

τ 2
i

(τe + τi)
2 − (ωτeτi)

2

((τe + τi)2 + (ωτeτi)2)2 . (8.78)

S2 – S2 partial derivative

The second partial derivative of (8.66) with respect to the order parameter S2 twice

is
∂2J(ω)

(∂S2)2
= 0. (8.79)
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S2 – τe partial derivative

The second partial derivative of (8.66) with respect to the order parameter S2 and

correlation time τe is

∂2J(ω)

∂S2 · ∂τe
= −2

5

k∑

i=−k

ciτ
2
i

(τe + τi)
2 − (ωτeτi)

2

((τe + τi)2 + (ωτeτi)2)2 . (8.80)

τe – τe partial derivative

The second partial derivative of (8.66) with respect to the correlation time τe twice

is

∂2J(ω)

∂τe
2 = −4

5
(1 − S2)

k∑

i=−k

ciτ
2
i

(τe + τi)
3 + 3ω2τ 3

i τe(τe + τi) − (ωτi)
4τ 3

e

((τe + τi)2 + (ωτeτi)2)3 (8.81)
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8.9.4 The extended model-free gradient

The model-free gradient of the extended spectral density function (8.67) is the vector

of partial derivatives of the function with respect to the geometric parameter Gi,

the orientational parameter Oi, the order parameters S2 and S2
f , and the internal

correlation times τf and τs. The positions in the vector correspond to the model

parameters which are being optimised.

Gj partial derivative

The partial derivative of (8.67) with respect to the geometric parameter Gj is

∂J(ω)

∂Gj
=

2

5

k∑

i=−k

(
ci
∂τi
∂Gj

(
S2 1 − (ωτi)

2

(1 + (ωτi)2)2

+ (1 − S2
f)τ

2
f

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2

+ (S2
f − S2)τ 2

s

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)

+
∂ci
∂Gj

τi

(
S2

1 + (ωτi)2
+

(1 − S2
f)(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+

(S2
f − S2)(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

))
. (8.82)

Oj partial derivative

The partial derivative of (8.67) with respect to the orientational parameter Oj is

∂J(ω)

∂Oj
=

2

5

k∑

i=−k

∂ci
∂Oj

τi

(
S2

1 + (ωτi)2
+

(1 − S2
f)(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+

(S2
f − S2)(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
.

(8.83)

S2 partial derivative

The partial derivative of (8.67) with respect to the order parameter S2 is

∂J(ω)

∂S2
=

2

5

k∑

i=−k

ciτi

(
1

1 + (ωτi)2
− (τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
. (8.84)

S2
f partial derivative

The partial derivative of (8.67) with respect to the order parameter S2
f is

∂J(ω)

∂S2
f

= −2

5

k∑

i=−k

ciτi

(
(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
− (τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
. (8.85)
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τf partial derivative

The partial derivative of (8.67) with respect to the correlation time τf is

∂J(ω)

∂τf
=

2

5
(1 − S2

f )

k∑

i=−k

ciτ
2
i

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2 . (8.86)

τs partial derivative

The partial derivative of (8.67) with respect to the correlation time τs is

∂J(ω)

∂τs
=

2

5
(S2

f − S2)
k∑

i=−k

ciτ
2
i

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2 . (8.87)
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8.9.5 The extended model-free Hessian

The model-free Hessian of the extended spectral density function (8.67) is the ma-

trix of second partial derivatives. The matrix coordinates correspond to the model

parameters which are being optimised.

Gj – Gk partial derivative

The second partial derivative of (8.67) with respect to the geometric parameters Gj

and Gk is

∂2J(ω)

∂Gj · ∂Gk
=

2

5

k∑

i=−k

(
− 2ci

∂τi
∂Gj

· ∂τi
∂Gk

(
S2ω2τi

3 − (ωτi)
2

(1 + (ωτi)2)3

+ (1 − S2
f)τ

2
f

(τf + τi)
3 + 3ω2τ 3

f τi(τf + τi) − (ωτf)
4τ 3

i

((τf + τi)2 + (ωτfτi)2)3

+ (S2
f − S2)τ 2

s

(τs + τi)
3 + 3ω2τ 3

s τi(τs + τi) − (ωτs)
4τ 3

i

((τs + τi)2 + (ωτsτi)2)3

)

+

(
∂τi
∂Gj

· ∂ci
∂Gk

+
∂τi
∂Gk

· ∂ci
∂Gj

+ ci
∂2τi

∂Gj · ∂Gk

)(
S2 1 − (ωτi)

2

(1 + (ωτi)2)2

+ (1 − S2
f)τ

2
f

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2

+ (S2
f − S2)τ 2

s

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)

+

(
∂2ci

∂Gj · ∂Gk

τi

(
S2

1 + (ωτi)2
+

(1 − S2
f )(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+

(S2
f − S2)(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)))
.

(8.88)

Gj – Ok partial derivative

The second partial derivative of (8.67) with respect to the geometric parameter Gj

and the orientational parameter Ok is

∂2J(ω)

∂Gj · ∂Ok

=
2

5

k∑

i=−k

(
∂τi
∂Gj

∂ci
∂Ok

(
S2 1 − (ωτi)

2

(1 + (ωτi)2)2

+ (1 − S2
f)τ

2
f

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2

+ (S2
f − S2)τ 2

s

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)
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+
∂2ci

∂Gj · ∂Ok

τi

(
S2

1 + (ωτi)2
+

(1 − S2
f)(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+

(S2
f − S2)(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

))
.

(8.89)

Gj – S2 partial derivative

The second partial derivative of (8.67) with respect to the geometric parameter Gj

and the order parameter S2 is

∂2J(ω)

∂Gj · ∂S2
=

2

5

k∑

i=−k

(
ci
∂τi
∂Gj

(
1 − (ωτi)

2

(1 + (ωτi)2)2 − τ 2
s

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)

+
∂ci
∂Gj

τi

(
1

1 + (ωτi)2
− (τs + τi)τs

(τs + τi)2 + (ωτsτi)2

))
. (8.90)

Gj – S2
f partial derivative

The second partial derivative of (8.67) with respect to the geometric parameter Gj

and the order parameter S2
f is

∂2J(ω)

∂Gj · ∂S2
f

= −2

5

k∑

i=−k

(
ci
∂τi
∂Gj

(
τ 2
f

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2−τ 2
s

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)

+
∂ci
∂Gj

τi

(
(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
− (τs + τi)τs

(τs + τi)2 + (ωτsτi)2

))
. (8.91)

Gj – τf partial derivative

The second partial derivative of (8.67) with respect to the geometric parameter Gj

and the correlation time τf is

∂2J(ω)

∂Gj · ∂τf
=

2

5
(1 − S2

f )
k∑

i=−k

(
2ci

∂τi
∂Gj

τfτi(τf + τi)
(τf + τi)

2 − 3(ωτfτi)
2

((τf + τi)2 + (ωτfτi)2)3

+
∂ci
∂Gj

τ 2
i

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2

)
. (8.92)
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Gj – τs partial derivative

The second partial derivative of (8.67) with respect to the geometric parameter Gj

and the correlation time τs is

∂2J(ω)

∂Gj · ∂τs
=

2

5
(S2

f − S2)
k∑

i=−k

(
2ci

∂τi
∂Gj

τsτi(τs + τi)
(τs + τi)

2 − 3(ωτsτi)
2

((τs + τi)2 + (ωτsτi)2)3

+
∂ci
∂Gj

τ 2
i

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)
. (8.93)

Oj – Ok partial derivative

The second partial derivative of (8.67) with respect to the orientational parameters

Oj and Ok is

∂2J(ω)

∂Oj · ∂Ok

=
2

5

k∑

i=−k

∂2ci
∂Oj · ∂Ok

τi

(
S2

1 + (ωτi)2
+

(1 − S2
f )(τf + τi)τf

(τf + τi)2 + (ωτfτi)2

+
(S2

f − S2)(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
. (8.94)

Oj – S2 partial derivative

The second partial derivative of (8.67) with respect to the orientational parameter

Oj and the order parameter S2 is

∂2J(ω)

∂Oj · ∂S2
=

2

5

k∑

i=−k

∂ci
∂Oj

τi

(
1

1 + (ωτi)2
− (τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
. (8.95)

Oj – S2
f partial derivative

The second partial derivative of (8.67) with respect to the orientational parameter

Oj and the order parameter S2
f is

∂2J(ω)

∂Oj · ∂S2
f

= −2

5

k∑

i=−k

∂ci
∂Oj

τi

(
(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
− (τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
. (8.96)

Oj – τf partial derivative

The second partial derivative of (8.67) with respect to the orientational parameter

Oj and the correlation time τf is

∂2J(ω)

∂Oj · ∂τf
=

2

5
(1 − S2

f )
k∑

i=−k

∂ci
∂Oj

τ 2
i

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2 . (8.97)



8.9. MODEL-FREE ANALYSIS 289

Oj – τs partial derivative

The second partial derivative of (8.67) with respect to the orientational parameter

Oj and the correlation time τs is

∂2J(ω)

∂Oj · ∂τs
=

2

5
(S2

f − S2)
k∑

i=−k

∂ci
∂Oj

τ 2
i

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2 . (8.98)

S2 – S2 partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2 twice

is
∂2J(ω)

(∂S2)2
= 0. (8.99)

S2 – S2
f partial derivative

The second partial derivative of (8.67) with respect to the order parameters S2 and

S2
f is

∂2J(ω)

∂S2 · ∂S2
f

= 0. (8.100)

S2 – τf partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2 and

correlation time τf is
∂2J(ω)

∂S2 · ∂τf
= 0. (8.101)

S2 – τs partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2 and

correlation time τs is

∂2J(ω)

∂S2 · ∂τs
= −2

5

k∑

i=−k

ciτ
2
i

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2 . (8.102)

S2
f – S2

f partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2
f twice

is
∂2J(ω)

(∂S2
f )

2
= 0. (8.103)
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S2
f – τf partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2
f and

correlation time τf is

∂2J(ω)

∂S2
f · ∂τf

= −2

5

k∑

i=−k

ciτ
2
i

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2 . (8.104)

S2
f – τs partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2
f and

correlation time τs is

∂2J(ω)

∂S2
f · ∂τs

=
2

5

k∑

i=−k

ciτ
2
i

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2 . (8.105)

τf – τf partial derivative

The second partial derivative of (8.66) with respect to the correlation time τf twice

is

∂2J(ω)

∂τf
2 = −4

5
(1 − S2

f)
k∑

i=−k

ciτ
2
i

(τf + τi)
3 + 3ω2τ 3

i τf(τf + τi) − (ωτi)
4τ 3

f

((τf + τi)2 + (ωτfτi)2)3 (8.106)

τf – τs partial derivative

The second partial derivative of (8.66) with respect to the correlation times τf and

τs is
∂2J(ω)

∂τf · ∂τs
= 0. (8.107)

τs – τs partial derivative

The second partial derivative of (8.66) with respect to the correlation time τs twice

is

∂2J(ω)

∂τs
2 = −4

5
(S2

f − S2)

k∑

i=−k

ciτ
2
i

(τs + τi)
3 + 3ω2τ 3

i τs(τs + τi) − (ωτi)
4τ 3

s

((τs + τi)2 + (ωτsτi)2)3 (8.108)
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8.9.6 The alternative extended model-free gradient

Because of the equation S2 = S2
f · S2

s and the form of the extended spectral den-

sity function (8.67) a convolution of the model-free space occurs if the model-free

parameters {S2
f , S

2
s , τf , τs} are optimised rather than the parameters {S2, S2

f , τf ,

τs}. This convolution increases the complexity of the gradient. For completeness

the first partial derivatives are presented below.

Gj partial derivative

The partial derivative of (8.67) with respect to the geometric parameter Gj is

∂J(ω)

∂Gj
=

2

5

k∑

i=−k

(
ci
∂τi
∂Gj

(
S2

f · S2
s

1 − (ωτi)
2

(1 + (ωτi)2)2

+ (1 − S2
f)τ

2
f

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2

+ S2
f(1 − S2

s )τ
2
s

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)

+
∂ci
∂Gj

τi

(
S2

f · S2
s

1 + (ωτi)2
+

(1 − S2
f )(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+
S2

f(1 − S2
s )(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

))
. (8.109)

Oj partial derivative

The partial derivative of (8.67) with respect to the orientational parameter Oj is

∂J(ω)

∂Oj
=

2

5

k∑

i=−k

∂ci
∂Oj

τi

(
S2

f · S2
s

1 + (ωτi)2
+

(1 − S2
f)(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+
S2

f(1 − S2
s )(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
.

(8.110)

S2
f partial derivative

The partial derivative of (8.67) with respect to the order parameter S2
f is

∂J(ω)

∂S2
f

=
2

5

k∑

i=−k

ciτi

(
S2

s

1 + (ωτi)2
− (τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+

(1 − S2
s )(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
.

(8.111)

S2
s partial derivative

The partial derivative of (8.67) with respect to the order parameter S2
s is

∂J(ω)

∂S2
s

=
2

5
S2

f

k∑

i=−k

ciτi

(
1

1 + (ωτi)2
− (τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
. (8.112)
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τf partial derivative

The partial derivative of (8.67) with respect to the correlation time τf is

∂J(ω)

∂τf
=

2

5
(1 − S2

f)

k∑

i=−k

ciτ
2
i

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2 . (8.113)

τs partial derivative

The partial derivative of (8.67) with respect to the correlation time τs is

∂J(ω)

∂τs
=

2

5
S2

f(1 − S2
s )

k∑

i=−k

ciτ
2
i

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2 . (8.114)
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8.9.7 The alternative extended model-free Hessian

The model-free Hessian of the extended spectral density function (8.67) is also com-

plicated by the convolution resulting from the use of the parameters {S2
f , S

2
s , τf ,

τs}. The second partial derivatives with respect to these parameters are presented

below.

Gj – Gk partial derivative

The second partial derivative of (8.67) with respect to the geometric parameters Gj

and Gk is

∂2J(ω)

∂Gj · ∂Gk
=

2

5

k∑

i=−k

(
− 2ci

∂τi
∂Gj

· ∂τi
∂Gk

(
S2

f · S2
sω

2τi
3 − (ωτi)

2

(1 + (ωτi)2)3

+ (1 − S2
f )τ

2
f

(τf + τi)
3 + 3ω2τ 3

f τi(τf + τi) − (ωτf)
4τ 3

i

((τf + τi)2 + (ωτfτi)2)3

+ S2
f(1 − S2

s )τ
2
s

(τs + τi)
3 + 3ω2τ 3

s τi(τs + τi) − (ωτs)
4τ 3

i

((τs + τi)2 + (ωτsτi)2)3

)

+

(
∂τi
∂Gj

· ∂ci
∂Gk

+
∂τi
∂Gk

· ∂ci
∂Gj

+ ci
∂2τi

∂Gj · ∂Gk

)(
S2

f · S2
s

1 − (ωτi)
2

(1 + (ωτi)2)2

+ (1 − S2
f)τ

2
f

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2

+ S2
f(1 − S2

s )τ
2
s

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)

+

(
∂2ci

∂Gj · ∂Gk
τi

(
S2

f · S2
s

1 + (ωτi)2
+

(1 − S2
f)(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+
S2

f(1 − S2
s )(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)))
.

(8.115)

Gj – Ok partial derivative

The second partial derivative of (8.67) with respect to the geometric parameter Gj

and the orientational parameter Ok is

∂2J(ω)

∂Gj · ∂Ok

=
2

5

k∑

i=−k

(
∂τi
∂Gj

∂ci
∂Ok

(
S2

f · S2
s

1 − (ωτi)
2

(1 + (ωτi)2)2

+ (1 − S2
f)τ

2
f

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2

+ S2
f(1 − S2

s )τ
2
s

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)
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+
∂2ci

∂Gj · ∂Ok

τi

(
S2

f · S2
s

1 + (ωτi)2
+

(1 − S2
f)(τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+
S2

f (1 − S2
s )(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

))
.

(8.116)

Gj – S2
f partial derivative

The second partial derivative of (8.67) with respect to the geometric parameter Gj

and the order parameter S2
f is

∂2J(ω)

∂Gj · ∂S2
f

=
2

5

k∑

i=−k

(
ci
∂τi
∂Gj

(
S2

s

1 − (ωτi)
2

(1 + (ωτi)2)2 − τ 2
f

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2

+ (1 − S2
s )τ

2
s

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)

+
∂ci
∂Gj

τi

(
S2

s

1 + (ωτi)2
− (τf + τi)τf

(τf + τi)2 + (ωτfτi)2

+
(1 − S2

s )(τs + τi)τs
(τs + τi)2 + (ωτsτi)2

))
. (8.117)

Gj – S2
s partial derivative

The second partial derivative of (8.67) with respect to the geometric parameter Gj

and the order parameter S2
s is

∂2J(ω)

∂Gj · ∂S2
s

=
2

5
S2

f

k∑

i=−k

(
ci
∂τi
∂Gj

(
1 − (ωτi)

2

(1 + (ωτi)2)2 − τ 2
s

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)

+
∂ci
∂Gj

τi

(
1

1 + (ωτi)2
− (τs + τi)τs

(τs + τi)2 + (ωτsτi)2

))
. (8.118)

Gj – τf partial derivative

The second partial derivative of (8.67) with respect to the geometric parameter Gj

and the correlation time τf is

∂2J(ω)

∂Gj · ∂τf
=

2

5
(1 − S2

f )
k∑

i=−k

(
2ci

∂τi
∂Gj

τfτi(τf + τi)
(τf + τi)

2 − 3(ωτfτi)
2

((τf + τi)2 + (ωτfτi)2)3

+
∂ci
∂Gj

τ 2
i

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2

)
. (8.119)
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Gj – τs partial derivative

The second partial derivative of (8.67) with respect to the geometric parameter Gj

and the correlation time τs is

∂2J(ω)

∂Gj · ∂τs
=

2

5
S2

f (1 − S2
s )

k∑

i=−k

(
2ci

∂τi
∂Gj

τsτi(τs + τi)
(τs + τi)

2 − 3(ωτsτi)
2

((τs + τi)2 + (ωτsτi)2)3

+
∂ci
∂Gj

τ 2
i

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2

)
. (8.120)

Oj – Ok partial derivative

The second partial derivative of (8.67) with respect to the orientational parameters

Oj and Ok is

∂2J(ω)

∂Oj · ∂Ok
=

2

5

k∑

i=−k

∂2ci
∂Oj · ∂Ok

τi

(
S2

f · S2
s

1 + (ωτi)2
+

(1 − S2
f)(τf + τi)τf

(τf + τi)2 + (ωτfτi)2

+
S2

f(1 − S2
s )(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
. (8.121)

Oj – S2
f partial derivative

The second partial derivative of (8.67) with respect to the orientational parameter

Oj and the order parameter S2
f is

∂2J(ω)

∂Oj · ∂S2
f

=
2

5

k∑

i=−k

∂ci
∂Oj

τi

(
S2

s

1 + (ωτi)2
− (τf + τi)τf

(τf + τi)2 + (ωτfτi)2
+

(1 − S2
s )(τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
.

(8.122)

Oj – S2
s partial derivative

The second partial derivative of (8.67) with respect to the orientational parameter

Oj and the order parameter S2
s is

∂2J(ω)

∂Oj · ∂S2
s

=
2

5
S2

f

k∑

i=−k

∂ci
∂Oj

τi

(
1

1 + (ωτi)2
− (τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
. (8.123)
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Oj – τf partial derivative

The second partial derivative of (8.67) with respect to the orientational parameter

Oj and the correlation time τf is

∂2J(ω)

∂Oj · ∂τf
=

2

5
(1 − S2

f )

k∑

i=−k

∂ci
∂Oj

τ 2
i

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2 . (8.124)

Oj – τs partial derivative

The second partial derivative of (8.67) with respect to the orientational parameter

Oj and the correlation time τs is

∂2J(ω)

∂Oj · ∂τs
=

2

5
S2

f(1 − S2
s )

k∑

i=−k

∂ci
∂Oj

τ 2
i

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2 . (8.125)

S2
f – S2

f partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2
f twice

is

∂2J(ω)

(∂S2
f )2

= 0. (8.126)

S2
f – S2

s partial derivative

The second partial derivative of (8.67) with respect to the order parameters S2
f and

S2
s is

∂2J(ω)

∂S2
f · ∂S2

s

=
2

5

k∑

i=−k

ciτi

(
1

1 + (ωτi)2
− (τs + τi)τs

(τs + τi)2 + (ωτsτi)2

)
. (8.127)

S2
f – τf partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2
f and

correlation time τf is

∂2J(ω)

∂S2
f · ∂τf

= −2

5

k∑

i=−k

ciτ
2
i

(τf + τi)
2 − (ωτfτi)

2

((τf + τi)2 + (ωτfτi)2)2 . (8.128)
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S2
f – τs partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2
f and

correlation time τs is

∂2J(ω)

∂S2
f · ∂τs

=
2

5
(1 − S2

s )

k∑

i=−k

ciτ
2
i

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2 . (8.129)

S2
s – S2

s partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2
s twice

is
∂2J(ω)

(∂S2
s )

2
= 0. (8.130)

S2
s – τf partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2
s and

correlation time τf is
∂2J(ω)

∂S2
s · ∂τf

= 0. (8.131)

S2
s – τs partial derivative

The second partial derivative of (8.67) with respect to the order parameter S2
s and

correlation time τs is

∂2J(ω)

∂S2
s · ∂τs

= −2

5
S2

f

k∑

i=−k

ciτ
2
i

(τs + τi)
2 − (ωτsτi)

2

((τs + τi)2 + (ωτsτi)2)2 . (8.132)

τf – τf partial derivative

The second partial derivative of (8.66) with respect to the correlation time τf twice

is

∂2J(ω)

∂τf
2 = −4

5
(1 − S2

f)
k∑

i=−k

ciτ
2
i

(τf + τi)
3 + 3ω2τ 3

i τf (τf + τi) − (ωτi)
4τ 3

f

((τf + τi)2 + (ωτfτi)2)3 (8.133)

τf – τs partial derivative

The second partial derivative of (8.66) with respect to the correlation times τf and

τs is
∂2J(ω)

∂τf · ∂τs
= 0. (8.134)
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τs – τs partial derivative

The second partial derivative of (8.66) with respect to the correlation time τs twice

is

∂2J(ω)

∂τs
2 = −4

5
S2

f (1 − S2
s )

k∑

i=−k

ciτ
2
i

(τs + τi)
3 + 3ω2τ 3

i τs(τs + τi) − (ωτi)
4τ 3

s

((τs + τi)2 + (ωτsτi)2)3 (8.135)
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8.10 Ellipsoidal diffusion tensor

8.10.1 The diffusion equation of the ellipsoid

The correlation function of the Brownian rotational diffusion of an ellipsoid is

CO(τ) =
1

5

2∑

i=−2

cie
− τ

τi . (8.136)

where ci are the weights of the five exponential terms which are dependent on the

orientation of the XH bond vector and τi are the correlation times of the five expo-

nential terms.

8.10.2 The weights of the ellipsoid

Definitions

The three direction cosines defining the XH bond vector within the diffusion frame

are

δx = X̂H · D̂x, (8.137a)

δy = X̂H · D̂y, (8.137b)

δz = X̂H · D̂z. (8.137c)

Let the set of geometric parameters be

G = {Diso,Da,Dr}, (8.138)

and the set of orientational parameters be the Euler angles

O = {α, β, γ}. (8.139)

The weights

The five weights ci in the correlation function of the Brownian rotational diffusion

of an ellipsoid (8.136) are

c−2 = 1
4
(d− e), (8.140a)

c−1 = 3δ2
yδ

2
z , (8.140b)

c0 = 3δ2
xδ

2
z , (8.140c)

c1 = 3δ2
xδ

2
y, (8.140d)

c2 = 1
4
(d+ e), (8.140e)
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where

d = 3
(
δ4
x + δ4

y + δ4
z

)
− 1, (8.141)

e =
1

R

[
(1 + 3Dr)

(
δ4
x + 2δ2

yδ
2
z

)
+ (1 − 3Dr)

(
δ4
y + 2δ2

xδ
2
z

)
− 2

(
δ4
z + 2δ2

xδ
2
y

) ]
.

(8.142)

The factor R is defined as

R =
√

1 + 3D2
r. (8.143)

8.10.3 The weight gradients of the ellipsoid

Oi partial derivative

The partial derivatives with respect to the orientational parameter Oi are

∂c−2

∂Oi

= 3

(
δ3
x

∂δx
∂Oi

+ δ3
y

∂δy
∂Oi

+ δ3
z

∂δz
∂Oi

)
− ∂e

∂Oi

, (8.144a)

∂c−1

∂Oi
= 6δyδz

(
δy
∂δz
∂Oi

+ δz
∂δy
∂Oi

)
, (8.144b)

∂c0
∂Oi

= 6δxδz

(
δx
∂δz
∂Oi

+ δz
∂δx
∂Oi

)
, (8.144c)

∂c1
∂Oi

= 6δxδy

(
δx
∂δy
∂Oi

+ δy
∂δx
∂Oi

)
, (8.144d)

∂c2
∂Oi

= 3

(
δ3
x

∂δx
∂Oi

+ δ3
y

∂δy
∂Oi

+ δ3
z

∂δz
∂Oi

)
+

∂e

∂Oi
, (8.144e)

where

∂e

∂Oi

=
1

R

[
(1 + 3Dr)

(
δ3
x

∂δx
∂Oi

+ δyδz

(
δy
∂δz
∂Oi

+ δz
∂δy
∂Oi

))

+(1 − 3Dr)

(
δ3
y

∂δy
∂Oi

+ δxδz

(
δx
∂δz
∂Oi

+ δz
∂δx
∂Oi

))

−2

(
δ3
z

∂δz
∂Oi

+ δxδy

(
δx
∂δy
∂Oi

+ δy
∂δx
∂Oi

))]
. (8.145)

τm partial derivative

The partial derivatives with respect to the τm geometric parameter are

∂c−2

∂τm
= 0, (8.146a)

∂c−1

∂τm
= 0, (8.146b)
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∂c0
∂τm

= 0, (8.146c)

∂c1
∂τm

= 0, (8.146d)

∂c2
∂τm

= 0. (8.146e)

Da partial derivative

The partial derivatives with respect to the Da geometric parameter are

∂c−2

∂Da
= 0, (8.147a)

∂c−1

∂Da
= 0, (8.147b)

∂c0
∂Da

= 0, (8.147c)

∂c1
∂Da

= 0, (8.147d)

∂c2
∂Da

= 0. (8.147e)

Dr partial derivative

The partial derivatives with respect to the Dr geometric parameter are

∂c−2

∂Dr
= −3

4

∂e

∂Dr
, (8.148a)

∂c−1

∂Dr
= 0, (8.148b)

∂c0
∂Dr

= 0, (8.148c)

∂c1
∂Dr

= 0, (8.148d)

∂c2
∂Dr

=
3

4

∂e

∂Dr
, (8.148e)

where

∂e

∂Dr

=
1

R3

[
(1 − Dr)

(
δ4
x + 2δ2

yδ
2
z

)
− (1 + Dr)

(
δ4
y + 2δ2

xδ
2
z

)
+ 2Dr

(
δ4
z + 2δ2

xδ
2
y

) ]
.

(8.149)
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8.10.4 The weight Hessians of the ellipsoid

Oi – Oj partial derivative

The second partial derivatives with respect to the orientational parameters Oi and

Oj are

∂2c−2

∂Oi · ∂Oj
= 3

(
δ2
x

(
δx

∂2δx
∂Oi · ∂Oj

+ 3
∂δx
∂Oi

· ∂δx
∂Oj

)

+δ2
y

(
δy

∂2δy
∂Oi · ∂Oj

+ 3
∂δy
∂Oi

· ∂δy
∂Oj

)

+δ2
z

(
δz

∂2δz
∂Oi · ∂Oj

+ 3
∂δz
∂Oi

· ∂δz
∂Oj

))
− ∂2e

∂Oi · ∂Oj
, (8.150a)

∂2c−1

∂Oi · ∂Oj
= 6δ2

y

(
δz

∂2δz
∂Oi · ∂Oj

+
∂δz
∂Oi

· ∂δz
∂Oj

)

+ 12δyδz

(
∂δy
∂Oi

· ∂δz
∂Oj

+
∂δz
∂Oi

· ∂δy
∂Oj

)

+ 6δ2
z

(
δy

∂2δy
∂Oi · ∂Oj

+
∂δy
∂Oi

· ∂δy
∂Oj

)
, (8.150b)

∂2c0
∂Oi · ∂Oj

= 6δ2
x

(
δz

∂2δz
∂Oi · ∂Oj

+
∂δz
∂Oi

· ∂δz
∂Oj

)

+ 12δxδz

(
∂δx
∂Oi

· ∂δz
∂Oj

+
∂δz
∂Oi

· ∂δx
∂Oj

)

+ 6δ2
z

(
δx

∂2δx
∂Oi · ∂Oj

+
∂δx
∂Oi

· ∂δx
∂Oj

)
, (8.150c)

∂2c1
∂Oi · ∂Oj

= 6δ2
x

(
δy

∂2δy
∂Oi · ∂Oj

+
∂δy
∂Oi

· ∂δy
∂Oj

)

+ 12δxδy

(
∂δx
∂Oi

· ∂δy
∂Oj

+
∂δy
∂Oi

· ∂δx
∂Oj

)

+ 6δ2
y

(
δx

∂2δx
∂Oi · ∂Oj

+
∂δx
∂Oi

· ∂δx
∂Oj

)
, (8.150d)

∂2c2
∂Oi · ∂Oj

= 3

(
δ2
x

(
δx

∂2δx
∂Oi · ∂Oj

+ 3
∂δx
∂Oi

· ∂δx
∂Oj

)

+δ2
y

(
δy

∂2δy
∂Oi · ∂Oj

+ 3
∂δy
∂Oi

· ∂δy
∂Oj

)

+δ2
z

(
δz

∂2δz
∂Oi · ∂Oj

+ 3
∂δz
∂Oi

· ∂δz
∂Oj

))
+

∂2e

∂Oi · ∂Oj
, (8.150e)
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where

∂2e

∂Oi · ∂Oj

=
1

R

[
(1 + 3Dr)

(
δ2
x

(
δx

∂2δx
∂Oi · ∂Oj

+ 3
∂δx
∂Oi

· ∂δx
∂Oj

)

+δ2
y

(
δz

∂2δz
∂Oi · ∂Oj

+
∂δz
∂Oi

· ∂δz
∂Oj

)

+δ2
z

(
δy

∂2δy
∂Oi · ∂Oj

+
∂δy
∂Oi

· ∂δy
∂Oj

)

+2δyδz

(
∂δy
∂Oi

· ∂δz
∂Oj

+
∂δz
∂Oi

· ∂δy
∂Oj

))

+(1 − 3Dr)

(
δ2
y

(
δy

∂2δy
∂Oi · ∂Oj

+ 3
∂δy
∂Oi

· ∂δy
∂Oj

)

+δ2
x

(
δz

∂2δz
∂Oi · ∂Oj

+
∂δz
∂Oi

· ∂δz
∂Oj

)

+δ2
z

(
δx

∂2δx
∂Oi · ∂Oj

+
∂δx
∂Oi

· ∂δx
∂Oj

)

+2δxδz

(
∂δx
∂Oi

· ∂δz
∂Oj

+
∂δz
∂Oi

· ∂δx
∂Oj

))

−2

(
δ2
z

(
δz

∂2δz
∂Oi · ∂Oj

+ 3
∂δz
∂Oi

· ∂δz
∂Oj

)

+δ2
x

(
δy

∂2δy
∂Oi · ∂Oj

+
∂δy
∂Oi

· ∂δy
∂Oj

)

+δ2
y

(
δx

∂2δx
∂Oi · ∂Oj

+
∂δx
∂Oi

· ∂δx
∂Oj

)

+2δxδy

(
∂δx
∂Oi

· ∂δy
∂Oj

+
∂δy
∂Oi

· ∂δx
∂Oj

))]
. (8.151)

Oi – τm partial derivative

The second partial derivatives with respect to the orientational parameter Oi and

the geometric parameter τm are

∂2c−2

∂Oi · ∂τm
= 0, (8.152a)

∂2c−1

∂Oi · ∂τm
= 0, (8.152b)

∂2c0
∂Oi · ∂τm

= 0, (8.152c)
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∂2c1
∂Oi · ∂τm

= 0, (8.152d)

∂2c2
∂Oi · ∂τm

= 0. (8.152e)

Oi – Da partial derivative

The second partial derivatives with respect to the orientational parameter Oi and

the geometric parameter Da are

∂2c−2

∂Oi · ∂Da

= 0, (8.153a)

∂2c−1

∂Oi · ∂Da
= 0, (8.153b)

∂2c0
∂Oi · ∂Da

= 0, (8.153c)

∂2c1
∂Oi · ∂Da

= 0, (8.153d)

∂2c2
∂Oi · ∂Da

= 0. (8.153e)

Oi – Dr partial derivative

The second partial derivatives with respect to the orientational parameter Oi and

the geometric parameter Dr are

∂2c−2

∂Oi · ∂Dr
= −3

∂2e

∂Oi · ∂Dr
, (8.154a)

∂2c−1

∂Oi · ∂Dr
= 0, (8.154b)

∂2c0
∂Oi · ∂Dr

= 0, (8.154c)

∂2c1
∂Oi · ∂Dr

= 0, (8.154d)

∂2c2
∂Oi · ∂Dr

= 3
∂2e

∂Oi · ∂Dr

, (8.154e)

where

∂2e

∂Oi · ∂Dr
=

1

R3

[
(1 − Dr)

(
δ3
x

∂δx
∂Oi

+ δyδz

(
δy
∂δz
∂Oi

+ δz
∂δy
∂Oi

))

−(1 + Dr)

(
δ3
y

∂δy
∂Oi

+ δxδz

(
δx
∂δz
∂Oi

+ δz
∂δx
∂Oi

))

+2Dr

(
δ3
z

∂δz
∂Oi

+ δxδy

(
δx
∂δy
∂Oi

+ δy
∂δx
∂Oi

))]
. (8.155)
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τm – τm partial derivative

The second partial derivatives with respect to the geometric parameter τm twice are

∂2c−2

∂τm
2 = 0, (8.156a)

∂2c−1

∂τm
2 = 0, (8.156b)

∂2c0

∂τm
2 = 0, (8.156c)

∂2c1

∂τm
2 = 0, (8.156d)

∂2c2

∂τm
2 = 0. (8.156e)

τm – Da partial derivative

The second partial derivatives with respect to the geometric parameters τm and Da

are

∂2c−2

∂τm · ∂Da

= 0, (8.157a)

∂2c−1

∂τm · ∂Da

= 0, (8.157b)

∂2c0
∂τm · ∂Da

= 0, (8.157c)

∂2c1
∂τm · ∂Da

= 0, (8.157d)

∂2c2
∂τm · ∂Da

= 0. (8.157e)

τm – Dr partial derivative

The second partial derivatives with respect to the geometric parameters τm and Dr

are

∂2c−2

∂τm · ∂Dr
= 0, (8.158a)

∂2c−1

∂τm · ∂Dr
= 0, (8.158b)

∂2c0
∂τm · ∂Dr

= 0, (8.158c)

∂2c1
∂τm · ∂Dr

= 0, (8.158d)

∂2c2
∂τm · ∂Dr

= 0. (8.158e)
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Da – Da partial derivative

The second partial derivatives with respect to the geometric parameter Da twice are

∂2c−2

∂Da
2 = 0, (8.159a)

∂2c−1

∂Da
2 = 0, (8.159b)

∂2c0

∂Da
2 = 0, (8.159c)

∂2c1

∂Da
2 = 0, (8.159d)

∂2c2

∂Da
2 = 0. (8.159e)

Da – Dr partial derivative

The second partial derivatives with respect to the geometric parameters Da and Dr

are

∂2c−2

∂Da · ∂Dr
= 0, (8.160a)

∂2c−1

∂Da · ∂Dr
= 0, (8.160b)

∂2c0
∂Da · ∂Dr

= 0, (8.160c)

∂2c1
∂Da · ∂Dr

= 0, (8.160d)

∂2c2
∂Da · ∂Dr

= 0. (8.160e)

Dr – Dr partial derivative

The second partial derivatives with respect to the geometric parameter Dr twice are

∂2c−2

∂Dr
2 = −3

4

∂2e

∂D2
r

, (8.161a)

∂2c−1

∂Dr
2 = 0, (8.161b)

∂2c0

∂Dr
2 = 0, (8.161c)

∂2c1

∂Dr
2 = 0, (8.161d)

∂2c2

∂Dr
2 =

3

4

∂2e

∂D2
r

, (8.161e)
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where

∂2e

∂D2
r

=
1

R5

[
(6D2

r − 9Dr − 1)
(
δ4
x + 2δ2

yδ
2
z

)

+(6D2
r + 9Dr − 1)

(
δ4
y + 2δ2

xδ
2
z

)

−2(6D2
r − 1)

(
δ4
z + 2δ2

xδ
2
y

)]
. (8.162)
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8.10.5 The correlation times of the ellipsoid

The five correlation times τi in the correlation function of the Brownian rotational

diffusion of an ellipsoid (8.136) on page 299 are

τ−2 = (6Diso − 2DaR)−1, (8.163a)

τ−1 = (6Diso − Da(1 + 3Dr))
−1, (8.163b)

τ0 = (6Diso − Da(1 − 3Dr))
−1, (8.163c)

τ1 = (6Diso + 2Da)
−1, (8.163d)

τ2 = (6Diso + 2DaR)−1, (8.163e)

where R is defined in Equation (8.143) on page 300.

8.10.6 The correlation time gradients of the ellipsoid

τm partial derivative

The partial derivatives with respect to the geometric parameter τm are

∂τ−2

∂τm
= τm

−2(6Diso − 2DaR)−2, (8.164a)

∂τ−1

∂τm
= τm

−2(6Diso − Da(1 + 3Dr))
−2, (8.164b)

∂τ0
∂τm

= τm
−2(6Diso − Da(1 − 3Dr))

−2, (8.164c)

∂τ1
∂τm

= τm
−2(6Diso + 2Da)

−2, (8.164d)

∂τ2
∂τm

= τm
−2(6Diso + 2DaR)−2. (8.164e)

Da partial derivative

The partial derivatives with respect to the geometric parameter Da are

∂τ−2

∂Da
= 2R(6Diso − 2DaR)−2, (8.165a)

∂τ−1

∂Da
= (1 + 3Dr)(6Diso − Da(1 + 3Dr))

−2, (8.165b)

∂τ0
∂Da

= (1 − 3Dr)(6Diso − Da(1 − 3Dr))
−2, (8.165c)

∂τ1
∂Da

= −2(6Diso + 2Da)
−2, (8.165d)

∂τ2
∂Da

= −2R(6Diso + 2DaR)−2. (8.165e)
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Dr partial derivative

The partial derivatives with respect to the geometric parameter Dr are

∂τ−2

∂Dr

= 6
DaDr

R
(6Diso − 2DaR)−2, (8.166a)

∂τ−1

∂Dr
= 3Da(6Diso − Da(1 + 3Dr))

−2, (8.166b)

∂τ0
∂Dr

= −3Da(6Diso − Da(1 − 3Dr))
−2, (8.166c)

∂τ1
∂Dr

= 0, (8.166d)

∂τ2
∂Dr

= −6
DaDr

R
(6Diso + 2DaR)−2. (8.166e)
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8.10.7 The correlation time Hessians of the ellipsoid

τm – τm partial derivative

The second partial derivatives with respect to the geometric parameter τm twice are

∂2τ−2

∂τm
2 = 2τm

−4(6Diso − 2DaR)−3 − 2τm
−3(6Diso − 2DaR)−2, (8.167a)

∂2τ−1

∂τm
2 = 2τm

−4(6Diso − Da(1 + 3Dr))
−3 − 2τm

−3(6Diso − Da(1 + 3Dr))
−2,

(8.167b)

∂2τ0

∂τm
2 = 2τm

−4(6Diso − Da(1 − 3Dr))
−3 − 2τm

−3(6Diso − Da(1 − 3Dr))
−2,

(8.167c)

∂2τ1

∂τm
2 = 2τm

−4(6Diso + 2Da)
−3 − 2τm

−3(6Diso + 2Da)
−2, (8.167d)

∂2τ2

∂τm
2 = 2τm

−4(6Diso + 2DaR)−3 − 2τm
−3(6Diso + 2DaR)−2. (8.167e)

τm – Da partial derivative

The second partial derivatives with respect to the geometric parameters τm and Da

are

∂2τ−2

∂τm · ∂Da
= 4Rτm

−2(6Diso − 2DaR)−3, (8.168a)

∂2τ−1

∂τm · ∂Da
= 2(1 + 3Dr)τm

−2(6Diso − Da(1 + 3Dr))
−3, (8.168b)

∂2τ0
∂τm · ∂Da

= 2(1 − 3Dr)τm
−2(6Diso − Da(1 − 3Dr))

−3, (8.168c)

∂2τ1
∂τm · ∂Da

= −4τm
−2(6Diso + 2Da)

−3, (8.168d)

∂2τ2
∂τm · ∂Da

= −4Rτm
−2(6Diso + 2DaR)−3. (8.168e)

τm – Dr partial derivative

The second partial derivatives with respect to the geometric parameters τm and Dr

are

∂2τ−2

∂τm · ∂Dr

= 12
DaDr

R
τm

−2(6Diso − 2DaR)−3, (8.169a)

∂2τ−1

∂τm · ∂Dr

= 6Daτm
−2(6Diso − Da(1 + 3Dr))

−3, (8.169b)
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∂2τ0
∂τm · ∂Dr

= −6Daτm
−2(6Diso − Da(1 − 3Dr))

−3, (8.169c)

∂2τ1
∂τm · ∂Dr

= 0, (8.169d)

∂2τ2
∂τm · ∂Dr

= −12
DaDr

R
τm

−2(6Diso + 2DaR)−3. (8.169e)

Da – Da partial derivative

The second partial derivatives with respect to the geometric parameter Da twice are

∂2τ−2

∂Da
2 = 8R2(6Diso − 2DaR)−3, (8.170a)

∂2τ−1

∂Da
2 = 2(1 + 3Dr)

2(6Diso − Da(1 + 3Dr))
−3, (8.170b)

∂2τ0

∂Da
2 = 2(1 − 3Dr)

2(6Diso − Da(1 − 3Dr))
−3, (8.170c)

∂2τ1

∂Da
2 = 8(6Diso + 2Da)

−3, (8.170d)

∂2τ2

∂Da
2 = 8R2(6Diso + 2DaR)−3. (8.170e)

Da – Dr partial derivative

The second partial derivatives with respect to the geometric parameters Da and Dr

are

∂2τ−2

∂Da · ∂Dr

= 24DaDr(6Diso − 2DaR)−3 + 6
Dr

R
(6Diso − 2DaR)−2, (8.171a)

∂2τ−1

∂Da · ∂Dr

= 6Da(1 + 3Dr)(6Diso − Da(1 + 3Dr))
−3 + 3(6Diso − Da(1 + 3Dr))

−2,

(8.171b)

∂2τ0
∂Da · ∂Dr

= −6Da(1 − 3Dr)(6Diso − Da(1 − 3Dr))
−3 − 3(6Diso − Da(1 − 3Dr))

−2,

(8.171c)

∂2τ1
∂Da · ∂Dr

= 0, (8.171d)

∂2τ2
∂Da · ∂Dr

= 24DaDr(6Diso + 2DaR)−3 − 6
Dr

R
(6Diso + 2DaR)−2. (8.171e)

Dr – Dr partial derivative

The second partial derivatives with respect to the geometric parameter Dr twice are

∂2τ−2

∂Dr
2 = 72

(
DaDr

R

)2

(6Diso − 2DaR)−3 + 6
Da

R3
(6Diso − 2DaR)−2, (8.172a)
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∂2τ−1

∂Dr
2 = 18D2

a(6Diso − Da(1 + 3Dr))
−3, (8.172b)

∂2τ0

∂Dr
2 = 18D2

a(6Diso − Da(1 − 3Dr))
−3, (8.172c)

∂2τ1

∂Dr
2 = 0, (8.172d)

∂2τ2

∂Dr
2 = 72

(
DaDr

R

)2

(6Diso − 2DaR)−3 − 6
Da

R3
(6Diso + 2DaR)−2. (8.172e)
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8.11 Spheroidal diffusion tensor

8.11.1 The diffusion equation of the spheroid

The correlation function of the Brownian rotational diffusion of a spheroid is

CO(τ) =
1

5

1∑

i=−1

cie
− τ

τi . (8.173)

where ci are the weights of the three exponential terms which are dependent on

the orientation of the XH bond vector and τi are the correlation times of the three

exponential terms.

8.11.2 The weights of the spheroid

Definitions

The direction cosine defining the XH bond vector within the spheroidal diffusion

frame is

δz = X̂H · D̂z. (8.174)

Let the set of geometric parameters be

G = {Diso,Da}, (8.175)

and the set of orientational parameters be the spherical angles

O = {θ, φ}. (8.176)

The weights

The three spheroid weights ci in the correlation function of the Brownian rotational

diffusion of a spheroid (8.173) are

c−1 = 1
4
(3δ2

z − 1)2, (8.177a)

c0 = 3δ2
z(1 − δ2

z), (8.177b)

c1 = 3
4
(δ2

z − 1)2. (8.177c)
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8.11.3 The weight gradients of the spheroid

Oi partial derivative

The partial derivatives with respect to the orientational parameter Oi are

∂c−1

∂Oi

= 3δz(3δ
2
z − 1)

∂δz
∂Oi

, (8.178a)

∂c0
∂Oi

= 6δz(1 − 2δ2
z)
∂δz
∂Oi

, (8.178b)

∂c1
∂Oi

= 3δz(δ
2
z − 1)

∂δz
∂Oi

. (8.178c)

8.11.4 The weight Hessians of the spheroid

Oi – Oj partial derivative

The second partial derivatives with respect to the orientational parameters Oi and

Oj are

∂2c−1

∂Oi · ∂Oj

= 3

(
(9δ2

z − 1)
∂δz
∂Oi

· ∂δz
∂Oj

+ δz(3δ
2
z − 1)

∂2δz
∂Oi · ∂Oj

)
, (8.179a)

∂2c0
∂Oi · ∂Oj

= 6

(
(1 − 6δ2

z)
∂δz
∂Oi

· ∂δz
∂Oj

+ δz(1 − 2δ2
z)

∂2δz
∂Oi · ∂Oj

)
, (8.179b)

∂2c1
∂Oi · ∂Oj

= 3

(
(3δ2

z − 1)
∂δz
∂Oi

· ∂δz
∂Oj

+ δz(δ
2
z − 1)

∂2δz
∂Oi · ∂Oj

)
. (8.179c)
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8.11.5 The correlation times of the spheroid

The three spheroid correlation times τi in the correlation function of the Brownian

rotational diffusion of a spheroid (8.173) are

τ−1 = (6Diso − 2Da)
−1, (8.180a)

τ0 = (6Diso − Da)
−1, (8.180b)

τ1 = (6Diso + 2Da)
−1. (8.180c)

8.11.6 The correlation time gradients of the spheroid

τm partial derivative

The partial derivatives with respect to the geometric parameter τm are

∂τ−1

∂τm
= τm

−2(6Diso − 2Da)
−2, (8.181a)

∂τ0
∂τm

= τm
−2(6Diso − Da)

−2, (8.181b)

∂τ1
∂τm

= τm
−2(6Diso + 2Da)

−2. (8.181c)

Da partial derivative

The partial derivatives with respect to the geometric parameter Da are

∂τ−1

∂Da
= 2(6Diso − 2Da)

−2, (8.182a)

∂τ0
∂Da

= (6Diso − Da)
−2, (8.182b)

∂τ1
∂Da

= −2(6Diso + 2Da)
−2. (8.182c)

8.11.7 The correlation time Hessians of the spheroid

τm – τm partial derivative

The second partial derivatives with respect to the geometric parameter τm twice are

∂2τ−1

∂τm
2 = 2τm

−4(6Diso − 2Da)
−3 − 2τm

−3(6Diso − 2Da)
−2, (8.183a)

∂2τ0

∂τm
2 = 2τm

−4(6Diso − Da)
−3 − 2τm

−3(6Diso − Da)
−2, (8.183b)

∂2τ1

∂τm
2 = 2τm

−4(6Diso + 2Da)
−3 − 2τm

−3(6Diso + 2Da)
−2. (8.183c)
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τm – Da partial derivative

The second partial derivatives with respect to the geometric parameters τm and Da

are

∂2τ−1

∂τm · ∂Da
= 4τm

−2(6Diso − 2Da)
−3, (8.184a)

∂2τ0
∂τm · ∂Da

= 2τm
−2(6Diso − Da)

−3, (8.184b)

∂2τ1
∂τm · ∂Da

= −4τm
−2(6Diso + 2Da)

−3. (8.184c)

Da – Da partial derivative

The second partial derivatives with respect to the geometric parameter Da twice are

∂2τ−1

∂Da
2 = 8(6Diso − 2Da)

−3, (8.185a)

∂2τ0

∂Da
2 = 2(6Diso − Da)

−3, (8.185b)

∂2τ1

∂Da
2 = 8(6Diso + 2Da)

−3. (8.185c)
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8.12 Spherical diffusion tensor

8.12.1 The diffusion equation of the sphere

The correlation function of the Brownian rotational diffusion of a sphere is

CO(τ) =
1

5
e−

τ
τm , (8.186)

=
1

5

0∑

i=0

cie
− τ

τi . (8.187)

where ci is the weight of the single exponential term and τi is the correlation time

of the single exponential term.

8.12.2 The weight of the sphere

Definitions

The entire diffusion parameter set consists of a single geometric parameter and is

D = {τm}. (8.188)

Summation terms

The summation indecies of the correlation function of the Brownian rotational dif-

fusion of a sphere (8.173) range from k = 0 to k = 0 therefore

i ∈ {0}. (8.189)

The weights

The single weight ci in the correlation function of the Brownian rotational diffusion

of a sphere (8.173) is

c0 = 1. (8.190)

8.12.3 The weight gradient of the sphere

τm partial derivative

The partial derivative with respect to the geometric parameter τm is

∂c0
∂τm

= 0. (8.191)
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8.12.4 The weight Hessian of the sphere

τm – τm partial derivative

The second partial derivatives with respect to the geometric parameter τm twice is

∂2c0

∂τm
2 = 0. (8.192)

8.12.5 The correlation time of the sphere

The single correlation time τi of the correlation function of the Brownian rotational

diffusion of a sphere (8.173) is

τ0 = τm. (8.193)

8.12.6 The correlation time gradient of the sphere

τm partial derivative

The partial derivative with respect to the geometric parameter τm is

∂τ0
∂τm

= 1. (8.194)

8.12.7 The correlation time Hessian of the sphere

τm – τm partial derivative

The second partial derivative with respect to the geometric parameter τm twice is

∂2τ0

∂τm
2 = 0. (8.195)
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8.13 Ellipsoidal dot product derivatives

8.13.1 The dot product of the ellipsoid

The dot product is defined as

δi = X̂H · D̂i, (8.196)

where i is one of {x, y, z}, X̂H is a unit vector parallel to the XH bond vector, and

D̂i is one of the unit vectors defining the diffusion frame. The three diffusion frame

unit vectors can be expressed using the Euler angles α, β, and γ as

D̂x =



− sinα sin γ + cosα cosβ cos γ

− sinα cos γ − cosα cos β sin γ

cosα sin β


 , (8.197a)

D̂y =




cosα sin γ + sinα cosβ cos γ

cosα cos γ − sinα cos β sin γ

sinα sin β


 , (8.197b)

D̂z =



− sin β cos γ

sin β sin γ

cosβ


 . (8.197c)

8.13.2 The dot product gradient of the ellipsoid

The partial derivative of the dot product δi with respect to the orientational param-

eter Oj is

∂δi
∂Oj

=
∂

∂Oj

(
X̂H · D̂i

)
= X̂H

∂D̂i

∂Oj

+
∂X̂H

∂Oj

D̂i. (8.198)

Because X̂H is constant and not dependent on the Euler angles its derivative is

zero. Therefore
∂δi
∂Oj

= X̂H
∂D̂i

∂Oj
. (8.199)

The D̂x gradient

The partial derivatives of the unit vector D̂x with respect to the Euler angles are

∂D̂x

∂α
=



− cosα sin γ − sinα cosβ cos γ

− cosα cos γ + sinα cosβ sin γ

− sinα sin β


 , (8.200a)
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∂D̂x

∂β
=



− cosα sin β cos γ

cosα sin β sin γ

cosα cos β


 , (8.200b)

∂D̂x

∂γ
=



− sinα cos γ − cosα cosβ sin γ

sinα sin γ − cosα cosβ cos γ

0


 . (8.200c)

The D̂y gradient

The partial derivatives of the unit vector D̂y with respect to the Euler angles are

∂D̂y

∂α
=



− sinα sin γ + cosα cosβ cos γ

− sinα cos γ − cosα cos β sin γ

cosα sin β


 , (8.201a)

∂D̂y

∂β
=



− sinα sin β cos γ

sinα sin β sin γ

sinα cos β


 , (8.201b)

∂D̂y

∂γ
=




cosα cos γ − sinα cos β sin γ

− cosα sin γ − sinα cosβ cos γ

0


 . (8.201c)

The D̂z gradient

The partial derivatives of the unit vector D̂z with respect to the Euler angles are

∂D̂z

∂α
=




0

0

0


 , (8.202a)

∂D̂z

∂β
=



− cos β cos γ

cosβ sin γ

− sin β


 , (8.202b)

∂D̂z

∂γ
=




sin β sin γ

sin β cos γ

0


 . (8.202c)
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8.13.3 The dot product Hessian of the ellipsoid

The second partial derivative of the dot product δi with respect to the orientational

parameters Oj and Ok is

∂2δi
∂Oj · ∂Ok

=
∂2

∂Oj · ∂Ok

(
X̂H · D̂i

)
= X̂H

∂2D̂i

∂Oj · ∂Ok

. (8.203)

The D̂x Hessian

The second partial derivatives of the unit vector D̂x with respect to the Euler angles

are

∂2D̂x

∂α2
=




sinα sin γ − cosα cos β cos γ

sinα cos γ + cosα cos β sin γ

− cosα sin β


 , (8.204a)

∂2D̂x

∂α · ∂β =




sinα sin β cos γ

− sinα sin β sin γ

− sinα cosβ


 , (8.204b)

∂2D̂x

∂α · ∂γ =



− cosα cos γ + sinα cosβ sin γ

cosα sin γ + sinα cosβ cos γ

0


 , (8.204c)

∂2D̂x

∂β2
=



− cosα cosβ cos γ

cosα cosβ sin γ

− cosα sin β


 , (8.204d)

∂2D̂x

∂β · ∂γ =




cosα sin β sin γ

cosα sin β cos γ

0


 , (8.204e)

∂2D̂x

∂γ2
=




sinα sin γ − cosα cos β cos γ

sinα cos γ + cosα cos β sin γ

0


 . (8.204f)
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The D̂y Hessian

The second partial derivatives of the unit vector D̂y with respect to the Euler angles

are

∂2D̂y

∂α2
=



− cosα sin γ − sinα cos β cos γ

− cosα cos γ + sinα cosβ sin γ

− sinα sin β


 , (8.205a)

∂2D̂y

∂α · ∂β =



− cosα sin β cos γ

cosα sin β sin γ

cosα cosβ


 , (8.205b)

∂2D̂y

∂α · ∂γ =



− sinα cos γ − cosα cos β sin γ

sinα sin γ − cosα cos β cos γ

0


 , (8.205c)

∂2D̂y

∂β2
=



− sinα cosβ cos γ

sinα cosβ sin γ

− sinα sin β


 , (8.205d)

∂2D̂y

∂β · ∂γ =




sinα sin β sin γ

sinα sin β cos γ

0


 , (8.205e)

∂2D̂y

∂γ2
=



− cosα sin γ − sinα cos β cos γ

− cosα cos γ + sinα cosβ sin γ

0


 . (8.205f)

The D̂z Hessian

The second partial derivatives of the unit vector D̂z with respect to the Euler angles

are

∂2D̂z

∂α2
=




0

0

0


 , (8.206a)

∂2D̂z

∂α · ∂β =




0

0

0


 , (8.206b)
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∂2D̂z

∂α · ∂γ =




0

0

0


 , (8.206c)

∂2D̂z

∂β2
=




sin β cos γ

− sin β sin γ

− cos β


 , (8.206d)

∂2D̂z

∂β · ∂γ =




cosβ sin γ

cos β cos γ

0


 , (8.206e)

∂2D̂z

∂γ2
=




sin β cos γ

− sin β sin γ

0


 . (8.206f)
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8.14 Spheroidal dot product derivatives

8.14.1 The dot product of the spheroid

The single dot product of the spheroid is defined as

δz = X̂H · D̂‖, (8.207)

where X̂H is a unit vector parallel to the XH vector. D̂‖ is a unit vector parallel

to the unique axis of the diffusion tensor and can be expressed using the spherical

angles where θ is the polar angle and φ is the azimuthal angle as

D̂‖ =




sin θ cosφ

sin θ sinφ

cos θ


 . (8.208)

8.14.2 The dot product gradient of the spheroid

The partial derivative of the dot product with respect to the orientational parameter

Oi is

∂δz
∂Oi

=
∂

∂Oi

(
X̂H · D̂‖

)
= X̂H

∂D̂‖

∂Oi
+
∂X̂H

∂Oi
D̂‖. (8.209)

Because the XH bond vector is constant and not dependent on the spherical angles

its derivative is zero. Therefore

∂δz
∂Oi

= X̂H
∂D̂‖

∂Oi
. (8.210)

The D̂‖ gradient

The partial derivatives of the unit vector D̂‖ with respect to the spherical angles are

∂D̂‖

∂θ
=




cos θ cosφ

cos θ sin φ

− sin θ


 , (8.211a)

∂D̂‖

∂φ
=



− sin θ sinφ

sin θ cosφ

0


 . (8.211b)
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8.14.3 The dot product Hessian of the spheroid

The second partial derivative of the single spheroidal dot product δz with respect to

the orientational parameters Oi and Oj is

∂2δz
∂Oi · ∂Oj

=
∂2

∂Oi · ∂Oj

(
X̂H · D̂‖

)
= X̂H

∂2D̂‖

∂Oi · ∂Oj
. (8.212)

The D̂‖ Hessian

The second partial derivatives of the unit vector D̂‖ with respect to the spherical

angles are

∂2D̂‖

∂θ2
=



− sin θ cosφ

− sin θ sin φ

− cos θ


 , (8.213a)

∂2D̂‖

∂θ · ∂φ =



− cos θ sinφ

cos θ cosφ

0


 , (8.213b)

∂2D̂‖

∂φ2
=



− sin θ cosφ

− sin θ sin φ

0


 . (8.213c)
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Chapter 9

Conclusions

Because of the presence of multiple model-free models the solution to the global

model-free problem for the entire macromolecule is non-trivial. Complications arise

through the interplay between the concepts of mathematical modelling, numerical

optimisation, and statistical model selection. The complexity of this multidisci-

plinary problem is manifested in a number of ways. This includes the values of the

model-free parameters being dependent on the values of the Brownian rotational

diffusion parameters and vice versa; the selection of the best model-free model being

dependent on the diffusion parameter values; and the selection of the diffusion model

being dependent on its model-free models and their parameter values. In Chapter 5

the entirety of the model-free problem was recast into set notation. Its solution was

formulated in Equation 5.7 on page 165 as the universal solution Û.

Ever since Kay et al. (1989) most model-free analyses search for the universal

solution Û by starting with an initial estimate of the Brownian rotational diffusion

tensor. The parameters of a subset of model-free models m0 to m9 (Models 1.26.0–

1.26.9 on page 11) are optimised for all residues. The best model Fi from the set of

optimised model-free models for each residue i is selected. Finally the global model

S which is the union of the diffusion tensor model D and the selected model-free

models for all residues is optimised. These steps are repeated until convergence has

been attained, as defined in Equations 5.18 to 5.20 on page 172. The initial diffusion

tensor estimate for each iteration k is the parameter values of the set D ∈ Sk−1,

where Sk−1 is the optimised global model from the last iteration. This approach to

Û has been labelled as Kay’s paradigm.

In Chapter 6 a new model-free optimisation protocol is presented which ap-

proaches Û from the opposite direction as Kay’s paradigm. Initially the model-free

parameters are optimised free of any global diffusion parameters by using global

327
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model MI (Model 6.97.1 on page 203) which consists of model-free models tm0 to

tm9 (Models 1.27.0–1.27.9 on page 12). The best model Fi for each residue i is

then selected. Finally the diffusion parameters of D are optimised together with

the model-free parameters for global models MII to MV (Models 6.97.2–6.97.5 on

page 203). Due to the bias and variance of model MI, caused by the diffusion tensor

approximation and over-fitting respectively, the universal solution may not initially

be found. Hence an iterative procedure similar to that used by Kay’s paradigm is

applied and terminated upon convergence. This approach to Û simplifies model-free

analysis by removing the dependence on an initial diffusion tensor estimate. Signifi-

cantly, the approach avoids all of the problems inherent in Kay’s paradigm: the two

minima problem of the spheroid diffusion tensor parameter space; the appearance

of artificial chemical exchange (Tjandra et al., 1996); the appearance of artificial

nanosecond motions (Schurr et al., 1994); and the hiding of internal nanosecond

motions caused by the violation of the rigidity assumption. This was demonstrated

by testing the new optimisation protocol against the cytochrome c2 relaxation data

(Blackledge et al., 1998), the synthetic data from Table 4 of Schurr et al. (1994),

the bacteriorhodopsin (1-36)BR fragment data (Orekhov et al., 1999a), and the Ol-

factory Marker Protein data (Gitti et al., 2005). Independent of how the universal

solution is found inaccuracy in the structure used in the analysis can still induce

artificial chemical exchange or artificial nanosecond motions (Chapter 7).

A number of simplifications to the optimisation of the global model S are pre-

sented in Chapter 6. Through the derivation of the global correlation function of

a vector rigidly attached to an ellipsoid the Brownian rotational correlation func-

tions of Woessner (1962) have been shown to be not fully simplified. Applying a

parameter shift from the geometric parameters G = {Dx,Dy,Dz} to the parameters

G = {Diso,Da,Dr} the equations of motion are further simplified. Generic versions

of the model-free equations, which are independent of the model of Brownian rota-

tional diffusion, have also been derived. Hence the same equations can be used for

the diffusion as a sphere, spheroid, and ellipsoid. For the original model-free equa-

tion of Lipari and Szabo (1982a,b) and the extended model-free equation of Clore

et al. (1990b) the generic versions are presented respectively in Equations (6.95)

and (6.96) on page 202. Many symmetries exist within the spheroid and ellipsoid

diffusion parameter spaces D. A number of rules are presented in Equations (6.87)

to (6.90) on page 199 to collapse these symmetries enabling comparison between

different analyses.
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The optimisation of the model-free models is investigated in Chapter 4. It was

found that the most efficient methodology for model-free analysis is Newton optimi-

sation in combination with the GMW Hessian modification (Gill et al., 1981) and

the backtracking line search (Nocedal and Wright, 1999). As this optimisation tech-

nique requires the chi-squared value, gradient, and Hessian at the current parameter

position all the equations and their first and second partial derivatives are presented

in Chapter 8. To limit the parameter values while allowing the minimum to be found

in all cases the Augmented Lagrangian (Nocedal and Wright, 1999), which is also

known as the Method of Multipliers, should be utilised.

Once the parameters of the model-free models have been optimised model elim-

ination is necessary. This is because model-free models can at times fail with their

parameter values being far from the truth. In Chapter 3 two empirical rules are

presented in Inequalities (3.3) and (3.5) on page 64 for the removal of failed mod-

els. Once these models have been eliminated the best model Fi is then selected.

In Chapter 2 it was shown that the technique best suited for model-free analysis

is AIC model selection (Akaike, 1973). AIC is the best balance between bias and

variance and the model with the lowest AIC value is the one closest to Occam’s

razor. The criterion is calculated by the simple formula AIC = χ2 + 2k, where χ2

is the optimised chi-squared value and k is the number of parameters of that model.

AIC model selection should also be used for choosing between the non-nested global

models MI to MV.

Chapter 7 presents the program relax which has been written for the analysis of

NMR relaxation data. The software implements all of the techniques investigated

in this thesis. This includes all of the model selection techniques of Chapter 2; the

empirical rules for model elimination (Chapter 3); all of the optimisation algorithms

of Chapter 4; Kay’s paradigm for finding the universal solution (Chapter 5); and

the new model-free optimisation protocol and the simplifications of Chapter 6.

The application of the advancements to the model-free data analysis chain pre-

sented in this thesis will significantly improve the description of protein dynamics.

This dynamic picture will be more detailed, more accurate, and reflect more of the

trends present in the original relaxation data and in the spectral density values

(Lefevre et al., 1996). Finding links between internal motion and macromolecular

function will become easier. Although these techniques will have a large effect on

the results, more improvements to the analysis are still possible. One improvement

would be to simplify the modelling aspect by completely removing the chemical
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exchange contribution to the collected R2 relaxation rates (Phan et al., 1996; But-

terwick et al., 2004). By eliminating m3, m4, m7, m8, and m9 (Models 1.26.3,

1.26.4, 1.26.7, 1.26.8, and 1.26.9) the complexity of optimisation would decrease and

the quantity of relaxation data available for providing information on the internal

motions would be greater. This would allow the extraction of finer motional details

with less noise and avoid all of the issues relating to artificial chemical exchange.

A important assumption used in almost all model-free analyses is that the CSA

value and bond length are fixed and that all residues under study have the same

values. The unique axis of the assumed axially symmetric CSA tensor and the XH

bond are also treated as collinear. These assumptions are an Achilles heel of model-

free analysis. For example the 15N CSA value in proteins is highly variable (Fushman

et al., 1998). By measuring the cross-correlated cross-relaxation rate ηxy between

the dipolar and CSA relaxation at multiple field strengths (Hall et al., 2003), the

CSA value and angle θ between the two interactions can be determined (Fushman

and Cowburn, 1998; Fushman et al., 1998). An unexplored approach to this problem

would be to utilise multiple field strength R1, R2, NOE, ηxy, and ηz relaxation data

to optimise the CSA value and θ simultaneously with the model-free parameters.

This direct optimisation approach would avoid the currently required assumptions

for determining these values.

Another point of weakness is the structural information input into model-free

analysis. For the anisotropic diffusion tensors – the spheroids and ellipsoid – the

bond vector orientation is very important. When high quality structural information

is feed into the analysis, there should be no issues for bond vectors which are rigidly

attached to the diffusion frame. However for highly mobile bond vectors located

within loops or other motile structural elements, the static single vector orientation

is artificial and will have a significant effect the model-free parameter values and

errors. Another important structural issue is if there is a monomer-dimer equilibrium

(Schurr et al., 1994; Fushman et al., 1997), even if dimer population is as low as ten

percent.

The analysis of the Brownian rotational diffusion could also be improved. Not

all proteins are globular therefore, in the presence of interdomain movements or

other large scale concerted motions, the spherical, spheroidal, and ellipsoidal diffu-

sion tensors may not be the best description of the system. This can be partially

alleviated through the use of hybrid diffusion tensor models whereby each domain

is fitted to a different diffusion tensor. However in using a mathematical description
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of the different motions based on statistical mechanics the Brownian rotational dif-

fusion of the entire molecule, the interdomain or other concerted motions, and the

internal model-free motions could be teased apart. As these motions would not be

independent, the assumption used in Lipari and Szabo (1982a) that the overall and

internal motions are decoupled could not be used. The physiological significance

of the resultant dynamic description for a macromolecule exhibiting such motions

would be greatly improved.
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Appendix A

OMP model-free parameter values

Table A.1: OMP model-free parameter values for the prolate spheroid using the 1F35

X-ray structure, as determined by the new model-free optimisation protocol.

Residue Model S2 S2
f τe < 100 or τf τe > 100 or τs Rex (600.0 MHz)

(ps) (ps) (s−1)

Gln9 m5 0.759±0.041 0.868±0.033 461.63±175.28

Gln10 m5 0.780±0.022 0.843±0.038 429.60±218.32

Leu11 m2 0.828±0.018 15.05±7.86

Asp12 m5 0.779±0.040 0.817±0.020 3869.35±2799.65

Met13 m2 0.822±0.014 15.92±4.94

Leu15 m1 0.849±0.016

Val16 m2 0.869±0.013 19.37±7.72

Leu17 m2 0.897±0.017 20.83±9.11

Asp18 m2 0.907±0.016 19.96±15.88

Gln19 m1 0.928±0.016

Asp20 m2 0.929±0.023 41.54±34.19

Leu21 m2 0.943±0.014 34.54±29.72

Thr22 m2 0.924±0.021 29.30±18.46

Lys23 m1 0.925±0.015

Gln24 m1 0.935±0.020

Met25 m2 0.928±0.021 25.28±20.58

Arg26 m3 0.819±0.017 2.680±0.402

Leu27 m1 0.919±0.016

Arg28 m2 0.929±0.016 23.36±15.58

Val29 m1 0.920±0.018

Glu30 m2 0.930±0.020 26.93±22.76

333
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Table A.1: OMP model-free parameter values for the prolate spheroid using the 1F35

X-ray structure, as determined by the new model-free optimisation protocol.

Residue Model S2 S2
f τe < 100 or τf τe > 100 or τs Rex (600.0 MHz)

(ps) (ps) (s−1)

Ser31 m2 0.926±0.020 28.96±21.64

Leu32 m1 0.923±0.016

Lys33 m2 0.905±0.019 19.98±13.10

Arg35 m2 0.907±0.020 70.04±47.59

Gly36 m5 0.802±0.035 0.903±0.027 757.45±183.78

Glu37 m5 0.803±0.031 0.913±0.022 603.21±180.39

Lys38 m2 0.827±0.035 634.71±132.74

Lys39 m6 0.498±0.084 0.733±0.055 73.70±24.18 2228.30±1800.96

Gln40 m6 0.553±0.083 0.810±0.064 85.51±60.82 1918.09±1352.08

Asp41 m7 0.717±0.056 0.839±0.036 615.95±211.29 1.138±0.518

Glu43 m4 0.932±0.019 81.88±54.13 0.931±0.418

Lys44 m4 0.879±0.017 36.14±10.77 2.590±0.352

Leu45 m7 0.859±0.061 0.935±0.047 405.28±318.75 2.692±0.649

Leu46 m4 0.840±0.036 25.45±13.07 3.345±0.560

Arg47 m7 0.803±0.086 0.870±0.059 891.37±552.96 2.791±0.816

Ala49 m4 0.855±0.019 19.76±7.62 2.166±0.407

Glu50 m5 0.770±0.041 0.839±0.026 2669.67±1983.77

Ser51 m2 0.872±0.014 15.50±8.79

Tyr53 m2 0.880±0.016 17.31±11.58

Arg54 m1 0.866±0.017

Leu55 m1 0.889±0.020

Asp56 m2 0.827±0.016 11.09±6.38

Glu57 m5 0.788±0.030 0.865±0.040 712.75±296.99

Ile58 m4 0.791±0.013 36.45±4.98 0.529±0.312

Gln59 m2 0.927±0.016 148.09±128.73

Gln60 m2 0.894±0.017 101.88±43.78

Lys62 m4 0.847±0.018 63.80±15.32 1.737±0.383

Leu63 m2 0.857±0.019 47.24±9.82

Gln64 m2 0.821±0.014 23.90±7.19

Phe65 m2 0.922±0.017 95.35±55.53

Asp66 m2 0.913±0.017 71.61±74.24

His67 m2 0.892±0.019 54.54±13.70

Trp68 m2 0.855±0.017 22.05±8.34
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Table A.1: OMP model-free parameter values for the prolate spheroid using the 1F35

X-ray structure, as determined by the new model-free optimisation protocol.

Residue Model S2 S2
f τe < 100 or τf τe > 100 or τs Rex (600.0 MHz)

(ps) (ps) (s−1)

Asp69 m2 0.873±0.015 22.39±8.80

Val70 m2 0.852±0.016 11.32±6.48

Val71 m2 0.860±0.015 14.82±8.73

Leu72 m1 0.828±0.018

Asp73 m4 0.847±0.017 12.88±6.35 0.622±0.263

Lys74 m1 0.867±0.013

Gly76 m1 0.882±0.014

Lys77 m1 0.884±0.019

Val78 m1 0.895±0.017

Thr79 m2 0.899±0.017 18.63±11.26

Ile80 m2 0.876±0.016 13.77±8.22

Thr81 m1 0.902±0.017

Gly82 m2 0.898±0.022 20.44±11.51

Thr83 m1 0.900±0.018

Ser84 m4 0.898±0.024 31.37±16.46 1.687±0.709

Asn86 m4 0.840±0.020 23.45±6.54 3.459±0.496

Trp87 m4 0.828±0.028 22.59±9.05 2.999±0.477

Asp90 m4 0.930±0.030 90.59±73.75 1.163±0.552

Leu91 m4 0.858±0.030 44.00±14.96 2.193±0.514

Thr92 m7 0.746±0.109 0.855±0.077 980.63±473.92 3.360±1.086

Leu94 m4 0.830±0.023 31.44±8.59 3.084±0.433

Met95 m4 0.914±0.018 54.79±22.62 0.977±0.386

Thr96 m4 0.810±0.023 25.66±9.37 3.629±0.502

Arg97 m5 0.763±0.039 0.901±0.026 692.16±132.05

Gln98 m4 0.884±0.022 34.45±13.94 1.331±0.453

Leu99 m2 0.900±0.014 25.23±11.37

Leu100 m1 0.882±0.014

Asp101 m1 0.874±0.016

Ala103 m5 0.746±0.030 0.813±0.020 1850.69±1173.66

Ala104 m1 0.855±0.013

Ile105 m1 0.834±0.013

Phe106 m2 0.900±0.020 21.11±10.51

Trp107 m5 0.846±0.033 0.889±0.030 1885.34±1764.07
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Table A.1: OMP model-free parameter values for the prolate spheroid using the 1F35

X-ray structure, as determined by the new model-free optimisation protocol.

Residue Model S2 S2
f τe < 100 or τf τe > 100 or τs Rex (600.0 MHz)

(ps) (ps) (s−1)

Arg108 m5 0.826±0.040 0.883±0.027 1680.73±1877.95

Lys109 m5 0.822±0.034 0.873±0.029 1487.80±1027.30

Glu110 m5 0.813±0.047 0.870±0.043 1447.65±1206.88

Asp111 m5 0.840±0.022 0.921±0.026 354.89±145.86

Asp113 m5 0.747±0.027 0.856±0.020 919.89±124.54

Ala114 m2 0.802±0.019 61.12±10.09

Met115 m5 0.763±0.031 0.836±0.019 1722.20±1714.03

Asp116 m3 0.846±0.017 0.722±0.396

Glu119 m4 0.829±0.019 11.93±5.21 0.993±0.465

Asp121 m2 0.918±0.015 26.71±14.59

Leu123 m1 0.939±0.018

Glu124 m1 0.926±0.018

Phe125 m2 0.903±0.021 20.22±13.01

Gly126 m2 0.901±0.017 19.53±11.55

Glu127 m1 0.923±0.017

Leu129 m2 0.899±0.016 17.76±13.05

Ser130 m1 0.895±0.017

Asp131 m2 0.888±0.016 22.34±9.97

Leu132 m1 0.873±0.017

Ala133 m1 0.946±0.020

Lys134 m1 0.918±0.017

Ile135 m2 0.888±0.015 19.34±11.48

Arg136 m2 0.908±0.022 27.88±14.57

Lys137 m4 0.864±0.017 17.13±8.96 0.516±0.355

Val138 m2 0.910±0.020 24.99±15.90

Met139 m2 0.870±0.015 18.42±8.72

Tyr140 m1 0.890±0.018

Phe141 m1 0.907±0.016

Leu142 m2 0.889±0.015 23.34±10.83

Ile143 m1 0.886±0.018

Thr144 m1 0.880±0.017

Phe145 m4 0.820±0.035 20.53±8.22 1.274±0.532

Gly146 m2 0.864±0.018 32.90±7.93
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Table A.1: OMP model-free parameter values for the prolate spheroid using the 1F35

X-ray structure, as determined by the new model-free optimisation protocol.

Residue Model S2 S2
f τe < 100 or τf τe > 100 or τs Rex (600.0 MHz)

(ps) (ps) (s−1)

Glu147 m2 0.812±0.016 23.48±5.62

Gly148 m2 0.816±0.020 24.35±6.32

Val149 m5 0.850±0.033 0.906±0.029 778.50±334.31

Glu150 m2 0.842±0.016 20.68±6.78

Ala152 m5 0.824±0.047 0.887±0.028 7156.75±2325.03

Asn153 m5 0.822±0.035 0.909±0.025 2413.59±869.97

Leu154 m2 0.928±0.022 26.47±20.20

Lys155 m7 0.643±0.187 0.765±0.096 3009.93±2588.84 2.332±1.487

Ala156 m2 0.860±0.014 12.03±6.65

Ser157 m1 0.886±0.016

Val158 m1 0.911±0.016

Val159 m2 0.896±0.015 25.67±13.86

Phe160 m2 0.881±0.014 16.60±9.74

Asn161 m2 0.886±0.020 19.99±9.83

Gln162 m5 0.752±0.039 0.838±0.037 527.15±215.50
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Koradi, R., Billeter, M., and Wüthrich, K. (1996). MOLMOL, a program for display

and analysis of macromolecular structures. J. Mol. Graphics, 14, 51–55.

Korzhnev, D. M., Billeter, M., Arseniev, A. S., and Orekhov, V. Y. (2001). NMR

studies of Brownian tumbling and internal motions in proteins. Prog. NMR Spec-

trosc., 38(3), 197–266.

Korzhnev, D. M., Orekhov, V. Y., and Arseniev, A. S. (1997). Model-free approach

beyond the borders of its applicability. J. Magn. Reson., 127(2), 184–191.

Kroenke, C. D., Rance, M., and Palmer, A. G. (1999). Variability of the N-15

chemical shift anisotropy in Escherichia coli ribonuclease H in solution. J. Am.

Chem. Soc., 121(43), 10119–10125.

Krushelnitsky, A., Reichert, D., Hempel, G., Fedotov, V., Schneider, H., Yagodina,

L., and Schulga, A. (1999). Superslow backbone protein dynamics as studied

by 1D solid-state MAS exchange NMR spectroscopy. J. Magn. Reson., 138(2),

244–255.

Kullback, S. and Leibler, R. A. (1951). On information and sufficiency. Ann. Math.

Stat., 22(1), 79–86.



346 BIBLIOGRAPHY

Larsson, G., Martinez, G., Schleucher, J., and Wijmenga, S. S. (2003). Detection

of nano-second internal motion and determination of overall tumbling times in-

dependent of the time scale of internal motion in proteins from NMR relaxation

data. J. Biomol. NMR, 27(4), 291–312.

Lee, L. K., Rance, M., Chazin, W. J., and Palmer, A. G. (1997). Rotational diffusion

anisotropy of proteins from simultaneous analysis of N-15 and C-13(alpha) nuclear

spin relaxation. J. Biomol. NMR, 9(3), 287–298.

Lefevre, J. F., Dayie, K. T., Peng, J. W., and Wagner, G. (1996). Internal mobility

in the partially folded DNA binding and dimerization domains of GAL4: NMR

analysis of the N-H spectral density functions. Biochemistry, 35(8), 2674–2686.

Levenberg, K. (1944). A method for the solution of certain non-linear problems in

least squares. Quarterly of Applied Mathematics, 2, 164–168.

Likic, V. A., Gooley, P. R., Speed, T. P., and Strehler, E. E. (2005). A statistical

approach to the interpretation of molecular dynamics simulations of calmodulin

equilibrium dynamics. Protein Sci., 14(12), 2955–2963.

Linhart, H. and Zucchini, W. (1986). Model Selection. Wiley Series in Probability

and Mathematical Statistics. John Wiley & Sons, Inc., New York, NY, USA.

Lipari, G. and Szabo, A. (1982a). Model-free approach to the interpretation of

nuclear magnetic-resonance relaxation in macromolecules I. Theory and range of

validity. J. Am. Chem. Soc., 104(17), 4546–4559.

Lipari, G. and Szabo, A. (1982b). Model-free approach to the interpretation of

nuclear magnetic-resonance relaxation in macromolecules II. Analysis of experi-

mental results. J. Am. Chem. Soc., 104(17), 4559–4570.
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